
Cost Models for Distributed Data Mining

S. Krishnaswamy1, S.W. Loke2, A. Zaslavsky1

School of Computer Science & Software Engineering, Monash University1

900 Dandenong Road, Caulfield East 3145, Australia
Email: {shonali.krishnaswamy, arkady.zaslavsky}@csse.monash.edu.au

CRC for Enterprise Distributed Systems Technology2

900 Dandenong Road, Caulfield East 3145, Australia
Email: swloke@dstc.monash.edu.au

Abstract
The objective of this paper is to present cost models for
estimating the response time for the distributed data
mining (DDM) process. These cost models form the basis
for developing a hybrid approach to distributed data
mining which integrates the client-server and mobile
agent paradigms. The underlying objective of the hybrid
model is to optimise the DDM process.

1. Introduction
The evolution of KDD systems from being centralised

and stand-alone along the dimension of data distribution
signifies the emergence of “distributed data mining”
(DDM). When data mining is undertaken in an
environment where users, data, hardware and the mining
software are geographically dispersed, it is called
distributed data mining. Typically, such environments are
also characterised by heterogeneity of data, multiple users
and large data volumes [3]. The need to address specific
issues associated with the application of data mining in
distributed computing environments is the primary
objective of distributed data mining.

There are predominantly two architectural models
used in the development of DDM systems, namely, client-
server (CS) and software agents. The “agents” category
can be further divided on the basis of whether the agents
have the ability to migrate in a self-directed manner or not
(i.e. whether the agents exhibit the characteristic of
mobility or not). This classification is illustrated in figure
1. The functionality implemented in each of the
architectural models is comparable. However there are
some fundamental differences in the way that the mining
process is performed.

The CS model is characterised by the presence of one
or more data mining servers. In order to perform mining,
the user requests’ are fed into the data mining server
which collects data from different locations and brings it

into the data mining server. The mining server houses the
mining algorithms and is generally a high performance
server. The difference between stand-alone systems and
DDM systems using this framework is that in the former,
data had to be brought into every user’s work station
which may or may not have high computational
resources. However, this model for distributed data
mining has a high communication overhead as it involves
transfer of huge quantities of data. The advantage of this
model is that the DDM server has well defined
computational resources which has the ability to handle
resource intensive data mining tasks.

Figure 1. Taxonomy of Distributed Data Mining
Architectures

The agent-based model is a popular approach to
constructing distributed data mining systems and is
characterised by a variety of agents co-ordinating and
communicating with each other to perform the various
tasks of the data mining process. Agent technology is seen
as being able to address the specific concern of increasing
scalability and enhancing performance by moving code
instead of data and thereby reducing the communication
overhead incurred in the CS model. However, the absence
of dedicated data mining servers and the lack of control
over available computational resources at remote sites are
limitations.
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As shown in studies by [10] and [3] there is a
significant performance gain to be achieved by using an
adaptable, hybrid approach in distributed systems (as
opposed to using either the agent approach or the CS
approach). Our work focuses on developing an adaptable
hybrid architectural model for DDM [5] that uses either
the CS approach or the mobile agent approach depending
on which would be the most suitable for a given DDM
task. The focus of the hybrid DDM system is that it
should incorporate an “optimiser” to be able to estimate
the cost associated with the various options (in this case,
the client server model or the agent model). In this paper
we present the design of the optimiser component of our
architecture and the cost formulae we have developed for
the various distributed data mining scenarios. The cost
model forms the theoretical basis for the optimiser to
build cost estimates from.

This paper is organised as follows. In section 2 we
review related in the field of distributed data mining. In
section 3, the cost formulae associated with different
DDM scenarios are presented. Section 4 describes the
design of an optimiser for distributed data mining.
Finally, in section 5, we present the current status of our
project and the future directions of this work.

2. Related Work
Several DDM systems using either agent-based

architectures or the client-server model have been
proposed. Systems that use the agent paradigm include
Generic Data Mining [1], InfoSleuth [6], Java Agents for
Meta-Learning (JAM) [11], Besizing Knowledge through
Distributed Heterogeneous Induction (BODHI) [4] and
Papyrus [7].  DDM systems based on the client-server
paradigm include DecisionCentre [2] and IntelliMiner [8].
To our knowledge, cost models for different distributed
data mining scenarios have not been developed or
incorporated explicitly into the above systems.

3. Cost Models for Distributed Data Mining
In this section of the paper, we present our cost

models for distributed data mining.  The cost formulae are
apriori estimates of the distributed data mining response
time for a given task using a specified architectural model
when environmental factors are taken into consideration.
We initially present the general cost model for distributed
data mining. We then illustrate how the general model is
mapped to the cost functions for alternative DDM
scenarios.

The response time for distributed data mining is as
follows:

T = tddm + tki (1)
where T is the response time, tddm is the time taken to
perform mining in a distributed environment and tki  is the
time taken to perform knowledge integration.

Depending on the model used for distributed data
mining (i.e. mobile agent or client server) and the
different scenarios within each model, the factors which
determine tddm will change. This results in a consequent
change in the actual cost function that determines tddm. In
the following discussion we present the different
distributed data mining scenarios and the cost functions to
determine tddm for each case.

3.1 Mobile Agent Model
This case is characterised by a given distributed data

mining task being executed in its entirety using the
mobile agent paradigm. The core steps involved include:
submission of a task by a user, dispatching of mobile
agent (or agents) to the respective data server (or servers),
data mining and the return of mobile agent(s) from the
data resource(s) with mining results. This model is
characterised by a set of mobile agents traversing the
relevant data servers to perform mining. In general, this
can be expressed as m mobile agents traversing n data
sources. There are three possible alternatives within this
scenario. The first possibility is m = n, where the number
of mobile agents is equal to the number of data servers.
This implies that one data mining agent is sent to each
data source involved in the distributed data mining task.
The second option is m < n, where the number of mobile
agents is less than the number of data servers. The
implication of having fewer agents than servers is that
some agents may be required to traverse more than one
server.  We do not consider the third case of m > n since
this is in effect equivalent to the case 1 above where there
is a mobile agent available per data server. Each of the
above alternatives has its own cost function. These cost
models are described as follows.

3.1.1 Equal number of mobile agents and data servers
(m=n)

This is a case where data mining from different
distributed data servers is performed in parallel. The
algorithm used across the different data servers can be
uniform or varied. The system dispatches a mobile agent
encapsulating the data mining algorithm (with the relevant
parameters) to each of the data servers participating in the
distributed data mining activity.

Let n be the number of data servers. Therefore, the
number of mobile agents is n (since m=n). In order to
derive the cost function for the general case involving n
data servers and n data mining agents, we first formulate
the cost function for the case where there is one data
server and one data mining agent.

Let us consider the case where data mining has to be
performed at the ith data server (i.e 1≤ i ≤ n ). The cost
function for the response time to perform distributed data
mining involving the ith data server is as follows:
tddm= tdm(i) + tdmAgent(AC, i) + tresultAgent(i,AC)  (2)



It must be noted that since there is only one data site
involved, knowledge integration of results from
distributed sites is not relevant (i.e. tki = 0). This implies
that (from (1)),
T    = tdm(i) + tdmAgent(AC, i) + tresultAgent(i,AC)
The terms in the above cost estimate are discussed below.
tddm. This is the response time for performing distributed
data mining. In this particular case the distributed data
mining process is characterised by one data server and
one mobile agent.
tdmAgent(AC, i). In our cost model, the representation
tmobileAgent(x, y) refers to the time taken by the agent
mobileAgent to travel from node x to node y. Therefore
tdmAgent(AC, i) is the time taken by the mobile agent
dmAgent (which is the agent encapsulating the mining
algorithm and the relevant parameters) to travel from the
agent centre (AC) to the data server (i). In general, the
time taken for a mobile agent to travel depends on the
following factors: the size of the agent and the bandwidth
between nodes (e.g. in kilobits per second). The travel
time is proportional to the size of the agent and is
inversely proportional to the bandwidth (i.e. the time
taken increases as the agent size increases and decreases
as the bandwidth increases). This can be expressed as
follows:
tdmAgent(AC, i)  ∝   size of dmAgent    (3)
tdmAgent(AC, i)  ∝   1 /  bandwidth                (4)
From (3) and (4):
tdmAgent(AC, i) = ( k * size of dmAgent ) /

   (bandwidth between AC and i)
In the above expression for the time taken by the data
mining agent to travel from the agent centre to the data
server, k is a constant. In [11] the size of an agent is given
by the following triple,
size of an agent = < Agent State, Agent Code, Agent

Data>
where, agent state is the execution state of the agent,
agent code is the program that is encapsulated within the
agent that performs the agent’s functionality and agent
data is the data that the agent carries (either as a result of
some computation performed at a remote location or the
additional parameters that the agent code requires). On
adapting the above representation to express the size of
the data mining agent (dmAgent), we now have,
size of an dmAgent = <dmAgent state, data mining

algorithm, input parameters>
tresultAgent(i, AC). This is the time taken for the data
mining results to be transferred from the data server (i) to
the agent centre (AC) is estimated similarly to the
dmAgent. This agent does not carry code to be executed,
but merely transfers the results to the agent centre for
knowledge integration. It must be noted that unlike the
time taken by the data mining agent to travel from the
agent centre to the data site, the time taken for the result

to be carried cannot be estimated a priori since size of the
results depends on the characteristics of the data.
tdm(i). Our method for estimating tdm is based on the
techniques developed by [9] where historical information
is used to predict application run-times. These techniques,
which have been developed to address scheduling issues
in heterogeneous and distributed environments, operate
on the principle that applications that are “similar”, will
have comparable run times. It must be stated here that we
do not adopt the model/algorithm proposed by [9] per se.
We merely use the intuitive principle that a new data
mining task having the same characteristics as a given
number of previous tasks (i.e. a task, which is “similar” to
tasks that have executed in the past) provides a basis for
estimating the response time of the new task. The
estimation is based on a statistical metric computed over
the response times of previous data mining tasks with
similar characteristics. The criteria for two or more
applications to be considered similar are defined on the
basis of application characteristics. For instance, [9]
define templates of application characteristics such as
user, type (batch/interactive), time (day/night) and
classify applications as being similar if they fall into the
same categories (based on the template). Thus, two batch
jobs submitted by user u at night would be considered as
“similar”. In order, to eliminate any bias, their work also
uses greedy search techniques and genetic algorithms to
automatically select the best template of characteristics to
use in the similarity matching process. However, greedy
search and genetic algorithm techniques have a significant
performance overhead associated. In the context of our
work, since we require that the cost of estimation should
be as low as possible so that the overheads of optimising
do not out-weigh the benefits, we use pre-defined
templates. Since our work focuses on a narrow application
domain, we were able to determine the factors which have
an impact on the data mining process by means of
experimentation involving the WEKA package [12] of
data mining algorithms in Java.  Thus, we have tailored
the defining characteristics of similarity to be specific to
distributed data mining.

Our early trial runs using the WEKA package as a test
suite on different data set sizes, operating systems and
machines indicate that the response time for data mining
is dependent on the following factors: algorithm, data
size, operating system, processor speed, load on the
machine in terms of available percentage of CPU,
memory and virtual memory. However, unlike the model
adopted in previous work where the similarity templates
are constructed as vectors of application characteristics,
we propose a model which involves a hierarchical
layering of the attributes in the similarity vector. Thus,
intuitively, our model takes into account the fact that
some attributes are more significant for defining
similarity. This hierarchical attribute layering for



comparing data mining tasks as being similar is illustrated
in figure 2.

Figure 2. Hierarchical Template for Similarity Matching

The implication of the above hierarchical similarity
matching template is that data mining tasks involving the
same algorithm (being executed under certain constraints
of computational resources) would have more comparable
run times than different algorithms operating under
similar computational constraints.

While there is no doubt that computational resources
have an impact on run-time performance, it is more
appropriate to consider the varying levels of
computational resources with an intra-algorithm scope
rather than an inter-algorithm scope. An obvious
bottleneck in the template is that several attributes such as
the Virtual Memory have a very large range of possible
values, thus making similarity matching difficult. In order
to overcome this problem, we define intervals for the
range of values for the different variables. The ranges
defined for the attributes in the similarity template are as
follows:
Available computational resources in percentages. The
actual percentage values can vary from 0-100. We define
three intervals in this range as 0-35, 36-70 and 71-100 as
Low, Medium and High availability. Admittedly, these
intervals are arbitrarily defined. However, they provide an
adequate basis specifying resource availability levels for
grouping data mining tasks.
Virtual Memory and Processor Speed. Unlike with
percentage values, the intervals for these attributes cannot
be defined in universal/generic terms. They will have to
be specified in the context of the environments in which
the distributed data mining system operates in. For
instance, if the smallest Virtual Memory size among the
nodes of the distributed environment in which the DDM
server operates is 1000MB, then the intervals will have to
be specified according to that scale.
Operating System. This attribute again will have its values
defined according to the context in which the DDM
system operates. In a typical DDM environment
characterised by heterogeneity and distribution, it is quite

likely that data will exist on servers with different
operating systems.

The estimation of the response time for a given data
mining task based on the above principle of similarity
matching is as follows: the data mining algorithm is
specified by the user, statistics about the size of the data
to be mined is obtained and statistics about the sites
computational resources and its current load are obtained.
This information is then matched with the historical
information collected from previous runs of data mining
tasks to determine the category that matches exactly or as
closely as possible with the given data mining task. The
matching process follows the hierarchical ordering
specified in the template. This ensures that the algorithm
and the data set sizes are matched easily.  It is the
attributes that involve the computational resource that are
susceptible to higher variability. In instances where it is
not possible to find a category to slot the current task into
in terms of matching all attributes, the category that has
the highest number of attributes is used for estimation.

Several statistical estimators, including the measures
of central tendency and linear regression are available that
can be used. [9] have shown that the mathematical
expectation and linear regression are effective estimators.
We compute the estimated response time as the
mathematical expectation of the response times obtained
by previous “similar” data mining tasks. That is, the
estimation measure is determined using the response
times recorded in the category to which the current task
has been slotted. Depending on which metric is used to
compute the estimated response time, a corresponding
measure of the extent of accuracy in terms of the standard
error and the confidence intervals can also be determined.
The standard error (SE) for the expectation is:
 ,where s the standard deviation of the
sample and n is the sample size. The above technique
suffers from two weaknesses:
Initial Inaccuracy. As discussed in [9], estimation based
of historical information suffers from initial inaccuracies
in predictions due to lack of sufficient statistical
information to compute the estimates. In order to
overcome this limitation, we propose the incorporation of
a simulator to generate simulated statistics in the initial
phase of the system. The role and interaction of the
simulator in the design of our optimiser for DDM is
presented in section 4 of this paper.
Arbitrary Attribute Selection and Lack of Feedback. The
matching of attributes in cases where a complete match is
not possible is arbitrary. That is, we select the category
purely on the basis of the number of attributes that match
with the computational resources available for the task on
hand. We do not account for the extent to which any
given attribute may or may not impact on the response
time. Thus, we do not take into account the level of
significance of individual attributes. In order to overcome
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this limitation, we propose determining the correlation co-
efficient (which is defined as the degree of association)
between individual attributes and the response times. The
correlation co-efficient varies from [-1,1] where 0
indicates independence, negative values indicate weak
associations and positive values indicate strong
association. The correlation co-efficients then form the
basis for the order of attribute matching. This is
particularly useful when there are two or more different
categories into which a task may be slotted. In such cases
the correlation co-efficients form the basis by which the
selected category would involve a higher number of
correctly matched attributes having relatively higher
degrees of association with the response time. Instead of
using the entire amount of data within a category, we
compute the correlation co-efficients only for inaccurate
estimates (i.e. those predictions where the actual response
time was beyond the limits determined by the standard
error. These inaccurate predictions are good samples for
studying the correlations because such deviations occur
due to variations in the parameters/environmental factors.
Since we measure these factors, we are able to determine
using the correlation coefficient, the impact of this
variation on the response time.

In the foregoing discussion, we developed the cost
estimate for distributed data mining involving a scenario
where there was one mobile agent and one data server.
We now extend the cost estimate for the general case
characterised by n mobile agents and n distributed data
sources. . Let there be n data sources which need to be
accessed for a particular distributed data mining exercise.
The agent centre dispatches n mobile agents encapsulating
the respective mining algorithms and parameters (i.e. one
to each of the data sources) concurrently. Mining is
performed at each of the sites in parallel and the results
are returned to the agent centre. Since the mining is
performed at the distributed locations concurrently, the
total time taken is equal to the time interval required by
the server which takes the longest time to perform mining
and return results. Therefore,
tddm =  max(tdm(i)   +    tdmAgent(AC, i) +  tresultAgent(i,AC)

where i = 1..n                (5)
The expression tdm(i)+ tdmAgent(AC,i)+ tresultAgent(i,AC)
represents the duration of the data mining process in the
ith  server and i varies from 1 to n. The parts of the
expression such as tdm(i), tdmAgent(AC,i) and
tresultAgent(i,AC) estimated as explained previously. The
knowledge integration can only take place after all the
results are returned to the agent centre.

3.1.2. Fewer mobile agents than data servers (m<n).
This is the second case, where the number of mobile

agents (m) available for distributed data mining is less
than the number of data sources (n) participating in a
distributed data mining task (i.e. m < n). In order to derive

the cost formula for the general case involving m data
mining agents and n data sources, we first develop the
cost model for the situation involving one agent and n
servers.

The principal difference between this scenario (where
there are lesser agents than data sources) and the previous
case (where there was one agent/data source) is that in the
latter distributed data mining is performed concurrently in
all the data sites. In the former, certain mobile agents are
assigned to more than one data site for mining. Hence
such an agent must carry the mining algorithm and the
results obtained at the first data site in its path to all the
specified servers where it has to mine. We make an
assumption that the mining agent returns to the agent
centre only after it has accomplished its task in all the
respective data sources assigned to it. This implies, that as
the agent travels through its specified route of data
servers, its size increases (to include the results obtained
from each site that has been mined).

Before considering the general case of m agents and n
data sources, we first develop the cost model for the
situation where there is only one mobile agent for n
distributed data sites. The agent is dispatched from the
agent centre to the first of the n data sites. From there on,
the agent completes the mining task and carries the results
obtained to the next data site and so on, until each of the n
sites have been mined. The mining agent then finally
returns to the agent centre where knowledge integration is
performed prior to returning the consolidated results to
the user. Therefore, the response time for distributed data
mining is as stated in equation (1). In this scenario, tddm is
as expressed in equation (7) as follows:

In the above cost estimate, the term tdmAgent(AC, 1) is
the time taken for the data mining agent to travel from the
agent centre to the first data site (the data servers being
numbered from 1 through n). The second term is the total
time taken by the mining agent to perform data mining at
server i and then travel to server i+1 as i ranges from 1 to
(n-1). The estimation for time taken to perform data
mining at a given site and the time taken to for the agent
to travel between any two sites is performed as discussed
previously. However, in this case, the size of the
dmAgent is specified as follows:
size of an dmAgent = < dmAgent state, data mining

algorithm(s), input parameters + data mining
results>

Thus the data carried by the data mining agent in this case
includes both the input parameters and the data mining
results. This implies that the size of the agent increases
incrementally as the sites that have been mined increases
along its route.



We now extend the above cost estimate for the
general case involving m mobile agents and n DDM sites.
The n data sites are numbered from 1 through n. Let ds be
labelling of a set of data sites. Therefore ds = { 1,2,…,n}.
Let m be the number of data mining agents available. The
set ds is divided into m subsets – ds1, ds2,… ,dsm with the
following property: dsi  ⊆  ds (i.e. dsi   ⊆  {1,2,..., n} , 1 ≤
i ≤ m). The sets dsi  (1 ≤ i ≤ m ) have the additional
property of independence. That is, dsi ∩ dsj = φ, i ≠ j. A
corollary of the above is that the sum of the cardinalities
of the subsets ds1, ds2,… ,dsm is equal to the cardinality of
ds. This implies that |ds1| + |ds2| +… + |dsm| = |ds|.
Thus, the n data servers are divided into m subsets and the
ith data mining agent is assigned the task of mining the
data sites in the subset dsi  (where 1 ≤ i ≤ m ). Distributed
data mining can occur concurrently at one level (i.e. there
are m different mining agents operating at the same time).
However, each of these m agents could be assigned
several sites to mine (i.e. the agent has to travel to
different sites). Thus the ith agent (where 1 ≤ i ≤ m) has to
travel to and perform mining in the number of sites
specified in |dsi|. The total time taken to mine is therefore
the time taken by the agent, which takes the maximum
time interval to complete its task. The cost estimate for
the ith agent’s response time is as follows in equation (8):

In the above expression, the first term is the time taken by
the data mining agent to travel from the agent centre to
the first data server in its path (i.e. the ith subset dsi). The
term involving the summation is the time taken for the
agent to mine and to travel to the respective data sites
within the set assigned to it (excluding the final site). The
second last term is the time taken to mine at the last data
site in its path. The final term in the expression is the time
taken for the agent to travel from the last site on its path
to the agent centre.

Since there are m agents operating concurrently, the
time taken for completion of the distributed data mining
process is the time taken by the agent requiring the
longest completion time. Thus,
tddm = max(tddm(i) ), where i = 1..m                         (9)
where tddm(i) is estimated from equation (8).
3.2. Client-server Model

The cost estimate for the response time in DDM
systems that use the traditional client-server paradigm is
presented  in this section. Typically, data from distributed
sources is brought to the data mining server – a fast,
parallel server - and then mined. Let there be n data sites
from which data has to be mined. Let si be the data set
obtained from the ith site (where 1 ≤ i ≤ n). The response

for DDM for the data set si from the ith site is as expressed
in equation (11) as follows:
tddm(i) = tdataTransfer(i,DMS, si) + tdm(DMS),     1 ≤ i ≤ n
The term tdataTransfer(i,DMS, si) is the time taken to
transfer the data set (si) from the ith site to the DDM server
(DMS) and estimated as follows:
tdataTransfer(i,DMS, si) = size of si / ( bandwidth

between i and DMS )
The second term, tdm(DMS) is the time taken to mine at
the data mining server and is estimated as discussed in
section 2.1. As illustrated from equation (11), the data
transfer component adds to the tddm process. This can be a
significant addition when the data volumes are large
and/or the bandwidth is low. If the mining is done in a
parallel server, then the total response time for n data
sources is equal to the time taken by the data set requiring
the maximum processing time. From equation (11),
T =  max(tddm(i) ) +  tki , where i = 1..n              (12)
If on the other hand the client-server model mines the data
sets sequentially, the total response time is as expressed in
equation (13) as follows:

   
3.3. Hybrid Model

In order to improve the distributed data mining
response time, we propose a hybrid approach to
distributed data mining as illustrated in figure 3.

Figure 3. Hybrid Model for Distributed Data Mining
The hybrid model has the following two principal

characteristics. It combines the best aspects of the agent
model and the client-server approach by incorporating an
agent framework with a dedicated data mining server. It
brings with it the advantage of combining the concept of
dedicated data mining resources (and thus alleviating the
issues associated with lack of control over remote
computational resources in the agent model). It also has
the ability to circumvent the communication overheads
associated with the client-server approach. This gives the
model the option of applying either approach to a
particular DDM task.
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Let n be the number of data sites to be mined. The
optimiser decides on the basis of the cost estimates that it
builds that na sites are to be mined using the agent model
and ncs sites are to be mined using the client-server
paradigm: n = na + ncs. When ncs=0, the DDM
architectural model deployed is in effect the agent model
and vice-versa. The response time in the hybrid model
assuming that the mobile agent-based mining components
and the client-server mining are done in parallel is the
time taken by the technique requiring a longer duration.
thybrid   = max (tna ,tcs)             (14)
where tna is the time taken to mine the na sites using the
agent model and tcs is the time taken to mine the ncs sites
using the client-server paradigm.

4. Design of an Optimiser for Distributed Data
Mining

The cost models presented in this paper have been
developed in the context our hybrid distributed data
mining architecture. A detailed discussion on the
architecture can be found in [5]. In this paper, we focus on
presenting the detailed design of the optimiser component
of the hybrid DDM model. The cost model presented in
section 3 of this paper for the underlying theoretical basis
for the operation of the optimiser.

4.1 Motivations and Goals for a DDM Optimiser
In this section we present scenarios which illustrate

cases where there is a  need to adapt the distributed data
mining strategy under environmental constraints.

Let us first consider the case where there is one data
source (ds) to be mined and s is the labelling of the data
set. Let us now evaluate the option of mining this source
using either the agent model (having one mobile agent) or
the client-server paradigm. Since this involves one data
source and one mobile agent or alternatively one data
source and one distributed data mining server, the two
options are comparably equivalent and there is no bias
towards one or the other. If the mobile agent model is
used (from eq (2)):

           =  tdm(ds) +  tdmAgent(AC, ds)  +
    tresultAgent(ds,AC)

If the client-server model is used (from eq (11)):
= tdataTransfer(ds,DMS, s) + tdm(DMS)

The primary cost in the client server model is that the
tdataTransfer component could be expensive due to factors
such as s and the bandwidth between ds and DMS. Thus,
it would appear that the mobile agent model, which only
involves agent transfer, might be the more effective
means to improving response time. However, it might be
that ds is a file server which does not possess adequate
computational power to handle tasks as intensive as data
mining of large data sets. In such a situation, it is

preferable to use the CS model in spite of the
communication costs. Therefore, when tdm(DMS) is
significantly lesser than tdm(ds), such that the difference
(tdm(ds) - tdm(DMS)) offsets the overheads associated
with the data transfer in the CS model, then the CS model
should be deployed. On the other hand if tdm(ds) is even
approximately close to tdm(DMS) then the agent model is
more likely to have performance benefits.

Consider another case where there is the option of
mining in a CS environment (sequentially) and one
mobile agent traversing the relevant data sites. As the
agent travels from one site to the next, it carries with it the
results gathered from the previous location in its path. The
link between the different sites may vary in bandwidth
and that will impact on the response time as well. The
implication thereof is that these conditions need to be
evaluated so that a decision can be made as to whether the
response time can be improved by deploying the CS
model and the mobile agent model as appropriate such
that, and .

4.2 Architecture of  the DDM Optimiser
From the above discussion, it can be seen that there

are primarily three cost estimates that the optimiser needs
to build and use in order to be able decide on the
execution strategy for a distributed data mining task. The
three estimates are:
•  Agent cost estimates, which involve the time needed

for the different agents to travel and interact.
•  Data mining cost estimates, which is an estimate for

the response time of a data mining task on a
particular server.

•  Data transfer costs which are estimate of the time
needed for data to be transferred from the data site to
the DDM server.

Based on these three estimates the optimiser chooses the
best option for a given data mining task. Therefore, the
optimiser’s tasks involve building cost estimates and then
choosing the best alternative. The design of the optimiser
used in our hybrid model is illustrated in figure 4. The
components of the optimiser are as follows.
Planner. The planner receives the task specification and
information about environmental factor such as the
network conditions. The planner is the controlling entity
in the optimiser. The planner passes on the relevant
statistical information to the different “calculators”. Based
on the different estimates received from the calculators,
the planner devises the execution strategy for the DDM
task.
Agent Cost Calculator. The Agent Cost Calculator uses
the cost formulae from section 3 to compute the time
needed for agent transfer for mining using the mobile
agent model.



Figure 4. Design of the DDM Optimiser
Data Transfer Cost Calculator.  The Data Transfer Cost
Calculator estimates the time needed for transfer of data
from the data servers into the DDM server. These
estimates provide the basis for estimating the time needed
to mine using the client server model.
Data Mining Cost Calculator. The Data Mining Cost
Calculator performs the estimation of the time take to
mine at the remote site and to mine at the DDM server.
The functioning of this component is as specified in the
estimation of tdm in section 3 of this paper. In order to be
able to generate accurate estimates the Data Mining Cost
Calculator maintains a database of information about
previous data mining tasks and their response times. The
simulator is used to overcome the limitation of inaccurate
predictions in the early phases of the system when there is
insufficient statistical information in the history database.
The predictor performs the similarity matching and
categorising of a given data mining task. The data mining
cost calculator itself performs the statistical computations
required for estimation and for feedback regarding the
degree of association between attributes used in the
similarity matching template and the response time.

The Hybrid DDM system with the optimiser is
currently being implemented using Java.

5. Conclusions and Future Directions
In this paper we have presented cost models for

different distributed data mining scenarios involving
various architectural models. This part of our work
provides theoretical basis for comparing different
distributed data mining scenarios, in order to determine
analytically when one model would be better than the
other.  The cost model will need experimental validation.
We are currently the hybrid model for distributed data
mining including the optimiser. The cost models form the
basis for the functioning of the optimiser.  Using the cost
estimates, we aim to establish that an integrated model
using both the client server and the agent paradigms can

be more effective in reducing the response time of
distributed data mining.
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