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Abstract—Network Service Providers are struggling to re-

duce cost and still improve customer satisfaction. We have

looked at three underlying challenges to achieve these goals;

an overwhelming flow of low-quality alarms, understanding the

structure and quality of the delivered services, and automation

of service configuration. This thesis proposes solutions in these

areas based on domain-specific languages, data-mining and self-

learning. Most of the solutions have been validated based on data

from a large service provider.

We look at how domain-models can be used to capture explicit

knowledge for alarms and services. In addition, we apply data-

mining and self-learning techniques to capture tacit knowledge.

The validation shows that models improve the quality of alarm

and service models, and enables automatic rendering of functions

like root cause correlation, service and SLA status, as well as

service configuration.

The data-mining and self-learning solutions show that we can

learn from available decisions made by experts and automatically

assign alarm priorities.

Index Terms—network management, data models, data mining,

neural networks

I. INTRODUCTION

Alarm monitoring and service management are fundamental
processes for a network service provider. Network adminis-
trators monitor alarms in order to make sure the provided
services works as expected. They analyze the alarms and take
appropriate actions to minimize the effects and correct the
fault. Therefore the alarm quality is vital, the information
such as severity levels and alarm texts must be as accurate as
possible in order to optimize this process. Service management
can be broken down into monitoring and activation. Service
monitoring tries to measure or estimate the service quality.
The service monitoring function is used both for validating
that service level agreements with customers are fulfilled
and to guide the network administrators towards a proactive
management process. Service activation drives the service
provider business in that this is the function that turns up the
service ordered by a customer. Therefore quick and error-free
service activation is critical.

The above mentioned areas are the target for this paper and
the corresponding Ph. D. thesis1. The work is fully described
in previously published articles [1], [2], [3], [4], [5], [6], [7],
[8], [9], [10], [11], [12], [13].

1http://staff.www.ltu.se/estewal/noms-wallin-thesis.pdf

We studied the problem and challenges both based on our
industrial experience [1] and with a structured survey [2]. Our
approach for this broad scope is to look for core models that
can ease the overall subject. Therefore we looked at domain-
specific languages in order to simplify and automate alarm
monitoring and service management. Domain-specific models
can be used to capture explicit knowledge from domain experts
but not everything can actually be modeled. In our work we
turn to data-mining to capture this kind of tacit knowledge or
information that can be used in self-learning techniques.

The main contributions of this thesis are:
• We give a useful definition of “alarm” and statistical

alarm analysis within an alarm analysis taxonomy.
• We validate that a data-mining and neural network self-

learning process can assign valid alarm priority levels.
• We have designed domain-specific language, BASS, that

can improve the quality of the alarm interface definitions
and enable automatic correlation of alarms.

• We show that domain-specific models can automate and
simplify service monitoring and activation. For service
monitoring, we propose a time-aware functional domain-
specific language, SALmon. To address service activa-
tion, we show that a solution based on the IETF stan-
dardized domain-specific language YANG can automate
parts of the solution.

II. THE CHAOTIC ALARMS

Network administrators are flooded with alarms which re-
quire action, either to resolve the problem or to define the
alarm as irrelevant. Therefore, the alarm quality is vital. De-
spite this, we are still in a situation where we see fundamental
problems in alarm systems with alarm floods, standing alarms,
a lack of priorities, and alarm messages that are hard to
understand. The problem has been around for decades without
much improvement.

After considering various attempts to define what an alarm
is, we have adopted the following definition [5]:

Definition 1 (Alarm): An alarm signifies an undesired state
in a resource for which an operator action is required. The
operator is alerted in order to prevent or mitigate network and
service outage and degradation.

At the core of this definition is that every alarm needs man-
ual attention and manual investigation and possible actions.
Many alarms do not adhere to this definition in that they978-1-4673-0269-2/12/$31.00 c� 2012 IEEE



are just status information changes more targeted for logging
systems. System vendors do not always realize that every
alarm is actually an operational cost for the service provider.

In the following sections we summarize our findings based
on data-mining analysis, Section II-A, domain-specific models
for alarms in Section II-B and finally data-mining and self-
learning in Section II-C.

A. Alarm Taxonomy and Related Findings

In order to understand the characteristics of alarms we
defined an alarm taxonomy partly borrowed from linguistics
and semiotics. The taxonomy is useful for studying alarms,
alarm interfaces and alarm standards.

• Phenomenon : the resource state change or event that is
interpreted as an alarm

• Syntax and grammar : the protocol and information
modeling language to define the alarm interface. Since
this only defines the envelope for the alarm, we do not
study this.

• Semantics : what does the alarm say?
• Pragmatics : what is the meaning and effect of the alarm

when using contextual information?
In the rest of this section we use the above taxonomy to

describe our findings and recommendations [5], [6].
1) The Alarm Phenomenon: We studied an alarm and

trouble-ticket database from a mobile service provider in order
to understand the first level of the taxonomy. The alarm
database contains close to 20 million alarms over a three-
month period. The investigation [5] shows that the alarms do
not adhere to the basic alarm definition (Definition 1). Only
about 10 % of the alarms required manual actions and only
these should really qualify as alarms.

Studies also showed that 20% of the alarms are cleared by
the reporting device in less than 5 minutes and 47% of the
alarms are closed by administrators or automatic rules within
5 minutes. This is again an indication of alarms that could be
filtered out or never sent.

Another interesting observation is the “rule of vital few”. In
total, there are over 3500 different alarm types defined in the
sample alarm database, but most of them are very rare. Given
the distribution of tickets and alarms on different alarm types
we get 90% of all our trouble-tickets from less than 30 of the
most common alarm types. On the other end of the scale, 10%
of all alarms belong to alarm types that have never given rise
to an actual ticket.

2) Alarm Semantics: The semantic level deals with under-
standing the alarm information. An alarm carries a defined
set of parameters according to the grammar but the contents
need to be understood to provide meaning to the network
administrator.

At this level we continued to study the meaning of severity.
We looked at the correlation of alarm severity levels as set
by the equipment, versus associated trouble-ticket priorities
set by network administrators. The results shows that there is
very little correlation between these two. This is even more
disturbing when realizing that the alarm severity is actually

used for the initial sorting. On average, critical alarms were
acknowledged 500 times faster then warning alarms. See
Section II-B on how we address alarm semantics with domain-
specific models.

3) The Alarm Pragmatics: Finally, at the pragmatic level,
we need to understand the impact and context of the alarm.
Network administrators use contextual information such as
topology and (informal) service models to understand the
alarm pragmatics. Most important of all is their informal expert
knowledge. We see two primary ways to improve the situation
at this level: data-mining with self-learning, Section II-C, and
service models, Section III-A.

B. Addressing Alarm Semantics with a Domain-Specific Lan-
guage

In this section we will define the basic concepts needed
to define alarms and alarm types. These definitions are then
used to form the alarm definition language, BASS [7]. We
will show how BASS can be used to improve the quality
of existing informal alarm documentation and how it enables
automatic alarm correlation. The correlation is validated using
real alarms from a service provider.

We need to distinguish different types of alarms. An alarm
type is a tag that assigns a name to a specific resource state
and it is fundamental in order to define good alarm interfaces.

Many alarm standards refer to an alarm type without giving
it a precise definition. These standards only give the tags
of alarm types without further definitions. These tags can
sometimes be understood by humans but not by automatic
systems. Another problem in this flat naming approach is that
there is no way to subtype existing alarm types. The only
way of extending an alarm type is by adding a completely
new alarm type, which creates unnecessary complexity in the
management system.

Definition 2 (Alarm type): An alarm type T identifies a
unique alarm state for a resource. It corresponds to a list of
predicates P on the resource attributes, each with an associated
severity S. Alarm types are defined as specializations of
previously defined alarm types.

T = (P, S)

The alarm types Ti are named using a hierarchical naming
scheme with dotted names. The first level of alarm types in-
cludes the X.733 event types (Communications, QualityOfSer-
vice, ProcessingError, Equipment, Environmental), on the sec-
ond level we have all the standardized probable cause values.
As an example, a power problem would have the alarm type
Equipment.powerProblem and an UPS vendor could extend
this to the alarm type Equipment.powerProblem.UPSProblem.
Using the alarm type definition we can now give a definition
of what we consider an alarm to be:

Definition 3 (Alarm): An alarm A signifies an undesirable
state in a resource R, corresponding to an alarm type T and
associated state changes C, for which an operator action is



required to prevent or mitigate service degradation.

A = (R, T , C)
where

C = (t, S, I)

The state changes C contains a timestamp t, a severity S, and
auxiliary information I .

1) The Alarm Type Language, BASS: To formalize the
alarm type specification process we designed a domain-
specific language called BASS. It is used to create alarm
models independently of the underlying alarm protocol. The
language supports two kind of constraints: semantic and
information constraints. Information constraints are relations
that give information about alarms, they help us perform tasks
such as grouping, correlating or filtering by allowing us to use
the information gained from the relations. For example stating
that one alarm type is the cause of another. We identify root
cause alarms as faults, and the consequent alarms as errrors.
Semantic constraints exists on the meta level and are used to
verify that the model is correct. This could for example state
for which resource types an alarm type is valid.

Listing 1 shows how to define alarm types
in BASS. In this example we map the X.733
event type, probable cause and specific problem
parameters into an hierarchical alarm type identifier
equipmentAlarm.replaceableUnitProblem.switchCoreFault.
Reasoning about alarms using a hierarchy rather than the
historical tuple matching approach from X.733 will give us
several benefits later when we want to perform semantic
checks on the alarm model.

We also show an example of a semantic constraint (Line 2)
in that equipmentAlarm can only be used for subclasses
to equipment.

Listing 1. BASS Alarm Type Definitions
1 a b s t r a c t alarm equipmentAlarm {

r e s o u r c e equ ipment ;
3 }

a b s t r a c t alarm

5 equipmentAlarm . r e p l a c e a b l e U n i t P r o b l e m {}

7 a b s t r a c t r e s o u r c e equ ipment {}

9 alarm

e q u i p m e n t a l a r m . r e p l a c e a b l e U n i t P r o b l e m . s w i t c h F a u l t
11 {

kind = f a u l t ;
13 r e s o u r c e = p l u g I n U n i t ; / / s u b c l a s s t o equ ipmen t

minor = p l u g I n U n i t . swi tchModule == d i s a b l e d ;
15 c l e a r = p l u g I n U n i t . swi tchModule == e n a b l e d ;

}
17

alarm

19 q u a l i t y O f S e r v i c e A l a r m . l o s t R e d u n d a n c y . Swi tchRedundancy
{

21 kind = error ;
r e s o u r c e = SwitchModule ;

23 . . . .
cause [ Swi tch Core F a u l t ] =

25 e q u i p m e n t a l a r m . r e p l a c e a b l e U n i t P r o b l e m . s w i t c h F a u l t ;
}

Line 9-16 defines a concrete alarm type, switchFault as a
subtype to replaceableUnitProblem. Since this is an equipment
alarm we require the resource to be a subclass of equipment, a
semantic constraint. In Line 18 we define another alarm type
switchRedundancy that models a casual dependency (informa-
tion constraint) to the previously defined alarm type, (Line 24-
25).

The primary goal of the BASS compiler is to ensure the
correctness of alarm models and give semantic feed-back
based on analysis of the models. The BASS compiler can
also generate various outputs, most importantly it generates
a Python library so that custom output modules can be easily
written for agents or managers.

We transformed the alarm documentation from a large
equipment vendor into BASS specifications and were able to
transform all informal documentation with about 300 alarm
types into BASS. We found more than 150 semantic warnings
by compiling the corresponding BASS specifications. Correc-
tion of the semantic warnings led us to improve on the quality
of the specification in several ways.

Since the alarm model contains causality definitions it
can serve as the input to a correlation engine. To evaluate
this possibility we used a historical database from a large
service provider containing over 3 million alarms from more
than 3,000 distinct alarm types from several vendors. We
matched the database against the BASS model, which gave
us a subset of 245,759 alarms with 71 different alarm types.
Finally, we expanded the BASS specifications for 5 randomly
selected alarm types to enable generation of correlation rules.
We had to adopt the resource identification to the naming
conventions of the service provider. From the BASS compiler
we then generated SQL queries that grouped alarms using the
causality-model, these queries were then run against the alarm
database. For the randomly 5 selected alarm types we could
identify the root cause alarm in 42% of the cases.

This shows that current informal documentation is an un-
used asset, by applying a domain-specific language to the
alarm interface documentation we can enable automation of
the alarm processes.

C. Addressing Alarm Pragmatics With Data-Mining and Neu-
ral Networks

This part of our work focus on assigning relevant priorities
to alarms at the time of reception by using neural networks [3],
[6]. We let the neural network learn from the experienced net-
work administrators rather than building complex correlation
rules and service models. To validate this approach we used
a database with 85814 trouble-tickets associated with 260973
alarms. 10% of the tickets were used as training data and 90%
as test data. Based on discussions with network administrators
we could select the most relevant alarm attributes and feed
that to the training process along with the manually assigned
priority. After the training process we tested the remaining
90% of the alarms and matched the priority set by the neural
network with the original severity from the device and the
manually assigned priority in the trouble-ticket. The prototype



assigns the same severity as a human expert in 50% of
all cases, compared to 17% for the severity supplied in the
original alarm.

This solution has several benefits:
• Priorities are available immediately as the alarms arrive.
• Captures network administrators’ knowledge without dis-

turbing their regular duties.

III. THE UNMANAGED SERVICES

Managing complex services requires a service modeling
language that can express the service models in an efficient
way. We have used two languages; SALmon and YANG,
Figure 1 illustrates the context of the two languages in this
thesis. SALmon focuses on expressing the services status as a
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Fig. 1. The two DSL for Service Management

function of service and device attributes and time-awareness
of the calculations. In order to study service configuration we
used the newly released IETF standard YANG [14]. YANG
focuses on the structural part and validation of correct config-
urations. The reason for these two languages in this thesis is
primarily because YANG was not available at the start of our
work.

Service monitoring and service activation are in many ways
orthogonal. Service status can be calculated as a function of
service component and device attributes. Service activation
implies a calculation from desired service state to new service
component and device configurations.

A. Addressing Service Monitoring with SALmon

SALmon [4], [9] is a tailor-made language for expressing
service models. SALmon combines object-oriented structuring
for service model decomposition and functional expressions
for status calculations. Due to the nature of service modeling,
the programming language must have the capability to treat
time as part of the normal syntax: all variables are seen as
arrays indexed by a time stamp. It is possible to use the time-
index syntax to retrospectively change the value of variables.
This is important in many scenarios, such as, late arrival of
probe data. This also enables SALmon to recalculate SLA
status whenever new status indicators are reported.

The evaluation of attributes is performed by time-indexing.
Time indexes are restricted to constants or constant functions
of the NOW parameter such as
system.status@(NOW-1h)

The expression can be used both as right-hand value and
left-hand value, the latter to change a value retrospectively.
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Fig. 2. Service Model

Intervals of a time-variable can also be retrieved by specifying
a time range as in the following example:
dailyStatus = worstOf system.status@(NOW, NOW-1day)

The language has two fundamental layers: the Definition
Layer and the Instantiation Layer. The definition layer defines
the classes and calculations in the model. Core concepts
that we want to represent as classes are Services, Service
Levels and SLAs. Classes have inputs, anchors, attributes and
properties. Inputs represent external sources to the models like
alarms, trouble-tickets and performance probes. Anchors are
references to other instances in the models. Attributes repre-
sent the values we want to calculate and properties represent
values bound at instantiation. The instantiation layer
creates instances of the service classes, assigns properties and
establishes connections between instances through anchors.

The best way to understand SALmon is probably by looking
at an example. In order to validate SALmon we built a
prototype that calculated the quality of an IPTV stream,
and associated Service Level Agreements [10], [11]. We also
showed how to use SALmon in the context of wireless access
point selection [8]. The rest of this section will use the IPTV
prototype to explain the core concepts of SALmon. The first
step was to study a technical report from DSL Forum on triple-
play services quality: TR-126 “Triple-play Services Quality
of Experience (QoE) Requirements”[15]. This is an excellent
document that describes an “informal service model”. The first
step in the validation was to make sure that we could capture
the report in a domain-model. This turned out well. Figure 2
illustrates the classes in the resulting IPTV model.

Listing 2 shows fragments of the IPConnectivity, and
IPServiceLevel classes. The IPConnectivity class
represents a transport layer link, which is fairly straightforward
from a model point of view, it has a set of inputs representing
lower level Key Performance Indicators, (KPIs), from probes.



Listing 3. Service Level Template
d e f IPTVServ i ceLeve l = IPTVUse rSe rv i ceLeve l (

max channe l change t ime => 2s ,
m a x s t a r t u p t i m e => 10 s ,
m i n a v a i l a b i l i t y => 0 . 9 9 9 4 ,
m a x v i d e o q u a l i t y i m p a i r m e n t => 5 ,
t i m e i n t e r v a l => 24h )

Listing 2. IP Connectivity
c l a s s I P C o n n e c t i v i t y

2 input j i t t e r , p a c k e t l o s s e s , p a c k e t s , de lay ,
d a t a r a t e

4

c l a s s S e r v i c e L e v e l
6 v i o l a t e d = f a l s e , j e o p a r d i z e d = f a l s e

property j e o p a r d i z e d t h = 0 . 8 , t i m e i n t e r v a l
8 I = (NOW, NOW�t i m e i n t e r v a l )

10 c l a s s I P S e r v i c e L e v e l i n h e r i t s S e r v i c e L e v e l
anchor i p c o n n e c t i o n

12 property m a x j i t t e r , m a x l o s s r a t e , max delay ,
m i n d a t a r a t e

14 l o s s e s = i p c o n n e c t i o n . l o s s e s
p a c k e t s = i p c o n n e c t i o n . p a c k e t s

16 / / Lambda e x p r e s s i o n f o r c a l c u l a t i n g
/ / l o s s r a t e i n t h e s , e i n t e r v a l

18 l o s s r a t e = ( s , e ) �> ( losses@e�l o s se s@s ) /
( packets@e�packets@s )

20 v i o l a t e d = ( max j i t t e r @ I ) > m a x j i t t e r or

( l o s s r a t e I ) > m a x l o s s r a t e or

22 ( max delay@I ) > max delay
j e o p a r d i z e d = ( max j i t t e r @ I ) >

24 m a x j i t t e r ⇤ j e o p a r d i z e d t h or . . .

We then define an abstract ServiceLevel class (Line 5)
which enforces subclasses to implement jeopardized and
violated status attributes. The Service Level class also de-
fines an expression that refers to the current SLA measurement
interval:
I = (NOW, NOW-time_interval)
This is a first illustration of SALmon’s time-awareness and
its usefulness in the context of service monitoring. NOW is
a keyword referring to the current time. I becomes a time
interval from the time of evaluation back to the corresponding
time_interval. So assume the time_interval is set
to 1h and we evaluate an expression at 12.00, I would refer to
the interval [12.00, 11.00]. The time_interval property
is defined when the Service Level is instantiated and should
correspond to the SLA measurement period, for example be
hourly or daily.

Finally the IPServiceLevel class in Line 10 defines an
anchor to the monitored IPConnectivity class, loss-rate calcu-
lation based on a time interval and the Service Level thresholds
based on network KPIs.

With this general definition of a IPTV Service Level we
can create templates for different service levels where we
assign values to the properties (thresholds). Listing 3 shows a
service level for IPTV based on the requirements defined by
DSL Forum. The service level is measured daily by setting
time_interval to 24h and the other properties defines
the thresholds, for example it shall take maximum 2 seconds
to change channel.

SALmon is different from many of the upcoming products
targeting the problem domain in that the model can be di-
rectly executed. There is no additional implementation layer
layer to define the functional behavior. Also we remove the
mapping to storage in that we automatically persist everything
directly from the model to the Berkeley DB. We believe
that a small and efficient domain-specific language will be
successful. While graphical approaches may seem attractive
at the outset, they often face obstacles when faced with the
full complexity of the operator’s reality. This approach also
eases the transition from current monitoring solutions where
most of the integration is performed by using modern, regular,
languages like Python. A SALmon-based approach will attract
skilled integrators and give them a tool where they can rapidly
change and develop models.

B. Addressing Service Configuration using
YANG and NETCONF

With SALmon we looked at a functional approach to
calculate service status from lower layers in the model. When
we turn to service configuration things are turned up-side-
down: it is a transformation from higher level models to lower
levels and it is not state-free, service configurations can result
in almost any changes in the network.

We looked at service configuration using the YANG lan-
guage rather than continuing with SALmon, mainly since
YANG is now an IETF standard. YANG is a data modeling
language used to model configuration and state data, and it is
tree-structured rather than object-oriented. Our main thesis is
to reuse a device modeling language also at the service layer
and thereby creating a two-layered YANG solution.

We studied YANG as a service modeling language using
a YANG and NETCONF based management system, Tail-f
NCS [12]. YANG does not cover functional or imperative
expressions but is strong in expressing model constraints. This
lead to a two-layered mapping solution:

1) Constraint Layer : we can use YANG “must” (XPATH
1.0) expressions to constrain the service and device
configuration.

2) Configuration Mapping Layer : a Java based mapping
layer that calculates the device changes based on a
service model change.

Constraints can ensure that the service model is consistent
including any references to the device model. We do this at
compile time by checking the YANG service model references
to the device model elements. At run-time, the service model
constraints can validate elements in the device-model includ-
ing referential integrity of any references. At the configuration
mapping layer we use a “traditional” imperative approach
in Java. This since a service configuration can have effects
anywhere in the network. We simplified this layer as much as
possible by providing a lazy-evaluated DOM-tree representing
the hierarchical YANG model. This means that developers
manipulate data-structures that correspond to the domain-
model. Software developers are trained on manipulating data-



structures rather than working with network management
protocols.

Validation of the approach was performed by a large equip-
ment vendor in building a Carrier Ethernet Service activation
solution for Juniper and Cisco routers. The amount of code for
the complete solution was less than 400 LOC Java. According
to them, this was a code reduction of several orders of
magnitude compared to their previous traditional approach.

IV. VISUALIZATION OF MODELS

Modeling is a crucial part of network and service man-
agement. The models must be understood by human domain-
experts as well as management applications. This dualistic
requirement for modeling languages has led to trade-offs in
either direction. There is a risk of losing the initial domain
experts if the YANG, BASS and SALmon models cannot be
communicated in other means than the language itself. We
have defined and implemented YANG to UML mapping [13]
and also UML and causality graph views for BASS [7].

V. RELATED WORK

A. Alarm Models

Most research efforts related to alarm handling focus on
alarm correlation. To present a complete overview of alarm
correlation is the role of a whole other paper, see for instance
the paper by Meira [16]. We focus on domain-specific models
for alarms to capture the alarm semantics and enable automatic
rendering of alarm functions.

Alarm standards like X.733 [17] and 3GPP [18] focus on
defining the alarm protocol and the parameters. None of these
standards address the constraints of an alarm interface or try
to model the actual alarm types.

Event algebras [19], [20] define the basic mechanisms
involved in mapping a sequence of primitive events to a
complex event. This corresponds more to the problem of alarm
correlation in that notifications in our model are mapped to
alarm states.

Alarms are often modeled as finite state machines as in the
work by Rouvellou [21]. In our previous work [5] we also
tried to establish a general state machine for alarms. But we
have come to the conclusion that a state-machine will always
depend on the actual context and usage of alarms. Therefore
we moved to a model based on discrete mathematics which
allows for various interpretations of the alarm state depending
on the context.

Duarte et al. [22] present an interesting approach, with their
SNMP focused specific language ANEMONA. ANEMONA
focuses on generating a alarm monitor solution and not the
alarm model as such. Other relevant model-based approaches
are illustrated by Frolich et. al. [23] and Yemini [24] et.
al. Both use modeling approaches to describe the monitored
resources and the associated alarms. This approach is very
much in line with our model. While these approaches focus
on generating an alarm correlation engine we focus primarily
on validating the alarm model as such and give feed-back to
the alarm designers based on static analysis.

B. Data-Mining and Self-Learning for Alarm Monitoring
Klemettinen [25] presents a complementary solution to

alarm correlation, using semi-automatic recognition of patterns
in alarm databases. The output is a set of suggested rules
that the user can navigate and understand. This approach
shows that data-mining is a way forward to solve the alarm
management problem. Wietgrefe [26] uses neural networks
to perform alarm correlation in order to find the root cause
alarm, the learning process is fed with alarms as inputs
and the triggering alarm as output. The results presented by
Wietgrefe show that telecom alarm correlation based on neural
networks behaves well in comparison to traditional rule-based
approaches.

C. Service Management and Modeling
There are various proposed models and language for service

modeling, the most relevant being: SID, “System Informa-
tion Model” [27], “Multi-Technology Operations Systems
Interface MTOSI [28], “Common Information Model”, CIM
[29], “Service Modeling Language”, SML [30]. These focus
mostly on the static structure of the models and most of them
are UML based. We try to, in addition, look at functional
definitions and constraints. Also some of the above languages
do not have a canonical text-based representation which we
believe is fundamental for distributed authoring and tooling.

There are many well-designed configuration management
tools like: CFengine [31] and Puppet [32]. These tools are
more focused on system and host configuration whereas
we focus mostly on network devices and network services.
This is mostly determined by the overall approach taken for
configuration management. In our model the management
system has a data-model that represents the device and service
configuration. Administrators and client programs express an
imperative desired change based on the data-model.

VI. CONCLUSION

This thesis shows that there is a lot to gain in formalizing
service and alarm models using domain-specific languages.
It enables both early validation of fundamental network in-
formation as well as rendering parts of the network and
service management solution. While models capture explicit
knowledge we also show that data-mining and self-learning
can be used to capture tacit knowledge in order to enrich the
alarm information.
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Jörgen Öfjell and Leif Landén. We would also like to thank
all the Tail-f developers, especially Claes Wikström, Martin
Björklund, Sebastian Strollo, Johan Bevemyr and Joakim
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