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Abstract. This paper examines the security vulnerabilities faced by agent 
communities implemented using agent and multi-agent systems. It attempts to 
define security from an agent as well as from an agent community perspective. 
To preserve the integrity and sanctity of the community model, it proposes the 
use of a shared-security schema. This schema distributes the security function of 
the community among all valid members. The advantage of this schema is that 
one or more valid agent community members scrutinize the integrity of every 
agent. All agents are in turn subject to an integrity check. This chain-reaction 
approach helps in mitigating the risk of malicious attacks from other agents and 
entities external to the community.  

 

1 Introduction 

Various definitions and viewpoints have attempted to define and explain the 
dynamics of agent-oriented software engineering. According to [1], agents are 
autonomous, reactive, proactive and have the ability to socialize. Integrating this 
concept with mobility has seen led to the development of several variants of Mobile 
Agents (MA). Franklin and Graesser’s definition [2] views an agent as an 
autonomous system surrounded by an environment, which the agent senses and reacts 
to over time while attempting to pursue its own goals so as to, affect its future 
reactivity to the system.   

Several advantages of the agent paradigm have been documented [3] and the 
availability of languages like TCL [4] and Java [5] has fuelled the development of 
several agent toolkits such as AgentTCL [6], Grasshopper [7] and Aglets [8], to name 
a few. These agent toolkits are available for commercial, educational and research 
purposes. They have been used to develop various applications especially in the 
electronic-commerce domain [9]. Many of these agent-based applications have used 
multi-agent architectures to harness the full potential of the agent paradigm. While the 
operation of MA operating in a multi-agent architecture has several performance 
benefits for an agent-based application they also give rise to the security and safety 
issues, making the development of trust in an agent space difficult.  

We define the term, agent space to represent the sphere of interaction between 
agents and its execution platform and the controller of the agents. The scenario 



described in figure.1, explains the interactions of the various entities of the agent 
space. These interactions set up the dynamics of the agent space and lead to a flow on 
information between the entities. In the scenario depicted in figure 1, there are two 
web servers represented by A and B.  These web servers are set up by different 
vendors and offer a particular service. C is an Internet user interested in the services 
offered by these vendors. To gather information about the products on offer, he 
dispatches his mobile agents to these servers. The mobile agents travel through the 
net, mining through the different options presented to them by different vendors. 
Their objective is to bring back the best possible results for their owner.  
 

 
Fig. 1. An Agent Space 

 
While attempting to achieve their objective, the interactions generated gives rise to 

several scenarios under which the safety and security of the agent and the agent 
community whole is threatened and sometimes compromised.  An agent community 
can be implemented using various topologies. These topologies further contribute to 
the introduction of security vulnerabilities. As described in [15] an agent community 
can have three models open, semi-open and closed.  This paper defines the 
requirements of security in a multi-agent community based operation model. It 
examines various parameters that need to be considered while developing the security 
model for agent communities. Further, the paper examines the different scenarios 
under which the mobile agent space shared by these dynamic entities are hijacked 
and exploited. To counter these vulnerabilities, a shared-responsibility security 
schema is proposed. This schema is an extension of the Buddy model of security for 
agent communities [15]. The proposed extension of the schema leads to the sharing 
of the security function by the entire agent community. The difference between the 
original schema and the extension is that while the original model allowed agents to 
keep track of their immediate neighbors in an agent community, the proposed 



extension allows an agent to use its trusted neighbors to identify itself as a valid 
member of the community of which it is a part. This feature enables the agent 
community to operate with a higher level of confidence.  Another advantage of the 
shared security schema is that while the original schema was applicable for a closed 
agent community model, this schema builds over that limitation by allowing new 
members to join the community. Thus, with this schema it is possible to maintain an 
open agent community model. 

The rest of the paper is organized as follows: The section, “Security 
Vulnerabilities” describes the threats faced by the agent space at agent as well as at 
the agent community level. It also briefly touches upon the implications, arising from 
these threats. The section, “Security in an Agent Space” attempts to define the term 
security from an agent and then from an agent community perspective. It also 
describes currently used security models and their drawbacks. The “Security 
Schema” section describes the working of the Buddy model and explains the 
proposed extension of the model based on shared security. This section also 
enumerates the schema’s applicability in meeting the threats discussed in the 
previous section. The final section of the paper, “Conclusions and Future Work” 
summarizes the paper with an indication of future extensions of the model. 

2 Security Vulnerabilities 

Agent systems and agents are susceptible to the security threats posed by different 
entities intending to disrupt the normal processing of the system. While these attacks 
may be applied in different ways, they can be classified as active and passive attacks 
[16]. Active attacks attempt to disrupt the working of an agent by modifying its code 
and data. These attacks can be detected as they result in an alternation of the original 
state of the agent space. In contrast to active attacks, passive attacks attempt to steal 
agent data and gain information regarding the execution goals and the business 
functionality of the agent.    

These attacks intend to keep their operation hidden from the victim. As these 
attacks do not disturb the equilibrium of the agent space, they are comparatively 
difficult to detect and monitor as compared to Active attacks. Different variants of 
these attack modes are used to manipulate or disturb the function of an agent space. A 
comprehensive analysis of the different kinds of attacks possible in a mobile space 
has been done in [12].  The next two sub-sections use some business scenarios to 
describe the different security vulnerabilities faced by an agent and by an agent 
community. Consider a mobile agent based travel agency business scenario. A 
simplified model of the same can be visualized using figure 1.  

 In this scenario, two rival travel agencies use web servers A and B to provide a 
mobile agent interface. These interfaces allow MAs to dock at them and to search for 
ticketing information from within its ticketing database. Apart from searching for 
information the agents may also participate in concluding business deals by 
purchasing tickets. Apart from receiving agents from various servers, these agent 
interfaces also send out their own agents to other agent servers. These agents may 
carry advertising information regarding various deals, ticket information of registered 



customers and attempt to perform miscellaneous other functions on behalf of the 
travel agency servers. The primary function of all these agents is to search and gather 
information. A secondary function of these agents is to detect other agents in the 
mobile space with similar business goals. In the figure, C is an Internet user in search 
of the best deal to fly between Melbourne and Los Angeles. The MAS interfaces of 
servers A and B service his agents with ticketing information. The next section 
enumerates the different types of attacks possible at agent level. 

3 Vulnerabilities at Agent Level 

At the very outset, two aspects to agent level vulnerabilities can be identified. In the 
first case, the agent is targeted by the malicious entities while in the second case; the 
agent server is the victim. Agents are comparatively more vulnerable than agent 
servers. The reason for this is that agents are designed as small pieces of software 
with limited resources and functionality. They cannot carry elaborate protection 
mechanisms on their travels, as a large code size violates the major premise of their 
creation, which is ease of migration and bandwidth optimization. At the first level, an 
agent can be attacked by either the host agent system, other agents or by external 
entities [10]. As explained earlier, attacks made can be either Active or Passive. In our 
experiments we were able to implement several attacks models documented below 
using Grasshopper agent systems version 2.2.4b using Sun’s Java version 14.2_02, 
running on WINDOWS 2000.500.2195 machines with 512 MB memory. While the 
effect of these attacks can have various implications under different scenarios, their 
physical effects range from data theft to tampering in the agent business function 
resulting in changes to its behavior. 
 Some of the common attacks made on agents are as follows: 

1. Information Theft (Passive Attack): Malicious agent servers and hostile agents 
can steal an agent’s code as well as the data carried by it. In one implemented 
attack model, it was possible for a malicious agent to read the code and data 
file of another agent docked at the same agent server.   

2. Information Tampering (Active Attack): This was a stronger variant of the 
previous attack. In this attack it is possible for the hostile agent to tamper with 
and to change the agent code and its data. This would result in the agent 
behavior being altered, on its next instance of execution. For example, in our 
experiments it was possible to change the access specifiers of Java 
Grasshopper agents from private and protected to public. 

3. Blocking Agent Execution (Active Attack): Malicious entities can block the 
execution of agents by rendering them INACTIVE. This scenario is possible in 
the Grasshopper agent system. Since, there is no mechanism to check the 
action of one agent on another agent, a malicious entity can change the status 
of an ACTIVE agent to SUSPENDED. Since agents are unable to resume their 
execution without external intervention, they are unable to proceed with their 
function and remain idle until they are either reactivated by the agent system, 
by another agent or terminated. 



The attacks documented above highlight only a few of the various possibilities 
that hostile entities can employ to invalidate the agent function. Apart from these 
scenarios, there are several other instances under which the agent function can be 
compromised. For example, feeding junk or invalid data to an agent is another way of 
invalidating the agent operation. Even though the agent may use a filter function to 
scan the information it encounters, there is no way for the agent to validate the 
veracity of the information fed to it at run-time. The second aspect to agent level 
security examines the vulnerability experienced by agent servers from malicious 
entities. These malicious entities can be directly identified as agents and indirectly, as 
agent servers that act directly or use other agents to compromise and attack agents 
docked at them or at other agent servers.  
Some of the common attacks launched on agent servers by these malicious entities are 
as follows: 

1. Denial of Service (Active Attack): Agents can lead to a general degradation 
of service by spawning multiple copies of themselves after docking at the 
agent server. This results in tying up system resources and in extreme cases, 
also brings down the server instance. 

2. Shutting Down the Server (Active Attack): If agents are allowed to make 
unchecked system calls, they can bring down the server with impunity. For 
example, Grasshopper agents by making a call to system.exit() from within 
their code can bring down the server instance. 

3. Theft of System Information (Passive Attack): Agents can also steal system 
information from the domain of agent servers. This information can be 
statistics collected by the agent servers from different visiting agents or it 
can be security information such as the policy file. Agent servers use these 
files to maintain the access control mechanisms of the system and their loss 
constitutes a major security breach. 

4. Tampering with System Files (Active Attack): This attack is a stronger 
variant of the previous attack. Malicious agents can tamper with security 
information stored in policy file paving a path for stronger attacks to be 
made on the system. 

The vulnerabilities outlined above compromise the reliability of an agent space. 
They cause an element of uncertainty to enter into the various interactions that take 
place and make the development of trust between the entities a difficult proposition.  
While the flaws documented above also affect agent communities, the community 
based operation model generates a new set of possibilities, which weakens the 
community’s defense against malicious attacks launched against it. The next section 
describes the evolution of an agent community and examines security vulnerabilities 
that arise within an agent community and compromises the working of the agents that 
function within the community. To understand this additional level of vulnerability, it 
might be useful to consider the various functions and roles portrayed by an agent as a 
community member that is also described in the next section. 



4 Vulnerabilities at Agent Community Level 

The increased flexibility and the modularity provided by a community-based 
approach have led to the development of agent-based applications using MAS. 
Tryllian [11] and RETSINA [14] are two MAS that provide functions for the 
development of agent community based applications. The RETSINA paper [14] 
describes the different facets of the MAS infrastructure, and presents an interesting 
comparison of a community based approach to a single agent infrastructure. This 
helps in understanding the difference between viewing the agent as an individual 
entity to when it is part of a community. Consider a travel agency based MAS 
scenario discussed in the previous section. It can be better visualized through the 
Grasshopper agency screenshot described in figure 2.   
 

 
Fig. 2. Grasshopper Agency Screenshot 

The screenshot depicts a mobile agent based travel agency interface identified by 
the name, Destiny Travels. Agents from different agent servers dock at the agency. 
Each of these agents may have a different business function that they require to 
execute. Each agent may be a part of a community and will execute a particular 
function relative to the primary goal of that community. In the screenshot of figure 2, 
three classes of agents can be identified. They are Data Searching Agents, Data 
Transport Agents and Message Passing Agents. As evident from their names, each of 
these agents will execute a specific function that relates to the goals of their 



community. These communities can be a part of a larger community and so on. Thus, 
there can be agent sub-communities within a community as discussed in [15] which 
further complicates the dynamics of agent communities. To further understand the 
security issues that arise from this model, it is essential to consider the primary 
operations that are performed by agents within an agent community.  
These operations can be classified as: 

1. Collaboration: Agents operating as part of a community need to collaborate 
in order to achieve their business goals. This collaboration can stem from a 
common context. 

2. Communication: To collaborate successfully, agents need a reliable 
communication mechanism that allows them to reliably transfer information 
and data across the community. 

3. Migration: In the scenario described above as well as in most agent 
community scenarios, agents need to be mobile. Mobility can be at two 
levels, agent level and at community level. 

Security at an agent community level can be bypassed by the introduction of one 
malicious agent into the community. This agent could use a forged identity to gain 
access to the community and monitor the various operations of the community 
members. In some cases they are able to block the working of other agents and in 
other cases render them inoperable. This malicious action will not only upset the 
delicate balance of the community but also compromise the working of all other agent 
communities, which interact with that particular community. Thus, a proposed 
security schema for an agent community should be mature enough to overcome these 
possibilities. The next section attempts to define the term security, at an agent and 
then at an agent community perspective. 

5 Security in an Agent System 

5.1 Defining Security 

As evident from the discussion in the previous sections, the agent space is a dynamic 
and pervasive entity. Under these circumstances, finding an acceptable and 
appropriate definition for defining the security of an agent space can be quite a 
complex task. The next few sub-sections attempt to define the term, security from an 
agent as well as an agent community perspective.  These sections also describe some 
drawbacks of the currently implemented security models in agent systems. 
 
5.2 The Agent Perspective 

An agent’s framework has three main components, state, behavior and location 
[17,12].  From this, it follows that an agent is considered to be in a secured mode, if 
there are no unauthorized alterations in its state, behavior and location parameters. 
While this definition implies that there is no scope for modifications to the agent’s 
code and data state, it also includes that an agent should not be manipulated contrary 
to the framework that was the motivation behind its creation. 



Various countermeasures [10] have been proposed to meet the security vulnerabilities 
outlined in the previous section however none of these measures can guarantee 
complete protection for an agent. Most of the security schemes offer basic protection 
in the form of cryptography. A major drawback of most schemes is that they are 
dependent on the host platform for execution. In most cases the malicious attacker can 
be the agent server itself. Thus, depending on servers for resources such as 
cryptographic libraries doesn’t guarantee success. To counter this drawback some 
agent servers employ one-hop agents. In this model, agents travel to at most one agent 
server before returning to its parent server. This makes it easier for the parent server 
to detect malicious agencies. While this model presents a workable security solution, 
it inhibits the flexibility in agent operation and increases the overhead on the parent 
server of administering the agent after every hop. 

The general belief among agent researchers is that agents need to be pro-active in 
maintaining equilibrium within their internal state. The security function they employ 
should be able to prevent malicious attacks made on the agents. Since this cannot be 
reliably guaranteed the next best step for an agent would be a efficient mechanism for 
detecting tamper attempts. This paper proposes a schema that attempts to achieve this 
level of security by generating a sphere of trust allowing an agent to execute with an 
acceptable level of confidence with regards to its security. 
Protecting an agent server from a malicious agent is comparatively easier as servers 
can monitor and control the environment in which they are operating. Thus, it is 
possible for the servers to build levels of protection and employ elaborate security 
mechanisms [10]. However, several levels of security within an agent server can lead 
to performance degradation in the turnaround time of the system [12]. Thus, security 
for agent servers is actually a question of trade-offs between performance and the 
security level desired by the server administrators.  
 
5.3 The Agent Community Perspective 

Security of an agent community assumes a different dimension as compared to agent 
level security. It can be defined in terms of the confidence level felt by the members 
while performing their community level functions, which are collaboration, 
communication and migration. This confidence level varies depending upon the 
business scenario they are involved in. For example, if the community members were 
involved in a business transaction within a trusted server, the confidence level would 
be high. Another scenario could involve certain members of the community operating 
from non-trusted servers. In this case, the confidence level of the community would 
be comparatively lower than the previous case and each operation would require an 
additional scrutiny. 

The primary goal of the community is the central factor around which all agents 
base their processing. All community members are programmed to align their 
individual goals towards the primary goal. Malicious attacks at a community level 
will attempt to re-orient the goals of the community. One possibility of doing so 
would be to change the agent context. This will interfere with the agent’s function as 
a community member. Consider a possible scenario under which all agents are 
programmed to send status reports to the parent server at a particular time. A 
malicious server may force the agents to skip this function by manipulating the 



system clock. Thus, protecting an agent community requires additional security 
checks to be built into each agent member that can check and prevent such scenarios 
from occurring. 

6 Security Models In Agent Systems 

Grasshopper and Tryllian ADK are two agents systems that are being used to develop 
commercial applications. Both toolkits have interesting points to study and compare. 
While Grasshopper is an agent-based toolkit, Tryllian focuses on the multi-agent 
approach to agent applications. Both these agent systems offer different mechanisms 
for communication and using different function calls they can be serialized and 
transported across the network.  While the Grasshopper agent system provides very 
basic level services as far as communication, collaboration and migration is 
concerned, Tryllian ADK’s functionality is comparatively more sophisticated. At the 
first glance, the security aspect in both systems is very much similar. Both these 
agent systems support the operation of digitally signed agents. The common features 
of the security model in both systems can be summarized as follows: 
A. Authentication check: This security check involves checking the credentials of 

the agent and establishing the sender’s identity [13]. Agents are digitally signed 
by their home base, using the private key of the agent creator.  The agent 
carries a digital certificate along with its code. The identity of the agent is 
established using the digital certificate. Once the identity of the agent has been 
established, this information is used to perform an authorization check on the 
agent. 

B. Authorization check: This check is carried out to determine the extent of 
resources that should be made available to the agent. Agents systems usually 
perform this check using an access control list, a policy file or from a role 
based property file. 

After the agent has passed authentication and its authorization checks, it can start 
executing its business function and request server resources. In most agent systems no 
further checks are performed by the agent system on the agent. From the agent’s point 
of view, there is no way for it to determine if it is executing at the server where its 
sender intended it to execute. In other words, tamper attacks on the itinerary of the 
agent could cause it to be re-directed from its intended destination to a malicious 
server. The agent code and data can then be easily disassembled and further 
manipulated. 
Thus, agents are even more limited as far their own security is concerned and they can 
become easy targets of malicious actions. While the agent operation as a member of a 
community does invite further attacks, it also allows the agent to be proactive in 
detecting malicious tamper attempts at run-time. The next section describes the 
proposed extension of the Buddy model of security that attempts to build a reasonable 
level of confidence for agent communities to operate. 



7 The Security Schema 

7.1   Introduction 

The life cycle of a mobile agent possesses three basic states [17]. It is either active, 
suspended or in transit. An agent can be attacked while it is in any of these three 
states. Since the agent cannot control its execution environment, attempting to protect 
itself while it is in an active or suspended state can be a challenging task. A certain 
degree of protection can be offered to an agent in migration by transmitting it over an 
encrypted channel. Thus, the challenge of protecting an agent while it executes at a 
remote location requires a reliable tamper-detection mechanism. Agents operating in 
communities have the advantage of security through numbers. The community model 
can be useful in distributing the security threat between its members.  

The Buddy model of security for agent communities [15] attempts to generate a 
sphere of trust within the community. The model is so named because every agent in 
this model has at least two agents who are related to it as buddies. An agent is defined 
to be a buddy, if it participates in the security function of another agent.  In the 
original schema these buddies keep track of the agent by continuously receiving 
tokens emitted by the central agent. In the model, an agent was defined to be a 
central agent, if it had a minimum of two buddies. An agent can be a central agent as 
well as perform the function of a buddy agent. While it is possible to have more than 
two buddies for one agent, the model considered in this paper uses a twin buddy 
schema.  

Figure 3 describes two different configurations of the buddy model. The left hand 
side of the figure describes a 1-3 model, while the right hand side is a 3-6 model. The 
first numeral in the model name refers to the number of central agents, while the 
second numeral indicates the total number of buddies in the model. 
In figure 3, the fuzzy balls depict mobile agents. Their status within the community is 
indicated to by the alphabet adjoining it. B refers to Buddy and CA refers to Central 
Agent (CA).  
 

 
Fig. 3. Configuration Models of the Buddy Schema 

From the 3-6 model, it is evident that an agent can be a central agent as well as 
act as a buddy for another agent. The direction of the arrows indicates the flow of 



protection, in the configuration. While it is possible to have various cross-linkages 
and there are no conditions imposed on any agent to perform a particular role, the 
model imposes a general rule on the community that states that no agent can be a 
buddy to more than one agent. From figure 3, this rule can be translated 
diagrammatically to state that for an agent to be protected, it should have at least two 
arrows pointing towards it and can have at most one arrow pointing away from it. 
The advantage of this model is that all buddy agents are equally important and so 
cannot be individually targeted by malicious agencies. Say, for example if one agent 
were to be a buddy for two or more agents, it would become a prime candidate for 
being attacked. Thus, to compromise the viability of the architecture, the attacker 
would need to gain control of more than one agent and even if that was possible, the 
targeted information might not be achieved, as there is no indication of the nature of 
information carried by the agents. 

Before proceeding further with the explanation of the proposed extension, it 
makes sense to consider a brief explanation of the Buddy model algorithm [15]. The 
algorithm has three phases as follows: 

Phase A: In this phase, the agents are assigned into two groups and given identities 
within the community. One group will broadcast tokens and the other group will 
sense them. 

Phase B: In this phase the agents forming the broadcast group emit tokens. 

Phase C: This phase involves the verification of token receipt by the group designated 
to sense. 

Once these three phases are completed, the group roles are reversed.  
The group broadcasting in the first half now assumes the part of sensing the 

tokens while the group involved in sensing emits tokens to its buddies. One complete 
role reversal of the agent groups forms a complete cycle in the schema. The 
configuration model table below further explains the mathematics governing the 
number of agents that should be present in each model.  

It also identifies the two groups in the model named as the CA and the Buddy 
agent groups. The configuration model table describes different models. While the 
maximum number of agents in the table is shown to be 14, agent communities are 
actually composed of greater number of agents. The purpose of the table is to 
illustrate the transition from a semi-effective model to a fully effective model with 
respect to the coverage and applicability of the Buddy model for all agents within the 
community. From the configuration model table, it is evident that the schema 
becomes fully effective with regards to coverage when the number of agents is greater 
than or equal to five  Consider the 5-10 model, in which there are 5 agents in the CA 
group and 10 in the Buddy Agent group. Since the community comprises of 10 agents 
in all, it can be deduced that five agents of the Buddy Agent group are also present in 
the CA group. 

 
 
 



Table 1. Configuration Model Table 

Model Number of 
Central 
Agents 

Number of 
Buddy 
Agents 

Total Number of 
Agents in the 
Community 

Protection 
Coverage 

Percentage Per 
Cycle 

1-2 1 2 3 66.67 % 
3-6 3 6 7 85.72% 
4-8 4 8 9 88.89% 

5-10 5 10 10 100.00% 
6-12 6 12 12 100.00% 
7-14 7 14 14 100.00% 

.  
Figure 4 clarifies the group formations. In the figure, it is evident that agents that 

are a part of the CA group are also part of the Buddy group. This role switching 
allows all agents within the community to play a part in the security function by 
sharing the responsibility of the task. Further, the advantage of the schema is that it 
allows all members of the community to be equally covered by the schema making it 
difficult for a potential attacker to find a weak link to exploit. 

 
Fig. 4. 5-10 Configuration Model 

In the first half cycle, 5 agents are being covered under the schema. These agents 
are also acting as buddies for other agents of the community. In the next half cycle, 
the roles are reversed and all agents of the buddy group become a part of the CA 
group. The next section describes a psuedo-code algorithm of the proposed extension. 

7.2 Extending the Buddy Model: Shared Responsibility 

While the original Buddy model security schema was an effective model for 
community-based security because it removed a hierarchical structure that is 
prevalent in most community models, it also had some disadvantages. For example, 
the schema required the passing of tokens between agents to verify their continued 
presence within the community. The token consisted of an IP address, which 
indicated the next server at which the token passing would be continued. This raised 
the question of the reliability of the token passing schema. Another drawback was 
that there was no way for the receiver to verify the validity of the token or to 
authenticate the sender of the token. Further, successful receipt of the token did 
nothing more than signal that the agent was present in the community, but it could 
not check the health of the agent. In other words, there was no way for a Buddy to 



detect if its CA’s integrity had been disturbed. The extension proposed in this paper 
intends to counter these drawbacks by adding a tamper detection part to the working 
of the schema. 

The following psuedo-code illustrates the shared-responsibility Buddy Model 
security schema. It includes two new phases, identified as the Assign Code Maps 
phase and the Scan Maps phase. The Scan Code Maps phase replaces the 
Broadcasting and Sensing phase of the original schema. Another advantage with the 
proposed extension is that agents do not have to be continuously broadcasting tokens. 
This eases the pressure on the messaging infrastructure of the agent system. The logic 
behind the creation of the code maps is explained further in the section. The 
initialization of the agent community and the logic of group formation is performed 
on a trusted server(s). This initialization involves supplying the Buddy agents with 
the code maps of the CA group. 
Phase A: Assigning Groups and Identities 
Step 1: Identify the total number of agents that will initially for the community 
Step 2: Select the configuration model to for the community. 
Step 3: Assign agents into the CA and the Buddy group. 
Phase B: Assigning Code Maps  
Step 4: Generate code maps of all agents. 
Step 5: From the group assignments of the previous phase, supply agents with 
relevant code maps. 
Phase C: Scan Code Maps 
Step 6: All exclusive Buddy Agents initiate scanning of the CA agent code maps. 
Step 7: If abnormality detected in scan, set ATK_IN_PROG flag in the CA agent 
homebase. 
Step 8: Remaining agents of the Buddy group initiate scan of assigned agent code 
maps. 
Step 9:  If abnormality detected in scan, set ATK_IN_PROG flag in the CA agent 
homebase. 
Phase D: Reverse Roles              
Step 10: Reverse agent roles within groups. 
Step 11: Perform Phase C. 
 
7.3 Creation of Code Maps  

Consider the code snippet in figure 5. It describes the major function of a particular 
agent. Any tampering with the business logic of the function will severely affect the 
outcome of the agent processing. Therefore, from the security point of view, this 
function becomes the focus of malicious attacks and its integrity needs to be verified. 
The code snippet of figure 5 is part of the code of a CA. It describes the division of 
the function into two code maps and maps the overlap between the two maps. The 
binary images of these pieces of code are fed to the buddies of the CA. As apparent 
from the figure, there is an overlap between the code maps of the two agents. This 
overlap covers the central part of the function. The advantage of this overlap is that 
every time the buddies check the integrity of the code, they end up double-checking 
the central part. 



 
 
 
             public void live() { 
                  for (int count = 0; count < max; count++) 
         log("(" + getProperty("generateAgent") + "): " + printVar); 
                if (getProperty("generateAgent").equals("first")) { 
         java.util.Properties newProps = new java.util.Properties(); 
         newProps.setProperty("generateAgent", "second"); 
         Object nArgs[] = new Object[2]; 
         nArgs [0] = printVar; 
         nArgs [1] = new Integer(max).toString(); 
         try { 
             // Create new agent 
             log("(" + getProperty("generateAgent") + "): Creating new agent."); 
             getAgentSystem().createAgent( 
                                 "JohnAgenStringPrinter", 
                                 getInfo().getCodebase(),"",nArgs, newProps); 
         } 
           catch (AgentCreationFailedException e) { 
          log("(" + getProperty("generateAgent") + "): Agent creation failed. ", e); 
    } 
              } 

Code Map1 

Code Map2 

Overlap 

Fig. 5.  Creating Code Maps from Agent Code 

While the code snippet of figure 5, illustrates the concept using a particular 
function, it is possible to extend this coverage to the entire code of the CA. As 
mentioned in the previous section, a CA can have more than two buddies but this 
paper, describes the twin-buddy schema. Figure 6 is a screen shot of a code scan done 
by a buddy agent. It depicts the Destiny Travels Agency.    

Various agents from different systems are docked at the agency. Some of these 
agents identified by the names, Data Search Agent, Message Passing Agent, Data 
Transporter Agent belong to an agent community while other agents for example; 
AgentClassFileHacker is independent of the community.  

The scenario in figure 6, describes an attack made on the Data Transporter Agent. 
This attack is picked up by the SENSE Reporting Agent(s), which is a buddy for the 
agent. On detecting the attack, the Buddy agent notifies the homebase of the 
DataTransporter Agent. The homebase after verifying the report notifies all the 
community agents and accordingly agents are either called back or allowed to proceed 
with their processing. This decision is taken on the basis of the Confidence Factor 
(CF) calculated for the agent community as,  

CF =  [n (X) + [n (Y) * (-1)]- (R-r)] / T      
Where, T = Total number of agents within the community 

 X = Agents operating on Trusted Servers 
 Y = Agents operating on Non-Trusted Servers 
 n (X) = Total number of agents operating on Trusted Servers 
 n (Y) = Total number of agents operating on Non-Trusted Servers 
 R = Total number of Buddy Reports expected per cycle 



 r = Total number of Positive Buddy Reports received per cycle. 
 

 
Fig. 6.  Agency Screenshot alongside a Buddy Scan Report 

The Confidence Factor (CF) gives an indication of the security level currently 
maintained the agent community. It takes into consideration the total number of 
agents within the community, the number of agents executing on trusted servers, the 
number of agents executing on non-trusted servers, the total number of scan reports 
received from the buddies. The CF is calculated at the end of every cycle and allows 
the home base to gain a perspective on the current security situation within the 
community.   

A negative value of the CF registers a high-risk operating scenario. Every agent 
server can set a threshold value. If this value is exceeded the server can take evasive 
action. For example, if the CF falls below a threshold value of –0.5, the home base of 
the community can decided to call back all agents, while if it hovers around –0.1, it 
may decide to call back only a few agents. A positive CF obviously implies a high 
level of confidence with respect to security, prevalent in the current scenario. The 
final section concludes the paper with a summary and gives an indication of future 
work.         



8 Conclusion and Future Work 

This paper outlines the security vulnerabilities faced by agent communities deployed 
using agent and MAS in non-trusted ubiquitous environments. The paper examines 
the vulnerabilities at agent as well as community level. It describes various attacks 
that were implemented using the Grasshopper agent system. These attacks and other 
possible threats are categorized from the agent and the agent system perspective. The 
paper, from another angle, analyses the security vulnerabilities from an agent 
community perspective. The scenario described in the paper visualises agents 
operating as a part of an agent community. The paper also describes the working of 
currently implemented security models by using the security function of to agent 
systems as a showcase. This is useful in highlighting the gap between current and the 
required level of security. 

To control the vulnerability faced by MA while operating in non-trusted domains, 
the paper proposes an extension of the Buddy Model of security for agent 
communities. The Buddy model allows members of an agent community to keep track 
of their peers and other community members. Various configurations of the model 
and its implementation suitability depending on the number of agents present within 
the community have also analysed. The extension builds over the original model and 
proposes a schema using which buddy agents can verify the integrity of the central 
agents in the community. The buddy agents carry a code map of the CA allocated to 
them. Since the schema operation is reversible, all buddy agents become CA and vice 
versa. This allows the entire agent community to be sheltered and allows the 
community members to operate with greater confidence with respect to its security 
while in a non-trusted domain. The security level at any instant within the community 
can be measured using the Confidence Factor (CF) parameter. Since this parameter is 
generated at the home base from all code map scan reports, it receives the calculation 
of the CF can be considered to be reasonably reliable.  Further, since every CA has at 
least two buddy agents, which perform a code map scan of the CA from different 
servers, their reports can be considered to be accurate. The creation of code maps and 
the information generated in them are also explained. 

The advantage of the described model is that it requires all agents in contributing 
towards the security function of the community. All agents of the community are 
initialised at the home base or at the parent server, thus if a new agent wishes to join 
the community, it needs to present itself at the community home base to be validated. 
For every valid agent member, there are at least two agents performing the integrity 
check from different servers. The possibility of both buddy agents being 
compromised to a malicious attack can arise if both agent servers are malicious, but 
this can be controlled by making sure that at least one buddy agent executes the 
security scan from a trusted server.  Thus, it becomes a difficult proposition for a 
malicious entity to target any one agent of the community or to introduce a malicious 
agent within the community. Another advantage of this security schema is that agents 
can keep track of their peers and maintain a close-knit community without having to 
return to their home base for verifying their code integrity. The advantage of having 
this chain reaction in place is that all agents are accounted for. Future work will focus 
on generating scenarios under which the security of agent communities can be 



compromised. Further, the proposed shared-security schema will be extended to 
counter the security threats that arise from these new scenarios. 
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