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Abstract. 
 
The paper examines the applicability and the effectiveness 
of the Buddy model of security proposed for countering 
security vulnerabilities experienced by mobile agent 
communities. The paper describes the security 
vulnerabilities that arise within mobile agent communities 
and demonstrates the Buddy model operation as an 
effective countermeasure for securing the agent 
community operation. The Buddy model involves all 
mobile agent community members in sharing the security 
function operation. This reduces the limitations and the 
dependence of the model on a particular agent and leads 
to the distribution of the security threat equally over all 
community members. A performance analysis of the 
schema is given to illustrate the advantages and the 
reliability of the Buddy model in a mobile agent 
community scenario. 
 
Key Words: Agent, Community, Security, Attack, Buddy 
 
 
1. Introduction 
 

Over the years, distributed technology has evolved in 
various ways to meet the changing needs of users and the 
expanding sphere of the business model. Different 
scenarios of business have become possible allowing 
users as well as vendors to connect and conduct relevant 
transactions over a virtual space that is characterized by 
its transparency and now, by its mobility. The mobility 
factor, limited bandwidth, unreliable network connectivity 
and the need for a reliable tool to extend the user’s sphere 
of influence and authority into the virtual world led to the 
evolution of the agent paradigm. 

Several viewpoints and agent toolkits attempt to 
characterize the motivation behind an agent-oriented 
approach to a distributed computing scenario. Franklin 
and Graesser’s definition [2] views agents as autonomous 
entities, which have the ability to socialize, are proactive 
and continuously sense the environment around them to 

achieve their pre-defined goals, finds synergy with our 
vision of an agent.  

Java [5] agents characterized by mobility further 
expanded the agent paradigm to build the base for a 
distributed computing scenario wherein entities could 
join, leave and conduct business transactions at will. 
Examples of these Java based mobile agents are 
Grasshopper [7], Aglets [8] and Tryllian [11] to name a 
few. The flexibility and the ease of operation offered by 
the mobile agent paradigm have been harnessed in several 
intra-domain applications ranging from personal assistant 
type services to web-based business application services. 

 While on one hand several documented benefits [3] of 
this paradigm encourage the development of agent based 
distributed computing scenarios, questions of security and 
trust mar the credibility of mobile agent based 
applications [12]. This paper presents a critical discussion 
of the Buddy model of agent security [4,6,10]. It describes 
the applicability of the schema as an effective 
countermeasure in meeting the security vulnerabilities 
encountered by agent communities in various distributed 
computing scenarios. 

The rest of the paper is organized as follows; section 2 
describes the security vulnerabilities that arise in a mobile 
agent community. Section 3 describes the operation of the 
Buddy model in agent communities and the various 
entities that play a part in its execution. Section 4 
describes the experimental setup in realizing the scenario 
described in the paper. Further the section presents a 
performance analysis of the schema. Section 5 concludes 
the paper with an indication of future work. 

 
 

2. Security Vulnerabilities in Mobile Agent 
Communities 

 
Mobile agent communities operate on a different level 

as compared to a single agent operation scenario. The 
essential difference between the two scenarios, from the 
security viewpoint is that agent community operations 
involve teamwork in fulfilling their objectives. Teamwork 

 



 

 

     

in agent communities primarily involves collaboration 
and communication between agents, agent communities 
and the agent systems that support these agent 
communities. Consequently, mobile agent community 
architectures are relatively complex to implement. For 
example, consider a scenario in which mobile agents are 
used to implement a news agency.  Some of the possible 
operations that may be carried out in a news agency are as 
follows: 

1. Gathering information 
2. Assimilation of information. 
3. Translation of information into news 
4. Advertising of news items. 
5. Sale of news items to various agencies. 
6. Purchase of news items from various 

agencies. 
Each of these operations can be implemented using an 

agent community. All agent communities involved in 
these business operations can coordinate their actions to 
form a single community. While it is evident from the 
description of the activities that these agent community 
operations present a relatively high volume of 
transactions as compared to a single agent operation they 
also give rise to various security implications within the 
agent community space. 

Mobile agent communities are dynamic entities. They 
can be formed and destroyed depending on business 
considerations. Further, a new operation can give rise to a 
new community. For example the news agency may 
decide to play the role of a classified advertisement 
broker. It may accept advertisements from different users 

and forward these advertisements to another agency. This 
operation may require the use of an altogether different 
agent community model to be setup.  Once the business 
transactions are completed, the agent community may 
enter into a dormant mode.    

 
As discussed in [6], malicious action (attacks) on agent 

communities can be classified as Active and Passive [1]. 
The purpose of these attacks is to undermine the agent 
operation and their implications can range from plain 
harassment to information loss with significant financial 
considerations involved.  

Each business operation gives rise to an interface. For 
example the information gathering agent community may 
have an interface through which it coordinates its action 
with the information assimilation interface. Attacks can 
be launched on the application via any of these interfaces. 

Different community models employed by agent 
communities such as open, closed and semi-open, as 
discussed in [10] make it difficult for security schemas to 
work consistently in covering all possible scenarios that 
may arise. Figure 1 identifies some of the different attack 
levels in an open agent community. An open agent 
community has agents joining and departing as per their 
requirements. Since these agents may or may not 
originate from the same home base, it becomes difficult to 
identify valid members of a community. Figure 1 
describes an attack model that can be used by malicious 
entities to gain advantage within a pervasive agent 
community. 

 

Fig. 1. An Open Agent Community Agent Space 
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In figure 1 mobile agents belonging to the same 
community are docked on servers A, B and C. The agents 
on servers A and B are collaborating in carrying out a 
particular business function. This collaboration can be the 
point of attack for a malicious entity as the attacker can 
take advantage of the various independencies that may 
exist between the various entities to launch an attack. 
Another possible vulnerable layer in the community 
model is communication layer. In figure 1 agents from 
server B and C are exchanging messages. Malicious 
entities can target the communication layer by 
intercepting and by relaying bogus messages. The third 
level of vulnerability as identified in the figure is the 
open model of the agent community. As mentioned 
before open agent communities have a very fluid state 
with agents joining and departing as per their 
requirements. Malicious agents can be introduced into the 
community using stolen digital signatures. Once they 
become involved in the community functions, they can 
manipulate information to their advantage.  

As discussed in [6], most agent systems employ 
interfaces for authentication and authorization. However, 
this is not sufficient to protect the agent community from 
the induction of a malicious entity [6]. A further layer of 
complexity to the security question is created when the 
boundaries between agent communities get blurred when 
a particular agent belongs to two different communities. 

Different parameters are used to distinguish between 
the boundaries of agent communities. In the news agency 
scenario described, the operation context or the business 
function of the community is used to uniquely identify the 
agent community from the other communities that may 
exist. In an open agent community, the same agent can be 
a part of two communities as it may be involved in two 
business functions. For example the information-
gathering agent may also be involved in information 
assimilation and thus it can function as a member of two 
different communities. 

Thus it is evident that an agent community operation 
has many facets ranging from the model type to the 
business functions performed by its members that give 
rise to the security vulnerabilities that arise within an 
agent community. Any agent security schema 
implemented in an agent community needs to be dynamic 
and intelligent enough to recognize the possibilities that 
arise and to negate them. The next section describes the 
operation and the applicability of the Buddy model of 
security for an open agent community to meet the 
vulnerable scenarios described.  

 
 

3. The Buddy Model of Security 
 

The Buddy model of security [10] was proposed for 
mobile agent communities. This model enables the 
community to counter the various security vulnerabilities 
that arise from the agent operation. Used in conjunction 
with the SENSE schema [9] for mobile agent security, it 
provides an effective cover for the community members 
and a deterrent against malicious attacks on community 
members. The following sections describe the major 
components of the schema and describe its operative 
applicability and effectiveness. 

 
3.1 The Major Players 

3.1.1 The Mobile Agent Servers 

From the security standpoint, three kinds of servers can 
be identified within the Buddy model’s scope of 
operation. They are as follows: 

Trusted Server: Any server that has a formal 
understanding with the Home Base of the 
community is rated as a Trusted server within the 
security model. This understanding may be similar 
to a Service Level Agreement (SLA).  
Non-Trusted Server: A server that does not meet 
the qualifications of a trusted server is rated as a 
Non-Trusted server. 
Home Base:  This refers to the agent server at 
which the mobile agents are spawned and 
dispatched from. Each agent in the community will 
have its own unique parent server. In the 
Grasshopper mobile agent system, the agents refer 
to the location of the Home Base as Home.  

The Home Base can be identified as a Trusted Server 
as well as a Non-Trusted server. For example agents 
spawned from the Home Base will view it as a Trusted 
Server while for agents those, which do not have any 
prior agreement, or involvement with the server will view 
it as a Non-Trusted server. 

 
3.1.2 The Agents 

Based on their roles within the schema operation, the 
Buddy model identifies the following agents: 

AssignBuddy Agent: This agent has the critical 
task of assigning Buddy agents within the 
community. It remains stationary at the Home 
Base and to guard against malicious attacks from 
other agents, it is not allowed to have any direct 
interaction with any agent. 
CFReporting Agent: This agent gives a status 
report of the prevailing security climate in the 
community. It remains stationary at the Home 
base and uses data sent by the Buddy agents to 
generate the Confidence Factor (CF) report. 
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Central Agent (CA): A mobile agent that actively 
participates in the business operations of the 
community. Due to its mobility and its role in the 
community operations, it is a potential target for 
malicious attacks. 
Buddy Agent: A mobile agent that apart from its 
business functions actively participates in 
monitoring the active presence and health of a CA 
within the community sphere. 

As per the model, a mobile agent can assume the role 
of a CA as well as that of a Buddy agent. In other words, 
at a certain time period that agent might be essaying the 
role of a Buddy agent for an assigned CA. At a different 
instant of time, the Buddy might become a CA and be 
monitored by the Buddies assigned to it. 

The feature of reversible roles gives every agent within 
the community the opportunity to participate in the 
security function. Apart from standardizing the agent 
security operation, this approach makes it difficult for a 
malicious attacker to target a particular entity as all agents 
are given equal status as far as the security function is 
concerned. 
 
3.2 The Schema Operation 

The operation of the Buddy model schema is based on 
the following rules: 

Every CA should have a minimum of two 
Buddies. 
An agent can be the Buddy of one and only one 
CA. 
Two Buddies of the same CA cannot share the 
same physical location space. 
The CA and its Buddy cannot share the same 
location space. 

As described in [6], 100% security coverage per cycle 
is achieved in the m-n configuration model such that 2m = 
n and n = t 
          where,  m = total number of CAs. 
                  n = total number of Buddy Agents. 
                        t = total number of community agents. 

The minimum configuration model that affords 
complete security coverage for the community is a 5-10 
model. The operation of this model is described in detail 
in the next section. The Buddy model identifies four 
distinct phases of operation. Phase A and D are native to 
the model, while B and C originate from the SENSE 
schema [9].  

 While a detailed description of the various phases has 
been done in [6, 10], they are briefly summarized as 
below: 

Phase A: This phase involves the setting up of 
agent roles and identities within the agent 
community. 

Phase B: The agents are given target data in the 
form of agent code that which they will use in the 
scan operation to be done in Phase C. 
Phase C: The Buddy agents contact the CAs and 
attempt to verify their presence and status within 
the community. 
Phase D: The roles of the Buddy agents and the 
CA are reversed and Phase C is repeated. 

On the conclusion of Phase C, Buddy agents contact 
their Home Base with the results of the scan carried out. 
From the scan reports received at the Home Base, the 
CFReporting Agent prepares a Confidence Factor (CF) 
report for the agent community. The CF report is 
generated every time there is a role-play switch between 
the agents and the sensing of agents is reversed. The CF 
takes into consideration all agents that are registered to 
that community and their distribution over trusted and 
non-trusted agent servers. Agents operating on non-
trusted servers are assigned a negative weight age in the 
formula. Apart from this, the formula also takes into 
consideration reports that are sent out by the Buddy 
agents after successfully completing the sense operation. 
The CF formula is flexible enough to allow multiple 
instances of reports to be generated and sent to the Home 
base in the same phase The formula  for generating the 
CF report is given as follows  [10]: 
 
Confidence Factor (CF) = [Σx + [{(Σy)*(-1)}- (R-r)]]  / T 
 
Where, T = Total number of agents within the community 
 Σx   = Number of agents operating on Trusted Servers 
 Σy = Number agents operating on Non-Trusted Servers 
 R = Number of Buddy Reports expected per cycle 
 r = Number of Buddy Reports received per cycle. 
 
R keeps track of the number of reports expected in one 
particular phase from the Buddy agents. Normally it 
would be set equal to T. However if multiple reporting per 
phase is desired, R can be set to a higher value. 

 
 

4. Performance Analysis  
 

As described in section 2, a news agency scenario has 
different operations that are carried out by the agent 
communities assigned to the task. The results obtained by 
the communities contribute towards the success of the 
business. Any disruption of the agent activities leads to a 
performance degradation of the system.  These 
disruptions arise as a result of various factors ranging 
from system resource unavailability to malicious attacks 
on agents and agent entities. 

 The news agency scenario described explains some of 
the system performance degradation factors that arise and 



 

 

influence the agent execution sphere. It also explains the 
Confidence Factor parameter that is used by the Buddy 
model to predict the level of confidence, enjoyed by the 
agents of the community with respect to the security 
aspect of operation. 

The scenario described by figure 2, has been 
implemented on a Grasshopper mobile agent system 
version 2.2.4b. It uses Sun’s JDK version 14.2_02 and is 
executed on INTEL P4 machines having 512 MB 
memory. The operating system is Microsoft WINDOWS 
2000.500.2195. The terms region, agency, and place used 
in this section and henceforth are specific to the 
Grasshopper mobile agent system and a formal definition 
for them can be found in [7]. In the experimental set up, 
the region is identified as SeeTheWorldAgency. There are 
three agencies identified as GlobalNewsAgency, 
NorthWestNewsAgency and the TransWorldNewsAgency. 
All three agencies are registered with the SeeTheWorld 
Agency. Apart from these three agencies there is a fourth 
agency, identified as HomeBase-NewsAgency. This 
agency is the parent server for the agent community 
described in the experiments.  

Every agency has a list of Places, which are the docking 
ports for agents. To implement a uniform approach for 
the test bed, all agencies have the same number of Places 
and are identified by similar names. Agents are named as 
CommunityAgentOne, CommunityAgentTwo and so on, in 
order to make it simpler for the user to monitor their 
progress in the execution phase. Each agent plays the 
dual role of a Buddy and that of a CA. 

 
4.1 System Implementation  

The 5-10 configuration of Buddy model was 
implemented on the three agencies described, with the 

home base agency acted a launching pad for the agents. 
The 5-10 configuration describes a scenario wherein at 
during each half cycle there are five agents in the role of 
a CA, while 10 agents are acting as Buddies. This model 
also assigns a total of two agents per CA as their 
Buddies.  The total number of agents within the 
community is 10. Table 1 describes the role-play of the 
agents in the two half cycles. It may be noted that CA1 
and B1 refer to the same agent but in different roles. 

Table 1. Agent Role Table for the 5-10 Configuration Model 

Central 
Agent 
(First 

PHASE) 

Buddies 
Assigned to 

Sense it. 

Central 
Agent 

(Second 
PHASE) 

Buddies 
Assigned 
to Sense 

it. 
CA1 B7, B6 CA6 B4, B5 
CA2 B5, B1 CA7 B6, B10 
CA3 B4, B2 CA8 B7, B9 
CA4 B8, B9 CA9 B2, B3 
CA5 B3, B10 CA10 B8, B1 

 
In the first half of the execution cycle, the first five 

agents of the community are sensed by their Buddies.  
In the second half, the roles are reversed and the next 

five agents are now the designated CAs and are sensed by 
the Buddies. The table explains the configuration setup. 
This setup is decided by the AssignBuddyAgent, which 
also makes sure that the location of the Buddies and the 
designated CA are not the same. The operation of the 
Buddy schema is summarized in the diagram of figure 2. 
While in this model, the CF is shown to randomly control 
the execution of the two phases. The community agents 
carry a trigger that can initiate the Buddy schema if there 
is no communication received from the CF Reporting 
agent due to network restrictions.  

 
 

 

      

 
 
 

 

1 Buddies Check Assigned CAs 
Buddies Report back to Home Base 
 
Buddies-CA roles reversed 
Buddies Check Assigned CAs. 
Buddies Report back to Home Base. 

CFReporting Agent 
 
1. Initiates First Half 
2. Randomly starts Second 
Half 
3. Analyse Reports 

2

3 Generates CF

Fig. 2. Summarized View of Buddy Schema 

 
The CFReportingAgent is also responsible for 

tabulating the data sent by the Buddy agents to the Home 
Base and for initiating a check on the mobile agent 
community based on the data received. The graph in 
figure 3 presents a performance run of the Buddy agent 

over the two phases of the schema. The evaluation 
parameter used in these experiments is time.  

 
Since time is a variable parameter in a distributed 

system, several test runs of the schema were carried out. 
Further the intent of the experiments was to analyze the 



 

 

performance of the entire agent community rather than 
focus on individual agents, thus the actual value of the 

parameter is not as important as the general trend that it 
illustrates.

Fig. 3. Buddy Schema Performance Graph 
 
While space limitations do not allow the outcome of all 

these test runs to be presented, the graph in figure 3 
represents the general trend of the test runs carried out. 
The graph in figure 3 compares the performance of the 
Buddy agents in the two phases of the schema.  

In the graph, community agents are identified by the 
number assigned to them. The x-axis represents the 
different agents within the community, each identified by 
their assigned number. The y-axis is a plot of the time 
taken for the agent to locate and sense the assigned CA 
agent. In these experiments, the mobile agents were 
spread over four different agencies all registered with one 
region. It is obvious that if the agents were to be spread 
over a broader spectrum of agencies and regions, the time 
for the Buddy agent to complete its operation will be 
higher. While these experiments did record the execution 
time of agents, the intention was not to use the time 
parameter as a benchmark but to establish a trend of the 
schema performance across all participating agent 
community members.  

The bar graphs in figure 3 compare the performance of 
the agents in the two phases of the Buddy schema. They 
display a fairly stable and uniform performance of the 
schema. Buddy agents appear to take relatively the same 
amount of time, irrespective of the CAs assigned to them. 
This is an interesting result as it proves that the target or 
the CA assigned to the Buddy does not have any 
unfavorable impact on the performance of the schema. 

The graph in figure 4 provides a detailed view of the 
schema execution. It focuses on the execution of the first 
half cycle of the Buddy model schema. The role-play 
reflected in this graph is described in Table 1. In the 
graph, an agent is referred to as a BA, with a 
corresponding number attached to it. This number 
identifies it within the community. As per the Buddy 
model schema rules, CAs and their Buddies do not share 
the same location space. They are spread out over the 
three agencies described. As and when the CFReporting 
Agent, sets the flag signaling the start of the Buddy 
execution, Buddy agents initiate their operation and 
attempt to sense the assigned CAs. Their attempt to do so 
may be successful or unsuccessful. If the Buddy agents 
are unable to contact the assigned CAs, they continue in 
their attempts to establish contact until a time out factor 
is reached. The Home Base does not receive a report if 
the Buddy agent is unable to contact the CA. This factor 
is taken into consideration while preparing the CF.  

Different factors ranging from network constraints to 
their individual business functions affect the performance 
of the Buddies. In the graph of figure 4, the time taken by 
the Buddy agent to establish contact with its assigned CA 
has been plotted as a series of runs. Ten runs for each 
agent were carried out and have been shown in the graph. 
While most of the agents appear to have a uniform 
performance, some deviations are observed in certain 
cases. For example BA6 indicates an irregular 

 



 

 

performance on its second and tenth run. In contrast to 
this BA8 maintains a relatively stable and close to 
optimum performance run.  

For each phase, based on the number of reports 
received at the Home Base and the other factors that 

govern the CF formula, the CFReporting Agent prepares 
the CF report. This report gives a tangible view to the 
current security level in the mobile agent community.  

Buddy Model Execution Analysis

0
200
400
600
800
1000
1200
1400
1600

1 2 3 4 5 6 7 8 9 10 11

Run Number

Ti
m

e 
Ta

ke
n(

in
 

m
ill

is
ec

on
ds

)

 

BA1
BA2
BA3
BA4
BA5
BA6
BA7
BA8
BA9
BA10

Fig. 4. Buddy Execution Performance Runs  
 

The Confidence Factor report takes into account the 
performance of all Buddy agents located within the 
community.  It also considers factors such as existing trust 
models as it differentiates between trusted severs and non-
trusted ones and takes them into consideration during its 
computation. The advantage of the CF function is its 
generic nature and its ability to map into any distributed 
computing scenario that uses existing trust models to 
establish the basis for an extension of the model into non 
trusted scenarios.  

While this paper differentiates between trusted and non-
trusted servers on the basis of SLA or pre-defined 
business agreements, it can become a complex task to 
actually map or quantify the parameters that can define 
trust between two entities. These parameters can be 
different for the agent server and the agent. The agent 
server might use the originating agent server or the agent 
code signer as the basis for deciding whether or not to 
extend resources to the arriving agent. The mobile agent 
in turn might trust the agent server only if there is an 
agreement between it and the Home base. In this situation 
enforcing the agreement might be a challenging task for 
the agent if it is not to rely on any third-party. The Buddy 
model schema is effective in the sense that it does allow 
the community to become aware of a malicious action on 
a particular agent or its non-participation in the schema as 
a signal for possible malicious action, in the shortest 
possible time period. However at present preventing 
malicious action against a mobile agent, if the malicious 

entity is a host server appears to be a difficult and an 
unanswered question. The next section summarizes the 
paper and provides insight towards future work. 

 
 

5. Conclusion and Future Work 
 
A malicious entity can take advantage of the dynamic 

and continuously changing nature of a mobile agent 
community model to steal, modify or destroy information 
being circulated by the agents within the community. This 
paper described the implementation of the Buddy model 
of security for a mobile agent community. This 
community is involved in the operations of a web-based 
news agency. It described the mapping between an agent 
community and the operations of the news agency. While 
doing so, the paper also described some of the security 
vulnerabilities faced by agent communities operating in a 
pervasive environment. The implications of these 
vulnerabilities range from information theft to plain 
harassment to the user. To counter the security 
vulnerabilities that arise within the agent community 
space, mainly due to its dynamic nature, the paper 
described the operation and implementation of the Buddy 
model of security. 

The Buddy model of security is a schema designed to 
provide an extensible and uniform security cover for all 
the agents within the mobile agent community. A major 



 

 

advantages of the schema is that it utilises the presence of 
every agent within the community and in return provides 
security to them. The continued non-participation of a 
particular agent in the schema phases, acts as a signal to 
the Home Base that it is not present at its expected 
location. Accordingly the Home Base can act if it chooses 
to by sending out helper agents to investigate the matter. 
The paper described the various participants in the 
schema operation and clearly defined their role-play. The 
performance of the Buddies within the schema was then 
analysed and it was clearly established that the target 
agent or the CAs identity was not relevant to the success 
of the schema. In other words, the schema operation 
displayed a uniform performance over various test runs 
for different configuration of CAs. The paper also 
analysed the CF reporting function and described its 
application and its applicability in evaluating the security 
level in a generic distributed computing scenario. 

Future work will focus on extending the Buddy model 
schema and generating scenarios that simulate the action 
of hostile entities. Various configuration models of the 
Buddy model will then be implemented to counter these 
scenarios.  
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