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Abstract: In the face of large data volumes, automation of maintenance chores is an 

important step in adapting to these volumes. Automation of transformations (such as 

migration steps) calls for automated surveillance as well – where surveillance could 

be implemented as quality assessments of transformations. This paper discusses 

automated assessment of information quality from a preservation perspective. The 

assessment is facilitated by use of a domain-specific language that enables 

declarative specifications of quality requirements. The research utilizes an Action 

Design Research approach to iterate development of both software and in-depth 

understanding of the context in which the software should operate. At the time of 

writing we have been able to demonstrate evaluation of DICOM packages ingested 

into the ENSURE preservation system, using automated extraction and comparison 

of certain quality parameters. We describe research in progress. 

1. Introduction 

Research on quality in medical workflows is arriving at a more holistic viewpoint, e.g. in 

assessing quality in medical imaging. Research on quality in medical imaging studies 

(among other things) the impact of image compression on diagnostic quality. Various 

means of assessing the quality of the information transfer has been studied, ranging from 

simple signal-based metrics such as Signal-to-Noise Ratio (SNR) to more holistic metrics 

such as Receiver Operating Characteristics (ROC) [1]. Recent trends in these studies 

balances the use of objective quality assessments with subjective quality assessments that 

better addresses the intricacies of the human visual system and better matches the 

diagnostic utility [2][3]. These latter studies recognize the context of medical imaging in 

diagnosing and following up on treatment – the latter possibly ranging over a lifetime.  

 Long-term digital preservation provides a complement to medical workflows. Medical 

workflows have the potential of drawing from preserved information prior to examination, 

e.g. when reviewing prior examinations in radiology workflows before conducting new 

ones [4]. Additionally, HIPAA regulation compliance regarding off-site disaster recovery 

files also states requirements on archiving [5], so one way or another long-term effects have 

to be considered. As soon as we have to consider long-term effects, we must consider 

additional factors that influence the medical quality of future use of the information – 

possibly yet unanticipated use. Exemplified by medical imaging, we are not only interested 

in image quality but also in the context of the examination and the metadata associated with 

the images, as well as relations to other medical records. We need to study the implications 

of preserving metadata and the packaging of the images and metadata into information 

packages suitable for long-term preservation [6][1]. There are specific aspects of digital 

image management related to technical mechanisms of DICOM (Digital Imaging and 
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Communications in Medicine [14]) that need to be addressed during long-term preservation 

as well [7]. 

 Our research is related to digital long-term preservation of information and specifically 

to preservation of large volumes – volumes where it becomes necessary to automate tasks. 

The automation of these tasks are integral to the ambitions of the ENSURE project [8]. 

ENSURE aims at providing decision support for organizations with preservation needs in 

choosing a suitable preservation plan for its information that balances economy with 

quality.  

 This paper describes research in progress where we are studying general information 

quality issues: how to practically assess quality of proposed preservation plans, as part of 

the decision support process, and how to practically assess quality of information packages, 

as part of evaluating transformation plugins. For the latter scenario we are also looking at 

quality issues in the context of the preserved information, which are use case specific. The 

use cases we are looking at are financial information, clinical studies data and medical 

images. Hitherto we have studied digital long-term preservation of medical images and how 

to assess quality implications of selecting a specific preservation plan, but also how to 

assess the effects on quality from transformational steps in automated processes within the 

preservation system.  

2. Related Work 

Among the most prominent concepts of an Open Archival Information System (OAIS) [6] 

are the notion of a targeted group of users – a designated community – and the 

corresponding notion of representation information describing archived data. The idea of 

matching the level of this representation information to the assumed level of pre-knowledge 

in the designated community is delicate and it influences the task of preserving digital 

information. If, for instance, the targeted group of users are healthcare personnel, they are 

expected to understand medical terms while if the targeted group of users are patients, they 

will need to be provided with a dictionary that describes the vocabulary; i.e. representation 

information. 

 This match is crucial for being able to extract information from data. Over time, as 

medical information is preserved in an OAIS, the organization operating the OAIS is 

responsible for monitoring the pre-knowledge level in the designated community in order to 

detect changes. The CASPAR project addresses how to build an OAIS that matches 

representation information with the knowledge level of its users [9]. 

 An orthogonal viewpoint is of a designated community representing a purpose or a set 

of coinciding purposes. Being able to interpret the data is important, but the question of 

usefulness of data becomes important as we ask for what purpose the data is being used.  

 Different approaches to defining data and information quality have been discussed in 

research literature [10][11][12][13], of which many overlap or complement each other. For 

the reason of discussion we may express quality in terms of an objective part and a 

subjective part (usefulness of the preserved information or fitness for a specific purpose). It 

is notoriously difficult to make use of subjective quality measurements in an automated 

preservation environment — traditionally being sampled by use of qualitative approaches 

(such as ROC) and somehow fed back into the preservation system.  

 Healthcare data is primarily used for diagnosing or monitoring patients, but as captured 

information is being digitized it is easy to accommodate other use. Restricting possible use 

of preserved information to a single purpose (the primary purpose) without acknowledging 

that there could be other yet unanticipated purposes (secondary purposes) deprives meaning 

from the preservation. This represents a post-modernistic view on archiving where the 

focus is more on the outcome, as represented by the idea of foreseeing and monitoring 
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purpose, instead of output, represented by fulfilling the primary purpose of preservation 

alone. 

 In the face of long-term preservation of healthcare information, a sufficient amount of 

metadata need to be stored together with the healthcare data in order to accommodate future 

use of the information – use that may change over time as well. 

 The volume of data produced in the healthcare sector is staggering; especially digitized 

data sets, e.g. digital imaging in pathology can show volumes in the vicinity of 2 TB per 

day and modality, that may need to be stored and preserved over time. In addition to being 

used for diagnostics and surveillance for the individual patient (the primary purpose), the 

collected data also offers other opportunities (secondary purposes), e.g. in research or in 

education. The data represents a socio-economic cost emanating from the need to bring 

patients to the modality or vice versa and should not routinely need to be deleted even in 

those cases when the patient is considered healthy. 

3. Research Objective 

Automation of quality assessments assumes existence of objective quality assessments, 

since we cannot depend on human interactions in automated preservation flows. At the 

same time, subjective quality assessments does a better job in gauging the efficiency of the 

overall preservation process. Is it then possible to express subjective quality assessments in 

terms of objective quality assessments? 

 Automation also requires the presence of limiting metrics; defining at what level of 

performance the preservation system will fail its purpose. If we do not build hard-coded 

requirements into the assessment software – which we do not want to do – we must be able 

to provide these from the outside of the assessment software. This calls for some level of 

abstraction – just what level is feasible? Can we specify requirements so that assessments 

are reusable between á priori assessments of preservation plans and á posteriori assessments 

of preserved digital objects after or during transformations? These two scenarios are very 

different, but both pertain to ensure a level of performance of a preservation service. 

 With automated preservation workflows, quality deterioration detection and error 

detection must be automated as well. Distribution of processing over a network of 

processing units as well as the volume of computation calls for a flexible automated 

surveillance. We want to show that information quality assessments can be incorporated in 

automated preservation workflows by implementing a prototype in the ENSURE project. 

4. Methodology 

We have chosen to use Action Design Research (ADR) [15] in our research, which implies 

building software artefacts (design research) in a series of increments with intermediate 

reflection (action research) and evaluation; “ADR is useful for open-ended IS research 

problems that require repeated intervention in organizations to establish the in-depth 

understanding of the artefact-context relationship needed to develop a socio-technical 

design agenda for a specific class of problems” [15, pp. 52-53]. We have framed the 

problem and we are currently creating a theory-ingrained software artefact in order to study 

the problem [15]. 

 We are dealing with eHealth records in the form of DICOM, PDF, and XML formats, 

for which we have developed quality assessment software in a series of iterations.  

 Quality measurements are partly implemented by ENSURE-specific tools and partly by 

tools developed in earlier projects. The tools developed in ENSURE are based on the 

quality model set forth in ENSURE. We are not only interested in aspects of the contained 

bit stream itself (e.g. individual DICOM files in an Archival Information Package (AIP) 

[1]), but consider the AIP (or a part of an AIP) as a whole. In the case of DICOM files, the 
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format of embedded images in the file as well as presence of individual key/value metadata-

pairs in the file may influence the fitness for a specific purpose — and thus the quality of 

the digital object.  

 By having the users of the preservation system document (parameterize) the purpose of 

the preservation á priori, we study the possibilities of treating key subjective quality aspects 

as being technically objective aspects during the preservation process and what we can gain 

from this. Depending on purpose archetype, we are looking at such diverse information as 

validating package information components (fixity- or provenance-information), validating 

the representation information metadata, as well as looking into the individual bit streams 

(i.e. files). 

 We have run the first building phase and are now doing the intervention by applying the 

software artefact on data in an organizational setting. As a means to achieve this, we are 

connecting with the target organizations (IT-Dominant BIE [15]).  

5. Technology Description 

In the face of the growing data volumes, fully automated or semi-automated means are 

needed in order to manage the various aspects of the preservation process. The ENSURE 

project [8], among other goals, aims at helping organizations with preservation needs to 

create plausible preservation plans. A preservation plan describes á priori how a class of 

preserved information objects is going to be managed. Preservation plans may need to be 

modified at certain occasions, such as when software or hardware is about to become 

obsolete, which makes it possible to address the necessary migrations of all individual 

preserved objects in a class as a whole. 

 Candidate preservation plans in ENSURE are scrutinized from the viewpoints of 

quality, cost, and economic performance and an administrator may choose among the 

proposed preservation plans based upon facts stated in terms of quality and economy. In 

ENSURE, the quality assessment of candidate preservation plans is done with respect to 

individual data- and information quality dimensions in light of the purpose of use of the 

preserved information for the actual customer of the preservation services. 

 For individual automated transformations of digital objects operating on the preserved 

collections, a security mechanism should be used to detect inadvertent deterioration of 

quality that may otherwise go unnoticed. In ENSURE we use comparison of the relative 

assessed quality of the digital object before and after the transformation to validate the 

individual transformations.  

 With growing data volumes it becomes increasingly important to be able to run 

transformations near the storage solution – as opposed to moving large data sets to a central 

location where transformations are made. Generally, the software footprint is considerably 

smaller than the footprint of digitized medical data. In this scenario, transformations may be 

run in the vicinity of the storage system, which is a more effective solution. In the 

healthcare setting and for pathology data, an example transformation could be the reduction 

of size of the digital object (containing DICOM data) by extracting and storing regions of 

interest (ROI) from the original images. These distributed and automated architectures call 

for automated surveillance of quality as well. 

 As a means to accomplish automated quality evaluations of information packages, a 

domain-specific language (DSL), named EQEL (ENSURE Quality Evaluation Language), 

is developed that accepts statements on quality for specific combinations of domain and 

purpose.  

 These declarative specifications are interpreted by software, which produces software 

that implements the quality assessments using pre-built platform-specific adapters towards 

the actual file formats under consideration. These adapters are called in order to do the 

actual validations of the information packages (metadata and content) using configuration 
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from the EQEL specification. In order to keep the EQEL specifications as simple as 

possible, all “wiring” is done by software in the background; e.g. matching metadata with 

individual content files. 

 
// 

// An example excerpt of an EQEL specification of Trustability towards  

// information packages and content from an evidence (purpose) viewpoint. 

// 

domain Common { 

    purpose Evidence { 

        // Validations of common claims on Trustability in the 

        // information package (IP). 

        [mandatory] IP:contains fixity-information 

        [mandatory] IP:contains provenance-information 

    } 

} 

 

domain Healthcare extends Common { 

    purpose Evidence { 

        // Validations of specific claims on Trustability, 

        // both on information package-level... 

        [mandatory] IP:contains context-information 

 

        // ...as well as on content-level, but content may have various 

        // file formats where we need content-specific plugins... 

        [optional] Content:contains social-security-id 

    } 

} 

 

// Validations regarding the information package (digital object). 

validate IP using InformationPackageValidator { 

    verify contains { 

        fixity-information { 

            file "manifest.xml" { 

                // XFDU manifest contains checksum information for 

                // each file and the digest algorithm is specified? 

                // The digest algorithm of sufficient quality > md5? 

                ... 

            } 

        } 

    } 

    ... 

} 

 

// Validations regarding contents (individual bit streams). 

validate Content using ContentValidator { 

    verify contains { 

        social-security-id { 

            file "*.dcm" { 

                // The content file contains social security ID 

                // which matches ID in the information package? 

                ... 

            } 

        } 

    } 

} 

Figure 1: An example excerpt of quality statements expressed in EQEL. 

 The EQEL specification language is used to express demands on information packages 

and their contents and instructs a processor to sample metadata in the information package 

and later also processors that samples individual content files as well (see figure 1). 
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 An example is of use here; assume we want to preserve DICOM images for the 

purposes of evidence, expressing purpose towards metadata and content files (such as 

DICOM files). 

 Considering the evidence purpose, a relevant quality measurement would be to check 

whether the patient ID actually is expressed in the DICOM file using the element 

(0010,0020), which corresponds to patient ID, and that the actual value matches the value 

provided in semantic metadata (used for searching into content). 

 Another purpose completely would be to provide informational value, say in a research 

setting, in which case the patient ID should be anonymized together with a set of other 

DICOM elements. In one setting, having a valid patient ID is crucial while in the other 

having a valid patient ID would conflict with privacy concerns — which exemplifies the 

effect of knowing the purpose of the preservation á priori and calculating quality measures 

with the specified parameterized purpose in mind. 

6. Results 

During the first year of the ENSURE project we have focused on establishing a model for 

quality assessment of preservation plans and assessment of individual digital objects. 

Further, we have built software that applies a set of assessments on transformations of 

digital objects and have started work on the preservation plan assessment. 

 Components have been developed in order to be able to test and evaluate the proposed 

idea, but although implemented in a prototype version, an extensive evaluation of it still 

remains. 

 The components developed so far are:  

• a first version of the EQEL specification language interpreter is implemented. 

• a runtime for the recursive processor framework is implemented. 

• an information package processor is implemented. 

• a DICOM file processor is implemented. 

• a user graphical interface for demo purposes are implemented. 

 At the time of writing we have been able to demonstrate evaluation of DICOM 

packages ingested into the ENSURE preservation system, using automated extraction and 

comparison of certain quality parameters. The result of the quality assessments is a series of 

RDF triples, which are statements about individual resources in the digital object. 

 The developed software – including the EQEL interpreter – will be disclosed after the 

end of the ENSURE project. 

7. Conclusions 

We have yet to discern to what extent we can assess subjective quality in terms of objective 

quality. We do believe that the approach of dividing this task into first detecting archetypes 

of purpose for each use case and devising objective assessments for each archetype based 

on what we learn from our interviews with the use case owners is feasible. At a minimum 

this makes it possible to sub-class the information and devise best of breed objective quality 

assessments for each sub-class. We still need to study this closer. 

 Already, we are able to express requirements by means of the EQEL specification 

language and automatically generate the assessment software (in Java) from the 

specification. The work so far is quite reassuring in terms of expressiveness of the EQEL 

language – which somewhat measures the suitability of the level of abstraction of EQEL – 

even though we have primarily worked with assessing quality effects of individual 

transformation plugins. We still have to study quality assessments of presumptive 

preservation plans by means of auto-generated code. 
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 An expressed goal of the development has been to avoid embedding quality evaluation 

logic into any imperative language (such as Java), which would have resulted in a very rigid 

solution. Instead, turning to a specification language where demands on quality are 

expressed in near real language terms for different domains and purposes, it is possible to 

hide the details of the implementation, which is taken care of by automatically created 

software components. We feel assured with this approach and look forward to develop it 

further. 

 Already we have indications that we will be able to address quite different runtime 

environments based on the same EQEL specification, which may imply that we can address 

running assessments centrally (i.e. in a relatively rich environment) as well as in a 

distributed Storelet environment (i.e. a more limited environment, resource wise). 

 We are addressing the two scenarios of operation differently: á priori assessment of 

quality of preservation plans are executed on demand by the ENSURE preservation plan 

configurator. As such the software is packaged and deployed as a service to be invoked by 

different functions in a preservation system – for which ENSURE defines suitable 

interfaces. 

7.1 Lessons Learned So Far 

It cannot be stressed enough, the nature of the individual use cases has to be understood in 

order to successfully address quality assessments. The specific nature of the individual use 

cases in terms of purpose of preservation has implications on what to assess and how to 

assess quality. We may provide a framework for expressing such requirements, but the hard 

part is still to understand the implications of information quality in each context. Our 

approach of specifying purpose archetypes together with the use case owners acts as a 

cross-discipline boundary object and as such represents an effective means of 

communicating quality needs among us [17][18]. 

 As a key part to meet the requirements of automation and configurability, we arrived at 

dynamically generating the assessment software. On the computer science side of the issue, 

this is an important choice since it relieves the EQEL language from having to express 

imperative statements. We do not have to declare variables or state equality demands as this 

is masked by the software generation step. This also makes the level of abstraction of the 

EQEL language cleaner. 

7.2 Further Research 

In our IT-Dominant BIE [9], we have to approach the practitioners in order to capture 

archetypes of purposes. Even beyond the available organizations in the ENSURE project, 

we see a need to capture and compare such archetypes on a wider scale. 

Another goal has been the reuse of knowledge from other projects, for instance by 

embedding tools such as Planets XCL [16] into a dedicated Content Processor. Specific for 

XCL is that it is supposed to be used in a comparator setting, comparing two versions of the 

same file — typically before and after a transformation. This fits fine with the quality 

evaluation of transformation steps and at the same time augments the XCL model in such a 

way that we not only calculate a difference, but may even determine if that difference really 

matters for the specified purpose of the preservation. XCL must be adapted to new file 

types, a work that is exhausting to say the least, but it already has support for ”simple” file 

types such as images. In case we cannot apply XCL to a composite file format (such as 

DICOM), it could still be possible to apply XCL to individual bit streams within the 

composite file (such as images in a DICOM file). 
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