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Abstract

Routing is one of several crucial components for se-

curing the quality of end-user traÆc. Characteristics

of routing convergence and stability has a high impact

on the ability of the network to perform quick route

repairs and provide a good performance even in the

presence of network faults. Border Gateway Protocol

version 4 is the de facto inter-domain routing protocol

used in Internet today. Since its introduction several

questions regarding its convergence properties have

been arisen.

In our on-going project, we are interested in con-

vergence properties of inter-domain routing. In the

�rst phase, we developed a discrete-event driven

simulator[1] with a high level abstraction model of

the BGP protocol. The purpose is to perform sim-

ulations to examine the complexity of routing infor-

mation exchange and to test di�erent possible reasons

for delayed convergence of BGP routing.

As a part of the veri�cation of the simulation model,

we have run simulations and compared the result with

simulations done by others, and also compared the

result with some theoretical �ndings. Our simulator

showed the characteristic predicted theoretically by

Labovitz. We observed slight di�erences between our

simulation results and those conducted by GriÆn. We

assume that the di�erence is caused by a di�erent

setting (skewing) of timers for route updates. We have

performed additional simulations where we elaborated

with skewed timers. And results are ...

1 Introduction

The Internet is an important information and commu-

nication resource in many �elds and societies around

the world. Social infrastructures and economical in-

terests depend on the eÆciency and reliability of

the network technology used in the Internet. The

prospects of services such as voice over IP (VoIP) is

tremendous if quality of service (QoS) and reliable

connectivity for traÆc on the Internet could be guar-

anteed to some extent. On a global scale the Internet

of today only gives best-e�ort guarantees.

From a technical viewpoint, routing is one of several

crucial components for securing the quality of end-

user traÆc. Characteristics of routing convergence

and stability have a high impact on the ability of the

network to perform quick route repairs and provide

a good performance even in the presence of network

faults. Inter-domain route repair convergence on In-

ternet today might have a latency in order of several

minutes, during which the quality of end-user traÆc

is highly degraded[2].

The Border Gateway Protocol version 4 (BGP)[3, 4]

is the de facto inter-domain routing protocol used in

Internet today. BGP is a policy based path-vector

protocol, distributing route information between

Autonomous Systems (ASes). Since introduction

of BGP several issues regarding its convergence

properties have been arisen.

In our on-going project, we are interested in con-

vergence properties of inter-domain routing. In the

�rst phase, we developed a discrete-event driven

simulator[1] with a high level abstraction model of

the BGP protocol. The purpose is to perform sim-

ulations to examine the complexity of routing infor-

mation exchange and to test di�erent possible reasons

for delayed convergence of BGP routing.

Several network simulators already exists, such as

ns-2[5], JavaSim[6], SSFNet[7] and MaRS[8]. With

the exception of MaRS, these simulators have a model

granularity that includes the IP protocol. The model

used in ns-2 even comprises link layer protocols. As

we want avoid interaction with underlying protocols

and stay on a control plane in �rst stage of our work,

we built our own simulator.

Our simulation model includes some fundamental

mechanisms of the BGP protocol, but excludes un-

derlying mechanisms such as TCP/IP[9, 10]. Con-

trolling simulations and analysing results with a high-

level model is appropriate as a �rst approach to the

problem. Low-level models are more complex with re-

spect to the number of system variables and may hide

important routing features. It also implies that the

implementation of the model is less complex, which

makes it easier to verify, extend and change. Further-

more, simulations with less detail scale better with

respect to the size of the system model in terms of



computational processing and memory usage.

In general, the selected abstraction level and

the purpose of the simulations dictates how well a

model represents its target system. We believe that

our model possesses the characteristics of the BGP

protocol that are relevant for the type of analysis we

intend to perform, although extensive veri�cation of

the implementation of the protocol semantics yet has

to be done.

In the remainder of the paper, an overview of re-

lated work and motivation for our work is given in

section 2. Section 3 describes the simulator and the

BGP simulation model. Section 4 presents some ex-

periments performed with the simulator. Finally, in

section 5 our conclusions and direction for future work

are presented.

2 Related Work andMotivation

2.1 Experiments and Measurements

Major work on the �eld of Inter-domain Routing

(IDR) convergence has been done by Labovitz et al.

They conducted a large experimental study during

1996 { 1998 when they measured e�ects of route fail-

ures and updates on routing table changes and end-

to-end traÆc performance. They were primarily in-

terested in routing instability, informally de�ned as

the rapid change of network reachability and topol-

ogy information [11]. Reasons for instability discov-

ered here were: router miscon�gurations, transient

link problems and poor implementations of BGP pro-

tocol. Most BGP withdrawal messages have been du-

plicates generated due to a stateless implementation

of BGP. The number of BGP announcements on the

other hand grows with the decrease in the number of

default-free routing-table entries. Instability is dis-

tributed across both autonomous systems and pre�x

space which suggests that there is a general problem

that is not caused by particular routers. More seri-

ous problems - persistent oscillations (high frequency

oscillations lasting for several hours or more) consti-

tute about 10% of observed oscillations. Another ma-

jor observation suggests that instability is closely tied

to network usage patterns (congestion, failures) plus

topological and policy changes.

Delayed convergence (the temporary routing table

uctuation generated during the path selection pro-

cess on Internet backbone after a fault) as a result of

Route Advertisement Messages timers setting is stud-

ied in [12]. Convergence time of BGP is dominated

by an implicit time setting (30s) and the length of

the longest alternative ASPath between the source a

destination. Path selection depends not only on in-

dividual timer settings but also on the interaction of

timers on multiple alternative paths in a topology.

In [12] Labovitz et al examine the nature of path

failure, failover and repair due to convergence prop-

erties of BGP by both actively measuring and devel-

oping a theoretical upper and lower bounds for the

convergence latencies. For routing table changes, it

is shown that all types of routing updates, exhibit

small but noticeable percentage of events lasting for

as long as �fteen minutes. More than twenty per-

cent of route fail-overs and forty percent of route

withdrawals lasted for more than three minutes. An-

nouncements of new routes and replacement of exist-

ing routes with shorter routes, converged faster and

generated fewer update messages than route with-

drawals and fail-overs. A strong correlation between

the convergence latency and the amount of update

messages was found.

The delays of routing convergence resulted in

packet losses and an increased packet delivery la-

tency for the end-to-end traÆc. Immediately after

a failover to a longer route, the traÆc experienced

average packet losses of up to 32 percent during a

three minute period. A failover to a shorter route

gave losses up to 17 percent during a one-minute pe-

riod. The packet latency after a failure of any type

more than tripled during a period of three minutes.

Labovitz et al. also propose that sender-side loop de-

tection be used, as this speeds up convergence time

considerably. GriÆn's experiments [13] on the other

hand do not con�rm that.

2.2 Theoretical Work and Simulations

GriÆn et al. published several papers [14, 15, 16] that

analyze BGP as a distributed graph algorithm. The

problem with BGP is that it does not use shortest

path routing (Dijkstra's algorithm). For algorithms

that �nd a shortest path between routers, it is easy to

prove that the computation will stabilize in �nite time

to a state that will not change until the network itself

changes. Shortest path protocols like RIP converge

in O(n3) [?, ?, ?] but these protocols do not allow

any policy setting. Once BGP allows network oper-

ators to prefer a path without considering its length

(policy decisions) the proof of convergence does not

work any more. When we look closer to BGP rout-

ing, not only that we cannot prove its convergence but

in practice we can observe changes of routing tables

going on for several minutes even if the network topol-

ogy itself does not change. It means that the routing

policies of autonomous systems conict, while with a

di�erent setting of the policies no oscillations would

occur. Theoretical proof of BGP routing divergence

was published in [17], where Varadhan et al. show

that independent route selection protocols like BGP

may exhibit persistent oscillations and never converge

on a single route.



The question is, how can we decide whether the

system is set up so that it would converge and how

to identify the policy decisions that collide with oth-

ers. Theoretically we could analyze all policy deci-

sions together with the current topology at the time

and decide about stability. This has two drawbacks:

�rst, the policy decisions are not disclosed by most of

autonomous systems and second, such a computation

would take unreasonably long time. GriÆn proposes

a dynamic solution to the problem: he suggests to

record a path history and to check whether there is

a cycle in it. A path history is a sequence of paths

between a source and a destination node that are gen-

erated in a source node. A cycle in the path history

is detected when a path is changed several times and

then the same path is chosen again. If so, such a path

should be supressed.

The same topology may behave di�erently with dif-

ferent policy settings. With consistent policy deci-

sions, we may have a system that always converges, it

means it behaves as a distant-vector routing scheme.

Other policy settings may cause oscillations but at the

same time there is a possibility that the system will

converge nicely. This ambiguity stems from timing

of routing message exchange. One sequence of ex-

changes leads to a stable state while with a di�erent

timing the system may oscillate. The third possibil-

ity is that the policy settings are so bad that it is

impossible to converge to a stable state.

GriÆn presents a formal speci�cation of inter-

domain routing protocol which adds new attributes

to BGP. The attributes are used to identify cycles

in path histories. Once the oscillating paths are de-

tected, they can be supressed (not advertised any

more). A simulator described in [13] was used to

verify optimal values for Minimum Route Advertise-

ment Interval (MRAI), and e�ects of Sender Side

Loop Detection (SSLD) and Withdrawal Rate Lim-

iting (WRATE) on convergence. While a proper set-

ting of MRAI seems to be e�ective, experiments with

SSLD and WRATE did not show a substantial in-

uence on the convergence time and the number of

updates.

3 Simulator and System Model

3.1 Overview of the Simulator

Our discrete-event driven simulator, RouteSim, is im-

plemented in the Java programming language and

is composed of a simulation engine, model entities

and events. The entities model components such as

routers and links, and the events represent changes

the state of the system (such as route update send-

ing and receiving???). The simulation engine keeps

all pending events chronologically ordered and dis-

patches the most imminent event in a cyclic fashion.

The entities, and thus the system model, are declared

in a text �le and loaded before the simulation is com-

menced. Events are either created implicitly by an

entity at some system state change, or explicitly in-

jected. Injected events are typically events from out-

side the simulation model, for example a change in the

routing policy for a certain router. Injected events are

declared in a text �le and loaded before the simulation

is commenced.

3.2 Overview of the System Model

The system model forms a graph, describing a net-

work topology of BGP speaking routers as vertices

and communication links between the routers as

edges.

A link entity models a full duplex point-to-point

communication link, delivering packet entities be-

tween a pair of routers. A packet pending for trans-

mission is enqueued in an unbounded FIFO queue and

imposed with a transmission latency. The delivery de-

lay (i.e. the delay between the packet being enqueued

by one router and delivered to another) for one packet

is the sum of its own transmission latency and all

latencies of the packets in front of it in the queue.

The transmission latency does not dependent on the

packet's byte size or type. The value of the transmis-

sion latency and its uniformly randomized maximum

deviation (a jitter ???) is con�gurable on a per link

basis. As the latencies are bounded???, packet de-

livery is guaranteed and no packet loss is modeled.

The characteristics of a link entity is comparable to a

reliable transport protocol.

A BGP router entity models a BGP speaker that

exchanges external BGP (EBGP) routing information

with peer routers in neighboring ASes. Every router

represents one particular AS, every AS consists thus

of exactly one router, and Internal BGP (IBGP) is

not modeled.

The simulation is performed on the routing control-

plane, i.e. the only modeled communication is the

exchange of routing information between peering

routers. Forwarding of user traÆc is not supported.

Elaboration of link latency deviation may be used for

modeling jitter on the link as caused by user traÆc.

The model only supports the advertisement of one

single network destination from a single router in any

given topology. As route selection for a particular des-

tination is not a�ected by decisions made for routing

to other destinations, modeling a single destination

is suÆcient for most types of analysis regarding rout-

ing convergence and stability. For analysis involving

route and/or pre�x aggregation we would have to up-

grade the model.. The advantage of this approach

is that the implementation of the system model and

setup of simulations are simple. A disadvantage is



that the model does not consequently consider the

inuence of concurrent workload of more than one

destination imposed on the system in terms of CPU

workload in the routers and traÆc delay and jitter on

the links. Even if the stochastic latencies of process-

ing several destinations simultaneously can readily be

modeled, e�ects of any possible global synchroniza-

tion of processing many destinations concurrently is

probably not feasible without supporting several des-

tinations in the model.

CPU workload latency for every router is modeled

in the same way as described in [13]. In the same

fashion as done in a link entity, every packet received

by a router is imposed with a uniformly randomized

latency before it is processed.

The routing information exchange and route selec-

tion is based on the speci�cation of the BGP protocol

according to [3]. The BGP protocol communication

relies upon a reliable transport protocol. In Internet

TCP is used for this purpose. To avoid the complex-

ity and processing overhead of the TCP protocol in

the model, BGP messages are sent directly over the

links as these o�er adequate reliability. As all com-

munication in the system model is on a peering basis

and no forwarding is supported, there is no need to

model the IP protocol.

The only BGP message type modeled is the UP-

DATE message. A consequence of this is that peering

between the routers is assumed to be in established

state at all times during a simulation and no type of

failure that would normally cause a NOTIFY message

and terminate the connection can occur.

The only explicit addressing scheme used in the

model is the labeling of the routers with AS numbers

(ASN).

Without IP addressing and thus BGP identi�ers,

tie-breaking at route selection between routes with

the same degree of preference is done by choosing the

route o�ered by the peer with the lowest ASN.

The model incorporates the use of MinRouteAdver-

tisementInterval (MRAI) timers with optional jitter.

The MRAI value and the timer jitter is con�gurable

on a per router basis.

The model supports sender-side loop detection as

proposed in [2], which can optionally be enabled on a

per router basis.

A router can be con�gurated to heed routing poli-

cies. These policies have the form of an enumerated

set of preferred AS-paths which overrides shorter, un-

preferred paths.

4 Experiments and Results

As a part of the veri�cation of the simulation model,

we have run simulations and compared the result with

simulations done by others, and also compared the

result with some theoretical �ndings.

The behavior of BGP deteriorates in the case of

a route withdrawal[2]. The path-vector protocol

prevents routing-loops, but not the selection of

infeasible routes. All learned routes to a certain

destination becomes invalid when the destination is

withdrawn, but the dynamics of the routing system

impose a latency before this fact is propagated

throughout the network. When facing a withdrawal,

routers typically fall back to another route learned

before the withdrawal. These newly selected routes

are advertised and the prolonged behavior of enu-

merating routes with increasing lengths results in

an exchange of a large number of routing messages

and delayed convergence time. This behavior is

somewhat similar to the count-to-in�nity problem

faced by Distant-Vector (DV) routing protocols[18].

For this problem a clique topology is the worst case

for connectivity, and thus the freedom of enumeration

routes, is greater than in any other type of topology.

In [2], Labovitz et al. presents theoretical bounds

for convergence complexity and delay with respect

to the number of ASes in a clique topology after a

withdrawal. The theoretical upper bound for the

number of computational states is factorial, O(n!),

assuming that no MRAI timers are used and message

propagation delay is unbounded. It is further shown

that the usage of MRAI timers plays an important

role in limiting the excessive enumeration of routes,

as it forces synchronization of path selection into

\computational rounds" where the AS path length

increases monotonically for every round. In a clique

topology consisting of n ASes, the usage of MRAI

timers imposes a convergence delay with a linear

lower bound of 
((n� 3) �MRAI). We note however

that this bound holds for a routing system with

synchronized MRAI timers, but not necessarily when

the timers are temporally skewed.

We have performed 3000 simulations for studying

what e�ect MRAI timers have on the convergence

complexity in a clique topology at the event of a with-

drawal. This was done by con�gurating a designated

router to advertise, and later withdraw a route to the

destination. The time between the advertisement and

the withdrawal was kept long enough for the system

to converge into an idle state where all routers had

learned and selected a feasible route to the destina-

tion. After the withdrawal, the total number of rout-

ing messages and the time for the system to converge

was measured. The system consisted of 15 routers

and 105 links, con�gurated as follows; CPU process-

ing latency between 0.01 and 1.0 seconds, no MRAI

timer jitter, and routing decisions based on shortest-

path route selection. The link latency was set to 0.01

seconds with no deviation.
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Figure 1: Graphs showing average and maximum de-

viation for traÆc complexity and convergence time.

The MRAI timers are synchronized.

To examine the impact of di�erent MRAI timer val-

ues, 50 simulations with di�erent random seeds where

runned for every MRAI integer value between 0 and

30 seconds. The graphs in �gure 1 shows the result

from the 1500 simulation runs. In �gure 1(a) and

1(b), the symptom of excessive route enumeration for

low values of MRAI is clearly shown in form of a large

number of routing messages and long convergence de-

lays. As the MRAI increases, this behavior is damp-

ened as the MRAI timers impose synchronization of

the route selections.

At a MRAI value of approx. 8 seconds, the system

experiences the lowest amount of routing messages

and the shortest convergence latency. At this point

the MRAI is long enough to impose the route selection

synchronization. For MRAI values larger than 8 sec-

onds, the amount of routing messages is constant, but

the convergence delay increases lineary. This follows

from the fact that the MRAI timers impose excessive

delay between the computational rounds in the route

selection. Figure 1(d) shows how the convergence de-

lay is con�ned by the lower bound, 
((n�3)�MRAI).

This result should however not be interpreted as that

8 seconds is the absolute optimal value for the MRAI,

this is only true for this particular system, other con-

�gurations give di�erent results[13].

In a real BGP routing network it is unlikely that

all MRAI timers are temporally synchronized. First,

the BGP protocol speci�cation suggests the usage of

timer jitter to avoid peaks in the distribution of rout-

ing messages. Second, even if it would be optimal to
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Figure 2: Graphs showing average and maximum de-

viation for traÆc complexity and convergence time.

The MRAI timers are skewed.

use one timer per peer and destination, most BGP

routing implementations typically uses one timer per

peer only, in order to save host system resources. We

have performed additional simulations where we elab-

orated with skewed timers. The result is shown in �g-

ure 2. For the result shown in in �gure 1(a) and 1(b)

the MRAI timers were uniformly randomized between

0 and MRAI. In �gure 1(c) and 1(d) the MRAI timers

where evenly skewed between 0 and MRAI.

5 Conclusions and Future Work

Conclusions:

Our model implements a simpli�ed version of BGP.

To verify the correctness of our simulator we run sev-

eral tests and compared them to results obtained by

others from BGP traÆc measurements or simulations.

The model exhibits properties corresponding to the

behavior of Internet implementations of BGP in the

tested areas of our interest. ???? characteristics of

the BGP protocol under the simulated conditions de-

scribed in section 4. We were mostly interested in

the inuence of timer setting and their mutual syn-

chronization on the convergence time and a number

of update messages.????

As a future work we plan to look at the possibility of

adding more information to withdrawal messages that

could be used to suppress oscillations. On the other

hand this additional mechanism should not increase

the routing overhead. One possibility is to trigger the

mechanism for recording a path history only if a node



experiences a conict. Implementation details, pos-

sibilities of recording a path history and suppressing

oscillating paths, have to be solved and tested. It can

hardly be expected that we can reach stable routing

over the Internet. The point is to improve local sta-

bility and to decrease delays observed so far.

We are also interested in e�ects of a position of a

router in a topology (relative to a backbone) and its

timer setting on convergence. We perform extensive

tests to assure that the properties of model correspond

to real implementations.

Our plan for the future includes an extension of the

simulation model with more BGP mechanisms such

as route ap dampening[19] and inbound/outbound

route policy �ltering (kolla vad det kallas i BGP-

termer!).

Furthermore, we intend to perform simulations

with more realistic topologies and routing policies.

F�orklara varf�or policies st�aller till det f�or att simulera

i en genererad topologi. (dra p�a med referenser till

topologigenerering och routing policies).

(Borde SPVPf2,3g n�amnas?)
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