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Abstract 
Since the usage of qualitative research methods in the field of pitch-shifting are not to be 

found by the author, our audible perception of different pitch-shifters haven’t been well 

investigated. The aim of this essay is to investigate the perceived audible differences in 

timbre between different pitch-shifting algorithms, and to develop a descriptive language to 

be used when evaluating such. This was done by using a method, inspired by ADAM, 

consisting of the two main parts of attribute elicitation, using listening tests, and the 

development of common attributes and scales by a group discussion. The tests resulted in 

approximately 50 descriptive attributes, and 20 words describing some perceived defects in 

the sound, caused by the pitch-shifters. After the group discussion 5 scales, uni- and bipolar, 

were created by the attributes. The conclusion is that it is possible to develop a descriptive 

language for the evaluation of pitch-shifting algorithms, although some further research is 

required to establish such a language. 
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1 Introduction 
 

As the digital technology has developed, the use of pitch-shifters has increased, and is to be 

found in many applications in the music and film industry today. The keyboard, for example, 

is dependent on pitch-shifting, where only 3-4 sound samples are used per octave and the rest 

are pitch-shifted from those [1]. Other applications where the need for high-quality pitch-

shifters exist are for example post synchronization of film and video, professional CD-players 

for DJ’s, sound-design software, telephone answering systems, musical effect processors, 

hard-disc recorders, text-to-speech synthesis, transformation of voice characteristics, and 

even foreign language learning [2, 3]. 

 

Since the need for high-quality pitch-shifters is great, and as the algorithms develop, the 

evaluation of pitch-shifting algorithms should have standards to follow, although this is not 

the case. The evaluation methods that do exist are of a quantitative and technical nature, and 

although they serve their purpose well, qualitative methods such as listening tests, are rare. 

To fully understand the effects of pitch-shifting algorithms, both methods are needed. 

 

The aim with this essay is to investigate the possibility to develop a qualitative test method, 

to be used when evaluating pitch-shifting algorithms. This is accomplished by a language 

development method, consisting of attribute elicitation and group discussion.  

To fully understand how such a language may be developed and the complex nature of 

qualitative research some background information, with some previous research made will 

also be presented.  

 

2 Background 
 

To be able to fully understand the aims and research questions in this essay, and also the 

choice of method, some background knowledge is important. This chapter will therefore 

present some information about human auditory perception and some previous research in 

language development, but first something about previous evaluation of pitch-shifting 

algorithms. 

2.1 Evaluation of pitch-shifting techniques 

 

A lot of research has been made in the field of sound manipulation [1, 2, 3, 4, 5], such as 

pitch-shifting, although many papers are mainly written to present a new algorithm, often 

made by the author. These papers are often theoretical and mathematically written and only 

try to solve technical imperfections with existing pitch-shifting methods. Since the papers 

often works as a presentation of an algorithm there aren’t many results in evaluating the 

pitch-shifter. In those papers where there have been some actual evaluations of the techniques, 

the methods used are of a technical nature. The use of qualitative evaluation methods in the 

field of pitch-shifting, such as standardized listening tests, is not to be found by the author. 

 

Since it does not seem to exist any standardized listening tests to be used in evaluating pitch-

shifting algorithms, it is very hard to really know how well they work and how their auditory 

result is perceived by the listener. The use of evaluation methods of a technical nature (such 

as frequency response, noise-level, THD etc) is necessary when finding obvious construction 
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errors, although if one wants to know how a listener experiences these problems, 

psychological methods have to be used.  

2.2 The human auditory perception 

 

To be able to use psychological and psychoacoustical research methods one must know 

something about the human perception of sound and the psychological reactions it causes. 

Therefore this chapter contains a brief presentation about auditory images and the perception 

of timbre. 

2.2.1 The Auditory Image 

 

A sound or an acoustical signal receiving at a listener’s ear causes a variety of judgements 

and emotions in the psychological space. These psychological reactions together form 

something called an auditory image. This image has been defined by McAdams [6] as a 

“psychological representation of a sound exhibiting an internal coherence in its acoustical 

behaviour.”  

Since many sound signals may arrive at the same time, many auditory images can be 

perceived at once, or be added together to only one sensation or image. By focusing on only 

one of those images, many auditory judgements can be done about the character or quality of 

the sound. This is often referred to as sound quality assessment or applied psychoacoustics. 

The overall quality of a sound is called perceived sound quality (PSQ) and is used when 

making a global judgement of a sound. According to Letowski [6], PSQ can be judged by 

three basic criteria: fidelity, naturalness and pleasantness.  

 

Letowski also describes the character of an auditory image in five terms:  

 

- Loudness  

- Pitch  

- Timbre  

- Spatial character  

- Duration 

 

Loudness, pitch and duration are often said to be unidimensional, while timbre and the spatial 

character are multidimensional. Unidimensional means that the sensation is only defined and 

measured as one dimension, for example duration which is a variable linked with the amount 

of time. Time is the only dimension in what is called duration.  

Unidimensional auditory sensations are not sound source specific, although both timbre and 

the spatial character give us information about the sound source. This does not mean that the 

sensations are separated; instead they are closely connected, something pointed out by 

Houtsma [7]. One example is the perceived change of pitch with increased loudness. Even 

though these connections between the sensations exist the focus in this essay will mainly be 

on the timbral perception. 

2.2.2 The Perception of Timbre 

 

The timbre of a sound can be described by physical qualities like the frequency content, the 

spectral profile and the temporal envelope (attack, decay and modulation). These variables 

may be useful but can never fully describe subjective sensations like our psychological 
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perception of timbre and the auditory images it causes. Instead the timbral quality has to be 

judged by using descriptive language, which will be discussed later on. 

 

Timbre is widely used as an expression in sound and music literature although no established 

definition exists. One try to define timbre has been made by The American National 

Standards Institute (ANSI) [6] as: 

 

“that attribute of auditory sensation in terms of which a 

listener can judge that two sounds similarly presented and 

having the same loudness and pitch are dissimilar.” 

 

This definition is easy to criticize because it does not really define timbre; it only tells us 

what timbre is not. According to Bregman [8] the definition might as well be:  

 

”We do not know how to define timbre, but it is not 

loudness and it is not pitch” 

 

Another definition, although similar to the one by ANSI, has been made by Letowski [6]; 

taking the fact that timbre is dependent on pitch and loudness into consideration:  

 

“Timbre is that attribute of auditory image in terms of 

which the listener judges the spectral character of sound. 

Timbre enables the listener to judge that two sounds which 

have, but do not have to have, the same spaciousness, 

loudness, pitch, and duration are dissimilar” 

 

None of these definitions may seem very useful although they do tell us something about our 

ability to store and recognize sound sensations. The way we perceive dissimilarities helps us 

to identify the sound source, store its timbral information in our memory and compare it with 

previously stored information. This is how we recognize musical instruments and voices, and 

how we might perceive something as “unnatural”.  

 

This human ability is studied in something called auditory object recognition. Since it is 

documented that the spectrotemporal profile changes on an instrument going from one note to 

another, a theory might be that each instrument sounds different. Two guitars that seem to be 

identical don’t sound exactly alike, although we are able to identify both as guitars. This is 

also the case when we recognize and identify the human voice. 

 

Auditory object recognition may be of some interest to the field of pitch-shifting. If one for 

example synthesizes an instrument with a tone scale and gives every note the same relative 

spectrotemporal profile it will, according to Houtsma [7], sound very unnatural. When pitch-

shifting an instrument with a simple pitch-shifting algorithm the same problem occurs, since 

the same relative spectrotemporal profile follows the pitch-shift. When pitch-shifting a voice 

this is even more critical since we are extremely good at recognizing the timbral qualities of 

the human voice. Most of the existing pitch-shifters nowadays are very complex and has 

different ways of trying to preserve the timbral qualities of the voice. The theory of pitch-

shifting will be discussed later on. 

 



 8 

As shown our way to perceive sound and timbre is very complex and highly subjective. Since 

there is no good definition of what timbre is, and that physical measurements are not enough 

to describe our perceived character of a sound, one has to use psychophysical and 

psychoacoustical methods to find attributes describing at least some parts of the timbral 

sensation. In this field of descriptive and multidimensional analysis there has been a lot of 

research and in the next chapter I will present some of the methods and results. 

2.3 Descriptive Analysis 

 

There are many methods and techniques used in the fields of descriptive and 

multidimensional analysis of audio. In order to see how these can be used in this essay, and to 

investigate possible outcomes, some of the methods and results are discussed in this chapter. 

2.3.1 Language development 

 

When trying to evaluate and describe an auditory image the use of descriptive analysis is 

necessary. When evaluating the perceived sound quality (PSQ) of an auditory image the use 

of standardized scales like MOS (Mean Opinion Scores) may be enough [9, 10], although 

when trying to locate different parameters in the image or to find the perceived dissimilarities 

different methods has to be used.  

 

One method often used is the rating of scales with different attributes, although one obvious 

problem with this method is of course the choice of attributes. There have been much 

research in finding attributes that describes the auditory image, mainly the sensation of 

timbre and spatial character, and some of these results will be presented later. Although when 

such attributes are used in a test, one must never forget that their meaning may be subjective 

and might not be suitable to describe every timbral sensation, which is why the development 

of a descriptive language might be necessary.  

 

There are many procedures in creating a descriptive language used to evaluate products. 

Koivuniemi and Zacharov [9] discuss three families of descriptive analysis, and also present 

a method called ADAM (Audio Descriptive Analysis and Mapping). These methods will now 

be presented and discussed.  

 

Free Choice Profiling is a method based on the individual and subjective perception of a 

product, where the subjects are asked to create their own personal attributes and scales. Later 

they use these attributes to evaluate and rate the product. This may seem like an ideal method, 

taking subjective sensations into consideration, although the analysis of the results is very 

complex. 

 

The Repertory Grid method also uses an individual language although in a more structured 

way, using comparison of three stimuli. The subjects are asked to describe the similarities of 

two stimulus and their dissimilarities to a third.  

 

Quantitative Descriptive Analysis (QDA) is a commonly used method which can be divided 

into three parts: panel selection, panel training and product testing.  

From the beginning the panel consists of about 25 subjects who will get familiar with a 

product under several days. During these days the subjects’ discriminations abilities are 

tested and the panel leader will then choose 12-15 persons of the panel who are most suitable 

for participating in the test.  
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The language development takes place during the panel training. The panel meets as a group 

in 4-8, 60-90 minutes sessions and discuss how to describe the products. When all subjects 

have been given their attributes describing the product, the group must agree on some 

common descriptions and attributes.   

  

Koivuniemi and Zacharov [9] developed ADAM as an easier and more efficient qualitative 

test method for evaluating products. The procedure has many stages although in this essay the 

focus will be on the language development. The tests performed focused on the descriptive 

language for the spatial character of sound, although the method can be used in other areas as 

well. 

 

The panel in the test consisted of 12 subject, and the first auditory task they were given was 

to listen to all of the samples used in the test as much as they wanted so they would get 

familiar with the stimuli. The subjects were only instructed to concentrate on the spatial 

character of the sound.  

Attributes in descriptive language can only be either absolute or differential. Absolute 

attributes simply describes the stimuli and differential attributes describe differences between 

different stimuli. 

  

Two tests were performed in the first step of the language development: elicitation of 

absolute attributes and elicitation of differential attributes. In both of the tests the subjects 

were instructed to concentrate on the spatial character, although the timbral aspects also 

should be noticed. The subjects were also instructed to produce as many attributes as possible. 

When the tests were finished 1400 attributes were elicited, although after analysing those, 

532 attributes remained. 

The next step in the language development was to reduce the attributes to some common 

scales and sets of attributes agreed by all the subjects. This was done through a number of 

group discussions with the subjects in different constellations during a few weeks. The result 

was 12 sets of attributes. Some of these will be presented in the next chapter. 

2.3.2 Previous Research in Elicitation of Attributes 

 

Much research has been made in trying to define attributes describing the timbral sensation. 

Many of these attributes are similar although differences do exist. I will in this chapter 

present some of the research results. 

 

Although Koivuniemi’s and Zacharov’s [9] test focused on the spatial character of the sound, 

it also resulted in some attributes and scales describing timbre. These attributes and scales are: 

 

- Richness (Thin-Rich)   

- Hardness (Soft-Hard) 

- Emphasis (Neutral-Emphasized) 

- Tone colour (Dark-Bright) 

 

The attribute naturalness, going from unnatural to natural, also was presented although this 

described the spatial character of the sound. The authors also discuss the importance of the 

subjects using their native language, in this case Finnish, and points out that there may be 

problem when translating the attributes into English. 
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According to Houtsma [7] four subjective dimensions, established by multidimensional 

scaling, can be used to describe the timbral space. Those are: 

 

- Dull-Sharp 

- Compact-Scattered 

- Colourful-Colourless 

- Full-Empty 

 

These attributes are not discussed by the author, but giving a reference to the work of 

Bismarck. 

 

Letowski [6] presents a hierarchical system, called MURAL (Multilevel Auditory 

Assessment Language), which can be used to describe sound character. This system is the 

result of earlier research by Letowski and is divided into timbre and spaciousness, although 

with some connections. The attributes describing timbre are divided into three categories: 

 

Distinctness 

 

- Clarity of sound texture 

- Blend (Compactness) 

 

Timbre balance 

 

- Coloration 

- Brightness 

 

Richness 

 

- Sharpness 

- Powerfulness 

- Presence (Nearness) 

 

Some of these categories and attributes are also used to describe the spaciousness (spatial 

character) of the sound. 

 

As seen there are many different methods in descriptive analysis of audio and also different 

outcomes in the elicitation of attributes. Four methods were presented, including a new and 

more structured one called ADAM. 

Some of the scales and attributes elicited in previous research are more or less similar, such 

as coloration and richness, although they are all designed to describe the overall timbral 

sensation.  

When using scales and attributes in listening tests they must be well defined and suitable for 

describing the auditory sensation caused by the product. Attributes in such tests may differ 

from attributes used to describe the sensation of timbre as a whole.  

Since the field of pitch-shifting does not seem to have well defined qualitative test methods 

such attributes has not yet been elicited. This raises the question if it is possible to elicit 

attributes and create a descriptive language, to be used when evaluating pitch-shifting 

algorithms, using a method inspired by ADAM? Also, if this is possible, are the elicited 

attributes similar to the ones in the previous research, or will new distinct ones emerge? With 

these questions in mind, the aims and goals with this essay will now be presented. 
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3 Aims 
 

Since the usage of qualitative research methods in the field of pitch-shifting are not to be 

found by the author, our audible perception of different pitch-shifters have not been well 

investigated. To make such an investigation one must perform structured tests to see how 

these differences are perceived.  

3.1 Research questions 

 

The purpose of this essay is to investigate the perceived audible timbral differences between 

different pitch-shifting algorithms.  

 

There are three main questions to be answered in this essay: 

 

- What perceived audible differences in the timbral space exist between different pitch-

shifting algorithms? 

- Can these differences verbally be described with the use of subjective attributes 

elicited from listening tests?  

- Is it possible to create a descriptive language out of the elicited attributes, to be used 

in evaluating pitch-shifting algorithms? 

 

When presenting these questions, following sub-questions also appears: 

 

- Are the subjects able to describe the perceived differences by using words and 

attributes? 

- Which are the attributes? 

- What kinds of attributes are elicited? 

- How does the elicited attributes differ from previous research in timbre perception, 

and language development? 

 

The answers to these questions will be presented in the results, and will be discussed in the 

end of this essay, in the conclusions. 

3.2 Hypothesis 

 

As previous research has shown it is possible to elicit attributes when evaluating the overall 

timbral sensation. The hypothesis in this essay is that the development of a descriptive 

language also is possible when evaluating pitch-shifting algorithms, since previous research 

has made the method of attribute elicitation established, and that many similarities exist in the 

results. Since this essay is focused on only pitch-shifting algorithms, a more compact 

language is thought to be developed. 

3.3 Limitations 

 

Since the field of pitch-shifting is wide, this essay has many limitations. The aim is not to 

fully evaluate all audible differences caused by pitch-shifters, but to get a general view of the 

area. Neither is the aim to evaluate the specific pitch-shifters used. These are simply used as 

tools to produce pitch-shifted samples, which will work as stimuli. Since the author has not 



 12 

found any previous evaluation methods to be used in pitch-shifting, this essay will at least try 

to find some clues of what the perceived differences might be.    

 

The main focus will be on pitch-shifting human voices, by using pitch-shifters which tries to 

preserve the formants of the voice. The reason for only using the human voice is that the 

perception of voices is much more developed than of musical instruments. It also makes the 

research much more limited. 

The focus will also only be on the timbral qualities of the perceived audible differences to 

limit the size of the essay, and make it easier for the subjects participating in the tests. A lot 

of previous research in the perception of timbre is also to be find, which makes it easier to 

evaluate the results. 

The essay also has limitations in the size of the tests, although are to be found in the chapter 

where the method presented. 

 

Since this essay is focused on the psychological response to the timbral space caused by the 

pitch-shifters, technical differences will not be investigated, although to get some knowledge 

of how pitch-shifting work, some theory will be presented later on.  

 

4 Pitch-Shifting 
 

In this chapter some of the existing pitch-shifting algorithms are presented, starting with the 

easier Direct Sample Rate Conversion method and ending with some more complex 

algorithms. Some of the problems with the algorithms are also presented.  

4.1 Direct Sample Rate Conversion 

 

The oldest and simplest pitch-shifting technique in digital audio is called Direct Sample Rate 

Conversion, or what Dave Rossum [11] calls the “direct” technique. This method simply 

changes the output sample-rate for a sound, which results in a change of pitch. 

For example, we have an audio signal that is built by two sinusoid of 1 and 10 Hz. This signal 

is sampled with a sample rate of 22 Hz, which means that every second 22 samples are taken 

of the signal. The Nyquist-theorem tells us that the sample-rate must be at least twice as high 

as the highest frequency (the Nyquist frequency) in a signal or else aliasing may occur.  

If we playback this signal with a sample-rate of 22 Hz we will get the same signal as we 

sampled. But what if we change the output sample-rate?  

Well if we change the output sample-rate to 44 Hz, the samples will be played back in 44 

samples per second, which is twice as fast as the sound was recorded in. This will lead to a 

change of pitch one octave higher than the original sound. If we instead want to change the 

pitch one octave down we simply change the output sample rate to 11 Hz. 

 

This method has many advantages according to Rossum. For example the technique does not 

result in any aliasing distortion. 

Although there are two problems with the technique: There is no possibility to mix-down the 

signal digitally, because of the variable output sample-rate, and the cut-off LP-filter has to 

track the output sample-rate, which leads to more analogue distortion than if the filter would 

have been fixed. 
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4.2 Interpolation 

 

Instead of having a variable output sample-rate, the Interpolation method changes the 

numbers of samples of the waveform by using interpolation (or upsampling). Interpolation is 

a method used to calculate sample values anywhere on a waveform which already has been 

sampled. 

If we have two sinusoids of 1 and 10 Hz and sample this for five seconds with a sample-rate 

of 22 Hz it will be stored containing 110 samples. If we play these samples at a sample rate 

of 22 Hz it will be reproduced with the same pitch and length. 

If we instead resample the sound for five seconds with a sample-rate of 44 Hz the sinusoid 

will be stored containing 220 samples. If we then play these samples with a sample-rate of 22 

Hz the reproduction will have a pitch one octave below the original and it will be twice as 

long as the original. 

Although instead of resample the sinusoid the technique uses interpolation to calculate the 

new sample values. This makes it able to have a fixed sample-rate both in the A/D- and D/A-

converter. 

 

Now if we want to pitch up the signal one octave, instead of adding samples we want to take 

half of them away (decimating), although this comes with some problems. 

Let’s say that we actually take away every other sample and then reproduce it. Then the 

signal will behave as it has been sampled at a sample-rate of 11 Hz instead of 22 Hz. Well the 

Nyquist theorem says that the sample-rate has to at least twice a high as the highest frequency 

in the signal. In this case the highest frequency is 10 Hz, which will lead to great aliasing 

problems. 

The right way is to use a filter before the decimating step to cut off everything above the new 

Nyquist frequency and then remove the samples. In our case only the 1 Hz sinusoid will be 

left and when reproducing this with a sample-rate of 22 Hz it will be pitched one octave up to 

2 Hz and be half as long as the original. 

 

According to Andy Duncan and Dave Rossum [12] the three major problems with this 

method are quantization errors, resolution problems and memory size.  

4.3 Pitch- and time-scaling 

 

The previous pitch-shifting techniques discussed all have one big problem: it changes the 

duration of the signal. This is not always desirable. 

Pitch-scaling and time-scaling is used to solve this problem. Pitch-scaling simply means 

changing the pitch of a signal without changing its duration. Obviously time-scaling means 

changing the signal’s duration with the pitch preserved.  

The methods of pitch-scaling can be classified into either time domain or frequency domain 

methods [13].  

4.3.1 Time domain methods 

 

The time domain methods work only with the signal’s time base. A pitch-shift can for 

example be accomplished by changing the signal’s duration without changing its pitch, and 

then use interpolation to make the actual shift. 
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The algorithm Jean Laroche [14] presents works in the time domain and, is based on the 

splice method which is a time-scaler, although this can easily be used as a pitch-scaler by 

using interpolation afterwards. If we for example time-scale a signal to a duration 1% higher, 

and then uses interpolation to increase the output sample-rate with 1%, the result will be a 

signal with the original duration but with a higher pitch. 

To expand or compress the time of a signal without changing the pitch one have to create or 

take some samples away without affecting the sample-rate. This is done by creating splice 

points in the signal which either duplicates or erases the waveform and then uses a crossfade 

to smooth out the splice points. The problem with this method is that the splice points and the 

duration of the duplicated or erased parts are fixed and not adapted to the signal. This creates 

unwanted audible artefacts. 

The new algorithm uses something called autocorrelation to decrease some of these problems. 

This means that the algorithm calculates the best duration of the parts by looking at its 

periodicity and ability to crossfade properly. The method is still not able to calculate the best 

splicing points. 

4.3.2 Frequency domain methods 

 

The frequency domain methods are a bit more complex than the previous methods, and 

therefore the following presentation should not be seen as a thoroughly description.  

The effect when using this method is that the signal is being pitch-shifted with the duration 

preserved. This method is for example used in the phase vocoder which will be discussed 

later on. To understand the frequency domain methods one needs to be familiar with the 

Short Time Fourier Transform (STFT). 

 

Any signal can be represented at an instant by a spectrum of its frequency content. This is 

called the Fourier analysis or Fourier transform and was used in the previous interpolation 

methods to represent the sinusoids. These signals had a continuity built by only two sinusoid 

with a very predictable and infinite behaviour. Real instruments or audio signals do not have 

that continuity. The spectrum of a piano changes at every instant which makes it impossible 

to use the Fourier transform on the whole signal.  

Instead the frequency domain methods use STFT. This method splices the signal into very 

small frames and makes the spectrum analysis in every frame. A sliding window selects these 

frames. The size of this window affects the quality of the result. One disadvantage with this 

method is that the phase of every frame is changed which causes “phasiness” in the sound 

when they are put together again.  

4.4 The Phase Vocoder 

 

The previous pitch-shifting methods have one problem: they can only pitch-shift linearly. 

This means that when pitch-shifting, all frequencies are shifted with the same amount.  

 

Laroche and Dolson [2] present an algorithm which is based on the phase vocoder and that is 

able to perform pitch-scaling to only some frequencies which is enabled by using something 

called peak detection. By detecting the peaks in the frequency domain the algorithm is able to 

just pitch-shift those, and keep the characteristic of the instrument.  

The phase vocoder is a further development of the Short Time Fourier Transform, using 

several steps to perform the pitch-shift. First it splits the signal into frames and then uses the 

STFT on every frame. Doing this every frame is getting out of phase which is why it has to 

be phase processed. After the process the actual pitch-scaling takes place. After the pitch-
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scale the frames again get out of phase, which is why it has to be phase processed once more. 

Then the phase vocoder puts all the frames together again. This is just a very simple way to 

explain the process; the actual algorithm is far more complex. 

This method has many drawbacks, creating phasiness to the result and also creates some 

“smearing” of some frequencies because of the window size in the STFT, although this 

problem is reduced by the peak detection method presented by Laroche and Dolson. 

 

Looking at the different pitch-shifting algorithms one sees that their abilities and qualities 

differ, and that a lot of progress has been made in the field. Some of the complex methods are 

nowadays applied in commercial pitch-shifters, for example, when trying to preserve the 

formants of the voice and the spectrotemporal profile of instruments. This function seem to 

differ a lot in quality, with different kinds of audible artefacts, although since the algorithms 

used in commercial pitch-shifters aren’t to be found it is hard to evaluate them in a technical 

way. 

 

5 Method 
 

The method used in this essay might be said to be a minimized version of the language 

development in ADAM, consisting of two parts: 

 

- Attribute elicitation 

- Group discussion 

 

The differences between this method and the language development in ADAM are mainly the 

size of the test and that only differential attributes were in focus. 

5.1 The Subjects 

 

The panel in the test consisted of 5 subjects. The subjects participating in the test were all 

students familiar with sound recording. The main reasons why these subjects were used are 

their ability to describe and discriminate between auditory sensations.  

Since the students work with sound technology and sound products on a daily basis their 

descriptive language of what their hearing is more developed than a naïve listener. The main 

reason for this is that when working and recording with other people, attributes describing the 

sound is the only way to communicate. 

It has also been shown [10] that experienced listeners, such as sound engineers, are more able 

to discriminate between similar auditory sensations. Their judgements when rating on scales 

are also more linear than naïve listeners. 

5.2 Stimuli 

 

The stimuli used in the test were two recorded and processed voices, one male and one 

female, which were processed with four different pitch-shifters. 

 

The male voice was recorded with a Neumann U 87 microphone into a Digidesign Pro Tools 

system. The female voice was recorded with an AKG Solidtube microphone into Steinberg 

Wavelab with a laptop. Both the male and female were singing the first lines in the Swedish 

ballad Uti vår hage. 
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The voices were pitch-shifted 5 semitones up with four different pitch-shifters: 

 

- Steinberg Wavelab 4.0 (built-in pitch-correction function in the program) 

- Prosoniq TimeFactory  

- Waves Ultrapitch (plug-in) 

- Emagic Logic Platinum 5.5.0 (plug-in in the program) 

 

All the pitch-shifters had a function of preserving the formants of the voice, or had the choice 

of what the source to be pitch-shifted was (voice, guitar…). The voices were pitch-shifted 5 

semitones up as this seemed like a good value, since it created distinct audible differences but 

still not pitch-shifted out of the range of what is usable. All the samples were also normalized 

so that they had the same peak level. 

 

After pitch-shifting the voices different pairs of stimuli were made of the samples, of either 

the male or female voice. The pairs consisted of two samples, named A and B, with about 2-3 

seconds of silence between them. When the different combinations of the samples were done, 

it resulted in 12 pairs of stimuli (6 male and 6 female). 

5.3 Attribute elicitation 

 

The first part of the test was the attribute elicitation. One by one, the subjects listened to all 

the pairs of stimuli and were instructed to describe the differences between A and B, with 

their own words and in their own language (Swedish). The attributes describing differences 

are called differential attributes (for example: A sounds thinner than B). The subjects were 

also instructed to concentrate on the timbral differences and were able to listen to the pairs as 

much as they wanted. Every subject listened to the stimulus in a different randomized order, 

and was not told what the purpose of the test was. Each test took approximately 45 minutes. 

During the test the author functioned as a panel leader, to whom the subjects were able to ask 

questions. 

 

The stimulus was reproduced with a Studer D 732 cd-player through a Seem Audio A/S 

Seesam 2 mixing console, and with a pair of Genelec Triamp 1022A loudspeakers. 

 

After the test the results were analysed and summarized by the author. A list consisting of all 

the words elicited in the test were made. 

5.4 Scale development 

 

The next step of the test was the development of common attributes and scales. The intention 

was that all of the subjects would participate in a group discussion about the attributes, 

although because of illness only three subjects participated. 

 

First the subjects received a summarized list of all the attributes and words, and also the raw-

data, from the attribute elicitation. They were then instructed to discuss the attributes and 

agree on some common attributes and, if they were able, attributes with bipolarity. 

 

The subjects had the possibility to listen to all the pairs during the discussion, reproduced 

with the same equipment as mentioned earlier, and which attributes that had been given by 
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the subject in each pair. The group discussion took approximately one hour and was in the 

subjects’ native language (Swedish). 

 

6 Results 
 

In this chapter the results from the attribute elicitation and group discussion are presented. 

The attributes and scales have been translated from Swedish into English by the author. 

6.1 The elicitation of attributes 

 

After the attribute elicitation approximately 50 different descriptive attributes were given by 

the subjects.  

Although the subjects were instructed to compare the different samples, not only differential 

attributes were elicited. In many cases the subject only wrote an absolute attribute describing 

one of the samples. In many case the subjects only described how one sample differed from 

the other, and not vice versa. Some subjects also used metaphors to describe the timbre, such 

as helium balloon, Chip’n’Dale and smurf (in Swedish: heliumballong, Piff och Puff and 

smurf).  The most common descriptive attributes that were elicited were natural, real and 

artificial.  

When going through the results, the author finds no great differences in the attributes elicited 

between the male and female voices. 

 

In addition to the descriptive attributes, the subjects also described and explained many 

perceived errors or defects, caused by the pitch-shifters, in the audio samples. These defects, 

approximately 20, were often perceived as the presence of double-pitch, strange pitch 

phenomenon, and chorus-like sounds, but also as distortion, cracks and clicks, and 

interferences.  

 

The subjects experienced the tests as difficult but interesting, and the amount of attributes 

given differed a lot from one subject to another. Some subjects were also more able to vary 

their descriptive language, while others used the same words when describing different pairs 

of samples. Only one of the subjects had to ask the panel leader any questions during the test. 

6.2 Developed descriptive attributes 

 

After the group discussion, three descriptive attributes, all bipolar, and scales were 

constructed by the subjects: 

 

- Naturalness (Natural-Unnatural) 

- Timbre balance (Balanced-Unbalanced) 

- Brightness (Dark-Bright) 

 

The naturalness scale describes how the subjects perceive the pitch-shifted voice as natural or 

unnatural. This scale can be used to rate the amount of naturalness or unnaturalness in the 

timbral sensation. In the attribute elicitation many subjects gave descriptions as “more 

natural” or “less natural”. 
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Timbre balance means how balanced the timbre of a sound is during some amount of time. 

When the timbre is unbalanced it has a lot of distortion and its timbral character changes a lot 

over time. The subjects experienced this with some samples where the voice’s timbral 

character changed drastically at some consonances.  

 

The subjects pointed out that the brightness scale had to do with timbral character of the 

sound, and not the pitch of the voice. Brightness has the meaning of how the timbre is 

perceived as dark or bright. 

 

Except descriptive attribute scales, two different scales were also developed by the subjects 

in the group discussion:  

 

- The presence of pitch-interference 

- Human-Machine  

 

The presence of pitch-interference has to do with the perceived errors or defects in pitch, 

caused by the pitch-shifters that many subjects described in the attribute elicitation. This 

scale is unipolar, and simply describes the presence of what some subjects called “double-

pitch.” This may be understood as the presence of overtones, created or added by the pitch-

shifting algorithm [15]. 

 

The subjects also created a scale called Human-Machine, which describes if the voice is 

perceived as human or more machine-like. According to the subjects this differed from the 

naturalness scale, since a machine-like voice might sound natural. 

 

7 Conclusions 
 

In this chapter the results will be discussed and suggestions of further research in the field 

will be presented. The chapter begins with a brief summary of the essay. 

7.1 Summary 

 

In this essay the development of a descriptive language, to be used when evaluating pitch-

shifting algorithms has been in focus. Since the field of pitch-shifting doesn’t seem to have 

standardised qualitative test methods, the development of a language, to be used in such tests 

was the main aim.  

By using a test method, inspired by ADAM, attributes were elicited from subjects describing 

the perceived differences between samples of pitch-shifted voices (male and female), by 

using their own words. 

These attributes were then discussed by a panel, who was instructed to create some common 

attributes, with bipolarity if possible, and scales.  

After the tests three bipolar attribute scales were created by the panel, and also two different 

scales, rating some perceived errors and defects in the samples’ timbral space, and the 

perceived dimensions of human-machine. 

7.2 Discussion 

 

The tree main questions in this essay were:  
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- What perceived audible differences in the timbral space exist between different pitch-

shifting algorithms? 

- Can these differences verbally be described with the use of subjective attributes 

elicited from listening tests?  

- Is it possible to create a descriptive language out of the elicited attributes, to be used 

in evaluating pitch-shifting algorithms? 

 

After analysing the results one sees that it is possible to describe the perceived differences in 

timbre, caused by pitch-shifting, by using attributes. It is also possible to do this by using 

existing language development methods, in this case a method inspired by ADAM, although 

the outcome when using other methods is unknown.  

Since the attributes given were different from one subject to another, it is hard to say how the 

outcome would be if a larger group of subjects were to be used. Some similarities in 

attributes do exist though, such as natural.  

One aspect to take into consideration is that the attributes may not describe all the perceived 

timbral differences. The result does not show if the subjects perceived any audible 

differences that they were unable to put into words. It is therefore hard to know exactly how 

all the differences are perceived, and the validity of the attributes given may be questioned. 

One way to find this out might be to interview the subjects after the listening tests.  

 

The test also showed that it is possible to create some kind of descriptive language by using 

the elicited attributes. Since the group discussion only consisted of three subjects, the result 

can easily be criticized, although the scales are of some interest. 

It is hard to say if the scales created describe only the timbral differences though. Only 

brightness is to be found in previous research of timbre perception. Naturalness may also be 

used to describe the whole auditory image, although in this case it was used to describe 

timbre. If one tries to use the scale in an actual pitch-shifting evaluation, there might be some 

confusion though. Timbre balance is hard to find in works of others since it describes how the 

timbre behaves and not its character at one point, although it may be useful when evaluating 

pitch-shifting algorithms, since it describes some of its behaviour. 

 

The two other scales developed are somewhat harder to evaluate. The human-machine scale 

says something about how pitch-shifters may be perceived, but is very difficult to be used in 

qualitative tests. By using a larger group of subjects this scale may look different.  

Although the presence of pitch-interference is not a bipolar attribute scale, it is very useful 

when evaluating pitch-shifting algorithms. This scale is, like timbre balance, describing the 

behaviour of the timbral character, caused by pitch-shifters, which is very interesting. 

How the outcome of the test would look like if different stimuli and pitch-shifting algorithms 

were used is hard to say, but it is possible that some other timbral dimensions might appear. 

 

The descriptive language developed in this essay is only to be seen as a clue to how such a 

language might look like, although it’s hard to say if the attributes and scales can be used in 

real test situations, since their validity can be questioned. Because of the size of the test and 

because it is hard to know exactly what the attributes describe, the validity in this essay may 

be somewhat low but still existing. The scales of timbre balance and the presence of pitch-

interference are interesting since they aren’t to be found in previous research, and should also 

be tested in some further research.  
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7.3 Further research 

 

The next step at this point should be to again try to elicit attributes, by using different pitch-

shifting algorithms and a larger group of subjects. It may also be interesting to use another 

method to see if the attributes and scales changes. By comparing the results from such a test 

with this essay, a clearer view of the subject may appear.   

It would also be interesting to try to use the developed scales in a real evaluation of different 

pitch-shifters. This should be done with pitch-shifters where the algorithm is known so that 

the results from the evaluation may be compared to some technical and mathematically 

aspects. 
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Appendices 

Elicited attributes 

 

In this part the attributes and words elicited in the listening test are presented in Swedish (no 

particular order). Some of the attributes and words appeared several times but are only 

presented here once. 

 

Attributes 

 

mer klang   artificiell 

processad   mer verklig klang 

näsigare   mer bi-toner 

mer kärna   fylligare 

fladdrigare   naturligare 

grötigare   mer svajig i tonhöjd 

mulligare   renare 

dovare   högupplöst 

bättre   sprödare 

mer heliumballong  syntetisk 

androgyn   stabilare 

lågupplöst   mer utökad klang 

punschig   burkigare 

hårdare   onaturlig 

kantig   jämnare 

konstgjort   mer ojämn 

klarare   fräsigare 

konstig   sluddrig 

komprimerad   surrande 

skärande   behagligare diskant 

flangerad   större kropp 

piff & puff karaktär  sci-fi-chorus 

kornigt   uppdelat 

upphackat   robotlik 

förkyld   smurf/låter som en smurf 

 

 

Defects/Errors/Qualities 

 

bi-toner   knäppar 

konstiga pitch-fenomen  störningar    

problem med rytm och frasering dubbla tonhöjder   

chorus-aktiga ljud  svajig i tonhöjd   

knäppande   knaster    

distorsion   missljud   

formantsänkt   spökstämmor    

läspningar   märklig artikulation   

förändring i kvalitet beroende på stavelser och styrka 
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Enclosed CD 

 

The enclosed CD in this essay contains the stimuli used in the listening tests, and here are the 

tracks presented (see 5.2 for more information about the tracks). Notice that the track order 

on this CD is not the same as in the listening tests. The CD also includes the original voice 

recordings. Each track contains two samples, pitch-shifted with the software presented here. 

 

Male voice 

 

1. Original male voice 

2. Wavelab – Waves Ultrapitch 

3. Wavelab – Emagic Logic 

4. Wavelab – Prosoniq TimeFactory 

5. Waves Ultrapitch – Emagic Logic 

6. Waves Ultrapitch - Prosoniq TimeFactory 

7. Emagic Logic - Prosoniq TimeFactory 

 

Female voice 

 

8. Original female voice 

9. Wavelab – Waves Ultrapitch 

10. Wavelab – Emagic Logic 

11. Wavelab – Prosoniq TimeFactory 

12. Waves Ultrapitch – Emagic Logic 

13. Waves Ultrapitch - Prosoniq TimeFactory 

14. Emagic Logic - Prosoniq TimeFactory 

 

 

  




