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Abstract 

The objective of this paper is to replace one part of the current firewall 
in the Effnet firewall with a new and optimized solution. The old firewall 
was written as a monolithic part, and as such, it suffered from many 
inherited problems. The replacement implements all basic firewall 
functionality, with focus on maintainability, extendibility, and usability. 
This paper discusses one solution to this problem by designing and 
implementing a completely new firewall. 

The future of electronic commerce on the Internet requires new 
authentication schemes to provide convenient and safe billing systems. 
Since performance is a key issue, it would be beneficial to integrate the 
authentication tightly into the firewall. By combining features from both 
worlds, it was possible to implement a highly efficient solution. 
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1 Introduction 

1.1 What is a firewall 

The term firewall denotes a computer system or network device that 
controls access between different security domains. More precisely, it 
protects secure computer networks and the computers within them from 
unauthorized access or attacks from insecure networks. All traffic that 
passes between two security domains must first pass the firewall. 

Since all traffic must pass the firewall due to security demands, it is an 
ideal place to inspect all data passing by. It is thus possible to match traffic 
patterns against predefined sets of firewall rules. Rule matches may be 
followed by different actions as defined by the type of rule. Common 
actions are to block all insecure traffic, let authenticated traffic through, or 
to log certain types of traffic. Common names for this kind of traffic 
handling is filtering or screening. 

Firewall systems have been used for several years. When the Internet 
becomes more insecure, as more people are connected, firewalls play a 
crucial role when it comes to network security. Unguarded networks are 
exposed to various attacks. Anyone who has access to computers on the 
Internet, in any way, can get unauthorized access to other systems in a 
large number of ways. It is also possible for a malicious person to damage 
any vulnerable areas of other networks. 

1.2 System information 

1.2.1 Effnet firewall architecture 

The Effnet firewall is a high performance firewall with some distinct 
features. It is implemented on an industry standard PC platform, while 
maintaining high performance. This can be achieved since its efficiency is 
based primary on software innovations and the fact that it uses a special 
dual processor configuration. The two processors do not run the same 
operating system and this architecture brings with it some interesting 
properties. 

One processor is responsible for the main filtering engine, that is, 
exceptionally fast handling of common case packets. This processor is 
called application processor (AP) and it only runs a limited operating 
system. All operations done on this processor are said to operate in fast 
path (FP). Most of the ordinary traffic passes through this path only. 

The other processor, called bootstrap processor (BSP), runs a modified 
version of the NetBSD [3] operating system called EffNOS. Operations 
done on this processor are said to operate in either medium path (MP) or 
slow path (SP). This part of the system is responsible for handling packets 
that are more complex or any other special packets that FP is unable to 
handle. Complex operations that FP is unable to handle must be sent to this 
processor since it does not have as strict time constraints as the AP. 



 2 

One difference between SP and MP is that latter one can handle pre-
processed packets from FP. SP, on the other hand, discards all pre-
processed packet information, and traverses the packet all over again. Like 
FP, MP also has the ability to forward complex packets or special packets 
to SP.  

Normal packet flow through this dual processor configuration is shown 
in Figure 1.1 together with the three different execution levels, that is SP, 
MP, and FP 

AP BSP

FP MP SP

 

Figure 1.1 Dual processor architecture and execution paths. 

1.2.2 Effnet communication and module system 

One problem introduced by the special dual processor architecture is the 
issue of shared memory. Since the two processors run two different 
operating systems, they are unable to synchronize memory accesses as 
traditional SMP systems. 

A solution to this problem is encapsulated into a generic module system 
together with an excellent interprocess communication (IPC) system. 
These generic modules have the property of being able to operate on all 
execution levels, including user space. It is possible to have these modules 
to execute in the AP, and BSP both as kernel space modules and as user 
space programs. Yet, the communication API uses a consistent interface 
for all different levels. Thus, it is possible to have modules in FP 
communicating with modules in SP. 

However, this generic module system should not be mistaken for the 
module system developed in this project. Those modules can operate in 
MP and SP only, that is, in BSP kernel space only. Therefore, the generic 
module will be called e-modules, and the modules developed in this 
project will be called kernel modules, or k-modules for short. The reason 
why k-modules are used instead of e-modules is that they provide special 
firewall functionality. However, both types of modules are used in this 
project. 

1.3  Scope 

Firewalls are complex products and this thesis can only focus on one part, 
namely the firewall engine in SP. However, this part is large enough since 
an almost complete firewall is built. Other parts and their solutions are 
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indeed interesting, but unfortunately out of scope for this project. Solutions 
that will be covered or mentioned only briefly are the generic module and 
communication system, and lower execution levels. Although the final 
firewall product includes modules in all three execution levels, modules in 
MP and FP will not be explained any further since their implementation 
are similar to their counterparts in SP. 

1.4 Outline 

This project is divided into twelve chapters and two appendices as follows. 
The first two chapters describe the background and goals of the project. 
Chapter three to six describe several basic functionalities that constitute 
the basic firewall. These parts include module handling, underlying packet 
handling, and log system. Chapter seven to nine discusses the modules that 
are fundamental to every firewall system, namely accounting, filtering, and 
logging. Chapter ten describes a special authentication module used for 
policy based IP authentication. The last three chapters covers how this 
system was integrated into EffNOS, future improvements, and some 
project conclusions. 

2 Design goals 

2.1 Background 

The old firewall product used a freely distributed firewall that was bundled 
with NetBSD, called ipf [2], in SP. Common case traffic was, and still is, 
handled in FP by the patented algorithm that was developed at Luleå 
University of Technology in 1997 [1]. 

The ipf package is a complete and portable firewall system that contains 
all basic functionality. However, it did not completely match the 
requirement specification to fit as a firewall in SP. Besides the fact that 
Effnet benefits from having total control over such an important piece of 
the firewall, ipf failed mostly because it is written as a monolithic part. As 
in any software project, it is very important that the code is well written to 
increase portability, maintenance, extendibility, and usability. The ipf 
package lacks the above-mentioned features, and even the portability 
factor is decreased when the package is hard to maintain. 

Furthermore, it would also be beneficial to have a generic rule format 
used by all layers in the firewall. In the old implementation, ipf uses its 
own syntax and FP must convert it to an internal representation. 

Part two of this master thesis project started as a customer driven 
project. One customer needed a way to authenticate hosts on IP level and 
an easy way to control what access rights every authenticated host had. 
Moreover, it must be possible to change the configuration dynamically at 
runtime. Since the planned number of simultaneous connections could be 
significant, performance is a key issue. Note that this authentication 
scheme differs from other well-known authentication schemes since it does 
not authenticate on user basis, but on host basis.  
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2.2 Goals 

The requirement specification for this master thesis project is summarized 
as: 

• Replace the old monolithic ipf firewall completely. Design 
and implement a new firewall with no dependencies to the 
old ipf package. 

• Develop a dynamic module system for firewall specific 
modules. This solution makes it easier to maintain separate 
modules instead of a monolithic part. Furthermore, it will 
be easier to extend the firewall by simply adding new 
firewall modules. The module system should strive for 
simplicity and it should be easy to add new modules. 

• Design a generic rule format that can be used by all levels, 
that is FP, MP, and SP. 

• Implement an IP fragment handler. Packet fragments exist 
since IP has the ability to fragment its packets. Since there 
exist many fragment related attacks, it is necessary to 
provide functionality that can assemble fragments in order 
to avoid these attacks. 

• Create a kernel level logging mechanism. This system must 
be able to handle large amounts of data. 

• Implement the actual firewall mechanisms as modules. A 
basic firewall must at least have functions to handle 
filtering, logging, and accounting. 

• Implement the customer driven authentication project as an 
ordinary firewall module. This part must focus on 
performance. Note that the goals for this section will be 
further explained in section 10.1.3. 

• The SP firewall implementation must be rock solid. While 
not often used, it is used as the last resort and must not fail 
in any circumstances. 
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                 Part I 
              Firewall modularization 
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3 Dynamic module system 

3.1 Overview 

A module system that allows for dynamic module handling must be 
capable of loading, unloading, and handling runtime maintenance of 
modules. Each module is associated with several module attributes. These 
attributes are used to store module usage information and to ease module 
bookkeeping. Module maintenance include, among other things, to change 
module attributes at runtime so that they reflect the current firewall 
configuration. 

The module system uses ordinary NetBSD loadable kernel modules 
(LKM) to achieve its goal of dynamic modules. These types of modules 
have an entry point and an exit point where a module may initialize and 
deinitialize itself respectively.  

Firewall modules have the ability to inspect all traffic passing by. Rules 
are used to match traffic patterns. Any matches may be followed by 
different actions as defined by the type of rule. For example, each module 
has the power to decide whether a packet is allowed to pass or not. 

This system is not only responsible for all firewall modules, it also acts 
as a framework for the SP core. Fundamental events that apply to all 
modules are handled by this system by traversing through all loaded 
modules and apply a given function. Basic actions are firewall activation 
and deactivation, timeout handling, synchronization, and packet 
management. Timeout handling activates all modules that have announced 
themselves as timeout aware two times every second. Packet management 
handles the flow of packets through SP.  

3.2 Module attributes 

All modules are associated with the following attributes; name, numerical 
identification, interface direction, priority, callback functions and firewall 
rules. 

Names are used to present human-readable information about modules. 
Since most module control functions uses identification values to control 
modules, names may also be used to map names to identifiers. This kind of 
mapping is usually done in user space applications. 

Every module is identified by a unique number. Using identifiers is the 
most common and fastest way to address modules. Besides addressing 
individual modules, it is often useful to address all loaded modules at the 
same time. A special purpose identification value has been created for this 
purpose. 

Since packets are either inbound or outbound, there are two interface 
directions, namely in and out. These directions are not related to the 
logical view of inside or outside of a protected network. Rather, it only 
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describes what treatment a packet will receive depending on its direction. 
Figure 3.1 shows the correlation between interfaces. 

 

INOUT

IN OUT

FIREWALL

 

Figure 3.1 Firewall interface directions. 

When a new packet arrives to the firewall, it passes through a queue of 
modules ordered after priority. The priority value determines what position 
each module has in the queue, where low numbers has highest priority. 
Note that module priority order is very important. Since modules have the 
ability to block traffic, others may not receive blocked traffic. For 
example, if the log module (see chapter 9) should log each packet it must 
be placed before the filter module (see chapter 8). Packets may otherwise 
be blocked by the filter module before they have reached the log module. 

Each interface direction is assigned a queue with modules sorted after 
priority. Priority and identification numbers are unique per interface 
direction. Consequently, it is possible to have the same module loaded in 
both interface directions. It is up to the implementer of a module to adapt 
the runtime behavior depending on the selected interface direction. An 
example showing modules in each interface direction is depicted in Figure 
3.2. 

IN
Id: 4

Prio: 0

Name: auth

Id: 1

Prio: 1

Name: filter

Id: 2

Prio: 2

Name: log

OUT
Id: 1

Prio: 0

Name: acc

Id: 2

Prio: 1

Name: log

 

Figure 3.2 Interface direction.example 

The module system needs some way to communicate with its modules, 
which is solved using callback functions. There exists a predefined 
interface of callback functions and the module must register itself on 
wanted functions when loaded.  

Each module has two sets of firewall rules associated to it. First, an 
active rule list that is used for actual rule matching. The other list is 
inactive and is used for either temporary storage or when testing a new rule 
configuration. This way new configurations may be tested without 
disturbing the current configuration. In addition, it takes some time to 
compile a new rule set, especially FP rules. Instead of having to disable the 
firewall during compilation, this work is done in the inactive list. When 
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finished, the inactive list replaces the active one without disrupting the 
firewall for a particular long period of time. 

3.3 Packet flow 

Arriving traffic will first pass through all modules in the ingoing interface 
queue. Thereafter, it will be passed to NetBSD for routing. Finally, it will 
reach the modules in the outgoing interface queue. However, every module 
on this path has the power to decide whether to block a packet or not. To 
reach its final destination, all modules must give its permission. Valid flags 
are shown in Table 3.1. 

3.4 Module control 

Since all modules must be stored in a priority order that is traversed 
linearly, the data structure to use is simple. Loaded modules are stored in a 
single linked list, one for each interface direction. It might not be the most 
efficient data structure. However, the solution is sufficient since priority 
changes occur seldom and ordinary module traversal is far more common. 

 

Flag Description 

PASS Let the packet pass on to the next module in the given 
interface queue. 

BLOCK Drop the packet. Blocked packets will never reach its final 
destination. 

Table 3.1 Packet flow classifiers. 

One operation that occurs often is mapping between module identifiers 
and the corresponding priority number. An array that store priority 
numbers and uses module identifiers as array index is used for lookups. 
This implementation allows for swift mapping. Array recalculation is 
necessary every time a module is loaded or unloaded or when a module 
priority change occurs. 

4 Firewall rules 

4.1 Rule functionality 

As mentioned in 3.2, all modules are associated with two sets of firewall 
rules. Only the active rule set is used for traffic pattern matching. Modules 
without active rules will not be used when traffic arrives.  

This rule format has been developed to be as generic as possible, which 
enables all three execution levels in the firewall to use it. Currently, all 
levels in the firewall use the rule format, or at least some part of it. 

4.2 Rule format 

All firewall rules have a generic data structure used by all rules and a 
module specific part. The former part is used for packet classification, that 
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is, to decide whether a packet matches a rule or not. Rule matches may be 
done with different granularity. Pattern matching may be done using 
information from the IP header only. If stricter matching is required, it is 
possible to include information from a transport protocol header. Likewise, 
it is possible to restrict which elements that should be used for matching in 
all protocol headers. For example, TCP header matching may or may not 
consider TCP port information. This approach is often referred to as 
screening as opposed to proxy firewalls that also examine packet contents. 

The module specific data differs from each module type. As an example, 
consider the log module (see chapter 9) where rules matches may result in 
either logging to disk or to some other medium. These kinds of options are 
stored in the module specific area of a rule.  

Actual screening rules are defined by a source network object, 
destination network object, source service, destination service, and a rule 
dependent action object. This layout allows for traffic management 
between hosts and networks on a service level. In addition, it is also 
possible to assign unique numbers to all rules. This way it is possible to 
map rule hits to the corresponding rule. See Table 4.1 for more 
information regarding rule contents. 

Object type Item Description 

Network 
object 

IP address Standard Internet number-and-dots 
notation. 

 Subnet mask Size of a specified sub network. 

 Interface Network card interface. 

Service 
object 

Protocol Internet protocols such as IP, ICMP, 
TCP, UDP. 

 Options Protocol specific options. 

 Port info Start and end ports together with a 
boolean expression matching one port 
or a port range. 

Rule number Number Unique rule number. 

Action object Rule action Rule and module specific data. 

Table 4.1Rule object elements. 

Rules are written in a modular and extendable language. Examples of 
rule constructs are: 

filter in on eth0/0 from 172.16.0.47 to any do block 
filter in on eth0/0 from any to any do pass 
filter out on eth0/0 from any to any do pass 

 

These rules apply to the filter module (see chapter 8) and instruct the 
firewall to stop all incoming traffic from 172.16.0.47 that arrives on 
the eth0/0 interface. All other traffic is let through. However, traffic 
from the firewall to 172.16.0.47 is allowed. 



 10 

5 Fragment machine 

5.1 Overview 

Packet fragmentation happens when an IP packet is too large to be sent 
over a physical link. When this situation arises, IP has the capability to 
fragment the packet. That means that the oversized packet is split into 
several small IP fragments.  

When packets are converted into fragments, each fragment will have an 
IP header attached to it. However, an eventual transport protocol header 
will only reside in the first fragment, called header fragment, of a packet. 
Since the information found in the transport protocol header is vital to 
subsequent fragments, it must be made available to all fragments. An 
example of a fragmented TCP/IP packet is depicted in Figure 5.1. 

IP Header IP Header IP Header IP Header

TCP Header

Payload

Payload Payload Payload

 

Figure 5.1 Fragmented TCP/IP packet. 

There are several problems related to fragments. One problem with 
fragmentation is that fragments are not guaranteed to arrive in correct 
order, since fragments may be routed via different physical links.  

Unfortunately, there exist several types of attacks related to fragments. 
Common attacks are denial-of-service (DoS) and manipulation of 
fragments to produce corrupted, short, or otherwise invalid fragments.  

However, most of these attacks can be prevented by only forwarding 
valid fragments. The fragment machine solves the above problem by not 
forwarding any single fragmented packet until the corresponding header 
fragment is found and validated. It can also tell whether a fragment is 
valid, that is not corrupted, and should be passed through the chain of 
loaded firewall modules for further investigation. Occurrences of invalid 
fragments are always logged through the kernel logging interface, see 
chapter 6 for more information. 

5.2 Fragment cache 

The fragment cache has two main tasks, namely protect against fragment 
related attacks and store transport protocol header information from header 
fragments. 

In order to perform fast lookups of header fragments a cache implemented 
as a hash table is used. When a fragment arrives, it is possible to match its 
information with the information from the corresponding header fragment, 
if there exist one. The result from the comparison determines whether the 
packet is valid or not.  
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To save memory the header fragment information is compressed, only 
the information needed to compare fragments is saved. Categories of 
protocol information are listed in Table 5.1. 

Protocol Description 

IP Source and destination addresses, identification number, 
TOS, and protocol type. 

ICMP ICMP code, type, identification, and special flags. 

TCP Source and destination addresses and ports, and TCP flags. 

UDP Source and destination addresses and ports. 

Table 5.1 Saved protocol data. 

The IP information is used to compare the header fragment against other 
fragments and selected elements from it is used to compute a hash value. 

Because fragments presumable have strong time locality it is possible to 
optimize the hash table lookup algorithm. Items found at lookups are 
moved to the front of the corresponding hash table list to speed up 
subsequent searches. 

5.3 Garbage collection policy 

Since a packet is unable to live forever, each item in the cache has a time 
to live (TTL) counter. This counter is initially is set to maximum segment 
lifetime (MSL) multiplied by two that equals the estimated round trip time 
(RTT). The TTL counter for each item is decremented each time the 
fragment timer callback is called, which occurs two times every second. 
Items with a TTL value of zero will be discarded. This means that old 
header fragments never occupies memory for a particular long time. 

Another optimization involves the TTL value. If incoming fragments are 
in order, which is assumed, and the last fragment of a packet is found the 
expiration time is decreased drastically. 

6 Kernel log 

6.1 Overview 

Several kernel space modules share a common need to send messages to 
user space applications. Messages may be sent for any reason but the most 
common ones are to report error conditions or to log certain events. 

The kernel logging mechanism is responsible for buffering kernel log 
messages until they are fetched from user space applications. There also 
exist functionality to build new log messages, both general ones and more 
specialized ones. Specialized messages are standard IP log messages that 
also save preset amount of packet payload. 

Message retrieval from user space applications is supported through a 
special device. This dedicated device acts as a communication channel 
between the operating system and user space applications. Log messages 
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can be fetched by reading from the device. The reading mechanism 
supports both blocking and non-blocking I/O as well as polling. 

6.2 Log types 

In order to distinguish between different types of log messages several log 
types have been created, namely logical log groups, log reasons, and log 
flags. 

Logical log groups are used to group log reasons together. These groups 
are used to control whether log messages should be logged or dropped. 
Active groups may be changed at runtime to adapt the firewall to new 
conditions. 

Log reasons are used to differentiate between different types of log 
messages. Each log message must have a log reason assigned to it. This 
log reason is then matched against the current log groups to determine if it 
should be logged or not. 

Log flags provides an opportunity to set special treatment flags to each 
message. This log type is not associated with logical log groups or log 
reasons. Currently supported log flags are: 

Log flag Description 

BODY Save a preset amount of packet payload. Body is 
defined as packet data that starts directly after well-
known protocol headers. 

FILE Save the message to disk. This is the default action. 

SNMP TRAP Issue an SNMP trap message. 

SYS Save the message to the user space system logger. 

Table 6.1 Available log flags. 

6.3 Log messages 

Log messages consist of two parts. Firstly, several mandatory fields that 
must be set or the message will not be interpreted correctly. Secondly, two 
optional data field used to store message specific information. New 
messages can be added by using either general or more specialized 
functions. 

General messages require that the caller has built a complete message 
before inserting it. The only message field that does not have to be set is 
the time field, which is set automatically when the message is inserted into 
the buffer. 

Specialized messages exist to ease common tasks, such as packet logging. 
This type of message extracts the IP header, eventual transport protocol 
header, and possibly some preset amount of packet payload, called body, 
from the given packet. The information is then saved into the message 
specific data field of the message. 



 13 

6.4 Log message buffer 

Since the buffer acts as a queue, or FIFO behavior, the buffer is 
implemented as a single linked list. New messages are pushed to the end of 
the queue. Messages are popped from the front of the queue in response to 
read requests from user space applications.  

It is quite possible that messages are discarded. This may occur if the log 
reason for a particular message does not match the currently selected 
logical log group or if an error occurred. Possible errors are that there is no 
space left in the log message buffer or due to memory exhaustion. The 
former problem may be solved by increasing the size of the buffer. 
However, the latter problem is harder to solve. One solution is to add more 
RAM memory to the computer. 

Valid log messages should not be discarded in any circumstances. 
However, it is possible to flood the log message buffer if too much 
information is logged. The Effnet firewall permits massive logging 
possibilities and a system administrator must be aware of how extensive 
logging behaves. 

7 Account module 

7.1 Overview 

The account system supports a simple form of arbitrary packet. As account 
firewall rules are matched, an accounting record describing the resources 
used by this packet is accumulated to a system wide account storage. This 
information may then be used to charge the user for used amount of data 
within the given service or to identify bandwidth hogs. 

Accounting actually involves several modules. First, a system wide 
account manager is responsible for the system wide account storage. 
System wide means that the account storage consist of shared memory 
accessible from both the AP and the BSP. The account manager is 
implemented as an e-module since modules from all execution levels must 
have access to it. 

Second, there is the slave account module that acts upon account firewall 
rules. This module is implemented as a k-module. Account modules exist 
in MP and FP as well, but these are not covered by this report.  

In order to distinguish between account information gathered by 
different account rules it is necessary to save the account information in 
different locations, or buckets. The correct bucket to save information into 
equals the current rule number. That is, all account rules with the same rule 
number will write information into the same bucket. 

Account information supplied by the system comprises the accumulated 
number of times a bucket has been hit and the accumulated number of 
bytes that passed through a bucket. Moreover, when accounting 
information is read from the account manager it also supplies the reader 
with the elapsed time since the last read operation. 
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7.2 Account manager 

The account manager solves three problems. First, it is responsible for 
make available a system wide storage for accounting information. Second, 
it must shrink the universe of individual accounting rules into a useful 
bucket representation that can be used with limited amounts of memory. 
Third, it provides a communication channel to user space applications. 

7.2.1 Shared memory 

Shared memory is used since both processors must have access to it. The 
allocation scheme used to allocate this type of memory does not allow 
memory deallocation. Therefore, since it is impossible to release allocated 
memory, it is only allocated once; independent of the number of times the 
account manager is loaded and unloaded 

Slave account modules that need the storage address may communicate 
using e-module IPC. Both the virtual and physical memory addresses are 
returned and it is up to the receiver to choose the correct one to use. The 
virtual address is used on the BSP, and the physical on the AP. 

7.2.2 Bucket universe 

Slave account modules use the shared memory as an array for fast lookups. 
Normal use of an array uses a technique called direct addressing to make 
efficient use of the capability to change the values at any position. 
However, direct addressing only works well when the universe of keys is 
relatively small. If the universe is large, storing a table matching the entire 
universe may be impossible considering the amount of available memory.  

Furthermore, the total number of keys allocated may be very large 
compared to the number of actually used keys. The solution is to shrink the 
universe by remapping keys to another representation. 

Since rule numbers are used as keys, these must be remapped to point to 
an actual bucket in the shared memory array. This process must be done 
whenever a new account rule is added. 

One may think that mapping is not necessary when one large memory 
block must be allocated anyway. However, this block is only large enough 
to hold account data for a large number of rules, it is not large enough to 
allow direct addressing of rule numbers. 

Rule numbers are mapped into the first empty bucket in the storage 
array. A mapped rule number is called bucket index. This also gives the 
effect of gathering all active buckets to the start of the array. All mapped 
rule numbers are stored in a list. This list is searched when a new rule is 
added. If the rule number is found, the already existing bucket index will 
be used instead of creating a new one. Note that this search is only done 
during configuration so it will not impose any performance penalties. 

An example with four active buckets is shown in Figure 7.1. 

Rule: 0

Bucket: 0

Rule: 2

Bucket: 1

Rule: 100

Bucket: 2

Rule: 25

Bucket 3

Inactive

Bucket: n
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Figure 7.1 Account storage showing bucket layout. 

Mapping also brings other benefits as well. It is easier to manage the 
flush operation when a copy must be made of all active buckets. This 
process is time critical and it would be impractical if the currently active 
buckets where spread all over the array. 

7.2.3 Communication channel 

All communication between the account manager and user space 
applications is done through a dedicated device. The only control function 
currently supported is a flush operation. It is used to initiate a device read 
session. It copies all accounting information, resets the original 
information, and wakes any waiting user space readers. The reading 
mechanism supports both blocking and non-blocking I/O as well as 
polling.  

7.3 Slave accounting 

The slave account module allows for accounting of arbitrary packets. In 
order to load properly they require a valid shared memory address.  

Implementation of an account slave is simple. It performs an any match 
over all loaded account rules. Any match means that all rules are 
considered. As an effect, traffic may be registered in several buckets. Rule 
matches results in packet information being accumulated to the correct 
bucket. 

8 Filter module 

8.1 Filtering 

The filter module allows for screening or filtering of arbitrary packets. 
What and how packets should be filtered may be controlled by using 
special filter flags. 

Implementation of this module is simple. Filter matching is done in three 
stages. Firstly, all state marked traffic passes. Secondly, a  first match 
search is performed over all loaded filter rules. Third, the traffic is allowed 
to pass if no matching rules were found. Therefore, it is crucial to add a 
block rule as the last rule in secure systems. 

The first search criterion has to be explained more thoroughly. Another 
subsystem of the firewall has the ability to mark traffic that has established 
a connected state. For example, TCP/IP traffic that is in established mode 
may pass uninterrupted (see [6]). Unfortunately, a complete description of 
this subsystem is out of scope for this report. 

8.2 Filter flags 

Filter flags are used to control what should happen to a packet that matches 
a rule. Common actions are block or pass, that is, prevent traffic to reach 
its final destination or to let it through. Table 8.1 describes common filter 
flags and which flags that must be used in conjunction with others.  
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Filter flag Description Usage 

BLOCK Block traffic. Standalone. 

PASS Allow traffic to pass. Standalone. 

LOG Log traffic. BLOCK or PASS  

RETRST Send a TCP reset. BLOCK 

RETICMP Send an ICMP error. BLOCK 

KEEP STATE Dynamic firewalling. PASS 

Table 8.1 Common filter flags. 

In addition, the LOG flag may be further combined with special log 
flags. A complete description of these flags may be found in Table 6.1. 

Packets may be blocked simply by using the BLOCK flags. This gives 
the effect of immediately dropping the packet. It will not reach its final 
destination and nothing will be sent back to the sender. This might not be 
the most efficient approach since it actually tells a presumptive attacker 
that a firewall is installed. A better method would be to misguide the 
attacker that the computer exists, but that no firewall is installed and the 
requested service is not available. More sophisticated blocking strategies 
involves the use of the RETRST and RETICMP keywords. 

Returning a RST (reset) packet when blocking TCP/IP traffic tells the 
remote host that the wanted service is unavailable. As a result, the sender 
will probably get a “connection refused” message instead of a “connection 
timed out” message. 

The same is also possible for UDP/IP traffic by using the RETICMP 
keyword. When specifying this kind of rule, one must also specify which 
ICMP error code to return. It is possible to return any error code of choice, 
but the correct error code to use is probably “port unreachable”.  

KEEP STATE implies an operation mode called dynamic firewalling, 
which will only be given a short introduction since it, although interesting, 
is out of scope for this report. Dynamic firewalling combines convenience 
with security in one, by only letting established traffic through. This flag is 
only used in one direction and it implies the other one for its established 
traffic. An example of its usage in a very secure firewall configuration 
would be to block all incoming traffic, but setting up an outgoing keep 
state rule. It is now possible for outbound traffic to get out through the 
firewall and back again as it has established a connection. However, 
potential attackers will not get into the firewall since all normal inbound 
traffic is blocked. Nevertheless, there are holes in this feature as well. An 
attack known as TCP hijacking may be used to take over an already 
established TCP/IP connection. Fortunately, the Effnet firewall provides 
countermeasures against this type of attacks. 
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9 Log module 

The log module allows for logging of arbitrary packets. Logs may be 
used to identify certain types of traffic. For example, one may chose to log 
attack attempts. 

What and how packets should be logged may be controlled by using 
special log flags. These flags are stored in the rule specific part of the rule. 
A complete description of all log flags may be found in the Table 6.1. 

This is the simplest of all firewall modules. It performs a first match 
search over all log rules. If a match is found, the corresponding packet is 
logged through the kernel log interface, see chapter 6 for more 
information. 
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10 Authentication module 

10.1 Overview 

10.1.1 Traditional authentication systems 

Until now, only ordinary firewalls and firewall services have been 
discussed. A regular firewall might be viewed as a system that solves the 
problem of how to protect an internal network from the outside world or 
how to safely let users go out on the Internet. An authentication system, on 
the other hand, solves the opposite problem of how to allow users to come 
in from the Internet in a controlled fashion. 

Traditional authentication services often employ user based 
authentication systems for validation. Users that are validated have access 
to the system in some way. Some authentication systems let the users 
access the entire system while authenticated. Others are more restrictive 
and may assign different access rights to users depending on identity, time, 
and locality. For example, a system administrator may have more access 
rights than an ordinary user. 

Another common characteristic among this type of authentication 
systems are that they are only used for authentication. Extra information 
such as accounting information for open connections is not available. 

10.1.2 Policy based IP authentication 

The authentication system described in this report differs from traditional 
systems in the following three ways.  

First, common usage of traditional systems is to control access to a 
network with well-known users. This system uses another approach. It 
does not authenticate individual users instead it authenticate on host basis, 
that is, on IP level. Currently, this authentication scheme is only interested 
in hosts not in individual users.  

Second, it is possible to define different service levels, or policies, in 
terms of ordinary firewall rules. These policies may be used to restrict or 
grant access for different types of hosts. In addition, it is also possible to 
assign several policies to a single host and thus allowing for several 
simultaneous services. Policies may also include a timeout that is used to 
automatically disconnect a host that has been inactive for a specified 
period. 

Third, traffic accounting information is accumulated for each policy in 
every host entry. Thus, it is possible to determine how much traffic that 
passed a host, and even how much traffic that passed every policy in a 
host. This information may then be used as foundation for billing.  
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10.1.3 Goals 

The authentication requirement specification of this master thesis project is 
summarized as: 

• An efficient host authentication module sensitive to traffic 
flows. Performance is a key issue, since the planned number 
of simultaneous connections may be significant. 

• The authentication process should also support different 
kind service levels or policies. Furthermore, it must be 
possible to change the configuration dynamically at 
runtime. 

• Possibility to generate statistics per policy and host. 

Socket based control channel. It must be possible to control a subset of 
functionality through an external socket based interface. Supported 
commands must be adding new hosts, policies, and policies to hosts at 
runtime. This interface should also receive accounting notifications when a 
connection is closed. 

10.2 Why use a new authentication scheme 

The future of electronic commerce on the Internet is dependent on the 
ability to make payment processes simple, speedy, and safe. This new 
authentication system was developed to make it easier for payment 
systems to provide a convenient and safe billing system that logs all traffic 
on defined service levels. 

The idea of having different policies for separate services has several 
advantages.  

• Easy to separate distinct services. It is possible to achieve 
extremely fine granularity between policies since they are 
defined using ordinary firewall rules. 

• It is possible to have several different policies that use the 
same service server.  

• Different policies may be used for billing with differenced 
costs.  

• Timeout values may be set per policy. For example, 
fetching a file should have a short timeout since when the 
transfer is done it is probably a good thing to terminate the 
connection. On the other hand, surfing the Internet results in 
traffic bursts with long periods of inactivity. In this case 
should a longer timeout be appropriate. 

• Since no special client software is needed, this solution 
offers platform independence. 

However, not only payment systems benefit from this new scheme. 
Several type applications may take advantage of different combination of 
authentication, different service levels, and accounting or billing 
possibilities. 
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10.2.1 Content provider example 

A content provider sell content. Content can be either electronic or 
physical goods and services located on one or more service servers. The 
content provider uses the firewall to authenticate clients that want to access 
different service servers. Unauthorized client traffic is directed to the 
content provider that requires the client to login properly. Wanted service 
levels are chosen at the login prompt. When authorized, the client's service 
levels are determined and forwarded to firewall. The client has now access 
to all services as specified in the applied policies. Transmissions continue 
either until the client explicitly tells the content provider to disconnect or 
implicitly when traffic flow timeouts are triggered. Accounting 
information is transferred from the firewall to the content provider when 
all connections that belong to a client policy disappear. This information 
may then be used to calculate the actual cost of the transmission.  

The example is visualized in Figure 10.1. 

Client Client Client

Service Service Service

Firewall &

Authentication

Content

Provider

 

Figure 10.1 Content provider example usage. 

10.3 Design 

10.3.1 Policies 

Policies are defined as set of basic firewall rules, timeout value, and 
account information. 

Rules defined in policies differ from ordinary rules in that they may not 
specify any source IP address. This is because the IP source address varies 
from time to time when applying policies to different hosts. The source IP 
address in policy rules will be set to the assigned host's source IP address 
when mapped. 

Policy rules are traversed using first match search. No more matches are 
searched for if a match is found. Rule matches automatically grants access. 

Timeout values are used to automatically disconnect inactive 
connections after a specified amount of time. The policy timeout is 
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configurable for each policy and it should reflect the characteristics of the 
given service. 

A timer is started when no more connection states exist, that is, no more 
traffic flows. Policies are reactivated if new traffic arrives during the 
timeout period. On the other hand, if the timeout elapses without any new 
traffic the policy will be removed. When a policy is removed, it is required 
to manually add that policy to the host again. 

Statistics information is saved for each policy assigned to a host. The 
information saved is listed below: 

• Host IP address. 

• Policy number. 

• Total time. 

• Number of bytes. 

• Number packets. 

10.3.2 Authentication 

The authentication module allows for host authentication of arbitrary 
packets. What and how packets should be authenticated may be controlled 
by ordinary module rules tailored for this module. Special flags unique to 
this module are shown in Table 10.1. 

Authentication flag Description 

AUTH Authenticate traffic. 

PASS Allowed to pass without any authentication. 

Table 10.1  Authentication flags. 

Authentication is done in several stages.  

1. All traffic that is already marked as authenticated passes through 
automatically. 

2. Traffic is matched, using first match, against the rules of the 
authentication module. The traffic is blocked if no match was 
found. However, a match results in one of two scenarios. The 
traffic is forwarded if the PASS flag was set, or further 
authentication is needed if the AUTH flag was set. 

3. The policy rules for the source address, or host, of the incoming 
packet is searched using first match. Packets are blocked if no 
policy rules were found or if the match was not successful. 
Otherwise, the packet is validated and marked as authenticated. 

As performance is a key issue, all traffic marked as authenticated must 
pass the firewall without any time-consuming authentication checks. The 
first search criteria above handle this situation. To speed up forwarding of 
authenticated traffic, modules have been implemented for both MP and FP. 
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10.3.3 External control interface 

Communication 
The external control interface is used to send commands to the 
authentication module from an external server. It is also used to send 
accounting notification messages when a connection has been removed, 
either implicitly or explicitly. 

Since the protocol uses a TCP/IP stream to communicate between the 
server and the firewall there must exist a user space daemon that acts as a 
relay between the protocol and the kernel space module. This daemon is 
very simple, it just forward messages in either direction. 

Protocol 
There exist three types of messages. First, command messages are sent 
from an external server in order to control the authentication process. 
Second, reply messages sent to acknowledge command messages. Third, 
accounting notification messages are sent when all connections within a 
host's policy have been removed or when an entire host has been removed. 

Currently, only two commands are supported. It is possible to add a new 
host with a given policy, or to add more policies to an already existing 
host. The other command is used to delete a policy from a host, or to delete 
host and all its policies. It is also possible to control whether notification 
messages should be sent or not for each command. 

Reply messages are devised to ensure the synchronization of requests 
and to guarantee that the external process knows the state of the 
authentication engine. Every command generates a reply message.  

10.3.4 State machine 

A state machine showing the effect of commands and timeouts for a 
single host is depicted in Figure 10.2.  

State A is the default state, in which no traffic is allowed to forwarded 
unless an authentication rule with the PASS flags set is found.  

State B is activated when a policy is added to the host. Traffic may be 
forwarded if an authentication rule with the PASS flags set is found, or the 
AUTH flag is set and a match is done in the corresponding policy rules. 

State C is entered when no more traffic arrives. The timeout counter is 
started when the state is entered. The policy is reactivated if new traffic 
arrives during the timeout period. The policy is removed if the timeout 
period expires. 
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Figure 10.2 Authentication state machine. 

10.3.5 Security issues 

Authentication based on host may not be considered as secure as user 
based authentication schemes. However, this was never the goal since the 
customer required anonymous authentication. 

The external control interface is not encrypted. This problem may be 
used to tap information or insert invalid information. However, this is not a 
problem since this connection should be done using a dedicated physical 
link. 

Authenticated connections faces the same problems as all other 
connections. Various types of attacks may be applied to already 
authenticated traffic flows. Fortunately, the Effnet firewall already 
provides several layers of protection against numerous types of attacks. 

11 System integration 

11.1 Kernel changes 

The old monolithic firewall software has been entirely removed. It has 
been replaced by a completely new firewall that uses a dynamic module 
system. It was quite easy to integrate it into EffNOS since it almost is a 
standalone product. In fact, even the core functionality is built as a module.  

In order to use it, it is only necessary to attach some callback functions 
for timeout handling and packet delivery. Some smaller modifications to 
the routines in the kernel that handles incoming and outgoing packets are 
necessary as well. 
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11.2 Portability 

Since EffNOS it is based on NetBSD, it already supports broad range of 
hardware platforms and is highly portable. Portability is further increased 
when EffNOS uses an own SP firewall engine that is separate from the rest 
of the system, and that MP and FP firewall engines uses the same generic 
rule format as the SP counterpart. 

12 Future improvements 

As usual is there always room for improvements. For example, the 
fragment machine could benefit from a more advanced algorithm and more 
support for known fragment related attacks. 

The log system, including both the kernel logger and the log module, 
may degrade the total performance of the firewall if extensive logging is 
requested. This is especially true if remote logging, in form of syslog or 
SNMP traps, is requested. However, a solution to this problem involves 
several other parts of the system. One possible solution is to send all log 
information to another computer that handles the log information. 

The search algorithm in the filter module should be performance tuned. 
Preferable, it should be replaced by the same filter engine used in both MP 
and FP. 

Security issues are primary targets for further improvements. Some 
examples where given in the authentication part, section 10.3.5. As new 
attacks are created every day, this final point cannot be stressed enough. 

13 Conclusions 

A completely new firewall has been designed and implemented. The new 
implementation features a dynamic module system that makes it possible 
to load and replace modules at runtime. In addition, different 
functionalities are separated in a logical way. This new module system 
makes is easier to develop new functions and to maintain the existing ones.  

Fundamental firewall functions such as IP fragment handling and kernel 
log message handling has been implemented. Focus has lied on safety and 
performance. 

Basic firewall functionality is provided in the filter, log, and accounting 
modules. Functionality that is more complex was added in the 
authentication module that implements a host based authentication scheme. 

The rule format is generic enough to enable all execution levels to use it. 
Moreover, it is easy to extend the syntax for individual firewall modules. 
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Glossary 

AP Application processor. This processor runs FP operations. 

API Application Programmers Interface. 

BSP Bootstrap processor. This processor runs SP and MP operations. 

DoS Denial of Service. This is a type of computer system attack. 

EffNOS Effnet operating system that runs on the BSP.  

e-module Generic Effnet module that incorporates a excellent shared 
memory IPC API. 

FIFO First In First Out. 

FP Fast Path. Executes on the AP. 

ICMP Internet Control Management Protocol. 

IPC InterProcess Communication. 

k-module Firewall specific kernel module. 

LKM Loadable Kernel Module. Both e-modules and k-modules are 
based on the LKM system. 

MP Medium Path. Executes on the BSP. 

MSL Maximum Segment Lifetime. 

NAT Network Address Translation, also known as IP masquerading. 

PC Personal Computer. 

RAM Random Access Memory. 

RTT Round Trip Time. 

SMP Symmetric Multi-Processors. 

SNMP Simple Network Management Protocol. 

SP Slow Path. Executes on the BSP. 

TCP Transmission Control Protocol. 

TOS Type Of Service. 

TTL Time To Live. 

UDP User Datagram Protocol. 
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