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ABSTRACT  
This thesis carries out studies on the Navcite ProApps platform to identify where the 

potential bottlenecks are, and what factors the affect the system the most. The thesis 

objectives were to find out how to measure the performance, where to do it, how to set up 

tests and how to study the results. With two servers in the system where one holds 

applications and various software, and the other one the databases the biggest focus was 

put on the first. There was used various simulation tools to simulate user traffic, factorial 

design to set up the tests and ANOVA, regression analysis and Box-Cox transformations to 

analyse the results. What the study showed was that the application server is the one server 

that will run into the risk of slowing down the system first. Then by comparing some users 

using an application with an equal amount of images retrieved by the application, the 

number of users had the biggest impact on the application server.   
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I  GLOSSARY  
Glossary 
 

Analysis of variance 

A collection of statistical models used to analyse the difference between group means and 

its factors.  

Application server 

The server in the ProApps framework that contains the ProApps web applications, 

integration services, ProApps web service and NAV server installation.  

Integration service 

Custom .exe programs that are executed and scheduled by Windows services. Often used to 

parse data from a third party program and insert it into ProApps database.  

Material transaction 

A term used for material that are assigned or used to a specific workorder-assignment. 

Time transaction 

A term used in the Android or work order web –application. A row of text and numbers that 

explains the number of hours worked on a specific workorder-assignment.  

Travel transaction 

A term used for travel expenses linked to a specific workorder-assignment. Usually 

registered in the Android application. 

Workorder 

A work order for a specific project that may contain several workorder-assignments. 

Contains information about which customer the work was meant for, the site address and 

contact information.  

Workorder-assignment 

A specific assignment for a workorder, like for example changing a window in an apartment 

or replacing pipes in the sink, depending on the company using the system.  
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I I  ACRONYMS  
Acronyms 
 

ANOVA Analysis of variance  

CPU Central Processing Unit 

DB Database  

ERP Enterprise Resource Planning  

.EXE Filename extension used by executable files 

.NET Collection of technologies developed by Microsoft 

ORM Object-Relational-Mapper  

OS Operating System  

PERFMON Performance Monitor (Built-in Windows tool) 

SSL Secure Socket Layer  

WO Workorder 

WO-a Workorder-assignment 
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CHAPTER 1 
1 Introduction 
This chapter introduces the theory and background of the work that is carried out in the 

context of this master thesis, as well as the thesis goals and the purpose of the work. It also 

discusses related work related to the study that is carried out. 

1.1 Background 
The consulting company Navcite AB is today offering a software platform which they call 

ProApps. It consists of multiple web- and one Android-application that is developed in the 

programming language C# and created to provide an intuitive and user-friendly interface 

that is tailored for their customers. By coupling their applications to the business tool 

Microsoft Dynamics NAV, Navcite claims that it becomes easier to manage and administrate 

business projects [1].  Navcite is a small company but is quickly growing, and more 

customers are starting to see the benefits of using ProApps and NAV. One of the biggest 

customers that could start to use ProApps in the future can have up to 500 total users. To 

support this many users, it is important to find out how the platform will react when 

increasing the amount of simultaneous users and number of data transactions, and to 

understand where the bottlenecks in the system are. How to perform the testing, Navcite 

left open, making it part of the thesis to figure out what to test and how. The purpose of this 

master thesis is for Navcite to get an overview of the systems bottlenecks and design issues 

that may exist. Through the thesis, we will get a detailed overview of the tests that are 

performed and information about where the bottlenecks are and which factors that affect 

the system the most. 

1.2  Microsoft Dynamics NAV & ProApps OS 
As ProApps is closely coupled to Microsoft Dynamics NAV, there will be given a brief 

description of what it is. Microsoft Dynamics NAV is an enterprise resource planning (ERP) 

software that is developed by Microsoft. It is used by small to midsized businesses to give 

greater control over financials and to simplify their supply chain, manufacturing and 

operations [2]. In the cases where ProApps are part of the solution, NAV is used to set up 

projects, teams, users, invoices, purchases and more. The users access NAV by using either a 

web-application or an installed NAV-client, which connects to a server installation that again 

has its NAV database. NAV also allows for customizations and custom modifications, making 

it possible to tailor the experience to anyone using it, something that Navcite has done 

several times for their customers. ProApps consists of two essential modules, and the 

ProApps operating system is the first of these two that will be explained. This OS serves as a 
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platform that contains several different web-applications and is set up to use two separate 

Databases. These two are a transaction database (ProAppsOS) and a configuration database 

(ProAppsConfig). The configuration database contains essential data that is used for 

authentication in the OS and configuration variables utilized by the various applications 

while the transaction database contains the data that is created by most of the applications. 

As the applications are closely coupled to NAV, they will get much of their core data from 

the NAV database. This core data can be projects, teams, users and more that are all created 

in NAV. This data is retrieved through a combination of views [3] and stored procedures [4] 

located in the transaction database. In total, there are six web-applications and one Android 

application in the ProApps platform that all have different functionalities and unique usages. 

Listed below are the application names and ordered by most to least used. 

1. Timesheet  

2. Workorder Android-application  

3. Project control 

4. Workorder web 

5. Salary-integration 

6. Cost-integration 

7. Admin 

Two of the four most used applications are the Workorder web- and Android applications 

and are used to manage and administer project assignments. A project will be created in 

NAV, and then assignments to these projects are set up in the web-application and 

delegated to specific users or teams within the organization. These people can then look up 

their work in the Android application and get all the information about the task they have at 

hand. Through the Android application, they can then register the time, materials and 

potential travel expenses that are used for the assignment. Administrators can then use the 

web-application to view and approve these transactions and to make them ready for setting 

up invoices. The Timesheet and Project control applications are the two other most used 

applications, where Timesheet is mainly used to register work-time on different projects by 

people in the organization. When time is registered it will be sent for approval, and by using 

the Project control the administrators for each project can look at the time that is registered, 

and either approve or deny it.  

 

1.3  ProApps Workflow Platform 
The second important module within ProApps is the ProApps Workflow Platform and is 

developed as a web-service that can be used by any .NET application. To ensure that the 

data that is transported between the web service and its clients are secure, there is set up 
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SSL encryption on the web-service. This service is mainly used by the Android application 

and the workorder web-application and handles all writing and reading to a fourth SQL 

database (ProAppsPlatform). The communication is set up through a framework called 

NHibernate [5] and serves as a connector to the database for all applications that uses it. 

Beside NHibernate, there are also methods that makes use of stored procedures from the 

various databases to manipulate data. A simple example of this workflow is shown in Figure 

1.   

 

Figure 1: Sequence of calls between client, web service and database 

NHibernate is an open source object-relational mapper (ORM) and makes it possible for the 

web-service to map object-oriented domain models to a relational database. NHibernate 

makes it possible to work easily with data from the database in the form of .NET objects and 

makes it possible to create methods that can easily insert, update and remove objects from 

the database without thinking about SQL syntax. All the applications that use the web 

service will get access to all the .NET objects that represent the database tables. When using 

the standard NHibernate installation the .NET objects that represent the database tables are 

mapped in XML files. By using an alternative called Fluent NHibernate it is possible to map 

these using strongly typed C# code, making it even easier to refactor and read the mappings 

[6].  
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1.4 Thesis objectives 
The main objective of this master thesis is to evaluate the ProApps platform scalability and 

to locate the potential bottlenecks in the system. Included in the objective is looking at how 

an increase in users and data transactions affects the different parts in ProApps and coming 

up with suggestions to how potential changes can optimize the performance. The following 

research questions are addressed:  

1. Identify methods for performance evaluation of computers and networks  

2. Identify critical system components to measure non-intrusive in distributed systems  

3. Define an experimental design to capture valid use cases and study their effect on 

system performance  

1.5 Related work 
In big computer systems, there are several factors that may affect it in different ways and 

measuring some of these individual factors can sometimes be difficult as other uncontrolled 

factors can disturb the measurements [7]. Using statistical methods makes it is possible to 

set up tests that will prove what factor that has the biggest impact. Hector et. al [8] for 

example, find out which factor that had the greatest impact on the performance of their 

wheeled mobile robot [8]. Using factorial design [9] with ANOVA [10] they could prove that 

out of the four different factors gender, signal, control, and wheels. The signal and control 

factor had the biggest impact on the performance. In another study, Yen-Sheng and Ting-Yu 

used fractional factorial design when developing a compact LTE dual-Band antenna [11] to 

get a better understanding in which factors that impacted the performance most. By looking 

through their research and how they applied factorial design and ANOVA it gave a good 

pointer for how tests could be designed.  

  



 

Page 15 
 

CHAPTER 2 
2 Methods 
This chapter will present a typical ProApps setup and go through the various methods that 

are used during the thesis work to answer the different research questions. 

2.1  System setup  
A standard ProApps setup consist of two different servers, x number of mobile clients and x 

number of PC-clients. One of these servers is called the application server as it will contain 

the ProApps- web service and OS, NAV-Server installation and custom Windows services. 

The second server contains all the SQL databases needed by the system. All the mobile 

clients are Android devices that use a particular application developed to use the published 

web service to pull or push data. The PC-clients uses web-applications located in the 

ProApps-OS where the workorder application will use the same web service as the 

smartphones while the other applications only use SQL queries and stored procedures to 

manipulate data. An illustration of the setup is shown in Figure 2.  

 

Figure 2: Typical ProApps Architecture 
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2.1.1 Android and web clients 
As described in 1.2 the Android application is used to manage delegated project assignments 

and are often utilized by the Service Technicians in the organization, or the people that are 

out and doing tasks for their customers. When the application starts, it will go through 

several steps and call different methods that are published by the web service. The startup 

steps are. 

- Authenticate entered user-parameters against web service 

- Check current application version against latest available 

- Retrieves x number of workorders with assignments for logged in user 

- Retrieves x number of articles used for transaction registration 

- Retrieves x number of checklist-reports and all available checklist-definitions 

 

As a workorder can have multiple assignments, one user may have x number of workorder-

assignments assigned to him/her and where each contains: 

- x number of time transactions (Reported time for assignment) 

- x number of material transactions (Material used for assignment) 

- x number of travel-transactions (Travel expenses) 

- x number of comment entries (Extra information) 

- x number of history entries 

- x number of checklist-reports (Formulas that may need answering) 

- x number of images 

 

Through the Android application, it is possible to take images that can be related to 

assignments. These are stored on both on the phone and as blobs [12] in the database and 

can be up to 2.14 GB [13] in size, restricted by the blob type. A sequence diagram that shows 

how the mobile application act on at the startup can be seen in Figure 3.  
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Figure 3: Sequence diagram on how the mobile application uses the web service  

 

The web-applications that exist in ProApps are all located on the application server and are 

accessed by logging into the ProApps OS, which is explained in section 1.2. A person who 

wants to access the applications has to enter the proper website URL in any browser and 

enter the proper credentials needed to log in. As a user will be part of a specific role in the 

organization, the role determines what applications that will be accessible. Once logged into 

the system the user may choose to start whatever application they want.   

2.1.2 Integration service 
In some cases, there are third party systems that different customers use, which exports 

certain data that has to be inserted into the ProApps or NAV databases. These exports are 

often .XML or plain .TXT files and has to be parsed/read to be inserted into the database. It is 

here that the ProApps integration services come in handy, which periodically look for these 

files in some specific folder on a server, parse it and insert it into the right database. They 

are set up as Windows services and periodically execute a .exe program developed in C#, 
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which parses a specific file. Most of Navcites customers have different third party systems 

that exports data, so there are several integration services that have been developed. There 

is also one service that comes with all ProApps setups, that reads data from the ProApps 

transaction database and inserts it into the NAV database. Some of the applications in 

ProApps will insert data into this particular table, and the integration service periodically 

look for these entries and create new entries in the NAV database based on these.  

 

2.1.3 Testing environment 
During the thesis work, an existing application server is used. It is part of Navcites 

development environment where all applications are tested before they are deployed into a 

demo environment. During the master thesis, the development testing done by Navcite is 

moved straight into the demo so that all performance testing performed in the thesis can be 

done without any disturbance from any other applications or users. The application server 

was set up as a virtual machine on a Windows server using Hyper-V [14]. The SQL server is 

the same as the one that is used in the development environment.  

SQL Server 

 Specs 

o Intel® Xeon® CPU X3430 @2.40 GHz Quad Core 

o 16 GB RAM 

o Windows Server 2008 R2 Enterprise 

  SQL Server 2008 R2 

o DB1: Transaction-DB 

o DB2: Configuration-DB 

o DB3: NHibernate web service DB 

o DB4: NAV database 

o … 

 Hyper-V Server with one virtual machine 

o 4096 MB RAM 

o 2 Virtual CPUs 
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Application Hyper-v server 

 Specs 

o Intel® Xeon® CPU E5607 @2.27 GHz  2 x Quad Core 

o 28 GB Ram 

o Windows Server 2012 Standard 

 Hyper-V Server with 2 virtual machines 

o Application server DEMO  

 4096 MB RAM 

 2 Virtual CPUs 

o Application server DEV 

 4096 MB RAM 

 1 Virtual CPU 

As seen in the list, the application server used for the master thesis had 4096 MB RAM and 

one virtual CPU assigned to it. A thing that is important to understand here is that one vCPU 

is not the same as taking a CPU from the host and applying it to the virtual machine so that 

nobody else can use it. It simply means that the virtual machine will have one possible 

thread scheduled for executing at the time like a single core CPU. It will also not be possible 

to assign more vCPU to a virtual machine than there are physical CPUs on the host [15].   

2.2 Methods for performance measurement 
This section will answer the two first and partially the third research questions mentioned in 

section 1.4. It will give an overview of the different methods that are used to gather 

information for a performance evaluation, where the information is collected and what kind 

of experimental design that is used to create valid test cases. When it comes to testing the 

scalability of a system, there are several things that can be interesting to look at, like 

memory consumption, network restrictions, CPU load on servers and more. For this thesis 

there is specially two things that are interesting, the CPU load on the application server and 

the time it take for both mobile and web clients to retrieve data.   

 

2.2.1 Recording CPU usage on application server 
To record the CPU usage of the application server, the built-in Windows performance 

monitor is used. This tool gives the opportunity to choose what parameters to monitor and 

for how long. PERFMON is a quite big tool and have access to hundreds of value counters, 

and for measuring the CPU there is a counter called Processor. This counter can measure a 

particular core or a total of all cores, as well as several specific counters like Processor idle 

time, Interrupt time and more. When doing this on Windows machines, the one to use 

would be the total Processor time, as this counter monitors the amount of time the CPU 

spends processing a non-idle thread. With this counter, a consistent value of 80 to 90 
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percent may indicate that the CPU must be upgraded or that more processors have to be 

added [16]. However, since the application server is running on a virtual machine in the 

Windows Hyper-V, the hypervisor decides how the physical resources are used. To measure 

the CPU of a VM running on Hyper-V there exists own Hyper-v counters. One called Hyper-V 

Hypervisor Virtual Processor\%Guest Run Time would give the percentage of time that the 

guest code in the VM is running on the logical processor [17] [18]. All the tests use this 

counter to measure the CPU of the application server.  

2.2.2 Simulating the mobile devices 
To simulate a high number of Android devices the option to buy and run actual phones is not 

an option as this would be very hard to accomplish both practically and financially. 

Developing a desktop application in C# that simulates the same type of traffic that the 

Android phones have, solved this problem. Since the Android application is developed in C# 

as well, it is fairly easy to copy the method logic into the simulation tool. The application is 

built up so that it can start N-threads that all simulate an individual phone with its 

connection to the published web service.  To verify that this application could be used to 

simulate multiple mobile clients, a small test is set up to compare the traffic generated by 

the phone and the new application. The test will also compare the impact that the clients 

had on the CPU of the application server. On the application server, there is set up a 

Wireshark client that monitor all the network traffic between the simulation tool and the 

server. Setting up PERFMON on the server made it possible to control and capture the CPU 

utilization. Since this is just a small test, there are only done five simulations with one HTC 

One M7 mobile phone and five simulations with the new simulation application. Using the 

data gathered by Wireshark, it is possible to see if the amount of data transferred between 

the two points is somewhat similar when using the phone versus the new application.  The 

Wireshark data can be seen in Figure 4. 
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Figure 4: Shows the amount of data in MB transferred between the HTC One and 
simulation tool, and the server 

 

Looking at the results the amount of MegaBytes transferred between the two points are not 

the same in both applications. The reason for this is likely because the mobile phone and the 

desktop app have different network adapters and that there is a chance that some packets 

are lost and retransmitted during the transmission. The results of these tests show that both 

applications receive about the same amount of data from the server, but that data sent is 

not quite the same. The second thing that is measured is the CPU-load on the application 

server. Here it is done 30 runs with both the mobile phone and the desktop application to 

establish a proper mean on how much each client would affect the server. The results are 

seen in Figure 5.  
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Figure 5: Application server CPU usage with HTC and Desktop applications  

Figure 5 show that the desktop application has a slightly higher effect on the CPU than the 

mobile phone. By looking at the peaks in the PERFMON recording in Figure 6, the peaks for 

the mobile is on average lower and last a longer time while the desktop application has a 

higher average over a shorter time. The reason for this is most likely since the desktop 

application has access to a better network interface and has a more powerful CPU. Because 

of this the scheduling is quicker than on the mobile phone and results in quicker 

communication between the client and the server. So even if the results are not identical 

they are close enough to determine that the simulator can be used.  
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Figure 6: Comparison of application server CPU for HTC and simulation  

 

 

To measure the response time or the time it took for each thread from start to stop, each 

thread/client had implemented timestamps that would record the time. The timestamps 

were implemented so that one would record the time when a thread started, and the 

second would record the time when all data is retrieved. Adding all these times to a total 

and diving it by the number of threads the average response time is found. The application 

will also write down all the results to a file when a test is over so that they can be reviewed 

later. A screenshot of the application is seen in Figure 7. 
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Figure 7: Screenshot of the mobile simulation tool.  
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2.2.3 Factorial design for the mobile application  
As the Android application has such a big role to play in ProApps, it is interesting to see what 

kind of impact it would have on the application server, and there are especially two 

interesting factors. The first is the number of simultaneous clients connecting and the 

second is the amount data that is retrieved from the server. Looking at the data that is 

retrieved, each client will get x number of workorder-assignments where each contains a 

different set of data as mentioned in section 2.1.1. The most interesting data will, in this 

case, be the images, as these can have a size up to 2.14 GB and can result in a quite large 

data transfer. So instead of adding simpler data as time- or travel-transactions the retrieval 

of images would, in theory, have a greater impact on the response time. To test the impact 

that the number of clients and the number of images will have on the system, there is used 

factorial design to set up the test scenarios.  Based on the related work in section 1.5 this 

method seems to be a good one to set up valid test cases. Since there are two factors to test 

and with two levels (high and low) each, we have a 22 factorial design which results in 4 

different cases. In each setup the cases look at the effect of the various factors, and the four 

cases are: 

 Nullcase (1) 

 Main effect of clients (a) 

 Main effect of images  (b) 

 Interaction effect (ab) 

There is set up a total of eight test scenarios containing three different factorial design 

setups of high and low values, and they will from now on be referred to as 10x10, 10x20 and 

20x20. The setups are seen in Table 1, Table 2 and Table 3 as well as a graphical presentation 

in Figure 8, Figure 9 and Figure 10. 

 

Table 1: First factorial design setup for the testing of the mobile client called 10x10  

Factor  

Clients (A) Images (B) Treatment combination 

1 1 1 client and 1 image (1) 

10 1 10 clients and 1 image (a) 

1 10 1 client and 10 images (b) 

10 10 10 clients and 10 images (ab) 
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Figure 8: Graphical representation of the effects from Table 1  

 

Table 2: Second factorial design setup for the testing  of the mobile client called 10x20 

Factor  

Clients (A) Images (B) Treatment combination 

1 1 1 client and 1 image (1) 

10 1 10 clients and 1 image (a) 

1 20 1 client and 20 images (b) 

10 20 10 clients and 20 images (ab) 
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Figure 9: Graphical representation of the effects in Table 2 

 

 

Table 3: Third factorial design setup for the testing of the mobile client called 20x20  

Factor  

Clients (A) Images (B) Treatment combination 

1 1 1 client and 1 image (1) 

20 1 20 clients and 1 image (a) 

1 20 1 client and 20 images (b) 

20 20 20 clients and 20 images (ab) 



 

Page 28 
 

 

Figure 10: Graphical representation of the effects in Table 3 

 
 

The first three tests are done by retrieving a total of 1 workorder-assignment, where this 

one have either 1, 10 or 20 images. Test 4 to 6 have a total of 10 workorder-assignments 

where one of them have 1, 10 or 20 images. The last two remaining tests are done by having 

1 workorder-assignment per image, meaning that there will be 1, 10 or 20 assignments and 

images accordingly. All the eight tests are listed in Table 4. During all these tests, there are 

gathered information about the response time in the client and CPU usage on the 

application server. The response time represents the time it takes for each simulated mobile 

client to ask for data and retrieve it while the application server CPU will be the percent of 

processor time during a simulated event. The first six tests are also replicated five times to 

establish an average while the two last have a total of 15 replications per case to get an ever 

better average. 
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Table 4: All factorial design tests 

Test 1  Test 4  Test 7 

Total of 1 WO-a  Total of 10 WO-a  1 WO-a per/image 

1 and 10 Clients  1 and 10 Clients  1 and 10 Clients 

1 and 10 Images  1 and 10 Images  1 and 10 Images 

     

     

Test 2  Test 5  Test 8 

Total of 1 WO-a  Total of 10 WO-a  1 WO-a per/image 

1 and 10 Clients  1 and 10 Clients  1 and 20 Clients 

1 and 20 Images  1 and 20 Images  1 and 20 Images 

     

     

Test 3  Test 6   

Total of 1 WO-a  Total of 10 WO-a   

1 and 20 Clients  1 and 20 Clients   

1 and 20 Images  1 and 20 Images   

 

 

2.2.4 Simulating a web client 
To simulate the web applications and to record their response time, a load testing tool is 

needed. According to a study that Sandeep and Raj did,  NEOLOAD [19] developed by 

NEOTYS [20] is an excellent tool, due to its script less design and visual programming [21]. 

With this tool, it is very simple to set up test scenarios, as it is just to push a record button, 

open a web-browser and do everything that the test should include and then stop recording. 

The recordings can be run with a different amount of users, and it is possible to choose if all 

users shall start at the same time, periodically or if there shall be a peak of users after a 

certain time. For this thesis, it is chosen to start all users at the same time. 

2.2.5 Factorial design for the web-application 
As mentioned in section 1.2 there are a total of six web-applications, and since the Android 

application deals with workorders, the workorder web-application will also be tested. In a 

company that, for example, have around 20 mobile users, there will be maximum 1 

administrator for 5 mobile users. With this setup, there will be a maximum of 4 

administrators working in the web application at the same time. In the application it is 

possible to search for all the workorder-assignments that have ever been created, and can 

result in a quite heavy load for the server. Using a filtered search, however, the results can 

be narrowed down to one at the time. In some of the tests with the mobile client, there is 

one image per workorder-assignment and 20 assignment per user, and with one 

administrator managing five mobile users, the total amount of images would be 100. For 
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these tests however it was only set up a total of 80 images per administrator. Testing the 

application that deals with workorders, the test cases are created using factorial design.  The 

tests will use the same 20 assignments as the mobile tests had, but with another 60 images, 

making it a total of 80. The data is configured so that there are four images per assignment, 

and the test are set up to use five administrative users. The factorial design test setup are 

presented in Table 5  

 

Table 5: Factorial design setup for the testing of the workorder web-application 

Factor  

Clients (A) WO-a w/Images (B) Treatment combination 

1 1 w/4 1 client and 1 image (1) 

5 1 w/4 5 clients and 1 image (a) 

1 20 w/80 1 client and 80 images (b) 

5 20 w/80 5 clients and 80 images (ab) 

 

 A graphical representation of the tests is shown in Figure 11. 

 

Figure 11: Graphical representation of the effects from Table 5   
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Performing the tests in the web application, there are recorded two scenarios in NEOLOAD.  

Scenario 1 – One assignment with four images 

1. Log in with administrator user 

2. Start workorder application 

3. Choose workorder approve-tab in application 

4. Type in a username in filter 

5. Click the search button.  

a. Wait for the one result to show up in list 

b. Stop recording 

Scenario 2 – 20 assignments with 80 images 

1. Log in with administrator user 

2. Start workorder application 

3. Choose workorder approve-tab in application 

4. Leave filter blank 

5. Click search button 

a. Wait for all 20 results to show up in list 

b. Stop recording 

All the tests are done using Internet Explorer 11 version 11.0.9600.17728 (as Chrome and 

Firefox for some reason crashes during the recording). To measuring the time it takes to 

perform a search in the application, it is modified to make timestamps from when the search 

is initiated to all data is gathered and set to the appropriate lists. When the timestamp is 

captured, it will be written to a file. Through NEOLOAD, it is also possible to see how long 

each action in the recorded scenario takes. Using these times, it is possible to see how long it 

takes for the search results to appear in the graphical user interface after the search button 

is clicked. The difference between the timestamps in the application and the one in 

NEOLOAD will be that the one in NEOLOAD will give the time from when the search button is 

clicked until the result are shown in the GUI. The application timestamp, however, will give 

the time it takes for the actual application to get the data and assign it, and not including the 

rendering of the GUI. With these two timestamps, it is possible to find three different 

response times.   
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1. The time it takes to get data and assign it to appropriate lists 

 (application timestamp) 

2. The time it takes to show everything in GUI from when search is clicked  

 (NEOLOAD timestamp) 

3. The time it takes from when data is set in lists until it is shown in GUI.  

 (NEOLOAD timestamp – application timestamp) 

2.2.6 Response time in the web service 
The web service is the connector between client applications and the database, and so far 

the measurements have only been set up in the client applications. The last thing that will be 

done for this thesis is to implement timestamps in the web service, to see how long it takes 

for specific methods to execute. The methods that are timestamped are the ones used by 

the mobile application at startup, which are mentioned in section 2.1.1. The methods that 

are modified are listed below. 

 

- Method for authenticating user credentials 

- Method for checking the application version 

- Method for retrieving workorder and assignments for a given user 

- Method for retrieving the articles used for transaction registration 

- Method for retrieving the checklists reports 

- Method for retrieving the checklist definitions  

 

Each method is called a total of ten times to get a proper mean of the results. The tests are 

also varied so that the Android application will retrieve a different number of assignments. 

The first ten runs retrieved a total of 1 assignments, the ten next 5 assignments, and the last 

ten will retrieve 5. The reason for doing this is to see if the methods execution time will 

change to the variation of assignments retrieved.  

2.2.7 ANOVA, Regression and Box-Cox with Minitab 
Using an analysis of variance (ANOVA) [10] on the results gathered from the factorial design, 

it will be possible to determine the most significant factor. Together with the analysis there 

are four residual plots where one will be a normal probability plot, showing if the residuals 

are normally distributed or not. If the residuals of the ANOVA are not normally distributed, 

there is instead performed a regression analysis with a Box-Cox transformation [22] to try 

and normalize the results. All these analysis are done in the statistical tool Minitab 17 [23].  
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CHAPTER 3 
3 Results 
This chapter will discuss and present the results of the methods used in this thesis. It will go 

through the results that are found by using factorial design and by implementing the 

timestamps on the web service and the workorder web-application.   

3.1 ANOVA, Regression, and Box-Cox  
The ANOVA tables in this chapter present the results of an analysis of variance that are done 

for each factorial design test to determine the most significant factor. The table contains: 

 Source: The factor that is tested 

 DF: Degrees of freedom 

 Adj-SS: Adjusted sum of squares 

 Adj-MS: Adjusted mean sum of squares 

 F: F-statistics 

 P: P-value  

The most interesting values to notice here is the sum of squares and the P-value. The sum of 

squares value will indicate the impact that the given source has on the results, meaning that 

the one with the highest value has the most significant impact of all the factors represented. 

The P-value shows the probability of the data assuming the null hypothesis, which states 

that the mean of all data gathered is equal. Having a P-value below 0.05 suggests that at 

least one factor in the ANOVA has a significantly different mean than the others and that this 

factor is statistically significant [24]. Another way to see it is that each source has a 

hypothesis, which states that the given source will have no significant effect on the result. If 

the P-value is lower than 0.05 the hypothesis is rejected, meaning that the source will have a 

significant impact on the result.  

When the P-value is lower than 0.05. 

 Source will have a significant effect on the results 

When the P-value is higher than 0.05. 

 Source will have no significant effect on the results 
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Together with ANOVA and regression analysis there are residuals that can be put in a normal 

probability plot, which show if the data gathered by the experiment are normally distributed 

or not. Non-normal it will mean that the data collected may have some extreme values that 

are either much higher or lower than the rest. If the data is non-normal, it is possible to use 

a Box-Cox transformation to try and normalize the results. The transformation uses a lambda 

value that indicates the power of which all data should be raised [22] and may lead to 

normally distributed results.  

3.2 Analyzing the effect of mobile clients on the system 
This section presents all the client response time and application server CPU results that are 

found when using factorial design for the mobile application. Like mentioned in section 2.2.3 

there are a total of eight tests with three different factorial design setups. Section 3.2.1 

presents the three different factorial design results for both response time and CPU when 

the client is only retrieving a total of 1 workorder-assignment. Section 3.2.3 contains the 

results for when retrieving a total of 10 workorders-assignments and section 3.2.5 the 

results when retrieving 1 workorder-assignment per image. Each section will also contain the 

ANOVA tables and residual plots for both response time and CPU measurement values.  

3.2.1 Response time and CPU analysis for 1 workorder-assignment 
During the four cases in the three different factorial setups, it is shown in Figure 12 that the 

average client response time in the nullcase is about the same for all three setups. For the 

client effects, 20x20 is slightly higher, and this is most likely because the number of clients 

connecting is greater than in the other two. For the main image effect, the figure shows that 

10x20 and 20x20 are a little bit higher than 10x10, and this is most likely because there are 

20 images retrieved in these two and not 10. In the last bars, the interaction effect does 

almost have a linear increase for each setup.   
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Figure 12: Comparing the average mobile client response time 

In Figure 13 the application server maximum CPU value is shown for the four different cases 

during the factorial design setups. Here the nullcase is again very similar to each other since 

there is no different between the setups. In the main client effect, the 20x20 setup has a 

value of 87 percent, meaning that having 20 clients instead of 10 will have a bigger impact as 

10x10 and 10x20 only have 53 and 41 percent. The bars for the main image effect shows 

that the CPU increases when increasing the number of images. When having ten images the 

CPU is at 17 percent while 20 images result in a CPU load of 42-52 percent. During the 

interaction effect where both factors are at maximum the value is quite high and similar in 

all cases.  

 

Figure 13: Comparing the average CPU usage of the application server  
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By using an analysis of variance on the response time values gathered for the 10x10 setup 

with 1 workorder-assignment, Table 6 shows that the adjusted sum of squares is higher for 

the clients than for images and interaction. This value indicates that in this factorial design 

setup the clients have a greater impact on the result than the other two. The three different 

sources does also all have a P-value that is below 0.05. When the P-value is this low, it 

means that at least one of the sources has a mean that is significantly different from the 

others and that the given source have a significant effect on the result. Lastly, the normal 

probability plot in Figure 14 shows the residuals versus their expected value when it is 

normally distributed. In this case, the residuals are close to normal as they are close to the 

line.  

Table 6: ANOVA for 10x10 client response time 

ANOVA 10x10 Response time 

Source DF Adj SS Adj MS F-Value P-Value 

Clients 1 2,6131 2,61307 309,92 0 

Images 1 1,4204 1,42045 168,47 0 

Clients * Images 1 0,4599 0,45989 54,55 0 

Error 16 0,1349 0,00843   

Total 19 4,6283    

 

 

Figure 14: Residual plots for 10x10 client response time 
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By using ANOVA on the CPU results as well, Table 7 shows that also here the clients has a 

greater impact than images and the interaction. Moreover, also here the residuals are close 

to normal according to the normal probability plot in Figure 15.  

Table 7: ANOVA for 10x10 application server CPU usage 

ANOVA 10x10 CPU 

Source DF Adj SS Adj MS F-Value P-Value 

Clients 1 19079,2 19079,2 679,96 0 

Images 1 3315,4 3315,4 118,16 0 

Clients * Images 1 1424,7 1424,7 50,77 0 

Error 16 449 28,1   

Total 19 24268,2    

 

 

Figure 15: Residual plots for 10x10 application server CPU 

 

In Table 8 the results of ANOVA on the 10x20 setup with 1 workorder-assignment show that 

the P-value is also here lower than 0.5. The sum of squares of images is also the highest, 

meaning that the images have a greater effect on the results than the other two. The normal 

probability plot in Figure 16 shows that the residuals are close to normally distributed.  

Table 8: ANOVA for 10x20 client response time 

ANOVA 10x20 Response time 
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Source DF Adj SS Adj MS F-Value P-Value 

Clients 1 10,4029 10,4029 1139,73 0 

Images 1 13,2126 13,2126 1447,56 0 

Clients * Images 1 6,5872 6,5872 721,69 0 

Error 16 0,146 0,0091   

Total 19 30,3487    

 

 

Figure 16: Residual plots for 10x20 client response time 

 

Table 9 shows the ANOVA that are done on the CPU results for the 10x20 test. Here the 

images have the highest impact, but the normal probability plot in Figure 17 shows that the 

residuals are not normally distributed.  

Table 9: ANOVA for 10x20 application server CPU usage 

ANOVA 10x20 CPU 

Source DF Adj SS Adj MS F-Value P-Value 

Clients 1 10087 10087 2153,51 0 

Images 1 10509,1 10509,1 2243,64 0 

Clients * Images 1 577,6 577,6 123,32 0 

Error 16 74,9 4,7   

Total 19 21248,7    

 



 

Page 39 
 

 

Figure 17: Residual plots for 10x20 application server CPU usage 

 

Doing ANOVA on the response time results for the 20x20 setup shows in Table 10 that the 

client does again have the highest impact on the result and that all sources have a significant 

effect on the result. The normal probability plot in Figure 18 does, however, also here show 

that the residuals are not normally distributed.   

Table 10: ANOVA for 20x20 client response time 

ANOVA 20x20 Response time 

Source DF Adj SS Adj MS F-Value P-Value 

Clients 1 53,242 53,2424 2665,2 0 

Images 1 43,634 43,6341 2184,23 0 

Clients * Images 1 29,822 29,8222 1492,84 0 

Error 16 0,32 0,02   

Total 19 127,018    
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Figure 18: Residual plots for 20x20 client response time 

 

On the CPU measurements, the clients have the biggest impact as indicated in Table 11, and 

the residuals are not normal as shown in the normal probability plot in Figure 19. 

Table 11: ANOVA on 20x20 application server CPU usage 

ANOVA 20x20 CPU 

Source DF Adj SS Adj MS F-Value P-Value 

Clients 1 20116,9 20116,9 418,91 0 

Images 1 3900,3 3900,3 81,22 0 

Clients * Images 1 1356,6 1356,6 28,25 0 

Error 16 768,4 48   

Total 19 26142,2    
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Figure 19: Residual plots for 20x20 application server CPU usage 

 

3.2.2 Box-Cox transformations for 1 workorder-assignment 
As the residuals in the 10x20 setup for the CPU values is not normally distributed, there are 

performed a Box-Cox transformation with a rounded lambda of 0 to try and make it normal. 

The regression analysis in Table 12 shows that the P-value is zero after the transformation 

and that the images have the highest sum of squares. The normal probability plot in Figure 

20 also shows that the residuals are normally distributed after the transformation.   

Table 12: Regression analysis 10x20 application server CPU usage 

 
Regression analysis 10x20 CPU 

Source             DF    Adj SS    Adj MS   F-Value   P-Value 

Regression 3 17,1236 5,70788 1929,53 0 

Clients 1 7,128 7,12796 2409,59 0 

Images 1 7,3296 7,32956 2477,74 0 

Clients*Images 1 0,9126 0,91264 308,51 0 

Error 16 0,0473 0,00296   

Total 19 17,171    
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Figure 20: Residual plots for 10x20 application server CPU usage after Box-Cox 

  

The normal probability plot done with the ANOVA on the 20x20 setup in section 3.2.1 shows 

that the residuals are not normally distributed, making it necessary to perform a Box-Cox 

transformation with a rounded lambda of 0,5. Table 13 shows the P-values are below 0.05, 

but that here the interaction effect has a greater sum of squares, meaning that this one will 

after the transformation have the largest impact on the results. The residual plot in Figure 21 

show that the data is normal after the transformation.  

Table 13: Regression analysis for 20x20 client response time 

Regression analysis 20x20 response time 

Source             DF    Adj SS    Adj MS   F-Value   P-Value 

Regression 3 10,7511 3,5837 1912,03 0 

Clients 1 0,5113 0,51131 272,8 0 

Images 1 0,2319 0,23186 123,7 0 

Clients*Images 1 1,6424 1,64245 876,3 0 

Error 16 0,03 0,00187   

Total 19 10,7811    
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Figure 21: Residual plots for 20x20 client response time after Box-Cox 

 

Also the CPU data for 20x20 is nonnormal, making it necessary to do a Box-Cox even here. 

The lambda value used to transform is 0, and the P-values in Table 14 are still zero after the 

transformation. The residual plot in Figure 22 also show that the data is now closer to 

normal but not quite there. 

Table 14: Regression analysis for 20x20 application server CPU usage 

Regression analysis 20x20 CPU 

Source             DF    Adj SS    Adj MS   F-Value   P-Value 

Regression 3 20,9441 6,9814 407,12 0 

Clients 1 14,7767 14,777 861,7 0 

Images 1 8,9017 8,9017 519,1 0 

Clients*Images 1 3,8871 3,8871 226,68 0 

Error 16 0,2744 0,0171   

Total 19 21,2185    
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Figure 22: Residual plots for 20x20 application server CPU usage after Box -Cox 
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3.2.3 Response time and CPU analysis for 10 workorder-assignments 
In Figure 23 the average client response time in seconds for 10x10, 10x20 and 20x20 with 10 

workorder-assignments are shown. The nullcase for all three setups are fairly similar with 

values around 0.65-0.66 seconds, while the main client effect is slightly higher for the 20x20 

with almost 1 second longer response time than for 10x10 and 10x20. The main effect of the 

images are higher in 10x20, and 20x20 than in 10x10 and the interaction is almost linearly 

increasing between each setup.  

 

Figure 23: Comparing the average client response time 

 

For the average CPU values gathered on the application server, Figure 24 show that the 

nullcase has a 10 percent higher usage for 10x20 and 20x20.  The figure also shows that the 

client effect varies between 87 to 96 percent through the different setups with the 20x20 

having the highest. The image effect has very similar values in all setups varying between 50 

to 52 percent where 20x20 has the lowest while the interaction effect for 10x10 is 2-3 

percent higher than 10x20 and 20x20.  
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Figure 24: Comparing the average application server CPU usage 

 

Table 15 shows the results of ANOVA done for the 10x10 setup with 10 workorder-

assignments. The table shows that the clients have the highest sum of squares and that all 

have a P-value below 0.05. The normal probability plot in Figure 25 also indicate that the 

data is close to normal.  

Table 15: ANOVA for 10x10 client response time 

ANOVA 10x10 Response time 

Source DF Adj SS Adj MS F-Value P-Value 

Clients 1 9,7698 9,76978 521,88 0 

Images 1 1,3356 1,33562 71,35 0 

Clients * Images 1 0,5597 0,55965 29,9 0 

Error 16 0,2995 0,01872   

Total 19 11,9646    
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Figure 25: Residual plots for 10x10 client response time 

 

For the CPU values, the ANOVA in Table 16 shows that the clients have a much higher 

impact than the others and that all have a P-value below 0.05. The plot in Figure 26 also 

indicate that the data is normally distributed. 

Table 16:  ANOVA for 10x10 application server CPU usage 

ANOVA 10x10 CPU 

Source DF Adj SS Adj MS F-Value P-Value 

Clients 1 22672,2 22672,2 1244,51 0 

Images 1 335,6 335,6 18,42 0,001 

Clients * Images 1 107,6 107,6 5,9 0,027 

Error 16 291,5 18,2   

Total 19 23406,8    
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Figure 26: Residual plots for 10x10 application server CPU usage  

 

In Table 17 the ANOVA for the response time for 10x20 with 10 workorder-assignments 

shows that the clients have the highest impact. The results are also close to normal 

according to the normal probability plot in Figure 27.  

Table 17:  ANOVA for 10x20 client response time 

ANOVA 10x20 Response time 

Source DF Adj SS Adj MS F-Value P-Value 

Clients 1 25,9243 25,9243 2666,47 0 

Images 1 13,4708 13,4708 1385,55 0 

Clients * Images 1 7,0782 7,0782 728,04 0 

Error 16 0,1556 0,0097   

Total 19 46,6289    
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Figure 27: Residual plots for 10x20 client response time 

 

Table 18 shows the results of ANOVA on the CPU values for the 10x20 setup. It shows that 

the clients have the highest impact, and the CPU values are also close to normally 

distributed as illustrated in Figure 28.  

Table 18:  ANOVA for 10x20 application server CPU usage 

ANOVA 10x20 CPU 

Source DF Adj SS Adj MS F-Value P-Value 

Clients 1 17875,4 17875,4 1138,14 0 

Images 1 1918,8 1918,8 122,17 0 

Clients * Images 1 1171,2 1171,2 74,57 0 

Error 16 251,3 15,7   

Total 19 21216,7    
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Figure 28: Residual plots for 10x20 application server CPU usage 

 

In Table 19 the results of the ANOVA for the client response time values for the 20x20 setup 

show that the clients have the highest impact, and the values captured are not normally 

distributed according to Figure 29.  

Table 19:  ANOVA for 20x20 client response time 

ANOVA 20x20 Response time 

Source DF Adj SS Adj MS F-Value P-Value 

Clients 1 93,736 93,7363 4485,16 0 

Images 1 41,466 41,466 1984,09 0 

Clients * Images 1 27,463 27,4635 1314,09 0 

Error 16 0,334 0,0209   

Total 19 163    
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Figure 29: Residual plots for 20x20 client response time 

 

For the CPU values captured for the 20x20 setup, the client does also here have the highest 

impact after the ANOVA as shown in Table 20. The P-values are zero and the normal 

probability plot in Figure 30 shows that the data is not normal.  

Table 20:  ANOVA for 20x20 application server CPU usage 

ANOVA 20x20 CPU 

Source DF Adj SS Adj MS F-Value P-Value 

Clients 1 20275,1 20275,1 710,89 0 

Images 1 1442,4 1442,4 50,58 0 

Clients * Images 1 1325,5 1325,5 46,47 0 

Error 16 456,3 28,5   

Total 19 23499,4    
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Figure 30: Residual plots for 20x20 application server CPU usage 
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3.2.4 Box-Cox transformations for 10 workorder-assignments 
Since the response time data and the CPU data for the 20x20 setup are not normally 

distributed in section 3.2.3, there is done a Box-Cox transformation with a rounded lambda 

of 0.5 on both. However in the transformation of the CPU data one of the observations are 

removed to achieve normally distributed data. This observation is part of the collection of 

the main effect of images and is classified as an unusual fit by the transformation [25]. 

Regression analysis in Table 21 and Table 22 shows that the P-value is still below 0.05 after 

the transformation and that the client still has the highest impact on the results. Figure 31 

and Figure 32 also show that the data is now normal after the transformation.  

Table 21: Regression analysis for 20x20 client response time 

 
Regression analysis 20x20 response time 

Source             DF    Adj SS    Adj MS   F-Value   P-Value 

Regression 3 11,6882 3,89606 1591,08 0 

Clients 1 1,6645 1,66452 679,76 0 

Images 1 0,1958 0,19583 79,97 0 

Clients*Images 1 1,0122 1,01225 413,38 0 

Error 16 0,0392 0,00245   

Total 19 11,7273    

 

 

Figure 31: Residual plots for 20x20 client response time after Box-Cox 
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Table 22: Regression analysis for 20x20 application server CPU usage 

Regression analysis 20x20 CPU 

Source             DF    Adj SS    Adj MS   F-Value   P-Value 

Regression 3 110,797 36,9323 4400,55 0 

Clients 1 81,884 81,8841 9756,65 0 

Images 1 23,975 23,9745 2856,61 0 

Clients*Images 1 12,417 12,417 1479,5 0 

Error 15 0,126 0,0084   

Total 18 110,923    

 

 

Figure 32: Residual plots for 20x20 application server CPU usage after Box -Cox 
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3.2.5 Response time and CPU analysis for 1 workorder-assignment per image 
Figure 33 shows the average response time in seconds for the two factorial setups 10x10 and 

20x20 with 1 workorder-assignment per image. The nullcase have both very similar values 

with a mean value between 0.53-0.58 seconds. In the client effect test, the 20x20 setup is 

0.6 seconds higher than 10x10.  A probable cause for this is that the number of clients is 

higher in 20x20. The image effect is 0.4 seconds higher in 20x20, and the reason is most 

likely because there are ten images more than 10x10. In the interaction effect, the 20x20 

setup has a 7.3 seconds higher response time than 10x10. 

 

Figure 33: Comparing the average client response time 

 

The average CPU usage of the application server when retrieving 1 workorder-assignment 

per image are shown in Figure 34 for 10x10 and 20x20. In the nullcase both have around 10-

11 percent CPU usage while the client effect, image effect, and interaction effect is higher in 

20x20 than in 10x10.  Since the number of clients and images are higher in 20x20 than in 

10x10, the values are also higher.  
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Figure 34: Comparing the average application server CPU usage 

 

The response time data gathered for 10x10 with 1 workorder-assignment per image is not 

normal as indicated in Figure 35, but has a P-value below 0.05 as shown in Table 23. 

Table 23: ANOVA for 10x10 client response time 

ANOVA 10x10 response time 

Source DF Adj SS Adj MS F-Value P-Value 

Clients 1 23,8586 23,8586 1580 0 

Images 1 13,7814 13,7814 912,65 0 

Clients * Images 1 5,0475 5,0475 334,26 0 

Error 56 0,8456 0,0151   

Total 59 43,5332    
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Figure 35: Residual plots for 10x10 client response time 

 

The CPU values for 10x10 is not that normal as seen in Figure 36, and the ANOVA in Table 24 

shows that the P-value for the interaction is above the significance level of 0.05. This P-value 

indicates that the effect is not statistically significant.  

Table 24: ANOVA for 10x10 application server CPU usage 

ANOVA 10x10 CPU 

Source DF Adj SS Adj MS F-Value P-Value 

Clients 1 63227,9 63227,9 1088,57 0 

Images 1 6796,2 6796,2 117,01 0 

Clients * Images 1 36 36 0,62 0,435 

Error 56 3252,7 58,1   

Total 59 73312,7    
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Figure 36: Residual plots for 10x10 application server CPU usage 

 

Figure 37 shows that the response time for 20x20 is not normally distributed, but Table 25 

shows that the client has the biggest impact also here and that all have a P-values below 

0.05.  

Table 25: ANOVA for 20x20 client response time 

ANOVA 20x20 response time 

Source DF Adj SS Adj MS F-Value P-Value 

Clients 1 371,217 371,217 4373,82 0 

Images 1 298,458 298,458 3516,55 0 

Clients * Images 1 202,745 202,745 2388,83 0 

Error 56 4,753 0,085   

Total 59 877,173    
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Figure 37: Residual plots for 20x20 client response time 

 

The ANOVA done for the 20x20 setup for the CPU values show that the residuals are not 

normally distributed as illustrated in Figure 38.  

Table 26: ANOVA for 20x20 application server CPU usage 

ANOVA 20x20 CPU 

Source DF Adj SS Adj MS F-Value P-Value 

Clients 1 60456 60456,3 2184,77 0 

Images 1 8970 8970,1 324,16 0 

Clients * Images 1 7699 7698,7 278,22 0 

Error 56 1550 27,7   

Total 59 78675    
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Figure 38: Residual plots for 20x20 application CPU usage 

 

3.2.6 Box-Cox transformations for 1 workorder-assignment per. image 
Since the client response time values for the 10x10 setup is not normally distributed in 

section 3.2.5, there is done a Box-Cox transformation with a -0,5 lambda value. In the 

transformation, two unusual observations are removed from the results, which resulted in 

more normal distributed data as shown in Figure 39. The unusual fits are part of the data 

gathered for the main effect of clients and images. Table 27 shows that the clients have the 

highest impact, but that the interaction effect is not statistically significant, meaning that the 

interaction effect between clients and images are not statistically significant.  

 

Table 27: Regression analysis for 10x10 client response time 

Regression analysis 10x10 response time 

Source             DF    Adj SS    Adj MS   F-Value   P-Value 

Regression 3 4,5314 1,51047 2934,77 0 

Clients 1 1,43806 1,43806 2794,08 0 

Images 1 0,6682 0,6682 1298,28 0 

Clients*Images 1 0,00089 0,00089 1,72 0,195 

Error 54 0,02779 0,00051   

Total 57 4,55919    
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Figure 39: Residual plots for 10x10 client response time after Box-Cox 

 

The CPU values for 10x10 did also undergo a Box-Cox transformation to become more 

normally distributed, and with a lambda value of 0.5. The residual plot in Figure 40 shows 

that the data is normally distributed after the transformation and in Table 28 it is shown that 

the clients have the highest impact and that all are statistically significant.  

 

Table 28: Regression analysis for 10x10 application server CPU usage 

Regression analysis 10x10 CPU 

Source             DF    Adj SS    Adj MS   F-Value   P-Value 

Regression 3 401,565 133,855 494,77 0 

Clients 1 212,667 212,667 786,09 0 

Images 1 37,454 37,454 138,44 0 

Clients*Images 1 3,471 3,471 12,83 0,001 

Error 56 15,15 0,271   

Total 59 416,715    
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Figure 40: Residual plots for 10x10 application server CPU usage after Box-Cox 

 

Also the 20x20 response time values needed a Box-Cox transformation, but with a lambda 

value of -0.4. The data is also now normally distributed as shown in the residual plots in 

Figure 41 but also here the interaction effect is not statistically significant. 

Table 29: Regression analysis for 20x20 client response time 

Regression analysis 20x20 response time 

Source             DF    Adj SS    Adj MS   F-Value   P-Value 

Regression 3 5,45156 1,81719 3794,61 0 

Clients 1 1,63302 1,63302 3410,03 0 

Images 1 0,97266 0,97266 2031,09 0 

Clients*Images 1 0,00136 0,00136 2,84 0,098 

Error 56 0,02682 0,00048   

Total 59 5,47838    
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Figure 41: Residual plots for 20x20 client response time after Box-Cox 

 

The 20x20 CPU values needed a 0.5 lambda value to achieve an almost normal distributed 

set of data during the transformation as seen in Table 30 and Figure 42.  

Table 30: Regression analysis for 20x20 application server CPU usage 

Regression analysis 20x20 CPU 

Source             DF    Adj SS    Adj MS   F-Value   P-Value 

Regression 3 431,445 143,815 1057,47 0 

Clients 1 318,962 318,962 2345,32 0 

Images 1 136,333 136,333 1002,45 0 

Clients*Images 1 65,288 65,288 480,06 0 

Error 56 7,616 0,136   

Total 59 439,061    
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Figure 42: Residual plots for 20x20 application server CPU usage after Box-Cox 
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3.2.7 Comparing factorial design results for 10 clients and 10 images 
Figure 43 and Figure 44 shows the average response time and CPU values for the 10x10 

setup. They show how the values in each factorial design case vary from using 1 workorder-

assignment, 10 workorder-assignments to 1 workorder-assignment per image. In the first 

figure where the average response time is shown, the value increases for each step during 

the interaction effect. With the client effect, it is higher when getting 10 workorders-

assignments instead of 1 and 1 per image, as more assignments are retrieved. During the 

image effect, there is a small increase between the three different and the nullcase is a little 

higher when getting 10 workorder-assignments. Also, here it is because it retrieves more 

workorder-assignments than the others.   

 

 

Figure 43: Comparing 10x10 average client response time 

 

In Figure 44 the CPU utilization of the application server is plotted with three different 

setups. Here the interaction effect is a little higher when getting more workorder-

assignments. The client and image effects both have a higher impact on the server when 

getting 10 workorder-assignments as well. In all the three setups, the nullcase stays quite 

low and varies only a little, even when getting more assignments than the others.  
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Figure 44: Comparing 10x10 average application server CPU usage 

3.2.8 Comparing factorial design results for 10 clients and 20 images 
Figure 45 and Figure 46 shows the comparison between 1 and 10 workorder-assignments 

when using the 10x20 setup for average client response time and average application server 

CPU usage. In the first figure, all the cases have a higher value when getting 10 workorder-

assignments. The second figure for the CPU measurement comparison, all instances except 

the interaction effect increases when retrieving 10 workorder-assignments instead of 1.  

 

 

Figure 45: Comparing 10x20 average client response 
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Figure 46: Comparing 10x20 average application server CPU usage 

3.2.9 Comparing factorial design results for 20 clients and 20 images 
When comparing the response time in the 20x20 setup in Figure 47, the interaction effect 

increases through all while the client and image effect is higher when getting 10 workorder-

assignments. For the image effect, the response time is 1.18 seconds when getting 10 

assignments, 0.97 seconds for 1 assignment and 1.36 when getting 1 assignment per image.  

 

Figure 47: Comparing 20x20 average client response time 

The average CPU comparison in Figure 48 is very close to the top through all in the 

interaction effect, and in the client effect it increases quite high as well. The image effect has 

a lower impact when getting 10 workorder-assignments than when getting 1 and 20, and the 

nullcase is higher when retrieving 10 assignments.  
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Figure 48: Comparing 20x20 average application server CPU usage 

 

3.3 Analyzing the effect of web clients on the system 
This section contains the NEOLOAD and application timestamp results done on the 

workorder web application, as well as ANOVA tables and residual plots for those results. 

Section 3.3.1 shows different bar graphs that present the various response times recorded 

and the ANOVA done for all the results. Section 3.3.2 contains the results of the Box-Cox 

transformation to those results that needed it. 

3.3.1 Factorial design for response time  
The total duration of each NEOLOAD recorded scenario in each factorial case is shown in 

Figure 49. The figure shows that five clients getting all 20 workorder-assignments with a 

total of 80 images would use an average of 168 seconds to finish. When five clients are 

retrieving one workorder-assignment with four images, however, it takes an average of 19.8 

seconds. One client obtaining the same data would take 71.9 and 7.18 seconds on average. 
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Figure 49: Compare factorial design average duration for entire scenario  

Figure 50 shows the average duration on how long it took to display the results in the GUI 

from when the search button is clicked. Five clients would use an average of 11.2 seconds to 

get one workorder-assignment with four images while it took 78.3 seconds to get all 20 

assignments with 80 images. One client would use an average of 3.98 seconds to get one 

assignment and 61.1 seconds to get all 20. 

 

Figure 50: Compare factorial design average duration for results to GUI  

 

In Figure 51 the timestamp values for the workorder web application are shown. The results 

reveal that on average it took about 5 seconds for the application to get and assign the data 

when five clients would get one workorder-assignment, and 48.49 seconds when getting 20 

1

5

0

50

100

150

200

20 w/80 img 1 w/4 Img

71,9

7,18

168,2

19,8

Se
co

n
d

s

Search results

Avg. duration for entire scenario

1

5

0

20

40

60

80

20 w/80 img 1 w/4 Img

61,1

3,98

78,3

11,2

Se
co

n
d

s

Search result

Avg. duration until search result is shown in GUI



 

Page 70 
 

assignments. For one client, it took an average of 1.90 seconds for one workorder-

assignment, and 28.62 seconds for ten assignments. 

 

Figure 51: Compare factorial design average duration for application  

Figure 52 shows how long time it took in average for the GUI to display the search results, 

after that the application had gotten the data. When five clients searched for one 

workorder-assignments it would take 6.18 seconds while searching for all 20 would take 

29.81 seconds. One client would use 2.08 seconds and 32.48 seconds in the same search 

requests.  

 

Figure 52: Compare factorial design average duration for ready GUI  
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Table 31 shows the ANOVA done on the response time results for the web application. It 

shows that the images have a much higher impact on the results than the others. The 

normal probability plot in Figure 53 also shows that the data is not normally distributed, 

meaning that there has to be done a Box-Cox transformation. 

Table 31: ANOVA for 5x80 client response time 

ANOVA 5x80 response time 

Source             DF    Adj SS    Adj MS   F-Value   P-Value 

Clients 1 1666,4 1666,4 186,55 0 

Images 1 18296,8 18296,8 2048,34 0 

Clients*Images 1 935,6 935,6 104,74 0 

Error 56 500,2 8,9   

Total 59 21399    

 

 

Figure 53: Residual plots for 5x80 client response time 
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3.3.2 Box-Cox transformation 
Since the residuals of the response time are not normally distributed after the ANOVA in 

section 3.3.1, it is performed a Box-Cox transformation with a lambda value of 0.2. Table 32 

shows that the images still has the highest impact on the results after the transformation. 

The normal probability plot in Figure 54 shows that after the transformation the data is 

normal, and the P-value of the interaction effect indicates that it is not statistically 

significant. 

Table 32: Regression analysis for 5x80 client response time 

Regression analysis 5x80 response time 

Source             DF    Adj SS    Adj MS   F-Value   P-Value 

Regression 3 10,6511 3,55035 2976,17 0 

Clients 1 0,3464 0,34643 290,4 0 

Images 1 5,0869 5,08691 4264,22 0 

Clients*Images 1 0,0007 0,00073 0,61 0,436 

Error 56 0,0668 0,00119   

Total 59 10,7179    

 

 

Figure 54: Residual plots for 5x80 client response time after Box-Cox 
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3.4 Analysing the response time in web service methods 
This section contains all the results for the timestamp implementations in the different 

methods used in the web service. Figure 55, Figure 56 and Figure 57 shows the time in 

milliseconds it took for the various methods to execute when one mobile client starts up and 

gets 1, 5 and 10 workorder-assignments. The figures show all ten repetitions that are done 

on the x-axis and the time in milliseconds it took for each method per run in the y-axis. In 

Figure 55 the method that gets the assignments is the one that takes the longest of all the 

methods with its 80 milliseconds in run 6 to 9. The others are quite low except for the 

method that gets the application version in series four where it also uses 80 milliseconds to 

execute.  

Figure 55: Comparing method durations for 1 workorder-assignment 

 

In Figure 56 where the client gets five workorder-assignments on start up the method that 

gets the assignments are much higher than the others. It is very stable around 200 

milliseconds while the others are very close to 0 for most of the runs. 
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Figure 56: Comparing method duration for 5 workorder-assignments 

 

When the client gets ten workorder-assignments on start-up, Figure 57 shows that there is a 

peak in the method that gets the assignments between run 5 and 7 with a top of about 800 

milliseconds. The other methods start off between 0 and 400 milliseconds and then goes 

down close to 0 for the rest of the runs.  

 

Figure 57: Comparing method duration for 10 workorder-assignments 

 

Figure 58 shows the comparison of the time in milliseconds it took to get the workorder-

assignments in the three different cases where the mobile would retrieve 1, 5 or 10 
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number of assignments and that from run 5 to 6, the test where ten assignments are 

retrieved, the time is nearly doubled for a time.   

 

Figure 58: Comparing the method for 1, 5 and 10 workorder-assignments 

 

 

In Figure 59 all the different methods are compared for the different workorder-assignment 

retrievals. It shows all the methods except the method that gets the actual workorder-

assignments and illustrates that the methods use a longer time to execute when taking 10 

assignments instead of 1 and 5, in most cases. 

 

Figure 59: Comparing all methods except workorder-assignment method 
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When the mobile client starts up and retrieves one workorder-assignment, it is shown in 

Figure 60 that it takes the method that gets the assignments on average 0.063 seconds to 

execute. For this case, the mobile client response time was 0.806 seconds. For five 

assignments, it takes 0.206 seconds for the method and 1.206 seconds for the client to get 

the data. With ten assignments, it took on average 0.427 seconds for the method to execute 

of the total 2.867 seconds. 

 

Figure 60: Comparing total average client response time with average method time  

3.5 Summary and discussion of results 
This section will discuss and summarise all the results presented in this chapter. Section 3.5.1 

will contain a summary of all the results in this thesis and mention some extra observations 

that is seen during the tests, and section 3.5.2 will discuss some possible improvements that 

can be applied to ProApps. 

 

3.5.1 Summary of results 
To measure the response time for the mobile client and the CPU load on the application 

server, there is set up a total of eight tests (section 2.2.3). The tests are set to measure the 

time it takes to request data until each client receives it and to measure the CPU usage on 

the application server when these requests are done. What the tests shows in section 3.2.1, 

3.2.3 and 3.2.5 is that in the two setups where the maximum number of clients and images 

are the same (10x10 and 20x20), the clients has the biggest impact on both response time 

and CPU.  The time it takes to retrieve data in each client also becomes longer when 

increasing the number of users compared to increasing the number of images. However, 

when having double as many images as clients (10x20), the images have the biggest impact.  
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All this is proved by calculating the average time gathered for each test scenario and 

comparing them, and by using ANOVA to prove the most important factor. In some cases 

where the residuals of the ANOVA are not normally distributed, there is performed a Box-

Cox transformation with various lambda values. This transformation normalized the data 

and helped define the most significant factor, see section 3.2.2, 3.2.4 and 3.2.6.   

For the web application, there is only done one factorial setup test, seen in section 2.2.5. In 

section 3.3 it is shown that images have a greater impact on the response time than the 

number of simultaneous users have. This statement is proven by using ANOVA and a Box-

Cox transformation in section 3.3.1 and 3.3.2. By using the timestamps in the web 

application and the timestamps recorded in NEOLOAD, there is also done an interesting 

discovery. It is discovered that it takes quite some time for the application to show the 

information in the GUI after the search button is clicked. When five simultaneous users 

clicked the search button at the same time, retrieving 20 workorder-assignments with 80 

images, Figure 50 shows that it takes on average 78 seconds before the result are displayed 

in the GUI. However during this time Figure 51 shows that the web application only uses 

48.49 seconds to get the data from the SQL database and assign it to the lists used to display 

the data.  Meaning that it takes 29.81 seconds from when the application have gotten the 

data and assigned it until it is rendered and showed in the web browser, as illustrated in 

Figure 52. These 29.81 seconds are 61.93 percent of the total search time. 

When testing the web service, there is just implemented timestamps in all the methods that 

the mobile application uses on startup. Using these timestamps it is possible to record which 

of the methods that take the longest to execute, and the results show an expected outcome 

in section 3.4. The web service method that retrieves the actual workorder-assignments is 

the one that in all cases takes the longest time in milliseconds. The other methods do mostly 

use a very short time to execute, but will in some instances rise above average. One example 

of this is when getting one assignment on start-up. The method that checks for a newer 

version of the application will in two instances take a longer time to execute than the 

method that retrieves the workorder-assignments (Figure 55). In all other cases, this method 

will take little to no time to run. So seeing that the results are a little diverse and that no 

pattern is shown there will be needed more replications of the tests to establish a good 

average.   
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3.5.2 Discussion of results 
This section looks at the possible improvements that can be done in the different parts of 

the ProApps system to improve the response time of the different clients or the CPU usage 

of the application server.  

Looking back at the tests that are done on the mobile client in section 2.2.3 and the results 

that are shown in section 3.2 there are no immediate discoveries that indicate that the 

application can be improved.  One tweak could be to decrease the amount of data that can 

is retrieved by the application. Rather than requesting everything at once, the requests can 

be split up into smaller blocks retrieving only the data that would be needed at the time. 

However, when the mobile simulation tool connects threads to the web service to request 

data, it will always take much longer time to do so on the first absolute connections. When 

setting up the first connection, the response time will be up to 1.5-2 seconds instead of for 

example 0.6 seconds like in the rest of the instances. This delay happens each time the 

simulation application is opened for the first time. However, after the first retrievals are 

done the following ones will be very quick up until the moment that the application is closed 

and started again.  

During the testing on the web-clients, it is discovered as an extra observation that all of the 

events triggered in any application would affect the server. Writing in any text field or 

clicking in a drop-down menu will make the CPU rise for a short time on the application 

server. By for example writing very fast in a text field, the CPU will rise to 100% for as long as 

the rapid writing is going on, choking the thread handler. A further study of the code behind 

the web applications, it is discovered that all actions trigger a call to the server. It is also 

discovered that when the workorder web-application tries to retrieve more than 50 entries 

of workorder-assignments with images, a “System.out.of.memoryException” error will 

appear. This error means that the amount of data that is supposed to be sent are more than 

the application server can handle. Since the application is built on the same framework as all 

the other applications, it can be assumed that they all have the same problem. To increase 

the performance of the applications, they have to be re-written in a way so that not all 

events happening in the web-browser triggers a server call. When the users, for example, 

click in a drop-down or write in a text field the server should not need to be called. Only by 

fixing these things the applications could possible increase drastically in performance, as all 

the small things take up CPU on the application server in the current state, slowing down the 

total experience. For the error with the “system.out.of.memoryException” the applications 

can be re-written so that it uses paging to show the results. The paging can be showing a 

maximum of 20 results at the time, for example, instead of getting everything at once.  
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Lastly, as the application server in the test environment is rather weak, with only 4 GB RAM 

and one virtual processor(2.1.3). The server would most likely be able to handle a lot more 

work just by improving the specifications, like upgrading the CPU. 
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CHAPTER 4 
4 Conclusion and future work 
This chapter will contain a discussion of the work that has been done in the thesis, the 

results that were presented in chapter 3 and how the results intertwine into the thesis 

objectives set in the beginning.  

4.1 Objective and research questions 
The main objective of this thesis was to do a performance and scalability analysis of the 

Navcite ProApps platform. The work included looking for system bottlenecks and finding out 

what factors that had the biggest impact on the system.  Included in this objective there 

were three research questions that were mentioned in section 1.4 

1. Identify methods for performance evaluation of computers and networks  

2. Identify critical system components to measure non-intrusive in distributed systems  

3. Define an experimental design to capture valid use cases and study their effect on 

system performance  

4.1.1 Identify methods for performance evaluation  
The first research question was to find and use methods for evaluating the performance of 

computers and networks. This research question meant finding out how to acquire the right 

information that later could be used to assess the performance of either a server or a 

network. This question was also the first one to be answered and resulted in the usage of 

multiple applications and the creation of one. Wireshark was one of them and was used to 

measure network traffic between points in the system and a C# application was created to 

simulate mobile clients (see section 2.2.2). We also used PERFMON to record CPU usage 

(2.2.1) and NEOLOAD to simulate web-application users (2.2.4).  

4.1.2 Identify critical system components to measure  
The second research question was to identify where the methods in point one could be used 

to get sufficient measurements that were relevant to the work. This identification meant to 

look through the ProApps system architecture (application server, database server) to find 

out where the different methods and tools could be used. One spot that was interesting to 

study was the application server. This server was interesting since it holds many important 

installations like the web service, ProApps OS, ProApps applications, NAV server and 

integration services (see section 2.1). Together with the application server the mobile 

application (section 2.2.3), the web applications (2.2.5), and the web service (2.2.6) were 

analysed.   
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4.1.3 Define an experimental design and study their effect 
The third research question was to design an experiment design in to set up valid test cases, 

and to examine the results of these. This part was important as we had to prove that we got 

reliable results in our tests.  As mentioned in section 1.5, a factorial design was identified to 

be a suitable methodology to set up valid tests cases. There was set up eight two-level 

factorial design tests for the mobile application (section 2.2.3) and one of the web 

applications (section 2.2.5). To analyse the results of these tests we used a two-level ANOVA 

to determine whether there was any significant difference between the factors that were 

tested. The last part of this research questions was to analyse the results gathered. Here the 

point was to look and understand the results and to be able to describe why the results may 

be as they are. These findings were summarised in Section 3.5 

 

4.2 Conclusion 
The main objective of the thesis was to do a performance and scalability analysis on 

ProApps. This objective included finding methods for performance evaluation, identifying 

what parts of the system that should be tested, how to use experimental designs to get valid 

tests cases and to analyse the results. During the thesis, a simulation tool was developed in 

C# to help simulate mobile users, and a tool called NEOLOAD was used to simulate web-

application users. By using factorial design, two-level ANOVA and in some cases a Box-Cox 

transformation we identified that in the cases where the number of application clients 

equals the number of images retrieved, the clients has the biggest impact on both client 

response time and application server CPU. The application server in the ProApps 

architecture also proved to be the most affected part of the system, as all web applications 

are hosted on this server, and they all produced many server requests. The web service that 

also is located on this server has one web application and the mobile application using it. On 

the server, there is also a custom Windows service running in the background performing 

tasks. To conclude, the application server is the most notable bottleneck in the system, and 

must be hosted on a powerful server to handle the workload. 
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4.3 Future work 
In this thesis, the factorial design tests that were done had two factors. Future work could 

include the custom integration services as a third factor, as it is expected to have an impact 

on both response time and the server CPU. The testing environment provided could also be 

more extensive for future system analysis, and there can be further testing on the other web 

applications. Lastly, the mobile application can be tested with different kinds of data setup 

instead of just images to see how these impact the system performance.  
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