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Planetary Micro-Rovers such as the Micro-RoSA-2 Mars Rover were designed for 

autonomous exploration mission in space. The mission is characterized by very 

limited tele-operation, limited knowledge of planetary terrain and challenges in 

rover localization and hazard detection. Therefore, it requires an accurate 

localization system. However, conventional odometry for planetary rover 

always has intrinsic error due to wheel-slippage and blockage.  

A vision-based odometry system is not affected by those problems; also, it 

utilizes the rover’s ready vision system hardware. It is a promising supplement 

component for the micro-rover localization system. The visual odometry system 

design would also focus on the limited system resource aspect of the mission, for 

a balance between minimizing the computing and physical load on the rover 

and utilizing of communication band-width to the Lander.   

Also, the vision system for the RoSA Rover is essential in providing a geology 

research tool for geologist to visually investigate subjects of scientific interest on 

the spot. That would enable selectively sample collecting- rather than the less 

effective random sampling- for examination in Lander’s geology research lab. 
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Chapter 1 - Introduction 

Introduction 

 

 

Figure 1 - Timeline showing branches in development of robotics [Mur00] 

 

The development of robotics in the last decades (as illustrated in Figure 1) has 

seen machine vision emerging as a capable supporting technology for robots, 

including planetary rovers. In early space missions, the vision-system was 

merely a data-acquisition part whilst rovers were tele-controlled by ground 

operators.  Since the 90’s, with powerful onboard computers and advances in 

AI robotics, vision-system has been an important part of the new generation 

of autonomous planetary rovers. Various applications have been realized, 

besides the traditional application of visual geology research: hazard 

detection, path planning and localization.  

 

The thesis is motivated by one novel application of machine vision in space 

exploration robotics – visual odometry. The objective is to develop a visual-
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system for planetary micro-rovers that performs motion estimation as a plug-

in of the localization sub-system. We evaluate the applicability of our system 

on the Micro-RoSA-2 rover base on accuracy, compatibility and resources 

required.  

The next section presents a brief background of space robotics – i.e. robotic 

exploration rovers, overall system design of micro-rovers and then, an 

application of machine vision for such rovers.   

1.1 Robotic Exploration Rovers 

Space exploration was a vision fostered in the first half of the 20th century and 

unfolded during the second half of the century. Within a few decades, 

important milestones have been achieved: the world's first artificial satellite 

Sputnik 1 launched in October 1957; Alekseyevich Gagarin became the first 

human to venture into space in April 1961; Neil Armstrong and Edwin 

Aldrin, Jr. became the first human beings to set foot on the moon in July 1969. 

In November 1970, Luna 17 landed on the moon and deployed the first 

planetary rover Lunokhod – which was driven by a five-man team on Earth 

[Mor02]. 

Since then, robotic exploration rovers have been used more and more often in 

space missions. Because of the long journey to neighboring planets and 

dangers for astronauts, robotic rovers take the main role in planetary 

exploration missions nowadays. With improved AI and mature sensor 

technology, robotic rovers are capable of autonomous operation with only 

little supervision. Examples of successful rovers are (see Figure 2): the six-

wheeled ‚Sojourner‛ micro-rover deployed on the surface of Mars in July 

1997 Pathfinder mission to examine the nearby terrain and take images of the 

planet's surface; the Spirit and Opportunity MER (Mars Exploration Rovers) 
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landed on Mars in January 2004 to cover kilometers and perform geology 

research with various onboard instruments.  

 

Figure 2 - Mars exploration rovers: Sojourner (middle), Spirit MER (right) and the prototype FIDO (image 

courtesy of NASA) 

The diagram in Figure 3 displays the effective range of planetary scientific 

investigation as a convenient way to categorize different robotic concepts and 

their non robotic alternative. Although extra-long-range robots have been 

proposed using balloons either filled with lighter gas (Russian VEGA balloon 

1985) or with warmed gas (Mars 92 Solar Montgolfiere), they lack robustness 

and require complicated navigation systems. Efforts have been directed to 

robotic rovers of long and medium-range, rovers designed to cover hundreds 

of meters to kilometers include the rovers deployed on the Moon, the Russian 

Marsokhod for Mars 92 mission and NASA’s Opportunity and Spirit rovers 

in 2004. 

Besides mini and long-range rovers, there is a class of rovers that is designed 

to operate in a short-range of tens of meters around the lander site. Examples 

include the 10-kg Sojourner rover in Mars Pathfinder mission and the 
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Nanokhod tracked micro-rover developed by ESA (European Space Agency). 

The next section describes in detail these micro-rovers’ specific design 

principle that places concern on payload ratio, simplicity and reliability. 

 

Figure 3 - Classification on space robotics concepts by effective range [Vis98] 

1.2. Planetary Micro-rovers 

Planetary micro-rovers are characterized by reliable systems with low 

resource requirements and acceptance of harsh environmental conditions. 

Their role is not only to collect soil samples to be returned to Earth but also to 

provide mobility for scientific payload, such as instruments for environment 

analysis and investigation.  For instance, ESA’s Nanokhod micro-rover is 

developed for in-situ measurements with APX spectrometer, microscopic 

camera and blower/grinder assembly [Ber00]. The up-scaled version Micro-

RoSA-2 rover is designed with drilling and sampling devices for under-

surface geology research (see Figure 4.) 

For its specific mission type, the micro-rover system is designed to be light 

and compact, with maximum payload capability (for example: Nanokhod 

with dimensions of 220 x 160 x 65 mm and total mass of 2.25kg can support a 

scientific payload of 1.1kg – a significant ratio of 50%) [Ber00].  The micro-

rover contains mainly its moderate locomotion system. Other sub-systems 
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such as power and communication are omitted.  Instead, the micro-rover is 

connected to the lander via a tether to make use of the Lander’s power and 

data handling resources [Lan00]. 

 

Figure 4 - ESA micro-rover Nanokhod (left) and it up-scaled version Micro-RoSA-2 (right) (image courtesy of 

ESA) 

Among the design aspects of the micro-rover, good navigation is critical in 

order to achieve the principal mission of deploying scientific instruments 

accurately and safely in the lander vicinity. That requires foremost precise 

localization of the rover in its workspace. The proposed localization system 

for a micro-rover is a stereo-vision system on the lander side that tracks and 

locates the rover (with the aid of LED markers on the rover trunk) and 

encoder odometry on the rover [Lan00]. Lander-based localization gives low 

accuracy in heading and especially when the rover is further away. In 

addition, requirement of a clear line-of-sight places constraint on the effective 

workspace of the rover. An accurate and reliable rover-based localization 

system; therefore, is a more suitable solution. 

Conventional encoder odometry in practice does not provide sufficient 

accuracy. Wheel slippage is the main source of error as encoder odometry 

approximates the rover’s travelled distance by the rotation of its 

wheels/tracks. Wheel slippage for planetary rovers travelling either on soft 

sandy or rough rocky terrain varies with soil characteristics and raises 
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disruptively during slope climbing and descending (in one case the Spirit 

rover experienced up to 125% slippage on a slope in Columbia Hills) [Mai04].   

Visual odometry, in contrast, is not affected by wheel-slippage and terrain 

condition. Hence, it is a possible supplement for the localization system of 

planetary micro-rovers. 

1.3. Vision Odometry for planetary micro-rovers 

A vision-system on micro-rovers is in most cases a visual geology research 

tool. Cameras and microscopic cameras are used to capture the scenery as 

well as close-up images of rocks and terrestrial surfaces. Also there is vision-

guidance for scientific instruments to perform certain tasks – such as aiming a 

drill head or controlling a soil scoop. Besides those common features, a 

vision-system could also provide an effective and powerful navigation tool, 

or a supplementary for the navigation system.  As independent applications, 

vision systems have been used as sun-sensor for heading measurement on the 

FIDO rover [Jpl08] or as early hazard detection mechanism for various rovers. 

As an integrated part for the navigation system, vision systems could be used 

to estimate the rover’s 6-DOF motion, giving both dead-reckoning 

localization measurements and attitude information. The later application is 

defined as visual odometry. 

 

Figure 5 - Panorama of Pathfinder's landing site on Mars showing the typical terrain planetary micro-rovers 
work on (image courtesy of NASA) 
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Visual odometry is a technology well suitable for planetary rovers - due to 

the characteristic of their working environment as well as easy integration. 

Figure 5 demonstrates a typical terrain the rovers work on. The rocky surface 

and sandy soil introduce large errors to the conventional encoder odometry. 

However, since visual odometry use terrain features as reference, those rich 

texture surfaces of Mars and other planets contribute to its accuracy. In 

addition, visual odometry depends only on light conditions which are 

predictable and can be enhanced by active illumination.  

Finally, it is only implemented at the software level and utilizes the existing 

hardware of the rover vision-system. 

In summary, the scope of this project is to develop a Visual Odometry system 

for planetary micro-rovers, to evaluate the use of Visual Odometry as a part 

of the localization system. Possible further development includes the geology 

research features for the vision system for concept demonstration. The vision 

system will be implemented and tested on the Micro-RoSA-2 rover. 
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Chapter 2 – Related Works 

Related Work 

 

 

Visual Odometry is a novel application of machine-vision for navigation of 

autonomous robots that has been advancing steadily in recent years with 

many research works and test runs. Since Moravec’s work on a Seeing Robot 

Rover in 1980 [Mor80] and Matthies and Shafer’s sequential methods that 

achieved an accuracy of 2% for 5.5 meter coverage registered with 55 stereo 

image pairs [Mat89], there have been efforts to make visual odometry a 

practical solution.  Nistér and colleagues have implemented a real-time visual 

odometry with iterative pose refinement scheme on stereo system that’s 

works accurately over a long image sequence- covering a distance of 

hundreds of meters [Nis06]. Other approaches to visual odometry include 

Optical flow based motion estimation [Car04], ego-motion with 

omnidirectional images [Cor04] and a managerial sequence scheme for roll-

backs and better estimation [Str06]. In addition, visual odometry has been 

used together with Inertial Measuring Units (IMU) and filters to yield better 

performance and wider application range [Str06] or implemented as an 

elementary part of a complex navigation system to give flexible task-oriented 

usage [Hel04].  

Successful demonstrations of the concept include autonomous vehicles in the 

DARPA cross-country race, rescue robots on disaster sites and the acclaimed 

MER rovers on Mars. The approach to visual odometry is different for each 

case, depending on the application’s condition and requirement: from stereo 

systems with real-time filters to monocular systems with minimized 
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computational load. In the next section, we will discuss the technique and 

algorithm used in each example; and in doing so, search for the optimum 

approach for micro-rovers. 

2.1 Stereo Visual Odometry 

The stereo system is a common approach for visual odometry. The available 

stereo input with known stereo geometry is leveraged to obtain more stable 

visual odometry. It is advantageous over the single camera approach when 

there is little camera motion; hence, small disparity between single image 

steps. A stereo visual odometry system has been tested on the PERCEPTOR 

vehicle shown in Figure 6 by Nistér et al. [Nis06]. It shows remarkable 

accuracy in real-time long-distance operation; especially with slip-correction 

ability (Figure 7). 

 

Figure 6 - The PERCEPTOR platform used to quantitatively test stereo visual odometry (with front stereo 

heads) [Nis06] 



 2.1 Stereo Visual Odometry 10 

 

Figure 7 - Visual odometry (red - R) versus DGPS output (blue - B) (top-right); normal case: Gyro + Visual 

odometry (green - G) comparing with Gyro + Wheel odometry (red- R) and DGPS (blue - B) (left); high-slippage 

case: Wheel encoder + Visual odometry (red - R), Visual odometry (green - G) and DGPS (blue - B) (bottom-

right) [Nis06] 

In normal run, position estimated by pure visual odometry position is close to 

ground-truth differential GPS readings (1.36 % error for meadow and 1.63% 

for woods environment [Nis06]). Also, the plot of visual odometry position 

superimposed on DGPS in Figure 7 (top-right) implies accuracy in transverse 

measurement and error is mostly from sharp-rotation estimation. Hence, 

when combined with precise heading measurement from gyro yields a 

solution that is comparable to ground-truth DGPS reading and better than the 

gyro and wheel odometry combination (Figure 7 - left). 

A high-slip run – during which the vehicle climbs a 50-degree sandy lope, 

gets stuck and then makes it to the top of the hill - demonstrated the 
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application of visual odometry in slip-correcting. In such situations, wheel 

odometry gives erroneous result and benefits from fusion with visual 

odometry to get close to the ground-truth. Visual odometry result is not 

affected by wheel-slippage and also is smoother than the DGPS data [Nis06].  

Stereo visual odometry has been implemented on the MER Spirit and 

Opportunity rovers, illustrating its applicability for planetary rovers and 

evolving from an extra credit capability into a critical vehicle safety system. 

The development of the system on the MER rovers reflects on optimizing the 

algorithm for use with limited resources. The MER rovers’ 20MHz CPUs take 

up to three minutes for a single tracking step; therefore, Mark and colleagues 

chose making the tracker robust to large changes in feature location whilst 

taking images as infrequently as possible [Mai07]. Throughout the two-year 

run, the team realized methods for optimization such as more accurate 

feature covariance calculation, outlier rejection with RANSAC (Random 

Sample Consensus) and operation-specific constraints. The error is reported 

to be less than 2.5% over a 24-meter course with less than 5.0 degree error for 

rotation. The solution converges in more than 90% of the cases [Hel04]. 

 Figure 8 shows the result of Opportunity rover navigation with and without 

the aid of visual odometry to correct wheel slippage and illustrates how 

features are extracted from the background and tracked in a series of images. 

It is noticed that the tracks left by the rover provides valuable features for 

tracking, especially in featureless yet pliable terrain [Mai07]. 
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Figure 8 - Result of visual odometry aids in navigation of Opportunity rover: path with visual odometry (green 

- G) and with only wheel odometry (blue - B) (top); Features tracked through a series of images (bottom) 

[Mai05] 

Helmick and his colleagues designed an integrated system to navigate a Mars 

rover in high-slip environment [Dan04] that uses stereo visual odometry, 

fused with IMU and vehicle odometry by a Kalman filter. The system pilots 

the rover to keep close to a planned path whilst detecting and compensating 

for slippage. For using only visual and inertia sensors, it is independent of 

terrain geometry and soil characteristic – which is a desirable characteristic 

for planetary rovers. The architecture as illustrated in Figure 9 gives an idea 
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how visual odometry is utilized as an essential part of a complex navigation 

system. 

 

Figure 9 - Path-following/slip-compensation architecture for Mars rovers [Dan04] 

2.2 Monocular Visual Odometry 

In the previous section, it has been shown that a stereo system gives the 

advantage of known disparity; hence, easier feature matching and yields high 

accuracy for visual odometry. However, visual odometry on a tracked rescue 

robot by Dornhege and Kleiner [Dor06] suggests that a monocular system 

could give sufficient accuracy for vehicles with simplified kinematics, 

undisrupted movements and rich texture terrain. For the rescue robot Luker 

(shown in Figure 10), Dornhege and Kleiner estimate rotations by the IMU 

and translations by visual odometry. By using visual odometry just for 

detecting translation, the analysis of optical flow is greatly simplified. The 

system filters out rotational component from the coarse optical flow obtained. 
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The true translation of the robot is then determined from all single translation 

vectors of tracked features (Figure 10 – middle & right) by voting algorithm 

[Dor06].   

 

Figure 10 - The Luker rescue robot (left) and its Visual odometry detecting translation in forward (middle) and 

side direction (right) [Dor06] 

Besides results confirming good performance of the visual odometry system, 

[Dor06] also provides estimation on the computational resources needed. On 

an IntelPentiumM 1.20GHz computer, the maximum frame rate is 6 Hz for 

complete feature tracker, image size 320 x 240.  

The reviewed works on visual odometry indicate accuracy, robustness and 

promising utility in motion estimation and slip-detection. Visual odometry is 

also a ready plug-in to enhance the localization system using wheel-odometry 

and IMU. Consideration for the visual odometry system for planetary micro-

rovers is summarized by Maimone et al. after the two-year development of 

visual odometry on the MER rovers [Mai07]: ‘For planetary exploration 

applications, the primary performance limitation for Visual Odometry at present is 

the runtime of the image processing part of the task given the highly constrained 

flight computers available, not accuracy or precision of the motion estimates.’  
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Chapter 3 – Visual Odometry Algorithm 

Visual Odometry Algorithm 

 

 

In this chapter, we will have a closer look at the core of our visual odometry 

system – the visual odometry algorithm. In principle, visual odometry is a 

translation process starting with a sequence of images and completing with 

the motion of the camera. How do we get from the images to the motion is 

depicted in Figure 11. 

 

Figure 11 - From image sequences to camera motion 

The link between images and motion is optical flow and motion field.  

By nature, optical field is the change in the brightness pattern on the image 

plane; while motion field is the change in the objects on the real plane. 

However, our application satisfies the assumption of Lambertian surfaces 

(the brightness of such surface is constant regardless of the angle from which 

it is viewed), unchanged illumination and small disparity – which effectively 

makes:  

𝐎𝐩𝐭𝐢𝐜𝐚𝐥 𝐟𝐥𝐨𝐰 ≅  𝐌𝐨𝐭𝐢𝐨𝐧 𝐟𝐢𝐞𝐥𝐝. 
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With the optical flow/motion field as the link, we divide our algorithm into 

two parts: 

 Correspondence: 

To find optical flow by detecting the change between images, 

 Interpretation:  

To retrieve camera motion by analyzing the motion field. 

3.1 Correspondence 

This correspondence step is in particular feature tracking - to extract a set of 

features in one image, then to locate those features in the other image. The 

result is the optical flow between the images. By approximation, we have the 

sparse motion field (motion field of only concerned features, not of all the 

pixels) that will be further interpreted to estimate the motion of the camera.  

 

Figure 12 - Feature tracking algorithm 

Figure 12 summarizes the selection of methods for the Visual Odometry 

algorithm’s correspondence part. There are a few options for feature tracking. 

With consideration of our application requirements, we selected the 

accredited combination: Pyramidal Lucas-Kanade tracker plus Shi-Tomasi 

selector.  
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In the following sections, we will go into details the different methods and 

explain the reason of our choice. 

3.1.1. Good feature extraction 

In machine vision, it is logical to select a set of features in an image to work 

with instead of processing all, e.g. 640x480 pixels. It is an important step, as 

Shi and Tomasi concluded in their work [Shi94] that reducing the number of 

bad features at the beginning of the process chain is more effective than at the 

later phases. Good feature selection help limit bad features to a few outliers, 

rather than overwhelming majority. 

There are three popular methods for feature extraction:  

 Grid-points  

 Harris corner detection 

 Shi-Tomasi 

In the grid-points method, features are the pixels located by a predefined 

grid; they are customized, equally spread throughout the image. This method 

does not require computational effort for extraction at all. The tradeoff, 

however, is the lack of distinctness of features. That makes the method 

unfavorable for planetary application, where the terrain is unknown and 

good features are often rare. 

The second method – Harris corner detection [Har88] – concentrates on 

getting the most distinguishable pixels in the image. Harris’s method finds 

pixels with large eigenvalues, indicating disrupt change in brightness within 

the pixel neighborhood. The features found are often at corners or along 

edges in the image. The disadvantage of this method is the distribution of 

features.  
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For best accuracy in the later part of the algorithm, a good distribution of 

features all over the image is essential. So, we adopted the Shi-Tomasi 

method. The Shi-Tomasi feature selector is, in principle, an improved Harris 

corner detector. It divides the image into regions like in the fixed grid 

method, and then uses Harris corner detector to find the best features in each 

regions. By doing so, the Shi-Tomasi method selects good features for 

tracking whilst it ensures that those features span the image. Hence, a balance 

between distinctness and spread of the features is achieved.  

3.1.2. Feature tracking  

Having a set of good features in the initial image, our next step is to track 

those features in subsequent images. To locate a feature in an image, knowing 

its location in the previous image, we need to assume a model of 

displacement for the feature. There are three different assumptions, in order 

of increasing complexity and precision:  

 Translation model:  

As the name implies, this model is for the pure translation case. The 

feature – or indeed a window of nxn pixels surrounding the feature – 

just shifts between images. The equation describing this translation 

model is 𝒉(𝐱)  =  𝐱 +  𝐝 , where x is the location in the initial image, 

h(x) is the location of the same feature in the subsequent image and d 

is the displacement. 

 Affine model:  

The affine model is used more widely in machine vision; it gives a 

closer approximation to the real transformation of the feature window: 

translation, rotation and skew. However, the model ( 𝐡(𝐱)  =  𝐀𝐱 +  𝐝 ) 

is of higher order and thus requires much more computation effort. 

 Projective model:  

The last and most complex model contains the perspective 
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transformation of the feature window ( 𝐡(𝐱)  =  𝐇𝐱  ). It is useful in the 

three-dimensional case, when translation and affine models are 

incapable of describing 3D deformation such as zoom and stretch. 

For our Visual Odometry algorithm, we chose the translation model. 

Although the translational motion assumption results in less accuracy and 

robustness, esp. when large rotation occurs, the simple model yields superior 

speed. With our application for micro-rovers, the motion is often at low 

speed, which means small disparity between images at the allowed frame-

rate. Hence, we accept a slight decrease in accuracy every now and then, in 

favor of fast processing time and less resources requirement. 

As with the model of displacement, the initial guess is another design 

parameter that varies among methods. There are two common approaches to 

predict the region to start matching for the feature: 

 Brightness constancy 

 Window matching 

In the window matching approach, a window of the feature neighborhood 

from the previous image is compared to different windows on the current 

image. The matched window is the one that has the maximum covariance. 

Although tracked history can suggest where the matched window likely is, 

this approach is random and exhaustive in nature, as opposed to the 

brightness constancy approach.  

In the brightness constancy approach, the apparent brightness of the 

observed scene is assumed constant [Ema98]. The equation of brightness 

constancy is: 

𝒅𝑬(𝒙 𝒕 ,𝒚 𝒕 ,𝒕)

𝒅𝒕
=

𝝏𝑬

𝝏𝒙

𝒅𝒙

𝒅𝒕
+

𝝏𝑬

𝝏𝒚

𝒅𝒚

𝒅𝒕
+

𝝏𝑬

𝝏𝒕
= 𝑬𝒙𝒖 + 𝑬𝒚𝒗 + 𝑬𝒕 = 𝟎  (3.1) 



 3.1 Correspondence 20 

where Ex, Ey, Et are the partial spatial and temporal derivatives of the pixel 

brightness E, and u, v are the components of the motion field vector. 

The brightness constancy equation gives a solution for initial prediction of 

feature displacement. It holds accuracy for small disparity when the 

illumination and brightness pattern are unchanged – which is true in our 

case. 

So, opting for the translation model and the brightness constancy approach, 

we chose the Pyramidal Lucas-Kanade method for feature tracking.  

The Lucas-Kanade tracker is iterative: the first translation d1 is obtained from 

brightness constancy equation at initial location x, the next and finer 

translation d2 is obtained at location x + d1, and so on. The location estimation 

of the feature is given by 𝒉 𝒙 =  𝐱 +   𝐝𝐢𝐢  , which is at sub-pixel accuracy 

after ten to twenty iterations [Bru81]. 

The original Lucas-Kanade tracker was improved into a pyramidal tracker, 

which works on different pyramidal levels of an image - from sparse to full 

resolution [Jea81]. The pyramidal tracker, hence, can handle larger disparity, 

by breaking it into manageable parts: the first translation dk is obtained - 

iteratively as described above - for the images at pyramid level k; the next 

translation dk-1 is obtained at location 𝑥𝑘−1 +  2dk  for the images at pyramid 

level k-1, and so on. The estimation with k pyramidal levels is: 

𝒉 𝒙 = 𝒙 + 𝟐𝒌𝒅𝒌 +  𝟐𝒌−𝟏𝒅𝒌−𝟏 + … +  𝟐𝒅𝟏 +  𝒅𝟎  (3.2) 

Where dk, dk-1, …, d0 are the translation steps of the feature through 

pyramidal levels of the image and are numerically in the same order of 

magnitude, and h(x) is the tracked location of the feature x.  

Figure 13 demonstrates the correspondence part of the visual odometry 

algorithm, with the Shi-Tomasi method to extract good features in the initial 
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image (top) and the Pyramidal Lucas-Kanade method to track them in the 

next image (bottom). 

 

Figure 13 - Feature extraction with Shi-Tomasi method (top) and feature tracking with Pyramidal Lucas-Kanade 

tracker (bottom) 
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The lines show the motion field vectors, green squares (numbered in the 

bottom image) are the location of features in the current image and orange 

squares (numbered in the top image) are the location of those features in the 

initial image. The length of the vectors shows that Pyramidal Lucas-Kanade 

tracker can handle large disparity. Also, as the tracker is based on brightness 

constancy at the initial location, it can track features that just go out of the 

current image (e.g. feature 38 and 50 – located on the rock on the left). That is 

a slight advantage of brightness constancy over window-matching approach.  

On the other hand, there are some bad matches (e.g. feature 17, 43, and 47) 

caused by local optima in the iterative method; the solution for that comes in 

the next section.   

3.2 Interpretation 

For the second part of the Visual Odometry algorithm – Interpretation – there 

are three potential methods that have been used in previous systems: 

 Homography:  

With the assumption that the images are perspective transformation of 

a common plane, Homography method finds such a plane, provided 

the motion field is given. The motion of the camera is then obtained 

from the perspective transformation of the plane images. 

 Factorization:  

This method is the 3D analogue of the Homography method. A set of 

3D feature points is tracked through a series of images, results in a 

linear equation system that will be solved for the 3D motion of the 

camera. Factorization methods, however, faces degradation when the 

images are of 2D scenery. 

 Motion field analysis:  

This is a direct method which analyzes the motion field as motion 
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vectors of the feature points in image planes. Statistics is applied to 

separate the rotation and translation component of the motion field. 

Then, rotation and translation are estimated by a closed-form solution. 

Example of this method is in [Don06]. 

The selection of method is based on characteristic of the application. 

Planetary micro-rovers with good navigation mostly operate in controlled 

2D-space. Temporal pitch or yaw, when occurs, can be detected and removed 

from analysis. Their motion is, in overall, planar-wise. For that reason, we 

chose the Homography method for motion interpretation.  

 

Figure 14 - Motion interpreting algorithm 

Figure 14 summarizes the algorithm for motion interpretation: the selection of 

the Homography method, the statistical filter for robustness and the 

information encrypted in the Homography matrix H3x3. After performing 

Homography estimation together with random sample consensus (RANSAC) 

to reject out-bounds and outliers, we will have a set of inliers that belong to a 

specific plane as well as the rotational and translational transformation (R, T) 

of image plane 2 with respect to image plane 1. The following sections 

describe the RANSAC Homography algorithm in a mathematical aspect. 
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3.2.1. Least squares estimation of the Homography 

For the set of matched features (X1, …, Xn)  (X’1, …, X’n), we have the relation: 

𝛌  
𝑿′𝒊
𝒀′𝒊
𝟏

 = 𝐇𝟑𝒙𝟑  
𝑿𝒊

𝒀𝒊

𝟏
 =  

𝒉𝟏𝟏 𝒉𝟏𝟐 𝒉𝟏𝟑

𝒉𝟐𝟏 𝒉𝟐𝟐 𝒉𝟐𝟑

𝒉𝟑𝟏 𝒉𝟑𝟐 𝒉𝟑𝟑

  
𝑿𝒊

𝒀𝒊

𝟏
    (3.3) 

where λ is a scale factor and h33 is set as 1. For each feature, we have 2 

equations: 

 
𝒉𝟏𝟏. 𝑿𝒊 + 𝒉𝟏𝟐. 𝒀𝒊 + 𝒉𝟏𝟑 − 𝒉𝟑𝟏. 𝑿𝒊. 𝑿′𝒊 − 𝒉𝟑𝟐. 𝒀. 𝑿′𝒊 =  𝑿′𝒊
𝒉𝟐𝟏. 𝑿𝒊 + 𝒉𝟐𝟐. 𝒀𝒊 + 𝒉𝟐𝟑 − 𝒉𝟑𝟏. 𝑿𝒊. 𝒀′𝒊 − 𝒉𝟑𝟐. 𝒀. 𝒀′𝒊 =  𝒀′𝒊

  (3.4) 

To be able to solve 8 unknown elements of H, we need at least 8 equations. 

Hence, the estimation of Homography requires at least 4 pairs of matched 

features. 

Let Hs be a vector of H in stack form (excluding h33), we solve for the 

unknown Hs in the linear equation system using least-squares method: 

𝐌𝟐𝐧×𝟖 . 𝐇𝟑×𝟑
𝐬 =
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 (3.5) 

Figure 15 illustrates how homography H contains the perspective 

transformation of a plane between two images. The back-projection 𝑥𝑏𝑝 = 𝐻. 𝑥 

of the initial image (top left) is shown in the bottom left. Its resemblance of 

the current image (top right) is shown in a superimposed image (bottom 

right). There is some blur on top of a rock corresponding to back-projection 

errors in the out-of-plane regions. 
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Figure 15 - Homography back-projection (bottom left) - from Initial image (top left) to current image (top 
right), superimposed on current image for comparison (bottom right) 

 

3.2.2. Random sample consensus (RANSAC) method 

Since least-square estimation of Homography is a low computation-cost 

operation, it is integrated into a RANSAC [Fis81] run to filter out outliers due 

to bad matching and out-of-plane features. That helps enhance the robustness 

and increase the accuracy of the visual odometry algorithm. 

A RANSAC cycle starts with selecting a sample set of 4 (the minimum 

requirement) random pairs of matched features and estimate the 

corresponding Homography. Then all features are back-projected from one 

image to the other with the calculated Homography. A back-projected feature 

that is within a distance from the found feature (threshold) is counted as an 

inlier. The size of the inlier set reflects the credibility of the inlier set itself. 
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After repeating that cycle for a number of times, the set that has the 

maximum number of inliers is returned as the best RANSAC set. 

The RANSAC algorithm demonstrated its robustness in bad matching cases 

with the percentage of correct matches as low as 5% (10 out of 200 features). 

Moreover, the RANSAC algorithm is an effective way to resolve possible 

occlusions – i.e. out-of-plane features such as small rocks and part of the 

rover itself.  

After feature tracking and RANSAC Homography steps, we have obtained 

the Homography H – a 3x3 matrix showing the planar transformation from 

image Ii to image Ii+1.  In the next section, the camera motion is obtained by 

decomposing the Homography H into translation T, rotation R and plane 

normal N components.  

3.2.3. Decomposition of the Homography by SVD 

From the obtained Homography H, we extract the motion of the camera 

image plane 2 with respect to image plane 1 (rotation R and translation T) and 

the plane geometry (normal vector N). The algorithm is based on the 

instruction in [Tsa82] and [Ma05].   

The mathematical expression of H is: 

𝑯 = 𝝀  𝑹 +
𝑻

𝒅
. 𝑵𝑻  (3.6) 

where λ is a scalar factor that would be adjusted to 1 by normalizing H. 

Singular value decomposition (SVD) of the Homography: 

𝑯 = 𝑼. 𝑾. 𝑽𝑻  =  𝑼𝟏 𝑼𝟐 𝑼𝟑  .  𝒅𝒊𝒂𝒈  𝝀𝟏,  𝝀𝟐, 𝝀𝟑  .  𝑽𝟏 𝑽𝟐 𝑽𝟑 
𝑻      (3.7) 

It has been proven in [Ma05] that λ2 is equal to the scalar factor in equation 

3.1. So, to simplify the equations, we normalize H to Hn = H/ λ2.  
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Then we perform SVD on Hn and obtain the closed-form solution of R 

(rotation), T (translation) and N (plane’s normal direction): 

𝑹 = 𝑼.  
𝜶 𝟎 𝜷
𝟎 𝟏 𝟎

−𝒔𝜷 𝟎 𝒔𝜶
 . 𝑽𝑻  (3.8) 

𝑻 =
𝟏

𝒘
 −𝜷. 𝑼𝟏 +  

𝝀𝟑

𝝀𝟐
− 𝒔𝜶 . 𝑼𝟑   (3.9) 

and  𝑵 = 𝒘 𝜹. 𝑽𝟏 + 𝑽𝟑  (3.10) 

where  𝑠 = 𝑑𝑒𝑡 𝑈 . 𝑑𝑒𝑡 𝑉  ,   

𝛿 = ±  𝜆1
2 − 𝜆2

2 / 𝜆2
2 − 𝜆3

2   
1
2  ,   

𝛼 =  𝜆1 + 𝑠. 𝜆3. 𝛿2 / 𝜆2 + 𝜆2. 𝛿2  ,   

𝛽 = ∓ 1 − 𝛼2 (the sign of β is opposite to that of δ),  

and w is an arbitrary scale factor.  

The closed-form solution gives at most two valid solutions (when all singular 

values λi of H are distinct). We solve this ambiguity by selecting the normal 

vector n closer to the expected value, assuming that the rover motion is 

planar.  
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To sum up this chapter on designing the Visual Odometry algorithm, Figure 

16 illustrates the algorithm in action – as a combination of Shi-Tomasi feature 

selector, Pyramidal Lucas-Kanade feature tracker and RANSAC 

Homography interpreter. 

 

Figure 16 – Visual Odometry algorithm in action 

The vectors (in both white and dark grey) show the features motion from the 

previous image to the current image. The square end of a vector is the 

location of one feature on the current image – estimated by the pyramidal 

Lucas-Kanade tracker; the point end of that vector is the location of the 

feature extracted by Shi-Tomasi selector in the previous image. RANSAC 

Homography increases the robustness of the algorithm by filtering out 

outliers (grey). The outliers can be a bad-match from feature tracking (shown 

in bottom right circle) or an out-of-plane feature (left circle). With all those 

steps, the Visual Odometry algorithm finally gives an accurate sparse motion 

field (white) and the correct motion interpreted from that motion field. 
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Chapter 4 - Implementation 

Implementation 

 

 

In this chapter we will go to the implementation of the Visual Odometry 

system, starting with hardware selection and camera calibration for the vision 

system, and then describing the tools to realize the software. Finally, we will 

discuss about the support systems that have been used for the development 

of our Visual Odometry system. 

Before going into implementation, here are the three requirements of our 

Visual Odometry system: 

 Flexibility 

Micro-rovers can perform various tasks, from carrying a scientific 

instrument around to take close-up pictures for geology research, or 

even – as for Rosa – to drill into the rock surface for deep-earth 

samples. Different missions require different configuration of the 

localization system. Some mission needs sophisticated localization for 

fine navigation, while some mission needs to maximize payload, 

hence, can afford the minimum odometry solution. So flexibility in the 

first and most important requirement for our Visual Odometry system 

– it guides the design of the system architecture as explained later on.  

 Simplicity 

The second requirement – simplicity – is due to the simple design of 

micro-rovers and their limited system resources. For simplicity, we 

chose the monocular solution instead of the stereo solution. Although 
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the monocular visual odometry algorithm is more complicated, the 

gain in hardware size makes the visual odometry system light and 

suitable for a larger range of micro-rovers. 

 Compatibility 

To make our solution applicable to a larger range of micro-rovers, 

besides simplicity, it is also important to make it compatible with the 

common platform of the micro-rovers. For compatibility, we 

implemented our visual odometry system in C programming 

language, on the Linux operating system. 

4.1 Hardware  

4.1.1 Camera 

 For the vision system camera, we chose the Philips Webcam 

SPC900NC that has a precision glass lens, with manual focal 

adjustment. The webcam has good low-light performance, 

high shutter speed to avoid blur caused by fast motion. The 

CMOS sensor support capturing images of the standard 

640x480 size, at frame rate up to 30fps. 

Finally, in terms of software, there is a supported driver for 

the Linux operating system that we work on. 

4.1.2 Camera Calibration 

The objective of camera calibration is to determine the intrinsic parameters of 

the camera in the vision system. The intrinsic parameters link the coordinates 

of 3-D points in camera frame to their projections on the image. Extrinsic 

parameters reflect the transformation of the camera frame with respect to the 

world frame and are important for camera rigs. For a monocular vision 

system we do not need the extrinsic parameters resulted from calibration.   

Figure 17 - Philips Webcam 

SPC900NC 
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Figure 18 - Camera parameters and image formation diagram 

Figure 18 illustrated the image formation process – in which a point in the 

world frame Pw is expressed in camera frame as Pc via extrinsic rotational and 

translational parameters (R, T). That point Pc is captured by the camera optics 

- with focal f and distortion coefficients k, p – and then digitalized into image 

point Pi. (Ox, Oy) is the image center and sx, sy are the horizontal and vertical 

sizes the pixel on the image sensor. 

Intrinsic Parameters 

The intrinsic parameters of a camera are of a set of parameters that is needed 

to characterize the optical, geometric and digital characteristics of the camera: 

fx = f/sx   – focal length in effective horizontal pixel size units 

fy = f/sy   – focal length in effective vertical pixel size units 

(Ox, Oy)  – image center coordinates in pixels  

k, p     – distortion coefficients  

The intrinsic parameters form the camera matrix K – which transforms a point 

in camera normalized image plane (z = 1) to a pixel on the image as 𝒙𝑖 =  𝐾𝒙𝑛 : 

K=  
𝑓𝑥 0 𝑂𝑥

0 𝑓𝑦 𝑂𝑦

0 0 1
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Figure 19 - From normalized coordinates to coordinates in pixels [Ma05] 

The geometric relationship between a point in the world frame 𝑃𝑤 =

  𝑋𝑤 𝑌𝑤 𝑍𝑤 1 𝑇  and its corresponding image coordinates 𝑥 =   𝑥𝑖 𝑦𝑖 𝑇 in 

pixels depends on the rigid-body motion (R; T) between the world frame and 

the camera frame (sometimes referred to as the extrinsic calibration 

parameters), an ideal projection Π0, and the camera intrinsic parameters K. 

The overall model for image formation is therefore captured by the following 

equation [Ma05]: 

𝛌𝒙′ = 𝛌  
𝒙𝒊

𝒚𝒊

𝟏
 = 𝑲𝚷𝟎𝒈𝑷𝒘 (4.1) 

λ𝒙′ =  
𝑓𝑥 0 𝑂𝑥

0 𝑓𝑦 𝑂𝑦

0 0 1

  
1 0 0 0
0 1 0 0
0 0 1 0

  
𝑅 𝑇
  
0 1

  

𝑋𝑤

𝑌𝑤

𝑍𝑤

1

    

with λ = Z0 for planar projection. 

The above equation can be expressed simply with a general projection matrix 

Π, as:  𝛌𝒙′ = 𝑲𝚷𝟎𝒈𝑷𝒘 = 𝚷𝑷𝒘  and 𝚷 =  𝑲𝑹 𝑲𝑻 . 
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Camera Calibration Toolbox in MATLAB 

For camera calibration, we use the popular Camera Calibration Toolbox for 

Matlab [Jea07] made by Jean-Yves Bouguet. The calibration procedure is as 

following: 

i. Capture images of a chess-board pattern in various positions and 

orientations, 

ii. Corner-detection for each image, with manual picking of the four 

outer corners and guessing of distortion parameters, 

iii. Intrinsic and extrinsic parameters estimation performed 

automatically by the toolbox. User can use the ‘corner reprojecting’ 

feature and then run the solver again in iterative manner. That 

gives accurate estimation with the reprojection error often 

converges on the 3rd or 4th run. 

Table 1 - Calibration result 

Camera:  Philips SPC900NC 

Number of images used: 22 

Focal Length [ fx fy ] (pixels) [ 776.94123   774.81545 ] ± [ 2.70018   2.55494 

] 

Principal point [ Ox Oy ] 

(pixels) 

[ 344.01337   248.67441 ] ± [ 4.43971   3.72949 

] 

Skew coefficient α [ 0.0000 ] ( angle of pixel axes is 90° ) 

Distortion coefficients 

[ k1 k2 k3 p1 p2 ] 

[  -0.03574   0.07486   -0.00035   0.00211   

0.00000 ] 

Pixel error [ 0.40617    0.41983 ] 

 

Figure 20 shows the calibration images used. The range is chosen to be 

appropriate for the application (25 – 40 cm). Out of the 25 images captured, 3 
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images were suppressed from the 2nd run onward, due to large reprojection 

error. The right image shows the chess-board corners detected by the tool-

box. 

 

Figure 20 - Calibration images (left) and corner-detection by MATLAB calibration toolbox (right) 

Figure 21 displays the extrinsic parameters of the camera – which 

corresponds to the various placements of the chess-board pattern - calculated 

by the toolbox (left) and also the reprojection error in pixels.  

 

Figure 21 - Calibration result - extrinsic parameters (left) and reprojection error in pixels (right) 
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Distortion Correction 

The distortion model used in the Calibration Toolbox is suggested in [Jan97]. 

The model includes radial and tangential distortions. A normalized pinhole 

image projection  𝒙𝑛 =   𝑥 𝑦 𝑇 =   𝑋𝑐 𝑍𝑐 𝑌𝑐 𝑍𝑐  𝑇 is corrected for distortion 

as follows: 

𝒙𝒅 =  
𝒙𝒅

𝒚𝒅
 =  𝟏 + 𝒌𝟏𝒓

𝟐 + 𝒌𝟐𝒓
𝟒 + 𝒌𝟑𝒓

𝟔 𝒙𝒏 + 𝒅𝒙  (4.2) 

where dx is the tangential distortion vector: 𝑑𝑥 =  
 2𝑝1𝑥𝑦 + 𝑝2 𝑟

4 + 2𝑥2  

𝑝1 𝑟
4 + 2𝑥2 + 2𝑝2𝑥𝑦

  ,  

with k1, k2, k3 are radial distortion coefficients, p1, p2 are tangential distortion 

coefficients, and r is distance to image center.  

 

Figure 22 - Correction for optics distortion in an image - original (left) and undistorted (right) 

Figure 22 demonstrates distortion correction for the camera. In the 

uncorrected image (left), the effect of optic distortion can be seen near the 

border, where straight lines – wall and ceiling edges – appear as curves. In 

the corrected image (right), those edges are straighten, yet the image is 

trimmed of its outer rim.   

In our Visual Odometry system, distortion correction is performed directly by 

the image acquisition module.  
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4.2 Software  

In this section we will explain the architecture of the Visual Odometry 

software, and the programming tools used to implement the Visual 

Odometry algorithm. 

4.2.1 Modular design 

 

Figure 23 - Visual Odometry software architecture 

For the system requirement of flexibility, we follow the modular design for 

our visual odometry system, as depicted in Figure 23. There are four 

functional modules:  Image acquisition, Image Transaction, Vision Engine 

and Telemetry, and the support database that links the four modules. Here is 

the description of each module’s role in the visual odometry system: 

 Image Acquisition:  

Captures images of the scenery, performs inline correction for optic 

distortion and histogram adjustment. 

 Image Transaction:  

Uploads image to database located on the lander, for processing or 

geology study purpose. 

 Vision Engine:  

Processes images with the visual odometry algorithm to obtain camera 

motion. 

1 2 

3 4 
5 
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 Telemetry:  

Controls the operational parameters of the system – such as frame rate, 

accuracy and speed balance, and resource management. 

The modules are independent, so that we can configure our visual odometry 

for different missions, with particular needs and constraints, as shown in 

Figure 24. The individual block’s module is numbered based on software 

architecture in Figure 23, and its placement is indicated by the letters R, L and 

G (for rover, lander and ground-station).  

 

Figure 24 - Possible configurations of visual odometry system 

For a simple mission that does not need precise localization and has little 

resources, we have the visual odometry at its fundamental form: a stand-

alone odometry sensor. That includes the image acquisition and vision engine 

together on the rover. That stand-alone sensor gives odometry output, 

without exchanging information with other processes. 

A more sophisticated configuration of the visual odometry is a plug-in to the 

rover’s localization system, and geology study system. In this configuration, 

the image acquisition and image transaction modules on the rover capture 

images and send them to the lander. The vision engine on the lander side will 

process the images and obtain odometry information. Since the vision engine 

is located on the lander, it can be integrated with other subsystems, e.g. 

1 

2 

2 4 3 

1 

1 

4 

4 
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lander’s stereo vision system, to provide a better localization solution for the 

micro-rover. 

The system can be extended into the most complex configuration, involving a 

telemetry module in the ground-station that let the users navigate the micro-

rover. In such broad navigation system, visual odometry is effective as an 

elementary sensor that supports feedback controls or a supplementary 

component to correct other sensors. 

4.2.2 OpenCV Computer Vision library 

The computer vision tool used in our project for the implementation of visual 

odometry algorithm is Intel’s open-source computer vision library OpenCV 

[Ocv08]. The library OpenCV has three main function groups:  

 OpenCV:  

Includes common image processing routines and algorithms, amongst 

which are the feature selector and feature tracker we needed for our 

system. 

 OpenCV Core:  

Supports linear algebra (esp. matrix computation that we used 

intensively throughout our visual odometry algorithm) and drawing 

functions. 

 OpenCV HighGUI:  

Handles frame capture, image storage, simple windows and 

interaction.   

Table 2 lists some of the OpenCV functions that we used for the 

implementation of our visual odometry algorithm.  
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Table 2 - Typical OpenCV functions used 

 Function Role 
A

cq
u

is
it

io
n

 
cvQueryFrame grabs and returns a frame from camera 

cvSetImageROI sets image region-of-interest, used to 

mask unwanted portion in the captured 

images  

cvUndistort2 transforms image to compensate lens 

distortion 

cvSaveImage/cvLoadImage 

 

saves/loads an image to/from file 

 

C
o

rr
es

p
o

n
d

en
ce

 

cvGoodFeaturesToTrack extracts features by Shi-Tomasi method 

cvFindCornerSubPix refines corner locations, used as a 

supplement for feature selector to achieve 

sub-pixel precision of feature location 

cvCalcOpticalFlowPyrLK calculates optical flow for a sparse feature 

set using pyramidal iterative Lucas-

Kanade method 

In
te

rp
re

ta
ti

o
n

 

cvSVD performs singular value decomposition 

cvSolve solves linear system or least-squares problem, 

used to find the Homography matrix H 

 

cvWarpPerspective applies perspective transformation to the 

image, i.e. homography back projection, 

for verification purpose 

G
U

I 

cvNamedWindow creates a simple window with basic 

controls 

cvWaitKey 

 

waits for a pressed key for some 

milliseconds, used for user interaction 
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4.2.3 MySQL database 

The database helps to link different modules together; it provides the storage 

for information – images, odometry results, and operational parameters – 

located on the lander. For fast prototyping, we used the open-source MySQL 

database and its bundled C API.  

MySQL database has hierarchical organization: Hosts >> Databases >> Data 

Tables >> Data Entries. The data entry type is defined by the data table it is in. 

Our system database has data tables such as: Images, vLoc for visual 

odometry result, and mLoc for manual ground truth. 

The prototype for data entry is simple and similar for all types of information, 

it has the format: 

[ Incremental Key | Time Tag | Data ] 

The incremental key is used as index for searching, and time tag is used for 

synchronization and further reference. The data field varies for the type of 

information. For images, the data field is a binary string called BLOB in 

MySQL. For odometry result, the data field encodes location (x_Loc, y_Loc) 

and heading (h_Loc).  

MySQL database was designed for optimal speed, so it’s ideal for our system 

as we want the visual odometry database not to slow down the 

communication between lander and micro-rover. In addition, it uses TCP/IP 

protocol for the transmission of data, which is secure and able to withstand 

loss of data.  
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4.3 Support systems  

4.3.1 Manual Ground truth Apparatus 

During the development phase, it is important to have a tool to monitor the 

location and orientation of the camera, in order to test different algorithms 

and to determine various design parameters. We made a simple and 

convenient tool for precise manual ground truth measurement – the TestBed.  

TestBed system 

 

Figure 25 - TestBed system setup 

The set up for TestBed is shown in Figure 25. The ground truth input system 

includes a laser head with 3 laser pointers, the left and right pointers aligned 

in a straight line point sideway, and the center pointer points forward. A 

ruler band surrounds the rectangular test field. The rover with laser head 

would be located via the three laser marks on the ruler band.  
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TestBed console 

The TestBed console is a small application written in C using MySQL C API 

for database and OpenCV library for GUI and linear algebra solution. User 

inputs the laser code of the three laser marks manually. From known test 

field parameters, the position of the three laser marks L0 (left), L1 (center) and 

L2 (right) are obtained. Then, the location of the rover O - the projection of L1 

on L0L2 - is solved as: 

𝐎 ∈ 𝐋𝟎𝐋𝟐
           𝐚𝐧𝐝 𝐋𝟏𝐎          ⊥  𝐋𝟎𝐋𝟐

           , in linear equation form: 

 
∆𝐲𝟎𝟐 −∆𝐱𝟎𝟐

∆𝐱𝟎𝟐 ∆𝐲𝟎𝟐
  

𝐱𝐎

𝐲𝐎
 =  

∆𝐲𝟎𝟐 × 𝐱𝐋𝟎 −  ∆𝐱𝟎𝟐 × 𝐲𝐋𝟎

∆𝐱𝟎𝟐 × 𝐱𝐋𝟏 +  ∆𝐲𝟎𝟐 × 𝐲𝐋𝟏
    (4.3) 

with ∆𝑥02 = 𝐿2𝑥 − 𝐿0𝑥  𝑎𝑛𝑑 ∆𝑦02 = 𝐿2𝑦 − 𝐿0𝑦  

The heading of the rover is obtained from the direction of 𝐿1𝑂         using arctan.  

Figure 26 shows the GUI of the TestBed console, with a place for user to input 

the laser mark code in the bottom left, and calculated location and heading in 

the bottom right. The circles on the rectangular boundary are the laser marks 

projected on the ruler bands, the lines connecting them are the laser beams, 

intersecting at the center O of the laser module. The white eclipse is the rover 

(or camera) with a circle as its center – shifted from the laser module’s center 

O, and the grey eclipses make the trail of the rover (or camera).  
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Figure 26 - TestBed application GUI 

The rover location and heading (Ox, Oy, Oθ) as well as time tag is then 

encoded and logged into the database and a local file.  As the ruler border 

resolution is in mm range, the TestBed ground truth system can locate the 

rover with 1-mm accuracy, and is reliable in measuring heading 

(heading resolution = sin−1 𝑟𝑒𝑠𝑜𝑙𝑢𝑡𝑖𝑜𝑛 𝑚𝑖𝑛 𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 𝑡𝑜 𝑟𝑢𝑙𝑒𝑟 𝑏𝑎𝑛𝑑  =

 sin−1 1𝑚𝑚 100𝑚𝑚  ≈ 0.6° ).  

4.3.2 SLAM Ground truth with J2B2 

Although TestBed provides precise ground truth, it is manual, therefore, is 

not suitable for long-distance test run with large number of measuring points. 

For an automatic ground truth, we used the J2B2 robot in the Automation 

System lab (see Figure 27) with its simultaneous localization and mapping 

system (SLAM) developed by our colleague Jan Hankenberg. J2B2 SLAM 

uses a 2D laser scanner for 180° range measurement with 2mm accuracy and 
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fits that ranging data into a map model to determine the robot’s location and 

heading. The SLAM accuracy is ± 5mm in location and 2° in heading. 

Although J2B2 SLAM is not ground truth in principle, its accuracy is 

appropriately significant to the expected accuracy of Visual Odometry. The 

advantage of SLAM localisation method is that the location is from absolute 

measurement. Therefore, error does not accumulate – indeed, any local error 

would be smoothed out eventually. In our J2B2 test, we will compare the 

localisation result by Visual Odometry with that by J2B2 SLAM. The focus is 

not in points of measurement but in trajectory, which is the better aspect of 

the SLAM method. 

 

Figure 27 - J2B2 Robot with Laser scanner 
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Chapter 5 - Evaluation 

Evaluation 

 

 

Evaluation of the Visual Odometry system started as early as the 

development phase, with tests on TestBed to determine the algorithm 

parameters and the optimal operation range. Upon completion, the Visual 

Odometry system was tested on the Rosa micro-rover and the J2B2 robot, for 

full assessment of its performance. This chapter starts with the important 

tests on Rosa, then with the long-distance tests on J2B2, and concludes with 

overall performance of the Visual Odometry system.   

5.1 Tests on Rosa  

Testing on Rosa is essential, as Rosa micro-

rover is the platform that our visual 

odometry system will be implemented on. 

The reference for visual odometry (vLoc) is 

ground truth measured by TestBed (mLoc).  

For our test runs, Rosa travels at the 

operational speed of 5.85mm/s translational, 

and 0.86deg/s rotational. At that speed, the 

camera frame-rate is set at 2 fps, based on the 

optimal disparity for the visual odometry 

system.  

The experiment is planned with six test runs: 

Figure 28 - Rosa rover with webcam and 
TestBed's laser module 
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 Test 1 (for calibration):  

Result from visual odometry is compared to ground truth in order to 

calibrate the camera height accordingly. 

 Test 2 (pure translation):  

Rosa travels forward 500mm. This test is to check the accuracy of 

visual odometry in the ideal case when there is no rotation. 

 Test 3 (pure rotation):  

Rosa performs various turns at 30°, 60°, 90° clockwise and counter-

clockwise. Although it’s pure rotation for the rover, for the camera, it’s 

a combination of rotation and sideward motion. The sideward motion 

by rotation results in much larger disparity than that of translation 

case; hence, this test checks the capability of the visual odometry in 

coping with large motion. 

 Test 4 (with obstacle):  

In this test Rosa travels forward 1000mm, encounters a stone on the 

way and climbs over it. Rosa experiences orientation variation in 3D, 

with pitch, roll and yaw. This test assesses the performance of visual 

odometry in the case of slight violation of the plan-wise motion 

assumption.  

 Test 5 and 6 (L-track and U-track):  

The last two test runs features a common trajectory of the micro-rover 

by a sequence of advances and on-the-spot turns. 

Result of the tests on Rosa is shown in Table 3. In comparison to TestBed’s 

mLoc as ground truth, visual odometry has average error of 1.7% for 

translation and 3% for rotation. The worst-case error is 4.1% for 

translation (at the last part of the U-track run, when some occlusion by 

shadow occurs) and 5% for rotation, also in test 6 U-track.  
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Table 3 - Result of Tests on Rosa - TestBed ground truth (mLoc) versus Visual Odometry (vLoc) 

 

 

T_mLoc T_vLoc |%error| R_mLoc R_vLoc |%error| 

Test 2 go forward 500mm  (Test 1 is to calibrate camera height) 

+500 mm 495.84 500.00 0.8%       

Test 3 turn at  0.015rad/s 

-30 deg       -27.60 -28.10 1.8% 

-30 deg       28.29 27.30 3.5% 

+30 deg       30.67 29.40 4.1% 

-60 deg       -58.41 -56.80 2.8% 

-30 deg       -28.47 -28.80 1.2% 

-30 deg       -28.32 -27.50 2.9% 

-30 deg       -28.08 -28.20 0.4% 

+90 deg       87.73 84.90 3.2% 

Test 4 climb over a rock 

+1000 mm +90 deg 1017.90 1003.74 1.4% 90.96 87.51 3.8% 

Test 5 L-track 

+1000 mm +90 deg 1001.85 1004.74 0.3% 90.51 87.10 3.8% 

+300 mm 305.87 300.72 1.7%       

Test 6 U-track 

+1000 mm +90 deg 1009.08 1005.79 0.3% 90.74 86.20 5.0% 

+300 mm +90 deg 307.38 300.95 2.1% 90.06 93.40 3.7% 

+1000 mm 1009.93 968.25 4.1%       

Average Error Translation: 1.7%   Rotation: 3.0% 

 

5.2 Tests on J2B2  

While the test on Rosa assess the accuracy of the Visual Odometry system 

numerically in operation steps, the tests on J2B2 provides insight by 

benchmarking visual odometry with the SLAM localization data by J2B2 

throughout long-distance runs. The camera is attached to the J2B2 robot at 

200mm height from the ground and connected to a laptop that runs the 
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Visual Odometry software independently from J2B2 computers. SLAM result 

is transferred to the camera center, instead of J2B2 center. 

Figure 29 illustrates the first test on J2B2. It is a 3.5m run – equal to the distance 

Rosa cover in 10 minutes at maximum speed of 5.85mm/s. The unit of 

measurement in the map is meter, and one grid is equal to 0.1m. The initial 

position of the camera is (0.25m, 0.02m). The camera featured both translation 

and rotation motion. Toward the end of the test, the camera also experienced 

backward movement.  

 

Figure 29 - Visual Odometry (red - R) versus J2B2 SLAM ground truth (blue - B) 

In Figure 29, the blue solid line is the trajectory of the camera recorded by 

J2B2’s SLAM. Blue broken lines indicate the heading of the camera from 

SLAM. The red solid line is the trajectory as logged by visual odometry, with 

heading shown as red broken lines. Overall, the results from visual odometry 
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and SLAM ground truth are comparable. After the start, J2B2 paused for a 

while; that is shown as the oscillation in the SLAM measurement at position 

(0.3m, 0.2m) and implies a drift in the SLAM ground truth. Hence, there is a 

5cm distance between the two lines for about a third of the test run. Other 

than that, the trajectory logged by visual odometry is close to that recorded 

by J2B2. 

Figure 30 shows the end of the trajectory magnified. One grid is equal to 5cm. 

We can see how resembling the visual odometry and SLAM ground truth are, 

especially in the wavy backward movement of J2B2 at the end of the test. 

Along the 3.5m run, the deviation of visual odometry from ground truth is 

7cm maximum – which means an average error of less than 2%. 

 

Figure 30 - Close up view - Visual Odometry (red - R) versus J2B2 SLAM ground truth (blue - B) 

Another test on J2B2 is for the extreme case of rotation – which is expected to 

be the weak link of visual odometry. In the test (illustrated in Figure 31), J2B2 

performed a 45° counter-clockwise turn, and then 315° clockwise. The 

forward movement in the end shows, in the case of dead reckoning, how 

error in heading results in large error in position. For this excessive turning 

test, visual odometry has 15° error in heading after the excessive turn of 270° 
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(counted from the start). That is about 5.5% error in rotation.  The end 

location by visual odometry differs about 25cm from ground truth. 

 

Figure 31 - Excessive turning test - Visual Odometry (red - R) versus J2B2 SLAM ground truth (blue - B) 

From the algorithm point of view, the error in rotation is partly due to the 

ambiguity of a rotation and a sideward motion. Such ambiguity causes a part 

of the rotation to be taken as translation. In addition, the change in 

illumination as the camera rotation induces bad feature-tracking steps. Those 

bad steps are filtered out by bound checks; odometry measurement is 

estimated as propagation from previous measurements. However, as bad 

steps are often the ones with large disparity, missing the significant rotation 

and translation from those steps contributes to the overall error of visual 

odometry.  
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In summary, the tests on J2B2 confirm the accuracy of visual odometry in 

comparison to SLAM ground truth, and demonstrate visual odometry 

performance in long-distance operation. Moreover, the excessive turning test 

suggests that heading measurement needs to be improved (or corrected by 

another sensor) in order for visual odometry to be practical as a dead 

reckoning localization solution.  

5.3 Overall Performance  

For our Visual Odometry system, the essential requirement is accuracy. That 

is because the system is a sensor, with the role of replacing or aiding 

conventional odometry. Besides accuracy, however, robustness and speed are 

critical criteria in evaluating the system.  

Robustness of the algorithm depends greatly on the illumination condition 

and the texture of the field. As observed, Visual Odometry algorithm is 

robust in controlled condition, mostly by the help of RANSAC in rejecting 

outliers. When occlusion or large disparity occurs, the algorithm returns 

erroneous result. The result from bad step, fortunately, is detectable by its 

disruptive value; therefore, can be filtered out by a simple bound check.  

Although it is difficult to assess robustness, the speed of the algorithm can be 

measured effectively by the PC system clock. Due to limited system resources 

on micro-rovers, it is important that the visual odometry algorithm is light 

and fast. Having a fast algorithm that takes little time to run brings two 

advantages: the system can afford high frame-rate when facing fast motions, 

and it can operate in the background concurrently with other tasks of the 

micro-rover. 

Table 4 shows the run time for each part of the Visual Odometry algorithm. 

The system ran on a 1.8GHz Intel Centrino® laptop, for 2500 images. At 
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optimal configuration (image acquisition + total vision, without saving or 

transferring of images), one run takes about 120ms, hence, the operational 

frame-rate of the system is about 8 fps. As the requirement frame rate for 

Rosa is 2 fps, there is a safe margin for the Visual Odometry system to 

overload, if necessary, during fast motion. 

Table 4 - Speed of Visual Odometry with timing of each component 

   

Time (ms) max min 

Image Acquisition         

Capture Image + UnDistort 32.00 32.00 32.00 

. Save to file 

 

16.00 30.00 10.00 

. Upload to database 15.00 16.00 12.00 

. Load image   0.68 8.00 0.00 

Total Vision 

 

      

All (images -> motion ) 85.32 110.00 62.00 

Feature tracking 

 

      

. Feature extraction   60.39 63.00 46.00 

. Feature detection 

 

18.66 47.00 15.00 

Motion estimating         

. Ransac Homography 5.60 16.00 0.00 

Optimal time (ms)   117.32     

Allowed frame-rate (fps) 8.52     

 

In addition, the time breakdown table suggests how to effectively optimize 

the Visual Odometry system. First of all, feature extraction takes up a large 

portion - 60ms out of 120ms - of the whole process. So a managerial approach 

to call less feature extraction, by storing the features and tracking them over a 

span of images, is a direct way to stream-line the algorithm and boost its 

speed. Another observation is that image transaction takes only about 30ms. 

The configuration that puts the vision engine on the Lander gets a 30ms 

delay, which is acceptable for real-time operation.  
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Chapter 6 - Conclusion 

Conclusion 

 

 

In conclusion, we have designed and implemented a visual odometry system 

for planetary micro-rovers that meets the requirements of flexibility, 

simplicity and compatibility. The system modular architecture makes it 

possible to be configured in various ways, suitable for a wide range of 

application. 

Most important, the system achieved the expected accuracy with error of less 

than 2% for translation and 5% for rotation. As an odometry solution, it is 

accurate to be used in piloting – with relative displacement in concerned. 

That comes with the ‘non-contact’ benefit of visual odometry, solving 

conventional odometry problems of wheel-slippage and blockage.  

However, as with other odometry solutions, the visual odometry system has 

weakness in excessive rotation. As a dead-reckoning localization solution, 

error in heading – if not well managed via path planning – accumulates and 

induces a large error in location estimation. Therefore, further development 

includes introducing an external sensor e.g. magnetic sensor or gyro to 

correct heading, in order to make visual odometry practical for dead-

reckoning localization. 
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