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Abstract

The purpose of this thesis work done at Ericsson Research in Kista was to
investigate the possibilities of improving the recommendations in a recommender
system for TV content. In the �rst phase of the work investigations of current
techniques were carried out. Once an understanding of those techniques was
achieved the focus shifted to improving the way to measure similarity between
users or items, which is commonly used in many algorithms.

In the second phase a new double weighted correlation scheme was developed
in order to solve some of the �aws with the existing ones. The hypothesis was
that the double weighted correlation would measure similarities between users
or items in a recommender system more accurate than the existing ones, but
also that it could be used to compute user-clusters that could be used as pre-
computed neighborhoods.

Finally the third phase consisted mainly of implementing the algorithms and
testing them on di�erent datasets. The double weighted correlation's ability to
measure similarity between users was tested with fabricated data. These tests
where made in Matlab and the double weighted correlation showed good results
in all cases, while other existing correlation schemes had more �uctuating re-
sults. In order to see how it works in a recommender system it was also tested
with a nearest neighbors algorithm and compared with the most commonly used
correlation, namely Pearson. These tests were implemented in Java and run on
both the Movielens 100k dataset as well as a dense 100k subset of the Jester
dataset. The evaluation was made using ROC-curves. The double weighted cor-
relation enhanced the performance compared to when using Pearson. However,
it performed worse when adding default ratings to the algorithm. The double
weighted correlation's ability to cluster users was tested using combinations of
k-means algorithms on both the Movielens 100k dataset as well as a dense 100k
subset of the Jester dataset. Contrary to the hypothesis it could not �nd any
clusters or structures in any of the two datasets.



Sammanfattning

Syftet med detta examensarbete, utfört på Ericsson Research i Kista, var att
undersöka möjligheterna att förbättra rekommendationerna i ett rekommenda-
tions system för tv innehåll. I den första fasen av arbetet studerades de be�ntliga
tekniker som används. När en förståelse för dessa hade uppnåtts skiftade fokus
mot att förbättra metoden att mäta likheter mellan användare eller objekt,
vilket används i många algoritmer.

I den andra fasen utvecklades ett nytt korrelationsmått med dubbla vik-
tfunktioner för att lösa några av de be�ntliga brister. Hyptesen var att det
dubbel viktade korrelationsmåttet skulle mäta likheter mellan användare eller
objekt i ett rekommendationssystem bättre än de be�ntliga, men också att den
skulle kunna användas till att hitta användarkluster som skulle kunna användas
som föruträknade grannskap.

Den tredje och sista fasen bestod i huvudsak av att implementera algorit-
merna och testa dem på olika dataset. Det dubbel viktade korrelationsmåttets
förmåga att mäta likhet mellan användare testades med fabricerad data. Dessa
tester utfördes i Matlab och det dubbel viktade korrelationsmåttet visade go-
da resultat i samtliga fall medans de existerande korrealtionsmåtten hade mer
varierande resultat. För att undersöka hur den fungerar i ett rekommendation-
ssystem testades den också i en "`nearest neighbor"' algoritm där den jämfördes
med Pearsons korrelationsmått vilket är det mest använda. Dessa tester imple-
menterades i Java och utfördes på två dataset, Movielens dataset samt ett tätt
subset av Jesters dataset. För att evaluera resultaten användes ROC-kurvor.
Det dubbel viktade korrelationsmåttet gav ett bättre utslag jämfört med Pear-
sons korrealtionsmått. Det gav dock ett sämre utslag när ett standard värde
infogades där värden saknades. Det dubbelviktade korrelationsmåttets förmåga
att klustra användare testades med hjälp av kombinationer av k-means algo-
ritmer på både Movielens och Jesters täta subset. Tvärtemot hypotesen, kunde
den inte hitta några kluster i någon av de två dataseten.
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Chapter 1

Introduction

The amount of content available today is tremendous. It is often too much
content to get an overview and de�nitely far too much content for any person
to consume. This has become known as the problem of information overload.
To help solve this problem, several tools helping people decide what content
might be worthwhile to look at, have been developed. An e�ective tool for this
task is a recommender system. The major motivation for using recommender
systems is the potential for serendipity and �nd new unknown content that
still might be interesting. This is also the biggest di�erence from a search en-
gine where the user has to know what to search for. There are two di�erent
types of recommender systems, content-based information �ltering systems or
collaborative-based �ltering systems. The former suggests items based on key-
words and information about the users or items themselves, while the latter
suggests items based on preferences or observed behaviors and will be the focus
of this report. The term collaborative �ltering was coined and described by
Goldberg, Nichols, Oki and Terry in 1992 as:

Collaborative �ltering simply means that people collaborate to help
one another perform �ltering by recording their reactions to docu-
ments they read [8].

Automated collaborative �ltering is a method of �ltering information among
data sources and user pro�les in a collaborative manner. Throughout this re-
port, automated collaborative �ltering will be referred to as just collaborative
�ltering (CF). The need of an automated system that provides personalized rec-
ommendations that are accurate, scalable, and e�cient has increased with the
same rate as the increasing amount of available data. The �rst automated CF
system was introduced by GroupLens in 1994 and was a recommendation sys-
tem for news articles [21]. The main task in collaborative �ltering is to predict
a user's rating of a certain item, based on a database of other users' ratings.
The ratings can be either explicit expressed on a numeric scale or by ranking
items, or implicit such as time spent on viewing the item, navigation path, etc.
A user's ratings are matched against the database to �nd neighbors, which are
other users with similar rating patterns. Items that the neighbors like but are
new to the user will be recommended, since they have similar rating patterns.
Collaborative �ltering is widely used in many commercial recommender systems.
One of the �rst to successfully use recommender system in the online store was
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amazon.com, but today most online stores have at least co-occurrence recom-
mendations such as: �customers who bought this product also bought these
products�. There are however some limitations of the collaborative �ltering
recommendation systems. The biggest challenge is to improving both quality
and scalability. This causes a con�ict since usually better quality implies more
calculations and less scalable.

1.1 Background

Existing recommender systems use traditional vector similarity measures when
comparing users or items. The two most frequently used are Pearson correlation
and cosine correlation. There are very little research that explore whether these
traditional measures are most suitable for recommender systems or if there are
ways to improve them. This thesis shows that all of the traditional measures
have their limitations when used in collaborative �ltering. This becomes evi-
dently when the rating data is very sparse and it leads to a system producing
recommendations with less quality.

This thesis will present a way to combine weights to get a new way to measure
the correlation between users or items which solves the weaknesses discovered
in the traditional measures. It will also explore the possibilities of combining
this similarity measure with cluster algorithms in order to cluster users as a
pre-computed model for the neighborhoods in order to improve the scalability
without loosing quality.

1.2 Related work

Bresse, Heckerman and Kadie (1998) [3] divide the CF algorithms into two dif-
ferent classes, memory-based and model-based. The memory-based ones use
the entire database to compute a prediction online, while the model-based �rst
create a model of the database o�ine, which is then used to compute the predic-
tions online. These classes de�ned by Breese et al. are also used to categorize
the algorithms in this report.

The CF algorithm introduced by Resnick, Iacovou, Suchak, Bergstrom and
Riedl (1994) in the Grouplens project was a memory-based model [21]. They
implemented a Pearson correlation scheme which often have been used as a
reference when testing other algorithms [3, 11, 26, 24, 25, 16]. Breese et al.
(1998) adopted a common technique used in information retrieval to collabo-
rative �ltering [3]. They used vector similarity or cosine similarity, based on
the cosine measure as the correlation measure. Herlocker, Konstan, Borchers
and Riedl (1999) used the Spearman rank correlation coe�cient as a correla-
tion measure [11]. In 2005 Lemire and Maclachlan presented the Slope One
schemes which were new types of memory-based algorithms since they do not
use similarity measures in their calculations [16]. The memory-based models are
widely used due to that they are simpler than the model-based but still works
reasonably well in practice. They are however computationally expensive both
in terms of time and space complexity which encourages the use of model-based
algorithms.

Breese et al. presented in 1998 two model-based CF algorithms, Bayesian
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clustering and Bayesian networks which both are based on Bayesian statis-
tics [3]. Ungar and Foster published the same year an article about the use
of k-means clustering in collaborative �ltering [28]. Hofmann adopted in 1999
another common information retrieval technique, namely probabilistic Latent
Semantic Analysis (pLSA), to collaborative �ltering [15]. Sarwar, Karypis, Kon-
stan and Riedl introduced in 2000 a dimensionality reduction technique called
latent semantic analysis which uses singular value decompositions in order to
address scalability and to some extent sparsity [26]. In 2001, Goldberg, Roeder,
Gupta and Perkins applied principal component analysis (PCA) in the context
of recommender systems, which also is a dimensionality reduction algorithm [9].
Recently, Russell and Yoon used the data reduction technique called discrete
wavelet transformation (DWT) to increase the scalability of recommender sys-
tem [23].

1.3 Goals

The goal of this thesis is to study the algorithms used in recommender systems.
Once an understanding of the current state of the art is achieved the intent is
to improve or combine algorithms to achieve an improved recommender system.
These �ndings should be veri�ed in the practical part through implementation
and the results evaluated if possible both mathematically and by using end user
studies. The desired result will be a measurement of the improvements that are
experienced when using the proposed method for recommendations.

1.4 Notation

The following notation will be used throughout this report. All the ratings
from all the users will be represented by a user-item matrix R. Each user is
represented by a row vector and each item is represented by a column vector.

R=

i1 i2 · · · in
u1 Ru1,i1 Ru1,i2 · · · Ru1,in

u2 Ru2,i1 Ru2,i2 · · · Ru2,in
...

...
...

. . .

um Rum,i1 Rum,i2 Rum,in

Table 1.1: User-Item matrix representation

The user and item that the prediction is computed for is referred to as the
active user u and active item i. When computing similarities between two users,
the notation u represents the active user and v the compared user. When com-
puting similarities between two items, the notation i represents the active item
and j the compared item. The set of all users is denoted by U = {u1, u2, · · · , um}
and the set of all items is denoted by I = {i1, i2, · · · , in}. The subset containing
all users that have rated item i is Ui and the subset containing all items that
have been rated by user u is Iu. The set of all ratings is R = {1, 2, 3, 4, 5} and
the subset of all of item i ratings is denoted by Ri. The cardinality, that is the
number of elements, of a set i.e. R is denoted by |R|. The average rating of a
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user u is denoted R̄u and the average rating of a item i is denoted R̄i. For the
predicted rating of item i by user u the notation Pu,i is used.
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Chapter 2

Memory-based collaborative

�ltering algorithms

Memory-based CF algorithms operate over the entire user-item database to
generate a prediction. These systems use statistical techniques to �nd a set of
users with similar ratings. The predicted rating is built on a weighted average
of similarity measures between pairs of users. These similarities can either be
user-based where they are computed along the rows of the matrix, or they can be
item-based where the similarities are computed along the columns. The major
drawbacks with memory-based CF algorithms are scalability and sparsity. The
computations grow with both number of users and items and the similarities
cannot in general be precomputed. In order to compute the similarity measures
there have to be users who have rated items in common.

2.1 Correlation methods

This section will discuss di�erent methods to compute the similarity between
two users or two items. These similarities will be used as a weight when �nding
the prediction described in section 2.1.5. The only di�erence between user-
based and item-based similarities is that the correlations are computed, in the
�rst case between the rows and in the latter between the columns. This means
that computing �user-based� correlations with the transpose of the user-item
matrix RT is equivalent with item-based correlations, since the correlation will
still be between the rows which then represents items. Similarly is �item-based�
correlations with the transpose of the user-item matrix RT equivalent with user-
based correlations.

2.1.1 Cosine correlation

This method to compute the similarity is also referred to as vector similarity
in the literature [3]. Items and are thought of as vectors in the m dimensional
user-space and users are thought of as vectors in the n dimensional item-space.
The similarity coe�cient for two objects can be viewed as the cosine of the angle
between the two vectors representing the objects. This means that the correla-
tion is in the interval [−1, 1], where -1 represents decreasing linear relationship
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and 1 represents increasing linear relationship. The higher absolute value, the
stronger correlation between the variables. Independent variables are equivalent
with perpendicular vectors and have the correlation 0 but variables who have
correlation 0 are not necessarily independent since the correlation coe�cient
only detects linear dependencies. This similarity can be used as measurement
for both user-similarities [3] and item-similarities [16]. All rated items, positive
or negative value, indicate a positive rating when using cosine correlation. Also
worth noticing is that if the rating scale is larger than zero, then the cosine
correlation will be in the interval [0, 1].

The cosine correlation weight between two users u and v is given by

corr(u, v) =
〈Ru, Rv〉
‖Ru‖ ‖Rv‖

(2.1)

=

∑
i∈Iu∩Iv

Ru,iRv,i√∑
i∈Iu∩Iv

R2
u,i

∑
i∈Iu∩Iv

R2
v,i

(2.2)

where 〈Ru,i, Rv,i〉 denotes the inner vector product of the two vectors. The
cosine correlation weight between two items i and j is given by

corr(i, j) =
〈Ri, Rj〉
‖Ri‖ ‖Rj‖

(2.3)

=

∑
u∈Ui∩Uj

Ru,iRu,j√∑
u∈Ui∩Uj

R2
u,i

∑
u∈Ui∩Uj

R2
u,j

(2.4)

2.1.2 Adjusted cosine correlation

The cosine correlation has one major drawback, the di�erences in rating scale
between di�erent users or items are not taken into consideration [24]. Therefore
the adjusted cosine correlation coe�cient is introduced which subtracts the cor-
responding user or item average from each co-rated pair [24, 16]. The adjusted
cosine correlation weight between two users u and v is given by

corr(u, v) =

〈
(Ru − R̄i), (Rv − R̄i)

〉∥∥Ru − R̄i∥∥∥∥Rv − R̄i∥∥ (2.5)

=

∑
i∈Iu∩Iv

(Ru,i − R̄i)(Rv,i − R̄i)√∑
i∈Iu∩Iv

(Ru,i − R̄i)2
∑
i∈Iu∩Iv

(Rv,i − R̄i)2
. (2.6)

The adjusted cosine correlation weight between two items i and j is given by

corr(i, j) =

〈
(Ri − R̄u), (Rj − R̄u)

〉∥∥Ri − R̄u∥∥∥∥Rj − R̄u∥∥ (2.7)

=

∑
u∈Ui∩Uj

(Ru,i − R̄u)(Ru,j − R̄u)√∑
u∈Ui∩Uj

(Ru,i − R̄u)2
∑
u∈Ui∩Uj

(Ru,j − R̄u)2
(2.8)

2.1.3 Pearson correlation

A widely used correlation measure is the Pearson correlation coe�cient. It was
used in the �rst automated CF system introduced by GroupLens in 1994 [21].
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It is computed by dividing the covariance of the two variables by the product
of their standard deviations. This means that it also will be in the interval
[−1, 1] and have equivalent properties with the cosine correlation coe�cient.
The Pearson correlation is equivalent with the cosine correlation if the user-
item data is �rst shifted by the sample mean so it has an average of zero.

If the Pearson correlation coe�cient is used to �nd the user-based correla-
tions as in [3, 11, 16, 21], all the items that both user u and v have rated must
be isolated. Let Iu and Iv be the sets containing all the items for which user u
and v have recorded ratings. The Pearson correlation weight between two users
u and v is then given by

corr(u, v) =

∑
i∈Iu∩Iv

(Ru,i − R̄u)(Rv,i − R̄v)√∑
i∈Iu∩Iv

(Ru,i − R̄u)2
∑
i∈Iu∩Iv

(Rv,i − R̄v)2
(2.9)

=

〈
(Ru − R̄u), (Rv − R̄v)

〉∥∥(Ru − R̄u)
∥∥

2

∥∥(Rv − R̄v)
∥∥

2

(2.10)

where Ru,i denotes the rating of user u on item i. R̄u is the mean rating for
user u and is given by

R̄u =
1
|Iu|

∑
i∈Iu

R(u, i). (2.11)

If the Pearson correlation coe�cient is used to �nd the item-based correla-
tions as in [24], all the users who have rated both item i and j must be isolated.
Let Ui and Uj be sets containing all the users who rated item i and j. The
Pearson correlation weight between two items i and j is then given by

corr(i, j) =

∑
u∈Ui∩Uj

(Ru,i − R̄i)(Ru,j − R̄j)√∑
u∈Ui∩Uj

(Ru,i − R̄i)2
∑
u∈Ui∩Uj

(Ru,j − R̄j)2
(2.12)

=

〈
(Ri − R̄i)(Rj − R̄j)

〉∥∥Ri − R̄i∥∥∥∥Rj − R̄j∥∥ (2.13)

where Ru,i denotes the rating of user u on item i. R̄i is the average rating of
the i-th item and is given by

R̄i =
1
|Ui|

∑
u∈Ui

R(u, i). (2.14)

2.1.4 Spearman correlation

The Spearman rank correlation coe�cient is very similar to the Pearson corre-
lation coe�cient, but it computes the similarity measure between ranks of the
rating values, independent of the actual values of the variables. [11] show that
the Spearman correlation performs similar to the Pearson correlation, but a
large number of tied rankings results in a degradation of accuracy of the Spear-
man correlations. The Spearman correlation weight between two users u and v
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is given by

corr(u, v) =

∑
i∈Iu∩Iv

(ranku,i − ¯ranku)(rankv,i − ¯rankv)√∑
i∈Iu∩Iv

(ranku,i − ¯ranku)2
∑
i∈Iu∩Iv

(rankv,i − ¯rankv)2

(2.15)

=

〈
(ranku − ¯ranku), (rankv − ¯rankv)

〉∥∥(ranku − ¯ranku)
∥∥

2

∥∥(rankv − ¯rankv)
∥∥

2

, (2.16)

where ranku,i denotes the rank of user u's rating on item i. ¯ranku is the mean
rank for user u. The Spearman correlation between two items i and j is given
by

corr(i, j) =

∑
u∈Ui∩Uj

(ranku,i − ¯ranki)(ranku,j − ¯rankj)√∑
u∈Ui∩Uj

(ranku,i − ¯ranki)2
∑
u∈Ui∩Uj

(ranku,j − ¯rankj)2

(2.17)

=

〈
(ranki − ¯ranki)(rankj − ¯rankj)

〉∥∥ranki − ¯ranki
∥∥∥∥rankj − ¯rankj

∥∥ . (2.18)

2.1.5 Prediction computation

The user-based prediction on a item i for a user u is the sum of all deviations
for users v that have rated item i, weighted by their correlation with user u.
The prediction is given by

Pu,i = R̄u +

∑
v∈Ui

corr(u, v)(Rv,i − R̄v)∑
v∈Ui
|corr(u, v)|

(2.19)

where Ui is the set containing all the users who rated item i and |corr(u, v)| is
the absolute value of the correlations.

The item-based prediction on a item i for a user u is the sum of all deviations
for items j that user u has rated, weighted by their correlation with item i. The
prediction is given by

Pu,i = R̄i +

∑
j∈Iu

corr(i, j)(Ru,j − R̄j)∑
j∈Iu

|corr(i, j)|
(2.20)

where Iu is the set containing all the items user u has rated and |corr(u, v)| is
the absolute value of the correlations.

2.1.6 Performance implications of correlation methods

The correlation schemes mentioned above does not work well when the number
of users in Ui ∩Uj (item-based) or items Iu ∩Iv (user-based) is small, since the
correlation is based on these sets. Notably, Pearson correlation does not work
at all when the ratings in the set are all the same since then it is equal to the
average which is used to shift the data. This means that the weights will become
zero. This can be solved by using a default rating for those items that lacks a
explicit rating. In [3] they use the set Ui∪Uj or Iu∪Iv where the default rating
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is inserted into those users or items that lacks ratings. In addition to this they
also use a number of additional users or items that neither have ratings. The
default rating should re�ect a neutral or somewhat negative rating [3].

Case ampli�cation can be used in order to emphasize the stronger correla-
tions which are close to one, and punish the weaker ones which are closer to
zero. The transformation of the correlations between two users u and v is given
by

w′u,v =
{

wρu,v if wu,v ≥ 0
−(−wρu,v) if wu,v < 0 , (2.21)

where a typical value for ρ is 2.5. The transformation of the correlations between
two items is calculated analogously.

The correlation schemes are robust with respect to di�erences of interpre-
tation of the rating scale [21]. Assume that two users are perfectly correlated.
If one user rates items between 1 and 3, and another rates between 3 and 5, a
prediction of 3 for the �rst user will result in a prediction of 5 for the second. If
one users uses the grading scale in increasing order and the other in decreasing
order, that is one interprets the highest rating as 5 and the other as 1, then
the users will negatively correlated. This means that a 5 from the �rst user will
result in a 1 for the second.

An issue with the correlation schemes is that the highest correlations found
between users or items is sometimes based on a small number of co-rated items
and might therefore be inaccurate. [11] solves this by adding a signi�cance
weighting of k/50 to those users or items that have less than 50 ratings in
common, where k is the number of ratings they actually have in common. If
they have more than 50 ratings in common, the signi�cance weighting is set to
one.

Very popular items that most users rank high tells very little about a users
preferences. Due to this [11] introduce a variance weighting which increase the
in�uence of items with high variance in the ratings and decrease the in�uence of
items with low variance. However, their implementation of variance weighting
did not improve the accuracy of the predictions which leaves this as an open
area for further examination.

2.2 Slope One

The CF scheme called Slope One was published in 2005 by Lemire and Maclach-
lan [16]. It is a linear regression predictor of the form P (x) = x + δ. Given
two item vectors x and y, it �nds the prediction P = x + δ that minimizes

‖x+ δ − y‖2. When this is derived and set to zero, it results in δ =
∑m

k=1 xk−yk

m ,
where m is the dimension of the vectors. In other words, δ has to be chosen as
the average di�erence between the two vectors.

This scheme di�ers from the ones already mentioned because when �nding
the prediction Pu,i it takes more information into account. The prediction uses
ratings from other users v ∈ Ui where Iu ∩ Iv /∈ ∅, that is other users who have
rated item i and has at least one more item in common. It also uses the ratings
of all items j ∈ Iu, that is all other items rated by user u. In addition to this
it relies on ratings that falls outside the user row and the item column in the
user-item matrix, but nevertheless provides information to the �nal prediction.
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Slope One uses a matrix containing the average deviations of all the items
or users. This matrix will be symmetric as to the sign that will di�er above and
below the diagonal. This average deviation matrix δ can be precomputed and
quickly updated when the data is changed. Those users who have rated both
item i and j have to be isolated when �nding δi,j .

δi,j =
1

|Ui ∩ Uj |
∑

u∈Ui∩Uj

Ru,i −Ru,j (2.22)

The prediction forRu,i givenRj isRu,i+δi,j . Slope One �nds the �nal prediction
by computing the average of all such predictions

Pu,i =
1
|Iu|

∑
j∈Iu

Ru,j + δi,j . (2.23)

If the Slope one is used as a user-based scheme the δ matrix will contain the
average deviations between the users, instead of items

δu,v =
1

|Iu ∩ Iv|
∑

i∈Iu∩Iv

Ru,i −Rv,i. (2.24)

The prediction for Ru,i given Rv is in the user-based scenario Ru,i + δu,v. The
�nal prediction is then given by

Pu,i =
1
|Ui|

∑
v∈Ui

Rv,i + δu,v. (2.25)

In this Slope One scheme the number of observed ratings are not taken into
consideration. This can be done weighting each prediction with the number of
users who rated each pair or number of items with rates from both users. The
prediction for the user-based weighted Slope One scheme is given by

Pu,i =

∑
j∈Iu

(Ru,j + δi,j)|Ui ∩ Uj |∑
j∈Iu

|Ui ∩ Uj |
, (2.26)

and the prediction for the item-based weighted Slope One scheme is given by

Pu,i =

∑
v∈Ui

(Rv,i + δu,v)|Iu ∩ Iv|∑
v∈Ui
|Iu ∩ Iv|

. (2.27)

2.2.1 Performance implications of Slope One

The authors of [16] conclude that the Slope One schemes are easy to imple-
ment, dynamically updatable, e�cient at query time, and expects little from
�rst visitors while having a comparable accuracy with other commonly used
schemes.
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Chapter 3

Model-based collaborative

�ltering algorithms

Model-based CF algorithms computes predictions from a model of the original
user-item matrix. These systems use di�erent algorithms to build models of
the original data. The prediction is then in some case found by using memory-
based algorithms on the model, but also other methods are available. The
biggest advantage of these algorithms is that they are e�cient in �nding the
recommendation once the model is built. The major drawback with model-
based CF algorithms is scalability. The computations required to build and
update the model are often expensive.

3.1 Latent semantic analysis

Latent semantic analysis (LSA) - also called latent semantic indexing - is a
dimensionality reduction technique that has been widely used in information
retrieval. It is based on the assumption that there are some hidden semantic
structure in the data, that is corrupted by the fact that even though object are
similar they are still di�erent. This latent semantic can be found by projecting
the data onto a lower-dimensional space using singular value decomposition
(SVD) [7]. The SVD factorizes am×n matrix R with rank r into three matrices
R = USV T , where U , S and V are of dimensions m× r, r× r and r×n. U and
V are orthogonal matrices with eigenvectors as columns and spans the column
space and row space of matrix R and S is a diagonal matrix with the singular
values in decreasing order and diagonal entries are nonzero. The structure of S
makes the dominating data more visible and this is also the interesting property
of SVD in this �eld of application [26]. It is easy to compute the best low-rank
approximation of the original matrix R. In order to reduce the rank from r to
k, it is done by only retaining the k �rst columns of U and V , and the k �rst
singular values of S. This produces the matrices Uk, Sk and Vk of dimensions
m×k, k×k and k×n. Multiplying these matrices will result in a reconstructed
matrix Rk = UkSkV

T
k which is the best Frobenius norm approximation of the
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original matrix R, where the Frobenius norm is

‖R‖F =
√∑

i,j

a2
i,j . (3.1)

This means that the problem

min
rank(Z)=k

‖R− Z‖F (3.2)

has the solution Z = Rk. It is not only the best approximation, but it also
reduces noise from the data as well as enhances latent semantics. The SVD
is useful in collaborative �ltering since it creates a model of the data where
each user and item will be represented by eigenvectors. When reducing the
dimensionality it projects the users and items onto a space where the similarities
will become visible. When �nding the predictions Uk, Sk and Vk will function
as the model of the data which the predictions depend upon. The prediction

is given by the dot product of the u:th row of Uk
√
Sk

T
and the i:th column of√

SkV
T
k and then adding the result to the user's average,

Pu,i = R̄u + (Uk
√
Sk

T
)u,: · (

√
SkV

T
k ):,i. (3.3)

3.1.1 Performance implications of latent semantic analysis

The biggest advantages of this scheme is the latent semantics and the fast online
performance. In [26] they show that it is faster than correlation based algorithms
both when it comes to computing predictions as well as forming neighborhoods.
The drawback of this scheme is the expensive computations that have to be
made o�ine when building the model. In [13] the author questions whether
minimizing the frobinius norm is justi�able in the context of count variables
since it from a statistical point of view, is reminiscent of a Gaussian noise as-
sumption. [25] proposes an incremental model-building techniques which makes
it possible update the model when new data is entered. They use a fold-in
technique which projects the new data into the existing model and creates an
approximation of the original vector space. The vector space will no longer be
orthogonal and must therefore be recalculated periodically in order to maintain
accuracy.

3.2 Clustering

The idea with clustering is that there are certain groups or types of users and
items that have a common set of ratings and features. This is done in order to get
a small amount of data to make the predictions from. In [3] they use a Bayesian
clustering method, which they argue is outperformed by correlation methods
and hence it is not discussed further here. Another way of clustering data that
is common in collaborative �ltering is to use the k-means algorithm [28, 29, 18],
which is described in detail in [7]. Let C = Ic1 , Ic2 , . . . , Ick

be the set of all
clusters and Ic denote the set of items in a speci�c cluster. Let the mean, or
the centroid, of the cluster be

mc =
1
|Ic|

∑
i∈Ic

i (3.4)
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where |Ic| is the number of items in the cluster. The coherence of a cluster can
be measured as the sum

qc =
∑
i∈Ic

‖i−mc‖22. (3.5)

The closer the vectors are to the centroid, the smaller the value of qc. The
quality of a clustering can be measured as the overall coherence

Q(C) =
k∑
c=1

qc =
k∑
c=1

∑
i∈Ic

‖i−mc‖22. (3.6)

The optimal coherence of the clustering is the solution to

min
C

Q(C). (3.7)

Initially the vectors are usually randomly assigned to a cluster, and the centroids
are computed for each cluster. Each vector is then compared with the centroids,
and checks whether there is another centroid that is closer than the present
cluster centroid. If that is the case, then a redistribution is made and the new
centroids are computed. This continues until the optimal coherence is found,
which however might be local minimum.

3.2.1 Performance implications of clustering

In [3] they conclude that Bayesian-clustering is outperformed by both Bayesian
networks and Pearson correlation. K-means clustering is used in [28] without
achieving higher accuracy or better scalability. However, in [20] the authors
use bisection k-means, which is a modi�ed version of the regular k-means, and
achieve recommendations with quality comparable to other well-known algo-
rithms and increase scalability. They claim though that it is not desirable to
�nd the best-matched cluster and search for the best neighbors in that cluster
only. This is due to three reasons. Firstly each cluster covers less items, sec-
ondly it can be computational expensive if the cluster is large and thirdly only
a fraction of a user's closest neighbors reside in the same cluster as the user.

3.3 Bayesian networks

Bayesian networks are probabilistic models that are used for modeling knowledge
in several di�erent areas but was introduced in collaborative �ltering in 1998
by Breese, Heckerman and Kadie [3]. Bayesian networks are based on Bayes's
theorem which says that if you have a hypothesis H and evidence E that bears
on that hypothesis, then

Pr(H|E) =
Pr(E|H)Pr(H)

Pr(E)
∝ Pr(E|H)Pr(H) (3.8)

where the denominator is dropped since it is a constant independent of H and
will disappear when normalized. In the case of a recommendation system, the
hypothesis is what rating a certain unrated item will get is

Pr(Ru,i = r|Ru,j , j ∈ Iu) = Pr(Ru,j , j ∈ Iu|Ru,i = r)Pr(Ru,i = r) (3.9)
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Lets assume that all items are independent, then

Pr(Ru,j , j ∈ Iu|Ru,i = r) =
∏
j∈Iu

Pr(Ru,j |Ru,i = r), (3.10)

which gives the Naïve Bayes method

Pr(Ru,i = r|Ru,j , j ∈ Iu) =
∏
j∈Iu

Pr(Ru,j |Ru,i = r)Pr(Ru,i = r). (3.11)

The left hand side is called the posterior condition and it is the probability that
user u's rating on item i will be r (the hypothesis), given the ratings of all items
that user u has rated (the evidence). The right hand side is �rst the product of

Pr(Ru,j |Ru,i = r) =
|v ∈ Ui ∩ Uj , Rv,j = Ru,j , Rv,i = r|∑
q∈R |v ∈ Ui ∩ Uj , Rv,j = q,Rv,i = r|

(3.12)

and is called the likelihood. It is the probability of user u's rating on item j
given that user u's rating on item i is r. The nominator is the number of users
that has rated item i equal to user u's rating, and item j equal to r which is the
sought rating. The denominator is the sum of all such sets as in the nominator
for each rating q ∈ R. The last term of the right hand side in equation 3.11 is
the probability of a speci�c rating r on item i without any knowledge about the
other items. It is called the prior probability and is given by

Pr(Ru,i = r) =
|r ∈ Ri|
|Ri|

. (3.13)

The problem with Naïve Bayes is that if there are no users that has rated both
item i equal to Ru,i and item j equal to r, then the likelihood becomes equal
to zero and since it is a product of all such conditional probabilities a zero
likelihood would hold a veto over the other ones. This can be solved by using a
standard technique called Laplace estimator which instead gives the likelihood

Pr(Ru,j |Ru,i = r) =
|v ∈ Ui ∩ Uj , Rv,j = Ru,j , Rv,i = r|+ µPr(Ru,i = r)∑

q∈R |v ∈ Ui ∩ Uj , Rv,j = q,Rv,i = r|+ µ

(3.14)
where

∑
r∈R Pr(Ru,i = r)) = 1. The value of µ provides a weight that deter-

mines how in�uential the priors are compared to the new evidence from the
dataset and ensures that all likelihoods will receive a nonzero probability.

In the resulting network each node will represent an item with its conditional
probabilities (�gure 3.1). Each conditional probability table can then be repre-
sented by a decision tree encoding the conditional probabilities for that item.
Given the probabilities of how active user u will rate item i, the prediction of
the rating is computed by [3]:

Pu,i =
∑
r∈R

Pr(Ru,i = r|Ru,j , j ∈ Iu) r (3.15)

3.3.1 Performance implications of Bayesian networks

The authors of [3] concludes that the Bayesian networks outperform Bayesian-
clustering and Cosine similarity. Between the Pearson correlation scheme and
Bayesian networks the preferred method depends on the nature of the dataset.
Bayesian networks allow for fast online performance but has o�ine building
phase that is very computational expensive.
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Figure 3.1: Bayesian network with item i as the parent node, L represents
likelihoods and P represents the prior probability.

3.4 Probabilistic latent semantic analysis

Probabilistic latent semantic analysis (pLSA) has been used in text analysis
but was suggested in collaborative �ltering for implicit ratings in 1999 by Hof-
mann [15]. He introduced a latent class variable z ∈ Z = {z1, z2, . . . , zk} for
every user-item pair, so that user u and item i are independent, conditioned on
z. The symmetric probability model can be written as

Pr(u, i) =
∑
z∈Z

Pr(u|z)Pr(i|z)Pr(z). (3.16)

Bayes's rule (section 3.3) can be used to express an equivalent asymmetric
model, using the following identity Pr(u|z)Pr(z) = Pr(z|u)Pr(u) which gives

Pr(u, i) =
∑
z∈Z

Pr(u|z)Pr(i|z)Pr(z)

=
∑
z∈Z

Pr(z|u)Pr(i|z)Pr(u)

= Pr(u)
∑
z∈Z

Pr(z|u)Pr(i|z) (3.17)

Bayes's rule also states Pr(u, i) = Pr(i|u)Pr(u) which gives

Pr(i|u) =
∑
z∈Z

Pr(z|u)Pr(i|z). (3.18)

The number of states k is input to the model and each state z can be interpreted
as di�erent user-types. Each user belongs to a uses-type, or state z, with a
probability distribution P (z, u). In terms of collaborative �ltering equation 3.18
�nds personalized recommendations that imply that the ratings of a user is
modeled by a combination of di�erent user-types. Notice that if k = 1 then there
is only one state of the latent class variable which means that Pr(i|u) = Pr(i),
resulting in non-personalized predictions. In 2003 Hofmann extended the pLSA
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to a mixture model with numerical ratings [14]

Pr(r|u, i) =
∑
z∈Z

Pr(z|u)Pr(r|i, z), (3.19)

where he used a Gaussian model for Pr(r|i, z). He introduced location parame-
ters µi,z ∈ R for the mean rating and scale parameters σi,z ∈ R+ for the spread
of the ratings

Pr(r|i, z) = Pr(r;µi,z, σi,z) =
1√
2πσ

exp

[
− (r − µ)2

2σ2

]
. (3.20)

Equations 3.19 and 3.20 gives

Pr(r|u, i) =
∑
z

Pr(z|u)Pr(r;µi,z, σi,z). (3.21)

User u's predicted rating of item i is the weighted average of user u for each
state z. That is,

Pu,i = Pr(r|u, i) =
∑
z

Pr(z|u)µu,z (3.22)

To �nd the model he used a modi�ed version of the standard procedure for
maximum likelihood estimation in latent variable models, which is the Expec-
tation Maximization (EM) algorithm. The procedure is similar to the one used
i k-means clustering algorithm (section 3.2). Start with an initial guess of the
model parameters, use them to calculate the posterior probabilities for the la-
tent variables (expectation). Then use those probabilities to reestimate the
parameters of the model (maximization), and repeat.

3.4.1 Performance implications of pLSA

Hofmann concludes that the Gaussian pLSA produces accurate predictions and
is highly scalable and extremely �exible. It computes recommendations based
on the model in constant time. Using the user normalization suggested in [14]
it also becomes robust with respect to di�erences of interpretation of the rating
scale, discussed in section 2.1.6.

3.5 Discrete Wavelet transformation

Discrete Wavelet Transformation (DWT) is a data reduction method that is
traditionally used in signal processing and data compression applications, among
other areas. The bene�t with DWT compared to other compression techniques
is the ability preserve utility for analytical purposes. This was used in the
�eld of collaborative �ltering in 2008 by Russel and Yoon [23]. Their main
objective was to address the scalability issues of memory-based schemes. Their
approach to the problem is to �rst reduce the data by using DWT, and then
use memory-based schemes on the reduced dataset to identify neighbors. They
use the Haar-based DWT, which produces an approximation coe�cient

Cappxk =
ik + ik+1√

2
, (3.23)
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and a di�erence or detail coe�cient

Cdi�k =
ik − ik+1√

2
, (3.24)

where k ∈ {1, 2, . . . , n− 1}. When the Haar-based DWT applied to reduce the
rating matrix, only the approximation coe�cients are used. These coe�cients
can all be stored in a matrix H. Multiplying H from the right to a user u's
ratings is given by

uH = u

1√
2

0 . . . 0 0
1√
2

0 0 0

0 1√
2

0 0

0 1√
2

0 0

...
. . .

0 0 1√
2

0

0 0 1√
2

0

0 0 0 1√
2

0 0 0 1√
2

= u′, (3.25)

where H is a n × n
2 matrix and and n has to be even. If n is odd, then the

data is padded with zeros. Note also that Iu = {i1, i2, . . . , in} and Iu′ =
{i′1, i′2, . . . , i′n/2}. This means that the data will reduced by half in each de-
composition step. This reduction is performed to each user and the result from
each user is stored as a row in R′. Once the data is reduced to R′, any of the
memory-based schemes can be used on R′ to �nd a neighborhood. Once the
neighborhood is established, the prediction is computed using the original data
from the users in the neighborhood.

3.5.1 Performance implications of DWT

In [23] they show that DWT can compress the data with 87% without lowering
the qualities of the predictions in comparison with the unreduced data. This
is of course dependent on the amount of data that is compressed. Notably is
that they do not use the detail coe�cients in their implementation. The detail
coe�cients contain the local �uctuations and could be used in the correlation
computations.
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Chapter 4

Combined CF algorithms

Most research made on combining algorithms in recommender systems have been
hybrid models, that is combining content-based methods with collaborative �l-
tering. These hybrid systems can have four di�erent architectures: implemented
separately and combining the predictions, incorporating some content-based
characteristics into a CF algorithm, incorporating some CF characteristics into
a content-based algorithm, or a uni�ed model with incorporates both content-
based and CF algorithms [5]. One example of the latter uses content-based
predictions to convert a sparse user ratings matrix into a full ratings matrix
and then it uses CF to provide recommendations [17].

Other research made is combining the algorithms from nearest neighbor
recommendations with clustering algorithms in order to increase the scalability.
In [28] they conclude estimation maximization algorithms can not be used since
it cannot be e�ciently constructed to recognize the constraint that a item liked
by two di�erent users must be in the same item class each time. They also
state that k-means algorithms can be useful but do not improve accuracy of
the predictions. In [29] they used clusters to provide smoothing operations to
solve the sparsity problem. In [19] they use the cluster centroids, instead of
other users or items, as neighbors when making the predictions. Their reasons
for this are three. First they claim that it gives a better coverage of items
that can be recommended since most items will be represented. Second the
state that it is more computational e�cient, and third they show that a user's
neighborhood does not overlap very well with its clusters. They show results
that are comparable to other recommender systems.
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Chapter 5

Empirical analysis

5.1 Evaluation metrics of predictions

According to [12] many users of recommendation system use them without a
consuming intention. They simply �nd it pleasant to browse the recommenda-
tion. In these cases, the accuracy of the recommendations may have a smaller
signi�cance. They have also found that many users test the recommendation
system before trusting it. Many users look up their favorite movies to make
sure that the recommendations are accurate. Another aspect discussed in [12]
is the granularity of true user ratings, that is how many di�erent levels of true
user rating there exist. In many cases the user does not require the best movie,
but merely a good movie. Then it is not important to distinguish among the
good movies. They also state how important it is that the algorithm is designed
to support the data. For example, a system that is designed to produce recom-
mendations for good movies will be dominated by higher ratings since people
rate what they watch, and watch what they like. Using the same algorithm to
�nd bad movies, might be unappropriate.

5.1.1 Mean absolute error

A commonly used measure of prediction accuracy is the mean absolute error
(MAE).

MAE =
1

|r ∈ Re|
∑
r∈Re

|Ru,i − Pu,i| (5.1)

In [12] they claim that the mean absolute error is less appropriate when the
algorithm is designed to �nd the best items and the ranked result is returned
to the user. The users then only cares about errors in the items that are ranked
high, and have no interest in the accuracy of the items that the system correctly
have disregarded. Only error that will a�ect whether an item is recommended
or not will be of interest. For example, on a rating scale ranging from 1 to 5
then predicting a 4 as 5 or a 2 as 1 might not make any di�erence to the user.
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5.1.2 Root mean squared error

The root mean squared error (RMSE) is a accuracy measure related to the mean
absolute error. The di�erence is that the errors are squared before summing
them.

RMSE =
1

|r ∈ Re|

√∑
r∈Re

(Ru,i − Pu,i)2 (5.2)

Large errors will be enhanced due to the squaring. The other characteristics are
equivalent to the mean absolute error [12].

5.1.3 Precision and recall

Precision and recall was introduced by Cleverdon and Kean in 1966 and are the
most popular metrics for evaluating information retrieval systems [6]. Precision
represents the probability that a selected item is relevant. Precision is de�ned
as the ratio of the number of relevant items selected (Nrs) to the number of
items selected (Ns)

precision =
Nrs
Ns

. (5.3)

Recall represents the probability that a�relevant item will be selected and it is
de�ned as the ratio of number of relevant items selected (Nrs) to total number
of relevant items available (Nr)

recall =
Nrs
Nr

. (5.4)

In [12] the authors state that the biggest problem with using this measurement
in CF algorithms with explicit ratings is to de�ne the threshold of what is
relevant and what is not, since it only measures binary relevance. In [1] they
use a top percentile of items rated by a user as the threshold of what is relevant.
[6] observed that precision and recall are inversely related. When the number
recommended items increases, then the recall also increases but the precision
decreases. Therefore both recall and precision have to taken into consideration
when evaluating the algorithms. However, precision alone can be appropriate
if the user does not need a complete list of all potentially relevant items, such
as in the �nding the best movies [12]. In [12] they further claim that the most
appropriate way to approximate precision and recall is to only predict items for
which there are ratings in the evaluation set.

5.1.4 Receiver Operating Characteristic (ROC)

ROC curves where introduced in two di�erent contexts, information retrieval
community and signal detection theory with the de�nitions of the acronym
ROC �relative operating characteristic� and �receiver operating characteristic�
respectively [27, 10]. The area underneath the ROC curve is known as Swet's A
measure and can be used as a metric when comparing di�erent systems ability
to discriminate between good and bad items. According to [10] the area is
equivalent to the probability that the system will choose a good item from two
items, one randomly selected from the set of good items and the other selected
from the set of bad items.
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The ROC curve is created by �rst determine the threshold whether an item
is relevant or non-relevant. Then a ranked list is generated from the recommen-
dation system. For each predicted item in the ranked list, in decreasing order,
the item is categorized as relevant or non-relevant. Starting in origin, the graph
progress one vertical step if the item is relevant and one horizontal step if it
is non-relevant. A perfect recommendation system will generate a ROC curve
that �rst goes straight upward for all the relevant items and then straight right
for all the non-relevant items.

The ROC area measure su�ers from the same disadvantage as precision
and recall since it also only measures binary relevance. However, the major
advantage is that it provides a single number representing the performance.

5.2 Evaluation metrics of clusters

There are many ways to evaluate clusters, such as

• Diameter: The diameter of a cluster is de�ned as the biggest dissimilarity
between objects belonging to that cluster.

• Separation: The separation of a cluster is de�ned as the smallest dissim-
ilarity between two objects, one of which belongs to the cluster and the
other does not.

• Average distance: The average distance of all objects of the cluster to its
centroid.

• Maximum distance: The maximum distance of all objects of the cluster
to its centroid.

All of the measures above only measures either the tightness of the cluster or the
separation of the clusters. This means that two measures needs to be included
in the evaluation and both maximizing the separation and the tightness. There
is however another method which includes both aspects in a single measure, the
silhouettes.

5.2.1 Silhouette graphs

Silhouette graphs were introduced in 1987 as a graphical aid to the interpretation
and validation of cluster analysis [22]. It uses distances between users in order
to evaluate the quality of the clusters. When using this evaluation metric of the
clusters a transformed correlation is used

corr = 1− corr (5.5)

which gives a result in the interval [0, 2] where 0 is a perfect correlation. Mini-
mizing the transformed correlations between users will then be similar to min-
imizing distances between users. The silhouette value for each user is given
by

su =
bu − au

max (au, bu)
. (5.6)

where au is the average transformed correlation of user u to all other users of
its own cluster and bu is the average transformed correlation of user u to all
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users of the the second-best cluster for u. If user u's cluster only contains the
user itself, then su is set to zero. This means that it is desirable to have a large
bu which means that the other clusters are well separated from the user, and
a small au which means that the users within the cluster is close to the other
users.

5.3 Evaluation datasets

5.3.1 EachMovie

The most widely used dataset when evaluating CF algorithms is the EachMovie
dataset. It contains 2,811,983 ratings entered by 72,916 users for 1628 di�erent
movies, and it has been used in numerous CF publications. The ratings range
from 0.0 to 1.0 in increments of 0.2. In addition to the ratings the dataset also
includes timestamps and some basic demographic data. However in October
2004, the EachMovie dataset was retired and is no longer available for download.
The EachMovie dataset have used for evaluation by [3, 11, 15, 14, 16].

5.3.2 MovieLens

MovieLens is based on the EachMovie dataset but is available for download.
The dataset comes in two versions. One is a extract of one million ratings of
3900 movies made by 6040 users. The other one is a extract of one hundred
thousand ratings of 1682 movies made by 943 users. The ratings range from 1
to 5 in increments of 1. The dataset also includes timestamps and some basic
demographic data. The MovieLens dataset have used for evaluation by [23, 26,
24, 25, 16].

5.3.3 Jester

The third dataset that is used when evaluating CF algorithms is the Jester
dataset. This dataset contains 4.1 million continuous ratings of 100 jokes from
73,496 users. The ratings range from -10.00 to 10.00 in increments of 1. Statis-
tically, the Jester dataset has di�erent characteristics than the MovieLens and
Eachmovie data since many users have rated all the jokes which makes the data
much more dense. The Jester dataset have been used for evaluation by [4].
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Chapter 6

A weighted correlation

combination

Each one of the correlation measures discussed in section 2.1 have their strengths
of �nding patterns in the users' ratings but all of them also have weaknesses.
They are all more or less inaccurate when the euclidean distance between the
two users' ratings are large, and they also fail to take into account the amount
of data used to compute the correlation. Therefore a new correlation scheme is
suggested. The hypothesis is that a new correlation scheme which takes into ac-
count, not only the linearity but also the euclidean distance between the users,
the users' deviations from the averages as well as the size of the subset of co-
rated items, will give a better measure to use when comparing users. This should
improve the quality of the predictions when predicting ratings with user neigh-
borhoods. This thesis will also explore the possibility to combine this scheme
with a clustering algorithm to make it possible to have pre-calculated clusters
instead of neighborhoods, which will increase the scalability with maintained
accuracy.

6.1 Double weighted correlation

Lets introduce a weighted user-based adjusted cosine correlation. For each rat-
ing in the set of co-rated items, each item's average rating is subtracted. This
is done in order to compare how user u and v deviate from the average ratings.
Multiplying the users' deviations with each other will result in a positive result
if they deviate in the same direction, and negative otherwise. The result from
multiplying the deviations with each other will also be greater, the greater the
deviations are. What described so far is the regular adjusted cosine correlation.
Its major drawback is that it does not recognize the Euclidean distance of the
two ratings. This can be solved by introducing a weight to the adjusted cosine
correlation

c1(u, v) =

∑
i∈Iu∩Iv

w1(Ru,i − R̄i)(Rv,i − R̄i)

2
√∑

i∈Iu∩Iv
w1(Ru,i − R̄i)2

∑
i∈Iu∩Iv

w1(Rv,i − R̄i)2
, (6.1)
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where
w1 = α(δ−median(R))|Ru,i−Rv,i|, (6.2)

and

δ =

∑
i∈Iu∩Iv

|Ru,i −Rv,i|
|Iu ∩ Iv|

. (6.3)

The size of α is greater than one but chosen based on the desired scaling factor
between the reduced items and the enhanced items.

There are three possible cases for weight w1:

δ < median(R): This is an indication that the rating patterns are similar.
Ratings close to each other will be enhanced and ratings far from each
other will be reduced. The smaller the average of all Euclidean distances
is the greater the enhancement will be.

δ = median(R): This indicates that the two users' rating patterns are similar
for about half of the items and opposite rating patterns for the other half.
The correlation will therefore be unweighted (w1 = 1) and hence equal to
the regular adjusted cosine.

δ > median(R): This indicates that the users' rating patterns are opposites.
Ratings far from each other will be enhanced and ratings close to each
other will be reduced.

Another problem with all the correlation measures is that they do not take
into account the amount of data used when calculating the correlations. One
solution to this problem was introduced by [11] who suggested a signi�cance
weight, which was the co-rated items divided by a constant. Another way to
weight down the correlations with few co-rated items is to use a second weight

corr(u, v) = w2 corr(u, v), (6.4)

where

w2 = 1− 1
|Iu ∩ Iv|

(6.5)

This is done in order to punish high correlations that are based on a small
set of data. If the correlation is based on one co-rated item only, it will result
in zero. As the number of co-rated items increase, the correlation is weighted
down less. The correlation will never be equal to one with this weight, which is
accurate since even though there are many co-rated items that two users have
rated equal, that is no proof that all the unrated items will be rated equal.

6.1.1 Examples

In this section, seven examples will be discussed (see �gure 6.2 to 6.8) in order
to explain the advantages of the double weighted correlation scheme. All data
in these examples are fabricated so it will clearly demonstrate the weaknesses
of existing correlation schemes and how the double weighted correlation scheme
handles those situations. It is however not unlikely that the data will be struc-
tured as in the following examples when looking at the co-rated items among
two users. This is due to the fact that the datasets are often very sparse and
hence there are very few co-rated items (see �gure 6.1).
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Figure 6.1: The most common number of co-rated items between two users in
the Movielens dataset is three.
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Figure 6.2: Ratings from two users with opposite rating patterns of ten co-rated
items.

In �gure 6.2 an example with two users' with opposite rating patterns. The
correlations in this example are:

Cosine 0.3846
Adjusted cosine -0.7913
Pearson -1.0000
Single weight -0.7913 (without weight w2 in equation 6.4)
Double weighted -0.7122

Based on �gure 6.2 it is obvious that these two users have opposite rating
patterns and hence the correlation should be more toward the negative end
of the correlation scale. In this example the Pearson correlation indicates a
perfect negative correlation, while the cosine correlation incorrectly shows a
weak positive correlation. Noticeable is that the adjusted cosine and the single
weighted correlation gives the same correlation. This is due to that |Ru,i−Rv,i|
is equal for all ratings and thus the weight w2 weights all ratings equally. The
double weighted correlation states a quite strong negative correlation which is
a good result based on �gure 6.2.

28



 1 2 3 4 5 6 7 8 9 10  
 

1

2

3

4

5

 

Co-rated items

R
at

in
g

 

 

User u
User v
Item average

Figure 6.3: Ratings from two users with all ratings but one is equal, out of ten
co-rated items.

Figure 6.3 is an example with two users' with all ratings equal except one.
This example shows the ability to enhance the equal ratings and reduce the
opposite one. The correlations in this example are:

Cosine 0.9553
Adjusted cosine 0.3962
Pearson 0.2750
Single weight 0.9887 (without weight w2 in equation 6.4)
Double weighted 0.8899

In this example all the correlations addends that are based on equal ratings
are enhance, while the correlations addend from item 7 is reduced due to di�er-
ences in ratings. Based on �gure 6.3 the correlation should show a high positive
correlation. The cosine correlation indicates a very high correlation, while both
adjusted cosine as well as the Pearson correlation shows a weak positive correla-
tion. The double weighted correlation shows a strong positive correlation which
is a good result based on �gure 6.3.
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Figure 6.4: Ratings from two users, one with high ratings and the other with
low ratings.

Figure 6.4 is an example with two users where one has rated all the items
high, and the other user has rated them low. The correlations for this example
are:

Cosine 0.9778
Adjusted cosine -0.6354
Pearson 1.0000
Single weight -0.6354 (without weight w2 in equation 6.4)
Double weighted -0.5719

Based on �gure 6.4 the users have di�erent rating patterns on the co-rated
items and hence the correlation should be more toward the negative end of the
correlation scale. In this example the cosine correlation is very high and the
Pearson correlation even states a perfect correlation. Also in this example the
adjusted cosine and the single weighted correlation give equal results due to that
|Ru,i − Rv,i| is equal for all ratings. The double weighted correlation indicates
a negative correlation which is a good result based on �gure 6.4.
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Figure 6.5: Ratings from two users, with similar rating patterns.

Figure 6.5 is an example with two users that have similar rating patterns and
hence rated the ten co-rated items similarly. The correlations for this example
are:

Cosine 0.9794
Adjusted cosine 0.8911
Pearson 0.8894
Single weight 0.9257 (without weight w2 in equation 6.4)
Double weighted 0.8332

Based on �gure 6.5 the users have similar rating patterns and hence the
correlation should show a high positive result. In this example all the correlation
schemes gives good results, including the double weighted correlation.
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Figure 6.6: Ratings from two users, with rating patterns that re�ect each other.

Figure 6.6 is an example with two users that have rating patterns that re�ects
each other. The correlations for this example are:

Cosine 0.6364
Adjusted cosine -0.6258
Pearson -1.0000
Single weight -0.7062 (without weight w2 in equation 6.4)
Double weighted -0.6356

Based on �gure 6.6 the users have mostly ratings that are opposite to each
other and hence the correlation should show a negative result. In this example
the Pearson correlation indicates a perfect negative correlation, while the cosine
correlation incorrectly shows a positive correlation. The adjusted cosine shows a
negative correlation which is similar to the double weighted correlation's result
and it is a good result based on �gure 6.6.
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Figure 6.7: Ratings from two users where the ratings are opposites except one
that is equal.

Figure 6.7 is an example with two users that have ratings that are opposites
of each other, except one that is equal. This example is to show ability to
enhance the opposite ratings and reduce the equal ratings. The correlations for
this example are:

Cosine 0.9409
Adjusted cosine -0.5197
Pearson 0.1111
Single weight -0.9404 (without weight w2 in equation 6.4)
Double weighted -0.8464

Based on �gure 6.7 the users have di�erent rating patterns and hence the
correlation should be more toward the negative end of the correlation scale. In
this example both the cosine and the Pearson correlation fails to identify the
negative correlation. The adjusted cosine shows a negative correlation but the
double weighted correlation shows the best result based on �gure 6.7.
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Figure 6.8: Ratings from two users with equal ratings of ten co-rated items.

Figure 6.8 is an example with two users that have equal ratings. This exam-
ple is to show that the double weighted correlation is also accurate in this case.
The correlations for this example are:

Cosine 1.0000
Adjusted cosine 1.0000
Pearson 1.0000
Single weight 1.0000 (without weight w2 in equation 6.4)
Double weighted 0.9000

Based on �gure 6.8 the users have equal ratings and hence the correlation
should be close to one. All the other correlation schemes gives a perfect cor-
relation in this example. The double weighted correlation shows a good result
based on �gure 6.8.
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Chapter 7

Test and results

Reliability is about how well the tests have been performed. If the same tests
were conducted once again the same results should be explored. External valid-
ity establishes the domain to which a studies �ndings can be generalized [2]. The
testing in this thesis was carried out with the goal to have both high reliability
and high validity.

7.1 Datasets

One dataset chosen to perform the testing was the Movielens dataset. This was
chosen mainly due to that it also provides �ve pairs of subsets in which one
contains 80% of the ratings which were used as a training set, and the other
contains the remaining 20% which were used as an evaluation set. This makes it
possible to reproduce the same results and conclusions if the tests are conducted
once again, which gives high reliability. Using the Movielens dataset also makes
it possible to compare the results with other research that have used the same
dataset which increases the validity. This datasets properties are displayed in
table 7.1.

Since the Movielens dataset is very sparse it was also desirable to run the
test on a more dense dataset. For this reason the Jester dataset was chosen as
the second test set. Instead of using a synthetic dense dataset, the 14116 users
who have rated all the jokes, where extracted to a subset which is 100 percent
dense. From this dense dataset, �ve subsets containing 2,500 users each were
randomly generated. The generated subsets were saved in order to reproduce

Property 100k t1 t2 t3 t4 t5
Number of users 943 943 943 943 943 943
Number of movies 1,682 1,650 1,648 1,650 1,660 1,650
Number of ratings 100,000 80,000 80,000 80,000 80,000 80,000
Minimum |Iu| 20 4 9 8 6 5
Average rating 3.53 3.53 3.53 3.53 3.53 3.53
Sparsity 93.7% 96.8% 96.9% 96.8% 96.2% 96.0%

Table 7.1: Properties of the Movielens 100k dataset and the 5 training subsets.
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Property full dense subsets
Number of users 73,421 14,116 2,500
Number of jokes 100 100 100
Number of ratings 4,136,360 1,411,600 250,000
Minimum |Iu| 15 100 100
Average rating 3.17 3.19 2.77
Sparsity 43.7% 0.0% 0.0%

Table 7.2: Properties of the Jester dataset.

the tests. However, since it is not possible for others to reproduce the same
results and conclusions if the tests are conducted once again the reliability of
this test decreases. There are also very little research that has used this dataset
for evaluation and hence it is not possible to compare these results with other
previous research which gives less validity. The original ratings are continuous
ratings from -10.00 to +10.00. These were mapped to continuous ratings in the
range 0 to 5 in order to match the Movielens dataset. This datasets properties
are displayed in table 7.2.

7.2 Testing double weighted correlation

The hypothesis was that the double weighted correlation scheme would give
more accurate correlations between users in rating dataset, and hence produce
better recommendations. The double weighted correlation scheme was tested
with the evaluation subsets of the Movielens data. The properties of these
datasets can be seen in table 7.1. All the users are represented in the training
sets which contain 80% of the ratings. The training sets do not contain all the
items of the full dataset and hence some of the items are not possible to predict
a rating for. These items will be discarded when computing the ROC value.
The predictions were made as de�ned in equations 2.19 and 2.20 for all the
ratings in the evaluation datasets using the ratings, the correlation measures,
and neighborhoods generated from the training datasets. ROC curve areas were
used to measure the accuracy of the predicted ratings compared to the actual
ratings for each user. The user's average was used as the threshold determining
whether an item is relevant or non-relevant. Then the average ROC curve area
for all users in the evaluation datasets was used as the ROC value for each
dataset. Four di�erent tests were performed using double weighted correlation
and Pearson correlation both with and without default rating. In each test
the same correlation was used for both �nding the neighborhood as well as
computing the predictions. When inferring default ratings, this was only done
at the set |Iu ∪ Iv|, which is the set where one and only one of the users had
rated the item. The user's average rating, based on the training dataset, was
used as default rating. Each test was also performed at di�erent sizes of the
neighborhood.

In �gure 7.1 the results from comparing the double weighted correlation
and Pearson correlation, both with and without default ratings, are visualized.
Without default ratings, the double weighted correlation performed better than
the Pearson correlation for all neighborhood sizes. The average increase in per-
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(a) Average of all Movielens subsets
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(b) Average of all Jester subsets

Figure 7.1: Graphs comparing double weighted correlation and Pearson corre-
lation, both with and without default ratings, in a nearest neighbor algorithm
(see appendix A for graphs of all subsets).

formance on the neighborhood sizes tested was 4.63 percent, based on the ROC
value. The double weighted correlation with default ratings performed worse
for all neighborhood sizes contrary to the Pearson correlation which improved
the results using default rating. The average decrease in performance on the
neighborhood sizes tested was 2.39 percent, based on the ROC value. Pear-
son correlation performs better with default ratings and the double weighted
results better without default ratings, so lets compare these two. The dou-
ble weighted correlation without default ratings performed worse than Pearson
with default rating for all neighborhood sizes. The double weighted correlation
has on average 1.93 percent lower ROC value on the neighborhood sizes tested.
However as the neighborhood size becomes bigger, then di�erence among these
two decreases.

7.3 Testing double weighted correlation with

clustering

The second hypothesis was that the clusters found using the double weighted
correlation scheme would to a larger extent overlap the users' neighborhoods
than in [20]. The tests were carried out with the Movielens 100k dataset and
subsets of the Jester dataset. The properties of these datasets can be seen in
tables 7.1 and 7.2. When testing the overlap of clusters and neighborhoods it
is desirable to have clusters sizes that do not di�er to much from each other.
Hence the bisecting k-means clustering algorithm were used to test the hypoth-
esis. It repeatedly splits the largest cluster using the simple 2-means algorithm.
It produces clusters that are more equal in size than the regular k-means with a
random initial partitioning [20]. The test used the bisecting k-means algorithm
to create a speci�ed number of clusters. Due to the random initial assignment
when splitting the largest cluster, that step was replicated �ve times and the
best result was chosen. Then these clusters where used as the initial partition-
ing in the regular k-means. Once the clustering was �nish, each user's twenty
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(b) Dense Jester subset

Figure 7.2: Graphs comparing the percent of the overlap of a user's top 20
neighborhood and its cluster.

closest neighbors where found and the percentage of the neighbors that resided
in the same cluster was computed. The clusters silhouette values were also
computed in order to evaluate the tightness within the clusters as well as the
separation between the clusters. The test was carried out with di�erent cluster
sizes. Due to performance the transformed correlation between the user and its
own cluster's centroid as well as the other clusters' centroids were used instead
of the average transformed correlations when computing the silhouette values.
Figure 7.2 visualizes the percentage of overlap between the users' top 20 neigh-
borhoods and their cluster. The clusters found in the Movielens 100k dataset
using double weighted correlation overlap the neighborhoods more than those
found using Pearson correlation. Contrary to the hypothesis, the percentage of
overlap decreases rapidly as the number of clusters increases. Figure 7.2b shows
that the double weighted correlation does not perform better than the Pearson
correlation on the dense Jester subset.

The clusters silhouette coe�cient was less than 0.25 for all cluster sizes when
Pearson correlation was used. This means that no substantial structure has
been found in the data [22]. The same result was achieved for double weighted
correlation on all subsets except one where the silhouette coe�cient was in
the interval 0.41 to 0.50 which means that the structure is weak and could be
arti�cial [22].

Despite the poor results from clustering users, it was desirable to test a
nearest neighbor algorithm using the clusters as pre-calculated neighborhoods
since it was the objective of one of the hypothesis. The tests were carried out
with the Movielens 100k dataset and subsets of the Jester dataset. In this test
the users were clustered and the training sets and the evaluation set provided
by Movielens were used. When testing with the Jester dataset, �ve subsets
containing 1,000 users each were randomly generated from the dense Jester
subset. All of these �ve subsets were then clustered and divided into a training
set containing 80% of the ratings, and an evaluation set containing 20% of the
ratings. The test was run on four di�erent cluster sizes and in each prediction
all the users, in the same cluster, with at least one co-rated item were used as
neighbors.
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(a) Movielens 100k
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(b) Dense Jester subset

Figure 7.3: Graphs comparing double weighted correlation and Pearson corre-
lation in a nearest neighbor algorithm using pre-calculated clusters as neighbor-
hoods (see appendix A for graphs of all subsets).

Figure 7.3a shows results that are not in alignment with the previously
observed results. In this case the double weighted correlation is improved by
using default rating and performs better than Pearson correlation both with
and without default ratings. When comparing the results to the regular nearest
neighbor algorithm (see �ugure 7.1) the results are worse when using the pre-
calculated clusters as the neighborhood. Figure 7.3b shows that despite the
poor results from the clustering the Jester dataset, it improves the results of
the nearest neighborhood algorithm when using Pearson correlation. It is also
clear that the accuracy of the predictions increases with the number of clusters.
The double weighted correlations does not however reach the same maximum
as when using the regular nearest neighbor algorithm and it is outperformed by
the Pearson correlation. The di�erences between using default ratings or not is
negligible due to the very low sparsity of the Jester training sets.
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Chapter 8

Conclusion

The double weighted correlation is a similarity measure that can be used to com-
pare users or items. It was designed with the purpose of using it in recommender
systems with explicit ratings in mind. When compared with other correlation
measures on fabricated data (see �gure 6.2 to 6.8) the double weighted cor-
relation gives good results in all the cases while the others' results �uctuate
more. It is though important to emphasize on the fact that the double weighted
correlation expects ratings in the same scale and does not handle di�erences
of interpretation of the rating scale. If that feature is desirable, the Pearson
correlation is probably a better choice.

In order to see how it works in a recommender system it was also tested
with a nearest neighbors algorithm and compared with the most commonly
used correlation, namely Pearson. The double weighted correlation performed
better than the Pearson correlation on both the sparse Movielens dataset as
well as the more dense Jester dataset. The tests also show that it performs
better without the user average as default rating. It is however, contrary to
the hypothesis, outperformed by the Pearson correlation with default rating on
both datasets.

The tests of the double weighted correlation's ability to cluster users gave
very poor results, also contrary to the hypothesis. It could not �nd any clusters
or structures in any of the two datasets based on both the percentage of overlap
between clusters and neighborhoods as well as the silhouette coe�cient. The
�rst thought is that it is due to the sparsity of the Movielens dataset but, but
since the test on the Jester dataset which is 100% dense, it is not due to the
sparsity of the data.

The �nal test that was conducted combined the double weighted correlation
scheme with a clustering algorithm and a nearest neighbor algorithm. Also in
this test did the Pearson correlation perform better than the double weighted
correlation on the Jester dataset. Contrary to the second test, the double
weighted correlation with default rating performed the best on the Movielens
dataset.

The test results indicates that the double weighted correlation perform better
than the Pearson correlation in datasets with high sparsity. The best results are
however achieved when using Pearson correlation with default ratings. Finding
another way to infer missing data when using the double weighted correlation
could potentially outperform the Pearson correlation with default ratings.
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Chapter 9

Future work

For those who are interested, there are lots to do in this area. When it comes
to future work with improving the correlation measure there are mainly two
aspects to look into, the weights and how to infer missing data. In all the tests
in this thesis α in equation 6.2 was chosen as 2, and is hence one subject for
further optimization. In equation 6.4, the number of co-rated items are taken
into consideration. It would also be interesting to include how many items each
user has rated, since it is a di�erence between two users who have rated ten
items each and two users who have rated 1,000 items each, when in both cases
there are i.e. �ve co-rated items. Another area of future research is to �nd an
alternative way of handling the sparsity problem besides default ratings since it
gave worse results with the double weighted correlation in the nearest neighbor
algorithm.

The tests gave very poor results when clustering users on both datasets and
hence it would also be interesting to study whether there are ways to �nd subsets
of users that can be precomputed and used when predicting the ratings, in order
to enhance the online performance.
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Appendix A

Test result

This �rst appendix contains the graphs from all the subset used when testing
the double weighted correlation in a nearest neighbor algorithm as well as when
using pre-calculated clusters as neighborhoods.
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(a) Movielens subset 1
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(b) Movielens subset 2
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(c) Movielens subset 3
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(d) Movielens subset 4
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(e) Movielens subset 5
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Figure A.1: Graphs comparing double weighted correlation and Pearson corre-
lation, both with and without default ratings, in a nearest neighbor algorithm.
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(b) Jester subset 2
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(c) Jester subset 3
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(d) Jester subset 4
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(e) Jester subset 5
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Figure A.2: Graphs comparing double weighted correlation and Pearson corre-
lation, both with and without default ratings, in a nearest neighbor algorithm.
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(a) Movielens subset 1

5 10 15 20
 

0.58

0.60

0.62

0.64

0.66

0.68

0.70

0.72

0.74

Number of clusters
R

O
C

 v
al

ue
 

 

Double weighted
Double weighted with default ratings
Pearson
Pearson with default ratings

(b) Movielens subset 2
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(c) Movielens subset 3
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(d) Movielens subset 4
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(e) Movielens subset 5
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(f) Average of all Movielens subsets

Figure A.3: Graphs comparing double weighted correlation and Pearson corre-
lation in a nearest neighbor algorithm using pre-calculated clusters as neighbor-
hoods.
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(b) Jester subset 2
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(e) Jester subset 5
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Figure A.4: Graphs comparing double weighted correlation and Pearson corre-
lation in a nearest neighbor algorithm using pre-calculated clusters as neighbor-
hoods.
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