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Abstract

Access networks provide connectivity to services for end-users. A common
example is an end-user connecting to an Internet Service Provider, ISP, to
reach the Internet. The access network can be both wired and wireless.

Testing and assuring security in access networks is time-consuming and
sometimes hard. The aim for this work is to create automated and easy to
use tests for common security issues. The intended use of all tests is to make
testing faster as well and easier and able to detect more possible issues.

The main result from this thesis work is a set of tests implemented and
integrated as part of Netrounds, which is a cloud-based network testing ap-
plication. The result provides communication providers with intuitive and
easy to use tests for assuring security for end-users in public access networks.
The tests ultimately saves time during security assurance as well as helping
in making the access network more secure.

Major tests include testing that end-users cannot impersonate others,
disturb the service, or access other users traffic. Each test focuses on security
in common protocols and gives a pass or fail status.

All implemented tests are tested extensively in multiple environments to
ensure that they detect general issues and security problems. They are run
giving good results performing security certification in access networks.
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Chapter 1

Introduction

An access network is a wired or wireless network through which end-users connect

to service providers. Wired access networks are often used by end-users to connect

from their home to an Internet Service Provider, ISP. In this sense, the access

network is public since it connects the end-user to everyone else on the Internet.

In the open network scenario, three different providers can be identified. First, an

Infrastructure Provider, also known as a layer 1 provider, which owns the physi-

cal infrastructure for the access network. Second, a communication provider, also

known as a layer 2 provider, provides connectivity from end-users into the net-

work. Third, the Service Provider, SP, provides end-users with services commonly

including Internet connection, telephony, and television. End-users can usually

select services independently from multiple service providers in the access network

offering different Internet speeds, television channels, and prices. An end-user can

select services from different service providers at the same time. It is up to the

communication provider to ensure that the end-users can reach and use the ordered

service.

The communication provider and the service providers are responsible that

the end-users can communicate securely with the service. The communication

provider is responsible for making sure that communication between end-users is

secure. This means that one end-user should not be able to send spoofed packets

on MAC or IP level to another end-user or receive other end-users data traffic.

The provided security does not include higher level attacks and one end-user are

still able to send a computer virus to another. The service provider might have

some responsibility in making this communication secure as well depending on the

network’s configuration.

The field of security is wide and spans all aspects of computing. All parts
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of security focus on keeping malicious users out of other users’ data. Data can

be accessed by the malicious user in order to read it or to alter it and feed false

information to the user. The malicious user can also destroy, interrupt access to,

or steal the data. In computer network security, this applies to the communication

where malicious users alters or accesses the traffic on the network. This document

mainly considers three types of attacks: denial of service, man in the middle, and

abuse. A denial of service attack is performed by a malicious user with the intent

to make the service unavailable for other users. The attack can be performed by

overloading equipment or rerouting traffic to unknown destinations. Other end-

users will notice the attack by being unable to access Internet. A man in the middle

attack is when a malicious user in one way or another receives information intended

to other hosts. The malicious user might forward such traffic to its intended

receiver giving the malicious user the possibility to read or alter the information

without the intended receiver noticing. If the malicious user does not forward the

traffic to the intended destination the data is stolen. The stolen data will become

noticed since it does not arrive at the intended destination. The last type, abuse,

is when a user in some way attempts to do something in the network which is

not permitted, such as impersonate other users. Abuse will not immediately affect

other users. It might do so later, for example if the malicious actions are something

illegal the other user might end up a suspect. All of the attacks considered are

on network equipment or protocols and might exploit vulnerabilities in the device

configuration as well as in implementation or design of a protocol.

A malicious user has nearly endless possibilities to create attack on the net-

work or other users. Many of the attacks is well-known and easy to perform by

anyone with a malicious intent. To perform, and possibly benefit from an attack,

a user only needs to know how to install an application on his computer. In most

applications designed to perform attacks, an attack can be launched within min-

utes even by an inexperienced user. The attacks can cause the service to become

unavailable for other users or let the malicious user see information sent to or

from another user. Attacks can also happen without the user’s knowledge when a

computer virus attempts to spread over the network [1].

To provide end-users with a secure and reliable access to the desired services

the communications provider needs to do some configuration. The main part of the

configuration is to enable and tweak different security features in the equipment.

Some of this is described in Section 2.2. After the equipment is configured the net-

work is supposedly secure and ready to be used, however there might be problems

in the design of the network, flaws in feature implementation in the equipment,

or human error making it uncertain if the network is secured. To ensure that the

Lule̊a University of Technology 2
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network is secure it needs to be tested that the actual configuration conforms with

the desired one.

When testing a network it can be hard to figure out what security issues that

are important to test. This is largely built on experience. This work covers a

number of important issues in Chapter 4. Even for experienced testers there is a

problem to perform the tests. Most tests are simple while some are complicated

to understand. The biggest problems are that most of the tests are usually started

manually and that they take a long time to perform. The time-consuming tasks

usually includes setting up an environment, implementing the tests, and then

running the tests.

The first problem, what to test, is to some extent solved in the Secure End-user

Connection access certification, SEC [2]. SEC covers some common vulnerabilities

and other related problem. It offers theory and what measures are possible use for

protecting the network and its users. SEC is a network certification and creates a

basic assurance of the security level in certified networks.

Taking SEC as the starting point, this work aims to create tests for Inter-

net Protocol version 4, IPv4, networks within Netrounds, a cloud-based network

testing application, allowing administrators of all levels of experience to perform

automated tests in an easy way. The intended users are primarily the communica-

tion providers and to a lesser extent service providers. The infrastructure providers

are not an intended user since this security is mostly in physical access to the ca-

bles. Tests are intended to be used primarily by network administrators at the

communication providers or by external consultants. Some tests are relevant for

service providers.

Another aim of the work is to offer feedback to the SEC committee. Both

clarifications for tests and requirements already included as well as general com-

ments on the document, its requirements, and addition of relevant requirements

and tests.

1.1 Goals

The goals for the thesis work are formulated from the initial thesis proposal. They

are clarified to offer the reader a clearer image of the goals for the work. The main

goals for the thesis work are to

• create automated tests for vulnerabilities and problems included in SEC;

• evaluate other possible vulnerabilities and problems, including the creation
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of tests; and

• evaluate tests and vulnerabilities in SEC and suggest clarifications and

changes.

The goals are presented without particular order, and the work aims to fulfill all

goals.

1.2 Delimitations

The focus of this work is end-user security in wired IPv4 access networks. The

considered security issues are only related to security in network devices and pro-

tocols commonly used in networks. Other issues in user’s hosts, physical access,

and external services are not included.

On the link layer, the work focuses on Ethernet II as it is the most commonly

used. The physical layer is primarily any wired line but can also be a wireless link.

No focus on the physical layer security is included.

Internet Protocol version 4

Only IPv4 and Address Resolution Protocol, ARP, are included as Internet layer

protocols. All issues with Internet Protocol version 6, IPv6, are excluded since

many networks still only support IPv4 to end-users [3, 4].

Known and documented

The work only includes known and documented problems and vulnerabilities. The

delimitation is done since finding and evaluating new problems is usually hard and

time-consuming. Some known problems have readily available exploiting programs

making them more important to test.

1.3 Related work

There exists a myriad of different tools designed to exploit some of the most

common network problems as previously mentioned. Some example of common

tools for attacks is Yersinia [5], Ettercap [6], and dsniff [7]. They all offer the user

an easy to use interface for creating attacks on networks. These and other tools

can be used to test some of the problems present. This solution will impact the
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network and requires manual involvement to perform the test and evaluate the

result.

For fully automated testing, there exists some tools to check network security

automatically. One example of such tool is Nessus vulnerability scanner [8]. Nessus

uses a database of known vulnerabilities in different versions of programs and

operating systems. Using this database and performing a scan on the network

Nessus can find if any of those vulnerabilities are present within the network. The

main focus of Nessus is not access networks but rather enterprise networks. It

do not test for configuration errors in the network but can detect known flaws in

network equipment.

The Secure End-user Connection access certification, SEC, was in its first ver-

sion created by Svenska Stadsnätsföreningen1, SSNf, in 2005. In 2009, the access

certification for complete networks were added. SEC is the standard used for secu-

rity testing of access networks in Sweden. In 2012, a number of tests were added

providing a more comprehensive certification as compared to the previous one.

The SEC specification gives an overview of different vulnerabilities and problems

included but still leaving the issues complicated to test [2].

A recent study of security issues in Ethernet networks summarizes many of

the important security issues. The study offers a good starting point for someone

needing to assure security in networks. However they do not offer any solutions to

the presented problems or describes how to test them [9].

Sayama and Yoshiura propose a tool for verification of access lists in network

equipment. An access list decides which packets should be forwarded and which

should be dropped. Their work does comparison between access lists and veri-

fication in the real equipment that two access lists successfully block the same

packets. The testing is done using calculated packets that possibly can cause

problems. This can be used to ensure the security after updates but cannot verify

the initial security [10].

1English: The Swedish Urban Network Association
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Chapter 2

Theory

This document requires a basic understanding of how network communication

works. Some of the basics as well as more advanced topics are introduced in this

chapter. It also contains information about access networks and related security.

2.1 Networking concepts

One central networking concept is the layered approach. In this document, the five

layered Internet Protocol suite approach is used for references to the layers [11].

The layers are largely separated, and each layer adds a header to the above layer’s

total packet. The layers, starting from the user’s perspective, is

1. application;

2. transportation;

3. Internet;

4. link; and

5. physical.

When an application wants to send a packet to another application on another

computer it creates the application layer packet containing information and passes

the packet down to the transportation protocol. The transportation protocol adds

a header with settings and passes the new packet down to the Internet layer. The

Internet layer sets the destination IP address in a new header and passes the new

packet down to the link layer. The link layer adds a link layer header with the

Lule̊a University of Technology 6
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source and destination MAC address that then is passed down to the physical

layer sending the actual data bits on the cable. When the packet is received at the

destination the physical layer passes the packet up to the link layer where headers

are decoded and passed up to the Internet layer. After all layers have decoded the

information it reaches the intended destination application and some processing

can occur based on the received data.

The link layer header contains source and destination MAC address telling

where the packet is addressed to on the local network as well as information on

the above protocol in the type field. The link layer address is local for the link so

packets sent to the Internet from a home computer will have the destination MAC

address set to the MAC address of the default gateway. The default gateway is

the first router on the path to Internet. The Internet layer header contains source

and destination IP addresses. The IP addresses are globally unique and every

computer on the Internet has its own unique IP address1. The Internet layer

also contains information on the above protocol and settings for fragmentation

of the packet. On the transportation layer Transmission Control Protocol, TCP,

and User Datagram Protocol, UDP, is the most used and well-known. Both of

those protocols have specifiable source and destination ports that are specified

for different applications. The application layer contains protocols for particular

applications. Common examples are Hypertext Transfer Protocol, HTTP, and File

Transfer Protocol, FTP.

On the link layer hosts communicate directly trough one or more switches. A

switch will check the destination in the link layer header and send the packet out

on the port where the destination address is located. If a packet is sent outside the

local network it passes through a router. The router will look in the Internet layer

header to find the destination. It also completely replaces the link layer header to

a new one based on the next hop.

2.1.1 Virtual local area networks

A Virtual LAN, VLAN, can be used in switched local networks where it is desired

to have hosts in different virtual networks. This gives the opportunity to make

hosts in one virtual network unable to communicate with hosts in other virtual

networks. This is illustrated in Figure 2.1 where host 1 and 3 can communicate

directly on VLAN 2 but not with the other hosts on the network. Hosts 2 and

1In home networks it is common to use a Network Address Translation (NAT) device

allowing all computers to share a common IP address since the number of IPv4 addresses

is limited [12].
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4 can communicate directly but not with the other hosts. The link between the

two switches is called trunk and can carry all VLANS between switches marking

packets with a specific VLAN identifier according which interface it arrived from.

VLANs is configured on a switch level where each interface is assigned a specific

VLAN or to be a trunk interface [13].

Figure 2.1: VLAN used to separate hosts.

2.1.2 Access lists

If it is desired that hosts should not be able to communicate directly with any

type of packet an access list can be used in switches. The access list contains a set

of rules about what packets are allowed to be sent to and from which interface.

The rules can contain information about allowed source and destination addresses

on both link and Internet layers as well as higher layers. They can be dynami-

cally updated with the currently allowed addresses by looking at ARP and DHCP

packets. A packet matching a rule that allows it will be forwarded while packets

matching a rule preventing it will be silently discarded [10].

2.1.3 Unicast, broadcast, and multicast

Previously described sending of packets has considered one sender and one receiver.

This is called unicast distribution and is the most commonly used distribution

scheme on the Internet. When a host wants to send a packet to all other hosts

on the local network, for example when the destination is unknown, it can use

broadcast to send the packet. The packet will then be sent to all ports in all

switches it passes, however it will not pass any routers.

Lule̊a University of Technology 8



Chapter 2. Theory

When wanting to distribute large amounts of data to a certain set of hosts mul-

ticast can be used since both unicast and broadcast will waste network resources.

Broadcast will be a waste since uninterested receivers will receive the data and

unicast since the sender needs to send the data multiple times. Multicast is a

distribution scheme where one sender can send data traffic to multiple interested

receivers. It can be used for high bandwidth applications to save the total band-

width and offload the server. In IP networks multicast is distributed to multicast

groups. Each multicast group is represented by a specific destination IP and MAC

address [14].

Multicast is commonly used to distribute IPTV in broadband networks. The

IPTV channels use specific multicast groups and ports. For a user to watch an

IPTV channel the user joins a multicast group, in IPv4 networks using the IGMP

protocol, and starts receiving the channel. This is done automatically in a TV box.

The switch handles the join message and makes sure to send packets addressed to

that group to the interface where the interested receiver is located. The switch

informs the gateway that it is interested in a similar way to ensure that it receives

the multicast traffic [15].

2.1.4 Spanning tree protocol

A loop in a network topology will if not managed correctly make packets be sent

around the loop multiple times, each time multiplying itself and overloading the

entire network. When a packet reaches the first switch in the loop it will be

forwarded both directions in the loop. For each switch included in the loop the

packet will be sent out to all other hosts connected to that switch. Ultimately this

causes the network to be overloaded which might lead to packet loss. The behavior

of a loop is demonstrated in Figure 2.2a where an end-user sends a flooding packet

that is forwarded around the loop and is sent multiple times to the rest of the

network. A flooding packet is a packet that will be forwarded in a loop and is either

a broadcast packet, a multicast packet, or a unicast packet with an unknown MAC

address. When the flooding packet reaches the top switch the packet is forwarded

both to the rest of the network as well as to the right switch. From this switch the

packet is forwarded back to the first switch where the packet is forwarded back in

the loop. It becomes clear that for each time the packet passes the top switch it

will send another packet to the rest of the network consuming resources.

Spanning Tree Protocol, STP, can be used to prevent loops in switched network

topologies. It builds a minimum spanning tree of the network topology using

switches as vertices and intermediate links as edges. The selection of a root vertice
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(a) Spanning tree disabled. (b) Spanning tree enabled.

Figure 2.2: A simple network topology containing a loop.

is done by a configurable weight on the switches. The link speeds corresponds to

edge weights in the spanning tree. The spanning tree is calculated distributed and

each switch knows the way to the root and what children are using it in their path

to the root. This is based on the calculated spanning tree and links that are not

included in the spanning tree are disabled to ensure a loop free topology [16]. By

running spanning tree it is possible to create topologies containing loops in order

to create redundancy in case of link failures.

The result of spanning tree running in the previous example could have been

that the bottom link where disabled as shown in Figure 2.2b. When the link is

disabled the packet will never be sent in a loop and only be sent a single time to

the rest of the network. However the packet will still reach all hosts that might

be interested in receiving the packet. This ensures that the bandwidth is not fully

consumed and can be used for other traffic.

There exists some different extensions to STP that provides better performance

and VLAN support. All extensions as well as the basic protocol uses Bridge

Protocol Data Unit, BPDU, frames for sending updates with the current topology

and notifying about changes [17, 18]. BPDU frames are sent from switches to all

interfaces with spanning tree protocol enabled on that switch.

Lule̊a University of Technology 10
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2.1.5 Dynamic Host Configuration Protocol

Dynamic Host Configuration Protocol, DHCP, is a protocol for configuring devices

connected to a network. It provides new hosts and network devices with IP ad-

dresses, gateway addresses and DNS server addresses. When a new host connects

to a network it sends a DHCP discovery. The DHCP server answers with an offer

containing the address the host can use. The host then requests the address and

the server acknowledge it. The communication flow of a newly connected host and

a network with a DHCP server are shown in Figure 2.3. Together these steps are

called a DHCP transaction. During this entire transaction the host decides on an

id that will be used to identify the packets. After that the host has been assigned

the address and can get access to Internet using that address. The DHCP server

have some addresses available for hosts, the available addresses are called the ad-

dress pool. When the address pool is empty the DHCP server no longer send any

offers [19].

Figure 2.3: DHCP client-server communication.
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Relay agent information

The communication provider keeps track of what end user has been assigned a par-

ticular IP address at a certain time by tracking DHCP requests2. The tracking is

usually accomplished by using DHCP Relay Agent Information marking of DHCP

packets. A relay agent is any host that forwards DHCP requests between end-users

and DHCP servers and can be switches or routers. The relay agent information

marking is added to packets in the access device and contains information about

the device and interface from which the DHCP packet was sent. The access device

removes relay agent information from packets sent to end-users. A transaction

is illustrated in Figure 2.4. The information can be used in the DHCP server to

assign IP addresses from the correct pool depending on service in extent to the

logging [21].

2.2 Access network

An access network is a network where home users connects to IP services. End-

users is able to select different services within this network that might include

different speeds of Internet or other services such as IPTV and telephony from

multiple service providers. Access networks can be open in the meaning that they

are open for multiple service providers. Open access networks are commonly built

with financial aid from governments. An access network built and operated by a

single company works in the same way as for open networks, except of course the

owning structure. The access network is operated by a communication provider

that leases access to the cable between the end-users and an end-point. The

infrastructure provider owns the cable between the end-users home and a central

point where cables from multiple end-users ends. The access device is placed at this

central point. The cable can for example be fiber optics, coaxial, or copper. Copper

cables are commonly twisted pair cable or telephony cable. Access devices are

commonly owned, operated, and configured by the communication provider. They

might also be owned by the infrastructure provider. It is possible to have multiple

communication providers for the same area with partly different infrastructure [22,

23].

The distribution network, between the shared end-point and the service provider

connection point, are built by cables that connect different physical locations of

2In the European union logging of assigned addresses is required by law in all member

states [20].
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Figure 2.4: DHCP relay agent information addition in client-server commu-

nication.

shared end-points. It might be owned either by the infrastructure provider or the

communication provider depending on physical locations. The distribution net-

work have many possibilities in design depending on factors such as the number of

users, scalability, cost, and redundancy. It can contain both switches and routers

on the way to the aggregation device. The aggregation device have the capability

of mapping customer traffic to the correct service provider. Since the aggregation

device have this intelligence it is possible for multiple service providers to share a

single distribution network. From the aggregation device the packets are directly

sent to the correct service provider. A simplified illustration of an access network

can be found in Figure 2.5 where all described parts are shown.

The open networks are common in Sweden and provides a good ground for

competition between multiple service providers. They commonly promotes com-

petition between service providers providing end-users with lower prices [24]. The

openness of accesses are regulated in the European Union in the Access Directive
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Figure 2.5: A simple example of an access network.

regulating some parts in the partnership between the service providers, communi-

cation provider, and the infrastructure provider in networks built with tax-payer

money [25]. The directive is intended to provide fair and equal conditions for the

service providers.

2.2.1 Customer-Premises Equipment

Customer-Premises Equipment or Customer-Provided Equipment, CPE, is any

equipment that the service provider or network provider needs to place at the end-

user in order to deliver the service. A CPE from a network provider commonly

splits a single cable into multiple connectors for different services. The single cable

can be any type of access that might be fiber optics, coaxial, or copper. The CPE

might contain a modem or converter to decode signals if xDSL, fiber optics, or

coaxial are used for access. Service provider CPEs can include a Set-Top Box,

STB, for television, a home router for an Internet service, and a telephone for

telephony services. The different devices can be combined into one box providing

multiple functions. The simplest form of CPE transforms transparently between

two types of connections and more advanced can contain all functions required for

all services.
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Since the CPE is placed at a customer it can be replaced or its configuration

altered if an end-user has malicious intents. Providers can take actions to prevent

this but eager enough end-users will be able to replace or alter CPEs. If any

security features are used and relied upon in the CPE the malicious end-user can

disable those and perform attacks on the network as latter described. Some tests

described in Chapter 4 relies upon direct link layer connection and for those it

might be required that the CPE is bypassed both for testing and a hypothetical

attack depending on the CPE configuration. In the remainder of this work it is

always assumed that the CPE has been bypassed.

2.2.2 Services

All services are ordered by the end-user directly from the service provider. A user

can have different service providers for different services such as one television

provider and another for Internet depending on the end-users preferences. When

an end-user has ordered a new service it is delivered to the user’s home where

the user has one connector for each service in the CPE. All of the services are

based on IP and to deliver a service the communication provider makes sure that

the packets are sent to the correct service provider. Packets to end-users are sent

to a specific IP address that is held by that end-user for telephony and Internet.

For IPTV the end-user joins a multicast group that is specific to the television

service provider and channel. In order for a service provider to deliver services in

a network it needs to have an agreement with the communication provider about

the terms for usage and specific installments.

Technically all services are delivered in a single cable to the end-user. At the

end-user a CPE is placed as previously described. The CPE splits the different

services and deliver them to respective device based on some selector. This can

for example be that one VLAN is used for each service and the CPE knows what

service uses which VLAN or that the CPE knows about the different addresses

used for each service.

From a security point of view all the different services are vulnerable to the

same attacks and all services need to be protected against all different issues de-

scribed in Chapter 4. However some tests are more relevant to different types of

services depending on the underlying protocols. For example IPTV that rely on

multicast might be more susceptible to issues related to multicast than other ser-

vices. An Internet service might be the most obvious target if a malicious end-user

wants to inspect communication but a telephony service is an equally important

target and phone conversations can be eavesdropped in similar ways as in any
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other network communication.

2.2.3 Operations

A network provider has a tedious task to manage all different devices. It is desired

that all devices regardless of physical location can be managed from a single loca-

tion. This can be achieved by using a management protocol to access the device.

A management protocols runs over IP and allows administrators to edit the con-

figuration. Some common management protocols are HTTP, HTTPS, SSH, and

Telnet.

While it is desirable to run all management in separate networks this might not

always be feasible due to cost or other factors. In these cases the same network as

used by end-users is used to manage the devices. When using the same network an

access list or separate VLAN can be used to protect management protocols from

malicious end-users.

2.2.4 Security

Since security is a wide subject the different providers in an access networks cannot

be responsible for all possible attacks. To separate what different issues different

entities are responsible for security is considered from the different layers in the five

layered Internet Protocol suite. The first layer is the physical layer, the physical

cables between locations. Obviously the infrastructure provider is responsible for

protecting the cables from problems, a common example is that cables are dug of

during construction [26]. Attacks on the physical layer are hard and not further

considered in this work. The second layer is the link layer where the communication

provider is responsible for the security. The base in the link layer security is to

ensure that end-users cannot send traffic directly between each other. If end-users

would be able to send any traffic it opens for attacks and gives malicious users

possibilities to send spoofed packets to other users. This isolation between end-

users can either be done directly in access devices providing access lists and other

security features. It can also rely on either MAC-forced forwarding [27] or private

VLANs [28] without the need for advanced security features in the access device.

In a MAC-forced forwarding based solution all traffic from end-users is forced

upwards in the network to the default gateway. Packets are forced to travel either

“up” to the default gateway or “down” to the customer in the network. This

is done by blocking multicast and unicast between end-users as well as unicast

directly between customers. When using private VLANs all end-users are placed
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in a separate VLAN only being able to communicate directly with the default

gateway. Both private VLAN and MAC-forced forwarding rely on the default

gateway to provide proper isolation between end-users. In both solutions the end-

users can send packets to each other through the default gateway [29]. In extent to

the end-user separation on the link layer the communication provider also needs to

ensure that end-users cannot communicate with internal link layer protocols, for

example Spanning Tree Protocol. Third the Internet layer, where the responsibility

becomes shared between communications and service providers depending on the

networks configuration. A common security feature at the Internet layer is that

end-users should not be able to use fake IP addresses when communicating with

other hosts.

On higher layers, transportation and application, the end-user is responsible

for their own equipment. Attacks against these layers can consist of fake web

pages, rogue DNS server, or computer viruses. Protections against such attacks

are done at host level using anti virus and firewalls together with common sense.

Some service providers gives its end-users access to such applications for free or a

low periodic fee.

2.3 Netrounds

Netrounds is a cloud-based solution for troubleshooting and testing of IP net-

works. It contains tools for testing UDP/TCP performance, IPTV, and SIP tele-

phony amongst other. All tests are configured from a web-based user interface.

Netrounds have two concepts for network testing; monitorings and tests. A mon-

itoring runs for an infinite amount of time continuously checking for example if

an IPTV channel is working correctly and provides some details about the instan-

taneous state of the network over time. The test is run for a limited time and

provides some more details about the result. A test provides a pass or fail status

after it is finished [30].

To get started with Netrounds a user downloads and installs Genalyzers. The

Genalyzer is software available as an agent, which is an executable that runs within

the existing operating system, or a probe. The Genalyzer Probe is a customized

Linux distribution that can be installed on any x86 hardware. To connect to

the Netrounds server the Probe uses one of its multiple network interfaces as

a management interface. This interface is used for receiving configurations and

sending results to the server. The management interface can be used for some

tests.
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When the desired Genalyzers are installed and the user can start tests and

monitorings from the Netrounds web-based user interface. In the scope of this

work only Genalyzer Probes are considered since they provide more flexibility.
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Methodology

The work focuses as previously stated on developing security tests for access net-

works. All tests are created with the SEC standard as a base. Development of

each test is started by collecting information about the issue at hand, possible

solutions, and attacks. The information gathering starts with SEC and then other

resources needed for understanding the problem better, key findings are included

in this work as motivation to the different tests. After a problem is deeply un-

derstood it is tested to perform an attack under favorable conditions. Using the

gained understanding for each problem the essence of a test is analyzed and all

steps needed to perform the test are evaluated. From this steps the test is imple-

mented and ran in both a network where it is supposed to fail and one where it

is supposed to succeed. The pass or fail status is always verified using a tool for

manually checking the received packets.

After the test is completed and works as expected in the testing environment

the result and outcomes are analyzed and documented. Since the work also intends

to provide feedback to the SEC committee, the standard document is updated after

each test with relevant notes and proposals. Finding new problems to include in

the standard is done by searching recent publications as well as using the collective

knowledge of Netrounds employees and documentation from equipment vendors.

3.1 Test environment

To test the network a common setup is needed for all tests. The setup is created

inside of the real network using real DHCP servers and multicast sources. For

most tests two end-users are needed they are called Trudy and Alice. Trudy is a
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user that performs some malicious action, attacks on the network or Alice. Alice

is a user that in one way or another is affected by actions of Trudy either by

interruption in the service or viewing of data sent to or from Alice.

To conduct the actual tests another entity is needed, this is a trusted party

placed somewhere inside the network. For the scope of this work, this entity is

Trent and is preferably placed in the same broadcast domain as Trudy and Alice.

In reality the shared broadcast domain can be accomplished by configuring its

interface as trusted or mirroring the real uplink interface.

Figure 3.1: The setup of the test environment.

Figure 3.1 shows an overview of the test setup where Alice, Trudy, and Trent

are marked in their respective placements. During tests they are all represented

by a Genalyzer using a non-management interface while the management interface

is used to communicate with the Netrounds server over a separate network. The

decision not to use the management interface is done since some tests might disturb

the connectivity on the used end-user interfaces.

3.1.1 Development test environment

For initial development a simple and isolated test network was built. As Genalyzers

Netrounds G100 Genalyzer Probes were used, the G100 Genalyzers have a single
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core processor and three Fast Ethernet interfaces. The Genalyzers was placed to

corresponding to the test environment together with an access switch configured

to be either secure or insecure depending on the test. The Trent Genalyzer was

configured to use its third interface as a DHCP server and sender for multicast

traffic since a real network was not used. Figure 3.2 shows the development setup

and to a large extent it is similar to the test environment used for real testing.

Figure 3.2: The test environment used during initial development.

As access switch a Cisco 3550-24 [31] running IOS version 12.2(50)SE3 was

used. This switch lacks some security features but had enough to provide a devel-

opment environment. The development environment could be used for all tests by

configuring the switch to drop more packets than normally is desirable.

3.2 Tools

All tests are implemented as time limited tests in Netrounds using the Python

programming language, Python [32]. At the server tests are configured and started

with already present Netrounds functionality. All tests run functions on the server

and the corresponding action is performed on a specified Genalyzer. An example

can be that the server creates an IP packet and then sends the packet as an
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argument to a send function on the Alice Genalyzer. This would results in the

Alice Genalyzer sending the packet to its intended destination. Most of the tests

interfaces the Python library Scapy in this way. Scapy is further described in

Section 3.2.1. The support for using Python to remotely access functions was

already present in Netrounds and deemed to be a suitable choice for the tests due

to its ease of use and flexibility.

The remote access approach have some impacts on the performance of tests

especially when the delay between the server and Genalyzer is high. When better

performance is needed for a test the first approach is to implement larger chunks

functionality in functions on the Genalyzers allowing to send larger amounts of

packets and get generally better performance. When this still is not enough the

functions are intended to be implemented in C++ and libpcap to be able to send

packets at even higher rate. In most tests the performance does not have any

implications on the test result.

3.2.1 Scapy

Scapy is an interactive packet manipulation tool that provides a command line

interface. It is also possible to use it as a Python library [33]. Almost all tests

make use of the library provided in Scapy.

The main reason for selecting Scapy above other alternatives such as hping [34]

and nemesis [35] is the great flexibility to create any imaginable packet. Scapy has

built-in support for almost all protocols needed to perform the tests and could

create all the wanted packet configurations. It also provides an easy way to listen

for packets and analyze them, something that is not possible in the other evaluated

tools.

3.2.2 C++ and libpcap

To get the best possible performance in tests requiring high performance C++ is

to be used. The choice of C++ over C is mostly due to convenience and experience

with the language.

For the tests requiring faster and more flexible packet capturer than provided

by Scapy, libpcap [36] is used within a C++ program. In extent to being faster

libpcap also natively supports the same capture filters as Wireshark [37] and Scapy.

This provides an easy to use API for creation of packet capturers making it a good

choice for easy implementation and performance.
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Network tests

This chapter describes all tests included in the work at a high level together with

reasons for the specific tests as well as discussion on result validity.

4.1 ARP spoofing

The Address Resolution Protocol, ARP, is used to translate the IP address into

a MAC address. When a host wants to send data to a host in the same subnet

it sends an ARP request using broadcast asking for the MAC address of that IP

address. On an incoming ARP request, the host assigned the IP address answers

with an ARP reply specifying the MAC address of the network interface used. If

a host wants to send data to a host outside the subnet it sends an ARP request

for the default gateways IP address. After the reply, the first host can send the

desired data using the MAC address in the reply. The contents of ARP requests

and replies are saved at hosts and intermediate switches in the ARP table so

following packets to the same destination will not need a ARP lookup [38].

Trudy can use ARP in a few different ways to perform attacks against Alice.

A common attack is when Trudy sends ARP packets mapping Trudy’s MAC to

Alice’s IP. When the first hop router receives the packet it will remember the

mapping and packets to Alice’s IP will be sent to Trudy’s MAC address and

ultimately end up at Trudy [39]. Therefor end-users should not be able to send

spoofed ARP packets to other end-users or trusted entities.

The designed test corresponds directly to a SEC requirement. Since no test

description was present in the old SEC standard it have been created during this

work and added to the standard.
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Testing The first step of the test consists of Trudy attempting to send

different configurations of spoofed ARP packets addresses directly to Trent, Alice,

and broadcast. All these packets are sent using the same Ethernet frame source

address as source address in the ARP payload to conform with the ARP standard.

The tested types of packets are

1. spoofed IP and valid MAC;

2. valid IP and spoofed MAC; and

3. spoofed IP and spoofed MAC.

As part of the first step packets are sent that are non conforming with the ARP

standard that have different source addresses in the Ethernet frame and the ARP

payload. The packets are sent from Trudy and uses her MAC address as source in

the Ethernet frame and in the ARP payload

1. valid IP and spoofed MAC; and

2. spoofed IP and spoofed MAC.

The packets are sent to ensure that the verification of packets is done correctly in

both the ARP payload as well as in the Ethernet frame. To pass the first step of

the test no spoofed ARP packets are allowed to arrive to Alice or Trent.

In the second step Trudy attempts to perform the previously described attack

against Alice. To ensure that Alice receives data Trent sends packets at a low rate.

Trudy performs the attack by sending ARP replies using Alice’s IP and her own

MAC address. For the second test step to pass no packets intended to Alice is

allowed to arrive to Trudy, or in other words the attack must fail.

Evaluation The first step is straightforward, send packets and check if they

arrive. This checks the cause of the attack and can hence find if it is even possible

to send spoofed ARP packets. The step correctly detects if it is possible for Trudy

to send spoofed ARP packets as long as she is in the same broadcast domain as

Alice and Trent.

Since the first step requires Trent to be placed in the same broadcast domain as

Trudy the second step is added to handle the case where Trent placed further up in

the network. This part is not as accurate in the result since other factors than the

sent packets are affecting the result. However the test will not fail without a serious

problem being present and will be able to indicate if the network is vulnerable to

an attack.
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The ARP protocol contains nearly endless possibilities of settings in the packets

and it is not possible to test every combination. However the most important ones

are tested and this accounts for common attacks and if those are protected the

security features are enabled. The case where this might not be enough is if the

vendor has some bug passing on some specific packet that were supposed to be

blocked. Since testing every possibility is not an option, as it would require huge

amounts of packets and take a long time to run, the test is enough if it detects that

the security feature is enabled and reasonably configured which the implemented

test does.

4.2 MAC table overflow

Switches use a table to remember the mapping between MAC addresses and phys-

ical interfaces, the MAC table. When a packet is received on an interface in the

switch it saves the mapping between the MAC source of the packet and the port

where the packet arrived. The packet can be any type of packet, for example a

TCP or UDP packet. The memory used for the MAC tables has a fixed size and

usually have a maximum of a few tens of thousands mappings. When the MAC

table is full the switch broadcasts all packets to unknown MAC addresses that

arrive since it does not know where to send it. The broadcasted packets will be

seen by all end-users on the access switch. It might not be possible to overwrite

the mapping in some switches and not all switches will broadcast traffic as part of

security features [39, 40].

During a MAC table overflow attack Trudy sends high amounts of traffic with

random MAC sources attempting to fill the MAC table of the switch. For the

attack to be successfully performed the switch needs to broadcast packets sent to

Alice so they arrive to Trudy. The access switch should never broadcast packets

that are sent to an Alice’s MAC address if the MAC table entry is overwritten. The

test directly corresponds to a SEC requirement and only differs in implementation

of the test steps.

Testing Trudy starts sending UDP packets at a high rate addressed to

Trent. The source MAC of the packets are randomly generated forcing the switch

to remember that the MAC addresses are located at Trudy’s interface. After Trudy

have sent packets for some time the switch’s MAC table is filled. If Alice have been

silent for a few seconds the mapping between Alice’s interface and her MAC might

be forgotten. If Alice have not been silent Trudy sends more packets attempting
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to override the mappings. After Alice have been completely silent it is verified

that Trudy did not receive any packets intended to Alice. If any packets arrived

to Trudy the test fails.

Evaluation By using a sender implemented in C++ it is possible to send

10, 000 packets per second. This amount of traffic will effectively fill the MAC

table of most switches within 10 seconds.

Alice is usually quiet, but there might be some background traffic such as

DHCP renewals and ARP replies. To ensure that Alice is silent and her address

is presumably replaced in the table it is verified that she is silent before making

any conclusions about the result. This is done by each tenth second check if she

sent any packets during the foregoing ten second period. If she was silent Trudy

checks if packets intended to Alice was received and passes the test if no packets

were received.

Since the test only validates the impact of an attack it is not fully possible to

ensure that only a fixed number of MAC addresses is remembered in the access

switch as required in SEC. However it does detect if a possibility for problems is

present and will do so correctly since an attack is actually performed.

4.3 Spanning tree protocol

STP have some security issues when used in a public access network due to its

lack of authentication. This can be used by Trudy to add herself as a switch

in the topology and get traffic sent to her. There exists many possible attacks

using STP that can be performed such as claiming root role, eternal elections, and

disappearance of root bridge [41]. Trudy can use these attacks to perform denial

of service as well as a man in the middle attacks. Therefore BPDU frames should

never be sent to nor received from end-users. The test corresponds directly to the

SEC requirement and its test.

Testing The test starts with Trudy listening for BPDU frames and checks

that none arrives during at least 30 seconds. If no frames have been received

during this time Trudy sends random BPDU frames while still listening for frames

and checks that none are received the following 30 seconds. The test passes if no

BPDU frames arrives to Trudy during the full duration of the test.
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Evaluation Verification that the switch ignores BPDU frames is only done

by verifying that no BPDU frames are sent to Trudy. It is possible for the switch to

receive and process incoming BPDU frames. To achieve this access list matching

must be done to drop outgoing BPDU frames. BPDU frames should always be

dropped when arriving to the switch from an end-user interface. Verification that

the switch actually ignores the frames can only be done by manually accessing

the switch’s management console and check the current status. This is not tested

since it is an unlikely approach and requires manual work. The sending is included

since the switch might be waiting for a compatible device before starting to send

BPDU frames to a specific interface.

4.4 Flooding limitation

As described in Section 2.1.4 flooding traffic can cause problems in the network

if sent at large quantities from an end-user. The network needs protection from

such traffic by limiting the amount an end-user is allowed to send into the net-

work. If more packets are sent than the specified limit packets should be silently

dropped [42]. The test correspond to a previous SEC requirement but has been

made more general than the test process described in SEC.

Testing Trudy sends flooding traffic on a few different addresses that are

specified when starting the test. Destination IP is mandatory and MAC address

has to be specified for unicast flooding traffic. Trudy sends traffic at a rate higher

than twice the specified limit in packets per second and bit rate. Trent confirms

that the received traffic does not have a higher rate than specified. This means

that the switch needs to drop about half of the packets. To pass the test the traffic

Trent receives must have a lower rate in packets per second and bytes per second

than specified. There is no lower limit on received and blocking all flooding traffic

is a valid solution.

Evaluation Under heavy load Scapy sometimes misses received packets.

This lead to inaccurate results for the test. By using libpcap in a C++ application

better accuracy could be achieved. The application calculates all useful statistics

about the received packets without actually saving the packets. Statistics such as

the number of packets received and total received size are used to make conclusions

about pass or fail status of the test.
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At first the sender used the maximum possible rate at all time. The high rate

can possible affect other users when ran in a network without proper protection

against the problem. The final test uses about twice the specified rate when

sending, which is enough to test the limit. To receive the flooding traffic Trent

needs to be placed in the same broadcast domain as Trudy. If not in the same

broadcast domain all packets are dropped before reaching Trent and might cause

incorrect results.

4.5 Loop detection

In extent to limiting flooding traffic from end-users the network should also disable

end-user interfaces containing loops. This will further lower the load of flooding

traffic sent from end-user interfaces containing loops. To detect loops the switch

can send specific packets to end-users and check if they are received back from

the end-user [43]. The test correspond to a SEC requirement and that have been

adapted to be better suited for automation.

Testing Trudy creates a loop in software that mirrors all incoming traffic

back to the access switch. This mimics the effect of a loop in user equipment

eliminating the need for physically creating a loop. Trudy and Alice sends UDP

packets to Trent and expects response verifying that they have connectivity. Alice

must have connectivity during the entire test and Trudy’s connectivity must be

disabled within 20 seconds after the loop was created. Further it must stay disabled

during at least 40 seconds before the test can be passed.

Evaluation Elimination of the end-user equipment made test easier to per-

form as well as making the entire testing setup easier to set up and understand

making it more likely for the test to be conducted correctly.

The testing of Alice’s interface is important since the loop might trigger in-

terface disabling of the second hop switch causing Alice’s interface to be disabled

along with Trudy’s. The connectivity checking is done with multiple packets to

ensure that the interface actually is disabled and a single packet is not dropped

since the link was filled.

Since the loop is created in software, providing relatively bad performance

as compared to a physical loop, the test might not be able to trigger interface

disabling based on high amounts of flooding traffic. This however seems to be a

less common approach and can be tested using the flooding limitation test.
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4.6 Multicast sending

If Trudy is able to send multicast traffic on the same groups that are already used

by IPTV channels it could be used to attack Alice when she is watching that

channel. When Trudy sends a multicast packet it is sent to all other end-users

currently in the multicast group even if Alice is not interested in the data from

Trudy she receives it. If Trudy sends traffic at a high rate this might use all Alice’s

available bandwidth ultimately causing packet loss for the TV channel resulting

in low quality or flickering playback. The test directly corresponds to the testing

steps previously described in the SEC standard.

Testing Alice joins specified multicast groups one after another. When Alice

is in the group Trudy sends a few packets to the group. For the test to pass Alice

must not receive any multicast packets sent from Trudy.

Evaluation The test detects if end-users are able to send traffic to specified

multicast groups. The traffic is usually blocked incoming on the access switch and

if it is accepted it is sent to all hosts in the group, both in the network and other

end-users. Since the test depends on the user to provide multiple addresses to

run the test on it is important to enter multiple addresses for the test to give an

accurate result.

4.7 Multicast overflow

Another possible multicast attack is for Trudy to join many multicast groups simul-

taneously. This can use large amounts of bandwidth in the distribution network

and might cause lost packets in the network and packets destined to Alice to be

lost. The test corresponds to a previous SEC requirement.

Testing Trudy joins specified multicast groups one after another. When

a group is joined she verifies that the total amount of groups that receive data

is below the specified limit. During the test it does not matter which group is

disabled, the last one joined or another one. This is done in the access switch

by ignoring the new join or stop sending one of the previous groups. To pass the

test the amount of simultaneously working groups must never exceed the specified

amount of maximum memberships.
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Evaluation There are two possible ways to handle that an end-user at-

tempts to join more than the allowed amount of multicast groups. The first one

is that the network does not allow joining of the new group and the other one

are that one of the other groups are disabled. Both of these approaches are valid

and none are better than the other for purposes of protecting the network and its

end-users. The test detects how many concurrent multicast groups an end-user

can receive data on as long as enough groups are provided.

4.8 Multicast discovery

Another common usage for multicast is the discovery of services in local networks.

When for example a video player with networking capabilities is started it sends

multicast packets asking for devices that share video files. Devices in the network

that understands the protocol used and have content to share answers with multi-

cast packets containing the available content. Devices continuously sends updates

what they have available so that all players get an overview of the contents and

can use it. When knowing about the content the user selects a file in the video

player. The video player then downloads the content from the device and plays

the received material for the user. This transfer is done using unicast traffic. This

approach can also be used to find home routers to open ports or available printers

on the network.

Multicast DNS, mDNS, with DNS-Service Discovery, DNS-SD is one example

of a protocol to find other hosts and their services on the network [44]. The

service discovery provides a specification about how to format the discovery while

multicast simply states that it uses multicast. The combination is commonly

used and implemented in Apple Bonjour and Avahi [45]. Another commonly used

protocol is Universal Plug and Play, UPnP, which uses Simple Service Discovery

Protocol, SSDP, to discover devices. UPnP is commonly used in home routers

to open ports needed for certain applications [14]. The common DLNA is an

extension of UPnP aiming to create a seamless user experience for home network

media streaming [46]. Yet another alternative for multicast discovery is LLMNR.

It only contains name resolution and no service discovery. However there is no

reason for it to be sent between end-users [47].

Trudy can use one of the multicast discovery protocol to find and gain access

to resources, such as video files and printers, in Alice’s home network. Discovery

can be done as an attack or by accident if the network does not provide proper

blocking of the traffic. SSDP, LLMNR and mDNS packets should not be forwarded
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Protocol Multicast Group Port Payload

SSDP 239.255.255.250 1900 HTTP Notify

mDNS 224.0.0.251 5353 DNS packet

LLMNR 224.0.0.252 5355 DNS packet

Table 4.1: Tested multicast discovery protocols with groups and ports.

between end-users. The test directly corresponds to a requirement in SEC with

the testing process developed during this work.

Testing Trudy sends discovery traffic using the different protocols. Alice

checks that no such traffic is received. The test is done one protocol at the time

using respective multicast groups, ports and payloads as seen in Table 4.1. In

order for the test to pass none of the packets are allowed to arrive at Alice.

Evaluation This test is a refinement of the multicast sending test. However

in this test groups, ports and payloads are already specified to test the specific

protocols. The test can verify that no packet can be sent by respective protocol

between end-users. However devices might be open to unicast attacks and end-

users should make sure that they are protected against such attacks [48].

4.9 Control plane traffic limitation

Switches usually perform most operations in hardware using application-specific

integrated circuits. Doing things in hardware is fast and advanced switches perform

most packet processing directly in hardware for best performance. Some packets

need to be processes in software using the switch’s control plane. The control

plane is a general purpose CPU that process packets that control the function of

the network. Some examples of packets needing processing in the are

• DHCP packet inspection;

• Multicast membership management;

• ARP updates;

• Switch configuration; and
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• Spanning Tree Protocol [49].

By sending traffic that requires the switch control plane to process the packet

Trudy can overload the switch and make the control plane unavailable for Alice.

This can cause packet loss for legitimate traffic needing processing in the control

plane. The control plane should be protected against excessive traffic from end-

user interfaces according to SEC and is tested as described in SEC.

Testing Trudy attempts to overloads the switch’s control plane by sending

DHCP discover packets with random MAC address at a high rate. After sending

for a few seconds Alice requests an address using DHCP and is supposed to receive

an answer. For the test to pass Alice must receive a DHCP offer within ten seconds

after sending a discover packet.

Evaluation The test is only performed using DHCP traffic, there are many

more possibilities to perform an attack. An extra step to consider in the test might

be IGMP where Trudy sends a high rate of IGMP packets and Alice attempts to

join a group and are supposed to receive traffic. Other types of traffic have been

considered but no effective way has been found to test them accurately without

manual involvement. Some of the other protocols are partly covered with other

tests. Since the test only uses one protocol and many possibilities exist it might

be possible that other protocols opening for the attack are available. However the

test will indicate the result of other protocols as well.

4.10 Fragment inspection

Another possible attack on the switch’s control plane is that Trudy fragments

packets intended for the control plane. If the switch processes those they must

first be reassembled taking resources from the control plane. Another possibility

is that the fragments are forwarded opening for other attacks. It is in almost all

deployments considered safe to drop all fragmented IP packets that require the

switch or router control plane to be involved [50].

Fragmented IP packets from an end-user should therefore be dropped if the

packet is of a type that the switch needs to process. Testing is done to correspond

to a requirement in SEC, the testing process is developed during this work.

Testing Trudy sends a DHCP discover packet, Trent must be able to receive

the packet to verify the required connectivity. When the packet has been received
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by Trent, Trudy sends two other DHCP discover packets that are fragmented in 40

and 104 byte parts. To pass the test at least one of the fragments of each packet

must be dropped before reaching Trent.

Evaluation Initially the passing condition was if a response for the frag-

mented discover packets were received. This turned out to be a bad condition

since some DHCP servers such as the common ISC DHCP [51] does not answer

fragmented DHCP discover packets. Therefore Trent needed to check if fragments

were dropped. This however requires that Trent is placed in the same broadcast

domain as Trudy. It is not possible to verify the requirement if DHCP discover

packets does not arrive at Trent.

4.11 Unsupported Internet layer protocols

Access list configuration on the link layer should be done so that it only allows

Internet layer protocols that have proper access lists setup. If IPv6 is configured to

be allowed on link layer but no IPv6 rules are in place Trudy can use this to bypass

the access list rules for IPv4 and send any IPv6 traffic directly to Alice. Since

modern operating systems have IPv6 enabled by default this will open for attacks.

This also applies to some other Internet layer protocols. Therefore end-users should

not be able to send packets with non-configured Internet layer protocols. The test

directly corresponds to a requirement and its described test in SEC. However in

this work some extra protocols have been added to be able to cover some other

common protocol that might be used for attacks.

Testing Trudy sends packets using different types of Ethernet layer header

to Trent. The types tested are for example IPv6, IPX, Q-in-Q and Wake-on-LAN.

All of the types testable can be ignored when configuring the test, if they are

allowed in the network. To pass the test none of the packets sent are allowed to

arrive to Trent.

Evaluation Specification of tested types are added since some networks

might need support for the specified protocol. If they are permitted proper security

testing should be done for the protocol using the permitted type. The test requires

Trent to be placed in the same broadcast domain as Trudy. Since no real payload

above the Ethernet header is used this might cause the packets to be dropped. By
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testing with many types it is ensured that blocking is done by allowing IPv4 and

ARP while all others are dropped.

4.12 Broadcast forwarding

End-users can commonly not communicate directly through the access device as

described in Section 2.2. If MAC-forced forwarding is used to ensure this, it is

important that broadcast packets are not sent between end-users [27, 28]. In such

setup there is no reason for forwarding broadcast packets between end-users and

it is safe to completely disable this forwarding. The test is performed as described

in SEC and have been adapted for a more general setup.

Testing Trudy sends some broadcast packet. To pass the test none of these

packets are allowed to arrive at Alice.

Evaluation The test is in its simplest form easy to run for an administrator.

However the particular problem will almost certainly only occur when there is

a problem with a link and the network topology changes. If only considering

the network from the outside it is almost impossible to find potential points of

problems. This problem is important to consider when designing the network so

that the forced forwarding always works as expected.

4.13 Fragmented headers

One example of a higher layer access list rule could be that all traffic to port

25, Simple Mail Transfer Protocol, is dropped and all other traffic is permitted.

If Trudy attempts to send traffic to port 25 it is silently dropped. However by

fragmenting the packet in 3 parts this access list rule can be bypassed. The first

fragment contains a TCP packet with only the first 8 bytes of a TCP header

containing another destination port that is not blocked. The second fragment has

a zero fragment offset, meaning that this overwrite the initial valid port with port

25 when the packets are reassembled at the receiver. The third fragment contains

the rest of the packet. This could be blocked by dropping all packets with small

fragment offset in the access switch [52, 53]. The test directly corresponds to a

SEC requirement with the testing process developed during this work.
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Testing Trudy sends UDP and TCP packets fragmented in 8 and 16 byte

parts to Trent. To pass the test at least one of the fragments of each packet must

be dropped before reaching Trent.

Evaluation If all packets that are fragmented in small parts are dropped

this will ensure that the attack is not possible and the test is correct. However for

the attack to become a real security issue packets needs to be blocked based on

TCP or UDP content something that is uncommon in the network as this is done

at respective service providers.

To ensure marking of the packets the IP header id field is set to a specific value

that is checked when the packet arrives to Trent. This makes the verification of

received packets robust and provides a good way to ensure what packets that are

dropped in the access device. It will not receive other traffic that might be sent in

the background.

4.14 Routing protocols

Routing protocols are used for determining the best path between routers in routed

networks. The routers talk to each other by sending updates about the currently

known best path. By default most router protocols are näıve and trust updates

sent from one to another. Therefore it is important to protect the protocols from

malicious users. Trudy can for example send updates in the topology and add

herself as the best path to parts of or the whole Internet. Some examples of

routing protocols are RIP, OSPF and IS-IS [14]. There is no reason to run routing

protocols in the edge switched network. Most routing protocols are multicast

addressed and some are unicast addressed. Packets used by routing protocols

should not be received from nor sent to end-user interfaces to prevent end-users

from redirecting traffic. The test is added as completion to SEC and have been

created and formulated during this work.

Testing The routing protocols should never be seen at end-user interfaces.

Trudy silently listens for some common routing protocols including

1. OSPF, Open Shortest Path First;

2. RIPv2, Routing Information Protocol;

3. IS-IS, Intermediate System to Intermediate System;

35 Mattias Lundberg



Secure access to public IP networks

4. IGRP, Interior Gateway Routing Protocol;

5. EIGRP, Enhanced Interior Gateway Routing Protocol; and

6. BGP, Border Gateway Protocol.

To pass the test none of the packets are allowed to arrive at Trudy.

Evaluation The test does not catch-all possibilities since not every possible

routing protocol is checked. If other than the tested protocols are used it should be

manually checked that they are not sent to end-users. Since no sending is involved

it might be that routers silently waits for incoming packets on an interface and

start sending them if a routing packet is received. This is complicated to test

automatically and for Trudy it is hard to create an attack without knowing about

the specific routing protocol in use by the network.

4.15 Router redundancy

To create redundancy for a host there exists protocols for sharing an IP address

between multiple physical hosts. These hosts have real IP addresses as well as the

shared one. Usually only one of these hosts answers ARP requests for the shared

IP and if it becomes unavailable the other one takes over the ARP replies. In an

access network the shared IP can be used for the first hop router by giving end-

users the shared IP as gateway. There exists redundancy protocols that can handle

load balancing between the physical hosts as well. Commonly these protocols

use multicast traffic between the hosts sharing the address to check the status

and send th updates needed. Some examples of protocols are VRRP, HSRP and

GLBP [54, 55, 56]. Those protocols can be exploited by Trudy by adding herself

as the primary host for the shared IP and receive traffic destined to the shared IP.

The test has been created for a previously untested requirement in SEC.

Testing Trudy silently listen for some common redundancy protocols namely

1. VRRP, Virtual Router Redundancy Protocol;

2. HSRP, Hot Standby Router Protocol;

3. CARP, Common Address Redundancy Protocol;

4. NSRP, NetScreen Redundancy Protocol; and
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5. GLBP, Gateway Load Balancing Protocol.

To pass the test none of the packets types are allowed to arrive at Trudy.

Evaluation If redundancy protocols are not sent to end-user interfaces it

will be hard for Trudy to create an attack since there are many protocols. It is also

no way for Trudy to figure out protection and other configurations for the protocol

in use. If one of these protocols are used in the networks the administrator should

make sure that they contain some sort of protection from malicious users such as

hashes or passwords.

Extreme Standby Router Protocol, ESRP, is an Extreme Networks proprietary

protocol [57] that also provides redundancy. This protocol might be possible to

add but is not included since it is more complex and not as openly documented.

4.16 ICMP

The Internet Control Message Protocol, ICMP, contains a message for redirect.

This message is sent from a router to a host if a better first hop router is known

to the specific location of a host or network. The ICMP redirect message can in

theory be sent by Trudy to redirect all network traffic through herself [58]. ICMP

redirect is rarely needed and can be dropped in access networks [2]. ICMP redirect

messages should be dropped when sent from end-users while other ICMP packets

should be forwarded. The test corresponds to a SEC requirement with the test

process developed during this work.

Testing Trudy sends an ICMP echo request to Trent. Trent responds with

an ICMP echo reply and if the reply reaches Trudy the first step of the test passes.

The second step of the test is done by letting Trudy send an ICMP redirect packet

to Alice and if the packet does not arrive to Alice the test passes.

Evaluation Only testing with echo packets might not be enough but this

is a simple test and the ICMP echo protocol commonly used in the network. The

most important part of the test from a security perspective is however the redirect

message and the test will check if it is blocked. It also verifies that all ICMP traffic

is not blindly dropped.
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4.17 Network equipment management

Network equipment is usually advanced and contain multiple protocols for con-

figuration. When switches boots they might request an IP address over DHCP

and a DHCP server at an end-user interface might be able to answer, giving the

switch false information. Some switches use Trivial File Transfer Protocol, TFTP,

to load configuration and if such traffic is sent to or accepted from end-user in-

terfaces Trudy can send new configuration to bypass all security measures [59].

Testing of this is better done manually since it is unclear exactly what traffic is

permitted during exact times. A test could be performed using Wireshark on an

end-user interface during the boot process of the switch.

When the switch is running there are some protocols that can be used to man-

age the switch. If Trudy gains access to the management of the device the access

can be used to change settings and bypass security put in place. Some protocols

commonly used for management is HTTP, HTTPS, SNMP, Telnet, and SSH. If

they are available from end-user interfaces Trudy can test to login with different

passwords and eventually gain access. Alternatively she can send large amounts of

packets and overload the switch’s control plane. Equipment management consoles

should not be accessible from end-user interfaces to prevent end-users from chang-

ing configurations and overloading equipment. Network Time Protocol, NTP is

used for settings the clock of computers and is present on some switches. It takes

control plane resources if a packet is processed and it should not be available

from end-user interfaces. For discovering hosts on the network ICMP echo can

be used and end-users should not receive answers for the management addresses

when sending ICMP echo requests. The test and requirement are created and

formulated during this work and proposed as an addition to the SEC standard.

Testing Trudy starts by testing the TCP management protocols Telnet,

FTP, SSH, HTTP, and HTTPS for the specified management addresses. The test

is done by a TCP SYN scan [60] on respective default ports. All protocols are

obliged to test for all addresses. If the TCP flag in the response is SYN ACK

the port and protocol are deemed as available. To pass the TCP part of the test

none of the protocols are allowed to be working. The next part is SNMP and

NTP where simple get requests are sent and they are deemed as available if any

response is received. The last part is testing of ICMP echo by sending an ICMP

echo request. ICMP is deemed available if an echo reply is received back. The test

passes only if none of the protocols are available from Trudy’s interface.
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Evaluation The scanning technique used is one of the most common, it is

usually not easy to detect. However it is not needed to be invisible since the scan

is run by someone with permission. It correctly detects open ports, if the host is

unavailable, or the port is closed. The test only checks for certain standard and

common ports that might be used for configuration. This provides a quick overview

of the open ports but does not provide a complete image. An administrator is

recommended to run a complete port scan or check that the host is unavailable

from end-user interfaces manually.

4.18 Rogue DHCP server

A DHCP server ran at an end-user feeding fake addresses to other users is often

called a rogue DHCP server. By setting up a rogue DHCP server Trudy can feed

Alice with false information and is able to give Alice a fake DNS server. This can

serve as a base for man in the middle attacks [61]. The SEC requirement have

been modified and test steps have been created during this work.

Testing Trudy listens for DHCP discover traffic while Alice sends a DHCP

discover packet. If the discover packet does not reach Trudy the test passes.

Evaluation Since the DHCP communication uses a transaction id it is

enough to block the discover packet. According to the DHCP specification [19]

the client must drop packets with non-matching transaction id. This makes it

hard actually assign an IP address to another end-user without seeing the discover

packet. The SEC standard specifies that server traffic should be blocked. For

this work and a recommendation to SEC it was deemed to be a better solution

from a security perspective to block the discover packets between end-users. The

main reason for this is that a DHCP discover packet arriving to other end-users

will give out valuable information about the initiating end-user and relay agent

information.

4.19 DHCP starvation

To help perform a rogue DHCP attack or make the service unusable for other

end-users Trudy can take all the available addresses from the real DHCP servers

address pool resulting in a DHCP starvation attack [62]. The test corresponds to

a SEC requirement with the testing process developed during this work.
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Testing Trudy makes normal DHCP transactions attempting to get as-

signed the allowed number of assigned IP addresses. After this Trudy attempts

to take an additional address still using a normal DHCP transaction. In order for

the test to pass Trudy must not be assigned the additional address.

Evaluation The test only takes the allowed amount of addresses. No veri-

fication that addresses are working are included since the most common scenario

is that the new request is blocked. The other approach would be to allow the new

address and force a release of one of the old addresses. The current test will not

be able to detect this and causes the test to fail even if it should have passed.

4.20 DHCP relay agent information

In order to bypass logging of assigned addresses Trudy can send DHCP packets

with already set relay agent information in order to trick the DHCP server that

she is Alice. This would impact the reliability of the logs and might lead to legal

implications. The test corresponds to a SEC requirement with the test process

created during this work.

Testing Trudy sends a DHCP discover packet. The packet is captured at

Trent and expects that the relay agent information is set. This is used to verify

that the connection works as expected and relay agent information is actually used

in the network. Trudy sends a DHCP packet with relay agent information set to

a specific value. The test passes if the value of the relay information has been

changed or the packet does not arrive to Trent.

Evaluation The test does not include any verification of the relay agent

information value since this varies widely between different vendors. It should be

manually verified that the relay agent information value contains some useful value

assisting in mapping between IP addresses and end-users. This verification should

also be done if some other tracking method is used. The test requires Trent to be

placed in the same broadcast domain as Trudy since the DHCP traffic needs to be

received. This can also be accomplished in a routed network by using the access

device as a DHCP relay with Trent configured as DHCP server.
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4.21 Source spoofing

An end-user should only be able to send packets with its DHCP assigned IP address

together with the MAC address used to obtain that IP address on the correct

interface. Otherwise this could be used by Trudy to send packets looking like

they belong to Alice. This can make logging of addresses unreliable and might

have legal implications. The test corresponds to a SEC requirement with the test

process created during this work.

Testing Trudy sends UDP packets to Trent with some different configura-

tion of MAC and IP addresses. The tested configurations are

1. Trudy’s MAC and IP, to verify connectivity;

2. MAC used by Alice and IP that is assigned to Alice; and

3. Trudy’s MAC and an unassigned IP.

Packets with Alice’s IP and unassigned IP must be dropped before reaching

Trent. The test passes if both spoofed packets are dropped before reaching Trent.

Evaluation The testing using Alice’s IP and MAC is done to ensure that

the addresses are checked against the end-user interface. The part with an unused

address is done to verify that the network does not allow unassigned addresses to

be used. Since the test only sends a few different addresses in the packets there

might exist packets that are possible to get through packet filtering. However the

test does verify that some source check is enabled and assuming that the vendor

implementation is correct this will be secure.
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User experience

All tests are configured and started from the Netrounds’ user interface. The user

interface provides a simple and intuitive way to configure all the tests. To start

a test it is assumed that the user has already registered three Genalyzer Probes

and connected them to the network them as described in Section 3.1. When the

placement of the Genalyzers is done the user accesses the Netrounds user interface

selects to create a new test. The user selects the desired test to run amongst

the available security tests as shown in Figure 5.1. Netrounds supports running

multiple tests in a test sequence but for now the user only wants to run the ARP

spoofing test.

Figure 5.1: Creation of a new single test.
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The user selects the ARP spoofing test and is met with some required config-

uration. The user selects Genalyzer interfaces corresponding to the setup in the

network. The configuration is shown in Figure 5.2. All other tests have similar

configuration, some with more options.

Figure 5.2: Sample configuration of the ARP spoofing test.

After the configuration is completed the user presses the start button and is

sent to the result view. When the test is running the user receives log messages

with the current status of the test and information about the next step. This gives

the user continuous feedback about the status and progress of the test running as

well as presenting the user with information about the test progress. This logging

is available for other types of tests in Netrounds. For the succeeded ARP spoofing

test the complete logging output is shown in Figure 5.3. The same logging window

is used for all tests.

Figure 5.3: Result of a successful ARP spoofing.

The user can also in a simple way run all or a subset of tests using templates

in Netrounds. This allows users to configure sets of tests and easily run the sets at
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multiple locations or times. All tests are intended to be started at specific times

and run for a limited time. It is however possible to run them periodically using

intervals between each run of the tests.
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Evaluation

The result of the work is a set of tests, described individually in Chapter 4. All tests

are implemented within Netrounds that provides test configuration and results.

Compared to the SEC standard all tests are implemented to their full extent as

they are described in the updated standard. A proposal for updating the standard

were compiled together with Netrounds employees during the work. The proposed

addendum can be found in Appendix A.

Verification of correctness for all tests have been done manually by inspecting

network traffic when running tests. This have been done in different networks to

ensure that the tests work as expected in all common setups. The testing still

might not be enough since all networks are different. It has been verified that

the implemented tests corresponds to the presented theory and that the tests are

correct.

6.1 Testing of real network

As part of the work a real network was tested. The tested network was newly

built and configured to fulfill all SEC requirements. The network is a metropolitan

network containing multiple service providers for IPTV, Internet, and telephony.

Since the testing occurred in a real network it was not possible to connect the

Trent Genalyzer at the preferred position at a mirrored interface in the access

switch. Instead the Trent Genalyzer was connected as an ordinary service provider

connected to the network above a router. This did not pose any problems other

than that some tests could not be ran. The Alice and Trudy Genalyzers were

plugged in to end-user interfaces as required. Configuration of addresses was done
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by a DHCP server internally in the network. During testing no traffic were sent

from the tested network to the Internet. The network did pass all the tests that

were possible to run after some trouble with no answers from the DHCP server.

The network was as expected deemed to be secure.

The implemented tests as well as the tools used performed well during all tests.

Some minor bugs due to ARP resolutions were found and was easily fixed.

6.2 Tools

The tools used for development of the test mainly Scapy, C++, and libpcap has

performed as expected during the planning of the thesis work. The only limitation

has, as expected, been Scapy’s performance. Scapy have been even easier to use

for creation and sending of packets than expected. There were some issues for

compiling C++ applications using libpcap mainly due to inexperience with the

library.

6.3 Future work

For the future it is important to look at similar problems in IPv6 networks. IPv6

is already common in some parts of the world and will become more and more

important over time. Some of the issues included in this work will remain relevant

whilst new ones appears and some parts are changing for some issues.

One of the common approaches for end-user separation in access networks is

VLANs. In networks relying on VLANs for security any issues in separations will

become possible security problems. There exists many possible attacks against

VLAN security and even though they sound simple in theory they are hard to

perform in a real network and even harder to automatically perform. For future

references it is important to evaluate security in VLANs to be able to test their

security in a simple and efficient manner.
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Discussion

The goals of the thesis have all been met to a large extent. Almost all require-

ments in the SEC standard have been tested excluding only ones not suited for

automation. All tests have been successfully run in different networks using differ-

ent topologies and configurations. It is clear that not every test is suited for every

network. All tests work as expected in purely switched networks, but the ones not

working will not be relevant when there is a router in the path.

All implemented tests will remain relevant and necessary for as long as IPv4

is used in access networks. Not only in pure IPv4 networks but also in networks

using both IPv4 and IPv6. The needed changes for these combined networks are

mainly extending the tests with new tests for newer protocols and network features

related to IPv6 as well as fixing some bugs that might arise with the current tests.

The goals aside from test implementation, namely evaluation of other prob-

lems and provide feedback to the SEC committee, have been fully met. As other

problems routing and management protocols were proposed as SEC additions and

tests were created for both problems. More problems can be added but none other

have had any obvious and possibly large impacts as these two as long as all other

SEC requirements are met. The feedback to the SEC committee has been sent

and provided significant information on almost all IPv4 requirements in the SEC

standard.

All developed tests will be a great support for the intended users, primarily

administrators at communication providers, performing tests of new and existing

networks. The tests primarily saves time during setup and running of multiple

tests. Setup time is saved due to the simplicity in setting up and configuring

Netrounds while time for multiple tests are saved during a simple setup, configu-

ration and results from tests.
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Ultimately the tests will help communication providers provide a secure connec-

tion and Internet experience for end-users. The tests can help providers minimizing

possible errors in the security configuration helping end-users staying secure and

minimizing downtime in the network. They can also help providers minimize legal

issues since they help checking traceability of end-users. Since some details are

easy to overlook it is a good idea to use tests that are continuously developed and

used at multiple locations for testing ones network. This will ensure that problems

in the tests are found and corrected to give administrators and management the

ease of knowing that their network is properly secured.

Since the tests can affect and disturb traffic for other users when run in an

insecure and live network it is necessary that this is always considered before

running tests. This includes understanding the test process as well as minimizing

possible disturbance for end-users by informing them and running tests when the

usage is low.

When running the tests no sensitive information is saved about the traffic in

the network. Some packets that might be of interest are saved and can be seen

in the interface, the saved information includes IP addresses and payload type,

no sensitive information is ever shown or saved. However the user of Netrounds

can access all packets, including payload, that are sent to or from a Genalyzer.

This information can also be saved by the Netrounds user. An administrator at

Netrounds can also collect this information in the same way. This is nothing

specific to Genalyzers since any computer can be used to see this information.

Running the tests together with accessing all packets can be used to reveal sensitive

information. When running tests the Netrounds user must ensure that the network

is supposedly secure or that no sensitive information is sent through the network

so no sensitive information is accidentally received at the Genalyzer.

Ensuring security in networks and other computer systems are normally done

by testing. This does not exclude other approaches both alone and in combination

with testing. One other possibility can be reviewing of the configuration of equip-

ment. The reviewing is done by manually checking configurations and attempting

to find possible configuration errors. This will however be both hard and take

a long time to conduct, not including the understanding needed and possibility

to overlook some small details. There is no reason not to combine both testing

and review giving the best possibility to find all possible issues. However if only

choosing one, testing will provide faster and better detection of errors.

The work has been interesting and one thing that have become clearer is that

security in networks never is complete. As the networks become more secure

malicious users will find more elaborate attacks and problems to exploit. On the
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other hand equipment vendors and administrators attempts to secure the network

and provide protection for the end-users. These new attacks will prove to be a

challenge at all times forcing administrators and vendors to actively work with

security. This work only covers a small set of pressing and easy to exploit security

issues. It should in no way be seen as a complete overview and networks can never

be seen as completely secure.

The result have been integrated as a test category in Netrounds and is available

for Netrounds users to perform tests. The tests will be used to perform testing for

SEC certifications and by Netrounds users for continuous testing.
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Appendix A

SEC addendum

This appendix contains the relevant parts of the SEC Access Certification standard

together with proposed changes and additions. Only the relevant parts are included

so introduction and IPv6 parts are removed. All changes have been discussed

together with Netrounds employees to get the best possible suggestions with clear

formulations.

The addendum were sent to the SEC committee during April 2013. The re-

sponse received was largely positive and the changes will be incorporated in future

revisions of the SEC Access Certification.
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1.3 Requirement Clauses 
Each clause in a requirement is described using a table. 

Brief  

ID  Priority  

Description  

Value  

Test  

Table 1 Requirement Clause 

 

Meaning of each field: 

Brief 

This is a short one-liner that briefly describes the requirement 

ID 

This is a unique ID in the document for the requirement that never changes. It is used to track 
requirements. 

Priority 

This describes the importance of the requirement. This is not an RFC document but the RFC2119, BCP 14 
definition is used. 

MUST This word, or the terms "REQUIRED" or "SHALL", mean that the definition is an absolute requirement. 

MUST NOT This phrase, or the phrase “SHALL NOT”, means that the definition is an absolute prohibition of the 
specification. 

SHOULD This word, or the adjective "RECOMMENDED", mean that there may exist valid reasons in particular 
circumstances to ignore a particular item, but the full implications MUST be understood and carefully weighed 
before choosing a different course. 

SHOULD 
NOT 

This phrase, or the phrase "NOT RECOMMENDED" mean that there may exist valid reasons in particular 
circumstances when the particular behavior is acceptable or even useful, but the full implications should be 
understood and the case carefully weighed before implementing any behavior described with this label. 

MAY This word, or the adjective “OPTIONAL”, means that an item is truly optional.  One vendor may choose to 
include the item because a particular marketplace requires it or because the vendor feels that it enhances the 
product while another vendor may omit the same item. 

An implementation which does not include a particular option MUST be prepared to interoperate with another 
implementation which does include the option, though perhaps with reduced functionality. In the same vein an 
implementation which does include a particular option MUST be prepared to interoperate with another 
implementation which does not include the option (except, of course, for the feature the option provides.) 

 

Description 

The description should provide enough information to understand, and implement the requirement, 
answering the WHAT question. 

Value 

This describes the value of the requirement, answering the WHY question. 

Test 

Details on how testing of the requirement can be performed. 

  

Commented [A1]: Rename to why, reason, motivation or 
something similar. ‘Value’ is hard to understand while reading if this 
have not been read before. 

Commented [A2]: See above. 

Commented [A3]: Change. 
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1.4 Reference model 
There are many ways to build a broadband network, too many to describe all of them (and we will 
probably anyway miss many variations). To make the description of issues etc. simpler we have defined a 
reference model and some definitions of terms. 

1.4.1 Terms 

Client 

Some type of equipment in a home that uses one or multiple services. This can be a Personal Computer, 
Set-Top-Box, Voice ATA etc. 

End-user 

Someone, typically a person with the help of a client consuming a service. It can for example be a person 
surfing Internet using a PC, or watching TV using a Set-Top-Box and a TV set. 

Subscriber 

A Subscriber is responsible for the agreement and legal contracts towards a service provider. This can be 
the same as the end-user. Example: The Mother in a home can be the subscriber and all family members 
including the Mother are end-users. 

Demarcation Point 

The point in which a service is delivered to the client. In a broadband network this is normally a RJ45 
Ethernet Connection in the wall or at the back of a CPE. 

1.4.2 Model 

This document describes a network which has three main layers. 

 

Distribution layer 

This is normally the default gateway for clients. It is a network 
element that performs L3 processing. 

Access layer 

This is the edge of the Broadband Network and the Ethernet in the 
first mile connection sits in the Access Layer. This is typically an 
Ethernet Switch. 

 

 

 

 

CPE layer 

If multiple demarcation ports are needed in the home the CPE could be part of the Broadband Network. 
The CPE can be “dumb” working as a L2 bridge or more intelligent, adding L3 features such as IPv4/IPv6 
forwarding, stateful firewall, Network Address Translation, VoIP services etc. 

Not all networks have a CPE layer, or let the CPE be part of the home network. In most of the pictures in 
this document the CPE is not important so it is not included. 

 

  

Access Switch

CPECPE CPE

Distribution

Access

CPE
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1.5 Test 
To test the requirements in this document a test setup is needed. Most of the requirements can be tested 
with one Access devices, in certain cases two Access devices is needed. Due to this a static setup with two 
devices will be used in all tests. 

 

1.5.1 Test setup 

A test server with four gigabit Ethernet interfaces is connected to the DUTs. The test server will simulate 
both the upstream router/switch and three clients (end users). 

Access
Switch

Access
Switch

Upstream

Client 1

Client 2

Client 3

DUT
Device Under Test

 

All traffic on the client ports will be untagged (no VLAN). Depending on the test being performed, the 
traffic on the upstream link will be VLAN tagged or untagged. 

 

For testing of a few of the requirements a DHCP server and a Multicast sender is needed. This can be 
accomplished by setting up a DHCP server on the Upstream interface and letting it run for the duration of 
the test. It is also possible to use an external DHCP server connected to the Access Switch. A multicast 
sender can either be the real distribution of multicast traffic in the network or it can be a sender from 
Upstream interface. 

  

Commented [A4]: Added information / requirements for new 
tests. 
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2 SEC - Common 

This section contains a description of the various problems that can occur in a shared L2 segment. This 
section is protocol agnostic and is valid for both IPv4 and IPv6. 

 

2.1 MAC Flooding 
Impact: Eavesdropping, DoS 

The 802.1 standard for L2 switches specifies that when the L2 forwarding table is overloaded the switch 
should go into a “hub” mode. In this mode all received packet on one port is flooded on all the other ports 
on the switch (flooded to all ports in the VLAN). It needs to do this to ensure that all traffic will reach its 
correct destination. 

 

2.1.1 Normal Operation 

 

 

Normal unicast traffic (green arrow) between a customer port 
on an access switch and the default gateway cannot be 
intercepted by other ports in the same VLAN. 

The malicious user only sees broadcast and possibly multicast 
packets, which themselves does not contain too much useful 
information. 

 

 

 

 

 

 

  

Access Switch

Default Gateway
192.168.0.254/24
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2.1.2 Attack – MAC flooding 

 

The malicious user runs a special program that sends packets to the 
Access Switch. The destination is not that important but to avoid 
policing of flooding the default gateway is a good candidate. 

Each packet that is sent has a different source MAC address so each 
packet adds one entry in the Access Switch L2 forwarding table. By 
sending >100K packets the malicious user is confident that thefills the 
forwarding table tois filled to its capacity. 

The malicious user then starts sniffing. Since the switch now is in 
“hub” mode, the sniffer will see all traffic on all ports in the Access 
Switch. 

 

 

 

2.1.3 Requirement 

Brief Limit number of MACs per customer port 

ID SEC-CM-MACLIMIT-1 Priority Must 

Description When a customer port on the access switch has learned more than the specified number of MAC addresses, drop 
received packets with other MAC addresses. 

Value Avoid that the switch goes into “hub” mode, so no sniffing of network traffic can occur. 

Test Send 100,000 Ethernet frames with different random source MAC addresses from the malicious customer while 
the friendly customer does not send any traffic. Once that is done, send traffic from the uplink to the friendly 
customer and verify that the traffic is not received on other ports. 

Send >10 000 packets per second to one port of the switch, during at least 10s, and with different MAC 
addresses.  

Register if traffic meant for other users are received at the same port.  

 

The requirement is verified if no traffic meant for other users are received on the malicious customer port. 

 

Brief Report when the number of MACs per customer port has been reached 

ID SEC-CM-MACLIMIT-2 Priority Should 

Description When the number of learned MACs on a port has been reached this should be noted, for example a counter per 
customer port and/or log the event using syslog/snmp trap. 

Value Troubleshooting aid: 

If this counter is increasing there are more MACs on the port than allowed and those will not get any services. 

Abuse: 

If the counter increases rapidly a DoS attack is in process that tries to fill the forwarding table in the network. 
This could potentially lead to the customer port being disabled. 

Test When performing test in SEC-CM-MACLIMIT-1, verify that the limit has been reached (SNMP trap received, 
display counter on port, check log etc). 

 

The requirement is verified if there is some notification that the limit has been reached. 

 

2.1.4 Implementation example 

 One simple solution is to track the number of MAC addresses seen on the interface and refuse to 
learn more than the specified number of addresses. 

Access Switch

Default Gateway
192.168.0.254/24

Copy
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 An alternative solution is to use source address spoofing filters, and the DHCP/DHCPv6 server 
tracks per customer port and only hands out a limited number of addresses at a time. 

 

2.2 Multicast injection 
Impact: DoS 

2.2.1 Normal Operation 

 

 

The multicast stream received from the upstream router is 
replicated in the Access Switch and sent to two customer 
ports. 

 

 

 

 

 

 

 

 

2.2.2 Attack – Multicast injection 

 

 

A malicious user sends multicast data (red line) into the access 
port on the same multicast group as the green line. 

This can seriously affect the video and/or audio quality for 
other customers. 
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2.2.3 Requirement 

Brief Disable Filter unwanted sending of IPv4 and IPv6 multicast from customer ports. 

ID SEC-CM-MCAST-1 Priority Must 

Description Filter out unwanted IPv4 and IPv6 multicast packets when they are arrived at the customer access port. 

Any type of L2 and/or L3 must be filtered. Not just IPv4 or IPv6 multicast packets. 

Value If clients should be able to send multicast into the network, the groups being used need to be filtered so client 
initiated multicast cannot be sent on the same groups as IPTV other multicast services usesis used. 

Test Send a multicast stream into one customer access port. At another customer port and the uplink port, join the 
same multicast group , and measure whether this multicast stream is received at one other customer access ports 
or uplink portat any of those ports. 

The requirement is verified if no multicast packets are received at the other customer access port or uplink port. 

 

Brief Select what multicast groups can be received on customer ports 

ID SEC-CM-MCAST-2 Priority Must (only relevant if multicast is used in the network) 

Description Customers should only be able to receive specified multicast channels. 

Value Prevent users from joining and receive unused multicast channels. 

Test Join two multicast groups, one allowed and one not allowed, and measure whether they can be received or 
not.Verify that a multicast source can be joined and received on a customer access port.. 

Leave the multicast source. 

Apply a filter on the port, blocking access to the multicast source 

Verify that the multicast source no longer can be joined. 

 

The requirement is verified if the valid multicast source group can be joined but not the multicast group that is 
not allowedcannot be joined/received. 

 

2.2.4 Implementation example 

Filtering can be done on L2 or L3.  

If filtering is done on L2 each customer port is configured with a filter, which drops all packets with the 
multicast bit set in the Destination MAC Address. 

If filtering is done on L3 an Access Control List is used that blocks all multicast destination addresses 
(224.0.0.0-239.255.255.255). 

 

Note that if IPv6 is used certain multicast traffic cannot blindly be dropped. Many IPv6 control protocols 
are dependent on multicast, for example Router Advertisement, Router Solicitation, Neighbor Solicitation 
etc. 
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2.3 Spanning-Tree 
Impact: DoS 

By injecting spanning-tree packet into a customer port, the topology of the spanning-tree can be modified. 
By injecting large amounts of BPDUs the CPU of the switches will be overwhelmed and the switch will 
not perform reliably. 

2.3.1 Normal Operation 

 

 

 

No BPDUs is received at the customer ports. Traffic flows 
between client and default gateway. 

 

 

 

 

 

 

 

 

 

2.3.2 Attack – Spanning Tree 

 

 

The malicious user sends fake BDPU packets to Access 
Switch. The effect can be somewhat different depending on 
the amount ant content of the packets. One possibility is 
sending so many random packets that the CPU of the access 
switch will be overloaded and might cause links to go down.  

Another possibility is for the malicious user to get traffic sent 
by him from some other customers. This can be done by 
adding himself as a valid bridge and in some cases this can 
cause MITM attacks. 

 

 

 

 

 

 

 

 

  

Access Switch

Default Gateway
192.168.0.254/24

Access Switch

Default Gateway
192.168.0.254/24
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BPDUs
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There are several types of attacks that can be done with BPDUs, some of these are 

 Sending RAW Configuration BPDU 

 Sending RAW TCN BPDU 

 Denial of Service (DoS) sending RAW Configuration BPDU 

 DoS Sending RAW TCN BPDU 

 Claiming Root Role 

 Claiming Other Role 

 Claiming Root Role Dual-Home (MITM) 

 

One tool for creating the above attacks is Yersinia Link 

 

2.3.3 Requirement 

Brief Disable spanning-tree on customer ports 

ID SEC-CM-SPT-1 Priority Must 

Description Spanning-tree packets should not be sent on customer ports and any received spanning-tree packets should be 
silently discarded. 

  

The Access Switch should not participate in spanning tree protocol on any customer port. 

It is not an error if Access Switch receives Spanning Tree packets on the customer port; customer may have a 
spanning-tree capable L2 switch in the home/as CPE. 

Value Avoid DoSAvoid that customers adds themselves in the path creating DoS or MITM attacks. 

Test Listen with a sniffer if there areis any Spanning Tree packets (BPDUs) transmitted on a customer port. 

Send 10 spanning-tree BPDUs into the switch and verify that the switch ignored themmeasure if the switch 
responds. 

 

The requirement is verified if the switch does not send any STP BPDUs and drops any received BPDUs onto the 
customer access ports 

 

2.3.4 Implementation example 

Each customer port is configured to not participate in the Spanning-Tree protocol, no BPDUs are ever 
sent out on these ports. 

A filter is installed on each customer port that silently drops any received BPDUs (excluding pause frames). 
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2.4 Other protocols 
Impact: MITM, DoS 

2.4.1 Normal Operation 

 

 

Broadband Network is secured according to SEC for IPv4. 
End-users do not use any other protocols than IPv4 and 
ARP. 

 

 

 

 

 

 

 

 

 

2.4.2 Attack – Other Protocols 

 

 

If the network does not block other protocols such as IPv6 
end-users could communicate directly with each other and 
create MITM/DoS attacks, as is described in section 4 “  

Access Switch

Default Gateway
192.168.0.254/24

192.168.0.1/24 192.168.0.3/24

Access Switch

Default Gateway
192.168.0.254/24

192.168.0.1/24 192.168.0.3/24
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SEC - IPv6  
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SEC - IPv6” 
 

There are more protocols that could be used for unauthorized access to other customer’s assets than IPv4 
and IPv6. Some examples are IPX, AppletalkAppleTalk and proprietary L2 protocols. 

IPv6 is enabled by default in most modern operating system (Windows, Linux, OSX) so it is very 
important to stop IPv6 if that protocol is not used in the Broadband Network. 

 

The old Ethernet 8023.3 uses the EtherType field as length of the packets as opposed to Ethernet II. The 
packets are usually sent to the correct destination but some packet filters might not work correctly (MAC 
access lists on Cisco devices for example will not work correctly).  
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2.4.3 Requirement 

Brief Disable unsupported protocols on customer ports. 

ID SEC-CM-OTHER-1 Priority Must 

Description Any unsupported protocols in the Broadband Network must be disabled. All packets must be silently dropped 
when received. 

Value Avoid non-supported protocols MITM, DoS 

Test Send the following protocols from customer port to uplink: 

 Xxx (Ethertype transparency)Frame Relay ARP 

 Raw Frame Relay 

 AppleTalk and AppleTalk ARP 

 DEC LANBridge 

 YyyMLPS 

 Ethertype < 1500 

 IPX (two different EtherTypes) 

Measure if the protocols are received at the uplink. 

 

The requirement is verified if all protocols are filtered by the switch/network. 

 

Depending on if the network is IPv6 enabled, IPv6 packets should be either dropped or allowed. 

It is not feasible to test all protocols that exist in the world. It is enough if IPv4, IPv6 and IPX (a non-IP 
protocol) is tested. 

Make sure no filters are in place on customer access port - CAP 

Verify that IPv4, IPv6 and IPX packets can be sent from CAP to uplink port. 

Add an IPv6 filter on CAP 

Verify that 

- IPv4 and IPX packets can be sent from CAP to uplink port. 

- IPv6 packets no longer can be sent from CAP to uplink port 

Add an IPX filter on CAP (so both IPv6 and IPX will be in place) 

Verify that  

- IPv4 packets can be sent from CAP to uplink port. 

- IPv6 and IPX packets cannot be sent from CAP uplink port 

 

The requirement is verified when all above verifications are ok. 

 

2.4.4 Implementation example 

On each customer port, install a filter that looks at the EtherType. 

If IPv4 is in use, accept packets with EtherType 0x0800 (IPv4) and 0x0806 (ARP). 

If IPv6 is in use, accept packets with EtherType 0x86dd.  

All packets with other EtherType should be silently dropped, unless needed by the control plane. 
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2.5 Control Plane Protection 
RFC6192 “Protecting the Router Control Plane” has a strong router perspective. A subset of this RFC can 
be applied on an Access Switch running in L2 bridged mode. 

An Access Switch (and most other modern networking equipment) can be broken down into two major 
parts. One is doing packet forwarding and one is handling the control plane. These two parts are 
interconnected. If the packet forwarding realizes that the packets should go to the control plane the traffic 
is either copied or redirected there.  

A typical model of this is illustrated here. Packet forwarding is done by the ASIC and the CPU handles the 
control plane. Again, actual implementation can differ but 
the model/concept is normally the same. 

The bandwidth from the ASIC to the CPU and the CPU 
itself has limited capacity compared to the ASIC. The 
ASIC can normally handle any type of load at linerate, 
independent of the packet size. 

 

2.5.1 Flooding the control plane 

Impact: DoS 

The switch is normally configured with different VLANs for different purposes. One VLAN (typically 
VLAN 1, which is the default VLAN) handles the management traffic. This VLAN is used by the Network 
Operator to configure, troubleshoot and retrieve statistics from the Access Switch. The management 
VLAN is normally not accessible from customer ports for security reasons. Other VLANs are used to 
deliver services to customer ports. 

There are some types of packets/traffic that the CPU needs to handle. The ASIC is configured to match 
these packets and sends them to the CPU. When doing this a large window is opened for DoS. 

 

An example, in a customer home a patch cable is incorrectly 
connected back to back in the CPE. 

The client laptop sends a DHCPv4 Discover, which is a 
broadcast. The DHCPv4 packet is flooded in the L2 domain 
and sent to the CPU since it is doing DHCPv4 snooping 
(green line).  

The flooding goes out the port with the patch cable and is 
directly received and sent out again creating a loop. The 
available bandwidth is quickly saturated, if Fast Ethernet is 
used this sends 148800 packets per second to the CPU (red 
line) and all other nodes in the L2 broadcast domain. 

Few CPUs in an Access Switch can handle that kind of load.  

The CPU due to being overloaded will drop other legit traffic from the other ports, and can severely affect 
other customer port services. For example if IGMP snooping is active for IPTV and those packets are 
dropped the other customer ports cannot watch IPTV and zapping between channels becomes impossible. 

There can be many reasons traffic is sent to the CPU, a malicious user can run a program that sends huge 
amount of traffic that the control plane is interested in. 
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Some of the traffic that the CPU is interested in ishandles are:  

 BPDUs (Spanning-Tree, 802.1x, LLDP etc.) 

 IGMP/MLD, for snooping 

 DHCPv4/DHCPv6, for snooping 

 ARP 

 

2.5.1.1 Requirement 

Brief Protect the control plane from excessive traffic 

ID SEC-CM-CP-1 Priority Must 

Description When packets are sent from customer ports to the control plane, they must be limited (shaped, policed etc) so 
the CPU is not overloadedwhelmed. The limit should be per customer port. 

Value Avoid DoS attackAvoid that a single user uses all resources at the control plane. Effectively creating DoS. 

Test Enable DHCP snooping with option82 insertion on Customer Access Port 1 and 2 

On Client1A malicious customer, injects more than 5000100000 DHCPv4 DISCOVER requests per second. 

On Client2,A friendly customer perform a DHCPv4 request. 

 

The requirement is verified if Client2 the friendly customer successfully retrieves an IPv4 address from the 
DHCPv4 server. 

 

2.5.1.2 Implementation example 
Here two implementations are described. To simplify the pictures the Switch ASIC is not drawn. 

The Control Plane is usually limited by the number of packets per second (pps), bandwidth has less 
implication. Of course both could be used when deciding on dropping packets. 

 

Policing 

Here a policer, one per port in the Access Switch is used. If the pps are above the limiter, packets are 
dropped. This usually works well but configuring the limiter can be hard. One question directly arises, how 
many pps can the CPU handle and to what value should the policers be configured? 

An example: Assume that the CPU can handle 500 pps. In a 
26-port Access Switch each ports policer for traffic to the 
control plane would then be set to 500/26 = 19 pps.  

A scenario in which all ports will have problems at the same 
time is very unlikely so the control plane could be 
oversubscribed, for example 50 pps per port.  

The capacity of the control plane will vary over time 
depending on what it does (spanning-tree, 802.1x etc), and 
can change between software versions, so the pps policer 
method is a rough one. It needs to be monitored and possibly 
adjusted over time. 
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Queuing 

Another approach is to implement a queue for each port that is used when sending packets to the control 
plane. That means that instead of protection the Control Plane with a fixed value per port the Control 
Plane asks for more work when it is ready. 

 

A scheduler gives fair priority between the queues. When the 
Control Plane is ready for the next packet it fetches one. This 
makes the processing of control plane packets much more 
efficient and self-adjustable.  

If the Control Plane is busy with other stuff it retrieves less 
pps but still gives the different queues (ports) a fair share of 
the CPU capability.  

If a port sends too much traffic to the control plane the 
queue for that port will fill up and start tail-dropping packets. 
No other queue/port will be affected by this. 

 

The work conserving nature makes the capacity of the Control Plane evenly spread over the queues that 
have packets in them. If just two ports send packets to the control plane, they will share the available 
processing power, each will get 500 pps/2 = 250 pps, compared to the policing method in which they 
never get more than the policer max value (19 or 50 pps as in previous example). 
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2.5.2 Packet Buffering 

Impact: DoS 

To avoid buffer starvation, each port in the Access Switch must have a minimum amount of buffers 
available, independent of the amount and type of traffic other ports handles. 

 

If there is more traffic received than the egress port can 
handle, a queue is built up as illustrated by the red line. Traffic 
received on a gigabit Ethernet port exiting a Fast Ethernet port 
can create such a scenario.  

If all buffers will be assigned to the red egress port, other 
traffic being received (green line) will be dropped due to the 
lack of buffers. 

 

 

 

2.5.2.1 Requirement 

Brief Avoid starvation of packet buffers due to excessive traffic 

ID SEC-CM-PB-1 Priority Must 

Description Make sure that customers use separate buffers. 

Value Avoid DoSAvoid that filled buffers cause dropped packets on multiple ports. 

Test From uplink port send twice the link speed to one of the customer ports for a duration of 60 seconds. 

At the same time, send 80% of the link speed from the uplink to another customer port. 

Measure packet loss on both customer ports. 

The test is verified if no packet loss occurs on the customer port where 80% of the link speed is sent and about 
50% packet loss occurs on the overloaded customer port.This is complicated to test, so it will not be part of the 
SEC certification. 

The Access Switch vendor should state and describe what type of protection against starvation of packet buffers 
exist. 

 

2.5.3 Fragmentation of packets 

Impact: DoS 

If IPv4 and IPv6 packets that are sent to the control plane are fragmented, the CPU/control plane needs 
to reassemble those before processing them. This can consume packet buffers and CPU cycles, potentially 
creating a DoS, when CPU runs out of steam or the packet buffers are full. 

The control plane is normally in a controlled environment, so the MTU is known. It is therefore no reason 
that packets should be fragmented and no reassembly should be needed. 

 

Brief Drop fragmented IPv4 and IPv6 packets before reaching the control plane. 

ID SEC-V4-CP-FRAG-1 Priority Must 

Description When packets are being redirected to the control plane, check if they are fragmented and if so just drop them. 

Value Avoid DoS from fragmented packets to the control plane. 

Test On client1 a customer port, activate DHCPv4 snooping with option-82 insertion. 

Send a standard DHCPv4 request into Client the customer port 1, verify that the packet is correctly tagged with 
option-82 on uplink port. 

Send a DHCpv4 DHCPv4 request fragmented to 40 bytes and one fragmented to 104 bytes from the start of the 
UDP packet header into Client port 1the customer port. 

Access Switch

CPUASIC
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Brief Drop fragmented IPv4 and IPv6 packets before reaching the control plane. 

ID SEC-V4-CP-FRAG-1 Priority Must 

Verify that the packet is dropped/notMeasure on the uplink if the fragmented packets are forwarded toreceived 
at the uplink port. 

 

The requirement is verified if the fragmented packet is not sent toreceived at the uplink port. 
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2.6 Network Protection 
 

2.6.1 Broadcast, Multicast, Unicast Flooding limiter 

Impact: DoS 

Protect against a loop on L2. For example a customer can incorrectly connected an RJ45 patch cable back 
to back in two CPE ports. This generates linerate traffic into the customer port at the access switch. 

Note that valid multicast traffic identified with IGMP/MLD snooping should not be included in the 
Multicast flooding limiter. 

 

2.6.1.1 Requirement 

Brief Limit broadcast, multicast and unicast flooding traffic, per port 

ID SEC-CM-NP-1 Priority Must 

Description  

Value Avoid DoS 

Test Activate the limit for broadcast, multicast and unicast flooding traffic on Client customer port 1, for example set 
the limit to 100 pps or 500 Kbit/s. 

Inject ARP packets (broadcast) on Client customer port 1, twice the pps limit (for example 200 pps)10000 per 
second. 

Verify that no more than the pps limit 100pps or 500 Kbit is forwarded out on uplink port. 

 

Inject multicast packets corresponding to destination group 224.1.1.1 on Client customer port 1, for example set 
the limit to 10000 per second.  

Verify that no more than 100pps or 500 Kbit/s is forwarded out on uplink port. 

 

Inject IPv4 packets with a destination MAC address of C8:0A:A9:A8:D9:04. It is important that the destination 
MAC is unknown so no host will reply with this address, forcing the Access Switch to flood the packets. 

Verify that no more thanSet the limit to for example 100pps or 500 Kbit/s. Send twice the limit from the 
customer port to the uplink. Measure the pps or bandwidth received at the uplink. 

 is forwarded out on uplink port, with the MAC address C8:0A:A9:A8:D9:04 

 

The requirement is verified when no more than the limit is forwarded on the uplink port, for broadcast, multicast 
and unicast flooded packets. 

 

2.6.1.2 Implementation example 
Typically three policers per port are used to measure the amount of broadcast, multicast and unknown 
flooding traffic. If the limit is reached the packets are dropped. 
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2.6.2 Loop-Detect 

Impact: DoS 

Protect against a loop on L2. Loops generates linerate traffic and can severely affect the control plane in 
one or multiple systems in the L2 broadcast domain. 

There are several loops that need to be detected 

 Loop in the customer home/CPE 

o Customer has bridged two ports together in the home, creating a forwarding loop. 

 Loop between two ports in the same Access Switch 

o Two customers has connected their networks to each other with a cable 

 Loop between two ports in different Access Switches 

o Two customers has connected their networks to each other with a cable 

2.6.2.1 Requirement 

Brief Detect loops on customer ports, if loop detected disable the port. 

ID SEC-CM-LD-1 Priority Must 

Description Disable customer ports that contains loops. 

Value Protect the network from loops in customer equipment. 

Test Start sending traffic from two customer ports towards the uplink. Make sure the traffic goes through from both 
customers. 

Create a loop on one of the customer ports and measure received traffic at the uplink. 

The requirements are verified if the access switch detects the loop, closes down the customer port that has a 
loop, and thereby that the uplink port stops receiving traffic from that customer port while still receiving traffic 
from the other customer port without a loop. 

 

Another example of how to do this is: 

On Client port 1, connect a CPE with at least three ports. CPE port 1 goes to Client port 1. 

Make sure all ports are in the same VLAN, and no broadcast, multicast and/or unicast flooding limits is 
configured. 

Connect a RJ45 cable between CPE port 2 and CPE port 3, effectively creating a loop. 

A good tip is to have broadcast, multicast and unicast flooding limits in place in the Access Switch, so the test 
server is protected from all the traffic the loop generates. 

 

The requirement is verified if the Access Switch detects the loop. 

 

Brief If a loop is detected, log the event 

ID SEC-CM-LD-2 Priority Should 

Description To indicate to the Network Owner that a customer port is disabled, this should be reported using for example 
syslog and/or SNMP trap. 

Value Proactive troubleshooting 

Test The requirement is verified when SEC-CM-LD1 is detected and this is logged (syslog, SNMP trap etc.) 

 

2.6.2.2 Implementation example 
Since spanning-tree cannot be used on customer ports another method needs to be used. The author of 
this document does not know any standardized way to implement the loop-detect, which creates 
interoperability problems if multiple proprietary solutions are in use in the L2 broadcast domain. 

One solution is to periodically send unicast frames (probes) with a non-existing destination MAC address. 
These frames should be flooded by all L2 switches, and if such probe packets are received on a customer 
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port a loop has been detected. One such frame that could be used is the Ethernet Loopback (Ethertype 
0x9000) as originally specified in EthernetII. 

 

2.7 Network Equipment Management 
Impact: MITM, DoS, Abuse 

2.7.1 Normal operation 

An administrator can access network equipment over SSH or HTTPS from a special management VLAN. 
Other relevant protocols are ICMP Echo, Telnet, HTTP, SNMP and NTP. They are all used for 
configuration of some kind (except for ICMP) and all might be used to overload a switch. 

2.7.2 Attack Equipment Management 

A malicious customer connects to the network equipment and manages to gain access due to weak 
password or similar. He can also overload the switches control plane by creating multiple requests for 
connection.   

2.7.3 Requirement 

Brief Prevent users from communicating with to connect to equipment management. 

ID SEC-CM-NEM-1 Priority Must 

Description Access switchNetwork equipment must ignore incoming management traffic fromon customer ports. 

Value Prevent DoS by control plane overload and configuration altering. 

Test Verify that it is not possible to cConnect to the a management IP address from customer ports using TCP 
connection for Telnet, SSH, HTTP and HTTPS. 

Verify ICMP bySend sending ICMP Echo request to management IP (Ping) and verify no answer is received. 

Verify SNMP by sendingSend a SNMP get request to the management IP and verify that no response is received. 

 

The test is verified if no answer is received for any of the tests above. 

 

2.7.4 Implementation example 

Filter management traffic from customer ports to the switch using an access list. 

Configure management not to be available from other than specified ports/IP addresses/VLANS. 
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2.8 Further Study 
 

2.8.1 GARP/GVRP / GMRP 

Impact: MITM, DoS 

Filter out from customers 

Never transmit to customer port. 

If an Access Switch is listening on these packets a malicious user can force the customer port to join other 
VLANs – for example the management VLAN. 

2.8.2 MRP, MMRP, MVRP 

Impact: MITM, DoS 

The GARP/GVRP/GMRP replacement, which is compatible with MSTP, as defined in 802.1ak.  

There are the same issues and solution as GARP / GVRP / GMRP. 

2.8.3 LLDP 

Impact: DoS 

Filter out from customers 

Never transmit to customer port. 

2.8.4 CDP 

Impact: DoS 

Filter out from customers 

Never transmit to customer port. 

2.8.5 ISL 

Impact: DoS 

ISL is a Cisco proprietary protocol that is replaced by 802.1Q VLANs. 

Make sure it is disabled on customer ports. 

2.8.6 802.3ad 

Impact: DoS 

Link Aggregation (LAG) and Link Aggregation Control Protocol (LACP). 

Never use this towards customer, don’t accept packets and don’t send them on a customer port. 
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3 SEC – IPv4 

This section contains a description of the various problems that can occur in a shared L2 segment using 
the IPv4 protocol.  

 

3.1 IPv4 overview 
To better understand the issues, we begin with some generic information. 

3.1.1 Host Address Configuration 

A host that wants to use IPv4 on the global internet needs an IPv4 unicast address. There are several 
methods the host can use to retrieve the address 

 Static configuration 

 BOOTP (RFC1531), not that common anymore, DHCPv4 is built on BOOTP 

 Dynamic Host Configuration Protocol – DHCPv4 (RFC2131) 

 Dynamic Configuration of IPv4 Link-Local Addresses (RFC3927) 

Static configuration 

 Static configuration is not very practical. IPv4 addresses are hard to remember. There are also 
additional addresses, such as DNS servers, NTP servers etc. that normally needs to be configured. 
When a host moves it is easy to forget to reconfigure it. 

BOOTP  

 BOOTP is not that common today, it has some drawbacks, and for example it cannot reclaim an 
assigned address in a well-behaved way. 

DHCPv4 

 DHCPv4 is supported and enabled by default by most mainstream operating systems and 
DHCPv4 is the most common way to assign addresses to hosts today. 

DHCPv4 Link Local Addresses 

 IPv4 Link-Local Addresses (169.254/16) is normally used when no connection exist to another 
network so it is not really applicable in a Broadband Network. 

 

 

Brief Log all assigned dynamic addresses 

ID SEC-V4-HAS-1 Priority Must 

Description All assignment of IPv4 addresses must be logged.  

Value Used when troubleshooting, abuse cases, IPRED etc. 

Test  
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3.1.2 IPv4 Address configuration 

Since the IPv4 addresses are a scarce resource it is important to avoid wasting them. This is one of the 
major reasons to put several customers into the same VLAN/L2 Broadcast Domain, fewer addresses will 
be consumed. 

There are techniques to conserve address space in networks with separate VLAN/L2 broadcast domains 
per customer port. Some of these techniques are called proxy-ARP, unnumbered interfaces and host 
routing. Describing those is out of the scope for this document. 

 

Example 1, separate broadcast/L2 domain per customer: 

24 port Access Switch, six switches, five usable IPv4 addresses on each customer port. Separate VLAN/L2 
Broadcast Domain on each customer port. 

Each port needs eight IPv4 addresses. Network, default gateway, five hosts and broadcast.  

24 customer ports * 8 IPv4 addresses per port * 6 switches 

=> A total of 1152 IPv4 addresses. A /21 prefix is needed, which has 2048 IPv4 addresses. 

Utilization: 1152 / 2048 = 56% 

 

Example 2, shared broadcast domain for all customers: 

24 customer ports * 5 usable IPv4 addresses per customer port * 6 switches. 

1 IPv4 address for default gateway 

2 IPv4 addresses for network and broadcast 

=>A total of 720 IPv4 addresses. A /22 prefix could be used for a total of 1024 addresses. 

Utilization: 720 / 1024 = 70% 
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3.1.3 Customer identification 

There are several reasons to always identify subscribers and end-users. It describes what services should be 
delivered, and avoid abuse issues. Without some type of identification it is not possible to distinguish 
customers. This identification can be done by using the DHCP option 82 that is available in most access 
equipment. The feature usually adds option 82 to DHCP packets sent to the DHCP server and provides 
information such as the identification of the switch, subscriber id and port. The exact information differs 
between vendors. 

Requirements SEC-V4-DHCP-1 and SEC-V4-DHCP-2 is only valid if DHCPv4 is used. There exist other 
methods to identify customers such as 802.1x and web login. For such solutions it should be verified that 
the identification cannot be spoofed. 

 

Brief DHCPv4 requests tagged with customer port identification 

ID SEC-V4-DHCP-1 Priority Must 

Description Traceability must be added to the DHCP-requests in “L2-mode”, typically option 82 circuit-id, remote-id, 
subscriber-id. 

Value Assist in identifying users in abuse cases. 

Test Send a DHCP discover from Customer and verify that Uplink receives it correctly marked with option-82. 

 

Brief Drop and packet or replace customer specified port identification on if present in DHCPv4 requests 

ID SEC-V4-DHCP-2 Priority Must 

Description When a DHCPv4 packet is received on a customer port that already contains customer identification, either drop 
the IP packet, or overwrite with the correct values.all customer identification already in the DHCPv4 packet must 
be dropped. 

Value Avoid customers faking wrong customer identification, which would create Abuse issuesprevent traceability. 

Test Send a DHCP discover from Customer without option-82 or similar marking set to some valuespecified. Verify 
that the discover is received at the Uplink. Then send a DHCP discover with option-82 set by the customer. At 
uplink verify that this packet is either dropped, or that this marking is replaced with the correct one. 
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3.2 IPv4 Whitelist Database 
To verify that packets coming in on customer ports have the correct source MAC and IPv4 a whitelist 
database can be built. Packets not matching the database row for the port are to be dropped by the switch. 
The row typically contains customer port, VLAN, MAC and IPv4 address. 

There are several methods to generate the whitelist database; some of them may need to be used together. 

3.2.1 Static configuration 

Each port is manually configured with the correct information. 

 

3.2.2 Strict ports 

Allow one or a couple of source MAC/source IPv4 sources to connect, when limit is reached any other 
sources are dropped. 

 

3.2.3 DHCPv4 snooping 

By listening on the DHCPv4 packets, the Access Switch can build a table based on the assigned addresses 
by the DHCPv4 server. This is sometimes called DHCP snooping. 

 

draft Layer 2 Relay Agent Information 

 

3.2.4 Requirement 

 

Brief Access Equipment must have an IPv4 Whitelist database. 

ID SEC-V4-WHITE-1 Priority Must 

Description The whitelist database is used to filter spoofed packets on MAC and IP level. The whitelist database must contain 
information about VLAN and customer port. 

Value Avoid customers faking identities and using neighbors address. 

Test  
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3.3 ARP  
Impact: MITM, DoS 

3.3.1 Normal operation 

Here is a typical configuration. The PCs and Laptops are in the same broadcast L2 domain (same VLAN).  

The Router at the top is the default Gateway – it is the path to the rest of the Internet. 

 

When a client PC wants to send packets to Internet it first 
needs to find out the Ethernet MAC address of the default 
gateway. 

The client PC broadcasts an ARP request that contains the 
question “who has IPv4 address 192.168.0.254”. Since it is a 
broadcast all devices in the L2 domain receives the query. 

The router that has the IPv4 address 192.168.0.254 answers 
with an ARP Reply (green line). The ARP reply contains “My 
MAC address is [whatever it is]”. 

From now on, the client knows how to send packets directly 
to the default gateway using the routers MAC address. 

The ARP protocol has no built-in security. Most computers, 
routers and switches update its ARP table even if they have 
not sent any ARP Requests. This lack of security is a problem. 

 

 

3.3.2 Attack - ARP Poisoning 

This is also sometimes called “ARP Cache Poisoning” and “ARP spoofing”.  

A malicious user (red laptop) starts with sending to ARP 
replies. The first ARP reply is sent to the router with the client 
PCs IPv4 address and its own MAC address. This makes the 
router believe that the malicious user is the client PC 

The second ARP reply is sent to the client PC with the default 
gateway IPv4 address and its own MAC address. This makes 
the client PC believes that the laptop is the default router. 

Depending on what the malicious user does a MITM or DoS 
attach can be created. 

If the malicious user sends its own MAC address as the 
default gateway, the PC will send all traffic to the malicious 
users computer, which can eavesdrop and send the traffic to 
the real default gateway. The PC is unaware of this since the 
Internet connection works as usual.  

 

 

The malicious user computer could send an ARP reply with an unknown MAC address. The client PC 
would then try to use this to communicate with Internet but that would fail since nothing will receive and 
handle those packets. 

Access Switch

Default Gateway
192.168.0.254/24

ARP Request

ARP Reply

Access Switch

Default Gateway
192.168.0.254/24

ARP
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Hacker PC can now eavesdrop all logins (Facebook, email etc.), voice over IP phone calls, redirect traffic 
so when you go to one web site you end up on another fake web site and more. There is software available 
for this, which are very simple to use. See for example www.oxid.it. 

 

 

There are other L2 link layers that may have the same ARP 
poisoning problem, e.g. some configurations of wireless 
hotspots. 

Here the malicious user can do the exact same ARP Poisoning 
attack as described above. 

 

 

 

 

 

Here is an example of tests done with the tool “Cain” in a broadband network. After just a couple of 
seconds traffic capturing you can see sniffed logins for mail, ftp and IP telephony. 

 

  

Wifi
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3.3.3 Requirement 

Brief Filter out ARP Poisoning packets 

ID SEC-V4-ARP-1 Priority Must 

Description Access Switch must inspect all received ARP entries packets and only allow those that has a correct source MAC 
in the Ethernet header, source IPv4 and Source MAC/Source IP in the ARP payload 

Value Avoid ARP poisoning, which can lead to Man In The Middle and Denial of Service attacks.s… 

Test From the uplink, send a continuous UDP stream to a friendly customer. 

 

From a malicious customer send spoofed ARP repliespackets containing the friendly customer source IP address 
to the uplink using broadcast and unicast, ARP request and ARP response. 

 

another customer. Verify: 

1. That the friendly customer does not receive any spoofed ARP packets. 

2. That the malicious customer does not receive the continuous UDP stream from the uplink. 

 

The replies should contain atleast one packet with fake IP and real MAC, one with real IP and fake MAC and 
one with fake IP and fake MAC. 

 

From customer send spoofed ARP replies to Upstream. The replies should contain atleast one packet with fake 
IP and real MAC, one with real IP and fake MAC and one with fake IP and fake MAC.If the network is built 
with a ring structure the test need to consider this.  

 

To verify SEC-V4-WHITE-1 packets using IP address of a neighbor in the same access switch must be sent. 

 

3.3.4 Implementation example 

By intercepting each ARP packet being received on a customer port and checking the source MAC address 
and the source IPv4 address both in the packet and the ARP payload, incorrect ARP packets can be 
screened and dropped. If the packet is correct it is just reset. The whitelist table is used for the checks. 
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3.4 ICMPv4 
Impact: MITM, DoS 

ICMPv4 is the IPv4 Control Protocol. There are several issues with the protocol in a L2 shared broadcast 
domain. 

 

3.4.1 Normal operation – ICMPv4 Redirect 

 

 

Redirect informs a client of a better way to reach the 
destination. It is used to optimize traffic. 

In a broadband network there is normally only one way to the 
rest of the network so ICMPv4 redirect messages is not that 
useful. 

Client communicates with the rest of the network through the 
default gateway (green line). When sending packets to 
172..16.1.0/24 the default gateway will send an ICMPv4 
redirect back to the client (yellow line), asking it to use 
192.168.0.253 instead for that destination. 

This removes the packet forwarding task from the default 
router, the client sends packets in a more direct way to that 
destination (dashed green line). 

 

 

3.4.2 Attack –ICMPv4 Redirect 

 

 

A malicious user can send an incorrect redirect message to a client (red 
line), informing the client of a better path to the default gateway, using 
itself as the redirect target. 

This effectively creates an MITM attack, in which all traffic from the 
client to the default gateway passes through the malicious user (green 
line). 

If an unknown nexthop is used instead of the malicious user a DoS 
attack is created. 
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3.4.3 Requirement 

Brief Filter out ICMP redirect packets. 

ID SEC-V4-REDIR-1 Priority Must 

Description Access Switch must inspect all received ICMP redirect packets and only allow those that are valid for that 
customer port. 

It is very seldom an ICMP redirect is needed in a Broadband Network, so they could potentially be dropped. 

Value Avoid that malicious user redirects traffic using ICGMP. 

Test Send an ICMP pPackets with redirect message from onemalicious customer to a friendly customeranother.  

Verify that the packets does not arrive at otherthe friendly customer. 

 

Brief Pass on valid ICMP traffic 

ID SEC-V4-REDIR-2 Priority Must 

Description ICMP is the IPv4 control protocol and is used for several tasks. It is important that the Access Switch do not 
blindly drop ICMP packets, since this would break other protocols, such as Path MTU discovery, traceroute, ping 
etc. 

Value Don’t limit possibilities to troubleshoot the network. 

Test Send an ICMP Echo (ping) from a customer to the uplink.  

Verify that a reply is received. 

 

3.4.4 Implementation example 

 Use an ACL to filter out incorrect ICMP packets 

 Use the section 3.9 “Forced Forwarding” feature so clients cannot communicate with each other 
over L2. 
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3.5 IPv4 Source Address Spoofing 
Impact: DoS, Abuse 

Source Address Spoofing is when a program or a person masquerades as another by falsifying the source 
IPv4 address. A typical attack is when someone does some sort of crime, and later when the source of the 
offender is searched for (Abuse, logs) points at the incorrect subscriber. 

 

3.5.1 Normal Operation 

 

 

Each host uses a unique and approved IPv4 source address 
when communicating over the broadband network. 

 

 

 

 

 

 

 

 

 

3.5.2 Attack – IPv4 source address spoofing 

 

 

The malicious user uses the same source IPv4 address as the 
desktop when sending packets to the network, effectively 
impersonating the desktop. 

 

The malicious user could also just grab a “free” IPv4 address 
in the subnet being used and start to communicate with the 
rest of the network. If a crime is being done and the offender 
is searched for, no record will exist that describes where this 
“free” IPv4 address exist in the network. 
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3.5.3 Requirement 

Brief Filter out spoofed IPv4 packets in the access switch. 

ID SEC-V4-SPOOF-1 Priority Must 

Description When a packet is received on the switch access port, it needs to be verified that the source IPv4 address is legit 
and if it not the packet must be dropped.  

How the address is verified is an implementation detail but it must work with all forms of IPv4 address 
configuration seen in section “3.1.2 IPv4 Address ” 

Value Mitigate any chance of IPv4 Source Address Spoofing.  

Avoid Abuse cases. 

Test Send valid IPv4 packets from a customer to the uplink. Verify that the packets are received. 

Send IPv4 packets using spoofed source IP (neighbors address, to verify SEC-V4-WHITE-1, and a “free” 
address) and verify that they do not arrive at the uplink. 

 

Brief Track when spoofed IPv4 packets are received 

ID SEC-V4-SPOOF-2 Priority Should 

Description When a spoofed packet is received it should be notified in a counter (per customer port) or a log. 

Value Used for troubleshooting. If the spoofed packet counter is incremented this indicates that packets with incorrect 
IPv4 source addresses are received. 

Test  

 

3.5.4 Implementation example 

By using the IPv4 whitelist table an access filter can be applied on customer ports. If a packet with an IPv4 
source address is received that has a source address that doesn’t exist on the specific customer port in the 
whitelist table, the packet is dropped. 
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3.6 IGMP 
Impact: Avoid sending multicast traffic to uninterested ports, DoS 

 

3.6.1 Normal Operation 

According to the IEEE 802.3 standards, packets that have the multicast bit set in the destination address 
must be flooded in the L2 broadcast domain. This means that if one client in the L2 domain watches a 
multicast IPTV channel, all other customer ports in the L2 domain also gets a copy of the IPTC channel. 

This has several issues: 

 Wastes bandwidth 

 DoS when the amount of multicast traffic is more than available bandwidth on the Customer 
Ports. 

 

By looking at the IGMP membership reports/queries, the Access Switch can learn what IPTV channels 
each customer port needs, and only copy packets to those. 

 

3.6.2 Requirement 

Brief Do not use IGMPv1 

ID SEC-V4-IGMP-1 Priority Should 

Description IGMPv1 is an old protocol and lack the proper function to signal that a receiver is no longer interested of a 
multicast source. It will time out approx. 120 seconds later when no one is asking for it. 

This creates huge bandwidth requirements if a user zaps quickly through a bunch of IPTV channels. 

Value Avoid inefficient usage of available bandwidth 

Test  

 

Brief Use the IGMPv2/IGMPv3 messages to learn about interesting multicast receivers. 

ID SEC-V4-IGMP-2 Priority Should 

Description By monitoring IGMPv2/IGMPv3 packets, the switch can learn what ports are interested in a certain (*,G) or 
(S,G) multicast group. This can then control the packet forwarding/replication. 

Value Avoid inefficient usage of available bandwidth 

Test  

 

3.6.3 Implementation example 

There has been several implementations of IGMP, with various problems, some of them were: 

- IPv6 did not work (IPv6 ND and RA multicast messages did not get through) 

- RIP, OSPF and other IPv4 protocols that use IPv4 multicast did not work 

Due to the lack of a standard, IETF released RFC4541 Link – “Considerations for Internet Group 
Management Protocol (IGMP) and Multicast Listener Discovery (MLD) Snooping Switches”, which 
describes how a correct implementation should be done. 
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3.7 Multicast group overload 
Impact: DoS 

A client / STB can ask for any number of multicast groups and have all of them at the same time. This can 
exceed the available bandwidth in the network and on the customer port. It can also consume all available 
entries in the multicast forwarding table, effectively creating a DoS for multicast on other ports.  

 

3.7.1 Normal Operation 

Each multicast receiver is joining one or a few concurrent multicast channels. 

 

3.7.2 Attack – Multicast Group Overload 

A malfunctioning device or malicious user sends joins using IGMP protocol for all possible multicast 
groups there are. This is a huge number and no existing router/switch can track that many multicast 
groups. 

When another customer port wants to change or join a multicast channel (for example watching a TV 
channel) there is no way the Access Switch can distribute this new channel to the port, effectively creating 
a DoS attack. 

 

3.7.3 Requirement 

Brief Limit number of concurrent multicast groups a customer port can join using the IGMP protocol 

ID SEC-V4-MCAST-1 Priority Should 

Description Assure that users can receive the wanted multicast channels without problems. 

Value Avoid that users join too many multicast channels effectively creating DoS. 

Test Join existing multicast groups in the network one by one and verify that the number of concurrently received 
multicast groups never exceeds the specified limit. 

 

3.7.4 Implementation example 

Count the number of active multicast groups on each customer port. If the limit is reached, refuse to add 
the requested group to the customer port. 

 

 

 

Commented [A31]: Requires a multicast sender either in the real 
network of from uplink. 

Commented [A32]: It should also be valid to stop sending an old 
channel. Specify. 

Formatted: Space After:  6 pt

Secure access to public IP networks

Lule̊a University of Technology A36



 

 

 SEC Access Certification   

  Rev: 2013-01-31 

 
  © Anders Löwinger and Torbjörn Eklöv 2011-2012 

    

 

45(94) 

 

3.7.5 

3.8 Protocol protection 
Impact: MITM, DoS, Abuse 

A number of protocols are used by the Network Owner for running and maintaining the broadband 
network and its customers. Dynamic Host Configuration Protocol (DHCPv4) is one of these protocols. If 
a malicious user could inject DHCPv4 responses it would affect other customer’s services. 

3.8.1 DHCPv4 Server Spoofing 

Impact: MITM, DoS 

This can be triggered both intentionally by a malicious user and unintentionally (for example 
misconfiguration, enabling Windows Connection Sharing). 

 

3.8.1.1 Normal Operation 
 

 

Client asks networks for an IPv4 address by broadcast a 
DHCP discover. This is responded to by the network, 
eventually ending up with the client having an IPv4 address. 

The DHCP discover, due to the fact it is a broadcast is 
flooded on all ports in the L2 domain/VLAN. 

 

 

 

 

 

 

 

  

Access Switch

DHCPv4
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Default Gateway
192.168.0.254/24

DHCP
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DHCPv4
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Formatted: Bullets and Numbering
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3.8.1.2 Attack – DHCP Server Spoofing 
 

 

 

When a DHCP server spoofing attack is in place the 
malicious user sees the DHCPv4 discover packet (it is a 
broadcast one and will be transmitted to all ports) and 
responds to the discovery in the same way as the real 
DHCPv4 server does. 

The malicious user responds with default gateway 
192.168.0.3 (itself) so all traffic from the desktop to the 
rest of the network is passed through the malicious user, 
creating a MITM attack 

 

If an invalid default gateway is returned, the desktop will 
not be able to communicate with the rest of the network, 
creating a DoS attack. 

 

 

3.8.1.3 Requirement 

Brief Filter out all DHCP server trafficserver traffic coming fromon customer ports. 

ID SEC-V4-DHCP-1 Priority Must 

Description So-called DHCP-snooping to filter out DHCP messages between subscribers must be located on the access 
ports. I.e. a subscriber must not be able to act like a DHCP-server for another subscriber. 

Value Avoid DHCPv4 server spoofing attacks. 

Avoid abuse cases. 

Test At one customer, start a DHCP server. From anothera friendly customer send a DHCP discover and verify that 
no answer is received from customerat the malicious customer. 

 

An alternative test if discover traffic is blocked is to send a DHCP discover packet from one customer and verify 
that the packet is not received at other customers. 

 

Brief Track invalid DHCPv4 server packets 

ID SEC-V4-DHCP-2 Priority Should 

Description When an invalid DHCPv4 response packet is received on a customer port, this should be counted and/or logged. 

Value Simplify troubleshooting. If the invalid counter is increasing this indicates a local DHCPv4 server on that 
customer port. This will probably interfere with the service providers DHCPv4 responses, affecting services. 

Test  

 

3.8.1.4 Implementation example 
 

 Use an Access Control List on customer ports to filter and drop “DHCPv4 Offer” and “DHCP 
Acknowledge” received packets. 

 Use “Forced Forwarding” in section 3.9. 

  

Access Switch

DHCPv4
Discover

Default Gateway
192.168.0.254/24

DHCP
Server

DHCPv4
response

192.168.0.1/24 192.168.0.3/24

DHCPv4
response

Commented [A34]: The requirement should be that a customer 
cannot act as DHCP server for another customer to be less 
implementation specific. 
 
Another valid approach then will be to filter out the DHCP discover 
packets (and it is no reason not to do this). Sending the DHCP packets 
to other customers will give much unnecessary information such as 
how the option 82 is built and the MAC address at the client (can 
maybe be used for attacks) . 
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3.8.2 DHCPv4 Starvation 

Impact: DoS 

DHCP Starvation is an attack that works by broadcasting vast numbers of DHCP requests with spoofed 
MAC addresses simultaneously, exhausting the DHCP server IP pool. If the IP pool is empty the DHCP 
server will not answer DHCP discover traffic and either cause a DoS or help the attacker perform DHCP 
Server Spoofing. 

3.8.2.1 Requirement 

Brief Limit the number of IPv4 addresses that can be assigned to a customer port. 

ID SEC-V4-DHCPSTARV-1 Priority MustShould 

Description Don’t let a single customer take all available IP addresses. 

Value Avoid that a single user takes all DHCP addresses. Effectively creating DoS. 

Test At one customer, request several IP addresses using different source MAC in the DHCP discover. 

Verify that the customer is not assigned more than the specified limit of addresses. 

 

From a customer request IP addresses using DHCP and different source MAC addresses. Verify that no more 
than a specified number can be taken by that customer. 

 

Note if limitation is done at DHCP server the real DHCP server must be used to perform the test. 

 

3.8.2.2 Implementation example 

 Limit the number of allowed MAC addresses on a customer port (section 2.1 “MAC Flooding”) 

 If the Access Switch snoops DHCP traffic (section 3.2.3 “DHCPv4 snooping”) it can track the 
number of assigned addresses per customer port and drop new requests if there are too many 
clients. 

 The DHCP server can limit the number of clients on a port, using some customer identification 
as described in section 3.1.3 “Customer identification”. 

 

  

Commented [A35]: Added 
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3.8.3 IPv4 UPnP 

Impact: Unauthorized access to resources 

UPnP, Universal Plug And Play and its AV extensions is a protocol that permits networked devices, such 
as PCs, printers, Wi-Fi Access Points, ADSL modems, Broadband modems, TV sets, DVD and Blu-ray 
players etc. to seamlessly discover and share data.  

UPnP can for example stream a Video from a media server to a TV set or open access to certain protocols 
in your Broadband modems firewall (SIP, BitTorrent). UPnP is a common protocol and is very often 
enabled by default so users in a home are not aware of it, it just works. This is also one of the problems 
with the protocol, there are very little or no safety. 

Note: DLNA – Digital Living Network Access – popular in some mobile phones and other home 
equipment is another name for UPnP AV (Audio and Video). If UPnP is blocked, DLNA is also blocked. 

 

3.8.3.1 Normal Operation 
 

 

The UPnP server and the TV set finds each other using the 
Simple Service Discovery Protocol (SSDP), which is multicast 
based. This makes it easy for the TV set to find the UPnP 
server without any configuration. 

In this picture, the TV set has asked for and receives a Video 
stream using UPnP from the server. Server could for example 
be a PC running Windows 7. 

No authentication or other access control is in use. 
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192.168.0.254/24
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Commented [A36]: IPv4 Multicast Discovery as title. No 
background information for other protocols than UPnP. 

Commented [A37]: Corrected spelling 
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3.8.3.2 Attack – IPv4 UPnP, LLMNR mDNS and Bonjour 
 

 

Here the TV set on one customer port asks for servers and 
incorrectly receives answers from another customer port. 

This makes it possible for one customer to browse, download 
and watch content from the other customer’s server. 

This can be either “by accident” or a malicious user using the 
fact that there is no authorization in the UPnP, LLMNR, 
mDNS and Bonjour protocol. 

 

 

 

 

 

 

 

 

3.8.3.3 Requirement 

Brief IPv4 UPnP, LLMNR, mDNS and Bonjour must be blocked between customer ports. 

ID SEC-V4-UPNP-1 Priority Must 

Description By blocking the UPnP traffic no incorrect access to other customers content can be done. 

Value Avoid Abuse, illegal content access. 

Test All of the protocols uses Multicast traffic for discovery and have specific channels and ports. 

UPnP: Address: 239.255.255.250 Port: 1900 

mDNS: Address: 224.0.0.251 Port: 5353 

LLMNR: Address: 224.0.0.252 Port: 5355 

 

For these destination addresses and ports. Send a UDP packet to the address and port and verify that it does not 
arrive at other customers. 

 

Note: If noting already have joined the channel used remember to join the channel. 

 

3.8.3.4 Implementation example 

 Use an Access Control List to identify and drop UPnP, LLMNR, mDNS and Bonjour  packets 

 Use “Forced Forwarding” in section 3.9. 

 

  

Access Switch

Server

Default Gateway
192.168.0.254/24

TV set

Commented [A39]: Bonjour is just an implementation of mDNS-
SD, not a protocol. 

Commented [A40]: Specify that UPnP is SSDP and the discovery 
multicast only. Unicast HTTP should still work in the network. 

Commented [A41]: Multicast Discovery traffic 
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3.8.4 IPv4 Fragmentation attacks 

Impact: DoS, Abuse, Illegal access to content. 

By using fragments when sending packets, for example an ACL could be traversed that normally denies 
such traffic. 

 

3.8.4.1 Requirement 

Brief Drop packets with too small fragment offset. 

ID SEC-V4-FRAG-1 Priority ShouldMust 

Description When a packet is received the fragmentation offset should be checked, if it is too small – pointing into the 
IP/UDP/TCP header it should be dropped. There is NO reason to forward such a packet. 

Value Avoid Abuse, illegal content access. 

Test Send packets that are not fragmented from a customer to the uplink. Verify that they are received. 

 

Send packets fragmented in headers from the customer to other customerthe uplink and verify that the fragments 
are not received. TCP packets can be fragmented in 8 and 16 byte fragments to fragment in the TCP header. 

 

3.8.4.2 Implementation example 
Use an ACL that matches a fragment offset less than the maximum IPv4 header (20 bytes + options) 

See also RFC1858 - Security Considerations for IP Fragment Filtering 
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3.9 Forced Forwarding 
Some vendors can’t filter out specific traffic as described in section 3.8 “Protocol protection”. They instead 
rely on a feature in which customer ports in the same L2 domain cannot communicate with each other. 

 

Pros: 

 Protocol agnostic, all IPv4 protocols will be sent to the upstream router 

 No risk of new protocols being forgotten, by default zero traffic is allowed 

 

Cons: 

 All traffic between clients in the same L2 domain needs to be relayed through the default gateway 
router. 

o This can give bandwidth constraints. 

 Proxy ARP needs to be enabled.  

o If this is enabled in the upstream router it will answer to all customer ARP requests, 
even if the host sending ARP request and the host sending the ARP reply is on the same 
port. Traffic between these two hosts will then flow through the default gateway router, 
probably being limited to the speed of the internet service. 

o If the proxy ARP is done in the Access Switch this problem does not occur. 

 

3.9.1 Forced Forwarding, switch based 

 

Ports are tagged as customer or network ports. Traffic 
received on network ports can be freely transmitted to other 
network or customer ports. 

Traffic received on customer ports can only be sent to 
network ports, independent of protocol or type of traffic 
(unicast, multicast, broadcast). 

 

 

As can be seen here, traffic between the desktop and laptop 
to the default gateway is passed. 

Traffic between customer ports are dropped. 

 

 

 

 

  

Access Switch

X

Default Gateway
2001:db8::1/64

Blocked by 
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3.9.2 Forced Forwarding, network based 

The forced forwarding feature in one switch is not enough if multiple switches are in the same L2 
broadcast domain. This can easily be seen in the picture below. 

Access Switch 1

Default Gateway
2001:db8::1/64

Access Switch 2

 

If the rules between network and customer ports are followed, traffic from the desktop on switch 1 can go 
through network port over to switch 2. Here the traffic is then forwarded to the laptop and this is ok since 
the traffic came from a network port. 

There is additional functionality / features needed to get the proper isolation between customer ports 
when multiple switches in same L2 broadcast domain is connected. 

 

3.9.3 Requirement 

Brief Drop packets between customer ports in the same L2 broadcast domain 

ID SEC-V4-FF-1 Priority Must 

Description No layer 2 broadcast should be sent between customer ports. 

Value Prevent unfiltered traffic between customers that can be used to create attacks. 

Test From a customer send layer 2 broadcast and verify that it does not arrive at other customers. Both customers on 
the same access switch, and also at two different other access switches. 

 

3.9.4 Implementation example 

Different vendors have different names/techniques to accomplish this, some are 

 Private VLAN (RFC5517, Independent Submission) 

 MAC Forced Forwarding – MACFF (RFC4562) 

 Source port filter 

 Traffic Segmentation 

These features are not 100% standardized, there may be interoperability problems between vendors. 

  

Commented [A42]: Note: This test overlaps with some of the 
other tests (Rogue DHCP, etc) 

Appendix A. SEC addendum

A45 Mattias Lundberg



 

 

 SEC Access Certification   

  Rev: 2013-01-31 

 
  © Anders Löwinger and Torbjörn Eklöv 2011-2012 

    

 

54(94) 

 

3.10 Secure Boot, Access Switch 
Impact: MITM, DoS, Abuse 

If the Access Switch uses BOOTP or DHCPv4 for address configuration, the switch MUST NOT accept 
BOOTP/DHCPv4 packets from customer ports. 

3.10.1 Normal Operation 

 

 

The Access Switch boots and negotiates an IPv4 address 
with the DHCPv4 server. The IPv4 address is used for 
management purposes. 

 

 

 

 

 

 

3.10.2 Attack – Switch boot, BOOTP/DHCPv4 server spoofing 

 

 

If the BOOTP/DHCPv4 negotiation is done on all ports in 
the Access Switch, a malicious user can respond to those and 
give the switch another IPv4 address and potentially 
configuration. 

After that the malicious user can do most of the MITM and 
DoS attacks, and complicate the Abuse handling. 

 

 

 

 

 

3.10.3 Requirement 

Brief When Access Switch boots, only accept DHCPv4 / BOOTP packets from uplinks 

ID SEC-V4-BOOT-1 Priority Should 

Description To avoid incorrect IPv4 address configuration and possible switch configuration from a malicious user. 

Value  

Test  

 

3.10.4 Implementation example 

 Do not send BOOTP/DHCPv4 packets on customer ports at boot 

Access Switch

DHCPv4
Discover

Default Gateway
192.168.0.254/24

DHCP
Server

DHCPv4
Response

DHCPv4
response

Access Switch

Default Gateway
192.168.0.254/24

192.168.0.3/24

Commented [A43]: This section should also include information 
and requirement for other configuration protocols such as TFTP, 
PXE. 
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 Verify that any BOOTP/DHCPv4 responses are not from customer ports, if they are drop them. 

 

 

3.11 VRRP / HSRP spoofing 
Impact: MITM, DoS 

 

3.11.1 Normal Operation 

Many networks today use VRRP, HSRP or similar to create a virtual default gateway for redundancy 
purposes. If one default gateway goes down the other takes over. 

Access Switch

Default Gateway
192.168.0.254/24

Access Switch

Default Gateway
192.168.0.254/24

Only one is active, 
floating default

 

It is important that the protocol used to setup and control this feature is protected by encrypted shared 
secrets or similar so a malicious user cannot be a member of the VRRP/HSRP group. If that would be 
possible the malicious user can force customer traffic to point their default route to the malicious user and 
create an MITM attack. 

 

  

Commented [A44]: There exist other protocols with basically the 
same purpose such as: CARP NSRP GLBP SMLT ESRP. Some of 
them works similarly, consider adding them. 
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3.11.2 Attack – VRRP / HSRP spoofing 

 

Access Switch

Default Gateway
192.168.0.254/24

Access Switch

Default Gateway
192.168.0.254/24

Only one is active, 
floating default

 

An malicious user first sniffs the VRRP/HSRP packets, then creates and sends similar packets into the 
VLAN/L2 broadcast domain (red line), becoming a member of the VRRP/HSRP group. By changing the 
priority it can force the other peers to give up, effectively forcing all clients to send all packets through the 
malicious user (green line). 

 

3.11.3 Requirement 

Brief VRRP/HSRP or similar protocol should be protected against malicious users 

ID SEC-V4-xxRP-1 Priority Must 

Description  

Value Not tested in SEC-test since this is a design issue 

Test Sniff traffic on a customer port for 60 seconds.  

 

The requirement is verified if no router redundancy protocol traffic is sent to customer ports. 

 

Note: The test cannot be performed when only a switch is tested in a lab, only in a real network. 

 

3.11.4 Implementation example 

Protect the communication between the VRRP/HSRP neighbors, using hashes, cryptographic signatures 
or similar. 

 

  

Commented [A45]: Unclear what the requirement means. Not 
sent to customer ports and ignored on incoming? Or 
encrypted/hashed? 

Commented [A46]: Why? 
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3.12 Routing Protocols 
Impact: MITM, DoS 

3.12.1 Normal operation 

Routers in a network send route updates between each other using one of many protocols. Some of the 
protocols uses multicast to communicate these updates and messages sent from one router will be received 
by many others, some protocols using unicast to send specific updates from one router to another.  

3.12.2 Attack Routing Protocols 

A malicious used can by sending updates using the current routing protocol alter the path taken by packets 
to internet. This can be accomplished by listening for this type of packets and send similar ones adding 
himself as a path. 

3.12.3 Requirement 

Brief Protect routing protocols from malicious users. 

ID SEC-V4-ROUTE -1 Priority Must 

Description Routing protocol traffic should not be received nor sent to customer ports. 

Value Avoid DoS by exploiting routing protocols. 

Test Issue multicast join messages for the groups used by common routing protocols. 

Sniff traffic on a customer port for 60 seconds.  

 

The requirement is verified if no routing protocol traffic is sent to customer ports. 

 

Some examples of routing protocols; IS-IS, OSPF, BGP, IGRP and RIP. 

 

Note: The test cannot be performed when only a switch is tested in a lab, only in the described test setup but in 
the a real network. 

 

The requirement is verified if no routing protocol traffic is sent to customer ports. 

 

Some examples of routing protocols; IS-IS, OSPF, BGP, IGRP and RIP. 

 

3.12.4 Implementation example 

Disable routing on access ports in the routers. 

Filter routing traffic on customer ports in the access switch. 

  

Commented [A47]: Added requirement. 
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