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Abstract
The DMA (Direct Memory Access) controller, is often a non-programmable hard-

ware. As new peripheral interfaces are introduced there is often a need to change the

DMA operation and therefore the design of the DMA controller. Changing the

design of the DMA controller is often expensive and time-consuming. Instead, a

fully programmable DMA processor can alter the behaviour by simply changing a

control program.

This paper describes an approach for a programmable DMA processor for a future

ETRAX processor developed by Axis Communications. To reach the design solu-

tion, different instruction set architectures were simulated and investigated. The

result is a fully programmable DMA processor with one RISC core and several

burst controllers that handles the data transfers. It can transfer data in parallel with

up to 16 channels. The DMA processor is able to work with 1 Gbit/s full duplex

Ethernet when the DMA processor is running at 100 MHz. The program that con-

trols the DMA operations is stored in a local instruction memory of the DMA proc-

essor. When synthesized with 0.25 µm technology, the DMA controller has a 160

000 gate foot print without the instruction memory.
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1 Introduction
When having a DMA (Direct Memory Access) controller handling data transfers,

the burden of the processor is greatly reduced. Since the DMA controller is often

simple and a non-programmable unit implemented in hardware, there is no ability to

alter the behaviour of the operations. As new peripherals, interfaces and applications

develop, it is often necessary to redesign the DMA controller in order to support the

new requirements. Small changes in DMA controller logic require a lot of work and

often result in a need to redesign more or less the complete control logic of the DMA

controller, all of which is expensive and time-consuming. If the DMA controller can

be made fully programmable, changes in a control program can alter the behaviour

of the DMA controller. The benefits of rewriting a control program, instead of

redesigning the control logic, would be that there is less need for logic implementa-

tion, verification and knowledge.

The on-board DMA controller in the ETRAX 100, developed by Axis Communica-

tions, is of the traditional simple and non-programmable type. Next generations of

ETRAX processors must support new and more complicated interfaces during its

lifetime. A programmable DMA processor implemented in a future ETRAX proces-

sor would make it more versatile for future applications and future interfaces.

The goal of this paper is to investigate and develop a programmable DMA architec-

ture for a future ETRAX processor. The new DMA processor should have a reason-

able size compared to the DMA controller in current ETRAX processors and the

ability to handle 1 Gbit/s full duplex Ethernet data streams. To make it easier to port

old applications to the new DMA processor, it should be compatible with the current

DMA controller.

Fully programmable DMA processors are a rarity and very few solutions have been

patented. In 1993 California Institute of Technology patented a fully programmable

DMA processor [1] that was developed under a NASA contract. Another DMA

processor was patented in 1996 by Electronics for Imaging Inc. [2] which uses an

instruction set to move data. Because few DMA processors are known this work is

mostly based on simulations and investigations.
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1.1 Overview

The second chapter describes different approaches for controlling the DMA. Previ-

ous approaches for a programmable DMA processor is also shortly described in this

chapter as well as the specifications of the new DMA processor. The third chapter

discusses and investigates the architectural aspects of a programmable DMA con-

troller, leading to an architecture and an instruction set. The RTL level design of the

DMA processor is described in chapter four. The simulations of the RTL level

design and different aspects of it is described in chapter five and further work and

improvements are mentioned in chapter six.
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2 Background
This chapter describes the DMA controller. It starts with a short description of a

traditional simple general DMA controller and continues with a description of previ-

ous programmable solutions. The DMA controller in ETRAX 100 is briefly

reviewed and the specifications of the new DMA processor is also discussed in this

chapter.

2.1 The DMA controller

The DMA controller itself is normally a quite simple unit. It consists of a few regis-

ters, a state machine and some adders/subtracters. An address register holds the

address to be read or written and a count register holds the amount of data to be

transferred. The adders/subtracters increment the address and decrement the count

register for the next I/O transfer. The DMA controller is often used to handle several

channels and has a register set for each channel. An arbiter determines which chan-

nel to run and selects the register set accordingly.

A DMA controller can be viewed as having the interrupt driven I/O mechanism in
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Figure 1. Simple flowchart of the behaviour
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hardware. Now when the interrupt code is hardware in its entirety, the flexibility is

gone and the behaviour cannot be altered to any greater extent. Many DMA control-

lers are claimed to be programmable but these ones often have hard coded behaviour

and very limited programmability. They have very little resemblance with general

purpose processors or with any fully programmable architecture at all. Their behav-

iour is usually altered by setting different flags in a control register.

2.2 I/O processors

Because of hardware designs I/O operations must quite often be carried out in sev-

eral steps. Often the program in the processor is only interested when the task is

completely finished. To reduce the need to interrupt the processor an I/O processor

is added to execute all the part operations. I/O processors are often fully program-

mable processors with a memory of their own.

2.3 Real DMA processors

The meaning of a DMA processor is a programmable DMA controller, which is as

flexible as interrupted I/O and software polling. General purpose processors use

instructions for moving data. The same approach can be used in a DMA processor,

which use instructions for moving data between a peripheral device and the memory.

.
setup code
.

again:
move data
decrement nr of bytes
increment address
jump if not finished again
.
.

Example of how a DMA processor program can look like
if the DMA processor itself is handling the data transfers.

This approach makes it easy to process the data as it comes through, since the DMA

processor itself is involved in the data transfers. A DMA processor could for exam-

ple calculate checksums or unpack data that passes through and relieve the main

processor of such tasks. Because the DMA processor handles the data transfers

itself, it consumes processing power while it transfers data.
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Another approach is to have an extra unit that performs the data transfers. The

DMA processor is only used for configuring and starting this unit. In this case data

transfers do not consume any valuable processing power from the DMA processor

and can instead be used for other purposes. Since another unit handles the data

transfer, the DMA processor cannot process the data as easily as DMA processors

that use instructions for moving data. This approach is more similar to an I/O proc-

essor

.
setup code
.
start transfer unit
.
wait until finished
.

.

Example of how a DMA processor program can look like
if the DMA processor starts another unit that handles
the transfer.

International patent WO 98/12630 [2] describes a fully programmable DMA proc-

essor that uses the instruction set to move data. The DMA processor stores the pro-

gram in its own memory and can be programmed to perform processing of the data

that comes through the DMA processor. The instruction set is very simple but

enough for most applications such as DMA chaining, memory copying and memory

fills. This DMA processor is designed to work with only one DMA channel.
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Another DMA processor is described in US patent 5,212,795 [1]. This DMA proc-

essor is designed to work with up to four channels and to select which channel pro-

gram to run, a programmable arbiter is incorporated as well as a bandwidth ratio

controller. The instructions set is a little more complex than in the DMA processor

described in patent WO 98/12630 and can be carried out for several cycles. An

instruction can start a complex operation such as comparing or copying memory

blocks. This DMA processor has its programs in the system memory rather than in

its own memory. To have the instructions in the system memory is inefficient

because it needs to read from the bus for every instruction. In this case the instruc-

tions are more complex and an instruction can be carried out for several hundreds of

cycles, the bus can be left unoccupied during that time.
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Figure 2. A set of program instructions for the DMA proc-
essor in patent WO 98/12630.



2.4 The DMA controller on ETRAX 100

The DMA on the ETRAX 100 consists of ten DMA channels, five in each direction.

It can handle up to 10 contexts of data transfers at a time. Data rates are in the

range of 100 bytes/sec to 10 Mbytes/sec, and data in the memory is organized as one

single linked list per context.
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Figure 3. Functional block diagram in the DMA processor described in US
patent 5,212,795.



All input and output channels are FIFO (First In First Out) buffered. The DMA

controller can transfer data from a peripheral interface to external memory, from the

external memory to a peripheral interface or from one memory location to another.
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Figure 4. DMA internal overview of the ETRAX 100.
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The DMA controller has a set of registers for each channel. An arbiter selects which

channel and set of register to use and a state machine controls the behaviour of the

DMA controller. The DMA_FIRST register can be written by the main processor

and points to the first descriptor in the list. The DMA_DESCR register contains the

address to the current descriptor and the DMA_NEXT register to the next descriptor

in the list. The DMA_BUF register points to the next address in the data buffer and

is automatically incremented after each burst. SW gives the total length of the buffer

in bytes and the HW register gives the number of bytes left in the buffer. The

DMA_CMD, DMA_CTRL_INTR and DMA_STATUS are status registers used by

the DMA controller.

To pass parameters of transfer jobs to the DMA controller, the main processor

stores the data in external memory in small buffers linked together. Each list

descriptor contains information that tells the DMA controller where to find the data

buffer, next descriptor address, amount of data to be transferred and status informa-

tion. The advantage of having chained transfers is that it produces little internal

fragmentation besides efficient memory management.
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Figure 6. ETRAX 100 buffer structure
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The linked list descriptors consist of four 32-bit fields. The first 32-bit field gives

information about the length of the buffer to be transferred and a number of com-

mands. The second 32-bit field gives the address to the next descriptor in the linked

list and the third 32-bit field the address to the data buffer. The fourth 32-bit field

contains status information written by the DMA controller. A more detailed descrip-

tion of the ETRAX processor and its DMA controller can be found in the Axis

ETRAX 100LX designers reference [3] and the Axis ETRAX CRIS programmer's

reference [4].

2.5 Preliminary specifications of the new DMA proces-

sor

The DMA processor (DMAP) should transfer data between a memory subsystem

and a FIFO. It should be able to handle at least 10 channels, each with its own 256

bit wide FIFO and memory interface. It should be possible to handle the current

ETRAX 100 DMA lists, as well as any other memory data organization. If possible

the processor should operate at 50 MHz, which is the same frequency that the FIFO

and the memory subsystem run at. It should be able to handle two 1 Gbit/s Ethernet

data streams when using the same list structure as the current DMA controller. Both

the main processor and the I/O interface should be able to control the DMAP. An

outline of the system is shown in figure 8. It is possible to design the DMAP to be

able to process the data as it comes through. This can be useful and should be imple-

10

Figure 7. DMA descriptor structure on ETRAX 100
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mented for future applications but the main usage of the DMA processor is data

transferring. The processing power is mainly for processing the descriptors.

The status word is used for starting and stopping the DMA channel as well as pass-

ing parameters between the DMAP and the main processor. A parameter of 32 bits

can be passed between the main processor and the DMAP in both directions. The

parameter is mainly dedicated to passing the first descriptor address to the DMAP,

but can also be used for passing other parameters as well.

Each channel has its own interface to the memory bus arbiter. This way multiple

channels can transfer data simultaneously to different parts of the memory. The

address lines to bus arbiter is 32 bits, since the ETRAX is a 32-bit processor.
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Figure 8. Overview of the interfaces for the new DMA processor for one chan-
nel.
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A request signal in the FIFO interface signals the DMAP to transfer data to or from

the FIFO. In addition to the FIFO interface, that is connected to a peripheral device,

there is also meta data signals. The peripheral device has the possibility to send an

interrupt to the DMAP with a meta value. The DMAP can do the same the other

way around. The signals work in a similar fashion as the common interrupt signal

with an accompanying cause register found in many modern processor systems.

More detailed information about the interfaces can be found in DMAP programmers

reference [5]. The FIFO and the bus arbiter are not a part of the DMAP and the

design of them are therefore not covered in this paper.

Before designing the actual hardware coarse models should be tested and simulated

to verify that the design meets the specifications. With simulations, different instruc-

tion set architectures have been simulated to evaluate the performance, ease of pro-

gramming and hardware complexity.

The main design aspects of the DMAP are discussed further in the next chapter.

Some design aspect solutions can be determined by directly discuss them. Other

must be simulated to evaluate the best solution. Next chapter also discusses the

simulations of different design solutions and for the preferred design solution is then

the design of the instruction format described.
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Figure 9. The bus arbiter has an interface to each DMA channel and mem-
ory controller.
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3 Design considerations
This chapter describes the main design aspects. Furthermore it discusses and evalu-

ates different simulated design solutions. A short description of the selected architec-

ture and instruction format is also in this chapter.

3.1 Main design aspects

3.1.1 Instruction complexity

It is possible to create a DMAP with very few instructions that execute many opera-

tions during many cycles. An instruction can for example be designed to read the

parameters and then execute a whole DMA transfer. With complex instructions the

DMAP does not need to fetch the instructions every cycle and the program can be

stored in the system memory without slowing down the memory bus too much. The

current DMA controller on the ETRAX 100 can be viewed as a DMAP with only

one very complex instruction, the descriptor in this case. To extend the functionality

of the DMA controller it could be designed to accept more different types of descrip-

tors. Complex instructions also give the DMAP a predictable performance and func-

tionality. The disadvantages with very complex instructions are the problem to

maintain the programmability, and to design good instructions that are versatile

enough to be able to execute existing and future DMA transfer applications. With a

larger instruction set with simpler instructions it is easier to create a good instruction

set at the same time as maintaining the programmability. The disadvantage with

having simple instructions is that it is difficult to predict whether the DMAP can

maintain the execution and the transfer speed required. Simple instructions require

that the instructions execute almost every cycle and having the programs in system

memory would be inconvenient, as it would require the DMAP to read instructions

from the memory bus very often. An instruction memory of its own is more conven-

ient in this case. Simple instructions are probably the best solution for the DMAP

with a few additions for controlling the DMA. They are often used in I/O processors

and the hardware can be made quite simple. Also with a simple instruction set there

are few limitations in programmability.

The programs that will run on the DMAP will be relatively small and writing the

programs in a high level language will probably never happen. Assembler language
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will be sufficient to write the small code pieces that will run on the DMAP, so that

designing the instruction set architecture in respect of a high level language will not

be necessary.

3.1.2 Descriptor storage

The parameters for the DMAP, just as the current DMA controller on the ETRAX

100, will be given in descriptors that reside in system memory that the DMAP can

read on demand. Since the size of these descriptors may vary in the future, it is

uncertain where to store the descriptors while they are being processed by the

DMAP. Either descriptors can be stored in the register bank or in a data memory.

The problem with a data memory is that the system memory bus is 32 bytes wide

and the memory bus of the DMAP would conveniently be 4 bytes wide because it

works with 32 bits internally. To also have a 32-byte memory bus into the DMAP

memory would be too expensive. One compromise would be to have a small area in

the DMAP memory where it loads and stores data from the system memory bus.

There is also a performance impact when the DMAP first has to read the descriptor

into the memory and then load it to the register bank for processing. To make the

processing more efficient the instruction set architecture could accept the local mem-

ory as operands. This would on the other hand make the hardware much more com-
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Figure 10. Illustration of a DMAP with a data memory where a small area of
it can be read or written by bus arbiter. For processing the descriptors must
be loaded in register bank.
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plex due to data dependencies in the instruction pipeline. The big advantage of hav-

ing the descriptors in a memory is that the descriptors can almost be of any size and

many descriptors can be loaded in advance.

Simulations show that all of the descriptors will probably have a size under 64 bytes

and if they are larger they can often be loaded and processed in chunks. When the

descriptors are relatively small (up to 64 bytes) there is the possibility to store them

directly in the register bank. This method is simpler to make in hardware than the

memory solution is. The processing of descriptors can be done faster than if having

an immediate memory storage. The drawback is that the register bank must be rela-

tively large. Large register banks are expensive in hardware, but the cost of having a

memory of its own would be higher or just as high. Storing the descriptors directly

in the register bank seems to be the most efficient alternative. On the other hand, a

data memory gives other advantages that are interesting. The different solutions

were simulated and are discussed further in the chapter accounting for the simula-

tions.

3.1.3 Parallelism

All channels work independently of each other and several channels might request

attention of the DMAP at the same time. In this case some sort of priority control

that decides which channel to run must be used. It would be possible to avoid this by

having a DMAP instance for each channel, but the channels do not need attention

most of the time and each DMAP would not be used effectively. As minimizing the

chip area is crucial for this design, having one DMAP for all the channels is proba-

bly the best solution but the DMAP must run fast enough to handle all the channels.
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Figure 11. Illustration of a DMAP where the bus arbiter is directly
connected to the register bank. This makes the processing of the
descriptors fast and easy.
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An arbiter handles the priority control and selects which channel to run. Switching

channels is similar to task switching in a general purpose processor. Since the

DMAP should handle all channels, the channel switching must occur on cycle basis.

Otherwise the channel switching would consume too much DMA processor time.

Most DMA controllers, as well as the one in the ETRAX 100, have one register set

for each channel to make the switching fast and simple. If the channel switching has

to be performed in one cycle, a register bank for each channel is required. Storing

registers from and to a data memory would consume too much DMA processor

time.

If an arbiter is incorporated in the DMAP, it would be very beneficial to make it

programmable. The arbiter in current DMA controller uses a fixed scheme where

channel 0 has the highest priority and channel 9 has the lowest. In the new DMAP

the arbiter could have a programmable priority scheme including round robin arbi-

tration. Some channels connected to the DMAP might be considered having the

same priority. Then a round robin arbitration scheme can be used for such channels.

Other channels may need a fixed arbitration scheme. To combine both fixed and

round robin arbitration schemes, the arbiter uses several priority banks. Each bank

can be configured to use a fixed or a round robin arbitration scheme. The results

from the banks are then arbitrated in a fixed arbitration scheme.
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3.2 Designs simulated

To examine how different solutions perform, many simulations were carried out

with different designs. The simulator is written in C/C++ and uses object oriented

methods to simulate different blocks in the DMAP. It reads an assembler file and

puts the instructions in order in a linked list that is used to simulate the execution.

The simulator simulates the instruction on a coarse architectural level but gives a

good overview of how the design performs. For parsing the assembler file the GNU

tools Flex and Bison are used. The simulator outputs the register values for every

register each simulated cycle. It also outputs some statistics such as DMA processor

usage and bus traffic.

The programs used in the simulations have a subset functionality of descriptor struc-

ture used in the current DMA controller. The performance is directly connected to

the size of the program and how well it is written. The program was in this case rea-

sonable complex. Since the DMAP is a programmable architecture, it is very diffi-

cult to predict the performance, as the performance is depending on many parame-

ters. The only way to verify that the design goals are met is to focus on simulating

the worst case scenarios. Most important is the support of 1 Gbit/s Ethernet with the
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worst case scenario when transferring data in full duplex with the smallest packet

size. For 1Gbit/s Ethernet, the smallest packet size is 64 bytes with a 12 byte gap

between the packets. FIFOs must not over- or underflow because the DMAP cannot

keep up with the speed. The input channel is most critical as the DMAP must deal

with packets as they come.

The design solutions described below were simulated in the order they appear. Each

solution should be considered as an evolutionary step in the refinement process of

the DMAP rather than a complete different design solution for each simulated

design. The design solution can be divided into three milestones where the third

design is chosen for further implementation.

3.2.1 RISC architecture with a bus register

The instructions for this design are the traditional RISC (Reduced Instruction Set

Computer) instructions with the traditional ALU (Arithmetic Logic Unit), branch

and move instructions. A few instructions were added to this instruction set to han-

dle operations associated with DMA transfers. The reason for choosing the RISC

instruction set is that it is proven to be easy to implement in hardware, fully pro-
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Figure 13. Overview of the data path of a DMAP with a RISC core and a
bus register.
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grammable, easy to program and widely known and accepted as an instruction set.

For transferring the data between the bus and the FIFO, a repeated move instruction

that increments the address and decrements the transfer count automatically is

implemented instead of using a move instruction in a loop. The instruction can last

several cycles and finishes when the transfer count reaches zero. This way the over-

head is reduced by up to 40%. To deal with the parallelism the DMAP can switch

channels every cycle and an arbiter selects which channel to run for the next cycle.

A channel is a valid contender in the arbitration if the FIFO for that channel has

asserted the request signal indicating that it needs data or having data removed. In

this way the DMAP is only running a channel that needs data for the time. Some-

times there is a need to run the program for a channel, even if the FIFO does not

need any attention, for example when reading and processing descriptors before and

after the actual DMA transfer. A force request flag in the instruction solves this by

telling the arbiter to arbitrate the channel as if the FIFO would signal a request.

Also, there is a flag in the instruction telling the DMAP not to arbitrate and to keep

the current channel running, if a code piece requires to run continuously without any

interruption. The DMAP has eight 32-bit general purpose registers for each channel

for storing and processing the descriptors and a 256-bit bus register shared by all

channels for storing incoming data from the bus or the FIFO. The data must be

moved from the 256-bit register to one of the eight general purpose registers for

processing. To have a 256-bit register shared by all channels makes the design

smaller.
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The great benefit with this design is that it is simple and easy to implement but on

the other hand the inconvenient descriptor storage in a relatively small register bank

makes it difficult to spare any registers for the program execution. Some kind of

data memory would be ideal to store the descriptors.

3.2.2 CISC architecture with memory

When the descriptors can be of arbitrary size they are not certain to fit into the small

register bank in the previous design. A larger memory area for the descriptors is in

this case needed. In this tested and simulated design the descriptors are stored in a

data memory of the DMAP. When the descriptors are in a data memory, the tradi-

tional CISC (Complex Instruction Set Computer) instructions allowing memory

operands are convenient. This way the descriptors do not always have to be loaded

into the register bank for processing. The instructions are of the traditional two oper-

and type allowing either the source or the destination operand to access the memory.

A data memory also gives a few additional features for example the ability to create
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newlist:
| move r0,st0 ; move the descriptor address in status register 0

; to register r0
newpack:

| move br,[r0],16 ; move the descriptor to the bus register
| move r5,r0 ; move the data in register r0 to register r5
| move r1,br,0 ; move the data in first 32-bit word in the bus

; register to register r1
| move r2,br,1 ; move second 32-bit word in the bus reg to r2
| move r3,br,2 ; move third 32-bit word in the bus reg to r3
| move r4,br,3 ; move fourth 32-bit word in the bus reg to r4
| move r7,r1 ; move r1 to r7
| and r1,r1,0xffff ; perform a logical AND to extract the buffer size

loop:
repmbf r3,r1 ; start a repeated move at start address in r3 and

; number of bytes in r1
| and r6,r7,0x30000 ; extract the eop and eol bits in the descriptor
| move r0,r2 ; move the next descriptor address to r0
| cmp r6,0 ; examine if eol
| jz newpack ; if so jump to process next descriptor
| or r4,r4,0x20000 ; write eol and eop to the descriptor
| move br,r4,3 ; write back the descriptor to the bus register
| add r5,r5,12 ; add 12 to r5
| move [r5],br,4 ; store the descr. in the system memory
| cmp r6,0x20000 ; examine if eol
| jz newpack ; if not continue with next the descriptor
| clen ; kill the program with clear the channel enable

; flag
| jump newlist ; next time it will start at the beginning of the

; program

Example program for the DMAP with a bus register. The program is
processing the descriptors similar to the one found in the current DMA
controller and it processes a descriptor for an output channel. The “|” before
the instruction sets the force request flag.



stacks in the data memory thus making it possible to do nested procedure calls since

the return addresses can be stored in the data memory. The design has a register

called work space pointer (wsp) for each channel. The instructions reference the

data memory relative to the wsp and can be used as a stack pointer. The memory

area is allocated at start up and can be of any size for each channel. With a data

memory the register bank is smaller than in the previous design, as some values can

be stored in the data memory instead of in the register bank. A register bank with

four registers is enough to execute many programs. The data memory also contains

the addresses for interrupt routines for each channel.

This design is very versatile and easy to program because the limitations are few

when the DMAP has its own data memory. The DMAP can do almost all the opera-

tions that a general purpose processor can do. When the register bank is small, the

area impact is consequently small when instantiated for all channels. The data mem-

ory is shared by all the channels.
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Figure 14. Overview of the data path of a DMAP with a CISC core and data
memory.
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There are basically three disadvantages with this design:

� It is more complex than the previous design.

� Data dependencies in the pipeline when allowing memory operands. The data

dependencies can be resolved by additional hardware making it even more com-

plex.

� 256-bit wide buses to the data memory are expensive. The 256-bit buses are

needed for the bus and the FIFO interfaces. The data memory bus can be made

simpler if only a small part of the memory is accessible to the bus and the FIFO.

3.2.3 RISC architecture with burst controllers

The two previous designs have one interface to the memory bus arbiter, which

makes it possible to transfer data for only one channel at a time. With the current

specifications for the bus arbiter it is possible to have several channels connected to

it and all channels can transfer data in parallel, if the memory configuration allows

it. In most cases an external memory and an internal memory are incorporated
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outprog:
+ add wsp,4 ; Outprog is a subroutine and wsp is added for

; extra stack space
newoutlist:

+ clen ; clear the channel enable flag to stop the
; program

+ move r1,st0 ; the main CPU has started the DMAP and loads
; the descriptor address in status register 0
; to r1

newpack:
+ move r3,r1 ; move next descriptor address to r3
+ movemb ws:[-4],r1,16 ; load the descr. at address r1 to the data mem

; at address wsp-4
+ move r1,ws:[-2] ; move memory at wsp-2 to r1
+ move r2,ws:[-4] ; move memory at wsp-4 to r2
+ btest r2,0x20000 ; test if an eop flag
+ bz noteop ; if not jump to noteop
+ move fr,0x20 ; set the eop flag

noteop:
+ and r2,0xffff ; extract the size from the descriptor

repmfb r1+,r2 ; start a repeat move at start address r1 with
; number of bytes given by r2

+ move r1,ws:[-3] ; move next descriptor address to r1
+ move r2,ws:[-4] ; move wsp-4 to r2
+ and r2,0x30000 ; extract the eol and eop bits and test if they

; are set
+ bz newpack ; if not eop and eol jump to newpack
+ or ws:[-1],0x20000 ; set the eol flag in the descriptor
+ movebm r3,ws:[-4],16 ; write back the descriptor
+ cmp r2,0x20000 ; examine if eol
+ bz newpack ; if not eol jump to newpack
+ int ; send an interrupt to the main CPU
+ jump newoutlist ; jump back to start of program

The example program for a DMAP with a data memory. The “+” before
the instruction indicates a request lock.



allowing independent operations, making it possible for two channels to transfer data

at the same time. With the two previous designs it would be difficult to support 1

Gbit/s Ethernet as the processor core itself has to do the actual transfers and the

processor would not have time to process descriptors. Also if the processor handles

the data transfers, it could access a very slow memory and in that way prevent other

channels to do data bursts for a very long time and starve channels that require a

fast and a steady stream of data. This leads to the reinvention of the DMA controller

in the DMA processor where the burst controller is the synonym of the DMA con-

troller. In this case the DMAP starts the burst controller and the burst controller

handles all data transfers parallel with the DMA processor core.

A data memory is good for storing the descriptors but also demanding in terms of

area and complexity. The other solution is to store the descriptors in the register

bank, leading to the register bank having to be quite large. Simulations show that the

descriptors seldom are larger than 64 bytes and if they are larger they can be loaded

and processed in smaller parts. When excluding a data memory system a lot of com-

plexity can be avoided. The ability to do nested procedure calls can be achieved by

using the system memory instead, but not as efficient as with a local data memory.
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Figure 15. Overview of the data path for a DMAP with a burst controller.
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A register bank of 24 32-bit registers is usually enough to store the descriptors and

to leave room for some extra registers for processing. The descriptors are loaded

into banks in the register bank in chunks of up to 32 bytes. Each bank is also

mapped as 32-bit registers. Register r0 to r7 form descriptor bank one and register

r8 to r15 form descriptor bank two and so on.

One of the big advantages of this design is that the DMAP can process descriptors

and transfer data for all channels in parallel. The burst controller transfers data the

data in bursts of up to 32 bytes. If more data needs to be transferred, several bursts

must be carried out. A regular DMA transfer operation often requires many bursts,

and the operation is therefore called a repeated burst. To make the DMAP able to

load and store descriptors while the burst controller is doing a repeated burst, the

burst controller is able to insert a single burst in between the repeated burst opera-

tion to load a descriptor. Descriptors are often under 32 bytes and can be loaded

from the system memory with single burst access. That operation is therefore called

a single burst.
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outprog:
newoutlist:

clen ; clear channel enable flag to kill the channel
move r4,st0 ; load the first descriptor address To r4

newpack:
move r5,r4 ; store the descriptor address for future write

; back
movemb 0,r4,16 ; load the descriptor
move r4,r0 ; move first 32-bit word of the descriptor to r4
btest r4,0x20000 ; check if an eop is needed
bz noteop ; jump if not
or fr,fr,0x20 ; set the eop flag

noteop:
and r4,r4,0xffff ; extract the size of the buffer

wait ; wait for the previous DMA transfer operation to
; finish

strepm r2,r4 ; start the burst controller for a new DMA
; transfer operation

move r4,r1 ; move the next descriptor address to r4
move r5,r0 ; move first 32-bit word of the descriptor to r5
and r5,r5,0x30000 ; check if eop and eol
bz newpack ; if not jump to process the next descriptor

or r3,r3,0x20000 ; write eol to the descriptor.
movebm r5,0,16 ; write back the descriptor
cmp r5,0x20000 ; check if eol
bz newpack ; if not jump to process the next descriptor
jump newoutlist ; jump and kill the channel program

Example program for a DMAP with a burst controller.



The regular RISC instruction set is enough for the processing with a few additions

for controlling the burst controller and the arbitration. The burst controller also sup-

ports loads from the FIFO or bus directly to the register bank. This feature is mainly

implemented for the DMAP to extract information in data packets to determine next

actions.

3.3 Architecture and instruction format

The DMAP contains 24 32-bit general purpose registers and 8 special registers for

each channel. All registers are held in the register bank except the channel number

register. The channel number register is a 4-bit register used for choosing the chan-

nel to process. Register 0 to 23 are 32-bit general purpose registers and registers 24

to 31 are special flags and status registers. Mapped in the register bank are three

256-bit banks used for loading and storing data from or to the FIFO or the bus arbi-

ter. A fourth bank is not present because of the fact that register 24 to 31 are special

registers.

The DMAP uses the traditional 3 operand RISC instructions with a few additional

instructions for controlling DMA operations. The second source operand can use a

register or an immediate as source. The other operands can only use registers. Data

from the system memory must be loaded with the burst controller to the register

bank with special instructions. Both the repeated and single burst operations can be

carried out in parallel with the DMAP processor core. The instructions that set up

and start the burst controller do not wait for the burst controller to finish the opera-

tion and the program continues with the next instruction. A wait instruction must be

issued if the program is supposed to wait until the burst operation is finished. If a
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Figure 16. The register bank consists of 24 general purpose
registers and 8 special registers. The 24 general purpose regis-
ters are also mapped in three 256-bit banks.
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channel needs to run a code piece continuously without any interruption, the no arb

bit in the instruction word tells the arbiter not to arbitrate the channel away.

To make the instruction decode simpler and faster the instructions are divided into

four groups and they are:

1. 3 operand ALU instructions

2. 2 operand ALU instructions

3. branch instructions

4. special instructions

15 bits are allocated for register addressing which leaves 13 bits for the rest. The

instruction format is in one way reflecting the history of the DMAP design where the

4-bit mode field was used for determining different addressing modes for the data

memory when it was using CISC instructions. These bits are left in the instruction

word if a data memory should be implemented in the future, but they can also be

used for other future specifications. The mode field is only used for selecting register

or immediate.

When the programs are composed by many and simple instructions, the most com-

monly used instructions should be executed in only one cycle if possible. The use of

immediate values in the instructions is very useful when processing the descriptors.

If the instruction would contain a full 32-bit immediate, the instruction length would

be 40 bits at least. In the instructions that do not use immediate values, many bits

would be unused and waste memory. Immediate values are used in about 30% of the

instructions and if the immediate is loaded in a second instruction word, the slow-

down is about the same percentage. Simulations show that this slowdown is accept-

able. It is also possible to speed up this in the future by having a data width of dou-

ble instruction words from the instruction memory. When using immediate values,

one of the register address fields is unused and can be filled with a part of the imme-

diate. In this way the instruction is able to support a short form of an immediate that
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Figure 17. General instruction format
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can be fitted into the register address field. When a bit in the register address field

indicates when to use a short or a long immediate there are four bits left for a short

immediate. When a 32-bit immediate value is used, four of the bits can be stored in

the register address field and the rest in the next instruction word. 32 bits minus 4

bits are 28 bits and that is basically the fundamental reason for choosing the instruc-

tion length of 28 bits. 2 operand instructions support a 9-bit immediate as two oper-

and fields are unused. Shift instructions use a 5-bit immediate, as it is enough to

describe the shift amount.

The branch instructions behave like traditional RISC branch instructions with one

delay slot that can be used by a single word instruction. The branch instructions can

either use a 19-bit immediate value or a register as address. A condition code deter-

mines which test is performed to decide if a branch should be taken. The 19-bit

immediate is directly chosen so it can fit into one instruction word and giving the

DMAP a 19-bit address space for the instruction memory. This is sufficient for all

applications (unless someone writes a 600 Mb program).
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Figure 18. Different immediate formats for 2 and 3 operand instructions. 1) 4-bit immedi-

ate format. 2) 5-bit immediate format for shift instructions. 3) 9-bit immediate format for

2 operand instructions that use the destination operand. 4) 9-bit immediate format for 2

operand instructions that use two source operands. 5) full 32-bit immediate format.
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The special instruction group may use any of the immediate formats or registers.

This instruction group is highly irregular and is intended for instructions that do not

use the ALU. The special instruction group includes the instructions for the burst

controller and the wait instructions. More detailed information about the architecture

and the instruction format is available in the DMAP programmer's reference [6].
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Figure 19. Branch instruction format. 1) 19-bit immediate address format. 2) register

address format.
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4 RTL level design
This chapter describes the DMA processor at the RTL level.

4.1 Top level

The DMAP is divided into several sub blocks to make the design and error checking

easy. The DMAP block where all the sub blocks are included is the top level of the

design and contains everything that is not covered in the sub blocks such as the

channel select multiplexers and the immediate decoder.

The DMAP blocks are:

� DMAP (top level)

� burst controllers

� register bank

� ALU

� instruction buffer and decode

� condition decoder
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Figure 20. Overview of the data path of the DMA processor.
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� arbiter

A channel select register that is updated of the arbiter selects which channel to use

for the next cycle. To select which register bank to use, a big multiplexer is used

between the register banks and the ALU. The DMAP consists of only one pipeline

stage where the pipeline register is the instruction buffer. Otherwise the signals

propagate through all the units of the DMAP within one cycle. Having only one

pipeline stage makes the design and the arbitration simpler. If additional pipeline

stages are inserted in the DMAP the arbitration must be changed because the result

of some instructions affect the arbitration in different stages.

4.2 Burst controller

The burst controller is by design the most complicated unit in the DMAP. Since this

unit is essentially the DMA controller in the DMAP system, the burst controller has

many similarities with a traditional DMA controller and just like a DMA controller

the burst controller has a count register and an address register for the repeated

burst operation. Because the burst controller is able to postpone the repeated burst

operation and do a single burst in between, the design is a little more complicated.

An extra set of count and address registers is added for the single burst mode, but

they do not need to be decremented and incremented. Since the burst controller needs

to generate valid output signals to FIFO and the bus arbiter early in the clock cycle,

these output signals only depend on registers internally in the burst controller and

signals from the FIFO and the bus arbiter. The signals from the FIFO and the bus

arbiter are guaranteed to be early. Figure 21 is an overview, in reality the burst con-

troller contains several pipeline and buffer registers to make the design fast.
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A channel can only be configured as input or output. The burst controller on the

other hand is designed to work in both directions if possible. A bit mapped in the

register bank determines the direction of the repeated burst operation. The burst con-

troller can transfer data arbitrarily between the FIFO, the bus arbiter or the register

bank and a big multiplexer selects which 256-bit data lines should be connected. A

256-bit multiplexer is a large unit in hardware and can be scaled down to accept

data in only one direction between the FIFO and the memory bus in order to save

chip area.

Because the bus requests are not allowed to cross 32 byte boundaries, a unit called

the align and length decoder is incorporated. The unit assures that the 32 bytes
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Figure 21. Overview of the burst controller.
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boundaries are not crossed by shortening the data size of the request. This is done by

calculating 32 minus the address, which gives the length of the burst size. Also a

burst cannot be longer than the value given by the count register and if the channel is

configured as an input, the burst cannot be longer than the length in the FIFO when

an end of packet is encountered.

For an input channel the align and length decoder has the following function:

burst_size=min(32-address_reg1, count_reg1, FIFO_size_in)

For an output channel the FIFO size does not have to be considered and the function

gets:

burst_size=min(32-address_reg1, count_reg1)

When reading from the FIFO to the register bank, end of packet length must be con-

sidered and thus the function:
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Figure 22. The bus requests are not allowed to cross 32
byte boundaries. The bus requests must be split to fit
within a 32 byte area.
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burst_size=min(count_reg2, FIFO_size_in)

No align decoding is used for the single bursts and the programmer must know that

the data is correctly aligned in that case.

The state machine is responsible for handling the behaviour of the burst controller

and the bus protocols. If a single burst is started in the middle of a bus request that

bus request has to finish before burst controller can be switched to do a single burst.

All the inputs from the DMAP instruction pipeline are buffered as registers which

make the state machine less complicated as the state machine can have fewer

branches.
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When transferring data from the FIFO to the memory bus the repeated burst opera-

tion ends if the count register reaches zero or if an end of packet is encountered.

Branches to a single burst state can only occur immediately after a repeated burst

bus request or if a repeated burst bus request has not started. The “single action”

mentioned in figure 23 refers to any of the branches to the single burst states. The

branch action is different depending on which single burst type is chosen because the

state machine is of mealy type. When the channel is configured as an input channel,

the processor can set the burst controller to wait for incoming packets in advance

and thus give it a performance advantage as the latency is dramatically shortened

instead if the descriptors first have to be processed. This cannot be done with an out-

put channel. When transferring data from the memory bus to the FIFO, the repeated
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Figure 23. Overview of the states for the repeated
burst behaviour when transferring data from the FIFO
to the bus arbiter.
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burst operation can only end if the count register reaches zero.

The single burst states are simple since only one request to the bus arbiter or to the

FIFO is required. After a single burst there are branches to either the idle state or

one of the repeated burst states. The extra state when transferring data from the

FIFO to the register bank (F2R_1) is for the length decoder to first calculate the

length that can be read from the FIFO.
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Figure 24. Overview of the states for the repeated burst
behaviour when transferring data from the bus arbiter to
the FIFO.
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4.3 Register bank

Most of the registers, including the program counter and all the flags, are held in the

register bank for easy processing. Register 0 to 23 are 32-bit general purpose regis-

ters and registers 24 to 31 are special flags and status registers.

For the 32-bit registers the register bank has two read ports and one write port and

for the 256-bit banks it has one read port and one write port. It is possible write to a

32-bit register and a 256-bit bank at the same time, but the programmer must ensure

not to write to a register in a bank that the burst controller is using.
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Figure 25. The states for the single burst behaviour. R2B = Register to bus arbi-
ter transfer. B2R = bus arbiter to register transfer. F2R = FIFO to register trans-
fer. R2F = register to FIFO transfer.
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Some of the special registers can be written to at the same time as the general regis-

ters. The flags for example, can be updated by the ALU at the same time a general

purpose register is being written. Other registers are mapped right through the regis-

ter bank and are actually in another block. The FIFO len register for instance, is

held in the FIFO.

4.4 ALU

The ALU is a simple 32-bit ALU with add/subtract, shift and logic operations. In

addition to the result the ALU also outputs zero, negative, overflow and carry flags.

The implemented operations are:

� add, sub, add with carry and subtract with borrow

� unsigned shift left, unsigned shift right

� and, or, xor and not

� B through
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Figure 26. Data path diagram over the ALU.
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4.5 Instruction buffer and decode

The instruction buffer and decode is responsible for selecting the correct instruction

for the channel and decoding the instruction. Internally it has separate registers to

store the instruction word for each channel. Without an instruction register for each

channel the arbitration would be more difficult, because it would require the unit to

flush the instruction register, if another channel would win the arbitration. If each

channel has its own instruction buffer this can be avoided. The instruction buffer

simply loads the next instruction for the channel even if it does not win the next arbi-

tration. When the channel later wins again the instruction is already in the instruc-

tion register, which makes it possible to switch channel each cycle. An instruction

can also consist of two instruction words because of the 32-bit immediate is com-

posed by the second instruction word. The instruction buffer prevents the arbiter

from switching channel when loading the extra instruction word. It would be possi-

ble to have a second instruction register for each channel, but this would waste valu-

able chip area, as this can be solved by just stalling the arbitration one cycle. Stalls

must also occur when the DMAP jumps to an interrupt routine because a double

instruction word has to be carried out.
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Figure 27. The instructions are buffered for each channel. When the instruction
buffer is decoding an instruction for the channel it also loads the next instruction
for that channel.
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As usual in traditional RISC processors a nop or a single instruction word instruc-

tion must be issued after a branch instruction because the next instruction is loaded

while the current one is being processed. Instructions that affect the arbitration also

have a delay slot.

The instruction buffer is designed to work with a memory that can retrieve an

instruction word each cycle. It would be possible to make a memory capable of

retrieving two instructions each cycle, but then some kind of buffering must be

added to support this behaviour. This is one of the most effective ways to make the

DMAP run faster besides increasing the clock rate.

4.6 Condition decoder

The condition decoder tests the flags in the register bank to determine if a new

address is going to be loaded in PC. This unit is completely asynchronous.

If an interrupt occurs the condition decoder loads the PC with the address of the

interrupt table entry for the channel. The interrupt table resides at memory location

32 in the instruction memory and consists of jump instructions to the interrupt serv-

ice routine for each channel. At reset, PC will be loaded with the startup table entry
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Figure 28. State diagram for the instruction buffer. The instruction
buffer stalls the decode and the arbitration if an extra instruction
word must be loaded. If an interrupt occurs the instruction buffer
must wait for the current instruction to be carried out.

load next in first
instr. word,

decode instr.

load in second
instr. word,

stall arbitration

wait for
instruction to finish,

stall arbitration

imm32

interrupt



for the channel. The startup table is located at address 0 in the instruction memory.

4.7 Arbiter

This arbiter is programmable and each channel can have any priority or not partici-

pate at all. It has the functionality mentioned in chapter 3.1.3 and consists of four

rings with four entries for each ring.

In each entry in the priority ring the channel number and a valid flag are stored. The

valid flag indicates that the entry should participate in the arbitration. A special reg-

ister indicates if the rings are using round robin arbitration. If an entry in a ring that

uses round robin arbitration, the ring is rotated one step towards higher priority and

the winner entry is stored at the last place.

Only the entries that have lower priority than the winner are rotated in order to

ensure that the round robin arbitration is performed in a correct fashion. Entries that

seldom win tend to move to the top of the priority list and invalid entries get stuck at

the top as they never win. This method tends to self-adjust the ring with the non

valid entries at the top and the participating entries at the bottom of the ring list.

There are some extra flags from the register bank that show if a channel should par-
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Figure 29. The arbiter has four rings, each arbitrated independently.
The results from the ring arbiters are then arbitrated in a straight pri-
ority scheme for the rings.
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ticipate in the arbitration. If the channel enable flag is zero or if any of the wait

flags indicate that the channel should wait for a transfer to finish, the entry for that

channel does not participate in the arbitration. If an interrupt is signalled or if the

channel program is running interrupt code that channel is participating in the arbi-

tration regardless if any wait flags are set.

At the time of writing it is unsure if the main processor or the DMAP should control

the arbitration scheme of the arbiter. The interface for setting up the arbiter is left

out and has to be added when further specifications are given.
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Figure 30. Illustration of how the ring arbitration is
performed.
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5 RTL simulations and synthesis
When the DMAP runs at 50 MHz, simulations show that the DMAP is unable to

keep up with descriptor processing when 1 Gbit/s Ethernet with the smallest packet

size is used. It is actually not the data rate itself that is the critical moment for the

DMAP since the data transfers are completely handled by the burst controllers

which are independent units running in parallel. Small packet sizes, on the other

hand, cause the DMAP to process the descriptors more frequently. The program

may finish the repeated burst before the DMAP can start the next one and thus mak-

ing the FIFO to over- or underflow. The most effective way to speed up the DMAP

is to increase the clock frequency. At 100 MHz and 128 byte deep FIFOs the

DMAP can process the 1 Gbit/s Ethernet with some margin. The processor usage

when running at 100 MHz is about 50 % when transferring 1 Gbit/s Ethernet in full

duplex with the smallest packet size. Processor usage is somewhat misleading in this

case, as the FIFO starves before the usage ever reaches 100%. This usually depends

on an intermittent single burst making the FIFO starve if it was filled with too few

bytes. The single burst for loading of the descriptors is usually the limiter of the data

rate. If loading or storing descriptors takes 4 cycles and the FIFO is filled with 32

bytes, the highest bandwidth is 32/4 = 8 bytes per bus cycle. If the bus runs at 50

MHz this is 3.2 Gbit/s.

The entire DMAP, when synthesized to a net list, takes up about 160 000 gates. The

technology library used for synthesis is the same 0.25µm technology as for the

ETRAX 100, the Samsung MDL111 library [6]. With this library each gate is 4

transistors which give the entire DMAP a transistor count of 640 000 transistors.

The current DMA controller is about 30 000 gates, which is 5 times smaller than the

DMAP. The area increase is justified, since the DMAP provides a lot more flexibil-

ity than the current DMA controller.

The output signals that are connected to the FIFO and the bus arbiter must propa-

gate early during the clock cycle. It is due to the fact that the FIFO and the bus arbi-

ter must be able to process the signals from the DMAP during the clock cycle. The

primary timing requirement of the DMAP is making it run at 50 MHz. In this case

all the internal signals must propagate under 20 ns. Syntheses of the design show

that these constraints are met without any problem at all. Simulations show that the

DMAP cannot handle 1 Gbit/s Ethernet if running at 50 MHz, but if running at 100
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MHz it can do so. Synthesizing the DMAP with a 100 MHz constraint is possible

after some optimization of the synthesising script.

module number of gates

(one processor
core)

number of gates

(several independent
DMAP instances)

number of gates

(DMA controller
in ETRAX 100LX)

Instruction buffer and
decode

3000 700*10

Register bank 11000*10 11000*10

ALU 1600 1600*10

burst controller 3700*10 3500*10

arbiter 1000

condition decoder 150 150*10

top level

(register bank mux)

3000

Sum 152750 169500 30000

Table 1. A comparison of chip area when using one DMAP for all channels or a
DMAP instances for every channel. Also for comparison, the size of the current
DMA controller is given.

An interesting aspect of table 1 is that the modules that are channel specific, the

burst controller and the register bank, are relatively large compared to the rest of the

modules. Having several instances of the other modules would not increase the size

dramatically. Table 1 shows that the size is almost the same as if there would be

several independent DMAP instances. The arbiter, the register bank and the multi-

plexer are in this case not needed which saves chip area. The processing power

increases which is good as data rates constantly increase. The only problem with

having several DMAP instances is how to deal with the instruction memory. Either

all the DMAP instances share the instruction memory and some kind of smart

instruction buffering is used for each DMAP instance or they have an instruction

memory of their own. Both of them add to the complexity and make the solution

with having several instances less advantageous. Also several DMAP instances con-

sume more power.

The register banks use flip flops in this case as registers. If latches would be used
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instead, the size would be about 60% of the size of the current register bank. Then

several DMAP instances are even less attractive.
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6 Further work and improvements
The most useful instructions to add to the DMAP are the bit manipulating instruc-

tions. The simulations show that many of the instructions either extract and examine

or set or clear individual bits or bit fields. This is currently done with the logical

AND and OR instructions which are fully sufficient for all kinds of bit operations.

The problem, though, is that the bit masks often are full 32-bit values and immediate

values are almost exclusively used in this case. When using 32-bit immediate values

two instruction words must be loaded from the instruction memory before the

instruction can be carried out and this slows down the program. A bit set or bit clear

instruction can fit into one instruction since the immediate value is the bit position

that is between 1 and 32. The immediate can be decoded in a similar fashion as the

5-bit immediate used by shift instructions. Bit set and clear instructions are rela-

tively easy to add to the DMAP design and do not affect the hardware complexity

very much.

Other instructions that can improve performance are a bit field extract and a masked

compare instruction. Descriptors often contain bit fields that the DMAP program

must extract and examine. Smaller values under 32 bits in the descriptor are often

packed together to save space and later have to be extracted for processing. An

instruction that extracts a bit field performs a logical AND and then shifts the bit

field right to the right end of the 32-bit word. This instruction is somewhat problem-

atic to implement as it requires four operators and needs to rearrange the address

lines to the register bank.

Adding the instructions described above will only increase the performance about

10% at the most, since the traditional logic instructions already do a pretty good job.

The most effective way to increase the performance is to increase the clock rate.

Second to that is making the instruction memory capable of retrieving two instruc-

tion words each cycle. The performance increases about 30% with double instruc-

tion data width. The ability to run the DMAP at 100 MHz is clearly a major advan-

tage as the data rates are constantly increasing and 1 Gbit/s Ethernet also requires

the DMAP to operate at this frequency. There are currently no structural optimiza-

tions and there is a lot of room for improvements which makes it possible to clock

the DMAP even higher. There are also possibilities to add extra pipeline stages to

further increase the clock speed.
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Some channels may require wait states before or between requests and a real time

clock could be useful for these applications. A count register that increases each

given time interval could be used. In this case the DMAP itself must check the time

and practically be in a loop to wait for the count register to reach a certain number.

This may be a waste of valuable processing power of the DMAP and a hardware

timer interrupt can be more convenient. The hardware timer can be programmed to

signal an interrupt after a certain time making DMAP run a special timer interrupt

routine. As there might be several channels that use a timer there must be several

timer instances which take chip area. Each timer instance has at least one count reg-

ister and an adder or a subtracter which are not costless in terms of chip area.

The use of SIMD instructions is mentioned in patent WO 98/12630. SIMD instruc-

tions can in this case be used to process data in the 256-bit banks. There is currently

no need for this but the architecture is open for SIMD additions for future applica-

tions.

Some channels may work together and require information from each other. For the

moment the design does not support that one channel program can look into the reg-

ister bank of another channel. If an instruction would be able to choose any register

bank the address lines to the register bank would have to be multiplexed. This would

slow down the performance of the DMAP.

At the moment there is no direct need to implement a data memory for the DMAP,

but the instruction set supports it and it can be added in the future if the applications

demand it.
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7 Conclusions
Simulations show that a DMA processor that uses its processor core to transfer data

is quite an inefficient solution in terms of bandwidth and chip area. The DMA con-

troller (the burst controller in this case) is still needed to perform the data transfers

effectively. The solution with a RISC core and burst controller provides a good

solution in terms of bandwidth and processing power. The burst controllers transfer

data while the RISC core runs a channel program. The traditional RISC instruction

set is effective in terms of speed and programmability. The RISC instructions are

also simple to use as well as they are widely known and accepted. This instruction

set also makes it easy to make the DMA processor compatible with previous DMA

controllers implemented in the ETRAX processors. The design with a RISC proces-

sor core with several DMA controllers is not a new invention and is better known as

the I/O processor. The only difference from the I/O processor is that it is usually

also used for controlling other peripheral interfaces and not only the DMA.

The DMA processor cannot support 1 Gbit/s ethernet in full duplex if it runs at 50

MHz. Syntheses show that it is possible to run the DMA processor at 100 MHz. At

100 MHz the processing power is enough to support 1 Gbit/s ethernet if using 128

byte FIFOs. The area implemented in 0.25 µm technology, is about 160 000 gates.

This is a reasonable size compared with the previous DMA controller design and the

DMA processor provides a lot more flexibility than the previous DMA controller.
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