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Abstract

In open sky conditions a GPS receiver normally performs very well,  but in a more challenging 
environment, such as an urban canyon, the GPS receiver will have more trouble coming up with an 
accurate position. In those environments there are few or none satellites visible, and the errors grow 
due to multipath and weaker signal strengths. In this thesis additional sensors will be used to tackle 
this problem.

CSR is a company which distribute low-cost GPS chips/applications. Their latest software receiver 
is the E7000, which has a comparable performance with other GPS receivers but similar to other 
receivers in the price range, it has trouble with performance in such challenging environment as 
described above.

An INS system have been implemented in the navigation filter of the E7000 to improve the overall 
position estimate and to aid it in challenging environments (such as urban canyons, tunnels, etc.) 
where few or none satellites are visible. Measurements from low-cost MEMS, three accelerometers 
and one gyroscope, will be used in this system. All the work is done in post-processing, except for 
the data collections.

The  thesis  will  show  that  by  using  these  additional  sensors  (with  a  few  assumptions)  the 
performance,  such  as  availability,  horizontal  accuracy  and  heading  accuracy,  will  be  improved 
significantly, especially in challenging environments. 
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1 Introduction

The  Global  Positioning  System (GPS)  was  made  by  the  U.S.  Department  of  Defense  (DoD), 
primary for military use.  The first  satellite  was launched in 1978 and the system was declared 
operational in 1995 [1]. Today every other person owns a GPS receiver, either as a stand-alone hand 
held receiver or integrated with a device such as a vehicle, cell phone etc. The normal user has a 
low-cost GPS receiver which performs well in most environments. However, for more challenging 
environments, like urban canyons, the performance for those kind of receivers is often poor. This 
thesis has been focusing on how to improve the overall position estimate and to aid the receiver in 
such challenging environments with the help of additional low-cost sensors. The focus will be on 
automotive applications.

1.1 Background

Cambridge Silicon Radio (CSR) has a software GPS-receiver under the internal name E7000. The 
E7000 is a receiver made in the C programming environment. This receiver performs very well in 
most  environments,  but  as  other  low-cost  receivers  the  E7000  performs  poorly  in  harsh 
environments. This is the main motivation for integrating additional sensors to the receiver; to see 
how well these sensors can improve the performance for the receiver, both in challenging and not so 
challenging environments. 

1.2 Choice of sensors

There are several options of sensors that could be used to integrate with the GPS receiver, such as:

• Accelerometers; measures the acceleration made on the sensor, this includes gravity.
• Gyroscopes; measures the angular rate of the sensor.
• Barometer; measures pressure, which can be related to height under normal conditions.
• Compass; measures direction of magnetic fields, which can related to heading under normal 

conditions.
• Odometer; measures number of cycles made by a vehicle's wheel.

The odometer requires that the receiver is hard integrated with the vehicle, and is therefore not 
stand-alone as the first four sensors listed. 

It was decided early on that the thesis was to be focused around accelerometers and gyroscopes, 
which is the most common types of sensors to add to a GPS-receiver. With three accelerometers and 
three  gyroscopes,  commonly  called  an  Inertial  Measurement  Unit  (IMU),  you  can  estimate  a 
position by propagating the GPS-position forward in time. So when no satellites are visible, the 
receiver can still output a position by using the accelerometers and gyroscopes to propagate from 
the last known position.

Since the E7000 is a low-cost receiver the choice of sensors must also be kept at a low budget. For 
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an IMU the most expensive sensors are the gyroscopes, so an optimal set up (cost-wise) would be to 
use only one gyroscope.

The accelerometers and gyroscopes does not measure “pure” position, or even velocity, it measures 
acceleration. Therefore it gets quite complex to implement these into a receiver.

1.3 Method

Most GPS receiver's use a Kalman filter to estimate the position of the receiver, the E7000 is no 
exception. The sensor measurements will be integrated with this filter in order to aid the position 
estimation, more information on how a Kalman filter works can be found in section 2.2 and the 
integration of the sensor measurements can be found in section 4.

1.4 Scope

The goals of this thesis is to:

• Find a way to integrate the sensors measurements with the receiver's navigation filter.
• Read in sensors' measurements into the receiver.
• Use the sensors' measurements to estimate the position when fewer than 4 satellites are 

visible or during an outage (i.e. when GPS is not available).
• Use the sensors' measurements to improve the overall position estimate.

• Investigate the performance gain when using GPS/INS compared with GPS-only.

1.5 Assumptions

Several assumptions were made in order to limit the thesis work. Two main assumptions that are 
still present are:

• Sensor mounting angles are assumed to be known.
• Pitch and roll of the vehicle are assumed to be known.
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2 Theory

This chapter will go through some background theory for the reader to understand the chapters to 
follow. It is divided into three parts, the first part will describe the basics of GPS and the basics of 
how the navigation part of a GPS receiver works. The second part will describe the basics of a 
Kalman filter and how to apply that to a GPS receiver. The third part will go through the basics of 
inertial sensors (accelerometers and gyroscopes).

2.1 GPS

2.1.1 Trilateration

If you know the distance to three known points from an unknown position you can determine that 
position by using trilateration. For 2-D positioning the basic idea of trilateration can be illustrated as 
in figure 2.1. If we are standing on position P and measure the distance to station S1, whose position 
is known, then we know that we are standing somewhere on a circle centered at S1 with a radius r1. 
By measuring the distance to station S2 we know that we could be at a point where the r1 circle and 
the r2 circle intersect. This gives us two possible positions, we are either at P or at P'. Now, by 
measuring the  distance  to  the  third station S3 we only get  one possible  position,  which is  the 
position P.

3D trilateration follows the same principle, but is a little harder to visualize. We now have to deal 
with spheres instead of circles. Still using figure 2.1 but thinking of satellites instead of stations, a 
distance from our position to satellite S1 gives us a possible position around a sphere centered at the 
satellite with a radius of r1. The distance to two satellites gives us a possible position around a 
perfect  circle where the two spheres around S1 and S2 intersect.  A third measurement,  now to 
satellite S3, will give us two possible positions where a sphere around the satellite S3 intersect the 
circle we got from the two previous measurements. If we assume that we are traveling on Earth 
surface, we can use the Earth's surface as a fourth sphere to get an unique position.

         Figure 2.1. An illustration of 2D trilateration.
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2.1.2 Pseudorange

We can summarize the last section (section 2.1.1) with that we need to know two things in order to 
estimate a position:

• The position of at least three satellites.
• The distance between our position and those satellites.

And if we only know the position of less than four satellites we also need to:

• Assume that we are traveling near the Earth's surface.

Each satellite broadcast orbital parameters which can be used in an orbital prediction model to get 
the satellite position within meters [1]. So if we have acquired the satellite's signal and decoded the 
navigation message we can estimate the satellite's position, simple as that.

The  basics  of  estimating  the  distance  to  each  satellite  is  quite  simple  too.  Each  satellite  is 
transmitting a signal at a time which will for now on be referred to as the transmit time. This time is 
transmitted with the navigation message. When we receive the transmitted signal from the satellite 
we decode the navigation message and subtract the time the signal was received with the transmit 
time. This time gives us the travel time of the signal, but we want this in terms of range. We know 
that radio waves travel  with the speed of light  in vacuum. And since the signal  travels  mostly 
through vacuum we can make a first approximation that this was the signal's speed from the satellite 
to the receiver. Multiplying the speed of light with the travel time of the signal then gives us a first 
estimate of the range between the receiver and the satellite, this range is known as the pseudorange 
and the actual measurement is called the code phase measurement.
 
The pseudorange can be expressed mathematically as:

ρt =c[ t ut −t st−τ ]  (2.1)

where  τ is the transmit time in GPS Time (GPST),  t is the time when the signal was received in 
GPST, tu(t) is the arrival time measured by the receiver's clock, ts(t-τ) is the transmit time according 
to the satellite's clock and c is the speed of light.

The receiver's clock time and the satellite's clock time can be related to GPST as:

t ut =tδtut   (2.2)

t st−τ =t−τ δt st−τ   (2.3)

where  δtu is the receiver clock bias relative to GPST and  δts is the satellite clock bias relative to 
GPST. Expanding equation (2.1) with equation (2.2) and (2.3) gives us:

ρt =cτc [δt ut −δtst−τ ]ε ρ  (2.4)
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where  ερ denote unmodeled effects, modeling errors and measurement errors for the pseudorange 
measurement. cτ is the travel length of the signal and can be modeled as:

cτ=rI ρT ρ  (2.5)

where r is the true range to the satellite, Iρ is the delay due to the ionosphere and Tρ is the delay due 
to the troposphere. We can now express the pseudorange as a function of the true range plus error 
sources:

ρt =rc [δtut −δts t−τ ]I ρT ρε ρ  (2.6)

Ideally we want the true range r, but since there always will be some error sources we can only get 
an estimation of this range. The tropospheric delay Tρ can be modeled quite well, the ionospheric 
delay Iρ however is much harder to model. There exists methods to measure the ionospheric delay, 
but will not be discussed in this report. 

The largest error will come from the receiver clock bias, this is because the GPS receiver's clock is 
often not much better than the clock on a regular arm watch. But this error is the same for all the 
pseudorange  measurements  from all  the  satellites  visible.  Remember  we needed three  or  more 
satellites to determine the position with no error sources, but to remove the receiver clock bias we 
need an additional satellite, i.e. an additional pseudorange. We then get an additional equation, but 
with  the  same  receiver  clock  bias,  which  then  can  be  removed  since  we have  equal  or  more 
equations than common errors. This means that a GPS receiver need four or more satellites in order 
to calculate a 3D position (actually there exist methods to use fewer satellites, but it will not be 
discussed in this report).

2.1.3 Pseudorange rate

Besides the pseudorange measurement we get one more measurement from each satellite, which 
from here on will be referred to as pseudorange rate. This measurement comes from the phenomena 
of the Doppler effect.

The GPS satellites currently transmits two radio frequencies:

Link 1 (L1): fL1 = 1575.42 MHz, and
Link 2 (L2): fL2 = 1227.60 MHz.

For most of the operational satellites today the L1-band are for civil users and the L2-band are for 
DoD-authorized users. [Actually, there are more signals than this, but those will not be discussed in 
this report, see [1,2] for more information about those signals]. There are three components of the 
L1-band signal: Carrier, code and navigation data.  The code and navigation data is combined by a 
modulo-2 addition, and the sum of this is modulated on the carrier signal by binary phase shift 
keying (BPSK): a 0 bit leaves the carrier signal unchanged; and a 1 bit multiplies the carrier by -1, 
which is equivalent to shifting the phase of the sinusoidal signal by 180º. At bit transitions from 0 to 
1, or from 1 to 0, the phase of the carrier signal is shifted by 180º [1]. 

5



For the pseudorange rate we will take use of the carrier signal. Our velocity relative to the satellites 
velocity will affect the pseudorange rate but it will also have an affect on the carrier frequency due 
to the Doppler effect. The transmitted frequency fT and received frequency fR can be related by the 
following equation:

 f R= f T1− ṙ
vs  (2.7)

where ṙ is the true change of the line-of-sight distance from receiver to satellite, and  vs is the 
speed of propagation. If we do the same approximation as for the pseudorange (that the signal travel 
with the speed of light) we get an equation for the pseudorange rate:

 ρ̇t =c1− f uRt 
f T

s t−τ  (2.8)

where f uRt  is the frequency received according to the the user's clock and f T
s t−τ  is the 

frequency transmitted according to the satellite's clock. 

The frequency received according to the user's clock and the frequency transmitted according to the 
satellite's clock can be related to GPST as:

f uRt =
f R

1δ ṫ ut 
 , (2.9)

f s
T t−τ =

f T

1δ ṫ st−τ 
 , (2.10)

where δ ṫ u is the receiver's clock drift and δ ṫ s is the satellite's clock drift. The pseudorange rate 
can be modeled as the derivative of equation (2.6):

 ρ̇t= ṙc [δ ṫu t −δ ṫ st−τ ] İ ρṪ ρε ρ̇ , (2.11)

where İ ρ is the ionospheric delay rate, Ṫ ρ is the tropospheric delay rate and ε ρ̇ is the errors 
due  to  unmodeled  effects,  modeling  errors  and  measurement  errors  for  the  pseudorange  rate 
measurement.

2.1.4 Error sources

There  are  several  error  sources,  both  for  the  code  phase  measurements  and  for  the  carrier 
measurements. The main sources of these errors are: satellite ephemeris error, satellite clock error, 
ionospheric and tropospheric propagation delay, and errors due to receiver noise and multipath.
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Satellite clock error
Since the parameters transmitted with the navigation message to correct the satellite clock error is 
using a curve-fit model, some residual error will remain. Though these errors are quite small, and 
vary from 0.3-4m, depending on the type of satellite and age of the broadcast data. Directly after 
upload of data from control segment, the general error for a typical satellite is on the order of 0.8m. 
24 hours after upload the error is generally between 1-4m. [2]

Satellite ephemeris error
Another small error is due to errors in the uploaded ephemeris. The parameters uploaded is using, as 
for the clock error correction, a curve fit model and some residual errors will remain. The effective 
error due to ephemeris prediction errors is on the order of 0.8m [2].

Ionospheric and tropospheric delays
The signal transmitted from satellite to user is traveling mostly through vacuum and during that 
time the propagation speed is equal to the speed of light. But when entering the atmosphere the 
propagation speed is affected. The two layers that significantly affect the propagation speed is the 
ionosphere  and  the  troposphere.  The  ionospheric  delay depends  on  the  Total  Electron  Content 
(TEC)  and  it  varies  from night  to  day and  with  elevation  angle  of  the  satellite,  but  has  also 
significant local variations. For a vertical pointing satellite (90º in elevation) the delay ranges from 
about 3 meters at night to as much as 15 meters at daytime. For a low elevation satellite (0º – 10º) 
the delay can range from 9 meters at night and up to 45 meters during daytime [2]. The delay due to 
the ionosphere is hard to model due to the local variations. 
    The troposphere is the lowest layer of the atmosphere and will delay the signal due to free-space 
propagation. The propagation is a function of the tropospheric refractive index which is dependent 
on the local temperature, pressure, and relative humidity. This delay can vary from about 2.4m for a 
satellite at the zenith to about 25 meters for a satellite a low elevation satellite (5º) [2]. The delay 
caused by the troposphere can be modeled quite easily. 

Receiver noise
The receiver noise is the random measurement noise for the code and carrier measurements. This 
could for example be caused by noise introduced by: the antenna, amplifiers, cables, interference 
from other GPS signals and GPS-like broadcasts and signal quantization noise [2]. 

Multipath
Since parts of a GPS signal will be reflected when hitting a structure, ground or other obstacles, the 
receiver will not only receive the direct signal, but also the reflected ones as illustrated in figure 2.2. 
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These signals are delayed and usually weaker versions of the direct signal. The multipath errors 
vary significantly and depend upon the signal strength of the reflected signal and the delay between 
the direct and the reflected signal.

2.2 The Kalman filter

Kalman filtering is a relative recent development in filtering.  In 1960, R.E. Kalman published his 
famous paper describing a recursive solution to the discrete data linear filtering problem [4]. Today 
the  Kalman  filter  is  used  in  many  different  areas,  such  as  aerospace,  nuclear  power  plant 
instrumentation, economics, manufacturing, weather forecasting and many others. It is also used in 
navigation, and is frequently used in the navigation part of GPS receivers.

2.2.1 What is a Kalman filter?

A Kalman filter is an optimal recursive data processing algorithm. Putting it simple, a Kalman filter 
is an estimator that combines the knowledge you have of the system with the measurements of 
noisy sensors and gives you the best estimation. These sensor measurements could for example 
come from a GPS receiver as a pseudorange or a pseudorange rate (see section 2.1.2 and 2.1.3). The 
knowledge of the system could be that you know your position and you know that one second ago 
you had an east velocity of 1 m/s, then you can expect that you have moved 1 meter east of your last 
position (known as  dead reckoning). The word recursive means that the Kalman filter does not 
require all previous data to be stored and reprocessed every time a filter update is made. This is an 
important property for practical implementations.

2.2.2 Measurement model and system model

Let us start with a vector of measurements coming from one or more noisy sensors:

{... ,zk −1, zk ,zk1, ...} ,

where  zk is a vector of measurements as a function of time  tk. This noisy sensors could be GPS 
receivers, inertial sensors, speed sensors, etc. From whatever sensors we are using we want to relate 
the output from them to something useful, for example position, speed, altitude or attitude. This 
useful information is called system states, and the general problem that the Kalman filter addresses 
is to estimate those states with a set of measurements. If we assume that the measured values are 
linearly related to the system states we can relate those with the following model

 zk=Hk xkvk , (2.12)

where  Hk is the  measurement sensitivity matrix (or  observation matrix) which relates the system 
states to the measurements,  vk is the  measurement noise vector; noise from the sensors that are 
assumed  to be independent, white and with normal probability distribution, and  xk is the  system 
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state vector of a discrete-time process that is governed by the linear stochastic model

 xk=Φk−1 xk −1w k−1 . (2.13)

In equation (2.13)  Φk is  an n×n matrix  that  relates  the previous time step to the state  at  the 
current step, n  is the number of states and wk is the process noise that is assumed to be independent, 
white and with normal probability distribution. The measurement noise and the process noise is 
assumed to have known covariances, such that

vk∼N 0,R k   (2.14)

wk ∼N0, Qk  (2.15)

where Rk is the covariance of sensor noise (or measurement uncertainty) and Qk is the covariance 
of dynamic disturbance noise. 

2.2.3 Deriving the Kalman filter

The first step of a Kalman filter update is to get a predicted estimate (or priori estimate) of the state 
vector xk. This predicted estimate comes from the system model and is defined as

 x k −=Φk−1 x k−1 (2.16)

where  x k−1 is a  corrected estimate (or  posteriori estimate) from the last filter update. This 
estimate correction is made by weighting the actual measurements zk with a predicted measurement 

H k x k − . We use the system model to find a first estimate of the state vector, which we then 
weight with the measurements from the sensors. If we assume that the corrected estimate is a linear 
function of the predicted estimate and the measurements, then

x k =K 'k x k − K k zk  (2.17)

where  K ' k and K k are unknown matrices that will be used to weight the predicted estimate 
with the measurements so that the corrected estimate becomes optimal. Here we define optimal by 
the orthogonality principle (see [5]) 

E 〈[xk−x k ]zT
i〉=0, i=1,2 , ... , k−1.  (2.18)

E 〈[xk−x k ]zT
k 〉=0  (2.19)

The orthogonality principle is used to make the estimations to have a minimum variance, that is 
unbiased and consistent. The first step is to find a relationship between the two matrices K ' k and 
K k by doing as follows: Substitute equation (2.17) into (2.18)
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E 〈[xk−K 'k x k −− K k zk ]z
T

i〉=0, i=1,2 ,... , k−1. , (2.20)

and then substitute equation (2.12) into (2.20)

E 〈[xk−K 'k x k −− K k Hk xk−K k vk ] zT
i〉=0, i=1,2 , ... , k−1.  . (2.21)

We then add and subtract K ' k xk from equation (2.21)

E 〈[I− K k Hk−K 'k xkK 'k xk−x k −− K k vk ]z
T

i〉=0, i=1,2 ,... , k−1.  (2.22)

and substitute equation (2.13) and (2.16) into (2.22)

E 〈[I− K k Hk−K 'k Φk−1 xk−1K 'k Φ k−1xk−1−x k−1]zT
i〉

−E 〈[K 'k w k−1− K k vkI− K k H k−K 'k w k−1]z
T

i〉=0, i=1,2 , ... , k−1.
 . (2.23)

Because the noise terms wk and vk are uncorrelated and wk and zk are uncorrelated, it follows that 
E 〈wk zT

i〉=0 for 1≤i≤k  and since vk is not time correlated we know that E 〈vk zT
i 〉=0 for 

1≤i≤k−1 . We also know that equation (2.18) and (2.19) holds for the previous step, such that

E 〈[xk−1−x k −1 ] zT
i〉=0 , i=1,2 ,... , k−1.  . (2.24)

Then we can reduce equation (2.23) to

E 〈[I− K k Hk−K 'k Φk−1 xk−1]z
T

i〉=0, i=1,2 ,... , k−1.  (2.25)

or

[ I− K k H k−K ' k]E 〈xk zT
i〉=0, i=1,2 , ... , k−1.  (2.26)

which is satisfied if

K 'k=I− K k Hk  (2.27)

Equation  (2.27) gives  us  a  relationship  between  K ' k and K k ,  and  if  we  substitute  this 
relationship into equation (2.17) we get the corrected state estimate

x k =x k − K k zk−Hk x k −  . (2.28)

In equation (2.28) K k is the  Kalman gain  which is the crown jewel of Kalman filtering and its 
purpose  is  to  weight  the  measurements  with  the  predicted  estimates.  zk−H k x k − is  the 
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difference between the measurement vector and the predicted measurements, called the innovations 
vector. A value of zero in the innovations vector means that the measurement and the predicted 
estimate is in perfect agreement with each other. The higher value of K k , the more we will trust 
our measurements and the less we will trust our system model. When K k is equal to zero we get 
the relationship

 x k = x k − (2.29)

which means that we will only use the estimate predicted from the system model as our corrected 
estimate, that is we fully trust our system model and will discard the measurements. On the other 
hand, if we have K k=Hk

−1 we will get 

x k =Hk
−1 zk  (2.30)

which means that we will only use the measurements to calculate our corrected estimate, that is we 
fully trust our measurements and will discard our system model.

Deriving the Kalman gain

We have not yet derived the Kalman gain, so let us do that before going any further. First, let us 
define the predicted estimate- ,corrected estimate- and measurement- errors

x k = x k −xk  (2.31)

x k −= x k −−xk  (2.32)

z k=z k −−zk=H k x k −−zk  (2.33)

and the error and noise covariance matrices

P k =E 〈 x k  x k
T〉  (2.34)

Pk −=E 〈 x k − x k
T−〉  (2.35)

R k=E 〈v k v k
T〉  (2.36)

Qk=E 〈w k w k
T〉  (2.37)

where P k  is the corrected covariance (or posteriori covariance) and Pk − is the predicted 
covariance (or priori covariance).

The parameter x k is linearly dependent on x k , which is linearly dependent on z k , thus we 
can rewrite equation (2.19) as
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E 〈[xk−x k ] z T
k〉=0  (2.38)

and by subtracting equation (2.19) with equation (2.33) we get 

E 〈[xk−x k ] z T
k〉=0  . (2.39)

If we substitute equation (2.28) with equation (2.39) we obtain

E 〈[xk−x k −− K k zk−Hk x k −] z T
k〉=0  (2.40)

which with equation (2.33) gives us

E 〈[xk−x k −− K k zk−Hk x k −][Hk x k −−zk ]
T〉=0  . (2.41)

We can then use equation (2.12) in equation (2.41)

E 〈[xk−x k −− K k Hk xk−x k −− K k vk ][H k  x k −−xk −vk ]
T〉=0  (2.42)

and by substituting equation (2.32) with this we get

0=E 〈 [− x k − K k H k x k −− K k vk ] [Hk x k −−vk ]
T〉

=E 〈[−I K k Hk  x k −− K k vk ][ x k
T−Hk

T−vk
T]〉

=−I K k Hk  E 〈 x k − x k
T −〉Hk

T

− K k E 〈vk x k
T −〉H k

T

−−I K k Hk  E 〈 x k −v k
T〉

 K k E 〈vk v k
T〉

 

(2.43)

We know that  vk and x k − are uncorrelated,  E 〈x k −v k
T 〉=0 and  E 〈vk x k

T −〉=0 ,  so 
using equation (2.35) and (2.36) with equation (2.43) gives us

−I K k Hk Pk −H k
T K k R k=0  (2.44)

and rearranging the terms gives us the final equation, which defines the Kalman gain

K k=Pk −H k
T [Hk P k −Hk

TR k ]
−1  (2.45)

Looking at equation (2.45) we can see that when Pk− approaches zero the Kalman gain will 
approach zero, that is

12



lim
Pk −0

K k=0  (2.46)

which means that we will trust the system model more and more as the predicted covariance is 
approaching zero. On the other hand, when R k approaches zero the Kalman gain will approach

H k
−1 , that is

lim
R k0

[ K k ]=Hk
−1

 (2.47)

which means that we will trust the measurements more and more as the covariance of sensor noise 
is approaching zero.

Deriving covariance matrices

The last piece of the puzzle is to calculate the covariance matrices, let us start with the corrected 
one. By subtracting xk on both sides of equation (2.28) we obtain

x k −xk=x k −K k z k−H k x k −−xk  (2.48)

and by using equation (2.12), (2.31) and (2.32) we get

x k −xk=x k −−xk K k Hk xk−x k − K k vk  

x k =x k −− K k Hk x k − K k vk  

x k =I− K k H k  x k − K k vk  (2.49)

Substituting (2.49) into (2.34) and noting that E 〈 x k −v k
T 〉=0 we get

P k =E 〈[I− K k Hk ] x k − x k
T−[I− K k Hk ]

T K k vk vk
T K k

T 〉  (2.50)

and by using equation (2.35) and (2.36) we obtain

P k =[ I−K k Hk ]Pk −[I− K k H k ]
TK k R k K k

T  (2.51)

Expanding and rearranging the terms in equation (2.51) gives us 

P k =P k −− K k H k Pk −−Pk −H k
T K k

T K k H k Pk −Hk
T K k

T K k R k K k
T  

P k =[ I−K k Hk ]P k −−Pk −H k
T K k

T K k [H k Pk −H k
TR k ] K k

T  (2.52)

and by substitute the third Kalman gain from the right in equation (2.52) with equation (2.45), we 

13



obtain a quite simple equation for the corrected covariance matrix

P k =[ I−K k Hk ]P k −  (2.53)

To derive an equation for the predicted covariance matrix we start almost the same way as when we 
derived an equation for the corrected one, by first calculating the predicted error using equation 
(2.13) and (2.32) with (2.16)

x k −−xk=Φk−1 x k−1−xk  

x k −−xk=Φ k−1[ x k−1−xk−1]−w k−1

x k −=Φk−1 x k−1−w k−1  (2.54)

Using equation (2.54), (2.34) and (2.37) with equation (2.35) gives us an equation for the predicted 
covariance matrix

Pk −=E 〈 x k − x k
T−〉  

Pk −=E 〈[Φk−1 x k−1−wk−1] [Φk−1 x k−1−w k−1]
T〉  

P k −=Φ k−1 E 〈 x k−1 x k−1
T 〉Φ k−1

T E 〈w k−1 w k−1
T 〉  

P k −=Φk−1 Pk Φk−1
T Qk  (2.55)

We now have derived every equation we need to construct a Kalman filter. 

2.2.4 Anatomy of the Kalman filter

Here is a summary of the Kalman filter equations and its symbols derived from section 2.2.3:

Terminologies

xk is the system state vector.

z k is the measurement vector or observation vector.

x k − is the predicted or a priori value of the estimated state vector.

x k  is the corrected or a posteriori value of the estimated state vector.

Φk is the state transition matrix for the dynamic system.
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H k is the measurement sensitivity matrix or observation matrix.

H x k − is the predicted measurement or priori measurement.

z k−H x k − is the difference between the measurement vector and the predicted measurement, 
called the innovations vector.

K k is the Kalman gain.

Pk− is the predicted covariance matrix or the priori covariance matrix.

Pk is the corrected covariance matrix or the  posteriori covariance matrix.

Qk is the covariance of dynamic disturbance noise.

R k is the covariance of sensor noise or measurement uncertainty.

Models

The  Kalman  filter  have  two  models,  the  system model  and  the  measurement  model,  both  are 
defined below

System dynamic model
xk=Φk−1 xk −1w k−1 (2.56)

wk ∼N0, Qk   (2.57)

Measurement model
zk=Hk xkvk  (2.58)

vk∼N 0,R k   (2.59)

Equations

We can divide the equations into two parts:  Predictor and corrector.  The predictor  part  does a 
prediction of the estimate through the system model, while the corrector corrects this prediction 
with the observations (measurements) from the sensors.

Predictor equations
Predicted state vector:

x k −=Φk−1 x k−1  (2.60)

Predicted covariance matrix:
P k −=Φ k−1 Pk Φk−1

T Qk  (2.61)
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Corrector equations
Kalman gain:

K k=Pk −H k
T [Hk P k −Hk

TR k ]
−1  (2.62)

Corrected state estimate:
x k =x k − K k zk−Hk x k −  (2.63)

Corrected covariance matrix:
P k =[ I−K k Hk ]P k −  (2.64)

The system, sensors and the discrete Kalman filter is illustrated with a simplified block diagram in 
figure 2.3. The computational steps for a Kalman filter update are as follows:

1. Compute/define  the  state  transition  matrix Φk−1 ,  the  measurement  sensitivity  matrix
H k , the covariance of dynamic disturbance noise matrix Qk−1 and the covariance of 

sensor noise matrix R k .
2. Compute the predicted estimate x k − using Φk−1 and the previous corrected estimate

x k−1 (equation (2.60))
3. Compute the predicted covariance matrix P k − using the previous corrected covariance 

matrix P k−1 , Φk−1 and Qk−1 (equation (2.61))
4. Compute the Kalman gain K k using the Pk − , H k and R k (equation (2.62)).
5. Compute the corrected estimate x k  using x k − , K k , the observations z k and

H k (equation (2.63))
6. Compute  the  corrected  covariance  matrix Pk  using K k , H k and Pk −

(equation (2.64)).

2.3 Inertial sensors

Inertial sensors (INS) are sensors that measures attitude rate or acceleration. These sensors does not 
rely on external references to get measurements, compared with GPS which requires satellites and 
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control stations. The consequence  of using inertial sensors is two main things:

• It  relies on a knowing your initial  position,  velocity and attitude since the sensors only 
measures attitude rates and acceleration.

• The errors grows over time if no correction is made from an external source, such as GPS.

There are two types of inertial sensors: Accelerometers and gyroscopes.

2.3.1 Accelerometers

An accelerometer is a sensor that measures the specific force made to the sensor in one direction. To 
be able to measure accelerations for all directions we need three accelerometers orthogonal to each 
other. But let us first concentrate on the 1-D case. If we assume to have no errors, we can measure 
our position by the following model

xk=xk−1 ẋ k−1 Δ t k0.5 ̈x k−1 Δ t k
2  (2.65)

ẋ k= ẋ k−1 ̈x k−1 Δ t k  (2.66)

where

Δ t k=t k−t k−1  (2.67)

and xk is the position at time tk, ẋ k is the velocity and ̈x k is the acceleration measurement. From 
equation (2.65) and (2.66) we can see that we need an initial position and velocity estimate in order 
to solve the equations the first time.  Problem arises when moving to the 3-D case, which will be 
discussed further in section 4. 

2.3.2 Gyroscopes

Accelerometers are not able to sense if we are changing our attitude, which means that we cannot 
keep track on where the accelerometers are pointing without sensors measuring the attitude. This is 
where gyroscopes come in. A gyroscope measures its angular rate, and therefore can keep track of 
the change in attitude in one direction. Three gyroscopes mounted orthogonal to each other can 
sense the change in attitude in all directions; yaw rate, pitch rate, and roll rate. If we assume no 
errors we can model a yaw-gyroscope as

ψk=ψk−1 ̇ψ k−1Δ t k  (2.68)

where  ψk is the yaw and ̇ψ k is the yaw rate measurement from the gyroscope. From equation 
(2.68) we can see that we also here, same as for the accelerometers, need an initial estimate. Of 
course we need to define a coordinate system in order for this information to be useful, this will be 
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discussed in section 4.3.

2.3.3 Error sources

As with all sensors there are several error sources, and inertial sensors are no exception. We can 
divide the error sources in to two categories: Noise and systematic errors.

Noise errors
Noise are zero-mean random errors that cannot be calibrated or compensated. This may show as 
white  noise  coming  from  power  supplies,  intrinsic  noise  in  semiconductor  devices  or  from 
quantization errors in digitization. It could also be exponentially correlated noise that is dependent 
of temperature variations.

Systematic errors
These are the sensor output errors which can be calibrated and compensated for. Some of the more 
common errors are:

• Bias; a nonzero sensor output when the input is zero.
• Scale factor; an error that increases linearly with amplitude.
• Nonlinearity.
• Quantization error.

All the above listed errors are illustrated in figure 2.4.

Figure 2.4. Common systematic errors for inertial sensors.
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3 Test system

To collect  GPS data and INS data a test  system was used consisting of a GPS signal receiver, 
inertial sensors and a truth reference system. 

3.1 GPS signal receiver

The GPS signal receiver is one of CSR's own board, called Jemima. The measurements from this 
receiver is stored on a laptop during data collection and the data is then used for post-processing.

3.2 Inertial sensors

It was decided early to use accelerometers and gyroscopes as additional sensors to the GPS receiver. 
Since the GPS receiver is a low-cost receiver the budget had to be kept a low, therefore low-cost 
Micro-ElectroMechanical Systems (MEMS) was used in this thesis. MEMS is a technology that 
allows both electronic circuits and very small mechanical devices to be manufactured on the same 
silicon chip, similar to the process used for integrated circuits. This technology evolved from silicon 
semiconductor manufacturing in the late 1970s as an inexpensive mass manufacturing technology 
for sensors at sub-millimeter scales [6]. Since MEMS gyroscopes are significantly more expensive 
than MEMS accelerometers only one gyroscope was used.

3.3.1 MEMS Accelerometers

For this thesis three MEMS accelerometers from Bosch were used. They all 
come in one package (BMA150) and are aligned orthogonal to each other. 
The price is (today) 3.15€ for one of those packages ([7]) and they are quite 
small with dimensions of 3mm x 3mm x 0.9 mm [8], as illustrated in figure 
3.1.  Other  statistics  can  be  found  in  table  3.1.  The  accelerometers  are 
connected to a computer during data collections and an application saves a 
log-file with time and acceleration measurements.

3.3.2 MEMS Gyroscope

The gyroscope is also from Bosch, model SMG300. There were no available technical data for this 
gyroscope,  however  it  is  considered  a  standard  low-cost  MEMS  gyroscope.  The  gyroscope  is 
connected to the same computer as the accelerometers uses and stores the measurements in the 
same way.
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Table 3.1. Technical data for BMA150 [9].
Accelerometers (BMA150)

Measurement range ±2g, ±4g, ±8g (switchable)

Nonlinearity ±0.5%

Axis-misalignment 2.0%

Turn-on bias ±60mg

Noise 0.5mg/√Hz

Bandwidth 25Hz … 1500 Hz (switchable)

Dimensions 3mm x 3mm x 0.9 mm

Temperature range -40ºC … 85ºC 

3.3 Truth reference system

For truth reference the Novatel SPAN (Synchronized Position, Attitude & Navigation)  system is 
used. This system is a high accurate navigation system which combines a high performance GNSS 
receiver with a  high performance IMU (with a gyro bias rate of only 1 degree per hour [11]). The 
system has an accuracy between 1cm to 1.8 meter RMS depending on available signals (L1/L2, 
WAAS, DGPS etc.) [11].
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4 Implementation

The E7000 is a software receiver written in a C programming environment. The navigation part of 
the receiver is built around a Kalman filter, and it is with this part of the receiver that an inertial 
system  shall  be  implemented.  This  chapter  will  first  very  briefly  (because  of  confidential 
information)  describe  the  navigation  filter  in  the  E7000,  and  then  move  on  to  describe  the 
implementation of the inertial system.

4.1 Navigation part of the E7000

The navigation part of the E7000 consist several parts, and one part is a Kalman filter. The Kalman 
filter has eight states, such as

x=[
λ
φ
h
cb

vn

ve

vu

cd

]  (4.1)

where λ is the latitude, φ is the longitude, h is the height, cb is the receiver clock bias, vn is the north 
velocity,  ve is the east velocity,  vu is the up velocity and  cd is the clock drift. The filter does an 
update of the states as described in section 2.2.4 each second if enough satellites are visible.

4.2 Inertial data read in

The computer connected to the inertial sensors is saving two ASCII (American Standard Code for 
Information Interchange) log-files, one with acceleration data from the accelerometers and one with 
angular rate data  from the gyroscope.  Each log file  has a time stamp which is  taken from the 
computer's system time. So before a data collection is made the computer is to be synchronized with 
a time synchronization server. However, the computer clock will drift and the data still has to be 
manually synchronized in some way. This is made by comparing the data from the log-files with the 
data from the Novatel IMU (which is synchronized with UTC time). This is illustrated in figure 4.1. 
The measurements can be synchronized to be less than 50ms accurate for a time period, however 
the computer clock will drift and therefore the measurements will have to be manually synchronized 
at several occasions in a longer data set. The measurements will not be fully synchronized, and 
therefore there will be errors because of latency. 

Two ASCII files is then created, one with four columns containing GPS time and accelerometer 
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measurement data for the three axis, and one with two columns containing GPS time and gyroscope 
measurement data for the heading axis. This is done with a MATLAB-script. 

To read in the files into the software receiver the files are opened when the navigation part of the 
receiver is running for the first time since the receiver been turned on. The data is then read into the 
memory as a buffer with time stamp and measurements. Each time the navigation filter is doing an 
update  the  receiver  compares  the  INS  time  stamp  with  the  receiver's  GPS time  and  uses  the 
measurements  closest  to  this  time.  For  each  filter  update  we  will  get  three  acceleration 
measurements for the three sensor axis and  one measurement for the angular rate measurements for 
the sensor yaw axis.

4.3 Coordinate systems

In a real case we do not know how the sensors are mounted in the car, if not the receiver is hard 
mounted to the car. Therefore we need some system to get the mounting angles. However, no such 
system has been developed for this thesis, and we make the assumption that these angles are known. 
Even with the mounting angles known we need to transform the acceleration from the sensors to the 
actual acceleration of the car. In order to do so we will define three coordinate systems and do a 
couple of coordinate system transformations. 

Three coordinate systems will be defined, one for the sensors, one for the body (the vehicle) and 
one for the navigation system. We will define these as:

• Navigation frame: Is the frame where the position and velocity are updated. This is the same 
coordinate system as the GPS receiver is using and it is the WGS84 (World Geodetic System 
1984). This is an earth fixed earth centered coordinate system with an ellipsoidal model of 
the Earth's shape and defines its axes as:

• z-axis: The normal to the equatorial plane in the direction of the geographical North 
Pole.

• x-axis: Points in the direction of 0º latitude and 0º longitude, perpendicular to the z-axis 
and toward the equatorial plane.
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• y-axis: Points in the direction of 0º latitude and 90ºE longitude and completes a right 
handed coordinate system.

We will  also define a local (center at  receiver's  position) coordinate system within this  
frame, defined as:

• North-axis: The tangent to the WGS84 ellipsoid pointing toward the North Pole.
• East-axis: The tangent to the WGS84 ellipsoid pointing toward the Earth's direction of 

rotation.
• Down-axis: The normal to the WGS84 ellipsoid pointing toward the center of the Earth.

• Body frame: Has its center at the receiver, and has three axis defined as:

• Forward-axis: Pointing towards the vehicle's front, that is the direction of movement 
when the vehicle is going straight forward.

• Right-axis: Seen from above with forward axis up, this axis is pointing to the right of the 
vehicle.

• Down-axis: Pointing down through the car completing a right handed system.

and its attitude defined as:

• Body yaw:  Is  a clockwise (CW) angle oriented around the down-axis,  with 0º being 
when the vehicle is pointing north.

• Body pitch: Is a CW angle oriented around the right-axis, with 0º being when the vehicle 
is on flat ground.

• Body roll:  Is  a  CW angle oriented around the forward-axis,  with 0º  being when the 
vehicle is on flat ground.

• Sensor frame: This is the frame where the sensors are actually mounted in the body. The 
sensor frame will have three axis: x, y and a z -axis and a yaw, pitch and roll angle. The axis 
are where the three accelerometers are pointing,  so each axis  corresponds to one of the 
accelerometers. The gyroscope is mounted so it measures the angular rate around the z-axis. 
It has its attitude defined as:

• Sensor yaw: Is a CW angle oriented around the sensor z-axis, with 0º being when the x-
axis is parallel with the body forward-axis

• Sensor pitch: Is a CW angle oriented around the sensor y-axis, with 0º being when the 
sensor x-axis is parallel with the body forward-axis.

• Sensor roll: Is a CW angle oriented around the sensor x-axis, with 0º being when the x-
axis is parallel with the body forward-axis

To  move  between  these  coordinate  frames  we  need  to  define  two  Direction  Cosine  Matrices 
(DCM), Csb and Cbn. The Csb matrix will transform coordinates from the sensor frame to the body 
frame, and the  Cbn frame will transform coordinates from the body frame to the local navigation 
frame. We will define these as [10]
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Csb=[
cosθs cosψ s cosθ ssin ψ s −sin θ s

−cos ϕssin ψ s

sin ϕs sin θs cosψ s

cosϕs cosψ s

sin ϕssin θ ssin ψ s

sin ϕs cosθs

sin ϕssin ψ s

cos ϕssin θ s cosψ s

−sin ϕscos ψs

cosϕs sin θs sin ψ s

cosϕs cosθ s]  (4.2)

Cbn=[cosθb cosψb
−cosϕbsin ψb

sin ϕb sin θb cosψb

sin ϕb sin ψb

cos ϕb sin θb cosψb

cosθb sin ψb
cos ϕb cosψb

sin ϕb sin θb sin ψb

−sin ϕb cosψb

cos ϕb sin θb sin ψb

−sin θb sin ϕb cosθb cosϕbcos θb

]  (4.3)

where ψ is the yaw,  θ is the pitch,  ϕ is the roll, and the indexes  s and  b represent the sensor and 
body angles respectively. To transform a vector with acceleration measurements from the sensor 
frame to the body frame we simply multiply the vector with the Csb matrix assuming that the sensor 
mounting angles are known. If we assume that we have no errors and we say that we now know the 
acceleration  vector  of  the  car.  Multiplying  this  vector  with  the  Cbn matrix  then  gives  us  the 
acceleration in the navigation frame, which is what we want at the end. So the DCMs in equation 
(4.2) and (4.3) will be our tools to convert between different coordinate systems/frames.

4.4 INS positioning system

We will divide the position solution of the receiver into three categories, the GPS position (which 
already exists),  the  INS position (which is going to be implemented) and the  GPS/INS position 
(which is  also going to be implemented).  This section will  describe how we will  calculate the 
position from the INS measurements. This solution is however dependent on that a GPS position 
has initialized the INS system.

The navigation filter runs at 1 Hz, which means that it will try to update the position every second. 
The INS position will be calculated from a system separated from the Kalman filter, and will from 
here on be referred to as the INS positioning system. This system will be run before and separate 
from the main navigation filter each update. The INS positioning system will each time check if the 
INS is initiated or if the navigation filter have a good position and velocity estimation. If so the INS 
positioning system will enter a phase where it will try to come up with a position solution. One 
thing to note is that the sensors are running at 50 Hz, while the navigation filter is running at 1 Hz. 
This  means that the INS positioning system will  have to propagate  the position 50 times each 
navigation filter update in order to stay synchronized with the Kalman filter. 

The acceleration and angular rate measurements is read from the sensor log-files (see section 4.2). 
We will define the accelerometer measurements and the gyroscope measurement as 
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as= ẍ s ẍ ' s

ÿs ÿ ' s

z̈ s z̈ ' s
gs  , ω̇ s=ϕ̇sϕ̇ ' s

θ̇sθ̇ ' s

ψ̇ sψ̇ ' s
 (4.4),(4.5)

respectively. In equation (4.4) and (4.5) we have assumed that there are no errors present except the 
errors  due  to  biases.  The  bias  variables  in  equation  (4.4) and  (4.5) are  marked  with  the  prim 
character  '  ,  and  those  variables  that  are  not  marked  with  the  prim  character  are  the  actual 
accelerations and angular rates. The gravity vector gs is the gravity in the sensor frame, defined as

gs=Csb
−1 Cbn

−1 gn or gs=Csb
−1 gb  , (4.6)

where gb is the gravity vector in the body frame, and 

gn= 0
0
−g  . (4.7)

Here g is the gravitational acceleration acting on the receiver.  Since we only have one gyroscope 
measuring the sensor yaw rate (rotation about the sensor z-axis) the roll and pitch component of the

ω̇s vector will be equal to zero. Thus we can rewrite equation (4.5) as

ω̇ s= 0
0

ψ̇ sψ̇ ' s
 . (4.8)

We can see from equation (4.4) and (4.6) that we need to estimate the accelerometer and gyroscope 
biases. How the biases are estimated is discussed in section 4.4.2, but at this point we will just 
assume that biases has already been estimated. We can then remove the biases from equation (4.4) 
and (4.8) by subtracting these estimates, such that

[as− ̈x 's
̈y 's
̈z 's ]≃[ ẍs

ÿ s

z̈ s
gs] , [ω̇ s− 0

0
̇ψ 's]≃ 0

0
ψ̇ s
 (4.9),(4.10)

where the variables marked with a hat character ^ is the bias estimation. This is an approximation 
and we will still have some errors which depends on how good the bias estimation is. We will also 
have errors from noise and other sources as discussed in section 2.4. Since the biases are removed 
we can move up a frame to the body frame by multiplying equation (4.9) and (4.10) with the DCM 
matrix in equation (4.2), this gives us
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Csb ẍ s

ÿ s

z̈ s
C sbgs= f̈ b

r̈b

d̈ b
gb , Csb 0

0
ψ̇ s
≃ 0

0
ψ̇b
 , (4.11),(4.12)

where  f̈ b, r̈ b and d̈ b is  the forward,  right  and down acceleration with respect  to  the car.  In 
equation (4.12) we have made the assumption that the receiver is mounted so that the gyro sensor is 
measuring  angular  rate  in  the  same  plane  as  the  road.  This  can  be  encouraged  by letting  the 
gyroscope be mounted in the receiver so that it  is measuring the angular rate orthogonal to the 
display of the receiver. The user will most likely want to mount the receiver in the car so that the 
display is showing the graphical road in phase with the real road, and in that case the gyroscope will 
catch most of the vehicle's yaw rate.

There is one problem with equation (4.11), and that is the gravitational vector. This vector will be 
dependent on the roll, pitch and yaw angles of the vehicle. The yaw angle (or heading angle) of the 
vehicle can be estimated through the GPS velocity vectors and the gyroscope, but the pitch and roll 
angles of the vehicle will be much harder to estimate since there is no sensor measuring these 
directly (the pitch and roll could theoretically be calculated through the velocity measurements, but 
that was not possible to leverage in this thesis). In this thesis the pitch and roll is assumed to be 
known. One might think that the pitch and roll of the vehicle would not matter too much, but they 
will  and  it  will  be  discussed  further  in  section  4.4.3.  By using  equation  (4.6)  we  can  rewrite 
equation (4.11) to

Csb ẍ s

ÿ s

z̈ s
C sbgs= f̈ b

r̈b

d̈ b
Cbn

−1gn

or 

Csb[as− ̈x ' s

̈y ' s
̈z ' s
]−Cbn

−1gn≃ f̈ b

r̈ b

d̈ b
 . (4.13)

A similar equation can be made to get the body yaw rate by using equation (4.10) and (4.12), such 
that

Csb[ω̇ s− 0
0
̇ψ ' s
]≃ 0

0
ψ̇ b
  (4.14)

We now have approximations for the forward, right and downward accelerations and yaw rate of the 
vehicle. Since the acceleration is the second derivative of a position, the accelerations need to be 
integrated in order to get a position. However, when integrating the acceleration twice we will end 
up with two ambiguities, and when integrating the heading rate we will end up with one ambiguity. 
The ambiguities are the initial position, velocity and heading angle. These initial values could come 
from a GPS position solution, a previous INS position solution, or a blended GPS/INS position 
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solution. In our case the initial values come from the receiver's Kalman filter, which could either be 
GPS-only, INS-only (this is not completely true since the INS solution always need initialization 
from GPS) or GPS/INS. To get a position solution we will assume that the car is not skidding or 
sliding, i.e. the vehicle is assumed not to move sideways. This means that we will only look at the 
forward pointing acceleration and not the right- and down- pointing accelerations. But of course we 
want to tell if the vehicle is doing a turn, and this is where the gyroscope comes in. Every  update 
the heading angle of the car will be updated and the forward pointing acceleration will be turned in 
a different direction. So we will move the position forward by integrating the acceleration, and then 
update the heading and then again move the position forward and so on. We can then define the 
following equations

Δ t k=t k−t k−1 , (4.15)

v n , k=vn , k−1 f̈ k−1 Δ t k cosψk−1 (north velocity) (4.16)

 ve , k=ve , k−1 f̈ k−1 Δ t k sin ψ k−1 (east velocity) (4.17)

λk= λk−1
vn , k−1

r M
Δ t k f̈ k−1

Δ t k 
2

2
cosψk−1 (latitude) (4.18)

φk=φk−1
ve , k−1

r N
Δ t k f̈ k−1

Δ t k 
2

2
sin ψk−1  (longitude) (4.19)

ψk=ψk−1ψ̇ k−1Δ t k  (heading) (4.20)

where rM and rN is the meridional and normal radius of the WGS84 ellipsoid curvature respectively. 
Before each filter update (if the INS positioning system is initialized) we will propagate the position 
forward by reading in measurements and using equation (4.13) to (4.20) 50 times until we send the 
results further to the Kalman filter. 

4.4.1 Initialization

There are four conditions that must be fulfilled before the Kalman filter is going to use the INS 
position solution, we need to have:

• a good estimate of the heading,
• a good estimate of the velocity,
• accelerometer biases estimated,
• and gyroscope bias estimated.

The two first condition goes hand in hand, because if you have a good estimate of your velocity, 
then you can calculate your heading by using the velocity vectors and therefore you can probably 
get  a  good  estimation  of  your  heading.  The  relationship  between  speed  and  heading  can  be 
described by the following equations

27



ψ={
1
2

π−tan−1
v n

ve
 if ve0

3
2

π−tan−1
v n

ve
 if ve0

π if ve=0 and vn0
0 if ve=0 and v n≥0

 (4.21)

However, if the speed of the vehicle is very low, so that the noise affects the measurements more 
than the actual velocity of the vehicle, then the heading estimation will be bad. This is because the 
heading from GPS is calculated by comparing the ratio between the north velocity and the east 
velocity,  as  can be  seen in  equation (4.21).  Because of  this  the  INS positioning system is  not 
initialized until the speed of the car is above a certain threshold.

The last two conditions are separated because that sometimes the gyroscopes bias is estimated and 
not the accelerometers' biases. The reason for this is that the estimation of the accelerometer biases 
is more sensitive than the estimation of the gyroscope bias. This will be discussed further in the next 
section.

4.4.2 Estimating the biases

In equation (4.9) and (4.10) we assumed that the biases had already been estimated. This subsection 
will describe how these biases are estimated within the implementation of the INS system. 

To examine this problem the sensors were hard mounted and aligned with the body frame so that 
one accelerometer was pointing forward and one gyroscope was measuring the heading rate of the 
car. Sensors from both Bosch and Novatel were used, and the Novatel SPAN system was used as a 
truth reference. 

In order to illustrate how the bias and the estimation of a bias affect the accelerometers the distance 
traveled was compared. The SPAN system outputs a message containing velocity of the car at 5 Hz.
This velocity was then integrated to get a truth reference for the distance traveled. In a similar way 
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Figure 4.2. Distance traveled when not estimating the biases for both the Novatel accelerometer (to the left) and 
the Bosch accelerometer (to the right). Note that there is different scales on the y-axes.



the  accelerometers  measurements  were  also  integrated,  twice,  with  the  gravity  removed  as  in 
equation (4.13), and with using the estimations of pitch and roll of the car from the truth reference. 
Figure 4.2 shows the results when not estimating any bias for the accelerometers, which means that 
the value of the estimations in equation (4.13) is set to zero. We can see that we obviously have to 
estimate the accelerometer biases in order to get any useful information out of the measurements. 
The Novatel accelerometer have a lower absolute bias than the Bosch ones, and we can see that the 
curve for the Novatel accelerometer and the truth reference does have some similarities in its shape.

Now that we have concluded that we must estimate the biases we need to find a way to do that. One 
way to do that would be to read what the sensor measurements is when the car is not moving, i.e. 
when the car is static. The only force that is acting on the accelerometers is then the Earth's gravity. 
If there were no bias present the measurements should output zero acceleration when the gravity is 
“removed”. However, if the accelerometers are not measuring a zero acceleration a bias is present 
and the mean value of the measurement is the magnitude of the bias. If we look at figure 4.2 we can 
see  that there is about 200 seconds of static data (zero distance traveled) in the beginning of the 
collection. Looking at the accelerometers output in figure 4.3 we see that both the Novatel and 
Bosch sensors have biases less than zero. We can also confirm our conclusion that the Novatel 
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Figure 4.3. Output from the two accelerometers (Novatel and Bosch) with gravity compensated for (to the left) 
and velocity from the truth reference (to the right) for the first 200 seconds with the car being static for most of the 
time.

Figure 4.4. Distance traveled when estimating the biases from the static part for both the Novatel accelerometer 
(to the left) and the Bosch accelerometer (to the right).



accelerometer has a lower absolute bias than the Bosch accelerometer. If we use this part of the file 
we could get an estimation of the biases. The mean of the output from the Novatel and Bosch 
accelerometers for this static part is -0.0099 m/s2 and -0.0842 m/s2 respectively. Using these values 
as estimations of the biases gives us the results as can be seen in figure 4.4. We can see that both the 
Novatel and Bosch measurements is getting closer to the truth reference but the estimations are only 
valid for a short time. The Novatel accelerometer seems to have a much more stable bias than the 
Bosch accelerometer since the error grows faster for the Bosch one. 

So we need to estimate the biases pretty often it seems. By manually tune the biases and try to fit 
the measurements with the truth reference we can see roughly how often we need to estimate the 
biases for the two accelerometers. Figure 4.5 illustrates such a tuning and as we can see the bias has 
to be estimated more often for the Bosch accelerometer than for the Novatel accelerometer. For the 
Novatel accelerometers we need to update the bias three times with about 1000 seconds (~16.5 
minutes between each update). For the Bosch accelerometers we need to update the bias 14 times 
with the shortest period of about 100 seconds. Now keep in mind that these times is not accurate at 
all or does even tell you how many times you need to estimate your biases in a real system. This is 
more for showing that the bias probably need to be updated quite often and also that there is a big 
difference in bias stability between the Novatel and the low-cost Bosch accelerometer. 100 seconds 
can seem to be a very short time, but most of the time you will have at least a couple of satellites 
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Figure 4.5. Distance traveled when estimating the biases manually for both the Novatel accelerometer (to the left) 
and the Bosch accelerometer (to the right). When the bias is updated, the distance and velocity are corrected with 
the truth referfence.

Figure 4.6. Velocity from truth reference from a drive through Denver, CO, USA.



visible that will aid the INS system and correct the errors (to some extent at least). 

We will probably need the INS system most when we are in a challenging environment, such as a 
city with lots of tall buildings. In such a city there is often many traffic lights, crossings and other 
things that will force the car to stop for a while. We will take advantage of those static parts to 
estimate the sensors biases. Figure 4.6 shows the velocity output from the truth reference from a 
normal drive in Denver, Colorado, USA, and as we can see there are lots of areas were the car is 
static.  By using the GPS measurements  we can detect  when the car is  static  by looking at  the 
velocities, when the north, east and up velocities are all below a certain threshold we can say that 
the car is not moving. When in such a stage we keep on calculating the mean value of the sensor 
output  until  the  velocities  are  above  the  threshold  again.  The  final  value  of  this  will  be  our 
estimation of the accelerometer bias.

Figure 4.7 shows the result when using this method and we can see that both the Novatel and Bosch 
accelerometers are working well with this method of estimating the biases. The Novatel performs a 
bit better, but that is expected when looking at the previous results. One thing to note is the first 500 
seconds,  where the bias changes right after  the static part,  both for the Novatel  and the Bosch 
accelerometer. At the first 200 seconds, the first static part, the car is standing still and is turned off. 
When the engine is turned on and the car starts rolling the temperature will change in the car, either 
to cool off if it is warm outside or warm up if it is cold outside. The sensors are pretty sensitive to 
temperature changes, and therefore the bias will change when the car is turned on and warmed up. 
We can see that the Bosch accelerometer is more sensitive to temperature changes than the Novatel 
accelerometer. 

We will use the same method for the gyroscope. One benefit with the gyroscope is that it is not 
affected by the gravity, which means that we do not have to compensate for gravity and therefore do 
not have to know the pitch and roll angles of the vehicle. Another benefit is that when the vehicle is 
static and then starts to move, the gyroscope angular rate measurement will probably not change 
very much to start with since the vehicle will probably not turn immediately. This will make the 
gyroscope bias estimation less sensitive than for the estimation of the accelerometer bias. Figure 4.8 
shows the results when estimating the bias using the same method as with the accelerometers. The 
Bosch gyroscope seems to estimate the heading really accurate when using this method. Most of the 
time the error is not more than one degree. The Novatel gyroscope is not considered here since it is 
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Figure 4.7. Distance traveled when estimating the biases automatically for both the Novatel accelerometer (to the 
left) and the Bosch accelerometer (to the right). When the bias is updated, the distance and velocity are corrected 
as well. The bias changes significantly on engine ignition, this is probably due to temperature changes (heat, A/C).



so good it is not even funny to show the results, you can estimate the bias once and run it for more 
than an hour. 

Figure 4.9 shows why it  is so important to estimate the biases,  the car enters a tunnel and the 
receiver only gets measurements from the inertial sensors for a while. We can clearly see that the 
trace with the biases not estimated drifts off pretty fast compared with the one where the biases are 
estimated. The trace with the bias estimated follows the truth reference very close. At the end of the 
tunnel  GPS  satellites  becomes  visible  again  and  the  trace  with  the  bias  not  estimated  slowly 
converge to the GPS calculated position.

Another way to estimate the biases would be to estimate it through the Kalman filter by adding 
states for the accelerometers and gyroscope biases. We then could update the estimate of the biases 
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Figure 4.8. Estimated heading when estimating the biases automatically for the Bosch gyroscope. When the bias 
is updated, the heading is corrected with the truth reference. The full run is shown to the left, and one part of the 
run is shown to the right.

Figure 4.9. Example of why we want to estimate the biases. The car is 
entering a tunnel from the left and exiting to the right of the building.



every filter update. This method has not been used in this thesis, but a combination of this method 
and using the static method might be an optimal way of estimating the biases.

4.4.3 Pitch and Roll

Pitch and roll of the vehicle will mostly affect the accelerometers and not so much the gyroscope. 
This is because of the gravity vector in equation (4.13), which is not present in equation (4.14). The 
vehicle will most of the time pitch and roll only a couple of degrees, but this is enough to produce 
significant errors in the accelerometer measurements if we do not compensate for this. This can be 
seen in figure 4.9, where the acceleration is getting lower and lower for the red trace where the pitch 
and roll are not compensated for.

The pitch and roll  of  the vehicle  will  be very hard to estimate since we do not have a  sensor 
measuring those angles or even their angular rates. A couple of methods have been tested, but none 
of them has been successful. Because of this the pitch and roll are at this moment taken from the 
SPAN system. 

One method that has not been tested yet is to add the pitch and roll as states in the Kalman filter, 
and estimating it through the filter. There was no time to do this in this thesis, but the next step 
would be to try to estimate the pitch and the roll that way so that the assumption that the vehicle's 
pitch and roll is known would be removed. 
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Figure 4.10. Example of why we want to estimate the pitch and roll. The 
trace where the pitch and roll are not estimated is accelerating slower 
than the truth and the trace where the pitch and roll are estimated.



4.5 GPS and INS blended

At this stage we could use the INS system when we do not have enough satellites to come up with a 
GPS position solution,  for example when driving through a  tunnel  or  when we are  in a  really 
challenging environment. But it would be even better if we could aid the GPS at all time and be able 
to use less than four satellites for a position solution. To be able to do this we will use the position 
and velocity calculated by the INS positioning system (described in section 4.4) in the already 
existing Kalman filter. However, we will not use this position in the measurement model, instead 
we will use it to aid the system model (see section 2.2.2). The reason for this is that if we use it in 
the measurement model, we will add the pseudorange and pseudorange rate measurements again 
since we have used this to initialize the INS positioning system.

To do this we will modify the predicted state vector, which in equation (2.60) is defined as

x k −=Φk−1 x k−1  . (4.22)

We will no longer use the  Φk matrix, instead we will put the position and velocity from the INS 
positioning system directly into the x k − vector. For the height, clock bias and clock drift we 
will use the following formulas

hk=hk−1vu , k−1 Δ t k  (4.23)

cb , k=cb , k−1cd , k−1Δ t k  (4.24)

cd ,k=cd ,k−1  (4.25)

where

Δ t k=t k−t k−1 . (4.26)

The symbols in equation (4.23) to (4.26) can be found in equation (4.1). These equations along with 
the position and velocity from the INS positioning system will replace the function of the Φk matrix. 
This will allow us to continue update the position and use the satellite measurements even though 
we have less than four satellites. 

4.5.1 Heading

The heading is quite an important output for automotive GPS receivers.  Most PND's (Personal 
Navigation Device), for example, displays the road map as shown in figure 4.11. If the heading then 
should be wrong, the display could show a direction in which we are not headed, or it could think 
that we are turning into a street which we are not. The heading also becomes more important when 
using an INS system since the INS accuracy is dependent on how good the heading estimation is. 

In the original E7000 receiver the heading is calculated as described in equation (4.21), but now that 
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we have a gyroscope measuring the heading rate we should be able to use this information to get a 
more  accurate  heading  estimate.  As  discussed  in  section  4.4.1  the  heading  from GPS velocity 
measurements gets bad at low velocities. This is not the case for the gyroscope, the gyroscope's 
accuracy will not be affected negative with low velocities. We will use this property by forcing the 
receiver to use the heading estimated by the INS system when the velocities are low. 

Another thing that will affect the heading estimated from GPS velocity is of course the quality of 
the GPS velocity measurements. So we will do the same thing here, we will force the receiver to use 
the heading estimated by the INS positioning system when the GPS measurement is getting bad. We 
then have to define when the GPS measurements are bad, and detect when we are in a challenging 
environment. One thing to look at is the number of satellites visible, if we have very few satellites 
visible we are probably in a challenging environment and therefore the measurements could be bad. 
Another thing would be to look at the C/No (Carrier over Noise) values, which is a measurement on 
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Figure 4.11. Example of a GPS GUI.

Figure 4.12. Shows how the signal quality and number of acquired 
signal is lowered when entering challenging areas.



how strong a signal from a satellite is. If many satellites have very low C/No the measurements will 
probably be of lower quality. In figure 4.12 we can see an example of signal conditions, both when 
going through an underpass and when going through a tunnel (not really an all closed tunnel since 
we are receiving measurements from inside). We can see that the number of satellites and the signal 
strength is decreasing as we approach the underpass and the tunnel, and increases as we are exiting 
them. It is in these kind of areas, when the signal conditions seems to be bad, that we will estimate 
the heading only through the gyroscope.
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5 Results

This section will cover the results of the implementation described in section 4 for a data collection 
made in Denver, CO, USA in September 2008. The comparison will be between the original E7000, 
the E7000 with INS and a truth reference made by the SPAN system.

5.1 The route

The test drive was approximately one hour, conducted in the urban Denver, CO, USA area. This 
route contains a tunnel, underpass, a parking garage and other challenging urban areas. The route is 
illustrated in figure 5.1.

5.2 Visual results

This subsection will include Google Earth plots of the route. To better visualize the results the route 
will be divided into different sections which will be shown separately. The first section can be seen 
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Figure 5.1. The test drive through Denver on the 6th of September 2008. 
The start position is top left corner and the end section is to the top right 
part of the route.



in figure 5.2, which shows a section where the INS-implemented receiver outperforms the original 
version  of  the  receiver.  We can  see  that  the  GPS-only solution  has  an  error,  probably  due  to 
multipath, at the start of the run (top right corner of the figure). This error is removed with the GPS/
INS-solution. Another thing to note is that the GPS/INS solution take the turn much better than the 
GPS-only solution. A similar turn can be seen in figure 5.3, where we can see that the GPS/INS- 
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Figure 5.3. Another part of the run in the test drive, the trace 
is starting at the top left corner of the figure and ending at the 
top right corner. The GPS/INS solution deliver better results 
than the GPS-only solution for most part of the section.

Figure 5.2. Part of the run in the test drive, the trace is starting 
at the top right corner of the figure and ending at the top. The 
GPS/INS solution deliver better results than the GPS-only 
solution for the whole section.



solution is doing the turn much better than the GPS-only solution again. A third section is illustrated 
in figure 5.4, this section is in a more challenging environment than the two previous ones. We can 
see that the GPS-only solution has quite a large error at the first part of the section, with a maximum 
error of around 40 meters. The GPS/INS solution performs much better and is very close to the truth 
reference.

The  next  three  sections  will  be  through a  parking  garage  where  there  will  be  parts  where  no 

39

Figure 5.4. Another part of the run in the test drive, the trace is starting at the bottom left 
corner of the figure and ending at the bottom right corner. The GPS/INS solution deliver 
much better results than the GPS-only solution.

Figure 5.5. Another part of the run in the test drive, the trace is starting at the 
bottom right corner of the figure and ending at the top left corner. There is a parking 
garage at the top left corner where the car passes through and where the GPS/INS 
solution outperforms the GPS-only solution.



satellites will be visible. Figure 5.5 shows the first part of the three, with the parking garage in the 
top left corner. The GPS/INS solution outperforms the GPS-only solution here too. This is expected 
since few or no satellite signals will be sensed by the GPS receiver. However, the INS system will 
still be able to calculate a position, which is why the GPS/INS solution performs better. At the start 
of  the trace we can see that the GPS-only solution performs slightly better  than the GPS/INS-
solution. The second example of this parking garage is illustrated in figure 5.6, where the car is now 
entering the parking  garage from northwest.  The receiver  receives  bad measurements  from the 
satellites and therefore the GPS-only solution is far away from the truth reference when the car is in 
the middle of the parking garage. The GPS/INS solution is very close to the truth reference and 
takes the turns very well. When the car is exiting the tunnel the GPS/INS solution seems to make a 
“jump”. This is because the receiver has been running on the INS so long that the Kalman filter will 
heavily trust the GPS measurements (i.e. the values in the P-matrix have grown large) when more 
satellites becomes visible. The third section with the parking garage is the most challenging one. In 
this section the car is driving down a couple of levels and then comes up again, with a total elapsed 
time of about 2 minutes. As can be seen in figure 5.7 neither the GPS/INS solution or the GPS-only 
solution performs very well in this section. But comparing the two solutions the GPS/INS version 
performs much better than the GPS-only version. Here we can see another example of when the 
receiver “jumps”, this is due the same reason as stated before.

The last two examples is of a tunnel which is not completely covered at one side, which means that 
it is possible that the receiver will acquire signals from satellites with low elevations. In figure 5.8 
we can see that tunnel right in the middle of the figure where the big curve is. There is also an 
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Figure 5.6. Another part of the run in the test drive, the trace is 
starting at the top left corner of the figure and ending at the bottom. 
There is a parking garage in the middle of the figure where the car 
passes through and where the GPS/INS solution outperforms the 
GPS-only solution.



underpass in the top left corner where the car is coming in from the northwest. It is clear here that 
the GPS/INS solution does a much better job in this section, both in the underpass and in the tunnel. 
The GPS/INS solution follows the curve of the tunnel very well while the GPS-only solution has a 
hard time acquiring enough satellites to come up with a position. If we look closely at the end of the 
underpass, we can see that the GPS/INS solution does a jump when the car is coming out of the 
underpass. Figure 5.9 shows the same tunnel when the car is coming back a second time, and we 
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Figure 5.8. Another part of the run in the test drive, the 
trace is starting at the left of the figure and ending at the top 
right corner. There is an underpass in the top left corner and 
a tunnel in the middle of the figure. The GPS/INS solution 
outperforms the GPS-only solution throughout the whole 
section.

Figure 5.7. Another part of the run in the test drive, the trace is starting at the bottom left corner of the figure and 
ending at the top. There is a parking garage in the middle of the figure where the car goes down a couple of levels 
and comes up again. The GPS/INS solution outperforms the GPS-only solution, but is still not that good when 
comparing with the truth reference. The side of the figure is a close up on the parking garage. 



can see that the results are pretty much the same as in figure 5.8.

These examples was of the most interesting sections and covers most of the route. In the other parts 
of the route the two solutions performs pretty equal, but the GPS/INS solution often has the better 
trace.

5.3 Statistics

By looking at the plots in the previous section we can get an idea of how much the performance is 
improved by using the INS implementation.  But to say more exactly we have to look at  some 
statistics for the test drive. Therefore a statistics tool has been developed during the thesis to be able 
to give this information. This tool will compare the solutions with the truth reference and display 
statistics for the errors. There are six different types of errors which the tool calculates and display 
statistics with, these are: 

• East error
• North error
• Vertical error
• Horizontal error
• 3D error
• Heading error

The horizontal error is in most cases the most interesting one, since it is this information that most 
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Figure 5.9. Another part of the run in the test drive, the 
trace is starting at the bottom left corner of the figure and 
ending at the top right corner. The same tunnel as in 
figure 5.8 is visible in the the middle of the figure. The 
GPS/INS solution outperforms the GPS-only solution 
throughout the whole section.



receivers use to plot a position. The vertical and 3D position are seldom used. The heading error is 
also of interest since the heading tells you at what direction you are going, and therefore is very 
useful for the GUI (as discussed in section 4.5.6). Figure 5.10 shows what the output looks like for 
the  horizontal  error  statistics  and  it  also  shows  a  comparison  between  the  GPS-only  and  the 
GPS/INS solutions. 

If we start by looking at the horizontal error versus time plots (the ones to the left) we can see that 
most of the peaks in the GPS-only solution has been lowered when implementing the INS-system. 
Another thing to note is that all  the outages has been “removed” with the INS-system, without 
adding any extra peaks. The histogram plot shows very good results too, many bins have moved to 
the left in the plot. For example all the bins below 5 meter has grown, especially the 1-2 meter bin, 
and the bins above 20 meter has decreased significantly. The last plot is the percentile plot, which 
shows  improved  performance  as  well.  The  median  error  has  been  reduced  by  half  with  the 
implementation of the INS-system. Moving on to the actual numbers in the bottom right corner of 
the figures we can see that almost all numbers are improved for the GPS/INS solution. The only 
number that is not improved is the first fix time, which is expected since it should not be affected by 
the implementation of the INS-system. The availability for the GPS/INS solution is 100% since the 
INS can calculate a position regardless what environment we are in. We can summarize the results 
in figure 5.10 with that all statistics is significantly improved after the INS implementation. 
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GPS-only

GPS/INS

Figure 5.10. Comparison between horizontal error statistics for the GPS-only and the GPS/INS implementation.



As stated before the heading is also an important output of a GPS receiver. Figure 5.11 shows a 
heading error statistic comparison between the GPS-only and the GPS/INS implementation. Let us 
take it in the order as we did with the horizontal error plots and start with the heading versus time 
plots. The error for the GPS/INS solution has been lowered significantly, the zoomed in plot shows 
this very well, almost every dot is below 10 degrees and most of them seems to be lower than at 
least  5 degrees.  The GPS-only plots  have a  higher  error magnitude and is  much more noisier. 
Moving on to the histogram we can see that most of the error bins have been moved down below 3 
degrees. The error bins above 45 degrees has been reduced significantly as well. The percentile plot 
shows really good results for the GPS/INS solution. The curve is very steep in the beginning and 
shows a median error value of 1.7 degrees. And according to the numbers on the right of the plot 
over 91% of the errors are below 10 degrees and more than 96% of the errors are below 45 degrees.
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GPS-only

GPS/INS

Figure 5.11. Comparison between heading error statistics for the GPS-only and the GPS/INS implementation.



6 Discussion and conclusions

With the results in our hand we can say that the additional sensors have significantly improved the 
performance of the E7000 software GPS receiver. Both the horizontal and heading errors has been 
decreased, and the receiver will always be able to come up with a position estimation. With more 
work and especially more tuning of the measurement and system noise matrices, the results would 
probably be able to get even better. 

The  sensor  biases  were  very  instable  for  the  low-cost  MEMS  devices,  especially  for  the 
accelerometers. This caused some trouble, but with a lot of tuning of the bias estimation system the 
results ended up pretty good.

There are two assumptions that will decrease the performance of the implemented system in a real 
scenario. One of these assumptions is that the mounting angles of the sensors are known, which 
would not be possible in a real environment unless you hard mount it to the vehicle with known 
angles. To estimate those angles we would need some sort of calibration system. This calibration 
system  would not be perfect and therefore it will bring more errors to the position solution. The 
other assumption is that the pitch and roll angles of the vehicle are known. These angles would have 
to be estimated for a real scenario as well. However, the pitch and roll are very hard to estimate, a 
couple of methods have been tested but with no success. These angles would probably have to be 
estimated through the Kalman filter by adding these angles as states, and some errors would also 
arise from this estimation. These two new error sources would decrease the performance gain, how 
much is dependent on how good the estimations are.
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7 Further work

The two assumptions discussed in the previous section needs two be taken care of. The sensor 
mounting angles and the vehicles pitch and roll angles must be estimated. The pitch and roll angles 
would preferable be estimated with the Kalman filter, by adding states for those angles. The sensor 
mounting angles could either be determined by a calibration system, or maybe through the Kalman 
filter together with the pitch and the roll angles of the vehicle. There is also more work to be done 
on  the  tuning  of  the  measurement  and  system  model  noise  matrices,  the  performance  could 
probably be improved even more. The synchronization problem, discussed in section 4.2, would 
also have to be solved, and preferably the measurements would be synchronized with the data from 
the GPS signal receiver.
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