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ABSTRACT 

 

This thesis concern the evaluation of methods for improving the efficiency of searching in 

databases.  

 

More and more of our lives and human interactions occur through computerized systems 

which in turn requires efficient processing of data. People simply expect minimal delay. 

Likewise, the modern computerized world requires a high demand of security measures, 

which nevertheless should be as minimally intrusive in use as possible. Today there are many 

different ways for people to authenticate identity or privileges. One of these ways, that have 

become increasingly paid attention to, is called Active Authentication which means that 

individuals are authenticated with the help of different biometric sensors. This type of 

technology however places great demands on today’s databases, computing power and 

efficient search of data. 

 

As long as the data is limited and not too complex, this can easily be managed by a simple 

brute force search. When the complexity and size of the database increase, more refined 

methods need to be used. Even though there are many different methods that can be used, 

different databases and data types demand different solutions. 

 

This study has through the use of techniques for requirements analysis and efficiency 

evaluation focused on finding the most efficient and least intrusive method for improving 

search in a database. The results show that in this case indexing should be seen as the least 

intrusive as long as there are more static datasets available. While more complex methods and 

frameworks need to be used when the data is of a more dynamic and complex character.  
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SAMMANFATTNING 

 

Denna studie avser utvärdering av metoder för förbättrad effektivitet vid sökning i databaser. 

  

Mer och mer av våra liv och interaktion sker genom datoriserade system, som i sin tur kräver 

en effektiv behandling av uppgifter. Likaså kräver den moderna datoriserade världen fler och 

mer avancerade säkerhetsåtgärder, som ändå bör vara så minimalt påträngande som möjligt. 

Idag finns det många olika sätt för människor att verifiera sin identitet och sina privilegier. Ett 

av dessa sätt, som har blivit allt mer uppmärksammat, kallas aktiv autentisering, vilket 

innebär att individer autentiseras med hjälp av olika biometriska sensorer. Denna typ av 

teknik ställer dock stora krav på dagens databaser, datorkraft och effektiv sökning av data. 

 

Så länge datamängden är begränsad och inte alltför komplex, kan detta lätt hanteras genom en 

enkel brute-force-sökning. När komplexiteten och storleken på databasen ökar, krävs mer 

avancerade metoder. Även om det finns många olika metoder som kan användas, så kräver 

olika databaser och datatyper olika lösningar. 

 

Denna studie har därför med hjälp av metoder för kravanalys och effektivitetsutvärdering 

fokuserat på att hitta den mest effektiva och minst påträngande metod för effektiviserad 

sökning i en databas. Resultaten visar att indexering, i detta fall, bör ses som den minst 

påträngande metoden, så länge som det finns mer statiska datamängder tillgängliga. Medan 

mer komplexa metoder och ramverk bör användas när data är av en mer dynamisk och 

komplex karaktär. 
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1 INTRODUCTION 

 

This study has been done as a work for the Swedish company Behaviometrics AB, also called 

Behaviosec. The aim of the study and a short background regarding the broad problem area 

will be described below.  

 

1.1 BACKGROUND & PROBLEM 

More and more of our lives and human interactions occur through computerized systems 

which in turn requires efficient processing of data. People simply expect minimal delay. 

Likewise, the modern computerized world requires a high demand of security measures, 

which nevertheless should be as minimally intrusive in use as possible. Today there are many 

different ways for people to authenticate identity or privileges. One of these ways, that have 

become increasingly paid attention to, is called Active Authentication which means that 

individuals are authenticated with the help of different biometric sensors (Guidorizzi, 2013). 

This type of technology however requires the creation of patterns at each session which are 

then compared to previously stored user profiles. This procedure is not noticed by the 

frontend user and it is not something that should be noticed either. This all places great 

demands on today’s databases, computing power and efficient search of data. However, any 

form of inertia in the data systems for various reasons would impair the user experience 

drastically. Therefore the continuous research and development of methods, for the 

management of all these aspects, is required in order to avoid inertia as much as possible. 

Closely linked to this is the advancement of several Big Data related technologies and in the 

field of data mining.  

 

Big Data is all about handling large datasets (Hurwitz, Halper, & Kaufman, 2013). While data 

mining is an approach used mostly in large businesses that collects and store large amount of 

data. This approach aims to analyze mostly large sets of unsupervised data in a specific 

domain, categorizing then summarizing it into useful information for the business (Krzysztof 

J. Cios, 2007). In other words, one can say that data mining is used to discover patterns or 

correlations between different types of data within Big Data.  

 

1.2 AIM OF STUDY 

The aim of this study is to analyze and evaluate different methods for improving search in 

databases. In this case the focus will be on the database used by the biometric authentication 

system, developed by Behaviosec. More concretely, it is about decreasing the time it takes for 

the system to search the database and find a matching profile or user (see chapter 4 for further 

details).  

 



 2 

1.3 DELIMITATIONS 

As stated above, this study will focus on searching and pattern matching in Big Data. This 

means that we will only focus on general explanations and descriptions of Big Data to make 

the concept clear. More focus will be on the theories of practical search and pattern matching 

in Big Data.  

 

The different methods or techniques that are usually mentioned as ways to improve database 

performance ,and could have been included in this study, are programming code (including 

query design), algorithms, data modeling, and hardware solutions (Keszthelyi, 2009). Due to 

the fact that this study is focused on finding alternatives to the present general method, more 

detail level improvement alternatives, like programming, specific queries and algorithms have 

been left a side, since this would risk resulting in a much heavier and unbalanced analysis. 

The focus will, as previously stated, be on increasing speed during search and matching. 

Other types of efficiency, such as direct hardware considerations will be excluded from the 

study, as long as it is not directly involved in increasing the speed of search or recognition.  

 

It should also be made clear that when the data and database are described, analyzed and 

discussed, the exact character of the data will be excluded due to confidentiality concerns and 

a non-disclosure agreement between the authors and client company (Behaviosec). This 

should still not affect the study in any major way, since this study focus more on the character 

of the database than the exact data stored in it.  

 

1.4 DISPOSITION 

Chapter 1 

This chapter contains the introduction to the study, delimitations and important key concepts 

the reader need to grasp, to understand the following material and analysis.  

 

Chapter 2 

The methodological chapter explains the structure and process of the whole analysis and how 

the theoretical framework will be used to draw conclusions in relation to the system in focus.  

 

Chapter 3 

In this chapter, the theoretical framework that will aid the analysis, will be synthesized. This 

include theories on Big Data and searching in databases.  

Chapter 4 

This is the empirical chapter containing a description of the database system to be analyzed. 

Both restrictions and characteristics are described here.  
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Chapter 5 

The evaluation chapter is the core chapter of the paper, and connects the theoretical 

framework and the empirical result in a discursive manner through the methodology.  

 

Chapter 6 

In this chapter, concrete conclusions from the evaluation will be described and other related 

remarks concerning the study.  

 

Chapter 7 

Consists of the references sorted according to what type of reference it is.  

 

1.5 KEY CONCEPTS 

In this section we present several key concepts that are going to be essential in the following 

study. 

 

1.5.1 Biometrics 

Biometrics is about identifying people through their unique biological or behavioral attributes. 

This identification process takes place in virtue of the connection between different hardware 

and pattern recognition algorithms. (Dunstone & Yager, 2009) 

 

One of the greatest reasons and distinctive advantages of using biometrics is the heightened 

assurance it brings to different transactions. For an individual to be able to authenticate 

himself he has to be physically present during the authentication process, where in this case 

his biological or behavioral attributes take the role of a unique password or key for 

authentication. By using an individual’s biometrics for authentication, the level of security has 

increased drastically, which is the main reason this technology is found within different 

government and commercial areas. Using biometric sensors can help reduce costs, mainly 

because the more sensitive transactions can be initiated with less administration or manual 

control. Given the fact that the transactions are less likely to fail because the individual has 

forgotten a password or key, since it depends on the individual’s biometrics. (Dunstone & 

Yager, 2009) 

 

1.5.2 Big Data 

Big Data is a term used to illustrate large amounts of data that can be both structured and 

unstructured, but can be challenging to process using conventional database and software 

approaches. (webopedia, 2015) 
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Big Data is a combination of technologies that helps companies understand and manage large 

volume of diverse data at a suitable speed within a specific time, in order to analyze the data 

in real time and draw conclusions for the benefit of the company (Hurwitz, Halper, & 

Kaufman, 2013). This technology can be defined through three different characteristics: 

Volume, Velocity and Variety (SAS, 2015).  

 

 Volume: The amount of data that is stored. There are many aspects today that adds to 

the increase in data volume in big companies. Everything from data pouring in from 

different social media, to transaction based data that is stored in the company 

throughout the years. With the help of Big Data technology one can regulate the 

applicability of specific data within these large data volumes and through analysis be 

able to determine its value for the business. (SAS, 2015) 

 

 Velocity: In modern day, data flows at remarkable speed and must be handled in real 

time. Social media is a perfect example of how data is streamed at a high speed. 

Everything from a status update to a picture upload is handled within fraction of the 

seconds and posted on the social media page. The challenge today for many different 

organizations is being able to acknowledge and act quickly when it comes to data 

velocity. (SAS, 2015) 

 

 Variety: Today, one can find both structured and unstructured data in many different 

formats. Everything from numeric data in traditional databases and financial 

transactions to videos, emails and SMS. Here it is up to each organization to find a 

way to structure the data and make it essential for the company. (SAS, 2015) 

 

Each one of these terms defined above, represent Big Data. But it all comes down to each 

organization itself, how they want to define this term. There are organizations that have added 

a fourth characteristic, Veracity, which means uncertainty of data. Since there is large 

volumes of data stored today, it is difficult for companies and organizations to know which 

information is accurate and which is outdated. This is the reason that one out of three business 

leaders do not trust the information that they use in order to make decisions. Furthermore poor 

data quality is costing e.g. the United States economy about 3.1 trillion dollars a year. That is 

why it is important today to develop and invest in systems that can manage the veracity of 

data (IBM Big Data & Analytics Hub, 2015). With the help of Big Data, companies and 

organizations can now easily reduce their costs and make massive improvements when it 

comes to the time it takes to perform different computing functions. Through the analyzing of 

data it can also help with business decisions within the company (Davenport & Dyché, 2013).   

 

1.5.3 Data Mining 

Data mining is a term used to describe the analytical process designed to search for different 

patterns in a large set of unsupervised data, also known as big data, and discover hidden 

relations between them. This discovery is then used by companies to predict future outcomes 

related to their business. (webopedia, 2015) 
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Data mining, which can also be referred to as knowledge discovery from data (KDD), is a fast 

growing field. Mainly, developed countries have entered a data age where large volumes of 

data are collected each day from various domains and fields. As an example, research from 

the scientific and engineering fields generate a vast amount of data from several scientific 

experiments and observations. The medical field also generate large volumes of data from 

patients’ medical records, patient observations and medical productions. The global backbone 

telecommunication networks alone, generate tens of petabytes1 of data. This is the main 

reason companies and organizations are in need of tools capable of handling this vast amount 

of data, and translating it into valuable and organized knowledge for their advantage. This is 

the reason behind the establishment of the data mining field. (Jiawei, Micheline, & Jian, 

2012) 

 

A data mining approach can be applied on all kinds of data, as long as this data is relevant and 

can be used for targeted marketing and other aims. As an example, this could be, data found 

in a regular database, data found in a data warehouse2 and transactional data. Also we can add 

advanced data to the series of data that can be analyzed. This type of data include time-related 

data, spatial data, web data, data streams, multimedia data and much more. By using this 

approach on these types of data, a company or organization can find different interesting 

hidden patterns and turn this data into valuable knowledge. (Jiawei, Micheline, & Jian, 2012)  

 

1.5.4 Pattern Recognition & Keystroke analysis 

Within the field of computer science, pattern recognition is about identifying and representing 

the different patterns found within the stored data and their relations. This data can be 

anything from images, a stream of text, body movements or even a recorded speech. Through 

using pattern recognition, one computes the data in order to identify different aspects of it, 

and then compare these aspects with already familiar patterns, in order to verify whether they 

match or not (Encyclopædia Britannica, 2015). Pattern Recognition, as an area of study, is 

strongly connected to machine intelligence, data mining and systems for decision making. 

(Theodoridis & Koutroumbas, 2008). Biometrics is one of the fields that make use of pattern 

recognition algorithms, mathematics and statistics, to be able to classify and identify 

biometric or behavioral patterns. (Wang & Geng, 2009).  

 

There are several different mediums which can be used to collect different kinds of biometric 

and behavioral data. Almost any kind of computer or machine interaction today result in the 

transfer of behavioral information to the system, which then can be processed and analyzed 

for research, identification or other purposes. It can be either through direct or indirect 

                                                 
1  Petabyte is a unit measuring computer storage and is equal to about 1000 terabytes or one quadrillion bytes. 

(ComputerWeekly, 2015) 

 
2 Data warehouse is a combination of all the databases in an organization and is designed to help support internal 

decision making. (PC Magazine, 2015) 
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interaction. One can identify a person from using algorithms in connection to e.g. visual 

recordings, sound, touch based interaction or retrieval of temporal (time) data (Wang & Geng, 

2009). An example of that, which Behaviosec use, is Keystroke Dynamic-based 

Authentication (KDA) which focuses on different typing patterns. By measuring the time a 

key is pressed, the time between two keys or the total time of a key sequence, it is possible to 

identify a user and authenticate the user’s identity (Park, Park, & Cho, 2010). When using 

keystroke recognition for identifying a pattern or user, one need to take into account how the 

program is used and what kind of data that is being processed. A user does not necessarily 

type in the same way when it is writing an email, as it does when writing in a password or 

username field. A user would probably neither write the same way on a regular keyboard as it 

does on a touchscreen keyboard. (Dunstone & Yager, 2009).  

 

1.5.5 Fuzzy Logic 

In modern times, a lot of applications and computers operate under the concept of Boolean 

logic. Meaning that the data or the information obtained can either be true or false 

(TechTarget, 2015). The problem faced with Boolean logic is, if the information obtained is 

incomplete it cannot be handled, due to the fact that it is impossible to determine if it is true or 

false. This is known as exact reasoning. (Galindo, Urrutia, & Piattini, 2006) 

 

Fuzzy logic was introduced to enforce approximate reasoning upon systems making them 

more similar to the human mind (Galindo, Urrutia, & Piattini, 2006). Instead of determining if 

something is true or false, fuzzy logic determines to what degree the obtained information is 

true (TechTarget, 2015). This is the main reason fuzzy logic is used within the field of 

biometrics, where authentication takes place after finding the closest approximate profile 

match. (Takeda, Kuramoto, Kobashi, & Hata, 2011)  



 7 

 

2 METHODOLOGY 

 

Methodologically the study was mainly a qualitative and evaluatory study. The general 

structure, process and operationalization of the methodology in connection with the empirical 

and theoretical information, will be presented in more detail in the following chapter.  

 

2.1 EVALUATION METHOD 

Analyzing databases and Big Data could be done in many different ways depending on area 

of focus, time frame, resources and many other factors. No matter which method one uses, 

one should always aim for both intersubjective verifiability and intrasubjective reliability. 

This means no matter who performs the study or how many times it is performed, the 

outcome should be the same if performed in the same manner. Otherwise it would have low 

reliability (Esaiasson, Gilljam, Oscarsson, & Wängnerud, 2007).  

 

In this case we have chosen, as stated above, to make an evaluatory study with a qualitative 

focus. This means that the study was not in itself focused on quantifying certain things, but 

focused more on the characteristics of the studied objects from a pluralistic viewpoint 

(Esaiasson, Gilljam, Oscarsson, & Wängnerud, 2007). Furthermore, like previously stated, the 

core aim was to improve the quality of the search and profile matching methods used in the 

database. In this case, quality refers mainly to speed in search and profile matching. This 

mandates looking at the system from different viewpoints relevant to the systems 

functionality, and compare how the different technical methods work in relation to these. In 

the following section the structure and process of the whole analysis and evaluation will be 

explained in more detail.  

 

2.2 OPERATIONALIZATION 

In the following sections the structure of the evaluation and the evaluatory process will be 

described. As will the source critical, methodological and theoretical considerations.  

  

2.2.1 Structure of Evaluation 

The structure of the study was tripartite. The first step consisted of a theoretical or literature 

study and explanation of existing methods within profile matching and searching in Big Data. 

This functioned as the theoretical framework. The second part was about defining the system, 

its structure, boundaries, requirements and restrictions. This was followed by the core 

analysis, where the theoretical framework (the different profile matching or searching 

methods) was evaluated and discussed in relation to the system. Lastly, through the results 

retrieved in this stage, conclusions were drawn and final remarks were made.  
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2.2.2 Evaluation Process  

To be able to compare and evaluate the different methods in relation to the system and the 

objective, one need to collect the relevant data, structure it and decide certain factors that are 

comparable and then design a method for evaluating the different methods. To be able to draw 

valid and reliable conclusions, a requirement analysis in cooperation with the client 

(Behaviosec) was conducted. All of this is explained further below. 

 

2.2.2.1 Requirement Analysis and Definition 

According to Eriksson (2008) incomplete or flawed requirement analysis can result in serious 

invalid conclusions and more concretely financial loss for a company. One core reason to 

make a proper requirement analysis - even though one may think one have a good 

understanding for in-house issues – is that quite often one in the end realize one did not 

actually grasp all important factors. To change the system, after a development project with 

inadequate requirement analysis is finished, will be much more costly. A good process would 

include collection of data, opinions etc. Which in this case was done by analyzing the 

database system, already existing documentation and by continuous communication with the 

client. The next step involved, prioritizing, documenting and evaluating identified 

requirements. This should, according to Eriksson (2008) , be done through the whole process 

from the conceptual level to the technical or application level. Each subsequent level should 

clearly be based on the prior, until one have a tested integrable and properly functioning 

system. In this study, the main requirements are quite clear and simple, to decrease the 

time it takes to search and match a profile in the database without modifying the 

current database structure. Since it is more or less only one concretely defined requirement 

there is no need for prioritizing in connection to it.  

 

To be able to identify the most beneficial method one should also take into consideration the 

fact that a method may be beneficial on a theoretical level but in practice costly, inadequate or 

difficult to implement. In requirement analysis, one usually cover this by looking at several 

different aspects of the system that is being developed. These are, as defined by Eriksson 

(2008), Reliability, which is usually about agreed upon operational requirements. As an 

example, the level of downtime acceptable for a server and hosting service. This was, in this 

study, defined as the method implemented in the database being adapted for future iterations 

of the application, and also sustained growth. Functionality is about the method doing what it 

is supposed to do. In this case simply being capable of searching the database. Usability is 

about how easy a system is to use, which in this case will be interpreted as how easily 

implemented the method is with the system as it is setup now. While performance is about 

what level of performance is demanded of the system. In this study, the directly stated 

requirements by the client company are only concerning performance and usability. 

Regarding performance, it is the clear aim that the method should decrease the time it takes to 

search and match against a profile. Since in this case, only a relative performance 

improvement was demanded, this was discussed both in relation to the database and between 

the different methods. This was done in order to make it possible to highlight plausible 

performance improvements and the relative quality of the different methods. Usability-wise 
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the method should not lead to any major changes in the database structure or hardware 

structure. (Eriksson, 2008) All of these aspects were covered in the evaluation, found in 

chapter 5, and were continuously taken into consideration.  

 

To decrease the likelihood of misunderstandings or discrepancies in ideas between the client 

company and the authors of this study, the process was conducted in a more or less iterative 

manner. Ideas were continuously analyzed, redefined and developed.  

 

2.2.2.2 Efficiency and Performance Evaluation 

There is a multitude of research and theories concerning evaluation of systems, organizations 

or processes. A core issue in this is about the definition of “Efficiency” and “Performance”, 

two words that are strongly related, but in certain ways different. Efficiency is about how well 

something is used, i.e. inputs per units, while Performance is more about the results in 

relation to e.g. a benchmark (In Search Of, 2015) or scorecard. More concretely in this study, 

efficiency was defined as how much a method would need to change the present system 

(mainly hardware resources) to achieve a degree of performance improvement. 

 

Depending on the change in efficiency and performance one can define a number of different 

types of improvements. One example, in this study, could be that performance (the speed in 

search) is improved while efficiency is not. This would mean we get more-for-more. Another 

would be getting more-for-same, which in practice would mean increasing efficiency of the 

present system and by so increase performance. One could also get Same-for-less, which 

would mean that efficiency is improved while performance is not. Hence achieving a relative 

performance improvement. This is probably a goal used more in the context of economics or 

organizational issues, when one e.g. needs to downsize an organization. Another type of 

improvement could be getting more-for-less which would mean an even higher efficiency 

improvement per inputted unit (Khare, 2006). All of these types were taken into consideration 

in the following evaluation, in chapter 5.  

 

Just like in performance evaluation, or measurements in relation to organizations, it should be 

relevant to use performance indicators in relation to performance evaluation of information 

systems, applications and databases. Performance indicators in organizations are usually 

stated quantifiable variables, like income. They are usually used to compare an entity’s 

indicator value to a benchmark, goal or in relation to other entities in a group with the help of 

a scorecard. (Reh, 2015) 

 

In a more technical performance test, which would still prerequire a conceptual or 

requirement analysis, the indicators would be the directly measured time it takes to finish a 

search and matching session. While in a more conceptual evaluation, like this, the indicators 

were, due to logical and analytical reasons, given a more conceptual definition. Instead logical 

conclusions regarding the plausibility and effects of the different methods will be discussed. 

Hence if a framework or method include two techniques where both decrease the time of 

search, it should logically result in a greater performance improvement.  
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2.3 METHODOLOGICAL & THEORETICAL CONSIDERATIONS  

The Methodology described above was considered the best to produce a reliable result, 

considering the time frame and other circumstances during the whole process. There are 

obviously many other methods or procedures that could have been used or combined to 

produce a study like this, but on the whole those were rejected. I.e. a completely quantitative 

study would not be able to incorporate the qualitative considerations like preferences of the 

client company or technical restrictions. Hence the best analysis should be one with a mixed-

method approach, where both quantitative and qualitative methods are combined. This could 

e.g. be done by primarily making a more qualitative requirements analysis and literature 

study, and then practically testing the different methods identified in the database system. No 

matter if a mixed-method approach or simple single-method approach is used, a simple study 

without a broad literature study or elaborate selection process, would risk resulting in an 

inconclusive and unreliable result, due to the fact that too many methods would risk being 

excluded in the initial stages. Neither would it be possible to make a reliable comparison of 

their relative effect. Hence the comparative aspect was deemed necessary in this study. 

Regarding the specific inclusions, requirement analysis and efficiency evaluation, the 

definitions could certainly have been given a more specific definition, but were held more 

broad to leave room for a more discursive and qualitative analysis. Another reason was to 

avoid making too strict interpretations, which would risk the possibility to generalize 

regarding the result. Too strict definitions would also risk affecting the reliability of these 

aspects, by increasing the likelihood of subjective interpretations and exclusion of relevant 

parts.                      

 

The theoretical considerations were mainly focused on the relevant parts for the analysis only. 

Since this study is about finding and evaluating methods for search in Big Data, the 

theoretical framework was constructed by a sequential methodology of reading and collecting, 

primarily, information about the broad area of study - i.e. Big Data and databases. Then about 

the specific area the client's system is focused on - in this case behavioral biometrics, pattern 

matching and profile matching techniques and methods for searching in Big Data. To be able 

to compare and evaluate the methods & techniques against each-other, theory regarding 

efficiency evaluation was also included. 

 

2.4 MATERIAL 

The theoretical material was collected through primarily looking at general concepts and 

previous researches, as well as using the authors’ previously obtained knowledge about the 

area of study. After that, a more in depth understanding for the general area of study was 

achieved and the study proceeded to selection of relevant factual and methodological sources. 

These were then, as explained in section 2.2 OPERATIONALIZATION, synthesized into the 

study at hand. Practically the information and data was collected by using the Lulea 

University of Technology, literature search engine (Primo), and publically available search 

engines, such as Google. Some of the keywords used to identify relevant sources were: 
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"Searching in Big Data", "Database Efficiency Evaluation", "Query 

Methodology", Profile Matching", "Pattern Recognition", "Key Stroke 

Analysis", "Computer Science Methodology", “Biometrics”.  

 

To ascertain the reliability of the study, the selection of sources was mainly restricted to those 

deemed as being of a certain scientific standard or level of authority. The aim was to 

constantly find and use academical or expert level material. Where expert level material refers 

to such authorities in the field as major technology, research or development companies or 

institutions. The empirical material, found in chapter 4 SYSTEM RESTRICTIONS & 

CHARACTERISTICS, was collected by a combination of dialogs with the client company, 

documentation retrieved from them, and direct analysis of the present database system. No 

structured or direct interviews were conducted during this study, but unstructured 

conversations and meetings were held with the client company. There may be certain aspects 

that could have been covered better by structured interviews, but both the circumstances at the 

company and issues regarding the time frame resulted in the exclusion of this. It was decided 

to be more beneficial for the study to analyze the system, read the documentation and, when 

needed, ask the staff at the company for clarifications.            

 

2.4.1 Source Criticism 

The focus during the whole study was, as previously stated, to find authoritative and reliable 

sources. When concerning the literature study done in advance, it was quite easy to find a 

multitude of sources, but more difficult to find sources explaining database performance 

improvements and adjacent subjects in a more concise, comprehensive and basic manner. 

This resulted in a need to search and use multiple sources for the same topics to get a broad 

understanding of the topic. At the later stage, when the theoretical framework (see chapter 3) 

were to be compiled in the thesis, sources were chosen in respect to consistency, 

comprehensiveness and authority. Some sources that could have been preferred had to be 

excluded due to restricted access – e.g. with only access to summaries or abstracts.  

 

The only concrete confusion or problem with written sources, in connection with the 

theoretical framework, was in relation to indexing. Many contradictory definitions where 

found when it came to specific indexing types. This made the process of choosing a reliable 

source more complicated. The sources used in this study, which are Connolly & Begg (2010) 

and Elmasri & Navathe (2011), stated that the main indexing types are Primary index, 

Clustering index and Secondary index. Whereas other sources such as Stephens, Plew, & 

Jones (2011) named them Single-Column indexes, Unique indexes, and Composite indexes. 

The choice in the end fell on using Connolly and Begg (2010) along with Elmasri & Navathe 

(2011), due to familiarity with those sources since prior studies. Also, as long as the terms are 

defined and consistently used throughout this study, whichever is used should not matter.  

 

The methodological sources were identified and collected by broadly searching and reading 

about topics of evaluation, comparison and requirement analysis. Then deciding on the 

specific sources with a preferably academic or authoritative character. Regarding requirement 
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analysis, the source Kravhantering för IT-system (Eriksson, 2008), was already known and 

thus quite quickly decided about. This could certainly mean that other more detailed or 

authoritative sources were ignored. But the source chosen in this case should be adequate to 

contribute to a reliable analysis. It is also directly focused on IT-systems, which was seen as 

beneficial. Furthermore, certain aspects regarding operational efficiency was included, since 

those were deemed transferable to the efficiency evaluation of IT-systems. More precisely, it 

concerns the different types of improvements that can be made – e.g. more-for-less or more-

for-more. Furthermore, the terms used in connection to these were quite precisely defined and 

were only used to add an additional aspect, regarding different types of improvements, to the 

analysis.  

 

In regard to the empirical information or data, no major issues were identified. The source 

was the client company and its staff, which should be judged as reliable primary sources. The 

only potential issue in relation to this could be lacking documentation regarding certain 

details of the system, or misinterpretations. With more available documentation it could be 

easier to quickly grasp certain aspects. This made it more important for good communication 

between the authors and the client company.  

 

On the whole, the sources used in this study are regarded as reliable and authoritative enough 

for the study to have a solid basis. 
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3 THEORETICAL FRAMEWORK 

 

As previously mentioned, the primary part of the theoretical framework will be the different 

methods for improving search and pattern recognition in Big Data. There are both more 

complex frameworks and general methods, or techniques, for improving search in Big Data. 

These will be further described in the following sections.  

 

3.1 BIG DATA FRAMEWORKS & TECHNIQUES 

In this section, a few of the more common frameworks and techniques developed specifically 

for managing Big Data will be described.  

 

3.1.1 NoSQL 

NoSQL can be defined as a collection of different database management systems (DBMS) 

and does not use the common SQL language to inquire data like relational DBMS (RDBMS) 

(techopedia, 2015). The term NoSQL was re-launched in 2009, but has actually existed since 

the 90s. NoSQL is sometimes interpreted as “Not SQL” which is somewhat a 

misinterpretation of the term. The more correct interpretation is “not only SQL”, and this is to 

point out that SQL queries can be used in NoSQL databases when needed. (TechWorld, 2015) 

 

NoSQL databases are primarily used to handle large datasets in distributed systems using 

different kind of methods than the traditional RDBMS methods, in order to group 

information. This is the main reason NoSQL is quite popular in systems that include cloud 

computing and Big Data. (TechWorld, 2015) 

 

As mentioned before, NoSQL databases differs from regular RDBMS where the tables, rows 

and columns do not have the same significance as they do in relational databases. There are 

four main types of NoSQL databases that are going to be discussed: Key-Value databases, 

Document databases, Column-family databases and Graph databases. (Brooks, 2014) 

 

 Key-value database: This type of NoSQL database has existed for a while now and is 

used to store the information, in form of pairs, where one is the index key and the 

other is the data belonging to that key. The index key is used to quickly find the 

precise data paired with it and thus manipulate the data held in the internal memory 

(TechWorld, 2015). As an example, in a given web page, the URL acts as the index 

key but the content of the page is the data belonging to that key and can be expressed 

as different data forms such as HTML, PHP, JavaScript or binary data (Brooks, 2014). 

Aeropspike is a known example of a key-value database 
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 Document database: This type of database, which can also be called aggregate 

database, share a lot of similarities with the previously discussed key-value database. 

However, the exception in this database is that the value is actually linked to a key that 

consists of either structured or semi-structured data, this data can be defined as a 

document. One can query through specific parts of the document, which is good in 

case one is searching in large data sets. Let us take a book database as an example, 

where the key is the actual book title and the value of that key is the metadata of the 

book declared as an XML document (Brooks, 2014). In other words, one can due to 

this find the book by searching for things related to it, like the authors name. 

MongoDB, Cassandra, CouchDB and DocumentDB are a few examples of known 

document databases. 

 

 Column-family database: This type of database actually consists of tables, but unlike 

the traditional relational database, the information is organized in columns rather than 

rows (TechWorld, 2015). To clarify, let us say that a given URL is the key, and each 

column is an alteration of the document. Each column-family consists of information 

about the URL, one column-family includes the metadata about the URL or web page, 

another family includes information about when the page was last altered, what was 

altered and how much it actually was altered and so forth (Brooks, 2014). Cassandra is 

also used for building column-families along with BigTable and Hbase.  

 

 Graph database: This type of database focuses on the relationship between diverse 

entities. The information in a graph database is split into three parts, nodes, edges and 

the attributes of the latter. Each node represents a distinct entity where each edge of 

these nodes represent a distinct nature of relationships (Brooks, 2014). These 

databases are especially suitable if information is to be presented using a tree structure 

(TechWorld, 2015). Neo4j, GraphDB and InfiniteGraph are some of the graph 

databases used. 

 

Using NoSQL has proved to increase the speed of conveying data, as well as reducing the 

development time for companies, mainly because there is no longer the need to use the well-

known JOIN query found in SQL, in order to match data over several tables and generate a 

final view. Companies also find NoSQL beneficial in terms of its elasticity and scalability, 

where the company can add new loads on its application without being concerned that it will 

not be able to handle it. (Vaish, 2013)  

 

3.1.2 Apache Hadoop 

Hadoop is an open source software framework that facilitates distributed processing of Big 

Data across clusters of commodity hardware3. This software is designed to be able to go 

                                                 
3 A group of low-cost hardware, such as desktop computers or servers that are connected through a network. 

(techopedia, 2015) 
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through anything from a single server to thousands of different machines with a high degree 

of fault tolerance (IBM, 2015). Hadoop is written in Java and after it was created, the 

software was passed on to the Apache Software Foundation where it is now maintained as an 

open-source project. Hadoop is known for having been implemented in several familiar 

organizations, such as Facebook, Netflix, LinkedIn and more. (Schneider, 2012) 

 

The environment surrounding Hadoop is made up of several cluster components that include 

master nodes, data nodes as well as worker nodes. (Schneider, 2012) 

 

 Master node: Most of the Hadoop implementations include various master node 

instances, which has proven to help eradicate the risk of a single point of failure 

compared to only having a single master node. The master node uses three main 

software components to help process data. (Schneider, 2012). They are:  

 

 JobTracker: The purpose of this process is to connect with the client 

applications along with allocating MapReduce tasks, which will be 

discussed more in subsection 3.1.3, to distinct nodes within the cluster. 

(Schneider, 2012) 

 

 TaskTracker: This process has the ability to receive the tasks allocated 

from the previously mentioned JobTracker. (Schneider, 2012) 

 

 NameNode: The purpose of this process is to know where the data is 

stored within the cluster, along with creating a directory tree that includes 

all the files within the Hadoop Distributed File System (HDFS)4. The 

Client applications communicate with the NameNodes in the need of 

locating, adding, copying or deleting a file. (Schneider, 2012) 

 

 DataNodes: DataNodes are known for storing data in the HDFS along with 

replicating data across clusters. The client applications can interact with the 

DataNodes after getting access to the DataNode’s address through the NameNode. 

(Schneider, 2012)  

 

 Worker nodes: A regular Hadoop implementation usually consists of dozens or 

even hundreds of worker nodes with enough processing capability to analyze 

petabytes of data. Each worker node includes a DataNode along with a TaskTracker. 

(Schneider, 2012) 

 

Managing Big Data can be a challenging process. Hadoop simplifies these challenges by 

providing companies and organizations with new practical and effective approaches for 

                                                 
4 Hadoop Distributed File System or HDFS is a distributed file system designed to be implemented on low-cost 

hardware along with being highly fault-tolerant. (hadoop, 2015) 
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storing, processing and analyzing large datasets using commodity hardware only. (Lublinsky, 

Smith, & Yakubovich, 2013) 

 

Some of the reasons why Hadoop is considered to be such a powerful tool when it comes to 

managing Big Data are: 

 

 Large storage space: As mentioned before, Hadoop allows applications to manage 

and process petabytes of data through thousands of nodes. Several computer 

scientist have concluded that one can combine the commodity nodes into clusters, in 

order to obtain high-performance computing along with a larger storage space. This 

will exceed the power and storage of so called supercomputers for a much cheaper 

price. (Lublinsky, Smith, & Yakubovich, 2013)  

 

 Efficient processing and accessing to data: Before Hadoop came to exist, 

computers within the same cluster had trouble in distributing the execution of 

applications between each other because of the high I/O (Input/Output) 

performance, along with the need for great shared data storage. Hadoop meets these 

challenges by decreasing the I/O weight through avoiding random data access and 

instead, process the data in a gradual manner (Lublinsky, Smith, & Yakubovich, 

2013), also known as sequential access. (webopedia, 2015) 

 

 Scalable and reliable: When it comes to a cluster, the chances of a system failure 

occurring is high and these chances increase with the increase of the cluster size. 

Hadoop is designed to prevent these failures of creating conflicting data. If Hadoop 

were to detect a failure in a certain node or nodes, it will re-execute by taking 

advantage of different nodes. Hadoop also includes scalability support, were 

companies and organizations can implement new servers or workstations into a 

cluster to be used directly for data storage and processing. (Lublinsky, Smith, & 

Yakubovich, 2013) 

 

In general, Hadoop is an easy to use platform for solving and performing complex 

calculations of different problems within a company or organization’s Big Data. (Lublinsky, 

Smith, & Yakubovich, 2013) 

 

3.1.3 MapReduce 

MapReduce was designed by Google engineers as a general programming model that include 

essential requirements such as load balancing, data manipulation, fault tolerance and parallel 

execution. The term MapReduce came to exist by combining the two terms that are known to 

be used in practical computer languages, which are map and reduce. (Hurwitz, Halper, & 

Kaufman, 2013)  

 

The first process in MapReduce is the mapping of the data using key/value pairs, whereas in a 

usual DBMS the data is stored in columns and rows. The first part of the key/value pair is the 
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key, which can be compared to a column in a relational database. As an example, instances of 

keys can be Name, Number of children and Place of residence. The value is then the 

instance of the data that is related to the keys such as Megan Rayburn, 3 and New York. By 

combining the keys and values, the result would be Name/Megan Rayburn, Number of 

children/3 and Place of residence/New York. These key/value pairs are then submitted into 

a function that breaks the data into several files that are distributed across several nodes. Each 

node then calculates the intermediate value from its own dataset. As an example, how many 

with the name Megan Rayburn resides in New York. One node might come up with 55, 

another node might come up with 62, and so forth. (Schneider, 2012) 

 

The reduce process takes all of these intermediate values from all the nodes and integrates 

them into a list to calculate the total value of the submitted key/value pairs. In this case it is 

the total number of people with the name Megan Rayburn residing in New York. (Schneider, 

2012)  

 

3.2 GENERAL METHODS 

In this section, the more general methods for searching in databases will be explained.  

 

3.2.1 Brute Force Search 

Brute force search or exhaustive search, is a method of searching and identifying data in a 

sequential manner. This means one test all possibilities one after another (Weisstein, 2015). 

As one can imagine this is a simple method, but when used on big databases it can be 

relatively slow. In practice, a brute force search is characterized by primarily identifying the 

main parameter, then generating or checking this against the first candidate record. If the first 

candidate is rejected, the system will check against the next candidate. In more complex 

systems, such as Behaviosec's when the intention is to find the relatively best match or 

multiple entries, it leads to the system being forced to search the whole dataset (Black, 2015). 

 

3.2.2 Indexing 

Briefly, indexing is a type of data structure that simplifies the searching process for a DBMS 

(Database Management System) by rapidly locating the data through boosting the query 

response time. Even though an index is not a necessary factor to implement in a DBMS, but if 

implemented it can have an impressive effect on performance. In order to understand the 

concept around indexing in a database more, one can look into the index of a book. If one 

need to find a specific term in a book he searches through the index where all terms are 

ordered in a specific way, usually alphabetically, in order to find the term quickly instead of 

having to go through every page in the book to find it. The same rule apply for indexes within 

a database, by using indexes it becomes unnecessary to gradually go through all of the records 

within an entity. Instead, each index contains the specific data that is required and where it 

can be found. (Connolly & Begg, 2010) 
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Even though indexing increases query performance, one has to be able to determine when to 

implement indexing and when not to. Using indexing on small tables is unnecessary and can 

actually decrease performance, since it might take longer to scan through the index for 

specific data than actually performing a regular data search. One should also keep in mind 

that the more indexes a table has, the more it will affect the altering performance of that table. 

By altering a table one must also alter all the indexes used by it. This is why it is always 

recommended to implement indexing on tables with large volumes of data and tables which 

are not updated so frequently. (Microsoft, 2015) 

 

The index architecture consist of a specific search key and a record containing a key value, 

along with the location of logical records stored within a data file, and the index records 

stored within an index file. (Connolly & Begg, 2010).  

 

According to (Connolly & Begg, 2010) there are three main index types:  

 

 Primary index: The Primary index is specified on a data file that is ordered on a 

particular key field5, which is usually the primary key of the entity. (Connolly & 

Begg, 2010) 

 

 Clustering index: Just like the Primary index, the clustering index is specified on a 

sequentially ordered data file, but the data file in this case is ordered on a non-key 

field. (Connolly & Begg, 2010) 

 

 Secondary index: Secondary indexes are primarily used to enhance the performance 

of the attributes within an entity aside from the primary key. Unlike the Primary index, 

the secondary index does not have to include unique values. It can be generated from a 

non-key field which can include duplicate values. (Connolly & Begg, 2010) 

 

It is to be noted that a single data file can have several secondary indexes but only one 

primary index or clustering index. Furthermore, an index can be sparse, which means that it 

only has an index record for parts of the search key values in the data file and not all of them. 

The index can also be dense, meaning it has an index record for each and every search key 

value in the data file. (Connolly & Begg, 2010) 

 

Thus far, the so called single-level indexes have been described. When the index file start to 

expand over several pages, it is normal for the search performance for the specific index to 

decrease (Connolly & Begg, 2010). To solve this problem, a multilevel index is created for a 

single-level index if the latter uses one or more disk blocks. The single-level index will be 

considered the first level index in the multilevel index structure. The index created for the 

single–level index is a primary index and is considered to be the second level in the 

                                                 
5 Key field: is a field within an entity that holds unique data such as employee ID or a product code. (PC 

Magazine, 2015) 
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multilevel structure. If necessary, a third level primary index can be created for the second 

level and a fourth level primary index for the third level and so forth. Each primary index has 

one entry for each block found in the level above it. For example, the third level primary 

index has one entry for each block found in the second level. A block in this case includes 

several index entries. (Elmasri & Navathe, 2011) 

 

Another type of indexing structure used is the tree structure. The following terminologies to 

be introduced are the most commonly used when discussing tree data structures. A tree 

consist of nodes that are structured in a hierarchical matter. Each node in the tree has a parent 

node and zero or more child nodes, except the root node which has no parent. A child node 

is always a level more than its parent. A leaf node is the node that has no child nodes and a 

non-leaf node is called an internal node (Elmasri & Navathe, 2011). When mentioning the 

depth of the tree, one refers to the number of levels between the root node and a leaf node 

within the tree (Connolly & Begg, 2010).The depth of the tree is also known as the number of 

access operations needed to find the specified record (TechTarget, 2015). An example of tree 

structures used in various DBMS are the B-tree and B+-tree (Elmasri & Navathe, 2011) also 

known as a balanced tree. (Connolly & Begg, 2010)  

 

When data is stored on hard drives rather than in the random-access memory (RAM), it takes 

a longer time to access the data, since hard drives are usually slower than the RAM when it 

comes to processing data. Another type of tree structure, called binary tree, is used to find 

database records when they are found in the RAM. The binary tree allows only two child 

nodes for each parent nodes which makes the order two. The order in a tree is measured by 

the number of child nodes per parent node. So the number of leaf nodes in a binary tree is 

always going to be 2n where n is the number of nodes between the root node and a leaf node. 

This means that the binary tree has more depth than B-trees where the latter allows each 

parent node to have more than two child nodes. Since the binary tree is used when data is in 

the RAM, one does not focus on the depth of the tree because the RAM is known to be a fast 

data processing media. But if the data is found on a hard drive, one focuses on minimizing the 

tree depth as much as possible, this is where the B-trees come in handy. (TechTarget, 2015) 

 

As mentioned before, the B-tree is used to decrease the number of access operations needed to 

find the specified record in order to increase search performance. By decreasing the depth of 

the tree, the data can be found by going through fewer nodes. (TechTarget, 2015)  
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Figure 1. Comparison between binary tree and B-tree (TechTarget, 2015) 

 

In Figure 1, the tree on the left is a binary tree, where each parent node has two child nodes, 

and the one on the right is a B-tree, where each parent node can have more than two child 

nodes. The depth of this binary tree is four which means that in order to reach the leaf node, 

where the specified data is stored, the disk is required to be accessed four times. Whereas in 

the B-tree, the depth is three which means that the required disk access is lesser than in the 

binary tree. So by decreasing the depth of the tree the searching performance is improved. 

(TechTarget, 2015)  

 

The B+-tree is a more enhanced version of the B-tree. In a B-tree the data pointers can be 

associated with internal nodes, which means that finding the specified data would require to 

scan through all levels. While in a B+-tree, the data pointers are only stored at the leaf nodes. 

Hence finding certain data would only require a linear scan through all the leaf nodes in the 

tree. (Elmasri & Navathe, 2011)  

 

3.2.3 Data Modeling & Database Tuning 

A database model is designed based on certain requirements specified by a client, or for 

personal usage. The database model can either have a negative impact on overall database 

performance, if designed poorly, or a positive impact if well designed. (L-card, 2015) 

 

When designing a database model, specifically a relational database model, a lot of focus is 

put on normalizing the database as much as possible. Normalization is a process where all the 

attributes that depend on keys other than the primary key are either separated into different 

attributes, or a new table with that attribute is created. At the end of the normalization 

process, all attributes within an entity should only depend on the primary key, hence 

eliminating data redundancy. If normalized correctly, the user should end up with smaller 

tables and rows (L-card, 2015). This will, according to Stephens, Plew, & Jones (2011), 

provide the user with a more flexible database design, given that the tables have been 

separated into more narrow tables, making it easier to modify the data within them. This will 

also provide the user with increased data consistency and integrity along with more disk 

space, given that the data redundancy is reduced to a minimum. Stephens, Plew, & Jones 
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(2011) continues with stating that normalizing a database increases security handling, in a 

manner of giving the administrator less complicated ways to authorize user access to certain 

tables.  

 

The main purpose of database tuning is improving the query response time along with the 

overall input/output (I/O) performance of data transactions (Elmasri & Navathe, 2011). 

Normalization fails to meet that purpose by actually contributing in decreasing the database 

performance. Certain aspects such as CPU usage, memory usage, disk usage, and I/O 

performance are affected throughout the query executions. When a database is normalized, 

the number of join queries will increase meaning that the database has to localize more tables 

in order to find the requested data. This will require more CPU power, memory usage, disk 

usage and I/O performance hence decreasing overall database performance. (Stephens, Plew, 

& Jones, 2011)  

 

When database performance becomes an issue, denormalizing the database can be a step in 

the right direction. Denormalization is a process where the user decreases the level of 

normalization to a certain degree, based on user requirements, through migrating certain 

tables into one table. This is mostly recommended when handling large sets of data, where 

computations occur within tables holding millions of rows of data. (Stephens, Plew, & Jones, 

2011)  
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4 SYSTEM RESTRICTIONS & CHARACTERISTICS 

 

In this chapter, the system restrictions and its characteristics relevant to the evaluation of the 

database methods will be described. 

  

4.1 SYSTEM DESCRIPTION 

The system concerned in this analysis is, as mentioned in the introductory chapter, about 

authentication of users by using behavioral biometrics (also referred to as Behaviometrics). 

More specifically the system registers, depending on which device (mouse, touch or 

keyboard) is used, keystrokes or movement patterns along with frequencies.  

 

At present time, there are versions for three different platforms available: 

 

1. Desktop 

2. Web 

3. Mobile. 

 

The Desktop version, with the brand name BehavioAion, is transparently installed out-of-view 

from the end-user, while the web (with brand name Behavioweb) and mobile versions (with 

the brand name BehavioMobile) are easily installed with a code added to the form or 

application. The authentication is then done on the server-side (Costigan, 2012). When used 

with a physical or digital keyboard on a desktop, web or mobile device, the system among 

other things register how long a key is pressed, how long the flight between keys are, and the 

total time of the whole sequence – from keypress on the first key in the sequence to the 

keyflight on the last . All the timing data is then saved for every keypress and keyflight 

combination – e.g. A to B or A to C, and the sequence e.g. A, B and C. The timing data for 

each user and profile then produces “normal distribution curves” for each key combination 

and a general for each profile. Depending on how the system is setup and what threshold is 

defined, the likelihood of false accepts or false reject will be higher or lower (Nordström, 

2015).  
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Figure 2 Example of user & impostor distribution curves (Behaviosec, 2012) 

 

Above is an example of the curves for a user and an imposter. The false reject and false accept 

is within the threshold between the two curves – false accept is where the user line crosses the 

imposter line and vice versa. Even though the model and example in this context is focused 

on use with username and password fields, the system is built to be adaptable to many 

different environments, purposes and devices. It can even be used to actively and 

continuously, while a user is using the computer, match the user behavior against the stored 

profiles (Behaviosec, 2015). 

 

4.2 DATABASE STRUCTURE 

The database connected to the system is implemented as a relational database, administered 

through MySQL, running on a JBOSS6 server, and the application being deployed with the 

help of a JavaScript. The data stored is JSON7 formatted and include timestamps (Behaviosec, 

2014).  

 

The database is structured as can be seen below in Figure 3. In short, there are a few entities 

that are relevant to this study. They are, PROFILE, USER and REPORT. The PROFILE and 

USER entities are important due to the fact that they are the main identifiers both in the 

database and the system itself. Every user can have several profiles, which are identifiers for a 

specific field known as the attribute “Target” – e.g. password field or username field. 

Obviously a profile can only have one user. In the PROFILE entity, the behavioral data is 

stored along with the “Type” of input – text, anonymous, or mouse - the profile is concerned 

with. It also registers which “Device” is used – i.e. Android, Windows phone, or desktop. 

The REPORT entity is a storage for historical data, and can be viewed in the administrator 

dashboard. The REPORT entity stores both the “Score” and “Confidence” of the user during 

                                                 
6 A  JBOSS server is an application server, developed by Red Hat 
7 JSON is a standardization and stand for JavaScript Object Notation.  
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a specific session, along with the behavioral “Data” – which is more or less identical to the 

behavioral data stored in PROFILE. In the REPORT entity “IP” addresses and “Useragent” 

– i.e. if it is a browser, desktop or mobile that is used, is also stored. Every SESSION can have 

one or multiple reports connected to it, depending on the number of profiles and fields 

processed during that session. Every REPORT can also have several REPORTITEMS, like e.g. 

“Password” or “Username” connected to it. One then can also obtain a total “Score” and 

“Confidence” number for every session– which is calculated from the “Score” and 

“Confidence” numbers connected to every report of each session. As can be seen in Figure 3 

not all entities are directly connected. The communication and transactions between these are 

handled on the application level.  

 

 
 

Figure 3 Behaviosec Database Model 

 

4.3 DATABASE PROCESSES 

The system collects a diversity of data during a session (see, Figure 3) about user key strokes, 

mouse movements or other touch movements. A profile is then created for every type of input 

for each user. Every time the system registers a new input for a certain field (called “target” 

in the PROFILE entity) it is compared to existent profiles and given a score in relation to the 
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closest match. This is then saved in a REPORT entity as historical data with the calculated 

score and confidence level. When a new session immense, the input of a user is again 

compared to existent profiles with the help of fuzzy logic, which means it searches for the 

closest match (see subsection 1.5.5 Fuzzy Logic). This is all done dynamically during the 

session. At present time, when the “User ID” (see Figure 3 Behaviosec Database Model) is not 

known, the system need to search all the profiles to find the best match, something that is 

done by a simple brute force search. This is very inefficient as the amount of data increases. 

Every time when a match in the PROFILE entity is found, the profile is updated. This gives 

the profile an iterative character - meaning it constantly changes. 

 

 

 

 

  



 26 

5 EVALUATION 

 

At the present time, as mentioned previously, when the system is unable to match a profile to 

a specific user instantly, a brute force process is initiated where the system gradually searches 

through all the data records, which in this case can be millions of records. This process is 

considered both inefficient and time consuming. This chapter will focus on analyzing and 

evaluating solutions that could possibly aid in improving the profile matching performance of 

the system at hand. As stated in chapter 2 METHODOLOGY , this will be done by discussing 

the different aspects of the methods described in relation to the character and restrictions of 

the database, as explained in chapter 4 SYSTEM RESTRICTIONS & CHARACTERISTICS.  

 

The following solutions will be evaluated in relation to these aspects mentioned by Eriksson 

(2008), functionality, usability, performance and reliability. However, the functionality 

aspect, being capable of searching the database, is considered fulfilled by the methods and 

solutions discussed below. Meaning that it is unnecessary in this case to discuss this aspect in 

the evaluation of each method. The system will also be evaluated in regards to the solution’s 

performance and efficiency as stated in subsection 2.2.2.2 Efficiency and Performance 

Evaluation, where performance is defined as the result in relation to a benchmark, and 

efficiency the input per unit.  

 

To start with, there are certain methods that can be rejected at the initial stage. One is major 

structural changes of the data model in general, since the client has rejected this approach. 

The other is the implementation of Hadoop and NoSQL solutions due to the fact that the 

current system needs to be restructured and redesigned in order to implement the solution. 

Even though these solutions are currently rejected by the client, they will still be touched 

upon as solutions that can be considered for the future.  

 

5.1 GENERAL SOLUTIONS 

As mentioned in subsection 3.2.2, indexing increases the search performance by pointing the 

system to the exact location where certain data is stored within a table. It is also effective 

when implemented in databases with large volumes of data.  

 

As can be seen in Figure 3 and mentioned in chapter 4, at present time the profile is saved 

continuously every time a user writes in the connected field or form. Depending on the 

confidence calculated by an algorithm, the profile is updated. Every session and instance of 

input is then stored in the REPORT entity with confidence, score, and IP along with other 

attributes (see Figure 3). The fact that it is continuously written to, altered and updated, will 

result in indexing, in general, being problematic in connection with the core attributes – such 

as the timing data. Even if indexing would increase the profile matching performance, it 

would decrease the performance of the update and alteration process because of the need to 

update the index every time that the profiles are updated. Hence, the improvement in 

performance would be null or very small. Still, indexing could be used in connection with 
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attributes that are updated to a lesser degree. In this case, one attribute that has a more static 

character is the IP address connected to the users and profiles. As can be seen in Figure 3, the 

IP addresses are stored in the REPORT entity. Hence, secondary indexing could be used in 

connection with these since the IP column is considered to be a non-key, as explained in 

subsection 3.2.2. If the IP column were to be indexed, the number of records needed to be 

traversed would certainly be narrowed down. Meaning that the matching process would be 

more efficient. In certain cases, such as traveling or using mobile data, clients could be using 

external networks and therefore also temporary/unknown/unidentified IPs. This could be a 

problem since the client company only store the IP addresses of its customers. If a user from a 

customer company is connected to a network outside his company’s private network, the IP 

address would not be found in the client company’s database. A simple solution to this, which 

is already implemented by many companies, are VPNs8. This will remotely connect the user’s 

device to the company’s private network through a secure tunnel, therefore solving the issue.  

 

Another way indexing could be implemented in this case is to divide e.g. the timing data in a 

number of intervals. The logic behind this is that a specific user and profile is almost certainly 

unique, and every user have their way of using the computer keyboard, mobile device or other 

devices used for input data. Hence, every profile will differ in average values, variance and 

distribution for certain key combinations and sequences. Since some profiles will be more 

similar and others less, these values could be used to limit the amount of data needed to be 

searched.  

 

In this case though, the index has to be static and not updated constantly as the data attributes 

are, since otherwise it will result in more strain on the database system. The reason for this is, 

as mentioned above, each time an attribute is updated, the index of that attribute has to update 

to, which will result in poor performance. Having a static index or interval on the timing data 

works because the aim is to limit the data needed to be searched. There is no need for precise 

intervals, it will anyhow decrease the number of data records that it needs to match against. 

The profile matching time will be divided by approximately the number of intervals defined. 

Since some profiles will be lying just on the border between two values, the system would 

also need to be setup in such a way that if no match is found in the primary value interval, it 

would search the second to closest value interval. Dividing the timing data entries needed to 

be searched, could also be done by other methods, such as clustering or sorting in different 

ways. Still, sorting alone should be considered a solution less likely to be usable, since the 

matching time would differ every single time depending on where the unique value for the 

user is placed, in ascending or descending order. No matter which other specific method is 

used, one could in this case use statistical data such as average, variance or normal 

distribution from the timing data of the profiles.  

 

One could also divide the profiles or users into three categories depending on the typing speed 

of each user such as, fast, medium and slow. Each category will be assigned a range of values. 

                                                 
8 VPN stand  for Virtual Private Network, and is a way a user can access a private network or intranet securely 

even though one is abroad or on a public network. 
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Then depending on the calculated value the user obtains when logging in, the system will 

search through the category in which the calculated value is found within its assigned range of 

values. An example of how the search process could look like is illustrated in the figure 

below. 

 

Figure 4 Example of searching through a range of values using a B-tree 

 

As illustrated in Figure 4, there is a range of values for each category, slow, medium and fast. 

Each category in the root node has a pointer to a specific internal node, where each category’s 

range of values is divided into three smaller portions, or ranges, in order to narrow down the 

search even more. Then each of those portions point to a specific leaf node that include the 

records of all the users within that limited range of values. These indexed records include a 

data pointer to where they can be located in the table. The system then searches, using fuzzy 

logic, through the limited range of users specified in order to find the closest match to the 

unknown user. It is to be observed that the system does not search for the exact value the user 

obtains upon logging in, since this value might change slightly each time the user logs in. 

Instead the system compares the timing data, as mentioned in chapter 4, to find the closest 

match. 

 

In this example (see Figure 4), the user obtains the value 84 after logging into the system. The 

search process starts at the root node where the system identifies that the value 84 is within 

the [61-100] range. The [61-100] range includes a data point to a specific internal node which 
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the system can traverse to. The system then calculates that the range [81-100] includes the 

value 84. This points the system to the specific leaf node where all the data records within this 

limited range are stored. Each record in this node point to a specific row within the table 

where the system can easily obtain them. This allows the system to target a specific range of 

data within the table to obtain a match, instead of having to perform a full table scan using the 

exhaustive search method. 

 

It is to be noted that both the values and the structure used in the example illustrated in Figure 

4 are only theoretical. If this solution is to be implemented on databases storing Big Data i.e. 

millions of records, the structure will obviously differ from the one illustrated where the 

number of nodes will be greater, thus obtaining a larger tree structure. The result would still 

be consistent i.e. improve the search performance.  

 

All of the solutions described above are related one way or another to indexing. Indexing as a 

solution would decrease the time needed to locate and match a profile without the need to 

redesign the database or adding new resources. This would provide the client with an increase 

in performance having the same efficiency, resulting in a more-for-same improvement. 

Concerning the client’s requirements, stated in subsection 2.2.2, this solution satisfies the 

performance aspect by means of increasing the search speed. The usability aspect is also 

fulfilled in this case, due to the fact that no changes concerning the database and hardware 

structure is required to implement indexing. As mentioned earlier, the functionality aspect is 

fulfilled by all methods mentioned in this study and specially indexing, in which the 

functionality improves by increasing the search speed. In the matter of reliability, this 

solution is considered controversial, mainly due to the fact that the volume of the database 

will increase with time. As the database volume increases, the time needed to locate a match 

would also increase, meaning that the indexing solution could reach a point where it would be 

considered insufficient. In case of this occurring in the future, more Big Data specific 

solutions should be taken into consideration. These will be discussed further in the section 

below. 

 

5.2 FUTURE DEVELOPMENTS 

The database system implemented by the client, in this case, falls under the Big Data 

category, mainly due to the fact that large volumes of data are stored along with the need to 

handle this data as efficiently as possible. This database is constantly expanding, meaning that 

implementing certain Big Data technologies should be considered for the future. Even though 

the client is not currently focusing on implementing a new system, certain frameworks and 

databases mentioned in chapter 3 might be taken into consideration for the future.  

 

5.2.1 Tuning solutions 

As previously discussed in subsection 3.2.3, the CPU usage, memory usage, disk usage, and 

I/O performance are affected by the number of tables and amount of data that needs to be 

handled during a query execution. The more tables there are, due to normalization, the more 
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resources would be needed, hence decreasing overall database performance. A solution to this 

would be denormalization e.g. migrating or combining certain tables. 

  

As mentioned in section 4.2 regarding Figure 3, the entities analyzed in this study were 

PROFILE, USER and REPORT. The only join relation observed between the mentioned 

entities is the one between USER and PROFILE. Denormalization in this case would not 

contribute to any remarkable usage improvements regarding the hardware resources, hence 

resulting in no change in the database performance. Instead, the denormalization of these two 

entities would provide the database with unnecessary redundant data, making the table 

difficult to organize and index.  

 

Denormalization, in this case, would neither improve the performance nor the efficiency of 

the system, but might instead contribute in further complications concerning the management 

of the merged tables. This solution would also fail in fulfilling the usability aspect due to the 

fact that the database would have to be restructured. As for reliability, denormalization is not 

considered adaptable to the system as it is now, and would be difficult to adapt in the future as 

well, meaning that denormalization is not a reliable solution.  

 

As the client’s system is setup now, not much can be done regarding tuning their database 

(see subsection 3.2.3 for database tuning). When considering tuning the database in the future, 

implementing a Hadoop solution could be an effective approach for storing, processing and 

analyzing large data sets with the help of commodity hardware. Instead of investing in 

expensive hardware, a Hadoop cluster consisting of several nodes, sharing hardware 

resources, would provide the client with a more cheap and effective approach. As explained in 

the subsection 3.1.2, the sharing of the commodity hardware within the cluster would provide 

the client with greater storage space and a more efficient way for processing and accessing 

data by enhancing the I/O performance. This would also provide the client with a more 

scalable and reliable system, by being able to add nodes to the existing cluster without any 

complications and with a high degree of fault tolerance. This will be evaluated furthermore in 

the section below. 

 

5.2.2 Implementing Big Data specific solutions 

As the volume of the data increases, the time it takes to traverse through the client’s database 

would also increase. As this occur, the more traditional solutions such as, indexing, modelling 

and tuning will not be as effective in handling this data. This might be the time to move away 

from the traditional solutions to more Big Data specific solutions such as, NoSQL and 

Hadoop. Both these techniques were, as explained in section 3.1, designed specifically for 

handling Big Data, meaning that they have some overlapping characteristics. The main 

common characteristics being the ability to use commodity hardware within a cluster, the 

ability to manage both structured and unstructured data, providing fast processing and 

accessing of data along with being scalable. NoSQL is broadly used for fast reading and 

storing of data. While on the other hand, Hadoop is broadly used for parallel processing of 

data across several nodes. Hadoop is able to manage the work distribution amongst the nodes 
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with MapReduce. As explained in subsection 3.1.3, MapReduce separates key/value pairs into 

several files and distributes them within the cluster. 

  

All of the attributes related to Hadoop and NoSQL mentioned above, would provide the client 

with a more efficient system, through sharing of hardware resources, along with increased 

performance through fast accessing and processing of data. This will result in a more-for-

same improvement in case the client use their current hardware. In case the client is in need of 

new or more hardware resources in order to implement the solution, the result would be a 

more-for-more improvement. If implemented, the system might not need to use all of the 

resources for effective performance, this would result in a more-for-less improvement, which 

is considered the most optimal case. As mentioned in subsection 2.2.2, the client’s 

requirement needs relates to the usability and the performance of the solution. Implementing 

either Hadoop or NoSQL would, as mentioned, increase the performance, i.e. decrease the 

time needed to search the database and match against a profile. Whereas the usability aspect 

would not be fulfilled, due to the fact that these solutions would require changes in the 

database and hardware structure. It is to be noted that Hadoop can be integrated with the 

current MySQL RDBMS used by the client, but would require changes in the hardware 

structure. On the other hand, no changes in the hardware structure are necessary when 

implementing a NoSQL database, but this would require changes in the database structure. 

Considering that this solution is intended to be for the future development of the system, the 

reliability aspect should be brought to attention. As defined in subsection 2.2.2, reliability is 

about the solution implemented being adaptable to changes in the future. Hadoop and NoSQL 

fulfill this aspect due to their scalability and flexibility in handling both software and 

hardware changes.  

 

5.3 SUMMARY OF EVALUATION 

Now when the different methods for searching and profile matching in databases have been 

analyzed, they need to be compared and evaluated in contrast to each-other. This will be done 

in consideration to the different requirements defined in the subsection 2.2.2.1 Requirement 

Analysis and Definition.  

 

As already mentioned, all of the methods touched upon should be able to fulfill the 

functionality requirement, since all are able be to search a database. Hence, this will not be 

discussed in any more detail. The methods should also fulfill the reliability criteria, which 

has been defined as the method implemented in the database being adapted for future 

iterations of the application, along with sustained growth. In this case, indexing could be seen 

as fulfilling this depending on what kind of solution is used. As concluded, this will still 

depend on the growth-level, since at one point or another, indexing will be insufficient. The 

specific implementations mentioned in this study, such as indexing the IP and using the 

different timing data mentioned, would likely at one point or another also be insufficient in 

the future. In contrast, using Hadoop or NoSQL could lead to higher reliability even though 

they would not fulfill the usability criteria. NoSQL fail by not being possible to implement 

without making a major change in the database system, while Hadoop would likely lead to the 
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need for changes in connection with the hardware. Performance-wise, all methods evaluated 

in this study, except database tuning with denormalization, would be able to increase the 

performance to a certain degree. Denormalization is not considered to be a solution to the 

present problem, due to the fact that none of the aspects and requirements are fulfilled. The IP 

solution or timing data intervals solution would both likely result in quite big efficiency 

improvements by decreasing the number of records needed to be searched. The IP solution’s 

efficiency would be dependent on both the number of IP addresses, and the number of users 

connected to the specific IP addresses. In connection with the timing data intervals, this would 

be decided by the number of intervals that are decided to be appropriate.  

 

As for the type of improvements, the best one should be either a more-for-same or more-for-

less improvement, since these would mean that both the performance and efficiency of the 

present system would increase. These improvements are best obtained with the 

implementation of an index solution at present time, and the implementation of either 

Hadoop, NoSQL or both in the future.  
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6 CONCLUSIONS & FINAL REMARKS 

 

The aim of this study was to analyze and evaluate different methods for improving database 

performance, in order to find a better and more efficient way to search a database. To achieve 

this, certain aspects or criteria were defined.  

 

In conclusion, the study has shown that there are multiple methods that can be used to 

improve database performance in regard to profile matching. It has also shown that 

requirement analysis in combination with performance evaluation can aid in evaluation of 

certain database methods, in relation to a database system. Furthermore the results show how 

certain database improvement methods are better with more dynamic datasets and databases, 

and others with more static. E.g. Indexing should be used with more static data. 

 

What the study has not done is give a concrete suggestion on a solution. Due to this, the study 

can be seen more as a primary study, which should be followed by a more practical one. A 

future study could therefore investigate what kind of more specific solutions could be 

implementable. Then by performing practical tests, try to identify the solution that manages to 

increase performance the most without affecting the systems integrity. This would simplify 

the ranking of the different solutions as well, since one would be able to directly compare the 

measured time between them. It should also be beneficial to investigate further how Hadoop 

and NoSQL could be used to improve the present database systems, both in relation to 

hardware and software use. As always, one could also focus on more specific areas like 

programming or query improvements or other aspects of computational or structural 

improvements.  

 

The learning experience from this project has been major, even though difficult sometimes. 

Among other things, the realization that no matter with what, where, or how one work with 

system development, one need to prepare and structure the project in detail. Everything from 

what staff or IT resources are available, to what need to be prepared and structured. When 

working with requirements, one needs to predefine clear indicators that will guide the whole 

development process. Otherwise the obstacles one face during the process may be too 

complicated and come as a surprise.  

 

- By this we consider the study to be completed-  
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