
2008:061 CIV

M A S T E R ' S  T H E S I S

Proportional and Sporadic Scheduling
in Real-Time Operating Systems

 Mikael Bertlin

Luleå University of Technology

MSc Programmes in Engineering
 Computer Science and Engineering 

Department of Computer Science and Electrical Engineering
Division of Computer Communication

2008:061 CIV - ISSN: 1402-1617 - ISRN: LTU-EX--08/061--SE



 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Proportional and sporadic scheduling in real-time 
operating systems 

 

Mikael Bertlin 

March 10, 2008 



 
1 

Preface 

This master thesis has been done by Mikael Bertlin for Operax [1]; it has been conducted in 

Operax offices in Luleå with equipment supplied by Operax.  

I would like to thank Operax for giving me the opportunity to do my master thesis work for 

them. I have learnt so much about the inner workings of both the Linux and Solaris kernel, 

which is an area that I'm really fascinated with. Special thanks go to my supervisor Anders 

Torger at Operax for answering all my questions and helping me with design ideas. 

I'd also like to thank the people at the OpenSolaris forum [2] and the kind people working at 

Sun [13] that have through the OpenSolaris forums helped me a lot. There seems to be a will 

at Sun to help anyone that is working with their operating system. I always got fast and 

correct answers with plenty of pointers and information. They have really helped me a lot. 

Finally I’d like to thank my fiancé Jing Yan for supporting me during this master thesis. She 

has always been by my side, and her support has meant a lot to me. 

 



 
2 

Abstract 

Real-time systems consist of two different tasks, periodic and aperiodic (sporadic) tasks. 

Each of these tasks can have a hard or a soft deadline. When a system, containing both non 

real-time tasks, and real-time tasks, is faced with an overload situation scheduling its tasks is 

absolutely critical in order to guarantee the correctness of the system. That is, keeping the 

hard deadlines and also to guarantee good average response time for the soft deadline tasks. 

One problem that these kinds of systems face under overload is that normal tasks that do not 

have a real-time priority can suffer from starvation. Two of the possible solutions that can 

cure this problem are covered by this master thesis. One solution is to have a proportional 

scheduler, which is a scheduler that can assign a percentage of available CPU time to a task. 

The other solution is to have a Sporadic Server (SS) scheduler scheduling the tasks of the 

system. A SS scheduler works by handing out a budget to tasks, this budget represent the 

minimum guaranteed CPU time that this task have available. This budget will also be 

replenished within a period from where it was consumed.  

Under user-space a proportional scheduler, named: SCHED_PROPORTIONAL (SP), have 

been developed and implemented.  It works by letting each task reserve a percentage of the 

available CPU time. By doing this to all the tasks that are in danger of starving, the problem 

of starvation is solved. In kernel-space an implementation of the POSIX 

SCHED_SPORADIC (PSS) has been done. PSS is a sporadic server scheduling algorithm 

that hands out a budget to tasks, the budget represent the longest time that a task is allowed to 

have access to the CPU at a certain priority level. The part of this budget that is consumed is 

replenished within a specified time period from the time that is was consumed in the manner 

that the algorithm describes. 

The implementations have been done both in the OpenSUSE Linux and the OpenSolaris 

operating systems. Performance test have been done in user-space regarding scheduling 

overhead and introduced thread latency. In kernel-space only functions test have been made 

since the performance is viewed as good enough in kernel-space and the correctness of the 

implementation is more important to test. 

In user-space the test results indicate that a user-space scheduler can provide low overhead 

and good latency as long as the task using the SP-scheduler does not allocate more than 50% 

of the CPU time. If in which case the latency will increase rapidly and depending on how 

sensitive other real-time tasks are to this introduced latency have to rule if this scheduler can 

be used or not. But typically one would not have over 50% CPU time allocated for 

background service threads, which is the primary use of this scheduler.  
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1 Introduction 

Systems in the telecom industry are likely to be exposed to transient overload from time to 

time. In a system which has both real-time tasks and non real-time tasks overload can lead to 

starvation. Starvation means that the system has more work to do than it can handle, thus not 

all tasks will be able to execute. The only tasks that will get access to the CPU are the ones 

with the highest priorities. This will leave tasks with lower priorities starving for CPU time. 

They may never get to run and this might for example make the system inaccessible for a 

system administrator that is trying to login to the system. Since the system was not 

responding to the login attempt the system administrator might think that something was 

wrong and re-start the system. When in fact the system was working fine, serving tasks with 

higher priorities. But since the system was under overload the login task never got to execute. 

This problem can be solved with a proportional scheduling algorithm or a Sporadic Server 

(SS) scheduling algorithm, both of these solutions have been examined in this master thesis. 

A proportional scheduler could assign a percentage to all the background and login tasks. By 

doing this it would guarantee a percentage of the CPU time for these tasks, thus never letting 

them starve. The SS scheduler would simply assign a budget to each task, ensuring that no 

task needs to starve also. 

1.1 Goals and limitations 

Solving the thread starvation problem and implementing both a proportional scheduler and 

the POSIX SCHED_SPORADIC (PSS) scheduler has been the problem area and the main 

goal of this master thesis. PSS have been implemented under kernel-space in Linux and 

OpenSolaris. The proportional scheduler, from here on called SCHED_PROPORTIONAL 

(SP), has been developed and implemented under user-space in Linux. 

The reason to do the implementation both for Linux and OpenSolaris is simply because 

Operax deploy their software on the both platforms. Thus there is a need to do the 

implementation on both operating systems. Unfortunately it was not possible to implement 

SP in user-space under OpenSolaris. 

The main purpose of this master thesis has been to solve the problem just described, which is 

to: 

• Develop, implement and investigate SCHED_PROPORTIONAL (proportional 

scheduling in user-space). 

• Implement and verify POSIX SCHED_SPORADIC (sporadic server in kernel-space) 

in both Linux and OpenSolaris. 

• Solve the thread starvation problem by doing the above. 

I have put up some limitations to the implementation as well; in user-space the scheduler 

only supports 100 threads. The motivation for this, based on a qualified estimate from my 

supervisor at Operax, is that the scheduler won’t scale much more than that in user-space on 

the current systems. Also Operax software typically runs only 20-30 threads so there is 

currently no need for any greater support. And by limiting the number of threads to 100 it 

helps to simplify the implementation some. In kernel-space I have made the limitation of not 

making PSS an own policy, but simply extending the SCHED_FIFO policy in the real-time 
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class both in Linux and OpenSolaris. The testing in kernel-space is another area that have 

been limited to only a simple function test in order to verify the implementation. Yet again 

the motivation has been to simplify the work and to save time. 
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2 Theory 

In this chapter background theory to scheduling and real-time systems will be given. Rate 

Monotonic Analysis and Rate Monotonic Scheduling will be discussed briefly. The main 

focus will be on the theory concerning the following scheduling algorithms: Background 

scheduling, Polling Server scheduling, Deferrable Server scheduling, Priority Exchange 

server scheduling, and Sporadic Server scheduling. Especially the POSIX 

SCHED_SPORADIC will be discussed and explained in detail with execution examples. And 

also proportional scheduling is discussed.  

2.1 Real-time systems and scheduling 

Real-time systems are usually used to control various physical processes where the time is 

critical, for example in an industry robot or in the breaking system of a car. All tasks in a 

real-time system have a hard or soft deadline and the task can be periodic or aperiodic. In 

order for a real-time system to be correct not only must it produce the logically correct result, 

but it must also keep its deadlines. A hard deadline may never be missed; a soft deadline can 

sometimes be missed, but must usually be missed evenly distributed over time, depending on 

the system. That is, if a real-time system misses a hard deadline the system has failed, the 

system is not correct. Real-time systems are time critical and absolutely no hard deadline are 

allowed to be missed. Soft real-time systems are a little nicer; one example of a soft real-time 

system could be live video and/or audio streaming, systems that will still function if a 

deadline is missed; only the quality will be degraded.  

The job of the scheduler is to coordinate the tasks of the system for best possible reliability 

and performance. A good scheduling algorithm must guarantee that all hard deadlines are 

held and at the same time keep a high utilization of all available resources. And also provide 

a good response time for tasks with a soft deadline. 

Before I go into scheduling I need to state the following assumptions that I have made: 

• The CPU is a single core. 

• The systems used only have one CPU. 

It's also good to understand the basic concepts about POSIX defined processes [10] and 

threads [11] before we move on. A process can be seen as a program executing and it can 

have several threads working for it, a process can exist without a thread but a thread can’t 

exist without a process. The process has its own code-, data- and file-section in memory, and 

also its own registers and its own stack. All threads are created from within processes and can 

be seen as light weight processes since each thread that exists in the same process share the 

same code-, data- and file-sections, with every other thread in their process, but it keep its 

own registers and stack. Since the CPU can serve only one process/thread at the time it must 

switch (context switching) back and forth between all the processes/threads on a system to 

create the illusion of doing work simultaneously. The motivation of using threads and not 

only processes is simply because a thread can be context switched faster, since it has less data 

to switch in and out. It’s also easier the share data between threads in the same process since 

they already share the same data- and file-sections in memory, which is another advantage of 

using threads. This is what the CPU needs a scheduler for; to decide which process/thread 
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that can run next and for how long. It's not hard to understand that the scheduler is a very 

important unit in the operating system, the better choices the scheduler makes the better 

performance/predictability the system will have. A scheduling algorithm is nothing else then 

a set of rules that is used to determine which task that should execute next.  

In a priority-driven scheduler processes and threads have different priorities to aid the 

scheduler in its job to pick the best possible thread/process to run. A higher priority thread 

gets to run before a thread with a lower priority. Most operating systems use a preemptive 

priority-driven scheduler, which means that at any time the scheduler can make a context 

switch. When for example one thread is running with priority p and a thread with a higher 

priority than p gets created or ready to run the scheduler will preempt the running thread and 

switch in the thread with the higher priority. Most schedulers are of the preemptive kind. 

2.2 Proportional scheduling 

The problem of thread starvation can be solved using a proportional scheduler which can 

assign a percentage of available CPU time to each task. For example if a task gets assigned 

10% of CPU time, it will be guaranteed to have access to the CPU for at least 10% of the 

available CPU time. Thus the scheduler is scheduling the task proportional to available CPU 

time, handing out a guaranteed portion of the available CPU time. 

There are many ways to implement a proportional scheduler, in the book Robust 

communications software [6] Greg Utas talks about a proportional scheduler using factions 

and a time wheel. A faction may contain one or several threads, and is assigned a minimum 

percentage of available CPU time. These factions replace priorities and the scheduler keeps a 

ready queue of threads per faction. Of course when creating a thread one must specify which 

faction it belongs to, instead of which priority it has. The time wheel, see Figure 1, is a 

circular buffer which contains the entries of the factions and a specific time interval. This 

time interval is the time that the scheduler will spend in this entry serving its factions. Each 

faction keeps its threads in FIFO order, using a standard ready queue. At each entry, the 

scheduler chooses a thread to run, and let the threads in that faction run for the specified time 

interval, then the scheduler moves on to the next faction. If the faction have no threads ready 

to run then that factions remaining time gets assigned to the next faction. 

In this master thesis the proportional scheduling is done in a different way, using the POSIX 

SCHED_SPORADIC scheduling algorithm in kernel space, which properly configured can 

provide a proportional behavior. And the self developed SCHED_PROPORTIONAL 

scheduling algorithm in user-space; these algorithms are described in Section 2.5 and 3.3 

respectively. 
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Figure 1. Proportional scheduling time wheel, picture as described in Robust 

communications software [6]. 

2.2.1 Advantages of proportional scheduling 

This kind of scheduler eliminates the problems with starvation and also creates a minimal 

overhead, thanks to that very little time is spent on bookkeeping. A system using a 

proportional scheduler also becomes very predictable. Since one pass through the, for 

example time wheel, always takes the same amount of time and all threads get the chance to 

run at regular intervals. To have a very predictable system is exactly what you would want 

when dealing with a hard real-time environment. In other words proportional scheduling is 

very suitable for real-time systems. 

2.3 Rate Monotonic Scheduling and Analysis 

The purpose of this section is to aid in the understanding of the later explained 

SCHED_SPORADIC scheduling algorithm. Rate Monotonic Scheduling (RMS) was 

introduced in 1973 by Liu and Layland [7]. RMS is a preemptive priority-driven scheduling 

algorithm for scheduling independent periodic tasks which have hard deadlines and static 

priorities. The term rate monotonic comes from how the scheduling algorithm assigns 

priorities; as a monotonic function of the rate of a process. This means that the shorter the 

period (rate) a task have the higher priority it will have. By assigning priorities this way RMS 

arranges the priorities of the tasks so that they can achieve maximum schedulability. A set of 

tasks is considered to be schedulable if all tasks meet their deadline in time. An unmodified 

version of RMS will be subject to deadlock hazards and priority inversions, but this is simply 

solved with the well known priority inheritance technique. To be able to do an analysis of a 

system that uses RMS the Rate Monotonic Analysis (RMA) was developed. RMA is a 

collection of methods and algorithms used to specify, understand, analyze and predict the 
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timing behavior of real-time software systems. A task is viewed as schedulable if the deadline 

is longer than the sum of the tasks execution, preemption and blocking time. And for a whole 

set of tasks to be schedulable all tasks must meet their deadlines. The better schedulability a 

system has the better use of the resources the scheduler makes. When reasoning with RMA 

about schedulability the following assumptions must be made [7]: 

• Task switching is instantaneous 

• Tasks accounts for all execution time 

• Task interaction is not allowed 

• Tasks become ready to execute precisely at the beginning of their periods and 

relinquish the CPU only when execution is complete 

• Task deadlines are always at the start of the next period 

• Tasks with shorter periods are assigned higher priorities; the criticality of tasks is not 

considered 

• Task execution is always consistent with its rate monotonic priority: a lower priority 

task never executes when a higher priority task is ready to execute 

It's obvious that by doing these kinds of assumptions you pretty much rule out most, if not all 

real-time systems. But by doing these assumptions they do allow reasoning about if a set of 

tasks can be scheduled or not with certainty, which is its purpose. Since 1973 RMA have 

been extended several times and is today useful on all real-time systems and is being used by 

many organizations in order to aid their developing efforts. 

2.3.1 RMA Utilization bound test  

Under RMS a task i has the period Ti and execution time Ci, the CPU utilization can be 

compared against the asymptotical CPU utilization bound. This test is called the Utilization 

Bound Test (UB-Test) and is given by the following equation: 

� � � ����

�

��	

 �� √2� � 1� 

If this equation holds a set of tasks then the task set is said to be schedulable. When the 

number of tasks approaches infinity the right hand side of the equation converges on 

69.3...%. 

lim��� �� √2� � 1� � ��2 � 0.693147 

Generally RMS can meet all the deadlines if the utilization is 69.3% and the other 30.7% of 

the CPU time can be used by lower priority tasks. The RMS priority assignment is optimal, 

which means that if any static priority scheduling algorithm can meet all the deadlines so can 

RMS. 

2.3.2 RMA Response-Time Rest 

The RMA Response-Time Test (RT-Test) states that for a set of independent and periodic 

tasks. If each one of them makes the first deadline when all tasks being released at the same 
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time, they will always make their deadlines. The response time of a given task (i) can be 

calculated by the following formula: 

"�#	 � �� $ � %"��& '
�(	

&�	
�&              ") � � �&

�

&�	
 

The test ends when the response time an+1 = an, and the system is schedulable if all tasks 

response times are before their deadlines (periods).  

2.3.3 Example of the RT Test and the UB Test 

Here I’m going to present an example of the tests just described, three tasks, written on the 

form:*� � +��, ��- are used: 

*	 � +4,0.5-, */ � +6,1.5-, *0 � +10,3.5- 

These values will give using the UB-test: 

� � 0.5
4 $ 1.5

6 $ 3.5
10 � 0.725 

And: 

�+3- � 3�√21 � 1� � 0.780 

This gives: 

� 
 �+3- 
 1 34 0.725 
 0.780 
 1 

This means that this set of tasks are schedulable. The same can be accomplished by using the 

RT test. First we want to check task P1 and task P2. 

") � 0.5 $ 1.5 � 2.0 

"	 � 1.5 $ 2.0
4 0.5 � 1.5 $ 0.250 � 1.750 

"/ � 1.5 $ 1.750
4 0.5 � 1.5 $ 0.219 � 1.719 

"0 � 1.5 $ 1.719
4 0.5 � 1.5 $ 0.215 � 1.715 

"5 � 1.5 $ 1.715
4 0.5 � 1.5 $ 0.214 � 1.714 

"6 � 1.5 $ 1.714
4 0.5 � 1.5 $ 0.214 � 1.714 

Then the test terminates since a5 = a4, and P2 is schedulable with P1 since "6 � 1.714 
 �/ � 

6, in other words the response time is less than/before the deadline/period. The next step is to 

check if P2 and P1 are schedulable with P3, one do as follows: 

") � 0.5 $ 1.5 $ 3.5 � 5.5 

"	 � 3.5 $ 5.5
4 0.5 $ 5.5

6 1.5 � 3.5 $ 0.688 $ 1.375 � 5.563 
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"/ � 3.5 $ 5.563
4 0.5 $ 5.563

6 1.5 � 3.5 $ 0.695 $ 1.391 � 5.586 

"0 � 3.5 $ 5.586
4 0.5 $ 5.586

6 1.5 � 3.5 $ 0.698 $ 1.397 � 5.595 

"5 � 3.5 $ 5.595
4 0.5 $ 5.595

6 1.5 � 3.5 $ 0.699 $ 1.399 � 5.598 

"6 � 3.5 $ 5.598
4 0.5 $ 5.598

6 1.5 � 3.5 $ 0.700 $ 1.400 � 5.600 

"7 � 3.5 $ 5.600
4 0.5 $ 5.600

6 1.5 � 3.5 $ 0.700 $ 1.400 � 5.600 

 

Now a6 = a5 so the test terminates, and since "7 � 5.600 
 �0 � 10 the set of tasks is 

schedulable. The RT test is more exact then the UB test, which in some cases can fail even 

thou the set of tasks, is schedulable. But the RT test is on the other hand more time 

consuming to perform, as just shown above. 

2.4 Scheduling algorithms 

As described in [8] the tasks of a scheduler is put in one of the following categories: 

• Hard and soft deadline periodic tasks. A periodic task has a regular inter-arrival time equal 

to its period and a deadline that coincides with the end of it current period. Periodic tasks 

usually have hard deadlines, but in some applications the deadlines can be soft. 

• Soft deadline aperiodic tasks. An aperiodic task is a stream of jobs arriving at irregular 

intervals. Soft deadline aperiodic tasks typically require a fast average response time. 

• Sporadic tasks. A sporadic task is an aperiodic task with a hard deadline and a minimum 

inter-arrival time. Note that without a minimum inter-arrival time restriction, it is impossible 

to guarantee that a sporadic task's deadline would always be met. 

In real-time systems that have a mix of such tasks the scheduler must be able to guarantee 

that all the hard deadlines are kept and also keep a good average response time for the soft 

deadline tasks. Two of the simplest approaches to schedule aperiodic tasks are: background 

and polling-driven scheduling. Background scheduling means that the soft deadline tasks are 

allowed to run in the background, when no hard deadline tasks are running. This approach is 

very simple to implement and works well. But during high load the response time can be 

long for the soft deadline tasks and there is now way of knowing how long the response time 

will be in the worst case. During high/over-load there might not even be any “time slots” 

available for background scheduling at all. This leads to a very unpredictable system, which 

is something that you want to avoid when dealing with real-time. See Figure 2 for an 

example of background scheduling.  
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Figure 2. Background scheduling. 

The Polling Server (PS) approach uses a server that has period and a capacity. This server 

serves aperiodic requests in the system using its capacity. When no aperiodic requests are 

present the capacity is lost. If for example a request appears just after the server has been 

suspended it has to wait until the next polling period. In the example in Figure 3 the 

following is happening: 

• At time 0 the PS and the high priority task P are released. PS has full budget, but a 

higher priority task is currently running. At time 1 this task finish and the PS serves 

the aperiodic requests until it is out of budget at time 2. 

• At time 3 the PS gets replenishment and continues to serve the aperiodic request, at 

time 3.5 this work is done and there is no more work for the PS to do so it loses its 

budget. 

• At time 6 the PS gets replenishment, but there is no work at the moment so the budget 

gets lost. 

• At time 9, same as at time 6, no work to do so the budget is lost. 

• At time 10 a new aperiodic request occurs but the PS can’t server it since there is no 

budget available. 

• At time 12 a replenishment occur, and there is an aperiodic request pending, but a 

higher priority thread preempts the PS before it can start serving the request. 

• Finally at time 13 the request that was made at time 10 gets served by the PS. 
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Figure 3. The Polling Server example. 

 

Figure 4. The Deferrable Server example. 
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A variant of the PS is the Deferrable Server (DS) which is basically the same as PS but it 

won't lose its capacity. This means that if there are no pending aperiodic requests when the 

server is activated the capacity will be preserved. And a request may be served as long as the 

server has capacity which is an improvement from the PS. If you compare Figure 3 and 

Figure 4 you will clearly see the difference between the two and the advantage that the DS 

presents. In Figure 4 the following happens: 

• At time 0 both DS and the high priority task P are released, P gets to run until it 

finishes at time and an aperiodic request occurs, so the DS serves this request using 

its entire budget. 

• At time 3 DS gets replenishment and continues to serve the last bit of the aperiodic 

request, preserving the rest of its budget. 

• At time 6 DS gets replenishment and are now up to full budget capacity. 

• At time 9 the next replenishment comes, but DS still have full budget, at time 10 

another aperiodic request occur that is served by the DS using its entire budget. 

• At time 12 a replenishment occur and the DS now have full budget again ready to 

serve the next request. 

Yet another interesting server algorithm is the Priority Exchange server (PE). It’s also a 

periodic server with a budget, and just like PS and DS this budget is used to serve aperiodic 

requests. What sets the PE apart from the DS is the way that the capacity is preserved. Let’s 

say that the PE server is the task which holds the highest priority on the system. But there are 

no aperiodic requests to serve. If a periodic task comes along with a lower priority level then 

the PE task, than this periodic task will run and when it’s done the PE task will take the same 

priority as this periodic task. The capacity is preserved but the priority is lowered.  This 

exchange of priority will continue until an aperiodic task finally arrives requesting the server. 

By doing this priority exchange the PE task gets nicer to the other threads in the system, as 

long it don’t have any work to do. 

Both PE and DS have been shown to have fast average response time when scheduling 

aperiodic tasks [8] but these algorithms have room for improvement. The Sporadic Server 

(SS) algorithm [7] is an algorithm that combines the advantages of both PE and DS; it has the 

larger server size of PE and the low implementation complexity of the DS. And at the same 

time it has the fast aperiodic response time of both PE and DS. It was initially designed to 

handle soft deadline tasks under RMS, but is general enough to schedule any set of tasks. SS 

uses a high priority server task just like the PE and DS algorithms, this task will server 

aperiodic requests when they arrive using its budget. But the SS also works at a low priority 

level when the budget is consumed. When a SS task is out of budget it will still be able to 

execute at a low priority level. If the SS task gets to execute at this priority level or not 

depends on if the other tasks in the system have a higher priority than this level or not. The 

main difference the SS have from DS and PS is the way that the replenishment of the server 

budget is done. Both PE and DS periodically replenish their server capacity, but the SS 

algorithm only replenishes the capacity after some or all the capacity is consumed. Sprunt, 

Sha and Lehoczky [8] describe the replenishment of the SS task capacity as follows: 

Ps The task priority level at which the system is currently executing. 
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Pi One of the priority levels in the system. Priority levels are consecutively numbered in 

 priority order; with P1 being the highest priority level and P2 is being the next 

 highest. 

Active The term is used to describe a period of time with respect to a particular priority level. 

A  priority level Pi is considered to be active if the current priority of the system, Ps, is 

 equal to or higher than the priority Pi. 

Idle  This term has the opposite meaning of the term active. A priority level Pi is idle if the 

 current priority of the system Ps, is less the priority of Pi. 

RTi The replenishment time for priority level Pi. This is the time at which consumed 

 execution time for the sporadic server of priority level Pi will be replenished. 

Replenishment of consumed sporadic server execution time for a sporadic server executing at 

priority level Pi proceeds as follows: 

If the server has execution time available, the replenishment time, RTi, is set when priority 

level Pi becomes active. The value of RTi is set equal to the current time plus the period of Pi. 

If the server capacity had been exhausted, the next replenishment time can be set when the 

server’s capacity becomes nonzero and Pi is active. 

Replenishment of any consumed server execution time is scheduled to occur at RTi if either 

the priority level Pi becomes idle or the server’s execution time has been exhausted. The 

amount to be replenished is equal to the amount of server execution time consumed. 

This means that with the SS the aperiodic task budget is not replenished periodically in the 

same way as in PE and DS; it’s only replenished after a period in which it was completely 

consumed. That is the replenishment occurs one period, after the task started to use the CPU. 

SS is an aperiodic server that is equivalent to any periodic task under the rate monotonic 

assumptions. This means that we can make an analysis of SS using RMA just like any other 

periodic task. In the following sub-chapter a variant, POSIX SCHED_SPORADIC, of the SS 

will be presented, with definition, explanation and examples of execution. 

2.5 POSIX SCHED_SPORADIC 

The POSIX SCHED_SPORADIC is a version of SS that is defined by POSIX [2]. In this 

section the definition is given and the algorithm is explained, also examples of execution are 

given. 

2.5.1 POSIX SCHED_SPORADIC defined 

The POSIX SCHED_SPORADIC (PSS) server is a versions of the original Sporadic Server 

just described. It's defined by POSIX IEEE 1003.1-2004 edition [3]: 

For deciding which priority to set to a given task one do as follows: if there is available 

execution capacity and the number of waiting replenishment operations is less then 

sched_ss_max_repl, the threads priority is the one stated by sched_priority, else it's 

sched_ss_low_priority. The result is undefined if the value of sched_priority is less than or 

equal to sched_ss_low_priority. 

1. When the thread at the head of the sched_priority list becomes a running thread, its 
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execution time shall be limited to at most its available execution capacity, plus the 

resolution of the execution time clock used for this scheduling policy. This resolution 

shall be implementation defined. 

2. Each time the thread is inserted at the tail of the list of the list associated with 

sched_priority -because as a blocked thread it became runnable with priority 

sched_priority or because a replenishment operation was performed- the time at which 

this operation is done is posted as activation_time. 

3. When the running thread with assigned priority equal to sched_priority becomes a 

preempted thread, it becomes the head of the thread list for its priority, and the execution 

time consumed is subtracted from the available execution capacity. If the available 

execution capacity would become negative by this operation, it shall be set to zero. 

4. When the running thread with the assigned priority equal to sched_priority becomes a 

blocked thread, the execution time consumed is subtracted from the available execution 

capacity, and a replenishment operation is scheduled, as described in 6 and 7. If the 

available execution capacity would become negative by this operation, it shall be set to 

zero. 

5. When the running thread with assigned priority equal to sched_priority reaches the limit 

imposed on its execution time, it becomes the tail of the thread list for 

sched_ss_low_priority, the execution time consumed is subtracted from the available 

execution capacity (which becomes zero), and a replenishment operation is scheduled as 

described in 6 and 7. 

6. Each time a replenishment operation is scheduled, the amount of execution capacity to be 

replenished, replenish_amount, is set equal to the execution time consumed by the thread 

since the activation_time. The replenishment is scheduled to occur at activation_time plus 

sched_ss_repl_period. If the scheduled time obtained is before the current time, the 

replenishment operation is carried out immediately. Several replenishment operations 

may be pending at the same time, each of which will be serviced at its respective 

scheduled time. With the above rules, the number of replenishment operations 

simultaneously pending for a given thread that is scheduled under the sporadic server 

policy shall not be greater than sched_ss_max_repl. 

7. A replenishment operation consists of adding the corresponding replenish_amount to the 

available execution capacity at the scheduled time. If as a consequence of this operation, 

the execution capacity would become larger then sched_ss_initial_budget, it shall be 

rounded down to a value equal to sched_ss_initial_budget. Additionally, if the thread was 

runnable or running, and had assigned priority equal to sched_ss_low_priority, it then 

becomes the tail of the thread list for sched_priority. 

This gives that the sched_param needs be extended with the following parameters: 

 
struct sched_param { 
 int sched_priority /* process execution scheduling  
     priority */ 
 

 /* Added for SCHED_SPORADIC below */ 
int sched_ss_low_priority  /* Low scheduling priority 
      level for the sporadic  
      server */ 
hrtime_t sched_ss_repl_period /* Replenishment period for 
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       the sporadic server */ 
hrtime_t sched_ss_init_budget /* Initial budget for the 
       sporadic server */ 

}; 
 

Other extensions that each under PSS scheduled task needs to hold is: 

• Current budget, the current available execution budget of this task. 

• Activation time, the time of when this task was activated. 

• Pending replenishments, each task needs to keep track of its own pending 

replenishments, at what time they shall occur and which amount to replenish. This 

information will be stored by each task in a queue of replenishments. 

• Initial budget, the initial execution budget for this task. 

• Replenishment period, the replenishment period. 

• Maximum number of pending replenishments, the maximum number of pending 

replenishments a task can have at any time. 

Some more extensions are also needed in order to make the algorithm work as it should, but 

these extensions are not defined by POSIX and can be made as one see fit. My design 

choices will be explained and motivated in Chapter 3. 

2.5.2 POSIX SCHED_SPORADIC explained 

In order to understand the POSIX SCHED_SPORADIC (PSS) algorithm one must first 

understand the extensions that need to be made in order for the algorithm to be able to work 

as it should. The extensions that need to be made to the sched_param structure can be seen as 

the starting values of the algorithm. These values are the only values that are accessible from 

user-space and are used when setting up the PSS. They are as from the definition above: 

• int sched_priority, this is not really an extension since it already exists in the 

sched_param structure. But in PSS it's used as the “high” priority level. Threads will 

execute at this priority level as long as they have available execution capacity. 

• int sched_ss_low_priority, this is the “low” priority level used by the PSS algorithm, 

threads that have used all their available execution capacity will have their priorities 

lowered to this level, waiting for replenishment. Threads may or may not run when 

they are at this priority level depending on the priorities of other threads in the 

system. 

• unsigned long long sched_ss_repl_period, this is the period that is used to calculate 

when in time the next replenishment shall occur. The next replenishment shall occur 

at activation_time + sched_ss_repl_period. 

• unsigned long long sched_ss_init_budget, the initial budget / capacity a thread get 

assigned when created. This is also the maximum amount of budget that this thread 

can spend and the maximum amount that can be replenished. 

These values are as mentioned earlier the only values that can be set from user-space. All the 



 
19 

other parameters that the PSS uses are all in kernel-space only and needs to be held by each 

task that is scheduled under PSS.  

The seven rules of the PSS algorithm can be broken down in to two categories, budget and 

priority rules and replenishment rules. Below is an explanation of these rules, all threads are 

assumed to have priority level of sched_priority if not stated otherwise. 

Budget and priority rules: 

 

• Rule 1 – runnable - When a thread becomes runnable and gets on the CPU, its 

execution time shall be limit to at most: current_budget + sched_time, sched_time 

represent the scheduler overhead and is implementation defined. 

 

• Rule 2 – activation - The time when a thread wakes up from being blocked and being 

set on a run queue or when the thread gets replenishment, the time that this occurs is 

set to activation_time. 

 

• Rule 3 – preempted - When a running thread, gets preempted, budget_consumed is 

subtracted from current_budget, current_budget must not be negative, and if it gets 

less than zero it shall be set to zero. 

 

• Rule 4 – blocked - When a running thread becomes a blocked thread, 

budget_consumed is subtracted from current_budget, and replenishment is 

scheduled as of rule 6 and 7, current_budget must not be negative. 

 

• Rule 5 – out of budget - When a running thread runs out of budget its priority is 

changed to sched_ss_low_priority, current_budget is set to 0, and replenishment is 

scheduled as of rule 6 and 7. 

 

Replenishment rules: 

 

• Rule 6 – budget to replenish and at what time it will occur - The 
replenish_amount, the amount of budget to replenish, is budget_consumed, which 

is the budget consumed since activation_time. The time of when this replenishment 

shall occur is set to activation_time + sched_ss_repl_period. If this time is before 

current time, the replenishment is done immediately. Every thread has a queue for 

pending replenishments. 

 

• Rule 7 – replenishment - When a replenishment operation occurs the 

replenish_amount is added to current_budget, if current_budget gets bigger than 

sched_ss_init_budget by doing this, current_budget is set to 

sched_ss_init_budget. Also if the thread was running or runnable with priority 

sched_ss_low_priority its priority will be set to sched_priority, see Rule 2. 
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2.5.3 Example of execution 

When a thread execute, it is limited to execute at most the time specified by 

sched_ss_init_budget. Plus the time consumed by the scheduling policy scheduling the 

thread, in other words the scheduling overhead. After this time is consumed the thread 

priority is lowered to sched_ss_low_priority and kept at that priority until a replenish 

operation occurs. If a thread gets blocked while executing at the priority sched_priority, a 

replenishment operation is scheduled to occur at the time of activation_time plus the time 

specified by sched_ss_repl_period. The amount to be replenished is the amount of time 

consumed by the thread executing at priority sched_priority since activation_time, however, 

at most the time specified by sched_ss_init_budget. 

In the following example I’m going to use the same tasks as in the example as in Section 

2.3.3; *	 � +4,0.5-, */ � +6,1.5-, *0 � +10,3.5-, except that I will change P2 to be a PSS task 

with budget 1.5 and with a replenishment period of 6. All tasks are written on the form *� � +�� , ��- where Ti is the period of the task and Ci is the execution time. I already know 

that these tasks will be schedulable together thanks to the RT and UB tests, see Section 2.3.2 

and 2.3.1 respectively. P1 have the highest priority, P2 the second highest and P3 the lowest 

priority. In Figure 5 the following happens: 

• At time 0 all tasks are released P1 starts executing since it has the highest priority, a 

sporadic request is also made with a capacity of 2. 

• At time 0.5(S1) P1 is done executing and P2, the PSS task, starts serving the sporadic 

request. 

• At time 2 P2 is out of budget, but is not finished with the sporadic request yet. Its 

priority is lowered and P3 starts execution since it’s the runnable task with the highest 

priority. 

• At time 4-4.5 P1 is runnable again and preempts P3 and starts to execute. And at time 

4.5 P3 continue to execute again. 

• At time 6 P3 is done execution and also P2 gets replenishment (R1) and can continue 

to serve (S2) the sporadic request, another sporadic request is also made. 

• At time 7 P2 have finished its serving of sporadic requests and have nothing more to 

do, but still hold 0.5 in unused budget.  

• At time 8-8.5 P1 executes again, shortly after at time 9 another sporadic request 

occurs, this is immediately served (S3) by P2 and finish at time 9.5. 

• At time 10-12 P3 starts its second execution period, at time 12-12.5 P1 starts executing 

again and preempts P3. At time 12.5-14 P3 finishing its execution and also at time 

12.5 P2 gets another replenishment (R2), delayed from time 12, since P1 was 

executing then. 
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Figure 5. PSS execution example. 

This is a very good example of how the PSS works. In a system that is scheduled under RMS 

the PSS can be determine to be schedulable with the rest of the tasks using RMA. Or in other 

words it can be considered just as another periodic task even though it servers aperiodic 

requests and have a sporadic behavior. This is one of the great strengths with the PSS 

algorithm. 

2.5.4 PSS - Scheduling actions 

This section describes the different states changes of a thread and what the scheduler will 

need to do at these states. 

• A thread is created, when a thread is created it is runnable and gets placed on a run 

queue with corresponding priority. When this thread is first in its run queue and there is 

no other thread with a higher priority it gets to run on the CPU. All the PSS parameters 

are set to their initial values and activation_time is set to the time when the thread got on 

the run queue. 

• A thread gets blocked, if a running thread performers a call to some resource that it have 

to wait for, the thread gets blocked until this resource has done its work. Every time a 

thread gets blocked a replenishment operation is scheduled to occur at activation_time + 

sched_ss_repl_period. The amount to be replenished will be the amount of time the 

thread spent executing on the CPU since its activation_time, which is current budget – 

budget consumed. 

• A thread gets unblocked, when a thread gets back to be a runnable thread from being 

blocked it will be placed in the tail of the run queue with corresponding priority. The time 

at which this operation is performed will be saved in the activation_time parameter. 
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• A thread gets preempted, when a thread gets preempted it shall be placed at the head of 

the run queue that holds the threads with priority of sched_priority. Also the execution 

time consumed will be subtracted from current budget. If this would become a negative 

number it shall be set to zero. 

• A thread gets back from being preempted, when a thread gets back on the CPU again 

from being preempted by a higher priority thread, the scheduler continues to account for 

the time it uses the CPU. 

• A thread runs out of budget, if a thread runs out of budget its priority gets lowered to 

the sched_ss_low_priority level and put last in the corresponding run queue. Also a 

replenishment operation is scheduled to occur at activation_time + sched_ss_repl_period. 

The execution time consumed is subtracted for sched_ss_current_budget which becomes 

zero. 

• A thread gets replenishment, when a replenish operation is performed, the threads 

priority is returned to the level of sched_priority and gets put last in the corresponding 

run queue. The time of this operation is stored in the activation_time parameter. 

2.5.5 Proportional and overload behavior 

On a well configured system, of course, one can assign a percentage of the CPU time to 

threads by carefully choose the right sched_ss_repl_period and sched_ss_init_budget. Since 

a thread will be given the chance to consume its budget sched_ss_init_budget with in a 

period of sched_ss_repl_period. Thus this thread will be guaranteed at least 

sched_ss_init_budget / sched_ss_repl_period percent of the CPU. More time might be given 

to the thread when its priority is at the sched_ss_low_priority level, depending on the other 

threads on the system. 

For example, under overload, say that threads t1 and t2 have unlimited work to perform and 

have sched_ss_init_budget = 10 and sched_ss_repl_period = 20, sched_ss_init_budget = 5 

and sched_ss_repl_period = 20, respectively. The thread t1 also have the highest priority in 

the whole system and t2 the second highest. Only these two threads are under overload and 

we want the rest of the system to still be accessible. These numbers will result in, for t1: 

10/20 = 50% of the CPU time it can run and for t2: 5/20 = 25% of the CPU time it can run. 

This leaves 25% of the CPU time for the rest of the system, during this time t1 and t2 will be 

at their low priority levels, sched_ss_low_priority. And all other threads on the system that 

have a higher priority than this level will be able to run. If no other thread needs to run, either 

t1 or t2 gets to run more than their guaranteed time. Depending on which one that has the 

higher sched_ss_low_priority level specified. 

2.6 Real-time and scheduling in OpenSolaris and Linux 

In this section the real-time and scheduling properties of OpenSolaris and Linux will be 

discussed. Most space will be devoted to the OpenSolaris operating system, since it’s the 

primary choice for this master thesis. Also because many of the scheduling logic are quite 

similar in OpenSolaris and in Linux, so there is no need to explain it twice. 

2.6.1 Scheduling in OpenSolaris, build b78 

In OpenSolaris the scheduler is called the dispatcher, and it’s the dispatcher’s job to take the 

runnable threads and put them on priority based dispatch queues, then select the next thread 



 
23 

to run on a CPU. The priority, globally implemented in the kernel, of a thread determine how 

soon it will get to run, the higher priority, the sooner. All threads belongs to one of several 

different scheduling classes that determine the range the priorities and also which class 

specific scheduling algorithms that apply to a given thread in a given class. Scheduling 

classes are described briefly below. Also each thread holds a class specific data structure 

t_cldata which hold specific class parameters, this parameters can be changes to a system 

call to priocntl(..). This is very important to mention since it grants the user access to change 

the specific class parameters for each thread. 

During its lifetime a thread goes through several different states, see Figure 6. But typically a 

threads life is spent most in the ready-to-run (RUN) state, running (ONPROC) state, and 

wait-for-an-event (SLEEP) state. The dispatcher handles the transition between these states. 

One can describe the dispatcher’s job as; queue management, thread selection, CPU selection 

and context switching. The runnable and sleeping threads are held in run and sleep queues 

which the dispatcher maintains. From the run queues it has to make a selection, based on 

priorities, which thread to run next. And the sleep queue is kept for keeping track of the 

sleeping threads. After selecting a thread the dispatcher needs to choose a CPU for the thread 

to run on. Finlay it also manages the context switching. 

 

 

Figure 6. The different states of a thread, as from Solaris Internals [9]. 

At boot time the dispinit() function is called by the operating system, this function sets up the 

default CPU partition and calls the initialization function for the scheduling classes, see 

below. The dispatch queues and variables are setup by the disp_setup() function. See Figure 

7 for an overview of the different functions called at initialization time. Each class have a 

specific initialization function that is called from the dispinit() function. For example the 

time-share class initialization function is called ts_init(id_t cid, int clparmsz, classfuncs t 
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**clfuncspp), this function returns the highest priority used by the class and a pointer to the 

class structure. The class structure contains the class functions and the thread functions used 

by the class. After the scheduling classes are loaded, the disp_steup() function allocate kernel 

memory and sets up the liked lists, pointer and structure variables for the dispatch queues. 

When this is done it's time to compute the interrupt threads base priority. This depends on if 

the real-time class is used or not, if not used the global priorities are 0-99 and the priority of 

the interrupt threads are at 100-109. One the other hand if the real-time class is used, the 

global priorities ranges from 0-159, 100-159 for real-time threads and the priorities for the 

interrupts threads are at 160-169. The scheduling classes are described below. 

 

Figure 7. Dispatcher initialization calls, as from Solaris Internals [9]. 

In OpenSolaris threads belongs to one of several scheduling classes: 

• Time Share (TS), (0-59), in the TS class the priorities are adjusted based on how long 

time a thread have been spending time waiting for a processor or how long time it have 

been occupying the processor. Each thread has a time quantum that describes the 

maximum time that the thread can execute on the processor. This time quantum is set 

based on the threads priority. 

• Interactive (IA), (0-59), this class is the same the TS class except it has a priority boost 

mechanism for the current active window on your desktop. That is the threads of the 

program that you are currently working wit gets a boost in priority. 

• Fair Share (FSS), (0-59), under the FSS class available processors cycles are divided 

into shares. These shares can then be allocated to different processes using the Solaris 

projects and tasks framework. The priority is adjusted according to amount of shares 
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allocated, recent utilization and shares allocated by other processes in the same class.  

• Fixed Priority (FX), (0-60), once a thread get a priority under the FX class it is fixed and 

cannot be changed, the priority is set for the lifetime of the thread. The priority can only 

be changed if the user chooses to change it. 

• System (SYS), (60-99), the SYS class is used by the kernel for operating system threads, 

the priorities of this class are above all other classes except the Real-Time and the 

Interrupt classes. 

• Real Time (RT), (100-159), the RT class holds the highest set of priorities available, with 

exception of the Interrupt class, making sure the threads in this class gets dispatched as 

soon as possible. All priorities are fixed, that is, the kernel do not change a threads 

priority once set, unless a user makes a proper command or system call. This class 

supports the SCHED_FIFO and SCHED_RR policies. To ensure that RT threads get to 

run as fast as possible OpenSolaris have several features to enable fast context switching. 

Only the interrupt class has higher priority than the RT class, but the processor control 

mechanism can be programmed to keep interrupt threads of the processor running the RT 

threads. The RT threads have a separate dispatch queue that only handles the RT threads. 

Also when a RT thread becomes runnable, the kernel is forced to preempt  the current 

thread running of the CPU and switch on to the RT thread, and one RT thread can only be 

preempted by another RT thread with higher priority. 

• Interrupt threads, (100-109/160-169), the interrupt class holds the ten highest priorities, 

which is either 100-109 or 160-169 depending on if the real-time class is present or not. 

In this class only interrupt threads are present. 

2.6.2 Scheduling in Linux, kernel 2.6.23.12 

In Linux threads and processes are viewed a little differently than described above in Solaris. 

All threads are processes that may or may not share resources. A process is a group of threads 

that share the same thread group id (TGID) and necessary resources. Usually, and in this 

report, a Linux threads and processes are referred to as a task. A task structure task_struct is 

defined in Linux for every thread, the TGID, defined as [task_struct]->tgid is the same as 

what POSIX [10] calls process id (PID). Linux also assigns a unique PID to every thread, not 

to be confused with the POSIX PID which is actually Linux TGID. 

Instead of a “dispatcher” in Linux the scheduler is simply called a scheduler. Just like 

OpenSolaris threads, or in Linux case tasks, can belong to one of several scheduling classes. 

But the only class we are interested in is the real-time class which supports SCHED_FIFO 

and SCHED_RR. How the scheduling is done is basically the same in OpenSolaris and in 

Linux. We will not discuss any further here about scheduling in Linux since most of the 

theory applies from the OpenSolaris chapter above. And the main difference is how threads 

and processes are viewed. 
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3 Design and implementation 

In this chapter my design choices will be explained and motivated. In kernel-space, both in 

Linux and OpenSolaris the POSIX SCHED_SPORADIC (PSS) were implemented as close 

to specs as practical. The motivation to go with PSS is basically since Operax stated that they 

needed something close to a proportional scheduler, and by configuring PSS carefully one 

can achieve a proportional behavior. Also Operax stated from the beginning that they were 

interested in PSS, this because it will most likely be available in future releases of the Linux 

kernel and/or the Solaris kernel. But Operax needs this functionality today, and by doing an 

implementation that is used the same way of what later will be available in the operating 

systems the transfer will be easier. And Operax can begin to use this feature today and won’t 

have to wait until it’s available. PSS is also well defined by POSIX, which makes it a solid 

choice. Alternatives could be either the Priority Exchange server (PE) of the Deferrable 

Server (DS), which also would provide a budget to guarantee that no tasks would starve; 

these servers were discussed in Section 2.4. But since PSS offers the best qualities of both PE 

and DS it is the logically better choice. 

One limitation that have been made in both Linux and OpenSolaris is that PSS was 

implemented by extending SCHED_FIFO with the functionality of PSS instead of making it 

an own policy which would have been more time consuming. SCHED_FIFO still functions 

as normal; if you want to use the added functionality of PSS you must set a flag for it, more 

about this later. 

In user-space a proportional scheduler was developed and implemented, which I call 

SCHED_PROPORTIONAL (SP). It was only made under Linux, this since it was not 

possible to change the priority of a thread in another process then the own under 

OpenSolaris. It is only possible to change the priority of another process, not specific threads 

in this process. And by changing the priority of another process all the priorities of all the 

threads in this process will also be changed and that is not what we wanted. This fact made it 

not possible to implement the user-space scheduler the same way as in Linux. But it’s 

possible to do an implementation if one were to use shared memory and having one 

scheduler per process and one global scheduler scheduling all the processes. And have all 

scheduler synchronize and access the same shared memory in order to be able to calculate the 

correct time each thread should run in order to be proportional. This implementation was not 

made during this master thesis, basically because of the complexity of this solution and there 

were simply no time to do it in. But it’s likely that Operax will do this solution in the future, 

since they have the need for these features both in Linux and in Solaris. The initial idea was 

to implement PSS also under user-space but after some research it showed itself impossible 

to capture the activation time under user-space. This is why SCHED_PROPORTIONAL was 

developed. 

3.1 POSIX SCHED_SPORADIC under Linux kernel-space 

In Linux under kernel-space POSIX SCHED_SPORADIC (PSS) was implemented as 

described in the definition made by POSIX [3]. Only a few files in the Linux kernel needed 

to be changed; include/linux/sched.h, kernel/sched.c and kernel/sched_rt.c. Also in user-

space the /usr/include/bits/sched.h file needed the same extension to the sched_param 

structure as the kernel-space version of this file. The first thing I did was to extend the 
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sched_param structure in the include/linux/sched.h file and the /usr/include/bits/sched.h file 

so it would be up to specs with the definition of PSS, like this: 

struct sched_param { 

int sched_priority; 

/* 1.ADDED FOR SCHED_SPORADIC */ 
int ss; 
int sched_ss_low_priority; 
unsigned long long sched_ss_init_budget; 
unsigned long long sched_ss_repl_period; 
unsigned long long sched_time; 
/* 1.ADDED FOR SCHED_SPORADIC */ 

}; 

These extensions represent the interface to the scheduler; these values are the only ones that a 

user of the scheduler can set and change. The ss parameter is just a flag that is used since I 

choose to only extend the already existing SCHED_FIFO policy instead of introducing PSS 

on its own. This means that in order to schedule a thread under PSS one must first schedule it 

under SCHED_FIFO and then set the ss flag to 1 and also the other parameters in the 

sched_param structure. The parameter sched_ss_low_priority is the priority that a task 

scheduled under PSS will have when it has run out of budget. Initial budget is set by 

sched_ss_init_budget and is the initial and also the maximal budget the task can have at any 

time, the replenishment time is set by sched_ss_repl_period. Scheduler overhead can also be 

set by setting sched_time, this time will be added to the tasks budget when executing. Since 

this overhead can differ from system to system it will be measured and set by the user. The 

PSS algorithms use a replenishment queue for each thread; this means that each thread can 

hold up to SCHED_SS_MAX_REPL pending replenishments. This replenishment queue is 

illustrated in Figure 7; the queues are circular FIFO queues. 

 

 
Figure 7. Threads with pending replenishment queues. 

 

In the include/linux/sched.h file also the following extensions were made in order to 

implement the replenishment queue: 

/* 2.ADDED FOR SCHED_SPORADIC */ 

#define SCHED_SS_MAX_REPL 2048 

 



 
28 

struct sched_ss_repl_struct { 
int scheduled; 
unsigned long long replenish_amount; 
unsigned long long replenish_time; 

}; 

/* 2.ADDED FOR SCHED_SPORADIC */ 

The constant SCHED_MAX_REPL is set to 2048; this represent the maximum amount of 

pending replenishments any task scheduler under PSS can have at any time. 2048 is an 

arbitrary picked value since nothing about it was mentioned in the definition of PSS. Also the 

replenishment array structure is defined in this file, the sched_ss_repl_struct. Each task holds 

an array of this structure with the size of SCHED_MAX_REPL. It consists of three 

parameters; the flag scheduled tells the scheduler if this post holds a scheduled replenishment 

or not, 1 if it do, 0 otherwise. The replenish_amount is the amount of execution time that will 

be replenished at the time specified by replenish_time. The Linux task structure is also 

located in the include/linux/sched.h file which has been given the following extensions: 

struct task_struct { 

.. 
/* 3.ADDED FOR SCHED_SPORADIC */ 
int next; 
int next_free; 
unsigned long long current_budget; 
unsigned long long activation_time; 
unsigned long long exec_start_time; 
unsigned long long now; 
unsigned long long budget_consumed; 
unsigned long long budget_consumed_tick; 
struct sched_ss_repl_struct repl_q[SCHED_SS_MAX_REPL]; 
 
int ss; 
int sched_ss_high_priority; 
int sched_ss_low_priority; 
unsigned long long sched_ss_init_budget; 
unsigned long long sched_ss_repl_period; 
unsigned long long sched_time; 
/* 3.ADDED FOR SCHED_SPORADIC */ 

}; 

The top nine parameters cannot be accessed by the user; these parameters are only used 

internally by the scheduler in the kernel. Next is an index in the repl_q array that points to the 

next scheduled replenishment, next_free is the index of the next free post in the repl_q array 

where the scheduler will store the next replenishment. The repl_q is used in a circular manner 

and when it is full next_free will hold -1 as value. Current_budget is just as the name 

suggests the current budget of the task, activation_time is the time when the task got runnable 

and exec_start_time is the time when it got on the CPU. The current time is held by now and 

the total budget consumed since activation time stored in budget_consumed, 

budget_consumed_tick stores only the budget consumed since the task got on the CPU. The 
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bottom six is copied from the sched_param structure which is set by the user and is already 

explained above. 

These are all the extensions that are made to the task data structure in order to support PSS, 

the rest of the extensions are made to the kernel/sched.c and the kernel/sched_rt.c files, 

though 99% of the code added is in the sched_rt.c file. Only a few lines are added in sched.c 

for capturing the time when the current task starts to execute and also the functions 

sched_setscheduler(..) and sched_getparam(..) have been extended in order to be able to 

configure the scheduler via the sched_param structure. See the Appendix A.2 for the code 

altered in kernel/sched.c. 

In the sched_rt.c file most the logic for the PSS resides, the functions that are altered are: 

• enqueue_task_rt(..)  

• dequeue_task_rt(..) 

• requeue_task_rt(..) 

• check_preempt_curr_rt(..) 

• task_tick_rt(..) 

The function enqueue_task_rt(..) is responsible for putting real-time tasks that are waking up, 

after being blocked, back on a run queue, the time of this event is captured for any PSS 

threads as the activation time, as of rule 2. When a task gets blocked and needs to get off the 

CPU the dequeue_task_rt(..) function is called, which job is to take a task from a run queue 

and put it on a sleep queue. In this function rule 4 applies, that is, the current budget of the 

task is updated, and also replenishment is scheduled as of rule 6 and 7. If a task gets 

preempted the function check_preempt_curr_rt(..) is called and rule 3 applies for preemption, 

which means that the current budget is updated, also no replenishment is scheduled when a 

task is preempted.  

When a task is executing all the handling of taking care of budget and replenishments is 

made from the task_tick_rt(..) function which is called every tick. How often a tick occurs in 

the kernel depends on a timer interrupt that is default set to 250Hz, or 4ms, in the Linux 

kernel 2.6.23.12. Basically what is done in this function is to; keep track of current budget 

and applying rule 1 and 5, if the current task get out of budget schedule a replenishment and 

lower the priority to the level specified by the sched_ss_low_priority parameter, and also to 

take care of scheduled replenishments as of rule 7. The code for the Linux PSS 

implementation is found in Appendix A.5 and the install instructions in Appendix A.3. 

3.2 POSIX SCHED_SPORADIC under OpenSolaris kernel-space 

First thing I did in OpenSolaris was to modify the class specific data structure for the real-

time class, which can be changed from user-space via a system call to priocntl(..). This is 

needed in order to later be able to extend the sched_param structure with the PSS parameters. 

To change the class specific data structure, one must alter quite a few files. I started out in the 

usr/src/uts/common/sys/rt.h file with extending the rtproc_t structure with the PSS 

parameters, also adding the structure for the replenishment queue: 

/* 1.ADDED FOR SCHED_SPORADIC */ 
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#define SCHED_SS_MAX_REPL 2048 

 
struct sched_ss_repl_struct { 
 int  scheduled; /* 1 if slot in use, 0 otherwise */ 
 hrtime_t  replenish_amount; /* The amout of ns to  
         replenish */ 
 hrtime_t  replenish_time; /* When the replenishment */ 
       /* will occur */ 
}; 
/* 1.ADDED FOR SCHED_SPORADIC */ 
.. 
 
typedef struct rtproc { 
 .. 
 /* 2.ADDED FOR SCHED_SPORADIC */ 
 int   next;   /* index for scheduled   
      replenishment */ 
 int   next_free;  /* index for next free place */ 
      /* -1 if list is full */ 
 hrtime_t  current_budget; 
 hrtime_t  activation_time; 
 hrtime_t  now; 
 hrtime_t  budget_consumed; 
 hrtime_t budget_consumed_tick; 
 struct  sched_ss_repl_struct repl_q[SCHED_SS_MAX_REPL]; 
 /* The following parameters are the initial values, these 
 */ 
 /* values are the only vales that can be alterd by the 
 user. */ 
 int   ss;  /* 1 if this real-time thread is */ 
    /* scheduled with SCHED_SPORADIC */ 
    /* 0 otherwise */ 
 int   sched_ss_high_priority; 
 int   sched_ss_low_priority; 
 hrtime_t  sched_ss_init_budget; 
 hrtime_t  sched_ss_repl_period; 
 hrtime_t  sched_time; /* scheduler penalty time, */ 
      /* set by user */ 
 /* 2.ADDED FOR SCHED_SPORADIC */ 
} rtproc_t; 

The rtproc_t structure is the class specific data structure for the real-time class. In 

usr/src/uts/common/disp/rt.c the functions rt_parmsset(..) and rt_parmsget(..) is 

implemented. These functions are the functions that are being called when one does a system 

call to priocntl(..) to change the class specific data structure for the real-time class. These 

functions works with both the rtproc_t structure just described, and also the kernels own 

internal version of the class specific data structure, rtkparms_t in the 
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usr/src/uts/common/sys/rt.h file, which also was extended with the PSS parameters: 

typedef struct rtkparms { 

 .. 
 /* 3.ADDED FOR SCHED_SPORADIC */ 
 /* The following parameters are the initial values, these 
 */ 
 /* values are the only vales that can be alterd by the 
 user. */ 
 int   ss;  /* 1 if this real-time thread is */ 
    /* scheduled with SCHED_SPORADIC */ 
    /* 0 otherwise */ 
 int   sched_ss_high_priority; 
 int   sched_ss_low_priority; 
 hrtime_t  sched_ss_init_budget; 
 hrtime_t  sched_ss_repl_period; 
 hrtime_t  sched_time;  /* scheduler penalty time, */ 
      /* set by user */ 
 /* 3.ADDED FOR SCHED_SPORADIC */ 
} rtkparms_t; 

When these extensions where made to rtproc_t and rtkparms_t the functions rt_parmsset(..) 

and rt_parmsget(..) was also extended to copy these parameters from the initial values in the 

rtkparms_t to rtproc_t which is used in the real-time class for scheduling actions. And of 

course the rtparms_t structure in the class specific version of the priocntl header file needed 

to be extended to match the extensions made in the usr/src/uts/common/sys/rt.h file. The 

following extensions were made to the rtparms_t data structure in 

usr/src/uts/common/sys/rtpriocntl.h: 

typedef struct rtparms { 

 .. 
 /* 1.ADDED FOR SCHED_SPORADIC */ 
 /* The following parameters are the initial values, these 
 */ 
 /* values are the only vales that can be alterd by the 
 user. */ 
 int   bs; /* to get mapping correct */ 
 int  ss; /* 1 if this real-time thread is */ 
    /* scheduled with SCHED_SPORADIC */ 
    /* 0 otherwise */ 
 int  sched_ss_high_priority; 
 int  sched_ss_low_priority; 
 hrtime_t sched_ss_init_budget; 
 hrtime_t sched_ss_repl_period; 
 hrtime_t sched_time; /* scheduler penalty time */ 
      /* set by the user */ 
 /* 1.ADDED FOR SCHED_SPORADIC */ 
} rtparms_t; 
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An intresting detail here is the bs parameter that I added to the rtparms structure, this is 

needed since priocntl(..) casts both rtparms and rtkparms from the pc_clinfo[] array in the 

pcinfo structure. And since rtpparms is one element smaller then rtkparms I needed to add 

one extra just to get the mapping right, this is the only use of bs. When this was done I could 

finally extend the sched_setscheduler(..) and sched_getparam(..) functions in 

/usr/src/lib/libc/port/rt/sched.c file. They depend on the priocntl(..) system call which 

depends on the functions and data structure I just described above. These two functions 

where extended in the same way as in Linux, the code for them is found in Appendix A.6. 

These extensions gave the OpenSolaris implementation the same interface as the Linux 

implementation which is what I wanted to accomplish. Also the sched_param struct, in 

usr/src/head/sched.h needed to be extended the same way as in Linux.  

In OpenSolaris the entity that is scheduled by the dispatcher is kthread_t, this data structure 

is present in the usr/src/uts/common/sys/thread.h file. In order to be able to capture the time 

when a task starts to execute on the CPU a parameter for this was added to the structure, 

exec_start_time, as seen below: 

typedef struct _kthread { 

 .. 
 /* 1.ADDED FOR SCHED_SPORADIC */ 
 hrtime_t  exec_start_time; 
 /* 1.ADDED FOR SCHED_SPORADIC */ 
 .. 
} kthread_t; 

And just as in Linux the time of when the task gets on the CPU is captured in the main 

scheduling function, only one line of code was needed to be added for this in the 

/urs/src/uts/common/disp.c file. Otherwise the main logic of the PSS algorithm is the real-

time class file usr/src/uts/common/disp/rt.c. 

The functions that were extended in the real-time class file usr/src/uts/common/disp/rt.c 

were: 

• rt_parmsget(..) 

• rt_parmsset(..) 

• rt_preempt(..) 

• rt_sleep() 

• rt_tick(..) 

• rt_wakeup(..) 

The extensions made to rt_parmsget(..) and rt_parmsset(..) functions were just explained 

above, rt_preempt(..) is called when a task gets preempted. When a task gets preempted rule 

3 applies, which says to check if the task getting preempted is a PSS task and if so update the 

current budget, no replenishment is scheduled if a task gets preempted. As in Linux the main 

parts of the PSS algorithm residue in the tick function which in OpenSolaris is called 

rt_tick(..), which is the function that gets called every tick. The functionality that was made 

to this function consists of; updating the current budget and the consumed budget, also 
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scheduling and taking care of replenishments. Rt_wakeup(..) puts a thread that have just been 

woken up back on a run queue, the only extension in this function is to capture the activation 

time. Finally when rt_sleep(..) is called it means that a task has been blocked and rule 4 is 

applied and also replenishment is scheduled according to rules 6 and 7. The rt_sleep(..) was 

not initially implemented in OpenSolaris but had to be added in order to get this 

functionality. As default if a thread in the real-time class gets blocked nothing class specific 

is done, but extending the class with this functionality was easy. The code of the OpenSolaris 

implementation of PSS is found in Appendix A.6 and installation instructions in Appendix 

A.4. 

3.3 SCHED_PROPORTIONAL in Linux user-space 

Inspiration to this scheduling algorithm has both been taken from POSIX 

SCHED_SPORADIC and also the time wheel scheduler described in Section 2.2. The code 

to SCHED_PROPORTIONAL (SP) is found in Appendix A.7 and the installation instructions 

are found in Appendix A.2. The SP-scheduler is a true proportional user-space scheduler, 

which means that the user can assign a percentage of the CPU time to a certain thread and all 

the scheduling is made from user-space. CPU time can only be assigned in whole 

percentages, thus limiting the theoretical number of scheduled threads to 100, but since 

Operax software typically uses 20-30 threads this limitation is ok and this limitation is easy 

to change in the code. Limiting the total number of threads to 100 also helps to simplify the 

scheduler logic, since the list of thread will be of size 100 and one spot in the list equals 1%.  

The scheduler consists of two parts; 1, a main scheduling thread which holds the second 

highest real-time priority on the system, 2, a thread with the highest real-time priority that 

listens on a socket to which the user can register threads to the scheduler. The socket 

implementation have been taken from the book Advanced Programming in the UNIX 

Environment [12] by Stevens W. Richard.  The scheduler works like this; the main loop is 

reading through a list which have place for 100 threads, the scheduler checks position x for a 

thread to schedule. This list holds the thread ids of all the scheduled threads, and one position 

in the list equals 1% of CPU time. Thus if a thread have more than 1% reserved it will appear 

more than once in this list. After checking for a scheduled thread at position x the scheduler 

will, if a thread was found, first increase the priority of this scheduled thread to the third 

highest real-time priority on the system, then, even if no thread was scheduled at this 

position, the scheduler will sleep for a predefined amount of time, default set to 4ms. A time-

slice if you so like this time-slice can be set by the user of the scheduler. By sleeping, the 

scheduler lets the just scheduled thread run while the scheduler is sleeping or if no thread was 

scheduled some other non-scheduled thread will be able to run. When the scheduler wakes up 

again it will preempt any scheduled thread or any non-scheduled thread, unless it’s the thread 

listening on the socket, and will continue its loop; check for thread to schedule, sleep, check 

for thread to schedule, sleep, etc. This scheduler relies on the no other task will have access 

to the three highest priorities on the system. 

When registering a thread to the scheduler the sp_register_thread(..) function is called from a 

user process, specifying the thread id of the thread to be scheduled. The thread id is retrieved 

by calling the gettid() function from the thread that are being scheduled. The function 

sp_register_thread(..) makes sure that when a thread is registered with more than 1% that it 

will be evenly distributed in the scheduling list by using a simple algorithm. This algorithm 
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consists of two parts and works as the following: the first part is used if a thread registers 

with less than 51% or if the percentage available is more the 50%. This first part calculates 

an offset that is used to distribute the threads in the thread list evenly. It is calculated 

maximum nr of threads relative to the percentage requested, that is, maximum number of 

threads / percentage requested = offset. This offset is used to determine how far apart in the 

list the thread registering will get its spots and it’s only used when allocating the 50% 

percentages. The second part is used when a thread is registering with more than 50% or 

when less than 50% on the CPU time is left. All it does is to randomly put the thread in the 

list. 

An important aspect of the scheduler is when a scheduled thread suddenly dies. What the 

scheduler does when this happens is that it calls the function sp_unregister_thread(..) which 

safely removes the thread from the scheduling list and make room for new threads to be 

scheduled again. 

What the main loop of the scheduler does is in short; if the next post in the scheduling list 

have a thread that is going to be scheduled, then schedule! This means, change its priority to 

the high level, put the thread under SCHED_FIFO, and then go to sleep letting this thread 

run. Of course if no thread was at this spot in the thread list the scheduler go to sleep anyway 

and let some other non-scheduled thread run for the time slice. If a thread was scheduled, 

after the scheduled thread has run its time-slice the scheduler thread will wake up and 

preempt this thread since it has the higher priority. When woken up the scheduler will check 

if it did schedule a thread before it went to sleep and if so it set the priority of the scheduled 

thread back to its original level and put it under the SCHED_OTHER policy. Then the loop 

starts over again checking for next thread to schedule. This loop is quite tight but not much 

time has been spent making it optimal. Future work might lead to a more optimal solution, 

though most of the overhead the scheduler will introduce will be by the additional context 

switches it brings. 
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4 Testing 

In this chapter the testing of the different solutions will be presented. Performance has only 

been tested in user-space, in kernel space only the functionality has been tested. This since 

the main purpose of this thesis is to solve the issue of thread starvation, not to make a high 

performance scheduler. The POSIX SCHED_SPORADIC (PSS) have been around for 

several years and it’s fair to assume that it has been well tested.  And that its performance is 

good enough, especially compared to the user-space scheduler. In user-space the performance 

testing is of great value since normally scheduling is not done in user-space and it was not 

known how much this will affect performance. This among other results will be found in this 

chapter. 

4.1 Testing of SCHED_PROPORTIONAL, Linux, user-space 

Operax software runs exclusively on a server, and a typical installation consists of a few 

multi-threaded and a few single-threaded processes. All threads are scheduled with system-

wide contention scope, and are either in a real-time sub-system and then scheduled with 

SCHED_FIFO, or in a non real-time sub-system and then time-share scheduled. Round-robin 

(SCHED_RR) of other real-time scheduling is currently not used in Operax software 

installations. 

The main purpose of introducing a user-space scheduler is to avoid starvation of the non-real-

time tasks in high load scenarios. Without proportional scheduling, one or a set of 

SCHED_FIFO tasks can consume all available CPU time and starve the non-real-time tasks, 

which in a longer perspective will cause a failure to the system. So what we want from the 

user-space scheduler is to: 

• Minimize latency introduced to the tasks not scheduled by the SP-scheduler, since these 

can be SCHED_FIFO tasks running in a real-time sub-system where minimal latency is 

important. 

• Scheduling latency introduced to the tasks that are scheduled by the SP-scheduler is less 

important since these tasks will belong to non-real-time sub-systems. 

The parameters that I’ve measured in my tests are the following: 

• Latency introduced by SP to a SCHED_FIFO thread. 

• Scheduling overhead, compared with scheduling overhead for SCHED_RR threads. 

In Linux the normal sleep functions such as sleep(..) and nanosleep(..) depends on a timer-

interrupt in the kernel and since the SP-scheduler depends on nanosleep(..) it also depends on 

this timer-interrupt. Before the testing could start the rate of the timer-interrupt needed to be 

determined, the rate of this interrupt decides how short period nanosleep(..) can sleep. In 

order to measure this timer-interrupt I used a real-time FIFO thread using gettimeofday(..) 

before and after a call to nanosleep(..), to measure the actually time that nanosleep(..) did 

sleep. The test was to let nanosleep(..) try to sleep for a very short amount of time  < 1ms. 

Then the time before and after the nanosleep(..) call was compared and the difference was 

calculated  which in this case was about 4ms, see Figure 8. As per default the Linux kernel 

2.6.x should have this timer-interrupt set to a frequency of 250 Hz, which corresponds well to 

the test result of about 4ms. In other words the minimum time that nanosleep(..) could sleep 
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was in fact 4ms, or actually a multiple of 4ms since the rate of the timer-interrupt was 250hz. 

To verify this I changed the nanosleep(..) call to 5ms, which should give 8ms, which it did. 

And thus the rate of the timer-interrupt was found, the code of the test program is found in 

Appendix A.8.1. 

 

Figure 8. The rate of the timer-interrupt that nanosleep(..) depends on. 

In user-space I have measured both scheduling overhead and thread latency introduced to a 

SCHED_FIFO thread. The scheduler have been configured with a 2ms sleep time which 

according to the above discussion will give an effective sleep time of 4ms. The test machine 

had the following configuration: 

Test configuration: 

• CPU: Mobile AMD Sempron™ 3500+ 1.8 GHz, running at 1.8 GHz 

• RAM: 1.5GB 

• Kernel: 2.6.23.12 

• As few processes as possible running 

• No graphical interface running  

4.1.1 Overhead testing 

In order to test the scheduling overhead two threads were used, one scheduled under the SP-

scheduler and one scheduler under SCHED_FIFO. Then the time that the SCHED_FIFO 

thread was blocked was compared with the time that the SP thread got to run, code to this test 

is found in Appendix A.8.2. The difference of these times is the time it takes to make the 

context switches and the scheduling actions by the SP scheduler, see Figure 9 for a plot of 
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this time difference. Most of the measurements were about 33 000 clocks, some over 40 000, 

but these are just due to some interrupt handler executing at the same time as the scheduler 

was doing its work, thus adding to the time. Or it can also be the schedulers socket thread 

that will preempt the scheduler every second checking for new threads registering. The 

overhead of the SP-scheduler, not counting in the socket thread, is around 33 000 clocks. In 

the case of the test computer which had a CPU with a frequency of 1800 MHz this equals (33 

000 / 1.8) or about 18 300 ns. 

 

Figure 9. Overhead test for the SP-scheduler. 

In order to get a feeling of how good or bad this result is, it can be compared with the 

overhead of the real-time kernel-space scheduler SCHED_RR which overhead is plotted in 

Figure 10. The testing of the overhead of the SCHED_RR was made the same way as for the 

SP-scheduler; two threads, in this case at the same priority, both scheduled by SCHED_RR 

got to run and the time between the two was compared, code for it can be found in Appendix 

A.8.3. The time of the thread that got blocked was compared to the thread that got to run 

during that time, the difference was around 18 500 clocks, which are (18 500 / 1.8) about 10 

300 ns. In other words the overhead of the SP-scheduler which runs in user space is only 

8000 ns more the kernel-space SCHED_RR, which is much better than I ever would expect 

from a user-space scheduler. 
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Figure 10. Overhead test for SCHED_RR. 

4.1.2 Latency testing 

In order to test the latency introduced to already running SCHED_FIFO threads I did the 

following test; I let a real-time SCHED_FIFO scheduled thread run and measure the time, in 

number of clock cycles, between two points in the code after each other. Both are contained 

in a tight loop. When the thread gets interrupted the latency is calculated by subtracting the 

time sample after it got back on the CPU from the time simple that was taken before it got 

interrupted. Code for this test can be found in Appendix A.8.4. First this test was done with 

the SP-scheduler turned off in order to see the latency of the system without the scheduler; 

the same test was conducted with a SP-scheduled thread. In Figure 11, the test without the 

SP-scheduler turned on is plotted. Most of the measured time was around 8500 clocks, with 

some higher and some lower, depending on which interrupt handler disturbing the 

measurements, (8500 / 1.8) is about 4700 ns. This is the base line for the latency of the 

system before SP-scheduler was introduced. 
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Figure 11. Latency test, only one SCHED_FIFO thread running. 

The second test was the same as the first one but with a SP-scheduled thread running in the 

background. In this case the SP-scheduled thread will preempt the SCHED_FIFO thread 

since it will hold a higher priority and also the SP-scheduled thread will hold a higher priority 

when running its time slice. All this time will be added to the latency, the test is plotted 

below, only the samples over 4 ms are plotted: 
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Figure 12. Latency test, one SCHED_FIFO thread, and one SCHED_PROPORTIONAL 

scheduled thread with 1% assigned CPU time, clock cycles along y-axis, current clock cycle 

along x-axis. 

In Figure 12 only the time over 4 million clock cycles were captured in order to only capture 

the latency introduced by the SP-scheduler. Here we can see that the latency got a whole lot 

higher than before, from about 8500 clock cycles to about 7 million (7 208 000 average) 

clock cycles, or from 4700 ns to (7 208 000 / 1.8) = 4 004 500 ns. But one have to remember 

that in the worst case there is a lot of things that is going on. For example, the SCHED_FIFO 

thread is running, it gets preempted by the scheduling thread, which makes its work, then a 

SP thread gets to run, then the SP thread gets preempted again by the scheduler thread, also 

an interrupt handler might come along before the SCHED_FIFO thread can get back on the 

CPU. So to sum up the events happening when scheduling;  

1. Timer-interrupt 1, time 0. 

2. Context-switch 1: SP-scheduler preempts SCHED_FIFO thread. 

3. Execution 1: SP-scheduler makes its scheduling. 

4. Context-switch 2: SP-scheduler goes to sleep and let SP-thread run. 

5. Execution 2: SP-thread gets to run its time slice, which is a minimum and default of 4 

ms. 

6. Timer-interrupt 2, 4 ms passed. 

7. Context-switch 3: SP-scheduler wakes up and preempts the SP-thread. 

8. Execution 3: SP-scheduler finishes its work and goes to sleep. 

9. Context-switch 4: SCHED_FIFO thread gets back on CPU. 
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10. Timer-interrupt 3, 8ms passed. 

11. Context-switch 5: SP-scheduler preempts SCHED_FIFO thread, etc … 

In a little more than 4 ms the following happens: 4 context switches, 3 threads executing, of 

which one holds the CPU for 4 ms that needs to be done before the SCHED_FIFO thread is 

back on the CPU. So nanosleep(..) sleeps for 4 ms and the overhead of the SP-scheduler was 

about 10 300 ns. This means that latency when SP is turned on should be = (4 000 000 + 10 

300 + context switching) = (4 010 300 + context switches) ns. And the measurements showed 

4 005 555 which is as expected. The fact that it is a little lower can be due to that 

nanosleep(..) didn’t sleep exactly 4 ms but maybe 3.997 ms, see Figure 8, also other 

measurements might not be 100% accurate but close enough for a correct reading. 

This test was only made with 1% of the CPU time allocated, which means that the 

SCHED_FIFO thread only could be interrupted one time in a row, by the SP-scheduler, this 

to make the analysis of the measurements easier. If in the SP thread list was two threads after 

each other or the same thread have two spots in the list after each other, the latency will be 

higher. This also points out the importance of evenly distributing the threads in the thread list 

in order to minimize latency. How the SP-scheduler do this was discussed in Section 3.3. The 

best possible distribution would let the SCHED_FIFO thread run every forth ms, even when 

the CPU is allocated up to 50%. To test the SP-scheduler ability tests were performed at 25%, 

50%, 75%, 90% and 99% of CPU allocation. See Figure 13, 14, 15, 16, 17 respectively: 

 

 

Figure 13. Latency test, one SCHED_FIFO thread, and one SCHED_PROPORTIONAL 

scheduled thread with 25% assigned CPU time. 
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Figure 14. Latency test, one SCHED_FIFO thread, and one SCHED_PROPORTIONAL 

scheduled thread with 50% assigned CPU time. 

 

Figure 15. Latency test, one SCHED_FIFO thread, and one SCHED_PROPORTIONAL 

scheduled thread with 75% assigned CPU time, clock cycles along y-axis, current clock cycle 

along x-axis. 
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When 75% of the CPU is allocated the latency becomes higher and will be a multiple of the 

timer-interrupt rate as shown in Figure 15. 

 

Figure 16. Latency test, one SCHED_FIFO thread, and one SCHED_PROPORTIONAL 

scheduled thread with 90% assigned CPU time, clock cycles along y-axis, current clock cycle 

along x-axis. 
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Figure 17. Latency test, one SCHED_FIFO thread, and one SCHED_PROPORTIONAL 

scheduled thread with 99% assigned CPU time, clock cycles along y-axis, current clock cycle 

along x-axis. 

As seen in these plots the SP-scheduler scales well to around 50%, and even at 50% CPU 

allocation the latency is in 99% of the cases that same as when only 1% is allocated. When 

allocating more than 50% the SP-scheduler starts to add a lot more to the latency. But one 

have to remember that these tests were only conducted with one thread allocating CPU time, 

when more threads are allocating CPU time, even under 50% together the distribution may 

be different. See Section 3.3 for mote about the design of the scheduler. 

One point that hasn’t been measured is the amount of CPU time that the scheduler consumes 

when no thread is scheduled. But since we now know the overhead of the scheduler this is 

easy to calculate. We know that the scheduler will perform the same work even if no thread is 

scheduled and with an overhead of 10 300 ns and a sleep time of 4ms the scheduler will 

consume 10 300 / 4 000 000 = 0.0026 = 0.26% of the CPU time on the test system. 

4.1.3 Algorithm discussion 

The SP-algorithm is discussed in Section 3.3 but will here be argued for to be correct. The 

algorithm can be seen as having three real-time threads, a socket-thread, listening for new 

registrations of threads to the scheduler, t_socket, a scheduler-thread doing scheduling, 

t_sched, and a thread that is scheduled, t_s. This view of the scheduler is correct since the 

scheduler does not make any different actions scheduling one or several threads. The 

following assumptions are made: 

• t_socket have the highest priority in the system. 

• t_sched have the second highest priority in the system. 
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• t_s have the third highest priority in the system. 

• No other threads can have the same priorities as these threads. 

• The execution time of interrupt handlers are neglible and can thus be ignored. 

The t_socket threads only job is to read a socket to check if a new thread wants to register to 

the scheduler, this is done every second. Since t_socket have the highest priority in the 

system no thread can preempt it and disturb its work. Second highest priority is held by the 

t_sched thread; only the t_socket thread can preempt this thread, but will only go so very 

seldom, every second. This thread have been tested above to have an execution time of about 

10 300 ns including context switches. The job of this thread is to let the t_s thread run when 

it’s next in the thread list that the t_sched thread keeps, see Section 3.3 about this list. Since 

this list have place for 100 threads and each spot in the list corresponds to 4ms run time for 

the thread at that spot, and each spot in the list is claimed to represent 1% of the CPU time. 

That means that one lap in this list equals 100 * 4 000 000 + 100 * 10 300 ns = 4 000 000 00 

+ 1 030 000 = 4 010 300 00 which gives 4 000 000 / 4 010 300 00 = 0.00997 = about 0.01 

that is 1%. And that is what I wanted to show with this discussion, since the three threads of 

the scheduler holds the three highest priorities in the system it can guarantee that every 

thread that registers to it will be given a percentage of the CPU time available. 

4.2 Testing of SCHED_SPORADIC, kernel-space 

The testing of POSIX SCHED_SPORADIC (PSS) has been limited to only test the 

functionality of the implementation. This since we already know that the normal scheduler 

already have good enough performance for Operax needs and by adding PSS the only hit 

performance will take is a slightly more overhead. And since the primary goal of this master 

thesis is to solve the thread starvation problem, not to do performance analysis of an existing 

algorithm a performance test was not of primary concern. Also the PSS have been around for 

years now and there is no question about if the algorithm is correct or not, the only thing we 

need to test is if the implementation is working according to the specifications of the 

algorithm or not. This has been done by scheduling a thread under PSS with different budget 

and replenishment periods examining how the priority level changes. The following tests 

were made: 

1. PSS thread scheduled with 4ms budget and 16ms replenishment period, see Figure 

18. 

2. PSS thread scheduled with 8ms budget and 16ms replenishment period, see Figure 

19. 

3. PSS thread scheduled with 8ms budget and 32ms replenishment period, see Figure 

20. 

4. PSS thread scheduled with 12ms budget and 16ms replenishment period, see Figure 

21. 

5. PSS thread scheduled with 16ms budget and 16ms replenishment period, see Figure 

22. 

By looking on how the priorities changes and for how long time the thread stays at each 

priority one gets a pretty clear picture of PSS in action. When the budget increases the time 
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the thread gets to spend on the high priority level increases. And when the replenishment 

period increase the time the thread gets to spend on the lower priority level increases also.  

 

Figure 18. PSS thread scheduled with 4 ms budget and 16 ms replenishment period. 

 

Figure 19. PSS thread scheduled with 8 ms budget and 16 ms replenishment period. 
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Figure 20. PSS thread scheduled with 8 ms budget and 32 ms replenishment period. 

 

Figure 21. PSS thread scheduled with 12 ms budget and 16 ms replenishment period.
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Figure 22. PSS thread scheduled with 16 ms budget and 16 ms replenishment period. 

4.2.1 Algorithm discussion 

Since PSS is defined by POSIX there is no question about if the algorithm is correct or not. 

In the above tests the behavior of the implemented algorithm have been tested to see if it 

matches the actually algorithm, which it does. One can thus make the conclusion that the 

algorithm is correctly implemented. 

In order to solve the thread starvation problem using PSS one must do a little different then 

when using a proportional scheduler. And a problem with this implementation is that 

replenishment can occur when a PPS thread is operating at its low priority level. This means 

the set of tasks needs to be schedulable as according to RMA, see Section 2.3. To get the 

proportional behavior from PSS one has to use the relationship between the initial budget of 

a task and the replenishment period. PSS guarantees that a task will be given a chance to 

consume its budget within the replenishment period, assuming that the task is in a 

schedulable task set. This means that a task with replenishment period p and initial budget b 

will be guaranteed at least 100 * (b/p) percentage of the CPU time. By assigning the right 

replenishment period and the correct budget one can assign a minimum guaranteed 

percentage of available CPU time to a certain task and thus solving the thread starvation 

problem. 
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5 Conclusion and Discussion 

How tasks are scheduled in an operating system can vary a lot, and different systems needs 

different solution depending on their purpose. Scheduling algorithms that have been 

discussed in this master thesis are; the Sporadic Server (SS), the Polling Server (PS), the 

Deferrable Server (DS), the Priority Exchange server (PE), background scheduling and 

proportional scheduling. Among these the Sporadic Server in form of the POSIX 

SCHED_SPORADIC (PSS) have been investigated extra carefully and also implemented 

under Linux and OpenSolaris. In user-space in Linux the self-developed proportional 

scheduler SCHED_PROPORTIONAL (SP) have been implemented and tested. 

One of the main problems in the beginning of the work was to really get a grip of the kernels 

and how and where the scheduling occurred. The Linux kernel was somewhat easier to the 

get into, this might be due to the fact the there exists huge amount of documents on Linux 

and for OpenSolaris there wasn’t much available at all except the very good book Solaris 

Internals [9] by McDougall Richards and Mauro Jim. Also in Linux only 4 files needed to be 

changed when in OpenSolaris 8 files needed to be changed with in order to implement PSS. 

The kernel in OpenSolaris was a little harder to get a grip of but once everything was clear 

there are quite a few similarities between the both, luckily. 

When it comes to solving the thread starvation problem, which has been the main goal of this 

master thesis, the user-space scheduler SP works pretty well, the tests have indicated that the 

added overhead is not as great as one would think and the latency is as one could expect. 

That is it depends on the time-slice of the scheduled threads and also how many threads that 

are scheduled. One thing that I didn’t expect was that that the SP-scheduler only is twice as 

slow as SCHED_RR, this is for me surprisingly good. To sum up the results from the user-

space scheduler: 

• SP have an overhead of about 20 000 ns, SCHED_RR have 10 000 ns. 

• When SP is used to allocate less than 50% of the CPU time the latency introduced is 4ms. 

• When SP is used to allocate more than 50% of the CPU time the latency becomes a 

multiple of 4ms, with a max of: 99 * 4 ≈ 400 ms. 

• When SP runs without any threads scheduled the CPU time consumed is neglible. 

The main weakness of the user-space scheduler is as I see it, the algorithm that is used to 

evenly distribute threads registering to the thread list of the scheduler. The algorithm works 

well when few threads registering to the scheduler. But it will need improvement when 

several threads registering with low percentages to it in order to distribute them well. This is 

something that needs to be addressed if future work is being done to the scheduler. 

One aspect that hasn’t been investigated is how the scheduler affects the contents of the 

cache and how this affects the performance. In modern computer architectures with their long 

memory latencies the issue of cache pollution is indeed something that can have a significant 

negative impact on the performance. However the set of data that the scheduler uses is small 

and therefore any cache pollution it brings is likely to only have a very small impact on the 

overall performance. 

In kernel-space there is not so much result to talk about, since only function test were 

conducted, PSS works as it should. The biggest problem according to me is that you can’t 
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schedule FIFO threads at a priority equal or higher than the sched_ss_low_priority level that 

works under overload. If you do and they get under overload the PSS threads won’t get any 

replenishment until the FIFO thread is done. This since the PSS threads can get their 

replenishments while they have their low priority level, so in order to get it they need to run. 

So one needs to be carefully and making sure that the desired task set is schedulable as 

according to RMA, see Section 2.3. 

In Linux the clock sched_clock() is used to account for budget under PSS, no time have been 

spent investigating if there exists a better clock for this task. It’s possible that there is a better 

alternative with less overhead then sched_clock(). But as to prove that PSS works 

sched_clock() works well enough. 
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6 Future work 

Future work is planned to investigate further how to make an implementation of the user-

space scheduler SCHED_PROPORTIONAL in Solaris. There have been discussions about a 

solution that uses a local and a global scheduler, the global scheduler schedules the processes 

and then each process will have a separate scheduler to schedule its threads. In order to 

achieve a proportional behavior these schedulers would need to communicate using shared 

memory in order to synchronize their scheduling efforts. This solution has not been 

investigated further at this moment, but since Operax deploys their software both under 

Linux and Solaris they have a need for this kind of scheduler in Solaris as well. Also the 

scheduler in user-space can be optimized and tuned further; the version that was developed 

under this thesis work is primary developed as a proof of concept. Although the most of the 

performance hits the scheduler introduces comes from the context switches it causes. Even if 

the data structures and such would be optimized the performance gains should only be some 

hundred clock cycles. 

Both in user-space and in kernel-space it would be interesting to make the data structures 

more optimal and optimize the mechanism of the scheduling and run some to se really how 

good a user-space scheduler can really be, to minimize the introduces overhead and latency. 

Also in kernel-space it would be interesting to measure the overhead added by 

SCHED_SPORADIC and see how much of this one can improve upon. 
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Appendix 

A.1 List of acronyms 

• PSS – POSIX SCHED_SPORADIC 

• SP – SCHED_PROPORTIONAL 

• FIFO – First In First Out 

• RR – Round Robin 

• BFU – Blindening Fast Update 

• TID – Thread ID 

• TGID – Thread Group ID 

• PID – Process ID 

• SS – Sporadic Server 

• PS – Polling Server 

• DS – Deferrable Server 

• PE – Priority Exchange server 

• CPU – Central Processing Unit 

• RAM – Random Access Memory 

• RMA – Rate Monotonic Analysis 

• RMS – Rate Monotonic Scheduling 

• RT – Response Time 

• UB – Utilization Bound 

A.2 Install instructions for SCHED_PROPORTIONAL under Linux 

Here follows the instructions for how to use SCHED_PROPORTIONAL, it have been tested 

and developed under OpenSUSE 10.3 with kernel 2.6.23.12, and consists of the following 

files: 

• sp_daemon.c 

• sp_daemon.h 

• sp_start.c 

• socked_server.c 

• socket_server.h 

• socket_client.c 

• socket_client.h 
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• readme 

• Makefile 

Test files: 

• sp_test.c 

• do_work.c 

 

To compile the code just run: make start to compile the scheduler, and make test to compile 

the test files, and make clean to clean old files. 

To start the scheduler simply run: ./sp_start. Keep in mind that you need to be logged in as 

super-user in order to use the scheduler. 

If you want to use the test file for testing just run: ./sp_test and two threads will be created 

with 60% and 10% CPU time allocated respectively, then ./do_work can be started, this 

program will try and get as much CPU time as it can, thus forcing the two SP threads down 

their lowest guaranteed CPU time. One can use the program top and hit the shift and h 

buttons to show threads running on the computer. 

To use the scheduler in your own code just place it in the same folder, include the 

sp_daemon.h file, create some threads, then, from each thread, register the threads to the 

scheduler by calling: sp_register_thread(gettid(), percentage, SCHED_OTHER). Also see the 

readme file for further instructions. 

A.3 Install instructions for SCHED_SPORADIC in Linux 

The implementation of SCHED_SPORADIC was done using the Linux 2.6.23.12 kernel. In 

order to install SCHED_SPORADIC just download the kernel from www.kernel.org unpack 

it and replace the following files with the ones from this master thesis: 

• kernel/sched.c 

• kernel/sched_rt.c 

• include/linux/sched.h 

• user-space: /usr/include/bits/sched.h 

Then compile and install on your favorite distribution and voila, you now have a 

SCHED_SPORADIC enabled kernel. 

A.4 Install instructions for SCHED_SPORADIC in OpenSolaris 

I order to install this implementation of SCHED_SPORADIC one must first download and 

unpack the OpenSolaris system form the OpenSolaris website, www.opensolaris.org. 

Instructions are also found on the website, then the following files needs to be replaced with 

the modified ones from this master thesis: 

• /usr/src/uts/common/disp/disp.c 

• /usr/src/uts/common/disp/rt.c 

http://www.kernel.org
http://www.opensolaris.org
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• /usr/src/uts/common/sys/rt.h 

• /usr/src/uts/common/sys/thread.h 

• /usr/src/uts/common/sys/priocntl.h 

• /usr/src/uts/common/sys/rtpriocntl.h 

• /usr/src/lib/libc/port/rt/sched.c 

• /usr/src/head/sched.h 

Then simply use nightly to compile the system, instructions are included when downloading 

OpenSolaris. After the system have compiled it can be install using BFU or eyecap. 

Instructions for how to install the system is also found on the OpenSolaris website: 

www.opensolaris.org. 

A.5 Code for SCHED_SPRADIC, kernel-space, Linux 

A.5.1 code added in include/linux/sched.h 

.. 
struct sched_param { 
    int sched_priority; 
    /* 1.ADDED FOR SCHED_SPORADIC */ 
    /* The following parameters are the initial values, these 
 */ 
    /* values are the only values that can be alterd by the 
 user */ 
    int ss; /* 1 if this real-time thread is scheduled with */ 
       /* SCHED_SPORADIC 0 otherwise */ 
    int sched_ss_low_priority; 
    unsigned long long sched_ss_init_budget; 
    unsigned long long sched_ss_repl_period; 
    unsigned long long sched_time; /* scheduler penalty time, 
       set by user */ 
    /* DEBUGGING */ 
    unsigned long long ss_cb; 
    unsigned long long ss_bc; 
    unsigned long long ss_bct; 
    int next; 
    int next_free; 
    unsigned long long exec_start; 
    unsigned long long now; 
    /* DEBUGGING */ 
    /* 1.ADDED FOR SCHED_SPORADIC */ 
}; 
.. 
/* 2.ADDED FOR SCHED_SPORADIC */ 
#define SCHED_SS_MAX_REPL 2048 
 

http://www.opensolaris.org
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struct sched_ss_repl_struct { 
    int scheduled; /* 1 if slot in use, 0 otherwise */ 
    unsigned long long replenish_amount; /* The amount of ns 
         to replenish */ 
    unsigned long long replenish_time; /* At time(tick) the 
       replenishment will occur */ 
}; 
/* 2.ADDED FOR SCHED_SPORADIC */ 
.. 
struct task_struct { 
.. 
    /* 3.ADDED FOR SCHED_SPORADIC */ 
    int next; /* index of next scheduled replenishment */ 
    int next_free; /* index of next scheduled replenishment, 
    */ 
    /*-1 if list is full */ 
    unsigned long long current_budget; 
    unsigned long long activation_time; 
    unsigned long long exec_start_time; 
    unsigned long long now; 
    unsigned long long budget_consumed; 
    unsigned long long budget_consumed_tick; 
    struct sched_ss_repl_struct repl_q[SCHED_SS_MAX_REPL]; 
    /* The following parameters are the initial values, these 
 */ 
    /* values are the only values that can be altered by the 
 user */ 
    int ss; /* 1 if this real-time thread is scheduled with */ 
    /* SCHED_SPORADIC 0 otherwise */ 
    int sched_ss_high_priority; 
    int sched_ss_low_priority; 
    unsigned long long sched_ss_init_budget; 
    unsigned long long sched_ss_repl_period; 
    unsigned long long sched_time;  
    /* scheduler penalty time, set by user */ 
    /* 3.ADDED FOR SCHED_SPORADIC */ 
}; 
.. 

A.5.2 code added in kernel/sched.c 

.. 
/* 1. ADDED FOR SCHED_SPORADIC */ 
#include <linux/sched.h> 
/* 1. ADDED FOR SCHED_SPORADIC */ 
.. 
asmlinkage void __sched schedule(void) 
{ 
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.. 
    /* 2.ADDED FOR SCHED_SPORADIC */ 
    /* Capturing exec_start_time for the thread being switched 
  on the CPU */ 
    if(task_has_rt_policy(next)) { 
        if(next->ss) { 
            /* this is a real-time thread with ss flag set */ 
            next->exec_start_time  = sched_clock(); 
        } 
    } 
    /* 2.ADDED FOR SCHED_SPORADIC */ 
.. 
} 
.. 
int sched_setscheduler(struct task_struct *p, int policy, 
struct sched_param *param) 
{ 
.. 
    /* 3.ADDED FOR SCHED_SPORADIC */ 
    if(policy == SCHED_FIFO) { 
        p->ss = param->ss; 
        p->sched_ss_low_priority = param-    
       >sched_ss_low_priority; 
        p->sched_ss_high_priority = param->sched_priority; 
        p->sched_ss_init_budget = param->sched_ss_init_budget; 
        p->sched_ss_repl_period = param->sched_ss_repl_period; 
        p->sched_time = param->sched_time; 
        p->current_budget = p->sched_ss_init_budget; 
        p->next = 0; 
        p->next_free = 0; 
        p->budget_consumed = 0; 
        p->budget_consumed_tick = 0; 
        p->sched_time = 0; 
        i = 0; 
        /* Just to be sure .. */ 
        while(i<SCHED_SS_MAX_REPL) { 
            p->repl_q[i].scheduled = 0; 
            p->repl_q[i].replenish_amount = 0; 
            p->repl_q[i].replenish_time = 0; 
            ++i; 
        } 
    } 
    /* 3.ADDED FOR SCHED_SPORADIC */ 
.. 
} 
.. 
asmlinkage long sys_sched_getparam(pid_t pid, struct 
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sched_param __user *param) 
{ 
.. 
    /* 4.ADDED FOR SCHED_SPORADIC */ 
    lp.ss = p->ss; 
    lp.sched_ss_low_priority = p->sched_ss_low_priority; 
    lp.sched_ss_init_budget = p->sched_ss_init_budget; 
    lp.sched_ss_repl_period = p->sched_ss_repl_period; 
    lp.sched_time = p->sched_time; 
    /* DEBUGGING */ 
    lp.ss_cb = p->current_budget; 
    lp.ss_bc = p->budget_consumed; 
    lp.ss_bct = p->budget_consumed_tick; 
    lp.next = p->next; 
    lp.next_free = p->next_free; 
    lp.exec_start = p->exec_start_time; 
    lp.now = p->now; 
    /* DEBUGGING */ 
    /* 4.ADDED FOR SCHED_SPORADIC */ 
.. 
} 
.. 

A.5.3 code added in kernel/sched_rt.c 

.. 
/* 1.ADDED FOR SCHED_SPORADIC */ 
#include <linux/sched.h> /* for SCHED_SS_MAX_REPL */ 
/* 1.ADDED FOR SCHED_SPORADIC */ 
.. 
static void enqueue_task_rt(struct rq *rq, struct task_struct 
*p, int wakeup) 
{ 
.. 
    /* 2.ADDED FOR SCHED_SPORADIC */ 
    /* Rule 2, thread woke up from being blocked or got  
 replenished */ 
    if(p->ss && (p->rt_priority == p->sched_ss_high_priority)) 
{ 
        p->activation_time = sched_clock(); 
    } 
    /* 2.ADDED FOR SCHED_SPORADIC */ 
.. 
} 
.. 
static void dequeue_task_rt(struct rq *rq, struct task_struct 
*p, int sleep) 
{ 
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.. 
unsigned long long repl_time; /* SCHED_SPORADIC */ 
.. 
/* 3.ADDED FOR SCHED_SPORADIC */ 
    if(p->ss && (p->rt_priority == p->sched_ss_high_priority)) 
{ 
        p->now = sched_clock(); 
        /* Thread is being bocked, rule 4 applies,*/ 
        /* which means update current budget and schedule */ 
        /* a replenishment with the amount of budget consumed. 
  */ 
        /* No need to lower prio since that is done in tick 
  and */ 
        /* also sched_time need to be acounted for. */ 
        p->budget_consumed_tick = p->now - p->exec_start_time; 
        p->budget_consumed += p->budget_consumed_tick; 
        if((p->current_budget + p->sched_time) <= p-  
    >budget_consumed){ 
            p->current_budget = 0; 
        } 
        /* Schedule a replenishment as of rule 6 and 7 */ 
        repl_time = p->activation_time + p-    
        >sched_ss_repl_period; 
        if(repl_time <= p->now) { 
            /* If the time to schedule a replenishment is */ 
            /* before current time the replenishment is */ 
            /* performed now, as of rule 6. */ 
            p->current_budget = p->budget_consumed; 
            if(p->current_budget > p->sched_ss_init_budget){ 
                p->current_budget = p->sched_ss_init_budget; 
            } /* no need set activation_time since thread is 
   blocked */ 
        } else { 
            if(p->next_free >= 0) { 
                /* else schedule a replenishment, if there is 
    */ 
                /* place left in the repl_q */ 
                p->repl_q[p->next_free].scheduled = 1; 
                p->repl_q[p->next_free].replenish_amount = p-
      >budget_consumed; 
                p->repl_q[p->next_free].replenish_time =  
          repl_time; 
                ++p->next_free; 
                if(p->next_free >= SCHED_SS_MAX_REPL) { 
                    p->next_free = 0; 
                } 
                if((p->next_free == p->next)  && (p->repl_q[p-
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      >next].scheduled >= 1)) { 
                    /* list is full */ 
                    p->next_free = -1; 
                } 
            } 
        } 
        /* budget_consumed is used and set to 0 */ 
        p->budget_consumed = 0; 
        p->budget_consumed_tick = 0; 
    } 
    /* 3.ADDED FOR SCHED_SPORADIC */ 
.. 
} 
.. 
static void requeue_task_rt(struct rq *rq, struct task_struct 
*p) 
{ 
.. 
    /* 4.ADDED FOR SCHED_SPORADIC */ 
    /* Rule 2, thread wake up from being blocked or got 
 replenished */ 
    if(p->ss && (p->rt_priority == p->sched_ss_high_priority)) 
 { 
        p->activation_time = sched_clock(); 
    } 
    /* 4.ADDED FOR SCHED_SPORADIC */ 
.. 
} 
.. 
static void check_preempt_curr_rt(struct rq *rq, struct 
task_struct *p) 
{ 
    if (p->prio < rq->curr->prio) { 
                /* 5.ADDED FOR SCHED_SPORADIC */ 
        if(rq->curr->ss && (rq->curr->rt_priority == 
           rq->curr->sched_ss_high_priority)) { 
            p->now = sched_clock(); 
            /* Thread is preempted, rule 3 apply, no */ 
            /* replenishment according to rule 3 */ 
            p->budget_consumed_tick = p->now - p-   
         >exec_start_time; 
            rq->curr->budget_consumed += rq->curr-  
        >budget_consumed_tick; 
            if(rq->curr->current_budget <= rq->curr-  
        >budget_consumed) { 
                rq->curr->current_budget = 0; 
            } else { 
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                rq->curr->current_budget -= rq->curr-  
         >budget_consumed; 
            } 
            rq->curr->budget_consumed_tick = 0; /* keep bc */ 
           } 
           /* 5.ADDED FOR SCHED_SPORADIC */ 
           resched_task(rq->curr); 
    } 
} 
.. 
static void task_tick_rt(struct rq *rq, struct task_struct *p) 
{ 
 * 6.ADDED FOR SCHED_SPORADIC */ 
    unsigned long long repl_time; 
    /* 6.ADDED FOR SCHED_SPORADIC */ 
 
    if (p->policy != SCHED_RR) { 
        /* 7.ADDED FOR SCHED_SPORADIC */ 
        p->now = sched_clock(); /* D'OH! */ 
        if(p->ss && (p->rt_priority == p-    
       >sched_ss_high_priority)) { 
            /* acounting for exec time every tick */ 
            p->budget_consumed_tick = p->now - p-   
         >exec_start_time; 
            p->budget_consumed += p->budget_consumed_tick; 
            /* Maximum running time for any thread is */ 
            /* current_budget + sched_time, rule 1 */ 
            if((p->current_budget + p->sched_time) <= p- 
        >budget_consumed) { 
                /* thread is out of budget, rule 5 apply */ 
                repl_time = p->activation_time + p-  
       >sched_ss_repl_period; 
                if(repl_time <= p->now) { 
                    /* If the time to schedule a replenishment 
    is before current time the replenishment 
                    is performed now, as of rule 6. 
                    No need to lower prio here */ 
                    p->current_budget = p->budget_consumed; 
                    if(p->current_budget > p-   
       >sched_ss_init_budget) { 
                        p->current_budget = p-   
       >sched_ss_init_budget; 
                    } 
                    p->activation_time = p->now; /* Rule 2 */ 
                } else { 
                    p->current_budget = 0; 
                    if(p->next_free >= 0) { 
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                        /* else schedule a replenishment, */ 
                        /* if there is place left in the  
     repl_q */ 
                        p->repl_q[p->next_free].scheduled = 1; 
                        p->repl_q[p-     
      >next_free].replenish_amount = 
                                p->budget_consumed; 
                        p->repl_q[p->next_free].replenish_time 
       = repl_time; 
                        ++p->next_free; 
                        if(p->next_free >= SCHED_SS_MAX_REPL){ 
                            p->next_free = 0; 
                        } 
                        if((p->next_free == p->next) && 
                            (p->repl_q[p->next].scheduled  
      >= 1)) { 
                                /* list is full */ 
                                p->next_free = -1; 
                        } 
                    } 
                    /* thread was out of budget so */ 
                    /* porioirty is lowered */ 
                    p->rt_priority = p->sched_ss_low_priority; 
                    resched_task(p); 
                } 
                p->budget_consumed_tick = 0; 
                p->budget_consumed = 0; 
            } 
        } 
        /* Taking care of scheduled replenishments, rule 7, */ 
        /* from low prio level. This is done when ss thread */ 
        /* have the low or high prio level. */ 
        if(p->ss && p->repl_q[p->next].scheduled && 
           (p->repl_q[p->next].replenish_time <= p->now)) { 
            p->current_budget += 
                    p->repl_q[p->next].replenish_amount; 
            if(p->current_budget > p->sched_ss_init_budget) { 
                p->current_budget = p->sched_ss_init_budget; 
            } 
            p->rt_priority = p->sched_ss_high_priority; 
            p->repl_q[p->next].scheduled = 0; 
            p->repl_q[p->next].replenish_amount = 0; 
            p->repl_q[p->next].replenish_time = 0; 
            if(p->next_free < 0){ 
                /* is list was full, free one sport */ 
                p->next_free = p->next; 
            } 
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            ++p->next; 
            if(p->next >= SCHED_SS_MAX_REPL) { 
                p->next = 0; 
            } 
            p->activation_time = p->now; /* Rule 2 */ 
            check_preempt_curr_rt(rq,p); 
        } 
        p->exec_start_time = p->now; /* Back on CPU */ 
        /* 7.ADDED FOR SCHED_SPORADIC */ 
        return; 
 
    } 
} 
.. 
} 

A.5.4 code added in /usr/include/bits/sched.h (user-space): 

.. 
struct sched_param 
{ 
    int __sched_priority; 
    /* 1.ADDED FOR SCHED_SPORADIC */ 
    /* The following parameters are the initial values, these 
 */ 
    /* values are the only values that can be alterd by the 
 user */ 
    int ss; /* 1 if this real-time thread is scheduled with */ 
    /* SCHED_SPORADIC 0 otherwise */ 
    int sched_ss_low_priority; 
    unsigned long long sched_ss_init_budget; 
    unsigned long long sched_ss_repl_period; 
    unsigned long long sched_time; /* scheduler penalty time, 
        set by user */ 
    /* DEBUGGING */ 
    unsigned long long ss_cb; 
    unsigned long long ss_bc; 
    unsigned long long ss_bct; 
    int next; 
    int next_free; 
    unsigned long long exec_start; 
    unsigned long long now; 
    /* DEBUGGING */ 
    /* 1.ADDED FOR SCHED_SPORADIC */ 
}; 
.. 
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A.6 Code for SCHED_SPORADIC, kernel-space, OpenSolaris  

A.6.1 code added to usr/src/uts/common/sys/rt.h 

.. 

/* 1.ADDED FOR SCHED_SPORADIC */ 
#define SCHED_SS_MAX_REPL 2048 
 
struct sched_ss_repl_struct { 
    int   scheduled;  /* 1 if slot in use, 0 otherwise 
      */ 
    hrtime_t  replenish_amount; /* The amout of ns to  
       replenish */ 
    hrtime_t  replenish_time; /* When the replenishment */ 
           /* will occur */ 
}; 
/* 1.ADDED FOR SCHED_SPORADIC */ 
.. 
typedef struct rtproc { 
 .. 
 /* 2.ADDED FOR SCHED_SPORADIC */ 
    int   next;   /* index for scheduled   
      replenishment */ 
    int   next_free;  /* index for next free place */ 
          /* -1 if list is full */ 
    hrtime_t  current_budget; 
    hrtime_t  activation_time; 
    hrtime_t  now; 
    hrtime_t  budget_consumed; 
    hrtime_t budget_consumed_tick; 
    struct  sched_ss_repl_struct repl_q[SCHED_SS_MAX_REPL]; 
    /* The following parameters are the initial values, these 
 */ 
    /* values are the only vales that can be alterd by the 
 user. */ 
    int   ss;  /* 1 if this real-time thread is */ 
        /* scheduled with SCHED_SPORADIC */ 
       /* 0 otherwise */ 
    int   sched_ss_high_priority; 
    int   sched_ss_low_priority; 
    hrtime_t  sched_ss_init_budget; 
    hrtime_t  sched_ss_repl_period; 
    hrtime_t  sched_time; /* scheduler penalty time, */ 
          /* set by user */ 
    /* 2.ADDED FOR SCHED_SPORADIC */ 
} rtproc_t; 
.. 
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typedef struct rtkparms { 
 .. 
    /* 3.ADDED FOR SCHED_SPORADIC */ 
    /* The following parameters are the initial values, these
 */ 
    /* values are the only vales that can be alterd by the 
 user. */ 
    int   ss;  /* 1 if this real-time thread is */ 
        /* scheduled with SCHED_SPORADIC */ 
        /* 0 otherwise */ 
    int   sched_ss_high_priority; 
    int   sched_ss_low_priority; 
    hrtime_t  sched_ss_init_budget; 
    hrtime_t  sched_ss_repl_period; 
    hrtime_t  sched_time;  /* scheduler penalty time, */ 
          /* set by user */ 
    /* 3.ADDED FOR SCHED_SPORADIC */ 
} rtkparms_t; 
.. 

A.6.2 code added to usr/src/uts/common/sys/priocntl.h 

.. 
/* 1.ADDED FOR SCHED_SPORADIC */ 
#include <sys/time.h> 
/* 1.ADDED FOR SCHED_SPORADIC */ 
.. 
/* 2.ALTERED/ADDED FOR SCHED_SPORADIC */ 
#define PC_CLINFOSZ (64 / sizeof (int)) 
#define PC_CLPARMSZ (64 / sizeof (int)) 
/* 2.ALTERED/ADDED FOR SCHED_SPORADIC */ 
.. 
typedef struct pcparms { 
 .. 
 /* 3.ALTERED/ADDED FOR SCHED_SPORADIC */ 
 hrtime_t pc_clparms[PC_CLPARMSZ];  
 /* 3.ALTERED/ADDED FOR SCHED_SPORADIC */ 
} pcparms_t; 
.. 

A.6.3 code added to /path/rtpriocntl.h 

.. 
typedef struct rtparms { 
 .. 
    /* 1.ADDED FOR SCHED_SPORADIC */ 
    /* The following parameters are the initial values, these 
 */ 
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    /* values are the only vales that can be alterd by the 
 user. */ 
    int   bs; /* to get mapping correct */ 
    int  ss; /* 1 if this real-time thread is */ 
        /* scheduled with SCHED_SPORADIC */ 
        /* 0 otherwise */ 
    int  sched_ss_high_priority; 
    int  sched_ss_low_priority; 
    hrtime_t sched_ss_init_budget; 
    hrtime_t sched_ss_repl_period; 
    hrtime_t sched_time; /* scheduler penalty time */ 
          /* set by the user */ 
    /* 1.ADDED FOR SCHED_SPORADIC */ 
} rtparms_t; 
.. 

A.6.4 code added to /path/thread.h 

.. 
typedef struct _kthread { 
 .. 
 /* 1.ADDED FOR SCHED_SPORADIC */ 
 hrtime_t exec_start_time; 
 /* 1.ADDED FOR SCHED_SPORADIC */ 
} kthread_t; 
.. 

A.6.5 code added to /path/disp.c 

.. 
/* 1.ADDED FOR SCHED_SPORADIC */ 
#include <sys/time.h> 
/* 1.ADDED FOR SCHED_SPORADIC */ 
.. 
/* 2.ADDED FOR SCHED_SPORADIC */ 
next->exec_start_time = gethrtime(); 
/* 2.ADDED FOR SCHED_SPORADIC */ 
.. 

A.6.6 code added to /path/rt.c 

.. 
static void rt_sleep(kthread_t *); /* SCHED_SPORADIC */ 
.. 
static struct classfuncs rt_classfuncs = { 
.. 
rt_sleep, /* sleep */ /* SCHED_SPORADIC */ 
.. 
}; 
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.. 
static void 
rt_parmsget(kthread_t *t, void *parmsp) 
{ 
 .. 
/* 1.ADDED FOR SCHED_SPORADIC */ 
    rtkparmsp->ss = rtprocp->ss; 
    rtkparmsp->sched_ss_high_priority = rtprocp-   
  >sched_ss_high_priority; 
    rtkparmsp->sched_ss_low_priority = rtprocp-   
  >sched_ss_low_priority; 
    rtkparmsp->sched_ss_init_budget = rtprocp-   
  >sched_ss_init_budget; 
    rtkparmsp->sched_ss_repl_period = rtprocp-   
  >sched_ss_repl_period; 
    rtkparmsp->sched_time = rtprocp->sched_time; 
    /* 1.ADDED FOR SCHED_SPORADIC */ 
} 
.. 
static int 
rt_parmsset(kthread_t *tx, void *prmsp, id_t reqpcid, cred_t 
*reqpcredp) 
{ 
int i = 0; // SCHED_SPORADIC 
.. 

        /* 2.ADDED FOR SCHED_SPORADIC, OK, FIFO thread */ 
        rtpp->ss = rtkprmsp->ss; 
        rtpp->sched_ss_high_priority = rtkprmsp-  

     >sched_ss_high_priority; 
        rtpp->sched_ss_low_priority = rtkprmsp-  

     >sched_ss_low_priority; 
        rtpp->sched_ss_init_budget = rtkprmsp-  

     >sched_ss_init_budget; 
        rtpp->sched_ss_repl_period = rtkprmsp-  

     >sched_ss_repl_period; 
        rtpp->sched_time = rtkprmsp->sched_time; 
        rtpp->current_budget = rtkprmsp-   

     >sched_ss_init_budget; 
        rtpp->next = 0; 
        rtpp->next_free = 0; 
        rtpp->budget_consumed = 0; 
        rtpp->budget_consumed_tick = 0; 
        rtpp->sched_time = 0; 
        i = 0; 
        /* Just to be sure .. */ 
        while(i<SCHED_SS_MAX_REPL) { 
            rtpp->repl_q[i].scheduled = 0; 
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            rtpp->repl_q[i].replenish_amount = 0; 
            rtpp->repl_q[i].replenish_time = 0; 
            ++i; 
        } 
        /* 2.ADDED FOR SCHED_SPORADIC 

*/thread_unlock(tx); 
 return (0); 
} 
.. 
static void 
rt_preempt(kthread_t *t) 
{ 
 .. 
    /* 3.ADDED FOR SCHED_SPORADIC, OK */ 
    if(rtpp->ss && (rtpp->rt_pri == rtpp-    
  >sched_ss_high_priority)) { 
        rtpp->now = gethrtime(); 
        /* Thread got preempted, rule 3 apply, no   
  replenishment */ 
        /* according to rule 3 */ 
        rtpp->budget_consumed_tick = rtpp->now - t-  
   >exec_start_time; 
        rtpp->budget_consumed += rtpp->budget_consumed_tick; 
        if(rtpp->current_budget <= rtpp->budget_consumed) { 
            rtpp->current_budget = 0; 
        } else { 
            rtpp->current_budget -= rtpp->budget_consumed; 
        } 
        rtpp->budget_consumed_tick = 0; 
    } 
    /* 3.ADDED FOR SCHED_SPORADIC */ 
    .. 
} 
.. 
/* 4.ADDED FOR SCHED_SPORADIC, OK */ 
static void 
rt_sleep(kthread_t *t) 
{ 
    rtproc_t *rtpp = (rtproc_t *)(t->t_cldata); 
    hrtime_t repl_time; 
  
    if(rtpp->ss && (rtpp->rt_pri == rtpp-    
  >sched_ss_high_priority)) { 
        rtpp->now = gethrtime(); 
        /* Thread is being bocked, rule 4 applies,*/ 
        /* which means update current budget and schedule */ 
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        /* a replenishment with the amount of budget consumed. 
  */ 
        /* No need to lower prio since that is done in tick 
  and */ 
        /* also sched_time need to be acounted for. */ 
        rtpp->budget_consumed_tick = rtpp->now - t-  
    >exec_start_time; 
        rtpp->budget_consumed += rtpp->budget_consumed_tick; 
        if((rtpp->current_budget + rtpp->sched_time) <= rtpp-
    >budget_consumed) { 
            rtpp->current_budget = 0; 
        } 
        /* Schedule a replenishment as of rule 6 and 7 */ 
        repl_time = rtpp->activation_time + rtpp-   
    >sched_ss_repl_period; 
        if(repl_time <= rtpp->now) { 
            /* if the time to schedule a replenishment */ 
            /* if before current time the replenishment is */ 
            /* performed now, as of rule 6. */ 
            rtpp->current_budget = rtpp->budget_consumed; 
            if(rtpp->current_budget > rtpp-    
   >sched_ss_init_budget) { 
                rtpp->current_budget = 
                        rtpp->sched_ss_init_budget; 
            } 
        } else { 
            if(rtpp->next_free >= 0) { 
                /* else schedule a replenishment, */ 
                /* if there is place left in the epl_q */ 
                rtpp->repl_q[rtpp->next_free].scheduled = 1; 
                rtpp->repl_q[rtpp-      
    >next_free].replenish_amount = 
                        rtpp->budget_consumed; 
                rtpp->repl_q[rtpp->next_free].replenish_time = 
                        repl_time; 
                ++rtpp->next_free; 
                if(rtpp->next_free >= SCHED_SS_MAX_REPL) { 
                    rtpp->next_free = 0; 
                } 
                if((rtpp->next_free == rtpp->next)  && 
                    (rtpp->repl_q[rtpp->next].scheduled  
     >= 1)){ 
                    /* list is full */ 
                    rtpp->next_free = -1; 
                    } 
            } 
        } 
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        /* budget_consumed is used and set to 0 */ 
        rtpp->budget_consumed = 0; 
        rtpp->budget_consumed_tick = 0; 
    } else { 
        return; 
    } 
    return; 
} 
/* 4.ADDED FOR SCHED_SPORADIC */ 
.. 
static void 
rt_tick(kthread_t *t) 
{ 
    .. 
    /* 5.ADDED FOR SCHED_SPORADIC */ 
    hrtime_t repl_time; 
    /* 5.ADDED FOR SCHED_SPORADIC */ 
    .. 
    /* 6.ADDED FOR SCHED_SPORADIC */ 
    rtpp->now = gethrtime(); 
    if(rtpp->ss && (rtpp->rt_pri == rtpp-    
  >sched_ss_high_priority)) { 
        /* acounting for exec time every tick */ 
        rtpp->budget_consumed_tick = rtpp->now - t-  
  >exec_start_time; 
        rtpp->budget_consumed += rtpp->budget_consumed_tick; 
        /* Mazimum running time for any thred is */ 
        /* current_budget + sched_time, rule 1 */ 
        if((rtpp->current_budget + rtpp->sched_time) <= 
            rtpp->budget_consumed) { 
            /* thread is out of budget, rule 5 apply */ 
            repl_time = rtpp->activation_time + 
                    rtpp->sched_ss_repl_period; 
            if(repl_time <= rtpp->now) { 
                /* If the time to schedule a replenishment */ 
                /* is before current time the replenishment */ 
                /* is performed now, as of rule 6. */ 
                /* No need to lower prio here */ 
                rtpp->current_budget = 
                        rtpp->budget_consumed; 
                if(rtpp->current_budget > 
                   rtpp->sched_ss_init_budget) { 
                    rtpp->current_budget = 
                            rtpp->sched_ss_init_budget; 
                   } 
                   rtpp->activation_time = rtpp->now; /* Rule 
           2 */ 
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            } else { 
                rtpp->current_budget = 0; 
                if(rtpp->next_free >= 0) { 
                    /* else schedule a replenishment, */ 
                    /* if there is place left in the repl_q */ 
                    rtpp->repl_q[rtpp->next_free].scheduled = 
           1; 
                    rtpp->repl_q[rtpp-     
      >next_free].replenish_amount 
                             = rtpp->budget_consumed; 
                    rtpp->repl_q[rtpp-     
      >next_free].replenish_time = 
                             repl_time; 
                    ++rtpp->next_free; 
                    if(rtpp->next_free >= SCHED_SS_MAX_REPL) { 
                        rtpp->next_free = 0; 
                    } 
                    if((rtpp->next_free == rtpp->next) && 
                        (rtpp->repl_q[rtpp->next].scheduled  
      >= 1)) { 
                        /* list is full */ 
                        rtpp->next_free = -1; 
                        } 
                } 
                /* done with this thread, lower prio */ 
                rtpp->rt_pri = rtpp->sched_ss_low_priority; 
                setbackdq(t); 
            } 
            /* budget_consumed is used and set to 0 */ 
            rtpp->budget_consumed = 0; 
            rtpp->budget_consumed_tick = 0; 
            } 
            /* Taking care of scheduled replenishments, rule 7 
   */ 
            if(rtpp->ss && rtpp->repl_q[rtpp->next].scheduled 
     && 
               (rtpp->repl_q[rtpp->next].replenish_time  
    <= rtpp->now)) { 
                rtpp->current_budget += 
                        rtpp->repl_q[rtpp-    
     >next].replenish_amount; 
                if(rtpp->current_budget > rtpp-   
     >sched_ss_init_budget) { 
                    rtpp->current_budget = rtpp-   
       >sched_ss_init_budget; 
                } 
                rtpp->rt_pri = rtpp->sched_ss_high_priority; 
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                rtpp->repl_q[rtpp->next].scheduled = 0; 
                rtpp->repl_q[rtpp->next].replenish_amount = 0; 
                rtpp->repl_q[rtpp->next].replenish_time = 0; 
                if(rtpp->next_free < 0){ 
                    /* is list was full free one sport */ 
                    rtpp->next_free = rtpp->next; 
                } 
                ++rtpp->next; 
                if(rtpp->next >= SCHED_SS_MAX_REPL) { 
                    rtpp->next = 0; 
                } 
                rtpp->activation_time = rtpp->now; /* Rule 2 
           */ 
                setfrontdq(t); 
               } 
               t->exec_start_time = rtpp->now; /* Back on CPU 
          */ 
    } 
    /* 6.ADDED FOR SCHED_SPORADIC */ 
    .. 
} 
.. 
static void 
rt_wakeup(kthread_t *t) 
{ 
 .. 
    /* 7.ADDED FOR SCHED_SPORADIC, OK */ 
    if(rtpp->ss && (rtpp->rt_pri == rtpp-    
   >sched_ss_high_priority)) { 
        rtpp->activation_time = gethrtime(); 
    } 
    /* 7.ADDED FOR SCHED_SPORADIC */} 
.. 

A.7 Code for SCHED_PROPORTIONAL, Linux 

A.7.1 sp_start.c 

#include "sp_daemon.h" 
/** 
 * starts the SCHED_PROPORTIONAL scheduler 
 * see documentation in sp_daemon.h and  
 * the readme file 
 * 
 * Version: beta 2008-01-27 
 * Author: Mikael Bertlin 
 * 
 */ 
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int 
main(void) 
{ 
    sp_init(); 
    sp_schedule(); 
    return 0; 
} 

A.7.2 sp_daemon.h 

/** 
 * sp_daemon.h 
 * 
 * SCHED_PROPORTIONAL is a proportional scheduler for 
 * scheduling threads in user-space. This scheduler allows the 
 * user to allocate a percentage of available CPU time for 
 * his/hers threads. Maximum amount of threads that currently 
 * can be scheduled is 100, this limt have not been tested 
 * thou, and this scheduler was designed with the aim towards 
 * 30-40thread to be scheduled. 
 * 
 * Version: beta 2008-01-27 
 * Author: Mikael Bertlin 
 */ 
 
#ifndef SP_DAEMON_H_ 
#define SP_DAEMON_H_ 
 
#include <pthread.h> 
#include <sched.h> 
 
#define SCHED_SP_MAX_LOAD 100 
#define SCHED_SP_MAX_THREADS 100 
 
/* At what interval the scheduler shall "tick" */ 
/* 20 ms default*/ 
#define SCHED_SP_INTERVAL 20000000 
 
/** 
 * Structure for keeping track of the threads that are beeing 
scheduled. 
 */ 
struct thread_data { 
    int tid; 
    int free; 
    int old_sched; 
    int percentage; 
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    struct sched_param old_sp; 
}; 
 
/** 
 * Function for setting up the sp scheduler. Call before using 
the scheduler. 
 */ 
int sp_init(void); 
 
/** 
 * Function for registering a thread to the scheduler. 
 */ 
void sp_register_thread(int tid, int percentage, int 
old_sched); 
 
/** 
 * The main function for the scheduler, a call to 
 * this function will start the scheduler. 
 */ 
int sp_schedule(void); 
 
/** 
 * Removes a thread from the scheduler. 
 */ 
int sp_unregister_thread(int tid, int percentage); 
 
/** 
 * Returns the percentage of free CPU time that is  
 * available for scheduling. 
 */ 
int sp_get_free(void); 
 
/** 
 * Gets the current interval, that is the time that  
 * a thread gets to run at the high priority level 
 * at the time. 
 */ 
int sp_get_interval(void); 
 
/** 
 * Sets the current interval, that is the time that  
 * a thread gets to run at the high priority level 
 * at the time. This is set to its default value 
 * 2 ms in the sp_init() function. 
 */ 
void sp_set_interval(int interval); 
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/** 
 * Returns the thread id of the calling thread  
 */ 
int gettid(void); 
 
#endif 

A.7.3 sp_daemon.c 

/** 
 * Description is in header file 
 * 
 * Version: beta 2008-01-27 
 * Author: Mikael Bertlin 
 */ 
 
#include <stdio.h> 
#include <stdlib.h> 
#include <string.h> 
#include <sys/syscall.h> 
#include <unistd.h> 
#include <pthread.h> 
#include <errno.h> 
#include "sp_daemon.h" 
#include "socket_server.h" 
#include "socket_client.h" 
#include <stdint.h> 
 
static int sched_sp_daemon_priority;  
static int sched_sp_high_priority; 
static int sched_sp_socket_priority; 
static int sched_sp_interval; 
static int sched_sp_scheduler_oh; 
 
static struct thread_data *thread_list[SCHED_SP_MAX_THREADS]; 
static int percentage_left; 
static int nr_of_threads; 
 
static pthread_mutex_t mp = PTHREAD_MUTEX_INITIALIZER; 
 
int sp_register_thread_internal(int tid, int percentage, int 
old_sched); 
void sp_print_thread_list(void);  
 
void 
*socket_thread(void *p) 
{ 
    int fd, clifd, ret; 
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    int param[3]; 
    int percentage, old_sched, tid; 
    const char *path= "/tmp/_socket_"; 
    uid_t uid; 
    fd = serv_listen(path); 
    for(;;) { 
        clifd = server_accept(fd, &uid); 
        ret = read(clifd, param, sizeof(param)); 
        tid = param[0]; 
        percentage = param[1]; 
        old_sched = param[2]; 
        sp_register_thread_internal(tid, percentage, 
old_sched); 
    } 
} 
 
int 
gettid(void) 
{ 
    int tid = syscall(SYS_gettid); 
    return tid; 
} 
int 
get_random() 
{ 
    int ret = 1 + (int)(100.0 * (rand() / (RAND_MAX + 1.0))); 
    if(ret >= SCHED_SP_MAX_THREADS) { 
        ret = 0; 
    } 
    return ret; 
} 
 
int 
get_offset(int per) 
{ 
    int ret = SCHED_SP_MAX_THREADS / per; 
    return ret; 
} 
 
int 
sp_init(void) 
{ 
    int i = 0; 
    static int flag = 0; /* Just for protection, that is, 
                            this function shall only be caled 
once */ 
    pthread_t ptid; 
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    struct sched_param empty_sp, sp; 
    empty_sp.sched_priority = 0; 
    sched_sp_scheduler_oh = 0; 
    pthread_mutex_lock(&mp); 
    if(!flag){ 
        sched_sp_interval = SCHED_SP_INTERVAL; 
        percentage_left = SCHED_SP_MAX_LOAD; 
        nr_of_threads = 1; 
        sched_sp_socket_priority =      
      sched_get_priority_max(SCHED_FIFO); 
        printf("Socket thread got priority is: %d\n",       
      sched_sp_socket_priority); 
        sched_sp_daemon_priority = sched_sp_socket_priority -
            1; 
        printf("SP thread got priority is: %d\n",   
      sched_sp_daemon_priority); 
        sched_sp_high_priority = sched_sp_socket_priority - 2; 
        printf("Scheduled threads highest priority is: %d\n", 
      sched_sp_high_priority); 
        if((pthread_create(&ptid, NULL, socket_thread, NULL))) 
    { 
            perror("socket thread"); 
        } 
        sp.sched_priority = sched_sp_socket_priority; 
        if(pthread_setschedparam(ptid, SCHED_FIFO, &sp)) { 
            perror("1. pthread_setschedparam failed!"); 
            return -1; 
        } 
        while(i < SCHED_SP_MAX_THREADS) { 
            thread_list[i] = malloc(sizeof(struct   
        thread_data)); 
            memset(thread_list[i], 0, sizeof(struct   
        thread_data)); 
            thread_list[i]->tid = -1; 
            thread_list[i]->free = 1; 
            thread_list[i]->old_sched = SCHED_OTHER; 
            thread_list[i]->percentage = 0;  
            thread_list[i]->old_sp = empty_sp; 
            i++; 
        } 
        flag = 1; 
    } 
    pthread_mutex_unlock(&mp); 
    return 0; 
} 
 
void 
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sp_register_thread(int tid, int percentage, int old_sched) 
{ 
    int fd, ret; 
    int param[3]; 
    const char *path = "/tmp/_socket_"; 
    param[0] = tid; 
    param[1] = percentage; 
    param[2] = old_sched; 
    fd = cli_conn(path); 
    ret = write(fd, param, sizeof(param)); 
    ret = close(fd); 
} 
 
int 
sp_register_thread_internal(int tid, int percentage, int 
old_sched) 
{ 
    int i = 0, sp_rand = 0, offset = 0, spot = 0; 
    pthread_mutex_lock(&mp); 
    nr_of_threads++; 
    percentage_left -= percentage; 
 offset = get_offset(percentage); 
 if(offset <= 1) 
  offset = 2; 
 /* the 50 first percentage */ 
 while(i < percentage && percentage_left >= 50) { 
     spot = offset * i; 
     while(!thread_list[spot]->free) { 
  if(offset > 3 && offset < 5) 
   ++spot; 
  else if(offset >= 5) 
   spot += offset / 2; 
  ++spot; 
  while(spot >= SCHED_SP_MAX_THREADS) 
   spot = get_random(); 
     } 
     thread_list[spot]->tid = tid; 
            thread_list[spot]->percentage = percentage; 
            thread_list[spot]->old_sched = old_sched; 
            thread_list[spot]->free = 0; 
            ++i; 
     if(i >= 50) 
    break; 
 } 
 /* percentage over 50 */ 
    while(i < percentage && percentage_left < 50) { 
  sp_rand = get_random(); 
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  if(sp_rand >= SCHED_SP_MAX_THREADS) 
   sp_rand  = 0; 
      while(!thread_list[sp_rand]->free) { 
   ++sp_rand; 
   if(sp_rand >= SCHED_SP_MAX_THREADS) 
    sp_rand = 0; 
         } 
         /* Take this place! */ 
         thread_list[sp_rand]->tid = tid; 
         thread_list[sp_rand]->percentage = percentage; 
         thread_list[sp_rand]->old_sched = old_sched; 
         thread_list[sp_rand]->free = 0; 
         ++i; 
    } 
    sp_print_thread_list();  
    /* NOTE: Just debug, since this still is beta */ 
    pthread_mutex_unlock(&mp); 
    return 0; 
} 
 
int 
sp_schedule(void) 
{ 
    int i = 0; 
    struct sched_param sp_daemon, sp_sched, tmp_sp;  
    struct timespec req, rem; 
    req.tv_sec = 0;/* Not used, just nilled */ 
    rem.tv_sec = 0;/* ^ */ 
    rem.tv_nsec = 0;/* ^^ */ 
    tmp_sp.sched_priority = 1; 
    sp_daemon.sched_priority = sched_sp_daemon_priority; 
    if(pthread_setschedparam(pthread_self(), SCHED_FIFO, 
 &sp_daemon)) { 
        perror("1. pthread_setschedparam failed!"); 
        return -1; 
    } 
    req.tv_nsec = sched_sp_interval + sched_sp_scheduler_oh; 
    while(1) { 
        if(nr_of_threads > 1){ 
            if(!thread_list[i]->free) { 
                sp_sched.sched_priority =     
     sched_sp_high_priority; 
                if(sched_setscheduler(thread_list[i]->tid,  
      SCHED_FIFO, &sp_sched)) { 
                    if(errno == ESRCH) {/* Thread dead */ 
                        printf("Thread: %d not found,   
     unregistering thread\n",    
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      thread_list[i]->tid); 
                        sp_unregister_thread(thread_list[i]-
     >tid, thread_list[i]->percentage); 
                    } else { 
                        sp_unregister_thread(thread_list[i]-
     >tid, thread_list[i]->percentage); 
                    } 
                } 
            } 
        } 
        nanosleep(&req, &rem); 
        if(nr_of_threads > 1) { 
            if(!thread_list[i]->free){ 
                if(sched_setscheduler(thread_list[i]->tid,  
    SCHED_OTHER, &thread_list[i]->old_sp)) { 
                    if(errno == ESRCH) {/* Thread dead */ 
                        printf("Thread: %d not found,   
      unregistering thread\n",  
       thread_list[i]->tid); 
                        sp_unregister_thread(thread_list[i]-
     >tid, thread_list[i]->percentage); 
                    } else { 
                        sp_unregister_thread(thread_list[i]-
     >tid, thread_list[i]->percentage); 
                    } 
                } 
            } 
            i++; 
            if(i >= SCHED_SP_MAX_THREADS) { 
                i = 0; 
            } 
        } 
    } 
    return 0; 
} 
 
int 
sp_unregister_thread(int tid, int percentage) 
{ 
    int i = 0, j = 0; 
    pthread_mutex_lock(&mp); 
    nr_of_threads--;  
    percentage_left += percentage; 
    while(j < percentage){ 
        if(thread_list[i]->tid == tid){ 
            thread_list[i]->free = 1; 
            thread_list[i]->tid = -1; 
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            thread_list[i]->percentage = 0; 
            j++; 
            /* Need to check the list until all places 
             * taken by the thread tid is removed */ 
        } 
        i++; 
    } 
    pthread_mutex_unlock(&mp); 
    return 0; 
} 
 
int 
sp_get_free(void) 
{ 
    return percentage_left; 
} 
 
int 
sp_get_interval(void) 
{ 
    return sched_sp_interval; 
} 
void 
sp_set_interval(int interval) 
{ 
    sched_sp_interval = interval; 
} 
/* Just testing, can be removed, still beta */ 
void 
sp_print_thread_list(void) 
{ 
    int i = 0; 
    while(i < SCHED_SP_MAX_THREADS) { 
        printf("i: %d, tid: %d, per: %d, free: %d\n", i,  
      thread_list[i]->tid, thread_list[i]-
>percentage,           thread_list[i]->free); 
        i++; 
    } 
} 

A.7.4 scocket_server.h 

#ifndef SOCKET_SERVER_H_ 
#define SOCKET_SERVER_H_ 
 
#include <sys/types.h> 
 
int 
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serv_listen(const char *name); 
 
int 
server_accept(int listenfd, uid_t *uidptr); 
 
#endif 

A.7.5 socket_servrer.c 

#include <sys/types.h> 
#include <sys/socket.h> 
#include <sys/un.h> 
#include <sys/stat.h> 
#include <stddef.h> 
#include <time.h> 
#include <unistd.h> 
#include <stdio.h> 
#define STALE 30 
 
/** 
 * Basic socket communication, code from example in  
 * the book Advanced Programming in the UNIX Environment by 
Stevens W.Richard*/ 
 
int 
serv_listen(const char *name) 
{ 
 
    int fd, len; 
    struct sockaddr_un unix_addr;  
    if((fd = socket(AF_UNIX, SOCK_STREAM, 0)) < 0){ 
        perror("socket"); 
        return-1; 
    } 
    unlink(name); 
    memset(&unix_addr, 0, sizeof(unix_addr)); 
    unix_addr.sun_family = AF_UNIX; 
    strcpy(unix_addr.sun_path, name); 
    len = strlen(unix_addr.sun_path) + 
 sizeof(unix_addr.sun_family); 
    if(bind(fd, (struct sockaddr *) &unix_addr, len) < 0){ 
        perror("bind"); 
        return -2; 
    } 
    if(listen(fd, 5) < 0){ 
        perror("listen"); 
        return-3; 
    } 
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    return fd; 
} 
 
int 
server_accept(int listenfd, uid_t *uidptr) 
{ 
    int clifd;  
    unsigned len; 
    time_t staletime; 
    struct sockaddr_un unix_addr;  
    struct stat statbuf; 
    len = sizeof(unix_addr); 
 
    if((clifd = accept(listenfd, (struct sockaddr 
 *)&unix_addr, &len)) < 0) { 
        return -1; 
    } 
    len -= sizeof(unix_addr.sun_family); 
    unix_addr.sun_path[len] = 0; 
    if(stat(unix_addr.sun_path, &statbuf) <0) { 
        return -2; 
    } 
#ifdef S_ISSOCK 
    if(S_ISSOCK(statbuf.st_mode) == 0){ 
        return -3; 
    } 
#endif 
    if((statbuf.st_mode & (S_IRWXG | S_IRWXO)) || 
 (statbuf.st_mode & S_IRWXU) != S_IRWXU) { 
        return -4; 
    } 
    staletime = time(NULL) - STALE; 
    if(statbuf.st_atime < staletime || statbuf.st_ctime < 
 staletime || statbuf.st_mtime < staletime){ 
        return -5; 
    } 
    if(uidptr != NULL) { 
        *uidptr = statbuf.st_uid; 
    } 
    unlink(unix_addr.sun_path); 
    return clifd; 
} 

A.7.6 socket_client.h 

#ifndef SOCKET_CLIENT_H_ 
#define SOCKET_CLIENT_H_ 
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int 
cli_conn(const char *name); 
 
#endif 

A.7.7 socket_client.c 

#include <sys/types.h> 
#include <sys/socket.h> 
#include <sys/stat.h> 
#include <sys/un.h> 
#include <stdio.h> 
#include <unistd.h> 
 
/** 
 * Basic socket communication, code from example in  
 * the book Advanced Programming in the UNIX Environment by 
Stevens W.Richard*/ 
 
#define CLI_PATH "/tmp/tmp" 
#define CLI_PERM S_IRWXU 
 
int 
cli_conn(const char *name) 
{ 
 
    int fd, len; 
    struct sockaddr_un unix_addr; 
    if((fd = socket(AF_UNIX, SOCK_STREAM, 0)) < 0){ 
        perror("socket"); 
  return -1; 
 } 
 memset(&unix_addr, 0, sizeof(unix_addr)); 
 unix_addr.sun_family = AF_UNIX; 
 sprintf(unix_addr.sun_path, "%s%05d", CLI_PATH,   
          getpid()); 
     len = strlen(unix_addr.sun_path) +     
     sizeof(unix_addr.sun_family); 
 if(len != 16){ 
     perror("length != 16"); 
    } 
 unlink(unix_addr.sun_path); 
 if(bind(fd, (struct sockaddr *)&unix_addr, len) < 0) { 
        perror("bind"); 
  return -2; 
 } 
 if(chmod(unix_addr.sun_path, CLI_PERM) < 0) { 
        perror("chmod"); 
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  return-3; 
 } 
 memset(&unix_addr, 0, sizeof(unix_addr)); 
    unix_addr.sun_family = AF_UNIX; 
    strcpy(unix_addr.sun_path, name); 
    len = strlen(unix_addr.sun_path) +      
   sizeof(unix_addr.sun_family); 
    if(connect(fd, (struct sockaddr *) &unix_addr, len) < 0){ 
        return -4; 
    } 
    return fd; 
} 

A.8 Code for testing 

A.8.1 Timer timer-interrupt test code 

#include <sys/time.h> 
#include <sched.h> 
#include <stdio.h> 
#include <stdlib.h> 
 

#define LAPS 1000 
 
int 
main(void) 
{ 
    long result[LAPS]; 
    struct timeval t,t2; 
    struct timespec req, rem; 
    struct sched_param sp; 
    int i = -1; 
    sp.sched_priority = 90; 
    t.tv_sec = 0; 
    t.tv_usec = 0; 
    t2.tv_sec = 0; 
    t2.tv_usec = 0; 
    req.tv_sec = 0; 
    rem.tv_sec = 0; 
    rem.tv_nsec = 0; 
    req.tv_nsec = 1000000; 
    printf("return? %d\n",sched_setscheduler(getpid(),  
   SCHED_FIFO, &sp)); 
    perror("result?"); 
    while(i < LAPS) { 
        gettimeofday(&t, NULL); 
        nanosleep(&req, &rem); 
        gettimeofday(&t2, NULL); 
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        if(t2.tv_sec == t.tv_sec) 
            result[++i] = t2.tv_usec - t.tv_usec; 
    } 
    i = -1; 
    while(++i < LAPS) 
        printf("pres, diff[%d]: %ld\n", i, result[i]); 
} 

A.8.2 SCHED_PROPORTIONAL overhead testing 

#include <stdio.h> 
#include <stdlib.h> 
#include <sched.h> 
#include "helpers.h" 
#include <sys/types.h> 
#include <unistd.h> 
#include <sched.h> 
#include <pthread.h> 
#include <string.h> 
#include "sp_daemon.h" 
/* over 1500 clocks = defently a context switch */ 
#define SLICE 15000 
 
static uint64_t tsstart = 0; 
 
void 
*thread1(void *p) /* how long was I gone? */ 
{ 
    uint64_t stamp1, stamp2, tmp, i = 0; 
    pthread_mutex_t mutex = PTHREAD_MUTEX_INITIALIZER; 
    struct block_data *bd; 
    struct timespec ts; 
    /* Allocate memory */ 
    bd = malloc(sizeof(struct block_data) * SAMPLES); 
    timestamp(&stamp2); /* start value */ 
    tsstart = stamp2; 
    while(1) { 
        timestamp(&stamp1); 
        tmp = stamp1 -stamp2; 
    stamp2 = stamp1; 
        if(tmp > SLICE) { 
            bd[i].block_time = tmp; 
            bd[i].clocknr = stamp1 - tmp; 
            /* On clock stamp1 I got blocked for tmp clocks */ 
            ++i; 
            if(i >= SAMPLES) { 
                break; 
            } 
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            tmp = 0; 
        } 
    } 
    sched_rr_get_interval(0, &ts); 
    fprintf(stderr, "int: %lu.%09lu\n", ts.tv_sec,   
   ts.tv_nsec); 
    pthread_mutex_lock(&mutex); 
    save_data_on_file(tsstart, bd, "thread1_oh_test_file"); 
    pthread_mutex_unlock(&mutex); 
    printf("thread1_DONE!\n"); 
    return NULL; 
} 
 
void 
*thread2(void *p) /* How long did I get to run? SP-thread */ 
{ 
    uint64_t stamp1, stamp2, tmp = 0, i = 0, exec_time = 0; 
    struct block_data *bd; 
    struct timespec ts; 
    pthread_mutex_t mutex = PTHREAD_MUTEX_INITIALIZER; 
    /* Allocate memory */ 
    bd = malloc(sizeof(struct block_data) * SAMPLES); 
     
    sp_register_thread(gettid(), 50, SCHED_OTHER); 
     
    timestamp(&stamp2); 
    while(1) { 
        timestamp(&stamp1); 
        tmp = stamp1 - stamp2; 
        exec_time += tmp; 
        stamp2 = stamp1; 
        /* if I got switched out */ 
        if(tmp > SLICE) { 
            exec_time -= tmp; 
            bd[i].block_time = exec_time; 
            bd[i].clocknr = stamp2 - tmp - exec_time; /* since 
          last time */ 
            /* at this clocknr I got to run for exec_time  
   clocks */ 
            ++i; 
            if(i >= SAMPLES) { 
               break; 
            } 
            exec_time = 0; 
            tmp = 0; 
        } 
    } 
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    sched_rr_get_interval(0, &ts); 
    fprintf(stderr, "int: %lu.%09lu\n", ts.tv_sec,   
        ts.tv_nsec); 
    pthread_mutex_lock(&mutex); 
    save_data_on_file(tsstart, bd, "thread2_oh_test_file"); 
    pthread_mutex_unlock(&mutex); 
    printf("thread2_DONE! %llu\n",i); 
    return NULL; 
} 
 
int 
main(void) 
{ 
    struct sched_param sp, sp2; 
    pthread_t t1, t2; 
    pthread_attr_t attr, attr2; 
    sp.sched_priority = 95; /* SCHED_PROPORTIONAL works with 
      99,98 and 97 */ 
    sp2.sched_priority = 90; /* SCHED_PROPORTIONAL works with 
      99,98 and 97 */ 
     
    memset(&attr, 0, sizeof(pthread_attr_t)); 
     
    sched_setscheduler(getpid(), SCHED_FIFO, &sp); 
     
    pthread_attr_init(&attr); 
    pthread_attr_setinheritsched(&attr,     
      PTHREAD_EXPLICIT_SCHED); 
    pthread_attr_setschedpolicy(&attr, SCHED_FIFO); 
    pthread_attr_setschedparam(&attr, &sp2); 
    pthread_attr_init(&attr2); 
    pthread_attr_setinheritsched(&attr2,     
      PTHREAD_EXPLICIT_SCHED); 
    pthread_attr_setschedpolicy(&attr2, SCHED_FIFO); 
    pthread_attr_setschedparam(&attr2, &sp2); 
     
    if((pthread_create(&t2, &attr2, thread2, NULL))) { 
        perror("thread2"); 
    } 
     
    if((pthread_create(&t1, &attr, thread1, NULL))) { 
        perror("thread1"); 
    } 
     
 sleep(600); 
 return 0; 
        pthread_join(t1, NULL); 
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    pthread_join(t2, NULL); 
    return 0; 
} 

A.8.3 SCHED_RR overhead testing 

#include <stdio.h> 
#include <stdlib.h> 
#include <sched.h> 
#include "helpers.h" 
#include <sys/types.h> 
#include <unistd.h> 
#include <sched.h> 
#include <pthread.h> 
#include <string.h> 
/* over 1500 clocks = defently a context switch */ 
#define SLICE 15000 
 
static uint64_t tsstart = 0; 
 
void 
*rr_1(void *p) /* how long was I gone? */ 
{ 
    uint64_t stamp1, stamp2, tmp, i = 0; 
    pthread_mutex_t mutex = PTHREAD_MUTEX_INITIALIZER; 
    struct block_data *bd; 
    struct timespec ts; 
    /* Allocate memory */ 
    bd = malloc(sizeof(struct block_data) * SAMPLES); 
    timestamp(&stamp2); /* start value */ 
    tsstart = stamp2; 
    while(1) { 
        timestamp(&stamp1); 
        tmp = stamp1 -stamp2; 
    stamp2 = stamp1; 
        if(tmp > SLICE) { 
            bd[i].block_time = tmp; 
            bd[i].clocknr = stamp1 - tmp; 
            /* On clock stamp1 I got blocked for tmp clocks */ 
            ++i; 
            if(i >= SAMPLES) { 
                break; 
            } 
            tmp = 0; 
        } 
    } 
    sched_rr_get_interval(0, &ts); 
    fprintf(stderr, "int: %lu.%09lu\n", ts.tv_sec,   
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        ts.tv_nsec); 
    pthread_mutex_lock(&mutex); 
    save_data_on_file(tsstart, bd, "rr_1_oh_test_file"); 
    pthread_mutex_unlock(&mutex); 
    printf("rr_1_DONE!\n"); 
    return NULL; 
} 
 
void 
*rr_2(void *p) /* How long did I get to run? */ 
{ 
    uint64_t stamp1, stamp2, tmp = 0, i = 0, exec_time = 0; 
    struct block_data *bd; 
    struct timespec ts; 
    pthread_mutex_t mutex = PTHREAD_MUTEX_INITIALIZER; 
    /* Allocate memory */ 
    bd = malloc(sizeof(struct block_data) * SAMPLES); 
    timestamp(&stamp2); 
    while(1) { 
        timestamp(&stamp1); 
        tmp = stamp1 - stamp2; 
        exec_time += tmp; 
        stamp2 = stamp1; 
        /* if I got switched out */ 
        if(tmp > SLICE) { 
            exec_time -= tmp; 
            bd[i].block_time = exec_time; 
            bd[i].clocknr = stamp2 - tmp - exec_time; /* since 
          last time */ 
            /* at this clocknr I got to run for exec_time  
   clocks */ 
            ++i; 
            if(i >= SAMPLES) { 
               break; 
            } 
            exec_time = 0; 
            tmp = 0; 
        } 
    } 
    sched_rr_get_interval(0, &ts); 
    fprintf(stderr, "int: %lu.%09lu\n", ts.tv_sec,   
        ts.tv_nsec); 
    pthread_mutex_lock(&mutex); 
    save_data_on_file(tsstart, bd, "rr_2_oh_test_file"); 
    pthread_mutex_unlock(&mutex); 
    printf("rr_2_DONE! %llu\n",i); 
    return NULL; 
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} 
 
int 
main(void) 
{ 
    struct sched_param sp, rr_sp; 
    pthread_t rr1, rr2; 
    pthread_attr_t rr_attr; 
    sp.sched_priority = 95; /* SCHED_PROPORTIONAL works with 
      99,98 and 97 */ 
    memset(&rr_attr, 0, sizeof(pthread_attr_t)); 
     
    sched_setscheduler(getpid(), SCHED_FIFO, &sp); 
    rr_sp.sched_priority = 10; 
    pthread_attr_init(&rr_attr); 
    pthread_attr_setinheritsched(&rr_attr,     
      PTHREAD_EXPLICIT_SCHED); 
    pthread_attr_setschedpolicy(&rr_attr, SCHED_RR); 
    pthread_attr_setschedparam(&rr_attr, &rr_sp); 
     
    if((pthread_create(&rr1, &rr_attr, rr_1, NULL))) { 
        perror("rr_1"); 
    } 
    if((pthread_create(&rr2, &rr_attr, rr_2, NULL))) { 
        perror("rr_2"); 
    } 
    sleep(600); 
    return 0; 
    pthread_join(rr1, NULL); 
    pthread_join(rr2, NULL); 
    return 0; 
} 

A.8.4 SCHED_PROPORTIONAL latency testing code 

The file helpers.h was not included in this document due to space restrictions and it is not 

important for understanding the functionality of this test code. 

#include <stdio.h> 
#include <stdlib.h> 
#include <sched.h> 
#include "helpers.h" 
#include <sys/types.h> 
#include <unistd.h> 
#include <sched.h> 
#include <pthread.h> 
#include <string.h> 
/* 
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 * Over 1500 clocks = defently a context switch, used when  
 * SP is not running 4 000 000 is used when SP is running, 
 * since the timeslice that an SP-thread can run is 4ms. 
 */ 
#define SLICE 4000000 
 
static uint64_t tsstart = 0; 
 
int 
main(void) 
{ 
    struct sched_param sp; 
    sp.sched_priority = 95; /* SCHED_PROPORTIONAL works with 
      99,98 and 97 */ 
    sched_setscheduler(getpid(), SCHED_FIFO, &sp); 
     
    uint64_t stamp1, stamp2, tmp, i = 0; 
    struct block_data *bd; 
    struct timespec ts; 
    /* Allocate memory */ 
    bd = malloc(sizeof(struct block_data) * SAMPLES); 
    timestamp(&stamp2); /* start value */ 
    tsstart = stamp2; 
    while(1) { 
        timestamp(&stamp1); 
        tmp = stamp1 -stamp2; 
        stamp2 = stamp1; 
        if(tmp > SLICE) { 
            bd[i].block_time = tmp; 
            bd[i].clocknr = stamp1 - tmp; 
            /* On clock stamp1 I got blocked for tmp clocks */ 
            ++i; 
            if(i >= SAMPLES) { 
                break; 
            } 
            tmp = 0; 
        } 
    } 
    sched_rr_get_interval(0, &ts); 
    fprintf(stderr, "int: %lu.%09lu\n", ts.tv_sec,   
        ts.tv_nsec); 
    save_data_on_file(tsstart, bd, "lat_test_file"); 
    printf("DONE!\n"); 
    return 0; 
} 
 

 


