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Abstract 

In the modern information society, a high volume and a tremendous variety of data are 

produced at any given time and are facilitated by technological advances. Commercial 

organizations have been the first to embrace this change and most organizations employ a wide 

range of information systems to support their work as a result. As the number of systems 

increases, the usage also increases, which results in more data being produced. Social networks 

are another phenomenon that also contributes to the tremendous growth of data. This exceptional 

amount of data is referred to by a new term, “big data”. Several properties are associated with the 

term big data, but the most important properties are volume, velocity, variety and veracity. This 

implies that, in the context of big data analytics, volumes and varieties of data from multiple 

sources are collected, cleansed, processed and analyzed to support making decisions or finding 

solutions to problems. However, in some cases, the requirements are to provide these capabilities 

in real time. This is called real-time big data analytics, which implies that analytical steps are 

performed in real time, but this could be quite demanding in terms of implementation and 

operations. In addition, it also introduces new challenges in the form of applying and maintaining 

security, and one of the areas of concern is how to preserve privacy when publishing data, 

especially when considering analytical scenarios in which a high degree of accuracy is required 

to make decisions. In conclusion, privacy is critical because, if sensitive data fall into the wrong 

hands, this could have serious consequences. Thus, the purpose of this thesis is to study multiple 

models for privacy preservation in an In-memory based real-time big data analytics solution, and 

to subsequently evaluate and analyze the outcome to propose one optimum model that supports 

the privacy requirements without compromising the analytical aspect of the solution. The result 

shows that a newly developed model using native capabilities of such environment fulfills all the 

requirements including the most important requirement of high data accuracy. 

Keywords: real time, big data analytics, In-memory, data utility, privacy preservation, analytical 

privilege, SAP HANA 
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1 Introduction 
Personally identifiable information (PII), or Sensitive Personal Information (SPI) is a 

concept that is used in the US. The National Institute of Standards and Technology (NIST) define 

PII as follows [1]: 

 “PII is ―any information about an individual maintained by an agency, including (1) any 

information that can be used to distinguish or trace an individual‘s identity, such as name, social 

security number, date and place of birth, mother‘s maiden name, or biometric records; and (2) 

any other information that is linked or linkable to an individual, such as medical, educational, 

financial, and employment information.”  

There are similar concepts in other countries as well and the objectives are the same, 

namely to classify data that are considered personal and subsequently to initiate steps to protect 

confidentiality, thus preserving privacy. The classification of data is usually the first step and is 

done by executing a series of assessments, as depicted in the figure below [2]. 

 

Figure 1: Data classification process 

If data contain sensitive information such as names, ages, sex, marital status and blood 

groups, they are likely to be classified as “high” or “very high”, which means the overall 

protection level will also be either high or very high. There are also other factors that may 

influence the classification process, such as regulatory requirements. The data protection levels in 

turn will result in implementing various methods to protect data, and in the case of sensitive data, 

preserving privacy, especially during data publishing, could become a critical objective for an 

organization. Various privacy-preserving methods can be applied to protect sensitive data. 

However, real-time big data analytics introduces new challenges because of the real-time nature 

thereof, as well as considering other big data properties such as volume, velocity, variety and 

veracity [3]. This also means that implementing a privacy-preserving concept on a data level 

could be demanding in such an environment; hence, it is the objective of this thesis to investigate 
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the different methods of preserving privacy. Subsequently, a model will be presented; moreover, 

such a model would not compromise the real-time requirements of the environment or any other 

data-specific requirements. 
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2 Research question and motivation 
2.1 Motivation 

Charité University Hospital in Berlin has implemented a real-time big data analytics 

solution using an in-memory platform to support the rapid analysis of patient tumor data to 

identify candidates for cancer research, streamline clinical trials, and improve long-term 

treatment. The solution is time-critical as speed is essential, and in-memory based real-time 

analytics allows for analyses that are 1000 times faster [4]. This example highlights the need for 

real-time big data analytics while also emphasizing protection for sensitive patient data. Data 

protection can be provided by a privacy-preserving method at a data level so that sensitive data 

are protected when data are published – this is called privacy-preserving data publishing (PPDP). 

The term that is used in the context of data mining is privacy preserving data mining (PPDM). 

Different techniques such as anonymization can be used to preserve the privacy of such data. 

However, in the case of an analytics solution, the requirements may be different, which means 

the traditional privacy-preserving methods may alter  the result of the queries, and by so doing 

deliver low accuracy and hence low data quality. However, this could create a conflict with the 

accuracy requirements of the analytical queries. Therefore, preserving privacy in a big data 

analytics solution should be approached with caution, and becomes even more critical when a 

real-time concept is added.   

2.2 Problem statement 

2.2.1 Problem definition 
Analytical applications are different from transactional (OLTP) or master data 

applications, and the purpose of an analytical solution is to collect and process data from multiple 

sources so that a meaningful analysis can be performed, either directly or by using various 

analytical front-end tools such as Microsoft Excel. The consumption of the analytical layer is 

done by executing queries and subsequently performing analytical activities such as slicing and 

dicing. In most cases, it implies that users have access not only to queries, but also to the 

undelaying dataset. This means there is a risk of revealing sensitive data. Furthermore, a query 

result set should be considered to be data publishing since it is only a subset of data that is passed 

to users, and these kinds of data can also be called micro data. Hence, it is appropriate to discuss 

privacy preservation in that context too. 
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One of the challenges is the method of maintaining good data utility, that is the accuracy 

of the results, while preserving privacy because, in analytics, it is important to have good data 

utility as the analytical queries are usually the basis for making important decisions. 

In addition, big data analytics adds complexity to the process because of the sheer volume 

and veracity of the data. Moreover, real-time analytics entails a different set of requirements. 

Real-time analytics environments could be based on an in-memory platform because this could 

support the real-time data storage and processing requirements. All these factors can change the 

way in which privacy is preservation in such an environment is performed. If an in-memory 

appliance is used, also indicating real-time analytics, data storage plays an important role because 

it is associated with latency to read and write to a disk, which causes severe delays, as well as 

problems for the real-time concept. 

2.3 Research question 
The main research question is how to develop and apply an efficient Privacy-Preserving 

model to a real-time big data analytics solution that is based on an In-memory platform without 

compromising the data utility requirements.  

This implies that: 

 A corresponding technical environment is set up. 

 A data model for real-time big data is created. 

 Data from certain data sources are transferred, imported or generated. 

 One or more Privacy-Preserving models are created. 

 The Privacy-Preserving models are applied, tests are conducted, and the results are 

observed. 

 The results are evaluated. 

 A privacy-preserving model for the real-time big data analytics solution is described. 

 

It is also expected that the outcome of the research will provide answers to some other 

queries such as: 

Do the various privacy-preserving methods correspond to different protection levels of data? 
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Is a combination of methods possible, advisable or even recommended? 

Which method works best in a real-time big data analytics scenario? 

What are the advantages and disadvantages of each method? 

Can a model based on native capabilities be better than the known models?  

Performance is a critical issue with a real-time analytics scenario. How will it be affected by the 

method of choice? 

Discuss any limitations of the proposed model. 

What implication will the proposed model have when columnar data storage is employed? 

1.1 Research purpose 
The purpose of the research is to address the gap in the existing solutions, as it has been 

found that there is no or very little information regarding privacy-preserving data in a real-time 

big data analytics solution that is based on an in-memory appliance. Privacy preservation is often 

associated with publishing data, which means data is made available to a wider audience. 

However, in this case, the scenario requires an efficient privacy-preserving model to be 

developed for a more restricted audience while supporting the set of predefined analytical 

capabilities of such solution. This means the known privacy-preserving models, as well as native 

capabilities of the in-memory platform, will be explored. 

1.2 Research objectives 
The objective of the research is to develop and design a privacy-preserving model for an 

in-memory based big data analytical solution. The model will be scenario based to reflect a real-

life deployment. 

1.3 Delimitation 
The scope of this study is limited to the data aspect of a defined solution, and thus only 

privacy preservation is explored. This means that the protection of the entire solution, which also 

plays an important role in protecting data, is not addressed. Furthermore, the study focuses only 

on structured data that are stored on an in-memory platform because it is the only component in 

the solution that allows interaction with end users hence also supporting data publishing. 

Multidimensional development and analysis are considered throughout the study; however, they 
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are not part of this experiment. The expectation is that the privacy-preserving model can also 

support a multidimensional analysis. A complete big data analytics solution consists of multiple 

components, but the focus of this thesis is mainly on the in-memory platform since it functions as 

a key component by supporting the storage and processing of data. 
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3 Literature review and theory 
A comprehensive literature study has been conducted and theories were synthesized 

accordingly. The results of the literature study are presented and discussed in this chapter. 

A data warehouse is a solution for collecting, storing, processing and analyzing data from 

multiple sources [5]. Data warehousing has evolved and expanded to support data from all 

departments in an organization, and such a solution is called an enterprise data warehouse. The 

purpose of this solution is to mine and analyze data, and the umbrella term business intelligence 

is used to indicate the nature of such a solution. The concept of business analytics was added to 

indicate the key analytical component in BI [6]. Big data and real-time big data have added new 

dimensions to analytics, and they therefore entail different requirements and tools as discussed in 

the following chapters. 

A traditional business intelligence solution is presented in Figure 2 to allow for the 

visualization of the different layers that constitute such a solution [5]. 

 

Figure 2: A traditional Business Intelligence Solution 
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A real-time big data analytics solution may also have the same set of layers although the 

individual components within the layers might differ [7], and an example of this is that major 

components, which are part of a real-time solution, should also be able to support real-time 

processing. This means, for example, that data transfer from source systems should also take 

place in real time. An example of a real-time big data analytics solution is depicted in Figure 3. 

 

Figure 3: A big data analytics solution 

3.1 Big data analytics 
Big data analytics, as the term indicates, is used to manage really big data sets and a 

typical realization of big data is done by collecting, storing, managing and analyzing large data 

sets [8]. The tools and technologies that are used to perform each of the activities may differ, and 

there are commercial applications as well as open-source applications available on the market 

today. Hadoop is one of the most frequently used applications and is usually associated with big 

data. However, Hadoop is often used in the context of batch processing with considerable 
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latency; the result is delays in data storage and processing. A real-time analytics solution requires 

a different approach to resolve the issues with delays in order to support the real-time 

requirements. 

3.2 Real-time analytics 
Real-time analytics implies that data are collected, stored, processed and made available 

to consumers in real time to allow analytical activities to be performed on the dataset. Byron Ellis 

[7] states that there are three key features of a real-time analytics solution, namely high 

availability, low latency, and horizontal scalability. Low latency is perhaps the most important 

feature because the objective is to reduce the time from start to finish. Ellis [7] further elaborates 

on low-latency as follows: “Here the problem is minimizing the amount of time between an event 

arriving at the process and it being made available to a consumer”. One way of removing latency 

or reducing it considerably is to introduce an in-memory platform. Apart from storage, if the in-

memory platform could also support processing, it would help greatly to reduce the delays, thus 

helping to achieve real-time goals. 

3.3 In-memory appliance 
An in-memory appliance is essentially a solution that is a combination of hardware and 

software, which means it differs from traditional hardware or software. The core feature of an in-

memory based appliance is that it reduces latency considerably by removing highly intensive and 

disk-based I/O and replaces it with high-performing main memory; by doing so, it delivers high 

throughput and low latency [9]. While traditional disks are still used to support persistent storage, 

most of the work is managed in the main memory.  

While there are many in-memory databases and appliances in the market today, SAP 

HANA is the platform of choice for the work in this thesis in order to reflect the real-world 

implementation as described in section 2.1. 

SAP HANA is one of the leading in-memory appliances on the market today. As Sikka et 

al. [10] argue, “SAP HANA has triggered a major shift in the database industry from the classical 

disk-centric database system design to a ground breaking main-memory centric system design”. 

SAP HANA supports the storing and processing of data in the main memory, thus reducing 

latency while providing high throughput; this is fundamental for a real-time big data analytics 

implementation. 
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3.4 Real-time big data analytics 
Real-time big data analytics implies that big data are managed, processed and analyzed in 

real time. Healthcare is one the many fields that could benefit from real-time analytics because of 

the need to analyze huge amounts of data in real time. Raghupathi et al. [11] identify some of the 

healthcare data that have experienced exponential growth as personal medical records, radiology 

images, clinical trial data FDA submissions, human genetics and population data genomic 

sequences, 3D imaging, genomics and biometric sensor readings. Furthermore, the authors 

emphasize the importance of real-time analytics as follows: “The ability to perform real-time 

analytics against such high-volume data in motion and across all specialties would revolutionize 

healthcare [11].” 

However, healthcare data are often of a sensitive nature, which means the data to be 

protected appropriately. Many attack patterns can be applied to published healthcare data and can 

reveal either the identity of an individual or a sensitive attribute of a person by combining 

different data sets. 

3.5 Attack patterns for de-identification 
De-identification is a set of methods that can be used to reveal either sensitive information 

about an individual or to reveal the identity of a person with sensitive attributes. 

An example of such an attack is shown in Figure 4. 

 

Figure 4: Linking attack 

This type of attack is called a linking attack and enables sensitive data to be connected to 

an individual by combining data from multiple sources, including external sources that are 
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available to the public [12]. In the example in Figure 4, a public database for political party 

membership has been used as a link to data that are classified as sensitive, thus undergoing a 

transformation by suppression. However, as the example shows, it is possible to reveal the 

identity of the person by linking the two data sources. A complementary release attack is another 

type of attack that combines data from multiple versions in order to reveal either identity or 

sensitive attributes [12]. 

In general two types of risks are discussed, namely attribute disclosure and identity 

disclosure [13]. 

Attribute disclosure can be further divided into a set of risks; however, as some of them 

are specific to some of the privacy-preserving models, they are discussed in detail in sections 

3.6.1 to 3.6.5. 

1. Attribute disclosure 

 Homogeneity attack 

 Background knowledge attack 

 Skewness attack 

 Similarity attack 

2. Identity disclosure 

Identity disclosure occurs when certain data are used to identify a person, and identity 

disclosure usually leads to attribute disclosure. 

3.6 Privacy-preserving methods 
The objective of a privacy-preserving method is to protect a subset of data that are 

released; for example, as a result of analytical queries. Different methods are implemented on 

different levels and some might use the suppression of sensitive data that need to be protected, 

while others could employ generalization [14]. Suppression means that a certain type of data is 

completely suppressed and thus made invisible, while generalization implies that data are 

changed from being specific to being more generic, thus making the data difficult to attack [15]. 

A tabular data set can be divided into multiple identifiers, of which a sensitive identifier is one, as 

depicted in Figure 5. 



20 

 

 

Figure 5: Identifiers of tabular data 

The columns in a tabular data can be categorized based on sensitivity, and there are 

generally four different categories [16]. 

1. Explicit identifiers are attributes that identify individuals; as indicated in the 

example, first and last names belong in this category. 

2. Quasi-identifiers (QID) are attributes that can potentially be used to identify 

individuals when several of them are combined. The example presents age, sex, ZIP and location 

as factors QID. 

3. Sensitive identifiers are attributes that contain sensitive data, such as disease type 

in this example. 

4. Non-sensitive identifiers are general attributes that do not belong to any of the 

groups discussed in the example. 

There are various models that support privacy preservation in the context of data 

publication, and the most important ones, based on academic publications, are discussed below. 

Sweeney et al. introduced k-anonymity to group identical and anonymized QIDs into 

classes. However, the shortcomings of the k-anonymity model are that it cannot offer protection 

from attribute disclosure via a background knowledge attack or homogeneity attacks. L-diversity 

is another model that aims to resolve the attribute disclosure problems of k-anonymity by 

diversifying values within the equivalence classes. However, it in turn introduces another set of 

vulnerabilities regarding attribute disclosure via a skewness attack and similarity attack. The 

model t-closenesss addresses the vulnerabilities of l-diversity and proposes a mechanism to 
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resolve the issues. However, it does not provide protection against identity disclosure. 

Differential privacy is the fourth model that adds noise to query results to protect against 

probabilistic attacks. 

In general, the known privacy-preserving methods can be divided into two categories [17]. 

1. Syntactic privacy models 

This includes models such as k-anonymity, ℓ-diversity, t-closeness, δ-disclosure privacy, and 

δ-presence. 

2. Semantic privacy models 

A model that belongs in this category is: 

Differential privacy. 

A syntactic privacy model implies that there is no application of semantics. The models use a 

concept of identifiers such as quasi-identifiers (QID), while semantic models imply that they can 

take semantics into consideration. 

In addition, the concept of privacy preservation can be divided into two groups from an 

application perspective. 

1. Generic group 

2. Information system specific group 

The first group, the generic group, consists of a number of published methods that are generic, 

which means they can be applied to scenarios without the necessity of a specific technical 

platform. However, this also means that a solution has to be developed, deployed and maintained. 

On the other hand, the second group makes use of native capabilities of the underlying 

technology, such as a specific data warehouse. Data masking is an example of a solution that is 

supported natively by some of the applications. In addition to the example of native capabilities 

stated above, there are also numerous commercial solutions, such as Oracle Data Masking, 

Informatica Data Privacy, Data Masker, and IBM Optim Data Privacy Solution.  

Both groups, as well as all the previously stated privacy-preserving models, are discussed further 

in the following chapters. 
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3.6.1 k-anonymity 
k-anonymity was proposed as a solution for preserving the privacy of personal  data by 

providing protection against identity disclosure. This method uses both generalization and 

suppression. The principle is that, for each released record, at least k-1 records will be identical 

for a group of fields, and this is called a quasi-identifier (QID). A quasi-identifier represents a 

group of fields that appears k times, which means one individual can be related to k records, thus 

making it difficult to link an individual to sensitive data [12]. 

Samarati et al. [17] stated the core definition of k-anonymity as follows: 

“Each release of data must be such that every combination of values of quasi-identifiers 

can be indistinctly matched to at least k individuals.” 

This leads to the mathematical definition of k-anonymity as: 

Definition (k-anonymity [18]). Let RT (A1,……,An,) be a table, QIRT = (Ai,……,Aj ) be the quasi-

identifier associated with RT, Ai……,Aj  A1,……,An, and RT satisfy k-anonymity. Then, each 

sequence of values in RT [Ax] appears with at least k occurrences in RT [QIRT] for x=I,…,j . 

 

Figure 6 shows the original data set as well as the data set that is anonymized. The QIDs 

are age, sex, ZIP and location, and the value for k is 4, which means k records can be grouped. 

 

Figure 6: Example of k-anonymity 

 

Two well-known anonymization mechanisms are applied to the anonymized data set. 

Suppression is applied to the explicit identifiers “first name” and “last name”, as well as to the 

quasi-identifiers “Sex” and “Location”. Generalization is applied to the Quasi-identifiers “Age” 
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and “ZIP”. Suppression has effectively removed the data, while generalization has generalized 

the data so that it is more difficult to connect individuals to corresponding sensitive values. 

3.6.1.1 Vulnerabilities of the method 
k-anonymity hides QID in the group with the size of k records; however, as it does not 

consider other attributes, this means potential disclosure could occur when corresponding 

external data sets are linked. 

It has been shown that k-anonymity is susceptible to two attacks [19]. 

3.6.1.1.1 Background knowledge attack 
Any knowledge about the background of an individual can be used to reveal sensitive 

attributes associated with that individual [19]. 

 

Figure 7: Background knowledge attack 

A background knowledge attack implies that some form background knowledge is known 

and can be used to link to a sensitive attribute. An example of this is given in Figure 7. If 

someone knows John Sickens and is aware that he has been admitted to a hospital but does not 

know why, the anonymous data set can still be used as a link using an attribute such as age. This 

results in two identical entries. However, if the background knowledge about the fact that John 

Sickens originally came from a European country where a higher rate of prostate cancer has been 

observed, one can state with high probability that the individual in question is indeed John 

Sickens. 

3.6.1.1.2 Homogeneity attack 
The lack of diversity in an equivalence class can make a k-anonymized data set subject to 

a homogeneity attack [19]. 
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Figure 8: Homogeneity attack 

In this case (Figure 8), it has been assumed that the details about the individual that are 

known are age, sex, ZIP and country, which can be linked to data that are published in the form 

of a 4-anonymous data set. By combining the known details, it could be concluded that the 

individual in question has the condition Hodgkin’s Lymphoma. This is because all the sensitive 

values within the same equivalence class are the same. 

3.6.2 l-diversity 
The lack of diversity in an equivalence class in k-anonymity has led to another model, l-

diversity, which is considered to be an extension of k-anonymity. The l-diversity model addresses 

the issues by diversifying sensitive values within a QID class. The definition is provided below. 

Definition (l-diversity [19]). An equivalence class is l-diverse if it contains at least 

l well-represented" values for each confidential attribute. A data set is l-diverse if every 

equivalence class in it is l-diverse. 

 

According to Machanavajjhala et al. [19], the l-diversity model can prevent disclosure of 

sensitive attributes by providing diversity in an equivalence class. There are variations on L-

diversity, and examples of these are entropy- l- diversity, recursive-(c,l)-diversity, and 

probabilistic l-diversity [20]. 
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Figure 9: Example of l-diversity 

Figure 9 shows the original data set as well as the same data set when an l-diversity of 

three is applied. The sensitive values are diversified in the equivalence class, and all of them have 

different values accordingly. 

L-diversity also has limitations; for example, the number of equivalence classes will 

increase based on the level of diversity, which makes the process very difficult to achieve, 

particularly in the context of big data. Furthermore, if a sensitive attribute has the same value 

across the data set, performing a 2-diversity cannot be justified. 

3.6.2.1 Vulnerabilities of the method 
It has been proven that l-diversity is vulnerable to two attacks [20]: 

1. Skewness attacks  

2. Similarity attacks 

3.6.2.1.1 Skewness attacks  

 

Figure 10: Skewnes attack 

If the overall distribution is skewed, for example 50% has one condition and the other 

50% has a different condition, there will be a 50% probability of attribute disclosure while 

satisfying the diversity requirements of l-diversity by two [20]. This also means that l-diversity 

does not consider the overall distribution. 
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3.6.2.1.2 Similarity attacks 

 

Figure 11: Similarity attack 

L-diversity is applied to the data set where L is equal to three. The similarity attack on the 

sensitive attribute implies that the sensitive attributes in an equivalence class are so similar that 

one can associate a certain type of disease with an individual [19]. In this case, as shown in 

Figure 11, one can conclude that the person has a condition involving the digestive system. This 

shows that l-diversity does not take semantics into consideration with regard to sensitive 

attributes. 

3.6.3 t-closeness 
T-closeness is also another extension of k-anonymity, and addresses the issues regarding 

attribute disclosure. The definition of t-closeness is given below. 

Definition (The t-closeness Principle [20]).  An equivalence class is said to have t-closeness if 

the distance between the distribution of a sensitive attribute in this class and the distribution of 

the attribute in the whole table is no more than a threshold t. A table is said to have t-closeness if 

all equivalence classes have t-closeness. 

Li et al. [20] state that the distance between the distribution of sensitive attributes within 

each equivalence class and the distribution of the attributes in the complete original data set is no 

more than a threshold value of t. This implies that calculating the distance is the key to limiting 

the difference. Some measurements that have been used are variational distance and Kullback-

Leibler (KL) distance [20]. The formula for calculating the distance using these are provided 

below. 

In this case, two distributions P and Q are considered. 

P = (p1, p2, ..., pm),Q = (q1, q2, ..., qm), 
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Variational distance 

 

 

 

Kullback-Leibler (KL) distance: 

 

 

P is the distribution in an equivalence class, while Q is the distribution of values in the 

complete data set. While these measurements are sometimes used, another method, Earth Mover 

distance (EMD), appears to be used more frequently. The EMD also calculates the distance 

between two distributions, but it takes a different approach as stated in the definition below. 

Definition (EMD [20]). The EMD is based on the minimal amount of work needed to transform 

one distribution to another by moving distribution mass between each other. Intuitively, one 

distribution is seen as a mass of earth spread in the space and the other as a collection of holes 

in the same space. EMD measures the least amount of work needed to fill the holes with earth. A 

unit of work corresponds to moving a unit of earth by a unit of ground distance. 

 

 

 

 

 

 

 

∑  
𝑚

𝑖=1
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However, it is subject to the following three constrains [20]. 

 

 

dij is the ground distance between i in P and j in Q. 

fij is the flow of mass to transform i in P into j in Q using the minimal amount of work. 

F is the mass flow to transform P into Q. 

WORK(P,Q,F) = D[P,Q]. WORK is the work to transform P into Q. 

D[P,Q] is between 0 and 1. 

For any P1 and P2, D[P,Q]<=max(D[P1,Q],D [P2, Q]). 

The three constraints guarantee that P is transformed to Q by the mass flow F. Once the 

transportation problem is solved, the EMD is defined as being the total work [20]: 

 

Li et al. [20] argue that, for numerical attributes, the values can be approached 

sequentially, which should minimize the work of calculating the outcome. However, when 

dealing with categorical attributes, another approach is required; for example, the categorical 
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attributes may be measured in terms of hierarchical distance. This assumes that a hierarchical 

representation (Figure 12) is produced first in order for the distance between the hierarchies to be 

measured. 

3.6.3.1 Calculation of EMD for numerical attributes 
The calculation of EMD for numerical attributes is done using numerical distances and 

the approach that has been discussed is ordered distance. This means the “distance between two 

numerical attributes is based on the number of values between them in the total order” [20]. 

 

Let ri=pi-qi, D[P,Q] is then calculated as: 

 

3.6.3.2 Calculation of EMD for categorical attributes 
Two mechanisms are discussed for calculating categorical attributes within EMD, namely 

equal distance and hierarchical distance. 

According to Li et al. [19], equal distance is defined as “as the distance between any two 

values is 1, for each point that pi − qi > 0, one just needs to move the extra to some other points.” 

D[P,Q] is calculated as: 

 

The hierarchical distance, on the other hand, uses hierarchical distance to measure 

categorical attributes which can be expressed as: 

 

 

EMD for hierarchical distance can then be calculated as: 
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Child (N) is the set of all leaf nodes below N. 

 

 

 

The extra function has the property that the sum of extra values for nodes at the same 

level is 0. 

 

D [P, Q] is then calculated as: 

 

 

Hierarchical distance calculation relies on the fact that an appropriate hierarchy is agreed. 

However, hierarchies can be created in different ways, which may influence the distance 

measurement. In Figure 12, a hierarchy is created using a system-based approach according to 

anatomy, which means the types of cancers are grouped according to the relevant anatomical 

system, such as the respiratory system and the cardiovascular system. However, other types of 

hierarchies are also possible by using different kinds of groupings; for example, the kind of tumor 

or the mortality rate. 
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Figure 12: A hierarchical diagram over patient data 

A hierarchical diagram can be used to show the distance between the different levels of 

the nodes. For example, the distance between liver cancer and stomach cancer is represented by a 

value of 1/3, while the distance from the liver to the heart is represented by 2/3. 

3.6.3.3 Calculation of EMD using numerical attributes 
A sample calculation of EMD using numerical attributes over numerical distances is 

discussed below. 

 

Figure 13: EMD calculation 
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Figure 13 shows the original data set as well as the same data set with an l-diversity of 

three applied. The EMD is calculated below. 

P1 = {3,5,7}             

P2 = {6,8,9}             

Q = {3,4,5,6,7,8,9,10,11}          

   

Since the data consist of nine records, an optimal mass flow to transform P1 to Q is 1/9, 

which means moving the 1/9 probability mass in the following way:    

          

(7→11), (7→10), (7→9), (5→8), (5→7),(5→6), (3→5), (3→4). This gives P1:  

=1/9 x ( (4+3+2+3+2+1+2+1)/8) 

=0.25        

Similarly for  P2,           

   

(9→10), (9→9), (8→8), (8→7), (8→6),(6→5), (6→4), (6→3).  

=1/9 x ( (1+0+0+1+2+1+2+3)/8)         

= 0.14             

 D[P1,Q] = 0.25 while D[P2,Q] = 0.14 which means P2 is more robust and reveals less 

sensitive data then than P1.          

  

3.6.3.4 Vulnerabilities of the method 
t-closeness solves some of the problems associated with attribute disclosure but it is still 

vulnerable to identity disclosure. 

3.6.4 Differential privacy  
Dwork et al. [21] proposed differential privacy as a method for controlling the disclosure 

of statistical data. Differential privacy adds an intermediate layer in the form of a differential 

privacy functionality, which evaluates queries and, based on the sensitivity requirements, 

modifies the result set by adding noise, as shown in Figure 14. 
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Figure 14: Differential privacy 

The concept behind the idea of differential privacy is to allow data to be made available 

for analysis while -preserving the privacy of sensitive data. This obviously means that a 

functionality is inserted between the statistical data source and the query executor to prevent 

sensitive data from being disclosed. The method implies that the original data set is not changed 

but only the result set by adding noise via the intermediate functionality. When a query is 

executed, it passes through the intermediate functionality that evaluates the impact on privacy 

using an algorithm [22]. Upon completion of the evaluation, the query is executed towards the 

data source by the intermediate functionality, which receives the result set and adds noise to it. 

The strength of the noise is based on the impact on privacy, and the modified result set is returned 

to the executor [21]. The formal definition of differential privacy is: 

Definition (𝜀- differential privacy [21]). A randomized function K gives ε-differential privacy if 

for all data sets D1 and D2 differing on at most one row, and all S ⊆ Range(K). 

It can be stated that randomized K has differential privacy for two data sets D1 and D2 if 

the difference is only one row for S ⊆ Range (K), which gives the following equation [23]: 

Pr[𝐾(𝐷1) ∈ 𝑆] ≤ exp(𝜖) × Pr[𝐾(𝐷2) ∈ 𝑆] 

where 𝜀 (epsilon)is the statistical distance to define the strength of privacy, and smaller 

values for  

𝜀 can give more privacy while 𝜀 =0 is considered to be completely  private. In addition, by 

adding or removing one tuple, D1 can be obtained from D2 [23]. 
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An important attribute to achieve differential privacy is global sensitivity, which refers to 

a maximum change of 𝑓 due to the change of a single record [23]. 

Definition (Global Sensitivity [24]). For the given query function 𝑓∶𝐷→ℝ , the global sensitivity 

of 𝑓 is 

∆(𝑓) = max𝐷1,𝐷2| 𝑓(𝐷1) − 𝑓(𝐷2)| 

The maximum value is obtained from the data sets D1 and D2. If∆𝑓 (Sensitivity) is too 

small, it also means small distortion. 

When adding random noise to the result, the Laplace mechanism is one of the common 

techniques used. Because the noise is generated by using the Laplace distribution, the resulting 

noise is called Laplace noise. The noise is added to the results of the query by using a random 

variable, which is defined as [24]: 

Theorem (Laplace Mechanism [24]). Given a function 𝑓∶𝐷→ℝ𝑑, the sensitivity of the function 

(Δ𝑓), and the privacy parameter 𝜖, Laplace mechanism adds random noise with distribution 

(Δ𝑓/𝜖) to each of the 𝑑 outputs, satisfying 𝜖-differential privacy: 

This can be expressed as: 

 

𝑓 is the function while D is the dataset, and this means 𝑓 (D) forms the original result of the 

query. Noise is Laplace noise that is added to the result, and the Laplace noise is obtained from 

Laplace distribution. 

 

Thus, the result of the noise added query can be presented as: 

 

Laplacian noise is calibrated to the sensitivity of the query, and the noise is subsequently 

added to the query result. The sensitivity is derived from the global sensitivity [24]. Therefore, 

the strength of noise depends on ∆𝑓 and𝜀. 
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3.6.5 Analytical privilege privacy model 

Analytical privilege-based privacy preservation is a model that was developed specifically 

for the purpose of supporting this thesis. The model was synthesized while investigating the 

native capabilities of the in-memory platform, SAP HANA. It employs some of the native 

features of the SAP HANA in-memory platform, such as columnar data storage, information 

model based views, and privilege-based analytical privilege. 

An analytical privilege restricts access to data in an information model [25]. A sample 

scenario is provided below. 

Two sales representatives in a company are responsible for sales in regions in the US and 

in Germany. They both have access to the same information model regarding sales; however, 

privacy rules dictate that they should not see each other’s sales data. The solution is to implement 

analytical privileges, and the purpose of analytical privileges is to restrict data access on a row 

level so that the sales representatives can only view their part of the data. Therefore, the US sales 

representative can only view sales related to the US, while the sales representative for Germany 

can only access  

Information models are discussed in Chapter 3.15, while analytical privilege is explained 

in Chapter 3.6.5. 

3.7 SAP HANA 
SAP HANA, from the German-based software vendor SAP SE [25], has been chosen as 

the platform for the study in this thesis; as it is a combined software and hardware solution, it is 

called an appliance. SAP HANA is a proven commercial solution with thousands of deployments 

around the world. In fact, the largest in-memory appliance has also been demonstrated using SAP 

HANA. The demo system consisted of 100 TB memory, 150 TB solid-state disks (SSD), and 

4000 Intel CPU cores distributed across 100 nodes [26]. Furthermore, SAP HANA was also the 

core component in the largest data warehouse in the world, which could manage 12 petabyte of 

data [27]. This endeavor has been recognized by Guinness World Records on 17 February 2014 

[28]. The demonstration of the 12 PB data warehouse showed that it could support [27]: 

• 221 trillion rows (stock trades, credit card payments, sensor input, etc.) 

• 100 billion documents (SMS, email, reports, multimedia) 
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• 30 billion sources (users, smart sensors, mobile devices, etc.) 

• 12.1 PB of mixed structured and unstructured data loaded and indexed. 

 The name HANA originally came from an abbreviation for "High-Performance Analytic 

Appliance", although the full meaning is no longer used since HANA has evolved to support 

scenarios other than analytical scenarios as well. The HANA platform consists of multiple 

components, and supports features such as columnar storage and relational database management. 

HANA uses physical memory to store, manage and process data, hence reducing latency 

considerably. Therefore, it is an important component with regard to SAP SE’s strategy for big 

data and real-time analytics. There are two main variations in the deployment of HANA. 

1. HANA analytics 

2. Business suite for HANA 

HANA analytics was the first deployment model to be introduced, and with columnar 

data storage providing the efficient compression of memory, it could be 1000 times faster than an 

application using a traditional disk-based setup. The second scenario mainly uses the HANA 

platform as a database, and this setup supports most of the business applications of SAP such as 

ERP, CRM, SRM, and SCM. 

HANA supports both column-based storage and row-based storage. Row-based storage is 

similar to the data storage of traditional relational databases, while column-based storage is 

highly optimized for storing and processing large amounts of data. Thus, it is also ideal for 

supporting big data scenarios. Column-based storage supports a high level of compression, as 

well as supporting analytical activities such as aggregation in the main memory [25].  

 In this study, HANA analytics is used as the in-memory platform. 

3.8 Architecture 
A HANA system consists of multiple components, as shown in Figure 15 [25]. The most 

important components are briefly discussed below. 
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Figure 15: HANA Architecture 

UI indicates client components that could be based on HTML5 or other languages such as 

Java. A web server is an optional component allowing other development frameworks such as 

.NET to be utilized. It is in fact possible to execute tasks directly using the HANA platform. 

3.8.1 HANA Index server 
The index server is the core of the HANA in-memory platform, and is thus also 

responsible for the most important tasks, such as managing the various engines to process data. 

An example of such a calculation engine is the calc engine, which is responsible for managing 

planning operations. It is also responsible for managing data stores, and the persistence layer is 

one of these [25]. 

3.8.1.1 Session and Transaction Manager 
This service is responsible for managing and coordinating transactions. 
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3.8.1.2 SQL Processor 
The SQL processor is responsible for receiving SQL statements and executing them if 

they are DML (data manipulation language) statements. Other types of SQL statements are 

forwarded to other processors. 

3.8.1.3 Multidimensional Expressions (MDX) 
The MDX processor manages MDX requests as part of a multidimensional analysis 

towards analytical cubes. 

3.8.2 Preprocessor server 
The index server uses the preprocessor server to analyze and extract text data. 

3.8.3 Name server 
The name server contains information about the HANA environment, and stores 

information regarding nodes and components on each server in a distributed setup or in a 

standalone setup. 

3.9 In-memory 
Since HANA is an in-memory appliance, it has to adhere to the memory for a CPU core 

ratio for hardware, and an example of this is 128 GB memory per core in the case of an analytics 

scenario. 

SAP HANA runs on Linux, which leaves the primary memory reservation to the 

operating system. However, HANA has its own management, called memory manager, for 

memory that is allocated for HANA [29]. Figure 16 shows the memory configuration of HANA. 
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Figure 16: Memory configuration 

The storage area for columnar tables is also an area within HANA, and it is there that 

HANA loads columnar tables onto the memory. 

3.10 Data Persistence 
The content of the main memory is written onto a persistence layer from time to time in 

the form of log files so that all the changes will be captured and recorded. The persistence layer is 

provided via disks. 

3.11 Columnar data 
One of the critical components of a real-time solution is data storage, which should 

ideally be in-memory based so that the latency when reading and writing from disks can be 

eliminated. When an in-memory platform is added to such a solution, it may take the role of an 

in-memory based database as well as supporting other processing features such as calculation and 

aggregation in memory [25]. Another interesting aspect is that an in-memory database often 

employs columnar data storage [25], as is the case with the in-memory platform that is studied in 

this thesis. Table 1 shows patient data in a traditional relational table while how it is actually 

stored is presented in Table 2. Table 3, however, shows how data is stored in the physical 

memory of an in-memory appliance when columnar data storage is used. 
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Table 1: A table that contains patient data 

First 

Name 

Last 

Name 

Age Sex Location Disease Type 

Lennart Svensson 49 Male SE Stomach 

Louisa Indrajeet 62 Female IN Lungs 

Nazrima Abul 49 Female UK Heart 

Peter Andrez 56 Male US Heart 

 

Table 2: Row data storage 

Row 1 Lennart 

Svensson 

49 

Male 

SE 

Stomach 

Row 2 Louisa 

Indrajeet 

62 

Female 

IN 

Lungs 

Row 3 Nazrima 

Abul 

49 

Female 

UK 

Heart 

Row 4 Peter 

Andrez 

56 

Male 

US 

Heart 
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Table 3 : Patient data in columnar data storage 

First 

Name 

Lennart 

Louisa 

Nazrima 

Peter 

Last 

Name 

Svensson 

Indrajeet 

Abul 

Andrez 

Age 49 

62 

49 

56 

Sex Male 

Female 

Female 

Male 

Location SE 

IN 

UK 

US 

Disease 

Type 

Stomach 

Lungs 

Heart 

Heart 

 

3.11.1 Data to memory 
In columnar storage, entries are stored as a continuous block in the main memory as 

illustrated in Table 4. This speeds up analytical calculations considerably. For example, in the 

case of calculating the average age, it is sufficient to perform the execution on the age column 

only. This means the analytical activities are faster when using columnar data storage. 
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Table 4: Data to memory 

First 

Name 

Lennart 

Louisa 

Nazrima 

Peter 

Last 

Name 

Svensson 

Indrajeet 

Abul 

Andrez 

Age 49 

62 

49 

56 

Sex Male 

Female 

Female 

Male 

Location SE 

IN 

UK 

US 

Disease 

Type 

Stomach 

Lungs 

Heart 

Heart 

 

As illustrated in Table 4, the entries are close to each other, which means data access is 

also faster. Columnar data storage supports a high degree of compression, thus making the data 

storage footprint somewhat small in comparison to traditional data storage. Furthermore, it also 

supports the parallel execution of individual columns, since the columns are already vertically 

partitioned, by using multiple processor cores [25]. In conclusion, columnar data storage is ideal 

for an in-memory database, which in turn becomes a critical component in an analytical solution 

for real-time big data. 

3.12 Development tools 

3.12.1 HANA Development Studio 
HANA development studio is a comprehensive tool that is based on the Eclipse 

development framework. HANA studio is used to develop and to administrate, and therefore it 

has three different roles [25]: 
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1. HANA Administration Console 

2. HANA Modeler 

3. HANA Development 

The HANA Administration Console is used to perform administrative tasks such as 

stopping an instance, initiating a backup, and monitoring the condition of HANA components. 

The HANA Modeler, on the other hand, is used to model objects such as views, while HANA 

Development is the main tool for programming and developing applications using various 

development techniques such as JavaScript, SQLScript, and HTML. 

3.13 Modelling 
There is a concept of an information model within HANA to publish data, and the 

modeling implies creating different types of information models by selecting and modelling an 

appropriate information view. There are three levels of information models, which are called 

[25]: 

1. Attribute view 

2. Analytic view 

3. Calculation view 

All models support analytical requirements. Data in the context are divided into attributes 

and measures. Attributes provide descriptive data, while measures, which are also known as key 

figures, deliver quantified, processed, and calculated data. 

3.13.1 Analytic view 
An analytical view supports presenting multidimensional data, and this view is created 

using a star schema with one fact table and multiple dimension tables. The view can be used to 

analyze data and it supports analytical operations such as such slicing and dicing of 

multidimensional data. Furthermore, it is also optimized for performing aggregation on large data 

sets. An analytical view can use both columnar tables and attribute views as sources [25]. 

3.13.2 Attribute view 
The main purpose of attribute views is to present attributes as dimensions to a star schema 

for analytical modelling; thus, it can represent master data, such as material data. The source of 
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an attribute view can only be a columnar table, while an attribute view can be the source of an 

analytical view [25]. 

3.13.3 Calculation view 
A calculation view is another type of view that enables the creation of a view based on 

predefined calculations. The calculations can be complex and can use the other two information 

views as sources, together with columnar tables [25]. 

3.14 Roles and privileges 
Operations on HANA are controlled by privileges on objects, which dictate what a user 

can do in a system. Privileges are usually granted to a user via a role. The relationship among the 

components that make up the HANA authorization is shown in Figure 17 [30]. 

 

Figure 17: Relationship between the HANA authorization components 

3.14.1 Roles 
Privileges are bundled into a role, which can be granted to users based on their role 

requirements in the system. 

3.14.2 SQL privileges 
SQL privileges consist of system privilege and object privilege. 
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3.14.2.1 System privileges 
System privileges control administrative activities such as the creation of schemas and 

role creation. 

3.14.2.2 Object privileges 
Object privileges control access to objects such as tables and views, as well as actions 

such as SELECT, ALTER and DROP for those objects. 

 

3.14.3 Package privileges 
Package privilege is used to grant access to HANA repository in order for developers to 

work with development packages. 

3.14.4 Analytical privileges 
Analytical privileges provide a means to secure information views, and can be assigned 

directly to roles or users. Access to analytical views can only be granted through analytical 

privileges. Moreover, analytical privileges can be used to limit access within an information 

view; for example, to a specific set of rows on a row level [30]. 

Analytical privileges can only be applied to the following types of HANA information 

models [26]: 

 Attribute View 

 Analytic View 

 Calculation View 

This means that analytical privileges cannot be applied to row storage based tables or views. 
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4 Research methodology 
 

The research methodology that is closely related to the research questions is the Design 

Science Research Methodology (DSR). Peffers et al. [31] outline a six-step process as part of the 

design science research methodology process model, as shown in Figure 18 [31]. 

 

Figure 18: Design Science Research Methodology Process Model 

The six steps are specifically elaborated for the scenario in question, 

1. Problem identification and motivation, 

2. Define the objectives for a solution, 

3. Design and development, 

4. Demonstration, 

5. Evaluation, and 

6. Communication. 

Problem identification and motivation.  

Data are classified based on data security requirements; subsequently, appropriate security 

measures are enforced to protect data. One such measure is preserving the privacy of the data, 

particularly when data are published in various forms; this includes when data are made available 

as a report, or a subset of data is made available on the Internet. There are known methods for 

masking and anonymizing sensitive data. However, with regard to a real-time big data analytics 
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solution, there seems to be a gap. Hence, the motivation of this paper is to create a model that can 

be applied in such an environment. 

Objectives of the solution 

The objectives of the solution are to create a model for preserving the privacy of data in a 

real-time big data analytics solution that is based on an in-memory platform. After applying such 

model, it should continue to support all the features and scenarios of the solution. For example, 

this means that queries should return results that are as accurate as before, while the data quality 

should also be high. In addition, it is also expected that performance is not affected significantly, 

as this is very important for a real-time solution and any performance decrease will decrease the 

overall response time. Hence, this would not be desirable.  

Design and development. 

The development methodology is to create and implement a model for preserving the 

privacy of big data in the context of an in-memory based real-time analytics solution, and the 

privacy-preserving methods that will be analyzed are the following: 

• K-anonymity 

• L-diversity 

• T-closeness 

• Differential privacy 

• A newly developed model 

 

The authors own method, a newly developed model, will make use of the native 

capabilities of the in-memory platform.  

One data model will be developed for storing sensitive data on the in-memory database. 

The same model will also be extended to support various privacy-preserving methods such as l-

diversity. This means there may be multiple data models to support the diverse privacy-

preserving methods. All the data models will be implemented in a prototype instance. 
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Demonstration 

Once the base data model is implemented, the objects will be populated with a set of 

random data so that test cases can be executed to establish a baseline for further tests. A similar 

cycle is also followed for the privacy-preserving models. The test cases will include the execution 

of a series of queries, and the results will be observed based on the test criteria. 

Evaluation.  

A number of test cases will be created using the most common queries that are associated 

with the solution. The test queries are listed in Table 5. 

Table 5: Test cases 

Query Description SQL 

Q1 Provide the average age of all 

patients with the condition 

“Prostate”. 

Aggregation AVG of all patients with 

condition “Prostate”. 

Q2 Count the number of patients with 

the condition “Prostate” and the 

location Sweden. 

Aggregation COUNT of patients with 

condition “Prostate” who are located 

in Sweden. 

Q3 List the number of patients with the 

condition “Prostate” per country. 

Aggregation COUNT of patients with 

condition “Prostate” with GROUP BY. 

Q4 List details about all the female 

patients with the condition “Liver”, 

aged 39, and located in Germany. 

Selection. 

Q5 List details about patients with 

condition “Prostate”, who are 

between the ages of 35 and 45. 

Selection. 

Q6 Full name of individuals with 

condition “Lungs” who are located in 

Sweden. 

Projection. 
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The evaluation will be conducted using a number of criteria, as defined in Table 6. 

Table 6: Evaluation test cases 

Evaluation criteria 
(metrics) 

Description Priority  Phase 

Query response 

accuracy 

Whether loss in accuracy 

is accepted or not 

1 1 

Query execution time  The total execution time 

for query. 

2 2 

Server execution time The execution time on 

the in-memory server. 

2 2 

Acceptable overhead How much performance 

decrease can be 

tolerated? 

2 2 

Vulnerabilities  Known and potential 

vulnerabilities, such as 

multiple queries and re-

identification. 

1 2 

Support for analytical 
tools 

Use analytical tools to 
analyze data. 

2 2 

CPU and memory 
utilization 

Analyze the CPU and 
memory utilization 
between the baseline and 
when privacy-preserving 
models are implemented. 

2 2 

 

The priorities for the evaluation criteria are described in Table 7. 

Table 7: Priority for evaluation criteria 

Priority Description 
1 Mandatory 
2 Important, but not having it will not prevent proceeding with the 

implementation 
 

The most important evaluation criterion is “Query response accuracy” is the most 

important parameter, and is also used as the basis for whether to conduct further tests. This means 
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that the evaluation itself is divided into two phases. The first phase consists only of the qualifying 

factor, which means a model has to pass Phase 1 before it can be included in Phase 2. The 

evaluation uses a baseline setup as well as a privacy-preservation setup, and both will use 

identical test cases. The objective of the measurement is that the results can be compared and 

analyzed. 

The evaluation uses a baseline setup as well as a privacy-preservation setup, and both will 

use identical test cases. The objective of the measurement is that the results can be compared and 

analyzed. 

The expected outcome is to propose an efficient privacy-preserving method that performs 

best with regard to test cases while also fulfilling the requirements. The method, together with the 

procedures and policies, will become a model for privacy-preserving data for this particular 

environment (column based, in-memory, real-time big data analytics, SAP HANA). 

Communication.  

Communication will mainly be via this paper, which will be made available to the public 

and other interested parties as part of an approved publication. A printed version can also be 

made available on request. 
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5 Design and development 
5.1 Solution overview 

The objective of the solution is to provide a platform for real-time and big data analysis 

regarding cancer patient data from all over the world. During the initial phase, the solution will 

employ a simple data model to capture the patients’ details. However, the objective is to extend 

the model to support expanded patient data such as clinical trials, test results and more. The idea 

is that the solution should function as one source for obtaining data regarding patients and their 

conditions so that data can be processed and analyzed to perform various tasks such as finding 

suitable candidates for clinical trials. Furthermore, the solution will also be made available to a 

wider audience, such as journalists, so that they can also make use of the analytical capabilities of 

the solution.   

The solution will use multiple sources as data sources and will include both real-time and 

batch sources.  

5.2 Use cases 
Two user groups are identified, and the first user group will only perform analytical 

activities on data while the second group will have more extensive authorization to obtain details 

about individual patients. 

 

Figure 19: User groups 
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Both user groups need to be authorized before they can work with any data. In addition, 

there is a requirement to preserve private, sensitive data from user group 1. This means user 

group 1 should be able to execute analytical queries without having access to any sensitive data. 

5.3 Solution requirements 
The solution should be able to support transparent reporting, which means any reporting 

solution or analytical client should be able to connect to the solution without the need to modify 

the interface between them.  

The privacy-preserving models should not prevent important queries from being executed 

by reducing accuracy, removing data, and decreasing data quality. 

The requirements of the scenario are listed below, and test cases and evaluation criteria 

will use these requirements. 

• Minimum or no impact on performance. 

• Preserve data integrity. 

• Should be able to support transparent reporting regardless of any analytical 

reporting tools. 

• The privacy-preserving models should not change the result sets of important 

queries by reducing accuracy, removing data, and reducing data quality. 

Furthermore, any model should be able to withstand the attacks listed below.  

 Attribute disclosure 

 Homogeneity Attack 

 Background knowledge attack 

 Skewness attack 

 Similarity attack 

 Identity disclosure 
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5.4 Security requirements 
 

5.4.1 Assumptions 
It is assumed that data are replicated in real time from source systems using a real-time 

replication mechanism. The in-memory analytics platform will receive the replicated data; hence, 

it is also the focus of the study. 

5.5 Data classification 
The assessments for classifying data using the CIA triad (confidentiality, integrity and 

availability) gave the result of very high for confidentiality, very high for integrity and normal for 

availability. This is also shown in Figure 20. 

 
Figure 20: CIA assessment 

 

5.6 Data protection 
The outcome of the CIA assessment reflects the sensitive nature of data, and the 

requirement is thus to have high-level security from a data security point of view. While there are 

activities on a system level, such as encryption of data at rest as well as at transit, the focus in this 

case is the measures that should be in place to ensure the protection of sensitive data. This 

requirement also leads to investigating, designing, developing, testing and evaluating a solution 

to support privacy preservation. 

5.7 Architecture 
The in-memory based real-time big data analytics solution consists of a large number of 

components.  Apart from the core components, there are also numerous source systems that feed 

the solution with data on a continuous basis. The most important component in the solution is the 

in-memory appliance based on SAP HANA, which interacts with source systems through various 

integration and ETL components. In addition, it also supports user interfaces either directly or by 

supporting an additional BI solution, namely SAP BusinessObjects BI in this case. There are also 

two distinctive paths to support data acquisition, one for real time and another for batch. The 

Hadoop data platform is used to collect and process large-scale data in batch mode before feeding 



54 

 

the in-memory platform with the cleansed data. Similarly, a set of real-time applications are used 

to capture real-time data from some of the critical source systems, and to feed the in-memory 

appliance with data. The conceptual architecture of the solution is illustrated in Figure 21. 

 

Figure 21: Real-time big data analytics based on an in-memory platform 

SAP and Hortonworks Reference Architecture is used as a reference for creating this 

architecture [32], [33]. The components of the solution and their respective roles, as well as 

whether the components are in the scope of the thesis or not are presented in Table 8. 

Table 8: HANA real-time big data analytics components 

Components Type Description Role Scope 
of the 
thesis 

BusinessObjects 
BI  

Frontend SAP BusinessObjects 
Business Intelligence 
(BI) 

To support 
multidimensional 
analysis 

No 

Mobile 
applications 

Client A mobile user 
interface 

Users will use the 
smart phone and tablet 
devices to execute 

No 
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some of the queries. 

Web user 
interface 

Client A web interfaces for 
end users 

Users will use the web- 
based interface to 
execute queries and 
reporting. 

Yes 

SAP SLT Integration SAP Landscape 
Transformation 
server 

A real-time replication 
server to load and 
replicate data from 
SAP and non-SAP data 
sources. 

No 

SAP Replication 
server 

Integration SAP Replication 
Server 

Consistent 
synchronization of 
real-time data 

No 

SAP Event 
stream 
processor 

 An application that 
will supply SAP HANA 
with event data in 
real-time. 

Real-time stream 
processing of event 
data. 

No 

SAP HANA In-
memory 
platform 

SAP HANA in-memory 
platform. 

The core of the 
solution and the main 
in-memory platform. 

Yes 

BusinessObjects 
Data Services 

 SAP Data Services 
Platform 

Integration tool that 
supports data 
integration, data 
quality and data 
profiling 

No 

Hadoop Data 
Platform 

Data 
source 

Hadoop based 
distributed setup. 

Support the processing 
of a huge amount of 
batch data. 

No 

 

The HANA platform is the only solution that is exposed to end users, thus also the main 

component in this study (Figure 21).  

5.8 The prototype environment 
SAP Cloud Appliance Library (SAP CAL) is a web-based service to facilitate the 

deployment of SAP applications in a cloud environment, and the supported cloud service 

providers are Microsoft Azure and Amazon Web Services. The SAP CAL service also manages 

developer licenses for the in-memory appliance. 
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Figure 22: Prototype environment 

However, the development activities are performed directly in the HANA environment. 

5.8.1 System configuration 

The Azure virtual machine configuration D14 is used to set up the in-memory appliance, 

as shown in Figure 23. 

 

Figure 23: Azure D14 standard virtual server 
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The virtual server consists of 16 cores, 112 GB memory, and 800 GB SSD disks. Once 

the prototype system is in place, the SAP HANA developer edition using the version 1.0 SPS 10 

is installed and configured so that the client components can be connected and the development 

activities can proceed. 

5.8.2 Client components 
SAP HANA Studio is the primary development, modelling and administration tool, while 

a web-based user interface is also utilized to test the solution. HANA Studio and SAP HANA 

client for Microsoft Excel are used as the clients for performing analytical queries and to present 

the query results visually. 

5.8.3 Source systems 
The source systems are mainly systems that feed the in-memory platform with data; such 

data could come from patient journal systems, clinical studies, clinical trials, research projects 

and surveys. 

5.9 Data model 
Figure 24 shows the general model that is used as the basis for development, modelling 

and evaluation activities.

 

Figure 24: Data model 

5.10 Privacy models 
A set of privacy models is created and applied to the prototype instance. K-anonymity, l-

privacy and t-closeness are supported by creating a new data model and importing the 

anonymized data into that model. Differential privacy is implemented by using a number of 

stored procedures, while the analytical privilege-based model is created by experimenting with 

various objects and configurations in the system. The final version of the analytical privilege-

based model uses information models, such as calculation view, as shown in Figure 25, and as 
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well as developing a new analytical privilege to enforce privacy at the information model.

 

Figure 25: Modelling an information model: calculation view 

5.11 Test cases 
The test cases consist of six queries, which are divided into two groups based on usage 

types. The first group, from Query 1 to Query 3 in Table 9, contains analytical queries while the 

second group addresses Query 4 to Query 6. The second group of queries consists of ordinary 

queries. The main focus of the study is the first group; however, the second group is also studied 

in order to reflect a multi-purpose and real-life environment. 

Table 9: Test cases 

Query Description SQL 

Q1 Provide the average age of all 

patients with the condition 

“Prostate”. 

Aggregation AVG of all patients with 

the condition “Prostate”. 

Q2 Count the number of patients with 

the condition “Prostate” and the 

location Sweden. 

Aggregation COUNT of patients with 

the condition “Prostate” who are 

located in Sweden. 

Q3 List the number of patients with the 

condition “Prostate” per country. 

Aggregation COUNT of patients with 

the condition “Prostate” with GROUP 

BY. 

Q4 List details about all the female 

patients with the condition “Liver” 

Selection. 
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who are aged 39, and are located in 

Germany. 

Q5 List details of patients with the 

condition “Prostate” who are 

between the ages of 35 and 45. 

Selection. 

Q6 Full names of individuals with the 

condition “Lungs” who are located in 

Sweden. 

Projection. 

 

5.12 Evaluation cases 
The test scenario was conducted in two phases. The first phase was used to delimit the 

number of models, which means that those models that could not support the base requirements 

were eliminated from Phase two. T1 in Table 10 is part of Phase One, while T2 to T7 are part of 

Phase Two. This means the privacy-preserving models must pass Phase One before they can be 

considered for Phase Two. 

Table 10: Tests and expected results 

No. Evaluation criteria 
(metrics) 

Description Recommended 
values 

Acceptable 
intervals 

T1 Query response 

accuracy 

Whether loss in 

accuracy is accepted 

or not. 

Very high 
requirement for 
accuracy. 

None 

T2 Query execution time  The total execution 

time for the query. 

20% loss 20%-25% 

T3 Server execution time The execution time 

for the in-memory 

server. 

15% loss 15%-20% 

T4 Acceptable overhead How much 

performance 

decrease can be 

tolerated on 

average? 

20% 20% - 25% 

T5 Vulnerabilities  Known and 

potential 

No risk with 
either attribute 

N/A 
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vulnerabilities.  disclosure or 
identity 
disclosure, or any 
other ways of de-
identification. 
Multiple queries 

T6 Support for analytical 
tools 

Use analytical tools 
to analyze data 

HANA Studio in-
built analytical 
client and 
Microsoft Excel 
2013. 

N/A 

T7 CPU and memory 
utilization 

Analyze the CPU 
and memory 
utilization between 
the baseline and 
when privacy-
preserving models 
are implemented. 

5% for CPU and 
5% for memory. 

5% - 6% for 
both CPU and 
memory. 

 

The acceptable overhead, T4, is equal to T2, which is the total query execution time. T2 is 

a technical parameter, while T4 is a business parameter regarding how much trade-off between 

privacy and performance is acceptable, allowing for appropriate measures to be taken to improve 

the situation. T6 should include at least one common analytical tool, and this requirement is 

supported by Microsoft Excel 2013.  

The metrics T2, T3, T7 are based on industry standards and vendor specifications for 

measurement of query performance and resource utilization [34], [35], [36] while T5 is a security 

requirement to address the known vulnerabilities. The rest are derived from the solution 

requirements which is described in section 5.3. 
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6 Evaluation 
 

The evaluation process is divided into two phases. The first phase is a qualification step 

that analyzes the most important parameter for the evaluation, which is accuracy or data utility. 

Only those privacy-preserving methods that pass Phase One are included in Phase Two, and all 

the other evaluation criteria are applied in Phase Two. 

6.1 Phase 1 
K-anonymity, l-diversity and t-closeness yield identical results for analytical queries 

because they all use the same generalization and suppression techniques; the difference is the 

way in which sensitive values are distributed. However, most of the analytical queries do not 

make a distinction regarding how the sensitive attributes are distributed within the equivalence 

classes, since analytical queries perform aggregation and other analytical activities on all the data. 

An example of this is if an aggregation is required, such as the number of patients with prostate 

cancer in the US who are below the age of 50, the query will only perform aggregation on the 

attribute age or on the disease type. This means that the way in which the values within an 

equivalence class are distributed will not have an impact on the query, nor on the results. 

Differential privacy works with statistical data and supports both interactive and non-

interactive queries [29]. However, in this study, only interactive queries are considered. 

Differential privacy adds an intermediate layer to enforce privacy on a result set, which may add 

an overhead that could be considered a drawback with regard to an in-memory based real-time 

scenario in which every single millisecond counts. The most important aspect is that differential 

privacy actually changes the query results, which is not always the desired outcome. Accurate 

results are required in this scenario-based solution because the idea is to use the result set to make 

quick decisions. Thus, modifying the query result is not desirable.  Table 11 shows how the noise 

changes the outcome of Query 1. 

Table 11: Noisy response with differential privacy 

Query Original response Noise (rounded) Response 

Q1 41 +5 46 
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As the values for epsilon (ε) change so does the final noise addition, and when the value is 

1.0, the outcome is more close to the original values. Thus, it appears that a bigger value for 

epsilon means more accuracy but less privacy while a smaller value for epsilon provides less 

accuracy but more privacy. This relationship is visualized in Figure 26 in regards to Query 1. 

 

Figure 26 : Analysis of noise added result 

The actual response of 41 remains constant while the noises are random numbers between two 

boundaries thus changing at every occurrence per application, which influences the final 

perturbed values. In this example, a global sensitivity of 2 is used in both cases while the values 

applied to epsilon are: 

1. ε = 0.1 

2. ε = 0.01 

Since noise is added by using the Laplace distribution, as below: 

 

It becomes clear that a smaller value for epsilon means more noise thus also more privacy while a 

bigger value implies that less noise, and consequently less privacy. 

However, a bigger epsilon value is used in the test cases because the purpose is to observe the 

changes in the results.  
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6.1.1 Query response accuracy 
Table 12: Query response accuracy 

Query Original k-
anonymity 

l-
diversity  

t-
closeness  

Differential 
privacy 
(rounded) 

Analytical 
privilege 

Q1 41 N/A 1 

 
N/A 1 

 
N/A 1 

 
46 41 

Q2 4 0 2 0 2 0 2 7 4 
Q3 US:5, SE:4 9 3 9 3 9 3 10,9 US:5, SE:4 
Q4 4 full 

records 
No results 4 No 

results 4 

No results 4 N/A 4 full 
records 

Q5 4 full 
records 

No results 5 No 
results 5 

No results 5 N/A 4 full 
records 

Q6 5 names No results 6 No 
results 6 

No results 6 N/A 5 names 

 

1 Age has been generalized. 

2 Location has been suppressed; thus, no query will find the correct value for the location 

country. 

3 The function COUNT still works since it counts the number of row records. Location is 

replaced with an asterisk; thus, the grouping is done only for one group, which adds all the 

patients with the same condition (nine).  

4 Location and sex are effectively suppressed, while age is generalized. Thus, it does give the 

expected results. 

5 No result because age is generalized. The query can be modified so that the values can be 

captured in an efficient way, but it will give incorrect result because the generalization of age 

assumes that the interval is below 30, 40 and so on, which means a person aged 42 is below the 

generalized value 50; thus, it will not take that person into consideration. 

6 The columns "First Name and Last Name". 

A certain degree of accuracy for the query results can be achieved by not generalizing some of 

the columns; for example, by not generalizing “Location”, but this means the level of privacy 

must be reduced. Moreover, it also means that every possible query will have its own privacy 
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model, which will not be manageable in the long run, and will also complicate the development 

and operations activities.  

In conclusion, all the known methods appear to reduce the data quality in the two group of test 

cases, which are considered typical scenarios for the analytics solution in question. 

6.2 Phase 2 
The only model to pass Phase One is the analytical privilege-based model because it does 

not modify the result set at all. Hence, subsequent evaluation cases are only conducted for the 

analytical privilege-based privacy-preserving model. Table 13 outlines the configuration details 

of the implementation. 

Table 13: Configuration of the implementation of the analytical privilege based privacy-preserving model 

 

 

6.2.1 Phase 2 preparation 
Over 1 billion random records (1048011185) were created to support running the test 

cases and capture the identified metrics. 

Figure 27 shows the state of the in-memory platform before generating the records while 

Figure 28 shows how much memory is consumed after creating the records, and subsequently 

loading the entire table onto the memory. 

It appears that 1 billion records correspond to 30 GB of the memory. 

Query View Type of view Columns Anlytical Privilge
Anlytical Privilge 
restrictions Role User

Q1 ATT_VIEW_1 Attribute view Age, Disease Type ANALYTIC_PRIV_1 Disease Type = Prostate TEST_ROLE1 TESTUSER1

Q2 CALC_VIEW_1
Calculation 
view Disease Type, Location ANALYTIC_PRIV_2

Disease Type = Prostate, 
Location=SE TEST_ROLE2 TESTUSER2

Q3 CALC_VIEW_1
Calculation 
view

Age, Disease Type, 
Location ANALYTIC_PRIV_3 Disease Type = Prostate TEST_ROLE3 TESTUSER3

Q4 ATT_VIEW_2 Attribute view

First Name, Last Name, 

Age, Sex, 
ZIP,Location,Disease 
Type ANALYTIC_PRIV_4

Disease Type = 
Liver,Location=DE,Sex=F
emale, Age=39 TEST_ROLE4 TESTUSER4

Q5 ATT_VIEW_2 Attribute view

First Name, Last Name, 

Age, Sex, 
ZIP,Location,Disease 
Type ANALYTIC_PRIV_5

Disease Type = Prostate, 
Age BETWEEN 35 and 45 TEST_ROLE5 TESTUSER5

Q6 ATT_VIEW_3 Attribute view
First Name, Last Name, 
Location,Disease Type ANALYTIC_PRIV_6

Disease Type" = 'Lungs' 
and "Location"='SE' TEST_ROLE6 TESTUSER6
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Figure 27: Resource consumption prior to adding 1 billion records 

 

Figure 28: Resource consumption after adding 1 billion records 

The differences between the initial size of 65 records and 1 billion records are presented 

in Table 14. 

Table 14: Changes in memory consumption 

Query Phase 1 Phase 2 
No. of records 65 1048011185 
Size on disk (KB) 304 4505428 
Memory consumption in 
main storage (KB) 

274 4588473 

Memory consumption in 
delta storage (KB) 

75 75 

Total memory 
consumption (KB) 

349 4588548 

 

4588473 KB or 4.4 GB of the main memory was used to support the fully loaded table. 

The persistence layer in the form of disk has also increased to reflect that change. 

6.2.2 Query response accuracy 
The creation of 1 billion records requires that the accuracy requirements are to be 

measured again, and the result is shown in Table 15. 
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Table 15: Accuracy assessment between baseline and privacy models 

Query Original Analytical privilege 
Q1 54.9 54.9 
Q2 175374 175374 
Q3 249 countries with an 

average total of  
175370 

249 countries with an 
average total of  175370 

Q4 Count is 1239 Count is 1239 
Q5 Count is 6765334 Count is 6765334 
Q6 Count is 175375 Count is 175375 
 

Thus, the conclusion is that there have been no changes in accuracy of the results even 

when the number of records increased considerably. 

6.2.3 Query execution time 
Multiple tests were conducted for the baseline and again when the privacy model was 

implemented. The results are illustrated in Figure 29. 

 

Figure 29 : Query execution time between baseline and privacy implementation 

The Figure shows that the post-privacy implementation has increased the overall query 

execution time for all queries with the exception of Query 3. The diagram for the average query 

execution time (Figure 30) also confirms this result. 
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Figure 30: Average query execution time between baseline and privacy implementation 

 

 

Figure 31: Average query execution time between baseline and privacy implementation 

Figure 31 shows a trend in the general behavior of the privacy-preserving model in 

comparison with the baseline model, and emphasizes the general observation. This is 

understandable, since an intermediate layer has been added to the solution, and this would 

increase the overall response time. 
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6.2.4 Server processing time 
The diagram shows that the post-privacy implementation has increased the server 

execution time for all queries with the exception of Query 3. The diagram for the average server 

execution time, Figure 33, also confirms this view. 

 

Figure 32: Server processing time between baseline and privacy implementation 

Figure 33 shows the average processing time on the server, and it appears to be in line 

with the total query execution time. However, two changes are observed, namely that the 

difference between the privacy-preserving model and the baseline model is 15.96% more 

regarding Query 2, while there is a slight improvement for Query 3. 
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Figure 33: Average server processing time between baseline and privacy implementation 

Figure 34 shows a trend in the average values between the baseline model and the 

privacy-preserving model. 

 

Figure 34: Average server processing time between baseline and privacy implementation 

The server processing time seems to reflect the values of the total query execution time. 

However, an exception seems to be Query 3, which has improved the server processing time in 
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the privacy model instead. Query 3 uses the information model calculation view, which means 

the calculation is performed on the server. Furthermore, the query uses the aggregated function 

COUNT as well as a GROUP BY clause to group entries. An interesting observation is that 

Query 2 also uses the same calculation view, but only with the aggregated function COUNT and 

two limiting values in the WHERE clause. Query 5 seems to deliver the worst performance and 

reason could be that it has to process a large number of records in order to prepare a result set of 

6765334 records. 

6.2.5 Acceptable overhead 
The acceptable overhead in the user group has been defined as +20% on average. The 

privacy-preserving model meets the expectation because the average value that has been 

observed is +18.37%. 

6.2.6 Vulnerabilities 
Users who belong to Group 1 (Query 1 to Query 3) would still need to access certain data 

to execute the queries, as listed in Table 16. The reason for focusing on Group 1 is that it has 

already been accepted that Group 2 will need to access more data in general. 

Table 16: Data access 

Query Description Columns 

Q1 Provide the average age of all 

patients with the condition 

“Prostate”. Age, Disease Type 

Q2 Count the number of patients with 

the condition “Prostate” and the 

location Sweden. Disease Type, Location 

Q3 List the number of patients with the 

condition “Prostate” per country. 
Age, Disease Type, Location 

Q4 List details about all the female 

patients with the condition “Liver” 

who are aged 39 and are located in 

Germany. 

First Name, Last Name, Age, Sex, ZIP, 

Location, Disease Type 
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Q5 List details about patients with the 

condition “Prostate” who are 

between the ages of 35 and 45. 

First Name, Last Name, Age, Sex, ZIP, 

Location, Disease Type 

Q6 Full name of individuals with 

condition “Lungs” who are located in 

Sweden. 

First Name, Last Name, Location, 

Disease Type 

 

Therefore, in order to perform the queries, users in Group 1 would need access to the following 

data set (only a few records are shown in the tables since the data sets are too large): 

Q1 

Table 17: Query 1 full result 

Age Disease Type 

41 Prostate 

29 Prostate 

56 Prostate 

44 Prostate 

41 Prostate 

56 Prostate 

44 Prostate 

26 Prostate 

32 Prostate 

 

Q2 

Table 18: Query 2 full result 

Location Disease Type 

SE Prostate 
SE Prostate 
SE Prostate 
SE Prostate 
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Q3 

Table 19: Query 3 full result 

Location Disease Type Total 

SE Prostate 175374 
US Prostate 175370 
 

The result for Query 1 is analyzed, and is shown in Figure 35. 

 

Figure 35: Analysis of the result of Query 1 

The result in the form of an aggregated response to Query 1 is 55 (54.9), and it is 

calculated from the data set on the right-hand side, restricted by Analytical Privilege 1. The data 

set on the left-hand side is public data from membership lists of various political parties. In the 

result for Query 1 (right-hand side), only one attribute of QID, age, is left, together with the 

sensitivity attribute. However, they cannot be linked to any data set because they are too generic. 

An example of this is that there is an individual on the right-hand side of the data set who is 55 

years old and who has the condition prostate. However, the attribute ‘age with value 55’ can 

potentially be linked to millions of entries from all over the world, thus rendering the published 

data set, the query result, useless for de-identification. 

It is understood that the results of queries can vary but, in general, queries of an analytical 

nature can be designed in such a way that they cannot reveal any sensitive data. In effect, most of 

the columns will be suppressed, while data level restriction will limit access only to the data set 

that is required for performing the analytical activities. 
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By studying the results that are available to users in Group 1, it is obvious that the results 

are too generalized and cannot be linked to individuals because important linking attributes are 

missing. Therefore, the conclusion is that Group 1 with the application of the privacy-preserving 

model is not subject to attribute disclosure or to identity disclosure. Furthermore, executing 

multiple queries using the same data set and combining the results will not work either, because 

the user only has access to a restricted subset of the data set. 

The second group, with elevated authorization, is also restricted and can thus only query a 

limited set of data. However, this group has some flexible authorizations because it really does 

need to work with the complete records. The purpose of including it in the study is to ensure that 

a solution will be able to support both scenarios and both user groups. 

6.2.7 Support for analytical tools 
Two different analytical frontend tools are evaluated. The first used the native capabilities 

of HANA studio to visualize and analyze the result for Query 3, which aims to list users with the 

condition ”prostate” per country. The first chart is a pie diagram of the result, and is presented in 

Figure 36. 

 

Figure 36: Analysis of the result of Query 3 
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Microsoft Excel 2013 is also used to connect to the HANA in-memory platform in order 

for all the in-built capabilities of Excel to be used to visualize and analyze the result. Figure 37 

shows the technical connectivity itself, which is set up using a MDX provider for HANA.

 

Figure 37: SAP HANA MDX connection 

Figure 38 shows a subset of the result for Query 3 presented as a pie chart.  



75 

 

 

Figure 38: Analysis of the result of query 3 by using Excel 2013 

The subset of data contains patients with condition “prostate” from three countries, and 

the analysis is about comparing the relationship regarding the total number of patient’s. 

In effect, the solution can support all the analytical operations such as:  

 Roll-up  

 Drill-down 

 Slice and dice 

 Pivot (rotate) 

The above operations are valid when the underlying data set is multidimensional in nature. 

6.2.8 CPU and memory utilization 
The CPU and memory consumption are observed between the baseline and the privacy 

model, and the result is presented in Table 20. 
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Table 20: Memory and CPU utilization 

Measurements Baseline Privacy Difference 
(%) 

SAP HANA Used memory (GB)       

Used memory 1427 1518 6.38 

Peak Used memory 1427 1904 33.43 

Resident memory (GB)       

Database resident 1807 1954 8.14 

Total resident 1842 1990 8.03 

CPU  usage       

Database CPU usage (%) 2 2 0.00 

Total CPU usage (%) 3 3 0.00 

Table data       

Total memory consumption (KB) 4588548 4588546 0.00 

Memory consumption in main storage (KB) 4588473 4588470 0.00 

 

The memory used in SAP HANA has increased by 6.38% while the value for peak 

memory is 33.43%. The reason for the increase in peak memory could be related to running a 

large number of queries sequentially. Since HANA manages memory dynamically, it should 

mean that memory is allocated and deallocated based on processing requirements.  The resident 

memory appears to have increased by 8.14%, as is the value for total resident memory. The total 

memory consumption for table data has not changed at all, and this could indicate that only 

processing requirements have changed. Similarly, CPU utilization for both database and total 

have not changed either, and this means there is no correlation between CPU and memory 

utilizations. The result is that there is no change in CPU utilization while a slight increase in 

memory utilization. However, HANA is responsible for managing the reserved memory and it 

uses more memory when required.  

6.2.9 Query performance analysis 
Two queries that differ in regards to total execution time and server processing time are 

query 1 and query 3. Table 21 compares the average query execution time between the two. 
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Table 21: Average execution time between Query 1 and Query 3 

Query Baseline 
(µs) 

Privacy 
(µs) 

Difference 
(µs) 

Difference % 

Q1 669826 776748 106922 15.96 

Q3 792459 683972 -108487 -13.69 
 

Query 1 has increased the total execution time by 15.96% while Query 3 has decreased it 

by 13.69%. Hence, the two queries and the steps of the execution are subject to further analysis 

[37]. Figure 39 shows the preparation phase of query 1. The baseline is illustrated on the left side 

while the privacy based execution is on the right side. The baseline uses an analytical search 

while the privacy implementation uses a column search. 

 

 

Figure 39: Query prepare phase between baseline and privacy for query 1 
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Figure 40 shows the actual execution phase and different methods between the baseline 

query and the privacy model. 

 

Figure 40: Query execute phase between baseline and privacy for query 1 

The actual search path of the queries follows different paths hence the search patterns as 

well as the number of steps differ also. The baseline query has more steps however, each step 

appears to be faster, which makes the total execution time less. Both queries process 43667139 

rows and return only one row as the result. 

Query 3, on the other hand, shows a different result, in which the privacy model seems to 

deliver better performance, which means the total execution time has decreased by 13.69%. 
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Figure 41 shows the preparation phase of Query 3. The baseline uses an analytical search 

(left side) while the privacy implementation uses a column search (right side).  

 

 

Figure 41: Query prepare phase between baseline and privacy for query 3 

The execution phase of query is visualized in Figure 42, which compares the steps and 

methods of the baseline query and the privacy model in regard to Query 3. 
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Figure 42: Query execute phase between baseline and privacy for query 3 

 

Both queries process 43667139 records and return 249 aggregated values as the result. 

The analytical search used by the baseline query has less number of steps while the column 

search that is employed by the privacy implementation (right side) has a complex setup with 

multiple steps. In addition, it also appears that the privacy implementation uses analytical search 

as part of the execution.  Clearly, there is a change in the pattern of execution between the 

privacy implementations of Query 1 and Query 3. Query 1 uses an attribute view while Query 3 

employs a calculation view. This could explain the different paths and methods of the queries.  

Since Query 3 seems to deliver better performance consistently, the conclusion is that it 

would be possible to improve the query performance by analyzing the paths and taking 

appropriate measures [38]. 
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6.2.10 Evaluation summary 
 

The summary of the evaluation is presented in Table 22. 

Table 22: Evaluation summary 

No. Evaluation criteria Recommended 
values 

Acceptable 
intervals 

Actual values 

T1 Query response 

accuracy 

Very high 
requirement for 
accuracy. 

None Fulfils the 

requirement. 

T2 Query execution time  20% loss 20%-25% 18.37% 

T3 Server execution time 15% loss 15%-20% 19.81% 

T4 Acceptable overhead 20% 20% - 25% 18.37% 

T5 Vulnerabilities  No risk of attribute 
disclosure or 
identity disclosure, 
or any other ways 
of de-identification. 
Multiple queries 

N/A  

T6 Support for analytical 
tools 

HANA Studio in-
built analytical 
client and Microsoft 
Excel 2013. 

N/A HANA Studio in-
built analytical 
client and Microsoft 
Excel 2013. 

T7 CPU and memory 
utilization 

5% for CPU and 5% 
for memory. 

5% - 6% for both 
CPU and memory. 

Less than 1% for 
CPU and less than 
6.38% for used 
memory. 

 

The memory increase is 6.38% for the used memory and 33.43% for the peak used 

memory when the baseline and privacy implementation models are compared. However, if the 

increase is compared to the total memory available to HANA, which is 102.58 GB, the values 

become smaller. In the case of used memory, the difference is only 0.89% while it is 4.65% for 

the peak used memory. CPU utilization in both cases has been identical, and it is merely 1% 

hence no change has been observed. The metric total CPU utilization has also remained the same 

at 3%. The peak CPU utilization of 3% was observed when 1 billion records were generated but 

apart from that, the value did not increase. The explanation could be that the server had 16 cores, 
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and an ample amount of memory, and that only a portion of available capacity was actually 

utilized even though 1 billion records were processed to support the query requirements. 

The server processing time is between 79.83% and 96.08% of the total query execution 

time for the baseline, while the figure is between 80.53% and 96.98% for the privacy model. In 

most cases, the in-memory appliance performs calculations in the memory, and it appears that 

some types of queries perform well while others seem to suffer from degradation. While this is a 

concern, it also opens up new ways of optimizing the queries and underlying objects in order to 

ensure that the calculations are done in the memory in an efficient and optimal way. An example 

of this approach is adding an appropriate index to support Query 2, which has two limiting values 

in the WHERE clause. Therefore, in effect, it seems to be possible to enhance the query 

performance further so that it becomes identical to that of the baseline. However, in this study, 

the results are in line with the exceptions and the conclusion is that the proposed model fulfils the 

requirements. 
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7 Conclusions and discussions 
7.1 Privacy-preserving model for the in-memory based big data analytical platform 

The privacy-preserving model for big data analytics based on an in-memory platform 

provides restrictions on a data level, and by doing so it provides an efficient solution for privacy 

preservation. The implementation of the model is shown in Figure 43. 

 

Figure 43: Privacy-preserving model for a big data analytics solution based on an in-memory platform 

While Figure 43 shows the entire implementation process, the specific privacy-preserving 

part of the model is highlighted using green boxes, and is also presented in Figure 44. The 

process steps are shown below. 

 

Figure 44: Process steps for privacy-preserving model 

 

1. Analyze the requirements such as information model, required privacy level and query 

design. 

2. Create an analytical privilege for an information model. 

3. Add restrictions according to the requirements. 

4. Activate the analytical privilege to make it available globally in the system. 

5. Assign analytical privilege to a role. 

6. Test and evaluate. 

7. Grant role to users. 

Figure 45 shows the model and in a layered architecture, and it also shows the dependent 

components.  
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Figure 45: Analytical Privilege based privacy-preserving model 

The model requires an in-memory platform that supports columnar storage, so that 

columnar tables can be created. The information model depends on columnar tables, and finally 

the analytical privilege is created using one or more of the information models. 

The privacy-preserving model is compared to the base model in this section. In the base 

model, authorization is granted to the user to execute a certain query, but the user must usually 

also get authorization for the underlying data, which means that the user can potentially access all 

the data. A database view can also be used as an additional option, but the corresponding 

privileges must also be granted for the underlying objects. This means that, if the source objects’ 

names are known, queries can be modified, and the query executor can actually access all the 

data, including sensitive information, as illustrated in Figure 46. 

 

Figure 46: Data access without enforcing restriction by analytical privilege 
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Figure 47: Data access with analytical privilege 

Figure 47 depicts the access when analytical privilege is employed, and this solution 

effectively removes access to underlying objects, such as tables, while enforcing row-level 

restriction on the view. This means that, even if a user modifies the query, the user will only get 

some meaningless data.  

The model uses a role-based mechanism, as well as a constraint on a row level, which is 

facilitated by a specific privilege. The model can also support analytical capabilities for 

multidimensional data. Therefore, with this approach, those columns that contain explicit 

identifiers can be suppressed effectively, while other columns can be generalized in such a way 

that they do not make any sense when published. All this can be done without compromising the 

analytical requirements. Furthermore, the solution also resolves the problem of executing 

multiple queries in order to combine the results to form some meaningful data. This is because 

the queries are operated on the same subset of data, and the restriction is on a data level; thus, a 

user will not be able to obtain any new information by combining multiple queries. 

The solution can be further improved by implementing a feature called a dynamic analytic 

privilege. The dynamic analytic privilege filters user access based on complex conditions at 

runtime. This could, for example, even grant access to anonymous users. However, the dynamic 

analytic privilege exceeds the scope of this study. 

7.2 Research questions and outcome 
The main research question is answered by developing, testing, evaluating and eventually 

proposing an efficient privacy-preserving model for a real-time big data analytics solution that is 

based on an in-memory platform without compromising the data utility requirements.  



86 

 

The responses to the other questions are also discussed in this section. 

Do the different privacy-preserving methods correspond to different protection levels for data? 

As shown in the process of classifying data in Chapter 5.5, the requirements are derived 

from the business requirements, and the business requirements are then mapped to data security. 

In this case, it has been assumed that the data have a high level of security, which influenced the 

proposed solution. This indicates that privacy-preserving models are developed and implemented 

based on requirements, and if the data security level is high, an appropriate solution must be 

designed and implemented. 

Is a combination of methods possible, advisable or even recommended? 

A combination of the different models is possible, such as combining differential privacy 

for analytical queries while employing t-closeness for others on condition that such a model 

fulfils the requirements, such as data accuracy. In the case of the current solution, it is not 

possible to combine the different models. 

Which method works best in a real-time big data analytics scenario? 

The proposed analytical privilege-based model works well while supporting the data 

accuracy requirements. 

What are the advantages and disadvantages with each method? 

Data accuracy is the biggest challenge in this particular case, and most of the models 

seem to have problems with this. The analytical privilege-based solution supports all 

requirements, and is also easy to implement. However, the biggest problem is the negative impact 

on performance. 

Can a model based on native capabilities be better than the known models?  

The results reveal that a model based on native capabilities is the only one that could fulfil 

the data accuracy requirements. 

Performance is a critical issue with a real-time analytics scenario, and how will it be impacted 

by the method of choice? 
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The total execution time for a query is generally higher when the privacy-preserving 

model is implemented, as shown in Table 23. 

Table 23: Total execution time between baseline and privacy-preserving model 

Query  Baseline 
(µs) 

Privacy 
(µs) 

Difference 
(µs) 

Difference 
% 

Q1 669826 776748 106922 15.96 

Q2 125449 133780 8331 6.64 

Q3 792459 683972 -108487 -13.69 

Q4 129308 132279 2970 2.30 

Q5 454866 872835 417968 91.89 

Q6 158169 169469 11299 7.14 
 

Only Query 3 shows some clear improvement, while all the other queries show 

deterioration in the total execution time. 

The server execution time also shows an increase in execution times, as presented in 

Table 24. 

Table 24: Server execution time between baseline and privacy-preserving model 

Query Baseline 
(µs) 

Privacy 
(µs) 

Difference 
(µs) 

Difference 
% 

Q1 643590 751148 107558 16.71 
Q2 100139 107739 7600 7.59 
Q3 766594 658052 -108542 -14.16 
Q4 103771 106408 2637 2.54 
Q5 427205 846471 419266 98.14 
Q6 132843 143545 10703 8.06 
 

The result of the server execution time is consistent with that of the query execution time, 

and as such, Query 3 is the only query that shows some improvement, while all the others show 

deterioration. However, all are still within the accepted limits. 

Discuss any limitations of the proposed model. 

The model is specific to the in-memory platform that is based on SAP HANA because it 

makes use of the native capabilities of the platform. Therefore, this should be considered a 

limitation. Moreover, the solution is linked to columnar-based data storage, which is one of the 
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building blocks for the solution. Furthermore, the model has only been tested with structured 

data, therefore it could be treated as a limitation too.  

What implication will it have when columnar data storage is employed? 

Columnar storage is fundamental to the solution since the entire solution depends on 

columnar-based objects. This also highlights the analytical nature of the solution because the 

real-time analytics aspect of this solution depends on the in-memory platform, which in turn 

employs columnar storage to support analytics in an optimal way. The actual privacy-preserving 

model was developed using objects that are specific to columnar storage. 

7.3 Contribution and Future Research 
The implementation of columnar data storage, and how the model makes use of 

components that are only available for columnar storage, is likely to raise some interesting points 

in the discussion.  

It is also expected that the work in this thesis should create some new insights into the 

ongoing research regarding privacy versus data utility, as it has managed to take both aspects into 

consideration.  

Furthermore, as the work is has been done in the context of analytics, it could also add 

some value to the discussions regarding data utility versus privacy in the context of analytics. 

This is because analytical operations are expected to have very high data utility since the results 

are often used to make important decisions. 

 

7.4 Conclusion and discussion 
In this work, a number of well-known models for preserving the privacy of sensitive data 

have been investigated, together with one model that makes use of the native capabilities of the 

in-memory platform. Various evaluation criteria have also been defined, and the test cases were 

executed in two phases. The focus of the first phase was the parameter “accuracy”, as it is the 

single most important parameter. This is considering the fact that analytical applications are often 

used to support the making of decisions.  

Syntactic privacy models, such as anonymity, l-diversity and t-closeness use 

anonymization techniques such as generalizing and suppressing. However, these techniques 
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change the results of queries considerably, as discussed in Section 6.1.1. It may be possible that 

some of the queries work, but it will be more difficult to perform subsequent analytical activities 

such as roll-ups. However, these models continue to evolve and an example of this is the “privacy 

protection model for patient data with multiple sensitive attributes [39]”. 

The semantic model of differential privacy changes the result by adding noise. However, 

the outcome does not support the accuracy requirements. The differential privacy model appears 

to be immensely popular in the academic world, and much research is being conducted on 

differential privacy and aggregated queries on statistical databases. However, in this particular 

case, the model that was based on native capabilities could provide accurate results; hence, it was 

selected to proceed with Phase 2 of the evaluation. The native model, which is called the 

analytical privilege-based model, was developed specifically to support the requirements of this 

work, and in the context of preserving privacy. While the model increased query response time 

by an average of 18%, it also met all the evaluation criteria. It could also fulfil the requirements 

of two use cases without compromising the real-time aspects of the solution. Furthermore, the 

model can even support analytical operations using multidimensional data. 

One important advantage of this solution is that it does not require changes to the original 

data, and there is very little effort associated with implementing, maintaining, and supporting the 

solution. The development, test, and evaluation have been performed using a sizable data 

footprint; therefore, it may also be interesting to observe the results when the data footprint is 

extremely large.  The investigation also shows that balancing privacy and data utility is a difficult 

task. However, the proposed model manages to bridge the differences to provide an optimal 

solution. 

The new model for the privacy preservation of big data analytics, based on an in-memory 

platform, should be considered to be a specific solution. While generic models can be applied to 

any solution, they may require extensive adaptation, which could be associated with more effort 

and higher costs. Furthermore, an extensive adaptation may also result in introducing new 

vulnerabilities. This is why it is important to present models that are based on scenarios, which 

has also been one of the objectives of this thesis. The advantages of the scenario-based approach 

are that the privacy-preserving model will fulfil the requirements of the scenarios while 

disregarding models that may not be applicable. An example of this is that, if there is a high 
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accuracy requirement for the results, some models that modify the results could already be 

eliminated in the evaluation phase. A scenario can be further expanded based on user-group 

requirements. There could be any number of user groups with different requirements. This is 

usually managed by a role-based approach whereby users who have a specific role are grouped 

and assigned the same role. However, even within a role, further restriction may be required so 

that users can only access data that are relevant to them. An example of this is that financial 

controllers may have the same role across the world, but further restriction may be required on a 

company code level so that they can only see data that are specific to their respective countries. 

Therefore, preserving the privacy of sensitive data should be treated as a multi-level problem, and 

in the case of big data analytics, it becomes even more complex because of the attributes of big 

data such as variety, volume and velocity. Real-time analytics adds some challenges because the 

key is to implement a solution without compromising the real-time requirements of the flow. 

Furthermore, this study has also managed to address the ongoing discussions regarding 

privacy versus utility, which is very important because the key to understanding the extension is 

that it is acceptable to change the result set without compromising the analytical requirements 

[40]. Fung et al. [41] state this clearly: “The success of data mining relies on the availability of 

high quality data and effective information sharing.” Therefore, accuracy is paramount for the 

results of analytical operations since important decisions are usually made using the output. This 

means anonymizing or changing the result set may not comply with the analytical requirements; 

hence, a balance must be found. The model that has been developed as an outcome of this thesis 

has managed to provide a solution that delivers an optimal privacy-preserving solution without 

compromising the data utility requirements. In fact, it has been assumed, and correctly so, that 

data utility cannot be compromised at all when dealing with vital data such as healthcare. 
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8 Appendices 

8.1 Glossary 
 

Term Description 

Attribute Refers to columns in a database. 

Attribute disclosure Published data are used to determine value of a 

confidential attribute more accurately. 

BI Business Intelligence, an umbrella term for a set of 

tools and applications that are used within analytics. 

Data mart Considered as a subset of a data warehouse, and 

usually supports data from one department or a single 

business area. 

Data utility Accuracy of data. Sometimes referred to as data 

quality. 

Data warehouse A data warehouse is associated with a 

multidimensional solution that supports query and 

analysis. 

EDW Enterprise Data Warehouse is a business warehouse 

solution that processes data from the entire company 

or from multiple departments or applications. 

EMD Earth Movers Distance (EMD) is a distance measure 

between two probability distributions and is used to 

transform from one probability distribution to 

another. 

Equivalence class Entries with the same anonymized data for QID 

attributes are grouped into an equivalence class. 

Identity disclosure An individual is linked to a record in the published, 

and anonymized, data set. 

In-memory 

appliance 

A combined hardware and software solution that 

stores and process data in the main memory. 

k-anonymity A data anonymization technique in which each k 

consists of k records with common QID values. 

l-diversity Each equivalence class is associated with L number 

of different values for sensitive attributes. 
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Laplace distribution A probability density function that calculates the 

distribution of differences between two independent 

variates with identical exponential distributions. 

OLAP Online analytical processing. Refers to 

multidimensional analysis. 

OLTP Online transaction processing. Refers to transaction 

processing systems such as an ERP solution. 

QID Quasi-identifier.  

PII Personally Identifiable Information. Any information 

pertaining to an individual's identity. 

Real-time analytics Collecting, processing and analyzing data in real-

time. 

SAP Refers to both the software company SAP SE and to 

business applications from SAP SE. 

SAP HANA An in-memory platform that supports column and 

row data storage. 

SAP SE SAP SE is a German-based software company that is 

one the biggest in the world. 

Source system A system that supplies a BI system with data. 

Star schema A basis for multidimensional data layout that usually 

consists of one fact table linked to multiple 

dimension tables. 

t-closeness Sensitive values are distributed within the 

equivalence class so that the distribution is close to 

the original distribution. 
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