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Abstract

Transaction  processing  in  a  heterogeneous  application  environment  can  be  a  very 
insecure activity. This is because such transactions are vulnerable to numerous threats, such 
as cybercrime, fraud, espionage,  identity theft,  and other technological and organizational 
problems.  This study focuses on how a set  of applications and security solutions  can be 
integrated in a secure, reliable, and sustainable way using message-based middleware. It is 
not difficult to create a secure transaction processing system if it does not require horizontal  
scalability, does not require dealing with a great diversity of applications and hardware, and 
involves  only a  very low volume of  transactions.  However,  making  a  secure  transaction 
processing system that does need to deal with these factors has been quite challenging. This 
last issue of making a system that can deal with a high volume of transactions in brief interval 
of time for sustained periods has been particularly challenging. Centered upon a proof-of-
concept implementation, this paper proposes the use of message-based middleware as the 
most appropriate solution for this security problem. It also describes the creation of one such 
software  system,  describes  some  tests  of  this  solution  under  simulated  conditions,  and 
critically evaluates the results. 
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Introduction

Conducting secure transactions on the Internet and in other heterogeneous application 
environments has become a challenge. Virtually no online transaction is completely safe, and 
new schemes and techniques seem to be invented on daily basis to gain illegal access to 
accounts and perform unauthorized transactions. Hackers and criminals have been able to 
break through even the most sophisticated security systems, and this danger presents a huge 
challenge to all users of the internet. The focus of this study is about how transactions on the 
Internet and in other application environments can be made more secure. 

The Internet has expanded to the point where it genuinely does encompass the whole 
world. It is now used to exchange information,  make financial transactions, and carry on 
countless other activities. A huge segment of the world’s population has an online presence. 
The Internet has become a part  of people’s daily lives, both at home and at work. Many 
businesses of all sizes have an online presence. These businesses also use Internet to facilitate 
online purchases and delivery orders.

 Online transactions are becoming increasingly common in all parts of the world. The 
Internet has opened new avenues for sales, marketing, and promotion. Businesses have been 
able to expand through their online presence and reach out to distant customers. Businesses 
can expand online and improve customer service through increased security for transaction 
processing.  Businesses are finding it  increasingly difficult  to build trust  with their  online 
customers.  According  to  Srinivasan  (2004),  this  trust  includes  quality,  customer  service 
information, product information, and transactional security.
  

However, while the number of web-based transactions has increased at an impressive 
rate, this advance has also led to increasing levels of web crime (more commonly known as 
cybercrime). The increase in cybercrime has been alarming. Iyengar (2004) also notes that the 
greatest  challenge  for  businesses  using  the  web  has  been  the  security  of  transactions. 
Companies now spend significant time and money to hire experts  who can create secure 
channels  for  businesses  (Iyengar,  2004).  A  bewildering  variety  of  cybercrimes  occur, 
including  hacking,  fraud,  theft,  viruses,  vandalism,  espionage,  Denial  of  Service  attacks, 
harassment, malware and information warfare, just to name a few. Chu et al (2009) discusses 
the vulnerability of the Internet and the possibility of cyberterrorism. They warn that neither 
governments, businesses, nor individuals can ignore the risks associated with using the web.
   

The Internet  is  the present  and the future of  nearly all  substantial  businesses and 
organizations.  Being  able  to  trade  online  safely  and  having  an  effective  online  security 
strategy is a key factor that makes a business viable. Hanna (2004) states that companies need 
to  be  aware  not  only  of  external  threats,  but  of  internal  threats  and  enemies  as  well. 
Businesses must  assess  the risks associated with the scope,  scale,  and nature of  all  their 
business  activities.  Hanna  further  says  that  companies  must  develop  a  more  reliable 
transaction system than what is in use today.

As a key part of an effective online strategy, a business must have the ability to handle 
online transactions, which can include the payment for an order placed by a customer, or the 
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payment of an order placed by a company from their suppliers (Spake, Finney, & Joseph, 
2011).

In this project, the use message-based middleware is proposed as a solution to these 
security problems faced by those involved with internet financial transactions. This involves 
the interposition of a software system between existing applications. Such a solution must be 
able  to  deal  with  numerous applications  and databases  that  all  have  their  own operating 
characteristics,  and  most  importantly,  must  be  able  to  deal  with  a  high  volume of  such 
transactions in a short period of time. Message-based middleware has been used for decades 
in a wide variety of contexts to solve large number of different types of problems, but this 
project represents the first time message-based middleware has been specifically used as a 
solution for the security problems involving internet financial transactions.

Transactions in business

Transactions  occur  at  every level  of  a  business,  and must  therefore be monitored 
thoroughly to ensure that they proceed successfully.  Both the customers and the business 
need to know that their transactions are taking place securely, and that no risk is posed to the 
either the buyer or the seller.  Customers will  not place their orders unless they feel their 
transaction is being handled securely  (Coker, Ashill, & Hope, 2011).

Being able to process online transactions immediately and providing confirmation of 
payment is crucial for any business wishing to operate over the Internet. If these goals can be 
achieved, then the profits can potentially be great. The transaction process involves address 
verification along with the verification of the credit card used to ensure that the customer is 
who they say they are. Only after this has been accomplished should funds then be transferred 
from one account to another (Spake, Finney, & Joseph, 2011).

This process must be made as secure as possible. This is not only because of the level  
of information that is being shared, but also because of problems which can arise that cannot 
be foreseen. In 2008, over 280 million payment cards were breached, costing approximately 
$6.6 million. Hansen (2002) documents that in 2000, banks incurred losses valued at  $2.4 
billion due to identity thefts. Credit card fraud is an enormous threat to business. There are 
inherent vulnerabilities associated with providing online transaction facilities that occur at 
every step of  the process,  and yet  no credible  business  can expand without  offering this 
provision. According to Brian (2002), customers are only liable for the first $50 of fraudulent 
charges, and the rest of the loss is borne by financial institutions. Because of these potential 
problems,  organizations  are  increasingly  turning  their  attention  towards  investments  in 
security systems (Mitropoulos, Patsos, & Douligeris, 2007).

More and more, businesses are investing in multiple technological platforms from a 
variety of sources to enhance the security of their transactions. Given the existing economic 
climate, they generally purchase the least expensive products or most cost-effective products, 
and  therefore  competition  in  this  realm  is  fierce.  However,  the  very  existence  of  such 
competitiveness  itself  presents  risks  to  businesses.  This  is  because  using  systems  from 
different  vendors  creates  a  heterogeneous  environment  which  is  difficult  to  standardize, 
monitor, or control. Most cybercrimes are difficult to prove, (or even detect), and as a result  
such crimes often go unpunished. Self-regulation and self-policing does not always ensure 
secure transaction processing in the market (Ena,  2008). Therefore,  Ena believes the best 
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solution  is  prevention of  cybercrime and the  securing of  online transactions.  Featherman 
(2010) describes several different ways for businesses to enhance security and reduce privacy 
risks for customers. Muñoz-Leiva et al (2010) have studied customer behaviour with respect 
to online banking, and have examined how consumers build trust in banks. These authors 
report the level of trust is a function of the security of transactions provided by the institution, 
the reputation of a bank, and the quality of services.

The  US  government  continues  to  work  to  improve  the  security  situation  on  the 
internet and the Internet. Future plans include the issuing of “smart” identity cards or digital 
certificates for online security. However, the greatest problem remains the maintenance of 
individual privacy in the midst of all the security identification requirements (Physorg, 2010). 
The US government has even come up with a national strategy for creating secure identities 
in cyberspace. For this purpose, the so-called “Identity Ecosystem” has been created in order 
to support both high and low value transactions conducted over the web. These identities are 
claimed to guarantee confidence, security and convenience (White House, 2011). According 
to Lusoli & Compañó (2010), there may be a need for an electronic identity card to ensure 
transactional security.

 The greater  the number of  Java and .NET applications  a  business  uses,  the more 
complicated and mutually dependent they can become. Business applications can be very 
diverse,  including  transaction  processing  systems,  process  control  systems,  operational 
support  systems,  and  management  information  systems,  just  to  name  a  few.  These 
applications  can use a  wide variety of  software.  All  of these applications may be linked 
together to provide the basis for decision-making tools and to perform activities across the 
different operations.

The success of any particular business will depend almost entirely upon how all of 
these  integrated  applications  are  working  together,  so  matters  of  compatibility  and 
interoperability among different systems is therefore of great importance. This is particularly 
true  in  highly heterogeneous  environments,  which  have  become the  rule  rather  than  the 
exception. Businesses will usually employ teams of analysts to review the performance of 
every application in real time so that problems can be identified quickly and without delay 
(Wilson, 1997).

If we imagine that all applications work as links in a chain, then we can understand 
that when one link becomes weakened or damaged as a result of a corruption, the entire chain 
then  becomes  vulnerable  to  destruction.  Slow  networks  are  also  an  especially  common 
problem, and this often creates a bottleneck or difficulty when fast parts of the system are  
forced to interact with a slower component. However, it is possible, by using the right tools,  
to  identify  where  a  problem  exists,  and  to  monitor  all  transactions  in  the  system 
simultaneously. If the incident or threat can be managed, then the impact to the business, and 
to thus its service level agreements, and therefore to its customers, can be minimized (Spake, 
Finney, & Joseph, 2011F).

The present study seeks to identify the ways in which transaction processes can be 
made  more  secure,  and  considers  the  role  of  message-based  middleware  in  transaction 
security. As a method to investigate the problem of transaction security, and to evaluate the 
relevant technology, a specific proof-of-concept system, implemented by the author for Peer 
Mobile AB, will be studied.
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Peer Mobile AB is a Scandinavian software organization which focuses on mobile 
technology as its core business.  The technology Peer Mobile AB offers enables clients to 
make transactions securely from a mobile device anywhere the world. As such, they offer 
solution-based  technology to  numerous  different  companies  in  many different  industries. 
Their  customers  are  very  diverse,  ranging  from  financial  organizations  to  firms  in  the 
transport sector.

Research topic and purpose

A secure transaction process is one which satisfies the needs for data security while 
simultaneously reducing the number of missed transactions. Transactions such as this take 
place  online,  often  using  insecure  networks  that  threaten  the  confidentiality  and  offer 
insufficient protection for the information being shared between the parties involved. The 
secure  transaction  process  is  not  merely  about  the  transaction.  It  is  about  the  protocol 
involved in  receiving  a  payment  or  dealing  with a  transaction.  The process  should  fulfil 
certain requirements.  For instance,  at  minimum, it  must  protect the confidentiality of the 
client’s details and those of the business or supplier from whom they are making a purchase,  
the integrity of the information being shared, and provide for the authentication of both the 
card and the account holder (Spake, Finney & Joseph, 2011).

The infrastructure or architecture of a business’ information technology systems can 
be described as heterogeneous if it  has become overly-complex and incorporates multiple 
systems software. Mitropoulos, Patsos, and Douligeris (2007) state that in such instances, 
administrators are needed to oversee all of the systems in order to ensure they are all  in  
working  order  and  are  performing  as  efficiently  as  possible.  This  can  often  be  highly 
problematic. This is because as businesses update their technological capabilities, they find 
themselves employing an increasing number of separate systems created and purchased from 
diverse sources, and the result of this is the creation of a heterogeneous environment that can 
give rise to operational problems as the different systems struggle to interact (Wilson, 1997).

An organisation’s Intranet may be built with a mainframe, a UNIX system, and many 
different servers with PCs using different software packages. The network in use by each 
system may be different as well, as may be the protocols. Wilson (1997) claims that, at least 
ideally, all systems will work in harmony. However, since as it is common for businesses to 
make decisions based on purely on price rather than practicality and compatibility, it is often 
the case that the cheapest, but not necessarily the best, systems are purchased and installed.

Because of the system level problems, operational problems, differences in operating 
speed,  and  security  problems  that  are  inherent  within  heterogeneous  environments,  it  is 
important to consider how best to tackle the integration of these applications so that they 
become  secure.  As  cost  is  clearly  an  issue  for  businesses,  it  is  also  important  that  any 
implemented system should be cost-effective as well as remaining manageable. The question 
therefore becomes,  “how can several  heterogeneous applications,  possibly under  different 
administrative  control,  be  integrated  in  a  secure,  reliable,  and  sustainable  way,  while 
simultaneously keeping development costs and complexity manageable?”

It must be considered that administrative control is performed manually and is not 
automated. Therefore, such control is only as good as the manpower guiding it, and is only as 
quick  as  the  administrator.  Coker,  Ashill,  and  Hope  (2011)  document  that  since  system 
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changes can occur  rapidly and can cause immeasurable damage both in  terms of  service 
levels,  profit,  and  customer  service,  it  is  important  to  contain  these  threats  as  much  as 
possible.

In addition, integrating systems is crucial to information security. Information, such as 
a customer’s personal account details, account diary notes, or purchasing behaviours can all 
be accessed through company information systems. Therefore, such accounts should be kept 
secure so that they are inaccessible by those who should not be privy to such information. 
Stringent control requires stringent processes and the creation of a system that behaves the 
same as if it were operating within an homogeneous environment. Systems that work in this  
way  should  be  more  secure  and  offer  greater  confidentiality  (Mitropoulos,  Patsos,  & 
Douligeris, 2007).

Furthermore, simplified systems that work well together prove more efficient for the 
user and more time-effective. Time saved on mundane tasks will pay dividends for a business 
(Coker, Ashill & Hope, 2011).

A number of solutions and techniques have been proposed and implemented to secure 
data and information flow over the Internet. Eigeles (2005) proposes the use of intelligent 
authentication,  authorization,  and  administration  (I3A)  as  a  way  to  create  a  secure  and 
reliable  information  transfer  system.  Eigeles  states  that  I3A creates  a  true  public  key 
infrastructure (TPKI) so that the benefits of all PKI can be offered in one package. Hawkins, 
Yen  and  Chou  (2000)  suggest  various  ways  to  secure  information,  including  firewalls, 
encryptions and private networks.

 The topic that has been chosen for this paper is important because it deals with the 
problems of heterogeneous environments in terms of information security in particular, and 
searches  for  the  best  way to  integrate  heterogeneous  systems.  This  research,  which  was 
carried out by the author at Peer Mobile AB, examines the software system author created for 
the company, which was then successfully used to deal with these problems.

Theory

Transactions

A transaction is a unit of data processing, which may include either single or multiple 
operations. The transaction may include a set of operations that stand by themselves, or are 
incorporated  into  a  complex  code,  such  as  an  SQL,  or  form  part  of  the  programming 
software. The boundaries of the transaction exist at the beginning and at the end of it. An 
application may incorporate  multiple  transactions  that  are  kept  apart  by their  boundaries. 
(Özkan, Bindusara & Hackney, 2010)

A transaction is essentially a form of processing whereby a user performs an action 
and the computer responds instantaneously. Every request that is performed is considered to 
be a transaction.  Batch processing works differently in that all  of the requests are stored 
before they are performed in turn, and do not require a user to manage them. For transaction 
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processing to take place, a user ordinarily must be present throughout the entire procedure 
(Spake, Finney, & Joseph, 2011).

New  techniques  have  been  developed  to  maintain  information  security.  Certain 
application  protocols  have  also  been  used  very  effectively.  These  protocols  perform the 
security  function  specifying  the  use  of  cryptography (Mitropoulos,  Patsos,  & Douligeris, 
2007).

Some  old  methods  of  verifying  transaction-related  protocols  operate  by  testing, 
inspection, and simulation. However, these traditional approaches do not provide the user 
with any guarantee of the quality of the protocols. There are certain established methods used 
that verify the safety properties of the system. These methods help in:

• Specifying the system’s boundaries
• Characterizing a system’s behaviour when it comes to handling real time behaviour 

and functional behaviour using a mathematical model
• Preventing definition for the desired properties of the system
• Implementing a detailed analysis of the various paths that any intender could use

The  security  mechanisms  are  classified  into  network  security,  data  security  and 
system security.  It  is  common that  when  security  is  achieved by encryption  and system 
security is achieved by access control security protocols are used  (Mitropoulos, Patsos, & 
Douligeris, 2007).

Several different security goals have been described in the literature. These include 
the following:

• Data security:  This  kind of  a  security system suggests  that  the third party cannot 
obtain any access to the transactional data of the participants, for they are not a part of 
the payment system (Coker, Ashill & Hope, 2011)

• Payer  security:  This  is  explained  from  the  perspective  of  authorization  and 
acceptance. Another aspect is that of authentication. The former shows that the payer 
should  have  evidence  of  the  authenticity  of  the  other  agent  even  before  they 
communicate with that agent. The later aspect represents that the payers should have 
evidence  of  the  authorization  of  the  transaction  by  the  bank.  There  is  also  an 
acceptance of the transaction required by the payer (Roman & Lopez, 2009)

• Payee security: This is quite similar to payer security, and talks about the issue of 
authorization and authentication, which also includes acceptance. So the payee needs 
to have evidence of the other agents’ authenticity along with an authorization from 
both the bank and the payer (Özkan, Bindusara & Hackney, 2010)

• Bank security: This consists of authorization processing request and authentication  

Concurrency control
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Concurrency control is intended to manage data resources. For instance, it is generally 
desired to maintain stability of an account balance while a transaction is being processed, 
thus preventing other users from accessing the account, debiting or crediting it with a second 
transaction  while  the  current  transaction  is  still  in  progress.  Concurrency control  can  be 
considered either “pessimistic” or “optimistic,” depending on the situation. If concurrency 
control is pessimistic, then it will lock a transaction down early on in the process, and will not 
allow it to be completed until it has been closed. If it is optimistic, then the locking occurs 
briefly at the end of the transaction. The purpose of this kind of control is to reduce the length 
of time during which a resource cannot be accessed by another transaction (Özkan, Bindusara 
& Hackney, 2010).

Concurrency control is needed where updates are lost as a result of two transactions 
acting in a way that renders the unit value incorrect. Alternatively, it may happen in situations 
in which a transaction updates a database, but is then caused to fail. However, the database is 
accessed before the transaction fails (Mitropoulos, Patsos, & Douligeris, 2007).

Concurrency control may also be needed in situations in which a transaction performs 
calculations on a number of records while another transaction updates the records. As both 
transactions are working simultaneously, one may complete its calculations before the other 
can update (Spake, Finney, & Joseph, 2011). 

There are many different factors that may cause a transaction to fail. A computer crash 
or a system error may cause such a transaction failure,  in which case a system recovery 
would be needed. There may be some situations in which localized errors may occur during 
the transaction, or in which concurrency control has forced the transaction to abort because 
multiple transactions have ceased simultaneously.  Disk failures and power failures can all 
result in the failure of a transaction (Rudman, 2010).

A recovery  manager  is  a  system  that  will  keep  track  of  the  boundaries  of  the 
transaction. If this is done, it may be possible to locate and correct details of the transaction 
even though the transaction has violated the rules of concurrency control in some way. Given 
this,  if a transaction does fail,  the reason should always be checked before a recovery is 
attempted.

The problem depends on factors in which we need to know of the anomalies that 
should be avoided. We also need to know who (or what) should be held responsible for this 
problem: Is it the user, or the database management system (DBMS)? Lastly, we ought to 
know how much information about the transactions is being used in attempts to solve the 
problem. However, it is normally possible to ignore the kind of database being used and the 
performance criteria that is adopted (Roman & Lopez, 2009).   

Initially, it is generally wise to assume that the DBMS is responsible for the problem 
of concurrency control. The information that the DBMS has about the data items are read or 
written down by a transaction.  Also,  we assume that  the DBMS will  have access to this 
information  only when it  will  process  the  read  or  write  operations.  The  solution  to  this 
problem is through the use of algorithms which are designed to intercept all synchronization 
calls  or  access  requests.  In  addition,  they  also  avoid  and  detect  the  anomalies.  These 
procedures need to be very efficient. (El-Saied, 2004).
 

Secondly, we may assume that if it not the DBMS which responsible for the problem 
of concurrency control, then it must be the user who is responsible. We may also assume that 
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the  database  and  the  transactions  are  all  fixed,  and  that  any  information  related  to  the 
transactions and the database is available for use by the synchronization mechanism. Such 
transactions usually take place in systems in which transactions heavily interfere with each 
other. Therefore, a better response time can be achieved by conducting an analysis of which 
transactions compute and the way in which these transactions are interacting. (Spake, Finney, 
& Joseph, 2011).

Distributed transactions

A distributed transaction is one that allows data to be updated over multiple endpoints. 
These kinds of transactions allow other applications to transact if they also need to be able to 
update the distribution of data. Trying to implement a fully operational application that can 
handle these kinds of transactions is a complicated process because they are likely to exists 
problems which might cause them to fail on multiple levels. Such failure can occur because a 
problem originating with the client, with the server, or within the connection between the two 
(Rudman, 2010).

For  distributed  transactions  to  take  place,  both  computers  must  have  a  local 
transaction processor, and these two processors must be able to interact with each other. Each 
of these processors is referred to as transaction manager. Each transaction manager dictates 
the status of the transaction. For the transaction to be completed successfully, both managers 
must commit to an agreed-upon action. For example, both managers may agree to update a 
particular database in a specific way with specific information.  The DTC coordinates the 
transaction for each computer involved in the process. In a situation in which the distributed 
transaction is to occur that involves the activity of multiple computers, the manager sends 
status messages to all of the computers involved (Roman & Lopez, 2009).

The processing of transactions is intended to keep a system consistent in its operations 
so that all functions are either carried out fully or are aborted. What may seem like a singular 
operation,  such  as  transferring  funds  between  two  accounts,  will  actually  involve  two 
operations occurring at the same time (debiting and crediting). Therefore, there must be a 
system in  place  which  ensures  that  either  both operations  are  authorised  ─or  else  both 
operations fail.  It is circumstances such as these in which effective transaction processing is 
required. Such an effective system of transaction processing requires that all of the necessary 
operations required for a specific transaction are carried out in a coordinated, intelligent, and 
integrated fashion, as if they were all part of a single, unitary action.  If one component of the 
procedure fails, then the entire transaction will fail.  Either that, or the system must roll back 
to remove the footprint of the transaction, thus returning the system to the state that existed 
prior to the point at which the transaction was first initiated (El-Saied, 2004).  If and only if 
all aspects and components of the transaction are completed as they should be, only then 
should the transaction be “committed” to the system. In the example of the transfer of funds, 
for  instance,  only after  all  required components  of  the  transactions  are  determined to be 
acceptable  by the  transaction  manager  would  the  funds  be  debited  from the  purchaser’s 
account and credited to the seller’s account (Coker, Ashill, & Hope, 2011).

ACID criteria
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The ACID criterion is  used to  describe the different  aspects  that  are  attributed to 
secure, reliable transactions. ACID is an acronym which stands for atomicity, consistency, 
isolation and durability. Since this outlines what a database management system should do, 
this ACID criterion is one of the original concepts of database theory. This model dictates that 
if even one aspect of the criteria is not met, then the database, and the transaction that take 
place in connection with the information drawn from it,  are not considered to be reliable 
(Chapple, n.d.).

Atomicity conceptualises  the  transaction  as  being  akin  to  an  atom (an  indivisible 
unit), in the sense that if even one aspect of the process should fail, then the entire transaction 
will fail.  In this model, the atomization of the transaction process should remain intact in 
managing  the  database  reliably.  The  concept  of  consistency  focuses  on  the  data  that  is 
written. If there is an attempt to process a transaction that is in violation of the consistency 
guidelines,  then the transaction will  “roll  back,”  and the database will  be returned to  its 
original state. The concept of isolation is that each transaction must occur independent from 
all others, and separate transactions must not affect one another. And finally, the concept of 
durability is about ensuring that once a transaction has been processed and is committed to a 
database, it will remain there permanently (Chapple, n.d.).

The features of the ACID criteria are present in all transaction processes, and ensure 
that  databases  can  return  to  their  original  state  if  a  violation  is  encountered  during  the 
process. Every transaction has the capability to update multiple databases simultaneously. 
The two-phase commit feature ensures that whatever updates are implemented apply to either 
all of the databases or to none of the databases with which that transaction is involved. In this 
way, the two-phase commitment procedure makes sure that  all databases remain consistent 
with  the  same  set  of  information.  The  strategy  of  two-phase  commit  is  not  only  about 
consistency, but also about order as well. This is because it ensures that all transactions are 
performed in a specific order and sequence (Chapple, n.d.). 

This is referred to as a two-phase commit procedure because the commitment happens 
as a sequence of two phases. When transactions are initially processed, they are only stored 
on a temporary basis. A “pre-commit” request is sent at this point to each database that is to 
be  updated.  A commit  command  will  allow  the  transaction  to  update  every  database 
simultaneously,  if ─ and only  if ─ the correct response to the initial command is received 
(Roman & Lopez, 2009).

If the databases that are to be updated are unrelated to one another, then a transaction 
cannot  be  applied  to  each  of  the  applications  in  sequence.  When  processing  multiple 
operations via a single transaction, there are a number of different problems that can occur. 
Atomicity means that it can be difficult to restore a database to its original state if one of the 
operations fails. The isolation of the transactions means that any changes that are made to a 
document  are  seen  concurrently,  and  thus  may  skew  how  the  data  looks  during  the 
transaction. Because of the feature of consistency, if there was a large scale network crash, all 
of the data could be damaged and therefore be difficult (if not impossible) to recover (El-
Saied, 2004). 

Transactions which occur that involve multiple single documents can be tricky, but 
there are still occasions when such transactions must be processed. Two-phase commit means 
that the properties of the ACID criteria remain intact, and that the databases remain consistent 
in spite of potential problems (Mitropoulos, Patsos, & Douligeris, 2007).
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Open XA

 Open XA is the term used to outline the interface that exists between a transaction 
manager and a local resource manager. The aim of Open XA is to enable a transaction to 
access  several  databases  or  applications  simultaneously  without  breaching  the  ACID 
properties.  The two-phase commit  strategy is  used by XA to make sure that  all  required 
resources are committed to an update, or else all the involved databases are rolled back to 
their original states (Coker, Ashill, & Hope, 2011). If a local resource manager does what it 
should in supporting a transaction so that all databases or applications remain consistent, then 
it is considered to be compliant with XA (Mitropoulos, Patsos, & Douligeris, 2007).

If we consider a transaction to be a unit of work that either fails or succeeds, then we 
can understand that the same unit of work can be carried out across different locations around 
the world. Because the same action can be performed on different applications supplied by 
different  brands  or  companies,  it  is  important  that  some  kind  of  standard  should  be 
implemented to allow the transaction manager to ensure the consistency of the databases and 
applications  that  are  accessed  during  the  transaction  process.  Achieving  such  a 
standardization is the purpose of Open XA. The potential of Open XA is that it may provide 
the answer to the problems and issues that are continually being raised by the many different 
applications  and  systems  that  are  now  so  commonly  encountered  in  a  heterogeneous 
application environment (Roman & Lopez, 2009). The Open XA interface coordinates the 
updates for many different databases while simultaneously also ensuring their consistency 
and the integrity of the data. Many different types of transaction processing monitors use this 
Open XA type of interface (El-Saied, 2004).

The CIA principle

Another important term is referred to as the CIA principle. The CIA triad focuses on 
the three principles that should govern all aspects of information sharing and transactions 
between  a  client  and  a  business.  This  acronym  stands  for  confidentiality,  integrity,  and 
availability. If we view IT systems in terms of their three components: hardware, software, 
and communication systems, then it is possible to see how this theory is applied at each level. 
The CIA principle can be applied to inform users about how to use the systems they access 
with the utmost integrity, and therefore to maintain a high level of security regarding the 
information they are handling (Mbanaso, 2009).

In a business in which the personal financial information of customers is handled, in 
which it is the intent to ensure their customer’s security, the CIA principle should be given 
constant  consideration.  Acting  in  confidentiality is  about  keeping information  secure  and 
hidden from those who do not have the authority to access it. Keeping passwords secure is 
part and parcel of this process. Simplifying systems to reduce complexity is a much more 
elegant  way  to  achieve  better  security  in  this  regard (Coker,  Ashill,  &  Hope,  2011). 
Maintaining the quality of the information and ensuring that it  has not been corrupted or 
distorted in any way is about guaranteeing integrity. If the process by which a transaction is 
made is left unsecured, then it is possible for the information to be intercepted as it passes 
through  the  system  or  network,  and  thus  is  altered  before  it  reaches  its  destination 
(Mitropoulos, Patsos, & Douligeris, 2007).
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For information to remain secure, it should be available  only to those who have the 
authority to access it. Some types of security threats can involve the improper denying of 
access of a user who should be able to access it, and so it is important that information is  
always accessible to the authorized personnel (El-Saied, 2004). 

 The security approaches that can be used at different levels are as follows:

• Data Level:  Any questionable activity that is performed at this level should ideally be 
prevented. Protection at this level would include encrypting file systems and action 
control lists (ACLs). Integrity and confidentiality of the CIA triangle will be covered 
by the safeguards at the data level (Mbanaso, 2009).

• Application  Level:  This  level  of  security  is  intended  to  provide  protection  for 
individual programs from any sort of attacks. This level of security could include such 
tactics as activating antivirus software, conducting regular scans, installing security 
patches from vendors, and “hardening” the applications. All these safeguards at the 
application level will cover the availability and integrity levels of the CIA triangle 
(U.M. Mbanaso, 2009).

• Host  Level:  Protection  at  this  level  will  give  security  to  operating  systems  and 
safeguard  computers  from any  attack.  Interventions  of  this  type  would  also  help 
prevent a high percentage of attacks upon the application and data levels.  Security at 
this level is about managing security patches, intrusion detection systems, accounting 
and  authorization,  authentication,  and  hardening  of  the  operating  system.  The 
availability  and  integrity  levels  of  CIA triangle  are  also  covered  by  procedures 
focused at this level. (Coker, Ashill, & Hope, 2011).

• Internal Network Level: Security at this level would include procedures such a using 
IPSec,  segmenting  the  network  into  subnets,  and  installing  network  intrusion 
detection programs. All facets of CIA triangle are covered by such methods, for they 
address availability, confidentiality, and integrity (Mitropoulos, Patsos, & Douligeris, 
2007).

• Perimeter Level: The point where internal network is connected to external networks 
is known as the perimeter. This level of protection includes dial-up access, virtual 
private  network  and  firewalls.  Safeguards  cover  integrity,  availability  and 
confidentiality.

• Physical Security Level: This refers to physical facilities within which the business 
practices  being  protected.  Protection  would  consist  of  locks  on  office  doors  and 
buildings,  alarms,  surveillance  cameras  tracking  devices,  and  human  guards. 
Safeguards which address this level cover the integrity and confidentiality aspects of 
the CIA triangle (Wilson, 1997).

• Policies,  Procedures  and Awareness  Level:  At  this  level,  users  are  educated about 
acceptable and unacceptable methods and best practices of handling information and 
information  technology.  Safeguards  which  address  this  level  include  personal 
integrity,  conscientiousness,  vigilance,  confidentiality,  and  availability  (Wilson, 
1997).

Middleware
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Middleware describes any computer program that mediates the relationship between 
two or more other programs. Middleware programming provides a messaging service that 
enables  one  application  to  communicate  with  another  application  or  with  multiple 
applications.   Integrating  different  applications  through  middleware  is  referred  to  as 
enterprise application integration.

Because organisations typically use multiple applications and a variety of software, 
middleware  has  become  increasingly  important  in  recent  years  (El-Saied,  2004). 
Middleware  is  applicable  to  many  different  systems  and  allows  for  message-based 
communications between the applications which it integrates. Applications that at one time 
existed independently can be integrated to work together across a business or organisation. 
Systems  are  increasingly  incorporating  numerous  tools  that  are  all  interconnected  by 
networks so that they can interact locally in real time, but also work remotely with other 
devices.  A computer network is one example of this, but there are many others as well, such 
as telecommunication systems. Those who use online applications can access them through 
their PC, laptop, smart phone, and  iPod with the ability to perform actions and view images 
in an uninterrupted fashion (U.M. Mbanaso, 2009).

The  software  that  mediates  the  relationship  between  the  different  applications  or 
devices can simplify and hide all of the interconnections that exist in different locations and 
mask the heterogeneity of all of the different applications that are involved. The middleware 
provides  an  interface  so  that  the  diverse  applications  that  make  up  a  heterogeneous 
organisational environment can all work together efficiently (Coker, Ashill & Hope, 2011). 
Although  middleware  has  been  used  successfully  in  a  wide  and  increasing  variety  of 
applications and contexts for many years, until now, in this research project, middleware has 
never been specifically applied to the problem of creating a system for making electronic 
financial transactions more secure. 

Types of middleware

There are different types of middleware that perform similar functions that enable 
systems to interoperate, and each type has somewhat different features.  The functions that 
middleware can perform can be classified into three general categories. They are either (a) 
applications-specific; (b) info-exchanging; or (c) management and support. The first of these 
deals with a certain type of application, such as specific types of mobile media applications. 
Info-exchanging  middleware  deals  with  exchanging  information  via  a  network  and  can 
transfer data, give a command, retrieve responses, and check on the status of a transaction. 
The latter of these categorisations has the responsibility for finding resources, dealing with 
security issues and the failure of a transaction  (Sandip C. Patel,  2008).  Management and 
support middleware can also monitor how applications are performing and communicating 
with servers.

Middleware can also be classified into certain types, such as database, application 
server,  message-oriented,  transaction  processing,  and  web.  Transactional  middleware  is 
designed  to  support  transactions.  The  transaction  processing  (TP)  middleware  monitors 
processes transaction requests between the server and client. Its main purpose is to cluster 
similar  requests  into transactions  (Pinus).  All  transactions  need to fulfil  ACID conditions 
(Atomic, Consistent, Isolated, Durable). The transaction is only sent for processing if  all of 
its  processes  are  completed.  TP middleware  has  increased  fault-tolerance  and  reliability. 
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Transactional  middleware  supports  heterogeneity  of  software  and  hardware.  TP monitors 
allow  queuing  of  requests,  prioritizing  among  multiple  requests  and  consistency. 
Transactional middleware generally performs better than message-oriented middleware and 
procedural middleware.

Procedural  middleware  involves  the  use  of  remote  procedural  calls.  Procedural 
middleware can be used for simple applications. However, if a business requires high quality 
service and high reliability,  procedural middleware is  not appropriate.  Remote procedural 
calls only support individual communications, and the fault tolerance of this procedure is low 
(Pinus). 

Another type of middleware is called object-oriented middleware, and this type has 
evolved  from procedural  middleware.  Object-oriented  middleware  supports  synchronized 
communication.  SQL-oriented  data  access  provides  facilitation  between  applications  and 
database servers. 

Still  another  type  of  middleware,  known  as  embedded  middleware,  facilitates 
communication services and integration interface. 

All  types  of  middleware  can  communicate,  but  the  type  that  is  selected  by  any 
specific organisation to handle their systems is largely a function of what kind of information 
they  are  trying  to  communicate.  If  a  company’s  business  relies  heavily  upon  accessing 
databases,  then  the  database  type  of  middleware  would  be  best  suited  to  their  purposes, 
although  this  may  not  necessarily  be  the  case  in  practice.  This  type  of  middleware  is 
relatively basic compared to other types. It is considered to be more basic because although it  
will allow the communication of local or remote devices with one another, it has only limited 
capability to perform other functions (Mitropoulos, Patsos, & Douligeris, 2007).

Application server middleware offers an interface for a whole host of applications, 
and acts as a middleman for the browser and the legacy systems. Message-based middleware 
provides a similar interface, but does so between a client and the server. It performs this  
function so that transactions between the client and server can be carried out. This kind of 
middleware can be considered similar to emailing. However, rather than text, it is data that is 
being sent (U.M. Mbanaso, 2009). Transaction processing monitors mediate the relationship 
between a client’s program and the database that it is trying to access. This monitor ensures 
the consistency and integrity of the database that also controls how the data is transferred. 
This is a process that could involve several pc stations as well as the servers they are using 
(Sandip C.  Patel,  2008).  However, it  is  probably the web-based middleware that  enables 
organisations to  integrate  their  applications most  successfully.   In  the present  study,  it  is 
message-based middleware that will be considered to its fullest.

Message-based middleware

Message-based middleware is deliberately created for the development of distributed 
applications, and, providing that the applications can cope with a degree of time-independent 
response,  this  kind of  middleware can offer the simplest  route to  interoperating business 
applications.  Message-based middleware  can  also  allow for  the  accumulation  of  outward 
bound transactions in  a  queue format  so that  when a server  is  accessed,  they can all  be 
uploaded  at  once.  As  such,  this  kind  of  middleware  enables  multiple  applications  to 
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communicate with one another by accumulating messages until the network can be activated. 
In this way, in a client/server situation, both parties do not need to be simultaneously active 
(Sandip C. Patel, 2008).

In  a  heterogeneous  environment,  message-based  middleware  can  allow  different 
systems and mobile devices to communicate with one another, and integrates them better than 
has  previously been  possible.  In  addition,  this  type  of  middleware  allows  customers  or 
clients to make transactions from their own applications or devices (such as mobile phones) 
without the need for the receiving application to be connected at the same time. This can be a 
very useful feature in many situations. For instance, it overcomes the problem of network 
failure, which is a common reason for transaction failure.

For e-businesses, or for those that rely on the ability for transactions to occur between 
multiple  applications,  message-based middleware may be able  to provide a solution.  The 
advanced queuing that it allows increases the security of the data that is to be transferred 
(Mitropoulos,  Patsos,  &  Douligeris,  2007).  Distributed  systems  are  difficult  to  program 
because they are dynamic. Therefore, resource management is necessary to assist in the case 
of such huge systems. 

Quality  of  service  is  one  concept  for  organizing  such a  system (Rudman,  2010). 
Middleware  is  appropriate  for  providing  a  quality  of  service.  Middleware  systems  offer 
various  abstractions.  Abstraction  refers  to  a  large amount  of  the  complex operations  and 
computations that take place are hidden behind its very simple interface, and thus need not by 
be dealt with by the caller directly. Such abstractions are usually extended to include in them 
a quality of service abstraction while simultaneously continuing to be a coherent abstraction 
that  can  be  properly  understood  and  used  by  the  programmer.  In  this  particular  case, 
distributed object middleware is probably the best solution (Sandip C. Patel, 2008).

Resource management

Middleware  frameworks  also  offer  abstractions  which  could  be  used  in  providing 
resource management for a distributed system at a very high level. Middleware abstractions 
offer a complete and global view to a resource management system because its abstractions 
are not restricted to a single host (U.M. Mbanaso, 2009). All of the programming abstractions 
of  middleware include  communication  resources  within  them.  However,  various  types  of 
middleware differ in how they incorporate storage and processing (Rudman, 2010).

Layering

In a system configuration, there can be multiple layers of middleware. For example, 
application programmers can directly use the lower-level middleware.  In some situations, 
higher-level  middleware,  such as  CORBA, can  provide  load  balancing or  fault  tolerance 
(Coker, Ashill & Hope, 2011).

Implementation
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When interfacing with middleware is required, there is no need for programmers to 
learn any new programming language. They can use whatever language they are already most 
familiar with (Wilson, 1997). By using existing programming languages, middleware can be 
programmed in three ways. Firstly, when a library of functions is provided by a middleware 
system, distributed database systems are used (Mitropoulos,  Patsos,  & Douligeris,  2007). 
Secondly, programming can be done by using what is called Interface Definition Language 
(IDL).  The  interface  will  then  be  described  to  the  remote  component  by  the  IDL file 
(Research and Marketing, 2011). The programmer can code using a mapping of the IDL file 
to the programming language. The third way that middleware can be programmed is by using 
the runtime system and language to support the distribution (Reporterlinker, 2011).

Middleware is often used to integrate legacy components with more recently created 
components,  and  it  is  for  this  reason  it  is  also  known  sometimes  known as  the  “glue” 
technology. It can be very useful to provide network maintainers and investigators with a 
control  that  would  permit  high  level  interoperability.  Middleware  handles  this  task  by 
wrapping mobile base stations and routers. CORBA is particularly useful in these types of 
situations (Rudman, 2010).

Message-based middleware has been used successfully in wide and increasing variety 
of applications and context for many years. Although such a system would seem to offer great 
potential for increasing the security of financial transaction in a heterogeneous application 
environment, until now, message-based middleware has never been specifically applied to the 
problem of making a more secure electronic financial transaction processing system. 

Horizontal scalability

 Another  key issue  related to  the difficulty of  making any system of  dealing with 
transaction  security  concerns  the  fact  that  different  computers  and different  parts  of  any 
information network operate at very different speeds. There are differences in how rapidly 
different  pieces  of  hardware  can  retrieve  information  from  memory,  how  fast  they  can 
perform computations, and at what rate they can send and receive information. Older, less 
expensive  and  less  sophisticated  apparatus  tends  to  be  much  slower  than  newer,  more 
expensive hardware. Just as the weakest link in a chain determines the overall strength of the 
chain, the slowest element within the system determines the speed at which the entire system 
may run. In a system as diverse and heterogeneous as the Internet, there are vast differences 
between the speed at which different parts of the information network operate. Such disparity 
tends to exaggerate any existing problems with compatibility and communication, and may 
create new ones.

This  issue  is  therefore  a  very serious  obstacle  to  any  system  that  requires 
intercommunication  between  diverse  hardware  and  software  systems,  and  this  seems 
especially true of systems involving electronic financial transactions. Therefore, if any kind 
of practical system for providing security transactions over the internet is going to be created, 
it will definitely need to be a system that can deal with this problem much more effectively 
than most current and proposed solutions presently do. 

There are two general categories of solutions to this type of problem. The first is what 
is known as vertical  scalability.  With vertical scalability,  one could simply add additional 
hardware or software, new hard drives, more memory, etc., to improve the speed of a slow 
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system. This is fairly effective, at least up to a point. However, it is generally not a practical 
solution  when  you  are  not  the  owner  or  manager  of  the  slow  computer,  or  when  the 
interaction is something that must happen immediately, and cannot wait for the installation of 
new resource.

The other  class of solutions is  what  is  referred to  as  horizontal  scalability,  which 
involves the simple addition (or activation) of a resource that it already present in the system, 
such as  running multiple copies of the same piece of software at the same time. Because 
middleware  can  easily  be  simultaneously  connected  to  any  number  of  sources  and 
destinations, when a middleware application is being used, it is a relatively simple matter for 
it access an additional copy of software or otherwise draw upon additional resources without 
interfering with its connection to any specific user’s computer. The user of a remote computer 
connected to the middleware system will not even notice anything has changed. This makes it 
much easier for a setup involving middleware to take advantage of horizontal scalability than 
it would be for a system that did not involve middleware.

The challenges of electronic transactions

From a basic perspective, the general pattern of activity required to perform a secure 
electronic transaction over the internet is deceptively simple. The sequence of events must 
approximately follow the pattern below, which describes a hypothetical customer attempting 
to purchase a specific wooden table from an online furniture dealer.
 

The initial event would be when the customer, having decided to make the purchase, 
clicks  the  icon authorizing  the  purchase  of  the  table,  the  charging of  the  amount  of  the 
purchase to their credit card, and informing the vendor of the address to which the item must 
be  shipped.  This  order  is  then  communicated,  along  with  information  about  the  buyer’s 
identity,  credit  information,  and address,  to the vendor.  The vendor must then verify this 
information by contacting several external sources of information. They must confirm the 
buyer’s identity and credit card information, and determine whether the buyer has sufficient 
funds in their account to cover the purchase. This may involve contacting at least one, and 
possibly several, computer systems in addition to the one the customer is using to place the 
order.  (For  instance,  the  computer  maintained  by the  credit  card  company,  and  also  the 
computer at the bank which manages the customer’s account). Assuming this information is 
all confirmed, it is then necessary to contact the system containing the vendor’s information 
about what inventory is currently in stock. 

 Assuming the table desired by the customer is in stock, the system may then proceed 
with the transaction. It must send instructions to buyer’s account requesting that the amount 
to be deducted from that account and simultaneously be credited to the seller’s account. It 
must then transmit a purchase order to the entity in charge of causing the requested item to be 
shipped to the buyer’s address. 

This is, of course, a drastically simplified example, and even such a basic transaction 
might involve a great  deal more complexity.  For instance,  the vendor might  consist  of a 
company that is completely distinct from the actual manufacturer or supplier of the item, and 
therefore the required communication might involve numerous additional and/or intermediary 
computers, each of which might be located on a different continent. Many different kinds of 
hardware and software might be involved, each using a different operating system, running at 
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different speeds, and attempting to communicate with each other through networks of varying 
reliability, speed, and quality.

In theory, any basic transaction processing system should allow this process to always 
run smoothly, and there should be no difficulties. All of the necessary steps as outlined above, 
such as  collecting  identity  information  from a  customer,  verifying  passwords,  PINs,  and 
account information, verifying credit information, and having one computer contact one or 
more other computers, etc.,  are very simple and mundane operations that computers have 
been routinely performing for decades. Creating applications which can perform them in the 
proper sequence is also a simple task. Many applications already exist which can do all these 
things, and creating new and improved versions is neither challenging nor difficult.  What 
then remains to be done?

The challenge is that, however simple this should be in principle, creating a system 
that accomplishes all that needs to be done in practice - flawlessly and in a timely manner - 
has proved rather elusive. Why has this been so difficult? The primary reasons are these: at  
any given moment, any particular component necessary to and/or involved in the transaction 
might unexpectedly become inactive, unresponsive, or experience a delay. Some part of the 
communication  network between any two necessary components  might  go down for  any 
number of reasons.  If even one error of this (or any other) type occurs at any point within the 
system, the transaction will fail. The more complicated the transaction is, the more separate 
computers are involved, the greater the diversity of operating characteristics of each, and the 
greater the disparity of operational speeds, the more probable the occurrence of at least one 
serious error becomes.

When examined from this perspective, it becomes easier to appreciate why so many 
difficulties may arise. If any given component necessary for the transaction is unresponsive, 
inactive, unavailable, or simply does not respond quickly enough at the precise instant it is 
first  called  upon,  this  will  cause  the  transaction  to  fail.  If  the  component  managing  the 
transaction could simply stop and wait for the inactive, slow, or unresponsive computer to 
eventually come back online before moving on to the next step, and complete this transaction 
before moving onto the next one,  this  would theoretically solve the problem. (Most such 
delays are only of a fraction of a second, a few seconds, minutes, or hours in duration).

There have been two general approaches to this problem, each with limited viability. 
The first is to simply abort and cancel all transactions in which one or more of the necessary 
computers is inactive, unresponsive, or otherwise unavailable at the time the effort to contact 
it is made, and then move on to process the next transaction.  In principle, this first approach 
should be very effective.  Such an approach would seem to guarantee that  no fraudulent, 
improper, illegitimate, or unauthorized transaction would ever go through. However, the same 
approach also causes a very large number of genuine, proper, legitimate transactions which 
should go through to be aborted and fail to complete. This is a severe problem in a business 
environment because it causes customers to become frustrated, and causes a substantial loss 
of revenue for the vendors.
 

The second approach is when such a slow or unresponsive component is encountered, 
to  simply wait  and/or keep trying to contact it  until  an acceptable response is  eventually 
obtained (however long this may take) before moving on to the next transaction, even if this 
involves waiting several seconds, minutes, or hours.  This second approach is also potentially 
viable, at least in cases in which the number of transactions is very small, as it may be in 
some small independent operations which only process a handful of transactions on any given 
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business day. Such small operations may be able to devote a lengthy period of time to the 
processing of each individual transaction before moving on to process the next one.

Unfortunately,  except  for  such  very  small  businesses  that  can  operate  at  such  a 
leisurely pace, in practice, this second solution is not very practical either. Most medium and 
large-scale international corporations need to process several hundred thousand transactions 
per minute, or more. If each time a delay was encountered, or information was requested 
from a slow or unresponsive component, the transaction processor had to stop and wait until 
that particular obstacle was resolved before moving on to the next transaction, even one such 
issue would essentially bring the transaction processing operation to a halt, or at least cause 
its activity to be so slow as to render the system effectively useless.  

Therefore, neither the first nor the second approach is practical for most contemporary 
internet businesses.

Thus we can appreciate the daunting challenges that must be met by any potential new 
system for processing financial transactions. In addition to the security concerns previously 
discussed,  it  must  be able  to  deal  with  a  vast  number  of  diverse types  of  hardware  and 
software, must be able to deal with delays, differences in operating speeds, and intervals in 
which  a  key part  of  the  information  network  is  temporarily  unavailable,  and  be  able  to 
process a very large number of transactions in a short period of time. 
 

Problem statement

 
Given all the previous discussion, then, a genuinely effective system for processing 

transactions must simultaneously possess three specific characteristics: (a) it must be able to 
integrate  the  wide  diversity  of  applications,  platforms,  and  systems  which  comprise  the 
internet; (b) it must be able effectively address the issue of horizontal scalability; and (c) it 
must be able to process a very high volume of transactions in short period of time for a 
sustained period of time. 

The problem thus becomes this:  how can a system for processing secure electronic 
financial transactions that possesses all three of these characteristics be created, and still be 
able to maintain the integrity and security of the data involved in all the transactions?

Method

The  research  method  chosen  for  this  project  is  a  constructive  research  method. 
Constructive research methods are more popular than some other forms of investigation, such 
as exploratory research methods, but are more empirical in nature. This kind of research is 
primarily used by technological firms in their search for new ways to cope with system issues 
(Marcus Nohlberg, 2007). Constructive research takes the item that is to be researched and 
evaluates it against certain criterion. The item in question could be a theory, a model, or a 
piece of software.  In this paper, the item under investigation is the specific software system 
that  was  created  and  implemented  at  Peer  Mobile  AB.  The  research  question  being 
investigated was whether this type of message-based middleware could be a practical way for 
creating a secure transaction processing system.
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Constructive research is ideal for studying possible creative solutions to contemporary 
problems.  Constructive  research  can  also  involve  case  research,  and  can  facilitate  the 
understanding  of  research  programs,  evaluate  the  results  gleaned  from the  process,  and 
discuss the problems associated with them (Wilson, 1997). It should be noted that one of the 
main drawbacks of constructive research is concerned with the ability of the researcher to 
remain impartial and entirely objective throughout the process.  This is absolutely necessary 
if they are to evaluate the item or construct in question in the most neutral way possible 
(Mitropoulos, Patsos, & Douligeris, 2007). 

Because of the practical implications of this kind of research, constructive research 
seemed to be appropriate for this specific project. This approach allows for an evaluation of 
the system that was created by the author for Peer Mobile AB, and considers the impact, 
benefits and advantages that this type of message-based middleware may offer in terms of 
increased security for electronic financial transactions.

For this project, author constructed a piece of message-based software intended to 
improve the security of financial transactions, tested this software using a series of simulated 
electronic transactions approximating the demands of the type that would be encountered in a 
realistic internet transaction environment, and evaluated how well it performed. Author was 
particularly interested in seeing whether it could integrate the large diversity of applications, 
platforms, and systems, whether it  could deal with horizontal  scalability issues, and most 
importantly, whether it could deal with a volume of several hundred transactions per second 
for a sustained period of time. This project essentially amount to a proof of concept.

Proof of concept

A proof of concept research project is concerned with demonstrating that a specific 
technique, method, or a particular concept is viable and/or practical, or the demonstrating that 
a specific theory has some potential to work in practice. For instance, the term “proof of 
concept” could be used to refer to a solution that involves the testing of a system to determine 
whether it fulfils its intended purpose. This stands in contrast to what is referred to as “proof 
of technology,” whereby the solution to a technical problem is tested without the contribution 
of any physical user (U.M. Mbanaso, 2009).

Proof of concept should involve a cataloguing of previous detailed research to show 
that  a  theory has  the  potential  to  work  in  the  “real  world.”   Before  serious  attempts  to 
implement a system are made, it is standard practice that proof of concept research project 
would be conducted to demonstrate that the theory or proposal is viable. In this case, it was 
beneficial for Peer Mobile AB to threat this project as proof of concept research, in order to 
demonstrate that the middleware the company was hoping to eventually implement on a wide 
scale would actually be of practical value for integrating their applications. In this instance, 
proof of concept would effectively create a link between how the system might act in theory 
and how it  would work  in practice for its  customers (Mitropoulos,  Patsos,  & Douligeris, 
2007).

The Sloth system: properties, features and characteristics
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The system that was created for Peer Mobile AB was named Sloth. At the completion 
of this project, Sloth became the intellectual property of Peer Mobile AB, and because any 
details of it are now propriety information, there are strict limits upon the degree of details 
that  may be provided here.  However,  its  important  features may be described in  general 
terms.

   A flowchart of the algorithm used by Sloth software may be seen below in Figure 1:
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Figure 1: Sloth basic flow diagram for transaction processing as created for Peer Mobile AB

Figure 2: As Sloth has no user interface, the only graphical insight possible is through JMX 
console, which is depicted on the screenshot
  

The most important feature of Sloth is that it is a type of message-based middleware. 
In essence, Sloth was designed to be a message broker that provides a Java interface and 
offers the option of storing data messages while simultaneously being able to access any type 
of database.  This software acts as an intermediary between the purchaser and the vendor (or 
between any other pair of interacting components). Thus following the previous example of 
the customers wishing to place an order over the internet for a particular table, the customer’s 
computer is put in contact with this message broker, rather than directly with the vendor’s 
computer. Similarly, this message broker establishes contact with the vendor’s computer, and 
acts as an intermediary between the two until the transaction is either completed or aborted.  
Rather than the vendor’s computer contacting the customer’s computer directly, along with 
those involved with their credit card and bank information, the Sloth system was designed to 
make these contacts instead.  

Only  after  the  Sloth  system is  satisfied  than  the  customer’s  identity  and account 
information is in order, consistent, and correct, would Sloth allow the transaction to proceed 
further.  Sloth  would  then  communicate  with  the  components  involved with  the  vendor’s 
accounting, inventory control, order placement, shipping and handling, etc. If and only if the 
information from the purchaser’s side and the information from the vendor’s side proved to 
be consistent  and valid does the Sloth system allow the transaction to be completed and 
committed to all the relevant databases (i.e., simultaneously debit the purchaser’s account, 
credit the vendor’s account, place the order for shipping, update the inventory information, 
etc.).  If  any  inconsistency  or  error  is  detected,  the  Sloth  system  can  either  abort  the 
transaction or hold it in a pending status until such time as all issues are resolved. Even while 
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it  holds one or more transactions in a pending status, Sloth can continue to forward and 
process a sequence of other transactions.

Sloth was specifically designed to be able to deal with .NET and with various other 
programming languages. Author intentionally designed this middleware so that it could deal 
with many diverse platforms and systems  Sloth was deliberately designed to be able  to 
improve system recovery in  a  time-sensitive  environment.  It  was  also  designed to  allow 
messages to be sent between two (or more) fully integrated applications in the most efficient 
way that  middleware can accomplish.  Sloth was deliberately designed with the ability to 
understand numerous other programming languages in addition to Java, and, because of this 
feature, it enables applications that use diverse platforms to communicate with each another 
(Davies, 2011). 

Sloth was designed with the hope that some future version of it could eventually be 
used in many different industries, and, because of the speed with which it is able to recover 
from failure and send messages, it was hoped that it would be a step forward in increasing the 
security of the transaction process. 

Sloth was designed so that it permits application modules to be easily distributed over 
heterogeneous environments and helps in reducing the complexity of developing applications 
that cover multiple network protocols and operating systems. This Sloth system was designed 
to be useful in dealing with the problems associated with distribution, such as scalability,  
resource  sharing,  and heterogeneity.  Author  has  also deliberately built  in  a  high  level  of 
abstraction into Sloth. 

The services offered by the Sloth system include, but are not limited to the following: 
transactions,  persistence,  provision  of  varied  kinds  of  transparencies  such  as  fault 
transparency and location transparency, directory services, and service discovery.

Some of the other primary features of this Sloth system include its ability to transform 
messages while conveying them from the sender to the receiver,  the capability of storing 
messages, and information about the route followed by messages during transmission 

The  Sloth  system  is  an  inter-application  communication  software.  It  depends  on 
asynchronous message passing, but is not based upon a request/response metaphor. In Sloth, 
message queues offer temporary storage, especially when the destination program is too busy 
or is found not to be connected. This was intentionally designed into the system so that it  
could continue to work without losing important business data or other valuable information. 

Because of the message storage capabilities of message-based middleware (including 
Sloth),  and  because  of  the  speed  with  which  mobile  devices  can  access  networks,  it  is 
possible for distributed transactions to involve many devices at once. Sloth was designed to 
offer unlimited horizontal scalability in this regard.

The other major distinction between this Sloth system and most other types of the 
message-based middleware is that this Sloth system offers persistent storage to back up the 
message  queue.  This  design  feature  was  a  response  to  the  assumption  that  many of  the 
problems  encountered  during  transaction  processing  are  caused  by  intermittent,  non-
synchronous connectivity, and that these problems can be solved by using persistent storage. 
When this is implemented, the sender and receiver do not have to both be connected to the 
network simultaneously. In addition, the inclusion of this feature means that if the application 
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fails on the receiver’s side, the sender may nevertheless continue unaffected. This is possible 
because as messages are sent, they accumulate and are stored in the message queue. These 
messages will be held in the queue, and will wait to be processed until some later time when 
the receiver becomes active again (Mitropoulos, Patsos, & Douligeris, 2007). 

Because Sloth is a form of message-based middleware, it  is easy for it to recover 
messages form any earlier point in time. Although there is no time stamp recovery feature, 
there is the provision of the capability to recover messages, as well to restore the queues back 
to the state they were in at any specific earlier point in time (Wilson, 1997). For instance, if  
the system is updated at approximately 3.00 AM, but 24 hours later it should be discovered 
that the application was faulty, that means that all the transactions that happened within the 
last 24 hours need to be rolled back. With Sloth, the messages in the queues can easily be 
rolled back to the time just prior to the point when the new application was loaded (Coker, 
Ashill & Hope, 2011).

 Sloth was specifically designed so that the databases involved in a transaction either 
commit to an action or else roll back to their original state. Because of this requirement, no 
individual database can be updated before the other. This also means that in the case of an 
electronic  payment  transaction  involving  the  debit  of  one  account  and  the  crediting  of 
another, either both databases will update or the transaction will be aborted. 

Sloth  was  designed  to  incorporate  the  four  ACID  criteria  mentioned  previously 
(atomicity,  consistency, isolation,  and durability).   Sloth allows for the atomisation of the 
transaction, and therefore, if any one aspect of the operation should fail, then all  aspects of 
the transaction will fail, and the transaction will not complete.  This restriction guarantees the 
security of the process. The system allows for consistency.  The idea of two-phase commit is 
that whatever updates are to be applied as the result of a transaction are committed to both or 
neither of the databases to ensure consistency. The two-phase commit strategy also dictates 
the  order  of  the  transactions  that  are  to  be  processed.  Each  step  must  be  performed  in 
sequence  and  cannot  be  processed  until  the  receiving  database  issues  the  appropriate 
response. This further guarantees the integrity and security of the information that is to be 
shared  (Coker, Ashill & Hope, 2011). The testing of Sloth during its development revealed 
that this system successfully implement this strategy.

In Sloth, the queuing system allows each transaction to work in isolation so that one 
transaction cannot impact any other. Once a transaction has been successfully and completed 
and processed through Sloth, only then do the databases commit – the relevant databases are 
permanently  altered.  Only  at  this  point  can  the  transaction  be  considered  to  be  durable 
(Nohlberg, 2007).

Sloth  can  be  configured  to  support  Open  XA so  that  multiple  applications  can 
communicate with one another and process transactions between themselves without risking 
failure or corruption. This was done so that multiple applications would be able to do this  
even while they are still provided with the option of returning their databases to their original 
state if the update required by the transaction cannot be committed. Remaining compliant 
with Open XA ensures that the principles of the ACID criteria remain intact, and therefore the 
transaction process can be considered reliable (Wilson, 1997).

Sloth was designed to be able to cope with different scripting languages used in the 
programming of  various  mobile  devices,  and so it  should  be  able  to  handle  transactions 
between different platforms without affecting the quality or success of the communication 

27



(Coker, Ashill & Hope, 2011).  If the number of transactions temporarily becomes greater 
than the system’s ability to process them at a given moment, or a necessary connection is 
temporarily broken, then these transactions will simply be stored and processed one by one as 
the necessary capacity becomes available, and as the required connections are established or 
re-established. This ensures the integrity of each transaction as they wait to connect to the 
network (Mitropoulos, Patsos, & Douligeris, 2007). Sloth allows for concurrency control as 
the  databases  involved  in  the  transaction  cannot  be  updated  before  each  transaction  is 
authorised.   

Another important related feature incorporated into this Sloth system is routing. The 
implementation  of  many  message-based  middleware  systems  typically  depends  upon  a 
message queue system (Nohlberg, 2007). In the process, some implementations allow routing 
logic to be offered by the messaging layer itself.  In contrast,  other systems rely upon the 
applications of the client to provide routing information, or to permit a combination of both 
approaches (Coker, Ashill & Hope, 2011). 

These  last  three  features  are  very crucial  to  the  purpose  of  the  software.  This  is 
because their inclusion in Sloth means that if a transaction involves the contacting of a very 
slow or unresponsive computer during an essential step, the system does not need to suspend 
its operation until the other computer eventually responds. Instead, it can temporarily freeze 
the transaction at this point, store all the relevant information as it is, and hold the specific 
transaction in a pending status. It does not need to drop, cancel or abort the transaction, but 
merely hold it in its pending form, and move on to process the next transaction, or a whole 
series  of  them. It  can complete  a  lengthy sequence  of  other  transactions,  and revisit  the 
situation  of  each  pending  transaction  at  periodic  intervals  until  the  necessary  computer 
becomes available or responsive, supplies the needed information, and allows that transaction 
to be completed. Because of this design feature, it was hoped that Sloth would be able to deal  
with issues of horizontal scalability, as well as numerous other problems related to inactive, 
unresponsive computers or temporary communication failures that would defeat transaction 
processing systems that do not contain this feature.
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Figure 3: Sloth components

As  can  be  seen  it  the  above  diagram,  a  queue  can  be  created  dynamically  or 
predefined. In case of Sloth, it  was designed so that a local queue belongs to one queue 
manager as the application connected to it. This process shows the message queue manager is 
the most significant and major object within the Sloth environment.

As mentioned, because Sloth is intellectual property of the Peer Mobile AB, it is not 
possible  to  provide  complete  details  about  this  software.  However,  author  believes  that 
sufficient general information has been supplied about the features of Sloth to enable the 
work to be replicated. The init script,  configuration script, logging configuration file, and 
SQL schema for Sloth are all provided in the appendix. The procedures author have used in 
designing and using Sloth as a form of message-oriented middleware could be duplicated and 
implemented by other researchers if they should desire to do so. So long as the same essential 
design features are incorporated, the specific details of its construction could vary widely 
without impairing the effectiveness. The construction process of any such system would end 
up with a solution basically similar and functionally equivalent to Sloth, and it should behave 
in essentially similar ways. 

Sloth was thus constructed as a type of message-based middleware that could provide 
a solution to the various problems outlined earlier in this paper, most especially offering a 
way to cope with the disparate systems involved in heterogeneous environments. Sloth also 
fulfils  all  of the stipulations of  the ACID criteria  in  that  the transactions that  take place 
between the client and the server remain secure. The system as described above was designed 
to be able to cope with the horizontal scalability problems. It was expected to be able to deal  
with  different  operating  speeds,  and  should  be  able  to  deal  with  a  large  volume  of 
transactions for a sustained period of time.  

The next step was to test the new Sloth system in a simulated environment.

Sloth testing procedure
   The creation of the Sloth took approximately 12 months. This involved an on-going 
process of debugging and testing to make sure it seemed to be doing what it was intended to 
do. For instance, part of the key security features involved the issue of the two-phase commit, 
as  described  previously.  This  was  tested  repeatedly  during  the  construction  until  it  was 
deemed to operate satisfactorily as needed for a transaction processor. Likewise, all the other 
key features, such as Sloth’s ability to access other computers, to read and update databases, 
to store and retrieve messages, the integrity of its message queues, and its ability to perform 
message recovery, were also tested and retested on an on-going basis as an integral part of 
Sloth’s creation and development process. Although such testing was crucial to its creation, 
this testing involved only standard iterative procedures of successive approximation routinely 
used  with  the  creation  of  any piece  of  software.  There  was  nothing  notable,  novel,  nor 
innovative about these activities, and therefore no need to describe them here in any detail. 
Once it had been determined the Sloth software was behaving at it was intended to do, the 
genuinely  important  tests  concerned  whether  it  could  actually  deal  with  the  diversity  of 
applications and hardware encountered on the Internet, (especially the variations in operating 
speeds), and handle a high volume of transactions. It is the set of tests related to this feature  
that are described in this section. 
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Apparatus

All the tests were based on a simple test bed consisting of three major components, 
which were one (or more) producer, one consumer, and one (or more) broker. For the sake of 
simplicity,  all  three  entities  were situated  within  the  same computer.  For  these  tests,  the 
producer,  the broker and the consumer were all  run on a standard laptop computer.  This 
computer was an HP NX 7400. These three major components may be described as follows:

The Producer. The producer was the entity responsible for generating and sending the 
messages. This was a simple Java program, consisting of approximately 100 lines of code, 
created by the author specifically for this project. 

The producer ran single thread bursting a configurable amount of messages, with each 
message  containing  a  6-digit  progressive  counter.  The  messages  could  be  padded  with 
dummy data, spread on a configurable amount of different queues, or made persistent. For 
this set of tests, they were made to be persistent.

This  message-generating  software  was  set  to  generate  a  continuous  stream  of 
messages  at  a  varying  rate  that  averaged  approximately  1400  per  second.  However,  the 
producer  was  designed  so  that  the  speed  at  which  it  sent  messages  changed  in  an 
unpredictable  and  variable  fashion.  Thus,  at  any  given  moment,  the  producer  was  not 
necessarily  sending  out  messages  at  the  same  speed  at  which  the  consumer  received  or 
attempted to consume them, nor in a way that might allow for the consumer to synchronize 
with it to establish the most efficient possible throughput.   This was done deliberately to 
simulate the diversity and heterogeneity of the modern environment, as well as to simulate 
the vast and unpredictable differences in operating speed displayed by different parts of the 
Internet.

The producer kept a precise record log of exactly how many messages it sent out 
during each test run.

Each message was identical to all others, with each being similar in form to an SMS 
message used in telephony, consisting only of a message. Except for the progressive counter, 
each message was entirely devoid of content. All messages were text-based and of fixed size 
(2 KB).

The Broker. In all cases the message traffic flowed from the producer to the consumer 
via  one  single  message  broker.  The  message  broker  consisted  of  the  Sloth  software,  as 
described in the previous section.  The broker  received and processed messages  from the 
producer  and  sent  them along  to  the  consumer,  serving  as  an  intermediary  between  the 
producer  and  the  consumer.  The  broker  contained  a  queue  that  stored  each  message  it 
received from the producer, and held each one within its message queue until it  could be 
passed along to the consumer at the rate determined by the consumer.

The  Consumer.  The  consumer  was  a  simple  Java  program,  consisting  of 
approximately 100 lines of code. It was created by the author specifically for the purposes of 
these tests. Its sole function was to receive and consume the messages from the broker. 

The consumer was designed to perform only this one very simple task. The consumer 
drew each message from the queue in the broker, (one at a time). The consumer ran a single 
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thread process which was separate from that of the producer, printing a line once per second 
with a time stamp and the 6-digit code found in the last message received. The time stamp 
was zeroed every time a message was received with a code less than the last that was seen. 
Because of this,   it was possible to determine the running time for multiple repeated bursts 
and measure the precise number of messages received and consumed. After this information 
was recorded, the messages were discarded.

The consumer drew messages from the broker and processed them at a constant speed 
based on its own inherent operating characteristics and the optimal rate at which it was able  
to consume them. This rate was not correlated or synchronized with the varying rate at which 
the producer was sending them out.

Procedure

Once the three pieces of software were loaded into the computer, the first preliminary 
test  was initiated.  This  involved activating  the  producer  to  begin  sending messages,  and 
allowing the system to run for approximately an hour. 
 

Author examined the system periodically to determine whether it was continuing to 
function properly. This involved examining the queue on the broker to determine whether the 
messages were being taken up by the consumer. If the queue read zero, this would indicate 
that all the messages were being taken out and processed by the consumer. However, if the 
queue  were  to  display  any  number  greater  than  zero,  this  would  indicate  unprocessed 
messages  were  accumulating  in  the  queue,  and  therefore  not  being  processed  by  the 
consumer. 

The plan was that if the queue continued to read zero while only a single producer 
was being used, author would then add an additional producer to run in parallel with the first. 
The reason for this was that each time an additional producer was added, this further alter the 
rate at which the messages were being sent out to the broker. If the queue continued to read 
zero with two active producers, an addition one would then be added. This pattern would be 
continued until  either  a  total  of five parallel  producers  had been introduced,  or until  the 
number displayed on the queue began to display numbers greater than zero.

The standard terminology used in such tests involves a designation such as 1/1/1. The 
first term indicates the number of producers, the second term the number of brokers, and the 
third  term the number  of  consumers.  Thus a  1/1/1  test  is  a  test  involving one  producer, 
producer, one broker and one consumer. Likewise, a 5/1/1 test involves five producers, one 
broker, and one consumer.

In a few instances, additional parallel consumers were also added. This was done to 
test the ability of Sloth to deal with horizontal scalability. 

The system was thus set up to process transactions at an average rate of approximately 
1400 simulated transactions per second. After a brief series of preliminary tests intended to 
make sure the apparatus was functioning properly, the series of three main test runs (50 hours 
each) were initiated. 
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As mentioned,  the  producer  and  maintained  a  cumulative  total  of  the  number  of 
messages that were sent to the broker, and the consumer also kept a cumulative total of the 
exact number of messages that it  received from the broker.  At the end of any given test  
interval, or at the conclusion of the testing procedure, it was thus possible to compare the 
totals recorded from the log in the producer and the record created by the consumer. If the 
numbers were identical, that would indicate the broker transferring the messages perfectly 
from  the  producer  to  the  consumer.  However,  any  discrepancy  between  the  two  totals, 
however slight, would serve as a measure of the degree to which transactions were being 
dropped or lost by the broker, the Sloth system.

Results

In the preliminary test runs, the first run was conducted for a period of 30 seconds. 
The log from the producer recorded that exactly 43,452 simulated transaction messages had 
been sent out. When this was compared to the results recorded from the consumer, the total 
indicated that 43,452 messages had been processed and received. 

Several similar preliminary tests of longer duration were also performed simply to 
determine  whether  the  equipment  was  operating  proper.  This  data  was recorded,  but  not 
considered to be a part of the actual tests. In each case, the total of the transactions sent by the 
producer  and the  total  recorded by the  consumer  was  identical.   For  instance,  when the 
system was permitted to run for precisely 1 hour, the total from the producer was recorded as 
5,043, 082, and the total recorded by the consumer was also found to be 5,043,082. 

At this point, the series of three main test runs were conducted. Each of these test runs 
had a duration of 50 hours. At the end of run, the totals recorded by the producer. In all three  
cases, the total recorded by the producer and the consumer were found to be identical. For the 
first test, the producer recorded a total of 252,208,074 messages sent out, and the consumer 
recorded a total of 252,208,074 messages received and processed. For the second test, the 
producer recorded a total of 251,778,726 messages sent out, and the consumer recorded a 
total  of  251,778,726  messages  received  and  processed.  For  the  third  test,  the  producer 
recorded a total of 252, 998,035 messages sent out, and the consumer recorded a total of 
252,998,035 messages received and processed.

This indicated that not even a single simulated transaction message was lost during 
any of the three 50-hour test runs.

33



 
 

This graph shows that despite the fact the number of messages per second varied widely at 
different points during each run, the overall average still remained close to the figure of 1400 
per second for each run. 

While the system was operating with only one producer, the 1/1/1 tests, the queue on 
the broker always displayed zero. Even when multiple parallel producers were added, even as 
high as a 5/1/1 test, the broker queue always remained at zero. The same thing occurred when 
multiple parallel consumers were added – the queue was always observed to display zero at 
all times.

Analysis

There was no significant theoretical issue being tested in this completely empirical 
study.   This  was  a  proof-of-concept  study,  conducted  with  the  intention  of  determining 
whether or not the use of message-based middleware offered a feasible and practical solution 
to the creation of a secure system for processing financial transactions performed over the 
internet.  What was actually tested in this study was whether the proposed use of a message-
based middleware system, as described in previous sections, could be a practical solution to 
three  specific  problems:  (a)  dealing  with  the  heterogeneous  environment  comprised  of 
diverse applications, platforms, and hardware; (b) dealing with the different operating speeds 
of different parts of the internet; and (c) dealing with the high volume of transactions per 
second.
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Heterogeneous environment

As noted, the tests of the Sloth system were conducted in a manner such that the 
producer was somewhat variable and unpredictable in the rate at which it sent out messages. 
Though the average rate approximated 1400 messages per second, this varied considerably, 
and was not synchronized with the rate at which the consumer consumed the messages. The 
occasional adding and removal of one or more additional parallel producers at unpredictable 
times also enhanced this variation to a degree. This was specifically done in order to simulate 
the  effects  of  a  system  encountering  diverse  hardware,  various  operating  systems,  and 
numerous different applications and databases, each of which displayed their own unique 
characteristics and response patterns, as would be the case when operating in the extremely 
heterogeneous environment of the Internet. As noted, despite these variations, the queue in 
the  broker  never  registered  any  value  above  zero,  and  the  total  number  of  transactions 
recorded as consumed by the consumer was always exactly the same number as the producer 
recorded as having sent out.
 

This was interpreted as evidence that the buffering provided by queuing system of 
Sloth actually worked as well as it was hoped it would, thus being an effective solution to the 
problem of operating within an extremely heterogeneous environment.

Differences in operating speed and horizontal scalability

In a similar manner, the arbitrary changes in the rate of message transmission by the 
producer(s) had been intended as a test of whether the imposition of the Sloth system as a 
message broker could effectively insulate the consumer from the problem of dealing with 
different operating speeds of different parts of the internet. 

The numbers  recorded by the  consumer  matched exactly  number  sent  out  by the 
producer in all three test runs. The observation that the consumer was able to receive every 
single message transmitted by the producer was taken as evidence that the Sloth middleware 
system was an effective solution to this problem of different operating speeds.

High volume of transactions

The fact  that  the  consumer  was able  to  consume all  messages  transmitted by the 
producer, at all average rate of 1400 per second for sustained periods as long as 50 hours was 
interpreted as evidence that this Sloth system could handle a high volume of transactions. 
Thus,  this  approach  described  here  of  using  message-based  middleware  appears  to  be  a 
solution for this third problem as well.

Of course, these were all highly artificial simulations, not tests of the system with real 
data, real transactions, nor tests with live data in an actual internet environment.  There were 
many short-comings and possible flaws in these preliminary tests. More realistic, rigorous, 
and severe simulations might have been conducted. A producer with far more extreme and 
unpredictable  variations  in  the  rate  of  transmission  might  have  been used.  The producer 
might  have  been  programmed  to  create  unpredictable  delays  and  random  periods  of 
unresponsiveness.  Producers  running  on  different  computers,  perhaps  with  occasionally 
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faulty internet connections might have been used as well.  However, limitations of time and 
resources prevented more elaborate tests from being performed. Despite the numerous flaws 
of the tests author was able to conduct, the results were nevertheless encouraging, and were 
taken to mean the Sloth system would probably work well  in  a realistic  setting.  If  these 
preliminary tests had failed, the project probably would have been abandoned in favour of 
other  approaches.  Although  many further  tests  might  have  been  conducted,  after  a  brief 
evaluation, the management of Peer Mobile AB decided the software was ready to be used in 
production.

Discussion

In terms of proof of concept, it can be considered that Sloth worked well. The test 
results  demonstrate  that  Sloth  was  a  feasible  and  practical  solution  to  all  three  major 
problems discussed previously. It fulfils the requirement of allowing diverse applications to 
interoperate,  effectively  deals  with  differences  in  operating  speeds,  and  enables  a  high 
volume of transactions to be processed.  Message-based middleware has been successfully 
used  for  decades  to  solve  a  wide  variety  of  problems,  but  this  study  was  the  first  to 
demonstrate that such middleware could be used to solve the security problems related to 
financial transactions conducted over the internet.

This study has only tested one particular solution ─ the Sloth software created by the 
author. However, author believes that the value of the study has broader implications. For 
although  it  examined  only  this  one  example,  the  results  could  be  considered  as  having 
validated  the  more  general  approach of  using  message-based  middleware  as  a  source  of 
solutions to the security problems of internet transactions. 

The Sloth system as described here is by no means presented as the best possible 
implementation of these principles, but merely as one pioneering example of this approach 
being successfully implemented.  The Sloth software was not perfect, and had a variety of 
short-comings.  Despite its generally high level of performance, the Sloth system was not an 
unqualified success. There were a number of problematic areas and limitations that should be 
discussed. 
 

For  instance,  although  the  Sloth  system  and  other  message-based  middleware 
addresses the secure transaction issue, it cannot answer the problem of controlling diverse 
systems throughout an organisation, which is an area that would require further consideration 
(New In-App, 2011). 

Another  of  the disadvantages  of  the Sloth system is  that  it  requires an additional 
component in the architecture. This, as would be the case with any other similar software, 
reduces the performance of the system, as well as its reliability.  The net result of all this is 
that it  makes the whole system relatively more difficult and expensive to maintain (U.M. 
Mbanaso, 2009). 

Yet another limitation concerns the system’s ability to function asynchronously. The 
fact that the users do not need to be present when a transaction is received is enormously 
convenient  for  nearly all  user  and transaction  types.  However,  there  are  exceptions.  For 
instance, in situations in which a notification is required, such as to confirm an authorization, 
this  system  may  not  be  ideal  (Mitropoulos,  Patsos,  &  Douligeris,  2007).  Many  inter-
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application  communications  have  an  intrinsically  synchronous  quality.  In  many  such 
situations, the sender may specifically be wanting to wait for a reply from the recipient before 
moving  forward.  Because  message-oriented  middleware  communication  operates 
asynchronously,  this  feature  may  therefore  prevent  it  from  working  well  in  such 
circumstances. 

A further disadvantage to the Sloth system is the lack of current standards governing 
the use of the system. Such absence of standardization continues to cause numerous problems 
throughout the Internet, especially when new applications are suddenly introduced. Almost 
all organizations have their own unique implementations, management tools, and application 
programming interface, and it is difficult to guess in advance what types of unanticipated 
difficulties the Sloth system or similar software might experience when it encounters some of 
these idiosyncratic applications.

Numerous modifications,  upgrades, and advancements of this specific software,  or 
improved attempts to implement the same general principle might be made in the future. 
Author  believes  that  enough  details  are  provided  so  that  it  should  be  easy  for  other 
researchers to replicate both the process and the result. The processes and procedures used in 
the methodology and testing sections could be readily copied to produce similar software, or, 
if  desired,  researchers  could  easily  create  any  number  of  other  variations,  elaborations, 
advancements, or proposed improvements of this same general approach.

A final point regarding the feasibility of this approach must be mentioned. The Sloth 
system, as designed by the author, without significant modification, was adopted, used by 
Peer Mobile AB, and implemented as a commercial product. It remained in active used as a 
part of company transactional security system for at least six months without any apparent 
difficulties. Since that time, Peer Mobile AB has undergone major changes in management 
and ownership, and the current and future status of the licensing and sales of its products and 
services remains in flux.  It  is therefore difficult  to comment or speculate upon what will  
happen next with the implementation of Sloth or its derivatives. 

The existence of Sloth does demonstrate that the most challenging security problems 
presented by a heterogeneous environment are not insurmountable,  but  can be overcome. 
Through the use of Sloth and other systems centered upon the same concept, in the near-term 
future, legitimate transactions will be more likely to succeed, unauthorized transactions will 
be far less likely to succeed, and the experience of both customers and businesses is likely to 
become much more positive – and error free.  The ability of Sloth to comply with ACID 
means that all  transactions will be kept secure and accurate, and that consistency will be 
maintained across all databases. In situations where electronic payments are made frequently, 
such middleware will ensure that all accounts are updated without error and that the financial 
information that is shared remains entirely confidential.

Conclusion

Before they are willing to engage in commerce with a business, potential customers 
will  need to  perceive  that  business  as  being  secure  and reliable.  Businesses  increasingly 
provide the option of online payments. They also are increasingly issuing online payments 
and conducting online transactions at every level of their organization ─ not only with their 
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customers,  but  also  with  their  staff,  departments,  suppliers,  and partners  as  well  (Coker, 
Ashill & Hope, 2011).

Because  of  the  scale  on  which  transactions  occur  throughout  a  business,  it  is 
important that they are kept secure. Being able to extend their operations to the online market  
could  prove  fantastically  profitable  for  most  businesses,  and so  incorporating  a  software 
system that will be capable of handling this is also very important.

The cost to a company of not being able to manage its transactions in a secure way is 
immeasurable, but the importance of this was outlined at the beginning of this paper (Marcus 
Nohlberg, 2007).

Peer  Mobile  AB offers  mobile  payment  solutions  to  businesses  within  numerous 
different industries. This was a very heterogeneous environment, and any software system 
operating in such a context needed to be able to deal with messages to be shared between 
numerous different applications, be able to access any database regardless of the platform, 
and regardless of their differences in operating speeds.  The sheer number of transactions a 
business such as Peer Mobile AB needs to perform on a daily basis is very high. However, as 
complex and demanding as this Peer Mobile AB environment was, this context was hardly 
unique, but rather typical of the kind of environment any new type of transaction security 
software would encounter if implemented in a contemporary business setting.  Since the Sloth 
system seems to have been well-suited to the needs of Peer Mobile AB, it is probable this 
same system, (or systems based on the same basic concepts and approach) would be effective 
for a wide range of other businesses as well.

Despite  the  fact  that  the  Sloth  system is  not  well  known and has  not  yet  gained 
popularity, it has been implemented by one organization, and, at least in this one case of Peer 
Mobile AB, it has already been proven to be very effective. When considering the advantages 
and disadvantages of message-oriented middleware system, it is clear that, at least for this 
one organization, the advantages outweigh disadvantages.

When a new security system proves functional in one context for one organization, 
that implies that it can probably be used by other organizations to also provide security for 
them in analogous contexts (Özkan, Bindusara, & Hackney, 2010). Since the Sloth has been 
effective and practical in this one case, that seems to at least suggest the same system, or a 
more advanced system based on the same general principles,  might potentially be of great 
value in other contexts as well.
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Appendix: Artifacts
Artifact 1: Development history obtain from company Git Repository displayed through gitk 
viewer

Artifact 2: Sloth init script. Init scripts are used to run daemons on *NIX systems. Sloth is a 
daemon, therefore it needs init script to run

  #!/sbin/runscript

  

  depend() {

  need net mysql

  }

  

  start() {

  ebegin "Starting sloth $1"

  

  start-stop-daemon --start --background --make-pidfile --pidfile ${PIDFILE} \

  --user ${USER} --group ${GROUP} --exec ${JAVA_HOME}/bin/java -- \

  ${JAVA_OPTIONS} ${JAVA_PROPERTIES} -jar ${SLOTH_HOME}/sloth.jar \

  ${SLOTH_ARGUMENTS}

  eend $?

  }
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  stop() {

  ebegin "Stopping sloth $1"

  start-stop-daemon --stop --pidfile ${PIDFILE}

  eend $?

  }

Artifact 3: Sloth configuration script. It's typical for daemon like applications to have 
separate init and configuration scripts

  #

  # System settings

  #

  USER="sloth"

  GROUP="sloth"

  PIDFILE="/var/run/sloth.pid"

  

  #

  # Java settings

  #

  JAVA_HOME=`java-config --jre-home`

  JAVA_OPTIONS=""

  JAVA_PROPERTIES="-Dlog4j.configuration=file:/etc/sloth/log4j.properties"

  

  #

  # Sloth settings

  #

  SLOTH_HOME="/usr/share/sloth"

  SLOTH_ARGUMENTS="/etc/sloth/sloth.properties"

Artifact 4: Sloth logging configuration file. As Sloth does not have user interface, logging is 
crucial for debugging and troubleshooting the application

  log4j.rootLogger=DEBUG, logfile

  log4j.logger.org.apache.activemq.transport.InactivityMonitor=INFO

  log4j.appender.logfile=org.apache.log4j.RollingFileAppender

  log4j.appender.logfile.file=/var/log/sloth/log4j.log

  log4j.appender.logfile.maxFileSize=5120KB
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  log4j.appender.logfile.maxBackupIndex=5

  log4j.appender.logfile.append=true

  log4j.appender.logfile.layout=org.apache.log4j.PatternLayout

  log4j.appender.logfile.layout.ConversionPattern=%d | %-5p | %m | %c | %t%n

Artifact 5: Sloth configuration file

#Sloth settings

sloth.external.communication.retry.timeout=30

sloth.entity.cache.max.age=30

sloth.thread.pool.min = 8

sloth.thread.pool.max = 64

#Cellsynt settings

sloth.cellsynt.url=http://se-2.cellsynt.net/sendsms.php

sloth.cellsynt.username=peermobile

sloth.cellsynt.password=f7Ek7mbn

sloth.cellsynt.encoding=ISO8859_1

sloth.cellsynt.price=0

#MySQL settings

sloth.mysql.url=jdbc:mysql://localhost/sloth

sloth.mysql.user=sloth

sloth.mysql.password=z6bp9U6tGLKTWYP9

sloth.mysql.connection.pool.min=5

sloth.mysql.connection.pool.max=10

sloth.mysql.connection.limit=15

sloth.mysql.idle.timeout=3600

#SMTP settings

sloth.smtp.host=localhost

sloth.smtp.port=25

sloth.smtp.from=noreply@peermobile.se

#JMS settings

sloth.jms.url=tcp://localhost:61616

sloth.jms.reconnection.timeout=15

#Teleaddress settings

sloth.teleaddress.userid=PEERMOBILE

sloth.teleaddress.password=vt33ayvx
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Artifact 6: SQL Schema as used for Sloth at Peer Mobile AB:

-- phpMyAdmin SQL Dump

-- version 3.3.8.1

-- http://www.phpmyadmin.net

--

-- Host: localhost

-- Generation Time: Dec 07, 2010 at 06:31 PM

-- Server version: 5.1.51

-- PHP Version: 5.3.3-pl1-gentoo

SET SQL_MODE="NO_AUTO_VALUE_ON_ZERO";

--

-- Database: `sloth`

--

-- --------------------------------------------------------

--

-- Table structure for table `clients`

--

CREATE TABLE IF NOT EXISTS `clients` (

  `id` int(11) unsigned NOT NULL AUTO_INCREMENT,

  `first_name` varchar(128) NOT NULL,

  `last_name` varchar(64) NOT NULL,

  `personal_number` varchar(16) NOT NULL,

  `mobile_phone` varchar(16) NOT NULL,

  `co_name` varchar(64) NOT NULL,

  `street_name` varchar(64) NOT NULL,

  `street_number` varchar(16) NOT NULL,

  `street_suffix` varchar(16) NOT NULL,

  `postal_code` varchar(8) NOT NULL,

  `locality` varchar(32) NOT NULL,

  PRIMARY KEY (`id`),

  UNIQUE KEY `mobile_phone` (`mobile_phone`)

) ENGINE=InnoDB DEFAULT CHARSET=utf8;
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-- --------------------------------------------------------

--

-- Table structure for table `entities`

--

CREATE TABLE IF NOT EXISTS `entities` (

  `ad_restriction` varchar(16) DEFAULT NULL,

  `birth_date` varchar(32) DEFAULT NULL,

  `co_name` varchar(64) DEFAULT NULL,

  `community_code` varchar(16) DEFAULT NULL,

  `community_name` varchar(64) DEFAULT NULL,

  `county_code` varchar(4) DEFAULT NULL,

  `county_name` varchar(64) DEFAULT NULL,

  `fb_co_name` varchar(64) DEFAULT NULL,

  `fb_community_code` varchar(16) DEFAULT NULL,

  `fb_community_name` varchar(64) DEFAULT NULL,

  `fb_county_code` varchar(4) DEFAULT NULL,

  `fb_county_name` varchar(64) DEFAULT NULL,

  `fb_first_name` varchar(128) DEFAULT NULL,

  `fb_given_name` varchar(128) DEFAULT NULL,

  `fb_last_name` varchar(64) DEFAULT NULL,

  `fb_locality` varchar(32) DEFAULT NULL,

  `fb_mail_restriction` varchar(1) DEFAULT NULL,

  `fb_max_diff` varchar(16) DEFAULT NULL,

  `fb_middle_name` varchar(64) DEFAULT NULL,

  `fb_parish_code` varchar(16) DEFAULT NULL,

  `fb_parish_name` varchar(64) DEFAULT NULL,

  `fb_street_name` varchar(64) DEFAULT NULL,

  `fb_street_number` varchar(16) DEFAULT NULL,

  `fb_street_suffix` varchar(16) DEFAULT NULL,

  `fb_xcoord` varchar(16) DEFAULT NULL,

  `fb_ycoord` varchar(16) DEFAULT NULL,

  `fb_zip_code` varchar(8) DEFAULT NULL,

  `first_name` varchar(256) DEFAULT NULL,

  `gender` varchar(1) DEFAULT NULL,

  `internet` varchar(1) DEFAULT NULL,
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  `last_name` varchar(256) DEFAULT NULL,

  `locality` varchar(32) DEFAULT NULL,

  `mail_restriction` varchar(16) DEFAULT NULL,

  `max_diff` varchar(16) DEFAULT NULL,

  `middle_name` varchar(128) DEFAULT NULL,

  `mobile_texts` varchar(2048) DEFAULT NULL,

  `mobile_usage` varchar(32) DEFAULT NULL,

  `mobiles` varchar(128) DEFAULT NULL,

  `parish_code` varchar(16) DEFAULT NULL,

  `parish_name` varchar(64) DEFAULT NULL,

  `s_s_no` varchar(16) NOT NULL DEFAULT '',

  `street_name` varchar(64) DEFAULT NULL,

  `street_number` varchar(16) DEFAULT NULL,

  `street_suffix` varchar(16) DEFAULT NULL,

  `tele_restriction` varchar(1) DEFAULT NULL,

  `telephone_texts` varchar(2048) DEFAULT NULL,

  `telephones` varchar(128) DEFAULT NULL,

  `vkid` varchar(32) DEFAULT NULL,

  `vkiid` varchar(32) DEFAULT NULL,

  `x_coord` varchar(32) DEFAULT NULL,

  `y_coord` varchar(32) DEFAULT NULL,

  `zip_code` varchar(8) DEFAULT NULL,

  `updated` timestamp NOT NULL DEFAULT CURRENT_TIMESTAMP,

  PRIMARY KEY (`s_s_no`),

  KEY `mobiles` (`mobiles`)

) ENGINE=InnoDB DEFAULT CHARSET=utf8;

-- --------------------------------------------------------

--

-- Table structure for table `items`

--

CREATE TABLE IF NOT EXISTS `items` (

  `id` int(11) unsigned NOT NULL AUTO_INCREMENT,

  `partner_id` int(11) NOT NULL,

  `code` varchar(32) NOT NULL,

  `name` varchar(64) NOT NULL,
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  PRIMARY KEY (`id`),

  UNIQUE KEY `code` (`code`)

) ENGINE=InnoDB DEFAULT CHARSET=utf8;

-- --------------------------------------------------------

--

-- Table structure for table `partners`

--

CREATE TABLE IF NOT EXISTS `partners` (

  `id` int(11) unsigned NOT NULL AUTO_INCREMENT,

  `email` varchar(32) NOT NULL,

  PRIMARY KEY (`id`)

) ENGINE=InnoDB DEFAULT CHARSET=utf8;

-- --------------------------------------------------------

--

-- Table structure for table `transactions`

--

CREATE TABLE IF NOT EXISTS `transactions` (

  `id` int(11) unsigned NOT NULL AUTO_INCREMENT,

  `client_id` int(11) NOT NULL,

  `item_id` int(11) NOT NULL,

  `timestamp` timestamp NOT NULL DEFAULT CURRENT_TIMESTAMP,

  PRIMARY KEY (`id`)

) ENGINE=InnoDB DEFAULT CHARSET=utf8;

Artifact 7: Peer Mobile AB code style guidelines:

EXTERNAL SOFTWARE DEPENDENCIES:

Graphviz is required for generating UML graphs in documentation.

SMTP server on localhost:25 is required to run tests on SmtpEmailSender.

NULL CHECKS:

In constructors and public methods that receive data from external source do
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check for nulls and throw IllegalArgumentException.

In constructors and public methods that receive data from internal source do not

do any null checks.

In private methods use assert to verify that something is not null

(where appropriate).

ABBREVIATIONS:

Minimum = min

Maximum = max

Configuration = config

StringBuilder = sb

CONTROL FLOW:

Positive checking - always check for condition that continues processing rather

than returns or throws exception. Handle return or exception is "else" clause.

LANGUAGE:

Use American English in comments and for naming stuff.

LINE LENGTH:

Strict 80 characters line length limit.
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