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Preface 
 
This Master’s Thesis was made at University of Chicago, department of Computer 
Science, in Chicago September 2001 to March 2002.  The thesis has given me the 
opportunity to apply gained knowledge to a real software development project.  Different 
methods and theory from a wide variety of courses taken at Luleå University of 
Technology and University of New South Wales has been utilised.  Furthermore, in order 
to complete the task new knowledge has been acquired through comprehensive theory 
studies in form of programming languages, configuration techniques, toolkits, and sound 
theory.   
 
The project has been performed very independently with the ability to decide how all 
stages of the software development cycle should be carried through.  Basically, no 
restrictions was set on how the program should be designed, implemented, or tested.  
Freedom was given in the choice of toolkit and programming languages.  Working under 
this level of independence has been as challenging as it has been rewarding.  The five 
months of experience gained in the United States has been an outstanding opportunity for 
me to develop my software engineering skills, get an insight in the American culture, and 
at the same time practice my communication in a foreign language.  I have really enjoyed 
the time spent at University of Chicago, both intellectually and educationally. 
 
 
 
Chicago, April 2002 
 
Susanne Lefvert 
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Introduction 1 
 
The introduction gives an overview and provides a background for the thesis.  It 
discusses current sound research performed at the Computer Science department at 
University of Chicago and describes the project in which this thesis has been part.  Next 
there follows a specification of the objectives for this paper, and changes made to the 
objectives during the initial phase of the project.  Finally, chapter 1 gives an outline of 
the project to provide an overview of the contents in the report. 
 
 

1.1 Background 
 

Loris is a C++ class library for performing analysis, manipulation, and synthesis of 
digitized sound, [Fitz3], [Fitz4].  It is an implementation based on a newly invented 
model to represent and manipulate sound called the “Reassigned Bandwidth-
Enhanced Additive Analysis” [Fitz2].  This model, and the analysis methods used, 
appear to give the most intuitive description of sound in current practice.  Lippold 
Haken at Urbana University and Kelly Fitz at Washington State University 
conducted the research as a PhD dissertation and have distributed Loris under the 
Open Source License agreement. 

 
To further study and develop Loris and the model, researchers need to do plenty of 
listening experiments to find the limitations of the model and software.  Only 
listening tests can determine if this representation of sound is sufficient for its 
purpose and if not, what modifications need be done to improve it.  Loris is 
distributed with wrapper code for building extension modules for several scripting 
languages such as Python, Tcl, and Perl, but has no graphical presentation.  In order 
to perform extensive testing of different types, as well as presenting Loris in a way 
more accessible for sound experts with no programming experience, it is necessary 
to develop a graphical control application, providing an interactive user interface 
for the existing sound library.  
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1.2 Project Scope 
 

By completing a graphical control application prototype for the existing 
functionality of Loris, researchers will now be able to perform necessary listening 
experiments. A desired solution for listening experiments would be to include an 
interface with real-time functionalities, which would enable the user to perform 
interactive listening while changing a set of parameters.  This could be done with 
the “Fast Light Tool Kit, [FLTK], a development package which is more suited to 
real-time constraints than more commonly used GUI toolkits, see [toolkits].  
However, close analysis and discussions with Kelly Fitz, one of the Loris 
developers, reveled that “the synthesizer in Loris is not optimized for real-time 
synthesis of sound”, and that no interactive synthesis is available within the Loris 
class library.  Therefore, interactive synthesis has been excluded and the application 
has instead focused on modeling other functionality of the Loris library. 
 
The interface, together with necessary integrated documentation, was designed to 
be straightforward to use for individuals with basic understanding of Loris and the 
Reassigned Bandwidth-Enhanced Additive Analysis, as well as easy to learn for 
less experienced people interested in the model and its area of use. 
 
Because the application is somewhat experimental, an iterative process in needed 
before the interface can be finalized.  For this reason, this version of the application 
is limited to graphically present only the most important features in Loris.  
Therefore, great care was taken to ensure that other software developers can extend 
and add new features to the application in the future. 

 
Fossa should be packaged for easy distribution under Linux and Unix operating 
systems and will be released under the GNU General Public License. 
 

1.3 Outline 
 

Chapter 2 explains fundamental concepts and terms commonly used in the theory 
of sound.  It provides a sufficient overview of the Reassigned Bandwidth-Enhanced 
Additive Sound Model in order to describe how analysis, manipulation, and 
synthesis of sound are implemented in Loris.  Finally, it describes the functionality 
of classes and data structures available in the Loris sound library, parts of which 
will be modeled by the graphical control application. The aim of this chapter is to 
give a basic understanding of standard sound terms used throughout the report as 
well as familiarize the reader to functionalities found in Loris. 

 
Chapter 3 provides necessary theory behind the software engineering process 
applied in this project.  Methods and concepts for software development analysis, 
design, implementation, and testing are described.  This theory is presented along 
with a description of the software development process that was used in order to 
create the application  
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Chapter 4 explains the analysis process.  The provided requirement specification, 
description of actors of the system, and user scenarios will give an understanding of 
how the program is expected to work.  The analysis is a very important process, 
which will act as the base for further development of the application.    
 
Chapter 5 gives details of the architecture of Fossa.  Appropriate theories are 
explained to motivate the design decisions. 
 
Chapter 6 describes several decisions made in the implementation process.  The 
manual shows how the graphical user interface interacts with actors and describes 
intended uses of the application.  Finally, the test stage is described. 
 
Chapter 7 evaluates the application, its weak and strong points and what could 
have been done differently.  In order to continue the development of Fossa, 
guidelines for future work is stated to make it easier to extend the application.  
Also, solutions for future functionalities are provided to give ideas and suggestions 
on how to approach further development of the application.  

 



 
 

4 

 

 
 
 
 

Sound Theory 2 
 
General knowledge of sound concepts is necessary in order to understand the 
functionalities in the Loris sound library.  This chapter gives a basic introduction to the 
physics of sound and explores the structure and the components of sound.  Fundamental 
sound theory is provided to introduce common expressions and methods for representing 
audio and how to convert between audio and digital sound formats.   Following the 
introduction of basic sound theory, an explanation is given of the Reassigned Bandwidth-
Enhanced Additive Analysis for modeling and modifying sound, which is used in Loris.  
The first two sections represent a sufficient starting point for a discussion of the 
functionalities represented in Loris, which will then be described.  
 
2.1 Basic Sound Theory 
 

Sound occurs due to the vibration of any material, in this section represented by air, 
but it can be any material.  When air moves back and forth due to the movement of 
an object, vibrations occur among individual molecules in the air.  In certain 
regions of the air molecules will be pressed together and in other regions stretched 
apart.  This phenomenon can be described as sound waves moving through the air, 
free for ears to gather and interpret.  Waves can be graphed as the density or 
pressure of the air where the sound propagates at each point in time, illustrated in 
figure 2.1. 

 
Figure 2.1.  
Sound represented  
as a sine wave, [Fult]  
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This simple waveform can be described as a sine wave that has three interesting 
parts to measure; amplitude, frequency, and phase.  Below is a description of these 
parameters, and their relation to the expressions loudness and pitch. 

 
2.1.1 Amplitude – Loudness 
 

The amplitude is the maximum value of the wave measured from the x-axis to the 
wave, as shown in figure 2.1.  The higher the amplitude the louder the sound and 
the lower the amplitude the softer the sound, equivalent to dragging a volume 
control up and down.  Loudness is approximately log of amplitude and is measured 
in the scientific unit decibel.  Humans cannot hear sounds softer than 0 decibel, and 
when the loudness doubles the decibel increases by six. 

 
2.1.2 Frequency – Pitch 
 

The frequency of a sound wave is measured in Hertz (Hz) and is an indication of 
the number of repeated cycles the wave takes per second, calculated as the inverse 
period (1/period).  How the brain interprets the frequency is called pitch and is 
approximately log of frequency. Higher frequency results in a higher pitch and we 
experience a higher sound.  

 
2.1.3 Phase 
 

The phase of a wave is an expression of how far through its cycle of oscillation it 
has progressed. Because the mathematical description of wave motion is similar to 
the mathematical description of motion in a circle, wave phase is expressed in 
degrees or radians. A wave completes its cycle in 360°, just as a circle is completed 
in 360°. Half a cycle is 180°, and a quarter cycle is 90°. 

 
2.1.4 Analysis and Synthesis 
 

Sound analysis is the process in which a sound is converted from an analogue input 
signal, for example a sound recorded from a microphone, to digital format, which 
can be manipulated and stored on for example computer discs.   Sampling is the 
process that does the conversion from an analogue sound to a digital sound.  A 
digitized sound is also called a sampled signal, an example is shown in figure 2.2.  
Sampled signals consist of sample points and are regarded as a function over time 
with value zero in between sample points.  A sampled signal can be stored in 
computer memory.  
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The digital signal can, after possible manipulations, be converted to an analogue 
signal with a process called sound synthesis.  Basically sound is produced by 
computer algorithms and is presented as sound audible for human ears.  A shorter 
explanation for analysis would be to evaluate a sound according to a special model 
and synthesis is the process of turning that model back into sound. 

 
To succeed with analysis and synthesis the perceptual features of a sound should 
not be changed after being processed by an analysis synthesis cycle.  Leaving out 
parts of the sound or adding new features, called artifacts, results in a distorted 
sound, and the method is therefore incomplete.     
 

 
Figure 2.2.   
Sampled waveform,  
[Fult] 

 
 

2.2 Reassigned Bandwidth-Enhanced Additive Analysis 
 

Reassigned Bandwidth-Enhanced Additive Analysis is a new model to represent 
and intuitively manipulate sound.  The sound is represented as the sum of 
individual noisy sinusoidal partials whose amplitude, frequency, and bandwidth all 
vary over time.  Below follows a brief description of the analysis method, for 
further details see [Fitz2] and [Fitz3].        

 
2.2.1 Additive Analysis 
 

Additive analysis is a sinusoidal method for analysis of sound, which means that 
each sound is represented as a collection of partials with each partial taking the 
form of a sine wave.  The additive technique produces sound by summing a group 
of sine waves at differing frequencies, amplitudes, and phases.  Sound represented 
in this way allows the possibility to control the characteristics of amplitude and 
frequency. 
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2.2.2 Bandwidth Enhancement 
 

Pure sinusoidal methods for analysis of sound represent noise as partials in the 
same way as it does with other types of sound.  This can become a problem when 
noisy sounds are stretched in time, which then can result in a so-called “wormy” 
sound when the noisy partials are stretched.  Bandwidth Enhancement is also a 
sinusoidal analysis method but additionally adds noise to the representation.  
Instead of having only two parameters, amplitude and frequency, a partial now also 
consists of a noise parameter, which also can be manipulated.      

 
2.2.3 Method of Reassignment 
 

The method of Reassignment is used to sharpen transients in an analysis of sound.  
It is well known that problems often occur in the beginning of the analysis of a 
sound, the attack.  The start of a sound is hard to perfectly time localize in a model, 
and is difficult to analyze with sufficient time accuracy, resulting in blurring of 
transients.  This may not affect resynthesis, but it messes up manipulations of 
sound. 

 
2.3 Loris 
 

Representing and manipulating noisy sounds in a reliable way has been hard to 
perform with successful outcome due to the fact that it too often leads to distortion 
of the sound.  However, by using the reassigned bandwidth-enhanced sound model, 
Lippold Haken and Kelly Fitz, have developed a sound library called Loris, [Fitz3], 
which implements analysis, manipulations, and synthesis of digitized sound.  The 
open-source software package provides classes for robust transformations on many 
kinds of noisy as well as clean sounds without resulting in artifacts or unintended 
modifications.  In addition to reassigned bandwidth-enhanced modeling and 
rendering, Loris supports several kinds of sound manipulations, including sound 
morphing.  

 
2.3.1 The Process of Sound Morphing 
 

The analysis process in Loris models a sound waveform as a collection of partials 
with each partial having three breakpoint envelopes representing amplitude, 
frequency, and noise parameters over time.   
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Sound morphing is achieved by interpolating the time varying frequencies, 
amplitude, and noise of corresponding partials. Each correspondence produces a 
single partial.  Partials in one source, which have no corresponding partials in the 
second source, are crossfaded according to the morphing function.  The morphing 
function, specified by the user of Loris, decides how the generated sound should be 
produced from the two source sounds. 
 
Correspondence between partials is established by channelizing the collection of 
partials yielded by a sound analysis.  During the channelization process partials are 
labeled according to a process described in detail in [Fitz3].  The sound morphing 
algorithm requires the partials in a sound to be labeled uniquely with only one 
partial per label.  This is achieved by a process called distillation, all partials having 
the same label are distilled into a single partial. The result is, in most cases, a 
reduced collection of labeled partials.  

 
Differences in temporal features, especially attack and decay of the source sounds, 
have to be synchronized in order to perform an acceptable morph between two 
sounds.  Loris provides a dilation mechanism for stretching and compressing 
sounds in time according to given target times.       
 
Moreover, Loris provides mechanisms for scaling frequency, amplitude, and noise 
of a partial according to a given scale value. 
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Method 3 
 
In this part of the thesis report we consider the technical methods that were applied for 
the analysis, design, and testing of the software application.  This chapter is intended to 
give an overview and base for the software engineering approach used throughout all 
stages of the development process.  
 
3.1 Process Model 

 
Roger S. Pressman [Pressman] describes several strategies that encompass the 
software engineering process, methods, and tools used to analyze and build a 
software project.   
 

3.1.1 The Linear Sequential Model 
 
The linear sequential model, better known as the waterfall model, represents a 
sequential approach to software engineering.  The different stages in the software 
development lifecycle follow a linear path starting with analysis and ending with 
test, illustrated in picture 3.1.  This model is designed for straight-line development 
and assumes that a complete product will be delivered at the end of the linear 
sequence.  
 
 
 
 

 
 

 
 
 

 
Figure 3.1. The  
linear sequential model, 
from [Pressman]. 
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Analysis represents an important stage of the sequential model when the foundation 
of the application is stated.  To understand the nature of the program the developer 
needs to understand the requirements placed on the system and how the application 
is expected to function and appear to the user.  Mistakes made in this stage will 
impact all following stages of the software development process.  

 
Design is the process that translates requirements into a software representation.  It 
focuses on modeling date structures, software architecture, interfaces, and 
algorithms, which enables quality testing as well as coding and further 
development. 

 
Code  implements the design models into actual machine-readable language.  A 
well-designed program saves a lot of effort in the code stage, when time-consuming 
changes need to be avoided.    

 
Testing includes processes for finding uncovered errors and usability issues.  This 
stage ensures that the program is fulfilling the requirements and expectation stated 
in the analysis phase. 

 
3.1.2 Prototyping Model 

 
While the sequential model is the oldest and most widely used paradigm, it 
introduces several problems.  Among them is the fact that the customer has to wait 
for the product until the end of the process, and major mistakes may lead to a 
disastrous result.  Additionally, it is very hard for a customer to state all the 
requirements in the beginning of the project when a high level of uncertainty may 
be present.  To avoid the flaws in the sequential model, the incremental approach of 
prototyping was introduced.  
 
The prototyping model is based on an iterative cycle starting with requirements 
gathering, design, and implementation, as shown in figure 3.2.  The result is not 
expected to be a complete product, but reviews of the prototype will help to 
improve the requirements for next cycle.  The product is iteratively improved, and 
eventually, when the customer is satisfied, the prototype will be released as the 
final product.       
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Figure 3.2. The  
prototyping model, 
illustrated in [Pressman]. 

 
 
3.1.3 Incremental Model 
 

This model is a combination between the sequential paradigm, see 3.1.1, and the 
prototyping approach, described in 3.1.2.  It applies the linear model in a set of 
iterations, each producing an operating product with more or less functionality, see 
figure 3.3.  Every iteration improves and extends the functionality of the system.  
The incremental model belongs to a group called evolutionary software process 
models, which are characterized in a way that enables software engineers to 
develop more complete versions of the software.  
 

        
 
                                            
          
           Increment 1                         Deliverable #1   
               
                                                                                           

 
            

  Increment 2                               Deliverable #2   

            
        
 
 
 
                                

Figure 3.3.                       Increment 3            Deliverable #3                                             
The incremental  
model, illustrated  
in [Pressman]. 

 
Build/review 

mock-up  

Customer 
test-drives 
mock-up 

 
Listen to 
customer 

System/Information  
engineering   

analysis design code test 

System/Information  
engineering   

analysis design code test 

System/Information  
engineering   

analysis design code test 

Calendar time 



 
 

12 

3.2 Model Used for Development of the Fossa Application  
 
To successfully achieve the scope described in section 1.2, a mixture of the 
prototyping approach and the incremental model has been adopted.  The 
development of Fossa was very high-risk because the intended users of the system 
were not exactly sure of how they wanted the application to function.  Therefore, 
the prototyping model was initially used to get a more concrete idea of which 
features the users expected from the application.  This allowed for more feedback 
from sound experts before going forward with the actual implementation of the 
application once the requirements were a little better defined.   
 
When more specific requirements were developed a modified version of the 
incremental model acted as a base for the software process.  Obviously, one 
restriction from fully implementing the incremental model was the number of 
developers working on this project.  With only one person responsible for all stages 
of the software engineering cycle, building the system in overlapping increments 
was hard to realize.  This combined approach of iterative models was very efficient 
in the development of Fossa since it relied heavily on feedback from the actual 
creators and users of the sound library.  The incremental model was very efficient 
because the application was built in such a way that it would be easy to extend by 
other programmers in the future. 
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Analysis 4 
 
Requirements gathering is the first step in the analysis of an application.  Based on 
requirements worked out during the initial phase of prototyping, a set of use cases or 
user scenarios has been created in order to provide a description of the usage of the 
system. In order to specify use cases the actors of the application are described.  
 
4.1 Requirements 

 
Due to the experimental nature of the Loris library and a lack of experience with it 
by sound experts, in the beginning no strict requirements were set on the system.  
The requirements gathering took the form of a meeting and discussion with the 
customer.  Initially the customer wanted real-time interaction with sound to be 
included in the interface.  However, initial prototyping revealed certain aspects of 
the Loris library that made this unattractive and the decision was made not to have 
the application interact in real-time.  Anyhow, the final requirements for the project 
were to develop an application easy to use for people with less programming 
experience.  Also, the program needed to be suitable for performing a lot of 
listening experiments without requiring knowledge in computer programming.  A 
successful product would result in a good and easy to use model over much 
important, but not all of the functionality offered in Loris. 
 
Moreover, other software engineers should easily be able to change and extend the 
functionality of the application to enable a continued development of the program. 
To enable total freedom of future development the application will be distributed as 
open source.  The only relatively strict requirement was for the application to run 
on Unix and Linux machines due to the fact that the main users will be operating on 
these platforms.  
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4.2 Actors 
 

In order to specify how the system should work and what functionality it has to 
include, it is important to understand who the users of the program actually are and 
what they need and expect of the system.  In order to understand the user, meetings 
were set up with Professor Michael O’Donnell, at the University of Chicago, to 
discuss expectations and ideas about Fossa.    
 
Two different end-user classes, see [Faulkner], was found: 
 
1. Researchers proficient in computer music and the Loris library in particular.  

They want to do plenty of listening experiments to redefine the model used in 
Loris for analysis, synthesis, and modifications of digitized sound.  Included in 
this group are for example the developers of Loris. 

 
2. People interested in sound theory that like to play around with computer music.  

They know a great deal about music but not too much about programming 
technique.  They want to learn more about Loris and the functionality provided 
without having to program computers. 

 
The first group will be the main user group but consideration will also be made of 
interests from the second class. 

 
4.3 Use Cases 
 

Discussions with the end-user classes of the application, see section 4.1, gave an 
understanding of what to expect of the system.  In combination with user 
consultation, a profound study of the functions found in Loris provided further 
knowledge of how the system should operate.  After analyzing the requirements 
gained from the discussions and studies, a set of use-cases was specified.  Models 
over the use cases of the application are given below, which will act as base for 
future development and testing.  
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Design 5 
 
This chapter describes the final design behind the prototype application.  The most 
important issue in the design process was to separate graphical parts of the application 
from the underlying model in order to get a more structured and organized design.  
Messages and information in programs with complex graphics tend to be structured in an 
uncontrolled manner, which makes it difficult to understand, maintain and extend the 
system.  The design was modified along the way according to requirements that changed, 
and other issues that were encountered during the iterative process. 
 
5.1 Application Design 
 
5.1.1 The Model-View-Controller Architecture 
 

The Model-View-Controller pattern is a powerful and commonly used pattern for 
building graphical user interfaces.  The purpose of this architecture is to break an 
application or a piece of an application into three parts: model, view, and controller, 
illustrated in figure 5.1.   
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Figure 5.1. 
Relationship  
between model,  
view, and  
controller,  
see [MVC2]. 

 
The controller handles all user inputs like mouse clicks and keyboard events.  
After interpreting user actions the controller communicates with the model and 
view to make appropriate changes.  The model acts as an abstraction of the real 
world, it manages data elements, holds state information, and provides functionality 
to change the data and state information.  The view contains all visual parts of the 
application users interact with.  It is responsible for presenting data to the user 
through graphic elements.  
 

5.1.1.1 Model Advantages and Disadvantages 
 
According to [MVC2] as well as my own past experience, the Model-View-
Controller pattern introduces several advantages for developers of applications with 
more complex graphical content.  
 
This architecture allows for efficient modularity of the system.  Components can 
be swapped in and out as desired.  Changes made in one part of the application are 
not connected to other aspects and many debugging situations are therefore 
avoided.  By dividing the program into different modules, parallel development 
can be adopted as long as interfaces between modules are clearly defined in 
advance.  Multiple views  can be used to display the model, using the same data in 
different ways.  Also, the pattern clarifies the design, which makes the program 
easier to implement and maintain.   
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Public methods in the model stand as an explanation how to control the behavior of 
the model.  When separating model from views the application can easily grow.   
Adding more views for displaying the state of the model introduces no major 
changes in the design. 
 
Although the pattern presents several advantages it also has some disadvantages to 
consider, see chapter 8 in [Grand].  The model has to signal the views when 
changed and this mechanism introduces delays in the performance of the system, 
especially if the model has to notify many views.  Also, developers using this 
architecture have to find a way to avoid possible cyclic dependencies between 
objects.  Even though serious, this problem can be solved by adding an internal flag 
in one of the involved classes.    

 
5.1.2 Implementation of the Model-View-Controller Pattern  
 

The application is designed according to the Model-View-Controller pattern 
described in section 5.1.1, with slight modifications.  When an application has a lot 
of graphical interaction it is hard to totally separate the view and controller as 
shown in figure 5.1, basically the two modules are combined in the Fossa 
application, demonstrated in figure 5.2.  The view consists of graphical elements 
interacting with the user, when an event occurs the view uses the methods in the 
model to manipulate its state.  When the information in the model changes, views 
dependent on the modified data get updated.  The pattern is implemented by using 
the signals and slots mechanism provided in the qt toolkit, described in [QT].  By 
doing this, the model can signal several messages for different modifications and 
appropriate views can get updated increasing the efficiency of the program.    
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Figure 5.2. Class  
diagram overview 
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5.2 User Interface Design 
 

The user interface has been developed according to Pressman’s interface design and 
evaluation cycle, shown in figure 5.3.  Initial prototypes were made with simple 
drawings on a piece of paper, evaluated by the user from hypothetical walk-through 
of the functionalities provided.  As the project evolved, more complicated 
interfaces were built using different toolkits, initially with the fast light tool kit 
together with its what-you-see-is-what-you-get interface designer, Fluid.  After 
switching to qt, more advanced prototypes were produce until the final interface 
was completed, more details on toolkits are found in section 6.1.2.     

 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 5.3 The interface 
design evaluation cycle, see 
[Pressman]. 
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Implementation and Testing 6 
 
This chapter describes the actual implementation of the prototype.  The graphical 
interface is explained in a walk through fashion to give an understanding of how the 
system works.  Also, this chapter shows how the program has been tested to fulfill the 
requirements of the application found in chapter 4. 
 
6.1 Implementation 
 

The implementation is completed based on the design of the program.  However, 
several decisions had to be made during the different software cycles.  Due to the 
lack of requirements the implementation was not straightforward and problems 
encountered has gradually been solved by using an iterative engineering process.   

 
6.1.1 Installation and Software 
 

A workbench was set up with Linux as running operating system.  Different options 
for installing Loris had to be considered.  First suggestion was to use fakeroot, 
enabling for a command environment appearing to have root privileges.  Second 
alternative was to install Loris on my private user account by making some 
modifications in the installation options of the package.  After discussions with the 
technical staff at the department of Computer Science at University of Chicago, we 
agreed to let them install the software under root privileges.  Other installations 
might be necessary as the project evolves and this solution would be easiest to 
implement.  Already installed software included MiXViews, a graphical-interface 
program designed to allow users to edit and process digital sound, [MXV], and the 
Fast Light Toolkit for graphical user interface development, [FLTK].   
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6.1.2 Selection of Programming Language and Toolkit 
 
The intended users of the application initially wanted the application to be 
implemented using the Fast Light Tool Kit, see [FLTK], which would be more 
suitable for real time constraints than other toolkits.  However, after the 
requirements of Fossa changed from enable real-time morphing to a non-real time 
approach, the efficiency offered by the Fast Light Tool Kit became less important.  
Also, the graphics library is really a C toolkit designed by C programmers using 
void* and callbacks instead of virtual functions and messages passed as objects.  
The library does not support printing, tables, or text editing, and only provides the 
most basic widgets.   Fossa is a larger system, which would produce very messy 
code using the Fast Light Toolkit, and the development of the application would 
become unnecessary complicated.  Two alternative approaches was considered: 
 
1. Use Java together with Swing 
2. Find another C++ toolkit 
 
Alternative 1 would make the application platform independent providing a variety 
of widgets.  Loris comes with several interfaces but unfortunately not for Java, so 
in order to use this alternative JNI routines would have to be written to wrap 
specific C++ functionalities needed in the application [JNI].  The first alternative 
seemed unnecessary complicated so alternative 2 was investigated instead.  Gtk+ 
and qt was suggested as the most common C++ toolkits for Linux.  After 
researching both Gtk+ and Qt the decision was made to switch to Qt-X11, see 
[QT].  Qt-X11 is a cross-platform toolkit that will enable Fossa to work on other 
platforms than just Linux and Unix.  It is not a wrapper around existing GUI APIs 
and, by doing the drawing itself, avoids going through some additional API layers.  
This results in a fast GUI, which will be quick in responding to user actions.  Qt has 
great documentation, an easy API structure with a complete class hierarchy, has 
support, comes with a huge wealth of code examples and good tutorials, which will 
make the graphical implementation of Fossa very efficient.     
 

6.1.3 Source Control 
 
During the software engineering process tremendous work with files and 
modification of those files will be performed.  Administration of the source code 
will be a key issue in controlling this process.  During the development of Fossa the 
Revision Control System has been used in order to save old revisions of the code, 
described in [RCS] as “a user-friendly administration tool which do support the 
goals a source control system should aim to achieve”,  
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6.1.4 Autoconf and Automake 
 

To make the application configurable and portable to various versions of Unix, 
Autotools was used.  Included in Autotools are Autoconf and Automake, which are 
described below, for further information see [Autotools].   
 
Autoconf is a package which helps to generate a configure script, testing whether 
the system on which a program is being compiled supports various features.  The 
shell script automatically configures software source code packages to adapt to 
many kinds of UNIX-like systems.  Portability issues have successfully been 
handled by Autoconf for a wide variety of programs, particularly GNU programs, 
and is a demonstrated way to handle the differences encountered in different Unix 
systems.  

 
Automake is a tool for automatically generating makefiles from a more concise 
description, especially useful for makefiles implementing the GNU makefile 
standards.  Maintenance is radically simplified when using Automake. 
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6.2 Manual 
 

Fossa includes both a graphical representation of sound analysis data and the ability 
to audition sound rendered from such data, allowing the user to see and hear results 
of different manipulations, figure 6.1.   
 

 
 
 

Figure 6.1. Grapical 
user interface of Fossa . 

 
6.2.1 Current Partials View 

 
An imported collection of partials is plotted in the Current Partials View, providing 
three different views of bandwidth enhanced analysis data, see figure 6.1.  A 
collection of partials is displayed in amplitude, frequency, and noise plots, with 
corresponding parameter envelopes plotted against time.  To distinguish between 
different partials, each partial’s breakpoints are connected with a red line.  This 
representation makes it possible to visualize operations applied to the current 
partials, allowing the user to draw conclusions from different performed 
modifications.  Data about the displayed partials, such as name, max value, number 
of partials, and duration, is found above the view.  Also, the possibility to scale 
values of current view with a specific scale value is given. 

Menubar 

Sidebar 

Current Partials View 

Statusbar 
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6.2.2 Sidebar 
 

Several collections of partials can be imported into Fossa at 
once and are displayed in the Partials List section of the 
Sidebar, see figure 6.2.  One collection is marked as current, 
and is plotted in Current Partials View.  Manipulations applied 
to current partials are immediately reflected in the parameter 
envelope plots.  Except from different manipulations, current 
partials can also be auditioned using the Player.  

 
 
 

Figure 6.2. Sidebar  
including Player and  
Partials list. 

 
6.2.3 Menubar 

 
The menubar provides different options for controlling the behavior of the 
program.   
 

6.2.3.1 File Menu 
 

The file menu contains import and export operations for Spectral Description 
Interchange Format (SDIF) files, 
[Fitz1], and AIFF-file formats, 
and the possibility to exit the 
program, figure 6.3.   

 
Figure 6.3. File menu. 

 
When clicking on the import sdif or aiff alternative in the file menu, see figure 6.4, 
a dialog appears for the user to specify the path of the file to import, see figure 6.5.  

Additionally, the operation for analyzing an 
aiff file is combined with the import process, 
and the analysis parameters, frequency 
resolution and window width, can be selected 
via two spin boxes. 

 
Figure 6.4. Import  
aiff and sdif files. 

 
 
 
 

 

Player 

Partials  List 
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Figure 6.5. Dialog  
for importing aiff file  
formats.  The dialog  
for sdif has the same 
design except from 
excluding the 
parameters for analysis. 

 
Since sdif files already contain a collection of partials the analysis process is not 
necessary in this import operation and widgets for selecting analysis parameters are 
excluded, else the two dialogs look and act the same.  The import results in a 
collection of partials to be displayed as current in the Partials List.  
 

6.2.3.2 Manipulate Menu 
 

Three options for manipulating 
current collection of partials are 
provided in the manipulate 
menu, channelize, distill, and 
morph, figure 6.6. 

Figure 6.6. The  
manipulate menu.  

“Channelize” opens a dialog allowing the user to insert parameters for 
channelization; minimum frequency, maximum frequency, and reference label, 
figure 6.7.  
 

 
 
 
 
 
 

Figure 6.7. Dialog  
for specifying  
channelization  
parameters. 

“Distillation” requires no parameters and therefore the option has no dialog 
associated to it.  By clicking on distill in the manipulate menu, current collection of 
partials gets distilled instantly.  
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“Morph” is slightly different from channelize and distill in the sense that the 
operation is not made on current collection of partials.  The dialog that opens when 
selecting morph provides two pop-up menus for selecting partials that are going to 
be morphed together.  It also provides a drop and drag functionality to specify 
morphing function.  Independent breakpoint envelopes for morphing frequency, 
amplitude, and noisiness can be assembled in the editor shown in figure 6.8. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 6.8. 
Morphing function 
editor in Fossa,  
showing individual  
frequency, amplitude,  
and noisiness morphing  
functions for a morph  
between an oboe and  
a clarinet tone. 

 
6.2.3.3 Edit Menu 
 

The edit menu provides basic 
functions to change current 
collection of partials like delete, 
rename, and copy, shown in 
figure 6.9. 

Figure 6.9. Edit menu. 
 
 
“Delete” erases the current collection of partials from the Partials List in Sidebar, 
and sets the following partials to current.  “Copy” produces an exact copy of 
current partials and adds it to the Partials List.  “Rename” opens a dialog for 
specifying a new name of current collection of partials, see figure 6.10.  
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Figure 6.10.  
Rename dialog. 

 
6.2.3.4 Help Menu 
 

To help the user with how to function the program a help menu is available, see 
figure 6.11.  When the “what is this” option is activated, next mouse click will 
result in an explanation of the hit item.  Not all items has “what is this” text only 
more complicated widgets are described.  When clicking on the “manual” this text 

is provided to clarify how to use 
Fossa properly.  A short 
statement should appear when 
the “about Fossa” option is 
selected to inform about 
development details. 

Figure 6.11.  
Help menu. 

 
6.2.4 Statusbar 
 

Feedback, when using Fossa, is shown in the Statusbar, see Figure 6.12.  
Appropriate error and notification messages are displayed after different user 
actions.  
 

Figure 6.12. The  
statusbar, displaying  
messages for errors 
and notification.   
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6.3 Testing 
 

All unit-testing actions have been achieved during the coding stage of the 
application.  This was the most convenient approach with only one developer 
responsible for the whole project.  Small test programs were developed to find 
flaws in classes and their methods.   
 
Integration testing naturally occurred when parts of the program were put together 
in order to see if the communication and usage between the different combined 
components worked according to specifications.  As for the case with unit testing, 
test programs were made to ensure the correctness of the interaction.   
 
Finally, the system testing was performed to find errors in functionalities and 
usability of the entire application.  They were designed according to the use cases 
specified in section 4.2.  The process systematically tested the different user 
scenarios to see if Fossa acted as expected.  The program was also released to the 
main actors to collect feedback from the actual users of the application.      
 

 

 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



 
 

32 

 
 
 

 
 

 

 

Evaluation and Future Work 7 
 
This chapter evaluates Fossa, and tries to summarize accomplishments made in the 
development of the application.  The implemented control application is a well working 
beta release, however, the main users of the application desire further work and the 
program would benefit greatly in usability from additional functionalities.  Already, a 
student at University of Chicago has continued the development of the project and the 
application will be posted a Sourceforge, [Fitz3].   
 
7.1 Evaluation and Future Work 

 
The following section describes some important functions that have not been 
implemented in the application at this time and gives a description of what changes 
and additional functions should be developed in order to improve the program in 
the future.  Moreover, some suggestions are also given on how to implement these 
ideas. 
 

• Currently, Fossa has no mechanism for dilation.  In order to successfully perform 
morphs between two sounds, many situations require the sounds to be 
synchronized in time to match for example the attack or the decade of the sources.  
This operation can be added by implementing a selection in the manipulate menu.  
After clicking at the new menu option, a dialog for dilation will appear for the 
current collection of partials.  An easy alternative would be to give the user input 
lines for inserting times and target times for the dilation.  Due to the fact that 
dilation can be performed with an in advanced undetermined amount of times, 
this alternative have to implement an option where the user selects the number of 
times represented in the dilation.   A more advanced solution, but natural for a 
user, would be to implement a drag and drop functionality.  Let the user click in a 
window where the current collection of partials is plotted and drag the mouse to a 
desired target time, the click and the release of the mouse would act as matching 
times in the dilation.   
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One problem introduced by this drag and drop alternative appears when a desired 
target time is outside of the window plot.  The solution would require a zoom and 
scroll functionality to enable the user to chose any wanted times. 

 
• After channelization, it would be interesting to see the different labels assigned to 

the partials.  Also, a mechanism for changing a label after channelization would 
be very useful.  This functionality would enable  the user to see how the 
channelization and the distillation process work and the ability would be given to 
impact the result of the processes.  The alternative to display all partial’s labels in 
the current partials view would result in a plot too messy to look at.  Instead, an 
efficient and straightforward way would be to add a spinbox in the view which 
integer number would indicate a label.  Corresponding partial can be colored in a 
way, which separates it from other partials in the current partials view.  By 
changing the integer number in the spinbox a new partial is displayed with the 
indicated label.   Moreover, to change a partial's label, simply add a new option in 
the manipulation menu to open a dialog for selecting partials and changing their 
label.   

 
• The player would benefit from extended functions, currently the only mechanism 

implemented is to play the current sound.  Further, in order to play a sound more 
efficiently the synthesis need to be separated from the play action.  Right now, a 
mouse click on the play button results in current collection of partials to be 
synthesized and thereafter played.  The synthesize process requires some time and 
the play action is therefore delayed.  For comparisons of different sounds, such a 
delay is very annoying since it is easy to forget how the first played source sounds 
compare to the second.  One solution is to always synthesize a sound when a 
modification to its partials has been made.  The synthesized result can be buffered 
and stay ready to be played straight away when the user clicks at the button.   

 
• Some functions are more time consuming than others and sometimes the graphics 

get locked until the more complex action is finished.  For example, the statusbar 
displays messages after instead of before importing an aiff file.  To use threads in 
a clever way would make the application more efficient in these situations.  When 
threads are hard to implement, a timer could be used to produce a delay after the 
graphical operation so it can finish before the time consuming action, at least no 
lock will appear but the application will be less efficient. 

 
• More testing would is necessary in order to ensure the correctness of the program 

and also extend and redefine the functionalities. 
 

• Minor corrections like adding more “tooltips” and “what is this texts”, update the 
program to make use of the last released version of Loris, output more and more 
detailed error and status messages, improve the scales of the axis of a plot, are 
also necessary changes.     
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