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Abstract

The goal of the project was to improve a multiplayer framework for games by adding a system for 
congestion control and a fail-over system that would allow a client in a game to take over as host if 
the original host were to crash or leave the game. An existing game engine was used for the project.

The methods that were used to detect network congestion was to check for network packet 
loss and increased packet round-trip time at the frameworks network layer. When network 
congestion was detected, the application would adapt the amount of network data sent to avoid 
flooding the receiver.

The fail-over system used a lobby that both the games host and clients would register 
themselves with. When the host was shut down, the lobby would choose a new host among the 
clients and start the fail-over process which involved converting a game client to a game server, 
having clients connect to the new host and synchronizing the game worlds of the games new host 
and its clients.

While the fail-over system worked relatively well the congestion control system had some 
issues with detecting packet loss and insufficient testing.

Sammanfattning
Projektets mål var att förbättra ett flerspelar-ramverk för spel genom att lägga till ett system för att 
förhindra nätverksöverbelastning samt ett så kallat “fail-over” system skulle tillåta en klient i ett 
spel att ta över som värd ifall den ursprungliga värden krashade eller lämnade spelet. En redan 
existerande spelmotor användes till projektet.

De metoder som användes för att upptäcka nätverksöverbelastning var att kolla ifall 
nätvkerspaket försvann samt att kolla efter ökningar av paketens tur- och returtid, detta gjordes på 
ramverkets nätverksnivå. Då nätverksöverbelastning upptäcktes anpassade programmet mängden 
nätverksdata som skickades för att inte överväldiga mottagaren.

Fail-over systemet använde en lobby som både spelets värd samt klient registrerade sig hos. 
När värden stängdes ner valde lobbyn en ny värd bland klienterna och startade en “fail-over” 
process som innebar att en spelklient omvandlades till en spelserver, klienterna kopplade upp sig 
mot den nya värden samt att spelvärldarna, hos både den nya värden samt dess clienter, 
synkroniserades. 

Fail-over-systemet fungerade relativt bra medan systemet för att förhindra 
nätverksöverbelastning led av en del problem med att upptäcka förlorade paket samt att det inte 
testades tillräckligt mycket.
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1. Introduction
1.1 Background

The goal of this project was to make improvements to a multiplayer framework for games called 
NorgnaNet (Enmark, 2011a). This framework consists of a network layer and an application layer. 

The network layer uses the User Datagram Protocol (UDP) (Postel, 1980) to establish 
connections via the network which are then used to send packets containing messages. It also has 
simple functionality for resending these packets if they were lost during transit.

The application layer is built on top of the network layer and consists of a server and client, 
that use a simple protocol to communicate with each other,  and a system for distributing and 
synchronizing game objects(entities) via this server/client. 

This distribution system was integrated with the Nebula 3 game engine (Weissflog, 2007).
The distribution system allowed a programmer to choose which entity attributes (such as player 
position, health etc ) that needed to be sent to other participants of a game. When the entity was 
created on the game server it was automatically registered with the distribution system which in 
turn sent enough information to all clients to allow them to create a local version of the same entity. 
Local changes made to the attributes chosen for network distribution were also automatically sent to 
all clients, as well as information regarding removed entities, ensuring that both the server and the 
clients had approximately the same game world.

A major issue with NorgnaNet was the lack of network congestion control, i.e. the 
distribution system would check for entity changes and send entity updates 60 times per second and 
there was no limitation for how much network data could be sent at once. If, for example, there was 
a lot of entity information that needed to be sent when the game started, or a lot of entity changes 
needed to be distributed, the system could easily flood the receivers internet connection if they 
didn't have enough available bandwidth. 

The first goal of this project is to make improvements to prevent the previous issue by 
implementing automatic network congestion control that could detect network congestion and adapt 
the amount of network data that is sent to the networks current condition.

The second goal of the project is to add a “fail-over” system that can be used in games. It would 
allow a game client to take over the responsibilities of the host if the original host of a networking 
game were to crash or leave the game for some  reason, thus allowing the game that was already in 
progress to continue without having to start over from scratch. This part of the project will not 
include the ability to determine which client is best suited to take over as host based on processing 
power, available bandwidth etc.
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2. Method
2.1 The congestion control system

2.1.1 Detecting network congestion

The symptoms of network congestion are packet delays and packet loss. Packet delays occur when a 
network router receives more network packets than it can handle, it then stores these packets in a 
buffer to be sent at a later time. Packet loss occurs if said buffer has been filled and excess packets 
are dropped (Kurose and Ross, 2003).

NorgnaNets network layer had limited support for detecting packet loss and measuring 
packet round-trip time(RTT). Each reliable packet sent by the application was given a sequence 
number and when it was received the recipient sent one acknowledgment packet with the same 
sequence number back to the original sender to confirm that said packet was received, if the 
acknowledgment (ACK) packet didn't arrive the sender considered the original packet lost and 
would send it again. The time that had passed from when the packet was sent to when the ACK was 
received was used as a measurement of the current RTT. 

Since it was only possible to detect packet loss and measure RTT for reliable packets, any 
network congestion that could occur when only sending high amounts of unreliable packets could 
go undetected. It was therefore decided that unreliable packets should also be taken into 
consideration when trying to determine packet loss and estimating packet RTT.

The solution was to let the network layer keep track of how many packets have been sent, how 
many have been lost, how much data was sent and the current estimated RTT. The network layer 
regularly puts together network reports that contain the total amount of packets sent/lost, the total 
amount of data that was sent and current RTT, as well as the amount of packets sent/lost and the 
amount of data sent since the last report. These reports are done separately for each network 
connection and are sent to the application layer.

The new packet loss detection algorithm used for the project was described by Fiedler 
(2008). This algorithm sends ACKs for the last 33 packets that were received with of each outgoing 
packet. To limit the amount of data that needs to be sent a single integer, containing the sequence 
number of the last packet that was received,  is used followed by a bit mask of 32 bits that indicate 
whether the 32 packets sent before the current sequence number were received.

This method makes it less likely that an ACK for a packet will be lost since it will be sent 
with the next 32 outgoing packets and eliminates the need to send packets just for ACKs.

Each time a packet is sent that packets sequence number and the current time are saved in a 
PacketInformation object (PI) that is put at the end of a list. When the ACK for said packet is 
received, the PI for that packet is looked up in the list using its sequence number and it is marked as 
acknowledged. Then all the PI objects before it are checked one by one and marked as 
acknowledged based on the values in the bitmask. If a PI hasn't received an ACK at least a second 
after its packet was sent it is considered lost and the application is notified that the packet was lost. 
It's then up to the application to decide whether the packet should be sent again or not. 

The RTT for a packet is calculated based on the difference between the sent time and the 
time that the ACK was received . In order to avoid large fluctuations in the RTT due to a single 
packet arriving late an exponentially weighted moving average is used (Hunter, 1986) where 10% 
of the difference between the current RTT and the last RTT is then added to the last stored RTT 
(Fiedler, 2008). 
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2.1.2 Implementing congestion control

It was considered to implement the congestion control system at the network layer. This would have 
meant that the application could send messages directly to the network layer without having to 
worry about sending too much network data at once (within reason of course). The network layer 
could simply postpone sending data for some amount of time if congestion was detected and send it 
at a later time instead.

However, since the project was made with games in mind, where frequently changing 
information can quickly become obsolete, it was decided that the congestion control system would 
be implemented at the application layer in order to avoid the following situation: 

The application sends a message with updates for player positions to the network layer. The 
network layer decides to postpone sending the message until the next update cycle due to network 
congestion. The next update cycle arrives and the application detects changes in previously sent 
player positions and sends a new message with these to the network layer. The network layer is now 
tasked with sending the player positions twice with the positions that were postponed in the 
previous cycle now being obsolete.

The solution was to create a NetworkDataController (NDC) that is tasked with keeping track of a 
number of variables that the application could use to avoid sending too much data. These variables 
include the total amount of network data that can be sent each second(send limit), how much data 
will fit into one UDP packet, and how many times per second data is sent (send rate). 

How much data can be sent each update cycle is calculated by simply taking the send limit 
and dividing it by the send rate.  If the send limit is 30000 bytes,  the send rate is 30 and update 
cycles occur 30 times per second then a maximum of 1000 bytes (30000 bytes / 30) should be sent 
each update cycle.

The NDC uses the RTT and packet loss numbers contained within the network layers 
network reports, that were mentioned in a previous section, to estimate whether the receiving party 
suffers from network congestion. Up to ten of these reports are saved with the oldest being removed 
if a new report would cause this limit to be exceeded, meaning that the NDC always has access to 
the 10 most recent reports if needed. The NDC has three different states that were called the “start” 
state, the “slow start” state and the “normal”state. These states have three criteria at their disposal to 
determine the networks condition, these are called “ideal”, “good” and “bad”. Conditions are 
considered “ideal” when the RTT is below 250 and there is no packet loss,  “good” when the RTT is 
below 250 and there is less than 10% packet loss and considered “bad” when the RTT is above 250 
and/or there is 10% packet loss or more.

When the first network report is received by the NDC it is in the “start” state and has a low 
send limit. The report is checked to see if network conditions are ideal or bad. If conditions are ideal 
the NDC changes to the “slow start” state and if they're bad it changes to the “normal” state.

The purpose of the “slow start” state was to quickly adapt the send limit to the capabilities of 
the receivers network. It was based on the TCP(Transmission Control Protocol) “slow start” state 
(Kurose and Ross, 2003). While in this state, each time a good report is received the send limit is 
doubled, up to a maximum value, as long as the amount of data that was sent since the last report 
reached at least 90% of the send limit, this was done to prevent the send limit from being increased 
during periods when little or no data is sent. If a bad report is received it is assumed that the NDCs 
send limit may either be close to or above what the receiver can handle and NDC enters the 
“normal” state.

In the “normal” state, each time a good report is received the send rate is increased linearly, 
up to a maximum value, as long as 90% of the send limit was reached. If a bad report is received, 
the previously received reports are checked to see how many consecutive reports were bad. If the 
previous report was good, nothing is done in case the bad report was an isolated event. 
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If it turns out that the previous report also was bad the receivers network could be congested and the 
send limit suffers a linear decrease(down to a minimum value) to see if that solves the problem. If 
the new report makes a total of three or more consecutive bad reports, it is assumed that a linear 
decrease wasn't enough to prevent congestion and a more drastic action is taken by halving the send 
limit.

2.1.3 The controlled distribution process

The distribution system uses the NDC to determine how often entity data should be distributed and 
how many bytes can be sent each time. It goes through entity data based on a simple list of priorities 
and then estimates how many bytes it would take to serialize that data. As long as the byte limit isn't 
exceeded the data is serialized and sent as messages via the network layer.

The StreamWriter is a class that is used to serialize entity data. First, the current send limit 
per cycle and the maximum UDP packet size is fetched from the NDC and used to configure the 
StreamWriter. The StreamWriter has a byte buffer of the same size as the maximum packet size and 
keeps track of how many bytes it has serialized and also has a write limit which is identical to the 
send limit for this cycle. 

The highest priority for serialization are messages that inform game participants about 
removed entities, followed by recently added entities and finally any messages with changes that 
were made to existing entities. When serializing entity removal messages, the size of the first 
message in a message queue is checked. If it fits into the StreamWriters buffer, and serializing it 
wouldn't exceed the write limit, it is then serialized to this buffer and removed from the queue. If 
the buffer doesn't have enough space for the message, but it wouldn't exceed the write limit, the old 
contents of the buffer are copied and sent as a message that is delivered to the recipient via the 
network layer. The StreamWriters buffer is then cleared and the new message from the queue is 
serialized to the buffer. If serializing the message completely fills the buffer without exceeding the 
write limit, the buffers contents is sent as a network message and the buffer is cleared. If the write 
limit has been exceeded, nothing new is serialized and any data in the buffer is sent to the recipient. 
This entire process is repeated as long as the write limit hasn't been reached. Any message in the 
queue that wasn't serialized will have to wait until the next cycle.

Serializing new entity messages and entity update messages basically follows the same 
procedure with some differences. For new entity messages, the size of all of the entities attributes is 
checked to see if the whole entity can be sent this cycle without exceeding the write limit. If the 
write limit has been exceeded nothing is sent, otherwise the entities attributes are serialized one at a 
time as long as there is room in the buffer. When an attribute doesn't fit inside the buffer, the 
contents of the buffer is sent as a network message and the buffer is cleared before serializing the 
attribute into it.

After these steps when there's nothing left to serialize, the StreamWriters buffer needs to be 
checked to see if there's any data there left( since the normal procedure only sends a message when 
the StreamWriters buffer is full or nearly filled). If there is data left it is sent as a message and the 
buffer is cleared.
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2.1.4 Congestion control testing

The packet loss detection algorithm was tested by locally simulating the network communication 
that occurs between a client and server with no actual network communication. The simulation 
consisted of a client and server, that would send packets back and forth with a 10% probability that 
each of the clients packets would be lost in transit. All lost and delivered packets were kept track of 
and their sequence numbers were checked to confirm that no acknowledgment was received for a 
packet that had been lost and that no packet, that was successfully received, was mistakenly marked 
as lost.

Network reports were also monitored while a client and server were frequently sending 
messages to each other via a Local Area Network(LAN). These reports were checked for packet 
loss and the RTT estimate.

The NetworkDataController (NDC) was tested by manually creating network reports that 
represented different network conditions. Several of these reports were then given to the NDC in 
different combinations and the actions that the NDC took based on these reports were observed.
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2.2 The fail-over system

2.2.1 Fail-over communication

In the event of a game server failure the clients need a way to communicate with each other to make 
it possible to continue with the current game. When using a client-server architecture, the clients 
don't have any direct contact with each other, they all communicate with the server and only the 
server sends information back to the clients. When the server goes down the clients wouldn't be able 
to establish a new server since they have no way to contact each other.

One way to solve the problem would be to allow all clients to be aware of each other by 
having the server send contact information such as IP (Internet Protocol) address and port number 
for each client to all participants. The clients could then contact each other and work out who 
should host the new server. 

This awareness would however make both the server and clients vulnerable to address 
spoofing ( Heberlein and Bishop, 1996) which would make it easier for clients to send 
misinformation to the server, or other clients, in order to sabotage or cheat.

An alternative was to use a third party solution like a Game Lobby (GL) (Microsoft, n.d.). It 
would require both the host and the clients to register themselves with the lobby. The host would 
register its game server with the GL while the clients could find and join the hosts server by 
requesting the hosts server information that was registered with the GL. The GL could then keep 
track of the game and all clients that participate in it by requiring them to register themselves upon 
joining a server. This would mean that the GL is aware of all participants in a game and could 
negotiate a fail-over together with the clients without increasing the risk of cheating or sabotage 
when compared to the clients being directly aware of each other.

The chosen solution was to use a Game Lobby (GL). Would-
be participants for a game start out as a Lobby Client(LC) 
that needs to register itself with the GL, which in return 
supplies the LC with a lobby identification 
number(lobbyID). Once registered, an LC can choose to 
either host a game server or request a list of already existing 
game servers. If an LC chooses to host a game server, its 
game application first starts a game server and then sends a 
registration request to the GL, together with relevant 
information such as the port the game server listens to and 
how many players are allowed to join ( It's assumed that the 
servers IP address is the same as the one that connected to 
the GL ). The GL then stores the server information in a 
Game object(GO). When an LC requests a list of game 
servers the GL sends it relevant contact information from a 
GO. The client can then use this information to send a join 
request directly to a chosen server, along with the clients 
lobbyID. If the request is accepted the server then registers 
the clients lobbyID with the GL, which in turn registers the 
clients lobbyID with the appropriate GO.

If the clients were to lose contact with the server for 
some reason, they would send a  complaint to the GL and when enough complaints have been 
received (depending on the number of participants) the GL should try to contact the server to see if 
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it's still up and running. If it doesn't receive a response within a reasonable amount of time it can be 
assumed that the server is down and a new host is randomly chosen among the games current LCs.

The chosen LC is then informed that it should be the new host and is supplied with 
information about how many players it needs to support and which port it should listen to. The other 
LCs are informed that a fail-over has occurred and supplied with the new hosts address, allowing 
them to connect to it.

2.2.2 Client-to-server conversion

A client may be called upon to take over as a server at any time. To facilitate this, NorgnaNets client 
and server were merged into a class called NorgnaPeer that can act as either server or client. It is 
converted to a server when its ServerMode function is called.

The way it work is that it simply shuts down the network layer, severing any active 
connections and then restarts it with a different configuration that allows others to connect to it 
while in server mode.

2.2.3 Synchronizing game states

After a successful fail-over, when the clients have connected to the new server, their game worlds 
need to be synchronized. Since the distribution system automatically sends information about entity 
creation and entity destruction as well as updates when entity attributes are changed, both the new 
server and the clients should already have approximately the same information about the game 
world. Certain information may vary though if, for example, the old server managed to send new 
entity information to only some of the clients before disconnecting, or if some clients didn't receive 
certain information due to packet loss.

The solution was to let the new host gather all entity data from all clients and then compare 
each of a clients/hosts entities attributes to try and make an informed decision, if possible, of which 
entities should remain in the game world and which value each entity attribute should have.

Several distribution states were added to the distribution system to help perform the different tasks 
needed for the synchronization process.

The SynchronizeGather state is a distribution state used by the game server where it gathers 
all entity data from the clients.  When entering this state a message is sent to all connected clients 
which tells them that they should enter the ClientSynchronizeSend state. The distribution system 
then waits until all clients have sent all their entity data to the server.  Any data received in this state 
is stored and no entity data is sent from the server back to the clients.

Once the server has received confirmation that it received all of the clients entity data it 
begins a synchronization process where it goes through both the hosts entities and each of the 
clients entities (that it had previously stored). It checks how many of the clients/host have an entity 
and decides if it should be part of the game world. This is done by popular vote, that is if at least 
half of the participants (rounded up) have the entity it should be part of the world.

If an entity passed the previous test the next step was to synchronize all of its attributes.
Each host/client version of an attributes value is fetched and an attempt is made to find the most 
common value. If one is found, it is used as the attributes value. If no common value was found, a 
value is chosen at random instead. Then the next attribute goes through the same process and so on.

Once this procedure has been done for all entities the distribution system enters the 
ServerSynchronizeSend state.
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The ServerSynchronizeSend state is a server state where the distribution system sends all of its 
entity data to all clients. Once everything has been sent it notifies the clients that the 
synchronization process has been completed and the distribution system enters the ServerState.

The ClientSynchronizeSend state is almost identical to the ServerSynchronizeSend state. It 
sends all entity data to the server and then notifies the server once everything has been sent but 
enters the ClientIdle state instead.

The ServerState contains the basic functionality for the distribution system like sending new 
entity data and entity updates. When entering this state a message is sent to the clients, telling them 
to change to the ClientState. 

The ClientIdle state is, as the name suggests, a state where the distribution system doesn't 
send any data.

While in the ClientState the distribution system can send messages, regarding changes that 
the client has made to entities, back to the server.

2.2.4 The test game application

In order to test the fail-over system the game application(GA), that was originally created for 
NorgnaNet, was modified and used (Enmark, 2011b).

This application allowed up to four players, including the host, to participate and could be 
divided into two main game states. In the setup state the host would create a server and clients could 
join the hosts server by typing in the hosts IP address and port number. When the host started the 
game it entered the battle state.

Upon entering the battle state a level containing a small geometric plane was loaded and a 
player entity was created for each player. The players were given control of a player entity and 
could move around on the plane by using their keyboards arrow keys and throw a cube-shaped 
projectile, in the same direction as their entity was facing, by pushing the CTRL key. If a players 
entity got hit by a cube four times that player was defeated and the game would end when only one 
player was left in the game.

The host handled the creation of all game entities and decided which player controlled 
which player entity.

The setup state was changed to use the following process: Upon starting the GA the user first needs 
to connect to the previously mentioned Game Lobby(GL)  and is then presented with the option to 
either host a game or join a game.

When the host option is chosen a network server is started and automatically registered with 
the GL. If the join option is chosen the client receives a list of game servers, which is automatically 
requested from the GL, and it is given the option to join one of them. 

Functionality for pausing the game was added in order to preserve the games current state 
when a client loses contact with the host. While the pause function is in effect no user input that 
would affect player entities is handled and the games physics simulation isn't updated in order to 
prevent game objects, such as the projectiles, from moving.

Since the fail-over system chooses a new host at random it would be difficult to tell which of 
the remaining players is the host, to solve this problem the word 'host' it shown on the screen of the 
current host.
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2.2.5 Fail-over testing

Three different computers, that were connected to each other through a Local Area Network(LAN), 
used the GA to test the fail-over system.

These computers would take turns hosting a game while the others were game clients. The 
Game Lobby was also run on one of these computers.

A few seconds after the game entered the battle state the hosts game application was shut 
down to trigger the fail-over. Each step in the fail-over process was monitored.
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3. Results

3.1 Congestion control results

Local tests of the packet loss detection algorithm, see figure 2, showed that no lost packets were 
incorrectly flagged as received and no received packets were incorrectly flagged as lost, however, 
when LAN tests were done, network reports indicated that a small amount of packets were 
occasionally lost as can be seen in figure 3.

The RTT estimate gave stable round-trip times as long as both client and server frequently 
sent packets to each other. Sending packets less often would increase the RTT estimate since it was 
based on the time when the sender received the ACK from the receiver.

The NetworkDataController took expected actions, based on the network reports it received, 
while performing local tests. As long as network conditions were good the send limit would be 
increased if the amount of data sent was near the send limit while more than one consecutive report 
of bad network conditions would make the NDC lower the sent limit.

The distribution systems data serialization system and serialization priorities worked while 
handling amounts of data that were below the send limit and below the maximum UDP packet size, 
but it wasn't tested in a situation where it would risk exceeding those limits. The data that was 
serialized could be successfully deserialized and used by the receiver.

The system for resending lost packets was slightly changed to in order to work with the new 
packet loss detection algorithm but stopped working properly in to process. While the system was 
active it would cause the application to freeze a short while after the test game had started.
This occurred when the system used a thread synchronization object in order to avoid thread 
conflicts.
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3.2 Fail-over results

Fail-over tests were performed using a host and two clients, each using different computers that 
were connected to each other via a LAN. Both the host and the clients could register themselves 
with the lobby and the host could register its game server with the lobby. The clients could request a 
server list containing the hosts address from the lobby and use the information from the list to 
connect to the host. The host could then register the clients ID with the game lobby, so that it could 
keep track of the games participants.

When the hosts game application was shut down the clients game worlds were automatically 
paused and complaints were sent to the lobby. The lobby chose a new host at random among the 
clients once two complaints had been received. It then sent the new hosts address to both 
participants. The plan was that the lobby would try to contact the host after enough complaints had 
been received, in order to establish that the host had indeed crashed or been shut down, but this was 
never implemented due to time constraints.

The new host then converted from client to host and waited for the client to connect. After 
the client had connected to the host, the host gathered all entity data from the client and 
synchronized the game world by comparing the clients entity data to the hosts own version of that 
data and choosing the appropriate data to be used based on the criteria that were set. The host then 
sent the synchronized data to the client. Once this was done both players could both move around 
and throw projectiles and see the other players actions.

An issue that cropped up during testing was that the players couldn't be defeated when hit by 
enough projectiles after a fail-over had occurred, which in turn meant that the game couldn't end.
This wasn't an issue with the fail-over system itself but rather a game logic issue caused the fact that 
only the original hosts game application checked if players were defeated and if the victory 
conditions had been reached.

Another issue was that neither the original host nor the clients could reconnect to the lobby 
after the initial registration which meant that the lobby had to be restarted the lobby between fail-
over tests.
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4. Discussion

4.1 The congestion control system

The first goal of the project was to implement a system that could automatically detect network 
congestion and take actions to prevent congestion by adapting the amount of network data that was 
sent to the current condition of the network. The local packet loss detection tests wouldn't show any 
packet loss while the tests done on a LAN would sometimes show low amounts of packet loss. 
Packet loss shouldn't occur on a LAN and that likely means that the packet loss detection algorithm 
and/or the local test program doesn't work correctly.

The game application that was used for testing only had 3 player entities that needed to be 
distributed at the start of the game which meant that the amount of data that needed to be sent was 
far below both the send limit and the maximum size of a packet. More data was sent when players 
were moving around and shooting projectiles but it wasn't enough to reach or exceed the limits that 
were set. In order to make a proper test that could show that the system works as expected, a lot 
more entities would have to be added to the game so that a lot more data is distributed.

While local tests showed that the NDC worked as expected it would need to be stress-tested 
in either a network environment that's prone to network congestion or a good simulated 
environment that could exhibit the same symptoms.

4.2 The fail-over system

The second goal was to implement a fail-over system that would allow a client in a game to take 
over as host if the original host crashed or left the games. The fail-over system worked well apart 
from the fact that the game couldn't end afterward. That issue could be fixed by changing the test 
game application to make the clients keep track of the games victory conditions in the same way as 
the host does.

Although it never happened during testing, another concern with the current implementation 
was that there's currently no way to recover if the new host were to crash in the midst of a fail-over.
A solution for recovering from a mid-fail-over crash should be added if any future work was done 
on the project. 

The game lobby could perform its primary task, which was to keep track of a games 
participants to allow them to contact each other to perform the fail-over, without the security 
concerns that would come with every participant being aware of each other. Except for the fact that 
the lobby couldn't handle clients reconnecting it was missing several key features that, while they 
weren't needed for this project, are an integral part of a fully functional lobby. These features 
include the ability to remove registered games after they've been completed, remove clients from a 
game in progress if they leave the game and possibly other things that didn't come to mind. While it 
was unfortunate that these features weren't included, the lobby itself wasn't part of the projects goals 
which meant they were a low priority.

It was intended to have the lobby check if the host had crashed after enough client 
complaints had been registered but this wasn't done due to time constraints.  As it is right now, 
clients could potentially force the server out of the game if the majority of the clients lost contact 
with the server, even though the server itself is still up and running. 
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4.3 Future work

The system for resending lost packets needs to be reworked, since it's an integral part of the 
framework, and the packet loss detection system would need to be thoroughly reviewed in order to 
determine if its implementation is fundamentally flawed or if the packet loss was caused by 
something else.

The distribution system and NDC should be stress-tested, preferably in a network 
environment that's prone to network congestion or a good simulated environment that could exhibit 
the same symptoms.

Improvements that could be made to the fail-over system would be to add functionality to 
allow it to recover from crashing in the middle of a fail-over as well as having the lobby confirm 
that the game host can't be reached before starting a fail-over.

The lobbies issues with reconnecting clients would also need to be fixed and features such as 
allowing games to be removed, the ability to remove clients from games and possibly other things 
that didn't come to mind would need to be added to make the lobby fully functional.

4.4 Environmental, ethical and social considerations

The NorgnaNet multiplayer framework was developed by a junior programmer over the course of 
about four months. It shouldn't be unreasonable to assume that using the framework could reduce 
the development time of a project by 1-4 months when compared to starting from scratch. This 
would in turn have a positive impact on the environment since 1-4 months worth of at least one 
computers power consumption was saved, most likely even more when considering that at least 2 
computers would be needed from time to time to properly test the framework.

While network security wasn't the highest priority for this project, effort was made to 
identify and avoid potential security issues and steps were taken to avoid exposing framework users 
to potential issues that could arise through the use of address spoofing.

Tracking down network related issues can be a difficult and frustrating experience for a 
developer and this frustration could have a negative effect on other people at the workplace. This 
framework would help alleviate this problem since a lot of potential issues have already been solved 
during its creation.
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