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Abstract 
Multicast is becoming an increasingly important transmission method on the Internet, 
since when deployed it uses resources more efficiently and enables scalable many-to-
many communication. Providing security services, such as traffic confidentiality, for 
multicast communication is particularly problematic. The original multicast model 
implies anonymity for both sender and receiver, which is one of the problems.  
 
This document describes the problem areas, focusing on a one-to-many scenario, and 
the implemented prototype. It employs a client/server policy framework in order to 
provide/enforce access control to restricted multicast addresses. By denying 
unauthorized hosts access as well as disconnecting members if necessary, the 
implementation is shown to efficiently enforce access control for multicast group 
communication.  
 
When comparing the implemented solution to other solution ideas, it was found less 
message-intensive, although it implies changes in the routers, which alters the 
multicast model.  
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This thesis describes a work performed at Telia Research AB in Luleå, Sweden, 
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1 Introduction 
Apart from standard unicast communication, which is sent point-to-point from one 
sender to one receiver, the Internet Protocol supports a multicast mode [1][2] for 
delivering data to a set of receivers. This multicast mode can be compared to regular 
TV and radio broadcasting, where information is sent on different channels to anyone 
listening. By using multicast, anyone can broadcast information on an allocated 
address and the data will be transported to every host listening on the address. In order 
to efficiently utilize the network resources, no data will be sent in directions where 
there are no listeners.  
In this group mode, only one copy of each packet is sent and packets are replicated by 
network nodes along the way, where needed. Figure 1 shows two pictures of Sweden, 
the first one showing a unicast sending from Stockholm to a number of receivers, the 
other one the same session using multicast. The use of multicast saves a lot of 
bandwidth and reduces sender transmission expenses, since the sender only has to 
send one packet at the time.  
 

 
Figure 1 Comparison between unicast and multicast distribution models 

Until now, multicast has mostly been used in minor areas, such as for research 
purposes, with practically no security demands at all. In the past few years though, the 
development has reached a point where a large-scale introduction is of commercial 
interest, which means that some security problems must be solved. An example of an 
important security problem is group management. The current multicast model does 
not support access control, which means any host can join a group from which to 
receive information. A host can also send data on an arbitrary multicast address, 
regardless of its membership. 

1.1 Purpose and goal 
The purpose of the work is to find out problem areas, concerning multicast security, 
and to find out how to solve these problems. The goal is to implement one solution as 
a prototype and to evaluate its behavior in a laboratory environment.  

1.2 Delimitations  
In order to make the project fit within twenty weeks a number of delimitations were 
made: 
• The only application of multicast taken into consideration will be streaming, 

which means that the project’s focus is on a one sender and many receivers 
scenario.  

• All hosts are assumed to have a link of their own to their access router. This is to 
simplify the solution with respect to authentication. 
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• No actions are taken to prevent piracy; it is a problem worth taking notice, but 
also outside the scope of this project.  

• Source authentication, “man in the middle” and similar attacks are not specific to 
multicast. These topics are not taken care of in the project. 

1.3 Structure of the report 
The report is organized as follows:  
• Chapter 1 - Introduction. Briefly explains the multicast model, the major security 

issues arising when dealing with multicast and introduces the reader to the 
research already performed in the area of multicast, security and group handling. 

• Chapter 2 - Background. Describes the different problem areas considered, the 
discussions leading to certain delimitiations of the work premises and of course 
the motives to the exclusions. In this chapter multicast is more explained with 
regards to problems arising when applying security issues to the multicast model. 
These issues are also discussed and decomposed, as are the proposed solutions. 

• Chapter 3 - Technical solution . The chosen solution is described in detail, along 
with the design choices.  

• Chapter 4 - Implementation description. This chapter covers descriptions of the 
implemented solution 

• Chapter 5 - Analysis. The implementation was tested with respect to functionality, 
performance etc. This chapter covers these tests and their analysis. 

• Chapter 6 - Discussions. Comparisons between already existing approaches and 
the one chosen for implementation 

• Chapter 7 - Conclusions. Conclusion on the work done and the goals achieved. 

• Chapter 8 - Future work. How to make the implementation even better and what 
theoretical issues are left to be considered.  
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2 Background 
An overwhelming part of today’s Internet services involves one sender and one 
receiver. However, as bandwidth generally increases new application types emerge – 
many of which involve multiple receivers. But with multiple receivers, say hundreds 
of thousands, sender’s bandwidth requirements might still be too high. Thus, enabling 
IP multicast would also enable this kind of services along with other new and 
innovative ones. Senders need only to transmit one copy of the data and the network 
handles delivery to all recipients, hence multicast means a big advantage in resource 
savings. On the other hand, session scheduling is required in order to inform the 
receivers when and where to listen, which somewhat reduces flexibility. 
 

2.1 The multicast model 
The general idea of multicast is to transfer data from a source to members of a group, 
by having the single packets sent from the source replicated at multicast routers in the 
network whenever necessary. IP multicast leaves no guarantee that all packets reach 
all members of the group or that they will arrive in the same order as they were sent. 
In fact, this is not different from regular unicast IP. However, when sending unicast a 
higher level protocol, such as TCP [3], is often employed to provide a reliable service. 
There are such reliable protocols for multicast [4] under development. 
 
Multicast group membership is dynamic, which means that hosts may join and leave a 
group at any time. Also, there is no restriction of the number of group members and a 
sender does not even have to be a member of the receiving multicast group. Leaving 
distribution and possible replication to the network, i.e., the interconnected routers, 
makes multicast scalable, but it also introduces complicated security issues [5] [6] [7], 
in the case where closed sessions are preferred, which will be discussed later. 
 

Sender

Receiver

IGMP

multicast routing

 
Figure 2 The multicast model. Receiver joins a session and the network builds the 

distribution tree between sender and receiver. 

 
When a host wishes to join a multicast session, it sends join messages with the address 
of the multicast session to the router. During the session, messages will be sent in a 
periodic manner to inform the router that the host is still listening. When the host 
wishes to stop receiving data from a session, it sends a leave message in the same way 
as in the join case. None of these actions taken by the host is dependent of the 
multicast protocol in use, the protocol specific parts begins after the router has 
received the messages. 
 
Different multicast routing protocols manage their distribution trees differently, but 
typically they all make sure that no traffic is forwarded on an interface where there are 
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no downstream members of the group, in order to avoid redundant traffic. There are 
two main extremes when setting up delivery trees: One, called flood-and-prune, which 
floods data from the sender to all possible receivers and has the routers in network 
with no receivers prune off their branches. The other one, reverse-path multicast, 
builds a tree from the receiver towards the sender. Most of the implemented routing 
protocols have their functionality somewhere in between these extremes.  
 

2.1.1 IGMP 
Host and routers in a multicast network communicate using the Internet Group 
Management Protocol, IGMP [2]. IGMP packets are encapsulated in IP datagrams. 
Today there are two different versions of IGMP: v1 and v2; v2 is implemented in most 
routers. IGMP v1 does not support the leave messages mentioned above, but that is 
the only difference from v2 noticeable for the host. 
 
When a router receives such a leave message, it sends out a query to see if there are 
any remaining hosts on the same interface. If no response arrives, no more traffic is 
forwarded on that particular interface. Routers have their own multicast groups to 
listen to in order to receive information concerning other multicast routers and how to 
set up paths to hosts wishing to join.  
 
A new version of IGMP (v3) [9], is currently under development. Hosts will be able to 
join on a group with wanted senders specified, or exclude senders occasionally 
sending on the same multicast address. 

2.1.2 Source Specific Multicast  
The source specific multicast (SSM) [10] model was developed for one-to-many 
applications. By providing the ability for a receiver to specify which sender to receive 
information from, it introduces multicast channels in addition to regular multicast 
groups. These channels are defined by the group address together with the sender’s 
address, which means it will greatly enlarge the number of multicast addresses 
available for each sender. With minor changes [11], IGMPv3 can enable support for 
these multicast channels.  
 

2.2 Security issues 
A wider use of multicast means some security issues have to be solved. New 
applications will arise demanding closed sessions. In order to provide for example a 
workable solution of pay-TV members have to be controlled. Naturally, some standard 
security issues, such as message and source authentication and trust in third parties, 
also apply to multicast sessions. Additionally, some multicast specific security issues 
and some group and membership related topics emerge, such as group access control 
and termination of a membership, if closed sessions are to be achieved. 
 
Common attacks against multicast sessions are denial-of-service attacks. It is easy to 
disturb the session for many listeners at the same time when attacking a multicast 
session, since successful attacks at one point impact all downstream participants. 
Multicast sessions also need to be announced in advance which makes it easier for 
persons interesting in disturbing a multicast session to know where and when to 
attack. 
 
Another problem to solve with multicast security is piracy. This problem can arise in 
every closed session, for example through members of pay-TV sessions. 
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To be able to achieve closed sessions in multicast some security issues have to be 
solved. The most urging problems to solve are how to control access to multicast 
groups, ensure secrecy and verify identity of both sender and receiver. By restricting a 
session, it would be possible to distribute sensitive data using multicast without the 
risk of everybody having access to the data. To be able to restrict a session the 
questions below have to be answered. 
 
1. Can it be ensured that only authorized persons can receive and understand the data 

sent on a multicast group? 
2. Can a host be authenticated? 
3. Can one host (easily) be disconnected so that it no longer can receive information? 
 

2.3 Possible solutions 
Security solutions should integrate well with current multicast routing protocols, and 
should have as small overhead as possible. However, in order to enable key exchange 
or access control, additional control messages may need to be introduced. As already 
mentioned, this project focuses on a one-to-many scenario. To be able to answer the 
three questions above, two main approaches have to be considered. One approach 
relies on encryption and the other on modifications to the multicast model, through 
changes in the way routers handle join and leave messages. 
 

2.3.1 Encryption approaches 
A lot of research has already been made in the area of multicast security, and some of 
the more recent works [12] discuss different group key management (GKM) 
protocols. The idea is that the group shares a common key and everything that is sent 
to the group has to be enciphered with the group key. Thus a simple group 
membership control is achieved through key possession, see Figure 3. When group 
members join they have to receive the group key and when they leave the group key 
has to be changed in order to prevent them from receiving further information. This 
activity to update the group key when necessary is known as re-keying. 
 
The join case is rather straightforward in a streaming application. The new member 
receives the present key from the key distributor (KD) for the multicast group to be 
able to decrypt incoming data. Sometimes a new key is given to the new member to 
prevent it from decrypting data sent before it joined (if the member somehow would 
get in touch with old data). In those cases the new key is sent by multicast to the rest 
of the group. However, in the leave case the leaving member must not receive the new 
key and the new key can therefor not be sent using multicast. This is because the 
leaving member still holds the present key and would be able to decrypt the new key. 
The new key then has to be sent point to point to all the remaining hosts. This is where 
this approach turns into a scaling problem.  
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S = Sender
R = Receiver
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Distributor

 
Figure 3 Illustration of Group Key Management 

There are some ideas [13] [14] [15] to decrease the message frequency. By dividing 
the group into subgroups, each subgroup having its own KD, and its own keys, re-
keying only has to occur in the subgroup where membership changes. Thus re-keying 
occurs less frequently and impacts fewer hosts at the same time. As seen in Figure 4, 
the number of (KD) increases and also the delay from sender to user since the data has 
to be re-encrypted at all KDs (to change to the subgroup specific key). Still, this 
variant means an improvement to the one described above, at least if members joins 
and leaves frequently and especially if the total number of members is large. 
 

KD

R R

R

R

R R

KD

R

S KD

R

R

KD R

R

S = Sender
R = Receiver
KD = Key
Distributor

 
Figure 4 Illustration of a key distribution scheme with multiple KDs 



 7

Another proposal [8], illustrated in Figure 5, is to create subgroups using different 
levels of keys instead of distributing the KD. Each Receiver then has three different 
keys, one personal, one subgroup key and one group key. All traffic is sent encrypted 
under the group key. When re-keying occurs the new group key is sent to the 
subgroups encrypted under the subgroup key. When the subgroup key has to be 
updated (in case of a member joining or leaving a subgroup) the subgroup key is sent 
encrypted under the personal keys to the rest of the receivers in the same subgroup. 
Thereafter is the group key re-keyed in the same manner as in the normal re-keying 
above. This approach is quite similar to the one above with distributed KDs. The 
advantage is that no re-encryption has to occur along the way since there is only one 
KD. The disadvantage is that the group key has to be changed for all receivers when 
someone leaves a subgroup. 
 

R

R

KD

R

R

R R

R

S

R

R

R

R

S = Sender
R = Receiver
KD = Key
Distributor

 
Figure 5 Illustration of a key distribution scheme with subgroups created by subgroup 

keys 

The major advantage with these approaches is that no fundamental changes have to be 
implemented in the common network nodes. The disadvantage is the fact that 
unauthorized persons can receive the data and, if they somehow get hold of the 
decryption key, also decrypt the data and even re-distribute it, for example on a 
different multicast address.  
 
In light of the information above, the questions in chapter 2.2 can now be answered. 
The answer to question 1 is negative. Keeping the multicast model intact means 
anyone can join a multicast group. Encryption solutions instead depend on the 
assumption that unauthorized persons would not want to join a group in which they 
can not decrypt the data.  
 
Question 2 is answered positively if a third party is present to verify the connecting 
host’s identity. This is needed due to the inherent anonymity in multicast. 
 
Although a host cannot be excluded from receiving the data, it can be denied to 
receive new keys. This means that the answer to question 3 is yes, the host can be 
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disconnected from the secure session in a manner such as it no longer can receive 
(meaningful) information. 

2.3.2 Router changes 
The second security approach is that certain Internet nodes are extended to enable 
multicast group access control, preferably all routers that support multicast. This 
means that the router in some way has to know, or be able to find out, which hosts it 
should allow to join a specific multicast group and which to deny access. One way is 
to have a trusted third party to ask about unfamiliar hosts. This third party should 
initiate a list of restricted addresses at start up and be able to update the router’s host 
list in order to remove unwanted members. When the router holds this information, it 
can approve or deny hosts to join. This idea implies modifications of the routers, and 
since it includes the ability to deny unwanted hosts to join, it means a change to the 
multicast model.  
 
Of course, the changes in the router have to be made in a way such as the router would 
not be blocked in time consuming searching procedures. This means the overhead 
added to the router has to be as small as possible. The procedure of asking a third 
party also has some limits. Since the router does not block while waiting for answer, 
routing traffic is of no concern but the delay has to be kept under the limit where the 
receiver starts to notice the delay. 
 
When such modifications are allowed, the answer to question 1 seems rather simple. 
When a host requests membership for a multicast group, the request is analyzed. In 
case the address is considered “restricted”, the request is forwarded to the trusted third 
party that decides whether the specific host is allowed to join. If the host is denied 
access to the group in point, it will not be able to receive any information sent to the 
group.  
 

Router

PEP

PDP
Sender

Router

Receiver

 
Figure 6 Schematic illustration of the router changes approach 

Answering question 2 is trickier. If every router has a point-to-point link to every host 
and the knowledge when to authorize the host, nothing additional is needed. However, 
in broadcast nets such as Ethernet and Token-rings some additional authentication 
module might be needed, since there are many hosts listening on the same interface to 
the router. 
 
To ensure that a leaving host no longer can receive information and thus answering 
yes to question 3, the router should be able remove the host from its list. By removing 
the host from the access list, no more IGMP reports should be accepted, and thus no 
more traffic should reach the host. To make the solution more effective, the router 
should also have a way of making the host leave the multicast group immediately. Just 
removing the host from the list is not enough, since IGMP will consider the host a 
member for a few more minutes until it times out. 
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2.4 Evaluation of the approaches 
The project settled for the approach to change how the router processes the join 
messages. This approach means: 
• A higher level of access control 
• More flexibility in security level 
• Testing a solution never tried before 
 
This approach means a higher level of access control, since an unwanted receiver is 
not allowed to join the group and thus it does not receive any content sent to the 
group. In contrary, if using encryption anyone can join on a multicast group and 
receive the encrypted data sent. Thus if the receiver somehow get hold of the key it 
can decrypt the sensitive content. 
 
The selected approach also does not exclude the use of additional encryption, which 
means more flexibility and from our point of view, enables a higher level of security.  
 
Other important reasons for the decision is that although many have tried no one has 
come up with a scalable solution for re-keying yet.  
 
Both approaches require modification of all routers on a particular network in order to 
make the solution work properly. After deciding main solution approach, some 
additional decisions were to be made. 
 

2.4.1 Policy models 
This approach needs a framework similar to that used in QoS [17] for exchanging 
policy information [16] between a server, called Policy Decision Point (PDP) and its 
clients, called Policy Enforcement Points (PEP). This scheme is directly applicable to 
this project, however there are two patterns for exchanging information, namely the 
RSVP [18] pattern and the PR [19] pattern.  
 

PDP

Router / PEP

Router / PEP

Router / PEP Router / PEP

Router / PEP

Router / PEP

Router / PEP
Router / PEP

Host

Host

Host

 
Figure 7 Illustration of a policy network, with PDP and PEPs 

In the RSVP pattern, the PEPs are very simple and have to perform less than in the PR 
pattern. They just pass all requests to the PDP. In the PR pattern, however, the PEP is 
more powerful. It can transform abstract information from the PDP into own 
decisions. This means that the communication between PDP and its PEPs is 
significantly reduced. The RSVP pattern is considered scalable and reliable and since 
the PEP module in this pattern can be kept simple, this variant was chosen.  

2.4.2 COPS 
The purpose of the common open policy service (COPS) protocol [20] is to exchange 
policy information between a PDP and its clients. The protocol employs a client/server 
model, where the PDP acts as server. It uses a persistent TCP connection as its 
transport and by signing the messages with a key and a secure hash function, a high 
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level of security is achieved. There was an implementation [22] of the protocol at 
disposal for this project. It already had an API for the PR pattern, but since the RSVP 
pattern was chosen, the project only used the COPS core part of the implementation. 
A more detailed description of the project’s COPS protocol usage can be found in 
Chapter 4.3. 
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3 Technical solution  
An important goal is to achieve a solution that is fast and has as small overhead as 
possible. The changes in the router ought to be as small as possible and impacting as 
few modules as possible in order to make it easy to install and change. In addition, to 
be able to transmit the data with continuous security, a reliable functionality is 
important. As in all solutions on networks, scalability is an essential factor. 

3.1 Main idea 
There naturally exists an entity that “owns” a multicast session. It could be the sender 
in a one-to-many application. If the group owner wants to restrict access to a session, 
it needs a controller entity to keep track of the group addresses to restrict. A third 
entity is also needed to accept or deny hosts access to the group. Thus, it should use 
the system to obtain the information needed to make such a decision. This normally 
means communicating with the group controller.  
 

3.1.1 External use-cases 
While designing the solution, some actors and use-cases were created to model the 
behavior of a system to develop. Three actors of interest were identified to either use, 
be affected by or just of interest to the system, namely Group Owner, Group 
Controller and Group Handler.  
 

This system is less 
important in the first 
phase.

The Group Controller 
receives information 
from outside.

announce_restricted_group

Group Owner

Group Controller

update_member_list

 
Figure 8 The top-level use-cases and actors describing the functionality 

The main focus of the thesis is the system between Group Handler and Group 
Controller. However, there is an external system, which is to be used by the Group 
Owner too, as shown in Figure 8 above. This system may influence the Group 
Controller and supply an initial state. The Group Owner might want to announce a 
multicast session to be put under access control and at some point update the list of 
accepted members. This system is not taken care of when designing the solution. It is 
just assumed that the Group Controller would receive input from some unspecified 
entity. Instead, the design focuses on the implied use-cases, i.e. what the Group 
Controller does in response to these influences in an access control-enabled system.  

3.1.2 Use-cases describing the solution 
The Group Handler will initiate two use-cases on the new access control system, 
namely: request_receiver_addition and notify_receiver_leaving. 
The first one is to query the system whether to allow the host in point to join the 
specified multicast address. As multicast works today, no such access control is 
supported. The next use-case is to tell the system that a host wanted to leave a 
multicast group. 
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initiate_db

open_connection

request_receiver_addition

<<uses>>

<<uses>>

Group Controller

manage_db

<<uses>>Group Handler

 
Figure 9 The use-case request_receiver_addition, initiated by the Group Handler 

Request_receiver_addition is started when a user requests to join a group. 
The Group Handler queries the system to find out whether or not to allow this host to 
join. To complete this task, the system may start other use-cases to manage internal 
database and the connection to the Group Controller and may also interact with the 
Group Controller. The Group Controller may in turn contact other network nodes to 
validate and authorize the request. (The latter is outside the scope of this thesis.) 
Eventually the system instructs Group Handler how to act, according to the 
information present. 

notify_receiver_leaving

manage_db <<uses>>

Group ControllerGroup Handler

 
Figure 10 The use-case notify_receiver_leaving, initiated by the Group Handler 

Notify_receiver_leaving has as its main goal to let the system know that a 
former group member has left a group. The system may incorporate other use-cases to 
update internal state, and may also inform the Group Controller in order to 
synchronize the states. This state, or database, could be used for billing purposes in the 
pay-TV example. 
 
The Group Controller may also initiate usecases in the system, namely: 
remove_member and manage_db in order to update the list of restricted 
addresses. 
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manage_db

Group Controllerremove_memberGroup Handler

<<uses>>

 
Figure 11 The use-case remove_member, initiated by the Group Controller 

Remove_member is started when a user no longer is accepted as a member in the 
group in point. The reason depends on group characteristics and could be due to 
immoral behavior, lack of money etc. The system manages its database in order to 
complete the task. Group Handler is also instructed in the end and appropriate actions 
are taken to disconnect the host from the session. 

manage_db Group ControllerGroup Handler
 

Figure 12 The use-case manage_db, initiated by the Group Controller 

Manage_db is, when initiated by the Group Controller, for synchronizing the states. 
The system then knows which groups to restrict access to.  

3.1.3 Distributing functionality onto system parts 
The gcu_router approximately corresponds to the Group Handler in the use-cases. It is 
extended with a cache where hosts and groups are stored locally. Thus, the three 
system-parts gcu_router, gcu_cache and InterfaceList aggregates to form the access 
control router. A PEP module is also attached to this router in order to enable 
communication with the PDP, which generally corresponds to the Group Controller 
actor in the use-cases. The main task for the PEP is to modify the router cache 
according to instructions from the PDP.  

3.2 Current operation flow 

3.2.1 Normal (present) join operation 
In Figure 13, the sequence of a normal join operation is described. The prospective 
receiver, called Mr Jim, sends a join request to his access router, the box in the 
middle. It has a list of virtual interfaces that it forwards multicast traffic to, shown as 
InterfaceList in the picture. 
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Mr Jim : 
Receiver

 : gcu_router  : InterfaceList

1: join( )

2: add_interface( )

 
Figure 13 Sequence diagram of the join operation, current version 

To be able to find out where to implement the new system and where to handle the 
new use-cases, the normal behavior is analyzed. The nodes and system parts in point 
are split and the important messages are ordered and distributed below. The normal 
operation flow, when a host wishes to receive traffic on a multicast address is sending 
a request to its access router. The router updates its routing state and immediately and 
unconditionally starts forwarding packets destined to that address.  
 

3.2.2 Normal (present) leave operation 

Mr Jim : 
Receiver

 : gcu_router  : InterfaceList

1: leave( )

2: delete_interface( )

 
Figure 14 Sequence diagram of the leave operation, current version 

Almost identical with the join operation, when the host wishes to terminate its group 
membership, it notifies its access router, which removes the associated virtual 
interface from its InterfaceList. 
 

3.3 Proposed operation flow 

3.3.1 Functionality added to the system 
The aim of this design is to add functionality to this use-case such that the system can 
grant access only to authorized host, in certain cases. To enable group access control, 
several classes are added to the model.  
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3.3.2 Improved join operation 

Mr Jim : 
Receiver

 : gcu_router  : pep  : PDP : pep_
copsconnection

 : Interface
List

 : gcu_
cache

1: join( )

4: user_join_request(user, s_g)

5: deliver_decision(state)

6: add_user_sg(user, s_g)
7: report_success( )

2: lookup(user, s_g)

8: add_interface( )

3: request_receiver_addition( )

 
Figure 15 Sequence diagram of the improved join operation, realizing the 

request_receiver_addition use-case, first message 

The improved join operation introduces these classes in interaction with the existing 
entities. The request from the potential group member is analyzed and in some cases it 
may be handed over to the new PEP module, which contacts the PDP via its 
cops_connection. This only occurs when there is no matching entry in the 
gcu_router’s cache. The pep updates the router cache to enforce the decision from the 
PDP. In order to satisfy the requirements of the COPS protocol, a report is sent back 
to the PDP.  
 

Mr Jim : 
Receiver

 : gcu_router  : InterfaceList : gcu_cache

1: join( )

3: add_interface( )

2: lookup(user, s_g)

 
Figure 16 Sequence diagram of the improved join operation, when user in cache 

If a matching entry was found in the cache, i.e. operation 2 returns positively, the 
sequence diagram above applies. Then the difference from the normal join operation is 
very small, so the database lookup operation will be the only overhead added. 
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3.3.3 Improved leave operation 

Mr Jim : 
Receiver

 : gcu_router  : pep  : PDP : pep_
copsconnection

 : Interface
List

 : gcu_
cache

1: leave( )

4: notify_receiver_leaving( )
5: delete_request(user, s_g)

6: deliver_decision(state)

3: delete_interface( )

2: lookup(user, s_g)

 
Figure 17 Sequence diagram of the improved leave operation, realises 

notify_user_leaving use-case 

The leave operation includes communication with the PDP in order to synchronize 
states. But if the host leaves a group not in the cache, i.e. a non-restricted group, the 
leave operation ends with step 3. 

3.3.4 New forced-leave operation 
When distributing operations for the use-case remove_member, the following 
sequence diagram evolves: 

 : gcu_router  : pep : gcu_cache  : PDP : pep_
copsconnection

 : InterfaceList

1: deliver_decision(state)

4: report_success( )

3: delete_interface( )

2: delete_user(user, s_g)

 
Figure 18 Sequence diagram of the user_remove operation, realizes the remove_member 

use-case 

Here, the PDP sends a decision regarding the host in point, telling the system to 
remove it from its list of accepted users.  

3.3.5 Software components 
The interacting software components to implement are shown in Figure 19. The router 
core is symbolized with IGMP_GCU module. It interacts with a multicast routing 
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daemon, in our case mrouted. It also interacts with the PEP module, via some IPC 
pattern. The PDP will naturally become standalone software, since it will be running 
on a different machine. PEP and PDP communicate using the COPS interface, and 
thus, the new thing needed is for the gcu_router to include the cache and ways to 
communicate with the PEP module. The IPC pattern of router - mrouted may need to 
be analyzed in order to apply the same pattern to the router – PEP communication. In 
order to pass information in the other direction, other IPC patterns may need to be 
evaluated. 

mrouted

PEP PDP

IGMP-GCU

COPS-IGMP
 

Figure 19 Software components in interaction to realize the complete solution 

3.4 Achieved goals 
• Access control is performed at the host’s access router, meaning that the host’s 

request never is allowed to go any further until it is authenticated and approved by 
the system.  

• Additional security, concerning the control messages, is provided by the COPS 
protocol itself, through message signing. The PDP functionality could be 
implemented in an existing AAA scheme thus making it easier to integrate into 
the existing network architecture. 

• The design includes database in kernel to avoid too much user level / kernel level 
switching. An optimized data structure would mean performance gain and is 
discussed in chapter 6. 

• The changes needed in the normal operation flow were minimized. 
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4 Implementation description 
In order to implement the design in chapter 3, the kernel of the router to be modified 
had to be analyzed. This procedure turned out to be very time consuming since almost 
the whole packet flow had to be understood. Reliable functionality is essential, since 
changes are made in the kernel of the router it could go terribly wrong if the added 
code didn’t work properly. The routers used in the project use FreeBSD as operating 
system and the packet flows below apply to FreeBSD. 

4.1 Original packet flow 

Network interface

ip_input igmp_input rip_input

mrouted

vif_table

 

Figure 20 The original igmp packet flow in a FreeBSD router 

Figure 20 shows the normal flow of an IGMP message. The outer rectangle visualizes 
the kernel, the basket-shaped figures represent userspace processes and the arrows 
show the flow direction. A packet is dequeued from the interface queue by the kernel. 
After finding out that it actually is an IP packet, it is passed on to the ip_input method, 
which validates the packet’s checksum, length and integrity. It also determines the 
kind of IP packet in order to know to which method to pass the packet. An IGMP 
packet is sent to igmp_input, which does some additional validation procedures. The 
IGMP checksum is verified and packet length and content is analyzed.  
 
After going through all checks, the packet is passed to rip_input, which places the 
packet onto a socket depending on the packet kind. In the case of IGMP packets, a 
userspace program will be listening on the particular socket, to handle multicast 
membership. In our setup, the program used is mrouted, which is a DVMRP [24] 
multicast routing daemon. Mrouted will handle the packet and, depending on the 
IGMP type, the source and group address and the internal state of mrouted, take 
proper actions. After updating its internal state, the multicast routing daemon may 
instruct the kernel to update its table of virtual interfaces, called vif_table in the 
pictures. For example, in case of a join, it should add that host as a virtual interface. 
This instruction is communicated on a socket between mrouted and the kernel. 
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4.2 Router changes 

4.2.1 Kernel 

ip_input igmp_input rip_input

mrouted

vif_table
gcu_lookup

Yes

Network interface

 

Figure 21 The flow, when activating access control, first case: user is in cache 

According to the solution description in chapter 3, a table of groups and their 
associated hosts is implemented in the kernel. A lookup procedure, gcu_lookup, is 
also implemented and is to be called from within igmp_input, after performing all 
validation checks on the particular IGMP packet. If the host and group address pair 
matches with an entry in the table, the packet is inserted in the exact same flow as 
before. This will be the most frequent case, since few groups are expected to be 
restricted, and for those groups that are restricted, all packets except the first report 
packet from a host will follow this flow. 
 

4.2.2 Kernel to user space and back 

PEPPDP

gcu_handler rip_input

mrouted

vif_table

ip_input igmp_input

gcu_lookup

No

COPS

Network interface

 

Figure 22 The flow, when activating access control, second case: user not found in cache 

The first time a host wants to join a restricted multicast group, the flow above will 
apply. The packet is passed from igmp_input to gcu_lookup, which finds out that the 
group is restricted. Thus, it searches for the host in its database, and since it is the first 
time that the host joins this particular group, no entry is found. The router must 
perform an external lookup procedure, including contacting the third party mentioned 
in the solution description. The packet is placed on another socket this time, on which 
the PEP userspace program is listening. It generates a COPS request for the host and 
group in point and sends it over its encrypted connection to a PDP.  
 
The PDP receives the request, processes it and according to its policies approves or 
denies the request, by creating a corresponding decision. The decision is encrypted 
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and sent back to the PEP, which parses it and instructs the kernel to take appropriate 
actions. This instruction is sent in to the kernel using a special device handled by the 
gcu_handler. It updates the group/host list in the kernel and enqueues the packet again 
in its regular flow, by sending it on to rip_input and so on.  
 
The same picture also applies to the two different leave-cases; namely the normal host 
leave and the forced leave, initiated by the Group Controller or PDP. For the normal 
leave packets, they go the same way as the join packets. The only difference to the 
join-case is that the packets are passed out to the PEP module when gcu_lookup 
returns a positive value, i.e. a cache-hit. The PEP then informs the PDP that the host 
left the group. This functionality could be used for billing purposes.  
 
For a number of reasons, it may also be useful for the PDP to withdraw the 
membership of a host; this functionality is also called forced leave. The PDP then 
instructs the PEP, who in turn, according to Figure 22, instructs gcu_handler in the 
kernel to update the internal state of the router. Lastly it creates a normal leave packet 
and passes it on the normal way. This will trigger a membership query on the interface 
in point, according to the IGMP specification [2], and the host being disconnected will 
respond to it. However, since it was just removed from the cache, the request either 
must stop there or be sent to the PDP. It will be denied and thus the user is 
disconnected.  

4.3 COPS 
The COPS implementation [22] put at disposal was also written as a thesis at Telia 
Research AB and since it was not completely tested, it had some limitations, which 
were taken into consideration when performing the tests. However, it proved to be 
easy to deploy in this project.  

4.3.1 Operations 
Most of the COPS functionality is described in [20], but for simplicity, the common 
operations used in our application are briefly explained. When establishing the 
connection at router start-up, an open message is sent to the PDP (some addresses to 
try are assumed to be known by every router) and the PDP responds. After connection 
set-up, the PEP may send request messages at every join message from a host, in 
order to fulfill the RSVP pattern. This request should include host and group address, 
and the PDP decides, according to the policies present, whether to approve this host 
for joining. A decision is sent back to the PEP in order to update the router’s state. 

4.3.2 PDP 
When designing the PDP program, the intention was to create a very simple, yet 
extendable server, since an intelligent PDP was not seen as indispensable part of the 
work. Some nice features were implemented, most notably the ability to disconnect a 
user within fractions of a second. This functionality is available through a simple 
command-line interface, running in its own thread. 

4.3.3 PEP 
For the router – PEP communication, a combination of socket out from the router 
kernel and a special device to write back into the router kernel proved to be the easiest 
and most efficient way. In other respects, the PEP is very simple. It reads from the 
socket mentioned, wraps (or rather: converts) the IGMP message into a COPS request, 
encrypts it and sends it to the PDP. Another thread waits for messages from the PDP, 
and converts decision messages to kernel instructions. These are then written to the 
special device and the kernel takes proper actions. 
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5 Analysis 
In order to analyze this solution approach and implementation a number of tests were 
made. The time to process IGMP packets was measured, both the original packet flow 
and the packet flow passing the new modules. These measurements were performed in 
order to find out the overhead added by the new module. 

5.1 Test environment 
The network used during the implementation and tests were set up as shown in Figure 
23. Three routers were used, all running FreeBSD 4.0 as operating system and 
mrouted as DVMRP [24] multicast routing daemon. Caesar was extended with the 
new PEP module and appropriate kernel changes and the PDP was located at Steed. At 
start-up the list containing the addresses to protect was downloaded from the PDP to 
the PEP. Trinity was acting as the receiver joining on different multicast addresses. 
Saint was not part of the final tests, but during the whole implementation part it sent 
music on a multicast address. This was very helpful during the functionality tests. 
Since Caesar acts in the same manner upon a join from Trinity whether there actually 
is a session or not on that particular address, no sender was used during the final tests. 
When Caesar receives a join from Trinity on a restricted address, a query is sent to the 
PDP to find out if Trinity is authorized or not to join that address.  

Caesar:
gcu_router

PEP

Saint:
sender

Haddock:
router

Trinity:
receiver

Steed:
router

PDP

 
Figure 23 Laboratory set-up used during tests 

5.2 Tests 
During the tests time was measured with the kernel function nanotime() and logged 
using syslogd. The measurements concerns the time it takes an igmp packet to move 
through: 
• igmp (original packet flow), see Figure 20 
• igmp and gcu_look_up (new flow, not first packet), see Figure 21 
• igmp, gcu_look_up, PEP, PDP and gcu_handler (new flow, first packet), see 

Figure 22 
Measurements were made on lists with different length, no lists longer than 800 
entries were tested, due to a bug in the COPS implementation used. A specially 
written program was used to simultaneously join on a specified number of multicast 
addresses and a special function was added to the PDP in order to initiate it with the 
appropriate addresses during startup. These programs and changes to existing 
programs were made in order to make the performance of the different test cases 
easier. During all tests, the host to search for has always been first in the host list. 
Even by testing only different number of address entries, conclusions can still be made 
regarding the length of the host lists since traversing a list is not different whether it 
contains IP addresses for multicast groups or hosts.  
 
When all test results had been gathered, measurements were performed to see how 
much time the function nanotime() consumed. To get appropriate values from the test 
results, it is important to know what overhead the clocking mechanism adds. After 
reducing the values in the log files with the clock overhead, the measurements could 
be analyzed using a spreadsheet. 
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5.3 Performance 
Shown below are the results from the tests. “No GCU” means that the packets are 
flowing the original way through the kernel, and the extra module is not attached at 
these measurements. “PDP 800” are measurements of 800 joins that has to be sent to 
the PEP and PDP, i.e. 800 joins on different restricted addresses where the host is not 
initially a member. This also means that the lists that have to be checked in both the 
kernel and the PDP contain at least 800 entries. “GCU 800”, “GCU 80” and “GCU 8” 
are results from measuring packets when they are flowing through only igmp and 
gcu_lookup, where the list in the gcu contains 800, 80 and 8 entries respectively. 
During the tests, the machines did not have any unnecessary load, just the basic 
processes usually running in the background and the test programs. 
 
The two shadowed rows show the average value and the standard deviation. The other 
two rows show the largest and the smallest time measured. The overhead to look up a 
host in a list of eight addresses is not bad: it is less than 2 µs in average and will not 
affect the router’s performance in any important way. When increasing the number of 
elements to 800 the overhead rises to 24 µs. in average, a value ten times larger than 
that of “No GCU”. If a query has to be sent to the PEP and PDP, the overhead 
measured is almost 1000 times as large. This is probably due to the encrypted 
connection in COPS and the network latency and thus, the size of the list in the kernel 
is of less importance. Even if the list only contains one entry, the overhead would still 
be over 1000 µs.  This overhead is not as important as the others, since this query to 
the PEP/PDP only will occur at the first join sent on a multicast group and not at every 
IGMP report. Also important is the fact that the PEP operates outside the kernel, so 
the kernel will not be slowed down even if this overhead is large. Receivers waiting 
for their join to be approved will not notice the added overhead since humans are not 
capable of noticing delays smaller than a few ms.  This can be compared to the work 
on Kronos [21], where the join and leave latencies measured are between 0.4 and 1 
second.  
 

 No GCU PDP 800 GCU 800 GCU 80 GCU 8 
 ns µs Ns ns Ns 
Max 8493 10548 88112 9332 5979 
Min 950 1126 3464 3464 3464 
Avg 2791 4269 27349 6178 4414 
Std dev 711 1756 14934 1514 536 

Table 1 Test results 

5.4 Functionality 
This implementation of the solution was found to work as expected. If no PEP is 
active, IGMP packets flow as regular and no addresses are restricted. When the PEP is 
initiated, members listening to restricted addresses are disconnected within a few 
minutes. This delay is due to the time-out in IGMP; when the PEP starts, it will begin 
to deny unauthorized hosts membership, but if they already are members, they will 
remain members until the time-out expires. When both the PEP and PDP are running, 
only authorized persons can receive restricted information and it is possible to 
disconnect members from the sessions within fractions of a second. 
 
If the PEP would lose its connection to the PDP, members already authorized would 
continue to receive traffic but any changes in the PDP’s member list would not be 
updated in the PEP until the connection is rebuilt. This is, however, a question of 
implementation depending on the requested security level. If a very high level is 
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requested one may choose to disconnect all previously authorized host until the 
connection to the PDP becomes available. 
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6 Discussions 
In order for this solution to work in a network, all access routers need to support the 
functionality to deny/approve hosts to join a multicast group. This means that trust-
relationships between connected networks need to be established before taking it into 
use in an inter-network level. Each area manager can make sure that routers on his 
domain doesn’t pass on secure sessions to routers in areas where no security is used, 
but other area managers also have to be trusted not to let this happen. Using the PDP-
PEP scheme makes the solution very centralized, it is however possible to distribute 
the PDP functionality in order to balance the load and reduce the risk of a successful 
attack. A problem arising if the PDP is distributed is the synchronization procedure 
that needs to take place in order to update the PDPs to contain the same information at 
all times. 

6.1 Encryption approach or router changes 
When evaluating the implemented solution, it is necessary to compare it to existing 
approaches for multicast security. The only official suggestion on this topic to 
compare with today are solutions relying on encryption. Since all encryption 
approaches works very much the same, a general comparison is made. This means that 
the focus is on encrypted approaches in general and not on a specific protocol. The 
differences between the protocols are mostly focused on how often to re-key and how 
to split hosts into domains. Those differences do not interfere with the general 
comparison below. 
 
 Encryption approach  Router changes 
Start up If no hierarchy, nothing has 

to be done. If there is a 
solution with local KDs, 
the initial keys to the KDs 
has to be sent out, one 
connection per KD. 

The PDPs and PEPs have to be 
synchronized and their 
databases updated, one 
connection for each PDP/PEP 
pair. 

A new member joins A key has to be sent to the 
new member, one 
connection. 

The PEP queries the PDP, one 
connection. 

A member leaves A point to point connection 
has to be set up to all 
remaining members in the 
current domain. 

The PEP notifies the PDP, one 
connection. 

Ongoing sessions, no 
joins or leaves 

Periodic re-keying. A 
point-to-point connection 
has to be set up to all 
members. 

No information has to be sent 
unless changes occur in the 
membership list at the PDP. In 
that case, one connection per 
update between either two 
PDPs or a PDP and its PEPs. 

 
From the table above it is clear that router changes approach introduces a solution that 
requires less bandwidth compared to encrypted approaches during membership leaves 
and ongoing sessions. When a member joins, the same number of connections is used. 
Some approaches change the key when a new member arrives in order to prevent the 
new member from decrypting data sent before it joined. However this doesn’t change 
anything, since the new key can be sent by multicast to already existing members and 
point to point to the new member. In the startup phase encryption approaches are more 
efficient, since they only demand connections to KDs (if present) to deliver keys. 
When router changes are used, a database of varying size has to be sent between the 
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PDP and the PEP. Also some kind of startup procedure occurs when the PDPs gets 
their databases for the first time, this startup can be bandwidth consuming but doesn’t 
occur very often. 

6.2 IGMPv3 
As mentioned in chapter 2.1 there is a new version of IGMP to be standardized. This 
will enable the host to join on up to 64 different group addresses in every join 
message, and to specify which senders to include or exclude by choosing either mode. 
This exclude or include list may contain up to 64 different senders for each group. Of 
course this means that much larger packets are needed, 64 addresses each containing a 
list of 64 wanted or unwanted senders means quite large packets. This might introduce 
a problem to this solution idea.  
 
However, consider the worst case scenario: the router receives a packet with 64 
different group records, each containing 64 different senders in its include list. The 
procedure to analyze this packet would be very time consuming and would be forced 
to take place in userspace in order not to slow the router down. However, the problem 
may become even more complex. If the host is only authorized to join on for example 
32 of the 64 addresses but not on 20 other addresses, and the rest of the addresses 
aren’t even restricted. How could the packets be split to still let the host join on the 
addresses it is authorized to join and not the others? Even worse, if the host is allowed 
to join on an address, on for example 32 of the senders included and not the other, 
then the join needs to be split one more time. In order to make a good solution design 
for handling v3 join messages in this approach a decision has to be made how the 
router should process this type of join messages. 
 
For a number of reasons, the solution is not implemented for v3. The main reason 
being that v3 is not yet a standard and has not been implemented on any systems yet. 
Source code of v3 was found for the host part of IGMP but not for the router part. 
Thus, it was no meaning in using v3 in the implementation. 
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7 Conclusions 
We have examined some security problems multicast is marred by, and looked on 
proposed measures to address these problems. Different approaches have advantages 
and disadvantages of course, so to choose one to implement, we evaluated some of 
them. After the evaluation and discussions with our examiners at Luleå University of 
Technology as well as our supervisor and other interested co-workers at Telia, we 
chose to implement a prototype for group access control. It is based on a policy 
framework in order to provide/enforce access control to restricted multicast addresses 
and employs a client/server-style protocol for database handling. This protocol put at 
our disposal was implemented as a thesis at Telia.  
 
By denying unauthorized hosts access as well as disconnecting members if necessary, 
the implementation is shown to efficiently enforce access control for multicast group 
communication. The implementation also shows to perform well: the overhead when 
joining a restricted multicast address is a few ms, which means the user will not notice 
the delay. 
 
When theoretically comparing the implemented solution to other solution ideas, it was 
found less message-intensive, although it implies changes in the routers, which alters 
the multicast model. 
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8 Future work 
There are some easy ways to improve the implementation of the PEP and make it 
more suitable to run on a router. First of all the structure in which the multicast and 
host addresses are stored should be another. A singly linked list is not the best choice, 
since the time to find an element in the list is O(n). By storing the necessary addresses 
in a balanced tree structure instead, the time to find an element reduces to be O(lg n). 
This is an important improvement, as seen in [23]. This means that the time to traverse 
800 addresses would decrease to some value lower than that of GCU80, close to that 
of GCU8, which is acceptable.  
 
As it is now, all information lists are stored and accessed by the kernel. Which works 
for this solution but some of the address and host lookups should be moved outside 
the kernel in order to make the router more efficient. This also means that the tree can 
be balanced outside the kernel of the router, which removes the problem of a time 
consuming balancing process for the kernel. Moving some of the procedures from this 
solution into userspace of course mean that those igmp packets will be slowed down 
compared to the test results. However, this is not a problem; since IGMP doesn’t time 
out in a couple of minutes, there is plenty of time to deliver the packet. The important 
thing is not to lock the kernel in time-consuming processes since that affects all 
packets switched in the router. 
 
Support for IGMP v3 also needs to be implemented as soon as the new version has 
been standardized and redirections to the problems mentioned in chapter 6 are solved. 
 
The COPS protocol is in our implementation limited in number of connections, 
meaning that it might have to be re-implemented in order to introduce distributed 
PDPs as mentioned in chapter 6. Additional changes might also be required to add 
support for synchronization of the PDPs and to implement the already existing feature 
in COPS handling redirection. This means if one of the PDPs are to shut down it can 
redirect its PEPs to another PDP for example. 
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