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Abstract

The Internet is growing rapidly and today most of the traffic is HTTP based. To allow
more users to share the resources available, unnecessary traffic must be avoided. One
way to achieve this is to use a caching scheme. This thesis will examine different
methods to extend caching.

Several methods have been simulated to establish their difference in behavior. The
results indicate that the method of sending requests to all neighbors is as good as
keeping a summary of neighbor caches. The method with a hierarchical cache can
perform as well as the others.

The conclusion is that hierarchical cache is a good concept to start with, because it
is easy to introduce in a network. If there are many caches that will cooperate, using
either a request sending protocol or a summary protocol renders the best result.
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1 Introduction

WWW has had an enormous impact on Internet traffic the last couple of years. Today,
the majority of the traffic on the Internet is HTTP1 based. However, due to different
access patterns this often leads to congestion in links. There exist a number of solutions
to allow users to get popular information without experiencing bigger latency and to
avoid congestion in the network. One is to make a mirror of the specific information and
locate it on several places around the Internet. This solution has both a positive and a
negative side. One good thing is that if the mirrors are placed right, the users have a
shorter distance to that server than the origin server - which leads to shorter latency. On
the negative side, the users often do not know where these mirrors are and that the
mirrored information is not up to date, which has the effect that the users go to the
origin location after all and contribute to stocking the network. One other solution is to
use caches in the path between the server and end user. With this technology users get
benefits from data fetched by other users.

Today, web browsers often have a local cache to allow a user to quickly go back
without waiting for the document to be fetched again from the origin server. Cached
files are kept on local disks or in memory until other files need the space, even when the
session is over. If not considered, this could be a security leak. This can be the case
when the local cache is connected through a network and accessible by other, maybe
even outside the company.

To further reduce the need of fetching document from distance places,
organizations insert a proxy server with a cache between the user and the rest of the
network (i.e. Internet). When multiple users request the same document, it can be
retrieved from the local proxy cache instead of the distant origin server. To get the most
benefit from a cache it has to serve many users. More users mean less chance that the
document requested has not been requested and fetched. Although the hit rate in a cache
seldom exceeds 50 %, it can be a great profit if configured right. To further improve the
experienced latency one could let several caches work together. This means that the
number of ”locally” stored documents increase significantly but the problem with
knowing whether a specific document is cached and to retrieve it without increased
delay gets harder.

This thesis will examine what the gain is if several caches are working together to
reduce network traffic. Not only can users benefit from the use of proxies and caches,
but also corporations and ISP:s, Internet Service Providers. The first benefit is
experience of less delay between request and retrieval of a document and second is the
reduction of traffic from local network to the rest of the Internet. Some solutions will be
simulated to help establish if any method is better than the others.

1.1 Description of the assignment

The task is to identify and describe the conditions in Telia Net2 today with consideration
to HTTP traffic. The examination will be of how to reduce the traffic with several caches
working together. In order to compare different approaches to the solution some of the
technologies will be implement in a simulation environment. The result from these
simulations will be studied and compared to each other.

                                               
1 Hypertext Transfer Protocol, See [FIE] for a complete specification of this protocol
2 Telia Net is one of Telia’s networks for Internet access for corporations and private users
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1.2 Purpose of the assignment

The main purpose with this thesis is to explore how to reduce HTTP traffic in a
network. Because HTTP traffic is the majority traffic in many networks, reducing it
allows more accesses and more users before the network has to be upgraded. If it is
possible to reduce the number of long distance fetching of documents, the end user may
experience lower latency.

1.3 Limitations

This task has been done in association with Telia ProSoft AB in Sundsvall which means
that the study has focused on how to improve the situation in Telia Net. It is hard to
predict the access pattern of HTTP traffic and this has complicated the simulations. The
access pattern of users requests have not been measured in Telia Net but instead a very
simple rule of one request per second have been used in the simulations. They are
something which is subject to improvement. Although this report is based on many
papers, there is no doubt that things might have been missed.

Through out this text, the term proxy will be used in the sense of a caching
machine although the term cache will be most used. Some of the descriptions of
technologies made in this paper (especially in Section 3) are of very varying size. This
depends on how deep the paper explains their subject but hopefully all sections will have
the same technical level.

1.4 Structure of the report

In section 2 there is an overview of caching technologies used today, how they work and
what could be improved. Section 3 explains new solutions to the problem in general and
specific to Telia Net and the future of caching will be found in section 4. Section 5
concerns the simulations done on different solutions to the caching problem, with the
conclusions from this study in section 6 and all references used in section 7. Appendix A
contains a small glossary to some term used in this report and Appendix B describes
Internet growth. In Appendix C there are some references to useful pages on the
Internet concerning caching. The report ends with Appendix D that contains a simple
comparison between the different methods described in this report.
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2 Caching today

In this section there will be an example of how caching works in general terms and
specific to Telia Net. A couple of problems will be pointed out and discussed. A
comparison will be made between caching and mirroring and a short part about security
can be found at the end of this section.

2.1 No caching

U s e r

IN T E R N E TU s e r

U s e r

Figure 1 - No caching

Although the connection-path does not contain any proxy (i.e. cache) the users browser
often have disk space or memory space to store fetched documents and objects. The
meaning of the term ‘user’ in Figure 1 is a browser with a local cache and not the actual
user. With this method, you do not get any benefits from requests made by other users.
Every document must be fetched from its origin. If this setup is used (if the browser’s
local cache is ignored) you always get the latest update of the requested document. If
configured with a cache, most browsers today sends an ‘get-if-changed’ request to the
server if the document resists in the local cache. Using this request, things that are not
changed do not need to be transferred again.

What makes the users set up their connections without some intermediate cache
that speeds up the transfers? It can be both intentional and non-intentional causes. The
latter ones are easy to cope with and these causes are:

• No cache exists to connect to
• The user does not know the cache’s name
• The user is not aware of that a cache exists

The first item is something you probably cannot do anything about. Perhaps you can talk
to the administrator and explain to him/her about the gains with a cache. Not just for the
apparent speedup from local to distant network traffic but also for the extra security a
proxy provides. Number two and three is just a question of information. If a user gets an
explanation how the proxy can be used and what the benefits are, more people will use
them.

The intentional causes of why users choose not to use a cache are:

• A cache is experienced as slow and increases the delay
• He or she is afraid of some sort of registration
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The first one can indicate that the cache is running on a machine that needs to be
upgraded, with new hardware and/or new software. In this case, the meaning of
registration is that caches often have logs of what pages have been requested. Some
machines also record what IP-address requested what page. These logs is a great help
for administrators to optimize the cache performance and they can also help researchers
to come up with new solutions. Some logs3 have been studied for this thesis to
determine how the traffic pattern is for a regular user (if there is something like a regular
user).

It is not just a bad thing that someone decides not to use a cache. If the transaction
(fetching of requested objects and documents) involves sensitive information it is
probably a good thing not to let that be stored on some intermediate machine. This way
you minimize the chance for intruders to look at the information at a later point.
Naturally, any sensitive information should be encrypted before transmitted through the
network. See also the parts about security in section 2.7, 3.4 and 4.4.

2.2 Caching with one proxy

U s e r

I N T E R N E T
U s e r

U s e r

P r o x y

Figure 2 - Caching with one proxy

Figure 2 shows a common setup in network of today. User could be an employee at
some company accessing Internet through the companies proxy or it could be a user
connecting through his or hers ISP. The more people that are connected to the same
cache, the less is the chance that a request of a document is the first, i.e. the document is
not in the cache. This approach will not only lead to benefits for the user with smaller
delays when displaying pages, but also for the owner of the link between the proxy and
the rest of the Internet by decreased amount of traffic.

Installing this is quite simple since it does not cooperate with other machines with
anything else than through the HTTP protocol. The proxy can answer all HTTP calls
from the local net and redirect them. This setup can also provide good security for the
local net as described in section 2.7.

Sometimes several proxies can be connected in a chain as shown in Figure 3. This
could be the case if a company cache is connected to an ISP, which has a proxy of its
own.

                                               
3 See http://ircache.nlanr.net/Cache/Statistics/Data/, [MAH] or [MAR]
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User

INTERNETUser

User

Proxy Proxy

Figure 3 - Hierarchical proxies

2.3 Mirroring

Apart from caching, mirroring can be used to speed up web transfers. Using this
technology, several different servers contain the same information, but they are placed at
different locations around the world. If the mirror that a user connects to is located
closer to that user, there will be a speedup in the traffic transfer. It can be a problem to
get the end user to use these mirror places. The reasons why someone choose not to use
a mirror can be:

• The user is unaware of a mirror
• The mirror does not contain the latest update of the information

In [POV97] a third reason is mentioned, the mirrors are frequently incomplete, which
could also be counted as number two above. To overcome these problem the
administrator of the main server (the one that provides the origin information), must
inform of eventual mirrors. This can be done in several ways. One is to publish a list of
available mirrors at the main site and hope that users connect to the server closest to
him. Another way is to automatically redirect the user to different mirrors depending on
the client’s IP address. This could be done with a simple script by investigating from
where the request came. The administrator must also make sure that whenever
information on the main server updates, the same update happens to the mirrors.
Whenever you are required to make the same changes in different places, there is always
the chance that some location is not changed. To overcome this, it is good to have some
automatic function that makes all the necessary changes, not just at the main server but
also at all the mirrors. One way of accomplishing this is to install some kind of FTP
client in the mirrors, and whenever they get a message that the origin information has
changed they connect to the main server and retrieve the new files.

2.4 Caching vs. Mirroring

The difference between a mirror and a cache is not that big. You can see every cache as
a mirror that can mirror almost every site the user visits. The advantage of using a cache
is that this can be done without any manual interference to update to the latest
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information. Another advantage is that the cache machine is able to change what
information to cache depending on what the clients are interested in for the moment.
Other benefits are that a cache often resists closer to the end user then a mirror.
However, a mirror also has some benefits. One is that if there is congestion or a network
breakdown, the user can switch to a different site and still receive the same information.

To get maximum performance from the network in all situations it is wise to both
use a cache and some mirrors. If it does not exist any mirrors, it can be tricky to get
someone to install one. It is much easier to have someone install a proxy with a cache.

2.5 Transparent caching

If a cache is located so that all traffic must pass through the cache, it is called transparent
caching. This way, the users do not have to separately make any settings about which
cache to connect. If a cache is used as a transparent cache, one must be aware of the
security risks involved. It must be possible to tunnel through the cache if sensitive data is
transmitted.

2.6 What object can be cached

One of the problems with caching is that not all objects can be cached. The gain that one
aims at with a cache is to reduce network traffic but also to speed up the retrieval of
pages. If objects that are cached changes very frequently, neither the reduced traffic nor
the speedup will be much. That is why it is important to just cache the kind of objects
that can make a difference.

In HTML, it can be specified whether the object transmitted should be cached or
not and also when it will expire. The HTTP server then this information when producing
the header which is included with the page. If the header says it is not cacheable, it must
not be cached in any of the caches through the connection chain. It is not certain that if it
can be cached it will be an improvement to do so. This depends, among other things, on
how often the object is updated.

2.6.1 HyperText Markup Language

HyperText Markup Language, HTML is the file format that is the base for web pages. It
consists of text that describes how the page should be presented. Often several other
objects are imbedded. The HTML file is mostly quite static, that is not many files
changes their content on a daily basis. Some HTML files are also dynamic (for example
the result of a CGI program) which makes them unsuitable to cache. An example from
this dynamic field is stock courses that change all the time. A stock exchange can update
some page with the current prices. Although this is just simple text, it is in a constant
change so it is no use in storing them in a cache. It could be a problem to determine if a
page is static or dynamic. One way is to look at the update frequency in the cache. Any
page that changes more than a certain value per time period will not be cached for the
rest of the day. The normal way of doing this check is to examine the header of the page.
There should be some information on when the page expires.

One complement to HTML is CSS, Cascading Style Sheet, which allows a refined
layout of web pages. With this, you can define different styles that include font and size
and these can then be reused throughout the page. The page will probably be less in size
with no ”layout loss”. This means that the page can be transmitted quicker and the end
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user will experience an increased speed in the network. Together with the latest HTML
specification (version 4 for the moment), CSS will allow sophisticated pages, in regard
of layout, to appear on the WWW.

2.6.2 Graphics

There are roughly two different purposes that graphics on a page serves. One is to make
the page look nicer. This is often a GIF object, Graphics Interchange Format, of a bullet,
heading or background. The other is to display photos or pictures with information.
With photos you usually use a JPEG object, Joint Photographic Experts Group, because
it is more capable of compressing the information involved in photos to a smaller size
than GIF. The newest format for graphics is PNG, Portable Network Graphics, which
can compress better than GIF. GIF files have a feature that is very popular for
advertisement banners - animation. The GIF file can contains multiple images that are
displayed in a sequence to simulate moving action. There exist a correspondence to PNG
called MNG, Multiple-image Network Graphics, to handle animation.

Another way of handling graphics is with CSS. The style sheet makes it possible to
replace several GIF objects (such as symbols and some backgrounds) with text
descriptions of how it should look. Although GIF objects seldom are big in size when
inserted in pages, replacing them with CSS can make an improvement (in regard of
storage size and transmission time).

The kind of simple graphical objects described above are ideal to store in a cache
since they often are shared through multiple pages from the same server. This means
more benefits for the end user if a page developer reuse the graphics from a ‘standard’
library on the server. Most graphical objects also have a long time between changes. One
disadvantage with storing these objects is that they may consume much space on the
hard disk. However, since caches often have a lot of storage and that just storage space
(i.e. hard disks) is among the cheapest things in a proxy, this should not be such a big
problem.

2.6.3 Video

The meaning of the term video are short movies (like AVI4 and MPEG5) that sometimes
are accessible through the web. When viewing these movies through a web browser they
will be played at different speeds depending on the network. If they are cached (stored
closer to the viewer) the risk for wrong speed when viewing is significantly reduced.
Like the last section, the disadvantage with storing is the large hard disk space that they
will consume. It is probably a good thing to let these movies be among the first things to
leave the cache if the space is required.

2.6.4 Real time data

Due to the nature of real time objects, one should not let them be stored in an
intermediate cache. Real time objects are quite uncommon today, but it will probably be
a significant part of the future web. Examples of real time data are audio transmissions,
video distribution and stock indexes.

                                               
4 Audio/Visual Interface
5 Moving Picture Experts Group
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2.6.5 Others

Many other kinds of objects exist in the computer world, and in the future they will
probably become even more. Below, you can find some simple guidance in this area.

One thing to mention is the technology from Microsoft called ASP, Active Server
Pages. This scripting language is supposed to run at the server side of the connection.
This way all clients can take advantages of the script, because it will produce just simple
HTML pages that are sent back to the clients. Although these pages look like ordinary
HTML pages, they are dynamically generated and cannot be cached. To allow pages to
be stored in a cache, web designers will hopefully only use this feature when it is needed
and not always. There exist a similar technology to generate dynamic pages from Sun
that is called Java servlets.

As a rule of thumb, it is a good thing to store objects in a cache if they are static
and not too big in size. What should be considered static or not too big in size is up to
each administrator of a cache. Of course, if a big object is the one that the users always
want, it is good idea to store it closer to the clients. With a few big objects in the cache,
they will often be replaced when the users request something that does not exist in the
cache. With many small objects, you get the benefits of having most of what the user
want, even if he or she switches between web pages or sites often. The disadvantages
here is how the cache should make up the list of stored objects. More objects require
more time to find out if a requested object resides in the cache or not. More time spent
in the cache make the users frustrated and eventually they will disconnect from the cache
and hook up to the site directly. There exist several algorithms that can find a particular
object in a large collection in very little time, so there will not be often a user chooses to
disconnect due to long seek time in the cache. If the network is congested, the user may
believe that the cache is causing the extra delay and disconnect from it.

If you run a proxy with a cache, it is important that the users are happy with what
you provide them. To accomplish this you may have to check how your proxy performs
and maybe introduce some of the new technology described in section 3.

2.7 Security in caching today

User User

User User

Proxy Internet
Fire
Wall

Fire
Wall

Figure 4 - Security with a proxy

With a proxy in the network you cannot just enhance the performance but also add
security to the network. In Figure 4 you see a simple picture of what a connection could
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look like. The users are connected to a LAN, Local Area Network. This LAN is
connected to a different LAN where the proxy is located. This separation in two LAN,
made by a firewall, is a good thing if some intruder should be able to break into the
proxy. Then they just get hold of the machines in the first LAN. Besides the proxy, other
machines that must be viable to the outside could be placed here, for example WWW-
server and FTP-server.

The data that resides in the cache could be a target for an intruder. Any sensitive
data will hopefully be encrypted before transmitted over the network. However, it is
possible to provide extra security to the data by compressing and/or encrypt it on the
cache storage space. With encryption it will be hard for an eventual intruder to
understand the contents of the data. By using compression, the data will have some sort
of encryption but the most gain is that it will take up much less space. This can lead to
that more pages can be stored, providing better performance to the end user. These
features take some time to compute, so the improvement seen by users may not be as
great as first expected. The feature of compressing data will be handled more in section
3, not only for storage but also for transmission.

Maybe not all things should be stored in the cache in case they contain sensitive
information. This could be regulated through the HTTP header, where it can be noticed
that certain objects should not be cached.

2.8 Telia Net

Telia Net GIX Internet

Figure 5 - Telia Net today

In the network used when having Telia as an ISP the caches are located at the
connection point in to Telia Net. This can be seen in Figure 5 as the arrows at the left
side. Between Telia Net and the rest of the Internet there is something called a GIX
point, Global Internet Exchange point. It is here all data are exchanged with other
networks that is not a part of Telia Net. Telia Net is divided in smaller sections that are
located in different parts of Sweden. There are between 40 and 45 different connection
points around Sweden. Each of these points can handle between 250 and 500
simultaneous connections from users. This is just for call-in connections but there exist
the possibility to have fixed connections. Because not all users are connected all the
time, each point has approximately 2000 different clients that can connect to them. In
this way the network gets more utilized.
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One question that will be answered with this report is if there are any benefits to
place another cache inside Telia Net or to cooperate between the existing caches. This
should function as a “master” for all the others so that each cache could benefit from
whatever page someone else has already retrieved. Since there exist more methods than
hierarchical caching to improve the situation, simulations will be made to establish if all
methods are alike or not.
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3 New solutions for caching

In this section, a description of some new solutions for caching will be found. There
probably exist more than the ones found here, but these are the ones that are of most
interest to Telia Net. Some of the subjects covered here came from Internet Drafts.
These Drafts exist for about 6 months before they have to be updated. This is the ”road”
to become a RFC, Request For Comment, which is the standard for Internet protocols.
Probably not all things described here will go on to become a RFC, but they can give a
hint of what the researchers think about. Some of the proposed solutions that are not
good will not be developed further and it can therefore be hard to get a copy of the
specification.

3.1 Ideal solution

Several things must be taken into consideration when talking about an ideal solution for
the caching technology of web objects. There could be an optimization for hit rate,
network traffic or delay experienced by the end user. It will probably be hard to find a
solution or technology that meets all three demands. Decreasing network traffic and
increasing the hit rate is almost the same thing.

Optimizing for best hit rate means that the total number of request that are
processed by a cache should give a hit in as many cases as possible. To reach this goal it
is important to have much storage space for the cache. The technology with just one
cache is simple because there is no need to communicate with other caches to find
requested objects. This means no implementation of a message protocol between the
caches. The disadvantage with just one cache is that it probably will take long time to
investigate whether a particular object exists in the cache. When using multiple caches
that should cooperate there must be a protocol for exchanging information. If the
information could not be found locally, there is a problem of what caches to ask. Should
all neighbors be contacted at ones or just a few at a time? This is what ICP (section
3.2.1), HTCP (section 3.2.5), CARP (section 3.2.11), Summary Cache (section 3.2.6)
and Distributed cache (section 3.2.7) tries to solve in different ways.

Trying to reduce the network traffic with a cache is a good thing. Just by
introducing a cache in the network helps to reduce the traffic. The more clients that are
connected through the same cache the better are the performance for that cache. This is
possible because then it is less likely that a request for a particular object is the first
request. To get as little network traffic as possible, the cache’s storage space must be big
so it can hold lots of objects. Several caches can split the responsibility to store objects
but then some sort of protocol must exist for the communication between them. To
further reduce the traffic, compression can be used. Compression can also help a cache
to store more objects. The problem here is that the receiver of data must know if it have
been compressed or not. The protocol HTTP/1.1 supports compression but that function
is not very widely used. Multicast is another method that can be used to minimize
network traffic when distributing for example video to many viewers. With this, every
data packet only travels a network link once, which means that all common paths are
taken advantages of. To use multicast when distributing objects requested with HTTP is
a difficult thing because requests for the same data come asynchronous as users surfs the
web at different times. In the Internet today, not all routers support multicast and
therefore it cannot be used globally. Some cache technologies that uses multicast are
CMP (Section 3.3.1) and Adaptive Caching (Section 3.2.9).
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The thing that the end users would like to improve is the delay they experience
when loading a web page or an object. Both increasing the number of hits in caches and
compression of objects accomplish this. However, to get the minimum delay different
caches must work together in an intelligent way. The long delay often have its origin
from when a cache must ask several other caches if they got some specific object. The
best way is probably for every cache to hold a list of what objects other caches have.
This takes up some space and can be hard to seek in but with the right algorithm neither
the storage space nor the seek time should be that high.

To summarize, an ideal solution to caching should increase the hit rate, reduce
network traffic and decrease the delay experienced by end users. This is accomplished by
having several caches work together with many clients connected to each. Every cache
holds information about what the others have stored and no unnecessary request has to
be done to determine where an object is. To further increase transfer speed and decrease
the network load, compression can be used but maybe just between the caches. To find a
solution that is doing all this is probably hard, but combining several different
technologies will achieve a good result.

3.2 Protocol

3.2.1 Internet Cache Protocol, ICP

This section will describe ICP version 2, as specified in [WES97a] and [WES97b]. ICP
is a message format that is used for communicating between caches. Web pages are
transferred with the protocol HTTP between the server and the client. Because this is a
”heavy”6 protocol there could be large benefits by using a lighter one when
communicating between caches. With ICP, objects can be located in nearby caches and
quickly transferred to the client. One cache sends out a bunch of ICP queries and the
neighbors reply with either a ”HIT”7 or a ”MISS”8. To make the network packets small,
ICP is implemented on top of UDP9. This way a query/reply can occur within a couple
of seconds. If a reply never gets to the sender, it probably means that the network path is
congested or down. This way, ICP can be used to indicate the network status. Another
way of using ICP is to select the cache that gives the best performance. Figure 6 shows
where ICP would be placed in the network.

                                               
6 There is a lot of information included in each packet sent
7 Indicating that the requested object can be retrieved from this cache
8 Indicating that the requested object cannot be found (or retrieved) from this cache
9 User Datagram Protocol, a communication protocol without any transmission control
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Figure 6 - ICP setup

The format of an ICP message is a 20 octet fixed header plus a variable sized payload. In
the header there are information like Opcode, Version number, Length of the message,
Sender address and the Payload. The payload often consists of a null terminated URL
string. The maximum length of an ICP message is 16,384 octets. A neighbor cache can
have two different kinds of relationships to other caches with ICP. They can be either a
sibling or a parent. When a cache is a sibling, they can only resolve a cache hit, i.e. if
they do not have the requested object in cache it replies with a ”MISS”. Siblings cannot
contact the origin server to resolve the query. When a cache acts like a parent, it can
resolve both cache hits and misses.

Advantages

The ICP is a simple protocol that makes the processing of the messages fast. The
protocol can choose the cache that is closest when several offer the requested object. If
a cache is down, the object could be found on another neighbor cache.

Disadvantages

Several requests will be made although the object may only be found at one place. When
ICP reports a HIT, the client must make a separate request, using HTTP, to retrieve the
object. The same object can be stored on several places, which can lead to many
different versions of the same object. The ICP protocol does not scale well due to the
fact that each cache must know of every neighbor that is participating in the
cooperation.
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3.2.2 Internet Cache Protocol Extension

The Internet Cache Protocol Extension is a proposal to extend the already widely used
ICP protocol. This specific extension is described in [LOV98]. The inventor of this
would like to extend ICP with three things:

•  Locate requested data more efficiently in a cache hierarchy
•  Reduce traffic between caches with compressed objects
•  Remotely command other caches

With these extension ICP would be able to increase the speed of traffic as seen by end
users as well as reduce bandwidth usage in the net. The first item addresses the problem
of the many messages that ICP have to send before knowing if an object is stored in the
cooperative caches. This mass sending of messages both increase the traffic and increase
the delay. The specification is to send hints about what objects one cache have stored to
all other caches. This is the idea of several other technologies that will be described later
in this section.

The second item in the above list will allow compressed objects to be transferred
instead of the uncompressed. When a cache ask another cache whether or not an object
exists, the reply could contain a location pointer of a compressed variant of the
requested object. If the asking cache then chooses to retrieve the compressed object,
bandwidth will be saved.

With the third item, the ICP will be ready for push caching and intelligent pre-
fetching. If one cache can control some other, it will be possible to write the content of
the controlling cache to the controlled without the later one even being involved. This
way, all caches could benefit from perfect lists of what the other caches have stored all
the time without bothering about updates.

Advantages

These extensions make the ICP more complete. The method of storing an indication
reduces the mass distribution of request messages. The ability to remotely control other
caches can reduce the storage of different versions of the same object. If compressed
objects are transferred between caches, the traffic load will be reduced.

Disadvantages

The security will be lowered if an external cache can be controlled remotely. Double
storage if both uncompressed and compressed version of objects exists.

3.2.3 Internet Cache Protocol - Next Generation

The Internet Cache Protocol - Next Generation, ICP-NG, is an extension to the ICP
version 1.4. A description of the background to this protocol is found in [POV97] and
the specification is found in [POV96]. The problem with ICP, is that several requests
must be sent before knowing the location of an object. This is time consuming and
opposite to what is desired with a cache implementation. A way of solving this is just to
send requests up in the hierarchy and let the caches there maintain a list of what objects
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lower-level caches have. A higher-level cache has a list of what objects are stored in
lower-level caches. This list is maintained with advertisement messages. When a cache
asks for an object, it gets information about what other caches that have the requested
object. If the object does not exist in any of the caches involved then the object is
retrieved from the origin server. With this protocol, you get the benefits from
communicating with other caches but the unnecessary traffic is removed. Figure 7 shows
how the network traffic would flow using ICP Next Generation. Each client sends their
request for an object to the cache they are connected to. If the object cannot be found,
the root cache is asked. The root cache then replies with the name of the cache that has
the object. Then the two caches (the one that has the object and the one that wants the
object) connects and exchange data. If no cache has the requested object, a request is
made to the primary site.

Clients

HTTP

Clients

HTTP

Clients

HTTP

request advertisment
HTTP

Primary Site Root Cache

Cache
Cachefetch

Figure 7 - Cache using ICP-NG

Advantages

The protocol allows easy addition of more caches because a cache just needs to know
the parent and not any of the neighbors. It will be just regular HTTP traffic between the
cooperative caches.

Disadvantages

The ICP-NG needs traffic to advertise that a low-level cache has cached a document. If
a top-level cache have many caches below, it will have to store a lot of information
about cached documents. If the top-level cache goes down, no cooperation between the
other caches will be available. Objects can be stored at different places reducing the total
number of object stored. It could be different versions of the same object stored at
different places, making just one object (the latest version) the correct one that can be
used.



Master’s Thesis ‘Distributed HTTP cache’ Page 16

3.2.4 CRISP Cache

In the three reports [GAD97a], [GAD97b] and [GAD97c] there are descriptions of a
method called CRISP. It stands for Caching and Replication for Internet Service
Performance.

This method has similarities with ICP Next Generation described above in the way
that both have a centralized server that knows the content of all other caches. In the
CRISP Cache, this central server is called mapping server and it provides a mapping
service to the others. When a client request an object, it will be handled by the cache that
client is connected to. If the object cannot be located in that cache, a request will be
made to the mapping server. The mapping server will then reply with either the name of
the cache holding a copy of the requested object or a message saying that the object
cannot be found in any of the cooperative caches. The cache handling the request will
then retrieve the object from the cache holding it and forward it to the client if it was
found. If none of the caches had the object, it will be requested from the original server.
Whenever a new object is stored in a cache or an old one is removed, the cache sends a
message to the mapping server.

Advantages

Easy to add more caches when a new one only needs to know of the mapping server and
not of the other cooperative caches.

Disadvantages

Extra traffic is needed to signal new and removed objects to the mapping server. The
mapping server can become a bottleneck. If the mapping server goes down, the
cooperation between caches will also go down.

3.2.5 Hyper Text Caching Protocol, HTCP

The Hyper Text Caching Protocol (HTCP) is similar to ICP, but one major difference is
that HTCP have a lot more information in the messages that are exchanged between
caches. For a complete specification of the format, see [VIX98]. The HTCP permits full
request and response headers to be used when manage caches. This makes it possible to
monitor the additions and deletions of a remote cache and to give hints about objects
that are unavailable or not cacheable.

Information passed in the headers includes Length and Version number, Opcode
and the possibility for authentication.

Advantages

With the extra information in the message header proxy caches can learn from each other
and benefit from what others have done. The possibility to use authentication is good
thing. It is possible to use the closest neighbor if several caches have the requested
object. The HTCP packets can be an indication of the network status, if they get lost the
network is probably congested.
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Disadvantages

The extra information makes it slower to process the messages, which increases the
clients delay. Same limitation as ICP, with many messages sent unnecessarily. Different
versions of the same object can be stored in the caches, reducing the total number of
objects that can be stored.

3.2.6 Summary Cache

This subsection describes the Summary Cache. The specification can be found in
[FAN98]. With this protocol, each cache keeps a summary of the cache directory of
each participating cache. These summaries are checked before sending any queries about
an object. Two things contribute to this protocol’s low overhead, the summaries are only
updated periodically and the directory representation is stored very economically. The
report describing Summary Cache talks about reducing the inter-cache protocol
messages by a factor of 25 to 60 and thereby reducing the bandwidth by over 50 %
compared to ICP. The protocol will also eliminate 75 % to 95 % of the CPU overhead
but still get almost the same cache hit ratio as ICP.

The protocol is built on ICP and is therefore called Summary Cache Enhanced ICP
protocol. To store the summaries of other caches it uses a method called Bloom filter.
This is a method for representing a set of elements in a compact way. Each element (e.g.
URL) is filtered through a number of hash functions. The output of the functions is used
to indicate the presence of an element. This is done with the help of a vector, which have
the bits corresponding to the output of the hash functions of each element set. When the
caches checks to see if an URL exist in the cache, they run the URL through the hash
functions and looks at the vector containing URL indication. If all the bit positions from
the output of the hash functions are set, it is likely that the URL exists in the cache. If
some of the bits are zero, the URL does not exist. A single bit can be set many times
from different URL’s, and to know when to reset the bit a counter is associated with
each bit in the vector. Whenever the hash functions indicate that a bit should be set, the
corresponding counter increases. If an object is removed from the cache, the bit counters
associated with that object are decreased. If a counter switch from one to zero, the
corresponding bit is cleared else nothing is done. This is a way to reduce to false hits or
false misses from the vector saying that an object exists when it is not and vice versa.

Each cache participating in the exchange of information maintains a local copy of
the bloom filter. They send the bit array together with a specification of the hash
functions to all other caches. To minimize the updates, a cache can send the whole bit
array or just specify which bits have flipped.

In regard of the time between updates, the specification says that the threshold
should be between 1 % and 10 %. By that they mean the number of new documents not
represented in the summaries before an update should take place. When the updated is
committed the cache can either broadcast the update to the others or let them fetch it for
themselves.

Advantages

Summary Cache provides quick knowledge of whether an object is cached or not. It also
has few messages traveling between caches to update information and make the
requests.
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Disadvantages

Summary Cache can be wrong whether or not an object is cached. It requires a lot of
memory (compared to other solutions) to store the summaries. Extra traffic is needed to
keep the summary up to date.

3.2.7 Cache Digest

The Cache digest method presented in [ROU98] is similar to Summary Cache in the
sense that they both uses Bloom Filter to reduce the storage need when holding copies
of the contents of other caches.

The difference between Summary Cache and Cache digest is that Cache Digest
does not have a counter associated with each bit in the vector containing information
about the objects stored. The reason for this is that the inventors did not find it necessary
to have a vector that is indicating the right thing in most of the cases. Not using a
counter will also reduce the size of each cache digest significantly. When the cache
digest is built, it is stored on the local disk and treated as an ordinary object. This means
that caches can fetch it and forward it to others. The objects that are removed from each
cache are not removed from the cache digest, which means that there will be an increase
in the number of false hits. All new objects are inserted in the cache digest and also
indicated to the neighbors with a special HTTP header.

Advantages

Small memory requirements when not using a counter for each bit in the digest vector.
Each cache digest is treated as an ordinary object, which means that not all summaries
must be sent from the cache that created the summary.

Disadvantages

Not clearing the bits from removed objects means an increased number of false hits. If
the summary is not updated at regular intervals, the number of true hits will decrease.

3.2.8 Distributed Cache

The algorithms presented in [TEW98] do not have a clear name, but Distributed Cache
gives a good description of the method. Although this method is similar to Summary
Cache it has several things that are different.

The paper has a review of what to think about when designing a cache for the
Internet. Several important questions are brought up and described. The algorithm
presented is based on four design principles.

• Minimize the number of hops to locate and access data
• Not to slow down cache misses
• Share data among many caches
• Cache data close to clients
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When designing from these principles, one main thing will benefit from it and that is the
delay experienced by users. To deal with the first three items in the above list, this
algorithm separates data and metadata10 paths, maintain location hints so nearby data can
be located and uses direct cache-to-cache data transfer to avoid store-and-forward
delays. The fourth principal, cache data close to clients, is accomplished by using a
technology called push caching. Below is a brief explanation to how the protocol works.

All metadata are propagated to all other nodes in the hierarchy. A node can in this
case be either a proxy cache or a client’s browser. This separation stores data closer to
the client that needs it and is still allowing many nodes to cooperate. All data paths
consist of at most one cache-to-cache hop while a metadata path can propagate through
the entire hierarchy.

Each node maintains a directory of location-hints so that they can send requests
directly to the cache that holds the data. These location-hints are stored as small fixed
size records of 16 bytes. At that size, each hint is almost three orders of magnitude
smaller than a 10 Kbytes data object, which is the average size of cached objects. By
dedicating just 10 % of cache space to store hints, these hints will index about two
orders of magnitude more data than it can store locally. The short fix-sized records of an
object hint consists of a 8 byte hash value of the URL, made up of the MD5 signature of
the URL and a 8 byte machine identifier. To maintain the directory of hints an update
must take place regularly. A node sees at most 1.9 hint updates per second in average
and with just 20 bytes in each update, there will not be much extra traffic from the
updates. The directories can of course become out of date, but if the updates are
propagated through the network within a few minutes after a change, the overall hit rate
will not suffer from it.

By using push caching, objects are copied to a cache closer to a client that
hopefully will request the object in the future. This method means that an object can be
stored at several places and probably reduce the access time required. The push cache is
using two methods for distributing objects to other nodes. First, whenever a new version
of an object is fetched, this object is copied to all other caches that hold a previous
version of the same object. Second, if a node gets an object from a neighbor cache (a
cache at the same level) it pushes this object to all other caches that are on the same
level.

With the design described above, this protocol can improve performance by a
factor of 1.25 to 2.30 without push caching and 1.25 to 2.45 with push caching
compared to a traditional cache hierarchy.

Advantages

Distributed Cache can index many objects and store them locally in little space. This
index will allow for quick finding of locally stored objects.

Disadvantages

When using push caching many objects can be copied unnecessarily. Traffic is needed to
keep the summary up to date.

                                               
10 Information on where objects are stored
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3.2.9 Adaptive Cache

In [ZHA97] and [ZHA98] there is a description for using multicast in distributing pages
to users. This method is somewhat different from the CMP method described above.

Adaptive Caching uses multicast both for requesting a page and for distributing
pages. When a user requests a page, the request is sent out with multicast. When a
nearby cache senses the request, it sends out the page if it can be found in the cache. The
problem here is that it is not a good idea to multicast all requests globally. A better
method that scales well is to divide all caches and web servers into local multicast
groups.

As mentioned above, the caches and the web servers are organized in multiple
local multicast groups that overlaps each other. A user that would like to get a specific
page requests the page from the local cache. If it is not found there, the cache multicast
a request for the page to the group where the cache belongs. If none of the other
members have the page, the one that is closest to the origin server will forward the
request to another group. This process will continue until the page is found in a cache or
the web server is reached. To get this to work every cache must join at least two
different groups.

To get the most out of this method it must be configured automatically. This is the
hardest problem to manage according the authors of [ZHA97] and [ZHA98]. They are
designing a protocol called Cache Group Management Protocol, CGMP. This protocol
will divide the cache and server into groups with adequate size and adequate overlap
between groups. It will also handle new caches joining a group and old caches leaving a
group. When a cache wants to join, it sends a group-join to a well-known multicast
address. The cache joins the group that answers the request. In case of no answer, the
cache creates a group of it own. One tricky part in constructing the protocol is to
determine which cache in a group that should forward a request for an object. If the
object is not found in a group someone of the members must forward the request to the
second group that member is a part of. Knowing which group is closer to the origin
server is hard and research is still going on.

Advantages

Objects are transported in a good way, i.e. all common links just transport one object of
each kind which leads to a decrease in traffic.

Disadvantages

Joining and leaving multicast groups introduce extra traffic. Searching for an object with
multicast over several multicast groups can result in longer delay. It is hard to forward a
request in the right direction. Not every network supports multicast.

3.2.10 Redirect Cache

The method described in [MAL95] is not presented with a name. It uses a method of
redirecting the clients to the right cache. The method will therefore be called Redirect
Cache in this report.



Master’s Thesis ‘Distributed HTTP cache’ Page 21

The idea is for the clients to choose a random cache to connect to. This cache is
called master in a request. If the master cache do not have the requested object, it makes
a multicast request to the other caches cooperating. The cache that gets a multicast
request looks for the object and replies with a hit if it is found. If a hit answer comes to
the master within a certain time (set to 40 ms in [MAL95]), the master sends a redirect
message to the client making the request in the first place. This client then connects to
the cache stated in the redirect message from the master. To reduce the number of times
the clients will be redirected, subsequent requests to the same web server will be
directed to the last cache that was used. This approach is used since there often are
many requests to the same server due to inline images and things like that. If the master
do not get a hit answer before a timeout, it will request the object from the original
server and act as a normal cache would, forwarding the object to the requesting client.
All caches involved can act as a master for any client that wishes so.

Advantages

Redirect Cache uses multicast between caches to reduce network traffic. The method
dynamically adjusts to caches that go up and down.

Disadvantages

The client (i.e. browser) must be modified to support both redirect messages and to
choose a random cache as master at the start of each request. Not all networks support
multicast.

3.2.11 Cache Array Routing Protocol, CARP

This section gives a brief description of CARP. For full documentation see [VAL98]. An
earlier draft to this protocol under a different name is found in [VAL97]. The CARP
protocol divides the URL-space among an array of loosely coupled proxy servers. A
client who implements CARP (which could be a browser or a proxy server) can
investigate the URL and route the request to any of the members of the array. This leads
to avoiding duplicate copies of objects in caches and an increase in global cache hit rate.

There are two things involved in this protocol, a membership list and a hash
function. The membership list is a plain text file with information about name and IP-
address of the caches, State of the proxy cache, Load factor and Cache size. There is
also an URL indication where to get the membership list. The hash function for
distributing the URL requests include both the actual URL and the proxy names to
minimize the disruption of target routes if a member proxy cannot be connected. The
output of the hash function is a 32 bit unsigned integer based on a zero terminated
ASCII input string. In case a proxy server cannot contact the designated member of the
array it should route the request to the member who is second on the list gathered from
the hash function.
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Advantages

Just one request is necessary to retrieve the object if it is cached, i.e. it is not needed to
contact several proxies to find out if the object exists. The protocol can be implemented
in the client browser. No extra protocol besides HTTP is necessary to transfer object
between client and server. No duplicates of objects exist if all member proxies are up and
functional.

Disadvantages

There must be an administrator to maintain the membership list. The protocol gets
complicated when involving a hash function. It could take some time to calculate the
result of the hash function, especially if the membership list contains many items. Some
duplicates can occur if a proxy in the membership list is down.

3.3 Other methods

3.3.1 Continuous Multicast Push, CMP

The normal way of sending data in a network is to have all packets delivered to just one
receiver. With multicast, the packets are addressed to a multicast group that receivers
can tune into. Packets are then duplicated in network routers whenever it is necessary.
All receivers that want’s the packets from a special multicast group send a join message
to the closest router. This technology can be applied to the distribution of documents in
the Internet as described in [ROD98].

Not all documents will benefit from being delivered with multicast. The ones not
changing very frequently will still be better of with a solution regarding a normal cache
technology. However, the documents that change very frequently (for example news,
stock markets or auction data) will benefit from multicast delivery. There is another
variant of CMP called AMP, Asynchronous Multicast Push. This method collects
requests for the same object over a period and then sends one request for that object
with multicast.

The idea behind CMP is that the source server checks if any client have joined the
multicast group corresponding to some object the source serves. When someone is
listening to a multicast group the server sends out the data continuous. With this
method, two extra mechanisms are needed - mapping between the URL and a multicast
group and monitoring of what pages need to be multicasted.

Advantages

The sender does not need to know who wants the document, i.e. it is easy to add more
clients. Multicast gives minimal network traffic in regard of actual data.

Disadvantages

Not every old router in the network is supporting multicast yet. Extra traffic is needed to
maintain the multicast tree with prune and join messages.
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3.3.2 Static Caching

Alex Rousskov et al. have a interesting proposal in [ROU97] for caching. They say that
access pattern do not change very much from day to day. This means that the objects to
cache should be the same as for some period earlier. The algorithm uses the request log
for the day before to determine what objects it should store in the cache. If a user
requests an object that is not in the cache, it is not cached. An updated object is only
cached if it fits in the cache without deleting any other object. Some comparison is made
between Static Caching and other algorithms for replacing objects in a cache (Least
Recent Used, Least Frequently Used etc.). Static Caching is better than the others are if
the cache size is small and they are all the same if the size is big.

Advantages

Static Caching is a simple algorithm that is not hard to implement. It will consume very
little power from the machine that is running Static Caching thanks to the simple
algorithm. Deciding what pages that should be in the cache can be done at low traffic
hours.

Disadvantages

This algorithm cannot adapt to new access patterns quickly. If checking for the most
popular objects is done more frequently, the decision of what objects to cache may be
done in rush hours resulting in slow performance.

3.3.3 Compression

Compression is a technology that has been around for quite some time. This is a way to
improve a caching method and it should not be the only thing considered. The normal
usage is to reduce the storage space required for an object. The same methods can also
be used to reduce traffic in a network. Different approaches can be taken when using
compression. [VEL98] has a comparison between plain transmission, pre-compression11

and compression when sending data. For slow links (0.1 Kbytes/s to 100 Kbytes/s) the
performance for pre-compressed data and compressed while sending is similar. They are
about twice as fast as plain transfers because compression times are negligible compared
to transfer times. When using a faster link (1 Mbytes/s) all three are equal with a slight
benefit for pre-compressed data. This depends on the fact that transfer time equals read,
compress and de-compress activities. Moving up to even faster links (10 Mbytes/s) the
method compressing when sending gets beaten by both plain transfers and pre-
compressed data. In this speed the transfer time is neglectable compared to the time of
compressing data. The behavior here could of course change if a faster compression
utility is used, perhaps even implemented in hardware.

HTTP/1.1 have support for compressing data. When transferring the same amount
of data in fewer packets, it will be a gain for HTTP. This is because HTTP uses
pipelining when requesting objects. When the compressed data arrives within fewer
packets, it is more likely that it contains more inlined objects that can be requested with
shorter delay. This is true if you look at a constant number of data packets. In [NIE97]
                                               
11 The data is stored compressed in the cache and no compression has to be made when sending it
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there is a simple experiment to compress a page consists of Microsoft’s home page and
Netscape’s home page put together. Those experiment shows the number of packets
saved using compression are about 68 %.

This technology could be combined with some other to get benefits from both, for
example with the Summary Cache. One thing that is important to remember is that not
every object on the web will benefit from compression. Pictures stored in the formats
GIF and JPG cannot be compressed much more, so applying compression to them again
will just add to the delay time, not reduce the object size.

Advantages

Compression can achieve several benefits including transfer the same amount of data in
less time and reduce storage size.

Disadvantages

The compression method adds time to the delay when compressing data. Some selection
must be made of which objects should be compressed.

3.3.4 Pre-fetching

Pre-fetching is a method that can make users access pages faster. This technology can be
implemented in a cache or in the client’s browser and it can be a complement to ordinary
caching to improve the delay. There are some different aspects to pre-fetching that will
be summarized below.

One way of using pre-fetching is to have the browser or a separate program
investigate the received pages and look for links. While the user examines the page, all
links are fetched in the background. When the user follows a link, the pages or objects
are already in the local cache. This could also include some sort of intelligent way to
determine which links the user most likely will follow. To apply this to cache
technology, the investigation of links in pages could be moved to a cache further away
from user.

Another way is to setup pages that should always resist in a cache because they are
very popular. Example of this is the pages that are made the start page to a browser.
These pages will be requested from the caches and servers regardless of what the users
think of them. To use this method, a program could be running on some machine in the
network. It has a list of popular pages and maybe the time when they should be found in
local cache to improve access time. The program could request the pages at appropriate
times, and the latest version of the pages would then become available in the caches.
This program could also supervise the request for pages and maintain the list without
any administrators help. The pre-fetching method is a rather simple method that can be
implemented without any big investments. It will not make such a great difference by it
self but it could be a good complement in some situations.
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Advantages

The pre-fetch method prevents the first request to take more time than the following
requests. Objects could be downloaded during low traffic periods to help reduce
network traffic.

Disadvantages

When fetching a link from a page, many objects are fetched unnecessarily and thereby
occupying storage space in the caches. When using a list of popular pages that should be
pre-fetched, not all pages accessed will be on that list. The ones not listed will not
benefit from the pre-fetching. Unnecessary fetching of objects increases the probability
of congestion in the network.

3.4 Security

Security is a “hot” topic when talking about computers and the Internet today. With
more information published and more services that can be made use of, more and more
people are afraid of security weaknesses. The solutions presented above both increase
and decrease the security for involved objects.

When storing objects locally it is harder for an intruder to listen to the network
traffic and find out what users are doing. When some object is compressed, it is harder
for a viewer to see what the object consists of. The negative side of storing lots of
information in one place is that if someone breaks into that machine, many things can be
revealed at the same moment. Having good security thinking is not that hard. Store only
the objects that are not a security risk. Use security tools that are available both for
discovering security weakness and for improving security with for example encryption.

The feature of using authorization between caches, like in HTCP is something that
probably will be used much more in the future. Security features will become a natural
part of almost everything concerning data and data transfers. When this can be done
without involving the users, it will be widely used.

3.5 Telia Net

Since Telia wish to reduce the traffic floating between Telia Net and other networks it is
ideal to introduce some sort of caching mechanism like the ones described above. Today
a cache resists in the connection between a user and Telia Net, and not between Telia
Net and the connection to other networks. Below is a description of how a solution for
Telia Net could look. A more thorough investigation of the particular component
included in any solution should probably be made.

By placing an extra cache between Telia Net and the rest of the networks the
traffic and costs could be decreased. Maybe more than one cache should be introduced
depending on how many users that currently have access to Telia Net. However, to get
the most out of several caches, some sort of cooperation must exist. Choosing between
the solutions described above, some variant of Summary Cache seems like a good thing.
The Summary Cache solution requires more equipment (i.e. memory) in the caches, but
it will also produce good hit rate and low delay.
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It is easy to take something that someone else has developed and introduce it in
the own environment. By combining several proposed technologies, each can provide
different benefits and compensate for eventually drawbacks in the other ones.

3.6 Products

This section describes some of the products that use the technologies described above.
Since describing products is not the main purpose with this thesis, it will not be a
complete cover of what exists in the market today.

3.6.1 Microsoft Proxy Server

Microsoft’s product uses something they call Active Intelligent Caching to deal with the
requirement for low delay and traffic. Active Intelligent Caching is based on statistical
analysis so that the server can get popular objects before they are requested. The server
can also take into account the load on the network, so that those objects are fetched
during low traffic periods. To distribute the cache among many servers or to use
hierarchical caching, the Microsoft Proxy Server uses CARP.

The system requirements for this product are at least 486/33 MHz with Windows
NT, 24 MB of RAM and 100 MB + 0.5 MB per client in disk space.

3.6.2 NetCache

NetCache is developed from the Harvest Cache project at University of Colorado. The
company behind the product is Network Appliance Inc. NetCache uses ICP to cooperate
between multiple cache servers. This product can also use a kind of clustering to even
the load on the parents. Every single URL can be treated in a different way, for example
routed to a neighbor or fetched directly from the original server. NetCache also supports
tunneling of SSL12.

The system requirements for NetCache are Solaris 2.5, Digital UNIX 3.5 or
Windows NT as the operating system. The memory requirements are 32 MB for the
small version of NetCache and 64 for the big. 128 MB disk space for the small version
and 1 GB for the bigger one. NetCache can at most handle 128 GB of disk space.

3.6.3 Netscape Proxy Server

Netscape Proxy Server can handle different methods for cooperating between proxies.
One way is to use CARP to distribute request for object and balance the load on the
proxies. Another way is to use ICP to ask all neighbors whether they hold an object or
not. Objects can be fetched on-command or on-demand meaning that they are fetched
either when someone asks for them or they are fetched in advance. Netscape can, just
like NetCache, tunnel SSL through the proxy.

The requirements for Netscape Proxy server are UNIX or Windows NT as the
operating system.

                                               
12 Secure Socket Layer, is a method for secure connection between a client and a server
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3.6.4 Squid

The Squid cache is developed from the Harvest project, just like NetCache. This product
is freely distributed with source code. Squid uses either ICP or Cache Digest as the
method for cooperating among several servers. Squid is running on a UNIX platform.

3.6.5 Wcol-E

The Wcol-E product is developed in Japan by Network Laboratory and is freely
available. For cooperation between several servers, it uses the ICP protocol. Another
feature Wcol-E has is that it can pre-fetch objects to decrease the delay time experienced
by the end users.

Wcol-E runs on UNIX systems with 32 MB of RAM and 300 MB of disk space.
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4 The future of caching

This section is an attempt to give a brief description of how the networks and related
areas will change in the future. It is not complete in any way but an introduction to the
topic. Many things may be unclear about the future but some things are not hard to
predict like the never-ending development of new and better technologies.

4.1 New objects

In the future there will probably be more objects that are dynamically generated and
therefore not good for caching with the technology used today. More and more users
demand for interactivety when visiting a site. This phenomenon will decrease the savings
made by using a cache, but there will probably be new technologies to deal with that
situation.

4.2 Faster networks

With faster access to everything, the need for a cache to fight the delay time is
decreased. To index a big cache (or perhaps several) and search for an object will take
more time than to transfer it from the origin sever. This may be true, but both machines
running as proxy caches and the algorithms for searching through a huge list will become
better. So faster networks do not decrease the usability of a cache.

If faster networks are introduced, new areas of interest are created. It could be
television transmission or video conferences. The ideas are not new, but there are
limitations on how much traffic that can flow through a network. With access to faster
networks, the users will start using heavier applications so there will probably not be
unused network bandwidth even in the future. The need to store objects closer to the
client will almost certainly be a method even in the future to allow more users to share
the same network and to decrease the delays.

4.3 New protocols

With the continuing growth of the Internet and the WWW, researchers will investigate
how to access the web with greater speed. The area of caching is not new, but there are
many things that still needs research. The technologies today will go through refinement
and become better but there will also be new ones developed, some as a variant of
existing technologies and some as brand new ideas. New protocols developed must
make it easy to administrate them and they must allow easy scaling. When a product
become ”self-running” with the possibility to adjust by hand it will be a great success.
Many protocols in use today must have some sort of administrator that supervises the
protocol, which make them both difficult to install and to maintain. If multicast becomes
a natural part of every network, it will be used to reduce the need to send duplicate data
over the same link.

4.4 Security

The demand of security from different areas of the future Internet will be high. The
regular user will not handle transfers of money or transfers of sensitive data before they
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know that they have at least the same ”protection” against thieves as today. This
thinking in security terms will increase the demand of new caching technologies.
Questions like if it is possible to store sensitive information in a cache or how to allow
only authorized users to access certain proxies must take a central role in the
development of new technologies.

4.5 Telia Net

As the rest of the Internet are adopting new technologies, so will also Telia do in Telia
Net. Today, Telia Net do not support multicast, which means that several of the
methods described in section 3 cannot be introduced. Multicast is the technology to
minimize the need to send the same data twice over the same link. If Telia Net shall be a
major network for both corporations and private users in the future, multicast should be
enabled in the network. Perhaps multicast is not the answer to all problems but it can
certainly solve some. If the network will be used for sending video and audio to multiple
persons at the same time, multicast is the answer.

Today, the clients have the opportunity to connect to a cache that is located close
to them. The users would like to have the connection point as close as possible to reduce
the cost for the connection, but there must also be a certain amount of users connected
to each cache to make it useful. This is not a problem in a big city but in the countryside.
If the caches in the connection point start to cooperate, the need to have many users
connected to each cache will be reduced. This cooperation between caches (and maybe
other machines as well) will probably become a natural part of the future Telia Net. With
cooperation, the network provider can reduce the size of the traffic traveling to other
networks and therefor reduce costs. This cost reduction is something that will encourage
network providers (such as Telia) to adapt to new technologies.
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5 Simulations

5.1 Tools

The simulations are made with the Network Simulation tool, NS, developed at Berkeley
University within the VINT project. This simulation tool is freely available to both the
Windows and the UNIX environment. The tool is implemented in C++/Tcl/OTcl and it
uses Tcl/OTcl to describe the simulation.

All simulations are built from four components, Nodes, Links, Agents and
Applications. The Nodes can be thought of as a computer or a router in the network.
The Links connect the Nodes with each other and can have different capacity, delay and
queuing technology. The Agents describe how packets should be sent between the
Nodes. One Node can have many different Agents connected to it. Examples of Agents
are different versions of TCP and CBR (Constant Bit Rate) or Monitors to trace how
packets flow through the simulated network. The Applications describe how the traffic
will flow from an Agent, for example FTP or Telnet. It is not necessary to define
Applications in the simulations because packet flow can be controlled with simple code
in Tcl/OTcl. It is quite easy to add code to the tool or change the existing one and
whenever a bug is reported, it will not take long before a new version is available. To be
able to draw conclusions from a simulation, it is possible to let NS create a trace file
with notation of every packet traveled in the simulated network. It can be a hard time to
get into how NS work due to that the documentation is not up to date. There exist
however some good tutorials and a mailing list to help with questions.

5.2 Implemented methods

In order to decide what method could be appropriate to introduce in Telia Net, some
characteristic methods have been implemented and simulated in the NS tool. The
methods chosen was no cache, simple cache, hierarchical cache, ICP cache and
Summary cache. It was not possible to allow multicast traffic to travel only certain links
in the topology. This lead to that all multicast packets was routed to both the servers and
the clients which was not wanted. Due to this limitation, the multicast method was
abandoned but it could be implemented with some bigger changes to the Network
Simulator code. Below are some short notes on how the different methods was
implemented.

The implementation for ICP and Summary do not follow the specification
described in previous sections. The implementations are made very simple and are just
intended to be able to see if some method is much better than the others are.

5.2.1 Common to all methods

A new Agent was implemented to act as transport agent for the packets. Each agent has
an indication whether it is a proxy cache, a server or a client agent. Each packet contains
the following information

•  Type, what type of packet
•  URL, a string describing what server and what object that is requested
•  FromId, who sent the packet
•  OriginalId, who sent the original request



Master’s Thesis ‘Distributed HTTP cache’ Page 31

•  RequestId, a unique number for each request made by a client

Each packet containing no data is 64 bytes long and the packets containing data are 500
bytes long. The different kinds of packet types are

•  REQUEST, a request for an object
•  DATA, a packet containing data
•  FINISHED, a packet indicating the end of a data transmission
•  ERROR, error message saying that the URL could not be found
•  SIZE, a question of an object’s size
•  ASK, a question if an object is the cache (only for ICP)
•  HIT, an indication that an object is in a cache (only for ICP)
•  MISS, an indication that an object cannot be found in the cache (only for ICP)
•  UPDATE_A, an update message for an object (only for Summary)
•  UPDATE_R, a remove message for an object (only for Summary)

All packets are sent using UDP, i.e. no control if the packets are dropped or not is made.
This was done because it was much more difficult to implement this as an Application on
top of TCP than as a separate Agent. It was also much more difficult to read the traces
when sent as TCP packets. If the simulations are made with many requests for objects
located in just a few servers the number of packet dropped increased a lot. That is why a
simple method of controlling the sent packets was implemented. Whenever some want to
send a packet that should be superintended, a variable is used to indicate this. When the
round-trip-time to the receiver has past, a function checks if the receiver has cleared the
variable. If not, the function resends the packets. This is a simple thing to implement, but
it will be misleading on the link load towards the sender. This is because the receiver
never sent a request for the packet that never reached it. This method is however not
quicker than a real mechanism for controlling the transported packets though it uses the
round-trip-time (RTT) as an indication to check if the packet has reached the receiver.

When an object does not fit in the cache, a random object will be removed from
the cache to allow the new one to be stored. Another method that replaces objects in a
cache was implemented to show how this could affect the result. The new method
counts how many times each object is requested when stored in a cache. The objects that
have the least number of accesses are replaced first. This provides a great difference in
the simulations as will be shown below.

5.2.2 No cache

Every request the clients make is sent directly to the server. The server responds with
the number of packets corresponding to the size of the object requested.

5.2.3 Simple cache

The clients send their requests for an object to a proxy cache. If the cache do not have
the requested object, it will forward the request to the server. When the data packets
return from the server, they are forwarded to the client directly. When the packet
indicating an end of the data transmission reaches the proxy cache, the object will be
stored in the cache. If it cannot be stored due to shortage of storage space, some objects
will be removed to allow the new object to be stored. If the object can be found in the
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proxy cache upon a request, a question is sent to the server asking for the object size.
When the answer returns, the size is compared to the size of the object stored in the
cache. If the sizes match, the object is sent to the client and otherwise a request for the
object is sent to the server.

5.2.4 Hierarchical cache

The clients send their requests for objects to a proxy cache. If the cache do not have the
requested object, the request is forwarded to a cache closer to the server. The upper-
level proxy cache looks for the object in its cache and forwards the request to the server
if it cannot be found. The agent that has the requested object (a proxy cache or the
original server) sends it to the agent asking for it (a client or a proxy cache). The
intermediate caches store the object they are forwarding. If a cache has a requested
object, it will perform the same comparison about the object size as described above.

5.2.5 ICP cache

The clients send their requests to a nearby proxy cache. If the proxy do not have the
requested object, it will send a message to all proxies directly connected to it asking
about the particular object. The proxy cache also sends a HIT packet to the server that
will be echoed back to the sender. The proxies receiving the question about whether an
object can be found in their caches will return a HIT or a MISS. When the packet with a
HIT returns to the asking proxy, it will send a separate request for the object to the
proxy cache that sent the HIT. If no HIT is returned to the proxy before the HIT packet
is back from the server, the request for the object will be made to the server. If an object
is found in a cache, it will also perform the comparison about the object size as described
above.

5.2.6 Summary cache

The clients send their requests to a nearby proxy cache. If the object cannot be found in
the proxy’s cache, it will check the list of what objects are stored at the other
cooperative proxies. If the object cannot be found in that list either, the request is
forwarded to the server and otherwise it will be forwarded to the proxy holding a copy
of the requested object. Whenever a proxy gets an object, it will signal to directly
connected neighbors that a new object is to be found at this particular proxy. When
some object must be removed from a cache, a remove message is sent to all neighbor
caches directly connected to the proxy cache.

5.3 Traces

To be able to compare how the different methods behave several trace-files are created.
Network Simulator can automatically create a file that shows how all packets travel in
the simulated network. Two others are created in complement to this file, one for the
clients and one for the caches. The file for the clients registers all requests sent from a
client, all data packets received by a client and when the finish packet reaches the clients.
The file for the caches register all requests received from clients and whether the cache
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has a hit or miss. In the case of hierarchical cache, ICP cache and Summary cache the
file will also register if a request result in a hierarchical, ICP or Summary hit or miss.

5.4 Topology

Different configurations have been used for the simulation to see how the methods
behave in different situations.
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Figure 8 - Simulated topology

Figure 8 shows the base setting for the simulations. There are three nodes with a proxy
cache in them labeled ”P”. These nodes have connection between them only for the
simulations with the methods ICP and Summary. The node labeled “P/-“ has a proxy
cache for the method Hierarchical cache, but only acts as an connection point for the
other methods. At the bottom of the figure, there are three nodes labeled ”C” that
illustrates clients. To each proxy cache there are ten clients connected. At the top there
is a node called ”S”, that stands for the server side of the connection. Up to four servers
have been used in the simulations to find out how the load on each server varies. A small
number of servers are similar to a situation where many clients wish to retrieve
information through a narrow link.

5.5 Running the simulation

The scale of the simulation is small, both to the number of clients, proxy caches and
servers used and to the number of requests made by each user. When the number of
clients (or proxy caches) becomes very large, it takes much time to run each simulation
and it is hard to present the result in a clear way. The simulation runs for 240 seconds
and each client request an object approximately every second. With 30 clients in the
topology, that means 240x30=7,200 request to the servers when no cache is used.
Although this may seams like to few requests, it is possible to draw some conclusions
from the simulations on how the methods behave.
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5.6 Simulation setting

The different simulations are described in Table 1. The simulation started with the
setting in test 1 and the values for that test was taken “from the air”. It was not possible
to have “larger” values than in test 7 because of the machine that ran the simulations. All
objects have a size between 500 and 5,000 bytes.

Test Servers Objects/Server Caches Clients/Cache Cachesize
1 1 200 3 10 100,000 bytes
2 1 200 3 10 250,000 bytes
3 4 50 3 10 100,000 bytes
4 4 200 3 10 100,000 bytes
5 4 50 4 7 at 2 / 8 at 2 100,000 bytes
6 4 50 4 10 100,000 bytes
7 4 50 5 10 100,000 bytes
8 4 50 3 10 100,000 bytes
9 4 50 3 10 100,000 bytes
10 4 50 3 10 100,000 bytes

Table 1 - Simulation settings

Although the numbers in Table 1 may seem “small” the simulations will still provide a
good hint of how the different implemented methods behave. Some comments to the
numbers above:

• Test 1 is simulating a narrow link between the caches and the rest of the
network. This is done with all object stored in one server. The cache can store
approximately 1/5 of all objects.

• Test 2 is to show that if the cache size increase, the local hits increases as well.
If the size is about ½ of all objects, more than 50 % of the requests will be
handled locally.

• Test 3 is almost the same as test 1. The difference is that in test 3 the objects
are divided on four servers instead of one.

• Test 4 shows what happens if the number of objects increases.
• Test 5 is for showing how the methods behave if the clients are divided on

more caches.
• Test 6 increases the number of clients that request objects.
• Test 7 is the same as test 6 but the number of clients has been increased

further.
• In test 8, the requests are not evenly spread on the servers. In this test, one

server takes 50 % of the requests and the other three splits the other requests.
• Test 9 is the same as test 8 but with a different method for replacing objects in

a cache.
• Test 10 is the same as test 3 but with a different method for replacing objects

in a cache.
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Link Link delay Link capacity
Client – Proxy cache 5 ms 1.5 Mbit
Proxy cache – Proxy cache 10 ms 10 Mbit
Proxy cache – Server 50 ms 1.5 Mbit

Table 2 - Link settings

The numbers in Table 2 shows the values that have been used in the simulations. These
values have not changed between the simulations. The reason for this is that if some of
these values change it is just an adjustment in how long it will take for the client to get a
requested object. If the capacity for a link decrease, the number of packets that has to be
retransmitted will increase and the delay seen by the client will increase. It can affect the
result when an object can be found in a cache, but it will not be any dramatic changes
over a long period of time. The low values for the link capacity can also be interpreted
as other traffic taking up some capacity in the link.

The access pattern for real requests come in bursts because almost every page has
several objects connected to it. To simplify the simulation, a pattern of approximately
one request per second from each client has been used.

5.7 Results from the simulations

The results from the different simulations will be presented in this section. Almost all
discussions will be made from the byte-hitrate13 curves. This is because the delay and the
decrease in traffic will follow the changes in the byte-hitrate. If more objects are fetched
from the local cache, the delay seen by end users will be decreased. The traffic seen on
the links to and from the original server will also decrease due to an increase in local
hits. To give a hint on how delay and traffic behaves for the methods, a number of
graphs will be presented at the end of this subsection.

5.7.1 Small number of servers

With a limited number of servers in test 1 and 2, the tests will simulate a narrow link
between the cache and the server. A small number of servers will not affect the byte-hit-
rate very much. On the other hand, it will affect the delay seen by clients and the traffic
floating between the caches and the server. Since there is limited capacity on the link,
more packets will be lost which lead to more retransmissions.

                                               
13 The relation between the number of bytes found locally and the total number of bytes requested
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Figure 9 - Byte-hitrate for test 1.

Figure 9 shows the byte-hitrate in test 1, with local hits for Simple cache and both local
and neighbor hits for the other methods. The number in brackets is an average for each
method. The value for Simple Cache is about 21 %, which correspond to the storage
capacity of the cache. The number increases for Hierarchical Cache to almost 40 % due
to the fact that Hierarchical Cache has more storage capacity with one cache locally and
one cache one level up that is common to all caches/clients. The two other methods (ICP
and Summary) can take advantage of objects stored in all caches and get a byte-hitrate
that is approaching 50 %.

5.7.2 Big caches

If each cache in the topology has lots of storage space, the number of local hits should
be very high. As seen in Figure 10 this is true for all these methods. Each cache in this
simulation can store 250,000 bytes, which is about ½ of the size of all objects. With ICP
and Summary, the number of byte-hits both in the local cache and the hits in neighbor
caches is approaching 90 %. The graph in Figure 10 is similar to the one in Figure 9, the
difference is a factor of approximately two.
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Figure 10 - Byte-hitrate for test 2.

5.7.3 Small caches

Test 4 is almost the same as test 3 with the difference in the number of objects located in
each server. In test 4, 200 objects is located in each server and there were 50 in test 3.
This difference only gives a smaller number of byte-hits, a decrease by a factor of eight,
as seen in Figure 11.
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Figure 11 - Byte-hitrate for test 4.

5.7.4 Four servers instead of one

If the number of servers is increased from one to four to simulate a wide link between
the cache and the server, no difference can be found in the byte-hitrate. The reason that
there are different numbers in Figure 12 than in Figure 9 depends on the fact that test 3
and test 1 had some difference in the request pattern. Neither ICP nor Summary is any
better than Hierarchical in this particular test, which depends on the method used to
replace objects in the cache. In Figure 12 a random object is replaced when the cache is
full. However, in Figure 13 the number of accesses decides what object should be
replaced. The one with the least accesses will be replaced first. As seen in the figures, it
makes a great difference which method is used. Both test 3 and test 10 use the same
request pattern for the clients.
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Figure 12 – Byte-hitrate for test 3.

Figure 13 - Byte-hitrate for test 10.
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5.7.5 Divide clients on more caches

In the three cases above, the simulations contained three caches with ten clients
connected to each cache, which give a total of 30 clients. In test 5, 30 clients have been
divided on four caches instead of three, with eight clients on two caches and seven on
the other two. With this limited upgrade in the number of caches, no method gets any
big advantages as seen in Figure 14.

Figure 14 - Byte-hitrate for test 5.

5.7.6 Increase the number of caches and clients

If the number of caches is increased, ICP and Summary should be able to find more
objects locally and Hierarchical ought to find fewer objects or at least not so many more.
This is because the second level cache is common to the others. If the second level cache
has more children, it will replace its contents more often resulting in fewer hits to the
first level caches. This can be seen in Figure 15 (test 6) and in Figure 16 (test 7). The
later figure has some curves cut, which depend on the fact that the simulation machine
run out of virtual memory. Figure 16 also shows the hitrate and not the byte-hitrate,
which is because the code for generating the byte-hitrate crashed. The graphs still
indicate that ICP and Summary have great advantages over Hierarchical if the number of
caches and clients increases.
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Figure 15 - Byte-hitrate for test 6.

Figure 16 - Hitrate for test 7.

5.7.7 Hot spot server

Test 8 tries to simulate if one server has more popular objects than the others. In this
case, one server gets 50 % of all requests and the other three handle the other 50 %.
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Theoretically, the number of local hits would be bigger than in test 3 (Figure 12) but as
seen in Figure 17 the difference is not that big. One reason for this is the fact that all
objects have the same probability to be replaced when the cache is full. Test 9 has a
different method to replace objects in a full cache. It counts how popular each object is
in regard of accesses. The objects with least accesses are replaced first. Figure 18 shows
a great improvement with this method.

Figure 17 - Byte-hitrate for test 8.
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Figure 18 - Byte-hitrate for test 9.

5.7.8 Delay

The results from the simulations regarding delay seen by end users depends a great deal
on how the simulation network is configured. The graphs presented here match the
settings in Table 2. Presenting the graphs from all simulations and all methods would
take much space in this report, but still not contribute to any further understanding about
the methods. Therefore, only two graphs will be presented in this section to give a hint
of how the methods behave regarding delay.

Figure 19 shows the situation in test 10 when no cache is used. The value in
brackets is a mean value over the period of simulation (240 s). The theoretical RTT,
Round Trip Time, is given by

2*(delay from client to cache + delay from cache to server)

With the values from Table 2 inserted

2*(5 ms + 10 ms + 50 ms) = 130 ms

The value for average delay from Figure 19 is 0.151 ms, which is slightly higher than the
theoretical value. This is due to delay in “routers” when sending data from the client to
the server. It also depends on how many simultaneous requests that are sent to the
servers. The increase in delay from about half the simulation time to the end merely
depends on an increase in the number of requests in that period.
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Figure 19 - Delay for using no cache in test 10.

Figure 20 shows the situation for using the ICP method between caches. The mean value
for ICP in test 10 is 0.165 ms, which is even higher than the value for using no cache.
This indicates the drawback of the ICP method, with high delay because of the ICP
packets that have to be sent to locate the requested object. Although not show here, the
Summary method has a lower delay than both ICP and no cache at all, with a mean value
of 0.099 ms for the same test.

Figure 20 - Delay for using the method ICP in test 10.
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5.7.9 Link load

As for the delay there could be many graphs presented in this subsection regarding the
link load between caches and servers. Two graphs will be presented to illustrate what
impact no caching and ICP have on the traffic situation in the network.

Figure 21 illustrates the behavior of no cache. The value in brackets is a mean
value over the period of simulation (240 s). Figure 22 is the link load in the same test but
for the ICP method. Although ICP has the drawback of long delay (as seen in the
previous section), it is good in reducing the traffic between caches and servers. No cache
is the worst method for the traffic (all traffic must be sent to the server) and ICP is the
best when comparing the five simulated methods. The method of summary also reduces
the traffic to a lower level than for no cache, but it is not as good as ICP. If this depends
on the implementations or that ICP is better cannot be told from the simulations.

Figure 21 – Link load for no cache in test 10.
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Figure 22 – Link load for ICP in test 10.

5.7.10 Summary of results

Although the simulations have been made very simple, the results indicate the advantage
of using a cache with HTTP based traffic. If a simple solution is needed, hierarchical
cache is the answer. It provides a good hit-rate with a decrease in both link load and
delay. For a bigger collection of cooperative caches, either ICP or Summary provides
the best results. With the long delay that ICP gives, a method that stores a summary of
neighbors caches would be preferred.
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6 Conclusions

Since the Internet is growing so fast, new caching methods are needed to reduce the
bandwidth usage. All methods have their advantages and disadvantages. What method to
choose depends on the purpose a cache should have in a system.

If the cache must be easy to put into an existing system, some sort of hierarchical
cache should be used. With this method, the only thing that has to be done is to put a
cache at a higher level that is transparent to all caches below it. Even if this method do
not have the best hitrate, it is a great improvement over both using a simple cache and
using no cache at all. A big advantage with this method is that no new protocol is
needed for the use of hierarchical cache.

If a cache should have as many local hits as possible, some sort of extended
cooperation between neighbors is necessary. If there exist several caches that are
connected to the same “output” to the Internet, cooperation with a method using some
form of ICP or Summary is perfect. These methods can take advantage of many caches
and reduce the need to fetch an object from distant places. The more clients (and caches)
connected, the less the chance is that a requested object cannot be found locally. There
exist more products based on ICP than on Summary, but that will change in the near
future.

Today, most methods that have become a product use some sort of unicast to send
messages and objects. In the future, when multicast is more widely spread, it will replace
unicast in many situations. Multicast minimizes the load on each link in a network by
having routers duplicating packets only when necessary. This means that each sender
just need to send one packet, but it can still reach an “infinite” number of receivers. In
networks today, many routers do not support multicast and therefore methods based on
it cannot be used.

The simulation made in this study shows that ICP and Summary are the best
methods to get maximum number of local hits and thereby reducing both the load on
network links and the delay experienced by the clients. The way the simulations were
done, it was not possible to separate ICP from Summary for hitrate or traffic load. For
delay, ICP was distanced by all others even using no cache at all. All small differences
found in the results derive from difference in the request patterns and the size of
individual objects. If not so many caches were to cooperate, even the hierarchical cache
could produce good result.

Recommending a solution for Telia Net is not so hard. The network does not
support multicast so any method using that cannot be used. The way the network is built
it has no connections between any caches. This means that the most natural thing to
introduce is a solution based on hierarchical cache. Even if it is possible to run ICP or
Summary without any direct connections between the caches, it is better if they can have
these connections. Things that speak for hierarchical cache is the easy way it can be
inserted in a network and the fact that no other protocol besides HTTP is needed. The
caches used today in Telia Net is based on the Squid product. It would be interesting to
activate ICP between these caches to see how big the difference would be. To make any
difference at all, the number of clients using caches must be much bigger than today.
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Appendix A  - Glossary

Adaptive A method for dividing caches and servers into multicast groups. Both
cache requests and objects are sent with multicast.

AMP Asynchronous Multicast Push. A protocol that gathers several requests
for the same object over a period of time and then send just one
request.

ASP Active Server Pages. A scripting language that produces dynamic
HTML pages. It can be used for interaction with a database.

AVI Audio/Visual Interface. A format for storing video sequences.

Browser Program to retrieve and view web pages. Popular ones are Netscape
Communicator and Internet Explorer.

Cache Program that stores information locally so it can be retrieved later
without the need to connect to a distant information server. A cache
can resist on the local machine or in a machine somewhere in the
network.

CARP Cache Array Routing Protocol. A protocol to allow several proxy
servers to work together. The protocol redirects URL requests to a
specific proxy using a hash function. No duplicate objects exist.

CMP Continuous Multicast Push. A protocol for distributing dynamic or fast
changing pages to clients.

Congestion If a router or switch in a network gets more packets than it can handle
and some of them are discarded.

CSS Cascading Style Sheet. A way of defining style sheets for use in a
HTML page. The CSS can sometimes replace bullets and markers
stored in the GIF format.

Distributed 1. A name for several caches working together to achieve better
cache performance.

2. A protocol that stores hints about the content of other caches.

GIF Graphics Interchange Format. A way to store graphics. Best suited for
non-photo objects like bullets, markers and headings. Several pictures
can be stored in the same file and play back like an animation.

GIX Global Internet Exchange. Point in a network where data are
exchanged with other networks.

HTCP Hyper Text Caching Protocol. A protocol to allow several proxy
servers to work together. HTCP is similar to ICP but has a more
complicated message format. With HTCP, the neighbors know when
other proxy servers (i.e. caches) add or delete objects.
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HTTP HyperText Transfer Protocol. The protocol used to transfer web pages
from server to client (browser). HTTP is an application protocol,
which means it uses some other protocol for transport (TCP).

ICP Internet Caching Protocol. A protocol that allows several proxy
servers to work together. Has a simple message format that can be
processed quickly. Duplicate copies of objects can exist.

IETF Internet Engineering Task Force. Institution that develop and publish
standards for the Internet. Can be found at URL:http://www.ietf.org

Internet The large network that everybody talks about these days. It contains
several different services, as electronic mail, news, WWW and so on.
If spelled internet (with a lower-case i) it means just a large network.

Internet draft Paper from some organization or people describing their ideas.
Published in association with IETF so it can become a RFC later. An
Internet draft must be updated within six months.

ISP Internet Service Provider. Corporation or organization that provides
access to the Internet.

JPEG or JPG Joint Photographics Experts Group. A format for storing graphical
objects in. Best suited for photo realistic objects.

LAN Local Area Network. A local network for a company or organization.

Latency The delay that is experienced due to transport time across data links.

MD5 Digital signature. Algorithm for creating digital signatures of fixed
length from variable length input. See [RIV92] for complete
specification and reference implementation.

MNG Multiple-image Network Graphics. A format for storing several
pictures in one file, a possibility to play these pictures like an
animation.

MPEG Moving Picture Experts Group. A format for storing video. Every
frame is not stored in this format, but only changes made between
frames.

Multicast One sender and many receivers. The data is sent from the sender and
the routers in the network duplicates packets when it is necessary.
Users (i.e. applications) join a multicast group when they would like to
receive information from it. Take advantages of common paths to the
receivers.

PNG Portable Network Graphics. A format for storing graphical objects that
can produce smaller files than the GIF format.



Master’s Thesis ‘Distributed HTTP cache’ Page 52

Proxy Computer between client and server that caches documents for faster
retrieval when requested again. Usually serves an organization or a
corporation. A proxy can also provide some basic security to the
network.

RFC Request For Comment. This is a publication of IETF with two
different categories, Standard and FYI, For Your Information.

SSL Secure Socket Layer. A method for communicating securely between
a client and a server.

Summary A protocol for exchanging information about what objects are added
cache or deleted to a cache with its neighbors. This protocol uses Bloom

filters for economical storage of other caches contents.

TCP Transmission Control Protocol. This protocol is for communication
between computers. It can handle packets being lost in the network by
resending them and is therefore considered a reliable protocol.

UDP User Datagram Protocol. The UDP is a protocol for communication
between computer. UDP does not have any transmission control like
TCP and can therefore not be considered a reliable protocol.

Unicast Point-To-Point delivery. One sender and one receiver. The normal
communication in the Internet. See also Multicast.

URL Uniform Resource Locators. URL is the address of a file (resource)
accessible on the Internet.

WWW World Wide Web. Enormous collection of web pages (information)
through connected computers worldwide.
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Appendix B  - Internet growth

Internet is growing fast. This section will give a hint of the popularity of WWW and
HTTP based traffic. Although it is impossible to provide exact figures on how many
computers that are connected to the Internet, an estimation will be made in this section.
All the information found in this appendix is taken from Network Wizard, which can be
found at http://www.nw.com.

Figure 23 - Internet host count from Network Wizard

Figure 23 gives an indication of the growth of the Internet. The method for counting the
number of hosts has changed this year (1998) so that is why there are points for both old
and new values in the graph above. The adjusted values are an attempt to make the old
and the new method comparable.

The new method goes through the DNS and counts how many IP-addresses that
are connected to a domain name. If some domain name has several IP-addresses, it will
only be counted once.

Host name Host count
www 777518
host 142865
mail 56380
router 20219
ns 14315

Table 3 - Top five host names in July 1998

Table 3 gives an indication of the popularity of the HTTP protocol. Since www is the
most popular name for a domain and every domain holds lots of information, a lot of the
traffic floating in the network will be HTTP based.
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Appendix C  - Internet references

This appendix will contain some URLs to interesting pages on the Internet regarding
both cache and other things that might be of interest to you readers. There is no
guarantee that the links below work. They have been checked at the very end of the
compilation of this report but the contents of the Web changes quickly and things move
around. If something cannot be found, try using a search engine to locate the page.

3rd International WWW Caching Workshop
This is the homepage for the latest workshop regarding caching. Has
many new technologies described under submitted papers.
http://wwwcache.ja.net/events/workshop/ (1998-11-29)

AltaVista
A search engine to find pages on the Internet. A good page to start with if
you does not know the location of some information.
http://www.altavista.com/ (1998-11-29)

Hit-N-Miss
News letter about Web caching.
http://ircache.nlanr.net/Hit-N-Miss/ (1998-11-29)

IETF
The home of the organization Internet Engineering Task Force. They are
responsible for the standardization procedure of protocols for the
Internet.
http://www.ietf.org/ (1998-11-29)

Internet host count
Pages that describe how big the Internet really are.
http://www.nw.com/ (1998-11-29)
http://www.ripe.net/statistics/hostcount.html (1998-11-29)

Microsoft Proxy Server
Page describing Microsoft Proxy Server.
http://www.microsoft.com/products/prodref/590_ov.htm (1998-11-29)

NetCache
Page describing the product NetCache.
http://www.netcache.com/ (1998-11-29)

Netscape Proxy Server
The home page for the Proxy Server Product from Netscape.
http://www.netscape.com/proxy/v3.5/index.html (1998-11-29)

Network Bibliography
This is a page where you can search for articles and reports of technical
nature. Many of the results have links to the online version of the report.
http://www.cs.columbia.edu/~hgs/netbib/ (1998-11-29)
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Network Simulator
Network Simulator is a freely distributed simulator that is under constant
development. The simulator has many things built in from the beginning
and can be adjusted to suite almost anything.
http://www-mash.cs.berkeley.edu/ns/ (1998-11-29)

NCSTRL Home Page
Like the Network Bibliography. Searches for reports of technical nature.
http://www.ncstrl.org/ (1998-11-29)

Squid Internet Object Cache
Page describing the Squid cache.
http://squid.nlanr.net/ (1998-11-29)

Web cache reading list
Here are some pages with many references to useful reading about
caching.
http://ircache.nlanr.net/Cache/reading.html (1998-11-29)
http://www-sor.inria.fr/projects/relais/reading-list.html (1998-11-29)

Web cache statistics
Pages that show statistics on how effective different caches are.
http://www.uit.no/squidstat/ (1998-11-29)
http://www.uninett.no/squidstat/ (1998-11-29)
http://ircache.nlanr.net/Cache/Statistics/Data/ (1998-11-29)

Web caching architecture
Document describing what to think about when setting up a cache
system. Includes references to other documents.
http://www.uninett.no/prosjekt/desire/arneberg/altsammen.html (1998-
11-29)

Wcol-E
Page describing the product Wcol-E.
http://shika.aist-nara.ac.jp/products/wcol/wcol.html (1998-11-29)

World Wide Web Consortium, W3C
This is the home for the organization World Wide Web Consortium. They
are responsible for the development of HTML and HTTP.
http://www.w3c.org/ (1998-11-29)
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Appendix D  - Method comparison

In this appendix there is a quick comparison between the different methods explained in
section 3. This is intended to let the readers get an overview what similarities exist
between the methods explained. For a more complete description of the methods, see
section 3 or the papers found in the reference list in section 7.

Method Unicast Multicast Ask
neighbors

Neighbors
summary

Adaptive Cache X X
Cache Digest X X
CARP X X
CMP X
CRISP Cache X X
Distributed Cache X X
HTCP X X
ICP X X
ICP extension X X
ICP Next Generation X X
Redirect Cache X X
Static Caching X
Summary Cache X X

Table 4 - Comparison between different method for cache cooperation.


