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Abstract 
 

This research adds to the scarce literature that exists on the issue of commodity pricing. 

Within the realms of marketing commodity pricing has not attracted that much attention 

since pricing in marketing has mainly focused on the issue of pricing of branded products 

and not homogenous products such as commodities.  

 

We will add to the literature by investigating the effects of news as a sentiment creating 

factor on prices of oil. The emergence of text mining techniques as tools to analyze large 

amounts of unstructured text gives us the ability to accomplish this task without the need 

for human intervention. To overcome this issue we have used a text mining methodology 

and implemented with the use of several programming languages to see to what extent 

news affects oil prices. 

 

Our results show that there is a major correlation between news and oil prices and oil 

prices are inefficient to a large extent. Also we found out that there is a major predictive 

power in news and it could be used to predict oil prices with great accuracy. 
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Chapter 1 

Introduction 
 

1.1 Introduction 

Pricing is the only element of the marketing mix that generates revenues for the 

firm (Avlonitis and Indounas, 2006). It has been called the harvest of a business since all 

other marketing efforts are aimed at nothing more than sowing the seed for business 

success which is achieved trough revenue generated by pricing (Nagle and Holden, 

1995).  

Despite this significance of pricing as an element of marketing strategy, the 

empirical studies that have been conducted on this issue are very limited. This has led 

Nagle and Holden (1995) to point out that pricing is the most neglected element of the 

marketing mix among marketing academics. Thus, very little is known about how prices 

are actually determined (Avlonitis et al., 2004). The little interest in the field of pricing is 

paradoxical given its importance. 

A commodity is anything for which there is demand, but which is supplied 

without qualitative differentiation across a market. One of the characteristics of a 

commodity good is that its price is determined as a function of its market as a whole. 
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Well-established physical commodities have actively traded spot and derivative markets. 

Generally, these are basic resources and agricultural products such as iron ore, crude oil, 

coal, ethanol, sugar, coffee beans, soybeans, aluminum, rice, wheat, gold and silver 

(Wikipedia.org). 

Pricing of commodities is one of the areas that have not attracted much interest to 

its. Pricing research within the realms of marketing has mainly concentrated on branded 

products. This may be due to the fact that changes in commodity prices are mainly 

associated with macro-economic factors and marketing managers of corporations and 

marketing researchers do not see it within their power to have an effect on these prices. 

Yet, understanding the factors affecting the pricing of commodities could be of major 

importance to the marketing decisions of firms interested in these products. Although 

scarce, there have been few researches in this regard. We have reviewed these researches 

in the second chapter. 

One major area of interest in pricing of commodities is the affects of non supply-

demand factors on the changes in prices. More specifically, researchers have been eager 

to know if the factor of ‘news’ as a factor which creates sentiments among buyers and 

sellers is able to affect oil prices? And it is of interest to understand if this factor can be 

used to make strategic decisions with regard to pricing of commodities. There has been 

some research with in this area and it has been reviewed in the second chapter. 

Crude oil, sometimes called the blood of industries, plays an important role in 

many economies. Oil price, as one of the main focal points in many countries, becomes 

an increasingly essential topic of concern to governments, enterprises and investors (Fang 

et al., 2006). Due to this importance many researchers have tried to study and even 

predict oil prices and the factors that influence them. It is obvious that a clear 

understanding of the factors affecting prices will give governments and private 

enterprises a major power in planning their budgets, business and marketing programs 

and agendas.  

It has been clear for a long time that due to the political and strategic nature of 

this commodity, news has a major effect on oil prices. Yet, because of the numerous 

factors affecting oil prices and inability of human beings to study them quantitatively, 

these studies had not gained much popularity until recently. This is changing. Text 
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mining techniques which have recently emerged as a multidisciplinary field involving 

information retrieval, data mining, artificial intelligence and machine learning gives us 

the power to analyze a great number of news documents and study their effects on oil 

prices. These techniques have previously been studied on stock prices and important 

results were achieved. To our knowledge this attempt is one of the first attempts on oil 

prices. 

In the following sections we will first start by explaining the importance of this 

research and providing the research questions. The second chapter is devoted to 

understanding the oil market and review of pricing literature and theory in marketing. We 

will then move on to studying the techniques in the third chapter and in the forth chapter 

we will explain the methodology and the results will be revealed by the time we are 

finished with the fifth chapter. 

1.2 Importance of the study 

The importance of understanding crude oil markets relies on the fact that nearly 

two-thirds of the world’s energy consumption comes from oil and natural gas (Ramirez et 

al, 2003). This makes oil one of world most important energy resources and it is known 

for wide price swings. It has significant effects on global economic activities. High oil 

prices often lead to an increase in inflation and subsequently hurt economies of oil-

importing countries. Low oil prices, on the other hand, may result in economic recession 

and political instability in oil-exporting countries since their economic development can 

get retarded. Besides the price levels, economic losses are also driven by volatility of oil 

price. A relatively small increase in price can result in sizeable losses. Studies show that a 

10% increase in price of oil is equivalent to 0.6 to 2.5% GDP growth for US (Zhang et 

al., 2007). Oil prices drive revenues to oil-exporting countries in a large number of 

which, oil exports comprise over 20% of the GDP. On the other hand, costs of oil imports 

(typically over 20% of the total import bill) have a substantial impact on growth 

initiatives in developing countries. Energy price shocks have often been cited as causing 

adverse macroeconomic impacts on aggregate output and employment, in countries 

across the world. Crude oil price deteriorations, like the one in 1998, create serious 

budgetary problems for oil exporting countries (Abosedraa and Baghestani, 2004). This is 
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why, the economic importance of oil derives not only from the sheer size of the market, 

but also from the crucial, almost strategic, role it plays in the economies of oil-exporting 

and oil-consuming countries (Sharma, 1998). 

While the oil market participants are directly affected by the fluctuations of this 

market, many other firms make business decisions based on their expectations of crude 

oil price and hence are indirectly affected by these fluctuations. Furthermore, consumer 

goods are affected by price inflation on consumer goods caused by rising oil prices 

(Amin-Naseri and Gharacheh, 2005). This is why both government and the industrial 

sector have an interest in forecasting crude oil spot price (Ye et al., 2002). 

Also, it affects the choice of other primary energy resources like natural gas, 

nuclear and fusion technologies, renewable energies and so forth (Gori et al, 2007). 

Due to these reasons it is important to understand the oil market better and also 

understand the external factors influencing this market. One of these factors is ‘news’ and 

this study is important since it is one of the first attempts that is trying to statistically 

model and understand oil prices.  

1.3 Research problem 

Based on the facts presented above, study of commodity markets could be of major 

importance. Understanding the psychologies of these markets and the effects of sentiment 

creating influences on these markets is of interest to us. One market that is very much 

affected by these influences is the oil market. Factors such as wars, political conflicts and 

even news about the weather can change the oil market. This is while these factors do not 

have a major impact on supply and demand and just the fears created by them could 

increase prices substantially or vice versa.  

In understanding the effects of news on oil prices, we are especially interested in 

investigating two major research questions. First, we want to know if there is a 

correlation between news and oil prices and if news can be used to explain the 

fluctuations in oil prices. If this can be done, we want to know the extent of it. Also if our 

findings show a correlation between oil prices and news, we would like to know if news 

can be used to predict trends in oil prices. Therefore, to summarize we could present our 

research questions as follows: 
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• Can news be used to explain the fluctuations in oil prices? 

• Can news be used to predict the trends in oil prices? 

Our initial hypotheses are: 

• There is a correlation between news stories and oil prices and news can be used to 

explain oil prices. 

• News can be used to predict the trend in oil price. 

 Due to the great number of news articles available on the internet, it is necessary to 

find techniques which would enable us to achieve this task in an automatic or semi-

automatic manner, i.e. through the use of computer software. Therefore the ultimate 

outcome of this research is expected to be a software system which reads numerous text 

articles and learns their effect on oil price and ultimately decides the effects of new news 

on current oil prices. If this is done with a major accuracy, we can say that our hypothesis 

stating that news has a correlation with oil price is not rejected.  

Also, if we are able to use the same procedure which is used for testing the previous 

hypothesis for predicting oil prices, we can state that the second hypothesis is not rejected 

either. 
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Chapter 2 

The oil market and review of pricing literature 

2.1 Introduction 

As mentioned in the previous chapter the goal of this research is to assess the impact 

of news on oil prices and also on the oil market in general. To get a better understanding 

of the problem issue we will first have to gain a better insight of the marketing pricing 

research and also have a closer look at the oil market. This chapter is devoted to these 

issues. Our familiarity with these issues will affect the decisions in choosing the 

methodology and also future directions in the research. 

2.2 Review of pricing literature 

2.2.1 Definition of pricing 

Sutherland and Gross (1991) emphasize that the pricing correlates with the value 

of a product: “Pricing is placing a value on a product or service. A product or service has 

to have a price so that the prospective buyer knows what he or she will have to pay for 

that product or service”. Price forms part of the marketing mix which enterprises use to 

generate funds in order to achieve their goals (Lucas, 1983 in Spingies and Adeline, 
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1997). According to Stanton et al. (1993) price is “the amount of money and/or items 

with utility needed to acquire a product. Utility is an attribute that has the potential to 

satisfy wants”. Crompton (1981) says that “pricing encourages efficient use of available 

resources”. According to Cowell (1991), the price of products must be associated with 

the achievement of marketing objectives (Spingies and Adeline, 1997). 

The theory of prices centers on normative approaches to pricing derived from the 

field of microeconomics, which attempt to maximize the economic target variables, such 

as turnover and profit. Taking the cost and price-demand functions and assumptions 

about the behavior of competitors as a basis, these models yield profit and turnover-

maximization prices both for individual products and for the components of entire 

product lines. All these approaches share the conceptual assumption that consumers are 

economically rational. This is different from the goal of behavioral science pricing 

models which explain the actual, sometimes limited rational behavior of consumers when 

they attend to and process price information. The hypothetical constructs used to do so 

provide an indication of the activating and cognitive processes that take place in the 

consumers’ mind (Gurumurthy and Little, 1994 in Herrmann and Wricke, 1998). Among 

the constructs most relevant to the theory of prices are interest in the price, the price 

reasonableness rating and the value-for-money rating. Interest in the price is defined as 

the desire of a consumer to seek out price information and to take it into account in a 

purchase decision. Price judgment behavior embraces all the behavioral patterns that 

occur when price information is absorbed and processed. In contrast with interest in the 

price, it is the cognitive elements of the price behavior that are subsumed under this term, 

rather than the activating elements. A price reasonableness rating refers solely to the price 

level, in other words it takes no account of the quality of the offered commodity or of the 

scope of the services provided. A value-for money rating, on the other hand, describes the 

price-performance ratio of the product (Herrmann and Wricke, 1998). 

2.2.2 Importance and yet lack of pricing studies 

According to Marn and Rosiello (1992), Simon (1992), Kurtz and Clow (1998), 

Lovelock (1996) and Potter (2000), pricing is the only element of the marketing mix that 

produces revenues for the firm, while all the others are associated with costs. Moreover, 
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pricing is the most flexible element of marketing strategy in that pricing decisions can be 

implemented relatively quickly in comparison with the other elements of marketing 

strategy. Similarly, Garda (1991) and Shipley and Jobber (2001) have argued that pricing 

can be a powerful tool for every business. (Avlonitis et al., 2004; Avlonitis and Indounas, 

2005; Avlonitis and Indounas, 2006) 

According to Shipley and Jobber (2001), “price management is a critical element 

in marketing and competitive strategy and a key determinant of performance. Price is the 

measure by which customers judge the value of an offering, and it strongly impacts brand 

selection among competing alternatives”. Within the same context, has pointed out that 

pricing is the only element of the marketing mix that generates revenues for the firm 

(Avlonitis and Indounas, 2006). 

Nagle and Holden (1995) point out: 

“If effective product development, promotion and distribution sow the seeds of 

business success, effective pricing is the harvest. Although effective pricing can never 

compensate for poor execution of the first three elements, ineffective pricing can surely 

prevent those efforts form resulting in financial success “(Avlonitis and Indounas, 2005). 

Pricing is traditionally recognized to play a central role in the functioning of the 

economic system. The three macro-economic functions of price are: allocation or 

rationing, or the balancing of the quantities demanded and those supplied; stimulation, 

and acting as an incentive for new players and products to enter a marketplace; and 

distributive, whereby income is distributed between buyers and sellers. The price 

mechanism is the dominant force in resource allocation, income distribution and size and 

composition of output (Backman, 1965). Yet, both commentators on the information 

marketplace and those on pricing decisions in general agree that while the pricing 

decision has a direct impact on profit, and on all other elements of the marketing mix, 

price planning is one of the most overlooked and poorly understood areas of marketing. 

From a micro-economic perspective, or the perspective of the individual organization, 

price is the single most important decision in marketing. This derives from the 

fundamental relationship between profit and price, which can be expressed simply as: 

Profit = Price – Cost, on a per unit basis. Sales volume is the other factor that affects 

profit. This is also intimately related to price, since price impacts on sales volumes.  
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Price is also important in relationships with customers. Price is the value placed 

on what is exchanged. Price represents the value at which a seller is prepared to exchange 

and the value at which the customer is prepared to participate in that exchange. 

Something of value, usually buying power, is exchanged for satisfaction or utility. Often 

that something of value is money, but other commodities of value to both parties may 

also be exchanged, such as other goods, time or commitment (Rowley, 1997). 

Despite this significance of pricing as an element of marketing strategy, the 

empirical studies that have been conducted on this issue are very limited. This has led 

Nagle and Holden (1995) to point out that even nowadays pricing is the most neglected 

element of the marketing mix among marketing academics. Thus, very little is known 

about how prices are actually determined and in particular about how the pricing 

objectives vary over the stages of the Service Life Cycle (Avlonitis et al., 2004). As 

Hinterhuber (2004) has suggested: 

Not only managers, but also academics, have shown little interest in the subject of 

pricing. Publications on this subject are not anywhere as numerous as publications on 

other classical marketing instruments such as product, promotion and distribution 

(Avlonitis and Indounas, 2005; Avlonitis and Indounas, 2006). In a sense, the little 

interest in the field of pricing is paradoxical given its importance, as underlined above. A 

possible reason for this may be that there is a tendency within the marketing discipline to 

suggest that a sustainable competitive advantage can be achieved by placing the emphasis 

not on price but on non-price elements, such as product differentiation, value, service 

quality and branding (Boone and Kurtz, 2002; Avlonitis and Indounas, 2006). 

2.2.3 Pricing, cost and demand 

In theory the concept of price describes the monetary value of an item. Price can 

be regarded as the exchange value of a product and it is closely linked to concepts such as 

benefit and value. Something of value – usually purchasing power – is exchanged for 

satisfaction or utility. To be able to price an information product, one needs to know the 

real costs of the product. It is also important to understand the structure of the costs that 

are related to the provision of information products:  
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• A fixed cost is an element that remains constant regardless of how many items 

are produced. 

• A variable cost is an element that is related directly to production. Variable costs 

can be controlled in the short run simply by changing the level of production. 

• Total cost is the sum of total fixed cost and total variable cost for a specific 

quantity produced. 

It is useful to think of “cost” as setting a lower limit for prices while “demand” 

sets an upper limit. Within these limits lies the range of possible prices that management 

may consider when making a pricing decision. A product’s costs therefore determine the 

floor to the range of feasible prices. At the other extreme, the price sensitivity of demand 

for the product determines the ceiling for the range of acceptable prices (Misra and 

Trivedi, 1997). 

Classical economic theory has used the concepts of supply and demand to 

determine what is described as the equilibrium price. Specifically:  

• Demand is the quantity of a good which buyers wish to purchase at each 

conceivable price. 

• Supply is the quantity of a good which sellers wish to sell at each conceivable 

price. 

• Price is seen as the balance between supply and demand. 

If a graph is drawn which shows supply and demand curves, the point of 

intersection of those curves, determines the equilibrium price, or the price at which the 

exchange will take place. 

This model is especially appropriate in pure commodity markets with 

undifferentiated products. It is hypothesized that real demand is very much more 

complex. One model is that demand shows a steep demand curve, and a two-part supply 

curve (Dibb et al., 1994). This says that demand is very dependent on (or elastic in 

respect of) price, and that below a certain price suppliers are reluctant to enter the 

marketplace, but once that price has been achieved, many competitors may enter the 

marketplace; thus, supply may outstrip demand and, in time, this will have a 

corresponding effect on price. The relationship between supply and demand and price 

may also be influenced by the extent to which competition is based on price. With price 
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competition, price is emphasized to the consumer as an issue and organizations will seek 

to attract customers from their competitors on the basis of price (Rowley, 1997). 

2.2.4 Pricing objectives 

Pricing objectives are overall goals that describe what the firm or organization 

wants to achieve through its pricing efforts. Many organizations seek to achieve more 

than one pricing objective simultaneously (Rowley, 1997). According to Oxenfeldt 

(1983), pricing objectives provide directions for action. “To have them is to know what is 

expected and how the efficiency of the operations is to be measured” (Tzokas et al., 

2000a). Diamantopoulos (1991) suggests that pricing objectives can “fall under three 

main headings relating to their content (i.e. nature), the desired level of attainment and 

the associated time horizon” (Avlonitis and Indounas, 2005). 

Some typical pricing objectives are (Rowley, 1997): 

• Survival in the medium to long term;  

• Profit, on a year-by-year basis; 

• Achievement of a specified level of return on investment (ROI); 

• Retention or increase in market share; 

• Cash flow, and liquidity, so that the organization is in a position to stay in 

business; 

• Maintaining the status quo in relation to some key indicator, such as profit or 

market share; 

• Creating illusions of high product quality.  

2.2.5 Factors influencing price 

The following factors could influence price: 

• Inherent or generated demand – for a product, particularly where supply is 

limited, such as in the housing market or the holiday market, increase in 

demand will push up the price.  

• Benefits – acceptable price will be determined to a considerable extent by 

the match between benefits that the product offers and benefits that the 

customer seeks.  



 16

• Competition – is a major influence. Price decision making needs to take 

into account the prices set by competitors. In this process it is necessary 

not only to consider direct competitors or those producing similar 

products, such as producers of equivalent current awareness services, but 

also indirect competition from different products that might meet the same 

needs or offer the same benefits.  

• Environment – a range of social, technological, economic and political 

factors may shape the marketplace in which a producer operates. These 

may influence price. So, for example, inflation will often cause prices to 

rise, while recession in which both public and consumer spending is under 

tight constraints is likely to lead to price cuts (Rowley, 1997). 

2.2.6 Selection of a pricing policy 

A pricing policy is a guiding philosophy or course of action designed to influence 

and determine pricing decisions. It should provide an answer to the question: “How will 

price be used in the marketing mix?” Different kinds of pricing policies are applicable in 

different contexts. 

These determine the general approach to pricing: pioneer pricing policies for new 

products, psychological pricing, promotional pricing and professional pricing. Each of 

these is explored briefly below. 

• Pioneer pricing policies: Pioneer pricing policies are concerned with setting the 

base price for a new product. 

• Psychological pricing: Encourages purchases based on emotional rather than 

rational responses. There are a number of well-established approaches, which 

have varying validity in different marketplaces: 

o Odd even  

o Customary pricing 

o Prestige pricing 

o Professional pricing 

• Promotional pricing: Special pricing tactics may be adopted in association with a 

promotion that is designed to draw attention to a specific product. In the 
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information industry this is most evident with promotions on special 

configurations of hardware. The options are: 

o Price leaders 

o Special event pricing (Rowley, 1997). 

2.2.7 Pricing methods 

Pricing methods are concerned with how a price for a specific product should be 

calculated, and focus on the relationship between price and cost (Rowley, 1997). 

Oxenfeldt (1983) defines pricing methods as the explicit steps or procedures by which 

firms arrive at pricing decisions. (Avlonitis and Indounas, 2005) The options are 

discussed below (Rowley, 1997). 

• Cost plus pricing: The seller’s costs are determined and the price is set by adding 

a specified amount or percentage of the cost to the seller’s cost. Cost plus is 

suitable when production costs are unpredictable, and in markets in which price 

competition is not severe (for example, government defense contracts). 

• Mark-up pricing: A product’s price is derived by adding a predetermined 

percentage of the cost. Often different product ranges merit or attracts different 

mark-ups.  

• Demand-oriented pricing: Pricing depends on demand. It is used in many service 

sectors to attempt to level out demand.  

• Price differentiation: Price differentiation is where different prices may be used in 

different segments or in distribution through different channels. 

• Geographic pricing: Geographic pricing can be regarded as a special case of price 

differentiation. Prices may be set differently for different geographical markets. 

• Competition-oriented pricing: Competition-oriented pricing is where prices are 

set with reference to the prices of competitors 

• Historical pricing: Historical pricing is where today’s prices are based on 

yesterday’s prices.  

• Discounts: Discounts for specific groups or quantities include: trade discounts, 

quantity discounts, cash discounts, allowances. 
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Table 2.1 - Pricing methods (Avlonitis and Indounas, 2005) 

Categories Method Literature 

Cost Based Methods 

Cost-plus method 

Schlissel, 1977; Goetz, 1985; 

Zeithaml et al., 1985; Ward, 

1989; Palmer, 1994; Payne, 

1993; Bateson, 1995; Zeithaml 

and Bitner, 1996. 

Target return pricing 
McIver and Naylor, 1986; 

Meidan, 1996. 

Break-even analysis Channon, 1986; Lovelock, 1996. 

Contribution analysis 
Schlissel and Chasin, 1991; 

Bateson, 1995 

Marginal pricing Palmer, 1994. 

Competition-based methods 

Similar to competitors 

Channon, 1986; Payne, 1993; 

Palmer, 1994; Woodruff, 1995; 

Zeithaml and Bitner, 1996. 

Above competitors 

Bonnici, 1991; Meidan, 1996; 

Zeithaml and Bitner, 1996; Mitra 

and Capella, 1997; Langeard, 

2000. 

below competitors 
Payne, 1993; Palmer, 1994; 

Zeithaml and Bitner, 1996. 

According to dominant price Kurtz and Clow, 1998. 

Demand-based pricing Perceived-value pricing 

Channon, 1986; Lovelock, 1996; 

Zeithaml and Bitner, 1996; 

Hoffman and Bateson, 1997 

 Value pricing Cahill, 1994 

 According to Customers’ needs Bonnici, 1991; Ratza, 1993 

 

• Bundling: Bundling is a special kind of discounting, in which a group of related 

products is made available for an all-in price which is usually lower than the total 

of their individual prices. 

Pricing methods refer to the specific formulas used in order to levy a price. The 

complexity of pricing decisions imposes the need to adopt more than one pricing method 

(Avlonitis and Indounas, 2006). 
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Avlonitis and Indounas (2005) has done a comprehensive review of the literature of 

pricing of services and identified twelve pricing methods falling into three large 

categories namely cost based, competition based and demand based. These methods are 

(Avlonitis and Indounas, 2005):  

2.2.8 Pricing of mature industrial products 

Few studies exist of pricing mature industrial products. Jain (2004) included a 

discussion on the basic reasons for changing or maintaining prices. Nagle and Holden 

(2006) approached their discussion of mature products from a less consumer-oriented 

perspective, but did not specifically address industrial pricing or present detailed 

examples of industrial-pricing decisions in their discussion of mature products. Only 

Rogers (1991) addressed industrial pricing in any detail; however, he did not discuss 

mature products as a class. Nagle (1987) stated that a product in its mature phase requires 

effective pricing in order to survive. He concluded that, though a company does not 

necessarily have much pricing flexibility at the mature stage, earning profits means 

exploiting whatever pricing latitude exists. He recommended unbundling related products 

and services, improving the estimation of customers’ price sensitivity, and improved cost 

control or cost reduction. Hutt and Davidson (2005), in discussing the management of 

mature products merely stated that as high-tech products move into their mature stage 

there is a rapid decline in price. Tsurumi and Tsurumi (1980) found that increased price 

elasticity provided an indicator that a product was moving into the mature stage, while 

Cutler and Ozawa (2007) maintained that price elasticity for mature products increases as 

production moves to alternative, foreign-based suppliers (Haley and Goldberg, 2008). 

2.2.9 Export pricing 

The export-pricing literature is characterized by a distinct lack of sound 

theoretical and empirical works. Recent changes in the global economy have made 

pricing strategy increasingly important for exporting marketing research and practice 

(Cavusgil et al., 2003; Lages and Montgomery, 2004). Several types of international 

pricing are done by firms, and each demands a different approach. Transfer pricing 

concerns the sale of products within the corporate family. Foreign-market pricing is done 

by a firm with production facilities within an overseas market (completed products do not 
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cross borders to reach the customer). Export pricing refers to products made in one 

country and sold to customers outside the corporate family in another country (i.e. 

independent distributors) (Myers et al., 2000). 

2.2.10 Pricing and other disciplines 

There is a small, but growing literature that links marketing and finance (e.g. 

Srivastava et al., 1998; Rust et al., 2002; Aaker and Jacobson, 1994). Such research has 

been advanced under calls for increased inter-disciplinary research (e.g. Karmarkar, 

1996; Malhotra, 1999). Srivastava et al. (1998) develop a theoretical framework that 

shows how marketing activities create relational and intellectual market-based assets that 

influence cash flows such that shareholder value is positively impacted. Rust et al. (2002) 

empirically examine the effect of specific managerial initiatives such as quality 

improvement on a firm’s return on assets and stock returns. Varki et al. (2006) take a 

different approach to exploring the link between the disciplines of marketing and finance. 

Instead of examining the impact of marketing activities and its contribution to market 

valuations, they examine the influence of consumer behavior biases on investor behavior 

in the stock market. Their study of investor psychology using traditional research in 

marketing and psychology is simply an extension of the study of consumer behavior in a 

non-traditional, but consequential, market place such as the stock market. They integrate 

the work in behavioral finance with the relevant literature from marketing and 

psychology (Varki et al., 2006). 

Pennings et al. (1998) studies the introduction of new financial services with a 

marketing/ finance perspective. In the marketing approach, the customer's need for 

financial services and the market potential of a specific financial service will be 

determined qualitatively and quantitatively. From this, hopefully, a specific financial 

service can be derived. However, often one is left with a set of alternative financial 

services which can satisfy the customer's wants and needs. A combination of the 

marketing approach, “which service is desirable from the customer point of view” and the 

financial approach, “which service is feasible from the technical point of view'” seems a 

useful approach to adopt when selecting and introducing a potentially profitable new 

financial service. The marketing approach draws on market information and customer-
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specific information. The latter type of information includes time preferences, investment 

opportunities, and the risk preferences of individual economic agents (Pennings et al., 

1998). 

Moods are defined as mild, pervasive, and generalized affective states (Isen, 

1984) that are subjectively perceived by individuals (Gardner, 1985). Based on the 

accumulated research on affect and persuasion, individuals’ feelings, moods and 

emotions can influence their evaluations of people, objects and issues, regardless of the 

relevance between the affect and the attitude object (Petty et al., 1991). Specifically, it 

has been suggested that people’s judgments and evaluations tend to be congruent with 

their current mood states (Clark and Isen, 1982; Gardner, 1985; Johnson and Tversky, 

1983).  When evaluating an object, people in a positive mood will more readily access 

material that is positive in tone rather than negative or neutral. In contrast, people in a 

negative mood will more readily retrieve information that is negative in tone rather than 

positive or neutral. Hence, mood may affect individuals’ evaluative judgments through its 

influence on the attention paid to different aspects of the information. Specifically, people 

in a positive mood may attend more to favorable aspects of information whereas people 

in a negative mood may attend more to unfavorable aspects (Adaval, 1996). Hsu and Liu 

(1998) are interested in understanding the mechanism by which mood influences 

consumers’ responses to price promotions.  

Generally speaking, attribution is the process by which individuals interpret 

events “as being caused by particular parts of the relatively stable environment” (Heider, 

1958). Attribution theory therefore attempts to explain how individuals assign causes to 

events that occur in their perceptible environment. Weiner’s (1985) motivational model 

offers an expanded range of attribution to include subsequent behavior by incorporating 

the notions of controllability and stability into its construction of causal agents. Thus, a 

manager might perceive the cause of an event not only in terms of its locus of causality 

(internal or external to the firm), but also in terms of its stability (stable versus unstable) 

and its controllability (controllable versus uncontrollable). Hunt and Forman (2006) has 

studied the effects on attribution on pricing. 
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2.2.11 Use of statistical methods in pricing 

There is no dearth of sophisticated and complex models developed in the area of 

pricing and marketing strategy. One has to refer merely to recent research by Dobson and 

Kalish (1988); Eliashberg and Jeuland (1986); Kalyanam (1996); Kalyanaram and Winer 

(1995); among others, to find proof of the sophisticated and exhaustive research that has 

been conducted in this area. The use of modeling and statistics for the design and 

development of pricing strategy is prevalent in academia as well as the industry. Misra 

and Trivedi, (1997) provides a managerial tool for the evaluation of pricing strategies that 

is easy to use and interpret, but does not compromise the statistical sophistication that is 

now possible in the realms of mathematical modeling.  

Today, many software application developers are beginning to provide tools that 

can help managers in pricing. Together with a survey of consumer preferences for 

packaged fruit, Rofle et al. (2006) conducts statistical analyses to determine the price 

range of fresh fruit to be launched in a supermarket. 

Subrahmanyan (2000) describes how retailers typically make pricing and 

inventory decisions and also reviews quantitative models that have been developed by 

researchers to improve on one or more of pricing decisions. 

2.2.12 Commodity pricing 

Although marketing pricing has mainly focused on branded products, there have 

been some studies which have discussed the pricing of commodities in different markets. 

These studies have mainly focused on understanding the factors influencing these 

markets and the disciplines that govern them. Steel, cocoa, oil and petrol are among the 

commodities studied.  

Of comparatively recent origin is the existence of commodity futures markets. These 

now exist in institutionalized form for a wide array of primary commodities. Mananyi 

and Struthers (1997) consider the extent to which the efficient market hypothesis (EMH) 

is valid in an examination of monthly spot and futures cocoa prices in the London Futures 

and Options Exchange (henceforth the London FOX). 

The spot and futures markets are similar to other markets. They are the product of 

persistent economic demands for more efficient mechanisms to affect transactions and for 
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the dissemination of information on the terms of such transactions. If all participants in 

these markets utilize commonly available information rationally, it is predicted that no 

one individual can consistently attain better results than the average return. “Efficient 

markets” are defined as markets in which asset prices always fully and instantaneously 

reflect all available information (Fama, 1970). This is the strong form version of the 

“market efficiency hypothesis”. Related to this definition is the notion of the efficient 

market hypothesis (EMH) (Mananyi and Struthers, 1997). 

The oil represents one of the most important macroeconomic factors in the world 

economy. Not surprising because the crude oil market is the largest commodity market in 

the world. What makes oil price changes even more interesting is not only their direct 

impact on economic activity, but also the changes in oil prices might reflect or even 

predict changes in international stability (Leigh et al., 2003). This means that oil price 

changes might not only have a direct effect on consumption and production, but that oil 

price changes can also proxy for changing risk aversion in the economy. Maghyereh and 

Al-Kandari (2007) discuss the effects of oil prices on the stock markets in oil exporting 

countries. 

Richardson (1998) attempts to throw some light on the practice of pricing in the steel 

industry of the European Community (EC). In particular, it seeks to explain why in an 

industry with high fixed costs, chronic excess capacity and sunk costs, price remains 

above marginal cost (in opposition to what economic theory would suggest). It goes 

further to advance reasons for price stickiness as exemplified by the 1993-94 price 

regime, concluding that this is due basically to the recognition of interdependence by 

firms in the industry, a conduct inherent in the oligopolistic nature of the industry 

(Richardson, 1998). 

The petrol retailing market is found to adhere broadly to classical theory of price 

competition but its special characteristics cause interesting deviations. Of particular note, 

a “leverage effect” operates whereby price changes affect margins much more than 

volumes, which leads to behavior by oil competitors which seem counter-intuitive. In 

addition, real-world issues such as the price adjustment process and the local nature of 

competition and present practical difficulties which can have a material impact on the 

profitability that a textbook exposition of pricing might lead us to expect. Although the 
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petrol market exhibits many of the textbook principles of price competition, it does 

possess some specific characteristics and mechanisms which cause it to behave in a 

distinctive manner. Cohen (1999) exposes some of these major points of difference and 

considers the consequences that arise from them.  

Slade (1989, 1992), uses gasoline prices in the USA to uncover underlying strategies 

during price wars (Cohen, 1999). 

Osborne (2004) examines the effect of ‘news’ or advance information about 

future production on competitive storage behavior and prices using a structural model of 

commodity markets. In general, ‘news’ can be defined as any new information on future 

supply or demand. For example, news of weather in Brazil is well known to move coffee 

prices independently of current supply, as it affects expectations about future output. 

Projections of US economic growth will affect the price of the Mexican peso, regardless 

of the current production in either country. News of a significant new gold discovery 

should similarly affect the price of gold today. And news on the next year’s harvest in 

Ethiopia may lead to within year price swings in advance of the actual harvest. Indeed, it 

is difficult to imagine a market where ‘news’ does not affect the current market price. 

The role of news has not been ignored by prior literature. Williams and Wright (1991) 

attempt to introduce ‘news’ as one variant of the standard model in their work on 

commodity prices. 

2.3 Different types of oil 

Oil is not a homogenous commodity. There are over 160 different internationally 

traded crude oils which vary in terms of quality and market penetration. Crude oils are 

commonly classified by their density and sulfur content. Lighter crude oils generally have 

a higher share of light hydrocarbons –i.e., higher value products. Heavier crude oils give 

a greater share of lower-valued products through simple distillation and require additional 

processing to produce the desired range of products. The quality of crude oil determines 

the level of processing and re-processing necessary to achieve the optimal mix of product 

output. As a result, prices and price differentials between crude oils also reflect the 

relative ease of refining. For example, a premium crude oil like West Texas Intermediate 

(WTI), the US benchmark, or Brent, the European benchmark, has a relatively high 
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natural yield of desirable gasoline. Refiners are in competition for an optimal mix of 

crude oils for their refineries, in line with the technology of the particular refinery, the 

desired output mix and, more important, the relative price of available crude oils (Lanza 

et al., 2005). 

2.4 Futures vs. spot markets 

A futures exchange is a central financial exchange where people can trade 

standardized futures contracts; that is, a contract to buy specific quantities of a 

commodity or financial instrument at a specified price with delivery set at a specified 

time in the future (wikipedia.org). Like other commodities, crude oil is traded in both 

spot and futures markets. Futures are a zero sum game, where for every long position 

there must be a short position. Every price movement in a futures market that creates a 

profit for one participant will result in an equal loss for another participant (Shambora 

and Rossiter, 2007). Historically crude oil has been traded on the world market mostly 

under long-term contracts at “official” prices of exporting countries. Spot markets for oil 

existed since the 1960s, trading in spot markets accounted for only 3 to 5 percent of the 

total trade before 1980. This share, however, reached 50 percent internationally and 20 

percent in the U.S. during the first half of the 1980s. The shift toward the spot market was 

expedited by the second oil shock accompanying the Iranian Revolution, which rendered 

contract prices unreliable. Contract prices started to be adjusted so frequently that they 

were practically indistinguishable from spot prices. After the crash in 1986 major oil-

exporting countries adopted “formula pricing” which tied contract prices to spot prices, 

calculating the former as the spot price of a certain benchmark crude oil, plus or minus an 

adjustment factor (Gulen, 1998). 

2.5 Factors influencing oil price 

Crude oil price is basically formed by supply and demand forces which are 

extremely influenced by factors such as crude oil and petroleum products’ inventory 

levels, gross domestic production, stock markets’ activities, foreign exchange rates, 

market sentiments, weather conditions (Amin-Naseri and Gharacheh, 2005; Ramirez, 

2003) events like wars, changes in political regimes, economic crises, formation/ 
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breakdown of trade agreements etc. Forward and futures prices imbed the expectations of 

the market participants about how demand will evolve and how quickly the supply side 

can react to events, to restore balance. A dynamic market model based on expectations 

would predict that prices for immediate delivery will exceed prices for longer delivery 

horizons, when stocks are low or are anticipated to be insufficient to meet short-term 

needs. This pattern of prices is characteristic of a market in backwardation. In contrast, 

when stocks are high and the probability of stock out is low, forward prices exceed spot 

prices, a situation which describes a market in contango. A fundamental driver of 

volatility in oil prices is the fact that current stocks can be stored for consumption in the 

future but future production cannot be “borrowed” to meet immediate needs. This market 

asymmetry implies that the magnitude of a price increase in a given period due to a 

disruption in current supplies is likely to be larger as compared to a price drop in 

response to oversupply. Storage limitations cause energy markets to display volatile day-

to-day behavior in spot and nearby futures prices. Volatility decreases for longer futures 

expirations reflecting the expectation that supply and demand balance in the long run, to 

reach a relatively stable equilibrium price. This long run price builds in expectations of 

market production capacity and cost in the long run. On the demand side, fundamental 

price drivers are convenience yield and seasonality. Convenience yield is directly related 

to the probability of a disruption in supplies. Depending on the prevailing supply versus 

demand situation, industrial users may be willing to pay a premium for “immediate 

energy”, reflected in higher near-term forward prices relative to longer-term forward 

prices. Convenience yield is measured as the net benefit (value of uninterrupted 

production) minus the cost (including storage costs). Demand for heating oil is seasonal, 

peaking in winter, while gasoline demand is higher in summer. The seasonal demand for 

these and other distillates affects the pattern of crude oil prices, although the effect is 

much less pronounced (Sharma, 1998). 

2.6 Efficient market hypothesis and random walk theory 

The EMH describes an efficient market as one which consistently incorporates all 

information in determining prices. The three well-known assumptions of the EMH are: 

(1) That there are no transaction costs; 
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(2) information is costless for all market participants; and 

(3) The implications of current information for both the current price and 

distributions of future prices are accepted by all market participants (Fama, 1970). 

The implication of these assumptions is that, over the long run, no trader would 

earn more than average profits irrespective of the position or trading rule used in the 

market. In other words, if the markets are efficient, commodity prices do not follow any 

systematic pattern that could be the basis for excess profits (Mananyi and Struthers, 

1997). 

In EMH, it is assumed that the price of a security reflects all of the information 

available and that everyone has some degree of access to the information (Schumaker and 

Chen, 2006). The efficient markets hypothesis (EMH) suggests that profiting from 

predicting price movements is very difficult and unlikely. The main engine behind price 

changes is the arrival of new information. A market is said to be “efficient” if prices 

adjust quickly and, on average, without bias, to new information. As a result, the current 

prices of securities reflect all available information at any given point in time. 

Consequently, there is no reason to believe that prices are too high or too low. Security 

prices adjust before an investor has time to trade on and profit from a new a piece of 

information. The key reason for the existence of an efficient market is the intense 

competition among investors to profit from any new information (Clarke et al., 2004). 

A generation ago, the efficient market hypothesis was widely accepted by 

academic financial economists. The accepted view was that when information arises, the 

news spreads very quickly and is incorporated into the prices of securities without delay 

(Burton and Malkiel, 2005). 

Fama’s theory further breaks EMH into three forms: Weak, Semi-Strong, and 

Strong. In Weak EMH, only historical information is embedded in the current price. The 

Semi-Strong form goes a step further by incorporating all historical and currently public 

information into the price. The Strong form includes historical, public, and private 

information, such as insider information, in the share price. From the tenets of EMH, it is 

believed that the market reacts instantaneously to any given news and that it is impossible 

to consistently outperform the market (Schumaker and Chen, 2006). 

As Eugene Fama puts in his second review article, “Efficient Capital Markets: II”:  
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“I take the market efficiency hypothesis to be the simple statement that security 

prices fully reflect all available information. A precondition for this strong version of the 

hypothesis is that information and trading costs, the costs of getting prices to reflect 

information, are always 0. A weaker and economically more sensible version of the 

efficiency hypothesis says that prices reflect information to the point where the marginal 

benefits of acting on information (the profits to be made) do not exceed the marginal 

costs. Since there are surely positive information and trading costs, the extreme version 

of the market efficiency hypothesis is surely false. Its advantage, however, is that it is a 

clean benchmark that allows me to sidestep the messy problem of deciding what are 

reasonable information and trading costs. I can focus instead on the more interesting task 

of laying out the evidence on the adjustment of prices to various kinds of information. 

Each reader is then free to judge the scenarios where market efficiency is a good 

approximation (that is, deviations from the extreme version of the efficiency hypothesis 

are within information and trading costs) and those where some other model is a better 

simplifying view of the world.” (Fama, 1991) 

The efficient market hypothesis is associated with the idea of a “random walk,” 

which is a term loosely used in the finance literature to characterize a price series where 

all subsequent price changes represent random departures from previous prices. In fact, a 

different perspective on prediction comes from Random Walk Theory (Malkiel 1973). 

The logic of the random walk idea is that if the flow of information is unimpeded and 

information is immediately reflected in stock prices, then tomorrow’s price change will 

reflect only tomorrow’s news and will be independent of the price changes today. But 

news is by definition unpredictable and, thus, resulting price changes must be 

unpredictable and random. As a result, prices fully reflect all known information, and 

even uninformed investors buying a diversified portfolio at the tableau of prices given by 

the market will obtain a rate of return as generous as that achieved by the experts (Burton 

and Malkiel, 2005). In random walk theory, Stock Market prediction is believed to be 

impossible where prices are determined randomly and outperforming the market is 

infeasible. Random Walk Theory has similar theoretical underpinnings to Semi-Strong 

EMH where all public information is assumed to be available to everyone. However, 
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Random Walk Theory declares that even with such information, future prediction is 

ineffective (Schumaker and Chen, 2006). 

It is from these theories that two distinct trading philosophies emerged; the 

fundamentalists and the technicians. In a fundamentalist trading philosophy, the price of a 

security can be determined through the nuts and bolts of financial numbers. These 

numbers are derived from the overall economy, the particular industry’s sector, or most 

typically, from the company itself. Figures such as inflation, joblessness, industry return 

on equity (ROE), debt levels, and individual Price to Earnings (PE) ratios can all play a 

part in determining the price of a stock. In contrast, technical analysis depends on 

historical and time-series data. Both fundamentalists and technicians have developed 

certain techniques to predict prices from financial news articles (Schumaker and Chen, 

2006). 

Those who believe in the two theories mentioned above believe that neither 

technical analysis, nor even fundamental analysis, would enable an investor to achieve 

returns greater than those that could be obtained by holding a randomly selected portfolio 

of individual stocks with comparable risk .By the start of the twenty-first century, the 

intellectual dominance of the efficient market hypothesis had become far less universal. 

Many financial economists and statisticians began to believe that stock prices are at least 

partially predictable. A new breed of economists’ emphasized psychological and 

behavioral elements of stock-price determination, and came to believe that future stock 

prices are somewhat predictable on the basis of past stock price patterns as well as certain 

“fundamental” valuation metrics (Burton and Malkiel, 2005). 
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Chapter 3 

Literature Review: The statistical techniques 

3.1 Introduction 

This chapter is entirely devoted to review of the technical literature. As it will be 

seen, although text mining has been used previously to analyze the impact of news on 

stock markets, the use of text mining in analyzing oil prices has been rare. This is why we 

have chosen the scope of our literature review to be broad. We will first review previous 

attempts to forecast oil prices using non-Text mining techniques and then move on to 

understand KDD and KDT and Time Series data mining and then move to study the 

previous attempts to forecast stock markets and oil prices using text mining. 

3.2 Review of preliminary methods 

In this section we will overview some major work that has been done in the field 

of forecasting oil prices. As can be seen the methods used are numerous. We have 

brought all the papers that we will study in the following table. 
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Table 3.1 -Oil Price Forecasting Articles 

Authors Paper Title Year 

Abramson and Finizza 

 

"Using belief networks to forecast oil prices" 

 
1991 

Abramson and Finizza 

 

"Probabilistic forecasts from probabilistic models: a case study in the oil 

market" 

 

1995 

Morana 

 

"A semi parametric approach to short-term oil price forecasting" 

 
2001 

Ye et al. 

 

"Forecasting Crude Oil spot price using OECD inventory levels" 

 
2002 

Abosedraa and Baghestani 

 

"On the predictive accuracy of crude oil futures prices" 

 
2004 

Ye et al. 

 

"A monthly crude oil spot price forecasting model using relative inventories" 

 
2005 

Fang et al. 

 

“A generalized pattern matching approach for multi step prediction of crude 

oil prices” 

 

2006 

Sadorsky 

 

"Modeling and forecasting petroleum futures volatility" 

 
2006 

Ye et al. 

 

"Forecasting short-run crude oil price using high- and low-inventory 

variables" 

 

2006 

Zhang et al. 

 

“A new approach for crude oil price analysis based on Empirical Mode 

Decomposition” 

 

2007 

Deesa et al. 

 

"Modeling the world oil market- Assessment of a quarterly econometric 

model" 

 

2007 

Gori et al. 

 

"Forecast of oil price and consumption in the short term under three 

scenarios: Parabolic, linear and chaotic behavior" 

 

2007 

 

B. Abramson and A. Finizza (1991) use Belief Networks to forecast oil prices. 

Belief networks are knowledge-based models and are defined as “a graphical structure 

that maps relationships among variables”. In this case, the economic and political factors 

that affect the oil market. The goal of the authors in this work has mainly been to model 

the oil market as they have presented their work on first phase of the construction of a 

Knowledge-based system called ARCO1. The same authors have continued their study 
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on using belief networks to forecast oil prices. This article describes the use of inherently 

probabilistic belief network models to produce probabilistic forecasts of average annual 

oil prices (Abramson and Finizza, 1995). 

In year 2001, C. Morana published a paper titled “A semi parametric approach to 

short term oil price forecasting”. In this paper the semi parametric approach suggested by 

Barone-Adesi et al. (1998) to obtain a forecast of the entire density function of the price 

of an asset is applied to the oil price. To summarize, the approach allows one to forecast 

the entire oil price distribution at different time horizons, without requiring the 

specification of a structural model for the conditional mean of the oil price process. 

Ye et al. (2002) present a short-term monthly forecasting model of West Texas 

Intermediate crude oil spot price using OECD1 petroleum inventory levels. The authors’ 

claim is that, petroleum inventory levels are a measure of the balance, or imbalance, 

between petroleum production and demand, and thus provide a good market barometer of 

crude oil price change.  

The next article is Abosedraa and (2004). The authors have cited Fair and Shiller 

(1989, 1990) to utilize the test procedures suggested by them. They have added to the 

literature by evaluating the forecasting performance of the 1- 3-, 6-, 9- and 12-month 

ahead futures prices of crude oil for 1991.01–2001.12.  

Ye et al. (2005) have tried to use inventory level to forecast oil prices. They claim 

that they have developed a simple and practical model for forecasting monthly crude oil 

spot prices under normal market circumstances. They decompose the observed level of a 

petroleum market variable into two components: the normal level, determined by 

historical seasonal movements and trends, which reflects the normal market demand and 

operational requirements; and the relative level, the difference between the observed and 

normal levels, which reflects short-run market fluctuations. They observe that seasonality 

exists in petroleum market variables such as demand, field production, and net imports.  

Fang et al. (2006) apply pattern matching techniques to multi-step prediction of 

crude oil prices and propose a new approach: generalized pattern matching based on 

genetic algorithm (GPMGA), which can be used to forecast future crude oil price based 

on historical observations. Influenced by many complicated factors, oil prices appear 

                                                 
1 Organization of Economic Co-operation and Development 



 33

highly nonlinear and even chaotic as Fang et al. (2006) cite Panas and Ninni (2000) and 

Adrangi et al. (2001) to point out, which make it rather difficult to forecast the future oil 

prices especially in multi-step prediction. They cite Peters (1994) to find out that most 

financial markets have a long memory; what happens today affects the future forever.  

Ye et al. (2006) have investigated the short-run effect of nonlinear inventory 

variables on crude oil prices. Since inventory has a zero lower bound or some minimum 

operating inventory requirement, short-run crude oil prices are expected to behave 

differently when the inventory level nears its lower bound than when it varies around its 

mid-range. These nonlinear variables are expected to reflect, to some extent, the effect of 

market psychology as inventory limits are approached. These variables were found to 

improve the ability to forecast the short-run crude oil price.  

Sadorsky (2006) uses several different univariate and multivariate statistical 

models to estimate forecasts of daily volatility in petroleum futures price returns. 

Zhang et al. (2007) have found out that the dilemma between difficulties in 

modeling and lack of economic meaning can be solved by an objective data analysis 

method, i.e. Empirical Mode Decomposition (EMD), introduced by Huang et al. (1998).  

The next paper is Gori et al. (2007). This paper examines the evolution of price 

and consumption of oil in the last decades to construct a relationship between them. Then 

the work considers three possible scenarios of oil price: parabolic, linear and chaotic 

behavior, to predict the evolution of price and consumption of oil up. 

Deesa et al. (2007) have tried to model the oil demand, supply and prices with 

econometric methods. The model simulates oil demand with behavioral equations that 

relate demand to domestic economic activity and the real price of oil.  

3.3 Knowledge discovery in databases 

The amount of data being collected in databases today far exceeds our ability to 

reduce and analyze data without the use of automated analysis techniques (Wright, 1998). 

A new generation of computational techniques and tools is required to support the 

extraction of useful knowledge from the rapidly growing volumes of data. These 

techniques and tools are the subject of the emerging field of knowledge discovery in 

databases (KDD) and data mining. (Fayyad et al., 1996) 
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3.3.1 The KDD process 

The KDD process is defined as the nontrivial process of identifying valid, novel, 

potentially useful, and ultimately understandable patterns in data. The term pattern goes 

beyond its traditional sense to include models or structure in data. In this definition, data 

comprises a set of facts (e.g., cases in a database), and pattern is an expression in some 

language describing a subset of the data (or a model applicable to that subset). The term 

process implies there are many steps involving data preparation; search for patterns, 

knowledge evaluation, and refinement—all repeated in multiple iterations. The process is 

assumed to be nontrivial in that it goes beyond computing closed-form quantities; that is, 

it must involve search for structure, models, patterns, or parameters. The discovered 

patterns should be valid for new data with some degree of certainty. We also want 

patterns to be novel (at least to the system and preferably to the user) and potentially 

useful for the user or task. Finally, the patterns should be understandable—if not 

immediately, then after some post processing (Fayyad et al., 1996). 

 

 

Figure 3.1 - Overview of the KDD process (Fayyad et al., 1996) 

The KDD process is interactive and iterative (with many decisions made by the 

user), involving numerous steps, summarized as: learning the application domain, 

creating a target dataset, data cleaning and preprocessing, data reduction and projection, 

choosing the function of data mining, choosing the data mining algorithm(s), data 

mining, interpretation and using the discovered knowledge. (Fayyad et al., 1996) 

Wright (1998) names different approaches to KDD which include Probabilistic, 

Statistical, Visualization, Classification, Bayesian, Pattern Discovery, Data Cleaning and 

Decision Tree Approaches. Although there are many approaches to KDD, six common 

and essential elements qualify each as a knowledge discovery technique. The following 
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are basic features that all KDD techniques share (Frawley et al., 1991; Fayyad et al., 

1996): 

• All approaches deal with large amounts of data  

• Efficiency is required due to volume of data 

• Accuracy is an essential element 

• All require the use of a high-level language 

• All approaches use some form of automated learning 

• All produce some interesting results. 

KDD has evolved, and continues to evolve, from the intersection of research in such 

fields as databases, machine learning, pattern recognition, statistics, artificial intelligence 

and reasoning with uncertainty, knowledge acquisition for expert systems, data 

visualization, machine discovery, scientific discovery, information retrieval, and high-

performance computing. (Fayyad et al., 1996) 

3.3.2 Data mining 

Finding useful patterns in data is known by different names (including data mining) 

in different communities (e.g., knowledge extraction, information discovery, information 

harvesting, data archeology, and data pattern processing). The term “data mining” is used 

most by statisticians, database researchers, and more recently by the MIS and business 

communities. The term “KDD” is used to refer to the overall process of discovering 

useful knowledge from data. Data mining is a particular step in this process—application 

of specific algorithms for extracting patterns (models) from data. The additional steps in 

the KDD process, such as data preparation, data selection, data cleaning, incorporation of 

appropriate prior knowledge, and proper interpretation of the results of mining ensure 

that useful knowledge is derived from the data. (Fayyad et al., 1996) A clear distinction 

between data mining and knowledge discovery is drawn. The knowledge discovery 

process takes the raw results from data mining (the process of extracting trends or 

patterns from data) and carefully and accurately transforms them into useful and 

understandable information. This information is not typically retrievable by standard 

techniques but is uncovered through the use of AI techniques (Wright, 1998). 
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Some authors have defined data mining as the process by which users discover 

knowledge that they do not even know exists. In the case of large databases sometimes 

users are asking the impossible: “tell me something I didn’t know but would like to 

know.’” (Kroeze et al., 2003) 

The more common model functions in current data mining practice include: 

Classification, Regression, Clustering, Summarization, Dependency modeling and Link 

analysis. The high-level goals of data mining tend to be predictive, descriptive, or a 

combination of predictive and descriptive. A purely predictive goal focuses on accuracy 

in predictive ability. A purely descriptive goal focuses on understanding the underlying 

data-generating process—a subtle but important distinction. In prediction, a user may not 

care whether the model reflects reality as long as it has predictive power. A descriptive 

model, on the other hand, is interpreted as a reflection of reality. In practice, most KDD 

applications demand some degree of both predictive and descriptive modeling. (Fayyad et 

al., 1996) 

3.3.3 Text mining 

The Web is a large and growing collection of texts. This amount of text is becoming 

a valuable resource of information and knowledge. To help people extract information 

from texts has emerged the novel area called Knowledge Discovery in Texts (KDT), 

which concerns the application of Knowledge Discovery in Databases (KDD) techniques 

over texts. However, the most researches in KDD work on structured data (like in a 

database) and cannot be applied over textual data directly. (Loh et al., 2000) 

When a new discipline emerges it usually takes some time and lots of academic 

discussion before concepts and terms get standardized. Such a new discipline is text 

mining. Kroeze et al. (2003) names almost 15 different definitions for Text Mining which 

suggests that the scientific community has still not been able to concur over the exact 

definition of this topic. 

As text mining is a fairly new discipline and the vocabulary in this field has not 

yet been established firmly, the boundaries between Text Mining, Knowledge Discovery 

in Text, Text Data Mining and even Information Retrieval and Information Extraction 

have not been defined. Some authors use them interchangeably and the others have given 
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different definitions to each of them. Some authors have tried to come up with solutions 

to this problem by defining the boundaries to each of these disciplines (Hearst, 1999; 

Kroeze et al., 2003). Yet one would observe that these efforts has led to further 

complication of the vocabulary by introduction of new terms such as Web Data Mining, 

Intelligent Text Mining, Intelligent Data Mining and etc. (Kroeze et al., 2003) 

Information retrieval (IR) is finding material (usually documents) of an 

unstructured nature (usually text) that satisfies an information need from within large 

collections (usually stored on computers) (Manning et al., 2008). According to Hearst 

(1999) text data mining is sometimes conflated with information retrieval. She rejects this 

possibility using as parameter the level of novelty of the searched-for information. In 

information retrieval the desired information is already known (at least to the author of an 

existing text), and the problem is to locate it. Text data mining, however, should strive to 

find new information. According to Hearst, the essence of real text data mining is the 

discovery of ‘heretofore-unknown information’ or the finding of (new) answers to old 

questions.  

Another field that has lent methodologies to text mining is Information Extraction 

(IE). IE differs from text mining because it regards the extraction of specific, structured 

data (e.g. names of people, cities, and book titles) and pre-specified relationships rather 

than the discovery of new relations and general patterns. In text mining the information 

found is unsuspected and unexpected, though in IE it is predefined and it matches the 

interest specified by the user. IE techniques may be part of the text mining task in order 

to facilitate the knowledge extraction (Stavrianou et al., 2007). 

Web mining is a wider field than text mining because the web also contains other 

elements, such as multimedia and e-commerce data. Although text mining and web 

mining are two different fields, it has to be remembered that a lot of the content on the 

web is text based. ‘It is estimated that 80% of the world’s online content is based on text’. 

Therefore, text mining should also form an important part of web mining. (Kroeze et al., 

2003) 

Data mining is a proactive process that automatically searches data for new 

relationships and anomalies to make business decisions in order to gain competitive 

advantage. Assuming that this proactive characteristic is the essence of data mining and 
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that text mining is a branch of data mining implies that text mining should also be 

proactive, i.e. the automatic finding of anomalies and relationships in texts that indicate 

trends or problems not yet discovered by anyone. (Kroeze et al., 2003) 

Fan et al. (2006) names information extraction, topic tracking, summarization, sentence 

extraction, categorization, clustering and concept linkage to be the technologies in text 

mining. 

3.4 Text classification 

Text categorization (also known as text classification, or topic spotting), the activity 

of labeling natural language texts with thematic categories from a predefined set, is one 

such task. TC is now being applied in many contexts, ranging from document indexing 

based on a controlled vocabulary, to document filtering, automated metadata generation 

and word sense disambiguation (Sebastiani, 2002). 

Text categorization is the task of assigning a Boolean value to each pair d , c  

    , where D is a domain of documents and C  c , … , c| |  is a set of predefined 

categories (Sebastiani, 2002). 

Applications of document categorization 
Automatic text categorization goes back at least to the early '60, with the seminal 

work by Maron (1961). Since then, it has been used in a number of different applications. 

In the following, we briefly review the most important ones (Sebastiani, 1999). 

Automatic indexing for Boolean information retrieval systems: The first use to 

which automatic categorizers were put at and the application that spawned most of the 

early research in the field, is that of automatic document indexing for use in information 

retrieval (IR) systems relying on a controlled dictionary. 

Document filtering: Document filtering (also known as document routing) refers to 

the activity of categorizing a dynamic, rather than static, collection of documents, in the 

form of a stream of incoming documents dispatched in an asynchronous way by an 

information producer to an information consumer  (Belkin and Croft, 1992).  

Word sense disambiguation: Word sense disambiguation (WSD) refers to the 

activity of finding, given the occurrence in a text of an ambiguous (i.e. polysemous or 

homonymous) word, the word sense the word refers to.  
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Yahoo!-style search space categorization: Automatic document categorization has 

recently arisen a lot of interest also for its possible Internet applications. One of these is 

automatically categorizing Web pages, or sites, into one or several of the categories that 

make up commercial hierarchical catalogues such as those embodied in Yahoo!, 

Infoseek, etc. 

Use in prediction systems: Researchers have also tried to use text categorization 

techniques in classifying news related to stock markets. A thorough literature review of 

this subject is presented in the next section.  

3.5 Time series data mining 

Time-series databases naturally arise in business as well as scientific decision-support 

applications. The capability to find time-sequences (or subsequences) that are “similar” to 

a given sequence or to be able to find all pairs of similar sequences has several 

applications, including (Agrawal et al., 1995; Keogh, 1997): 

• Identify companies with similar pattern of growth. 

• Determine products with similar selling patterns. 

• Discover stocks with similar price movements. 

• Find portions of seismic waves that are not similar to spot geological 

irregularities.  

• Identifying non-obvious relationships between two time series.  

3.5.1 Importance of time series data mining 

In recent years, there has been a lot of interest within the research community in the 

mining of time series data. A time series is an observed data sequence which is ordered in 

time. A time series is a sequence of real numbers, and may be categorical or continuous. 

Categorical time series have well defined segments. For continuous time series however, 

there are no well-defined categories (Guo et al., 2002; Udechukwa et al., 2004). 

Time series account for much of the data stored in business, medical, engineering 

and social science databases. As with most computer science problems, representation of 

the data is the key to efficient and effective solutions. There are innumerable statistical 

tests one can perform on time series, such as determining autocorrelation coefficients, 



 40

measuring linear trends, etc. Much of the utility of collecting this data, however, comes 

from the ability of humans to visualize the shape of the (suitably plotted) data, and 

classify it. Unfortunately, the sheer volume of data collected means that only a small 

fraction of the data can ever be viewed (Keogh and Pazzani, 1998; Keogh et al., 2001). 

3.5.2 Major tasks in time series data mining 
Authors have defined three main patterns in time series: 

• Cyclical pattern: exists when the data exhibit rises and falls that are not of a fixed 

period. 

• Trend pattern: exists when there is a long-term increase or decrease in the data. 

• Seasonal pattern: exists when a series is influenced by seasonal factors. (Yu et al., 

2001) 

Major tasks in time series data mining are defined by Keogh and Kasetty (2002) to 

be: indexing, clustering and segmentation. 

3.6 Forecasting stock market movements with text mining 
Table 3.2 - Stock Market prediction with the use of Text Mining Articles 

Articles Authors 

Daily Stock Market Forecast from Textual Web Data Wuthrich et al., 1998 

Activity Monitoring: Noticing Changes in Behavior Fawcett, 1999 

Electronic Analyst of Stock Behavior Lavrenko, 1999 

Language Models for Financial News Recommendation Lavrenko, 2000 

Mining of Concurrent Text and Time Series Lavrenko, 2000 

Integrating Genetic Algorithms and Text Learning for Prediction Sycara et al., 2000 

Using News Articles to Predict Stock Price Movements Gidofalvi, 2001 

News Sensitive Stock Trend Prediction Fung et al., 2002 

Forecasting Intraday Stock Price Trends with Text mining Mittermayer, 2004 

The Predicting Power of Textual Information on Financial Markets Fung et al., 2005 

Textual Analysis of Stock Market Prediction Using Financial News Schumaker, 2006 

Stock Prediction Using Web Sentiment Sehgal and Song, 2007 
 

Wuthrich (1998) designed a system that predicts daily movements of five stock 

indices. Figure 3.2 shows the design of this system. The systems counts word tuples in 

news of each days, weights them and generates probabilistic rules based on this weights 
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and the closing values of the training data. The generated rules are applied to today’s 

news. This predicts whether a particular index will go up, moves down or remains steady. 

Fawcett (1999) introduces a problem class that is called activity monitoring. Such 

problems involve monitoring the behavior of a large population of entities for interesting 

events requiring action. The goal of activity monitoring is to issue alarms accurately and 

in a timely fashion and to minimize the number of false alarms and to maximize the 

number of correctly predicted price spikes. Lexical analysis and reduction to constituent 

words of the news stories, stemming and stop word removal of the words and the final 

representation for a story was a set of its processed words and bi-grams were the tasks 

done before labeling each document as positive or negative using the heuristics 

mentioned in the article. Then the program learned the indicators of positive activity from 

these stories. 

Lavrenko et al. developed a system called e-analyst for predicting stock prices 

based on news articles. They have published three articles regarding this research. The 

task of e-analyst is a special case of the Activity Monitoring task introduced by Fawcett 

and Provost (1999) (Lavrenko et al, 1999, 2000a, 2000b). It models the dependencies 

between news stories and time-series and is based on the language modeling approach 

(Lavrenko et al., 2000a). The figure shows the overall system architecture of e-analyst. 

Using stock price information for a given company, they generate trends using 

piecewise linear regression. The documents (D) for each stock were then aligned with the 

future trends (t) for the same stock, to provide the labeled set of pairs {t, D}, which are 

used for training and testing the models. Using the articles aligned with the trends of each 

type, they generate language models for the trend types. They can then use these models 

to correlate new articles with trends. They then use the correlations as an indication of the 

articles’ influence on the future of the time series. To perform the recommendations, they 

rank the articles by the likelihood that they will be followed by a trend of interest 

(Lavrenko, 2000a). 

Sycara and Thomas (2000) take two approaches to prediction of financial 

markets. The first uses maximum entropy text classification to predict based on the whole 

body of text; the second uses genetic algorithm to learn simple rule based solely on 

numerical data of trading volume, number of messages posted per day and total number 
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of words posted per day. They used trading volume and two numbers derived from a 

given day’s text: the number of messages posted in a day, and the total number of words 

posted in a day. In large, a population of ten rules was extracted. After this, the authors 

try to integrate these two algorithms. Their approach was to simply take a weighted 

average of these two predictors and compare them against the threshold of .5.  

In 2001 Gidofalvi proposed a model for prediction of stock price movements 

using news articles. In 2003, with the help of Elkan he published a technical report of the 

same work. These papers show that short-term stock price movements can be predicted 

using financial news articles. The model is presented in the figure 3.4. Indicators can be 

of two types: those derived from textual data (news articles), and those derived from 

numerical data (stock prices). 

Fung et al. (2002) investigate the impact of news articles on the time series based 

on the Efficient Markets Hypothesis. Predictions are made according to the contents of 

the news articles. Thus, the system is event-driven. The architecture of the model is 

brought in the figure 3.5. Figure (a) is the training phase and figure (b) is the operational 

phase. 

The system training phase includes six main procedures: 1) trend discovery, 

which identifies trends within different periods.; 2) trend labeling, which clusters similar 

trends together; 3) feature extraction, which extracts the main features in the news 

articles; 4) articles-trend alignment, which associates related news articles with trends; 5) 

feature weighting, which assigns different weights to different features according to their 

importance; and 6) model generation, which  generates the desired prediction model. The 

operational phase is used to predict the future trends according to the contents of the 

newly broadcasted news articles. 

Mittermayer designed a system called NewsCATS (News Categorization and 

Trading System in 2004 to automatically preprocess incoming press releases, categorize 

them into different news types and derive trading rules for the corresponding stock. 

NewsCATS provides an engine for each of these tasks: the document preprocessing 

engine, the categorization engine, and the trading engine. 
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Figure 3.2 -NewsCATS System Design (Mittermayer, 2004) 

 

 “The Predicting Power of Textual Information on Financial Markets” is another 

research by Fung et al. which was done in 2005. In this paper, they were interested in 

determining whether a news story would have any impacts on the stock prices, and if so, 

what kinds of impact is this news story. Three impacts are defined: positive, negative and 

neutral.  

 

Figure 3.3 -The Overall Design of the Learning Phase (Fung et al., 2005) 
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Figure 3.4 - The overall Design of the Prediction System 

(Fung et al., 2005) 

 

Four major processes are defined: First, News stories are aligned. In order to 

obtain a set of reliable training data, they had to correctly align the news stories to the 

stock trend such that the aligned news stories are believed to trigger or support the 

movements of the trends. In their research they assumed that EMH is true and the stock 

price moves as soon as after the news story is released. The useful news was selected 

with the use of chi-square estimation. The second step was time series segmentation. To 

do this they propose a t-test based split-and-merge piecewise linear approximation 

algorithm. The splitting phase aims at discovering trends on the time series, while the 

merging phase aims at avoiding over-segmentation. Then the tfidf model is used for 

representation of selected text and finally System Learning is done with the aid of SVM 

model. 

Schumaker (2006) is the next paper to be investigated. In this paper, the 

researchers have asked two research questions and have tried to answer them. 

• How effective is the prediction of discrete stock price values using 

textual financial news articles? 

• What textual representation can best predict future stock prices? 

They have designed the system in the figure 3.6 to answer these research 

questions. 
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Figure 3.5 -Overall System Design of Schumaker System (Schumaker, 2006) 

 

Regarding their research question, they finally inferred that their model predicts 

stock prices significantly better than regression. And also Named Entities was the better 

textual representation. 

Vivek Sehgal and Charles Song (2007) have done a research in “Stock prediction 

using web sentiment”. One of the popular forms of financial information is the message 

board; these websites have emerged as a major source for exchanging ideas and 

information. Their method involves scanning for financial message boards and extracting 

sentiments expressed by individual authors. The system then learns the correlation 

between the sentiments and the stock values. The learned model can then be used to make 

future predictions. The overall system design is brought in the following figure. 
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Figure 3.6 -Overall System Design for Stock prediction Using Web Sentiment (Sehgal and Song, 2007) 

 

The authors have assumed that the sentiment of a stock is highly responsive to the 

performance of the stock and recent news about the company. They have used Naïve 

Bayes, Decision Tree and Bagging algorithms to predict the sentiments. Another feature 

of their work is Trust Value calculation. They acknowledge that some authors are more 

knowledgeable than others about the stock market. They use an algorithm to calculate an 

author’s Trust Value base on his or her historical performance on the message boards. 

Their model was able to make accurate predictions, especially for Apple where it was 

able to achieve an accuracy of 81% using both Web sentiment and the Trust Value.  

Also, Falinous (2007) has used text mining for prediction of effect of news on 

stock markets. The interesting point about her work is that her news corpus is in Persian 

and she investigates the Stocks of Iran Khodro Co. in TSE (Tehran Stock Exchange). Her 

methodology is mainly based on Fung et al. (2005) methodology and she has been able to 

predict the trends with an accuracy of 81%. 

3.7 Forecasting oil price using text mining 
 

Yu et al. (2005) have used text mining techniques to forecast oil prices from 

news. To our knowledge, their work is the only attempt to our predict oil prices using 

from textual data using text mining. They have observed that in the process of developing 

a new approach for crude oil forecasting, three main problems must be considered. The 
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first problem is how to find model variables (i.e., impact factors) for a specific model. 

Crude oil price formulation is very complex due to the interaction of many factors. 

Hence, all kind of factors should be considered. The problem is how to identify these 

factors (Problem I). The second problem is how to extract these factors (Problem II). The 

third problem is how to deal with inconsistency in a very natural way (Problem III) when 

extracted rules or patterns conflict. In view of the first two problems, the text mining 

technique is introduced to find and deal with various model variables. In view of the third 

problem, rough set theory is adopted to cope with the inconsistency of extracted rules or 

patterns. 

 

Figure 3.7 - The main process of Knowledge based Forecasting System  (Yu et al., 2005) 

The general process of the system can be seen in the figure 3.8.  

The same authors have published a separate paper, in which they have changed 

the previous model moderately and used ANN instead of Rough-Set techniques (Yu et 

al., 2004). They have named the new system “Hybrid AI system for crude oil price 

forecasting”. Their system consists of five main components as can be seen in figure 3.9. 
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Figure 3.8 - The main components of Novel Hybrid AI based forecasting system (Yu et al., 2004) 

 

The ANN used in this study is a three-layer back-propagation neural network 

(BPNN) incorporating the Levenberg- Marquardt algorithm for training. In this study, 

BPNN traces previous and present values and predicts the future values using the 

historical data. The crude oil price data used in this paper are monthly spot prices of West 

Texas Intermediate (WTI) crude oil. 
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Chapter 4 

Methodology 

4.1 Introduction 

In this chapter we will explain the research methodology used in addressing the 

research questions discussed previously. A research design is a framework or blueprint 

for conducting the research project. It details the procedures necessary for obtaining the 

information needed to structure or solve research problems. It lays the foundation for 

conducting the project and a good design will ensure that the research is conducted 

effectively and efficiently (Malhotra, 2007).  

4.2 The theoretical background 
As we will see in the following section, our methodology consumes two main data 

mining disciplines: Text mining and Time series data mining. In the third chapter we had 

an introduction to these disciplines and also we became familiar with their importance. 

Before we explain and justify the research approach we are taking in this thesis, it is 

important to become familiar with different algorithms and also the methodological 

issues in each of these disciplines. We will first explain issues regarding time series data 

mining and then go onto text categorization and text mining. 
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4.2.1 Time series representations 

Due to the typically high dimensionality of time series data, combined with the 

difficulty of defining a similarity measure appropriate for the domain, we need to find a 

representation that allows efficient computation on the data, and extracts higher order 

features (Keogh and Pazzani, 1998). Waveforms may be represented symbolically such 

that their underlying, global structural composition is emphasized (Shaw and 

Defigueiredo, 1990). Most recent work on time series queries concentrates on how to 

identify a given pattern from a time series. (Chung et al., 2002) Describing waveforms in 

a compact mathematical way is useful at least for feature extraction, data compaction, 

noise filtering (Pavlidis and Horowitz, 1974). 

Several such representations have been proposed, including Fourier transformations 

(Faloutsos et al., 1994), relational trees (Shaw & DeFigueiredo, 1990) and envelope 

matching/R+ trees (Aggarwal et al. 1995). The above approaches have all met with some 

success, but all have shortcomings, including sensitivity to noise, lack of intuitiveness, 

and the need to fine tune many parameters (Keogh and Pazzani, 1998). One other 

approach in this regard has been Piecewise Linear Regression approach. This 

representation is perhaps the most widely used presentation and has been used by various 

researchers to support clustering, classification, indexing and association rule mining of 

time series data. (Keogh et al., 2001) and has many desirable properties, including: 

• High rates of data compression. 

• Reduction of complexity of raw data. 

• Relative insensitivity to noise.  

• Intuitiveness and ease of visualization. (Keogh, 1997; Ge, 1998) 

Intuitively Piecewise Linear Representation refers to the approximation of a time 

series T, of length n, with K straight lines (Keogh et al., 2001). 

Han et al., (1999) sees finding periodic patterns in time series databases an important 

data mining task with many applications. Most methods on periodicity search are on 

mining full periodic patterns, where every point in time contributes (precisely or 

approximately) to the cyclic behavior of the time series.  
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Linear interpolation vs. linear regression 

 

Figure 4.1 - Linear Interpolation vs. Regression (Spirada et al., 2002) 

It was mentioned earlier that Piecewise Linear Representation refers to the 

approximation of a time series T, of length n, with K straight lines. This makes another 

choice when using segmentation algorithms. This is with regard to the choice of which 

approximating line (or curve) we use to fit the data. We could use linear regression or 

linear interpolation (line joining the end points of a sub-series). Linear regression as 

shown in Figure 4.1 tries to fit a line for the data points using the least square error 

measure. This can be obtained in time linear in the length of segment. Linear 

interpolation simply joins the end points in a data set with a straight line. This can be 

done in constant time.  Linear interpolation tends to closely align the endpoint of 

consecutive segments, giving the piecewise approximation a "smooth" look. In contrast, 

piecewise linear regression can produce a very disjointed look on some datasets. The 
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aesthetic superiority of linear interpolation, together with its low computational 

complexity has made it the technique of choice in computer graphic applications. 

However, the quality of the approximating line, in terms of Euclidean distance, is 

generally inferior to the regression approach. (Sripada et al., 2002; Keogh et al., 2001) 

Stopping criteria for segmentation algorithm 
An open question is how to best choose K, the ‘optimal’ number of segments used to 

represent a particular time series. This problem involves a trade-off between accuracy 

and compactness, and clearly has no general solution (Keogh and Pazzani, 1998). 

Segmentation algorithms need a stopping criterion to terminate iteration. In its most 

common form, segmentation problem is framed as: 

Given a time series T, produce the best representation either 

• Using exactly K segments 

• Such that the maximum error for any segment does not exceed some user-

specified threshold, max_error. 

• Such that the combined error of all segments is less than some user-specified 

threshold, total_max_error (Keogh et al., 2001). 

The  above  problem  specification  presents  three  ways  in  which  we  can  specify 

stopping criterion. The first always produces a predefined number of segments. The other 

two produce segments that fit the data without exceeding the specified error thresholds 

(Sripada et al., 2002). Also, oriented toward different error norms many linear 

segmentation algorithms have been developed, with a few being optimal with regard to 

its error norm and other constraints (Ge, 1998). 

4.2.2 Segmentation algorithms 
Keogh et al. (2001) describe three major approaches to time series segmentation in 

detail. Almost all the algorithms have 2 and 3 dimensional analogues. Although 

appearing under different names and with slightly different implementation details, most 

time series segmentation algorithms can be grouped into one of the following three 

categories. 
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• Sliding windows: A segment is grown until it exceeds some error bound. The 

process repeats with the next data point not included in the newly approximated 

segment. 

• Top-Down: The time series is recursively partitioned until some stopping criterion 

is met. 

• Bottom-Up: Starting from the finest possible approximation, segments are merged 

until some stopping criterion is met. 

4.2.2.1 The sliding window algorithm 

The Sliding Window algorithm works by anchoring the left point of a potential 

segment at the first data point of a time series and then attempting to approximate the 

data to the right with increasing longer segments. At some point i, the error for the 

potential segment is greater than the user-specified threshold, so the subsequence from 

the anchor to i-1 is transformed into a segment. The anchor is moved to location i, and 

the process repeats until the entire time series has been transformed into a piecewise 

linear approximation. The Sliding Window algorithm is attractive because of its great 

simplicity, intuitiveness and particularly the fact that it is an online algorithm.  

4.2.2.2 The top-down algorithm 

The Top-Down algorithm works by considering every possible partitioning of the 

times series and splitting it at the best location. Both subsections are then tested to see if 

their approximation error is below some user-specified threshold. If not, the algorithm 

recursively continues to split the subsequences until all the segments have approximation 

errors below the threshold. 

4.2.2.3 The bottom-up algorithm 

The Bottom-Up algorithm is the natural complement to the Top-Down algorithm. 

The algorithm begins by creating the finest possible approximation of the time series, so 

that n/2 segments are used to approximate the n length time series. Next, the cost of 

merging each pair of adjacent segments is calculated, and the algorithm begins to 

iteratively merge the lowest cost pair until a stopping criterion is met. When the pair of 

adjacent segments i and i+l are merged the algorithm needs to perform some 
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bookkeeping. First, the cost of merging the new segment with its right neighbor must be 

calculated. In addition, the cost of merging the (i-1)th segment with its new larger 

neighbor must be recalculated.  

4.2.2.4 Split and merge algorithm 

Fung et al. (2005) propose a t-test based split-and-merge piecewise linear 

approximation algorithm. The splitting phase discovers trends on the time series and the 

merging phase is to avoid over-segmentation.  Falinous (2007) has given a very brief 

overview of this algorithm: 

Splitting phase 

Initially, the whole time series is regarded as a single large segment, and is 

represented by a straight line joining the first and the last data points of the time series. 

To decide whether this straight line can represent the general trend of the time series, a 

one tail t-test is formulated: 

:  0                :  0 

  is the expected mean square error of the straight line with respect to the actual 

fluctuation on the time series. The square sum of the distance between all data points 

within the segment and the regression line is calculated. K is the total number of data 

points within the segment, ̂  is the projected price of  at time . 

                  
1

̂  

The t-test is performed on the mean square error calculated. If the null hypothesis 

is accepted, then the mean square error between the actual data points and the projected 

data points should be very small and the straight line, which is formulated by joining the 

first and the last data points of the segment should be well enough to represent the trend 

of the data points in the corresponding segment. In contrast, if the null hypothesis is 

rejected and the alternative hypothesis is accepted, the that straight line is not well 

enough to represent the trend of the data points in the corresponding segment and should 

be split at the point where the error norm is maximum and the whole process well be 

executed recursively on each segment until p-value is greater than 0.001 for all segments. 
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Merging Phase 

Over segmentation refers to the situation where there exist two adjacent segments 

such that their slopes are similar and they should be merged to form a single large 

segment. In merging phase we combine all the adjacent segments if the mean square error 

for each adjacent segment would be accepted by the t-test. The hypothesis for the t-test is 

the same as the ones in splitting phase. For all the adjacent segments the mean square 

error would be calculated. The t-test over all the error norms would be performed. Those 

whose null hypothesis is accepted are regarded as merging pairs. The program starts 

merging from the segments whose mean square error is minimum. When two adjacent 

segments are merged, the new segment should be checked with its previous and next 

segment and the mean square error for them would be calculated and t-test is performed 

over them. If any null hypothesis is accepted the corresponding error norm will be added 

to the list and again among the mean square errors the minimum would be chosen to 

merge the corresponding segments. The whole process is executed continuously until the 

t-test over all of the segments on the time series is rejected and there is no merging pair 

left. 

We will use this algorithm in our methodology since it greatly avoids over 

segmentation and also is easy to implement. Also it gives us the flexibility to tune the 

number of K by changing the value of the t statistic. 

4.2.3 The general process of text categorization  

There are a number of steps in text categorization. Yet, as in many other aspects of 

this genre of science researches have not agreed on an exact definition of these phases. 

We will bring some of these steps as said by different researchers in the following: 

• Document representation, Feature reduction, classification (Monates et al., 2003) 

• Term selection, term weighting, classifier learning (Debole and Sebastiani, 2003) 

• Preprocessing, representation, Induction, Evaluation (Apte et al., 1994) 

• Preprocessing, feature reduction, document representation (Wang and Wang, 

2005) 
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4.2.3.1 Preprocessing 

Preprocessing is the task of eliminating as much possible the language dependent 

factors and making clear the border of each language structure. Falinous (2007) gives a 

good review of the concept regarding preprocessing. The number of features can be 

dramatically reduced by the domain dependent methods which include tokenization, the 

elimination of stop words, stripping of special characters as well as stemming algorithms 

or morphological analysis (Novovicova and Malik, 2005). Tokenization as defined by 

Wikipedia.org is the process of demarcating and possibly classifying section of a string of 

input characters. The resulting tokens are then passed on to some other form of 

processing. According to Liu et al. (2005) the feature dimensionality can be cut down by 

removing stop-words and words with high frequency. Stop words are usually given as a 

word list. Most of these words are conjunctions or adverbs which have no contribution to 

classification process and sometimes have negative influence. Words with high frequency 

which appear in most documents are not helpful for classification either. 

Words appear in no more than three documents and at least 33% of all the documents 

can be removed. Forman (2002, 2003) states that common words can be identified either 

by a threshold on the number of documents the word occurs in. Stemming and 

lemmatization also reduce the number of features to be considered.  Stemming usually 

refers to a crude heuristic process that chops off the ends of words in the hope of 

achieving this goal correctly most of the time, and often includes the removal of 

derivational affixes. Lemmatization usually refers to doing things properly with the use 

of a vocabulary and morphological analysis of words, normally aiming to remove 

inflectional endings only and to return the base Lemma or dictionary form of a word, 

which is known as the lemma (Manning et al., 2008). 

4.2.3.2 Vector space model 

The representation of a set of documents as vectors in a common vector space is 

known as the vector space model and is fundamental to a host of information retrieval 

operations ranging from scoring documents on a query, document classification and 

document clustering. We denote by  the vector derived from document d, with one 

component in the vector for each dictionary term. Usually the components are computed 
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using the tf-idf weighting scheme. The set of documents in a collection then may be 

viewed as a set of vectors in a vector space, in which there is one axis for each term. This 

representation loses the relative ordering of the terms in each document. How do we 

quantify the similarity between two documents in this vector space? A first attempt might 

consider the magnitude of the vector difference between two document vectors. This 

measure suffers from a drawback: two documents with very similar content can have a 

significant vector difference simply because one is much longer than the other. Thus the 

relative distributions of terms may be identical in the two documents, but the absolute 

term frequencies of one may be far larger. To compensate for the effect of document 

length, the standard way of quantifying the similarity between two documents d1 and d2 

is to compute the cosine similarity of their vector representations  

,
.

| || |
 

Viewing a collection of N documents as a collection of vectors leads to a natural 

view of a collection as a term-document matrix this is an M×N matrix whose rows 

represent the M terms (dimensions) of the N columns, each of which corresponds to a 

document. As always, the terms being indexed could be stemmed before indexing 

(Manning et al, 2008). 

4.2.3.3 Dimension reduction (Feature reduction) 

In the presence of hundreds or thousands of features, researchers notice (Yang and 

Pederson, 1997) that it is common that a large number of features are not informative 

because they are either irrelevant or redundant with respect to the class concept. In other 

words, learning can be achieved more efficiently and effectively with just relevant and 

non-redundant features. However, the number of possible feature subsets grows 

exponentially with the increase of dimensionality (Yu and Liu, 2004). Dimensionality 

reduction is a very important step in text classification because irrelevant and redundant 

features often degrade the performance of classification algorithms both in speed and 

classification accuracy. The number of features can be dramatically reduced by the 

domain dependent methods which include the elimination of stop words, stripping of 

special characters as well as stemming algorithms or morphological analysis. For a 
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further dimensionality the domain independent methods can be used (Novovicova and 

Malik, 2005).  Finding an optimal subset is usually intractable (Kohavi and John, 1997) 

and many problems related to feature selection have been shown to be NP-hard (Yu and 

Liu, 2004). There are two distinct ways of viewing dimensionality reduction, depending 

on whether the task is performed locally (a feature subset is chosen for each individual 

class) or globally (a feature subset is chosen for the classification under all classes). The 

second distinction may be drawn in words of the nature of resulting features: 

dimensionality reduction by feature selection (reduced feature set is a subset of the 

original feature set) or dimensionality reduction by feature extraction (the features in 

reduced feature set are not of the same type of the features in original feature set but are 

obtained by combinations or transformations of the original ones) (Novovicova and 

Malik, 2005). 

Local vs. Global 

There are two distinct ways of viewing dimensionality reduction, depending on 

whether the task is performed locally or globally:  

Local: For each category, a set of terms is chosen for classification based on the 

relevant and irrelevant documents in this category. Conceptually, this would mean that 

each document has a different representation for each category. In practice, though, this 

means that different subsets of each document’s original representation are used when 

categorizing under the different categories  

Global: A set of terms is chosen for the classification under all categories based on 

the relevant documents in the categories. The local feature selection for each category can 

be viewed as the global feature selection for two "categories": relevant and irrelevant 

(Zheng and Srihari, 2003; Sebastiani, 1999). 

4.2.3.4 Feature selection vs. feature extraction 

Another distinction may be drawn in terms of what kind of features is chosen: 

Dimensionality reduction by feature selection in which the chosen features are a subset of 

the original features; dimensionality reduction by feature extraction in which the chosen 

features are not a subset of the original features. Usually, the chosen are not 
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homogeneous with the original features, but are obtained by combinations or 

transformations of the original ones. 

4.2.3.5 Feature selection 

Given a fixed , techniques for feature selection (also called term space 

reduction - TSR) purport to select, from the original set of r features, the  terms that, 

when used for document indexing, yield the smallest reduction in effectiveness with 

respect to the effectiveness that would be obtained by using full-blown representations. 

Results published in the literature (Yang and Pederson, 1997) have shown a moderate 

5%  increase in effectiveness after term space reduction has been performed, 

depending on the classifier, on the     of the reduction, and on the TSR 

technique used. Global TSR is usually tackled by keeping the  terms that score 

highest according to a predetermined numerical function that measures the importance of 

the term for the categorization task (Sebastiani, 1999). 

4.2.3.6 Feature selection metrics 

In this section, we present six feature selection metrics, which are functions of the 

following four dependency tuples (Zheng et al., 2004): 

1. , : Presence of t and membership in . 

2. , : Presence of t and non-membership in  . 

3. , : Absence of t and membership in  . 

4. , : Absence of t and non-membership in  . 

Where t and  represent a term and a category respectively. The frequencies of the 

four tuples in the collection are denoted by A, B, C and D respectively. The first and last 

tuples represent the positive dependency between t and , while the other two represent 

the negative dependency. 

Information gain (IG): Information gain measures the number of bits of information 

obtained for category prediction by knowing the presence or absence of a term in a 

document. The information gain of term t and category  is defined to be: 

, , .
,
.

,,
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Information gain is also known as Expected Mutual Information. The Expected 

Likelihood Estimation (ELE) smoothing technique was used in this paper to handle 

singularities when estimating those probabilities. 

Chi-square (CHI): Chi-square measures the lack of independence between a 

term t and a category  and can be compared to the chi-square distribution with one 

degree of freedom to judge extremeness. 

It is defined as: 

,
, , , ,

 

Where N is the total number of documents. 

Correlation coefficient (CC): Correlation coefficient of a word t with a category 

is defined as: 

,
√ , , , ,

 

 

It is a variant of the CHI metric where . CC can be viewed as a “one-

sided” chi-square metric. 

Odds ratio (OR): Odds ratio measures the odds of the word occurring in the 

positive class normalized by that of the negative class. The basic idea is that the 

distribution of features on the relevant documents is different from the distribution of 

features on the non relevant documents. It has been used by Mladenic for selecting terms 

in text categorization. It is defined as follows: 

, log
| 1 |

1 | |  

Similar to IG, ELE smoothing was used when estimating those conditional 

probabilities. According to the definitions, OR considers the first two dependency tuples, 

and IG, CHI, and CC consider all the four tuples. CC and OR are one-sided metrics 

whose positive and negative values correspond to the positive and negative features 

respectively. On the other hand, IG and CHI are two-sided, whose values are non-

negative. We can easily obtain that the sign for a one-sided metric, e.g. CC or OR, is sign 

(AD - BC). A one-sided metric could be converted to its two-sided counterpart by 
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ignoring the sign, while a two-sided metric could be converted to its one-sided 

counterpart by recovering the sign, e.g. CHI vs. CC. 

OR-square (ORS) and Signed IG (SIG): 

, , , 

, . ,  

The overall feature selection procedure is to score each potential feature 

according to a particular feature selection metric, and then take the best features. Feature 

selection using one-sided metrics like SIG, CC, and OR pick out the terms most 

indicative of membership only. The basic idea behind this is the features coming from 

non-relevant documents are useless. They will never consider negative features unless all 

the positive features have already been selected. Feature selection using two-sided 

metrics like IG, CHI, and ORS, however, do not differentiate between the positive and 

negative features. They implicitly combine the two. Feature selection using one-sided 

metrics selects the features most indicative of membership only, while feature selection 

using two-sided metrics implicitly combines the features most indicative of membership 

(e.g. positive features) and non membership (e.g. negative features) by ignoring the signs 

of features. The former never consider the negative features, which are quite valuable, 

while the latter cannot ensure the optimal combination of the two kinds of features 

especially on imbalanced data.  

4.2.3.7 Feature extraction 

Given a fixed r r, feature extraction (also known as reparameterisation) purports 

to synthesize, from the original set of r features, a set of r0 new features that maximizes 

the obtained effectiveness. The rationale for using synthetic (rather than naturally 

occurring) features is that, due to the pervasive problems of polysemy, homonymy and 

synonymy terms may not be optimal dimensions for document content representation. 

Methods for feature extraction aim at solving these problems by creating artificial 

features that do not suffer from any of the above-mentioned problems. Two approaches 

of this kind have been experimented in the literature, namely term clustering and latent 

semantic indexing (Sebastiani, 1999). 
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4.2.3.8 Support Vector Machines (SVM) 

An SVM is a kind of large-margin classifier: it is a vector space based machine 

learning method where the goal is to find a decision boundary between two classes that is 

maximally far from any point in the training data (possibly discounting some points as 

outliers or noise). Support vector machines are not necessarily better than other machine 

learning methods (except perhaps in situations with little training data), but they perform 

at the state-of-the-art level and have much current theoretical and empirical appeal. For 

two-class, separable training data sets, there are lots of possible linear separators. 

Intuitively, a decision boundary drawn in the middle of the void between data items of 

the two classes seems better than one which approaches very close to examples of one or 

both classes. While some learning methods such as the perceptron algorithm find just any 

linear separator, others, like Naive Bayes, search for the best linear separator according to 

some criterion. The SVM in particular defines the criterion to be looking for a decision 

surface that is maximally far away from any data point. This distance from the decision 

surface to the closest data point determines the margin of the classifier. This method of 

construction necessarily means that the decision function for an SVM is fully specified 

by a (usually small) subset of the data which defines the position of the separator. These 

points are referred to as the support vectors (in a vector space, a point can be thought of 

as a vector between the origin and that point). Figure shows the margin and support 

vectors for a sample problem. Other data points play no part in determining the decision 

surface that is chosen. Maximizing the margin seems good because points near the 

decision surface represent very uncertain classification decisions: there is almost a 50% 

chance of the classifier deciding either way. A classifier with a large margin makes no 

low certainty classification decisions. This gives you a classification safety margin: a 

slight error in measurement or a slight document variation will not cause a 

misclassification (Manning et al., 2008) 
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Figure 4.2 - SVM Classifier (Manning et al, 2008) 

4.2.3.9 System evaluation 

Usually the following contingency table is formed to evaluate a system. 

Table 4.1 - Contingency table 

 Relevant Non-Relevant 

Retrieved True positives (tp) False positives (fp) 

Not Retrieved False negatives (fn) True negatives (tn) 

 

Then accuracy can be defined as the number of true positives and true negatives 

divided by all the elements in the table: 

   

 

4.2.4 Training set and test set 
The machine learning approach relies on the existence of an initial corpus of 

documents previously categorized under the same set of categories with which the 

categorizer must operate.  Once a classifier has been built it is desirable to evaluate its 

effectiveness. In this case, prior to classifier construction the initial corpus is split in two 

sets, not necessarily of equal size: 
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• Training (-and-validation) set: The classifier for is inductively built by observing 

the characteristics of these documents. 

• Test set: used for testing the effectiveness of the classifier. 

The documents in test set cannot participate in any way in the inductive construction 

of the classifiers; if this condition were not satisfied, the experimental results obtained 

would likely be unrealistically good, and the evaluation would thus have no scientific 

character. In an operational setting, after evaluation has been performed one would 

typically retrain the classifier on the entire initial corpus, in order to boost effectiveness. 

In this case, the results of the previous evaluation would be a pessimistic estimate of the 

real performance, since the final classifier has been trained on more data than the 

classifier evaluated (Sebastiani, 2002). 

4.3 Research approach 

Research design can be broadly classified as exploratory and conclusive. The 

primary objective of exploratory research is to provide insights into, and an 

understanding of, the problem confronting the researcher. It is more useful when a 

researcher wishes to better understand a situation and/or identify decision alternatives. 

Both qualitative and quantitative methods are used for this type of research (Malhotra, 

2007; Cooper and Schindler, 2003). Conclusive research is typically more formal and 

structured than exploratory research. It is based on large, representative samples and data 

obtained are subject to quantitative analysis. The findings in this type of research are 

considered to be conclusive in nature and are used as inputs into managerial decision 

making. The designs of this research may be descriptive or causal (Malhotra, 2007). This 

type of research is not of interest to our study. 

Our research design is mainly based on Fung et al (2005). We have tried to 

tamper with their methodology to understand the subject area better and even move into 

prediction. This design is depicted in the following figure. Throughout the rest of this 

chapter we will explain each step in this design in more detail. 
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The implementation of this design requires some programming and use of 

multiple programming languages. Specifically the C#, R and Python programming 

languages are used. The details will be explained in each segment. 

 The outcome of this research is a system, a model that given new news, would be 

able to explain if the news will cause the oil prices to go up or decrease. This model is 

depicted in the figure below. 
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Figure 4.4 - The overall model design 
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4.3.1 Data collection 
Two sets of data are needed for this research. One is the corpus of news articles 

and the other is the time series of oil prices. 

The news articles are to be collected from the internet. First, an in house 

application will search for URLs of news articles with the search string “oil”. The sources 

of this news are to be major news websites and agencies such as www.reuters.com, 

www.bbc.co.uk, www.bloomberg.com and etc. This in house application is written using 

C# programming language and will store the URLs of each news source into a separate 

file. The URLs are separated by new line.  This URL files will be fed into the same C# 

program which will download the corresponding web pages and store them in HTML 

format. Each page is stored in a separate file and the files are named incrementally 

starting from 1 in different folders for each source (i.e., news from BBC goes to one 

folder and news from Reuters to another).  

The time series of crude oil will be gathered using the meta-trader program used 

by most Forex traders. This program is provided by most Forex brokers, free of charge 

and provides the 1 minute, 5 minute, 15 minute, 1 hour, 4 hour and daily prices of oil 

(and most other equities which are not of interest to us). For each record in this data set 

there are several attributes which are data (stated in YYYY.MM.DD format), time (stated 

in HH:MM format), opening price, closing price, maximum price and minimum price and 

volume of trade during that trading session. These data are downloaded from the program 

and stored in a comma-separated format for further processing. 

4.3.2 Time series preprocessing 

As mentioned previously, piecewise linear segmentation is one of the most widely 

used and accepted methods for time series segmentation. This technique and its details 

where explained earlier so we will not explain them again here. Also, it was mentioned 

that different approaches have been designed for this technique (i.e., sliding windows, 

top-down, bottom-up). One of the methods used in this regards is the split and merge 

algorithm presented by Fung et al. (2005). This algorithm is based on the t-test and uses a 

split and a merge phase and a t-test on the error to achieve the best segments in the time 

series. The reader is referred to the previous section for the details of this algorithm. We 

http://www.reuters.com
http://www.bbc.co.uk
http://www.bloomberg.com
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will implement the split and merge algorithm with R programming language. The p-value 

for the t-test is set to 0.005 to make our confidence level equal to 0.995. This p-value is 

larger than Falinous’s (2007) p-value of 0.001 and smaller than Fung et al. (2005)’s p-

value of 0.05. This decision was based on the nature of the time series and the segments it 

generated. One other point in the time series representation is the calculation of “unitime” 

which is the number of minutes of the actual date and time of the record from midnight of 

the first month of the first day of year 2000. The unitime was needed for ease of 

calculations and also ease of comparison between different dates. It will be further used 

for aligning the time series segments with the news articles. For each record in the time 

series, the unitime is calculated using a Python program and the unitime is added to the 

corresponding row of that record in a new comma-separated file. It is this file that is fed 

to the R implementation of the split and merge algorithm. The reader is referred to the 

previous chapters and also Fung et al. (2005) for a detailed description of the split and 

merge algorithm.  

Also in accordance with Fung et al. (2005) methodology we will remove any data 

segments from the time series where volume of trading is lower than an acceptable 

threshold.  We set the threshold to be: 

min max min /4 

4.3.3 Document reduction 
Although the C# application is very efficient in choosing news related to oil 

prices. There are still documents within the data corpus which could be considered as 

noise. For example there are htmls which are associated to video news or there are some 

few pages which were not available during downloading and blank page was downloaded 

instead. We remove this data in a semi-automatic way mainly using the size of the 

documents and also the headers of html code as indicators.  

4.3.4 HTML preprocessing and trend and news alignment 
A python code was then used to remove all the unnecessary html tags and extract 

three main details from each html file. Using this code, we remove the main news body, 

the title and the date and time of the each news article. 
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After extracting this information, we calculate the unitime of each document 

using the same algorithm with which we calculated the unitimes of the time series data. 

Also, for each document, comparing the unitimes of the document and the segments in 

the segmented time series (the output of split and merge) we align the text documents 

with the time series. In fact, each document is labeled with two more tags. The first is the 

number of segment to which it belongs and the second is the trend (upward or downward) 

of that segment. Calculation of the trend merely consists of comparing the price of oil for 

 and  . If the latter is larger, the trend is upward otherwise it is downwards. Fung et 

al (2005), put this alignment more formally: 

“Let d  be a news story; D denote all of the news stories archived; DS  denote the 

documents that are aligned to segment S ; t d  denote the timestamp when the 

document d  is released; t S  and t S  denote the timestamp of segment S  

begin and the timestamp of segment S  end, respectively. According to the second 

formulation that that documents which are broadcasted within a segment are aligned back 

to that segment” 

|      

What we have now is the Body, Title, Source, Date, Time, corresponding 

Segment and corresponding Trend for each article. We create a database using the 

following SQL command and add all the articles to it. 

CREATE TABLE articles (id INTEGER PRIMARY KEY, source VARCHAR(30), title 
VARCHAR(100), date VARCHAR(30),time VARCHAR(30),unitime INTEGER, segment 
INTEGER, trend INTEGER, article VARCHAR(3000)) 

The data base system we use for this purpose is SQLite open source data base. 

The sqlite3 package already integrated into python 2.5 was used for this purpose. SQLite 

was chosen because of its advantages over other commercial SQL packages. It is not 

resource intensive. It is free and also easy to operate and the database is easily readable 

through different platforms and software systems. 

4.3.5 Text preprocessing 

The news corpus needs heavy preprocessing to become ready for our 

categorization algorithms. As discussed in the literature review, preprocessing is 
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significant for improving the precision of the prediction system and also eliminating the 

language dependent elements of the corpus and also reducing the computation time of the 

learning algorithms.  

The first step in preprocessing is tokenization. The approach used in our 

tokenization is the bag of words approach. The main characteristic of the bag of words 

approach is that the distance between units will be lost after the document is converted to 

bag of words. Unlike the approach taken by Falinous (2007) and Fung et al (2005), we 

have chosen to use not only single words but also n-words as terms. The NLTK package 

in the Python programming language is used to these computations and Noun phrases and 

also verb phrases are extracted. This enables us to have one single term such as ‘Prime 

Minister Gordon Brown’ instead of tokenizing this string to its four different subsets. 

We also do lemmatization and stop word removal.  A brief description of 

lemmatization is given here. 

For grammatical reasons, documents are going to use different forms of a word, 

such as organize, organizes, and organizing. Additionally, there are families of 

derivationally related words with similar meanings, such as democracy, democratic, and 

democratization. In many situations, it seems as if it would be useful for a search for one 

of these words to return documents that contain another word in the set. The goal of both 

stemming and lemmatization is to reduce inflectional forms and sometimes derivationally 

related forms of a word to a common base form. However, the two words differ in their 

flavor. Stemming usually refers to a crude heuristic process that chops off the ends of 

words in the hope of achieving this goal correctly most of the time, and often includes the 

removal of derivational affixes. Lemmatization usually refers to doing things properly 

with the use of a vocabulary and morphological analysis of words, normally aiming to 

remove inflectional endings only and to return the base or dictionary form of a word, 

which is known as the lemma (Manning et al, 2008). 

4.3.6 TFIDF weighting and term document matrix 

We have to use a weighting function to assign weights to each term in the corpus. 

We will use the tfidf weighting function as it is the most widely used function in the 

classification problems today. Due to the fact that the documents in our corpus have 
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different lengths and this could introduce bias into our weighting schemes, we will 

normalize our tfidf weights based on document length. The formula used is as follows: 

, 1 , , 

Where , is the number of times occurs in , is the total number of units 

present in , and  is the normalized entropy of  in the collection N. The global 

weighting implied by 1  reflects the fact that two units appearing with the same count 

in  do not necessarily convey the same amount of information about the composition; 

this is subordinated to the distribution of the units in the collection N. If we donate by 

∑ ,  the total number of times  occurs in N, the expression for  is easily seen 

to be 

1
log

, log , . 

By definition, 0 1, with equality if and only if ,  and , / , 

respectively. A value of  close to 1 indicates a unit distributed across many 

compositions throughout the collection, while a value of  close to 0 means that the unit 

is present only in a few specific compositions. The global weight 1  is therefore a 

measure of the indexing power of the unit  (Bellegarda, 2007). 

For representation of the documents and their containing words, we use a term 

document matrix. In this matrix, each row is representative of a document in the corpus 

and each row is representative of each term or feature in this corpus and the indexes in 

this matrix is equal to the normalized tfidf values for each term. This matrix is very sparse 

because there are terms that appear only in a few documents and the tfidf values for these 

terms in the documents in which they do not appear is zero. As we suspect that the 

number of features in this matrix will be large (maybe 100,000) we need to store it in 

sparse format. Therefore while writing it to the file we store the matrix in sparse format 

and in the subsequent section we will use this sparse matrix in our calculations. 

4.3.7 Useful news stories selection 

Many news stories in the corpus are valueless in prediction, i.e. they do not 

contribute to the prediction of the oil prices. So we have to remove them from the corpus. 
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In this section we will explain how we have overcome this issue. The methodology we 

used for this purpose is based on Fung et al (2005) methodology. Let us define features to 

be any term that is presented the document collection and  is the term ith in the term 

document matrix. By counting the presence or absence of  that appears in a given 

segment, we can build a statistical model by presuming that two assumptions are true: 1) 

The process of generating the features is stationary; and 2) The occurrence of every 

feature is independent of each other. 

For the first assumption, if a feature is stationary, then in any arbitrary period, the 

probability of getting it is the same as at any other periods. In other words, if the 

probability of a feature appearing in some periods change dramatically, we can conclude 

that this feature exhibit an abnormal behavior in those periods, and it would be regarded 

as an important feature in there. Specifically, by counting the number of documents 

that: 1) contains feature  and is in Segment ; 2) contains feature  but is not in 

Segment ; 3) does not contain feature  but is in segment ; and 4) does not contain 

feature   and is not in segment , a 2 2 contingency table could be formulated. Note 

that this table could be modeled by a  distribution with one degree of freedom.  

For the second assumption, it is known as the independent assumption of feature 

distribution, which is a common assumption in text information management, especially 

for information retrieval, clustering and classification.  

For each feature  under each segment , we calculate its  value. If it is above 

a threshold , we conclude that the occurrence of feature  in segment  is significant 

and this feature is appended into a feature list, , which stores all the features. 

Define  and  be two sets containing the documents that support the rise movement 

and drop movement, respectively. Hence, these two sets are served as the positive 

training examples for the rise and drop trends. A document, , which belongs to segment 

, would be assigned to  if and only if the slope of  is positive and  contains a 

feature listed in , . Similar strategy applies to  (Fung et al, 2005). 
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Table 4.2 - Contingency table (Fung et al, 2005) 

 # documents have  # documents do not have  

Segment =  Case 1 Case 3 

Segment   Case 2 Case 4 

 

In the previous section we presented the formulas for computing the  statistic. 

An important issue here is the value of α. For = 7.879, there is only a probability of 

0.005 that a wrong decision would be made such that a feature from a stationary process 

would be identified as not stationary. Hence,  is set to 7.879. Besides, only the features 

that appear in more than one-tenth of the documents in the corresponding period would 

calculate their  value. This is because rare features are difficult to estimate correctly 

and this can reduce significant computational cost. The code for feature selection along 

with the text processing code is also written in Python language. A new term document 

matrix is constructed in this section and stores the documents that have not been 

removed, their terms and their weights. This matrix is not sparse. 

4.3.8 Model learning 

We will use support vector machines for our model learning. As mentioned in the 

literature review, SVMs have become one of the major model learning instruments used. 

Their popularity is mainly due to their performance and low computational cost in 

comparison with other high performing algorithms such as neural networks. We will use 

the SVM function in the R e1071 (Dimitriadou et al, 2008) package for this matter. The 

package e1071 offers an interface to the award-winning C++-implementation by Chih-

Chung Chang and Chih-Jen Lin, libsvm, featuring (Xie, 2007): 

• C- and v-classification 

• One-class-classification (novelty detection) 

•  - and v-regression 

and includes: 

• linear, polynomial, radial basis function, and sigmoidal kernels 

• formula interface 

• k-fold cross validation 
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This is why we have preferred this package to the other packages for this purpose. 

One other benefit of the e1071 package is that it supports sparse matrixes and as we have 

to use these types of matrixes for storing the term-document matrix, feeding the data to 

the algorithm is very easy with this implementation.  

We will need two sets of data for the purpose of system learning, one is training data 

and the other is test data. For this reason, and to eliminate over fitting of data we will 

completely remove 30% of our data from the training corpus and keep it for testing in the 

future. The reasons for having training and testing data in text classification have been 

discussed more broadly in the previous sections. The RBF kernel is the kernel of choice 

for many categorization applications as it supports non-linear classification. Yet, some 

previous studies suggest that for text classification the linear kernel yields better results 

(Karatzoglou et al., 2006). The two parameters which need to be set in the SVM machine 

are cost and gamma. We will follow the following methodology for choosing the cost and 

gamma parameters and also completing the learning phase: 

For gamma the parameters tested are exp  1 , 4 11 and for cost the 

parameters tested are exp  1 , 3 5. We have chosen these ranges by 

experiment. For each pair of gamma and cost, the svm algorithm is run five times, each 

time 20 percent of the data (by data we mean the 70% data that was assigned as training 

data) is assigned as the test data and the other 80% is assigned as training. The accuracies 

of these 5 iterations are averaged and saved in a file until all the cost and gamma pairs are 

tested. Then the contour plots are plotted. 

4.3.9 Evaluating the results 

To evaluate the results we will use the 30% of data that we had put aside for testing 

phase. We will use the bootstrapping and leave one out techniques for evaluation.  

In statistics, bootstrapping is a modern, computer-intensive, general purpose 

approach to statistical inference, falling within a broader class of resampling methods. It 

is the practice of estimating properties of an estimator by measuring those properties 

when sampling from an approximating distribution. One standard choice for an 

approximating distribution is the empirical distribution of the observed data. In the case 
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where a set of observations can be assumed to be from an independent and identically 

distributed population, this can be implemented by constructing a number of resamples of 

the observed dataset (and of equal size to the observed dataset), each of which is obtained 

by random sampling with replacement from the original dataset. It may also be used for 

constructing hypothesis tests. It is often used as an alternative to inference based on 

parametric assumptions when those assumptions are in doubt, or where parametric 

inference is impossible or requires very complicated formulas for the calculation of 

standard errors. (Wikipedia.org) 

The measure we will use to test the model is accuracy. This measure is one of the 

most widely used measures in comparing and evaluating classifiers. 

We will run the model for 100 iterations on sample equal to the size of the training 

data but with replacement. The mean of the accuracy of all these 100 iterations will be 

the accuracy we will use to evaluate our model using bootstrapping. 

As the name suggests, leave-one-out cross-validation involves using a single 

observation from the original sample as the validation data, and the remaining 

observations as the training data. This is repeated such that each observation in the 

sample is used once as the validation data. The reader is referred to Tan et al. (2006) for a 

detail description and scientific representation of each of these methods. We will first sort 

our data set according to the date of each document. We will then use 70% of the data as 

the initial training data. Then we will test the classifier on the first document which is 

assigned for test. The result will be saved and this document too will be added to the train 

set. Model training will be repeated again and the same test procedure will be conducted 

again for the next test document. Iteratively documents which have been used in the test 

will be added to the training data until the last document. This way we will be able to 

simulate the prediction of oil prices based on each news document that is generated in the 

real world. 
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4.3.10 Prediction 

To test the predictability of crude oil prices, we will use time lags in the alignment of 

news to oil prices. The time lag we will use is equal to a week. It is hypothesized that if 

we are able to predict the model with a noticeable accuracy using the following time lags, 

then the hypothesis that oil prices are predictable from news will not be rejected and we 

will find support for our assumption that there is predictive power in the news. 
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Chapter 5 

Analysis and Results 

5.1 Data collection 
 Using the in-house downloader and searcher, we downloaded 2051 news articles 

from four different sources which included Aljazeera, Reuters, BBC and Bloomberg. The 

table shows the number of articles downloaded from each source.  

 We used the search word ‘oil’ as our search string to obtain a more filtered news 

corpus. As expected previously, due to lost connection or unavailability of web pages, 

some blank (empty) pages where downloaded and they had to be removed. We did this 

manually by looking at the size of the downloaded files. Doing so, we were left with 

1942 downloaded web pages. 

For the time series data, 3708 records were collected. These records were in 

conformance with the structure explained in the methodology. The oldest data goes back 

to 2008.06.05 and the newest data was dated 2008.08.05. This means that a two month 

time span was covered. The data are 15 minute data meaning that the time difference of 

each two record is 15 minutes.  
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Table 5.1 - News articles downloaded from different sources 

Source # Articles 

Downloaded 

# Articles 

Dismissed 

# Articles 

Remaining 

# Segmented 

Articles 

BBC 401 17 384 189 

Bloomberg 612 11 601 473 

Reuters 737 40 697 512 

Aljazeera 301 41 260 144 

 

5.2 Time series segmentation 

First the unitime was calculated for each record and added and then using the split 

and merge algorithm. The minimum unitime acquired for the time series is 4432395 this 

means that the record is 4432395 minutes away from midnight of first day of year 2000 

and the maximum is 4520880. The 3708 records constitute 3707 segments. Split and 

merge algorithm is then used to reduce them to a fewer number of segments. The 

segments are reduced to 113 segments with split and merge. The figures depict the time 

series before and after split and merge was used. The first segment begins at 4432815 and 

the last segment ends at 4519725. 

5.3 HTML preprocessing and trend and news alignment 

The news corpus which was in HTML format is then read and for each news 

article, the title, date and news body are extracted. The unitime for each news article is 

also calculated and then the news is aligned to the time series. The result of this 

alignment is 1318 news articles. This means that 624 news articles did not fall within the 

time span of the time series and were not added to the database. The oldest article has a 

date and time tag of 2008.06.05 9:06 which is equal to a unitime of 4432866 and the 

newest is tagged 2008.08.04 16:22 which is equal to 4519702. Out of the 1318 news 

articles, 688 of them are labeled as 1 (UP) and 630 of them are labeled 0 (DOWN). This 

means that the data are 52% up and 48% down which is very good and means we do not 

have any data bias or leniency towards any group and the data is almost balanced. 
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With regard to the news assigned to different segments, we have news assigned to 

all segments but 4, 14, 18, 21, 27, 46, 67, 76, 81, 112, 113. This is 11 segments out of 

113 segments. The last column of table 5.1 shows the number of news articles from each 

source which was assigned a segment.  

Figure 5.1 shows a screen shot of the SQLite data base, opened with the Fire Fox 

SQLite Manager interface. 

 

Figure 5.1 - Screen shot of the SQL Database 

 

5.4 News preprocessing and document representation 

 A python code was used to accomplish the task of preprocessing the articles in the 

news corpus. Using Python NLTK package, this task was done in an automatic way. 

Word phrases were extracted and lemmatization and stop word removal were done. The 

number of stop words introduced to the system was 183. 

Term extraction, calculation of the tfidf term weights and also the creation of the 

term document matrix are the remaining tasks in this part of the methodology. 

Totally, 29921 terms were extracted for 1318 documents. This makes our term 

documents matrix a matrix of 1318 29921. This matrix has 39,435,878 indices. The 
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size of this matrix confirms our choice of using sparse matrixes as our storage method 

specially since the non zero items in this matrix add up to only 202300 items. 

5.5 Feature selection 

In the feature selection phase we eliminate the terms and documents which we 

estimate will not have an effect of the classification. The chi-square selection algorithm 

only chooses 978 terms out of the 29921 term which were extracted from the corpus. 

Also, out of the 1318 documents in the database, only 1010 of them were know to be 

significant. Another term document matrix has to be written to disk for representing the 

feature selected term documents. This matrix is 1010 by 978 and has 987780 indices. 

17701 indices out of the 987780 indices are non-zero. 

5.6 Classification results 

We have to run the classification algorithm four times using two R codes. One R 

code is written for running the algorithm and evaluating it using bootstrapping and one is 

written for running and evaluating the algorithm using the Leave one out method. Each of 

these algorithms is once run on the time lagged data and once on data without time lag.  

We will explain the results of each of these executions in this section. 

5.6.1 Results with bootstrapping without prediction 
 

The classification and model learning is done on the 70% of data which was used 

for this purpose. As explained in the methodology for each set of gamma and cost, the 

model will be trained using 80% of this 70% as the train data and then the remaining 20% 

will be used to calculate the accuracy. The mean of accuracy for these 5 iterations will 

represent the accuracy achieved by the set of gamma and cost.  

Out of the original 1010 documents selected by the feature selection algorithm, 

707 of them are used for training and 303 of them are used for test data. 145 sets of 

gamma and costs were used and the result of each iteration was written to a file in a tree 

column comma separated format. The columns of the comma separated file included the 

gamma, cost and their corresponding accuracy. The contour plot for classification is 

drawn in figure 5.2. This way we can know precisely what is the best accuracy obtained 
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and tested for the data. From the results we see that the best accuracy obtained in this 

classification is 0.971429. 

 

Figure 5.2 – Contour plot of accuracy based on log(gamma) and log(cost) 

 
Using bootstrapping on samples from the 30% data allocated for test, we use the 

cost and gamma presented in table 5.2 to test the model without over fitting the data. The 

mean accuracy obtained with the 100 iterations is 0.692. The best accuracy among these 

100 iterations is 73.2%. However the 0.692 is a better measure for evaluating the system 

as we are certain that it does not involve over fitting. 

 

 

Table 5.2 - Best accuracy and correspoding gama and cost for classification 

cost  gamma  accuracy 

54.59815  0.367879 0.971429
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5.6.2 Results with bootstrapping with prediction 
 

For prediction we will use exactly the same methodology explained above with 

one slight change. We will assign a time lag of a week for aligning news to oil prices. We 

do this by reducing 10080 minutes from unitime of each oil price and then continue 

classification with exactly the same methodology described above. The results of this 

classification are presented in the following figure and table. 

Table 5.3 - Best accuracy and correspoding gama and cost for classification – With time lag 

cost  gamma  accuracy 

20.08554  0.018316 0.971429

 

The mean accuracy obtained from the bootstrapping is .5792333 which is 0.11 down 

from classification without time lags. The best accuracy obtained among these 100 

iterations is 0.619697. Yet, still the 0.5792333 is a better measure since it is less 

dependent on the sample data and also is not prone to over fitting.  

 

Figure 5.3 – Contour plot of accuracy based on log(gamma) and log(cost) – With time lags 
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5.6.3 Results using the leave one out method without prediction 
 

Using the leave one out method, we will now train and test our model. The parameter 

tuning is done exactly as it was done in the two previous model trainings so we will not 

explain them anymore. We will use 70% of data to initially tune the parameters and train 

the model. The point which needs to be noted here is that since in this section we are 

using the first 70% of the data and the data are sorted, we are using the oldest 70% of 

news articles to tune the parameters and tune the model initially. Now to test the model 

we have to take the single document that comes immediately after this 70% and predict 

its effect on oil price using the trained model. The result of this prediction will be added 

to a table which records the predicted and actual value of this effect. We now will add 

this document to our train set and train the document once again and predict the model 

using the first document in the test set. This iteration continues until the last document is 

added to the train set. Out of the 196 iteration, 55 of the predicted results differed from 

the actual tag which means that we had an average accuracy of 0.717 in this method. 

5.6.4 Results using the leave one out method with prediction 

Using the same procedure described above, we train and test the data with time lag of one 

week. The result shows that out of the 181 iterations 71 of them were wrongly predicted 

and this gives us an average accuracy of 0.61. 
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Chapter 6 

Conclusion 

6.1 Review of the research 

Our goal in this thesis was to gain a better understanding of commodity pricing by 

studying the effects of news, as a sentiment creating factor, on oil prices. Since the EMH 

has been a major theory in defining the relationship between prices and information in 

markets, we were especially interested in finding out if oil prices are efficient and if there 

is any predictive power in the news.  

To conduct the research we first had to gain an understanding of the oil market 

and the theories regarding this market as well as understanding the underlying theories in 

marketing pricing. Therefore, we allocated the second chapter to the study of these issues. 

We wanted to see to what extent can news be used to explain the variations in oil prices. 

To choose the proper methodology, we had to study the previous attempts to 

study oil prices. It was seen that the previous attempts were mainly in the fields of 

economics and finance and where associated with studying the oil time series and 

forecasting the prices through statistical and econometric models. These techniques were 
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not of an interest to us. Since the econometric techniques deal primarily with the time 

series, we could not use these techniques for our purpose. Our chosen purpose had to take 

into account the news data as an external variable and then analyze the oil time series 

based on this external variable.  

Recently, text mining has emerged as an interesting tool for analyzing textual 

data. To gain a better understanding of text mining methodologies applied previously, we 

examined the previous attempts to analyze prices using this text mining. Unfortunately, a 

search on the previous studies to study the impact of news on oil prices showed us that 

there are not many researches done in this field. Based on our knowledge, the only 

research done was a series of researches by Yu et al., (2005). That is why we broadened 

the scope of our literature review to the studies which have aimed to predict financial 

markets with text mining. Many researches were done in this field and so we tried to 

incorporate the methodologies used in these studies into the study of the impact of news 

on oil prices. 

Within the research done in the field of text mining and stock prices, we found 

Fung et al (2005) the most robust so we based our methodology on that research. The use 

of chi-square statistics for feature selection, SVM machines for machine learning and the 

split and merge algorithm for time series segmentation are the major characteristics of 

Fung et al (2005) and makes it of interest to us. Based on the above mentioned the 

methodology explained in the fourth chapter was designed and implemented using 

several open source programming languages and statistical software. 

First, to see test the hypothesis that news has an effect on oil prices, we designed a 

model which would take news as an input and explain if this news has a downward to 

upward effect on the oil prices. The test done shows that our model is able to explain 

these effects with an accuracy of about 68%. The fact that we were able to explain the 

trend in oil prices (as influenced by news) with 62% accuracy shows that news has a 

major impact on oil price and could be used to explain the fluctuations in these prices. 

Although generalization of this finding to other commodities could be subject of further 

research, since oil is one of the important commodities in international markets today and 

therefore if we take it as an example of the commodity market, our finding do not reject 

the hypothesis that news has a major impact on commodity prices. 
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To assess the predictability of oil prices, we used a time lag of a week on oil price 

data and analyzed the predictive power of news on these data. It was seen that still news 

was able to explain the trends in oil prices with accuracy comparable to when we didn’t 

use time lags. This supports the hypothesis that oil prices are inefficient and there is 

major predictive power in news. 

6.2 Limitations of research 

The limitations we faced in buying commercial data mining software and also the 

shortcoming of this software in enabling us to do customized research led us to the use of 

open source software packages. This software, although very robust in some areas have 

their own limitations. Lack of documentation is a general shortcoming of all of these 

packages. We had to go through a tedious process of experimentation in order to get the 

system to work. Also, many different libraries and packages within these software and 

programming languages had to be used. These libraries, due to their open source nature, 

lack proper standardization and therefore many different issues had to be overcome with 

their use. Because no single software system provided us with all the statistical tools we 

needed, we had to use three of them. This way we were able to obtain all the features we 

needed. More specifically, Python programming language has very good text processing 

capabilities but lacks the SVM capabilities. The R programming language is very robust 

in the SVM classification and also the use of sparse matrixes in this classification but 

lacks in text programming capabilities. Using these different packages created some 

issues regarding compatibility and transferring files between them. All these combined 

with lack of proper documentation made the implementation of the system very hard. 

In terms of data collection, unfortunately, a database with a good number of time 

tagged news articles was not found. So we had to implement software that would 

download the news from different sources. The limitations that different internet search 

engines impose on the queries by software, made our task tedious and time consuming. 

Also, the meta-trader software sets some limitations on the number of records that can be 

downloaded from the oil time series. This made the gathering of oil price time series 

more time consuming than expected. 
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6.3 Contributions and implications – Marketing & e-

commerce perspective 

The contributions of this thesis can be viewed both from the academic and 

managerial perspective. From the academic perspective and from the point of view of 

marketing pricing discipline we have added to marketing pricing literature. As mentioned 

earlier, marketing pricing, although one of the most important elements in the marketing 

mix and the only element in the marketing mix that generates revenues, have been one of 

the most neglected topics in marketing. Within marketing pricing literature, commodity 

pricing has been neglected the most. The extant literature has mainly focused on pricing 

of branded products and pricing of homogenous products such as oil has not generated 

that much attention. This is why we see this research to be an important step in 

understanding and analyzing the commodity pricing because it adds to very few text that 

exists on this topic. The importance of study of pricing in the commodities sector 

becomes more visible with the observation that price is one of the major decision criteria 

for customers in these markets. In fact commodities are characterized as products which 

are homogenous and non price factors have minimal affect on purchase decisions so 

understanding how these prices are changed and what influences them and being able to 

assess the predictability of these markets is of major academic importance. 

Within the field of marketing pricing, this research touches two different disciplines. 

One is the modeling of commodity prices and the other is psychological effects on price. 

We were able to create a model of oil prices with news as the independent variable and 

we were able to correctly explain the effects each news article had on oil prices with 89% 

accuracy when news was considered to have an almost immediate effect on price and also 

with about 87% accuracy when news was considered to have on oil prices of next week. 

From the perspective of psychological factors influencing price, we were able to show 

that psychological factors (news is considered to be a major psychological factor) are a 

major influence on oil price since our results show a major correlation between these two 

variables. Simply put, our study shows that factors which are not necessarily supply 

demand oriented are influencing the price of oil. It will be explained later that this can be 

a major source of decision making for management and also a major starting point for 

continuation of the studies in this discipline. For example one study that could be of 
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importance is an attempt to understand the proportion of news which is in relevance to 

supply and demand and the proportion which are related to non supply demand factors. 

From the marketing managerial perspective, oil prices affect different industries 

differently. Some industries gain increased profits with rising oil prices and some of them 

loose revenues when oil prices go up. The marketing decisions made due to oil price 

fluctuations are also very much dependent on the industry. Also, there are numerous 

decisions that marketing managers are faced with within each single industry. Therefore 

naming a single implication of this research for marketing management is not possible. 

What could be said for sure is that the marketing management is assisted substantially if 

there is a system which can predict oil prices and give a better model of factors affecting 

oil price. 

Generally the industries mostly affected by oil price are the oil marketers, 

refiners, oil producers, and major oil consumers such as airline and transportation 

industries. Each of these industries has to make different marketing decisions when it 

comes to oil prices and price fluctuations affect them differently.  

The oil product marketers are very much hurt by oil price increase. Since these 

companies buy their products from other parties and usually do not produce their own 

products, increase in oil prices increases the price of their products. One of the examples 

of products sold by this industry is gasoline. Oil prices form about 37% of gasoline price 

in the US.  

In time of price increase, the price of gasoline rises. But the problem here is that 

since gasoline is itself considered a commodity, the market is very price intensive. The 

task of marketing management here is to pass on the increased price to the customer 

without affecting sales. In an industry where competitors compete on a couple of cents of 

margin, being able to predict an increase or decrease in oil price is of major value to the 

marketing manager as it will assist the manager to devise the pricing plan based on better 

knowledge of future price. 

Also automatic prediction of price opens the way for the marketing manager to 

look into options such as automatic pricing of the marketed price. For example, let us 

consider a situation where the oil prices have risen substantially, if the marketing 

manager knows that next week the prices will decrease, he could simply lower the 
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margins to the minimum and sell lower than the competitors and raise the margin in the 

next week when the price of crude falls. Computer software could be used which takes 

the current and predicted price and the price of the competitors as input and uses these 

information to set prices that would increase profits of increase customer loyalty in 

accordance with the rules defined in the software. 

Refiners face the same problems as oil marketers since they too have to buy their 

crude oil from crude producers (mainly governments since oil has been nationalized in 

many countries). The increase in oil price increases the price of their products (which are 

commodities too) and the marketing decision which they face is how to pass on this price 

increase to their customers without losing them and without giving their market share to 

their competitors. The ability to predict and understand oil prices gives the marketing 

manager of these companies a huge advantage.  

Also, one other decision which the refiners face is the choice of procurement. One 

of the solutions these companies resort to in times of price increase is buying soar and 

heavier oil and using better additives to produce the same quality oil. The choice of best 

mix of oil, additives, quality of oil is a challenging one for marketers and they could be 

assisted greatly if accurate prediction of oil prices is available.  

Also refiners should make decision regarding the quality of their products. For 

example gasoline producers are able to blend their products with ethanol which would 

lower the costs of their products. These decisions are extremely related to oil prices and 

have an influence on the marketing of the company and must be made by marketing 

managers. 

The inventory decision is a major one too, due to the fluctuations of oil price and 

subsequent effects it has on products of refiners, refiners could gain high profits by 

simply keeping their products in the inventory for a time and selling it at higher price 

when prices increase. The choice of keeping a product in the inventory and selling it at 

higher prices or selling it immediately is a major choice and marketers could be assisted 

in making if they are able to predict oil prices. 

Oil producers gain the most from increase in oil prices since vertical integration 

means that they can gain access to crude oil at virtually production cost and because 

many of them have refining and marketing facilities also, they can sell oil at prices in 
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accordance with the current market price which is affected by high oil price. A long term 

prediction of oil price could help marketing managers of these firms make decisions on 

investments on oil fields and also mergers and acquisitions and relationship with the 

network. 

The companies who are major consumers of oil related products could use oil 

price prediction to predict their costs and devise marketing plans in accordance to these 

costs. For example the airline industry usually faces hard times when there is a rise in oil 

prices. Due to the intense competition in the industry price becomes of major importance. 

Prediction of oil price would give the marketing managers in these industries the power 

to assess their costs and devise marketing plans which would enable them to compete 

with the competitors. For example if the market is very price sensitive, a marketing plan 

which would create added value for the customer in times of high costs of travel could 

give an airline the opportunity to win over the competition from the competitors. Of 

course this planning is only possible if we can predict oil prices in the long run. 

Other than the firms who directly indulge in buying and selling oil and oil related 

products, from an investment firm’s perspective, the ability to predict oil prices is 

important. CFDs have long been a major trading asset for these firms and oil is a major 

investment opportunity for many investors. Many financial brokers try to win over 

competition by giving their customers added values such as investment hints, online 

advice and etc. A system which would enable them to give their customers hints on rise 

or fall of oil price is an interesting added value that the marketing departments of these 

firms can use. 

As it was mentioned earlier, the effect of price of oil is evident in many marketing 

decisions faced by the companies. Oil price has major macro and micro economic effects 

and fluctuations in the price of this commodity could be of importance to marketing 

managers at all times simply because a major change in the price of oil changes the 

competitive landscape in many industries and the environment in which the company is 

operating in. Therefore, to understand the environment better, the marketer will be 

assisted if he is able to predict oil prices and this research is important since it shows that 

news has a major effect in oil price and that it can be used to predict oil prices. 
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6.4 Directions for further studies 

Trading system: The best way to test and make use of this system is a market simulation 

system that would buy according to the predicted trend and sell at the end of the 

evaluation period. An analysis of the profits of this system could be a good evaluation of 

this system. 

Other commodities: Although crude oil is the world’s largest commodity market, it is 

not clear if we can generalize the results of this study to other markets. Study of other 

commodities could be of major importance to marketing specialists of firms dealing with 

these markets.  

Use of the methodology in other marketing disciplines: Although our primary purpose 

in this research was to analyze the oil market and prices, the methodologies developed 

during the research can be used in other disciplines of marketing such as branding and 

customer satisfaction. Analysis of consumer weblogs using these methodologies could be 

a starting point. 
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