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Abstract 
 
The Datagram Congestion Control Protocol (DCCP) is a proposal for a new transport 
protocol. In short, DCCP is an unreliable protocol like UDP, but provides congestion control 
like TCP. DCCP can be easily extended to support multiple congestion control mechanisms. 
Currently there are two congestion control mechanisms, TCP-like and TFRC, specified. 
  
The goal of this master thesis project was to implement a DCCP module for the Network 
Simulator (ns) that supports both TCP-like and TFRC congestion control and all features 
needed for them to function according to the specifications.  
 
The resulting module provides a good base for further development and evaluation of the 
DCCP protocol. Well-defined interfaces enable code reutilisations in future implementations, 
both for simulation and for real-world usage.  
 
This thesis includes, besides a description of the design, discussions and possible solutions to 
issues found in the specification. Also, simulation results from a comparison between the 
throughputs of SACK based TCP and TCP-like are presented.  
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1. Introduction 

1.1. Overview 
 
One way to test and evaluate a protocol and its application benefits is to create a real-world 
implementation for an operating system of choice and set up a test environment consisting of 
links, switches, routers and end hosts. However, initially it may be better to work with a 
simulator, since the test environment is not limited to the available hardware resources at 
hand, it is faster to change the environment or the implementation and monitoring the 
progress is easier.  
 
The Datagram Congestion Control Protocol1 (DCCP) [1] is a proposal for a new transport 
protocol. In short, DCCP is an unreliable protocol, like the User Datagram Protocol (UDP), 
but provides congestion control, like the Transmission Control Protocol (TCP). DCCP is 
easily extended to support multiple congestion control mechanisms. Currently there are two 
congestion control mechanism, TCP-like [2] and TCP-Friendly Rate Control (TFRC) [3], 
specified. 
 

1.2. Goal and Requirements 
 
The goal of this master thesis project is to implement a DCCP module for the Network 
Simulator (ns, or ns-2 for version 2) [4] in order to enable evaluation and further development 
of the protocol.  
 
The implementation should provide support for both the TCP-like and the TFRC mechanism 
together with all the features needed for them to function according to specifications, i.e. 
connection initiation and termination, a streamlined form of feature negotiation, ack vectors 
and support for Explicit Congestion Notification (ECN) [5].  
 

1.3. Demarcations 
 
The module is restricted to the functionality currently provided by ns. In practice, this means 
no exact layout of the packet header, no checksums and no Path Maximum Transfer Unit 
(PMTU) discovery [6].   
 
Security measures like sequence number validity and identification options are not 
implemented. No mobility support exists. Furthermore, the implementation does not allow 
real data to be sent in packets. 
 
The network simulator runs on most Unix and Windows platforms, but this implementation 
has only been tested on Unix (Solaris). The supported version of ns is 2.26.  
 

                                                 
1 Formerly known as Datagram Control Protocol (DCP). 
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1.4. Related work 
 
Currently, there are two free kernel implementations of DCCP. P. McManus made the first 
implementation [7]. It runs on Linux and supports TCP-like congestion control. The second 
implementation [8] was the outcome of a student project at Luleå University of Technology in 
which I (the author), J. Häggmark and M. Erixzon participated. It supports both TFRC and 
TCP-like congestion control and runs on FreeBSD. There also exists a user space 
implementation for Linux [9] in which the creators use their implementation to examine the 
TCP-friendliness of TFRC. Note that these implementations are fairly old, with the FreeBSD 
[8] being the most recent as it was developed during the spring of 2003.  
 
Streaming media is an area well suited for DCCP with TFRC. In [10] the TFRC part from the 
FreeBSD project together with the Linux implementation was used to build and evaluate a 
system for high quality video conferencing.  
 

1.5. Disposition 
 
Section 2 describes the background of DCCP and ns in more detail. Section 3 presents the 
overall design followed by the implementation of the core DCCP functionality (connection 
initiation/termination, option handling, feature negotiation etc.). Section 4 and 5 extends the 
DCCP agent with the TCP-like and the TFRC mechanism respectively. Section 6 describes 
the testing procedure and is followed by some simple simulations, which involves both 
congestion control mechanisms. Section 7 discusses ideas for further work while Section 8 
contains a summary with conclusions. 
 
Note that sections 3 through 5 are not intended to explain the theory nor the implementation 
of the protocol and the congestion control mechanisms in detail. Instead they focus on 
important design decisions and how key functionality was implemented. Each of these 
sections is concluded with a summary of how the implementation conforms to the 
specification. 
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2. Background 

2.1. DCCP 
 
The two most common transport layer protocols today are TCP and UDP. The services these 
protocols provide differ substantially from one another. TCP is a connection-oriented service 
that provides reliable, in-order transfer of data, whereas UDP is connectionless, unreliable and 
leaves no in-order guarantee. Furthermore TCP provides flow and congestion control.  
 
Applications that have strict timing requirements are often forced to use UDP instead of TCP 
because a reliable service introduces retransmissions and hence an arbitrary large delay.  
Historically such applications were few, but in recent years their usage has increased 
considerably: on-line games, live video and audio streaming, Internet telephony etc. 
 
UDP traffic is not congestion controlled as it was designed for short flows like Domain Name 
System (DNS) queries. Applications that use UDP and want congestion controlled flows must 
implement their own congestion control at the application layer. Unfortunately developers 
often choose not to because efficient congestion control mechanisms are complex to 
implement and test. Long-lived uncontrolled UDP-flows can cause starvation of other flows 
or a network congestion collapse. The Datagram Congestion Control Protocol (DCCP) is 
designed to provide a solution to this problem. It provides an unreliable datagram service with 
a small overhead in terms of packet header size.  
 
DCCP provides a set of congestion control mechanisms from which an application can choose 
the one that best suits its needs. Currently two mechanisms are defined: TCP-like and TCP-
Friendly Rate Control (TFRC). The former is similar to TCP. The latter is an equation based 
congestion control mechanism that minimizes abrupt changes in sending rate while 
maintaining long-term fairness with TCP.  
 
Besides providing congestion control, DCCP includes other features like mobility and reliable 
handshakes for connection set-up and tear down to facilitate firewall interaction. All packets 
may contain options that can be used to extend DCCP’s functionality. These options can for 
instance provide the sender with information about which packets were lost, marked, 
corrupted or dropped at the receiver. Other options are used to negotiate connection 
properties, or features. This negotiation is reliable. One example of a feature that can be 
negotiated is which congestion control mechanism to be applied.  
 
DCCP is currently in research and is not yet used commercially. The protocol specifications 
[1], [2] and [3] are not final, i.e. they are drafts and are updated regularly. Before wide spread 
deployment is possible, the specification need to be frozen and support for DCCP in the more 
commonly used operating systems should be available. The real application benefits need to 
be studied in practice before applications may favour DCCP over UDP or other transport 
protocols. The application benefits of DCCP are discussed in the DCCP user guide [11]. This 
master thesis work will hopefully facilitate an evaluation of DCCP and lead to further 
improvements. 
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2.2. Ns-2 
 
The Network Simulator (ns or the new version ns-2) is a discrete event simulator targeted at 
network research. It provides support for simulation of different transport layer protocols, 
routing, queue management and other applications over wired and wireless networks. 
 
Ns is an object-oriented simulator written in C++ with an Object-oriented Tcl (OTcl) 
interpreter as a front-end. C++ is used for detailed protocol implementation and OTcl for 
simulation configuration. One drawback of combining two languages is that debugging 
becomes more complicated than with one language alone. 
 
Ns glues C++ and OTcl together by providing support for split objects, that is objects that 
appear in both languages (see figure 1). When the user creates a new simulator object through 
the interpreter, the object is first instantiated in the interpreted hierarchy (OTcl), and then a 
corresponding object in the compiled hierarchy (C++) is created. Attributes of these objects 
can be bound together; when one is changed, the other is automatically updated. Likewise, 
compiled methods can be called from OTcl and vice versa. As figure 1 also shows, all objects 
need not be split objects. 
 

Figure 1 - The duality of ns 
 
The basic simulator objects that ns includes are Nodes, Links, Agents and Applications. 
Nodes and Links define the network topology. Agents represent endpoints where network-
layer packets are constructed or consumed and are commonly used to implement protocols at 
various levels. Applications are traffic sources that send and receive data. The objects are 
connected to each other in a layered fashion as seen in figure 2.   
 

OTcl 

ns

C++ 

Split objects 

Pure OTcl objects 

Pure C++ objects 

Interpreted hierarchy Compiled hierarchy 
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Figure 2 – The basic simulator objects in ns and their interconnections. 
 

When an agent is attached to a node, it is given a unique address consisting of the node id and 
a port number within that node. Each node can have multiple agents attached to it. 
Multiplexing/de-multiplexing between those are handled automatically within the Node 
object. Before the simulation is started, agents must be connected to each other in pairs. This 
will not trigger a protocol level connection. It will only set the source and destination 
addresses of the packets to match the two endpoints. This is similar to the  “connection” used 
in UDP. 
 
There are two major types of agents in ns: one-way and two-way agents. The one-way agent 
consists of one sender and one corresponding receiver. Data can only be sent in one direction 
and often connection establishment/teardown is not performed. A one-way agent simulates 
the basic protocol behaviour, in most cases how data is transferred, without the added 
complexity of a full protocol implementation. The result is a simpler implementation with 
reduced development time. If the service of the one-way agent is not enough for the 
simulation scenario, two-way agents can be used instead. The two-way agent is both a sender 
and receiver, supports bi-directional data transfers, and could very well be a real-world 
counterpart. Currently, ns offers support for various versions of TCP (Tahoe, Reno, New 
Reno, Sack, Vegas etc.) and for TFRC.  
 
 
 
 
 
 
 

Node 
Link 

Node Node 
Link

Agent Agent 

Application Application
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3. The DCCP agent 

3.1. Introduction 
 
In network research, it is common to observe behaviours over a range of parameter values. It 
is also important to be able to modify parts of the code to try out new algorithms. Hence, the 
primary goals of the design and implementation are to make it easy to understand, configure 
and extend. A secondary goal is efficiency. Had this been a general-purpose implementation 
for an operating system, the order might have been reversed.  
 
To achieve the primary goals we rely on classic principals like object orientation and 
modularisation. Most attributes are made available in OTcl for easy alteration and/or 
inspection. Appendix A1 contains a list of all available attributes and their default values. The 
code conforms to the ns coding guidelines [12]. 
 
An important aspect to consider when designing the DCCP agent is that it should provide a 
solid foundation for future additions and alterations. The DCCP agent is created from scratch 
to provide a well-defined interface towards the congestion control mechanisms, option 
handling and feature negotiation. This ensures that existing code can be reused when adding 
new congestion control mechanisms or other protocol functionality. 
 

DCCPAgent DCCPSendBuffer

DCCPOptions

DCCPAckVector

TimerHandler

1 1
1

1

Packet Agent

1

1

DCCPTCPlikeAgent

DCCPTFRCAgent
1

1

1

1

DCCPRetransmitTimer

DCCPTFRCSendTimer

DCCPTCPlikeToTimer

DCCPTFRCNoFeedbackTimer

1

1

1

1

1

1

1 1  
 

Figure 3 – Class diagram of the DCCP module. 
The Packet, Agent and TimerHandler classes are parts of ns. Their super classes are not shown. 
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The two-way DCCP agent implements the core DCCP functionality: connection 
establishment/teardown, option processing and feature negotiation. The classes involved are 
visualised in figure 3. Source code and simulation scripts can be found at [13]. 

 
In the following sections we will examine how different key features of DCCP have been 
implemented and how they interact with each other. Important design decisions and 
deviations from the current DCCP draft [1] will be pointed out and motivated.  
 

3.2. Packet types 
 
The DCCP agent supports all packet types, except DCCP-Move and DCCP-Sync, as they are 
defined by the DCCP draft [1]. Headers for the supported types are registered2 within ns. As 
ns includes all defined headers in each packet, independent of whether they are actually used 
or not, unnecessary overhead is avoided by letting packet headers share common fields. 
Figure 4 illustrates how the packet headers are created from three basic structures.  
 

type_ : dccp_packet_type
seq_num_ : u_int32_t
ccval_ : u_int8_t
ndp_ : u_int8_t
cscov_ : u_int8_t
data_offset_ : u_int8_t
options_ : *DCCPOptions
offset_ : int

hdr_dccp

ack_num_ : u_int32_t
offset_ : int

hdr_dccpack rst_reason_ : dccp_reset_reason
rst_data1_ : u_int8_t
rst_data2_ : u_int8_t
rst_data3_ : u_int8_t
offset_ : int

hdr_dccpreset

DCCP-Request
DCCP-Data

+

= =

+

=
DCCP-Response

DCCP-Ack
DCCP-DataAck

DCCP-CloseReq
DCCP-Close

DCCP-Reset

 
 

Figure 4 – Shared packet headers and how they are combined to  
create the headers for the different DCCP packet types. 

 
The sequence number included in any DCCP packet can be either 24 or 48 bits long. The 
longer version, called extended sequence numbers, is optional and intended for very-high-
speed connections were the sequence number space can be rapidly exhausted. The sequence 
numbers in this implementation are 32 bits long. No protection against wrapping is provided. 
The eight bits extra will increase the maximum sequence number from ~16 million to ~ 4 
billion, which is expected to suffice in most situations. 
 
Not all fields in the general DCCP header are implemented. The source and destination port 
numbers are not needed because multiplexing/de-multiplexing is performed within the Node 
object. The Checksum field is not meaningful since ns does not model the exact bit layout of 
packets. The Checksum Coverage (CsCov) field is however implemented but its functionality 

                                                 
2 A new packet type is added to ns by creating a C++ structure representing the header fields, defining a static 
class inherited from PacketHeaderClass to perform OTcl linkage and alter the simulator’s initialisation code to 
include the new header in each packet. 
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is limited to the application being able to specify its value. The X bit that indicates the use of 
extended sequence numbers is not implemented. 
 

3.3. Explicit congestion notification 
 
Traditionally, routers drop packets when their buffers overflow to indicate congestion in the 
network. With the introduction of Active Queue Management (AQM), a router can detect 
congestion before the queue overflows and explicitly notify the end nodes by other means 
than dropping packets. A router that supports ECN may set the Congestion Experienced (CE) 
codepoint on ECN capable packets when it detects congestion as an alternative to dropping 
the packets. A codepoint is a combination of the two ECN bits reserved in the IP header. The 
possible codepoints are presented in table 1.  
 
 

Codepoint Explanation 
Not-ECT Not ECN-Capable Transport. 
ECT(0) ECN-Capable Transport  (Nonce 0) 
ECT(1) ECN-Capable Transport  (Nonce 1) 
CE Congestion Experienced (Marked) 

Table 1 – ECN codepoints. 
 
A malicious receiver might ignore to report marked packets to keep the sender from lowering 
the send rate. ECN Nonces introduce a way for the sender to verify that the receiver is not 
misbehaving. The sender includes either Nonce 0 or Nonce 1 on sent packets. The receiver 
calculates the sum of the received nonces, the ECN Nonce Echo (ENE), and returns it to the 
sender (see further [14]). When a packet is marked in the network, the nonce information is 
lost. Hence, to report a lost packet as received, the receiver must guess the correct ENE to 
return. Both TCP-like and TFRC can make use of ECN and the ECN Nonce. 
 
In ns, the ECN bits are located within the flags header. Most queuing mechanisms have been 
altered to recognise the codepoints from table 1. The DCCP agent automatically generates and 
sets random nonces on outgoing packets if ECN is enabled. 
 

3.4. Options  
3.4.1. Overview 
 
All packets may include options. Each packet sent will contain a pointer to an object of class 
DCCPOptions. This class provides methods for adding options to a packet and extracting 
received options. 
 
Internally the options are stored in an array of bytes, similar to how options would be added to 
the header in a real-world implementation. As options are not explicitly included in the 
packet, the correct size of the option is calculated within this class, including the addition of 
padding bytes to ensure that data is aligned on a 32 bit boundary. 
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3.4.2. Ack vector 
3.4.2.1. Overview 
 
When the sender and the receiver have agreed to use ack vectors by negotiating the Use Ack 
Vector feature, the receiver will add the ack vector option on its acknowledgments as 
specified in the DCCP draft [1]. The ack vector contains a run-length encoded history of 
received packets. The sender uses this information to learn about marked or lost packets, to 
update congestion control state or to report packet losses to the application. The ack vector is 
also used to report the ENE (if ECN is enabled). 
 
The vector contains an array of bytes. Each byte accounts for the state of at least one packet 
and is encoded as shown in figure 5. A packet is reported as Received (state 0), Received 
ECN marked (state 1) or Not Received (state 3). The run-length field specifies how many 
additional in-sequence packets this state corresponds to. 
 
 
 
 
 

Figure 5 – Byte encoding in the ack vector. 
State (St) occupies 2 bits, Run Length 6 bits. 

 
 
The information included in an ack vector option is reliably transmitted. The receiver 
retransmits old state information until it knows that the sender has received the 
acknowledgments. The sender must therefore occasionally acknowledge the receiver’s 
acknowledgments to let the receiver remove information from the ack vector. If the sender 
neglects to send acks-of-acks, the receiver’s ack vectors may contain information about the 
state of all packets sent so far on the connection. The receiver detects that it has received an 
ack-of-ack when  
 

• the acknowledgement number received corresponds to an ack packet sent or 
• the acknowledgement included an ack vector that reported one of the receiver’s 

acknowledgements as received (state 0 or 1).  
 
The ack vector is implemented in the class DCCPAckVector. It contains functionality to add 
/remove packets, alter/examine the state of packets, retrieve the ECN nonce echo, send ack 
vector options and finally clear old state. Internally it’s implemented as suggested in [1] to 
provide O(1) time for new packet additions (normal case) and fast removal of old state. 
 
Each agent has a local ack vector that keeps track of the state of incoming packets. The 
congestion control mechanism can specify if and how the DCCP agent should handle the local 
ack vector. By default the agent adds packets to the local ack vector and includes the 
information on all acknowledgements sent. The DCCP agent stores the most recently received 
ack vector option for further processing by the congestion control mechanism. This 
processing typically includes detection of lost or marked packets and ECN Nonce Echo 
verification. The agent will automatically detect ack-of-acks and trim the local ack vector. 
 
 

St Run Length 

0   1   2   3   4   5   6   7
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3.4.2.2. Ack vector consistency 
 
The acknowledgement information included in ack vectors is cumulative. The sender will 
therefore frequently receive multiple acknowledgements containing information about the 
same packet. This information is not always consistent. The network may reorder or create 
duplicate packets, causing the ack vectors’ content to differ. To cope with this inconsistency, 
both the sender and the receiver combine different states according to a consistency matrix, 
i.e., a state chart. The DCCPAckVector class includes such a matrix that is automatically 
applied when state information is added to the ack vector. The DCCP draft [1] allows two 
different consistency matrices. The one chosen in this implementation is shown in figure 6.   
 

  Received state 
  0 1 3 

0 0 0 0 

1 1 1 1 

O
ld

 s
ta

te
 

3 0 1 3 

Figure 6 – The receiver’s default consistency matrix. 
 

If the network duplicates a packet, one packet may be marked whereas the copy is not. The 
marked field in figure 6 corresponds to a copy of a previously received packet (state 0) being 
received as marked (state 1). The DCCP draft [1] allows the receiver to set the new state to 
either 0 or 1. Ideally, the result should be state 1, because evidentially the network suffers 
congestion. However, if we allow the state to change from 0 to 1, the ECN Nonce Echo has to 
be modified. To be able to modify the echo, the code point for each packet currently in the 
ack vector must be remembered. By keeping the old state instead, state information can be 
minimized.  
 
The DCCP agent handles state inconsistencies between incoming packets (receiver side). It 
does not handle inconsistencies between received ack vectors (sender side), since the way 
packet state information is processed is tightly coupled to the congestion control mechanism 
in use. 
 

3.5. Features 
 
A DCCP connection runs between two endpoints and consists of two half-connections. One 
half-connection (HC) consists of the data packets sent by the HC-sender in one direction, plus 
the corresponding acknowledgments sent by the HC-receiver. Each feature, or connection 
property, is associated with one half-connection and is owned by a specific endpoint. The 
endpoint that owns the feature is called the feature location while the other endpoint is called 
the feature remote. 
  
Four options Change L(ocal), Confirm L, Change R(emote) and Confirm R together 
implement reliable feature negotiation. The feature location sends Change L to initiate a 
negotiation of one of its local features, expecting the feature remote to end the negotiation 
with a Confirm R. Similarly, the feature remote sends a Change R to initiate a negotiation of a 
feature located at the feature location and expects a Confirm L in return.  



  

 15

 
There are currently two types of features: server-priority features and non-negotiable features. 
A prioritised list of preferred values included in both the Change and Confirm option can 
negotiate server priority features. The confirmed value is determined by a comparison of these 
two lists. The first value of the server’s list, which is also present in the client’s list, is chosen.  
Note that the DCCP agent only allows one value in the preference lists, while the DCCP draft 
[1] allows multiple values.  
 
The Change option for a non-negotiable feature contains only one value. This value must be 
confirmed by the following Confirm option. No actual negotiation takes place. Non-
negotiable features use the feature negotiation framework merely to enforce reliability. 
 
The DCCP agent forces the negotiation of all server priority features to take place on and only 
on connection establishment. This conforms to the streamlined negotiation presented in the 
DCCP draft [1]. We have not implemented the full feature negotiation mechanism, as it is 
both complex and unnecessary for most simulation scenarios. The DCCP-Request packet will 
contain ChangeR and ChangeL options for all server and client located features respectively. 
The DCCP-Response packet confirms each of these requests, or resets the connection if some 
of them are missing or unacceptable. During normal operation, only non-negotiable features 
are accepted (eg. Ack Ratio). Other features are like unknown options silently ignored.  
 
The DCCP draft [1] specifies that the value of a feature must not change without proper 
negotiation of the feature value. Furthermore, multiple simultaneous negotiations of the same 
feature are not allowed. We propose to relax the latter restriction to only include server 
priority features. This will help to solve the issues discussed in section 4.2.4.3 and 4.3.2. Care 
must be taken to still provide reliability. The agent must be able to determine which of the on-
going negotiations a received Confirm option ends to ensure that the last started negotiation is 
finished successfully. This is accomplished by recording the sequence numbers of the packets 
containing Change options and making all Confirm options part of acknowledgments. In the 
the DCCP draft [1], the Confirm option is allowed on pure data packets as well.  
 

3.6. Interfaces  
3.6.1. Interface to the congestion control mechanism 
 
A new congestion control mechanism is added to DCCP by inheritance from the DCCPAgent 
class. Figure 7 shows the interface between DCCP, the congestion control mechanism and the 
application. The prefix “send_” represents the sender part of the congestion control 
mechanism and “recv_” represents the receiver part. 
 
When the DCCPAgent wants to send a packet, it queries the congestion control mechanism 
for permission by calling send_askPermToSend(). After a packet has been sent successfully 
the send_packetSent() method is called. The methods recv_packetRecv() and 
send_packetRecv() informs the receiver and the sender respectively of an incoming packet. 
Note, DCCP will only ask and tell the congestion control mechanism about DCCP-Data, 
DCCP-Ack and DCCP-DataAck packets sent or received during the OPEN state. 
 
The reset() function is called when the connection has to be closed for some reason. In 
particular, if the congestion control state needs to be returned to the initial setting. If the 
congestion control mechanism deploys timers, the cancelTimers() method must be overridden 
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as it cancels all timers when a connection is closing or being reset. All timeout events should 
be taken care of through the timeout() method.  
 

Figure 7 – Interfaces between DCCP and the congestion control mechanisms. 
 
 
The interface presented here is similar to the one developed by the author, Erixzon and 
Häggmark in the DCCP project [8]. This allows the congestion control modules from that 
project to be easily reused.  
 
 
3.6.2. Interface to the application 
 
The interface between the transport layer protocol and the application is determined by ns, i.e. 
the methods inherited from the superclass Agent. There is no explicit way to initiate a 
connection; it is established when the application tries to send data for the first time by a call 
to sendmsg(). The application can however close the connection explicitly by a call to close().  
To listen for incoming connections, the application calls listen(). 
 
In a call to sendmsg(), the application must specify how much data it wants to send (not what 
to send). A negative data size will trigger an infinite amount of data to be sent. The DCCP 
agent does not allow zero sized datagrams to be sent, although it is permitted to do so 
according to the DCCP draft [1]. A zero size request will be ignored (and will not trigger a 
connection initiation). The application can also pass additional flags to specify the desired 
protocol behaviour. One flag is supported, namely “MSG_EOF” that tells the protocol to 
close the connection when all data is sent.  
 
The function advanceby() are not inherited from the class Agent but is implemented in most 
other agents. To be compatible with existing applications this function is implemented in the 
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DCCP agent as well. The function advanceby() triggers the sending of multiple packets of 
default size.  
 
The class DCCPSendBuffer defines the send buffer to which packets are added when a send 
request is made to sendmsg(). This is a simple circular buffer implementation containing 
methods for adding and removing items. If the send buffer overflows, a drop-tail approach is 
adopted. The default size of the buffer is 1000 packets, but the size is configurable through 
the OTcl interface. The buffer is not used when infinite send is activated.  
 
The protocol informs the application of incoming data by calling recvBytes().  The 
application is also notified when all data has been sent by a call to idle(). Besides these 
functions, the transport layer protocol has no possibility to inform the application about other 
key events. For instance, we have no way to tell the application if the other side has closed the 
connection.    
 
 
3.6.3. Interface to option handling 
 
The DCCPAgent keeps a variable of type DCCPOptions that contains the options to send on 
the next outgoing packet. A congestion control mechanism can add options to it by calling 
addOption() or addFeatureOption().  Options on incoming packets are directly accessible 
through the pointer in the packet header and can be extracted by getOption() or 
startOptionWalk() and nextOption(). 
 
The DCCP agent uses the function parseOption() to parse an incoming packet’s options. For 
each option that it found, processOption() is called. Thus, a congestion control mechanism 
can overload these functions to handle options. These functions have the ability to reset the 
connection, which the direct method above lacks. For example if it receives an option with 
erroneous size. Unknown options are silently ignored. No Ignored option is sent in response 
as the DCCP draft [1] allows. 
 
 
3.6.4. Interface to feature negotiation 
   
The DCCP agent maintains a list of the features that are currently under negotiation. A new 
feature negotiation is started by calling changeFeature(). By default, this function calls 
featureIsChanging() to see if the feature is already under negotiation. However, the agent can 
be configured to allow multiple negotiations of the same non-negotiable feature. The agent 
calls getFeatureType() when it needs to determine if the feature is of type non-negotiable or 
server-priority. The different types of features are described in section 3.5. 
  
The function buildInitalFeatureList() is called before connection establishment is initiated to 
prepare for all negotiations as described in section 3.5. Before a packet is sent, the feature list 
is translated into options by addFeatureOptions(). This function uses getFeature() to obtain the 
desired value of the feature to be negotiated. 
 
If an incoming packet includes a Change option, processOptions() tries to set this value by 
setFeature(). This function can either be successful, in which case a Confirm option is added 
to the next outgoing packet, or it may fail with error messages Unknown, Size or Not 
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preferred3. Any one of these errors during connection establishment will trigger a DCCP-
Reset packet to be sent. During normal operation, only a Size error triggers a connection reset. 
The course of action is similar if an incoming packet includes a Confirm option. The method 
setFeature() is first called to ensure that the value within the Confirm option indeed is the one 
we negotiated. The feature is then removed from the list of on-going negotiations.  
 

3.7. Behavioural description 
 
The state diagram for the client is shown in figure 8 and the corresponding diagram for the 
server can be found in figure 9. A server is the endpoint that started in the LISTEN state, 
whereas the client is the one that initiated the connection. Each connection must have exactly 
one server and one client. In TCP this is not true because it supports simultaneous opening4. 
 

CLOSED

REQUEST

OPEN

CLOSING

sendMsg() || advanceBy() /
send Request

set Timer
Rcv Close ||

close() || backoff fails /
send Reset

cancel Timer Timer expires /
send Request
backoff timer

rcv Response /
send Ack

cancel timer

rcv CloseReq || close() /
send Close

set timer

rcv Close /
send Reset

rcv CloseReq /
send Close
restart timer

timer expires /
send Close

backoff timer

Rcv Reset || backoff fails /
cancel Timer

Rcv Close /
send Reset

cancel Timer

 
 Figure 8 – State chart for the client. 

 
There are two major differences between the state charts here and the one presented in the 
DCCP draft [1]. Firstly, there is no TIMEWAIT state. Secondly, when a connection is closed, 
or reset, the server side will revert back to state LISTEN instead of CLOSED. The latter will 
simplify simulation by removing the need to call listen() after a connection is closed to put the 
node in listening mode. 
 
All agents are started in the CLOSED state. When the application issues a call to listen(), the 
agent becomes a server by changing its state to LISTEN.  

                                                 
3 Not preferred is not applicable for non-negotiable features. 
4 In TCP, a connection can be created by both endpoints performing an active connection initiation, i.e. sending a 
SYN packet, simultaneously, rather than have one passive endpoint explicitly listening for connection attempts. 
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Connection initiation is performed by the client in figure 8 when the application tries to send 
data in state CLOSED, either by sendmsg() or advanceby(). The client moves to state 
REQUEST and sends a DCCP-Request packet to the server. Upon reception of this packet, 
the server in figure 9 enters state RESPOND and acknowledges the request by sending a 
DCCP-Response packet. The client will conclude the three-way handshake by sending a 
DCCP-Ack packet and enter the OPEN state. The server receives the acknowledgement and 
transitions to state OPEN as well. Feature negotiation is performed during the handshake as 
described earlier. Incoming data on a DCCP-Request or a DCCP-Response packet will be 
ignored. 
 

Figure 9 – State chart for the server. 
 
During the OPEN state, the server and the client will exchange DCCP-Data, DCCP-Ack and 
DCCP-DataAck packets as governed by the congestion control mechanism in use. 
      
The course of action during connection teardown is different depending on which side that 
initiates the close operation. If the client side in figure 8 wants to close the connection, it 
enters the CLOSING state and sends a DCCP-Close packet. The server answers by sending a 
DCCP-Reset packet and it then enters the LISTEN state again. If the server in figure 9 wants 
to close the connection, it sends a DCCP-CloseReq and enters state CLOSEREQ where it 
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stays waiting for the client to close the connection as in the previous scenario. In both 
scenarios the connection is closed when the final DCCP-Reset reaches the receiver. Data still 
in the send buffer when the connection is closed will be discarded. The DCCP draft [1] 
permits the server to initiate a close operation by sending a DCCP-Close packet instead of a 
DCCP-CloseReq packet. This way of closing a connection is not supported by the DCCP 
agent.  
 
A DCCP-Reset can be sent by both the server and the client to abort a connection in case an 
error occurs. The DCCP agent will reset the connection if any feature negotiation fails during 
the handshake or if the feature option is of an erroneous size (see section 3.6.4). Upon 
reception of a reset request in any state, the server will move to LISTEN and the client will 
move to CLOSED. 
 
DCCP uses a retransmit timer in case some packets are lost during connection establishment 
or teardown. The initial RTO value is set to three seconds as described in [15]. 
 

3.8. Conformance to the specification 
 
The DCCP agent supports all DCCP packet types declared in the DCCP draft [1] except 
DCCP-Sync and DCCP-Move. The implemented header fields are presented in figure 4, 
section 3.2. Notably, extended sequence number is not supported. The length of the sequence 
numbers in this implementation is 32 bit long instead of the defined 24 bit. These numbers are 
not checked for validity as described in section 5.2 of the DCCP draft [1]. The 
acknowledgement number must however match a sent packet. Otherwise the packet is ignored 
by this implementation.          
 
The state charts in section 3.7 differ from the one in section 5.4 of the DCCP draft [1] in a 
number of ways; it lacks a TIMEWAIT state, a server returns to state LISTEN instead of state 
CLOSED in most situations, a server is not permitted to enter the CLOSING state, and state 
transitions related to init cookies do not exists. Furthermore, no packets involved in the 
handshake contain data. Invalid packets are silently ignored.  
 
Implemented options are Padding, Change L/R, Confirm L/R, both Ack Vector options and 
Elapsed Time. Unknown options are ignored.   
 
The feature negotiation framework conforms to the streamlined negotiation defined in section 
6.4.9 of the DCCP draft [1] with the exception that Change and Confirm options for a server-
priority feature may only contain one value in its preference list. A timer does not initiate the 
retransmission of Change options as [1] states. Change options are retransmitted if the 
endpoint that started the negotiation receives an acknowledgement regarding a packet 
transmitted after the negotiation started and no Confirm option has been received. Note that 
the proposal for allowing multiple simultaneous feature negotiations made by the author in 
section 3.5 are not supported by the DCCP draft [1]. Supported features are CCID, ECN 
Capable, Ack Ratio and Use Ack Vector. The implementation does not allow different CCID 
in different directions as [1] does. 
 
Acknowledgements are handled as section 8 in the DCCP draft [1] discusses. Ack vectors are 
implemented according to Appendix A of [1] with the exception that the ack vector contents 
are not compressed to its minimal size. Furthermore, the DCCP agent adds at most one ack 
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vector to all sent acknowledgements. The ack vector consistency associated with incoming 
packets at the receiver side (see section 3.4.2.2) conforms to section 8.5 of the DCCP draft 
[1]. When a copy of a previously received packet is marked, the state is not altered. 
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4. The DCCP TCP-like agent 

4.1. Introduction 
 
TCP-like congestion control (CCID 2) is similar to the congestion control mechanism in TCP, 
especially SACK based TCP [16].  There are however some substantial differences. With  
CCID 2, packets are never retransmitted and several parameters, i.e. those presented in table 
2, who have the unit bytes have the unit packets instead. In TCP-like, congestion control on 
acknowledgements is mandatory. TCP does not currently provide such functionality. 
  
The following sections will focus on how CCID 2 key functionality can be implemented and 
how the differences between TCP and TCP-like manifest themselves. More information about 
TCP can be found in [17]. 
 
A typical DCCP half-connection with TCP-like and ECN comprises of the following steps.  
 

1) The connection is initiated as described earlier. Since ack vectors are mandatory for 
CCID 2, the Use Ack Vector feature is negotiated on the DCCP-Request packet sent. 

2) The sender transmits data packets as governed by the congestion window, cwnd. Each 
data packet will have either the ECT(0) or ECT(1) codepoint set. 

3) The receiver sends a DCCP-Ack packet including an ack vector for every Ack Ratio 
of data packets received. The receiver’s ack vectors include the ECN Nonce Echo so 
that the sender can verify that the receiver is not misbehaving (see section 3.3). Since 
TCP-like provides congestion control on acknowledgments, the receiver will send its 
DCCP-Ack packets as ECN-Capable.   

4) The sender receives the acknowledgments and verifies the included ECN Nonce Echo. 
If it seems correct, the ack vector content is examined for lost or marked packets and 
cwnd is updated accordingly. The sender also detects missing or marked DCCP-Ack 
packets and modifies the Ack Ratio in response to congestion on the return path.  

5) The sender acknowledges the receiver’s acknowledgments at least once per congestion 
window. In case the other half-connection is actively sending data, these 
acknowledgments are included in the acknowledgments of the receiver’s data. 
However, if the other half-connection is quiescent, i.e. not sending data, the sender 
must do this proactively by occasionally acknowledging the receiver’s 
acknowledgements. 

6) The sender estimates the Round Trip Time (RTT) and uses this to calculate a TimeOut 
(TO) value, much like the Retransmit TimeOut (RTO) is calculated in TCP. If TO 
seconds have passed without receiving feedback from the receiver, all packets in that 
window are considered lost. 

 
TCP-like congestion control is added to DCCP by inheritance as described in section 3.6.1. 
The TCP-like DCCP agent, from now on called simply the agent, consists of a sender and a 
receiver part. Each part is described in greater detail in later sections. 
 
A congestion control mechanism specifies how to react when packets are lost or marked in the 
network. In CCID 2 a packet is considered lost rather than delayed if NUMDUPACKS 
(currently three) packets with higher5 sequence number has been received. This corresponds 

                                                 
5 A packet with higher sequence number, is a packet that has been sent more recently in this context. 
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to TCP’s fast retransmit mechanism that detects a lost packet by three duplicate 
acknowledgments. 
 

4.2. Sender 
4.2.1. Overview 
 
The sender part in CCID 2 is considerably more complex than the receiver part. The sender is 
responsible for 
 

• Verifying the ECN Nonce Echo, 
• Maintaining an estimate of the current RTT,  
• Performing congestion control on data packets, i.e. updating the congestion window in 

response to the information received through acknowledgments,  
• Performing congestion control on ack packets, i.e. calculating the Ack Ratio for the 

receiver to use and 
• Sending acks-of-acks if the other HC is quiescent. 

 
Verifying the ECN Nonce Echo is a straightforward procedure where the sender calculates the 
correct nonce echo for the packets reported as received (state 0 or state 1) and compares this 
with the received value. If there is a mismatch, the connection is reset with reason set to 
Aggression Penalty. The other tasks are examined more thoroughly in the following sections.  
 
 
4.2.2. RTT estimation 
 
The sender saves timestamps for all recently sent data packets in the packet history. When the 
sender receives an acknowledgment corresponding to a data packet, it compares the current 
time with the time the packet was sent to obtain a sample of the RTT. This estimation 
procedure is the same as for TCP [15].  
 
The CCID 2 draft [2] specifies that the receiver should implement an algorithm similar to 
TCP’s delayed acknowledgments. This means that the receiver should acknowledge a data 
packet within T (200 ms) seconds of its arrival regardless of the current Ack Ratio. But doing 
so would affect the RTT estimation because we rely on the time the packet spends at the 
receiver to be small. A RTT sample taken from a data packet whose ack was delayed would 
appear to have a RTT that is 200ms larger than the actual value. To solve this problem the 
Elapsed Time option was implemented. This option represents the amount of time elapsed 
since the packet that is being acknowledged was received. To avoid unnecessary overhead, we 
include the option only when the Elapsed Time value is larger than zero.  
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4.2.3. Congestion control on data packets 
4.2.3.1. Overview 
 
The sender maintains the parameters listed in table 2 to control the sending of data packets.  
Specifically, a data packet may be transmitted if and only if cwnd is less than pipe.   
 

Parameter Initial value Description 
Cwnd 3 packets The congestion window equals the maximum number of 

data-carrying packets allowed in the network at any time. 
Let seq_sent denote the highest sequence number sent so far 
on this half-connection. The congestion window starts and 
ends with the packet corresponding to the sequence number 
(seq_sent – cwnd) and seq_sent respectively. 

Ssthresh ∞ packets 
(65536) 

The slow start threshold. The congestion window is updated 
differently if the current state is slow start (cwnd < ssthresh) 
or congestion avoidance (cwnd >= ssthresh). 

Pipe 0 packets Estimate of the number of data-carrying packets belonging to 
this source that are presently residing in the network. 

Table 2 – Variables that controls the congestion control on data packets. 
 
The initial congestion window is set to the non-standard value of three packets. The 
implications of using a larger initial window in TCP are discussed in [18]. A larger initial 
window may increase performance, especially for short flows, by letting the sender increase 
its sending rate faster. However, a larger initial burst of packets in a congested environment 
may result in increased packet loss, both for the flow itself and other flows. 
 
As in TCP, the sender starts in slow start, where packets are sent with an exponentially 
increasing rate until the slow start threshold is reached or a packet loss/mark is detected. The 
sender then enters the congestion avoidance phase where the sending rate is increased linearly 
until the next packet loss/mark. A packet loss detected through the receiver’s duplicated 
acknowledgments leads to a halving of the congestion window and thus the send rate. When 
packet losses are detected through timeout the cwnd is set to one packet regardless of its 
current size. When a timeout occurs, the sender re-enters slow start. Figure 10 displays a 
typical TCP flow including the events described above. 
 

 

 
 

Figure 10 – Typical TCP behaviour. 
SS – Slow-start, CA – Congestion avoidance, 

 TO – Timeout, 3DA – Three duplicate acknowledgments, 
ssthresh – Slow start threshold (unlimited during the initial slow start phase). 
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4.2.3.2. Ack vector processing 
 
The sender learns about lost or marked packets from the ack vectors obtained from the 
receiver. Figure 11 displays an example of how the sender processes received ack vectors6. 
The packet history contains information (sequence number, timestamp and ECN nonce) for all 
the sent data packets. The stored ack vector contains state information about packets 
acknowledged as received and missing packets that are not yet considered lost.  
 
The TCP-like draft [2] does not state how the ack vector information should be processed. We 
have implemented a three step procedure that updates the sender state. The first step is to 
translate the received state and the old state into a new, consistent state. The consistency 
matrix applied is shown in figure 12. In the second step, the new state for each data packet is 
compared with the stored state to determine which state transition (if any) took place. State 
transitions of interest are marked in figure 12 and listed in table 3. Finally, the new state 
information is written into the stored ack vector and the information no longer needed is 
removed. The steps are executed in parallel, starting with the highest sequence number 
acknowledged and finishing with the last packet for which old state exists. 
 

  Received state 
  0 1 3 

0 0 1 0 

1 1 1 1 

O
ld

 s
ta

te
 

3 0 1 3 

Figure 12 – The sender’s consistency matrix. 
Marked fields represent important state transitions. 

 
 

State transition Description 
3 => 0 A new packet has been acknowledged as Received. 
3 => 1 A new packet has been acknowledged as Marked. 
0 => 1 A previously received packet was marked.  

Table 3 – State transitions of interest. 
 
 
In figure 11, the procedure starts with the packet with sequence number 17. The received state 
is 0 (Received) and the old state is 3 (Not Received). The consistency matrix gives the new 
state 0 (Received). The packet is a data packet and therefore we note that the state transition 
3=>0 occurred, that is, a new packet has been acknowledged as received. For the previous 
packet, sequence number 16, no state transition takes place. Packet 15 is considered a newly 
marked packet, while packet 13 and 14 are disregarded since they are pure 
acknowledgements. The packet 12 is, like packet 16, still considered as Not Received, but 
since more than three packets have been received with higher sequence numbers, packet 9 and 
12 are lost.  

                                                 
6 Out-of-order acknowledgments are ignored since their ack vector content has already been processed due to 
cumulative acknowledgments. 
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Altogether, the following events were detected: 
  

• Packet 17 is Received, 
• Packet 15 is Marked, 
• Packet 12 is Lost and 
• Packet 9 is Lost. 

 
The stored ack vector is finally trimmed and updated with the new state information. The send 
history is trimmed to the minimum of the lowest sequence number in the stored ack vector 
and in the received ack vector. The history must cover all packets in the received ack vector 
for the sender to be able to verify the ECN Nonce Echo (see section 3.3). 
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Figure 11 – An example of how a CCID 2 sender processes incoming ack vectors. 
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4.2.3.3. Updating the congestion window 
 
In slow start, the congestion window is increased by one for each newly acknowledged data 
packet up to a maximum of ack ratio packets per acknowledgment as stated in the TCP-like 
draft [2]. In congestion avoidance, cwnd is increased by one for each window of data 
acknowledged without lost or marked packets. If the slow-start threshold is reached while 
increasing cwnd, the congestion window is enlarged further according to congestion 
avoidance.  
 
A packet is inside the congestion window if its sequence number falls between the boundaries 
of the window as defined in table 2, section 4.2.3.1. Otherwise it is considered as before 
cwnd. See also figure 11. A new congestion event, one or more data packets lost or marked 
from a window of data, is detected when a packet is lost or marked inside the congestion 
window. Packet losses or marks before the window will not create a new congestion event. A 
congestion event halves the congestion window and sets the slow-start threshold to the new 
cwnd. A packet loss detected by a timeout sets the slow-start threshold to half the congestion 
window, cwnd to one packet and pipe to zero. All according to the CCID 2 draft [2]. 
 
The draft [2] indicates that the sender decrements pipe for each lost or newly acknowledged 
data packet (with or without mark). Care must be taken not to decrement pipe below zero after 
a timeout has occurred since all packets in the network are considered lost and pipe is set to 
zero. The latter is in this implementation accomplished by introducing a similar and 
independent window for pipe. 
 
To continue the example in figure 11 from section 4.2.3.2, assume that the sender’s current 
state is slow-start when the ack vector is received. Packet 17 and 15 increase cwnd by two 
packets while packet 12 causes a new congestion event. Packet 9 is lost before the window 
and will not affect the congestion window. It does however affect pipe, which is decreased by 
four, once for each new packet acknowledged as received and once for each new packet 
assumed to be lost. 
 
 
4.2.4. Congestion control on acknowledgments 
4.2.4.1. Overview 
 
The receiver’s acknowledgments are loosely congestion-controlled by the ack ratio specified 
by the sender in the CCID 2 draft [2]. The TCP-like agent maintains a packet history over 
received packets, sorted on decreasing sequence number. The history contains information 
corresponding to the four (NUMDUPACKS+1) highest sequence numbers received so far. All 
missing packets between the third and forth entries are lost. Therefore, the sender needs only 
four packets in the history since older missing packets are already considered lost and have 
been processed at an earlier stage. A marked acknowledgment is seen and handled directly by 
the sender. 
 
 
4.2.4.2. Ack vector processing 
 
The sender extracts information from the receiver’s ack vectors, namely the number of newly 
acknowledged packets, in parallel and similar to the procedure described in section 4.2.3.2. 
The congestion control on acknowledgements has its own congestion window to separate it 
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from congestion control on data. This use of a separate window for congestion control on 
acknowledgment is not specified in the CCID 2 draft [2] but not disallowed either.  
 
4.2.4.3. Updating the ack ratio 
 
The constraints upon the ack ratio are threefold as stated in the CCID 2 draft [2]. First, it has 
to be an integer. Secondly, it must never be larger than half the congestion window rounded 
up (except that an ack ratio of two is always acceptable). Finally, it must always be two or 
greater for a congestion window of four or more packets.  
 
The sender responds to a congestion event (i.e. one or more acknowledgements lost or marked 
from a window of data) by doubling the ack ratio. The ack ratio is decreased by one for each 
cwnd/(R2-R) window of data acknowledged without congestion events (R is the current ack 
ratio).  
 
When the ack ratio changes, the receiver is informed through feature negotiation. The 
sender’s calculated ack ratio is allowed to change during negotiation, but the new value is not 
negotiated until the receiver confirmed the last value. This delayed negotiation can force the 
sender to wait unnecessarily long for an acknowledgment after a timeout event. Consider the 
case when the sender has just started the negotiation of an ack ratio (larger than one) when a 
timeout occurs. The sender sets the congestion window to one packet. This indirectly alters 
the ack ratio to one due to the constraints. Since the ack ratio is under negotiation the sender 
cannot inform the receiver directly. The data packet transmitted after the timeout may not be 
sufficient to trigger an acknowledgment from the receiver, forcing the sender to wait at least 
200ms for a delayed ack. If the current RTT is short, a timeout can occur with a large impact 
on the sending rate. This issue is removed by allowing multiple simultaneous negotiations of 
the ack ratio (and other non-negotiable features). A potential drawback is the increased 
overhead since more feature negotiation options are sent.     
      
The CCID 2 draft [2] specifies how to update the ack ratio, but not when. Since the ack ratio 
depends on the congestion window, the order between updating the congestion window and 
updating the ack ratio might be important. The differences in result between the two possible 
orders are minor when changes to the congestion window are small.  When cwnd is halved, 
the difference seems significant at first glance. However, after the next acknowledgement has 
been received, the result is roughly the same and we conclude that either way should be fine. 
This implementation updates the congestion window first, and thereafter the ack ratio.  
 
 
4.2.4.4. Sending acks-of-acks 
 
The CCID 2 draft [2] requires that sender acknowledges the receiver’s acknowledgements at 
least once per window of data. However, it does not specify how to fulfil this requirement. 
The events presented in this section have been thought out by the author of this thesis and 
have been found to live up to the requirement.  
 
The sender asks the receiver within the same node if the other half-connection is quiescent 
(see section 4.3.2), and if so, an ack-of-ack is sent when (1) a congestion event is detected, (2) 
the size of the received ack vector is larger than a predefined limit (currently 10 bytes), (3) the 
state changes from slow start to congestion avoidance, or (4) the congestion window changes 
in size during congestion avoidance.  
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Event (1) is motivated by the ack vector structure where information about long continuous 
sequences of packets with the same state is stored efficiently. A congestion event is caused by 
a loss or mark and would break such a sequence. Nevertheless, during long periods of time 
without losses or marks, the ack vector content can grow large. Event (2) puts an upper bound 
on the ack vector size. The events (3) and (4) makes the sender acknowledge the receiver’s 
acknowledgements at least once for every window of data as required by the CCID 2 draft [2].  
 

4.3. Receiver 
4.3.1. Overview 
 
The receiver sends one acknowledgement for every ack ratio data packets it receives. This 
includes out-of-order packets as well. The acknowledgments sent include an ack vector and if 
needed, an elapsed time option.  
 
 
4.3.2. Quiescence 
 
The sender is said to be quiescent when it is not transmitting data. Let T be the maximum of 
0.2 seconds and two times the current RTT as defined by the CCID 2 draft [2]. The receiver 
detects that the sender has gone quiescent if more than T seconds have passed since the last 
data packet was received and the sender has acknowledged the receiver’s ack vectors that 
covered all data packets sent. The sender stops being quiescent when the receiver obtains a 
data packet or detects a loss of a data packet. 
 
The receiver does not keep an estimate of the current RTT. The current draft [2] does not state 
how this estimate should be obtained. The following are possible solutions suggested by the 
author: 
 

• Use the RTT estimate kept by HC-sender present in the same node, 
• Estimate RTT on ack packets,  
• Let the sender transmit the RTT to the receiver or 
• Let the sender inform the receiver when it is quiescent. 

 
If CCID 2 is in use by both half-connections, the sender, within the same node as the 
detecting receiver, has a valid7 estimate of the current RTT. However, the sender may obey 
another congestion control mechanism, making this approach unreliable. Furthermore, the 
RTT estimation might be out of date.  
 
The sender could estimate the RTT by saving timestamps or using the Timestamp option on 
its ack packets. Although possible, ack packets are not normally used for RTT measurement 
since their size is small compared to data-carrying packets and thus the estimate might not be 
representative. The sender could also include the current RTT estimate in its packets, but this 
will result in an unnecessary large increase in packet size.  
 
A completely different idea is to let the sender inform the receiver directly when it is 
quiescent. This information must be reliably transmitted. By creating a new non-negotiable 
feature, Q, we take advantage of the reliability provided by the existing framework for feature 
                                                 
7 The estimation is valid if it is derived as in TCP.  
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negotiation. The sender can tell the receiver that it is quiescent by issuing a ChangeR(Q,true) 
request. As soon as it stops being quiescent, it issues the ChangeR(Q,false). For this to work 
properly, multiple simultaneous negotiations of the same feature must be allowed. Otherwise, 
the receiver might get into the confusing situation that the sender is sending data even if the Q 
feature is true.  
 
Instead of using a feature, we can create a single byte option, Quiescence, that the sender 
includes on every k:th acknowledgment during a period of quiescence where k is a constant 
not less than one. The receiver detects that the sender is not quiescent when data is received. 
The option will increase the average packet size for acknowledgements by 1/k bytes.   
 
The Q option works but since it is retransmitted even when the receiver knows that the sender 
is not sending data, it is inefficient during long periods of quiescence. If we let the receiver 
acknowledge the senders Q option by a Quiescence Echo option, the sender can stop its 
retransmissions. However, the sender must be able to determine which period of quiescence 
the echo refers to. Otherwise the receiver can falsely believe that the sender is sending data. 
Note that this is similar to the Q feature discussed above, but here we must implement 
reliability on our own. 
  
This implementation provides support for the quiescence detection scheme specified in the 
draft as well as both the Q feature and the Q option. In the latter two, the sender is quiescent 
when it has been idle for T seconds and no data to send is available. A new server-priority 
feature Quiescence Scheme is introduced to negotiate which method for quiescence detection 
to deploy.  
 

4.4. Conformance to the specification 
 
The TCP-like agent performs congestion control on data and acknowledgements as specified 
by the CCID 2 draft [2] with the exceptions discussed in this section. 
 
The draft [2] does not specify implementation details; rather how different events (lost 
packets, marked packets etc.) update the congestion control state. The ack vector processing 
described in section 4.2.3.2 is hence one way to implement the loss event detection procedure. 
How to obtain RTT samples are not specified in the CCID 2 draft [2] either. This 
implementation saves timestamps and uses the Elapsed Time option as discussed in section 
4.2.2. 
 
The Data Dropped option is not implemented, hence the congestion window is not reduced as 
specified in section 5.1 of the CCID 2 draft [2] when data is dropped at the receiver. In 
section 5.2 of the draft [2], the maximum allowed packet size for TCP-like is set to 1500 
bytes. The agent allows any data packet carrying at least one byte to be sent. 
 
The acknowledgements of data are piggy-backed on the other HC’s data packets if and only if 
a data packet is available and may be sent at the time the acknowledgment is generated. In 
practice, this means that acknowledgements of data packets are seldom piggy-backed and the 
concerns regarding the acknowledgment rate expressed in section 6.1.1 of the CCID 2 draft 
[2] is not an issue for this implementation.  
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The ack ratio is not rate limited or bound below by two as it may be according to section 6.1.2 
of the draft [2]. The order of updating the ack ratio and updating the congestion window is not 
specified in the draft [2]. The TCP-like agent updates the congestion window first and the ack 
ratio second as discussed in section 4.2.4.3. 
 
This thesis suggests different methods to detect quiescence, see section 4.3.2. These methods 
are not specified in nor support by the CCID 2 draft [2].  
 
Acks-of-acks are sent at least once per window of data as required by [2]. The events that 
trigger an ack-of-ack to be sent, see section 4.2.4.4, are chosen to match this rate but they are 
not explicitly specified in the draft [2]. Note that ack-of-acks (see section 3.4.2.1) are always 
piggy-backed if the sender is not quiescent compared to ordinary acknowledgements which 
are seldom piggy-backed as mentioned earlier in this section. 
 
 
 



  

 32

5. The DCCP TFRC agent 

5.1. Introduction 
 
TFRC (CCID 3) is a receiver-based congestion control mechanism that uses a throughput 
equation to calculate the allowed sending rate. TFRC uses the throughput equation of TCP 
(see section 5.2.2) to compete fairly8 with TCP flows. However, TFRC gives a much 
smoother sending rate than TCP. A typical DCCP half-connection with TFRC and ECN 
comprises of the following steps. 
 

1) During connection establishment, the Loss Event Rate and Use Ack Vector features 
are negotiated. The ack vectors are needed to carry the ENE. 

2) The sender transmits data packets as governed by the TCP throughput equation. Each 
data packet will have either the ECT(0) or the ECT(1) codepoint set. The sender fills 
in the CCVAL field in the packet header with a window counter value. The window 
counter is increased by one for every quarter of RTT that has passed since the last 
packet was sent.  

3) The receiver sends a feedback packet with the calculated loss event rate and the 
receive rate back to the sender at least once per RTT. A loss event is one or more 
marked or lost packets in a single RTT. Each packet contains the ENE in the form of 
an ack vector option. Since TFRC does not provide congestion control on 
acknowledgments, DCCP-Ack packets are marked as ECN-incapable. 

4) The sender receives the acknowledgments and verifies the included ECN Nonce Echo. 
If the ENE is correct, the sending rate is updated according to the received 
information. 

5) The sender acknowledges the receiver’s acknowledgments at least once per RTT if the 
other half-connection is quiescent. 

6) The sender estimates the Round Trip Time (RTT) and uses this to calculate a TimeOut 
(TO) value. If TO seconds have passed without receiving feedback from the receiver, 
the sending rate is halved. 

 
Like the TCP-like DCCP agent, the TFRC DCCP agent has a sender (section 5.2) and a 
receiver part (section 5.3). The implementation is based on the TFRC module from [8]. 
Important modifications include the addition of ECN, alteration of the packet loss detection 
and loss interval calculation mechanisms and support for oscillation prevention. In CCID 3 a 
packet is considered lost rather than delayed if NUMDUPACKS (currently three) packets 
with higher sequence number has been received. 

                                                 
8 A flow is reasonably fair according to [19] if its sending rate is generally within a factor of two of the sending 
rate of a TCP flow under the same conditions.  
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5.2. Sender 
5.2.1. Overview 
 
The sender is responsible for  
 

• Sending data at the rate dictated by the TCP throughput equation when fed with the 
information provided from the receiver, 

• Halving the sending rate when feedback is absent, 
• Verifying the ENE and 
• Sending acks-of-acks if the other HC is quiescent. 

 
 
5.2.2. TCP throughput equation 
  
The equation (1) used to calculate the allowed throughput is a simplified version of a model 
of TCP Reno (see further [3]). In (1) s is the packet size in bytes, R is the round trip time in 
seconds and p is the loss event rate. 
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5.2.3. Sending data packets 
 
A send timer controls the transmission of data packets. A packet can only be sent upon the 
expiration of this timer. When the timer expires, a so-called time slot is reached; the timer is 
rescheduled to match the allowed sending rate. Note that the timer is rescheduled even if no 
packet was sent when the timer expired. If the application desires to send data while the timer 
is running, the data is not sent until the next expiration. This is a feature of this 
implementation and not stated in the CCID 3 draft [3]. It will however give a sending rate that 
conforms with [3]. 
  
When the allowed sending rate is updated by the reception of a feedback packet, the timer is 
cancelled and rescheduled to match the new rate. However, if the sending rate is lowered due 
to the expiration of the no feedback timer, the update is not carried out until the next time slot 
is reached.  
 
 
5.2.4. Sending acks-of-acks 
 
Acknowledgments in TFRC are not generally required to be reliable as the CCID 3 draft [3] 
points out. However, the use of ack vectors introduces this demand. An ack-of-ack is sent 
whenever a feedback packet has been received which ensures that the receiver’s 
acknowledgments are acknowledged approximately once per RTT as required by [3]. Note 
that no upper bound in size is needed (compare to CCID 2 in section 4.2.4.4) since we are 
already acknowledging all received acknowledgments. 
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5.3. Receiver 
5.3.1. Overview 
 
The receiver computes the loss rate and the current receive rate and sends this information to 
the sender once per RTT. 
 
  
5.3.2. Calculating the Loss Event Rate 
 
A loss event is one or more marked or lost packets in a single RTT. The receiver calculates 
the loss event rate by 
 

1) Mapping lost or market packets into loss events, 
2) Calculating the loss intervals (in sequence number) between adjacent loss events and  
3) Calculating the weighted average loss interval over the last eight loss intervals. The 

loss event rate is then the inverse of the average loss interval. 
 
Step two and three are straightforward. The introduction of ECN complicates step 1. The 
author of this thesis identifies the following three alternative ways of how to handle ECN 
marked packets. 
  

A. If there are missing packets in the history when an ECN marked packet arrives, 
disregard the mark until the missing packets either show up or are considered lost,  

B. Handle the ECN marked packet directly and disregard any lost packet with lower 
sequence number than the start of the latest loss event or 

C. Handle the ECN mark directly but recalculate the loss intervals if a lost packet alters 
the previous loss events.   

 
Approaches A and B is illustrated in figure 13. In both cases, a packet is missing in the packet 
history. The packet is not considered lost since there is only one packet received with a higher 
sequence number. Two packets arrive, first a marked packet and then an unmarked packet. 
The packets are sent more than one RTT apart. 
 
In approach A, the marked packet is not handled directly since there is a hole in the history. 
The reception of the unmarked packet confirms that the delayed packet is lost and a new loss 
event is created. The marked packet is now handled, which also creates a new loss event. 
 
The reception of the marked packet creates a new loss event directly in approach B. The loss 
detected by the next packet is ignored and the loss interval history is unaffected. The resulting 
loss intervals thereby clearly differ from the ones in approach A.  
 
Approach A and C will provide similar, correct results which conforms to the CCID 3 draft 
[3] but are more complex both in processing power and state information requirements. 
Approach B is chosen for its simplicity, although this approach might merge two loss 
intervals into one as in figure 13, resulting in a slightly lower loss event rate. 
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Approach A Approach B 

                     
Packet history         Packet history      

R L R R  R       R L R R  R    
                     
                     
                     

R L R R  R M      R L R R  R M   
                     
                      
                     

R L R R L R M R     R L R R L R M R  
                     
                       
                     
                     

                    
                       
   R Received M Marked L Lost  Not received     
                   
        Loss interval Start of loss event        
                       
                       

Figure 13 – Two approaches on handling ECN marked packets. 
 
  

5.3.3. RTT estimation 
 
The receiver requires an approximation of the current RTT to initialise the loss interval 
history after the first loss event. In CCID 3, the RTT is estimated from the window counter 
and the arrival times of the received data packets. The calculation specified in the draft [3] 
requires a minimum of two data packets with a window counter difference larger than four to 
provide an accurate estimate of the current RTT.  The CCID 3 draft [3] does not specify what 
to do when a loss occur before this condition is met. We let the receiver estimate the RTT 
from the packets exchanged during the handshake. The client (figure 8, section 3.7) estimates 
the RTT from the send time of the DCCP-Request packet and the receive time of the 
following DCCP-Response packet. The server (figure 9, section 3.7) uses the send time of the 
DCCP-Response packet and the receive time of the DCCP-Ack packet that finalises the 
handshake. 
 
The sender avoids wrapping of the window counter between two adjacent packets by limiting 
the increase in the window counter to five for each packet sent as specified in [3]. The 
receiver cannot know if a packet experienced this limitation, and must therefore disregard all 
contiguous packets with a window counter difference of five when calculating the RTT. 
  
An alternative to the window counter for RTT estimation is discussed in the CCID 3 draft [3]. 
The sender could report its estimate of the current RTT directly to the receiver in a RTT 
option. This estimate should then be used by the receiver to determine when multiple lost or 
marked packets belongs to different loss events as defined in the TFRC RFC [19]. The draft 
[3] points out that although the RTT option gives a more precise encoding of the sender’s 
RTT in certain aspects, the window counter helps the receiver to distinguish between relative 

Time 
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sending times, rather than the relative receive times. The window counter gives more robust 
performance when there is a large variation of delay between packets in a single RTT.  
 
The DCCP TFRC agent supports the RTT option. The provided estimate are used to initialise 
the first loss interval and to calculate the receive rate. However, the receiver will still rely on 
the window counter to differentiate between loss events and when to send feedback.  
 

5.4. Conformance to the specification 
 
The TFRC agent performs congestion control on data as specified in the CCID 3 draft [3] and 
the TFRC RFC [19] with the exceptions discussed in this section. 
 
The agent sets the initial sending rate to one packet per second as stated in the RFC [19] 
although section 5 of the draft [3] allows a higher initial sending rate. The Data Dropped 
option is not implemented, hence the sending rate is not reduced as specified in section 5.1 of 
the draft [3] when data is dropped at the receiver. In section 5.2 of the draft [3], the maximum 
allowed packet size of TFRC is set to 1500 bytes. The agent allows any data packet carrying 
at least one byte to be sent. 
  
The Loss Interval option and the corresponding feature are not implemented. Hence, each 
acknowledgement includes the Elapsed Time. Receive Rate and Loss Event Rate options, as 
well as an ack vector. Acknowledgements of data packets are not normally piggy-backed 
while ack-of-acks always are when the sender is quiescent. Feedback packets are sent at a rate 
determined by the window counter as described in section 10.3 of the CCID 3 draft [3]. No 
feedback timer is utilised. 
 
Quiescence detection is performed as the CCID 3 draft [3] suggests although the experimental 
methods defined in section 4.3.2 are also implemented. History discounting according to 
section 5.5 of the TFRC RFC [19] is not performed while the oscillation prevention method 
from section 4.5 is implemented.  
 
RTT estimation is performed according to section 10.3 of the CCID 3 draft [3]. If the estimate 
cannot be obtained by this method, the RTT is sampled from the packets exchanged during 
connection establishment as discussed in section 5.3.3. This agent also supports the passing of 
the RTT estimate from the sender to the receiver as the TFRC RFC [19] recommends. 
However, this estimate is not used for loss event detection, see section 5.3.3. 
 
The chosen approach for handling ECN marked packets discussed in section 5.3.2 does not 
provide the exact same result as the loss event detection mechanism from section 10.2 of the 
draft [3]. 
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6. Testing and simulations 

6.1. Testing 
 
The test specification in Appendix A2 contains information about the tests performed to 
verify the functionality of the agents. The results were as expected for all tests. Large parts of 
the code for the DCCP TFRC agent originates from the DCCP project [8], hence the tests for 
the TFRC module performed in that project and specified in [20] are viable here as well.  
 

6.2. Simulations 
6.2.1. Simulation environment 
 
The topology created for the simulations in this section consist of two nodes connected with a 
duplex link with a bandwidth of 1 Mbit/s. The link delay is set to 10 ms if nothing else is 
specified. Data is transferred at the maximum rate in one direction only. Uniformly distributed 
losses are introduced in the data direction. The queuing method is either Drop Tail or, if ECN 
is enabled, RED. The default values for RED queues are used. The queue depth is set to 25 for 
drop tail queues. The agents’ parameters are left to their default values unless otherwise 
stated. The default settings for the TCP agent can be found in the ns-default.tcl file included 
in the ns source code available for download at [4]. The TCP agents ecn_ settings is enabled 
in case ECN is used. The default settings for the DCCP agents are listed in Appendix A1. 
 
  
6.2.2. A comparison of TCP-like and TCP Sack 
6.2.2.1. Overview 
 
This section contains two comparisons of the TCP-like agent and the two-way TCP Sack 
agent. First the congestion control on data packets is compared and thereafter a comparison of 
the throughput of the two agents and how they react to increased loss rates and link delays is 
made. 
 
 
6.2.2.2. Congestion control on data packets 
   
In this simulation ECN is enabled and the loss rate is varied between 0 and 15 %. The agents 
are compared on how the congestion windows and slow-start thresholds are updated in 
different protocol states and in response to packet losses or marks. Furthermore, the 
occurrences of timeouts are examined. 
 
An expected difference between the two agents is that in TCP, the congestion window is 
increased by k for each acknowledgment received that acknowledge new data, where k is state 
dependent. In CCID 2, the window is increased by k for each newly acknowledged data 
packet.   
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In congestion avoidance, 
cwnd

k 1
=  for TCP while in CCID2 

⎣ ⎦cwnd
k 1

= . This makes CCID 

2 slightly more aggressive since ⎣ ⎦ cwndcwnd ≤ . However, the draft [2] clearly specifies that 
the sender should increase cwnd by one for each window of data acknowledged, which it does 
by introducing the floor function. 
 
The congestion window has a different meaning in TCP than it has in TCP-like. In TCP-like, 
the congestion window only represents the maximum amount of packets allowed in the 
network at any time. In TCP, it also represents which packets that are allowed in the network.  
Furthermore, TCP is only allowed to move its window when the transition does not create 
holes outside of the window. TCP-like has no such limitation. 
 
The occurrence of timeouts is discovered to be more frequent in TCP than in TCP-like. Many 
of the timeout events for TCP were due to losses in small windows when not enough 
duplicate acknowledgements were sent to trigger retransmission. Consider the case when 
cwnd is 3. Three packets are sent into the network. The first one is lost. The following packets 
result in two duplicate acknowledgements from the receiver. These acknowledgements are not 
enough to infer a packet loss and trigger a retransmission. Hence, timeout occurs. TCP-like 
handles the situation differently. The two received packets are acknowledged as received and 
the sender can move its window, allowing two more packets to be transmitted. The sender can 
also increase its window as described above. Note that the missing packet is considered lost 
when the next acknowledgment is received. 
 
For a deeper discussion on how TCP handles losses, especially multiple losses in a single 
window, refer to [21]. 
 
 
6.2.2.3. Throughput 
 
In the previous section the basic differences between SACK based TCP and DCCP with TCP-
like has been discussed. Here the difference in throughput between the two congestion control 
mechanisms is examined. The simulation consists of sending 2000 packets with 1400 bytes 
data each and measuring the achieved throughput. Each simulation contains one such 
transmission and the throughput is calculated as the total number of received bytes divided by 
the time elapsed between the first transmission and the last received data packet. The loss rate 
is varied in steps of 1% from no loss to 15% packet loss and the link delay is either 10, 50 or 
100 ms. The simulation is run once for each unique combination of these parameters. The 
results are visualised in figure 14. Note that the min_rto_ parameter for the DCCP TCPlike 
agent is set to 1 s to match TCP.   
 
The throughput of TCP-like is higher than that of TCP in most scenarios, as expected. The 
difference decreases when the link delay increases. One reason for this could be that the 
impact of timeouts is greater in terms of lost throughput on high-speed connections. And as 
discussed in section 6.2.2.2, timeouts are more frequent in TCP than in TCP-like. Note that 
with low loss rates and a 10 ms link delay, TCP-like is limited by the bandwidth of the link. 
The higher throughput for TCP-like is a result of foremost the unreliability but also the 
differences discussed in section 6.2.2.2. The shapes of the curves are similar, indicating that in 
general the two mechanisms do respond to an increased loss rate in the same way.   
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The simulations were repeated with ECN enabled. The results differed only slightly from the 
ones in figure 14 since ECN marking of packets was.    
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Figure 14 – Throughput of SACK based TCP compared to DCCP with TCP-like. 

The link delay is 10ms (top), 50 ms (middle) and 100ms (bottom). 
 
 
6.2.3. The loss event rate in TFRC 
 
This simulation is meant to illustrate the difference between the loss event rate and the loss 
rate. The loss rate of the link is in turn set to 1%, 5% and 10%. Discrete drop-tail queues are 
employed. During the 360 seconds long simulation, the loss event rate reported by the 
receiver is traced. The result of the initial 60 seconds is visible in figure 15.  
 
The mean value of the loss event rate over time (10-360 seconds) is calculated for each run 
and found to be 0.77%, 3.2% and 6.7% for 1%, 5% and 10% loss rates respectively. We 
notice that the loss event rate is lower than the loss rate and that the difference between them 
increases with higher loss rates. The reason lies in the difference between loss events and 
losses. A loss event is one or more packets lost in a single RTT. Hence, the receiver will treat 
multiple losses close in time as one loss event. Larger intervals between loss events results in 
a lower loss event rate. Note that this behaviour is tightly coupled to how the packet losses are 
distributed. Using a model where packet losses occur in large bursts will yield an even bigger 
difference between the loss rate and the measured loss event rate. 
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Figure 15 – The loss event rate reported to the sender.  

The loss rates are 1% (top), 5% (middle) and 10 % (bottom). 
 
Also noticeable in figure 15 is the quantisation of the loss event rate. The receiver reports the 
inverse of the loss interval as an integer. Hence, the loss event rate can only be 100%, 50%, 
33%, 25%, 20% and so on. The quantisation error is thereby greater for larger loss event rates. 
 
The loss event rate and other aspects of TFRC, like oscillation prevention, are discussed 
further in [22]. 
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7. Further work 
 
This module only supports a subset of the DCCP protocol hence there is additional 
functionality to implement. For instance, one could generalise the feature negotiation 
framework or add mobility support. The TFRC agent can also be improved to support history 
discounting. 
 
No effort has been made to optimise the code. Areas where there is room for improvements 
are the ack vector processing, the reduction of floating point calculations and the 
minimisation of state information held. 
 
Ns generates basic trace files suitable for the Network Animator (NAM) [23]. Currently, only 
the type and total size of DCCP packets are visualised. Extending the support to display the 
full contents of the DCCP packet header including options would create a simple and 
powerful way to analyse packet traces. 
  
This implementation can also be ported into a real world counterpart. Only small changes are 
needed to move the congestion control mechanisms to another platform, while the 
functionality provided by the DCCP agent itself requires more work since communication 
with the application and the network functionality within the operating system is highly 
platform dependent. A good starting point is the FreeBSD implementation [8] because of the 
similar interfaces.   
 
Leaving the implementation issues behind, one could find numerous areas where this module 
can be used to evaluate DCCP protocol, and the application benefits and drawbacks of 
switching from another protocol to DCCP. A hot topic for the latter is DCCP together with 
TFRC for streaming media applications. 
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8. Conclusions 
 
In this thesis, a set of agents that implement the DCCP protocol for the Network Simulator, 
ns, has been developed. The implementation supports both currently available congestion 
control mechanisms, TCP-like and TFRC, together with all options and features needed for 
them to function according to the specifications. The design is highly structured with well-
defined interfaces towards the congestion control mechanisms. This ensures that code can be 
reused in further extensions or ported to other platforms.  
 
This thesis has helped discover areas where the current set of drafts are vague. One particular 
area that the author feels needs more detailed information is how to update the congestion 
window and the ack ratio correctly in CCID 2. 
  
The quiescence detection method for CCID 2 might need rethinking since the receiver does 
not have its own approximation of the current RTT and has to peek at the sender’s value 
within the same node. This is unfortunate since the isolation between the half-connections is 
decreased. In this thesis a different approach is proposed where the remote sender informs the 
receiver of quiescence directly by the utilizing a new feature. The alteration of the feature 
negotiation framework needed for proper operation also helps solve an issue discovered in 
CCID 2 where the sender has to wait unnecessary long after a timeout event during certain 
circumstances.  
 
The created module have been used to compare the throughput of SACK based TCP and 
DCCP with TCP-like congestion control during different loss rates and link delays. TCP-like 
is found to have a higher throughput than TCP but the response to increased loss rate and link 
delay is similar. 
 
To conclude, the DCCP module developed in this thesis is a good base for further 
development and evaluation of the DCCP protocol.  
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Appendix A1 – Default values 
 
The listing below contains the attributes of the DCCP agents that are made available in OTcl 
and their default values. 
  
Agent/DCCP set packetSize_ 500; #size of data in packets (bytes)  
 
Agent/DCCP set initial_rtx_to_ 3.0; #the initial retransmit timeout value (s) 
Agent/DCCP set max_rtx_to_ 75.0; #the maximum retransmit timeout (s) 
Agent/DCCP set resp_to_ 75.0; #timeout value used in the RESPOND state (s) 
 
Agent/DCCP set sb_size_ 1000; #send buffer size (packets) 
Agent/DCCP set opt_size_ 512; #maximum size of options in a packet (bytes) 
Agent/DCCP set feat_size_ 24; #maximum amount of ongoing feature negotiations 
Agent/DCCP set ackv_size_ 20; #initial size of ack vectors (bytes) 
 
# Features 
Agent/DCCP set ccid_ 0 
Agent/DCCP set use_ecn_local_ 0 
Agent/DCCP set use_ecn_remote_ 0 
Agent/DCCP set ack_ratio_local_ 2 
Agent/DCCP set ack_ratio_remote_ 2 
Agent/DCCP set use_ackv_local_ 0 
Agent/DCCP set use_ackv_remote_ 0 
Agent/DCCP set q_scheme_ 0;  #Quiescence scheme (experimental) 
Agent/DCCP set q_local_ 0;  #Q feature (experimental) 
Agent/DCCP set q_remote_ 0; 
 
Agent/DCCP set snd_delay_ 0.0001; #send delay for the simple rate based cc in the 
DCCPAgent (s) 
 
Agent/DCCP set nam_tracevar_ false; #use nam tracevars? 
Agent/DCCP set trace_all_oneline_ false; #trace all variables on one line? 
 
Agent/DCCP set allow_mult_neg_ 0; #allow multiple simultaneous neg of the same non-neg 
feature 
Agent/DCCP set ndp_limit_ 8; #ndp value limit  
Agent/DCCP set ccval_limit_ 16; #ccval value limit 
 
Agent/DCCP set cscov_ 0;  #checksum coverage value to set on packets 
 
#Statistics on sent packet types 
Agent/DCCP set num_data_pkt_ 0 
Agent/DCCP set num_ack_pkt_ 0 
Agent/DCCP set num_dataack_pkt_ 0 
 
 
#DCCP TCPlike Agent 
 
#Features 
Agent/DCCP/TCPlike set ccid_ 2 
Agent/DCCP/TCPlike set use_ecn_local_ 1 
Agent/DCCP/TCPlike set use_ecn_remote_ 1 
Agent/DCCP/TCPlike set use_ackv_local_ 1 
Agent/DCCP/TCPlike set use_ackv_remote_ 1 
 
Agent/DCCP/TCPlike set initial_cwnd_ 3; #initial cwnd size (packets) 
Agent/DCCP/TCPlike set cwnd_timeout_ 1; #set cwnd to this value upon a timeout (packets) 
Agent/DCCP/TCPlike set initial_ssthresh_ 65535; #initial slow-start threshold (packets) 
Agent/DCCP/TCPlike set cwnd_ 3;  #the congestion window (packets) 
Agent/DCCP/TCPlike set cwnd_frac_ 0; #number of fractions of the cwnd (1/cwnd) 
Agent/DCCP/TCPlike set ssthresh_ 65535; #slow-start threshold (packets) 
Agent/DCCP/TCPlike set pipe_ 0; #pipe value 
 
Agent/DCCP/TCPlike set initial_rto_ 3.0; #initial retransmit value (s) 
Agent/DCCP/TCPlike set min_rto_ 0.0; #minimum retransmit value (s) 
  
#rtt and retransmission variables according to RFC 2988 
Agent/DCCP/TCPlike set rto_ 3.0 
Agent/DCCP/TCPlike set srtt_ -1.0 
Agent/DCCP/TCPlike set rttvar_ 0.0 
Agent/DCCP/TCPlike set rtt_sample_ 0.0 
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Agent/DCCP/TCPlike set alpha_ 0.125 
Agent/DCCP/TCPlike set beta_ 0.25 
Agent/DCCP/TCPlike set k_ 4 
Agent/DCCP/TCPlike set g_ 0.01 
 
Agent/DCCP/TCPlike set num_dup_acks_ 3; #number of newer packets needed to consider a delayed 
packet lost 
 
Agent/DCCP/TCPlike set q_min_t_ 0.2; #the T value associated with quiescence detection 
Agent/DCCP/TCPlike set q_opt_ratio_ 1; #Q option ratio (packets/option) 
 
Agent/DCCP/TCPlike set dack_delay_ 0.2; #delay acknowledgement by this time (s) 
 
Agent/DCCP/TCPlike set ackv_size_lim_ 10; #send ack-of-ack if received ack vector 
is larger than this value (bytes) 
 
 
#DCCP TFRC Agent  
 
#Features 
Agent/DCCP/TFRC set ccid_ 3 
Agent/DCCP/TFRC set use_ecn_local_ 1 
Agent/DCCP/TFRC set use_ecn_remote_ 1 
Agent/DCCP/TFRC set use_ackv_local_ 1 
Agent/DCCP/TFRC set use_ackv_remote_ 1 
Agent/DCCP/TFRC set use_loss_rate_local_ 1 
Agent/DCCP/TFRC set use_loss_rate_remote_ 1 
Agent/DCCP/TFRC set rtt_scheme_local_ 0; #RTT scheme (experimental) 
Agent/DCCP/TFRC set rtt_scheme_remote_ 0 
 
Agent/DCCP/TFRC set num_dup_acks_ 3; #number of newer packets needed to consider a delayed 
packet lost 
 
Agent/DCCP/TFRC set p_tol_ 0.05; #tolerance in the loss event rate when inverting the 
thrp equation  
Agent/DCCP/TFRC set win_count_per_rtt_ 4; #window counter ticks per RTT 
Agent/DCCP/TFRC set max_wc_inc_ 5; #limit the increase in window counter between two 
subsequent packets 
 
#Sender 
 
Agent/DCCP/TFRC set s_use_osc_prev_ 1;  #use oscillation prevention 
 
Agent/DCCP/TFRC set s_x_ 500.0; #send rate (bytes/s) 
Agent/DCCP/TFRC set s_x_inst_ 500.0; #instantaneous send rate (bytes/s)       
Agent/DCCP/TFRC set s_x_recv_ 0.0; #receive rate (bytes/s)       
 
Agent/DCCP/TFRC set s_r_sample_ 0.0; #last rtt sample (s)     
Agent/DCCP/TFRC set s_rtt_ 0.0; #rtt (s)          
Agent/DCCP/TFRC set s_r_sqmean_ 0.0; #square mean of rtt     
 
#Filter constants in RFC 3448 
Agent/DCCP/TFRC set s_rtt_q_ 0.9 
Agent/DCCP/TFRC set s_rtt_q2_ 0.9 
Agent/DCCP/TFRC set s_t_mbi_ 64.0;  #maximum inter-packet backoff interval (s) 
Agent/DCCP/TFRC set s_os_time_gran_ 0.01; #operating system timer granularity (s) 
 
Agent/DCCP/TFRC set s_p_ 0.0; #loss event rate 
Agent/DCCP/TFRC set s_smallest_p_ 0.00001;  #smallest p value 
 
Agent/DCCP/TFRC set s_s_ 500; #packet size (bytes) 
Agent/DCCP/TFRC set s_initial_x_ 500.0; #initial send rate (bytes/s) 
Agent/DCCP/TFRC set s_initial_rto_ 2.0; #initial no feedback timer value (s)  
 
Agent/DCCP/TFRC set s_q_opt_ratio_ 1;  #rate of quiescence options 
 
#Receiver 
 
Agent/DCCP/TFRC set r_s_ 500; #packet size (bytes) 
Agent/DCCP/TFRC set r_rtt_ 0.0; #rtt (s) 
Agent/DCCP/TFRC set r_p_ 0.0 #loss event rate 
Agent/DCCP/TFRC set q_min_t_ 0.2; #T value associated with quiescence detection (s) 
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Appendix A2 – Test cases 
 
This appendix describes the purpose, the procedure and the expected results of each test 
performed to verify the functionality of the agents. The results obtained during testing were as 
expected for all tests. 
 

A2.1. Send buffer 
 
Purpose: The purpose of this test is to verify the functionality of the DCCPSendBuffer class 
introduced in section 3.6.2. 
 
Procedure: A DCCPSendBuffer object is created to hold four items. Items are added and 
removed according to the leftmost column of table 4 by the add(item) and remove() methods 
respectively. After each of these actions, the buffer contents are printed and the empty() and 
full() methods are called to determine the status of the buffer. 
 
Expected results: The expected results are shown in table 4. 
 

Action Buffer contents* Empty Full Function returns 
Remove() - True False 0 
Add(1) 1 False False True 
Remove() - True False 1 
Add(2) 2 False False True 
Add(3) 2,3 False False True 
Add(4) 2,3,4 False False True 
Remove() 3,4 False False 2 
Add(5) 3,4,5 False False True 
Add(6) 3,4,5,6 False True True 
Add(7) 3,4,5,6 False True False 
Remove() 4,5,6 False False 3 
Remove() 5,6 False False 4 
Remove() 6 False False 5 
Remove() - True False 6 

Table 4 – Actions performed on the send buffer and their expected results. 
(*) The buffer contents are displayed with the most recently added packet last. 

 

A2.2. Options 
 
Purpose: The purpose of this test is to verify the functionality of the DCCPOptions class. 
 
Procedure: A DCCPOptions object is created to hold 20 bytes of option data. Options are 
added with either addOption() or addFeatureOption() depending on the option type according 
to the leftmost column of table 5. The returned result of each insertion attempt is recorded. 
Before any option are added and after each insertion the getSize() method is called to obtain 
the total size needed for the options in the packet. The inserted options are later extracted by 
getOption() and the obtained option is compared to the original addition. 
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Expected results: The expected results are shown in table 5. Furthermore, the extracted 
options should be identical to the ones added. 
 

Option added Action result Size in packet 
- - 0 
Option type 23 with no data NO_ERR 4 
Option type 24 with 3 bytes of data ERR_SIZE 4 
Option type 66 with no data ERR_SIZE 4 
Option type 67 with 7 bytes of data NO_ERR 12 
Option type 68 with 255 bytes of data ERR_SIZE 12 
Feature option type 32 for feature 15 
with no data 

ERR_SIZE 12 

Feature option type 33 for feature 16 
with 3 bytes of data 

NO_ERR 16 

Option type 220 with 10 bytes of data ERR_FULL 16 
Table 5 – Added options and the expected results during the testing of the DCCPOptions class. 

A2.3. Ack vector 
 
Purpose: The purpose of this test is to verify the fundamental functionality provided by the 
DCCPAckVector class. I.e. the ability to add, alter and remove packet state. The test also 
verifies the ack vectors ability to increase its maximum size when needed. 
 
Procedure: An object of class DCCPAckVector is created. The initial maximum size is set to 
four bytes. Packet state are added and altered with addPacket(sequence number, packet state) 
and alterState(sequence number, state) respectively. Packet state is removed with 
removePackets(sequence number). This function removes packet state for all packets with a 
sequence number less than or equal to the one specified. The order in which the actions are 
performed is shown in the leftmost column of table 6. The ack vector contents is printed and 
examined after each action. 
 

Action Ack vector contents Function returns 
Remove(23) - - 
Alter(23, 3) - False 
Add(1,0) 1 -> [0,0] <- 1 True 
Add(2,0) 2 -> [0,1] <- 1 True 
Add(3,1) 3 -> [1,0][0,1] <- 1 True 
Add(7,0) 7 -> [0,0][3,2][1,0][0,1] <- 1 True 
Add(79,0) 79 -> [0,0][3,6][3,63][0,0][3,2][1,0][0,1] <- 1 True 
Remove(4) 79 -> [0,0][3,6][3,63][0,0][3,1] <- 5 - 
Add(2,0) 79 -> [0,0][3,6][3,63][0,0][3,1] <- 5 False 
Alter(5,1) 79 -> [0,0][3,6][3,63][0,0][3,0][1,0] <- 5 True 
Alter(7,1) 79 -> [0,0][3,6][3,63][1,0][3,0][1,0] <- 5 True 
Alter(13,0) 79 -> [0,0][3,6][3,57][0,0][3,4][1,0][3,0][1,0] <- 5 True 
Remove(7) 79 -> [0,0][3,6][3,57][0,0][3,4] <- 8 - 
Alter(78,1) 79 -> [0,0][1,0][3,5][3,57][0,0][3,4] <- 8 True 
Alter(100,0) 79 -> [0,0][1,0][3,5][3,57][0,0][3,4] <- 8 False 
Remove(100) - - 

Table 6 – Actions performed on the ack vector and their expected results. 
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Expected results: The expected results are shown in table 6. The Ack vector contents is 
shown in the form seq_head -> [state, run length]… <- seq_tail where the seq_head is the 
highest sequence number represented in the ack vector while seq_tail is the lowest sequence 
number represented in the ack vector. Section 3.4.2.1 describes the ack vector structure in 
detail. 
 

A2.4. The DCCP agent 
A2.4.1. Connection establishment 
 
Purpose: The purpose of this test is to verify the connection establishment procedure defined 
in the DCCP draft [1], and the feature negotiation performed during this handshake, see 
section 3.5. The test also verifies the option processing facility and the agent’s ability to add 
random ECN Nonces to packets. 
 
Procedure: Two agents are connected to each other. A CBR traffic source is added to one 
node, the client, and the other node, the server, is put in listening mode. Three different 
simulations are performed. In the first, the use_ecn_local_ and use_ecn_remote_ variables of 
both agents are left at their default values, i.e. one. In the second simulation these variables 
are all set to zero and in the final scenario the server has both values set to one while the client 
has both values set to zero. The CBR application is started and the trace of the resulting 
packet exchange is examined. 
 
Expected results: The connection should be established successfully through the three-way 
handshake in the two first scenarios. In the first scenario the packets sent should have a 
random ECN nonce set in their header while packets in the second simulation should be 
marked as ECN incapable. The connection attempt in the third simulation should be reset with 
reason set to Fruitless negotiation. 
 
 
A2.4.2. Connection teardown 
 
Purpose: The purpose of this test is to verify that connection teardown is performed as 
specified by the DCCP draft [1], both when the client and the server initiate the close 
operation. 
 
Procedure: Two agents are connected to each other. A CBR traffic source is added to one 
node, the client, and the other node, the server, is put in listening mode. The connection is 
initiated when the application starts to send data. Two simulations are executed. In the first 
simulation it is the client that initiates the close procedure, whereas the server is the initiator 
in the second simulation. The server closes the connection by transmitting a DCCP-CloseReq 
packet. 
 
Expected results: The connection should be successfully closed in both scenarios. The client 
should stop sending data packets when it moves from the OPEN state.  
 
 



  

 50

A2.4.3. Congestion controlled traffic 
 
Purpose: The purpose of this test is to verify that the congestion control mechanism is able to 
control the flow of data and acknowledgements sent. 
 
Procedure: A simple congestion control mechanism is developed and added to the 
DCCPAgent class. A data packet may only be sent when the timer expires. 
Acknowledgements are sent according to the value of the ack ratio feature.  
The two simulations consist of two agents, a client and a server. The client has an FTP 
application as a traffic source. The application is started and packets are exchanged. 
 
Expected results: The packet rate should match the rate determined by the timer within the 
congestion control mechanism. Acknowledgements should be sent at a rate matching the ack 
ratio. 
 
 
A2.4.4. Feature negotiation during the OPEN state 
 
Purpose: The purpose of this test is to verify the ability to negotiate features after connection 
establishment. 
 
Procedure: The simulation environment is the same as in section A2.4.3. Two simulations 
are executed. In the first, a feature negotiation is started by the client to change the ack ratio at 
the server to 10 (instead of two). In the second, a negotiation is started by the client to enable 
the use of ack vectors at the server, which is disabled by default.   
 
Expected results: The feature negotiation of the ack ratio should be successful and the server 
should adapt its acknowledgement rate to match the new rate. The negotiation of the Use Ack 
Vector feature should be ignored since negotiation of server-priority features (see section 3.5) 
are not allowed after connection establishment.  
 
 
A2.4.5. Local ack vector  
 
Purpose: The purpose of this test is to verify the functionality of the local ack vector present 
within the DCCP agent. 
  
Procedure: A simulation with two nodes connected by a single link is created. ECN is 
enabled and RED queues are used. One DCCP agent is added to each node and FTP traffic 
sources are connected to both endpoints. The Use Ack Vector feature is enabled at both 
endpoints before the simulation is started and the ack ratio is set to 15 to create long ack 
vectors.  
 
Expected results: The local ack vector should be added to all DCCP-Ack and DCCP-
DataAck packet sent, its contents should be correct and old state should be removed when an 
ack-of-ack is detected.  
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A2.4.6. Memory leakage 
 
Purpose: The purpose of this test is to locate any memory leakage present in the packet 
processing flow.  
  
Procedure:  Two DCCP agents are connected to each other. Both agents have FTP 
applications as traffic sources. The rate of the timer in the simple congestion control 
mechanism developed in section A2.4.3 is deliberately set higher than the bandwidth of the 
links to introduce losses. The simulation includes the transmittal and reception of many (>10 
M) packets. 
 
Expected results: The memory allocation for the ns process should be bounded from above 
and not increase at a rate proportional to the amount of packet transmitted. 
  

A2.5. The DCCP TCP-like agent 
A2.5.1. Ack vector processing 
 
Purpose: The purpose of this test is to verify the procedure that detects newly acknowledged, 
lost or marked data packets from the receiver’s ack vectors as discussed in section 4.2.3.2.  
 
Procedure:  The received ack vector (ackv_recv_) is set to the vectors listed in table 7 and 
the first part of the send_packetRecv() method, which contain the ack vector processing 
functionality, is executed. The stored ack vector (stored_ackv_) is assumed to be empty 
before the first ack vector is received. Section 4.2.3.2 describes the ack vector processing in 
detail. The encoding of the ack vectors in table 7 is as in section A2.3 except that the run 
length is always zero in this case and removed to improve visibility. Marked entries represent 
data packets, others pure acknowledgements. 
  
Expected results: The sender should detect the events introduced in section 4.2.3.2. Table 7 
contains the expected results after each received ack vector.  
 
 

Received ack vector State changes
3 => 0 

State changes
3 => 1 

State changes 
0 => 1 

Lost data 
packets 

7->[1][3][0][0][3][1][3]<-1 1 1 0 1 
9->[0][3][0][3][0][1][0]<-3 1 0 1 0 
9->[0][0][0][3][0][1][0]<-3 0 0 0 1 
13->[0][1][0][3]<-10 0 0 0 1 

Table 7 – The received ack vectors and the events detected during ack vector processing. 
 
 

A2.5.2. Updating the congestion window 
 
Purpose: The purpose of this test is to verify that the sender updates the congestion window 
correctly (see section 4.2.3.3) in response to data packet losses or marks, newly acknowledged 
data packets and timeout events. 
 
Procedure:  Initialise the cwnd to four packets, the sshtresh to six packets and the remote ack 
ratio to five packets per acknowledgement. Feed and execute a sequence of the methods 
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updateCwnd(acknowledged packets), lostOrMarkedData() and timeout() in response to 
acknowledged data packets, lost data packets and timeout events respectively. The performed 
actions are listed in table 8. Note that a cwnd of 5.2 represents 27/5 packets, i.e. the number 
after the dot represents the number of 1/cwnd fractions.    
 
Expected results: The sender should update the congestion window and the slow-start 
threshold according to table 8. 
 

 Action Cwnd after 
action 

Ssthresh after 
action 

Init 4 6 
UpdateCwnd(1) 5 6 
UpdateCwnd(3) 6.2 6 
UpdateCwnd(5) 7.1 6 
LostOrMarkedData() 3 3 
UpdateCwnd(3) 4 3 
LostOrMarkedData() 2 2 
LostOrMarkedData() 1 1 
LostOrMarkedData() 1 1 
UpdateCwnd(10) 5 1 
Timeout() 1 2 

Table 8 – Performed actions and their result on the congestion window and the slow-start threshold. 
 
 
A2.5.3. Detecting lost acknowledgements 
 
Purpose: The purpose of this test is to verify that the sender is able to detect the loss of 
acknowledgements. This test also verifies the sender’s implementation of the packet history of 
received packets. 
 
Procedure:  Packets are added to the sender’s packet history of received packets with the 
method insertInSendRecvHistory(sequence number, packet type, NDP value). Loss detection 
is performed after each insertion with detectLossSendRecv(). The latter method returns the 
range of sequence number in which a loss occurred (if any) and trims the packet history to 
only include four (NUMDUPACK+1) packets. The leftmost column of table 9 contains the 
packet additions performed.  
 
Expected results: The expected results are shown in table 9. 
 



  

 53

 
 Action Packet history contents before loss detection Loss detected 
DetectLoss() - No 
Insert(5,D,6) 5D6 No 
Insert(7,DA,6) 7DA6, 5D6 No 
Insert(3,A,5) 7DA6, 5D6, 3A5 No 
Insert(10,A,7) 10A7, 7DA6, 5D6, 3A5 Yes in [4,4] 
Insert(15,A,1) 15A1, 10A7, 7DA6, 5D6, 3A5 No 
Insert(20,D,2) 20D2, 15A1, 10A7, 7DA6, 5D6 No 
Insert(22,DA,2) 22DA2, 20D2, 15A1, 10A7, 7DA6 Yes in [11,14] 
Insert(21,D,2) 22DA2, 21D2, 20D2, 15A1, 10A7 Yes in [16,19] 
Insert(23,A,3) 23A3, 22DA2, 21D2, 20D2, 15A1 No 
DetectLoss() 23A3, 22DA2, 21D2, 20D2 No 

Table 9 – Performed actions and expected results. 
D – DCCP-Data, DA – DCCP-DataAck, A – DCCP-Ack 

 
 
A2.5.4. Updating the ack ratio 
 
Purpose: The purpose of this test is to verify that the sender updates the ack ratio as specified 
in section 4.2.4.3 in response to received, lost and marked acknowledgements as well as after 
timeout events.  
 
Procedure:  Initialise the cwnd to four packets and the ack ratio to two packets per 
acknowledgement. Feed and execute a sequence of the methods 
updateAckRatio(acknowledged packets), lostOrMarkedAck() and timeout() in response to 
acknowledged data packets, lost acknowledgements and timeout events respectively.  The 
performed actions are listed in table 10.    
 
Expected results: The sender should update the ack ratio according to table 10. 
 
 

 Action Cwnd Ack ratio 
Init 4 2 
LostOrMarkedAck() 4 2 
UpdateAckRatio(1) 4 2 
UpdateAckRatio(8) 4 2 
Change cwnd 8 2 
LostOrMarkedAck() 8 4 
UpdateAckRatio(1) 8 4 
UpdateAckRatio(8) 8 3 
LostOrMarkedAck() 8 4 
Timeout() 1 1 
UpdateAckRatio(1) 1 1 
Change cwnd 3 1 
Change cwnd 4 2 

Table 10 – Performed actions and their expected alteration of the ack ratio. 
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A2.5.5. Quiescence detection 
 
Purpose: The purpose of this test is to verify the agent’s ability to detect when one half 
connection goes quiescent as described in 4.3.2.  
 
Procedure:  Two DCCP agents with CCID 2 are connected to each other. One agent has a 
FTP application as traffic source. The other agent has an application of class 
Traffic/Exponential that generates bursts of traffic over time. The simulation is executed once 
for each quiescence scheme defined in section 4.3.2, except the Q Echo option method. 
  
Expected results: The agent with the FTP application should detect when the other agent is 
quiescent (i.e. between each burst of traffic) and send acks-of-acks at least once per window 
of data during these times as specified in the DCCP draft [1].  
 
 
A2.5.6. Memory leakage 
 
Purpose: The purpose with this test is to locate any memory leakage present in the packet 
processing flow.  
 
Procedure:  Two DCCP agents with CCID 2 are connected to each other. Both agents have 
FTP applications as traffic sources. The simulation executed includes the transmittal and 
reception of many (>10 M) packets. 
 
Expected results: The memory allocation for the ns process should be bounded from above 
and not increase at a rate proportional to the amount of packet transmitted. 
 

A2.6. The DCCP TFRC agent 
A2.6.1. Packet loss detection 
 
Purpose: The purpose of this test is to verify that the receiver is able to detect loss of data 
packets. This test also verifies the receiver’s packet history implementation. 
 
Procedure:  Packets are added to the receiver’s packet history with the method 
insertInRecvHistory(sequence number, packet type, NDP value) and loss detection is 
performed after each insertion with detectLossRecv(). The latter method returns the range of 
sequence number in which a loss occurred (if any). After loss detection, the history is trimmed 
is trimmed with trimRecvHistory(infinity,100) and removeAcksRecvHistory().The leftmost 
column of table 11 lists the packets added to the history.  
 
Expected results: The expected results are listed in table 11. 
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 Action Packet history contents before loss 

detection and trimming 
Loss detected 

DetectLoss() - No 
Insert(5,D,6) 5D6 No 
Insert(7,DA,6) 7DA6, 5D6 No 
Insert(3,A,5) 7DA6, 5D6, 3A5 No 
Insert(10,A,7) 10A7, 7DA6, 5D6, 3A5 No 
Insert(15,A,4) 15A4, 10A7, 7DA6, 5D6 Yes in [6,6] 
Insert(20,D,6) 20D6, 15A4, 10A7, 7DA6, 5D6 Yes in [8,9] 
Insert(22,DA,7) 22DA7, 20D6, 15A4, 10A7, 7DA6, 5D6 No 
Insert(21,A,7) 22DA7, 21A7, 20D6, 15A4, 10A7, 7DA6 Yes in [16,19] 
Insert(23,A,0) 23A0, 22DA2, 21A7, 20D6, 7DA6 No 

Table 11 – Packet insertions and the result of packet loss detection. 
D – DCCP-Data, DA – DCCP-DataAck, A – DCCP-Ack 

 
 

A2.6.2. Quiescence detection 
 
Purpose: The purpose of this test is to verify the agent’s ability to detect when one half 
connection goes quiescent as described in section 5.2.4.  
 
Procedure:  Two DCCP agents with CCID 3 are connected to each other. One agent has a 
FTP application as traffic source. The other agent has an application of class 
Traffic/Exponential that generates bursts of traffic over time. The simulation is executed once 
for each quiescence scheme defined in 4.3.2, except the Q Echo option method. 
 
Expected results: The agent with the FTP application should detect that the other agent is 
quiescent between each burst of traffic and send acks-of-acks as defined in section 5.2.4.  
 
 
A2.6.3. Memory leakage 
 
Purpose: The purpose of this test is to locate any memory leakage present in the packet 
processing flow.  
 
Procedure:  Two DCCP agents with CCID 3 are connected to each other. Both agents have 
FTP applications as traffic sources. The simulation executed includes the transmittal and 
reception of many (>10 M) packets. 
 
Expected results: The memory allocation for the ns process should be bounded from above 
and not increase at a rate proportional to the amount of packet transmitted. 
 


