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Abstract

Improving the reliability and efficiency of rotating machinery is a central problem in
many application domains, such as energy production and transportation. This requires
efficient condition monitoring methods, including analytics for predicting and detecting
faults and the ability to manage high data volumes and velocities. Rolling element
bearings are essential components of rotating machines and are particularly important to
monitor because of the stringent requirements on their operational conditions. Moreover,
bearings are located near the rotating parts of the machines and thereby the signal
sources that characterize faults and abnormal operational conditions. Thus, bearings
with embedded sensing, analysis and communication capabilities have been developed.

However, the analysis of signals from bearings and their surrounding components is
a challenging problem because of the high variability and complexity of these systems.
For example, machines evolve over time as a result of wear and maintenance, and their
operational conditions typically also vary over time. Furthermore, the wide variety of
fault signatures and failure mechanisms makes it difficult to derive generally useful and
accurate models to enable early detection of faults at a reasonable cost. Therefore, inves-
tigations of machine learning methods that can avoid some of these difficulties through
the automated online adaptation of the signal model are motivated. In particular, one
question of interest is whether unsupervised feature learning methods can be used to
automatically derive useful information about the states and operational conditions of a
rotating machine. Another question is what additional methods are needed to recognize
normal operational conditions and to detect abnormal conditions based on, for example,
learned features or changes in model parameters.

Condition monitoring systems typically rely on condition indicators that are pre-
defined by experts, such as the amplitudes in certain frequency bands of a vibration
signal or the temperature of a bearing. These condition indicators are used to define
alarms in terms of thresholds; when an indicator is above (or below) the corresponding
threshold, an alarm indicating a fault condition is generated, without providing further
information about the root cause of the fault. Similarly, machine learning methods and
labeled datasets can be used to train classifiers for the detection of faults. The accuracy
and reliability of such condition monitoring methods depend on the types of condition
indicators used and the data considered when determining the model parameters. Hence,
this approach can be challenging to apply in the field, where different machines and sensor
systems can have different characteristics that change over time and parameters may have
different meanings depending on the conditions. The adaptation of the model parameters
to each condition monitoring application and each operational condition is also difficult
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because of the need for labeled training data that represent all relevant conditions and
the high cost of manual configuration. Therefore, neither of these solutions is viable in
general.

In this thesis, I investigate unsupervised methods of feature learning and anomaly
detection that can function online without pre-training on labeled datasets. Concepts
and methods for the validation of normal operational conditions and the detection of
abnormal operational conditions based on automatically learned features are proposed
and studied. In particular, dictionary learning is applied to vibration and acoustic emis-
sion signals obtained in laboratory experiments and from condition monitoring systems.
The proposed methodology is based on the assumption that signals can be described as
linear superpositions of noise and learned atomic waveforms of arbitrary shapes, ampli-
tudes and positions. Greedy sparse coding algorithms and probabilistic gradient methods
are used to learn dictionaries of atomic waveforms to enable the sparse representation
of vibration and acoustic emission signals. Consequently, the model can automatically
adapt to different machine configurations and different environmental and operational
conditions with a minimum of initial configuration. In addition, sparse coding results in
reduced data rates, which can simplify the processing and communication of information
in resource-constrained systems.

Measures that can be used to detect anomalies in a rotating machine are introduced
and studied, such as the dictionary distance between an online-propagated dictionary
and a set of dictionaries learned when the machine is known to be operating in a healthy
condition. In addition, the possibility of generalizing a dictionary learned from the vi-
bration signals generated by one machine to another similar machine is studied for the
case of wind turbines.

The main contributions of this thesis are the extension of unsupervised dictionary
learning to condition monitoring for anomaly detection and related case studies demon-
strating that the learned features can be used to obtain information about the condition
of the monitored machine. These case studies include investigations of vibration signals
from controlled ball bearing experiments and wind turbines as well as acoustic emission
signals from controlled tensile strength tests and bearing contamination experiments.
It is found that the dictionary distance between an online-propagated dictionary and a
baseline dictionary trained under healthy conditions can increase by up to a factor of
three when a fault appears, without reference to kinematic information such as defect
frequencies. Furthermore, it is found that in the presence of a bearing defect, impulse-
like waveforms with center frequencies of approximately two times higher than those
observed under healthy conditions are learned. In the case of acoustic emission analysis,
it is shown that the representations of signals from different strain stages of stainless steel
form distinct clusters. Furthermore, the repetition rates of the learned acoustic emission
waveforms are found to be markedly different for bearings with and without particles in
the lubricant, especially at high rotational speeds above 1000 rpm, at which particle con-
taminants are difficult to detect using conventional methods. Different hyperparameter
values are investigated, and it is found that the model is useful for anomaly detection
with a percentage of preserved coefficients as low as 5%.
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Chapter 1

Introduction

“In a properly automated and educated world, then,
machines may prove to be the true humanizing

influence. It may be that machines will do the work
that makes life possible and that human beings will
do all the other things that make life pleasant and

worthwhile.”
Isaac Asimov

The goal of machine learning is to give machines the ability to learn. Typically,
a learning problem revolves around the improvement of certain measures through the
execution of tasks based on training experience [1]. These measures are features that
describe the observed phenomena. We (humans) can teach machines how to learn, as in
supervised learning, or we can enable machines to learn by themselves, as in unsuper-
vised learning. Hence, unsupervised feature learning concerns algorithms that learn by
themselves the dominant features that describe the observed data.

The growing interest surrounding machine learning is largely due to recent progress
in a large number of activities that are part of our daily lives and that we usually take for
granted, such as image recognition [2], text understanding [3] and language translation
[4]. Challenges that once were expected to take a long time to solve have now been
solved and even surpassed. For instance, a computer is now capable of defeating a
human in the game of Go [5]. Likewise, new paradigms in machine learning are being
investigated, such as reinforcement learning [6], in which rewards are used as a learning
mechanism. Based on this recent progress, there are many applications that can benefit
greatly from machine learning approaches, particularly unsupervised learning. One of
these applications is condition monitoring.

This thesis addresses an unsupervised learning approach applied to condition mon-
itoring signals, specifically the signals from rolling element bearings. This chapter ex-
plains the relevance of condition monitoring for rolling element bearings and what can be
achieved by incorporating machine learning approaches into data analysis. Furthermore,
I describe gaps in the knowledge related to the integration of these two fields and formu-
late the problem on which this thesis is focused. The proposed solution to the problem is

3
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outlined in a section describing the contributions of this thesis, whereas the methodology
section describes the relationship among the contributions.

1.1 Background

A bearing is an elementary component of a machine that permits relative motion between
moving parts. The operating principle defines the type of bearing. Of the different
types of bearings, rolling element bearings are among the most common because of their
generally useful properties. A rolling element bearing transfers a load through elements
in contact while reducing the friction between those elements [7]. Figure 1.1 shows an
early drawing of a thrust ball bearing in an application. It was drawn by Leonardo da
Vinci as part of his design for a helicopter, created in 1498.

Currently, such elements can be found in most rotating machines. These machines can
be as simple as toys, such as skates or bicycles, or they can be highly complex systems,
such as aircraft engines or power generators. The design of rolling element bearings has
evolved since da Vinci’s time, but the operating principle remains the same. Figure 1.2
illustrates examples of a traditional rolling element bearing and a train bearing with
integrated sensors. In the present and future, bearings are evolving toward the vision
of smart bearings. A smart bearing is a bearing with the ability to self-generate the
energy needed to power built-in sensors for condition monitoring and devices for the
wireless transmission of data to other bearings and monitoring systems. Delsing et al.
[8] outline concepts and an architecture for a thumb-sized measurement system that could
potentially be integrated into a bearing system, provided that an energy-harvesting device
is used, the possibility of which is currently under investigation [9].

Figure 1.1: Illustration of a rolling element thrust bearing by Leonardo da Vinci [10].

Given the importance of bearings for the motion of the components in a rotating
machine, their failure can lead to a complete breakdown of the machine, which translates
into losses of productivity and money, as well as increased safety risks to human operators.
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(a) Ball bearing (b) Sensorized bearing

Figure 1.2: Rolling element bearings. (Courtesy of SKF.)

For example, in induction motors for industrial applications, bearing faults account for 40
to 90% of all faults, depending on the size of the machine [11]. In addition, the sustained
growth of wind power as an energy source, which has accounted for an average of 17% of
the global energy capacity over the last 5 years [12], is driving a need for efficient condition
monitoring capabilities because rolling element bearings are fundamental components
of wind turbines. Therefore, it is important to develop reliable condition monitoring
methods and systems that can be used to diagnose rolling element bearings. Furthermore,
these methods should ideally be scalable and enable the use of new technologies such as
wireless communication components developed for the Internet of Things.

Condition monitoring for rolling element bearings requires methods of early fault iden-
tification and the prediction of fault conditions to extend bearing life. Fault detection
and prediction in rolling element bearings is a difficult task because of the large number of
variables that affect the behavior and performance of a bearing. The challenge increases
when factors related to the fault characteristics are also taken into consideration. Typi-
cally, expert knowledge is required in the selection of suitable signal features to monitor
and in the interpretation of the data before any decision is made. A given condition
monitoring system must be adapted not only to the bearing application but also to the
environmental and operational conditions. Therefore, the condition monitoring process
is difficult to automate and expensive to maintain.

These challenges motivate the development of techniques for the automated detection
and prediction of faults in a rolling element bearing. Approaches based on traditional
pattern recognition methods require large amounts of data for training. In practice, it is
difficult to obtain sufficient labeled data that encompass all relevant fault scenarios and
all possible combinations of application, environmental and operational conditions. This
is especially important for large and critical machines in which faults must be prevented
to the greatest possible extent [13]. Furthermore, for field implementation to be feasible,
an approach that can overcome the previously described challenges should not require a
substantial increase in engineering work that requires human intervention. In addition,
the implementation should involve decentralized data analytics that permits data analysis
at the sensor, such as in a smart bearing; at a base station, such as a console that collects
signals from multiple bearings; or at a data center, where data collected across various
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applications can be studied. Therefore, a condition monitoring approach that is capable
of adapting to bearings operating in diverse machines, environments and operational
conditions with minimal manual configuration would be highly beneficial.

1.2 Problem formulation

As a motivating example, consider a wind farm consisting of a group of wind turbines;
this is an industrial application that is considered in some detail in this thesis. Each
wind turbine contains several rolling element bearings that are monitored by vibration
sensors. Furthermore, each turbine contains several additional bearings that cannot be
directly monitored because of their locations, such as inside a gearbox, but are still
indirectly monitored via sensors at nearby locations. The entire wind farm experiences
similar operational conditions, such as meteorological conditions and seasonal changes,
because of the close proximity of the turbines. However, no two turbines are exactly
the same because each of them began operation at a different time. In addition, each
turbine possesses intrinsic differences due to manufacturing, installation and operation,
which result in different degradation profiles over time. Experience, best practices and
previously acquired knowledge are used to evaluate the performance of the turbines and
to diagnose bearing failures, after an engineer has studied the available data. Alarms are
integrated into each wind turbine to detect immediate problems that may require prompt
action. However, the alarm levels need to be periodically reevaluated and adjusted to
avoid unnecessary stops that may cause productivity losses and to avoid a complete
breakdown of the turbine drivetrain that would be even more costly to repair.

Now, consider the same wind farm and wind turbines, with the difference that each
bearing has a built-in sensor platform. This platform harvests energy from the rotary
motion of the bearing and communicates wirelessly with a base station somewhere in
the wind turbine. The built-in sensor platforms mean that even the bearings that were
indirectly monitored in the previous example now possess direct monitoring capabilities.
However, because of constraints on the energy supply and communication capabilities,
the platforms cannot stream the raw high-resolution sensor signals; instead, signal anal-
ysis must be performed within each sensor platform itself. In this scenario, a sensor
platform should communicate with the base station only when an abnormal condition
is detected. In turn, the base station may communicate with other sensor platforms to
determine whether the anomaly is the result of a change in the operational conditions
of the wind turbine, or it can request the raw data from the sensor platform for fur-
ther analysis. Furthermore, the base station may communicate with other turbines to
determine whether the detected change coincides with changes detected by other wind
turbines in the wind farm due to, for example, changes in the environmental conditions.
Alternatively, the base station could make a decision using the available information.
This decision could be an action, such as to provide more lubricant to the bearing. The
scenario described above also applies to the bearings in the wheel set of a train or to the
rollers of a paper mill.

The development of such a sensor platform requires methods and technology for
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decentralized data analytics that allow analysis to be performed at the level of a sensor
platform, a base station or a local cloud [14]. Furthermore, each platform should be able
to operate with the limited processing and communication capabilities available [9]. In
addition, the system should be scalable, such that the platforms can be adapted to and
deployed in new applications with minimal manual configuration. Finally, the platforms
should serve as an early warning system for the detection of abnormal conditions to
provide a basis for the implementation of corrective actions, based on reinforcement
learning, for example. A major challenge in the design of such a platform is the task of
extracting the required information from the bearing signals.

In this thesis, I investigate how unsupervised learning methods can be applied for
condition monitoring. In particular, I consider a dictionary learning approach to signal
processing that enables the decomposition of a signal into a linear combination of learned
waveforms. Each waveform represents a structural feature of the signal that is related to
the physical processes exciting the signal. This approach has proven useful for automated
signal analysis and the sparse modeling of signals. The objective of this work is to
investigate and address the following research questions:

Q1 Can the signals obtained from condition monitoring sensors on bearings and rotating
machines be automatically modeled for the detection of abnormal changes through
unsupervised feature learning?

Q2 What methods can be used to automatically determine the conditions of bearings
and machines based on such learned features?

Q3 To what extent can a model learned from one machine be useful for describing and
analyzing the signals generated by another similar machine?

Q4 Is an unsupervised learning approach beneficial compared with state-of-the-art in-
dustrial approaches in certain condition monitoring applications?

1.3 Methodology

The work reported in this thesis was divided into two stages: preparatory investigation
and experiments based on use cases. The first stage, preparatory investigation, addressed
research questions one and two. Papers A, B and C investigate the potential usefulness of
an unsupervised feature learning approach in condition monitoring and how the learned
features change in the presence of a fault. The results successively presented in these
papers led to Paper D, in which a set of indicators is proposed based on the propagation
of a dictionary over time for the detection of abnormal conditions in a system. The data
used in these papers were obtained from a public repository of vibration signals [15].

The second stage was based on data from use cases and the results of Paper D,
and it focused on research questions three and four. The corresponding papers address
the application of the unsupervised feature learning approach and the proposed measure
to signals of a different kind (acoustic emissions) and more realistic fault development
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scenarios. Paper E describes a study of the application of unsupervised feature learning
to acoustic emission signals from steel subjected to a tensile strength test. The positive
results of that study motivated Paper F, which explains how the feature learning approach
can be used to address the challenging problem of the detection of particle contaminants
in the lubricant of a bearing operating at a high rotational speed. Papers A to F are
based on data collected from controlled experiments. Paper G presents a study of the
application of feature learning to real-world data collected from wind turbines, in which
case we have no control over the machines that generate the signals. Finally, Paper H
describes an extension of the unsupervised feature learning methods discussed in this
thesis.

An illustration of the methodology and the relationship among the articles appended
to this thesis is provided in Figure 1.3. The dashed line divides the stage of preparatory
investigation and method development from the use cases stage. The arrows indicate the
sequence in which the results of one manuscript contributed to the work leading to the
next manuscript. The arrows additionally indicate the flow of knowledge transfer toward
use cases and method development. Chapter 6 describes the research contributions of
each of the appended manuscripts and how they relate to answering each of the research
questions.

Figure 1.3: Progression of the development of the articles presented in this thesis.
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1.4 Thesis outline

This is a compilation thesis consisting of two parts. Part I is a comprehensive summary
that provides an introduction to the research topic and motivates the research questions.
Furthermore, it provides background information, a description of the approach used to
answer the research questions, and the results of various tests. Part I concludes with a
discussion of the results obtained and my answers to the research questions. Part II of this
thesis includes four published peer-reviewed conference manuscripts, three manuscripts
that have been submitted to journals, and one manuscript that has been presented at a
workshop and is to be submitted for publication. All papers have been reformatted to
match the layout of the thesis, but the contents remain unchanged.

The remaining chapters in Part I are organized as follows. Chapter 2 provides a de-
scription of the goals of condition monitoring for rolling element bearings and an overview
of the techniques used to analyze stress wave signals. Chapter 3 introduces methods of
feature extraction, anomaly detection and unsupervised feature learning. Chapter 4
presents the dictionary learning method used in this work for signal analysis. Chapter 5
introduces measures based on the dictionary learning method that were investigated for
use as condition monitoring indicators. Chapter 6 summarizes my contributions to the
appended papers. Finally, Chapter 7 presents my answers to the research questions and
discusses some remaining open issues.
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Chapter 2

Condition Monitoring for
Rolling Element Bearings

“The fact that this danger did not lead to a
catastrophe before is no guarantee that it will not the

next time.”
Richard Feynman

Rolling element bearings, which enable rotary motion with reduced rolling resistance,
are the most important components of a rotating machine. The health of a bearing and
its lifetime are influenced by the application and the conditions under which the bearing
operates. A bearing can operate without interruption throughout its entire designated
lifetime if the following set of requirements is met [16].

� The bearing is of the correct design and size for all possible load conditions.

� The bearing is properly mounted in the shaft and housing.

� The lubrication of the rolling-element/cage and cage/bearing-ring interfaces is ad-
equate.

� The bearing operates at speeds consistent with the lubrication method.

� The bearing is protected from contaminants.

Therefore, a premature bearing fault is typically the result of improper design or instal-
lation or of extreme operational conditions. A fault will eventually progress to bearing
failure that manifests in the form of excessive deflection, excessive vibration, high friction
and torque, and, ultimately, seizure. The goal of condition monitoring for rolling element
bearings is to reduce both the number of failures and the machine downtime. Typically,
the condition of a bearing is described by a set of parameters that are monitored contin-
uously. When those parameters exceed certain predefined threshold levels, the presence
of a fault is detected.

11
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This chapter first describes the different approaches taken for bearing maintenance
and the methods used for the condition monitoring of bearings. Later, the chapter
expands on the analysis of stress wave signals, which can be classified into two types:
vibration and acoustic emissions. I will describe the differences between vibration and
acoustic emission signals and the sources of both. Considering the similarities between
the two types of signals, the chapter also discusses the acquisition of these signals and
conventional techniques for their analysis.

2.1 Maintenance of rolling element bearings

The level of attention given to the maintenance of machines has changed over time.
Machine maintenance strategies have evolved to increase efficiency while adapting to
different industries. The selection of the appropriate maintenance strategy depends on
industry needs, among other factors. Organizations evaluate whether the loss of a ma-
chine or an interruption of its operation would be critical to overall production and
performance. Historically, three general maintenance strategies have been adopted [17],
which are described as follows:

Corrective maintenance
This strategy is also known as run-to-break, unscheduled or failure-based main-
tenance. Under this strategy, a machine continues in regular operation even in
the presence of initial damage and increased friction. A bearing operates until a
catastrophic failure occurs and the machine ceases to operate. This strategy may
result in the longest operation time until actions must be taken, but when a failure
occurs, it results in severe damage.

Preventive maintenance
This strategy is also called time-based or mileage-based maintenance, depending
on the parameter (time or number of cycles) that is used to define the maintenance
interval. This approach is a response to breakdown maintenance in which actions
are taken at regular intervals to reduce the likelihood of a failure. These intervals
are based on previous experience or calculations of bearing lifetime endurance.
During the periodic machine stops, the bearings are inspected or replaced with
new bearings. This strategy is costly and inefficient because new bearings will not
necessarily be better than the existing ones as a result of the Weibull distribution
of the expected lifetime of a bearing. Furthermore, a new bearing must undergo
an initial adaptation time, during which installation defects due to mishandling
or incorrect mounting may cause early damage. Conversely, if a machine has been
operating for an extended period of time without issue, then an existing bearing will
typically continue to function for a long time under typical operational conditions.
Therefore, it is often better to allow a well-functioning bearing to operate without
interruption than to replace it [18].
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Predictive maintenance
Commonly known as condition-based maintenance (CBM), this strategy is the most
recently developed and advanced approach. Under this strategy, the aim is to pre-
dict the likelihood of a machine breakdown through condition monitoring and use
that information to decide the best time for maintenance actions. These predictions
are estimated through a risk assessment based on failure modes and effects analy-
sis. Predictive maintenance requires reliable condition monitoring information and
sophisticated signal processing techniques to predict the remaining useful life of a
bearing [17].

The periodicity of the data acquisition for condition monitoring depends on factors
external to the operation of a machine. The monitoring of a machine may be permanent or
intermittent. The advantage of permanent monitoring is that it enables quick reactions to
sudden changes, such as faults that cannot be predicted. The disadvantage of permanent
monitoring is its reliance on simple parameters that cannot give much advance warning.
By contrast, intermittent monitoring can provide much more advance warning by virtue of
sophisticated analysis techniques. However, the disadvantage of intermittent monitoring
is that sudden faults may be missed. Typically, permanent monitoring is used in large
machines to avoid catastrophic failure, whereas intermittent monitoring is more common
and is applied in a greater number of machines [17].

2.1.1 Faults in a rolling element bearing

The defects that may arise in a bearing can be divided into two major categories: dis-
tributed defects and localized defects [19]. Distributed defects include faults due to wear
and contamination as well as effects due to geometric imperfections of the surface. Lo-
calized defects include cracks, pits and spalls, which are caused by fatigue of the raceway
surfaces. Typical vibration signals of a bearing with localized defects in different locations
are illustrated in Figure 2.1.

There are multiple types of bearing faults, which, in turn, affect the signals generated
by the faulty bearing. Harris [16] describes the various fault modes that can occur in a
rolling element bearing as follows:

Faulty lubrication typically occurs as a result of an inadequate lubricant supply. It
can lead to metal-to-metal contact and thermal imbalance between the inner and
outer raceways.

Fretting is a chemical reaction on the bearing surface that removes surface material
through corrosion.

Excessive load produces large amounts of stress and surface friction, leading to rapid
bearing failure.

Cage fracture is a result of a loss of radial clearance, leading to the generation of
excessive loads between the cage and the rolling elements. Cage fracture produces
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Figure 2.1: Typical vibration signals due to localized defects on the outer race, the inner
race and the rolling element, under the assumption that the sensor is mounted in a
stationary outer ring.

fragments and unstable elements, thereby increasing wear and bearing friction and
ultimately resulting in bearing failure.

Pitting and indentation of the surface are interruptions of the smoothness of the
raceway surface that can be produced by corrosion, brinelling, an electric current
passing through the bearing or hard particle contaminants.

Wear is the gradual deterioration of a bearing associated with reduced geometric accu-
racy. Sunnersjö [20] describes the relationship between surface irregularities and
wear.

Micropitting is a form of surface distress caused by the absence of sliding during rolling
motion.

Surface-initiated fatigue occurs as a result of repeated cycled stress at surfaces in
contact that exceeds the fatigue limit of the material.
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Subsurface-initiated fatigue may also result from the cyclic loading of a bearing sur-
face. This leads to fatigue spalling, which increases the surface friction.

2.1.2 Methods of condition monitoring

The selection of the condition monitoring method to be applied depends, among other
factors, on the application for which the bearing is used. Each method offers benefits
but is also subject to limitations; those limitations are related to bearing characteristics
such as size, location, lubrication system and mounting conditions. In addition, not all
methods can detect all types of faults. The methods for the condition monitoring of
bearings can be classified according to the signals to be monitored and the measurement
methods that are used. The commonly available methods of bearing condition monitoring
are listed below [21]:

Vibration
This is the most popular method for the condition monitoring of rolling element
bearings [22]. Every machine possesses a certain vibration signature when operating
under normal conditions because of the cyclic nature of its rotary movement and
the influence of external forces. However, when a fault appears, this vibration
signature often changes. Vibration is typically measured by accelerometers, and
various signal processing techniques are available for the analysis of such signals.
This method can be used to detect all types of faults described above, with the
exception of subsurface-initiated fatigue.

Acoustic emission
This is a fairly recently developed method for the condition monitoring of bearings.
This method focuses on the measurement of high-frequency stress wave emissions
from micro-structural processes within the monitored material, such as plastic de-
formation and crack growth. This method can be used to detect all types of faults
described above and may enable earlier fault detection compared with the vibra-
tion method. However, a major obstacle hindering the wider use of this method
is the difficulty of processing and correctly interpreting the data [23]. The initial
techniques used for the analysis of acoustic emissions were developed as extensions
of vibration analysis techniques because of the similarity between the two types of
signals.

Sound pressure
The noise from the bearing is recorded by a microphone, which permits the de-
tection of fault frequencies in a manner similar to the vibration method. The
disadvantage of this method is that it requires shielding from background noise to
avoid erroneous results [24]. Thus, its use may be restricted to the detection of
faults such as cage fracture and pitting.

Laser interferometry
The laser displacement method is an alternative means of measuring the vibration
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or acoustic emission signature of a bearing with greater accuracy than is possible
when using accelerometers. The resulting signal can be analyzed using conventional
vibration analysis methods. Thus, this method may enable the detection of most
types of bearing faults. Unfortunately, the measurement setup is more challenging
and costly than that for traditional sensors [25].

Chemical analysis
Bearings and their lubricants degrade over time, resulting in residue that can be
monitored and analyzed. The chemical analysis of the lubricant provides infor-
mation about the health and wear of a rolling element bearing. However, this
method is feasible only for large bearings in high-cost applications with circulating
oil supply systems [21].

Temperature measurement
During operation, a bearing is subjected to temperature changes due to the degra-
dation of the lubricant, the high speed of its movement and the temperature distri-
bution of the machine. Hence, temperature measurements may enable the detection
of most bearing faults, but they are detected too late to allow any action to be taken
for the recovery of the bearing. In addition, certain applications are subject to con-
straints on the maximum allowed temperature. Therefore, temperature monitoring
can provide useful additional information about the condition of a bearing [21].

Stator current
This is an non-intrusive method that does not require sensors for the generation
of a bearing signature [26]. In this method, the current and voltage of the motor
in which the bearing is mounted are monitored. This method is applicable to
induction motors and has a low signal-to-noise ratio.

The vibration and acoustic emission methods are the methods that are useful for the
detection of most typical faults in a rolling element bearing. Furthermore, the vibration
method is widely used in industry, and the interest in monitoring acoustic emissions is
increasing because of the possibility of early detection offered by this approach. Therefore,
this thesis focuses on vibration and acoustic emission signals for the detection of abnormal
conditions of rolling element bearings.

2.1.3 Predictive maintenance

Predictive maintenance is the use of condition monitoring to plan maintenance actions
that are motivated by the information collected. Thus, it strives to avoid unnecessary
maintenance actions through fault diagnostics and estimations of the remaining useful
life of machine parts. The concept behind predictive maintenance is that the operational
conditions to which a machine is subjected may be different than those for which the
machine was designed. As a result, predictions of remaining useful life should be based
on the accumulated information about the real operational conditions [18]. This mainte-
nance strategy is equally applicable to machines and bearings. Figure 2.2 illustrates how
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the remaining useful life of a bearing is extended once actions are taken to overcome a
fault. In addition, it shows how a bearing approaches the end of its life at a certain rate,
which is highly dependent on its operational conditions.
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Figure 2.2: Bearing life consumption over time under different operational conditions.
Severity assessment refers to the cumulative effect of operational conditions with respect
to bearing design. The early detection of abnormal conditions allows the life of a bearing
to be extended by means of corrective actions taken to overcome the issue. The dotted
lines represent the time to failure if no such action were taken. However, the bearing will
still progress toward its designated end of life due to fatigue.

The predictive maintenance strategy consists of three stages, as shown in Figure 2.3.
These stages are data acquisition, data processing and decision-making. During the data
acquisition stage, information about the bearing state is collected. The collected data are
pre-processed in the data processing stage to extract useful features. Those features are
then used in the decision-making stage to identify recommended maintenance actions.
Thus, in the decision-making stage, diagnosis and prognosis methods are applied to make
the necessary decisions [27].

Data acquisition

Data are collected from the bearing in the data acquisition stage. The collected data can
be of two types: maintenance event data and condition monitoring data. Maintenance
event data include everything that has happened and has been done to a bearing, such
as installation, maintenance actions, and repairs. The collection of maintenance event
data is often performed manually. Condition monitoring data include measurements from
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Figure 2.3: Information processing stages of the predictive maintenance process.
(Adapted from [28].)

the bearing, such as vibration, acoustic emission and temperature data. These data are
collected from the different sensors mounted on the bearing. All of the collected data
are typically stored in an information system such that they are readily available in later
stages of the preventive maintenance process. It is important to emphasize the relevance
of maintenance data for the success of the preventive maintenance strategy. Maintenance
data can be used to evaluate the performance of the features extracted during the data
processing stage. As a result, maintenance data can be used to improve those features
via feedback from the decision-making stage [28].

Data processing

In the data processing stage, the data collected in the previous stage are transformed into
features and indicators to be used for decision-making. Decisions about the condition of
the machine are not generated in this stage. The data processing stage is divided into two
steps: pre-processing and data analysis. The pre-processing step removes possible data
errors originating from sensor faults. The data analysis step extracts useful information
from the raw signals, through a process known as feature extraction. The selection of the
method to be used to analyze the data depends on the type of data. The data may be in
the form of scalars (e.g., temperature), waveforms (e.g., vibration or acoustic emissions)
or other multidimensional signals (e.g., X-rays) [28]. This thesis focuses on methods for
the analysis of vibration and acoustic emission signals.

Decision-making

The decision-making stage identifies the recommended maintenance actions required to
optimize the life of the bearing. Traditionally, these actions are chosen based on expert
knowledge; however, recent developments have shifted toward the automated selection of
these actions. The techniques involved in the decision-making stage can be divided into
two categories [27]:

Diagnosis
Diagnosis refers to the automated detection and classification of faults when they
occur. It involves the analysis of features to identify particular machine faults. For
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diagnostic purposes, techniques from the fields of signal processing, machine learn-
ing and pattern recognition are used. Commonly used techniques include wavelet
analysis, statistical approaches, expert systems and model-based approaches.

Prognosis
Prognosis involves the automated estimation of the remaining useful life of a bear-
ing and how likely a failure is to occur, with the goal of predicting failures before
they occur. Methods of fault prediction can be grouped into three categories:
traditional reliability approaches, condition-data-based prediction, and integrated
approaches. Traditional reliability approaches estimate the probability of failure
based on historical maintenance records of a population of identical units and pro-
vide general estimates. Condition-data-based prediction relies on models generated
based on condition monitoring data to reflect the current condition of a bearing.
Integrated approaches involve the combined use of traditional reliability models
and condition-data-based models to generate predictions [27].

2.2 Stress wave signals

When a force is exerted upon a solid, the particles at the surface move away from their
equilibrium positions. If the source of such a force is external, it is called a load, and
pressure is defined as the amount of force per unit area. According to Newton’s Third
Law, for every action, there is an equal and opposite reaction. Thus, stress is the force
that arises in reaction to pressure. Meanwhile, the relative motion of the surface parti-
cles with respect to their neighboring particles is called strain or deformation. Thus, the
neighboring particles also move away from their equilibrium positions; however, because
of inertia, the motion of the neighboring particles begins after that of the surface parti-
cles. The mechanical phenomenon that drives the oscillation of the particles from their
equilibrium positions is vibration, and the corresponding disturbance that propagates
across the solid is called a stress wave [29]. A stress wave transports energy through the
medium. In addition, a material can also release energy from within; when it does, this
phenomenon is called acoustic emission [30].

Considering the similarities between vibration and acoustic emission, this section first
presents the working definitions of both terms to be used throughout the remainder of
this thesis. These definitions are followed by a discussion of the theory of mechanical
stress waves. Furthermore, this section also discusses sources of vibration and acoustic
emissions as they pertain to a rolling element bearing. How the resulting signals are
acquired, processed and analyzed is also discussed in this section.

2.2.1 Spectrum of stress waves

Vibration is a term that is commonly used and understood by the general public. Vi-
bration refers to the oscillatory motion of a body around an equilibrium point, and the
study of vibration focuses on the forces causing that motion. All bodies with a mass that
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have a force exerted upon them will experience vibrations, and during the design of a
machine, the oscillatory motions that it will experience must be considered [31]. Accord-
ingly, every machine, while in operation, possesses a vibration signature. By monitoring
the vibration signature of a machine for any deviations, abnormal operational conditions
of the machine can potentially be detected.

Unfortunately, the term acoustic emission is not equally well understood by the gen-
eral public. Acoustic emissions are transient elastic waves generated by the rapid release
of energy from a material [32, 33]. Thus, the monitoring of acoustic emissions typically
involves the monitoring of higher frequencies in a system. Non-destructive testing was the
first application area in which acoustic emission analysis began to be adopted for wider
use. Therefore, it was work in this field that clarified the differences between acoustic
emission and ultrasound. In ultrasound analysis, an artificially generated signal travels
through a specimen and is detected by a receiver. By contrast, in acoustic emission analy-
sis, the source is located within the specimen. The specimen’s material quasi-“produces”
the signal, and the signal is detected by sensors placed on the specimen [34].

Research on acoustic emissions began before the term was coined. During the 1950s,
Josef Kaiser investigated the noises originating from within specimens during tensile tests
and Brinell tests. During his investigations, Kaiser observed significant emissions at up to
25 kHz. Furthermore, he discovered the irreversible phenomenon occurring in a material
subjected to plastic strain. This phenomenon is now known as the “Kaiser effect” [35].
In the USA, Bradford H. Schofield came upon Kaiser’s work, which he proceeded to re-
examine. He published his findings in a report entitled “Acoustic Emission under Applied
Stress” [36]. It was in this publication that the term acoustic emission was used for the
first time [37].

Acoustic emission measurement has become a widely used technique in non-destructive
testing applications for the localization of faults in metal or concrete structures. Accord-
ingly, the use of acoustic emissions for fault detection has extended to condition monitor-
ing applications. However, no common agreement exists among researchers regarding the
definition of acoustic emissions, particularly with regard to the monitored frequencies.
Figure 2.4 shows the frequency ranges considered by different researchers when defining
acoustic emissions. Most researchers consider a frequency range above 20 kHz. It is worth
noting that many researchers constrain the definition of acoustic emissions as dictated by
sensor limitations with respect to the frequency range. Among the researchers referenced
in Figure 2.4, Tan [55] is the only one who utilizes a frequency range below 20 kHz. He
argues that setting the lower limit to 5 kHz is sufficient to distinguish acoustic emissions
from the background vibration of the machine. A characteristic that is common to most
definitions of acoustic emission is that the source is located within the material.
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Author

Choudhury [38, 39]

Gross [40]

He [41, 42]

Mba [33, 43, 44]

Miettinen [45, 46, 47]

Niknam [48]

Ohta [49]

Ono [50, 51]

Petri [52]

Schnabel [53]

Taha [54]

Tan [55]

Tandon [56, 57]

Yoshioka [58, 59, 60]

1 kHz 10 kHz 100 kHz 1 MHz 10 Mhz

Figure 2.4: Frequency ranges considered by researchers who have employed the term
acoustic emission. A bar with a vertical line on only one end indicates that only a lower
limit on the frequency range was proposed.

The mechanisms of the generation and propagation of acoustic emissions and vibra-
tions are intertwined. A vibration is an oscillatory motion that, as it propagates through
a medium, results in a wave. Therefore, it is important to introduce working definitions
for vibrations and acoustic emissions. The principle adopted in this thesis is based on the
work of Schnabel [53], who proposed definitions based on the acquired signals. The sig-
nals are measured with either an accelerometer (vibration sensor) or an acoustic emission
sensor, both of which measure surface movements over time. Therefore, the conditions
to which the two terms are considered to refer are defined as follows:

Vibration
A vibration is an oscillatory motion around an equilibrium point at the surface
with a frequency lower than 20 kHz.

Acoustic emission
An acoustic emission is the result of a stress wave that produces an oscillatory
motion around an equilibrium point at the surface with a frequency higher than 20
kHz.

These definitions are used throughout this thesis.
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2.2.2 Background

The vibration and acoustic emission methods are both used in the condition monitoring
of rolling element bearings. Although this thesis is oriented toward the analysis of the
signals measured with these methods, this subsection provides a brief summary of the
underlying theory of vibrations and waves. The behavior of a wave, or an oscillating
strain moving through a material, is described in terms of several factors, which are
discussed here. The author recommends references [31, 34, 61, 62] for details on the
mathematical derivations and further details about the concepts presented here.

Simple harmonic oscillator

A classical example of vibration is an undamped harmonic oscillator, which can be rep-
resented as a mechanical system consisting of a spring and a mass. In this system, the
mass, M , is attached to a wall by a spring with stiffness K. When the system is in
equilibrium, the mass is at position x = 0. However, if the spring is stretched, the mass
will be at position x. Figure 2.5 depicts the described system.

According to Newton’s Second Law, the acceleration, a, of an object due to an applied
force is proportional to the net force, in the same direction as the net force, and inversely
proportional to the mass of the object. The representation of this law for the one-
dimensional case is

Fnet = Ma = M
d2x

dt2
, (2.1)

where t is time. Meanwhile, the other force acting in the spring-mass system is related
to Hooke’s law. Hooke’s law states that the force needed to extend or compress a spring
over some distance x is proportional to that distance. This is represented as

FHooke = −Kx, (2.2)

where K is the spring constant. Because we consider the frictionless case, there are no
other forces acting on the system, and the net force, Fnet, is equal to the Hooke’s force,
FHooke [61]. As a result, the sum of all forces acting on the spring-mass system is

M
d2x

dt2
+Kx = 0. (2.3)

Upon solving Eq. (2.3) for a general solution, the result is

x(t) = A sin(ω0t+ φ), (2.4)

where A is the amplitude, φ is the phase shift, and ω0 is the angular frequency, which is
given by

ω0 =

√
K

M
. (2.5)
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Figure 2.5: Simple harmonic oscillator. There is no friction acting on the oscillator,
resulting in an undamped system.

The behavior of the spring-mass system is described by Eq. (2.4). The same system
can also be used to describe, in a simplified form, the vibration of an object of mass M .
Any machine in motion possesses a vibration signature that can be described based on
the same principle discussed here by considering the forces acting on it.

Wave motion

A wave motion in one dimension can be described in similar terms to the previous spring-
mass system. The wave motion can be represented as N masses connected by massless
springs of length h. The total mass of the system is given by

M = m0 +m1 + ...+mN , (2.6)

and if the total spring constant of the system is K, then each individual spring has a
spring constant of K/N . Figure 2.6 shows all of the elements that form the wave.

The wave equation in one dimension is [31]

∂2Ψ

∂t2
= υ2∂

2Ψ

∂x2
, (2.7)

where Ψ(x, t) is the wave function and υ is the wave velocity. This means that when
the wave moves through a medium, it has both a spatial and a temporal component.

Figure 2.6: A wave can be represented as an array of N masses connected by massless
springs.
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The number of solutions to Eq. (2.7) varies. The solution to the wave equation in one-
dimensional space is

Ψ(x, t) = A cos(ωt− kx+ φ), (2.8)

where A is the amplitude, ω is the angular frequency, φ is the phase shift, and k is the
wave number. The wave number is given by 2π

λ
, where λ is the wavelength and represents

the number of waves that can fit within a given distance. The relationship between the
wave velocity, angular frequency and wavelength is given by

υ =
λω

2π
. (2.9)

Equation (2.8) corresponds to a one-dimensional wave, such as a vibrating string.
The wave motion problem extended to three dimensions describes a spherical wave front
originating at a particular point in a medium. The wave front is the boundary between
the disturbed and undisturbed particles in the specimen. When the spherical wave front
expands, the wave problem can be simplified by considering the wave as a plane wave.

The similarity between Eq. (2.4) and Eq. (2.8) shows that the two systems are es-
sentially the same, although the latter has some additional complexity. The complexity
of the equation increases with the number of dimensions considered in the problem and
with the addition of more factors that affect the motion of the wave.

Material characteristics

Each material is characterized by a unique relationship determining the amount of stress
required to cause material deformation, also known as strain. This relationship can
be illustrated in the form of a stress-strain diagram, an example of which is shown in
Figure 2.7. The stress is measured in units of pressure, as a function of the load to
which a specimen is subjected. Meanwhile, the strain is measured with respect to length,
because it is a deformation. The conventional measures represented in a typical stress-
strain diagram are the load divided by the cross-sectional area (in the case of stress) and
the elongation divided by the initial length (in the case of strain). While the material
remains within the elastic regime, it will return to its original shape after the applied load
is removed. This type of deformation is known as elastic deformation. Once the material
moves into the plastic regime, it will not return completely to its original form after the
load is removed. This is known as plastic deformation. The specimen is approaching
its yield strength point when the strain is observed to be increasing rapidly without a
corresponding increase in stress. After the yield point is crossed, the behavior of the
material shifts from the elastic regime into the plastic regime. Finally, fracture occurs
when the specimen undergoes excessive deformation and breaks down [7].

The scenario considered in this thesis is a wave traveling in a bearing, which is a solid
medium. A wave may travel through any type of medium, but the behavior of the wave
depends on the characteristics of the material it is crossing. The transmission of a wave
along the particles of a material is influenced by the strength of the particle coupling
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Figure 2.7: Strain-stress diagram indicating the deformation regimes of a material. The
yield strength point is the point at which the deformation behavior of the material tran-
sitions from the elastic to the plastic regime.

and by the particle mass. When the atomic mass is higher, a larger force is required to
produce the same acceleration, whereas the coupled motion of the atoms is related to
the force between neighboring atoms. Therefore, it is the density of a material that is
related to the wave motion. This relationship is given by

vi =

√
Ci

ρ
, (2.10)

where vi is the wave velocity, Ci is the elastic constant related to the specific type of
wave, and ρ is the density of the material [63].

In addition to the material’s density, the impedance is another material property that
affects the wave motion. The impedance of a material is described by

Zi = ±ρvi (2.11)

for a plane wave, where the plus/minus sign refers to the direction of propagation of
the wave. The impedance establishes the relationship between the acoustic pressure of
the medium and the velocity of the wave. The quantity Zi is commonly known as the
characteristic impedance of the medium [31].

Dispersion and group velocity

When a wave travels across an infinite volume, the phase velocity and the wave veloc-
ity are the same, and both are independent of frequency. However, when the medium
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in which the wave is traveling is constrained, the phase velocity becomes a function
of frequency. This phenomenon is called dispersion, and it occurs when the physical
dimensions of the medium are within an order of magnitude of the wavelength [63].

Acoustic emissions are not continuous waves but rather packets of waves. Conse-
quently, an acoustic emission signal will look different depending on where the sensor is
located. The implication is that the energy in the wave travels with the group velocity
and not the phase velocity. The phase velocity is obtained by rewriting Eq. (2.9) as

vphase =
ω

k
, (2.12)

whereas the derivative of ω is the group velocity:

vgroup =
dω

dk
. (2.13)

In a bearing, which is a constrained medium, the group velocity is typically lower than
the phase velocity [63].

Attenuation

As a wave propagates in a three-dimensional medium, the energy per unit volume de-
creases. In the absence of a dissipation mechanism, the total energy content remains
constant as the wave propagates farther from its source. However, because the wave
covers an increasingly larger volume, the energy per unit volume is correspondingly less.
In this scenario, the rate of decrease is entirely dependent on the distance [63].

In addition, a wave may be subjected to dissipation or scattering as it propagates.
Dissipation involves the conversion of acoustic energy into thermal energy, whereas scat-
tering is the redirection of some amount of energy into another direction. The resulting
decrease in the wave amplitude can be expressed as

A = A0e
−αx, (2.14)

where α is an attenuation constant per unit length [31].

Interfaces

An interface is a boundary between two different materials. When a wave arrives at an
interface, part of it is reflected back and another part is transmitted. The intensity of
the reflected component is

AR =
(Z1 − Z2)

2

(Z1 + Z2)2
, (2.15)

and the intensity of the transmitted component is

AT =
4Z1Z2

(Z1 + Z2)2
, (2.16)
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where Z1 and Z2 are the impedances of the materials [63]. These relationships hold only
when the wave arrives perpendicular to the interface.

Snell’s law describes the relationship between the angles of reflection and transmission
of a wave. This law states that

sin θ1
sin θ2

=
v1
v2
, (2.17)

where θ1 is the angle of incidence, θ2 is the angle of refraction, and v1 and v2 are the
phase velocities of the materials [64].

2.2.3 Sources of stress waves

A rolling element bearing possesses a vibration signature that is the result of typical im-
perfections, the degradation of the rolling surface and the cyclic load. This signature is
further modified by the structure of the machine, the transmission path and other com-
ponents of the machine in which the bearing is mounted. Meanwhile, acoustic emissions
occur as the result of deformation processes occurring at the micro level in the material,
which are influenced by different factors during the operation of a bearing. Consequently,
vibration and acoustic emission signals are complex and non-trivial to analyze in general.

Sources of vibration

The amplitude and other characteristics of vibration are affected by several factors, such
as the energy content of the eventual impulses, the construction and geometry of the
bearing, and the measurement location. In addition, the vibration of a bearing is the
result of surface interactions in the form of rolling and sliding movements. Vibration
sources belong to the following categories [65]:

Variable compliance Vibrations result from the application of an external load to a
discrete number of rolling elements. The positions of the rolling elements with
respect to the line of action of the load vary continuously with time, resulting
in relative movements between the inner race and the outer race due to elastic
deflection at the raceway contacts.

Geometric imperfections The form and surface finish of the bearing components de-
pend on the accuracy of the manufacturing process. This process can result in
geometric imperfections that produce vibration signals. These geometric imperfec-
tions can be classified into two categories.

Surface roughness Surface imperfections with a size on the order of the contact
width or less contribute to surface roughness. Imperfections of this type can
produce high levels of vibration when the thickness of the lubricant film is
smaller than the surface roughness, which results in metal-to-metal contacts.
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Time

0

Continuous AE

0

Burst signal

Figure 2.8: Examples of burst and continuous acoustic emission (AE) signals. The low-
level amplitude of the burst signal is near the overall level of the continuous signal.

Waviness Surface imperfections that are larger than the contact width contribute
to surface waviness. In the case of this type of imperfection, the rolling ele-
ment tends to follow the surface contour, and the level of vibration produced
depends on the load and rotational speed.

Discrete defects These are commonly produced during the handling of a bearing. Dis-
crete defects are the result of poor assembly, installation, operation, and mainte-
nance operations. They can take a large variety of forms and therefore are difficult
to detect in some cases.

Sources of acoustic emission

Acoustic emissions may be divided into two classes. One class consists of individual burst
emissions, which are intermittent and have higher amplitudes than continuous emissions.
Such an emission shows a sharp rise and an exponential decay and is typically produced
by crack growth [32]. The other class includes wave emissions that are continuous and
have low amplitudes at all times. Typically, they are produced by plastic deformation in
a material [66]. Figure 2.8 shows examples of both classes of emissions.

An acoustic emission is an elastic wave that propagates through a solid medium
via the displacement of material layers. Waves that move with dimensions larger than
the acoustic wavelength are called bulk waves. Bulk waves can be further categorized
into P-waves and S-waves. P-waves, also known as longitudinal waves, oscillate in the
direction of wave propagation. Meanwhile, S-waves, or transverse waves, oscillate in a
direction perpendicular to the wave propagation. Every wave contains a longitudinal and
a transverse component, which travel with different velocities. In addition, depending
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on their location, waves may be classified as body waves or surface waves. A body
wave moves through the interior of a material. By contrast, a surface wave travels
along the surface of the material or at an interface with another material. Additionally,
surface waves may be further divided into two main categories. These categories are
Love waves and Rayleigh waves. Love waves oscillate in parallel to the surface. Rayleigh
waves oscillate perpendicularly to the surface [63]. Figure 2.9 illustrates the displacement
patterns of longitudinal, transverse and Rayleigh waves.

In a rolling element bearing, the rolling element moves along the raceway of the
ring. The rolling element and the raceway are separated by a lubricant oil layer to avoid
direct metal-to-metal contact. The type of contact formed between the element and the
raceway is called an elastohydrodynamically lubricated (EHL) contact, and it occurs on
non-conformal surfaces (surfaces that do not fit well together) in relative motion. The
stress in the lubricant film typically exceeds 1.4 GPa and, in some applications, can reach
up to 3.5 GPa [18]. The sources of acoustic emission described here are constrained to
the possible sources that may arise at single-point EHL contacts, such as those of a ball
roller in a rolling element bearing. These possibilities include the following:

Sliding surfaces Elastic waves may be generated by the interaction between asperities
on sliding contacts, even when both surfaces are lubricated [67].

Transient force Elastic waves may be generated by the elastic deformation of the sur-
face, which is caused by a force acting on a specific point and varying over time [68].

Plastic deformation Elastic waves may be generated as a result of the plastic de-
formation caused by the rapid movement of grain boundaries. These movements
occur in the subsurface region and result from residual stresses during the fatigue
process [69].

2.2.4 Data acquisition

A sensor is a device that turns a physical measurement into an electrical signal. Trans-
ducers are a class of sensors that, in addition to the element that converts the physical
characteristic being measured into an electrical signal, include a conditioning circuit that
ensures that the output signal is sufficiently strong. A vibration sensor detects motion
by measuring displacement, velocity or acceleration. Thus, vibration sensors can be
classified as follows [70]:

Displacement probes A displacement probe is a non-contact sensor that uses changes
in the eddy current to measure the gap between the probe tip and the surface to
be measured. Such probes have good frequency response and no lower frequency
limit.

Velocity sensors Velocity sensors are typically used in applications that require low- to
moderate-frequency measurements. These sensors can be of two types. One type is
a self-generating velocity sensor that uses a coil or magnet to generate the velocity
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Figure 2.9: Displacements caused by acoustic waves in a material. The dotted lines
represent the nominal positions of the material layers. A Rayleigh wave is a type of wave
that includes both longitudinal and transverse motions.

signal. The other type, which is more common, is a piezoelectric transducer that
uses an internal integrated accelerometer to measure the velocity.

Accelerometers An accelerometer is the most common type of sensor used to measure
vibration. It is a piezoelectric transducer that uses a crystal or ceramic component
to correlate the electrical charge with the amount of strain.
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(a) Vibration sensors (b) AE sensor

Figure 2.10: Sensors used in the acquisition of vibration and acoustic emission (AE)
signals. (Courtesy of SKF and Mistras.)

Acoustic emission (AE) sensors are used in the detection of acoustic emissions. Such
a sensor is a piezoelectric transducer that converts the energy carried by a stress wave
into an electrical signal. The piezoelectric element is mounted in a metal cylinder to
provide protection from electromagnetic interference [71].

Figure 2.10 shows several examples of vibration and acoustic emission sensors. Care
must be taken when attaching these sensors to a machine, especially in the case of AE
sensors, to reduce signal losses due to mounting issues. Vibration sensors can be mounted
on a machine using magnets, adhesives or threaded studs, whereas AE sensors are at-
tached to a machine using a couplant that reduces the losses at the transducer/material
interface. The most commonly used couplants are oils and adhesive epoxies such as Dow
Corning resin [71].

The sensors are typically connected to pre-amplifiers or charge amplifiers. The voltage
measurements obtained from these sensors are sensitive to the cable length because of
the capacitance effects of the cable. Therefore, an amplifier is used to convert the charge
on a high-impedance input to a proportional voltage on the low-impedance output of the
amplifier [17].

2.2.5 Signal processing and analysis

The analysis of a vibration or acoustic emission signal involves the measurement of waves
as detected at a particular location. Care must be taken in the selection of the location
where the sensor is installed because this affects the amount and quality of information
that is generated [72]. Traditionally, vibration measurements are performed in three
directions: two radial directions (X and Y) and the axial direction. These measurements
may be performed at multiple locations using several accelerometers or at a single location
using a tri-axial accelerometer [65]. The measurement of acoustic emissions requires great
care in the selection of the sensor location to reduce the number of possible interferences,
such as multiple interfaces, which may affect the sensor readings. In addition, it is
possible to identify the location of the source of acoustic emissions; however, the number
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Figure 2.11: System response. A recorded signal is the product of the transfer functions
related to the source, propagation medium, sensor and electronics.

of sensors must be at least equal to the number of unknowns (spatial coordinates plus
time) [73].

The information recorded by a sensor is the result of multiple processes that modify
the signal. The signal is affected by the propagation medium, the sensor and the instru-
ment electronics. Thus, the recorded signal is not the same as the original source signal.
All these effects can be represented with individual transfer functions. By identifying
the transfer functions corresponding to all effects and removing them from the recorded
signal, the source signal can in principle be identified. Figure 2.11 presents a diagram of
all of the transfer functions affecting an acoustic emission signal [51]. Likewise, vibration
signals face a similar scenario, although the effects due to the propagation medium are
less significant than in the case of acoustic emission signals.

There are several methods that can be used for the analysis of wave signals from
rolling element bearings. Concerning vibrations, Patidar and Soni [19] present a general
overview of techniques that are applicable for the diagnosis of rolling element bearings;
meanwhile, Yang, Mathew and Ma [74] focus on vibration monitoring techniques intended
only for feature extraction. Concerning acoustic emissions, a complete overview of all
commonly used analysis methods is provided by Grosse [34]. Here, I present a brief
overview of these techniques. The methods are classified based on the domain in which
the analysis is performed.

Time-domain techniques

In the analysis of vibration signals, the simplest feature extraction approaches rely on the
calculation of the root mean square (RMS) and the crest factor. The crest factor is the
ratio of the peak value to the RMS value of the acceleration [38]. The information that
can be obtained about eventual faults is limited, and fault detection is difficult. However,
these measurements can be used as part of a trend analysis, in which increasing values
may be seen as indicative of the deterioration of the machine [65].

Another approach to the study of vibration signals in the time domain is related to
the analysis of statistical moments, defined as

Mx =

∞∫
−∞

xnP (x)dx, n = 1, 2, 3, . . . ,m, (2.18)
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Figure 2.12: Conventional parameters used in acoustic emission analysis. (Adapted from
Grosse and Ohtsu [34].)

where P (x) is the probability density function of the instantaneous amplitude x [38].
The most commonly used statistical moments are the following:

First moment: Mean value.

Second moment: Variance.

Third moment: Skewness.

Fourth moment: Kurtosis.

The odd-numbered moments are related to the position of the peak value of the proba-
bility density function with respect to the mean value, and the even-numbered moments
describe the characteristics of the spread of the distribution [75]. Mathew and Alfredson
[76] have argued that the kurtosis is the most useful moment. Theoretically, an un-
damaged bearing posses a kurtosis value of 3, whereas a value well above 3 may be an
indication of failure.

The shock pulse method (SPM) is a widely used technique in industry. This technique
is based on an accelerometer that is tuned to a resonant frequency, normally 32 kHz. The
number and maximum value of pulses resulting from structural resonances are measured,
which, in turn, provide an indication of the bearing condition [77]. This technique has
not been widely studied in academia, although it is briefly discussed in certain overview
articles [38].

Typically, in the analysis of acoustic emission signals in the time domain, a parametrized
approach is employed in which the behavior of each parameter is used to diagnose differ-
ent conditions [34]. Figure 2.12 illustrates how each of the parameters is related to the
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characteristics of an acoustic emission signal. The most commonly used parameters are
described below:

Ring down counts This parameter is insensitive to load but is influenced by rotation
speed [41]. The number of counts increases sharply during incipient damage com-
pared with larger defect sizes [39]. The value depends on the signal frequency and
on the amplitude of AE hits [55].

Hits A hit is a group of ring down counts that represents a wave. Hits are useful for the
detection of initial damage and for defining the size of damage during propagation
[60].

Peak amplitude This parameter reflects the intensity of the source that generated the
AE. The amplitude increases with increasing defect size while showing no substan-
tial increase with increasing load at low to regular speeds [57, 78].

Rise time The rise time is the time required to reach the peak amplitude value from
the first crossing of a specified threshold level. It may be used to infer the extent
of damage [55].

Area under the amplitude-time curve This parameter has been proposed as an al-
ternative to the ring down counts to overcome the disadvantages of the latter,
considering that it shows a rapid increase for defects larger than approximately 0.5
mm [55].

RMS voltage This RMS value exhibits positive correlations with load and defect sever-
ity [23].

Crest factor The crest factor is the ratio of the peak value to the RMS value of the am-
plitude. Measurements of this characteristic have shown limited success in enabling
the detection of localized defects [38].

In addition, when applied to acoustic emission signals, the statistical moments discussed
above have shown greater sensitivity during the onset and growth of defects compared
with the corresponding moments of vibration signals [23]. However, the estimated mo-
ment values are affected by the shaft speed [24].

Frequency-domain techniques

Frequency-domain analysis techniques are more popular for the analysis of vibration
signals because they offer the possibility of addressing periodic events produced by race
defects. For instance, localized defects in a bearing produce specific defect frequencies.
These defect frequencies can be calculated using the following formulas [13, 19]:

Ball pass frequency of outer race (BPFO):

f(Hz) =
nfr
2

{1− d

D
cosφ}. (2.19)
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Figure 2.13: Graphical descriptions of the variables used for the calculation of the char-
acteristic bearing defect frequencies.

Ball pass frequency of inner race (BPFI):

f(Hz) =
nfr
2

{1 + d

D
cosφ}. (2.20)

Fundamental train frequency (FTF):

f(Hz) =
fr
2
{1− d

D
cosφ}. (2.21)

Ball (roller) spin frequency (BSF):

f(Hz) =
D

2d
{1− (

d

D
cosφ)2}. (2.22)

Here, n is the number of rolling elements and fr is the shaft speed. Refer to Figure 2.13
for the definitions of D, d and φ.

The use of frequency-domain techniques is further facilitated by the fast Fourier
transform (FFT), which enables the efficient acquisition of the frequency spectrum. A
straightforward analysis technique is to directly compare the signal spectrum with the
characteristic bearing defect frequencies described in Eq. 2.19–2.22. Such a comparison
yields indications that can be used in the localization and identification of faults. How-
ever, direct comparison is only successful for the detection of large defects; smaller or
distributed defects are challenging to detect using this method [38, 56].

Currently, the High-Frequency Resonance Technique (HFRT), also known as the en-
velope technique, is the most widely used method in the analysis of vibration and acoustic
emission signals[79, 80]. In this method, the frequency band in which resonances occur is
extracted by filtering, rectifying and demodulating the wave signals. The FFT is applied
to the resulting signal, and the output signal is displayed in the frequency domain. Fig-
ure 2.14 presents a diagram of the overall process. The original purpose of this technique
was to shift frequency analyses from a high range of frequencies to a lower range [81].
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Figure 2.14: Block diagram of the envelope analysis method.

This technique is a successful means of identifying localized faults but is less so for the
identification of generalized faults [38, 82].

The wavelet transform is a technique in which the joint time-frequency domain is
considered for signal analysis. This technique is used for the analysis of both vibration
and acoustic emission signals. The motivation for a joint time-frequency approach is the
assumption that the signals exhibit time-varying statistics that need to be considered to
ensure the proper diagnosis of the bearing condition. In addition, an approach based on
the joint time-frequency domain can reduce the influence of effects due to the rotational
speed. This technique has been successfully used for in the detection of both localized and
generalized defects based on vibration signals [83, 84]. However, simultaneous increases
in load, speed and defect size can cause the energy to shift into a higher frequency
range [42].

Other techniques based on the joint time-frequency domain that have been used in
the analysis of acoustic emission signals include spectral kurtosis and cyclostationarity.
Spectral kurtosis has been shown to yield an improved signal-to-noise ratio for defective
bearings compared with wavelet analysis [85]. Cyclostationarity has been considered
for improved detection capabilities compared with traditional spectral envelope analysis
based on raw signals or time-domain parameters. However, its application has remained
limited to the detection of outer race defects [86].



Chapter 3

Feature Extraction and
Anomaly Detection

“Coming up with features is difficult,
time-consuming, requires expert knowledge. Applied
machine learning is basically feature engineering.”

Andrew Ng

Two key aspects of machine learning methods are adaptation and generalization.
Adaptation requires that the system implementing the machine learning process can
adapt to improve its accuracy. This enables improvement through repetition. General-
ization is the application of what the system has already learned to data with related
characteristics. These two concepts can be combined to form a loop, and with more data,
the system can perform a more accurate analysis of new data [87].

One approach to machine learning is the descriptive or unsupervised learning ap-
proach, where the aim is to identify patterns in the input or input-output data that
satisfy specific constraints [88]. Many machine learning methods and algorithms have
been inspired by biological or evolutionary processes. One motivation for using such
inspiration is the challenge to address uncertainty [89].

Typically, a machine learning process includes the steps illustrated in Figure 3.1.
When this process is applied to the problem of fault detection in rolling element bearings,
the signal could be, for example, vibration or acoustic emission data, and the output
will include information about the condition of the bearing and machine. The feature
extraction stage refines the structure of the data, and the model and classification stages
identify patterns in the set of features to allow them to be grouped together and classified
[74]. The work presented in this thesis focuses on the feature extraction stage. In
particular on how feature learning can be used for the detection of anomalies, and changes
in the condition of a rotating machine.

The discussion in this chapter is divided into four sections. First, I briefly introduce
different machine learning approaches and outline how they have been used to address
the problem of fault detection in rolling element bearings. Second, I introduce feature
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Figure 3.1: Stages of machine learning.

engineering and describe the role of feature extraction in the machine learning process.
Third, I provide a brief overview of anomaly detection and discuss related challenges.
Finally, I discuss unsupervised feature learning approaches and how they can be used for
the detection of abnormal conditions of rolling element bearings.

3.1 Machine-learning approaches to condition

monitoring

The discussion in this section focus on machine learning methods that have been used
to address the problem of fault detection in bearings. These studies often focus on
vibration data or, in a few cases, acoustic emission data. The model output depends on
the problem being investigated. In some cases, the output is the location of the fault
(e.g., inner race, outer race or rolling element). In other cases, the output is simply a
classification of whether a fault exists. However, in most of the studies in this area, the
focus is on identifying localized bearing faults in controlled experiments.

3.1.1 Artificial neural networks (ANNs)

Artificial neural networks (ANNs) were initially inspired by the qualitative function of
neurons and the nervous system. Each neuron defines a node that is connected to other
neurons through weighted connections; thus, ANNs can be regarded as weighted graphs.
A network is formed by an input layer for the data, an output layer, and one or more
hidden layers between the input and output layers. The output of an ANN depends on
the application of the network. For further details about ANNs, refer to [90].

The input to an ANN may consist of features that have been manually selected from
the time domain, the frequency domain or a combination thereof. The output dimension
depends on the number of neurons in the output layer of the ANN. Typically, ANNs,
like multi-layer perceptron (MLP) networks, are trained using the back-propagation al-
gorithm [90]. One basic ANN model is investigated by Samanta and Al-Balushi [91].
They use the first five statistical moments of vibration signals as inputs to a five-neuron
input layer. The output layer consists of two neurons that determine whether a fault
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exists in a bearing, but the neurons do not provide information about the type of fault.
A greater number of features can be considered by increasing the number of neurons
in the input layer. Similarly, by increasing the number of neurons in the output layer,
it is possible to classify multiple fault conditions. An example is the use of frequency
spectra as input and six neurons in the output layer for the classification of localized
and generalized faults in either the inner race, the outer race or the rolling elements
[92]. The accuracy and performance of ANNs can be improved by modifying the input
features or the activation function used. Cococcioni et al. [93] showed that by using a
radial basis function network instead of an MLP, improved results are obtained when
classifying faulty and healthy states of two bearings in a single machine. Furthermore,
distinguishing between localized and generalized defects is possible when using a linear
or quadratic discriminant classifier for the selection of the input features [94] instead of
manually selecting them.

Improved computation and memory capacities has enabled the use of ANN with
more neurons and hidden layers, and processing of larger datasets, leading to the devel-
opment of deep learning [95]. The idea behind deep learning is to increase the number
of processing layers, thereby improving the regression and classification capability of the
network. An overview of deep learning is provided by Schmidhuber [96]. The availability
of increased memory and processing capabilities have made it possible to consider also
acoustic emission signals for classification the condition of rolling element bearings. For
example, He and He [97] used the frequency spectra of acoustic emission signals to classify
different fault conditions of a bearing depending on the location of the fault. The deep
learning method they used is called large memory storage and retrieval (LAMSTAR).

3.1.2 Support vector machines (SVMs)

Support vector machines (SVMs), also known as “large margin classifiers”, is a method
used to define a decision boundary that can be used to separate data into two classes.
Thus, an SVM can in principle be used to produce an output that distinguishes the
signal from a healthy bearing from a faulty one. In addition, multi-classification can be
achieved using a “one-vs.-all” strategy in which each class is compared against all others.
Burges [98] provides a detailed tutorial about SVM.

The SVM is a supervised learning method that requires labeled training data. A
simple scenario is the classification of healthy and faulty conditions based on experimental
data. The main challenge is the selection of suitable features that make classification
possible [99, 100]. Multi-classification with SVMs and a binary tree can be used to
detect additional fault cases. For example, a binary tree with five levels can be used to
detect six different types of faults in a bearing [101]. Gryllias and Antoniadis [102] use
simulation data from a model to train a multi-class SVM. They use a two-level binary
tree to classify the bearing as healthy or faulty at the first level and as having an inner-
or outer-race fault at the second level.

The research on the use of SVMs with acoustic emission data is rather limited com-
pared with the number of studies on the use of vibration signals. Kang et al. [103] use
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the “one-vs.-all” strategy to classify different types of faults based on acoustic emission
signals. A genetic algorithm is used to select features from a wavelet transform, and an
SVM is used to perform fault classification according to the location and size of seeded
spalls in a bearing.

3.1.3 Comparison: ANNs vs. SVMs

ANNs and SVMs have been considered in numerous comparisons including different con-
dition monitoring tasks. Table 3.1 presents a summary of some of these comparisons,
including the success rate and a description of the features used as input. The compar-
isons are performed using vibration signals. The main difference between these studies
is the selection of the features, rather than the details of how the classifiers are trained.
The number of chosen features may have an effect on the classifier performance, but the
selection of features has the greatest impact on the results.

3.2 Feature engineering

The success of a machine learning technique typically depends on adequate feature selec-
tion, as demonstrated by Table 3.1. Therefore, it is important to define the term feature
as it is understood in the machine learning community. A feature is any individual
“measurable characteristic” that is particularly effective for modeling or classifying a sig-
nal [109]. The number of potential features to choose from is infinite in principle. Thus,
a strategy is required for an appropriate selection of the number and type of features to
be used. Feature engineering is the process where domain knowledge and data analysis
tools are used to choose the features to serve as the basis for an application of machine
learning. The success or failure of a machine learning project is largely dependent on the
features used [110].

However, the number of features used does not directly determine the success of a
machine learning method because adding additional features that are poorly adapted
to the task typically make the feature set worse. The number of features used affects
the amount of data required to train the machine learning model. This phenomenon is
related to the curse of dimensionality and it implies that the upper limit on the number
of features that can be used without causing the performance of the model to degrade
is related to the amount of data used [88]. This reinforces the importance of a proper
selection of the features to be used. Two principal approaches to feature engineering are:
feature selection and feature extraction.

3.2.1 Feature selection

In feature selection, a subset of the available features is selected without transformation
of the data. Technically, feature selection is a special case of feature extraction, which
is preferred in some applications. For instance, an application may require that the unit
of measurement be retained to generate training rules. The motivation behind feature
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Table 3.1: Comparison of results obtained with artificial neural networks (ANNs) and
support vector machines (SVMs). The numbers in parentheses indicate the number of
features considered.

Success rate (%)
Authors Input features ANN SVM

Statistical time
Tyagi and Panigrahi [104] domain (5), 84.38 (10) 93.75 (10)

Wavelet (5)
Total: 10 features
Statistical time

Dou and Zhou [105] domain (6†), 94.38 (11•) 99.69 (11•)
Spectral (5†) 90.00 (11•) 96.67 (11•)
Total: 11 features

Kankar et al. [106]
Time domain (6�),
Speed, Load

71.23 (14) 73.97 (14)

Total: 14 features
Statistical time 85.06 (45) 98.61 (45)

Samanta et al. [107] domain (45) 99.31 (3*) 98.61 (3*)
Total: 45 features 100 (6*) 100 (6*)
Statistical time const. width: 85.3 (156)

Jack and Nandi [108] domain (90), 97.5 (156) const. width: 98.6 (4*)
Spectral (66) 100 (4*) av. width: 79.4 (156)
Total: 156 features av. width: 99.2 (6*)

† Input features selected using empirical mode decomposition (EMD)
• Results for two different bearings
� Features taken from horizontal and vertical responses

* Input features selected using a genetic algorithm

selection is to remove irrelevant and/or redundant information. Irrelevant features can
be removed without decreasing the learning performance. Notably, two features that are
relevant when considered individually might together be redundant, meaning that the
removal of one will not decrease the learning performance [111].

The feature selection process can be performed in different ways. For example by
ranking, via scoring, of the features according to some particularly relevant property of
the attributes/data. Thereafter, some of the top ranked features are selected. Another
procedure is to select a subset of the features, which may exclude relevant features that
are redundant, to improve the usefulness to the task at hand. During feature selection,
it is important to pay careful attention to potential causal relationships between features
to avoid experimental artifacts. Further details about feature selection are provided by,
for example, Guyon and Elisseeff [112].
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3.2.2 Feature extraction

The aim of feature extraction is to determine a set of particularly useful and measurable
characteristics of the data given the task at hand. The terms feature and dimension
are sometimes used interchangeably, considering that n features of an object can be
represented as a point in an n-dimensional space. Thus, the terms feature extraction
and dimensionality reduction are also used interchangeably [111]. Methods for feature
extraction can be categorized into at least two types: feature selection, which was de-
scribed in Section 3.2.1, and feature projection. Feature selection can be considered as
a separate approach. Thus, it is often assumed that feature extraction refers to feature
projection. Dimensionality reduction is achieved by transforming/projecting the data of
interest into a lower-dimensional subspace [88], where the transformed coordinates can
be used as features.

Methods for feature projection typically involve some kind of analysis of correlations
between different dimensions of the data with the goal to project the data to a lower-
dimensional space where the variables are uncorrelated but still describe the essence of
the data. By reducing the dimensionality of the space, a dataset can be compressed and
the variance due to irrelevant degrees of freedom can be reduced as compared to the
case in the original higher-dimensional space. Thereby, the resulting features are more
useful when used in, for example, classification tasks. It also improves the possibilities
to visualize the data by projection to a two- or three-dimensional space [111].

Dimensionality reduction techniques

The most widely known dimensionality reduction technique is principal component anal-
ysis (PCA). PCA transforms a set of input data into a new basis in which the basis vectors
account for the majority of the variance in the data, such that each successive direction
represents the next highest variance possible [113]. The basis vectors are called principal
components. Sometimes, PCA is used for feature extraction in machine learning. Then,
methods such as ANNs or SVMs are applied to the project data for fault classification.
Malhi and Gao [114] compare the training error obtained when considering a full set of
features taken from time and frequency domains versus a subset of features extracted
with PCA. The results obtained using the two feature sets show that a lower training
error is obtained with the PCA-based features. Zhang et al. [115] use PCA to eliminate
redundant data dimensions and use the remaining features as input to an SVM to classify
healthy and faulty bearings.

Another dimension reduction technique is locality preserving projection (LPP). In
LPP, local information is extracted such that the neighborhood structure of the data is
preserved [116], as opposed to PCA, where the global structure of the data is considered.
Yu [117, 118] investigates the use of LPP feature extraction for classification of bearing
faults using the K-means algorithm, which is a well-known clustering technique. Building
on the work of Yu, Li et al. [119] further develop this feature extraction technique so
that it preserves the local structure of the data while maintaining the distances between
elements that are not in the same neighborhood.
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Independent component analysis (ICA) is a well-known method used to solve blind
source separation problems. The technique separates multiple sets of one-dimensional
mixed signals into independent signals [120, 121], thus requiring at least the same number
of mixed signals as the number of independent signals to extract. Miao et al. [122]
investigate the use of ICA to find the characteristic defect frequencies of a bearing from
a vibration signal. Similarly, Mahvash and Lakis [123] use ICA to separate the signals
from four accelerometers mounted on a two-bearing system and thereby identify the
characteristic frequencies of the two bearings.

3.3 Anomaly detection

The variety of observed faults in rolling element bearings is large, and faults appear
sporadically. Furthermore, the characteristics of the faults depend on the details of
the fault location and type, and on the operational parameters. Thus, it is relevant to
detect whenever a machine is not matching the expected operational behavior. Anomaly
detection is the general problem to detect an event or behavior that deviates from what
it is considered normal. The objective is to detect anomalies even when the system has
not been subject to such abnormal operational conditions before [124]. Thus, anomaly
detection can include both outlier detection and change detection.

Outlier detection
An outlier is an observation or set of observations that deviates significantly from
what it is considered normal. The definition of normal behavior is related to how
the data are distributed, which is typically determined based on historical data.
An outlier detector can either compare new observations to the overall model dis-
tribution, or to the distribution of a subset of the most recent observations. If the
difference between a new observation and the model is significant, then the detector
will consider that observation to be an outlier. The outlier detection problem can
be approached in several different ways. One approach is to model only the normal
behavior. Another approach is to model both normal and abnormal behavior. A
survey of outlier detection methods is provided by Hodge and Austin [125], whereas
Gupta et al. [126] present a survey of outlier detection for temporal data.

Change detection
Change detection is the problem to detect when the probability distribution of a
random variable or time series changes. Generally, new observations follow a se-
quential order in time series data streams. A change point is a transition between
different distributions of the data. Such a change in the data may be due to an
abnormality or previously unobserved but normal changes in the system that is pro-
ducing the data. The main characteristic of this type of detection is that the change
is persistent and not limited to a single outlier or set of outliers. Aminikhanghahi
and Cook [127] summarize different methods of change point detection.

The anomalies that appear in data streams can be classified into three types [128]:



44 Feature Extraction and Anomaly Detection

Figure 3.2: Examples of different types of anomalies.

Point anomaly
A point anomaly is an individual measurement that does not match the distribution
of the rest of the data. This is the simplest and perhaps most common type of
anomaly.

Contextual anomaly
An anomaly of this type is also known as a conditional anomaly, and it refers to a
measurement that is anomalous in a specific context but not in others. The context
is defined by the overall or local structure of the data. In this case, an individual
measurement may be considered normal under certain conditions but anomalous
in other conditions.

Collective anomaly
A collective anomaly occurs when a group of measurements are anomalous with
respect to the normal distribution of the data. An individual measurement is
not a collective anomaly by itself. However, when the individual measurement
is considered with a group of measurements, the set of measurements can be a
collective anomaly.
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Figure 3.2 shows examples of the different types of anomalies. Typically, a mechanical
system, like a bearing, is subject to contextual or collective anomalies, given the na-
ture and the temporal aspect of the data available from the sensors that monitor these
systems [129].

A system that has been operating for a long period of time will undergo changes due
to the natural wear of the system. Concept drift refers to a change that is considered
as normal behavior. Thus, an anomaly detection technique should ideally be capable of
incorporating and adapting to such changes because they do not correspond to anomalies
in the system [130].

Two major challenges appear when considering anomaly detection in a stream of data.
One challenge is related to how the data are acquired and processed. In an offline scenario,
the data are acquired and processed in batches. By contrast, the online processing of data
requires sequential operation in real time. The second challenge is related to the limited
resources available for anomaly detection. In the case of streaming data, new data are
constantly appearing. Thus, the data need to be processed and aggregated somehow,
thus making the analysis and processing task more challenging [124, 127].

3.4 Unsupervised feature learning

Unsupervised feature learning is a machine learning approach where algorithms are used
to learn a feature representation from unlabeled data. Thus, it is useful for modeling
complex data for which prior knowledge is hard to get. The objective is to learn a
representation that can be used to solve other tasks. The thinking behind this approach
is that the learned features will enable a better representation than the raw signal [131].

Figure 3.3 describes the unsupervised feature learning process. First, unlabeled data
are processed with an unsupervised feature learning algorithm to produce a set of learned
features that match the identified structure in the unlabeled data. The learned features
are used by an encoder that extracts a feature vector from new data, which, for example,
can be used to predict different conditions [131]. This thesis focuses on the detection of
anomalies through monitoring of feature vectors and the corresponding learned features
as they are optimized (online) with an unsupervised feature learning algorithm. Some of
the most common unsupervised feature learning algorithms, according to Coates [131],
are auto-encoders, K-means clustering and sparse coding.

3.4.1 Auto-encoders

An auto-encoder is an unsupervised neural network used for feature extraction and di-
mensionality reduction, which are commonly used in deep learning and are characterized
by having the same number of inputs as outputs [132]. Auto-encoders are feed-forward
ANNs that are trained to predict the input. The idea is that one or several hidden layers
have lower dimension than the visible layers so that the information needed to recon-
struct the input is compressed in the hidden layer(s). A linear auto-encoder is equivalent
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Figure 3.3: Elements of the unsupervised feature learning process.

to PCA. By using non-linear functions, it is possible to learn non-linear projections of
the data [88].

Further developments of the basic auto-encoder model and concept include sparse
regularization of the activation of the hidden units, a denoising auto-encoders [88], and
stacked auto-encoders, where several models are stacked on top of each other. Jia
et al. [133] employ stacked auto-encoders for diagnostics of rolling element bearings.
Through the use of a stacked auto-encoder, they learn non-linear projections of signal
spectra that are used to fine-tune a neural network used to discriminate between differ-
ent labeled health conditions. Mao et al. [134] compare auto-encoders with conventional
ANN and SVM methods for fault detection in rolling element bearings.

3.4.2 K-means clustering

Clustering methods are used to identify subsets of data with similar attributes. Thus,
the purpose is to divide a set of n objects into K groups such that the similarity between
objects within each group is high and the similarity between objects in different groups
is low [135]. A popular and simple clustering algorithm is the K-means algorithm. In
K-means, the objective is to minimize the function

J =
K∑
k=1

∑
x∈ck

‖x− μk‖2, (3.1)

where μk represents the mean of each cluster and ck are the sets of data points defining
the clusters [88]. The K-means algorithm is based on the Euclidean distances between
data points and the mean of each cluster. By minimizing the squared distance over
all clusters, the data points that are closest are assigned to the same cluster. Other
clustering algorithms include the mixture of Gaussians algorithm and variants of the K-
means algorithm. Jain [135] provides an overview of clustering algorithms, with a focus
on K-means.

The K-means algorithm is relatively straightforward to implement. Thus, various
problems have been addressed using K-means, including fault detection in rolling el-
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ement bearings. Yiakopoulos et al. [136] apply the K-means algorithm to frequency
domain features determined using raw and enveloped vibration signals. The implemen-
tation is a two-stage procedure, where the first stage determines whether a fault exists
and the second stage determines the location of the fault. There are a large number of
different clustering algorithms. Mekaroonkamon and Wongsa [137] present a comparative
study of clustering algorithms for the detection of faults in rolling element bearings. The
algorithms considered are K-means, hierarchical clustering and expectation maximiza-
tion. The aim of the study is to devise a rule for defining the number of clusters when
dealing with poorly separated data.

3.4.3 Sparse coding

Sparse coding can be combined with unsupervised feature learning algorithms to obtain
a succinct representation of the signal. In sparse coding, the input signal is typically
represented as a linear combination of features/functions. The set of functions is some-
times referred to as dictionary, and typically, the number of functions is larger than the
dimensionality of the input signal, resulting in an overcomplete representation [88]. Lee
et al. [138] provide an overview of sparse coding algorithms. The dictionary used for
sparse coding can be either predefined and constant, or it can be learned. Wavelets
are one well-known type of functions that are used to construct constant dictionaries
[139]. Sparse coding based on a learned dictionary is described in some more detail in
Chapter 4.
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Chapter 4

Dictionary Learning

“It is important to understand that for most signal
sources there is no notion of a ‘correct model’. [...]

That said, the core idea of modeling signals based on
their sparse representation seems natural,

fundamental, and thus universally correct.”
Michael Elad

Machine learning and predictive maintenance processes are similar to some extent.
In both cases, there is a data acquisition stage, a feature extraction stage and a classi-
fication stage. Figure 4.1 shows a superposition of the steps involved in the two cases.
Predictive maintenance can benefit from new data processing methods, and to make ma-
chine learning methods a viable alternative the methods need to be adapted to the needs
of predictive maintenance. A central problem in predictive maintenance is to predict
failure modes as early as possible to allow measures to be taken to extend the life of the
monitored system. Furthermore, methods should be able to account for non-typical con-
ditions that are common in bearing signals, such as an impulse modulation of the signal
due to mechanical looseness. The identification of the physical characteristics affecting
the signal is important to achieve a wider application of a machine learning approach
because detection of variations with respect to a normal criterion may not be enough
when the signal is dominated by non-typical conditions [140].

Currently, the use of machine learning methods in condition monitoring research
is limited by the availability of public datasets required for training. The acquisition
of training data is a troublesome endeavor because of the high number of potential
bearing conditions and combinations. Thus, most machine learning studies in this area
tend to focus on the identification of localized and labeled defects rather than providing
information about the attributes of faults. Furthermore, the success of a machine learning
method is highly dependent on the features used, as discussed in Section 3.2. The feature
extraction stage is common to the predictive maintenance and machine learning domains.
Thus, a flexible and effective feature extraction approach is required.

This thesis focuses on an unsupervised feature learning approach to feature extraction
and sparse representation known as dictionary learning, which is adapted and applied
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Figure 4.1: Stages of predictive maintenance superimposed on the typical stages of a
machine learning process.

for the detection of abnormal conditions in rolling element bearings. This way the con-
ventional static features (time-domain and frequency-domain parameters) are replaced
with features obtained from the sparse code and/or learned dictionary. As a result, fea-
ture extraction and detection of abnormal conditions are concurrent processes and the
classification/decision support stage can be implemented based on the learned features.
The following part this chapter focuses on an overview of dictionary learning and sparse
representation, including a discussion of some properties of sparse representations and
the dictionary optimization process and examples of how these methods have been used
in other areas.

4.1 Overview

The sparse coding algorithm is inspired by the work of Olshausen and Field [141, 142]
on sparse visual coding, where they define a linear generative model to describe how
the receptive fields (features) of the cells in the primary visual cortex (V1) self-organize
to form a sparse representation. Their work inspired Smith and Lewicki [143, 144, 145]
to develop the dictionary learning method that is adopted and further developed in this
thesis. Smith and Lewicki show that when a sparse representation of speech is optimized,
the resulting features match cochlear response functions. This suggest that speech has
adapted to the auditory sensory system. Furthermore, it demonstrates that a large set of
the features embedded in speech can be learned from unlabeled data in an unsupervised
way. One hypothesis motivating this work is that a similar feature learning approach can
be useful for signal processing in the context of diagnosis of rolling element bearings.

Many real-world signals can be approximated as a sparse linear combination of “atoms”
(functions) from an overcomplete dictionary [146, 147]. This implies that the signal, x,
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is represented as

x = Ds+ ε =
K∑
k=1

dksk + ε, (4.1)

where D is a dictionary of K atoms, s is the sparse representation of the signal x, and
ε is an error (noise) term. The problem to determine such a sparse representation is
NP-hard [148] and can be simplified by considering two different aspects of the problem,
which can be solved individually using a two-step optimization process:

1. Sparse coding – A process where the sparse representation, s, of a signal is deter-
mined given a known dictionary, D.

2. Dictionary learning – A process where the dictionary D is learned given a sparse
representation s.

Step 1 is an encoding process that determines the number of terms in the sparse represen-
tation. There are several algorithms [138] that can be used for sparse coding. Concerning
the second step, various dictionary learning algorithms are also available; see, for exam-
ple, [145, 149].

The methods described in this thesis are based on sparse representation and learning
of a shift-invariant dictionary. The sparse representation is generated using matching
pursuit or orthogonal matching pursuit [145, 150, 151]. Furthermore, Paper H introduces
a new encoding algorithm that ensures that all atoms in a dictionary are used with the
same probability on the average. Figure 4.2 shows a diagram of the dictionary learning
process used throughout this thesis. The loop in the diagram is iterated until no further
signal samples are available.

The resulting sparse representations are, in a sense, “succinct”. This means that the
representation capture the essential information with a minimum of data and therefore,
permit interpretation and analysis without further preprocessing. Using succinct repre-
sentations is appealing because of the resource constraints and the high complexity of the
bearings and machines. Furthermore, with dictionary learning the features are optimized
to the input signals, which suggests that the features are somehow related to different
physical processes occurring in the monitored system.

4.2 Greedy algorithms and sparse regularization

A sparse representation is obtained by solving a sparse decomposition problem with an
overcomplete dictionary. Such a problem can be formulated as an undetermined linear
system of equations where the aim is to project a signal from a high-dimensional space
into a lower-dimensional subspace. In an undetermined system of linear equations, the
number of unknowns is greater than the number of equations, resulting in an infinite
number of solutions. Therefore, an additional criterion is required to find a particular
solution to such a system. One way to achieve this is through regularization with a
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Figure 4.2: Unsupervised feature learning process adopted in this thesis.

function, J(s), which is introduced to determine the suitability of s as a solution. This
leads to the following general optimization problem, (PJ) [146, 152]:

(PJ) : min
s

J(s) subject to x = Ds. (4.2)

The expression x = Ds represents a system of linear equations, and D is a matrix
with dimensions of m × n, where m � n. One way to measure sparsity is by counting
the number of non-zero entries in s, thereby aiming to find the “sparsest” solution.
The corresponding function is the �0-norm, which determines the number of non-zero
elements. Thus, the �0-norm is a measure of the sparseness of a vector. Eq. (4.2) can be
formulated as the following sparse regularization problem:

(P0) : min
s

‖s‖0 subject to x = Ds, (4.3)
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where ‖s‖0 indicates the �0-norm of s. The solution to (P0) is challenging to obtain given
the large number of possible sparse solutions. In fact, finding the sparsest solution is an
NP-hard problem [148].

The algorithms that can be used to solve the minimization problem expressed in
Eq. (4.3) can be divided into three categories. These categories are �p-norm regularization-
based algorithms, iterative shrinkage algorithms and greedy algorithms [153].

Regularization algorithms based on �p-norm

In these algorithms, the �0-norm is replaced with the �p-norm to obtain a continuous
approximation. These algorithms tend to focus on the global solution for a well-defined
optimization problem, and as such, they are computationally costly [148]. When p is
equal to 1, the result is a methodology known as basis pursuit, in which the sparse
representation is obtained through convex optimization. Under this methodology, the
regularization problem can be cast as a linear programming problem [154]. A prominent
algorithm in this category is the focal under-determined system solver (FOCUSS) [155].
FOCUSS has two components: a low-resolution estimate of the solution and an iterative
process for refining this low-resolution estimate, involving the solution of a weighted �2-
norm problem. Another algorithm in this category is LARS-LASSO [156]. LASSO is a
regression analysis method, and the LARS algorithm is used for the fitting of the model.

Iterative shrinkage algorithms

Shrinkage is a denoising technique in which the mean squared error between a recon-
structed function and the true function is optimized with the additional constraint that
the reconstruction does not oscillate more than the true underlying function [157]. The
shrinkage algorithm has been extended to iterative shrinkage algorithms for finding sparse
representations. There are various iterative shrinkage algorithms, but all are based on
this basic principle. Shrinkage causes the coefficients of the representation to tend to-
ward zero but introduces an overall distortion. This distortion is compensated for by
a feedback term in subsequent iterations. Because these algorithms are iterative, the
corresponding solutions tend to be sparser than the original representation [158].

Greedy algorithms

Greedy algorithms are iterative algorithms used to construct a k-term approximation, sk,
by setting s0 = 0 in the initial stage. The approximation is improved with the addition of
a new non-zero vector element in each iteration. The resulting vector can, for instance,
minimize the residual �2-norm for the approximation of x. The residual is estimated by
re-constructing an approximation of x, and if the residual falls below a certain threshold,
the algorithm is terminated [148]. Alternatively, the algorithm can be terminated by
requiring that ‖s‖0 ≤ k, which results in a specific sparsity by defining the number of
non-zero terms in the approximation. Some examples of greedy algorithms are:
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Matching pursuit (MP)
Introduced by Mallat and Zhang [159], this is the most straightforward of the
greedy algorithms. In this algorithm, the atom with the highest cross-correlation
with the residual of the signal is selected. Subsequently, the residual is updated
iteratively by subtracting the last selected atom. MP is an iterative algorithm, and
it ends when a stopping condition is reached. Further details about the algorithm
are presented in Paper D.

Orthogonal matching pursuit (OMP)
An extension of the matching pursuit algorithm proposed by Pati et al. [160] The
difference with respect to MP is in an additional processing step that is performed
after each iteration, where all selected coefficients are updated with an orthogonal
projection of the signal onto the set of all selected atoms. Further details about this
algorithm are presented in Paper G, including the computationally more efficient
local OMP (LoCOMP) algorithm [161].

Equiprobable matching pursuit (EMP)
This is an algorithm developed by Sandin and myself and is described in Paper H.
It is an extension of both MP and OMP where the atoms are selected with the
same average probability of occurrence to maximize the entropy of the resulting
sparse representation.

Regularization algorithms based on the �p-norm and iterative shrinkage algorithms
involve large matrix operations, such as matrix-matrix multiplications or matrix inver-
sions. In contrast, greedy algorithms are sequential, because the atoms are selected step
by step. Thus, greedy algorithms are computationally more efficient when dealing with
shift-invariant dictionaries [153].

The resulting sparse representations are not unique. The uniqueness of a sparse
representation can be investigated by considering the spark and the mutual coherence.

Spark
The spark is defined by Donoho and Elad [162] as follows: ‘The spark of a given
matrix A is the number of columns from A that are linearly dependent’, where
A ≡ D in Eq. (4.3). In principle, this matrix property offers a straightforward
way to determine the uniqueness of a sparse representation. A solution s to the
problem x = Ds is the sparsest possible solution when the following requirement
is satisfied:

‖s‖0 < spark(D)/2. (4.4)

The assessment of uniqueness based on this property may appear simple in prin-
ciple. However, it is a non-trivial problem that is more difficult to solve than
(P0). The calculation of the spark is computationally difficult because it requires
a combinatorial search over all possible subsets of D [148].

Mutual coherence
The mutual coherence is a way to determine the dependence between the vectors
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of D. The coherence of a matrix A is given by [152]

μ(A) = max
1≤k,j≤m,k �=j

|aT
k aj|

‖ak‖2 · ‖aj‖2 . (4.5)

This property is a more practical alternative for analyzing the uniqueness of a
dictionary because, unlike the spark, it is straightforward to calculate. A solution
s to the problem x = Ds is the sparsest possible solution when the following
requirement is satisfied:

‖s‖0 < 1

2
(1 +

1

μ(D)
). (4.6)

The field of sparse representation modeling of signals have been developed over the
last two decades and is increasingly used. The wide interest for this approach is partially
due to its universality, as it permits representation of a high-dimensional structure in the
form of a lower-dimensional set of parameters, such as the dictionary D. As a result, the
number of applications where sparse models are used is large. Some of the tasks that can
be performed using sparse representation include the compression, detection, separation
and denoising of signals [139, 146, 163, 164]. One area where multiple applications have
been found for this technique is image processing. For example, the JPEG-2000 media
encoding standard relies on the discrete wavelet transform to convert raw pixel samples
into an encoded bitstream. This transformation sparsifies the content of an image so
that it can be efficiently stored in a reduced number of bits [146]. Sparse coding is
used not only for image compression but also for image deblurring and image denoising
[152]. Figure 4.3a illustrates an example of image denoising. The image reconstructed
from the sparse representation is compared to the original version and the noisy version
of the image from which the sparse representation is produced. The success of sparse
representation across application domains is one of the reasons why sparse coding (with
dictionary learning) is considered in the condition monitoring field. Figure 4.3b shows
a vibration signal (including noise) and the reconstructed signal after denoising. Fig-
ure 4.3 demonstrate some remarkable properties that motivate the use of sparse coding
as a technique for the analysis of condition monitoring signals: spatiotemporal feature
extraction based on few assumptions, dimensionality reduction and denoising.

4.3 Dictionary optimization

The discussion in Section 4.2 focuses on finding the sparse approximation for a given
signal, which corresponds to determining s in Eq. (4.1). However, to determine such a
sparse representation, it is important to define an appropriate dictionary, D. A dictionary
consists of a set of atoms, which are used in the decomposition of a signal. For example,
when optimizing a dictionary for vibration signals the atoms are waveforms with different
length and shape. An important characteristic of the dictionary is that it is overcomplete.
An overcomplete dictionary is represented by

D = [d1, d2, · · · , dL] ∈ R
N×L, (4.7)
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(a) Image (Example from [152], courtesy of Springer, 2010).
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(b) Vibration signal with 0 dB SNR and 2% sparsity.

Figure 4.3: Example of sparse coding used as a denoising tool.
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where L � N , which means that the dictionary has more atoms than signal dimensions.
Overcomplete dictionaries are used because they permit sparse representation of a broad
range of signals [165].

One of the main concerns when considering the sparse approximation problem is
choosing which dictionary to use. One strategy is to choose pre-constructed dictionaries.
Initially, Fourier and wavelet dictionaries were used, which we typically think of as “trans-
forms”. Subsequently, tailored dictionaries, such as contourlet and curvelet dictionaries,
were developed, which targeted image-related problems. However, pre-constructed dic-
tionaries have limited portability across applications and operating environments other
than those for which the dictionary is designed [139].

An alternative is to learn a dictionary. Dictionary learning involves building a dic-
tionary of atoms that permits an efficient representation of a signal. In the dictionary
learning problem, sparsity constraints are applied to enforce the identification of the
most relevant features of the observed data while maintaining an accurate representation
[166]. Thus, the dictionary of atoms that is learned is related to the structure in the
signal being processed.

A shift-invariant dictionary is a particular type of dictionary that is interesting for the
analysis of time series signals. By applying a shift-invariant dictionary to a time series,
each atom is shifted to all possible positions in time. As a result, by optimizing such
a dictionary with sparse coding regularization, characteristic shift-invariant patterns are
learned. Shift-invariant dictionaries have been widely used in applications such as audio
[167] and video [168] processing.

The algorithms used to perform dictionary optimization can be divided into three
categories. These categories consist of probabilistic learning methods, learning methods
based on clustering or vector quantization, and methods for learning dictionaries with a
particular structure [166].

Probabilistic learning

The pioneering work on dictionary optimization conducted by Olshausen and Field [142]
is based on a probabilistic approach to the problem. They introduce a maximum like-
lihood (ML) method including sparse regularization. The objective of the method is to
learn an overcomplete dictionary, D∗, by solving

D∗ = argmax
D

[logP (x|D)]

= argmax
D

[
log

∫
s

P (x|s,D)P (s)ds
]
. (4.8)

Eq. (4.8) is difficult to solve. Thus, Olshausen and Field introduce two additional assump-
tions for simplification. The first assumption is the selection of a prior distribution P (s)
that peaks at zero, such as a Laplacian distribution, which results in a sparse model. The
second assumption is that the noise term, ε, has a Gaussian distribution with zero mean.
With these assumptions, Eq. (4.8) is reformulated to the following energy minimization
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problem:

D∗ = argmin
D,s

E(x, s|D)

= argmin
D,s

[‖x−Ds‖22 + λ‖s‖1], (4.9)

where E(x, s|D) = − log[P (x|s,D)P (s)] is the energy function. Eq. (4.9) can be solved
with a two-step process. In the first step, D is held constant and the energy function
is minimized, which is equivalent to the sparse approximation problem described in Sec-
tion 4.2. In the second step, s is held constant and gradient descent is applied to D to
minimize the energy, thereby optimizing the dictionary. This iterative process continues
until a convergence criterion is met [166].

In this thesis, another type of optimization method is used for dictionary optimiza-
tion, known as maximum a posteriori (MAP) optimization [149, 145], which also includes
a two-step iterative process similar to that of ML. Whereas ML maximizes the likelihood
P (x|D), the MAP method maximizes P (D, s|x), which is the posterior probability. Fur-
ther details about the MAP dictionary optimization method can be found in Paper D,
Paper F and Paper G.

Clustering

Clustering-based dictionary learning algorithms are, for example, based on the K-means
clustering algorithm for dictionary optimization. One of these algorithms is vector quan-
tization [169], which uses the matching pursuit algorithm for sparse approximation. The
method, developed for video coding, optimizes a dictionary by grouping a set of image
patches with respect to the minimum distance to an atom. Then, that atom is updated
such that the overall distance in the group is minimized.

The K-SVD algorithm is a generalization of the K-means algorithm that is used for
dictionary learning and was proposed by Aharon et al. [170]. The algorithm involves
OMP for sparse approximation and the dictionary is updated by applying singular value
decomposition to minimize the dictionary approximation error.

Learning dictionaries with specific structures

In the previously described dictionary learning methods, the dictionary atoms have arbi-
trary shapes. Alternatively, it is possible to consider a dictionary of parametric functions,
resulting in atoms with a compact description. Algorithms of this type operate by defin-
ing a generating function that produces the atoms, and the learning of the dictionary is
reduced to the learning of the set of parameters that defines the generating function [166].
An example of a dictionary learning algorithm of this type is provided by Yaghoobi et
al. [171]. They use a gammatone generating function to learn audio signals. They moti-
vate this selection based on the similarity of the gammatone function to the functioning
of the human auditory system. Additionally, Skretting [172] proposes the general over-
lapping frames method, which facilitates the imposition of constraints on the designed
frame vectors.
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4.4 Applications to condition monitoring

The success of sparse coding with dictionary learning in a wide range of application areas
has motivated work also in the condition monitoring field. One of the earliest works to
apply sparse coding to condition monitoring signals from a rolling element bearing is
that published by Liu, Ling and Gribonval [173] in 2002. They use a pre-constructed
dictionary based on Gabor atoms to decompose a signal using the matching pursuit
algorithm. The resulting decomposition is used to extract the vibration signature of the
bearing, which is then compared to the characteristic defect frequencies of the bearing
for fault identification. However, it was not until 2011 that Liu, Liu and Huang [174]
became the first to use sparse coding with dictionary learning for the classification of
bearing faults. These authors use shift-invariant dictionaries learned independently from
different bearing fault conditions as the input for a multi-class linear discriminant analysis
to classify sizes and locations of faults.

After the study by Liu, Liu and Huang, several researchers have considered the use
of dictionary learning for fault detection in and the classification of signals from rotating
machines, such as rolling element bearings or gearboxes. Chen et al. [175] present an
approach in which impulse-like components are extracted from the vibration signals of
a gearbox. The resulting impulse functions are compared to characteristic frequencies
to identify the location of a fault. Tang et al. [176] use shift-invariant sparse coding, as
introduced by Liu, Liu and Huang, to generate a set of latent components from vibration
signals. The resulting latent components are used to identify faults in a bearing or a
gearbox by transforming the latent components into the frequency domain. Extensions
of the work of Liu, Liu and Huang have also been presented by Wang et al. [177] and Zhou
et al. [178]. Wang et al. [177] use the AdaBoost algorithm for the classification of different
fault conditions. Zhou et al. [178] use a hidden Markov model for fault classification.

Zhu et al. [179] use the K-SVD algorithm to learn atoms from frequency spectra.
First, the vibration signals are sampled using the wavelet transform at different scales.
Then, dictionary learning is applied to the spectra of the different classes. The resulting
reconstruction error of the sparse representation is used in combination with evidence
theory to determine the occurrence and severity of the faults. Feng and Liang [180] use
a shift-invariant version of the K-SVD algorithm to learn a set of latent components
from the vibration signals of a gearbox. Their goal is to remove the noise generated
in a complex system, such as a gearbox, and compare the latent components to the
characteristic frequencies of the bearings in the gearbox to enable diagnosis of either a
localized or distributed fault. Han et al. [181] present the latest work (that I have found
at the time of writing this thesis) in which dictionary learning is used for the classification
of faults in rotating machinery. They use the K-SVD dictionary learning algorithm to
learn a feature matrix. The dimensionality of the feature matrix is further reduced using
PCA. Subsequently, the K nearest neighbors algorithm is used for the classification of
different fault conditions.

Most of these studies on dictionary learning for fault detection with bearing signals
focus on the use of the learned atoms for fault classification and how such classifiers can be
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improved. In addition, these studies use data from controlled experiments, in which the
faults are artificially induced or previously known. The bearing vibration dataset from
Case Western Reserve University [15] is frequently used in these studies. Results from
the protocol described in Paper D, in which this dataset is used, indicate that some of
the data are corrupt, as seen from discrepancies in the atom selection rates under similar
conditions.1 This observation is supported by the study of Smith and Randall [140].
Finally, as far as I am aware, there have been no other reports about the application of
dictionary learning to acoustic emission signals in the context of condition monitoring.

1A problem with the outer-race dataset has been confirmed through correspondence with the dataset
owner.



Chapter 5

Dictionary-based Indicators for
Condition Monitoring

“Among competing hypotheses, the one with the
fewest assumptions should be selected.”

William of Ockham (Occam’s razor)

In Chapter 4, I introduced an unsupervised feature learning method that can be used
to address the challenge of feature selection for condition monitoring. Learned features
based on dictionary learning have been used in several studies focusing on classification.
However, the use of a classification scheme to address the fault detection problem in
condition monitoring applications faces several challenges. For example, how often should
the classifier be retrained to account for the natural deterioration of a rotating machine?
If these updates are performed too often, the progression of faults that take a long
time to develop may be classified as healthy conditions of the machine. An alternative
approach is to make feature selection and the detection of abnormal conditions an online
process by developing indicators suitable for online feature learning. A condition indicator
is a quantitative measure of the performance or operational condition of a machine.
Similarly, a feature is a measurable characteristic used to model a signal. Typically,
conventional and machine learning approaches to condition monitoring use condition
indicators from the time and frequency domains, such as the RMS and the energy contents
within certain frequency bands. However, such indicators are defined by human experts,
and the parameters are typically manually configured for each application. The approach
proposed here is intended to complement and potentially replace conventional condition
indicators with indicators derived through an unsupervised feature learning process.

Each section in this chapter describes a potential indicator of this type and a corre-
sponding use case that illustrates its strengths and weaknesses. The first two proposed
indicators are the model fidelity and the repetition rate of the atoms of the sparse repre-
sentation (Paper D, Paper E and Paper F). Subsequently, the atom center frequency and
the adaptation rate are considered (Paper C and Paper D). Finally, the entire learned
dictionary of atoms is used to derive indicators based on the dictionary adaptation rate

61
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and the distance to a baseline dictionary learned under healthy conditions (Paper D and
Paper G). The chapter closes with a discussion of the proposed indicators.

5.1 Fidelity

A sparse approximation of a signal can be used in various ways to analyze the condition of
a rotating machine part, such as a rolling element bearing. One possibility is to consider
the fidelity of the sparse approximation. The fidelity is defined based on the ratio between
the sparse approximation and the signal residual:

dB = 20log10

(
x̂

ε

)
, (5.1)

where dB is the fidelity in decibels, x̂ is the sparse approximation of the signal, and ε is
the residual. The fidelity is related to the relative sparsity of the sparse approximation.
A lower fraction of retained coefficients results in a lower fidelity. A low-fidelity represen-
tation with too few coefficients may prevent or delay the effect of abnormal conditions on
the model parameters. An advantage of this quantity is the simplicity of its calculation
and interpretation compared with the indicators described below, which could facilitate
broader adoption of the dictionary learning and sparse approximation method.

Figure 5.1 shows how the fidelity can be used for the detection of abnormal conditions
from vibration signals. The vibration signals used here were obtained from the bearing
data center at Case Western Reserve University (CWRS) [15]. The analysis of the signals
was conducted so as to mimic an emerging fault in a bearing. Three different datasets
were used to mimic the appearance and growth of a localized fault in the inner race of
the bearing. The first dataset is referred to as the baseline (BL) case, which represents a
bearing without a fault. Next, the IR7 case represents a 7 mil (0.18 mm) diameter fault
on the inner race, and this case is followed by the IR14 case, representing a 14 mil fault.
The dictionary consists of 16 atoms, which were initially sampled from a Gaussian distri-
bution with zero mean. In the experiment, relative sparsities of 0.1, 0.05 and 0.025 were
considered, which correspond to 6000, 3000 and 1500 retained coefficients/term in the
sparse representation of 60k samples (corresponding to a five-second-long signal segment
sampled at a 12 kHz sampling rate). Five hours of vibration data were processed for each
condition. The dictionary was optimized using a learning rate of 10−6. Further details
about the indicator, the experiment, the data acquisition system and the processing of
the data are described in Paper D.

The fidelities of the sparse approximations of the vibration signal at three different
relative sparsities are shown in Figure 5.1a. The first two hours are not shown because
that period of time corresponds to the initial learning of the atoms. The fidelity was
low-pass filtered using a first-order filter and a time constant of one minute to improve
the clarity of the plot. The figure shows clear transitions between the BL, IR7 and IR14
cases at all three values of the relative sparsity.

The usefulness of the fidelity as a condition indicator can be evaluated through a
receiver operating characteristic (ROC) analysis. Typically, ROC curves are used for the
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Figure 5.1: Fidelities (a) and the corresponding ROC curves (b) of three sparse repre-
sentations of vibration signals with relative sparsities of 0.1, 0.05 and 0.025. The fidelity
decreases rapidly at the onsets of the IR7 and IR14 faults after five and ten hours of
operation, respectively. The ROC curves were determined using varying thresholds on
the fidelity value.
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assessment of condition indicators for diagnosis purposes [182]. A ROC curve represents
the relationship between the true positive rate (TPR) and the false positive rate (FPR)
of a classifier, and each point on the curve is determined by varying one parameter
of the classifier, for example, a threshold value. Figure 5.1b shows the ROC curves
for an indicator based on a threshold on the fidelity of the sparse representation. The
usefulness of the fidelity as a condition indicator depends on the relative sparsity of
the representation. Although Figure 5.1a shows clear transitions between conditions for
all three values of the relative sparsity, the situation is different when a simple fidelity
threshold is used to define a condition indicator. This is because comparable fidelity
levels are reached in each condition after sufficient time for learning. Consequently, this
experiment suggests that the fidelity is useful for the detection of abnormal transients,
such as a suddenly appearing fault, and that the fidelity that is reached after sufficient
learning depends on the model parameters and is not necessarily different under healthy
and faulty conditions.

5.2 Atom repetition rates

An alternative quantity that can be derived from the sparse signal approximation for
the detection of abnormal operational conditions is the atom repetition rate. The atom
repetition rate is the number of times a given atom is selected per time unit, which is
equivalent to the number of instances of that atom (also called “events” in some of the
appended papers). The time units considered here are one second for vibration signals
and one microsecond for acoustic emission signals. The consideration of a shorter period
of time in the case of acoustic emission is justified by the higher sampling rate and the
higher frequency band of interest in that case.

Figure 5.2 presents an example of the repetition rate of one particular atom learned
from acoustic emission signals in an experiment in which particle contaminants were in-
troduced into the lubricant of a rolling element bearing. The analysis was performed
so as to resemble a process in which the lubricant of a bearing becomes contaminated
with particulate matter. First, a dictionary was learned from acoustic emission signals
collected from a bearing with clean lubricant. Afterward, the dictionary was propagated
to a condition in which the bearing was lubricated with a mixture of grease and mag-
netite, a common contaminant in the mining industry. This procedure was repeated for
rotational speeds of 300, 1000 and 3000 rpm using a sampling rate of 10 MS/s for the
acquisition of the acoustic emission signals. In this experiment, the relative sparsity was
0.1 and the learning rate was 10−6. The initial dictionary was sampled from a Gaussian
distribution with zero mean. Ten seconds of acoustic emission data were randomly sam-
pled in segments of 50k samples in the uncontaminated condition, and this was followed
by the recording of ten seconds of data in the contaminated condition. Further details
about the indicator, the experiment, the data acquisition system and the processing of
the data can be found in Paper F.

The repetition rates of one atom learned at three different rotational speeds in the
contamination experiment are shown in Figure 5.2a. The selected atom has the highest
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Figure 5.2: Repetition rates (a) and the corresponding ROC curves (b) for acoustic
emission signals recorded at three rotational speeds (300, 1000 and 3000 rpm) in a bearing
contamination experiment. Particles were introduced into the lubricant of the bearing
after ten seconds of training. The ROC curves were determined by considering a threshold
on the repetition rate. The ROC curve for 1000 rpm is partially hidden behind the curve
for the 3000 rpm case.
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repetition rate of all atoms in the dictionary for the 20-second-long acoustic emission
signal. The first four seconds are not shown because that period corresponds to the initial
learning of the atoms, during which the repetition rates of all atoms in the dictionary
are more variable. The repetition rates were low-pass filtered using a first-order filter
and a time constant of 0.1 seconds to improve the clarity of the plot. The repetition rate
of the most frequent atom increases as the rotational speed increases. Moreover, at a
lower rotational speed, the effect of the contaminant particles on the repetition rate is
less evident.

ROC curves are shown in Figure 5.2b for each of the rotational speeds considered in
this experiment. The ROC analysis is based on a threshold on the atom repetition rate.
The uncontaminated condition is considered healthy, and the contaminated condition is
considered faulty. The ROC curves indicate that the repetition rate is a useful condition
indicator; however, as in the case of the fidelity described above, the rapid change in the
repetition rate at the onset of the fault appears more significant than the absolute value
of this quantity. Therefore, the ROC curves are presented only as examples and are not
expected to be accurate in general.

5.3 Atom center frequencies

The quantities discussed above are based on the sparse representation of the signal.
Another possibility is to quantify the characteristics of the learned atoms, for example,
in terms of the atom center frequency. The atom center frequency, here calculated as the
mean value of the power spectral density of a given atom, is related to the frequencies
of the corresponding signal source processes (in the bearing). Further details about this
indicator are provided in Paper C and Paper D.

Figure 5.3a shows a scatter plot of atom repetition rates versus atom center frequencies
for the three bearing conditions (BL, IR7, and IR14) based on vibration signals obtained
from the bearing data center at CWRS [15]. The experiment and data analysis process
are the same as described in Section 5.1. Three different relative sparsities of 0.1, 0.05
and 0.025 are considered. The atom repetition rates and atom center frequencies were
calculated from the last signal segment of the five-hour-long signal in each case. The
scatter plot includes only atoms with repetition rates higher than ten events per second.
Atoms with a repetition rate lower than that are omitted because they cannot adapt to
the signal within the considered time frame. The plot clearly shows that atoms with
lower center frequencies are learned in the BL case, whereas atoms with higher center
frequencies are learned in the faulty conditions IR7 and IR14. Furthermore, the atoms
have different repetition rates in the two fault conditions.

Figure 5.3b presents the ROC curve obtained based on a varying threshold on the
center frequencies of the learned atoms. In this analysis, the BL case is considered
healthy, whereas the IR7 and IR14 cases are considered faulty. The ROC curve and the
distribution of the center frequencies suggest that this quantity is a useful indicator for
the detection of some faults in a bearing.
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Figure 5.3: Scatter plot of atom repetition rates versus atom center frequencies deter-
mined from vibration signals (a) and the ROC curve based on the atom center frequencies
(b). The repetition rates were determined for the last thirty minutes of dictionary prop-
agation for each bearing condition. The ROC curve was generated by applying a varying
threshold on the atom center frequencies.
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5.4 Atom adaptation rate

In a continuous dictionary learning process, the atoms are continuously adapting to the
signal. Thus, by quantifying the adaptation rate of the atoms, abnormal conditions can
be detected by comparing the similarity of each atom with the same atom at an earlier
point in time. The atom adaptation rate is defined as

β(dti, D
t−δ) = arccosμ(dti, D

t−δ), (5.2)

where dti is an atom of dictionary D at time t and Dt−δ is the same dictionary at an earlier
point in time, t− δ. The term μ is the mutual coherence as defined in Eq. (4.5), which is
the highest absolute normalized inner product between the atom dti and all atoms in the
dictionary Dt−δ [152]. The resulting quantity, β, reflects the rate of change of the atom
due to the propagation of the dictionary.

Figure 5.4a shows the adaptation rates of three atoms over time during the processing
of vibration signals obtained from the bearing data center at CWRS [15]. The experiment
and data analysis process are as described in Section 5.1. The three atoms belong to the
same propagated dictionary of 16 atoms and were selected because they are the atoms
with the highest repetition rates for the three bearing conditions. Atom 8 has the highest
repetition rate for the BL condition, whereas the same holds true for atom 10 in the IR7
case and atom 1 in the IR14 case. The adaptation rate of each atom was determined
using Eq. (5.2) with δ = 10 minutes.

The ROC curves shown in Figure 5.4b are based on the slope of the adaptation rate
of each atom. The monitored machine is considered healthy in the BL case and faulty
in the IR7 and IR14 cases. This analysis shows that the atom adaptation rate is not
particularly useful as a condition indicator by itself. Some atoms may be related to the
condition of the machine, whereas others are not. Thus, another type of atom-based
indicator is needed that is less dependent on the particular choice of atom.

5.5 Dictionary adaptation rate

In the previous section, it was illustrated that the atoms change as the dictionary is
propagated over time. Thus, it is possible to quantify the dictionary adaptation rate in
terms of the differences between all atoms in two dictionaries. The dictionary adapta-
tion rate is defined here in terms of the dictionary distance proposed by Skretting and
Engan [183], which is defined as

β(D,D′) = β(D′, D) =
1

M +M ′

( M∑
i=1

β(D′, dj) +
M ′∑
i=1

β(D, d′j)
)
, (5.3)

where D ≡ Dt is the dictionary D at time t and D′ ≡ Dt−δ is the same dictionary at an
earlier point in time, t− δ. The function β determines the maximum similarity between
atom d and all atoms in dictionary D, as defined in Eq. (5.2). M is the total number
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Figure 5.4: Atom adaptation rates (a) and the corresponding ROC curves (b). The three
atoms belong to the same dictionary and have the highest repetition rates for the three
conditions. The ROC curves were generated by applying a varying threshold on the rates
of change of the atoms over time.
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of atoms in each dictionary. Thus, the dictionary adaptation rate represents a moving
measure of how quickly the dictionary is optimized.

In the following example, the dictionary distance was used to detect plastic defor-
mation in a stainless steel specimen during a tensile strength test via the processing of
acoustic emission signals. In a tensile strength test, a steel specimen undergoes three
different strain stages. The dictionary was first learned in the elastic deformation stage
and was subsequently propagated through the plastic deformation and crack propaga-
tion stages. The acoustic emission signals were recorded at a sampling rate of 5 MS/s.
The relative sparsity was set to 0.1, and the learning rate was set to 10−6. The initial
dictionary was sampled from a Gaussian distribution with zero mean. In the elastic
deformation stage, the acoustic emission signal was randomly sampled in segments of
50k samples to form a 10-second-long signal. Subsequently, additional acoustic emission
segments were sequentially sampled in the plastic deformation and crack propagation
stages. This strategy was used to compensate for the relatively short duration of the
elastic stage (2.1 seconds). Further details about the experiment, the data acquisition
system and the processing of the data are available in Paper E.

The corresponding dictionary adaptation rate for the tensile strength data is shown
in Figure 5.5a. The time difference, δ, between the two dictionaries was set to two
seconds for this calculation. The first four seconds are omitted in the figure because
this period corresponds to the initial learning of the atoms. There is an evident increase
in the adaptation rate when the plastic deformation stage begins, but thereafter, the
adaptation rate returns to the same level as in the elastic stage. The transition into
the crack propagation stage is less evident, but this is consistent with the sudden and
irregular bursts of energy released when a crack appears. The slope of the dictionary
adaptation rate was used to determine the ROC curve shown in Figure 5.5b. In this
analysis, the elastic deformation stage was considered as the positive case, whereas the
plastic deformation and crack propagation stages were considered as negative cases. See
Paper D for further results and a discussion of this dictionary-distance-based indicator.

5.6 Distance to a baseline dictionary

Equation (5.3) quantifies the distance between two dictionaries. In the definition of the
dictionary adaptation rate, the two dictionaries considered are separated in time by a
moving window of constant length. Another possibility is to consider the distance between
a propagated dictionary and a constant baseline dictionary. The baseline dictionary
is learned under normal operational conditions of the machine. Abnormal conditions
can then be detected if the distance between the baseline dictionary and the online-
propagated dictionary increases in an abnormal way.

The following example illustrates the application of the distance-to-baseline indicator
to vibration data from three wind turbines. The vibration data were recorded from an
accelerometer in the gearbox of each wind turbine. The signal segments are 1.28 seconds
long (16384 samples) and were sampled at intervals of approximately 12 hours over the
period from November 2011 to September 2015. During this period of time, one of
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Figure 5.5: Dictionary adaptation rate (a) and the corresponding ROC curve (b) for an
acoustic emission signal from a tensile strength test. Plastic deformation began after 10
seconds of learning, and crack propagation began after 44 seconds of learning. The ROC
curve was generated by applying a varying threshold on the dictionary adaptation rate.
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the turbines, henceforth called Turbine 3, suffered two failures. The baseline dictionary
for each turbine was learned from signal segments recorded under healthy operational
conditions in the period from December 2013 to September 2015. A relative sparsity of
0.1 was used, and a dictionary of eight atoms was propagated at a learning rate of 10−6.
After the baseline dictionary was learned, the dictionary was subsequently propagated
over the entire period of time covered by the dataset for each of the three turbines.
Further details about the data, the failures and the dictionary learning experiment can
be found in Paper G.

Figure 5.6a shows the distances to the baseline dictionaries for the three turbines.
The distance for Turbine 1 increases with the propagation of the dictionary over time.
For Turbine 2, there is a rapid initial increase in the dictionary distance, which ceases
after a few months; thereafter, the distance follows the same trend as that for Turbine
1. This initial abnormal behavior can likely be attributed to an electrical fault in the
instrumentation, which disappeared shortly after the turbine began operation. Turbine
3 shows an initial dictionary distance trend similar to that of Turbine 1. However, after
some time, the distance starts to diverge from the Turbine 1 curve and continues to
increase at an abnormal rate. The gaps in the dictionary distance curve for Turbine 3
correspond to periods of time when the turbine was not in operation because of the re-
placement of mechanical parts (high-speed shaft bearing and gearbox). After the gearbox
replacement, the dictionary distance trend of Turbine 3 again approaches that of Turbine
1, indicating its return to a healthy state of operation. Figure 5.6b shows a ROC curve
based on the slope of the distance to the baseline dictionary. The ROC curve suggests
that this is a potentially useful condition indicator. In particular, the fault in Turbine 3
could be detected a few weeks before the bearing replacement, as seen from Figure 5.6a,
in which abnormal distance behavior is observed several months earlier.

5.7 Discussion

The investigated condition indicators introduced in this chapter are all based on un-
supervised dictionary learning and sparse representation. Typically, the conventional
condition indicators used for condition monitoring are manually defined and thus require
considerable human effort and experience. Some of the indicators proposed here, such
as the fidelity and the atom center frequency, will require configuration for specific ap-
plication and operational conditions in a manner similar to that in which conventional
condition indicators are tuned to specific applications, for example, using kinematic infor-
mation. As a result, the level of human experience required for their use may be similar
to that required when using conventional condition indicators. By contrast, however,
the dictionary distance and adaptation rate indicators are automatically determined and
characterized, which suggests that a lower level of human experience is required to use
them as a complement to condition indicators that are already in use. The deployment
of these methods is straightforward since few parameters need to be configured. With
an online implementation, the generalization and scalability of these indicators across
different applications and operational conditions could be further tested. The adoption
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Figure 5.6: Distances to a baseline dictionary (a) and the corresponding ROC curve
(b) for vibration signals from three wind turbines. The two gaps in the Turbine 3 data
correspond to time periods during which the turbine was being repaired. The ROC curve
was generated by applying a varying threshold on the rate of change of the dictionary
distance.
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and further development of feature learning methods and condition indicators can pave
the way for the development of unsupervised anomaly detection systems, which can au-
tomatically generate useful diagnostic information in the form of features and feature
patterns. However, further testing with realistic data will be required to evaluate the
strengths and weaknesses of this approach.

By adopting unsupervised feature learning condition indicators, the mechanisms of
feature extraction and anomaly detection can be integrated into a condition monitoring
system. In this way, decision support functions can operate at a higher level of abstrac-
tion based on the features obtained from the dictionary learning subsystems. Since faults
that occur in rolling element bearings are the result of complex processes in the bearings,
one cannot expect that a single feature will correlate with one unique physical process.
However, the learned features allow the signal characteristics to be more efficiently rep-
resented than can be achieved using Fourier series and thus encode more information
about the physical processes occurring in the bearings. The indicators described in this
chapter can serve as a starting point for further testing and development. There are nu-
merous possibilities for further development, based, for example, on the energy content
of events or the learning of more complex feature patterns. The main limitation in this
work has been a lack of data, which has prevented more extensive cross-validation and
testing of the results. Part of our effort has been invested in refining and making use of
the proprietary datasets needed to complete these studies.



Chapter 6

Contributions

“Though results can often be highly
application-specific, it turns out that there are

certain trends that hold true across many types of
[...] problems.”
Adam Coates

This work was conducted at the SKF University Technology Center for Advanced
Condition Monitoring at the Lule̊a University of Technology. The goal of the center is
to develop technology for smart bearings, which are conceptualized as bearings with em-
bedded sensors for condition monitoring and wireless communication powered by energy
harvested from the relative motion of the bearing components. This thesis focuses on
machine learning methods for the analysis of condition monitoring signals; this investiga-
tion is motivated by the high variability of machine behavior, the challenge of detecting
certain kinds of faults, and the need for automated configuration and tuning capabili-
ties in monitoring systems. Furthermore, general methods for the extraction of useful
information from raw data streams are needed to manage the high velocity at which the
sensor data are produced.

This chapter summarizes the appended papers and my contribution to each paper.

6.1 Paper A

Title: FPGA prototype of machine learning analog-to-feature converter for event-based
succinct representation of signals
Authors: Sergio Martin del Campo, Kim Albertsson, Joakim Nilsson, Jens Eliasson and
Fredrik Sandin
Published in: IEEE International Workshop on Machine Learning for Signal Processing
(MLSP), 2013, Southampton, United Kingdom
Summary: This paper presents the concept of a general-purpose “analog-to-feature
converter” that learns an overcomplete dictionary of features from an input signal via
matching pursuit and probabilistic gradient ascent. An early prototype implementation
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of the relevant algorithms using an FPGA is discussed. In addition, the paper presents
the results of two case studies. The first case is a basic blind source separation problem,
which demonstrates that the learned features are qualitatively consistent with the true
features. The second case presents the features learned from vibration data and shows
that the vibration signals from bearings with and without faults have different character-
istic features. Finally, the paper demonstrates that event-based representations enable a
reduction of the data rate by approximately one order of magnitude.
Contribution: I participated in the discussions, performed part of the data analysis
and wrote part of the first draft of the manuscript.
Relevance: This paper partially address research questions one and two.

6.2 Paper B

Title: Unsupervised feature learning for rotating machinery
Authors: Sergio Martin-del-Campo, Fredrik Sandin and Jerker Delsing
To be submitted to a condition monitoring journal
Summary: This paper introduces the dictionary learning methodology in the context of
condition monitoring applications. The paper describes the contrast between the typical
signal processing techniques that are used in the time and frequency domains and an
alternative machine learning approach. The paper reveals how the learned features in
a dictionary change over time and reports the differences in the center frequencies of
features learned under healthy and faulty conditions.
Contribution: I participated in the formulation of the idea, conducted the analysis of
the data and wrote most of the first draft of the manuscript.
Relevance: The paper builds upon the work presented in paper A and partially ad-
dresses research questions one and two.

6.3 Paper C

Title: Towards zero-configuration condition monitoring based on dictionary learning
Authors: Sergio Martin-del-Campo and Fredrik Sandin
Published in: 23rd European Signal Processing Conference (EUSIPCO), 2015, Nice,
France
Summary: This paper discusses the possibility of automating the condition monitoring
process by continuously learning a dictionary of shift-invariant features using a sparse
optimization method. The paper describes how the feature vectors learned from a vi-
bration signal change over time when a fault develops within a rolling element bearing.
In the paper, the adaptation rate of learned features is introduced, and it is illustrated
that this quantity changes significantly during the transition between normal and faulty
states of operation.
Contribution: I participated in the formulation of the idea, conducted the analysis of
the data and wrote most of the first draft of the manuscript.
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Relevance: This paper extends the work presented in Paper A by introducing a mea-
sure for the detection of changing feature representations. The results partially address
research questions one and two.

6.4 Paper D

Title: Online feature learning for condition monitoring of rotating machinery
Authors: Sergio Martin-del-Campo and Fredrik Sandin
Submitted to: Engineering Applications of Artificial Intelligence (first revision)
Summary: In this paper, we present a dictionary learning method for the online opti-
mization of features, and we investigate the characteristics of the resulting signal repre-
sentation and feature dictionary when faults are introduced in three different case studies.
The first case study focuses on the vibration signals from localized faults in ball bearings.
The second case study is concerned with acoustic emission signals from bearings with
contaminated lubricant. Finally, the third case study focuses on the acoustic emissions
from a steel specimen during a tensile strength test. The paper presents the results of
numerical experiments for different model parameters, which are analyzed to determine
the accuracy and computational cost of the sparse coding method and the feature learn-
ing process. The results demonstrate that the dictionary of learned features undergoes
a phase of relatively fast adaptation when a fault is introduced or when the fault char-
acteristics change and that a sparse representation with 2.5-10% retained coefficients is
sufficient for analysis.
Contribution: I participated in the formulation of the idea, conducted the analysis of
the data and drafted the first version and subsequent revision of the manuscript.
Relevance: The work presented in the manuscript builds on the results of the previous
papers and defines the methodology and dictionary-based quantities to be used in sub-
sequent studies of particular use cases. This paper addresses research questions one and
two and provides the foundation needed to address research question three.

6.5 Paper E

Title: Exploratory analysis of acoustic emissions in steel using dictionary learning
Authors: Sergio Martin-del-Campo, Fredrik Sandin, Stephan Schnabel, Pär Marklund
and Jerker Delsing
Published in: IEEE International Ultrasonics Symposium (IUS), 2016, Tours, France
Summary: In this paper, we investigate the use of dictionary learning for the analysis of
acoustic emission signals measured from a steel specimen in a tensile strength test. The
paper describes how the repetition rates of the learned features can be used to differentiate
between the strain stages of the material. We demonstrate that the resulting sparse codes
for the acoustic emission signals are useful for the classification of the different strain
stages, without reference to the signal amplitude. This suggests that plastic deformation
can be detected without calibration or fine-tuning of the parameters.
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Contribution: I participated in the formulation of the idea, conducted the analysis of
the data and wrote most of the first draft of the manuscript.
Relevance: This work presents the first description of a use case that is presented in
Paper D as an example of the application of the dictionary learning method for the
analysis of acoustic emissions. It partially answers research question four.

6.6 Paper F

Title: Detection of particle contaminants in rolling element bearings with unsupervised
acoustic emission feature learning
Authors: Sergio Martin-del-Campo, Stephan Schnabel, Fredrik Sandin and Pär Mark-
lund
Submitted to: Tribology International
Summary: In this paper, we investigate the possibility of detecting particle contami-
nants in the lubricant of a rolling element bearing operating at a high rotational speed by
analyzing its acoustic emissions based on dictionary learning. The results are compared
with results obtained using conventional methods applied in industry, such as the calcu-
lation of the RMS values of the raw and enveloped signals. Furthermore, we present the
dictionary of waveforms learned from the acoustic emission signals, and we demonstrate
that the signature of a contaminated lubricant is stronger when the repetition rates of
the learned waveforms are used than it is when the conventional condition indicators are
considered.
Contribution: I participated in the formulation of the idea, conducted part of the anal-
ysis of the data and wrote most of the first draft of the manuscript.
Relevance: This manuscript is an extension of the work presented in Paper E and
partially addresses research question four.

6.7 Paper G

Title: A dictionary learning approach to monitoring of wind turbine drivetrain bearings
Authors: Sergio Martin-del-Campo, Fredrik Sandin and Daniel Strömbergsson
Submitted to: Mechanical Systems and Signal Processing
Summary: In this paper, we evaluate the unsupervised dictionary learning method on
a condition monitoring task based on data from a real-world application, in which we
do not have control over the operational conditions of the machines being monitored.
The investigation is based on vibration signals recorded from gearboxes in three different
wind turbines. The propagated dictionary is used to detect healthy and faulty conditions
for one of the gearboxes, which suffered a bearing fault during the time period under in-
vestigation. Furthermore, we investigate the effects of using an initial dictionary learned
from another machine operating under similar conditions as well as a dictionary learned
from data from another experiment.
Contribution: I participated in the formulation of the idea, conducted the analysis of
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the data and wrote most of the first draft of the manuscript.
Relevance: The results extend the results presented in Paper D by presenting an eval-
uation of the proposed methods in a realistic industrial test case. The results address
research question four in particular, with regard to the possibility of using a dictionary
learned from data from one wind turbine for monitoring and fault detection for another
turbine.

6.8 Paper H

Title: Dictionary learning with equiprobable matching pursuit
Authors: Fredrik Sandin and Sergio Martin-del-Campo
Published in: International Joint Conference on Neural Networks (IJCNN), 2017, An-
chorage, Alaska, USA
Summary: This paper presents a greedy algorithm for the unsupervised learning of
dictionaries of shift-invariant atoms, which can be used in conjunction with ordinary
matching pursuit (MP) and orthogonal matching pursuit (OMP). The proposed algo-
rithm ensures that all learned features in the dictionary have the same probability of
occurrence on average. The paper shows that the use of this algorithm can result in
lower reconstruction and denoising errors compared with both MP and OMP.
Contribution: I participated in discussions of the idea and wrote part of the first draft
of the manuscript.
Relevance: This work extends the work presented in Paper D and contributes results
related to research question three.
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Chapter 7

Conclusions and Future Work

“A key element we are missing is predictive (or
unsupervised) learning: the ability of a machine to
model the environment, predict possible futures and
understand how the world works by observing it and

acting in it.”
Yann LeCun

The comprehensive summary of my thesis work is concluded in this chapter, which
presents my reflections on the research questions defined in Section 1.2 and the results
presented in the appended papers. Furthermore, this chapter identifies several open issues
that motivate future work and possible new directions of research and development.

The goal of the research presented in this thesis was to investigate how unsupervised
learning methods can be applied in condition monitoring. In particular, the thesis con-
siders the condition monitoring of rolling element bearings by means of vibration and
acoustic emission signals. Efforts toward the realization of smart bearings must face
several signal processing challenges, including ensuring generalization and scalability to
multiple applications involving a wide range of operational and environmental conditions.
Otherwise, the amounts of engineering work and human intervention required will be too
high. In addition, the analysis of the signals should be decentralized so that a sensor plat-
form, a base station or a local cloud can determine the condition of a bearing. Analytics
at the sensor-platform level is required because of the limited communication capabilities
and a relatively high energy cost of wireless communication. The idea is that the sensor
platform in a smart bearing should act as an early warning system for the detection of
abnormal conditions, which can then be further diagnosed by integrating information
from multiple sensor platforms and operational information about the machine.

7.1 Conclusions

This thesis investigated the application of an unsupervised feature learning approach in
condition monitoring. The results discussed and referenced in this thesis provide guiding
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examples of how unsupervised feature learning can be used for the detection of abnormal
conditions, specifically in rolling element bearings. My answers to the questions outlined
in Section 1.2 are as follows:

Q1 Can the signals obtained from condition monitoring sensors on bearings and rotating
machines be automatically modeled for the detection of abnormal changes through
unsupervised feature learning?
Yes, the numerical experiments and case studies presented in the appended papers
demonstrate that dictionary learning with sparse regularization enables the charac-
terization of vibration and acoustic emission signals obtained from rolling element
bearings with relatively few parameters. The dictionary-based signal model cap-
tures the underlying structure of the data in the model parameters, which change
when the mechanical system generating the signal is subjected to several typical
fault conditions. This approach requires minimal human configuration since the
dictionary automatically adapts to the signal, thereby enabling the consideration
of the changing operational and environmental conditions in which the machine op-
erates. Furthermore, the structure of the learned dictionary elements (the atoms)
is found to be correlated with the condition of the machine. For example, impulses
from localized defects or the stochastic introduction of contaminant particles at the
lubricated contact of a bearing affect the atoms and the related model parameters,
as seen in Paper F. The results also demonstrate that different fault conditions
can lead to the learning of different atoms. However, there is no definitive evidence
indicating when this approach will be successful in practice, so further testing is
advised for each particular application of the methods proposed here.

Q2 What methods can be used to automatically determine the conditions of bearings and
machines based on such learned features?
Dictionary learning was selected to be investigated in this work as the basis for
the online analysis of vibration and acoustic emission signals. In principle, other
methods of unsupervised feature learning are also available, such as (deep) convo-
lutional neural networks and clustering methods. However, dictionary learning was
selected because it requires relatively few model parameters and yields an accurate
signal approximation, which means that only a few model parameters are needed
to capture the essential information about the signal. The disadvantage of this
approach is the relatively high computational cost of dictionary learning, which we
accept here since the communication of the data and model parameters is more
costly than the processing in the long term. Several measures were proposed and
studied that can be used for the detection of abnormal conditions of a bearing or
machine. Given a dictionary that is propagated over time, the results demonstrate
that dictionary-distance-based quantities are useful for the detection of faults and
abnormal operational conditions, as presented in Paper D. The dictionary distance
can be determined with respect to a constant baseline dictionary, or two propagated
dictionaries stored at different points in time can be compared; these approaches
allow one to resolve long-term and short-term changes in the signal, respectively.
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The fault conditions considered in the experiments and case studies include both
localized and non-local defects, which have different characteristics and root causes
but are nevertheless identifiable. The results include findings from tests based on
realistic data and faults. However, further testing based on a larger dataset for
each particular application will be required to obtain reliable information about
the true and false positive rates of the proposed condition indicators.

Q3 To what extent can a model learned from one machine be useful for describing and
analyzing the signals generated by another similar machine?
A signal model learned from a wind turbine was successfully used to model and
analyze the corresponding signals from two similar wind turbines that experienced
comparable environmental and operational conditions because of their nearby lo-
cations. Dictionary-based signal models were used for the detection of abnormal
operational conditions associated with faults in one of the wind turbines. The sig-
natures of the faults were not significantly reduced when the model learned from
one turbine was used to analyze another turbine subjected to similar environmental
conditions. However, the fault signatures were severely affected when the initial
dictionary was learned from a different kind of machine subjected to different op-
erational conditions. Thus, in the case of the wind turbines considered here, the
model generalized well from one turbine to the other two. Since the model was not
adapted in any way to the turbine use case (e.g., no kinematic priors were used),
it is plausible to hypothesize that the model could also generalize well in other
applications. However, this hypothesis must be tested in each case. Further details
on this study can be found in Paper G.

Q4 Is an unsupervised learning approach beneficial compared with state-of-the-art in-
dustrial approaches in certain condition monitoring applications?
Conventional signal analysis methods have proven to be useful for the detection
of fault conditions in a wide range of industrial applications. However, in these
methods, there is only a limited extent to which the rules on which they are based
can be generalized to detect unexpected faults and adapt to changing conditions;
thus, a large amount of human intervention is required for the engineering and
configuration of such rules. Furthermore, certain problems are difficult to address
using conventional methods. An unsupervised learning approach can potentially
reduce the amount of human intervention required by enabling automatic adapta-
tion to different applications and operational conditions. It is shown in Paper D
that the unsupervised dictionary learning approach can be used to detect faults
in a monitored system based on changes in the automatically learned model. Fur-
thermore, Paper F shows that faults that are difficult to detect using conventional
methods, such as lubricant contamination in a high-speed rolling element bearing,
can be addressed via dictionary learning. The investigation of bearing and gear-
box failure in a wind turbine that is presented in Paper G also demonstrates that
dictionary learning enables the detection of an abnormal condition that cannot be
readily identified using a commercially available condition monitoring system for
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wind turbines. Thus, unsupervised feature learning and the proposed dictionary-
based indicators can serve as an interesting complement to the currently applied
methods.

7.2 Future work

The results discussed above have, to some extent, answered the questions posed in the
opening chapter of this thesis. However, over the course of the four years during which this
work was conducted, new ideas have emerged. Furthermore, the results obtained from
the experiments and tests have given rise to further questions that could be addressed.
In this section, I outline some of these new ideas and work that remains to be done.

One of the main challenges in this research field is the limited availability of high-
quality data, especially acoustic emission signals. This is particularly true with regard to
real-world industrial applications. Significant progress in the image recognition field has
been achieved by virtue of the establishment of large image databases such as ImageNet.
Similarly, progress in solving advanced condition monitoring problems will also require
large sets of realistic data to enable the cross-validation and testing of models. Most of
the data that are publicly available originate from controlled experiments, in which the
number of variables affecting the signal is limited and the faults are seeded artificially.
Unfortunately, the same conditions cannot be met in an industrial setting, where the
number of variables affecting the signal is high and faults are not necessarily the result of
a single action. In addition, the limitations due to constraints on the in situ acquisition,
storage and communication of data are not considered in these experiments. Therefore,
a signal database that covers multiple applications and operational conditions would
be beneficial to the machine learning field in general. Furthermore, the development
of a repository of labeled learned atoms could be useful for the correlation of specific
atoms (or atom combinations) with the physical processes occurring in faulty bearings.
A repository of learned atoms for similar machines would also enable investigations of
the possibility of detecting faults upon the entry into service of new machines.

Classification based on the learned atoms is another interesting direction for future
work. Such classification has previously been successfully demonstrated using datasets
from controlled experiments [150, 151, 174, 180, 181, 184]. Most of the classification
work done so far has focused on the identification of the location of a fault in a bearing.
However, in an early warning system, it is more important to know the type of fault to
enable the application of preventive measures that can extend the life of the bearing, such
as the activation of an automated lubrication system or the modulation of the maximum
load. It should be noted that although the behaviors (i.e., repetition patterns) of the
learned atoms are useful for the detection of anomalies, the physical causes of anoma-
lies are most probably correlated with combinations of atoms rather than single atoms.
Therefore, it would be interesting to investigate extended pattern recognition techniques
based on sparse representations. Furthermore, the development of deep and/or reinforced
learning extensions should be explored because such extensions may enable the more ac-
curate classification of signals from complex mechanical systems such as rolling element
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bearings.
Further work will also be required to improve the implementation of the proposed

methods in portable processing units such as FPGAs. Such a system would enable online
learning and experiments in which the control loop is closed to create a “smart” condition
monitoring system that adapts to the characteristics of the machine and learns to execute
measures to prevent abnormal operational conditions, for example, via reinforcement
learning. Furthermore, future extensions of feature learning methods may be adapted
for use in neuromorphic devices [185], thereby addressing the demand for low-power
processing in a “smart” bearing.
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[20] C. Sunnersjö, “Rolling bearing vibrations - the effects of geometrical imperfections
and wear,” Journal of Sound and Vibration, vol. 98, no. 4, pp. 455 – 474, 1985.

[21] W. Zhou, T. G. Habetler, and R. G. Harley, “Bearing condition monitoring meth-
ods for electric machines: A general review,” in Diagnostics for Electric Machines,
Power Electronics and Drives, 2007. SDEMPED 2007. IEEE International Sym-
posium on, 2007, pp. 3–6.



References 89

[22] I. Howard, “A review of rolling element bearing vibration ”detection, diagnosis and
prognosis”,” DSTO Aeronautical and Maritime Research Laboratory - Canberra
(Australia), Tech. Rep., 1994, Commonwealth of Australia.

[23] A. M. Al-Ghamd and D. Mba, “A comparative experimental study on the use
of acoustic emission and vibration analysis for bearing defect identification and
estimation of defect size,” Mechanical Systems and Signal Processing, vol. 20, pp.
1537–1571, 2006.

[24] R. Heng and M. Nor, “Statistical analysis of sound and vibration signals for moni-
toring rolling element bearing condition,” Applied Acoustics, vol. 53, pp. 211 – 226,
1998.

[25] Y. Shao and K. Nezu, “Bearing fault detection using laser displacement sensor,” in
SICE ’96. Proceedings of the 35th SICE Annual Conference. International Session
Papers, 1996, pp. 1069–1072.

[26] I. Onel and M. Benbouzid, “Induction motor bearing failure detection and diagno-
sis: Park and concordia transform approaches comparative study,” Mechatronics,
IEEE/ASME Transactions on, vol. 13, no. 2, pp. 257–262, April 2008.

[27] A. Heng, S. Zhang, A. C. Tan, and J. Mathew, “Rotating machinery prognostics:
State of the art, challenges and opportunities,” Mechanical Systems and Signal
Processing, vol. 23, no. 3, pp. 724 – 739, 2009.

[28] A. K. Jardine, D. Lin, and D. Banjevic, “A review on machinery diagnostics and
prognostics implementing condition-based maintenance,” Mechanical Systems and
Signal Processing, vol. 20, no. 7, pp. 1483 – 1510, 2006.

[29] W. Li-li, Foundations of Stress Waves, 1st ed. Elsevier, 2007.

[30] ASTM, ASTM E1316 - Standard Terminology for Nondestructive Examinations.
American Society for Testing and Materials, 2017.

[31] L. E. Kinsler, A. R. Frey, A. B. Coppens, and J. V. Sanders, Fundamental of
Acoustics, 3rd ed. Wiley, 1982.

[32] K. Ono, “Acoustic emission,” in Handbook of Acoustics, M. Crocker, Ed. Wiley-
Interscience Publication, 1998, pp. 641–653.

[33] D. Mba and R. B. K. N. Rao, “Development of acoustic emission technology for
condition monitoring and diagnosis of rotating machines: Bearings, pumps, gear-
boxes, engines, and rotating structures,” The Shock and Vibration Digest, vol. 38,
no. 1, pp. 3–16, 2006.

[34] C. U. Grosse and M. Ohtsu, Eds., Acoustic Emission Testing, 1st ed. Springer,
2008.



90 References

[35] J. Kaiser, “Untersuchungen über das Auftreten von Geräuschen beim zugversuch,”
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representation of signals

Sergio Martin del Campo, Kim Albertsson, Joakim Nilsson, Jens Eliasson and Fredrik
Sandin

Abstract

Sparse signal models with learned dictionaries of morphological features provide ef-
ficient codes in a variety of applications. Such models can be useful to reduce sensor
data rates and simplify the communication, processing and analysis of information, pro-
vided that the algorithm can be realized in an efficient way and that the signal allows
for sparse coding. In this paper we outline an FPGA prototype of a general purpose
“analog-to-feature converter”, which learns an overcomplete dictionary of features from
the input signal using matching pursuit and a form of Hebbian learning. The resulting
code is sparse, event-based and suitable for analysis with parallel and neuromorphic pro-
cessors. We present results of two case studies. The first case is a blind source separation
problem where features are learned from an artificial signal with known features. We
demonstrate that the learned features are qualitatively consistent with the true features.
In the second case, features are learned from ball-bearing vibration data. We find that
vibration signals from bearings with faults have characteristic features and codes, and
that the event-based code enable a reduction of the data rate by at least one order of
magnitude.

1 Introduction

Signal processing typically involves mathematical models that are imposed on the raw
signal to obtain a representation of reduced dimensionality, which is suitable for in-
terpretation or further analysis. Signal models are used for tasks like noise reduction,
compression, estimation, solving inverse problems, morphological component analysis
and compressed sensing. One modeling approach that has attracted significant interest
in the last decade is sparse representation of signals [1, 2]. Sparse representations can
be succinct, meaning that they require a minimum of information and allows for inter-
pretation and analysis without intermediate decompression. It has been demonstrated
empirically that features roughly similar to those observed in the primary visual cortex
can be learned from natural images using a combination of sparse coding and Hebbian
learning [3, 4]. Similarly, cochlear impulse response functions (revcor filters) can be
estimated from speech data using a similar learning approach [5], and efficient signal
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representations are empirically obtained in a variety of applications using sparse coding
and feature learning [1, 2].

The sparse-coding approach is still in its infancy and further work on theory, models
and applications is needed [2]. In particular, more work is needed to understand and for-
mally justify sparse coding with overcomplete dictionaries of empirically learned features,
but the promising results obtained make dictionary learning a prominent part of signal
processing research and development. The possibility to create succinct representations
of signals with data-driven models is interesting for technologies and application domains
where resource constraints, modeling complexity and diversity are challenging aspects;
wireless sensors, condition monitoring, automation and robotics are some examples. Our
motivation comes from the application domain, where sparse coding and empirical dic-
tionary learning can offer significant advantages over the present engineering-intensive
approach to signal modeling. The goal is to develop an “analog-to-feature converter”,
which enable succinct event-based coding of signals in terms of learned morphological
features.

Here we report on the first steps to realize an FPGA prototype and case-study results
that illustrate how a device of that type can be used to reduce the data rate and enable
interpretation of real-world signals in real time. This device provides event-based and
parallel codes, which in principle are well suited for analysis using neuromorphic pro-
cessors [6] and multicore processors. The model is demonstrated using an input signal
with known features and ball bearing vibration data, respectively. Our results show that
the resulting codes are different for normal and various faulty bearings, and that known
features are recovered. See the work by Liu, Liu and Huang [7] for a similar case study
with ball bearing vibration data. In addition to the empirical, data-driven learning of
features, this approach can enable a significant reduction of the data rate required to
represent the signal while maintaining high temporal precision and signal-to-noise ratio.
This indicates that the proposed approach can be useful in applications such as condition
monitoring and event detection.

2 Model

We adopt the model by Smith and Lewicki [5], which originates from the work on sparse
visual coding by Olshausen and Field [3, 4]. The signal, x(t), is modeled as a linear
superposition of noise and features with compact support

x(t) = ε(t) +
∑
i

aiφm(i)(t− τi). (1)

The functions φm(t) are atoms that represent morphological features of the signal, where
τi and ai indicate the temporal position and weight of the atoms, respectively. The values
of τi and ai are determined with a matching pursuit algorithm [8, 9]. The set of atoms, Φ,
is optimized in an unsupervised way by performing gradient ascent on the approximate
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log data probability

∂

∂φm
log [p(x | Φ)] =

1

σ2
ε

∑
i

ai(x− x̂)τi , (2)

where (x − x̂)τi is the residual of the matching pursuit over the extent of atom φm at
time τi and ai is the event amplitude. This algorithm adapts the shape and length of
each atom with a weighted average of the residuals of feature matches identified by the
matching pursuit. This process is a form of Hebbian learning because adaptation results
from the activation of atoms by the input signal. The algorithm can also be mapped
on a neural network, where the notion of Hebbian learning becomes more evident [4].
Note that the resulting sparse code is not a linear function of the input signal because
the matching pursuit is (weakly) non-linear. The termination criteria of the matching
pursuit determines the sparseness and signal-to-residual ratio of the resulting event-based
representation. Smith and Lewicki demonstrate[5] that efficient auditory codes that
matches the input-output functions of the cochlea (revcor filters) are obtained using this
approach.

2.1 Matching Pursuit with Dictionary Learning

The matching pursuit algorithm decomposes the signal x(t) according to the model shown
in Eq. (1). The result of the algorithm is a set of atomic events, which are defined by
the occurrence of one specific atom, φm(i)(t − τi), at time τi with weight ai. All atoms,
φm(t), belong to a finite dictionary, Φ, consisting of k elements.

Φ = {φ1, . . . , φk} . (3)

The matching pursuit algorithm is an iterative process that decomposes the signal in the
dictionary of atoms, which can be overcomplete. The algorithm operates on the residual
of the signal. Initially, the residual is the signal to be decomposed. The algorithm
calculates the cross-correlation between the residual and all the elements of Φ. The atom
with the maximum cross-correlation (inner product) for all possible time shifts triggers
an atomic event. The time of the event is defined as τi and the inner product as ai. The
residual is updated by subtracting the atomic event, aiφm(i)(t − τi), from the residual.
This process is repeated until a stopping criteria is fulfilled, which for example can be
defined in terms of the maximum average event rate or the signal-to-noise ratio. For
further details and a formal motivation of the algorithm, see the original work by Mallat
and Zhang [8]. When the matching pursuit algorithm is implemented in an on-line fashion
a sliding window of the signal is considered. The length of the window must be equal to
or greater than the longest atom, and the finite window length need to be accounted for
when defining the matching and stopping criteria.

The main challenge of the learning problem is to identify a dictionary of atoms, Φ,
that maximizes the expectation of the log data probability

Φ = arg maxΦ〈log [p(x | Φ)]〉, (4)
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where

p(x | Φ) =

∫
p(x | a,Φ)p(a)da. (5)

The prior of the weights, p(a), is defined to promote sparse coding in terms of statistically
independent atoms [4]. The integral is approximated with the maximum a posteriori
estimate resulting from the matching pursuit, which is motivated by the assumption that
the code is sparse so that the integrand is peaked in a-space. This results in a learning
algorithm that involves gradient ascent on the approximate log data probability defined
by Eq. (2). The gradient of each particular atom in the dictionary is proportional to
the sum of residuals corresponding to the matching-pursuit activation of that atom. The
prefactor, 1/σ2

e , is the inverse variance of the residual that remains after matching pursuit.
The step size, η, in the gradient ascent is a learning rate parameter. The gradient ascent
update of the atoms then follows from Eq. (2)

∆φm =
η

σ2
e

∑
i : m=m(i)

ai(x− x̂)τi . (6)

Therefore, the learning rate is dependent on the activation rate of atoms. This implies
that the learning rate of different atoms need not be the same, and that there can be
some atoms that do not learn at all. This is to be expected because there can be less
features in the signal than allocated atoms in the dictionary. There are other approaches
to dictionary learning [1], which for example can enable faster learning, orthogonality
of atoms and globally optimal solutions. The main motivation of the approach taken
here is the simplicity of the algorithm, which enables efficient online implementation
on an FPGA / ASIC, and the remarkable visual and auditory coding results obtained
empirically with this approach [3, 4, 5]. The statistical independence of atomic events
appears natural when searching for features of different phenomena in a system.

2.2 FPGA Implementation

The use of matching pursuit with dictionary learning in resource-constrained sensors and
embedded systems requires that the model can be implemented in a compact and efficient
way. Profiling of a C implementation of the algorithm shows that about 98% of the time is
spent in the cross-correlation part of the algorithm. This suggests that a significant speed-
up can be gained by the implementation of this part on an FPGA. The matching pursuit
algorithm with dictionary learning is implemented on a ZedBoard development board for
the Xilinx Zynq Z7020 FPGA. This FPGA has an embedded dual-core ARM® Cortex
A9� processor. The matching pursuit algorithm is implemented on the FPGA and
dictionary learning is implemented in C on the A9 core. The communication between
the processor and the FPGA is done using the AMBA® AXI4 interface protocol, which
provides a shared memory between the FPGA and the processor.

Samples of the input signal are saved in an input buffer that has the same length as
the atoms. A working buffer that is twice as long as the atoms is used for the matching
pursuit. In principle, when the input buffer is full, the samples are shifted into the



2. Model 111

A9 CORE

FPGA

A
to

m
 1

A
to

m
 2

A
to

m
 3

A
to

m
 4

...

A
to

m
 k

Working buffer

Highest
cross-correlation

Su
bt

ra
ct

 e
ve

nt

Event 
encoder

Sliding window

Stopping 
condition

Buffer 
management

Figure 1: Schematic view of the matching pursuit implementation. Operations performed
by the FPGA and the A9 core are distinguished. Additionally, learning is done on the
A9 core.

working buffer, so that half of the working buffer is shifted out and is discarded. Memory
copies and shifts are practically avoided with the use of three buffers of the same length,
two for the working buffer and one for the input buffer. A buffer manager reorganizes the
role of the three buffers whenever the input buffer is filled. The cross-correlations between
the working buffer and the atoms are calculated using a sliding window. Inner products
are calculated in parallel within the window and sliding is implemented iteratively to
reduce the number of logic blocks needed. A stopping condition determines whether
the maximum cross-correlation is significant or not. If it is significant an atomic event
is generated, which is subtracted from the working buffer before the matching pursuit
continues. Otherwise the matching pursuit halts until the buffer manager has updated
the working buffer. Figure 1 shows an overview of this implementation. The inner
products in the cross-correlation part of the algorithm are similar to a bank of finite
impulse response (FIR) filters, where each filter represents an atom. Parallel FIR filters
can be designed by building a separate multiplier for each input-coefficient pair and an
adder tree that sums the terms. This way the inner products can be calculated in one
cycle with a constant delay that is introduced by the adder tree, see Figure 2. The delay
is proportional to log2(n), where n is the number of input elements.

One difference between Smith and Lewicki’s original algorithm [5] and the FPGA
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Figure 2: Schematic view of the inner product design, which is used in the FPGA match-
ing pursuit implementation.

implementation developed here is the logic for adapting the length of the atoms. Smith
and Lewicki allowed the length of the atoms to vary by monitoring the tail amplitudes of
the atoms. The atoms can grow in length if the temporal extent of features is larger than
the initial size of the atoms, as indicated by the tail amplitudes of the atoms, or they can
be shortened if the tail amplitudes are low. Our prototype uses a hard coded maximum
atom length to enable parallel implementation on the FPGA. Also, our implementation
is based on fixed-point numbers rather than floats in order to reduce the resources needed
on the FPGA. We compare the results obtained with the prototype design with results
obtained using a Matlab implementation of the model.

3 Case studies

The implementation is first evaluated on a blind signal separation problem with an ar-
tificial input signal. The signal includes three known features. These features are a sine
function with a period of 84 samples, a Morlet wavelet that is 70 samples long and an
impulse with exponential rise and decay of the amplitude that is 90 samples long. The
sine function is present during the entire input signal but the Morlet wavelet and the
impulse features are present at random locations, corresponding to 10% of the entire
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signal for each feature. In addition, noise is added to the input signal so that the average
SNR is 10 dB.

The matching pursuit with dictionary learning approach is evaluated also on ball-
bearing vibration data. The data is taken from the bearing data center1 at Case Western
Reserve University. The test rig consisted of a motor, a torque transducer and a dy-
namometer. The evaluated bearings are mounted on the motor shaft. The data consists
of accelerometer data recorded near the drive end of the motor. The data is collected at
48000 samples per second. Faults are introduced in the bearings at the inner raceway, the
outer raceway and the ball. Data from normal, non-faulty bearings is used as reference.

3.1 Method

The matching pursuit algorithm with dictionary learning is applied to the artificially
constructed input signal. First, the data is processed with a Matlab implementation
of Smith and Lewicki’s algorithm [5]. There are 8 atoms in the dictionary. Additional
atoms are not needed since the input signal is formed by only 3 features plus noise. The
atoms in the dictionary are initialized with normally distributed noise with zero mean,
unit variance and vanishing tail amplitudes. The dictionary learning is done sequentially
in blocks of length 1% of the original signal. The entire signal is processed 100 times so
that the atoms can adapt to the features given the limited length of the input signal.

A similar procedure was used with the bearing data. First, the Matlab implementation
of the algorithm was used to process the data. In this case there are 16 atoms in the
dictionary. The next step is to use the fixed-point C implementation for the FPGA, which
has some limitations compared to the Matlab implementation, see Section 2.2. There
are 16 atoms in the dictionary and the atoms are initialized with zero-padded normally
distributed noise with zero mean and unit variance. The atoms are 160 samples long.
The matching pursuit and dictionary learning is done sequentially in blocks that are twice
the length of an individual atom. The bearing vibration data is sampled under a variety
of different test conditions. During acquisition of the data the load was changed between
0 HP and 3 HP. This cause a change of motor speed that range from 1800 to 1730 rpm.
Similar tests are repeated with the various faulty bearings and the corresponding data is
included in our case study.

3.2 Results

The results for the known input signal are shown in Figure 3, which shows the true
features in the input signal together with the learned atoms from the Matlab implemen-
tation. All features are shown with the same x-axis sample scale. The true features of
the signal are shown in the column on the left-hand side of the figure, while the learned
atoms corresponding to those features are shown in the right-hand column. The sine
function shown as part of the true features is only one period formed by 84 samples. The
learned atom have a period of about 79 samples. The difference in the amplitude of the

1http://csegroups.case.edu/bearingdatacenter/
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Figure 3: Signal separation experiment. The mixed features include a sine function, a
Morlet wavelet and an impulse function with exponential rise and decay. The comparison
is done between the true features of the signal and the learned atoms. The 10 dB of noise
introduced in the input signal is displayed on the left-hand side, while the final residual
of matching pursuit is displayed on the right-hand side.

features is related to the normalization / scaling of the learned atoms. Initially all eight
atoms of the dictionary are adapting, but three atoms eventually represent the majority
of the events and become similar to the features in the signal.

Figure 4 shows the results of the dictionary learning test with bearing data using
the Matlab implementation of the model. It shows the 16 learned atoms with channel
number 1 at the bottom and channel number 16 at the top. The size of these atoms range
from 70 to 150 elements. The upper panel on the left-hand side shows the signal with
the residual superimposed. The lower panel on the left-hand side shows the event-based
representation of the signal. Each event is indicated by a triangle and denotes the acti-
vation of an atom at that particular channel and time. The signal can be approximately
reconstructed as the weighted sum of activated atoms at the time offsets of the events.
In this case only 19 events are required to represent 150 samples of the signal with a
signal-to-residual ratio of 10 dB. The precision required to represent the weights of the
events is typically lower than the precision required to represent the original amplitudes
of the signal, and in some applications a binary weight is sufficient because a feature
is either present or absent in the signal. Therefore, by adopting a parallel event-based
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Figure 4: Event-based representation of ball-bearing vibration signal using a dictionary of
16 learned atoms. The signal (dashed line) triggers events (triangles) on the 16 channels.
The events are subtracted from the original signal, resulting in a residual (solid line).
This bearing has a defect in one of the balls, which excites impulse-like atoms. The
algorithm has been interrupted at sample i so that no events exist beyond that point.

representation of the signal, it is possible to reduce the data rate by at least one order
of magnitude using this approach.

Different sets of data were evaluated with the Matlab implementation. The purpose
was to compare the atoms corresponding to normal bearings and faulty bearings. Figure 5
shows a histogram of the channel event rates Normal bearings excite atoms with a low
center frequency, while the faulty bearings excite atoms with a high center frequency. In
addition, the location of the fault in the bearing affects the shape of the atoms so that
the event rates on specific channels indicate the location of the fault. Figure 6 shows the
results of the evaluation of one set of bearing data done with the C implementation for
the FPGA. The format of the figure is similar to Figure 4. The size of all atoms is fixed
to 160 elements long. The 300-samples signal segment shows the complete set of events
required for its reconstruction. This shows that 45 events are required to reconstruct a
300 samples signal with a signal-to-residual ratio of 10 dB. Both implementations show
an approximately similar data rate reduction. The size of the original signal was 60000
samples long. The Matlab implementation showed that only 8321 events were required to
represent this signal. This gives an average of 20.8 events per every 150 samples. At the
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Figure 5: Histograms of the channel event rates for normal and faulty bearings. The
faulty bearings are divided in three categories depending on the geometrical location of
the faults (ball, inner race or outer race). The type of defect is clearly characterized by
the channel event rates, even though the rpm and load on the motor, and the shape of
the faults are varying. Error bars denote standard deviations of event rates for different
loads and fault shapes.

same time, the C implementation for the FPGA produced 8655 events with an average
of 21.6 events per every 150 samples.

4 Discussion

The possibility to enable new applications and study challenging real-world phenomena
using an adaptive sparse-coding device is the motivation of this work. We show how an
FPGA implementation of a machine learning analog-to-feature converter in principle can
be realized and we discuss some limitations and benefits of such a device compared to
conventional sampling with an ADC. We first illustrate that features can be identified
using the implementation of the matching pursuit algorithm with dictionary learning.
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Figure 6: Event-based representation of ball-bearing data on the implementation for
the FPGA. There are sixteen learned atoms in the dictionary. The signal (dashed line)
triggers events (triangles) on the sixteen channels. Also illustrated is the residual (solid
line) that remains after subtraction of triggered atoms.

This is demonstrated using an artificially constructed input signal with known features.
The implementation is able to learn approximations of the true features in the signal. It
has been shown that this method reduces to independent component analysis under cer-
tain conditions [4]. This motivates the more challenging experiment to identify features
in real-world ball bearing vibration data. The results obtained with the Matlab imple-
mentation shows that it is possible to reach about one order of magnitude reduction in
data rate with sufficient signal-to-residual ratio to approximately reconstruct the original
signal. This can possibly be further improved by encoding events in binary form, which is
motivated in applications where features are either present in the signal or not. In addi-
tion, the channel event rates characterize the normal and various types of faulty bearings
considered. This suggests that the algorithm and concept can be useful for condition
monitoring. The same bearing vibration data is analyzed with the C implementation for
the FPGA. This implementation gives a similar reduction of the data rate and compara-
ble signal-to-residual ratios. There are some differences in the way the atoms are learned
in the two implementations due to the limited flexibility of the present FPGA prototype
compared to the Matlab software. The Matlab implementation handles atom learning
appropriately but the FPGA learning implementation needs to be improved because the
atoms tend to grow towards one end of the buffer. This problem is caused by the way
the zero padding of the atoms are handled in the FPGA design. Another issue is the
limitation of the maximum atom length. A possible improvement is to design atoms of
different lengths and let the learning algorithm allocate atoms in the FPGA of appropri-
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ate length for each particular waveform / feature. The non-zero amplitudes of the atoms
should be centered in the atom buffers and learning of tail amplitudes should be subject
to a constraint similar to that in [5]. When the first or last element of one atom buffer
become non-zero, the corresponding atom should be reallocated to the center of another
atom buffer of larger size. Other possible improvements are to parallelize the sliding win-
dow operation in the cross-correlation calculation, and to implement alternative learning
algorithms.

The goal to develop a machine learning analog-to-feature converter that can replace
conventional ADCs in some applications requires further work. There are open ques-
tions concerning the learning model(s) and the eventual hardware design. We need to
ensure that the learning of atoms is well defined and that the limitations are clear. This
first prototype is based on an FPGA development board and a custom daughter board
with a high-speed and low-noise amplifier and ADC frontend. This approach is flexi-
ble and useful for our initial studies, but in order to realize the device conceptualized
here a custom ASIC that implements the analog-to-event conversion should eventually
be designed. That is necessary to reduce the power consumption, size and price of the
device. Another application-specific problem is how to process the resulting events. In
the context of condition monitoring, hybrid models that couple the empirically learned
features to physical models and knowledge bases is an interesting possibility. However,
the possibilities to automatically do feature extraction and detect emerging atoms far out
in the sensor systems is already useful. Basic classifiers or pattern recognition models
can also be used, and statistical spike pattern analysis can be applied to the output, for
example in the form of neuromorphic processors that naturally use event-based codes.
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Unsupervised feature learning for rotating machinery

Sergio Martin-del-Campo, Fredrik Sandin and Jerker Delsing

Abstract

A smart sensorized bearing can be described as a bearing with built-in sensors for
condition monitoring. These bearings require new methods for the processing of the
information coming from the sensors. Smart bearings are expected to become the cen-
tral components in the condition monitoring sensor system of future rotating machines.
Condition monitoring typically requires expert knowledge about the machine that is mon-
itored, making it costly to adapt the methods to the different machines, environment and
operational conditions. This approach deals with an unsupervised learning method that
allows for automatic characterization of signals with repeating structure in the time do-
main. The method is sparse coding with dictionary learning. We present the information
obtained from time domain and frequency domain techniques and describe the conditions
required to make the fault diagnosis possible. In contrast, we describe how our approach
can autonomously depict deviations from the normal state of operation of machine by
monitoring a dictionary of atomic waveforms learned from a signal. We study the prop-
agation over time of a learned dictionary when the vibration of a rotating machine is
monitored in normal and faulty states of operation, and we find that the adaptation
rates of some atomic waveforms change significantly when a fault occurs.

1 Introduction

Rolling element bearings are essential elements in any rotating machine. Condition mon-
itoring ensures the proper operation of these machines by detecting faults and reducing
machine downtime. Current machine performance requirements demands for methods
that goes beyond fault detection to include identification of abnormal operational con-
ditions and prediction of faults [1, 2]. Characterization of emerging faults and abnormal
operational conditions is a highly difficult task due to the number of variables that af-
fect the performance of a bearing. The challenge of this task increases once the number
of characteristics of a fault is taken into consideration. Currently, multiple methods
and techniques are in use to diagnose rolling element bearings [3, 4, 5]. However, these
methods cannot be used in all bearings since they are tuned to the application and the
operational conditions for which the method was developed. Machine learning based
methods have become an alternative to the problem of abnormality detection and fault
prediction. However, it is difficult to provide an accurate prediction due to the large
number of failure modes. This results in methods constrained by the conditions in which
the method was trained. Furthermore, these methods require large amounts of data for
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training and in practice it is difficult to obtain sufficient data that includes all possible
scenarios or permutations [3]. As a result, there is a knowledge gap on the selection and
extraction of features that can be used under multiple conditions that autonomously illus-
trates changes in inputs signals, which may represent abnormalities in a rolling element
bearing.

Vibration monitoring is the most commonly used method to monitor the health of a
bearing [6]. Within this method, there are multiple techniques used in the detection of
faults [7]. Typically, these techniques monitor one or more signal parameters (features)
that are used as a reference for the machine performance. The comparison of these fea-
tures against known bearing properties, such as bearing characteristic frequencies, leads
to the identification of the source location of the fault. Machine learning based techniques
have come as an alternative to the traditional analysis approach. These techniques look
to produce effective fault diagnosis with a reduction in human intervention. Machine
learning techniques rely on signal models to obtain a representation suitable for further
analysis and interpretation.

Sparse representation of signals is a modeling approach that has attracted wide inter-
est in the last decade [8, 9, 10]. Sparse signal models require a minimum of information
for analysis, thus simplifying the signal processing. This work employs an unsupervised
feature learning approach called “matching pursuit with dictionary learning” to create a
sparse representation of a vibration signal. The method represents a signal as a linear
superposition of noise and atomic waveforms of arbitrary shape, amplitude and position.
The atomic waveforms are adapted to the signal using unsupervised probabilistic gradient
optimization. The atomic waveforms represent independent repeating structures in a sig-
nal, which can originate from different physical processes. This approach to the analysis
of condition monitoring signals offers remarkable possibilities. It allows the continuous
processing of signals, provided the computational power, and the automatic detection of
deviations from the normal state of operation.

The work presented here includes analysis of vibration signals from healthy and faulty
state of operation. The analysis shows the information that can be learned from tradi-
tional methods with analysis from time domain and frequency domain techniques. Ad-
ditionally, it includes an analysis which utilizes the proposed approach focusing on the
continuous propagation over time of a dictionary when a fault is introduced. Liu et al.
[11] had utilized a sparse representation approach on the same data but focusing on in-
dependent learned dictionaries and utilizing a multiclass linear discriminant method to
identify the different conditions. Meanwhile, Zhou et al. [12] used the same approach
on a different set of bearing data and calculated the energy contributions of the learned
atoms in a hidden Markov model to diagnose a fault condition. The present analysis of
the signal with a sparse representation approach is based on an online implementation
of dictionary learning [13]. This work extends the discussion on the evaluation of wave-
form propagation over time for the detection of emerging faults or abnormal operational
conditions as an illustration of change in the input signal. The results we present demon-
strate that it is possible to automatically represent changes in the input signal, which
is due to an abnormal condition in the bearing, without any prior or expert knowledge.
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This is possible because some atomic waveforms are associated with normal operational
conditions of the bearing while other are associated with abnormal conditions, which are
represented by faults in the bearings.

The organization of this paper is as follows. Section 2 describes time domain and
frequency domain analysis techniques and the role of machine learning based techniques
in the detection of faults. The description of the sparse coding with dictionary learning
approach is included in Section 3. Section 4 presents the results of the analysis, while
the discussions of these results are presented in Section 5.

2 Methods for fault detection of rolling element

bearings

The techniques for the analysis of the vibration response of a rolling element bearing can
be classified in time domain and frequency domain approaches [5]. All of them require
a human expert for the interpretation of the results and the analysis revolves around
setting threshold alarms or counting the number of times that the indicator exceeds a
threshold level. Time domain techniques monitor one or multiple signal characteristics
that can help in the identification of the defect. The time domain parameters employed
for this study include crest factor and kurtosis. The crest factor measure describes the
relation of the peak value of the signal to its RMS value. Kurtosis is a measurement of
the peakedness of a distribution and this value tend to increase with defect severity [14].

Frequency domain analysis is the most widely used approach in the detection of faults
from vibration signals. It uses the fast Fourier transform (FFT) to generate the frequency
spectra of the signal [14]. The approach benefits from the relationship between the cyclic
nature of a defect pulse and the characteristics of the rotating machine. Defects in the
bearing produce pulses of short duration that excite the bearing natural frequencies and
increases the vibrational energy [5]. The correlation of these pulses with the bearing
characteristic frequencies suggests a location for the fault source.

Figure 1: Machine learning stages. The figure highlights the stage that our approach is
currently focusing.

Automatic detection of faults in rolling element bearings require of machine learning
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methods for diagnosis. The purpose of these techniques is to produce effective fault
diagnosis with a reduced need of human intervention. These techniques typically follow
a process described in Figure 1 [1]. In this process, signals are collected by a system
and are pre-processed to ensure they are comparable. Then, during the training phase,
a set of features extracted from these signals is used to build a signal model. The
classification stage employs the model in the new incoming signals to produce an output
in the form of information about the existence of a fault and type of fault. Typically,
the features selected for the construction of the model are signal characteristics from
time domain and frequency domain. Yang, Mathew and Ma [15] provide an overview of
vibration monitoring techniques with a focus on feature extraction. Wavelet analysis use
the joint time-frequency domain to generate feature vectors [16] that can be used in the
construction of the signal model. Lou and Loparo [17] use the wavelet transform, in the
same data that our study, to produce features that are used as inputs into a neuro-fuzzy
classification system.

Our study focuses on the feature extraction stage of machine learning based tech-
niques. This stage processes the data that generate the features to be used during the
classification stage. Typically, during this stage no information is gained concerning the
condition of the signal. A signal model based on a sparse representation requires a set
of the atomic waveforms in the feature extraction stage. These waveforms adapt to the
input signal via an unsupervised feature learning approach. It is possible to illustrate
changes in the signal before the classification stage is reached by monitoring the atomic
waveforms as they propagate over time. Further details concerning the nature of the
abnormality is learned in the classification stage.

3 Sparse feature learning

Sparse coding with learned features produce succinct representations of signals, meaning
that the representation use a minimum of space but still is informative and useful for
interpretation and analysis. This makes sparse coding interesting for resource-constrained
applications, provided that the necessary computation can be done efficiently.

The model that we use was proposed by Smith and Lewicki [18], and it is inspired
by the work of Olshausen and Field on sparse visual coding [19, 20]. One remarkable
result obtained with this method is the discovery that cochlear impulse response functions
(revcor filters) are learned from speech data, which indicates that speech is adapted to
the ear [18]. Our hypothesis is that response functions that characterize machines can
be learned in a similar manner, and that such automatically learned functions are useful
for condition monitoring purposes. The model decomposes a signal, x(t), in a linear
superposition of noise and atomic waveforms with compact support

x(t) = ε(t) +
∑
i

aiφm(i)(t− τi). (1)

The functions φm(t) are atoms that represent morphological features of the signal, where
τi and ai indicate the temporal position and amplitude of the atoms, respectively. The
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values of τi and ai are determined with a matching pursuit algorithm [21, 22] and the
triple i, τi, ai represents one atomic event. The atoms are optimized in an unsupervised
manner by performing gradient ascent on the approximate log data probability

∂

∂φm
log [p(x | Φ)] =

1

σ2
ε

∑
i

ai(x− x̂)τi , (2)

where (x− x̂)τi is the residual of the matching pursuit over the extent of atom φm at time
τi and ai is the atom amplitude. The shape and length of each atom is adapted from
a weighted average of the residuals of the matches identified by the matching pursuit
algorithm. This is a form of Hebbian learning because adaptation is the product of
the continuous activation of the atoms by the input signal. The stop condition of the
matching pursuit algorithm determines the sparseness and signal-to-residual ratio of the
resulting event-based representation. Note that the resulting representation is not a
linear function of the input signal because the matching pursuit is non-linear.

The set of atoms, φm(t), defines a dictionary, Φ, consisting of k atoms

Φ = {φ1, · · · , φk} . (3)

The calculation of Φ is an iterative process. The first step is to initialize the dictionary. In
this work we set the initial length of each atom to fifty and sample the initial amplitudes
from a Gaussian distribution. The matching pursuit includes cross-correlation of the
signal (signal residual) with all atoms in the dictionary. The maximum cross-correlation
defines one event, i, τi, ai, which is subtracted from the signal by subtracting the corre-
sponding waveform, aiφm(i)(t − τi), resulting in a residual signal. The residual is used
as input to the next matching-pursuit iteration, and the process continues until a stop
condition is reached. The stop condition can be defined in different ways, for example in
terms of the number of events per signal sample (sparsity) or the signal-to-residual ratio.
Refer to the work by Mallat and Zhang [21] for further details on the matching pursuit
algorithm.

The problem to learn the dictionary, Φ, is the main challenge and opportunity of this
approach, which makes it fundamentally different from traditional condition-monitoring
approaches like Fourier and wavelet analysis. The strategy adopted here is to calculate
a dictionary of atoms, Φ, that maximizes the expectation of the log data probability

Φ = arg maxΦ〈log [p(x | Φ)]〉, (4)

where

p(x | Φ) =

∫
p(x | a,Φ)p(a)da. (5)

The prior of the amplitude, p(a), is defined to promote sparse coding in terms of sta-
tistically independent atoms [20]. The integral is approximated with the maximum a
posteriori estimate resulting from the matching pursuit, which is motivated by the as-
sumption that the code is sparse so that the integrand is peaked in a-space. This results
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in a learning algorithm that involves gradient ascent on the approximate log data prob-
ability defined by Eq. (2). The gradient of each atom in the dictionary is proportional
to the sum of residuals corresponding to the matching-pursuit activation of that atom.
The prefactor, 1/σ2

e , is the inverse variance of the residual that remains after matching
pursuit. Additionally, the gradient ascent method requires a learning rate parameter, η.
The introduction of a learning rate parameter means that Eq. (2) is modified to

∆φm =
η

σ2
e

∑
i : m=m(i)

ai(x− x̂)τi . (6)

This means that the learning rate is dependent on the activation rate of atoms, which
implies that the learning rate of atoms can be different, and that some atoms may not
learn at all.

Figure 2: Matching pursuit with dictionary learning diagram

Figure 2 presents a diagram of our proposed approach and Algorithm 1 summarizes
the implementation. Both describe the complete procedure, while it separates the stages
responsible for generating the sparse representation (matching pursuit) and dictionary
learning. The matching pursuit part of the algorithm is a fast implementation of cross-
correlation using the fast Fourier transform. The dictionary learning part of the algorithm
uses the extnorm(φ

(k−1)
j + δj) function to extend the length of the atoms. The function

reshape(s, n) splits the signal, s, into n segments and the entire algorithm iterates until
there are no more segments. An online scenario would have a continuous input signal, s,
where each segment would be defined by a fixed length. In the beginning of the algorithm,
the function randdict(M) creates the dictionary with M atoms randomly sampled from
a Gaussian distribution. The motivation of the approach taken here is the simplicity
of the algorithm, the underlying assumption of statistical independence of atoms (rather
than enforced orthogonality), the remarkable visual and auditory coding results obtained
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Algorithm 1 Matching Pursuit with Dictionary learning

1: function mpdl(s,M, n, η)
2: k(1,2,...,n) = 1
3: X(n) = reshape(s, n)
4: if k = 1 then
5: Φ(0) = randdict(M)
6: end if
7: repeat
8: r0 = xk
9: a0 = 0

10: τ0 = 0
11: for i=1 to I do . Begin Matching Pursuit
12: R(ω0) = FFT(r0)
13: Phi(ω0) = FFT(Φk−1) . Zero-pad r0 and Φ(0).

14: χi = IFFT(R(ω0) ∗ Phi(ω0))
15: (ai, τi) = MAX(χi)
16: rk = rk−1 − aiΦk−1(t− τi)
17: end for
18: for each ξj in aI do . Begin dictionary learning
19: δj = η ξj[rk]τi/var(rk)

20: φ
(k)
j = extnorm(φ

(k−1)
j + δj), . φ

(k)
j ∈ Φ(k)

21: end for
22: k = k + 1
23: until k=n
24: return ai×n, τ i×n,Φ(n)

25: end function

with this approach [19, 20, 18] and the possibility to develop an online implementation
on an FPGA/ASIC [13].

4 Results

We present an analysis of vibration signals utilizing time domain and frequency domain
techniques. The matching pursuit with dictionary learning approach uses the same sig-
nals. The vibration signals come from a rotating machine in the bearing data center at
Case Western Reserve University [23]. A test rig consisting of an electric motor, a torque
transducer, a dynamometer and a ball bearing supporting the motor shaft produced the
vibration data. An accelerometer located at the drive end of the motor is used to record
the vibration data with a sampling rate of 12 kHz. During data acquisition, the load
varies between 0 HP and 3 HP, resulting in a varying motor speed from 1800 to 1730
rpm, respectively.
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4.1 Time domain and frequency domain approaches

The analysis of the vibration signals is carried out in such a way that represents the
evaluation of an emerging fault. Data is taken from a normal, non-faulty bearing denom-
inated the baseline (BL) case. The analysis continues with data from a faulty bearing
with a 7 mils diameter fault in the inner race (IR7). The fault growth continues with
data from a faulty bearing with a 14 mils diameter fault in the inner race (IR14).

The time domain analysis approach estimates the crest factor and kurtosis of five
second long vibration signals. Figure 3 shows the comparison of these characteristic
for increasing loads. Evaluation of the crest factor shows increased levels for the faulty
cases than the baseline case. The increase in the crest factor levels are proportional to
the defect size. This is corroborated by a comparison to the kurtosis plot that shows a
higher kurtosis level for the IR14 case than the IR7 case, meaning that values increase
with the severity of the fault.
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Figure 3: Crest factor and kurtosis from a bearing that goes from a healthy condition
into a condition with an inner race fault that is growing.

Analysis in the frequency domain approach uses the fast Fourier transform to take a
time domain signal into the frequency domain. The vibration signals used for analysis
corresponds to a randomly selected 5 second segment taken from the 1 hp case for all
conditions. Figure 4 shows the frequency spectra of these signals. The BL case shows a
high magnitude harmonic component repeating every 1000 Hz. This component remains
stationary with similar amplitude in the fault cases. The IR7 case shows activity in the
1000 to 1500 Hz range and in the 2400 to 3000 Hz range. The former range remains
active without growth in the IR14 case The IR14 case shows high spread activity in the
2400 to 3000 hz range. Looking at the activity in the frequency spectra does not provide
information about the nature of the defect. The information from the frequency spectra
requires a comparison with the bearing characteristic frequencies in order to identify the
location of the source of the defect. Table 1 provides the characteristic frequencies of the
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bearing used for this experiment. The four largest magnitude peaks seen in the IR7 case
are located in frequencies multiple of the ball pass frequency of the inner race (BPFI).
The largest peak located in the IR14 case is found at a frequency of 2590 Hz, which is
also a multiple of the BPFI. This agreement indicates that the fault location is on the
inner race as it is the case.

Table 1: Bearing characteristic frequencies [17].

Fundamental train frequency (FTF) 12 Hz
Ball spin frequency (BSF) 70.8 Hz

Ball pass frequency of outer race (BPFO) 107.7 Hz
Ball pass frequency of inner race (BPFI) 162.3 Hz
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Figure 4: Frequency spectrum of a vibration signal (original) and its equivalent recon-
struction from a sparse representation. The signal is a 5 seconds long segment. The
vibration signals shown are from a 1 hp load. The reconstructed signal is generated from
the sparse representation of the same segment without the inclusion of the residual.

4.2 Machine learning based approach

The machine learning approach we propose considers three different datasets in order
to mimic the appearance and growth of a defect in the bearing, thereby simulating the
evolution of the machine from a normal state of operation to a faulty state of operation.
First, matching pursuit with dictionary learning is applied to 120 minutes of vibration
data corresponding to a normal, non-faulty bearing. This is the baseline (BL) case and
the resulting atoms are illustrated in Figure 5. Next, the atoms are further adapted to
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120 minutes of data corresponding to a faulty bearing with a 7 mils diameter fault on the
inner race. We refer to this as the IR7 case and the resulting atoms are also illustrated
in Figure 5. Finally, the IR7 atoms are further adapted to 120 minutes of vibration data
corresponding to a faulty bearing with a 14 mils fault on the inner race (IR14).

The vibration data is processed with our Matlab implementation of Smith and Lewicki’s
algorithm [18]. The dictionary initially contains sixteen normalized atoms of length fifty,
which are sampled from a Gaussian distribution with zero mean. Dictionary learning is
done using a signal window of 5 seconds (60000 samples) duration. The windows are
sampled randomly from the different load and rpm cases, thereby simulating a varying
load on the rotating machine. Matching pursuit is stopped at one order of magnitude
reduction in the data rate, or at a 12 dB signal-to-residual ratio.

The dictionaries resulting from the BL, IR7 and IR14 cases are shown in Figure 5, each
including the sixteen atomic waveforms obtained at the end of a 120 minute adaptation
time for each case. All waveforms are normalized and have the same y-axis scale. Each
panel in Figure 5 illustrates one atom for the BL case (top), IR7 case (middle) and IR14
case (bottom). Atoms 1, 2 and 4 reach approximately stationary conditions after 120
minutes. Atoms 9, 10, 12, 13, 14, 15 and 16 change over time and enable distinction of
the BL and IR7 cases. The difference between the IR7 and IR14 cases is evident from
the time propagation of atoms 9, 10, 12 and 14. Furthermore, the differences between
atoms 3, 5, 6, 7 and 8 distinguish the BL and IR14 cases.
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Figure 5: Atoms learned from vibration signals corresponding to the BL, IR7 and IR14
cases, respectively. The atoms are ordered by ascending center frequencies in the IR14
case. All atomic waveforms are normalized.

A sparse model allows the reconstruction of the original signal provided we know
the atomic waveforms, the time and the weight of the events. A reconstructed signal
possesses the same characteristics in the time and frequencies domain than the original
signal. This is verified by looking at Figure 4, which shows the frequency spectra of
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the reconstructed signal as compared to the original signal. The slight difference in the
spectra is only evident in the amplitudes of some of the peaks at lower frequencies and
the reason is that the atoms still need to further adapt to improve the model of the signal.
Figure 6 shows the frequency spectra of two of the atoms shown in Figure 5. It is evident
the change in the spectra as the atom continue to adapt to the new conditions posed by
the emerging fault. The magnitude peaks in the spectra are located at frequencies that
approach the atom center frequencies listed in Table 2.
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Figure 6: Evolution of the frequency spectrum of atom 14 and atom 16. The atomic
waveform changes as new structures are learned from the BL case and into the IR7 and
IR14 cases due to the appearance of an emerging fault.

Table 2 shows the center frequencies of the atoms in the three cases, calculated as the
mean value of the power spectral density of each atom. By calculating the rate of change
(propagation rate) of the atoms we notice changes in the characteristics of the rotating
machine, which are associated with the introduction of a fault in the bearing, see Figure 7.
The propagation rate is defined as 1−crosscorr(φa(t), φa(t− δ)), where t is the time and
δ = 10 minutes is an arbitrary time interval. Atom 3 stops evolving when the IR7 case is
introduced after 120 minutes. The center frequency of atom 3 is nearly identical in the
BL and IR7 cases, see Table 2. Atom 3 continues to adapt after 240 minutes when the
IR14 case is introduced. This is in agreement with Figure 5, which shows that atom 3 is
similar for the BL and IR7 cases, while it has a different shape in the IR14 case. Atom
13 is inactive during the BL case, as indicated by the vanishing event rate in Table 2,
but it starts to adapt in the IR7 case and eventually attains an impulse-like shape. In
contrast, atom 2 adapts in the BL case and thereafter remains unchanged, see Figure 5.
The center frequencies and event rates listed in Table 2, the propagation rate displayed
in Figure 7 and the dictionary illustrated in Figure 5 provide complementary information
about the three different operational conditions of the machine.

In Figure 8 we present a scatter plot of atom event rates versus the center frequency for
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Table 2: Center frequencies and event rates of learned atoms.

Center freq. [kHz] Event rate [s-1]
Atom # BL IR7 IR14 BL IR7 IR14

1 0.1 0.1 0.1 55 0 0
2 0.1 0.1 0.1 62 0 0
3 1.1 1.1 0.4 99 0 72
4 0.2 0.2 0.4 73 0 3
5 1.0 0.9 0.5 66 12 49
6 0.7 0.7 0.7 64 3 27
7 1.0 1.0 1.1 50 4 41
8 3.9 3.9 1.9 0 3 63
9 0.7 1.5 1.9 58 59 64
10 3.1 2.0 2.4 1 116 70
11 4.4 3.2 3.1 0 67 76
12 2.7 3.3 3.2 0 100 74
13 2.4 3.5 3.2 0 99 69
14 1.1 3.6 3.4 67 108 69
15 2.8 3.1 3.5 0 86 89
16 0.8 3.2 3.6 62 107 82
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Figure 7: Evolution rate of atoms versus the time in minutes. The occurrences of the IR7
fault after 120 minutes, and the IR14 fault after 240 minutes affect the propagation rate
of some atoms significantly, indicating that the characteristics of the machine changes at
these points in time.

the three cases listed in Table 2. It is evident that atoms with a lower center frequency
occur in the BL case, while the cases including a bearing fault (IR7 and IR14) result
in adaptation and activation of atoms with higher center frequencies. Furthermore,
a comparison between the IR7 and IR14 cases reveals differences in the event rates
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associated with some of the atoms. In summary, these results indicate that changes in
the operational conditions and characteristics of a rotating machine can be automatically
detected using unsupervised dictionary learning. Further work is required to investigate
and develop reliable measures for change detection during continuous monitoring of a
rotating machine, including methods to avoid false positives associated with long-term
variations in operation of the machine.
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Figure 8: Scatter plot of atom event rates versus center frequencies of atoms for the BL,
IR7 and IR14 cases. The event rates are calculated during the last thirty minutes of
vibration data in each case. The introduction of a fault in the bearing leads to learning
and activation of atoms with high center frequency.

5 Conclusion

We show the advantages of utilizing a machine learning approach over time domain and
frequency domain techniques. Machine learning based techniques reduce the reliance on
individuals to interpret the information and allows the automatic learning of the charac-
teristics of signals from rotating machines. In addition, we demonstrate the possibility
to detect when a fault appears in the machine by monitoring the dictionary of learned
atomic waveforms. We find that the shape, frequency and repetition characteristics of the
atomic waveforms enable distinction of different operational conditions of the machine
considered here. Furthermore, we define the rate of change of atoms (the propagation
rate) and show that it can be useful to automatically detect when a fault appears in the
machine. Our approach is computationally expensive. It can take up to 10 minutes to
achieve a one order of magnitude in the data reduction of a 60,000 samples signal with
a dictionary of 16 atoms of average length 120. The amount of time taken is highly
dependent on the length of the signal, size of the dictionary and dimension of its ele-
ments, as well as the stop condition for the sparse model. Therefore, further work is
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required to make this approach available for live condition monitoring. Our results mo-
tivate further experiments with more realistic failure modes and abnormal operational
conditions. The development of reliable measures for automatic change detection still re-
quires work. These measure could include the use of a backend knowledge base of atoms
learned from similar machines with known operational conditions. Dictionary learning
offers a novel approach to data-driven condition monitoring, which unlike frequency- and
Wavelet-based analysis requires few assumptions about the structure of the signal in the
time domain, and does not require expert knowledge about characteristic frequencies of
bearings.
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Towards zero-configuration condition monitoring

based on dictionary learning

Sergio Martin-del-Campo and Fredrik Sandin

Abstract

Condition-based predictive maintenance can significantly improve overall equipment
effectiveness provided that appropriate monitoring methods are used. Online condition
monitoring systems are customized to each type of machine and need to be reconfigured
when conditions change, which is costly and requires expert knowledge. Basic feature
extraction methods limited to signal distribution functions and spectra are commonly
used, making it difficult to automatically analyze and compare machine conditions. In
this paper, we investigate the possibility to automate the condition monitoring process
by continuously learning a dictionary of optimized shift-invariant feature vectors using
a well-known sparse approximation method. We study how the feature vectors learned
from a vibration signal evolve over time when a fault develops within a ball bearing of
a rotating machine. We quantify the adaptation rate of learned features and find that
this quantity changes significantly in the transitions between normal and faulty states of
operation of the ball bearing.

1 Introduction

Condition monitoring of machine elements is used to detect faults, reduce machine down-
time and improve overall equipment effectiveness, for example by condition-based pre-
dictive maintenance. The requirements on the methods employed to achieve that go
beyond fault detection, in particular in terms of prediction of faults [1] and detection of
abnormal operational conditions. Early detection and characterization of emerging faults
is a challenging problem because there are many variables that affect the operation of
the machine and the characteristics of the fault. Maintenance operations rely on time
and frequency domain features for diagnosis [1]. Expert knowledge is often needed to
interpret the features and make decisions, which makes the process difficult to automate.
Furthermore, condition monitoring methods are typically tuned to the application, the
operating conditions and the type and location of the fault. Therefore, such methods are
expensive to maintain when machines have varying characteristics and evolve over time,
for example as a consequence of maintenance and repair, which limits the scalability of
the approach. Also, it is difficult to predict all failure modes. Similarly, approaches based
on traditional pattern recognition methods require substantial amounts of labeled train-
ing data and the resulting methods are limited to the conditions for which the method
was designed and trained [2].

141
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Sparse representation of signals has attracted considerable interest in the last decade
[3, 4, 5, 6]. One type of sparse representation can be obtained by modeling signals as a
linear superposition of noise and a small number of atomic waveforms (atoms) of partic-
ular shapes, amplitudes and shifts, so-called shift-invariant sparse coding [7, 8]. Using
an approach known as dictionary learning the atoms can also be optimized to the signal
[3, 6, 9], so that each particular atom represents structural features of the signal, which
for example are excited by different physical processes. Such approximations are of in-
creasing interest in signal processing with applications ranging from denoising, source
coding, source separation, and signal acquisition. The problem of finding such sparse
representations and optimal atoms is NP-hard in general. Therefore, suboptimal strate-
gies based on convex relaxation, non-convex (often gradient based) local optimization or
greedy search strategies are used in practise. Liu et al. [10] investigate the possibility
that faults in a machine can be identified with multiclass linear discriminant analysis us-
ing dictionaries of atoms that are optimized to sets of signals corresponding to different
fault conditions of a rotating machine.

In this paper we complement the study by Liu et al. by investigating how one dic-
tionary of atoms changes over time in an online condition monitoring scenario. The dic-
tionary is continuously optimized to a vibration signal, measured from a machine, that
evolves from a normal state of operation to faulty conditions. We otherwise use a similar
method for dictionary learning that is suited for online monitoring [11], and vibration
signals from the same dataset [12]. The work presented here is novel because it focuses
on online monitoring and the continuous evolution of an automatically learned dictio-
nary, rather than supervised learning of multiple dictionaries for each fault condition.
We demonstrate that deviations from the normal state of the machine in principle can be
detected via monitoring of the learned dictionary over time. We define an evolution rate
for the atoms in a dictionary and demonstrate that this rate decreases to low values after
some time of adaptation, and that it increases significantly when faults are introduced in
the system. The resulting atoms are also useful for further classification and diagnosis of
the condition [10, 11]. We find that some atoms characterize the vibration of the machine
in both normal and abnormal operational conditions, while other waveforms are clearly
associated with the faults. These preliminary results indicate that online monitoring of a
learned dictionary is a potentially useful approach to zero-configuration fault detection.
The approach also provides atoms representing inherent structural features in the signal
that can be used for diagnosis and prediction.

2 Sparse coding and dictionary learning

The model [11] used here was developed by Smith and Lewicki [13], and it is inspired
by former work on sparse visual coding [14]. Smith and Lewicki discovered that atoms
learned from speech data closely resemble cochlear impulse response functions (revcor
filters), which indicates that speech is adapted to the ear [13]. Our working hypothesis is
that features that characterize machines can be learned in a similar manner. The model
decomposes a signal, x(t), as a linear superposition of noise and atomic waveforms with
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compact support

x(t) =
M∑
m=1

Nm∑
i=1

am,iφm(t− τm,i) + ε(t). (1)

The functions φm(t) are atoms that represent morphological features of the signal and
M indicates the total number of such atoms. The variable Nm refers to the number
of instances of atom φm, and the temporal position and amplitude of the i-th instance
of atom φm are denoted by τm,i and am,i, respectively. The set of M atoms defines a
dictionary

Φ = {φ1, · · · , φM} . (2)

The values of τi and ai are determined with a matching pursuit (MP) algorithm [15, 16]
with maximum a posteriori (MAP) optimization [17] for dictionary update. At each
iteration n, MP is used to decompose the signal in the following steps:

1. Initialization: n = 0, R0(t) = x(t);

2. calculate cross-correlations between signal, x(t), and all shift-invariant atoms, φm(t).
The coefficients, am,i, takes the form

am,i = 〈Rn(t)|φm(t− τm,i)〉, (3)

where the temporal position, τm,i, is determined by the cross-correlation

τm,i = arg max
m,i
〈Rn(t)|φm(t− τm,i)〉; (4)

3. update of the residual

Rn+1(t) = Rn(t)− am,iφm(t− τm,i); (5)

4. if the signal-to-residual ratio (SRR) or sparsity (number of samples over n) reaches
a predefined threshold the decomposition process stops;

5. each atom of dictionary, Φ, is updated with a gradient procedure outlined below;

6. continue decomposition of the next set of (partially overlapping) signal samples.

The problem to learn the dictionary, Φ, is the main challenge and opportunity of this
approach, which makes it fundamentally different from traditional condition-monitoring
approaches. The goal of this problem is to automatically calculate an optimal set of
atomic waveforms, φm, in the dictionary, Φ, for a particular signal domain. The solution
to this problem can be obtained by rewriting Eq. (1) in probabilistic form

p(x|Φ) =

∫
p(x|a,Φ)p(a)da ≈ p(x|â,Φ)p(â), (6)
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Figure 1: Atoms learned from vibration signals corresponding to the BL, IR7 and IR14
cases, respectively. The atoms are ordered by ascending center frequencies in the IR14
case. All waveforms are normalized and have different lengths, see text.

where â is the maximum a posteriori (MAP) estimation of a,

â = arg max
a
p(a|x,Φ) = arg max

a
p(x|a,Φ)p(a), (7)

that is generated by the MP [13]. The prior of the amplitude, p(a), is defined to promote
sparse coding in terms of statistically independent atoms [14] and it assumes that the
likelihood , p(x|a,Φ), is Gaussian. This results in a learning algorithm that involves
gradient ascent on the approximate log data probability [13]

∂

∂φm
log(p(x|Φ)) =

1

σ2
ε

∑
i

am,i [x− x̂]τm,i
. (8)

The gradient of each atom in the dictionary is proportional to the sum of residuals
corresponding to the MP activation of that atom.

In order to use the gradient for optimization we introduce a learning rate, or stepsize
parameter, η. Eq. (8) becomes

∂

∂φm
log(p(x|Φ)) =

η

σ2
ε

∑
i

am,i [x− x̂]τm,i
. (9)

This means that the learning rate depends on the activation rate of atoms, which implies
that the learning rate of atoms can be different, and that some atoms may not learn at
all.

Several improvements of this methodology have been proposed, including methods
to enforce orthogonality in the MP. Such methods improve the reconstruction accuracy
significantly for noiseless signals, but the effect on denoising performance is moderate.
Our method is comparable to that used by Liu et al. [10] and is motivated by the rela-
tively low complexity and simplicity of the algorithm, which allows for online condition
monitoring experiments in embedded systems.
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We are interested in quantitative changes of the learned atoms resulting from changing
conditions in a rotating machine. Skretting [18] proposes a dictionary distance measure as
a means to quantify the similarity between two dictionaries. This approach is useful for
diagnosis purposes but has limitations in an online monitoring scenario because only
a subset of the atoms may change when a fault emerges, possibly resulting in high
dictionary similarity. Therefore, we define the following evolution rate for each atom

µa = 1− arg max
b

crosscorr(φa(t), φb(t− δ)), (10)

where φa(t) is an atom of dictionary Φ at time t and φb(t−δ) is the corresponding atom at
a previous point in time, t− δ. This quantity is calculated for each atom and it indicates
how quickly individual atoms are changing. A value of zero means no change at all, while
a value close to one means that an atom is uncorrelated with the most corresponding
atom in the past.

3 Characterization of rotating machine with fault in

rolling element bearing

We apply the MP with dictionary learning approach to vibration data from a rotating ma-
chine at the bearing data center at Case Western Reserve University [12]. The vibration
data was generated with a test rig consisting of an electric motor, a torque transducer, a
dynamometer and a ball bearing supporting the motor shaft. An accelerometer located
at the drive end of the motor is used to record the vibration data. The accelerometer is
sampled 12000 times per second. During data acquisition, the load varies between 0 HP
and 3 HP, resulting in a varying motor speed from 1800 to 1730 rpm. We consider three
different datasets in order to mimic the appearance and growth of a defect in the bearing,
thereby simulating the evolution of the machine from a normal state of operation to a
faulty state of operation. First, MP with dictionary learning is applied to 120 minutes of
vibration data corresponding to a normal, non-faulty bearing. This is referred to as the
baseline (BL) case and the resulting atoms are illustrated in Figure 1. Next, the atoms
are further adapted to 120 minutes of data corresponding to a faulty bearing with a 7
mils (0.18 mm) diameter fault on the inner race. We refer to this as the IR7 case and
the resulting atoms are also illustrated in Figure 1. Finally, the IR7 atoms are further
adapted to 120 minutes of vibration data corresponding to a faulty bearing with a 14
mils (0.356 mm) fault on the inner race (IR14).

The vibration data is processed with our Matlab implementation of Smith and Lewicki’s
algorithm [13]. The dictionary initially contains sixteen atoms of length fifty sampled
from a Gaussian distribution with zero mean. Dictionary learning is carried out using
a signal window of 5 seconds duration (60000 samples). The windows are sampled ran-
domly from the different load and rpm cases, thereby simulating a time-varying load on
the rotating machine. Atoms are allowed to grow in length when the tail RMS exceeds
a threshold [13] and are always normalized. MP is stopped at one order of magnitude
reduction in the data rate, or at a 12 dB SRR.
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Center freq. [kHz] Event rate [s-1]

Atom # BL IR7 IR14 BL IR7 IR14

1 0.1 0.1 0.1 55 0 0

2 0.1 0.1 0.1 62 0 0

3 1.1 1.1 0.4 99 0 72

4 0.2 0.2 0.4 73 0 3

5 1.0 0.9 0.5 66 12 49

6 0.7 0.7 0.7 64 3 27

7 1.0 1.0 1.1 50 4 41

8 3.9 3.9 1.9 0 3 63

9 0.7 1.5 1.9 58 59 64

10 3.1 2.0 2.4 1 116 70

11 4.4 3.2 3.1 0 67 76

12 2.7 3.3 3.2 0 100 74

13 2.4 3.5 3.2 0 99 69

14 1.1 3.6 3.4 67 108 69

15 2.8 3.1 3.5 0 86 89

16 0.8 3.2 3.6 62 107 82

Table 1: Center frequencies and event rates of learned atoms.

The dictionaries resulting from the BL, IR7 and IR14 cases are shown in Figure 1, each
including the sixteen atomic waveforms obtained at the end of a 120 minute adaptation
time for each case. All waveforms are normalized and have the same scale. Each panel
in Figure 1 illustrates one atom for the BL case (top), IR7 case (middle) and IR14 case
(bottom). Atoms 1, 2 and 4 reach approximately stationary conditions after 120 minutes.
Atoms 9, 10, 12, 13, 14, 15 and 16 change over time and enable distinction of the BL
and IR7 cases. The difference between the IR7 and IR14 cases is evident from the time
evolution of atoms 9, 10, 12 and 14. Furthermore, the differences between atoms 3, 5, 6,
7 and 8 distinguish the BL and IR14 cases.

Table 1 shows the center frequencies of the atoms in the three cases, calculated as
the mean value of the power spectral density of each atom. By calculating the evolution
rate (rate of change) of the atoms we notice changes in the characteristics of the rotating
machine, which are associated with the introduction of a fault in the bearing. Figure 2
shows the evolution rate of all the atoms in the dictionary as defined by Eq. (10) and using
δ = 10 minutes. Atom 3 stops evolving when the IR7 case is introduced after 120 minutes,
this is represented by the disappearing bold line between 120 and 240 minutes, which is
a consequence of the vanishing event rate, see Table 1. The center frequency of atom 3
is nearly identical in the BL and IR7 cases, see Table 1. Atom 3 continues to adapt after
240 minutes when the IR14 case is introduced. This is in agreement with Figure 1, which
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Figure 2: Evolution rate of atoms versus the time in minutes. The occurrences of the IR7
fault after 120 minutes, and the IR14 fault after 240 minutes affect the evolution rate of
some atoms (bold lines) significantly, indicating that the characteristics of the machine
changes at these points in time.

shows that atom 3 is similar for the BL and IR7 cases, while it has a different shape in the
IR14 case. Atom 13 is inactive during the BL case, as indicated by the vanishing event
rate in Table 1, but it starts to adapt in the IR7 case and eventually attains an impulse-
like shape. In contrast, atom 2 adapts in the BL case and thereafter remains unchanged,
see Figure 1. The center frequencies and event rates listed in Table 1, the evolution rate
displayed in Figure 2 and the dictionary illustrated in Figure 1 provide complementary
information about the three different operational conditions of the machine.

In Figure 3 we present a scatter plot of atom event rates versus the center frequency
for the three cases listed in Table 1. It is evident that atoms with a lower center fre-
quency occur in the BL case, while the cases including a bearing fault (IR7 and IR14)
result in adaptation and activation of atoms with higher center frequencies. Further-
more, a comparison between the IR7 and IR14 cases reveals differences in the event rates
associated with some of the atoms. In summary, these results indicate that changes in
the operational conditions and characteristics of a rotating machine can be automati-
cally detected using unsupervised dictionary learning. Further work is required in the
development of reliable measures for change detection during continuous monitoring of
a rotating machine, including methods to avoid false positives associated with variations
in the operation of the machine.
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Figure 3: Scatter plot of atom event rates versus center frequencies of atoms for the BL,
IR7 and IR14 cases. The event rates are calculated during the last thirty minutes of
vibration data in each case. The introduction of a fault in the bearing leads to learning
and activation of atoms with high center frequency.

4 Discussion

We investigate the possibility to automatically characterize a rotating machine and de-
tect when faults appear in the machine by monitoring a dictionary of learned atomic
waveforms. We find that the shape, frequency and repetition characteristics of the atoms
depend on the operational conditions of the machine considered here. Furthermore, we
define the rate of change of atoms (the atom evolution rate) and illustrate that it can
be useful for automatic detection of faults. These results motivate further experiments
with more realistic failure modes and varying operational conditions. Further work is
required to investigate and develop reliable measures for automatic change detection,
possibly using a complementary knowledge base including atoms learned from similar
machines with known operational conditions. In addition, deep learning extensions can
be investigated for classification and prediction purposes. Dictionary learning offers a
novel approach to online condition monitoring, which unlike most traditional techniques
requires few assumptions about the machine and structure of the signal. Further work
is needed to study the usefulness of the method under more realistic conditions such as
speed, load and fault evolution. A method that requires a minimum of configuration is
needed to enable scalable condition monitoring in the era of the Internet of Things
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Sergio Martin-del-Campo and Fredrik Sandin

Abstract

Condition-based maintenance of rotating machinery requires efficient condition moni-
toring methods that enable early detection of abnormal operational conditions and faults.
This is a challenging problem because machines are different and change characteris-
tics over time due to wear and maintenance. The efficiency and scalability of conven-
tional condition monitoring methods are limited by the need for manual analysis and
re-configuration. The problem to extract relevant features from condition monitoring
signals and thereby detect and analyze changes in such signals is a central issue, which in
principle can be addressed using machine learning methods. Former work demonstrates
that dictionary learning can be used to automatically derive signal features that char-
acterize different operational conditions and faults of a rotating machine, but the use
of such methods for online condition monitoring purposes is an open problem. Here we
investigate online learning of features using dictionary learning. We describe dictionary
distance and signal fidelity based heuristics for anomaly detection, and we study the time–
propagated features and sparse approximation of vibration and acoustic emission signals
in three different case studies. We present results of numerical experiments with differ-
ent hyperparameters affecting the approximation accuracy, computational cost, and the
adaptation rate of the learned features. We find that the learned features change slowly
under normal variations of the operational conditions in comparison to the rapid adapta-
tion observed when a fault appears (bearing defects, magnetite particles in the lubricant,
or plastic deformation of steel). Furthermore, we find that a sparse signal approximation
with 2.5% preserved coefficients based on a propagated dictionary is sufficient for bearing
defect detection.

1 Introduction

Detection of abnormal operational conditions and prediction of faults are important for
the overall efficiency of rotating machines. Condition-based maintenance (CBM) is a
maintenance approach that recommends maintenance decisions based on condition mon-
itoring information [1], thereby reducing machine downtime and ensuring proper opera-
tion of machines. The CBM approach can be divided in three stages: data acquisition,
data processing and decision making. In the data acquisition stage, measured parameters
are collected, such as vibration, acoustic emission, current or temperature. Subsequently,
in the data processing stage features are extracted from the raw data. Afterward, in the
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decision making stage, actions are taken based on an analysis of the features. In addition
to fault detection and diagnosis, CBM requires methods for prediction of faults [2].

Machine learning can be used to automate the diagnosis and prediction tasks. A
central issue is the extraction of relevant features from condition monitoring signals.
Currently, practice is widely based on manual selection of standard features or features
that are defined by experts. This implies that features are defined without explicit
knowledge about the configuration, state and evolution of each particular machine.

In this work we investigate a method for online learning of features, which can enable
automatic extraction of features that are optimized to each individual machine. The
proposed method is based on sparse-coding theory and dictionary learning, which also
enables substantial compression of the raw sensor data. The transformation of raw data to
succinct information is key for further analysis and resource requirements, for example in
systems based on wireless sensors and Internet-of-Things technology, which have limited
data processing and communication capacities.

We focus on rolling element bearings and vibration monitoring. Rolling element
bearings are essential machine elements used to carry loads and reduce friction between
moving parts in rotating machines. Therefore, the condition monitoring of bearings is an
important aspect for improving the overall efficiency and reliability of rotating machinery.

Vibration signals from bearings are commonly analyzed in terms of pre-defined frequen-
cy-domain or time-domain features. For example, pre-defined frequency bands and
threshold values are used for the detection of faults and abnormal conditions [3, 4, 5].
The detection, prediction and diagnosis of faults in bearings is a difficult task due to the
high number of variables affecting their operation. Defect propagation rates in bearings
are stochastic due to the probabilistic nature of the bearing operational conditions and
structural integrity [2, 6]. Therefore, machine-learning and pattern-recognition methods
play a natural role for the further development of automated diagnosis and prognosis
systems. In particular, unsupervised methods that enable anomaly ranking and support
the analysis of abnormal operational conditions without reference to labeled training
data are needed, because it is difficult and expensive to generate suitable datasets for
supervised training [6].

Sparse representation [7, 8, 9] and analysis [10] of signals is an approach that has
attracted wide interest in the last decade. Sparse signal models based on a learned dic-
tionary of features require a minimum of information for modeling and analysis, thereby
potentially simplifying the signal processing task. Former work demonstrates that such
models can be used to characterize different operational conditions and faults of a rotating
machine [11, 12, 13] and for the detection of anomalies [14, 15].

However, it remains to investigate how dictionary learning can be implemented in
an online condition monitoring system for automated detection and scoring of emerging
faults. That is the motivation of this paper, which presents an investigation of measures
and heuristics for automatic scoring of abnormal operational conditions, which are based
on learned features and sparse-coding. We consider vibration signals from a rotating
machine with bearings in healthy and faulty states of operation, acoustic emission from
elastic and plastic deformation of steel, and acoustic emission from a bearing where
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contaminant particles are introduced in the lubricant. We investigate different sets of
hyperparameters governing the calculation of the sparse code and learning of features.
Furthermore, we propose indicators based on the dictionary distance measure of [16],
which are used to monitor the propagated dictionary over time for anomaly detection
and scoring purposes. In particular, we investigate the effects of varying sparsity and the
computational cost on the methods proposed here for scoring of abnormal conditions.

2 Method for sparse coding and feature learning

Sparse signal approximation based on a linear combination of a small number of elemen-
tary waveforms selected from a large collection is applicable to a wide range of signals
and tasks like compression, detection, separation and denoising [17, 8, 7, 18]. The general
problem of finding the optimal n-term approximation is intractable in practice and several
algorithms have been proposed that reduce the computational complexity and provide
reasonable approximation results. The general approaches are l1-norm minimization with
iterative convex optimization techniques, and greedy algorithms that iteratively decrease
the approximation error with a relaxed sparsity constraint [19]. The method described
here belongs to the latter class, and in addition to optimizing the n-term approximation
it also optimizes a set of shift-invariant elementary waveforms used for the sparse signal
approximation. The resulting shift-invariant waveforms are features of the signal and
here we are interested in the correlation between such automatically learned features and
the conditions of rotating machines.

2.1 Inspiration from biological sensory systems

We adopt the feature learning approach proposed by [20, 21], which is inspired by the work
of [22, 23] on sparse visual coding. A fundamental task of a biological sensory system is to
infer information about the environment under resource constraints. Therefore, efficient
encoding mechanisms have evolved that reduce the influence of noise and the redundancy
of the raw sensory signal. When optimizing sparse representations of speech in this
manner the resulting features match cochlear response properties [21], and in the case of
vision the resulting features resemble some receptive field properties of cells in the primary
visual cortex (V1) [22, 23]. We hypothesize that response functions that characterize
other systems and source processes can be learned in a similar fashion, and that such
automatically learned features are useful for signal analysis purposes. The resulting
sparse signal representations are sometimes referred to as “succinct”, meaning that they
are both compact and informative. Sparse-coding sensors can potentially be adopted
in resource-constrained sensor systems to improve the quality of sensor information and
reduce the cost of further processing and communication.
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2.2 Sparse signal model

The signal, x(t), is modelled as a linear superposition of waveforms, φm, with compact
support and additive noise

x(t) =
M∑
m=1

Nm∑
i=1

am,iφm(t− τm,i) + ε(t). (1)

The functions φm are atoms that represent shift-invariant elementary waveforms of the
signal and M indicates the total number of such atoms. The term ε(t) represents the
model residual, including noise. The variable Nm refers to the number of instances of
atom φm. The temporal position and amplitude of the i-th instance of atom φm are
denoted by τm,i and am,i, respectively. The set of M atoms defines a dictionary

Φ = {φ1, · · · , φM} . (2)

Eq. (1) is an inverse problem that is solved with a two-step optimization process for each
consecutive signal segment:

1A. Atom Selection – Find the atom, φm, that has the highest cross-correlation with
the signal residual and identify the corresponding offset τm,i.

1B. Residual Update – Given the selected atom(s), calculate the am,i that minimizes
the approximation error and update the signal residual accordingly. Repeat from
1A until a stopping condition is fulfilled.

2. Dictionary Learning – Given the set of selected atoms and corresponding τm,i, am,i
and residual, ε(t), update the atoms, φm, so that the approximation error is reduced.

Steps 1A and 1B is a signal encoding process that is repeated until a stopping condition is
reached, which typically is defined in terms of the approximation error and/or the number
of terms in the approximation. The number of terms in Eq. (1) is related to the sparsity
of the representation, which is directly related to the number of iterations of steps 1A and
1B in the optimization process. Thus, the model allows for a dynamic trade-off between
computational cost and representation accuracy. The second step, dictionary-learning,
is performed after the encoding process. Thereafter the optimization process restarts
with the next segment of the signal. By processing partially overlapping segments in
this fashion, a continuous signal can be encoded online in terms of continuously learned
atoms [12]. The mathematical details of this process are outlined below.

2.3 Encoding algorithm

The accuracy of the signal approximation depends on how well the update rule compen-
sates for the potential interference between different instances of atoms in the estimation
of the coefficients am,i. Therefore, several update rules have been proposed. Examples
of algorithms that incorporate different strategies for balancing between computational
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cost and approximation error are Matching Pursuit [24], Orthogonal Matching Pursuit
[25, 24], Gradient Pursuits [26, 27], and Equiprobable Matching Pursuit [28, 29]. Here we
adopt the Matching Pursuit (MP) algorithm [24] for solving the encoding problem. Or-
thogonal Matching Pursuit and related algorithms are superior when considering Eq. (1)
as a generative model for noiseless signals, but gives marginally improved results com-
pared to MP when considering realistic signals with noise, see for example Fig. 2 in [25]
and Fig. 5 in [26]. Our primary interest is the inverse problem and the possibility to
derive an optimized dictionary and sparse representation online for signal analysis pur-
poses. In that context the benefits of a more complex matching pursuit are unclear and
a subject for further investigation. Furthermore, we are targeting resource-constrained
embedded sensor systems and programmable hardware implementations and therefore
choose to investigate the lower complexity MP algorithm.

MP is used to decompose the signal, x(t), in the set of shift-invariant atoms, φm(t),
which implies that the coefficients am,i in Eq. (1) takes the form

am,i = 〈x(t)|φm(t− τm,i)〉, (3)

where τm,i is the result of the selection step and am,i is equivalent to the corresponding
maximum cross-correlation. Therefore, the MP-estimates of am,i are obtained from the
selection step without additional computation. As noted above, the use of MP implies
that we neglect possible correlations between selected atoms. The coefficients, am,i,
can be corrected for such correlations using orthogonal MP, but the corrections are not
expected to change the qualitative results presented here. The updated residual of the
signal, Rn+1(t), after the n-th iteration is

Rn+1(t) = Rn(t)− am,iφm(t− τm,i), (4)

and by definition R0(t) = x(t). Each iteration generates a new residual that is cross-
correlated with the dictionary of shift-invariant atoms. As mentioned above, atoms are
selected by maximizing the cross-correlation with the residual, which means that

τm,i = arg max
m,i
〈Rn(t)|φm(t− τm,i)〉. (5)

The strategy to select the atom and offset with the highest inner product implies that
the power of Rn(t) is minimized in each iteration. For further details see [24, 20, 21].

The iterative encoding process continues until a stop condition is reached. In this
work we define the stopping condition in terms of the number of terms in Eq. (1) relative
to the corresponding number of samples of x(t), which is a parameter of the model that
determines the sparsity of the approximation. Note that the resulting representation is
not a linear function of the input signal because the inverse problem solved with MP is
non-linear. The computational cost of the MP algorithm can be reduced by making use
of the redundancy of a shift-invariant dictionary and adopting efficient algorithms for
cross-correlation and maximization [30, 25].
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2.4 Learning of shift-invariant dictionary

Dictionary learning is an exciting area of sparse representation research that offers a novel
approach to feature extraction and signal analysis in condition monitoring applications.
The goal of this problem is to automatically optimize a set of atomic waveforms, φm, in
the dictionary, Φ, for a particular signal domain. One solution to this problem can be
obtained by rewriting Eq. (1) in probabilistic form

p(x|Φ) =

∫
p(x|a,Φ)p(a)da (6)

≈ p(x|â,Φ)p(â), (7)

where â is the maximum a posteriori (MAP) estimation of a,

â = arg max
a
p(a|x,Φ) = arg max

a
p(x|a,Φ)p(a), (8)

that is generated by the matching pursuit algorithm [31, 20, 21]. Furthermore, we assume
that the noise term, ε, in Eq. (1) is Gaussian. Therefore, the data likelihood, p(x|a,Φ),
is also Gaussian and takes the form

p(x|a,Φ) ≈ exp

(
−‖x− aΦ‖2

2σ2
ε

)
, (9)

where

‖x− aΦ‖2 = ‖x−
M∑
m=1

Nm∑
i=1

am,iφm(t− τm,i)‖2, (10)

and σ2
ε is the variance of the noise. Note that x, a and Φ are matrices in these probabilistic

expressions, and that the dictionary, Φ, includes all possible shifts of each atom φm.
Under these assumptions the atoms can be optimized by performing gradient ascent

on the approximate log data probability. The gradient of Eq. (7) is

∂

∂φm
log(p(x|Φ)) =

∂

∂φm
[log(p(x|â,Φ)) + log(p(â))] . (11)

By evaluating the derivative on the right-hand side and substituting the likelihood term
with Eq. (9) this becomes

∂

∂φm
log(p(x|Φ))

=
−1

2σ2
ε

∂

∂φm
‖x−

M∑
m=1

Nm∑
i=1

am,iφm(t− τm,i)‖2 (12)

=
1

σ2
ε

∑
i

am,i [x− x̂]τm,i
. (13)
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Note that here it is assumed that â is constant because sparse coding and dictionary
learning is a two step process, see Section 2.2. The term [x− x̂]τm,i

represents the final
residual coinciding with atom φm at temporal position τm,i identified by MP. In other
words, the shape of each atom is adapted with a weighted average of the residual coin-
ciding with the matches identified by the matching pursuit algorithm. In terms of neural
networks, this is a form of recurrent neural network with Hebbian learning because adap-
tation is a result of the repeated selection of atoms (activation of neurons) that are highly
correlated with the stimuli.

In order to use the gradient for optimization we introduce a learning rate (or stepsize)
parameter, η, and define the gradient ascent update of atom φm as

φm → φm + η
∂

∂φm
log(p(x|Φ)). (14)

This means that the shape of atom φm is updated and that the rate of adaptation depends
on the selection rate of each atom, which implies that the learning rates can be different,
and that some atoms may not learn at all. Furthermore, we zero pad all atoms with ten
elements at each tail and allow the atom to grow in length if the RMS of the tail exceeds
0.1 of the atom RMS, as proposed by [21].

3 Results of numerical experiments

We are interested in the characteristics of the sparse approximation and the atoms that
are adapted online to signals from condition-monitoring experiments. Thus, we analyze
vibration signals from the bearing data center at Case Western Reserve University [32]
and acoustic emission signals from two different experiments [33, 34]. Further details of
the numerical experiments are included below.

The vibration signals are generated by a rotating machine consisting of an electric
motor, a torque transducer, a dynamometer and a ball bearing supporting the motor
shaft. An accelerometer located at the drive end of the motor is used to record the
vibration data with a sampling rate of 12 kHz. We alternate between several recorded
datasets to simulate a varying load between 0 HP and 3 HP, resulting in a varying motor
speed between 1800 and 1730 rpm.

The acoustic emission signals are obtained from two different experiments. In the
first experiment particle contaminants are introduced in the lubricant of a rolling element
bearing [33]. A dictionary is learned from the acoustic emission signal from a bearing
with a clean lubricant at different rotational speeds. Subsequently, the dictionary is
propagated when the bearing is lubricated with a mixture of grease and magnetite, which
is a common type of contaminant in the mining industry. We also analyze the acoustic
emission signals from tensile strength tests [34] where stainless steel undergo different
strain stages. A dictionary is learned in a phase of elastic deformation, followed by
dictionary propagation in the plastic deformation and cracking phases. The acoustic
emission signals were recorded with a 14-bit digitizer PCI-card (GaGe OSC-432-007) at
a sample rate of 10 MS/s in the contamination experiment and 5 MS/s in the tensile
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strength test using a broadband sensor (Physical acoustics WSα) and pre-amplifier with
a built-in bandpass filter of 100–1200 kHz (Physical Acoustics 2/4/6C).

3.1 Algorithms and hyperparameters

The vibration and acoustic emission data is processed with our C/Matlab implementation
of the method outlined in Section 2, which includes a fast cross-correlation algorithm
that is adapted to matching pursuit with shift-invariant dictionaries. This enables us to
process several hours of vibration data in relatively short time on an ordinary PC, which
is not possible with a straightforward implementation of the method [30]. The initial
dictionary is formed by sixteen atoms of a length of fifty samples, which are sampled
from a Gaussian distribution with zero mean. Atoms are normalized to unit length.
Sparse coding and dictionary learning is performed on a vibration signal window of 5
seconds duration, which corresponds to 6 × 104 samples. The windows are sampled
randomly from the different load and rpm cases, thereby simulating a varying load on
the rotating machine. In the case of acoustic emission the initial dictionary is formed
by eight atoms, which are fifty samples long sampled from a Gaussian distribution with
zero mean. Eight atoms are found to be sufficient in these cases. Sparse coding and
dictionary learning is performed with a signal window length of 5× 104 samples.

There are four hyperparameters affecting the accuracy and computational cost of the
model. These are the atom length, the number of atoms in the dictionary, the sparsity
(number of terms) and the learning rate. Atoms are allowed to grow in length, see the
former section for details. This is necessary to enable proper learning of features with
both high- and low-frequency envelopes. The number of atoms in the dictionary is kept
fixed at sixteen (or eight) because this is approximately the number of shift-invariant
atoms that are learned at the sparsity levels considered here. Experiments with a larger
dictionary show that additional atoms rarely are selected, and therefore do not adapt to
the signal. We vary the sparsity and learning rate hyperparameters and study the effect
on the sparse representation and the learned atoms. The sparsity hyperparameter defines
the stopping condition of the MP encoding algorithm. We present the sparsity as a ratio
of the number of terms in Eq. (1) to the number of samples in the signal window.

In the vibration monitoring experiments we consider three different sparsity ratios,
0.1, 0.05 and 0.025, corresponding to 6000, 3000 and 1500 terms in the sparse repre-
sentation of the 60k samples of the signal segment. Two different learning rates are
considered, a learning rate of 10−5 corresponds to a quick learning (QL) implementation,
and a learning rate of 10−6 is a slow learning (SL) implementation. In practical applica-
tions of the method, the learning rate parameter needs to be adapted to the timescale
of the machine so that normal variations in the operational conditions are averaged out.
As demonstrated below, the long-term averaging over normal operational conditions (the
load and rpm in this case) does not prevent a rapid change of atoms due to an abnormal
condition. In total we consider six sets of hyperparameters with different sparsities and
learning rates, and each set of hyperparameters is used for the processing of fifteen hours
of 12 kHz vibration data at different operational conditions of the rotating machine.
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In the acoustic emission experiments we use a sparsity ratio of 0.1 and a learning rate
of 10−6, which corresponds to slow learning. Ten seconds of acoustic emission data are
sampled randomly in segments of length 5×104 samples from the signal obtained from a
bearing with an uncontaminated lubricant, followed by ten additional seconds of data in
the contaminated condition. This procedure is repeated at three rotational speeds of 10,
30 and 100 rpm. In the case of acoustic emission from a tensile strength test, ten seconds
of data are sampled randomly in segments of length 5× 104 in the elastic stage, followed
by sequential dictionary propagation in the plastic and crack propagation stages. This
approach makes it possible to learn a dictionary in the elastic stage where we have only
2.1 s of data.

3.2 Dictionary propagation results

The analysis of the vibration signals is carried out in such a way that it mimics an
emerging fault in the ball bearing. Three different datasets are considered to mimic
the appearance and growth of a defect in the inner race of the bearing. The goal is to
simulate the adaptation of a machine from a normal state of operation to a faulty state
of operation.

The first experiment is carried out using a relative sparsity of 0.10 and the slow
learning rate. Initially, five hours of vibration data corresponding to a normal, non-
faulty bearing is processed. This case is referred to as the baseline (BL) case and the
resulting atoms are shown in Figure 1. Next, the atoms are further adapted to five hours
of data corresponding to a faulty bearing with a 7 mils (0.18 mm) diameter fault on the
inner race. We refer to this as the IR7 case and the resulting atoms are also shown in
Figure 1. Finally, the atoms are adapted to five hours of vibration data corresponding to
a faulty bearing with a 14 mils (0.356 mm) fault on the inner race (IR14), which means
that fifteen hours of 12 kHz data is processed with this set of parameters. This process
is repeated for the other five sets of parameters, including different learning rates and
sparsity constraints.

The dictionaries resulting from the BL, IR7 and IR14 cases are shown in Figure 1,
each including the sixteen shift-invariant atomic waveforms obtained at the end of the
five hour learning time in each case. All waveforms are normalized and the sixteen panels
in the plot have the same scale on the y-axis. Each panel in Figure 1 illustrates one atom
for the BL case (top), IR7 case (middle) and IR14 case (bottom). A visual inspection
of the atomic waveforms show differences between the atoms learned in the BL, IR7
and IR14 cases. Atoms 1, 5 and 7-16 change over time and differentiate of the BL and
IR7 cases. The difference between the IR7 and IR14 cases is evident from the waveform
adaptation of atoms 1-9, 12 and 13. Furthermore, the differences between atoms 2, 3, 4
and 6 differentiate the BL and IR14 cases. Table 1 shows the center frequencies of the
atoms in the three cases, calculated as the mean value of the power spectral density of
each atom corresponding to a slow learning (SL) implementation with a relative sparsity
of 0.1. In addition, it shows the event rates of the atoms, which are defined as the number
of times each atom is selected per second.
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Figure 1: Atoms learned from vibration signals corresponding to the BL, IR7 and IR14
cases, respectively. This dictionary corresponds to a slow-learning (SL) implementation
with a relative sparsity of 0.1. The atoms are ordered by ascending center frequencies in
the final, IR14 case. All atoms are normalized to unit norm and have the same length
scale.

3.3 Dictionary distance indicators based on bearing vibration
signal

When a defect appears in a bearing the vibration of the bearing is expected to change.
Thus, a dictionary that is adapted to a vibration signal from the bearing should also
change to some extent. In order to quantify the magnitude of such changes we define
the adaptation rate of the dictionary in terms of the dictionary distance, β(Φt,Φt−δ),
proposed by [16]. Here Φt is the dictionary at the current time, t, and Φt−δ refers to the
same dictionary at an earlier time, t − δ. Thus, the adaptation rate is a moving (finite
difference) measure of how quickly the dictionary is changing.

We determine the time difference parameter, δ, in the following way. Atoms are
normalized and have a length of about 102 elements. Thus, the magnitude of an atom
element is about

√
10−2. Furthermore, with a sparsity ratio of 0.1 the relative update of

an atom element, φm,k, per second is expected to be about

∆φm,k
φm,k

∝ 0.1ηfs√
10−2M

=
ηfs
M

, (15)

where η is the learning rate, M is the number of atoms in the dictionary and fs is the
sampling rate. This expression follows from Eq. (14) by noting that each atom is selected
0.1fs/M times per second on the average. Here ηfs/M ∼ 10−6104/101 = 10−3. Thus,
we expect a 10% update of the atom elements after about 102 – 103 seconds of learning.
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Table 1: Center frequencies and event rates of learned atoms.

Center freq. [kHz] Event rate [s-1]
Atom # BL IR7 IR14 BL IR7 IR14

1 0.4 2.5 0.5 70 108 70
2 0.1 0.1 0.9 58 2 99
3 0.6 0.6 1.1 56 2 89
4 0.2 0.2 2.0 53 3 83
5 0.6 0.7 2.1 51 88 73
6 0.2 0.2 2.3 72 1 90
7 1.1 2.6 2.3 121 102 67
8 0.1 1.9 2.7 45 83 107
9 0.6 2.1 3.1 71 89 63
10 1.0 3.3 3.1 92 104 74
11 0.9 3.3 3.2 101 109 66
12 0.6 2.7 3.2 47 93 75
13 1.7 2.0 3.3 92 113 57
14 0.7 3.0 3.4 65 85 64
15 1.1 3.6 3.4 119 105 59
16 0.9 3.3 3.5 88 113 66

Therefore, we choose δ = 10 minutes in the following analysis of the bearing vibration
data.

Note that the time difference, δ, in combination with a low learning rate, η, introduces
a low-pass filter in the dictionary learning process, which averages the dictionary distance
over, for example, transient operational states of the machine.

Figure 2a shows the adaptation rate of the dictionary for the three different cases
of relative sparsity, 0.1, 0.05 and 0.025. The first two hours are not shown because
that period corresponds to the initial learning of the atoms, starting from a Gaussian
distribution of atom elements. There is a rapid increase of the adaptation rate when the
IR7 and IR14 faults are introduced after five and ten hours, respectively. This result
is in line with the observed atom adaptation rate, where changes are seen after the
introduction of the IR7 and IR14 faults.

The dictionary adaptation rate, β(Φt,Φt−δ), favors the detection of a suddenly occur-
ring fault given the relatively low value of δ considered here. However, many fault root
causes produce a gradual deterioration in the bearing. Therefore, the problem to detect
faults in the form of changes that appear over a long period of time is also interesting.
Arbitrary slow changes can, in principle, be detected by defining a baseline dictionary
that combines atoms learned in normal states of operation and calculating the dictionary
distance from the baseline to the current propagated dictionary. The baseline can be
defined by a set of learned dictionaries from healthy machines or machine conditions to
account for normal variations of the operational condition.

Figure 2b shows the dictionary distance measure under the same operational con-
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Figure 2: Dictionary adaptation rate (a) and dictionary distance to baseline (b) versus
time for the vibration signal at three different sparsity ratios (0.1, 0.05 and 0.025). The
IR7 fault is introduced after five hours of training and the IR14 fault is introduced after
ten hours.

ditions as described previously. Seven dictionaries are combined to form the baseline
dictionary. These dictionaries are taken at every half hour interval between two and five
hours of learning in the healthy condition. The dictionary distance increases after the
introduction of the IR7 and IR14 faults. This indicates a change in the propagated dictio-
nary with respect to the baseline. Thus, the dictionary distance may be a useful indicator
for the deterioration of the bearing (and machine) over time. However, this measure is
not particularly sensitive to transient issues in the machine, such as short-term overload-
ing or overspeed that does not cause permanent change in the slowly learned dictionary.
Therefore, a combination of dictionary distances to the baseline and the recent past, t−δ,
can be used to detect both transient and slowly developing faults.

In order to detect a fault using the dictionary distance and adaptation rate illustrated
in Figure 2, a threshold can be defined based on the normal variations observed over time
in a population of similar machines. For example, after the initial dictionary learning
process we do not expect a rapid increase in the dictionary distance to baseline as illus-
trated in Figure 2b. Thus, we can define an anomaly detection condition in terms of a
threshold on the accepted change of the dictionary distance to baseline. Figure 3 shows
the corresponding receiver operating characteristic (ROC) curve [35]. In this analysis,
we consider the BL case as healthy and the IR7 and IR14 cases as faulty. The different
true positive rate (TPR) and false positive rate (FPR) values are determined by varying
the threshold value.

Another possibility to detect faults using an online propagated dictionary is to con-
sider properties of the atoms in the dictionary. Here, we outline one such example based
on the frequency content and repetition rates of atoms. In Figure 4, we present a scat-
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ter plot of atom event rates versus the center frequency for the three fault cases (BL,
IR7, IR14) under six different parametrizations of the sparse coding model. The six
parametrizations correspond to relative sparsities of 0.1, 0.05 and 0.025, and the two
learning rates, QL and SL. The scatter plot includes atoms with an event rate above
ten events per second. Atoms with a lower event rate are omitted due to insufficient
adaptation to the signal. It is evident that atoms with a lower center frequency occur in
the BL case, while cases including a bearing fault (IR7 and IR14) result in selection and
adaptation of atoms with higher center frequencies. Furthermore, a comparison between
the IR7 and IR14 cases reveals differences in the event rates associated with some of the
atoms. For example, atoms with center frequencies around 3500 Hz tend to have a higher
event rate in the IR7 case compared to the IR14 case.

3.4 Dictionary distance indicators based on acoustic emission
in bearing contamination experiments

Particle contamination of the lubricant in rolling element bearings is a common problem
in industrial environments such as mines. The stochastic distribution of the particles in
the lubricant makes it challenging to detect such faults using frequency domain analysis of
a vibration signal. Instead, research in this area focus on condition monitoring methods
based on acoustic emission analysis [36]. In the following, we investigate whether particles
in the lubricant of a rotating bearing can be detected by acoustic emission monitoring
using the dictionary adaptation rate and dictionary distance measures introduced above.

The acoustic emission signal is sampled at 10 MHz, which is much higher than in
the former case of vibration analysis. The overall experiment duration is 20 seconds for
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Figure 3: ROC curve for the dictionary distance to baseline fault detector in the case of
the bearing vibration signal.
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Figure 4: Scatter plot of atom event rates versus center frequencies of atoms for the BL,
IR7 and IR14 cases. The event rates are calculated during the last thirty minutes of
dictionary propagation in each case. The introduction of a fault in the bearing leads to
learning and activation of atoms with high center frequency.

each rotational speed, with 10 seconds of data from an uncontaminated condition plus 10
seconds of data from a contaminated condition. We define the dictionary adaptation rate
as before, β(Φt,Φt−δ), with a time difference parameter that is adapted with Eq. (15)
to the acoustic emission sampling rate, δ = 1 second. Figure 5a shows the adaptation
rate of the dictionary for three different rotational speeds (10, 30 and 100 rpm) at a
sparsity ratio of 0.1. The first four seconds are omitted because that period corresponds
to the initial learning of the atoms starting from a Gaussian distribution of atom ele-
ments. A relatively quick increase in the dictionary adaptation rate is observed when
the particle contaminants are introduced in the lubricant after 10 seconds. The higher
baseline adaptation rate in the case of 100 rpm is likely due to the quadratic increase of
acoustic emission at increasing rotational speed caused by the normal transient forces in
the bearing.

Figure 5b shows the corresponding dictionary distance to baseline, calculated in a
similar way as described in the vibration analysis case presented above. The baseline
dictionary is defined by seven dictionaries learned with one-second intervals between
four and ten seconds of learning in the uncontaminated condition. We observe a steady
increase of the distance to baseline after the introduction of the particle contaminants,
which is similar at the three rotational speeds considered here. This indicates that the
propagated dictionary is changing with respect to the baseline, as a consequence of the
particle contaminants.

Figure 6 presents the ROC curve for contamination detection based on the rate of
change of the dictionary distance to baseline at all three rotational speeds presented in
Figure 5b. The ROC curve is calculated in a similar way as described in the vibration
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Figure 5: Adaptation rate of dictionary (a) and dictionary distance to baseline (b) versus
time of acoustic emission signal from a contamination experiment at three different ro-
tational speeds (10, 30 and 100 rpm). The contamination particles are introduced after
ten seconds of training.

analysis case presented above. The uncontaminated condition is considered as healthy,
and the contaminated condition is considered faulty. The ROC curve indicates that this is
a useful indicator. Further work based on realistic data from a high number of machines
is needed to clarify how successful an unsupervised dictionary learning approach is in
practice on this task.

3.5 Dictionary distance indicators based on acoustic emission
from tensile strength test

In the problems considered above, the abnormal condition is clearly defined by the pres-
ence of a fault (defect or contaminant particles), which is introduced after an initial
phase of learning with a signal representing a healthy condition. However, some failure
mechanisms are not associated with such a clear transition from a healthy to a faulty
state. For example, in a tensile strength test, an specimen is subject to controlled tension
that deforms the material structure until failure. The deformation stages are: Elastic,
the specimen returns to its original shape once the tension is no longer applied; plastic,
the specimen does not return completely to its original shape; and crack propagation,
where breaking of the specimen occurs. In each of these stages acoustic emissions are
generated by the specimen. Is it possible to detect the transitions between deformation
stages using unsupervised dictionary learning?

We train and propagate a dictionary on the acoustic emission signal recorded during
a tensile strength test and study the dictionary distance indicators described above. The
sampling rate used during the test is 5 MHz. The signal is divided in consecutive 10 ms
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Figure 6: ROC curve for acoustic emission contamination indicator based on dictionary
distance to baseline.

segments of 50k samples each. The segments range from when the force is first applied to
the specimen, until rupture of the specimen after 4310 segments. The initial dictionary
is trained with one thousand segments corresponding to the elastic stage, which are
randomly selected. The random selection is used to compensate for the relatively short
duration of the elastic deformation stage (210 segments). The resulting dictionary is
further propagated on the consecutive segments corresponding to plastic deformation
and crack formation.

In this experiment, the time difference δ in the adaptation rate, β(Φt,Φt−δ) is set to
two seconds, following the same estimation principle as described in the presentation of
Eq. (15). Figure 7a illustrates the adaptation rate of the dictionary during the tensile
strength test. The first four seconds are omitted because that period corresponds to the
initial learning of the atoms, starting from a Gaussian distribution of atom elements. A
quick increase of the adaptation rate occurs when the plastic deformation stage starts.
This coincides with a large release of energy during the initial plastic deformation, which
later goes back to a level similar to that in the elastic stage. The change after the
transition to the crack propagation stage is less distinct. However, this result is coherent
with the bursts of energy released when cracks appear and starts to grow. Similarly to the
cases presented above, Figure 7b shows the dictionary distance to baseline. The baseline
dictionary is defined by seven dictionaries learned with one-second intervals between four
and ten seconds of learning in the elastic stage. A fast increase is observed at the onset
of the plastic deformation stage, which indicates a significant change in the dictionary
with respect to the baseline. [37] presents an exploratory study of the use of dictionary
learning to identify strain stages of stainless steel.
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Figure 7: Dictionary adaptation rate (a) and dictionary distance to baseline (b) versus
time for the acoustic emission signal from the tensile strength test. The plastic deforma-
tion stage starts after 10 seconds of learning and the crack propagation stage starts after
44 seconds of learning.

3.6 Effect of hyperparameters

A comparison of the results obtained with the six different parametrizations of the model
illustrates how the hyperparameters and different sparsities and associated computational
cost affect the results. In online applications of the method, the hyperparameters need to
be automatically tuned to the application, or sufficiently general parameter values need
to be pre-defined so that the detection of abnormal conditions is possible.

Figure 8 shows model fidelities and residual RMS for the six vibration signal experi-
ments with different sparsities and learning rates, here preprocessed with a low-pass filter
to clarify the qualitative changes while suppressing artificial fluctuations introduced by
the randomization process in the training protocol. The fidelity of the model is defined
as the ratio between sparse approximation and the signal residual

dB = 20log10

(
x̂

ε(t)

)
, (16)

where dB is the fidelity in decibels, x̂ is the sparse approximation of each signal segment
and ε(t) is the residual. The residual RMS is the root mean square of each signal segment.
The residual is defined by Eq. (4) when the stop condition of the matching pursuit is
fulfilled. The first two hours are not shown for the same reason as in Figure 2a. The
fidelity and residual RMS are low-pass filtered with a first-order filter and a time constant
of one minute to improve the clarity of the plot. In a real-world scenario the load changes
on the machine would be more smooth (due to inertia) than the momentaneous and
random switching between datasets in our simulations. Therefore, the low-pass filtered
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Figure 8: Comparison of fidelity and residual RMS for six sparse representation with
relative sparsities 0.1, 0.05 and 0.025, and two learning rates, QL and SL. The rapid
decreases in fidelity and increases in residual RMS indicate the onset of the IR7 and
IR14 faults, which are introduced after five and ten hours of operation.

fidelity and residual RMS presented in Figure 8 are likely similar to what can be expected
in practice.

Figure 8 illustrates clear transitions between the BL, IR7 and IR14 cases in both
fidelity and residual RMS. This suggest that the selection of the sparsity and learning
rate values are not critical, and that a sparsity of a few percent is sufficient. In addition,
both these quantities are interesting for scoring of abnormal operational conditions, but
the fidelity is computationally more costly to calculate compared to the residual RMS.
Therefore, systems with limited computational power and communication resources can
monitor the residual.

We observe that a quick learning (QL) implementation produces more distinct transi-
tions between the different operational conditions, while a slow learning (SL) implemen-
tation in some cases lead to higher fidelity.

3.7 Comparison with other methods

We briefly compare our approach with other published works that used the same database.
Similarly, these approaches use sparse coding with dictionary learning. [11] propose a
method referred to as shift invariant sparse coding (SISC), where a dictionary is learned
for fault each case and load followed by merging of all the dictionaries. Thereafter a
sparse representation is calculated using the merged dictionary for test data at different
loads. Finally, a multiclass linear discriminant analysis is applied to the non-zero entries
to classify the different classes. [38] use the K-SVD algorithm to learn atoms from the
frequency spectrum. By re-sampling the data using a wavelet transform, multiple classes
are created so that the combined reconstruction error can be used for classification. Work
by [39] builds on the work by [11]. Their approach is computationally more efficient and



4. Discussion 171

Table 2: Comparison with related work.

Method This paper [11] [38] [39]
Goal Anomaly scoring Classification Classification Classification
Number of
trained dictionaries 3 (continuous) 16 80 50
Number of atoms
per dictionary 16 10 10 15
Variable
size atoms Yes No No No
Shift-invariant
atoms Yes Yes No Yes
Signal domain Time Time Frequency Time

does not merge the dictionaries learned for each case. New data are processed with the
learned dictionaries and the lowest reconstruction error is used to determine the class
to which the data belongs. Finally, they use ensemble learning with multiple classifiers
to improve the classification accuracy. In these three papers, the 14 mils (0.356 mm)
data for a bearing with a damage in the outer race is successfully classified, which is a
natural consequence of the supervised training protocols. Considering the results of the
unsupervised learning protocol described here we find that the atom selection rates for
this dataset are inconsistent with expectations from similar conditions, indicating that
some of the data is corrupt or incorrectly labeled.1 This observation is supported by the
study of [40]. Therefore, we focus on the inner-race dataset in this work.

Table 2 includes a summary of the studies referenced above. The approach in our
paper focuses on unsupervised online learning and anomaly scoring for identification of
faulty states. In a condition monitoring setting, the maintenance actions depend on the
root cause of the faults, rather than the size and location of the fault. Furthermore, the
size of the damage grows over time. Thus, it can be important to recognize how the
learned features change when the damage grows in size. This is why we study how a
dictionary changes when, for example a fault grows in size over time. Dictionaries learned
this way for different kinds of damage can be collected with labels in a repository. The
condition monitoring system could, thereby, identify and label different damages (root
causes) by comparison with the learned dictionaries in the repository.

4 Discussion

This work focuses on unsupervised feature learning for condition monitoring. We inves-
tigate possibilities to automatically represent the condition of a rotating machine and

1Correspondence with the dataset owner confirm that there is a problem with the outer-race dataset,
which as far as we know has not been identified in studies focusing on supervised learning.
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score abnormal changes by monitoring a dictionary of atomic waveforms learned from
vibration and acoustic emission signals recorded in three different condition monitor-
ing experiments. The sparse signal model Eq. (1) and unsupervised dictionary learning
method Eq. (14) are applied to a one-dimensional signal to simplify the presentation,
but in principle the signal can be multidimensional. We find that the shape, center fre-
quency and repetition characteristics of the atomic waveforms are different for different
operational conditions. This is expected when sparse regularization is successful because
sparsity requires information about the structure of the signal. Intuitively, a sparse rep-
resentation indicates the presence and absence of particular morphological structures
derived from the signal domain, which are likely to correlate with different source pro-
cesses and characteristics. Furthermore, we find that the RMS of the residual of the
sparse representation model increases rapidly when a damage is introduced in a rolling
element bearing of the machine. The residual also increases when the geometrical size
of the damage increases, but normal variations in the load on the machine are averaged
out for the different learning rates considered here.

We introduce dictionary-distance [16] based heuristics for scoring of anomalies in the
vibration signal, without reference to expert knowledge. The atom adaptation rate and
the adaptation rate of the dictionary (defined in terms of the dictionary distance metric)
increase significantly when a bearing damage is introduced and changes size. Slowly
emerging faults and abnormal conditions can also be scored in terms of the dictionary
distance to a baseline dictionary defined as the union of dictionaries for healthy states
of the machine. The identification of healthy dictionaries requires expert knowledge,
which for example is available when machines are installed or maintained by engineers.
The proposed heuristics should be combined with anomaly scoring methods [41, 42] for
detection of abnormal operational conditions and evaluation of the receiver operator
characteristic under realistic conditions. This requires significantly more data and is
beyond the scope of the current work.

Given the unsupervised nature of the method and the few hyperparameters involved,
the method can potentially be automated and applied for online condition monitoring
with a minimum of manual configuration. The sparsity and size of the succinct code
can be varied by modifying the hyperparameters of the model, thereby adjusting the
computational cost to allow for embedded and wireless operation. We note that 2.5%
retained coefficients is sufficient to obtain useful results. However, with 5% and 10%
retained coefficients the fidelity of the reconstructed signal is higher and the signatures
of the faults are more significant.

This work extends the results of [11, 12] with dictionary distance based metrics and
online adaptation of the learned dictionary. Further work is required to investigate and
evaluate these methods for scoring and detection of abnormal operational conditions in
a realistic online condition monitoring experiment, which so far has not been attempted
as far as we know.
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Exploratory analysis of acoustic emissions in steel

using dictionary learning

Sergio Martin-del-Campo, Fredrik Sandin, Stephan Schnabel, Pär Marklund and Jerker
Delsing

Abstract

Analysis of acoustic emissions (AE) from steel deformation is a challenging condition
monitoring problem due to the high frequencies and data rates involved, and the difficulty
to separate signals from noise. The problem to characterize and identify different AE
sources calls for methods that goes beyond conventional time and frequency domain anal-
ysis. Feature learning is common in the field of machine learning and is successfully used
to approximate and classify other kinds of complex signals. Former studies show that AE
classification results depend on the choice of predefined features that are extracted from
the raw AE signal, but little is known about feature learning in this context. Here we
use dictionary learning and sparse coding to optimize a set of shift-invariant features to
the AE signal measured in a steel tensile strength test. The specimen undergoes elastic
and plastic deformation and eventually cracks. We investigate the learned features and
their repetition rates and use principal component analysis (PCA) to illustrate that the
resulting sparse AE code is useful for classification of the three strain stages, without
reference to the signal amplitude. Therefore, feature learning is a potentially useful ap-
proach to the AE analysis problem, which also opens up for further studies of automated
methods for anomaly detection in AE.

1 Introduction

Acoustic emissions (AE) are transient elastic waves generated by the rapid release of
energy in solid materials. For example, damage within or at the surface of steel in machine
elements results in high-frequency AE [1]. AE is observed when steel undergo plastic
deformation and when cracks are formed, such as in a tensile strength test where high
force is applied to a specimen so that it ultimately ruptures, see Figure 1. Deformation
processes in the specimen generate AE that can be measured using standard sensors.

Analysis of AE can provide early warning signals and information about machine
component wear and maintenance needs. However, the data acquisition and analysis
problem is challenging due to the high frequencies, data rates and noise levels involved.
Traditionally, analysis of AE is based on handcrafted signal approximations and extrac-
tion of some particular features of the signal. For example, properties of the time domain
signal like the AE amplitude, energy, RMS or threshold-based event counts can be ana-
lyzed [2]. Perhaps the most common method is the high-frequency resonance technique,
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also known as the envelope method [3]. By extracting the envelope of the signal the
sampling rate can be significantly reduced and conventional frequency domain analysis
methods can be applied. However, using such rough approximations information is also
lost and it has proven difficult to derive reliable models for detailed analysis of AE in
condition monitoring applications. Can complementary information be extracted from
AE using unsupervised machine learning methods like feature learning? For example,
can feature learning methods be used to classify different strain stages in a tensile test
specimen?

Former work in this area has focused on vibration signals and machine learning meth-
ods enabling for example approximation of the system-response and classification of faults
[4, 5, 6]. Furthermore, there is evidence that matching pursuit is useful for classification
of AE in concrete structures [7]. Approaches like these can also be useful for studies
and processing of AE signals in steel. The increasing computational capabilities and
number of mechanical systems that can be monitored thanks to modern measurement
and Internet-of-Things communication technology motivates investigations of machine
learning methods for automated fault detection and classification.

In this paper we apply a feature learning method to AE measured on a tensile test
specimen. We present exploratory data analysis results obtained with a state-of-the-
art dictionary learning method based on local orthogonal matching pursuit. The signal
model is based on general assumptions like linearity and sparsity in a transformed space.
We study changes in the AE signal when the test specimen is sequentially exposed to
elastic and plastic deformation with resulting crack formation and rupture. Inspection of
the time domain signal reveal changes in the signal amplitude between the elastic, plastic
and cracking strain stages, but that analysis is not easily automated. Instead, we use a
model where the signal is represented as a linear superposition of noise and shift-invariant
waveforms with compact support, which are optimized to the signal using dictionary
learning. The dictionary of waveforms (called atoms) is learned in an unsupervised way.

We observe clear differences in the signal approximations corresponding to the three
strain stages, without reference to the signal amplitude. These results indicate that
dictionary learning is a useful complementary approach to analyse AE and identify mor-
phological features encoding information about the AE sources and the system transfer
function.

2 Dictionary learning method

The dictionary learning method is based on the model developed by Smith and Lewicki
[8], and it is inspired by earlier work of Olshausen and Field [9]. Smith and Lewicki
discovered that atoms learned from speech closely resemble cochlear impulse response
functions (revcor filters), which indicates that speech has adapted to the ear [8]. Our
working hypothesis here is that features that characterize other signals like AE can
be learned in a similar manner. The method decomposes a signal, x(t), in a linear
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superposition of noise and atomic waveforms with compact support

x(t) =
M∑
m=1

Nm∑
i=1

am,iφm(t− τm,i) + ε(t). (1)

The functions φm(t) are atoms that represent morphological features of the signal and
M indicates the total number of such atoms. The variable Nm refers to the number
of instances of atom φm, and the temporal position and amplitude of the i-th instance
of atom φm are denoted by τm,i and am,i, respectively. The set of M atoms defines a
dictionary

Φ = {φ1, · · · , φM} . (2)

The values of τi and ai are determined with an efficient orthogonal matching pursuit
(OMP) algorithm [10, 11].

The OMP algorithm is an iterative process that decomposes the signal in the dictio-
nary of atoms. The algorithm operates on the residual of the signal, which initially is
the measured signal to be decomposed. The algorithm calculates the cross-correlation
between the residual and all the elements of Φ. The atom with the maximum cross
correlation (inner product) for all possible timeshifts is selected and it defines an atom-
occurrence event. The time of the event is defined as τi and the inner product as ai.
This process is repeated until a stopping criterion is fulfilled, which for example can be
defined in terms of the sparsity level or a minimum signal to residual ratio. In each iter-
ation, the residual is updated by subtracting the event, aiφm(i)(t− τi), from the residual.
In addition, all coefficients ai are updated with an orthogonal projection of the signal
onto the set of selected atoms. This way, OMP results in a lower approximation error
compared to ordinary matching pursuit at the expense of higher computational cost. For
further details about the low-complexity implementation of OMP used here see [12].

The problem to learn the dictionary, Φ, of atoms is the main challenge. The goal
is to automatically optimize the set of atomic waveforms φm in the dictionary, Φ, to
a particular signal domain like AE. One solution to this problem can be obtained by
rewriting Eq. (1) in probabilistic form

p(x|Φ) =

∫
p(x|a,Φ)p(a)da ≈ p(x|â,Φ)p(â), (3)

where â is the maximum a posteriori (MAP) estimate of a [13],

â = arg max
a
p(a|x,Φ) = arg max

a
p(x|a,Φ)p(a), (4)

that is generated by the orthogonal matching pursuit [8]. The prior of the amplitude,
p(a), is defined to promote sparse coding in terms of statistically independent atoms
[9]. We assume that the likelihood, p(x|a,Φ), is Gaussian. This results in a learning
algorithm that involves gradient ascent on the approximate log data probability defined
by

∂

∂φm
log(p(x|Φ)) =

1

σ2
ε

∑
i

am,i [x− x̂]τm,i
. (5)
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The gradient of each atom in the dictionary is proportional to the sum of residuals within
the support of each atom event.

In order to use the gradient for dictionary learning we introduce a stepsize parameter,
η, which controls the dictionary learning rate. The resulting update rule for atoms is

φm → φm +
η

σ2
ε

∑
i

am,i [x− x̂]τm,i
. (6)

This means that the learning rate depends on the activation rate of atoms, which implies
that the learning rate of atoms can be different and that some atoms may not learn at
all.

3 Experiment

We are interested in the characteristics of the dictionary-based representation and resid-
ual of AE from steel when the stress-strain state changes. Therefore, we consider a
standardized ferrite sheet metal specimen subject to a tensile test. The selection of
ferrite steel is motivated by the single phase structure, which reduces the complexity.
Figure 1 displays the geometry and dimensions of these samples as well as the position
of the AE sensor. The sensor is glued with bees wax, which serves as an impedance
matching interface.

Figure 1: Schematic drawing of the ferrite tensile test specimen, including the sensor
position. Dimensions are in mm.

The tensile test was executed with a hydraulic test frame for tension and compression
(Dartec) in combination with a digital control unit (Instron). Samples were drawn apart
with a constant displacement speed of ∆s = 0.1 mm/s. A TTL trigger signal was used
to synchronize tensional force and acoustic emission measurement recordings. Acoustic
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emissions were measured with an accelerometer (WSα) in combination with a preamplifier
(Physical Acoustic 2/4/6C) that included a band pass filter in the 100 kHz to 1.2 MHz
range. The signals were collected with a 14-bit PCI digitizer (GaGe OSC-432-007) at a
sample rate of 5 MS/s. At this sample rate, the on-board memory allowed for a maximum
recording time of 132 s, which is sufficient for the tests.

We apply dictionary learning to the recorded AE data, which encodes information
about the steel as it transforms from the elastic strain stage to the plastic and crack
propagation stages. The AE data is processed with our Matlab/C++ implementations of
local OMP [12] for creating the sparse representation and Smith and Lewicki’s algorithm
[8] for dictionary learning.

The signal is divided in consecutive 10 ms segments with 50k samples each. The
segments range from when force is first applied until rupture of the specimen after 4310
segments. Segments are preprocessed to have zero mean and unit variance. The OMP is
stopped at 90% sparsity, which means that 50k AE samples are modeled with 5k atom
events (compression ratio of 0.1). We use a step size of η = 1×10−6 for dictionary update.
Initially the dictionary contains eight atoms of length fifty sampled from a Gaussian dis-
tribution with zero mean. The dictionary is trained with 1k randomly selected segments
corresponding to the initial elastic deformation of the specimen. Random selection is
used to compensate for the relatively short duration of elastic deformation data (210
segments). The resulting dictionary is further propagated by training with consecutive
segments corresponding to plastic deformation followed by crack formation. Atoms can
grow in length and are normalized after each update.

4 Results

Our aim is to investigate how the learned atoms and related AE model parameters change
when the steel specimen is subject to strain during the tensile test.

An initial dictionary learning experiment is carried out with the entire 46.2 seconds
of 5 MS/s AE data recorded in the experiment, see Section 3 for details. Preliminary
assessment of the results reveals that the atoms do not converge in the elastic domain
due to the relatively short duration of the elastic signal of about two seconds. Therefore,
training with elastic AE data is performed with 1k randomly selected segments so that 10
seconds of elastic data is processed. Thereafter the resulting dictionary is trained (with
dictionary propagation) using the remaining 44 seconds of AE data, which corresponds
to plastic deformation and crack propagation.

The resulting dictionaries for the elastic, plastic and crack propagation cases are
shown in Figure 2, each including eight atoms. The elastic dictionary is obtained after
training on 1000 segments, which corresponds to 10 seconds of AE. The plastic dictionary
is extracted after about 20 seconds of training, which is halfway through the plastic
deformation. The crack propagation dictionary is obtained after 43 seconds of training,
immediately before rupture of the specimen. The learned atoms are normalized and the
eight panels have the same scale along the y-axis. Each panel show the atoms for the
elastic case (top), plastic case (middle) and crack propagation case (bottom). The panels
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Figure 2: Dictionary of atoms learned from AE recorded from the steel specimen under
strain (elastic, plastic and crack).

illustrate how each atom evolve during the training process at different strain stages.
Atoms are ordered by decreasing atom repetition rates in the crack propagation case.

Visual inspection of the atoms reveal some differences between the atoms learned in
the three different strain stages. For example, atom 4 is more noise-like in the crack
propagation case but the shape is otherwise similar to that in the plastic case. Atom 6
have similar shapes and lengths in the plastic and crack cases. Other atoms are longer in
the crack case than in the plastic case, but the extended tails have low RMS amplitude
and are natural results of long duration training. Atoms learned in the elastic case are
more noise-like compared to the plastic and crack cases, which is a consequence of a
relatively low signal amplitude and SNR in that case. However, atoms 1, 4 and 8 appear
somewhat similar in the elastic, plastic and crack cases.
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Figure 3: Clustering of event rates with PCA. a) Number of atom events per second
versus atom number. b) Event rates projected on the first two principal components.

In Figure 3a we present the average repetition rates of each atom over 50 segments
(0.5 seconds of AE data). Error bars denote the corresponding standard deviations. In
the elastic case the atom repetition rates are rather similar for different atoms, which may
be a consequence of the low amplitude and SNR in that case. When the test specimen
enters the plastic deformation stage the atoms quickly adapt and the repetition rates
varies significantly between atoms. Different repetition rates are observed also in the
case of crack propagation. The accuracy of the sparse approximation differs as well. The
maximum fidelity obtained in the elastic case is 6.5 dB, while in the plastic case 16 dB is
obtained. In the crack propagation case the fidelity oscillates between 2.4 dB and 32 dB.

Next we perform principal component analysis (PCA) on the atom repetition rates for
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the 3×50 AE data segments used to prepare Figure 3a. Figure 3b shows the projection of
the repetition rates on the first and second principal components, which defines the 2D
plane where the data have maximum variance. Three well-separated clusters are formed,
which corresponds to the three different strain stages. The atom repetition rates depend
on the morphological structure of the signal, not on the scale of the signal amplitude.
These results indicate that even though the learned atoms are similar in the plastic and
crack cases, the sparse signal approximations are different in the three strain stages.

5 Discussion

We study AE measured during a ferrite tensile test using an unsupervised dictionary
learning method based on orthogonal matching pursuit and probabilistic gradient ascent.
Using PCA we illustrate that the atom repetition rates in the AE signal approximation
are different in the elastic, plastic and crack propagation strain stages of the test speci-
men. This makes strain classification straightforward in the experiment considered here,
without reference to the signal magnitude which is key in conventional time domain anal-
ysis. It is expected that the system response of the test specimen should change due to
deformation and crack formation. Some learned atoms have different shapes in the three
strain stages. Further work is required to investigate the significance of these changes,
and whether the transitions between strain stages can be detected. The latter is chal-
lenging because it takes some time for the learned dictionary of atoms to adapt under
changing conditions. This implies that the immediate transient effect of plastic deforma-
tion and crack formation is expected in the model residual, ε(t). These results motivate
further investigations of feature learning for AE classification and anomaly detection, for
example in condition monitoring applications.
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Detection of particle contaminants in rolling element

bearings with unsupervised acoustic emission feature

learning

Sergio Martin-del-Campo, Stephan Schnabel, Fredrik Sandin and Pär Marklund

Abstract

The detection of contaminants in the lubricant of rolling element bearings using acous-
tic emission signals is a challenging problem, in particular at high rotational speeds.
This problem calls for new analysis methods beyond the conventional amplitude- and
frequency-based methods. Feature learning is successfully used in the machine learning
field to characterize complex signals. Here we use an unsupervised feature learning ap-
proach to distinguish acoustic emission signals. We investigate the repetition rates of
features identified with shift-invariant dictionary learning and find that the signature of
contaminated lubricant is significantly stronger than the effect on conventional condition
indicators like the RMS and the enveloped RMS at high rotational speeds up to 3000
rpm.

1 Introduction

The selection of a rolling element bearing in the design of rotating machines is typically
made by carefully considering the expected fatigue life. Nevertheless, around 0.5 % of
bearings in industry fail prior to the designed end of life. According to SKF, 14 % (0.07 %)
of these premature failures are due to particle contamination [1]. For example, the mining
industry considers particle contamination a major source of premature failures. Over
two decades ago, Dwyer-Joyce [2] identified three body abrasive wear as a common cause
of failure for rolling element bearings. Therefore, research has focused on improving the
sealing technologies and methods needed to detect particle contaminants in the lubricant.

Most of the research on condition monitoring for particle contamination detection in
grease lubricated rolling element bearings has focused on two measurement techniques:
vibration [3, 4, 5, 6] and acoustic emission [7, 8]. Maru et al. [3] investigated the vi-
bration of both roller and ball bearings in particle contaminated oil. Kahlman and
Hutchings [4] focus on the wear of rolling element bearings with particle-contaminated
oil, while Akagaki et al. [5] relate vibration levels to the observed wear rates. Hariharan
and Srinivasan [6] present a more comprehensive study including varying particle con-
centration and size. They identify a relationship between the root-mean-square (RMS)
of the vibration signal and the concentration and size of the contamination particles.
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Vibration, in combination with processing techniques such as enveloping and time-
domain signal analysis, has proven to eventually expose particle contaminants by mon-
itoring the wear on the race way and changes in surface topography, which are sources
of particle contamination [3]. However, acoustic emission research has intensified in the
last decade because researchers have been able to immediately detect particle contami-
nation, in critical concentration cases, using acoustic emission signals [8]. Miettinen and
Andersson [8] study the relationship between acoustic emission activation counts and
parameters such as particle size, type and concentration at rotational speeds of 400 rpm
and 800 rpm. Meanwhile, the study by Tandon et al. [7] relates acoustic emission peak
levels to particle concentration and type in an experiment at a constant rotational speed
of 1440 rpm. The latter study shows that acoustic emission monitoring is significantly
more efficient for the detection of silica and ferric oxide contamination particles compared
to vibration monitoring.

Studies of acoustic emissions of rolling element bearings are typically performed at
low rotational speeds [7, 8, 9, 10, 11]. Already in the 80s, McFadden and Smith [12] dis-
cussed difficulties using acoustic emission at elevated rotational speeds, most likely due
to transient force signals that increase quadratically in amplitude with the rotational
speed. A transient force signal is the elastic deformation on the surface that initiates an
elastic wave and is caused by a force acting on a specific point and varying over time [13].
This background signal masks acoustic emissions caused by faults such as particle con-
tamination at high-rotational speeds [13]. Therefore, the task to detect contamination
at high rotational speeds with acoustic emission analysis is a challenging open problem.

The most frequently used acoustic emission condition indicators, such as activation
counts [8, 10], (RMS) [7, 9, 11] and maximum amplitude level [7], reduce the measurement
data volume to manageable levels. However, a significant part of the information is lost
in that process, which limits the possibility to separate different signal components and
derive models enabling detailed analysis of the acoustic emission signals.

Machine learning methods can enable data reduction without compromising much of
the information by identification of the inherent structure of the data. Such methods
can be used to create a model of the signal that enable estimation of different signal
components and noise.

In the following, we analyze acoustic emissions from a bearing with particle-contaminated
lubricant at high and varying rotation speed using an unsupervised feature learning
method based on orthogonal matching pursuit and dictionary learning. The acous-
tic emission signal is represented as a linear superposition of learned/optimized shift-
invariant waveforms and Gaussian noise. These waveforms are matched to the signal and
are optimized to produce a sparse and accurate code. Therefore, dictionary learning can
be used to reduce the measurement data rate by an order of magnitude or more [14],
thus simplifying the further processing and storage of information without severe loss of
information. Previously, matching pursuit has been used in the classification of acous-
tic emissions in concrete [15], and orthogonal matching pursuit with dictionary learning
has been used to detect different strain stages of stainless steel via acoustic emission
analysis [16].
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In this study, we determine and compare condition indicators based on acoustic emis-
sion RMS, acoustic emission envelope (AEE) RMS and unsupervised feature learning
for particle contamination detection in bearings at high rotational speeds [12, 13]. We
include the RMS due to the wide use of this indicator in academic research [7, 9, 11, 12],
while the AEE RMS is included due to its practical use in industry. Originally, the enve-
lope method was developed to shift frequency analyses from a high range of frequencies
to a lower range [17]. It was later adapted to acoustic emission analysis as shown by
Efteharnejad et al. [18] Our main finding is that there is a significant effect of contami-
nation at higher rotational speeds using a condition indicator (rate of activation of the
learned waveforms) from the unsupervised feature learning approach, which is not the
case with RMS and AEE based indicators. These results indicate that orthogonal match-
ing pursuit with dictionary learning is useful for extraction of information from complex
acoustic emission signals, which potentially can enable the detection of other kinds of
anomalies in rolling element bearings.

2 Method for sparse coding and feature learning

A machine learning method for signal analysis enables a computer program to learn a
model from training data. The program typically optimizes a set of features, individual
measurable characteristics that are particularly effective for modeling the signal. In
an unsupervised feature learning approach, the computer program learns these features
by itself. Sparse coding with dictionary learning is a method for unsupervised feature
learning. This method have proven successful in tasks such as compression, detection,
separation and denoising [19, 20, 21, 22]. The method produces a succinct representation
of the signal, meaning that the representation requires a minimum of space and still is
informative. The learned features of the signal are shift-invariant waveforms. We are
interested in the properties and repetition rates of such learned waveforms for different
conditions of the rolling element bearing.

The method that we use was introduced by Smith and Lewicki [23, 24], and it is based
on the work of Olshausen and Field [25, 26] on sparse visual coding. The method includes
an efficient encoding mechanism that reduce the influence of noise and the redundancy
of raw signals. For example, optimizing the model to speech results in learned features
that match the response properties of the cochlea [24]. Our hypothesis is that using the
same approach to characterize signals generated by a rolling element bearing can result
in learned features that are useful for the analysis of the bearing state and operational
conditions [14, 27, 28].

The signal, S(t), is modeled as a linear superposition of Gaussian noise and waveforms
with compact support

S(t) =
N∑
i=1

aiφm(i)(t− τi) + ε(t). (1)

The functions φm(t) are atoms that represent morphological features of the signal and
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Figure 1: Event-based representation of an acoustic emission signal using a dictionary
of eight learned atoms. The signal (dashed line) is modeled as a superposition of atoms
at specific points in time (dots). The atom waveforms are subtracted from the signal,
resulting in a model residual (solid line).

the set of atoms φm(t), defines a dictionary, Φ, consisting of M atoms

Φ = {φ1, · · · , φM} . (2)

The term ε(t) represents the model residual, including Gaussian noise. The temporal
position and amplitude of the i-th instance of atom φm(t) are denoted by τi and ai,
respectively. The triple m(i), τi, ai represents one atomic event. Typically, the total
number of events, N , is defined relative to the total number of samples in the signal
(segment). Figure 1 illustrates the model defined by Eq. (1). In the panel at the top,
the signal S(t), is represented by the dashed line while the residual ε(t) is represented by
the continuous line. The panel on the right-hand side presents a dictionary, Φ, of eight
learned atoms. The bottom panel is the event representation of the signal S(t), where
each circle is an event and the position along the horizontal axis defines the temporal
position τi. Each row in the event-based representation refers to one waveform in the
dictionary, while the amplitude, ai, is omitted here for clarity.

Figure 2 presents a block diagram of the proposed signal processing approach. The
signal, S(t), is divided in k segments with the same length. In the following, the terms
signal and signal segment are equivalent. Eq. (1) is solved with a two-step optimization
process for each consecutive signal segment:

1. Sparse coding – Find the atom with the maximum cross-correlation with the signal
using the Orthogonal Matching Pursuit algorithm [29], subtract the resulting event
from the signal and continue until some stopping condition is fulfilled.
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2. Dictionary Learning – Given the set of atoms selected in the orthogonal matching
pursuit and the corresponding τi, ai and residual, ε(t), update the atoms, φm, using
a gradient-based method.

Step 1 is a signal encoding process that is repeated until a stopping condition is reached.
Typically, the stopping condition is defined in terms of the number of events, N , in
the approximation, or it can be defined in terms of the approximation error. Step 2,
dictionary learning, is performed iteratively after the sparse coding of each signal segment.
The learning process continues until there are no more signal segments. A continuous
signal can thus be encoded online in terms of continuously learned atoms by processing
of consecutive signal segments [6].

We use the Orthogonal Matching Pursuit (OMP) algorithm to obtain a sparse ap-
proximation of each signal segment. OMP decomposes the signal in the dictionary of
atoms. The algorithm operates on the residual of the signal, which initially is the signal
segment to be decomposed, R0(t) = sk(t). The cross-correlation between the residual
and all the elements of Φ is calculated in each iteration. An event is defined by the atom
with the maximum cross-correlation (inner product) for all possible time-shifts and the
event amplitude, ai, is defined by

ai = 〈sk(t)|φm(i)(t− τi)〉, (3)

where the temporal position, τi, is

τi = arg max
i
〈sk(t)|φm(i)(t− τi)〉. (4)

This process is repeated by calculating a new event for each iteration until the stopping
condition is fulfilled. In each iteration, the residual is updated by subtracting the event,
aiφm(i)(t− τi), from the residual. The updated residual of the signal, Ri(t), after the i -th
iteration is

Ri(t) = Ri−1(t)− Φi(Φ
T
i Φi)

−1ΦT
i Ri−1(t), (5)

where Φi is the updated dictionary in the i-th iteration. This rule updates all coefficients
ai with an orthogonal projection of the signal segment onto the set of all previously
selected atoms. For further details about the implementation of OMP used here, see
[30].

After calculating the events of the sparse approximation, the next step is to update the
dictionary Φ. The goal is to optimize the set of atomic waveforms, φm, in the dictionary,
Φ, to minimize the residual of the sparse event-based model. One solution to this problem
can be obtained by rewriting Eq. (1) in probabilistic form

p(sk|Φ) =

∫
p(sk|a,Φ)p(a)da ≈ p(sk|â,Φ)p(â), (6)

where â is the maximum a posteriori (MAP) estimate of a [?],

â = arg max
a
p(a|sk,Φ) = arg max

a
p(sk|a,Φ)p(a), (7)
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Figure 2: Dictionary learning process based on orthogonal matching pursuit for sparse
coding of the signal.

that is generated by the orthogonal matching pursuit algorithm [24]. Under this solution,
the prior of the amplitude, p(a), is defined to promote sparse coding in terms of statis-
tically independent atoms [26]. In addition, we assume that the likelihood, p(x|a,Φ),
is Gaussian. Under this assumption, the atoms in the dictionary can be optimized by
performing gradient ascent on the approximate log data probability. Thus, resulting in
a gradient of Eq. (6) on the form

∂

∂φm
log(p(sk|Φ)) =

1

σ2
ε

∑
i

ai [sk − ŝk]τi , (8)

where the term [sk − ŝk]τi represents the final residual of the sparse approximation that
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coincides with each atom at their respective temporal positions τi identified by OMP.
Thus, the gradient of each atom in the dictionary is proportional to the sum of residuals
within the support of each event.

The use of the gradient for dictionary learning requires a step-length parameter, η,
which controls the atom updates. Therefore, the resulting update rule for an atom is

φm → φm +
η

σ2
ε

∑
i

ai [sk − ŝk]τi . (9)

This means that the learning rate depends on how often atoms are selected in the OMP,
which implies that the learning rate of atoms can be different and that some atoms may
not learn at all.

3 Experiment

We aim to study the possibility to detect of contaminants in rolling element bearings at
different speed by analysis of acoustic emissions. The conditions in the experiment are
chosen to be similar to typical conditions in field operation of a rolling element bearing.
The signals are generated with a test rig designed by SKF that incorporates a spherical
double row roller bearing (SKF 22220-E). The bearing undergoes a radial load of 10 kN.
A schematic drawing of the main shaft assembly is shown in Figure 3. During the exper-
iment, the bearing operates in uncontaminated and contaminated test conditions. In the
uncontaminated operating conditions, the bearing is lubricated with SKF LGWM 2/0.4
grease. In the contaminated operating conditions, the bearing is lubricated with a mix-
ture of 90.9% per unit weight of SKF LGWM 2/0.4 grease and 9.1% magnetite (Fe3O4),
which is a common type of contaminant in for example mining industry. Further de-
tails about the test rig, mixing procedure and particle size distribution are provided in
Schnabel et al [13, 31].

Prior to starting the tests, the bearing is exposed to a running in stage at 2000 rpm
for 15 minutes. After this initial run-in, the bearing is operated at eight different speeds
(1, 3, 10, 30, 100, 300, 1000, 3000 rpm). At each speed, the bearing is in operation
for five minutes before three acoustic emissions measurements are taken. Each acoustic
emission measurement is one second long, and there are 30 second intervals between
them. The measurement procedure is identical for both the uncontaminated and the
contaminated operating conditions. This procedure is repeated twice for a total of six
seconds of acoustic emission recordings at each speed and lubrication condition.

The acoustic emissions are measured using a wideband AE sensor (WSα) in combi-
nation with an preamplifier (2/4/6C), both from Physical Acoustics. The preamplifier
includes a band-pass filter with 100 kHz to 1200 kHz range coupled in series with the
amplifying stage. The sensor head is mounted on the housing of the outer ring in the
load zone of the bearing using bees wax as glue and impedance matching interface. The
acoustic emission signals are recorded with a 14-bit PCI digitizer (GaGe OSC-432-007)
at a sample rate of 10 MS/s and 1 MΩ impedance. The measurements are manually
triggered after 5, 51

2
and 6 minutes of operation at each rotational speed.
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Figure 3: Schematic drawing of the side view of the main shaft assembly.

4 Case Studies

We are interested here in the problem to detect the presence of contaminants in a rolling
element bearing, in particular at rotational speed. We analyze the acoustic emission
signal from the experiment described in Section 3. The analysis methods considered are
the conventional analysis based on RMS, the envelope technique and the unsupervised
feature learning approach described in Section 2 (dictionary learning). The details of the
numerical analysis are described below.

4.1 Methodology

The analysis of the acoustic emission signal is carried out by three different methods.
First, in the analysis based on root mean square (RMS), the raw acoustic emission signal
from the signal amplifier is processed without additional preprocessing. For each one-
second long acoustic emission signal, the RMS is calculated using the following equation

RMS =

√√√√√ N∑
n=1

u2
n

N
, (10)

where N represents the total number of samples of the signal with values un.
The second analysis method is based on the RMS value of the enveloped signal.

Figure 4 illustrates a block scheme of the algorithm used to create the envelope of the
acoustic emission signal. The envelope algorithm is applied offline to the raw signal
before the RMS value is calculated using Matlab and second-order Butterworth filters.

The third method is dictionary learning based on orthogonal matching pursuit (OMP)
as described in Section 2. The acoustic emission data is processed with our Matlab/C++
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Figure 4: Acoustic emission envelope (AEE) signal processing block scheme.

implementation of local OMP [30] and Smith and Lewicki’s algorithm [24] for dictionary
learning. The implementation of this method includes two stages, training and testing.
The goal of the training stage is to learn a set of waveforms that are useful to charac-
terize the AE signals. We use four seconds of AE signals recorded from uncontaminated
bearings to train a dictionary with 2000 signal segments of length 5 milliseconds (50k
samples). The segments are randomly selected from the four-seconds signal and are pre-
processed to have zero mean and unit variance. The OMP is stopped at 90% sparsity,
which means that 50k samples are modeled with 5k atoms/events. We use a step size of
η = 1×10−6 for dictionary update. Prior to the first iteration, the first dictionary of eight
atoms is created randomly. The atoms have a length of fifty elements and are sampled
from a Gaussian distribution with zero mean. In addition, the atoms are zero-padded
with 10 samples at both ends. The atoms can grow in length and are normalized to unit
norm after each dictionary update. After the training stage, the learned dictionaries are
used for further processing in the next analysis stage.

In the testing stage, the dictionary learned in the training stage is used. Two sec-
onds of uncontaminated AE data that are not used during training are divided in 400
consecutive 5 ms segments with 50k samples each. Each segment is preprocessed to have
zero mean and unit variance and the OMP is stopped at 90% sparsity. The dictionary
learning algorithm is deactivated during the test stage by setting a step size of η = 0 for
dictionary update. We determine the fidelity of the signal reconstructed from the model
and the event rate of atoms. The fidelity is the ratio between the sparse approximation
and the signal residual

dB = 20log10

(
ŝk
ε(t)

)
, (11)

where dB is the fidelity in decibels, ŝk is the sparse approximation of each signal segment
and ε(t) is the signal residual. The atom event rate is the number of times each atom is
selected per second of data.

The testing procedure is repeated using a dictionary learned from uncontaminated AE
data using two seconds of AE data from a bearing with contaminated lubrication. The
idea is to represent the AE signal when contaminants are introduced with a dictionary
learned from the AE signal of an uncontaminated rolling element bearing. This resembles
the situation in on online monitoring application where a dictionary is learned in the
normal state of operation, and contaminants subsequently appear in the lubricant of
the bearing. The two seconds of contaminated AE data are divided in 400 consecutive
5 ms long segments with 50k samples each. The remaining four seconds of contaminated
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AE data are used to train another dictionary for comparison purposes, using a similar
procedure as in the training stage.

4.2 Comparison of analysis methods

A common method for acoustic emission monitoring is trending of RMS values as dis-
cussed in Section 1. The main advantage of this method is the significant data reduction
where the acoustic emission signal (segment) is simplified to a single value. However,
as illustrated in Figure 5, trending of RMS values is insufficient to distinguish between
uncontaminated and contaminated lubrication conditions of a bearing at high rotational
speeds. A rolling element bearing has its own acoustic emission signature, which is due to
transient forces that increase quadratically in amplitude with rotational speed. There-
fore, the transient force component of the AE signal masks the signal due to particle
contamination at high speeds and prohibits detection by trending of the RMS value [13].
Furthermore, RMS trending has limitations at low rotational speeds (1 and 3 rpm). At
low rotational speeds the signal amplitude is at the same level as the measurement noise,
as shown in Figure 5. The measurement noise corresponds the signal level as measured
when the powered machine is running at 0 rpm.
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Figure 5: RMS values of acoustic emission signals from rolling element bearing tests with
and without contaminants in the lubricant and the RMS of the measurement noise at
zero rpm before each test.

The RMS trending analysis is improved with the envelope method. The envelope
algorithm/filter is applied to the raw signal prior to calculation of the signal RMS, thus
improving the signal to noise ratio. Figure 6 presents RMS values of enveloped signals.
We observe a slight difference in the enveloped RMS values for uncontaminated and
contaminated conditions at all rotational speeds considered here. However, the limitation
at high rotational speeds due to the transient force component of the AE signal still
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applies. Furthermore, the difference in the RMS value of the enveloped signals for the
two lubrication conditions is small and makes it difficult to draw conclusions about the
condition of the bearing by only observing the enveloped RMS value.
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Figure 6: RMS values of acoustic emission envelope (AEE) signals from rolling element
bearing tests with and without contaminants in the lubricant and the RMS of the mea-
surement noise at zero rpm before each test.

A major limitation of the RMS and RMS envelope methods is the inability to sep-
arate acoustic emissions caused by normal transient forces from those caused by plastic
deformation due to roll over of the contaminant particles. The RMS values are domi-
nated by the plastic deformation component of the AE signals at low rotational speeds,
while the transient force component dominates at high rotational speeds. These results
suggest that RMS trending, as a monitoring tool, offers a limited capacity to detect the
presence of contaminants in the lubricant of a rolling element bearing, in particular at
high speed.

Sparse coding with dictionary learning can be used to reduce the amount of data
by separating signal components with different repetitive structures from non-repetitive
noise. With this method several model parameters can be used to monitor the condition
of the rolling element bearing. Figure 7 shows the fidelities, as defined by Eq. (11), of the
two lubrication conditions of the bearing. The fidelity of the learned sparse representation
has a time-dependent structure that is somewhat similar to the results for the RMS trend
analysis, where the results at high rotational speeds are similar for the uncontaminated
and contaminated conditions. Thus, the fidelity of the sparse model is not a useful
indicator for detection of contaminant particles in the lubricant at high rotational speed.
The relatively high model fidelity in the contaminated condition at low speed indicates
that there are significant signal components with systematic, repetitive structure.

In Figure 8 we present the event rate of the most frequently selected atom (of the
eight atoms) for the AE signals. At high rotational speeds, the mean value of the event
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Figure 7: Fidelity values of the reconstructed acoustic emission measurement. Markers
represent average values for one-second measurement signal, while the error bars represent
the standard deviation.

rate is higher in the contaminated condition. One potential explanation is that in the un-
contaminated condition, the AE signal is dominated by the transient force components,
which trigger all atoms in the dictionary with similar event rates. However, when the
contaminant is introduced in the lubricant, there are two different signal components to
which the waveforms adapt. Since the effect of transient forces increases with rotational
speed, a subset of the atoms is expected to characterize that behavior by an increasing
event rate at increasing rpm. The other atoms are expected to be related to contam-
ination. Furthermore, the error bars in Figure 8 denote the corresponding standard
deviation of the event rate. The high standard deviation is likely due to the stochastic
nature of the contaminant AE sources. Each signal sample is only 5 ms long resulting
in a probability for the presence of contaminants in the elastohydrodynamic lubricated
(EHL) contact that is less than unit. This results in AE dominated by transient forces,
which in turn affects the atom event rates and standard deviation for the most frequently
selected atom.

4.3 Clustering with PCA

Principal Component Analysis (PCA) is a dimensionality reduction algorithm that can
be used to convert a set of correlated variables into a set of linearly uncorrelated variables.
PCA can be used to transform a dataset to a lower-dimension representation in searching
for structure in the data. For example, this way PCA can be used to identify different
populations in the data by looking at the variances of the transformed variables. Further
details about the procedure can be found, for example in [32]. We perform principal
component analysis on the repetition rates of all eight atoms for the contaminated and
uncontaminated conditions. For each condition and rotational speed, two seconds of AE
testing data in the form of 400 segments of 50,000 samples each are used.
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Figure 8: Event rate of the most frequently used atom vs. the rotational speed. Markers
represent average values for the selection rate of the atom, while the error bars represent
the standard deviation.

Figure 9 shows the projection of the selection rates of all atoms in the dictionary on
the first two principal components for the rotational speeds of 300 and 3000 rpm. This
projection of the selection rates on a 2D plane illustrates the plane of maximum variance.
Two clusters that correspond to the two lubrication conditions are identified. A part of
the clusters overlap each other. This is expected in the lubrication condition considered
here where the lubricant/contaminant mixture is not homogeneous. The motivation for
that is the stochastic nature of the contaminant particles in the EHL contact. Each
processed signal segment is 5 milliseconds long. Under that period of time there can be
regions in the lubricant without contaminant particles that enter the EHL contact, thus
mimicking an uncontaminated lubrication condition.

The repetition rates of the contaminated condition in Figure 9 corresponds to the case
where the dictionary is trained under uncontaminated conditions and the subsequently
learned dictionary is used to characterize the signal of the contaminated condition. How-
ever, the contaminant particles can remain in the lubricant for a long period of time and
the dictionary can then adapt to the signal of the contaminated condition. Figure 10
illustrates that scenario, where a dictionary is trained in the contaminated condition
using a procedure similar to the training in the uncontaminated condition described in
Section 4.1. PCA is performed on the atom selection rates of two seconds of AE test
data at each rotational speed, which corresponds to 400 segments of 50,000 samples each.
Figure 10 shows the projection on the first and second principal components, where four
clusters are identified. Each cluster represents a lubrication condition at the speeds pre-
sented in Figure 9. The clusters do not overlap and the distances between clusters are
higher than in Figure 9. These results indicate that when the dictionary adapts to the
signal of the contaminated conditions, the differences in the signal model and learned
dictionary increase.
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Figure 9: Clustering of atom selection rates projected on the first two PCA components
for AE signals at (a) 300 rpm and (b) 3000 rpm. The selection rates are determined
using a dictionary trained during an uncontaminated lubrication condition.

5 Discussion

This work focuses on the detection of contamination particles in the lubricant of rolling
element bearings using acoustic emission (AE) analysis. In particular, we describe the
limitations of conventional methods such as AE RMS and AE envelope RMS for the de-
tection of contaminant particles at high rotational speeds above 300 rpm. We investigate
the possibility to improve this situation by analyzing the acoustic emission signal with an
unsupervised feature learning method called dictionary learning. Orthogonal matching
pursuit and dictionary learning are used to approximate the acoustic emission signal in
a sparse representation and a set of learned waveforms called atoms. We find that the
repetition rates of atoms change in the presence of contaminant particles in the lubricant.
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Figure 10: Clustering of atom selection rates in the first two principal components at
300 rpm and 3000 rpm. The atom selection rates in the contaminated condition are
estimated using a dictionary trained during a contaminated condition.

Furthermore, the difference in the repetition rate of the most frequent atom is significant
at high rotational speeds because the transient force component dominates the acous-
tic emission signal. Furthermore, we find that by adapting the atoms to the signal in
the contaminated condition the difference between the sparse representation of the sig-
nals recorded in the contaminated and uncontaminated conditions increases. The results
demonstrate that dictionary learning can be used to detect contamination in a rolling
element bearing, in particular at high rotational speeds. Although this study focuses on
the challenge to detect contamination at high rotational speed, the results demonstrate
that the proposed method can also be useful for the detection of contamination at low
rotational speed.

This work extends the results of Schnabel et al. [13] on the role of transient forces
on the acoustic emission in bearings. In addition, it extends the investigation of machine
learning-based methods for the analysis of acoustic emission signals introduced by Martin
del Campo et al. [16]. Further work is required to investigate the effects of the type and
concentration of contamination particles on these results, as well as studying the feasi-
bility to identify contaminants by the analysis of the learned waveforms and repetition
patterns with AE measured in operational rotating machines.
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A dictionary learning approach to monitoring of

wind turbine drivetrain bearings

Sergio Martin-del-Campo, Fredrik Sandin and Daniel Strömbergsson

Abstract

Condition monitoring and predictive maintenance are central for efficient operation
of wind farms due to the challenging operating conditions, rapid technology development
and high number of aging wind turbines. In particular, preventive maintenance planning
requires early detection of faults with few false positives. This is a challenging problem
due to the complex and weak signatures of some faults, in particular of faults occurring in
some of the drivetrain bearings. Here, we investigate recently proposed condition moni-
toring methods based on unsupervised dictionary learning using vibration data recorded
from three wind turbines over about four years of operation, thereby contributing novel
test results based on real world data. Results of former studies addressing condition–
monitoring tasks using dictionary learning indicate that unsupervised feature learning is
useful for diagnosis and anomaly detection purposes. However, these studies are based
on data from test rigs operating under controlled conditions. Furthermore, most former
studies focus on classification tasks using relatively small sets of labeled data, which are
useful for quantitative method comparisons but gives little information about how useful
these approaches are in practice. In this study dictionaries are learned from gearbox
vibrations in three different turbines known to be in healthy conditions, and the dictio-
naries are subsequently propagated over a few years of monitoring data when faults are
known to occur. We calculate the dictionary distance between the initial and propagated
dictionaries and find time periods of abnormal dictionary adaptation starting six months
before a drivetrain bearing replacement and one year before the resulting gearbox re-
placement. When repeating that experiment with a dictionary that initially is learned
from the vibration of another type of rotating machine, the corresponding difference of
dictionary distances is three times lower and do not appear abnormal. We also investi-
gate the distance between dictionaries learned from geographically nearby turbines of the
same type in healthy conditions and find that the features learned are similar, and that
a dictionary learned from one turbine can be useful for monitoring of another similar
turbine.

1 Introduction

Wind power is a renewable energy source that grows rapidly and provides more than
11% of the electrical power in the European Union [1]. Wind power is harvested by wind
farms, which typically include many similar wind turbines. Wind turbines are based
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on relatively new technology, which has been scaled up from about 2MW to 10MW
per turbine in one decade. The rapid development in combination with the challenging
operating conditions of wind turbines over the typical 20-year service life implies that
condition monitoring and predictive maintenance are central issues. When maintenance
is needed, the cost of crane mobilization and energy production losses are high, and there
are challenges to acquire spare parts in this rapidly expanding industry. The gearbox is
a major component of a wind turbine, and the rolling element bearings that support the
rotating components in the drivetrain are essential for reliable operation. Monitoring of
these bearings is an important and challenging issue given the predominance of bearing
faults in wind turbines [2] and the complex and weak signatures of some faults. However,
condition monitoring data from wind turbines of the same type in a wind farm also
offer an interesting opportunity to test and benchmark advanced condition monitoring
methods. Nearby turbines face similar environmental and operational conditions, which
means that methods can be adapted and validated with data from multiple machines.

Preventive maintenance, also known as condition-based maintenance, requires con-
tinuous monitoring of the machine in order to detect incipient failures, so that the main-
tenance actions can be scheduled in an efficient manner [3]. The stages involved in this
procedure are data acquisition, feature extraction and diagnostics identification. The
principle behind identification is that a “significant change [of a feature] is indicative of a
developing failure” [4, 5]. Feature selection and extraction is a key problem that typically
determines the performance of decision support functions like classifiers and regression
models, and thereby the efficiency of the condition monitoring system. A feature is an
individual measurable signal property or pattern that is characteristic of some particular
type of source. The most commonly used methods for condition monitoring of wind
turbines are based on feature extraction with vibration signals originating from vibration
sensors mounted on the drivetrain. Dias Machado de Azevedo [6] presents an overview
of condition monitoring methods for wind turbines, and Garcia Marques [5] describes
common faults in wind turbines.

The features used in the diagnostics of a wind turbine can be classified in three
categories: time domain, frequency domain and joint time-frequency domain. Com-
monly used time domain features include traditional statistical parameters like root mean
square, crest factor and kurtosis. Trends of such parameters are used as indicators of
the deterioration of the machine [7]. Frequency domain features are typically derived
by conversion of the time-domain signal to the frequency domain using the fast Fourier
transform (FFT). Kinematic information like bearing defect frequencies are used to ex-
tract information in selected frequency bands [3], thereby forming a smaller set of features
that can be trended and monitored. Frequency domain analysis is useful for detection
of localized defects that excite periodic patterns in the monitored signals, while time do-
main analysis can be more useful for the detection of non-periodic patterns, for example
due to particle contamination of the lubricant in a bearing. Analysis methods based on
joint time-frequency domain features are also used, but are more recent developments
compared to the time- and frequency domain methods. The Wavelet transform is one
example, which is useful for the analysis of non-stationary signals [5]. However, such
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methods have not been widely used in industry so far because the analysis is more com-
plex and requires trained experts for interpretation of the results [8]. Further information
about these analysis methods can for example be found in [9, 10].

Features are typically manually selected by experts, which implies that the features
are selected without explicit knowledge about the state of each particular machine. Fur-
thermore, the dependence on experts is a bottleneck that limits the scalability of con-
dition monitoring systems, especially when rapid growth is expected like in the wind
power market for the next five years [1]. Detection, prediction and diagnosis of faults
in a rolling element bearing are challenging tasks in general due to the high number of
variables affecting the operation. Thus, a machine learning approach can be useful in the
development of more automated diagnosis and prognosis systems. Supervised machine
learning is one approach that require labeled data for training, which is difficult and ex-
pensive to generate [10]. An alternate approach is unsupervised learning methods, which
for example can be used for feature learning and anomaly detection purposes.

Here we investigate an online learning approach to feature extraction based on dictio-
nary learning, which enables optimization of the monitored feature set to each individual
machine. In particular, we use dictionary learning to study signals recorded from vi-
bration sensors installed on gearboxes in 2.5 MW turbines at a wind farm in northern
Sweden. The learned features define a set of overcomplete and shift-invariant waveforms,
which are used to determine a sparse approximation of the corresponding vibration sig-
nal. We are interested in measures that can be used to track changes of such waveforms
over time, which can be useful for detection of abnormal changes.

Dictionary learning has attracted a broad interest in the last decade [11, 12]. Varia-
tions of the dictionary learning method have successfully been used in tasks such as signal
compression, detection, separation and denoising [12, 13, 14]. The methods developed
here are based on the work by Smith and Lewicki [15, 16], which is inspired by earlier
work of Olshausen and Field [17, 18] in the area of sparse visual coding. The methodology
includes a sparse regularization mechanism that reduce the influence of noise and some
of the redundancy typically present in raw sensor signals. For example, by optimizing a
sparse code of speech the resulting learned waveforms match the response properties of
the cochlea [16]. The hypothesis here is that the same general approach can be used to
characterize and analyze the signals generated by a rotating machine [19].

Liu et al. [20] were the first to apply dictionary learning to a dataset with bearing vi-
bration signals. They trained a dictionary of waveforms of fixed length for each condition,
including several different fault conditions. Subsequently the dictionaries were merged
and used to classify the type of fault using a linear classifier. Furthermore, Martin-del-
Campo et al. [19] showed that it is possible to distinguish different operational conditions
through learning of shift-invariant waveforms where the length of atoms are also opti-
mized. Chen et al. [21] use a dictionary learning approach to detect a fault in a gearbox
by identification of impulse-like components in a vibration signal. Tang et al. [22] use
shift-invariant sparse coding to generate a set of latent components, which in turn are
used to filter faults in a bearing or a gearbox by transforming the latent components to
the frequency domain. Further extensions of the work by Liu et al. [20] have been devel-
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oped by Wang et al. [23] and Zhou et al. [24]. Wang et al. [23] combine the dictionary
learning method with the AdaBoost algorithm to classify different fault conditions. Zhou
et al. [24] combine the dictionary learning method with a Hidden Markov model for fault
classification.

Studies of dictionary learning for fault detection with bearing signals are based on
simulated data and/or data from controlled experiments, where the faults are artificially
introduced. Furthermore, most of these studies investigate how the learned atoms can be
used for classification of faults, or how to improve the accuracy of such a classifier. Here
we extend the former studies with an investigation based on real world vibration data
collected from vibration sensors on gearboxes in multiple wind turbines over an extended
period of time. The output shaft bearing and subsequently also the gearbox were replaced
in one of the turbines included in this study. In addition to considering the problem to
detect faults, we also investigate whether the dictionary of waveforms learned for one
turbine are useful for analysis of the corresponding signal in another nearby turbine of
the same type. Furthermore, we study the possibility to use dictionary propagation and
dictionary based indicators to identify bad actors in a population of wind turbines, in a
similar way that trend analysis is currently used to monitor the conditions of turbines.

The dictionary learning method and the proposed dictionary based indicators are
described in Section 2. The data used are described in Section 3 and the results are
presented in Section 4, followed by a discussion of the results in Section 5.

2 Dictionary learning approach

2.1 Sparse signal model

The signal, S(t), is modeled as a linear superposition of Gaussian noise and waveforms
with compact support

S(t) =
N∑
i=1

aiφm(i)(t− τi) + ε(t). (1)

The functions φm(t) are atoms that are learned from the signal, which we refer to also as
features learned from the signal. A set of atoms φm(t), defines a dictionary, Φ, consisting
of M atoms

Φ = {φ1, · · · , φM} . (2)

The term ε(t) represents the model residual, including Gaussian noise. The temporal
position and amplitude of the i-th instance of atom φm(t) are denoted by τi and ai,
respectively. The triplem(i), τi, ai defines one atom instance. Typically, the total number
of atom instances, N , is defined relative to the total number of samples in the signal
(segment).

The inverse problem defined by Eq. (1) is solved with an iterative two-step optimiza-
tion process for each consecutive signal segment:
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1. Sparse coding – Keeping the dictionary fixed, determine the parameters m(i), τi
and ai of the N atom instances in Eq. (1) using the Orthogonal Matching Pursuit
algorithm [25].

2. Dictionary update – Given the set of atom instances and the residual, ε(t), update
the atoms in the dictionary, Φ using a probabilistic gradient method (described
below).

Step 1 is a signal encoding process that is repeated until a stopping condition is reached.
Typically, the stopping condition is defined in terms of the total number of terms, N , of
the approximation, as in this case, or it can be defined in terms of the approximation error
or signal-to-residual ratio. By defining the stopping condition in terms of the number
of atom instances, the sparsity of the model in Eq. (1) is directly related to the number
of iterations of the optimization process. Step 2, the dictionary update, is performed
iteratively after sparse coding of each signal segment. The process continues until there
are no more signal segments. Thus, online learning of atoms by processing of consecutive
signal segments is possible [26].

2.2 Signal encoding algorithm

The model described by Eq. (1) describes a continuous signal, S(t) as a linear combi-
nation of atoms. However, the problem to find the optimal linear combination of an
overcomplete set of atoms is an intractable (NP hard) problem. Therefore, several al-
gorithms have been proposed to find approximate solutions to this problem. One set of
algorithms are greedy algorithms that rely on an iterative process to create the sparse
representation, for example Matching Pursuit [27], Orthogonal Matching Pursuit [28]
and Gradient Pursuit [29].

Here, we use the Orthogonal Matching Pursuit (OMP) algorithm to obtain a sparse
approximation of each signal segment. OMP is used to decompose the signal given a
dictionary of atoms. The algorithm operates on the residual of the signal, which initially
is the signal segment to be decomposed, R0(t) = sk(t). The cross-correlation between
the residual and all the elements of Φ is calculated in each iteration. An atom instance
is defined by the atom with the maximum cross-correlation (inner product) across all
possible timeshifts, and the amplitude, ai, is defined by

ai = 〈sk(t)|φm(i)(t− τi)〉, (3)

where the temporal position, τi, is

τi = argmax
i

〈sk(t)|φm(i)(t− τi)〉. (4)

This process is repeated by determining a new atom instance for each iteration until the
stopping condition is fulfilled. In each iteration, the atom instance, aiφm(i)(t − τi), is
subtracted from the residual to form a new residual to be used in the next iteration. The
updated residual of the signal, Ri(t), after the i -th iteration is given by

Ri(t) = Ri−1(t)− Φi(Φ
T
i Φi)

−1ΦT
i Ri−1(t). (5)
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where, Φi is the updated dictionary in the i -th iteration. This rule updates all coefficients
ai with an orthogonal projection of the signal segment onto the set of all previously
selected atoms.

The iterative process continues until the stop condition is reached, which is defined
in terms of the number of terms, N relative to the number of samples of each signal
segment, S(t). The numbers of terms also determine the sparsity of the approximation.
For further details about the OMP method used here, see [28].

2.3 Learning of shift-invariant dictionary

The next step in the iterative optimization process is to update the atoms in the dictio-
nary, Φ, using the sparse approximation of the signal. The goal is to optimize the set
of atomic waveforms, φm, in the dictionary, Φ, to minimize the residual of the sparse
approximation. One solution to this problem can be obtained by rewriting Eq. (1) in
probabilistic form

p(sk|Φ) =

∫
p(sk|a,Φ)p(a)da ≈ p(sk|â,Φ)p(â), (6)

where â is the maximum a posteriori (MAP) estimate of a [15],

â = argmax
a

p(a|sk,Φ) = argmax
a

p(sk|a,Φ)p(a), (7)

that is generated by the orthogonal matching pursuit algorithm [16]. Furthermore, we
assume that the noise term, ε, in Eq. (1) is Gaussian. Therefore, the data likelihood,
p(sk|a,Φ), is also Gaussian and takes the form

p(sk|a,Φ) ≈ exp

(
−‖sk − aΦ‖2

2σ2
ε

)
, (8)

where

‖sk − aΦ‖2 = ‖sk −
N∑
i=1

aiφm(i)(t− τi)‖2, (9)

and σ2
ε is the variance of the noise. Note that sk, a and Φ are matrices in these proba-

bilistic expressions, and that the dictionary, Φ, includes all possible shifts of each atom
φm.

Under these assumptions, the atoms in the dictionary can be optimized by performing
gradient ascent on the approximate log data probability. Thus, resulting in a gradient of
Eq. (6) on the form

∂

∂φm

log(p(sk|Φ)) = 1

σ2
ε

∑
i

ai [sk − ŝk]τi . (10)

The term [sk − ŝk]τi represents the final residual of the sparse approximation that coin-
cides with each atom at their respective temporal positions τi identified by OMP. Thus,
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the gradient of each atom in the dictionary is proportional to the sum of residuals within
the support of each atom instance.

The use of the gradient for dictionary learning requires a step length parameter, η,
which determines how much the atoms are updated. The resulting update rule for an
atom is

φm → φm +
η

σ2
ε

∑
i

ai [sk − ŝk]τi . (11)

This means that the learning rate depends on how often atoms are selected during OMP,
which implies that the learning rate of atoms can be different and that some atoms may
not learn at all (see [30] for an alternative dictionary learning method where this is not
the case). Furthermore, we zero pad all atoms with ten elements at each tail and allow an
atom to grow in length if the RMS of the tail exceeds 0.1 of the atom RMS, as described
in [16].

Figure 1: Dictionary learning scheme for online condition monitoring.

Figure 1 presents the online monitoring scheme based on dictionary learning. The
signal is divided in segments of equal length. The interval between processed segments
can be adapted to match the processing capacity of the condition monitoring system, or
to the availability of data communicated from the turbine (which is the case considered
here). In the latter case the interval between segments can be up to hours/days due
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to limitations of the communication network between the wind farm and the condition
monitoring center. In an online processing scenario, edge effects due to signal segmen-
tation can be reduced by transferring the tail of the residual to the next segment to be
processed. The initial dictionary is either pseudorandomly generated, or copied from a
repository including dictionaries learned from similar machines. Initially, the first seg-
ment is processed with the OMP algorithm and the resulting sparse representation is
used to update the dictionary. Subsequently, the updated dictionary is used to process
the next signal segment, which is a process that is called dictionary propagation. The
output of this process is the updated dictionary, the residual, and the coefficients and
offsets of the selected atoms that define the sparse approximation of the signal. These
parameters are used for monitoring of the corresponding wind turbine.

Note that dictionary learning can be deactivated by setting the learning rate pa-
rameter, η, to zero. In that case the dictionary is constant over time. However, the
sparse representation of the signal can anyway be generated and analyzed for condition
monitoring purposes.

2.4 Dictionary distance

The dictionary is updated when each signal segment is processed (provided that the learn-
ing rate is non-zero). Therefore, it is interesting to quantify and monitor the difference
between two dictionaries learned at different points in time, for example by comparing
the present dictionary to a baseline dictionary learned during a period when the machine
was known to be in a healthy condition. Skretting and Engan [31] define the distance
between two dictionaries, Φ′ and Φ, as

β(Φ,Φ′) = β(Φ′,Φ) =
1

M +M ′

( M∑
i=1

β(Φ′, φj) +
M ′∑
i=1

β(Φ, φ′
j)
)
. (12)

The function β is the maximum similarity of atom φ to the atoms in the dictionary Φ,

β(Φ, φ) = arccosμ(D,φ), (13)

where μ is the mutual coherence, which is defined [9] as

μ(Φ) = max
1≤j,m≤M,j �=m

|φT
j φm|

‖φj‖2 · ‖φm‖2 . (14)

The dictionary distance is measured in degrees and conceptually is a generalization of
the conventional cosine of angle measure of similarity. For example, when β(Φ,Φ′) = 0
the two dictionaries are equal.

The dictionary distance measure can be used to quantify the distance between one
learned dictionary at two different points in time. We refer to this measure as the adap-
tation rate (of the dictionary) and define it as β(Φt,Φt−δ), where t is the current time and
δ refers to the same dictionary at some point in the past. The idea is that the adaptation
rate can be used to quantify sudden abnormal changes in the signal, for example due to
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a fault in the system. See also [26] where the rate of change of individual atoms after the
introduction of a fault is investigated. In principle, the dictionary distance β(Φt,Φt−δ)
could be normalized with the time step, δ, to obtain a finite difference approximation of
the “dictionary derivative” with respect to time.

3 Data source

We aim to study the viability of a dictionary learning approach to condition monitoring
using real world data, which implies that we have no control over the operational and
environmental conditions, in contrast to former studies based on data from controlled ex-
periments. The data originates from a wind farm located in northern Sweden. The wind
turbines have integrated condition monitoring systems that transmits data to a condition
monitoring database, from which we have accessed the vibration data used in this study.
Each wind turbine posses a three-stage gearbox including two sequential planetary gear
stages, followed by a helical gear stage. Each gearbox has four accelerometers located
near the different gear stages. Figure 2 includes a schematic view of the gearbox and the
location of the accelerometers.

,

Figure 2: Schematic view of the gearbox in a wind turbine. The components of each stage
are shown, including the support bearings. Data from one wind turbine with two bearing
failures is included in this study. The location of the faulty bearings are highlighted in
the figure. The measurement axes of the accelerometers are marked by arrows.



220 Paper G

Raw time-domain vibration signals from three turbines within the same wind farm are
considered in this study. All measurement data corresponds to the axial direction of the
accelerometer. The accelerometer is mounted on the housing of the output shaft bearing
of each turbine. The sampling rate is 12.8 kS/s and each signal segment is 1.28 seconds
long (16384 samples). The signal segments are recorded with an interval of approximately
12 hours over the period from November 2011 to September 2015. Under this period of
time, two turbines remain healthy, which henceforth are referred to as Turbine 1 and
Turbine 2. The third turbine, referred to as Turbine 3, had two bearing failures under
this period of time. The locations of the defective bearings are highlighted in Figure 2.
The descriptions of the failures are:

1. Inner raceway failure on a four-point ball bearing on the output shaft. Output
shaft bearing was replaced in February 2013.

2. Inner raceway failure on one of the four cylindrical roller bearings supporting one of
the planets in the first planetary gear. The entire gearbox was replaced in November
2013. Figure 3 shows the end result of this failure.

Figure 3: End result of the inner raceway failure of the bearing supporting the planets
in Turbine 3 (left). Inner raceway of a healthy bearing included for comparison (right).

4 Results and discussion

4.1 Numerical experiments

In addition to investigating the bearing failures in Turbine 3 described above, we are
interested in the similarity of dictionaries learned from different wind turbines of the
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same type that are located in the same geographical area. Can the dictionary learned
from one turbine be similar to the dictionary learned from another similar turbine that is
subject to similar operational and environmental conditions? Furthermore, is a dictionary
learned from one healthy turbine useful for monitoring of another similar turbine? To
address these questions we analyze the vibration signals described in Section 3 using
the dictionary learning method described in Section 2. We process the data with our
Matlab/C++ implementations of local OMP [28] and Smith and Lewicki’s dictionary
learning algorithm [16]. There are two stages in the experimental protocol used: Training
and evaluation.

The aim of the training stage is to learn a baseline dictionary for each turbine that
corresponds to the signal recorded in healthy operational conditions. We use the signal
segments recorded in the time period from December 2013 to September 2015. This
period of time is after the replacement of the gearbox in Turbine 3, which means that
also this turbine operates in a healthy condition during that time period. We use the same
training period for the three turbines to ensure similar operational and environmental
conditions during training. Signal segments with a vibration RMS above 0.5 G are
included in the training process, while segments with a lower RMS are omitted from the
analysis presented here. Figure 4 shows the RMS values of the signal segments versus the
rotational speed. Below an RMS of 0.5 G the turbines are sometimes unloaded and the
corresponding signal segments are more noisy (possibly due to the reduced load applied to
the bearings). Thus, we introduce a threshold on the RMS to exclude segments recorded
when the turbines are unloaded. Table 1 presents a summary of the signal segments
available and considered in the training stage. We train a total of 5000 signal blocks
of one second duration (12800 samples). Each one-second block is randomly selected
from within the signal segments of 1.28 seconds duration (16384 samples). The signal
segments are randomly selected from the time period December 2013 to September 2015,
and each block is pre-processed to have zero mean and unit variance. The OMP algorithm
is stopped at 90% sparsity, which means that each block of 12800 samples are modeled
with 1280 atom instances. We use a step size of η = 10−6 for the dictionary update.

Before the first signal block is processed, the dictionary is initialized with a pseudo-
random dictionary of eight atoms. Initially, the atoms are seventy elements long and are
always defined in the same way at the start of the learning process. Each atom is gen-
erated from fifty elements sampled from a Gaussian distribution with zero mean, which
is zero-padded with ten samples at each tail. The atoms can grow in length during the
learning process and atoms are normalized after each update. The dictionary learned
after the first 5000 iterations is henceforth referred to as a baseline dictionary, and it is
used as initial dictionary in the next learning stage. This procedure is repeated for the
three turbine cases, using exactly the same pseudorandom initial dictionary. Thereby, a
baseline dictionary is generated for each turbine.

The evaluation stage is similar for the three turbine cases and are based on the baseline
dictionaries corresponding to each turbine. In this second processing stage we consider
all signal segments available in the time period from November 2011 to September 2015.
However, like in the first learning stage we use only segments with a vibration RMS value
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Figure 4: Scatter plot of vibration RMS of each recorded signal segment vs. the speed
in cycles per minute (cpm) for the three turbines. The data shown correspond to the
period November 2011 to September 2015.

Table 1: Number of available and selected signal segments.

Training Evaluation

Case Available Considered Used* Available Used

Turbine 1 1212 859 5000 2982 2078
Turbine 2 1203 810 5000 3005 2058
Turbine 3 1237 803 5000 2976 1907

* The processed blocks are one second long and are extracted at random offsets in the signal segments.

above 0.5 G. Table 1 includes a summary of the number of used signal segments for each
turbine. Each segment is preprocessed to have zero mean and unit variance. Like before
the OMP is stopped at 90% sparsity, which means 1600 atom instances are used to model
16384 samples. The signal segments are analyzed in sequential order, as would be the
case in an online monitoring situation. Therefore, the dictionary is said to be propagated
over time, which means that it is gradually adapting to the structure of the signal.

Two scenarios are considered in the evaluation stage. In the first scenario the dictio-
nary is propagated with a step size of η = 10−6. In this scenario, we study the change
of the propagated dictionary over time with respect to the baseline dictionary. In the
second scenario the dictionary is kept constant by setting η = 0. In this scenario, we
study the fidelity of the sparse representation model over time using the fixed baseline
dictionary. In the second scenario we are interested to study the effect of the bearing
failures on the fidelity of the sparse model.

The evaluation stage continues with testing of two additional cases, which focus on
the importance of the baseline dictionary by investigating the consequences of propagat-
ing a dictionary that is not optimized to the signal of the machine. Signal segmentation
and pre-processing is done in the same way as in the previous two evaluation cases, and
dictionary learning is deactivated by setting η = 0. In one case we use the baseline dictio-
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nary learned from Turbine 1 to model and analyze the signals from all three turbines. In
the other case we use an arbitrary baseline dictionary learned from vibration signals ob-
tained from the ball bearing data center at Case Western Reserve University [32]. In the
latter case the signals are generated by a rotating machine consisting of an electric motor,
a torque transducer, a dynamometer and a ball bearing supporting the motor shaft. An
accelerometer located at the drive end of the motor is used to record the vibration data
with a sampling rate of 12 kS/s. We alternate between several recorded datasets from a
healthy bearing to simulate a varying load between 0 HP and 3 HP. Thus, the dictionary
used in this case does not encode information about the wind turbine signals and are not
expected to result in accurate sparse coding of the turbine vibration signals.

4.2 Generalization across turbines

In the training stage, one baseline dictionary is learned for each turbine in healthy con-
ditions. Here we aim is to investigate how similar the learned dictionaries are across
different turbines. Thus, we process the signal from the same accelerometer location
in the three turbines. Furthermore, during learning the same protocol and hyperpa-
rameters are used. The resulting dictionaries for the three turbine cases are shown in
Figure 5, each including eight learned atoms. The dictionaries are obtained after learning
from 5000 signal blocks, which corresponds to about 83 minutes of vibration data. The
learned atoms are normalized, and all atoms have the same scale along the two axes
of the panels. The atoms corresponding to Turbine 1 are ordered by ascending center
frequency. The atoms of Turbine 2 and Turbine 3 are ordered in the corresponding way
by maximizing the cross-correlation with each atom of Turbine 1. Table 2 summarizes
the center frequencies of the atoms.

Some of the atoms learned from the three turbines appear similar, while a few are
also different. For example, atoms one to three have sinusoidal components of relatively
low frequency in all three cases. Atoms four to six are more noise-like, with higher center
frequencies. Atoms five and eight have a similar steep minima in the three cases. Atoms
six and seven are the most different in the three cases, but still display some similarities
in the waveform, especially when comparing Turbine 1 and Turbine 2. Note that even
thought the three dictionaries are trained using healthy signal segments recorded under
similar operational and environmental conditions, the three bearings are not identical.
The bearings in Turbine 3 are newer compared to the bearings in Turbine 1 and Turbine 2.
The bearings in Turbine 1 and Turbine 2 have been in operation for more than two years.
Thus, these bearings have been degraded compared to the new bearing in Turbine 3.
Therefore, we cannot expect that the learned atoms should be identical for the three
turbines.

4.3 Effect of baseline dictionary selection

Next we investigate effects of selecting different initial dictionaries and dictionary learning
step lengths. In a field implementation of dictionary learning the baseline dictionary
needs to be learned from the signal to be monitored, so that the model has high fidelity
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Figure 5: Atoms learned from vibration signals from the three turbines. The atoms
of Turbine 1 are ordered by ascending center frequency. The atoms of Turbine 2 and
Turbine 3 are ordered by maximizing the cross-correlation with respect to the atoms of
Turbine 1. All atoms are normalized.

Table 2: Center frequencies of learned atoms.

Center frequency [kHz]

Case 1 2 3 4 5 6 7 8

Turbine 1 0.26 0.47 0.64 0.70 0.90 1.02 1.36 1.49
Turbine 2 0.29 0.49 0.60 1.28 1.45 1.04 1.36 0.70
Turbine 3 0.32 0.45 0.61 1.80 0.96 1.86 1.69 1.56

and effectively separates the signal from noise. The fidelity of the model in decibel is the
ratio between the sparse approximation and the signal residual

dB = 20log10

(
ŝk
ε(t)

)
, (15)

where dB is fidelity in decibels, ŝk is the sparse approximation of a signal segment
and ε(t) is the corresponding residual. Figure 6 shows the model fidelities for three
different cases. In the first case, labeled learning, the initial dictionary is the baseline
dictionary of each turbine, which is propagated over time with a finite dictionary update
step length. In the second case, labeled no learning, the dictionary update step length
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is zero and the baseline dictionary is used as is without further modification. In the the
third case, labeled Turbine 1 dict., the baseline dictionary corresponding to Turbine 1 is
used to model the signals of Turbine 2 and Turbine 3 without further modification of the
dictionary. The fidelity is low-pass filtered with a first order filter and a time constant
of 15 days (30 signal segments) to improve the clarity of the plot. The learning and no
learning cases result in similar fidelities, which indicates that the baseline dictionaries
have converged and are not updated significantly by further learning. When using the
baseline dictionary of Turbine 1 to model the signals from the other two turbines the
fidelities are slightly lower compared to when the correct baseline dictionaries are used.
The large decrease of the model fidelity for Turbine 3 in the beginning of 2013 corresponds
to the period of time when the bearing was defective, and the two minima correspond to
the replacement of the HSS bearing and the gearbox. The low model fidelity for Turbine 2
at the beginning of 2012 does not correspond to a previously known fault, but likely is
due to an electrical issue after the installation of the sensor, cables or monitoring unit.
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Figure 6: Fidelity of the vibration signal model for each turbine based on different
dictionaries. Learning corresponds to propagation of a baseline dictionary, while in the
case of no learning the baseline dictionary is used as is, without further adaptation.
Included in the two rightmost panels is also the fidelity when the baseline dictionary of
Turbine 1 is used without further modification to model the vibration signals of Turbine 2
and Turbine 3.

Next, two additional cases are considered where the initial dictionary is learned from
vibration data obtained from the ball bearing data center [32] at Case Western Reserve
University (CWRU). The fidelity of these two cases are shown in Figure 7. The two
cases are labeled learning, indicating when the initial dictionary is propagated, and no
learning when the initial dictionary is used as is without further adaptation (η = 0).
In both cases the fidelity is lower than the fidelities illustrated in Figure 8. Initially,
the fidelity in the learning case increases, which is to be expected since the atoms in
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the dictionary are adapted to the signal. Note that the replacement of the output shaft
bearing and gearbox in Turbine 3 are still associated with abnormal, low values of the
fidelity.
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Figure 7: Fidelity of the vibration signal models based on initial dictionaries learned from
the CWRU database. In the learning case the initial CWRU dictionary is propagated and
adapted to the wind turbine vibration data. In the no learning case the initial dictionary
learned from the CWRU database is used as is.

4.4 Distance to baseline dictionary

The dictionary distance defined by Eq. (12) quantifies the difference between two dictio-
naries. This distance can be used to detect a gradual change of a propagated dictionary
by determining the distance between the propagated dictionary and the initial baseline
dictionary, or a set of baseline dictionaries. Thus, faults that appear after a long period of
degradation can possibly be detected by monitoring the distance between the propagated
dictionary and the baseline. The baseline dictionary is, in principle, defined by atoms
learned in a normal states of operation, see Section 4.1 for further details.

Figure 8 shows the corresponding dictionary distances for the three turbines. As de-
scribed above, the baseline dictionaries are trained with signal blocks recorded when the
turbines are operating in healthy conditions. In the case of Turbine 1, the dictionary
distance increases when the dictionary is propagated over time. For Turbine 2 there is
a relatively fast initial increase of the distance, which after some time stabilizes and be-
comes similar to the distance for Turbine 1. The fast increase at the start is in agreement
with the results presented in Figure 6, which shows that the model fidelity is low at the
start, most likely due to an electrical fault in the system connected to the accelerometer.
In contrast to this, the dictionary distance for Turbine 3 increases faster than the dis-
tances determined for Turbine 1 and Turbine 2. The dictionary distance for Turbine 3
is about two times higher than the distances for Turbine 1 and Turbine 2 at the point
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in time when the output shaft bearing is replaced in the gearbox. After the bearing
replacement, the distance is approximately stationary until reaching another peak just
before the gearbox is replaced. After replacement of the gearbox, the dictionary distance
decreases and approaches that of the distance for Turbine 1, thus indicating the return
to a normal condition.
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Figure 8: Distance between a propagated dictionary and the baseline dictionary versus
time for the three turbines. The label A indicates the end of a time period with a possible
electrical fault in the data acquisition system of Turbine 2. The label B indicates the
time period when the output shaft bearing was replaced in Turbine 3, and C indicates
the subsequent gearbox replacement.

We also calculate the distance between the propagated dictionaries of each turbine
and a dictionary learned from the CWRU vibration data [32], see Figure 9. In this case
the increase of the dictionary distance over time is similar for the three turbines. The
change is slightly lower for Turbine 3 than the other two turbines. However, no significant
changes are observed when the output shaft bearing and gearbox are replaced.

The different shapes of the dictionary distance curves presented in Figure 6 and
Figure 9 demonstrate that it is important to make an adequate selection of the initial
dictionary. Using the baseline dictionaries trained on signals from the turbines, the dic-
tionary distance for Turbine 3 is about twice as large as that of the healthy turbines
prior to the replacement of the faulty bearing. In contrast, when using an initial dictio-
nary trained on the CWRU dataset there is no clear difference between the dictionary
distances in the three cases. Note that in these numerical experiments we use a sparse
dataset with about 2.56 seconds of recorded signal per day. In an online monitoring im-
plementation of the methodology, there would be significantly more data per time unit
and a faster effective learning rate. Thus, for online processing the step length param-
eter, η, in Eq. (11) should be lowered to avoid short-term overfitting of the propagated
dictionary to different healthy operational states.
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Figure 9: Distance between the initial dictionary based on the CWRU dataset and the
propagated dictionaries versus time. Like before, label A indicates the resolution of a
possible electrical fault in the data acquisition system of Turbine 2. The label B indicates
the time period when the output shaft bearing was replaced in Turbine 3, and C indicates
the subsequent gearbox replacement.

4.5 ROC analysis

We perform a basic receiver operating characteristic (ROC) analysis to study the useful-
ness of the dictionary distance measure as a condition indicator. ROC curves are com-
monly used to asses the efficiency of condition indicators for diagnostics purposes [33],
and are used more generally as a method for classifier evaluation and selection. A ROC
curve illustrates the relationship between the true positive rate (TPR) and the false pos-
itive rate (FPR). Each point on the curve corresponds to different parameters of the
classifier model, for example a threshold value of a condition indicator. In that case the
ROC curve describes the expected TPR and FPR for varying threshold values.

Figure 10 shows the ROC curves for two indicators based on the dictionary distance
presented in Figure 8. One of the ROC curves is based on the slope of the dictionary dis-
tance versus time, and the other ROC curve is based on the minimum difference between
the distance for one turbine compared to the distances for the other two turbines. The
slope-based indicator gives a balanced ratio of the number of true positives to false posi-
tives. The minimum difference indicator is skewed, which means that the indicator makes
positive classification with weak confidence. Thus, it classifies the positives correctly, but
have a relatively high false positive rate. The label B in Figure 8 marks the time of the
bearing replacement, while label A indicates the resolution of a suspected electrical issue
introduced during installation of the sensor system in Turbine 2. In the ROC analysis, we
consider the data from Turbine 1 and the data from Turbine 2 after time A as data that
correspond to healthy states of operation. Furthermore, the data from Turbine 3 after
the gearbox replacement at C is also considered as data that correspond to healthy states
of operation. The data from Turbine 3 before B and the data from Turbine 2 before A
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Figure 10: ROC curves based on the dictionary distances between baseline dictionaries
and propagated dictionaries for the three turbines. The two curves results from a thresh-
old on the rate of change of the distance over time (blue) and the minimum difference of
dictionary distances in the population (red).

are considered as data that correspond to faulty states of operation. The hypothesized
classes used in the calculation of the TPR and FPR are defined by varying the threshold
values of the slope-based and minimum difference indicators.

5 Discussion

The results presented above indicate that a dictionary distance based indicator is useful
for condition monitoring of wind turbines, as a complement to the currently used meth-
ods. In the case of Turbine 3 considered here, it is not known when the issue(s) leading to
the bearing and gearbox replacements first appeared. There was a sudden increase of the
enveloped signal from the HSS axial sensor in January 2013, which motivated the bearing
replacement, followed by a gearbox replacement later that year. Figure 8 suggests that
the abnormal behavior of Turbine 3 could have been detected several months earlier us-
ing dictionary learning, which is an improvement in terms of maintenance planning and
reducing the risk of costly failures. However, further tests are required to understand
the strengths and weaknesses of a dictionary learning approach in a large-scale monitor-
ing application. For example, it is not understood whether the long-term drifts away
from the baseline dictionaries observed in Figure 8 are related to mechanical wear of
the turbines, or the approximation of the NP hard dictionary learning problem. Further
testing requires acquisition and processing of condition monitoring data from a bigger
population of turbines, including documented faults and maintenance activities, which
is beyond the scope of the project reported here.
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5.1 Generalization of learned dictionary

One of the working hypotheses that motivated this study is that condition monitoring
signals from healthy turbines of the same type, which operate in similar environments due
to nearby locations, should be similar to some degree. Thus, a baseline model learned
from one healthy turbine or a set of turbines could be useful for monitoring of other
turbines. We investigate this idea with vibration data recorded from accelerometers
located at the same position in the three wind turbines. We find that the dictionaries
learned for the different turbines have remarkable similarities, see Figure 5. Furthermore,
a dictionary learned from one turbine is successfully applied to the other two turbines, see
Figure 6. This is not so when using an arbitrary dictionary learned from another bearing
vibration dataset, see Figure 7. Thus, we conclude that a dictionary learned from a sensor
in one turbine can generalize to the corresponding signal in another turbine, which opens
up for further studies in this direction.

For example, using data from a bigger population of turbines it is possible to in-
vestigate whether there are some signal components that are common for all healthy
turbines in a wind farm. By learning dictionaries for a higher number of wind turbines,
one could also create a repository of dictionaries and dictionary elements, which would
enable comparisons of dictionaries learned from similar turbines in different wind farms.
This way the initial dictionary implemented in the condition monitoring systems for new
wind turbines could be selected based on the typical features of healthy turbines.

5.2 Selection of baseline dictionary

The baseline dictionary for each turbine considered here are learned from vibration data
recorded during a period of time when there is no known fault. However, when taking a
new turbine into service, it is not certain that the turbine operates without problems, and
that no faults were introduced during the installation of the wind turbine components
and condition monitoring system. Thus, if the baseline dictionary is trained starting
from a randomized dictionary, it may not be possible to identify a fault that is already
present in the turbine from the start.

The results presented in Figure 6 show that the difference in fidelity when using a
baseline dictionary learned from the turbine itself, or a baseline dictionary learned from
another similar turbine is small. Furthermore, when using a baseline dictionary learned
from Turbine 1 the indication of an abnormal condition in Turbine 3 is still observed.
Thus, an alternative to use a randomized initial dictionary is to further investigate the
possibility to use a baseline dictionary learned from similar turbines that are known to
operate in healthy conditions Using such a baseline dictionary, it could be possible to
identify abnormal conditions appearing also when a turbine is taken into service.

5.3 Selection of condition indicator

In general, a condition indicator is a quantitative measure of the performance or oper-
ational condition of a machine, and a feature is a measurable characteristic used when
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modeling a signal or set of data. Conventional condition indicators, such as the RMS
and the energy within certain (kinematically determined) frequency bands, are success-
fully used as features both in conventional and machine learning approaches to condition
monitoring. However, this approach typically requires human expertise to select and
customize indicators for each particular application. In this work we investigate an
unsupervised feature learning approach that potentially can replace manually defined
condition indicators.

For example, the absolute value of the dictionary distance could be used as a condition
indicator with a threshold level defining the allowed drift away from a baseline dictionary.
Alternatively, the rate of change of the dictionary distance, or the minimum dictionary
distance calculated with respect to dictionaries of other turbines in the population can
be used. However, these methods require further testing to determine the appropriate
threshold value(s) and expected true and false positive rate. Alternatively, the dictionary
distance can be used as an anomaly score in an unsupervised anomaly detection or ranking
algorithm. This way unsupervised feature learning, such as dictionary learning, could
pave the way towards the development of unsupervised anomaly detection systems.

Although the implementations of the OMP algorithm used here have been optimized
for efficiency, the computational cost of the dictionary learning algorithm is significant.
Thus, another interesting direction for future work is to investigate alternative methods
for unsupervised feature learning, such as learning of co-sparse analysis operators [34],
where the inverse problem addressed here is avoided.
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Dictionary learning with equiprobable matching

pursuit

Fredrik Sandin and Sergio Martin-del-Campo

Abstract

Sparse signal representations based on linear combinations of learned atoms have been
used to obtain state-of-the-art results in several practical signal processing applications.
Approximation methods are needed to process high-dimensional signals in this way be-
cause the problem to calculate optimal atoms for sparse coding is NP-hard. Here we
study greedy algorithms for unsupervised learning of dictionaries of shift-invariant atoms
and propose a new method where each atom is selected with the same probability on
average, which corresponds to the homeostatic regulation of a recurrent convolutional
neural network. Equiprobable selection can be used with several greedy algorithms for
dictionary learning to ensure that all atoms adapt during training and that no particular
atom is more likely to take part in the linear combination on average. We demonstrate
via simulation experiments that dictionary learning with equiprobable selection results
in higher entropy of the sparse representation and lower reconstruction and denoising
errors, both in the case of ordinary matching pursuit and orthogonal matching pursuit
with shift-invariant dictionaries. Furthermore, we show that the computational costs of
the matching pursuits are lower with equiprobable selection, leading to faster and more
accurate dictionary learning algorithms.

1 Introduction

Sensors like cameras, microphones and accelerometers typically generate redundant in-
formation because the resulting data have an underlying structure. That is why most
observed phenomena can be accurately approximated with mathematical relationships
in the form of physical laws, and also why such data can be compressed using algorithms
that identify and approximate patterns. Redundancies in the data make the processes of
communicating, analyzing and storing information inefficient, thus constraining the do-
main of feasible applications. The problem to identify the structure of signals and thereby
derive succinct representations that are both compact and informative is a computational
challenge, which limits the efficacy of sensor systems.

Sparse representation models [1, 2, 3, 4, 5] and related machine learning algorithms [6,
7] have proven remarkably successful at extracting useful information from complex high-
dimensional signals, for example in the context of denoising [8], under-determined source
separation [9, 10], compressed sensing [11], super-resolution sensing [12], and classification
[13]. In a sparse model, the signal is typically described as a linear combination of
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elementary functions called atoms, which can either be predefined (if an appropriate
generative model for the signal class is known) or learned from a training signal. The
goal is to select or learn the atoms so that the model residual is minimum for a certain
sparsity of the representation, or to maximize the sparsity for a certain tolerance on the
model residual. Atoms typically have unit norm and the set of atoms defines a dictionary,
which can be subject to further constraints like temporal or spatial translation invariance.

Fourier and wavelet analysis are two examples where predefined dictionaries are used.
Models based on predefined dictionaries have enabled derivation of closed-form mathe-
matical results and fast algorithms that are widely used, but such approaches are sim-
plistic compared to the complexity of the underlying natural phenomena. The dictionary
learning approach is based on the hypothesis that complex signals can be more accurately
modeled by extracting environmentally matched atoms from the signal. However, the
dictionary learning problem is NP-hard and it is also hard to find approximate solutions
near the optimal sparsity level [14].

The development of dictionary learning methods was stimulated by results presented
in the mid ’90s by Olshausen and Field [15, 16], which demonstrate that atoms similar to
the receptive fields of cells in visual cortex can be learned from natural images by imposing
a few general optimization conditions, including sparsity and statistical independence of
atoms. This demonstrates that some aspects of the low-level functions in the visual
system can be explained by a few general computational principles, and that elementary
structures of such complex signals can be automatically uncovered from examples. Since
that time several probabilistic dictionary learning and sparse coding methods have been
developed [2, 6], aiming for a dictionary that either maximizes the likelihood of the data,
as for example in [17], or the posterior probability of the dictionary, as in [18]. Recent
developments include extensions of dictionary learning methods to distributed systems
[19] and low-power hardware [20].

There is a knowledge gap between receptive field models and the observed function
of neural networks in biological sensory systems. For instance, neurons demonstrate
a form of homeostatic adaptation of the functional properties of the network to the
ongoing changes in the statistical structure of the sensory input [21, 22, 23], which may
be related to optimal encoding [24, 25] of the input by dynamic adaptation of the receptive
fields. Furthermore, there is a notion that homeostatic mechanisms serve to maintain
the dynamics of cortical networks at a critical point [26, 27] where the dynamic range
and information processing capacity are optimal [28, 29]. Can we learn something new
about dictionary learning by incorporating and studying such homeostatic regulation
mechanisms?

In this paper we focus on greedy algorithms for dictionary learning, where the ap-
proximation error is reduced iteratively by sparse decomposition of the signal followed
by gradient optimization of the atoms in the dictionary. Our aim is to study a basic
implementation of homeostatic regulation where all atoms are enforced to occur with the
same probability on average, which in terms of neurons and receptive fields mean that
neurons fire with the same average probability.

The starting point is the dictionary learning method introduced by Smith and Lewicki
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[30], where the sparse code is generated with Matching Pursuit (MP) [31, 32] and the
shift-invariant dictionary is updated with probabilistic gradient ascent on the likelihood
of the data [17]. In principle this model corresponds to a particular type of recurrent
convolutional neural network with max pooling (cf. Fig. 5 in [16]), which we extend
here with a homeostatic regularization mechanism. Typically a subset of the atoms are
selected in the MP for one particular signal, while some atoms are rarely selected and do
not take significant part in the gradient-based dictionary update process. We implement
homeostatic regulation by enforcing equiprobable atom selection in the MP, which implies
that each atom is equally likely to occur in the linear combination on average, see Figure 1.
In addition to MP we consider dictionary learning with Orthogonal MP (OMP) [32, 33],
which in the case of shift-invariant dictionaries is applicable to high-dimensional signals
in the form of local OMP [34].

We study the effects of equiprobable selection on the learned dictionary and sparse
representation of music and birdsong. With equiprobable selection all atoms adapt to
the training signal, see Figure 2. Our main finding is that the entropy and reconstruction
accuracy are higher for equiprobable sparse representations, and that the computational
cost is reduced by the equiprobability constraint. Equiprobable selection can be gen-
eralized to other greedy dictionary learning methods and these results motivate further
investigations of dictionary learning models incorporating more realistic homeostatic reg-
ulation mechanisms observed by neuroscientists.
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Figure 1: Two equally sparse representations of 0.15 seconds of 44.1 kHz rock music
obtained with two different matching pursuit algorithms and learned dictionaries. Discs
represent onsets of atoms and disc sizes are proportional to the atom coefficients. The
panel on the (left-hand) right-hand side is obtained with (non-equiprobable) equiprobable
MP. With equiprobable MP all atoms adapt to the signal and contributes to the sparse
representation.



240 Paper H

0 100

5

10

15

20

25

30

MP

0 100

OMP

0 100

E−MP

0 100

E−OMP

A
to

m
 #

Figure 2: Dictionaries of 32 atoms learned from 44.1 kHz rock music using the dictionary
learning methods described below, which are based on four different matching pursuit
algorithms (MP, OMP, Equiprobable MP and Equiprobable OMP). Initially the four
dictionaries are identical and include atoms that are sampled from a Gaussian distribution
with zero mean.

2 Dictionary learning method

The signal, x(t), is modelled as a linear superposition of waveforms, ϕi, with compact
support and additive noise

x(t) =
M∑
i=1

Ni∑
j=1

ai,jϕi(t− τi,j) + ε(t). (1)

The functions ϕi are shift-invariant atoms that represent elementary waveforms of the
signal and M is the number of atoms in the model. The variable ε(t) is the model residual,
including Gaussian noise. The variable Ni refers to the number of instances of atom ϕi,
and the temporal position and amplitude of the j-th instance of atom ϕi are denoted by
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τi,j and ai,j, respectively. The set of M atoms defines a dictionary

Φ = {ϕ1, · · · , ϕM} , (2)

which we want to adapt to the signal. In principle x(t) and ϕi can be multidimensional,
but here we limit the numerical experiments to scalar signals.

Eq. (1) defines a sparse approximation of x(t) if the number of terms are few compared
to the number of samples of x(t) and ε(t) is small compared to x(t), which requires that
the dictionary Φ is adapted to the signal. Thus, the dictionary learning problem is
to calculate a set of ϕi that minimizes ε(t) under `0 regularization of the coefficient
matrix. This problem is NP-hard [14] and cannot be solved explicitly. Instead, a greedy
algorithm that reduces the approximation error in a two-step iteration process is used
[35]: A) Encoding step; optimize the sparse representation of the signal x(t) with MP or
OMP and a constant dictionary Φ. B) Learning step; update the dictionary Φ using the
sparse representation and model residual so that the approximation error is reduced.

The encoding step is by itself an iterative process that terminates at some predefined
sparsity or tolerance on the model residual. Each iteration of the encoding process
includes two steps:

A1) Atom selection – Find the atom ϕi and offset τi,j that maximizes the cross-correlation
with the model residual, rk(t), and calculate the corresponding ai,j.

A2) Residual update – Update the residual by subtracting the contribution from the
selected atom, rk+1(t) = rk(t)− ai,jϕi(t− τi,j) with r0(t) = x(t).

The accuracy of the resulting signal approximation depends on the complex interplay
between the atom selection rule and the dictionary learning process.

MP optimizes the parameters τi,j and ai,j of the most recently selected atom, while
local OMP [34] re-optimizes all ai,j for selected atoms with overlapping support in each
iteration (OMP compensates for the interference between atom instances). In the fol-
lowing we consider both MP and OMP when introducing homeostatic regulation. Our
implementation of MP and OMP are based on efficient computational methods like those
described in [34] and [36].

The atom selection rule defined above is optimal for sparse decomposition of a sig-
nal with a constant dictionary [32], but it does not imply optimal dictionary learning.
For example, if some atoms are more frequently selected than others the entropy of the
resulting sparse representation is expected to be suboptimal, potentially leading to in-
formation loss and lower reconstruction accuracy. Furthermore, atoms that are rarely
selected mainly contribute to the model complexity. Therefore, we introduce a modified
atom selection rule that regulates the average probability for each atom to be selected:

A∗1) Equiprobable atom selection – Find the atom ϕi and offset τi,j that maximizes the
cross-correlation with the model residual, rk(t), under the constraint P (ϕi) < p
and calculate the corresponding ai,j.
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The atom selection constraint P (ϕi) < p can be applied to both MP and OMP for
dictionary learning purposes. The constrained matching pursuit terminates when no
atom is selected, at which point all atoms occur with the same probability p. We refer to
the resulting “equiprobable” MP and OMP as E–MP and E–OMP, respectively. MP and
OMP are defined by steps A1, A2 and B above, while E–MP and E–OMP are defined
by A∗1, A2 and B. The resulting four matching pursuits are summarized in Table I and
Algorithm 1, which is a straightforward extension of the local OMP algorithm presented

Algorithm 2 Matching pursuit

1: function match((Φ, x, p))
2: r0 = x
3: a0 = 0
4: τ0 = 0
5: Φ0 = ∅
6: for k = 1 to I do
7: {ϕk, tk} = argmaxϕi,τi,j〈rk−1,Φ〉
8: subject to constraint

9: Φk = Φk−1 ∪ ϕk
10: Ψk = neighborhood

11: χk = (Ψ∗kΨk)
−1Ψ∗krk−1

12: ak = ak−1 + χk
13: τk = τk−1 + tk
14: rk = rk−1 −Ψkχk
15: end for
16: return {aI , τI , rI}
17: end function

in [34] to equiprobable atom selection.
The function P (ϕi,Φk) is the probability for each shift-invariant atom to be selected,

which is defined here by the relative number of occurrences of each atom in the subdic-
tionary Φk of selected atoms and offsets. For E–MP and E–OMP the total number of
iterations, I, is defined so that P (ϕi,ΦI) ≡ p for each shift-invariant atom, ϕi, which
implies that each atom is included in the sparse approximation with the same proba-

Table 1: List of matching pursuits defined by Algorithm 2.

Method constraint neighborhood

MP ϕi ∈ Φ ϕk
OMP ϕi ∈ Φ Φk

E–MP ϕi ∈ Φ, P (ϕi,Φk) < p ϕk
E–OMP ϕi ∈ Φ, P (ϕi,Φk) < p Φk
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bility, p, on average. For MP and OMP the total number of iterations, I, is defined to
be equivalent to the number of E–MP and E–OMP iterations. Thus, the resulting MP,
OMP, E–MP and E–OMP approximations are equally sparse and can be compared in
terms of reconstruction error, denoising error etc. With MP and OMP the shift–invariant
atoms typically occur with different probabilities, resulting in a learned dictionary where
only a subset of the atoms adapt to the training signal.

The dictionary learning problem is to infer the set of atomic waveforms, ϕi, in the
dictionary, Φ, so that the matching pursuit results in a sparse representation with low
residual. A computationally feasible formulation of this problem can be obtained by
rewriting Eq. (1) in probabilistic form

p(x|Φ) =

∫
p(x|a,Φ)p(a)da (3)

≈ p(x|â,Φ)p(â), (4)

where â is the maximum a posteriori (MAP) estimation of a,

â = arg max
a
p(a|x,Φ) = arg max

a
p(x|a,Φ)p(a), (5)

that is generated by the matching pursuit [17, 30, 31]. Furthermore, the noise in the
residual term, ε(t), in Eq. (1) is assumed to be Gaussian. Thus, the data likelihood,
p(x|a,Φ), is also Gaussian and takes the form

p(x|a,Φ) ≈ exp

(
−‖x− aΦ‖2

2σ2
ε

)
, (6)

where

‖x− aΦ‖2 = ‖x−
M∑
i=1

Ni∑
j=1

ai,jϕi(t− τi,j)‖2, (7)

and σ2
ε is the variance of the noise. Note that x, a and Φ are matrices in these probabilistic

expressions, and that the dictionary, Φ, includes all possible shifts of each atom ϕi.
Under these assumptions the atoms can be optimized by performing gradient ascent

on the approximate log data probability [30]. It follows from Eq. (4) that

∂

∂ϕi
log(p(x|Φ)) =

∂

∂ϕi
[log(p(x|â,Φ)) + log(p(â))] . (8)

By taking the derivative and substituting the likelihood term with Eq. (6) this becomes

∂

∂ϕi
log(p(x|Φ))

=
−1

2σ2
ε

∂

∂ϕi
‖x−

M∑
i=1

Ni∑
j=1

ai,jϕi(t− τi,j)‖2 (9)

=
1

σ2
ε

∑
j

ai,j [rI ]τi,j . (10)
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The factor [rI ]τi,j represents the model residual coinciding with atom ϕi at temporal
position τi,j. In other words, the shape of each atom is adapted with a weighted average
of the residual elements coinciding with the matches identified by the matching pursuit.
This is a form of nonlinear Hebbian learning because the atoms are adapted to patterns
in the signal that they correlate with.

In order to use the gradient for dictionary learning we introduce a relative steplength
parameter, η, and define the gradient ascent update of atom ϕi as

ϕi → ϕi +
η

σ2
ε

∑
j

ai,j [rI ]τi,j . (11)

This implies that the dictionary adaptation rate depends on the activation rate of atoms.
As proposed in [30] we zero-pad all atoms with ten elements and grow each tail in length
with ten additional elements if the RMS of the tail exceeds 0.1 of the atom RMS. The
resulting dictionary learning method is summarized in Algorithm 2.

Algorithm 3 Dictionary learning

1: function dlearn((M, p, η))
2: n = 0
3: r0 = 0
4: Φ(0) = randdict(M)
5: while xn+1 = getdata(n, rn) is not empty do
6: n = n+ 1
7: {an, τn, rn} = match(Φ(n−1), xn, p)
8: for each ξi in an do
9: δi = η ξi[rn]τn/var(rn)

10: ϕ
(n)
i = extnorm(ϕ

(n−1)
i + δi), ϕ

(n)
i ∈ Φ(n)

11: end for
12: end while
13: return Φ(n)

14: end function

The function randdict(M) generates a random dictionary of M normalized atoms,
where each atom includes fifty elements sampled from a Gaussian distribution with zero
mean and two vanishing tails that are ten elements long. Thus, the M different atoms
are seventy elements long initially. The extnorm(ϕ) function extends the length of an
atom ϕ with ten vanishing elements whenever the RMS of a tail exceeds the predefined
threshold mentioned above, and it also normalizes the atom. Training data is fetched
with the getdata() function, which allows block-based processing of sampled signals
using overlapping window functions and part of the former residual, ri−1, of the matching
pursuit.
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3 Results

We investigate the effects of equiprobable atom selection on the learned dictionary and
sparse approximation accuracy with numerical experiments using two different signals.
One signal is a 155 seconds long 44.1 kHz rock music track with lyrics [37] and the
second signal is a 26 seconds long 48 kHz recording of Zebra Finch song phrases [38].
The dictionary learning method is defined by Eq. (11) with steplength η = 10−6. We do
not observe significant improvements in the resulting model accuracy using other values
of η and our qualitative analysis does not depend on finetuning of this hyperparameter.
The getdata() function is defined so that each block of data (xn in Algorithm 2) is five
seconds long sampled from one random location in the data set. The progression of the
dictionary learning protocol is thereby quantified in terms of time rather than epochs.

3.1 Model accuracy and rate of convergence

In the first experiment we study the signal-to-noise ratio (SNR) of the sparse approxima-
tion of rock music with an average atom selection probability of p = 0.05, see Figure 3.
The resulting dictionaries of 32 atoms are displayed in Figure ??. Equiprobable selection
reduces the initial dictionary learning rate, but it also leads to an improved convergence
time and accuracy of the sparse model. For example, the accuracy of the E–MP-based
approximation exceeds that of the OMP-based approximation after about 1000 seconds
of learning. This is remarkable considering that the computational cost of E–MP is lower
than both MP and OMP (further details below). With 64 atoms a longer learning time
is needed to reach a comparable SNR, but after about 2000 seconds of learning the SNR
exceeds that of models with 32 atoms. Note that atoms are shift invariant. Thus, the
number of possible sparse representations of a five-second long window is astronomical
even if there are only a few atoms in the dictionary.

3.2 Effect of varying atom selection probability

Next we study the sensitivity of the model to variations in the average atom selection
probability, p. Using dictionaries learned from 1500 seconds of rock music we calculate
the SNR of the sparse approximation of rock music for different values of p, see Figure 4.
This result demonstrates that the models based on dictionaries learned with E–MP and
E–OMP degrades gracefully when the sparsity of the model changes. The learned dic-
tionaries generalize to such varying conditions and are not “overfitted” to one particular
value of p. Thus, equiprobable atom selection/activation can be feasible also with low-
power computing substrates like neuromorphic chips [39] where the average value of p
cannot be precisely defined due to device mismatch and noise.

3.3 Denoising

Sparse approximations of signals based on learned dictionaries are useful for solving
denoising problems because atoms represent repeating additive structure, not noise-like
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Figure 3: Reconstruction SNR versus learning time for rock music with an average atom
selection probability of p = 0.05. Bold (thin) lines are obtained with a dictionary of 32
(64) learned atoms.

components of the signal which mostly end up in the model residual, ε(t). We investigate
the denoising capability of E–MP- and E–OMP-based models by adding Gaussian noise
to the rock music signal and comparing the SNR of the model for different noise levels
with p = 0.05, see Figure 5. The noise level is quantified in terms of the ratio of the
standard deviation of additive Gaussian noise, σn, to the standard deviation of the signal,
σs. As expected the OMP-based model produces denoising results that are far better
than MP, at least for moderate levels of noise, σn/σs ≤ 0.1. The denoising accuracy
obtained with E–MP and E–OMP is comparable to that of OMP for moderate levels
of noise, σn/σs ≤ 0.1, and it is superior to OMP for high levels of noise σn/σs > 0.1.
In particular, at high noise level, σn ' σs, the equiprobable methods result in a +3 dB
denoising improvement compared to MP and OMP. This indicates that the equiprobable
selection constraint prevents overfitting of noise-like signal components.

3.4 Computational cost

Next we investigate the computational cost of the four different dictionary learning meth-
ods. The experiments are done using one 2.3 GHz Intel Core i7 processor core and a
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Figure 4: Reconstruction SNR versus the average atom selection probability. Dictionar-
ies are learned from 1500 seconds of rock music with an average event probability of 0.05
(dashed line).

C++ implementation of the algorithms executed in Matlab. We calculate the average
core time per signal sample and iteration of the matching pursuit, see Figure 6. This
definition implies that the displayed processing time should be multiplied with the num-
ber of samples squared times the average atom selection probability, p, to get the actual
computing time. We find that equiprobable selection is beneficial in terms of computa-
tional cost. In particular, MP is more costly than E–MP, and OMP is more costly than
E–OMP. Furthermore, with a window length of 200 kilosamples the processing time of
E–OMP is comparable to that of MP-based dictionary learning. Note that these results
are obtained with the efficient implementations of MP and local OMP introduced above,
which is the reason why the computational cost per sample decreases with the window
length. This is not the case for straightforward implementations of the algorithms, which
are significantly more costly.

3.5 Entropy of sparse representation

Sparse representation with matching pursuit and a learned dictionary is a form of lossy
compression where a signal is approximated using prior information encoded in the
learned atoms. Next we study the information entropy of the sparse representations
generated by the matching pursuits introduced above and the corresponding learned dic-
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Figure 5: Reconstruction SNR versus the relative standard deviation of additive Gaus-
sian noise, σn/σs, for a track of 44.1 kHz rock music with standard deviation σs. At high
noise, σn ' σs, equiprobability results in a 3 dB denoising improvement (doubled signal
power).

tionaries. The number of selected atoms per second depends on the signal being processed
and the method and dictionary used.

The top–25 most frequently MP/OMP-selected atoms obtained using the learned
dictionaries are illustrated in Figure 7 for both rock music and birdsong. Illustrated in
the figure are also the constant rate of atom selection events for E–MP and E–OMP with
an average selection probability of p = 0.05. For MP and OMP some atoms are typically
more likely to be selected than others, while some atoms may not be selected and learned
at all. In contrast to that the average probability for selecting each atom is constant for
E–MP and E–OMP. For example, for the equiprobable pursuits 0.05 × 48000/32 = 75
events per second are expected for each atom on average. Thus, the entropy of the
sequence of selected atom numbers is expected to be higher for E–MP and E–OMP than
for the conventional matching pursuits, which is part of the motivation of this study
outlined in the Introduction.

We calculate the Shannon entropy, −
∑

i pilog2(pi), of the atom number sequence
generated by the four matching pursuits and the two different signals, see Table 2. We
find numerically that OMP events have higher entropy than MP events for the signals
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Figure 6: Processing time versus the window length for dictionaries with 32 atoms using
one 2.3 GHz Intel Core i7 processor core.

Table 2: Entropy in bits per atom selected by the different algorithms.

Signal No atoms MP OMP E-MP E-OMP

Birdsong 32 3.5 3.6 5.0 5.0
Music 32 3.5 4.1 5.0 5.0
Music 64 4.7 5.2 6.0 6.0

considered here, and that E–MP and E–OMP have a maximum entropy of log2(M) as
expected. For example, with a dictionary of 32 atoms the entropy is log2(32) = 5 bits per
selected atom with E–MP and E–OMP. For comparison, the entropy is 3.5 (4.1) bits per
selected atom for MP (OMP) in the case of rock music, and 3.5 (3.6) bits per selected
atom for birdsong.

The distribution of atom coefficients, am,i, also depend on the method used and the
signal being processed. Histograms of the atom coefficients calculated for rock music
with 32 learned atoms are illustrated in Figure 8. An explicit calculation of the Shannon
entropy of the event coefficients is not meaningful due to the nature of these numbers.
However, we calculate the entropies of multiple histograms with different bin counts
(16, 32 and 64) and note a systematic difference between the four models, see Table 3.
Quantized OMP coefficients have the lowest entropy, followed by E–OMP, MP and E–
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Table 3: Coefficient entropies relative to the OMP coefficient entropy.

Bins OMP E-OMP MP E-MP

16 1 1.04 1.07 1.10
32 1 1.02 1.06 1.08
64 1 1.00 1.04 1.05

MP in order of increasing entropy. The maximum difference is 10% when comparing the
coefficient entropies of E–MP and OMP with 16 bins (about 4-bits of precision), which
can be compared to the difference of about 20% in Table 2. Thus, by adding the entropies
of atom indices and coefficients we conclude that E–MP has the highest event entropy
followed by E–OMP for the signals considered here.

In these numerical experiments the average atom selection probability is a constant
with value 0.05, which implies that on average there is one selected atom in the sparse
approximation for every 20 samples of the signal. This implies that the Shannon infor-
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Figure 7: Number of atom selection events per second for rock music and birdsong with an
average selection probability of p = 0.05. Bold (thin) lines are obtained with a dictionary
of 32 (64) learned atoms. For clarity only the twentyfive most frequently selected atoms
are included in each case.
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Figure 8: Histograms of atom coefficients generated from rock music with 32 learned
atoms.

mation of the sparse approximations generated by the different matching pursuits are
directly proportional to the entropy per event. Therefore, for the signals considered here
the sparse approximations calculated with equiprobable selection have higher Shannon
information, in line with the higher reconstruction accuracy obtained with these methods
in the former subsections.

4 Discussion

We extend a well-known dictionary learning and sparse representation model [30] with a
basic homeostatic regulation mechanism. The extension is motivated by the observation
that the information entropy of such sparse representations is sub-optimal by construc-
tion, and partially also by the central role of homeostatic regulation in cortical networks
and spiking neural network models of sensory areas, see for example [25, 40, 41].

The sparse representations are generated with Matching Pursuit (MP) [32], Local
Orthogonal MP (OMP) [34] and the homeostatic extensions Equiprobable MP (E–MP)
and Equiprobable OMP (E–OMP) introduced here. Dictionaries of shift-invariant atoms
are learned using probabilistic gradient ascent for two different signals (rock music and
Zebra Finch song phrases). With dictionary learning based on E–MP- and E–OMP we
obtain an improved rate of convergence and sparse representation SNR (Figure 3), 3 dB
improved denoising result (Figure 5), a lower computational cost (Figure 6) and higher
information entropy of the sparse code (Table 2 and Table 3).

Note that E–MP and E–OMP only make sense in a dictionary learning setting where
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the atoms are adapted to the signal, otherwise the regular OMP/MP methods should be
used. Furthermore, dictionary learning with equiprobable selection is only sensible with
complex signals when the number of shift-invariant atoms in the dictionary is lower than
the number of independent and unique signal components, which typically is the case
in practical applications. Otherwise the preferred solution is to learn one atom for each
independent component, which in general is not expected with equiprobable selection.

The low coefficient entropy of E–OMP in combination with maximum atom selection
entropy is an interesting property of E–OMP-based dictionary learning that could im-
prove the accuracy of dictionary learning implementations with quantized coefficients.
Furthermore, with E–MP and E–OMP atoms are enforced to occur with the same prob-
ability on average and all atoms adapt to the training signal, which is not the case with
MP/OMP. In principle the equiprobable selection mechanism resembles a dropout [42]
mechanism where the probability of dropout dynamically depends on the selection rate of
each atom. We study the sensitivity of the method to variations in the average selection
probability, p, and find that the learned dictionaries are useful with other values of p
and that the model degrades gracefully for lower values of p. Thus, low-power neuromor-
phic implementations [39] of the proposed equiprobable selection and dictionary learning
methods could be feasible regardless of uncertainties associated with for example device
mismatch and noise.

In summary, our main finding is that the accuracy and learning rate of a well-known
dictionary learning method are improved by the equiprobable atom selection constraint
introduced here, and that the computational cost of the resulting E–MP and E–OMP
methods are lower than of MP and local OMP, respectively. Equiprobable selection can
be applied to other greedy methods for dictionary learning and further research of home-
ostatic feature learning mechanisms and neuromorphic implementations are motivated
since more efficient solutions to this NP-hard machine learning problem are needed and
will enable new applications.
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paper [43]. F.S. is funded by a Gunnar Öquist Fellowship from the Kempe Foundations
and S.M.C. is funded by the SKF–LTU University Technology Center. We acknowledge
travel support from the Swedish Foundation for International Cooperation in Research
and Higher Education (STINT), grant number IG2011-2025.



References 253

References

[1] S. Mallat, A Wavelet Tour of Signal Processing, 3rd ed. Academic Press, 2009.

[2] A. M. Bruckstein, D. L. Donoho, and M. Elad, “From sparse solutions of systems of
equations to sparse modeling of signals and images,” SIAM Review, vol. 51, no. 1,
pp. 34–81, 2009, society for Industrial and Applied Mathematics.

[3] M. Elad, Sparse and redundant representations: from theory to applications in signal
and image processing. Springer, 2010.

[4] J.-L. Starck, F. Murtagh, and J. Fadili, Sparse Image and Signal Processing:
Wavelets, Curvelets, Morphological Diversity. Cambridge University Press, 2010.

[5] S. Nam, M. Davies, M. Elad, and R. Gribonval, “The cosparse analysis model and
algorithms,” Applied and Computational Harmonic Analysis, vol. 34, no. 1, pp. 30–
56, 2013.

[6] R. Rubinstein, A. Bruckstein, and M. Elad, “Dictionaries for sparse representation
modeling,” Proceedings of the IEEE, vol. 98, no. 6, pp. 1045–1057, June 2010.

[7] I. Tosic and P. Frossard, “Dictionary learning,” Signal Processing Magazine, IEEE,
vol. 28, no. 2, pp. 27–38, March 2011.

[8] T. Blumensath and M. Davies, “Gradient pursuits,” Signal Processing, IEEE Trans-
actions on, vol. 56, no. 6, pp. 2370–2382, 2008.

[9] M. Zibulevsky and B. A. Pearlmutter, “Blind source separation by sparse decom-
position in a signal dictionary,” Neural Computation, vol. 13, no. 4, pp. 863–882,
2001.

[10] P. Bofill and M. Zibulevsky, “Underdetermined blind source separation using sparse
representations,” Signal Processing, vol. 81, no. 11, pp. 2353 – 2362, 2001.

[11] D. L. Donoho, “Compressed sensing,” IEEE Transactions on Information Theory,
vol. 52, no. 4, pp. 1289–1306, Apr 2006.

[12] E. J. Candes and C. Fernandez-Granda, “Towards a mathematical theory of super-
resolution,” Communications on Pure and Applied Mathematics, vol. 67, no. 6, pp.
906–956, 2014.

[13] J. Mairal, J. Ponce, G. Sapiro, A. Zisserman, and F. R. Bach, “Supervised dictionary
learning,” in Advances in Neural Information Processing Systems 21, D. Koller,
D. Schuurmans, Y. Bengio, and L. Bottou, Eds. Curran Associates, Inc., 2009, pp.
1033–1040.

[14] A. M. Tillmann, “On the computational intractability of exact and approximate
dictionary learning,” IEEE Signal Processing Letters, vol. 22, no. 1, pp. 45–49, Jan
2015.



254 Paper H

[15] B. A. Olshausen and D. J. Field, “Emergence of simple-cell receptive field properties
by learning a sparse code for natural images,” Nature, vol. 381, pp. 607–609, June
1996, letters to Nature.

[16] ——, “Sparse coding with an overcomplete basis set: A strategy employed by V1?”
Vision Research, vol. 37, no. 23, pp. 3311 – 3325, 1997.

[17] M. S. Lewicki and T. J. Sejnowski, “Learning overcomplete representations,” Neural
Computation, vol. 12, no. 2, pp. 337–365, March 2000.

[18] K. Kreutz-Delgado, J. F. Murray, B. D. Rao, K. Engan, T.-W. Lee, and T. J.
Sejnowski, “Dictionary learning algorithms for sparse representation,” Neural Com-
putation, vol. 15, no. 2, pp. 349 – 396, 2003.

[19] S. Chouvardas, Y. Kopsinis, and S. Theodoridis, “An online algorithm for distributed
dictionary learning,” in 2015 IEEE International Conference on Acoustics, Speech
and Signal Processing (ICASSP), Apr 2015, pp. 3292–3296.

[20] J. S. Seo, B. Lin, M. Kim, P. Y. Chen, D. Kadetotad, Z. Xu, A. Mohanty, S. Vrud-
hula, S. Yu, J. Ye, and Y. Cao, “On-chip sparse learning acceleration with cmos and
resistive synaptic devices,” IEEE Transactions on Nanotechnology, vol. 14, no. 6,
pp. 969–979, Nov 2015.

[21] J. Fournier, C. Monier, M. Pananceau, and Y. Frégnac, “Adaptation of the simple
or complex nature of v1 receptive fields to visual statistics,” Nature neuroscience,
vol. 14, no. 8, pp. 1053–1060, 2011.

[22] A. Ramirez, E. A. Pnevmatikakis, J. Merel, L. Paninski, K. D. Miller, and R. M.
Bruno, “Spatiotemporal receptive fields of barrel cortex revealed by reverse correla-
tion of synaptic input,” Nature neuroscience, vol. 17, no. 6, pp. 866–875, 2014.

[23] J. Fournier, C. Monier, M. Levy, O. Marre, K. Sári, Z. F. Kisvárday, and Y. Frégnac,
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