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Abbreviations and Terms 

AI – Artificial intelligence. 

Supervised training – A machine learning task in which the algorithm is given the 

input paired with the expected output. In other words, the algorithm receives both the 

question and the answer. 

Basic algorithm – Easy to understand algorithm with low complexity. 

Enhanced algorithm – A modified form of a basic algorithm. Added functionality and 

performance at the cost of complexity. 

Ensemble algorithm – A special type of algorithm that combines multiple algorithms 

under one interface. High complexity and mainly used to increase performance and 

tune a trained model. 

Hyperparameter – A high-level parameter in an algorithm that defines concepts such 

as complexity, capacity to learn or number of clusters, leaves, layers, etc. Must be 

predefined since they cannot be learned. 

Classification – In the context of machine learning, this is the same as supervised 

learning. You get a set of predefined classes and want to know which class a new 

object belongs to. 

e+x – A mathematical term for 10^x. 

Jupyter – An online Python development environment. 

Python – A low-level, but leading in machine learning, programming language. 
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Abstract 

Data Ductus, a multination IT-consulting company, wants to develop an AI that monitors a 

logistic system and looks for errors. Once trained enough, this AI will suggest a correction 

and automatically right issues if they arise.  

This project presents how one works with machine learning problems and provides a deeper 

insight into how cross-validation and regularisation, among other techniques, are used to 

improve the performance of machine learning algorithms on the defined problem. Three 

techniques are tested and evaluated in our logistic system on three different machine learning 

algorithms, namely Naïve Bayes, Logistic Regression and Random Forest. 

The evaluation of the algorithms leads us to conclude that Random Forest, using cross-

validated parameters, gives the best performance on our specific problems, with the other two 

falling behind in each tested category. It became clear to us that cross-validation is a simple, 

yet powerful tool for increasing the performance of machine learning algorithms. 

Sammanfattning 

Data Ductus, ett multinationellt IT-konsultföretag vill utveckla en AI som övervakar ett 

logistiksystem och uppmärksammar fel. När denna AI är tillräckligt upplärd ska den föreslå 

korrigering eller automatiskt korrigera problem som uppstår. 

Detta projekt presenterar hur man arbetar med maskininlärningsproblem och ger en djupare 

inblick i hur kors-validering och regularisering, bland andra tekniker, används för att förbättra 

prestandan av maskininlärningsalgoritmer på det definierade problemet. Dessa tekniker testas 

och utvärderas i vårt logistiksystem på tre olika maskininlärnings algoritmer, nämligen Naïve 

Bayes, Logistic Regression och Random Forest.  

Utvärderingen av algoritmerna leder oss till att slutsatsen är att Random Forest, som använder 

korsvaliderade parametrar, ger bästa prestanda på våra specifika problem, medan de andra två 

faller bakom i varje testad kategori. Det blev klart för oss att kors-validering är ett enkelt, men 

kraftfullt verktyg för att öka prestanda hos maskininlärningsalgoritmer. 
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1 Introduction 
Artificial intelligence is a concept that’s been around for quite a while, and most people today 

are aware of the core idea behind it because of movies like Artificial Intelligence: AI [2] and 

The Terminator [3]. However, we aren’t quite there yet. 

Even so, AI and more specifically machine learning are all around us these days [4]. Machine 

learning has seen an upswing in interest and development lately. The upswing is credited to 

the fact that machine learning can be applied to a very broad area of problems and because 

nowadays there is a lot of computing power available [5]. The spam filter in your email inbox 

is utilising machine learning to recognise malicious emails [6]. Machine learning is even used 

in medicine to predict diseases based on symptoms and to search for cures [4]. 

The problem that this project aims to solve is a logistic error, the error occurs when packages 

do not arrive at their destination because of the human error factor. This human error factor 

causes issues for both the sender and the intended recipient, it could be a crucial piece needed 

to fix broken machinery that otherwise means a factory is standing still, leading to a loss of 

profit. By removing the human factor, it would be possible to get a higher rate of packages 

that reach their destination. This in turn increases profits for those involved and makes 

people's life easier with less to worry about. 

This thesis will cover the basics of how to work with machine learning and will focus on how 

to improve the performance of machine learning algorithms on two distinct problems. The 

first issue is to decide whether an address given to the AI system is correct or not. 

 An address is incorrect if the postal code, the street name or the house number is 

missing or written in the wrong format. 

 An address is correct if the city name or the addressee or both are missing or in the 

wrong format. 

The other problem arises when a letter or package arrives at the incorrect sorting centre.  

 Appears randomly in the logistic system created by Erik Hedman [45]. 

1.1 Goal and Purpose 
The goal of this project is to develop an AI system that monitors a flow of packages in a 

logistic system and responds to errors using machine learning. This hefty goal of making a 

complete AI system with integration to logistic systems is too immense for one person to 

complete in ten weeks. Therefore, this project was re-made into a group project by Data 

Ductus in which my part is to increase the performance of the machine learning algorithms by 

meeting these four goals:  

 Research on how to work with machine learning in general with a focus towards 

improving the performance of machine learning algorithms. 

 

 Decide on a few standard techniques for increasing performance and explain how 

they work. 

 

 Implement and test the chosen solutions. 
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 Measure and explain the performance gain, if any. 

The purpose behind this AI system is to reduce the human error factor in a logistic system. In 

doing so, the need for highly trained domain experts and administrators to re-route lost 

packages decrease. This in turn saves money and time for the user of the AI system. 

1.2 Method 
The workflow of this project contained a few stages. Stage one was the research phase in 

which the broad topic of machine learning was investigated. At first, the focus was put on 

understanding and explaining the machine learning workflow.  

After the machine learning workflow, the focus shifted to finding and understanding standard 

techniques for improving the performance of machine learning algorithms. The two standard 

techniques discovered and presented in this report are cross-validation and regularisation. 

The next stage was to implement these methods in a Jupyter Notebook using Python, and the 

last step was to compare the performance of the standard versions of the algorithms with the 

improved versions and explain the increase or decrease in performance. 

1.3 Demarcations 

This project was quite extensive and therefore the time limit of ten weeks was 

disadvantageous since it leads to several things being cut and simplified. However, Data 

Ductus stated in the beginning that they did not expect a complete application, but they 

wanted to explore if it was possible to use machine learning to solve the issue of misdirected 

packages. 

The time constraint was in part solved by splitting the work over several students and giving 

each one a specific part to focus on, although who was going to do what was not crystal clear 

at the start since we lacked knowledge of machine learning in general. 

Another limitation was that machine learning is a very broad topic and it was, therefore, 

difficult to focus on one individual aspect of it because of the immense volume of information 

available which lead us to spend a long time of the project reading documentation.  

1.4 Social, Ethical, and Environmental Considerations 
This project was done using manufactured data, and therefore no personal data was 

compromised.  

The application is meant to assist domain experts in their work, and one would argue that a 

similar program can replace the experts entirely. However, from an environmental standpoint, 

this would be a good thing because if a package gets the wrong label, it might need to travel 

back to the start which would mean twice the environmental impact because of the human 

factor. 

There are a lot of predictive based and repetitive jobs out there, including lawyers and 

packaging. According to Martin Ford [7], all employment in these categories will eventually 

be replaced by machines. Which he points out will spark an economic revolution since these 

classes cover a large percentage of jobs. Fords solution to the rise in unemployment would be 

a form a guaranteed income that would encourage education.  
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Ford believes that the guaranteed income would incentivize entrepreneurship, Ford bases this 

idea on the Petltzman Effect. Peltzman [8] came to the realisation, during an auto accident 

study, that the number of injuries and fatalities from vehicle accidents did not reduce in 

numbers because of increased safety measures like seatbelts since people compensated for 

these safety nets. Meaning people will take more risks if they have a safety net to fall back on. 

1.5 Data Ductus 
Data Ductus [7] is a multinational IT-consulting company, founded 1989, that delivers 

technically advanced solutions to meet the customer’s specific needs. They offer services 

within a broad range of industries and solution areas and are known for their ability to adapt 

and meet evolving business demands quickly.  
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2 Background 
Machine learning has been around since 1763 when Tomas Bayes presented the Bayes 

theorem [43], and therefore the topic machine learning is very broad and contains a massive 

amount of information as per usual when working with algorithms. This section covers the 

basic of machine learning and how one works with machine learning. Since this project 

focuses on performance, the section provides a definition of a few methods commonly used 

for enhancing performance on machine learning models. 

2.1 Machine Learning 
A formal definition of learning was provided by Tom M. Mitchell [10], page 2. “A computer 

program is said to learn from experience E with respect to some class of tasks T and 

performance measure P if its performance at tasks in T, as measured by P, improves with 

experience E.” 

Consider a computer program that learns to play tic-tac-toe. Following Mitchell’s definition 

of learning the learning problem can be broken down into a task T, performance P and 

experience E. Regarding tic-tac-toe these variables become: 

 Task T: Playing tic-tac-toe 

 Performance P: how often it wins, win-ratio 

 Experience E: playing practice games 

Per Mitchell [10] the same idea can be used to specify many different learning problems, such 

as a handwriting recognition learning problem which he specifies like this: 

“A handwriting recognition learning problem: 

 Task T: recognizing and classifying handwritten words within images 

 Performance measure P: percent of words correctly classified 

 Training experience E: a database of handwritten words with given classifications” 

2.2 Machine Learning Workflow 
Jerry Kurata [11] divides the machine learning workflow into five steps: 

 “Asking the right question” 

 “Preparing data” 

 “Selecting the algorithm” 

 “Training the model” 

 “Testing the model” 

2.2.1 Asking the Right Question 

It is important to define the question in such a way that it guides the other steps in the right 

direction. Meaning it is important to carefully think about what goals the machine learning 

model is supposed to reach and to consider which data the model needs and the processing 

that can be performed on said data. Otherwise, it is possible that the wrong model is 

developed [12, 35]. An example Jerry Kurata [12] provides is that if the goal is to “predict if a 

person will develop diabetes.”  

A good way to start in this case is by researching the causes of diabetes to see if there are any 

information that helps to specify the question. Kurata [12] mentions that after a review of data 

from the American Diabetes website he figured out that numerous factors lead to diabetes, 
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mainly age and race. The main factors of age and race leads Kurata to scope the question to a 

particular racial group and search for specific data regarding this group, he chooses data from 

the Pima Indian Diabetes study which changes the statement to: “using Pima Indian Diabetes 

data, predict which people will develop diabetes.” 

Kurata [12] and Google Developers [35] both agree that the question can be further limited by 

examining what a realistic prediction accuracy is within the current scope, in Kurata's 

example the scope is predicting diabetes or more generally predicting a disease. Here it is 

important to consider how domain experts would answer the same question you are 

investigating [35]. In this case, how medical professionals handle predicting diabetes. Kurata 

[12] concludes that the goals are no longer to predict which people will develop diabetes but 

rather the likelihood of a person to develop diabetes. He also decides a realistic accuracy 

based upon the medical facts he finds regarding other disease predictions, 70%. Which 

changes the statement to: “using Pima Indian Diabetes data, predict with 70% or greater 

accuracy, which people are likely to develop diabetes.”  

Lastly, Kurata [12] says that the machine learning workflow is the final piece when 

completing a statement, this gives: “use the machine learning workflow to process and 

transform Pima Indian data to create a prediction model. This model must predict which 

people are likely to develop diabetes with 70% or greater accuracy.” 

2.2.2 Preparing Data  

Jerry Kurata [13] and Frederick Giasson [33] tells us that 50-80% of a machine learning 

project is spent on obtaining, cleaning and organising data. He also gives us two rules 

regarding data in general.  

 Rule #1 – “Closer the data is to what you are predicting, the better” 

 Rule #2 – “Data will never be in the format you need” 

Kurata loads his data into Python using a library called Panda. When exploring the data, he 

notices a correlation between the variables thickness and skin, which both provide the same 

data but in different units. Columns that represent the same variable in different ways are 

referred to as correlated columns and should as Kurata [13] and Deland [34] says be deleted 

from the dataset because they add extra weight to the same variable, which may confuse some 

algorithms. Removing unused and empty columns is standard practice because they do not 

add anything to the data. 

 

Next step is to mould the data so that it is usable. Since algorithms are mainly mathematical 

models, they work best on numbers [35]. Which leads Kurata [13] to change the column that 

says if a patient has diabetes or not from True or False to 1 or 0. He points out that otherwise, 

the data will not work on all algorithms. 

Lastly, before an algorithm uses the data for learning or prediction, it is important to make 

sure that the data cover as many different combinations as possible. Which leads to rule 

number three [13]: 

Rule #3 – “Accurately predicting rare events is difficult.” 
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Rare events are difficult to predict because they are scarce and therefore they might not 

appear in the data at all. For that reason, the algorithm is not recognising these events at all, 

leading to an incorrect prediction. A simple technique for checking if your data is general 

enough is to look at the output distribution [13]. In this case, how many of the patients in the 

data has diabetes or not. Too many of either sort would make it nearly impossible to use 

standard learning techniques effectively [13]. However, moulding the data can be a lengthy 

and tedious process which is why it’s important to follow: 

 Rule #4 – “Track how you manipulate data” 

In short, there are many ways to pre-process the data including filling missing values, 

removing correlated columns, empty columns and unused columns and transforming text-

based data to numerical data. However, it is important to keep track of all changes made, or it 

is possible to change the meaning of the data [13]. 

2.2.3 Selecting the Algorithm 

There are many different algorithms out there for various problems and picking the right one 

is a process. Therefore it is important to ask the right question [14]. Jerry Kurata [14] gives a 

few tips on how to approach selecting the right algorithm for your problem.  

One tip is to use the question to limit the algorithm options by looking at what output the 

statement wants. From this, it is possible to determine what type of machine learning task the 

question handles [14, 36]. Using the diabetes prediction question, it is evident that it provides 

a binary output, True or False. Therefore, it is possible to eliminate all algorithms that do not 

provide a binary output. Examining the question further shows that it is a prediction, which 

further limits the algorithm options to algorithms that handle predictions, also known as 

classification algorithms. Another look at the question provides the fact that it is a supervised 

learning problem which in turn removes all the unsupervised learning problem algorithms. 

It is advised by Kurata [14] to first select a basic algorithm rather than an ensemble algorithm 

because it is easier to see what the basic algorithm does with the data. 

2.2.4 Training the Model 

Now that the data is prepared and an algorithm is selected, it is time to train a model to make 

the prediction [15]. Starting with splitting the data into training data and test data using the 

same proportions as Jerry Kurata [15] which is 70% of the data as the training data and 30% 

as test data. The reason for splitting the data is because with machine learning it is standard 

practice to search for accuracy against real world data and not against the training data. If all 

the data is used as training data, then there is no data to test the model on since it would 

already know the answer to all the training data inputs. Therefore, it would perform very well 

on the data, but if new data, that is not in the training data, is introduced to the model it will 

perform worse than if it was trained on some of the data and tested on another part of the data 

[15, 36].  

Next, it is important to check that the data in the training and test sets have a similar 

distribution of answers [15]. Therefore, it is useful to examine the percentage of answers in 

the data. In this case, the percentage of True and False in both the sets have investigated the 

closer the distribution is in both the sets, the better. 



Spring-2017 Luleå University of Technology  S0003D 

 

                                                                      

7 

Lastly, it is always good to check the data once again because it is easy to miss things. 

Looking at the Pima Indian Diabetes data there is zero in the thickness column which is 

physically impossible, values that are impossible but still exists in the data is referred to as 

hidden missing value [15] since they are not technically missing, but instead incorrect. 

Exploring the data further reveals that there is a lot of zeroes. How do machine learning 

practitioners approach all this missing data? There are a few things to be done, per Kurata 

[15] it is possible to fill in the missing data with approximate data from a domain expert that 

looks at the other values in the same row and makes an educated guess on the missing values 

[15]. However, most machine learning workers are not domain experts, and therefore this 

should be avoided if possible.  

Another approach would be to replace the missing values with the median value from its 

column which would only reinforce the data already at hand, known as imputing the missing 

values [15, 37]. There is also the option to delete the rows with missing data or ignore them, 

but this is very dangerous if there are many missing values [15, 37]. There are even some 

algorithms that support missing data; one such algorithm is k-Nearest Neighbours [37]. 

To sum things up, it is standard practice to keep some of the data as a validation or test set to 

be able to measure performance on ‘new’ data. It is also important to keep checking the data 

for errors that may have been overlooked in the previous steps to make sure nothing ruins the 

model. 

2.2.5 Testing the Model 

A simple way to test the model is to use another algorithm on the same data and compare the 

performance [16].There are a few ways to combat poor performance. One can improve the 

performance by tinkering with the data, tuning the algorithm, using ensemble algorithms or 

finding a better algorithm, explained in the next chapter [16, 17]. 

2.3 Improving Performance 
The issue of improving the performance on a machine learning problem is a quite big one, and 

there are numerous different approaches to different problems. However, Jason Brownlee [17] 

divides the topic into four sub-topics: 

1. “Improve Performance With Data.” 

2. “Improve Performance With Algorithms.” 

3. “Improve Performance With Algorithm Tuning.” 

4. “Improve Performance With Ensembles.” 

2.3.1 With Data 

The largest increase in performance occurs when moulding the data to fit the particular issue 

at hand [16, 17]. As mentioned in the previous sections, there are a lot of things to do that 

might improve performance. One method was touched upon when imputing the missing 

values in the Pima Indian Data. This is a method used when cleaning the data, which is a 

common name used for methods that mould the data to make it more usable for machine 

learning algorithms by removing incorrect and missing values [17]. Other tactics to improve 

performance using the data include getting more and better data. If there is no more data 

available it is possible to generate new data or to augment existing data [16, 17] and the list 

goes on. In short, there are many ways to improve the data or manipulate it to better fit the 

problem being addressed.  
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Another method called Feature Engineering [17] is a simple process in which one takes a 

look at the data and try to split attributes into multiple new values or attributes [17]. Take a 

quality in the range of 0-1000 as an example, using feature engineering, this could be split 

into ten binary attributes, each of these attributes representing a range of values. Bin one 

would represent the range 0-99 and hold a binary value one or zero depending on if the 

attribute is in this bin or not [18]. 

2.3.2 With Algorithms  

The next step in improving performance would be to use algorithms. Jason Brownlee [17] 

tells us that “Machine learning is all about algorithms.”. Therefore, there are several tactics 

one can apply to improve performance using algorithms. The basic tactic is to compare 

several different algorithms on the relevant problem, to find out which is the best. The tricky 

part here though is to know what the best result is [17]. Brownlee writes that it is important to 

find a baseline performance to compare other algorithms with.  

Once a baseline has been established, it is possible to start comparing different linear and non-

linear algorithms to find whichever gives the desired result [17]. Brownlee also urges to steal 

from literature, meaning if someone has written that this algorithm or approach works on a 

given problem, try using the same method. 

2.3.3 With Algorithm Tuning 

The next performance improvement to try is to tune the algorithms. Brownlee [17] mentions 

that this is the most time-consuming part of improving a models performance. Per Brownlee 

[17] there are a couple of standard tuning tactics, first and most impactful, is to check what 

other implementations of the same algorithm there is and which extensions said algorithm 

uses.  

It is also worth investigating if the chosen algorithm has customization options like 

hyperparameters and built-in regularisation which is covered later [17]. Other improvement 

options include contacting algorithm experts and ask for tips on your problem, running a 

diagnostic of the algorithm to search for overfitting and underfitting or check the literature for 

standard parameters [17]. 

2.3.4 With Ensembles 

The final step in improving a model is using ensemble algorithms. There are a few different 

ensemble algorithms out there who work in various ways [17]. One ensemble algorithm type 

is blend model predictions, which combines the prediction from multiple models running on 

the same data and returns a mean or median of said predictions [17]. Which often gives a 

better performance boost if used on several “good enough” models rather than multiple highly 

tuned models [17]. Another ensemble approach is to use a new model to learn the best way to 

combine predictions from blend model prediction, referred to as stacked generalisation. 

According to Brownlee [17], it works quite well if the sub-models “are skillful but in different 

ways and the aggregator model is a simple linear weighting of the predictions.” 

2.4 Overfitting & Underfitting 
In machine learning, the term Overfitting refers to a model that has learned the training data 

too well [19, 20, 21] which occurs when a machine learning algorithm shows a small bias but 

a high variance [21]. Simply put, the model is overfitting when it performs too good on the 
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training data and poorly on the test data because the model has memorised the training data 

and has therefore missed the general picture of the problem [21]. 

 

 

 

 

 

 

 

Figure 2.4; Shows how the algorithm (blue line) has learned in regards to the training data 

(orange squares.) 

 

Underfitting, on the other hand, occurs when the model performs poorly on the training data 

[19, 20, 21]. This means that the algorithm has failed to capture the underlying trend of the 

data which is the same as showing a high bias but a small variance [19]. This is the same as 

saying that the model has not learned the correlation between input and output [20, 21].  

Neither overfitting nor underfitting performs well on new information [19]. Figure 2.4 shows 

a clear example, examining the underfitting graph, it is evident that the algorithm does not 

follow the data very well compared to the overfitting instance in which the algorithm follow 

the data very well. Which means that if the algorithms are introduced to new input, the 

overfitted algorithm would not be able to handle it since it is too focused on the training data. 

Same goes for the underfitted algorithm because it fails to see the correct pattern [20, 21]. 

However, there are ways to limit these issues. Since underfitting is mainly a matter of too 

little data [19], it is quickly reduced by adding more data or by running several passes on the 

data so that the model can learn a correct pattern.  

Overfitting, on the other hand, is a more common issue [19]. Therefore, there are more 

methods available for this issue. A popular method for limiting overfitting is called k-fold 

cross validation, which tests the model k-times on different subsets of the training data [20]. 

By doing so, it builds up a performance estimate on new input [20]. 

Another common practice is to use a validation dataset. A validation dataset is a piece of the 

training data that it is not utilised in the actual training and can. Therefore, the model can treat 
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it as new information which makes this method easy to use in evaluating performance on new 

data [20].  

2.6 K-fold Cross Validation 
K-fold Cross Validation is a method for estimating the best values of hyperparameters and by 

doing so reduce overfitting [22]. The method starts by dividing the training data into k-parts 

of roughly equal size. Let’s say K = 5; which generates five parts of data called folds. One of 

these folds becomes a validation set, and the other four is used to train the model [16, 22].  

Cross/validation trains the model on the four folds and uses the fifth fold to evaluate the 

model, meaning the fifth is used to represent real-world data to evaluate the model's accuracy 

or other property up for improvements [16]. This train and test loop is repeated until each of 

the folds has been used as the validation set [16, 22]. 

 

Each of these loops gives a set of values for each parameter; and how error prone the model 

was. This is called the cross-validation error which is unique for each separate fold and 

determines how good the model was on predicting that fold [16, 22]. Equation 2.6 [22] shows 

the mathematical formula for calculating the cross-validation error, CV, on a certain 

parameter 𝜆 using a set number of folds K. 

                                                              𝐶𝑉 (𝜆) =  
1

𝐾
∑ 𝐸𝑘(𝜆)

𝐾

𝑘=1

                                                (2.6) 

 

These values can then be used to find the smallest cross-validation error, which gives the most 

generalised data [16, 22]. Therefore, reducing overfitting and to some extent underfitting [16]. 

Another use of cross-validation is to get a more accurate evaluation of the performance of the 

algorithm by averaging the result from each of the folds and is achieved by taking the mean of 

the K-results [40]. The mean value is a more accurate representation of the performance of 

your algorithm because the model is trained and tested K-times which gives a more general 

evaluation than training and testing it one time [40]. 

 

2.7 Regularisation 
Regularisation is another method for combating overfitting models, the idea behind it is to add 

a complexity penalty to the loss function [23, 24]. The reason behind adding a complexity 

penalty is because higher degree polynomials tend to follow the training data closer than a 

lower grade polynomial [23] which in turn leads to overfitting. 

If for example, there are different polynomial models of varying degrees, linear, quadratic and 

cubic it is possible to define the loss function as equation 2.7.1 [23]. 

                                                              𝐿 =  ∑(∑(𝑎𝑖𝑥𝑚
𝑖 ) − 𝑦𝑚)2

𝑑

𝑖=0

                                      

𝑚

 (2.7.1) 
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With polynomial models as an example, the complexity definition of a model is calculated by 

taking the squared sum of its parameters. Which leads to equation 2.7.2 [23, 24, 25]. In which 

𝜆 represents the complexity penalty also known as the regularisation parameter. 

                                              𝐿 =  ∑(∑(𝛼𝑖𝑥𝑚
𝑖 ) − 𝑦𝑚)2

𝑑

𝑖=0

+  𝜆 ∑ 𝛼𝑖
2

𝑖=1

                               

𝑚

 (2.7.2) 

It is evident in equation 2.7.2 that for a high regularisation parameter a high degree 

polynomial model would be ruled out in exchange for a lower level polynomial model 

because the loss L would become larger. Meaning that models with high complexity would be 

considered worse than low complexity models [23, 24, 25]. 
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2.8 Confusion Matrix 
A confusion matrix is a common metric used to evaluate classification models [41]. 

True-
Positive(TP) 

False-
Negative(FN) 

False-
Positive(FP) 

True-
Negative(TN) 

 

Figure 2.8; A confusion matrix.  

Figure 2.8 illustrates a confusion matrix and using the Pima Indian Dataset prediction 

mentioned earlier as an example. Then TP is the number of patients with diabetes that the 

model predicts to have diabetes and FN is the number of patients that does not have diabetes 

but the model predicts to have diabetes. The same principle is applied to TN and FN were TN 

represents the number of patients that was correctly predicted not to have diabetes while FN is 

the number of patients that was predicted not to have diabetes but did have diabetes. 

The confusion matrix is used to evaluate the performance of a trained model, using the values 

in a confusion matrix one can calculate several performance metrics like accuracy, error rate, 

precision and true positive rate or recall. The equations below are for calculating said metrics 

[42]. 

 

                                         𝐸𝑟𝑟𝑜𝑟 𝑟𝑎𝑡𝑒 =  
𝐹𝑃 + 𝐹𝑁

𝑠𝑖𝑧𝑒
                                                               (2.8.1) 

                                        𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =  
𝑇𝑃 + 𝑇𝑁

𝑠𝑖𝑧𝑒
                                                                   (2.8.2) 

                                           𝑅𝑒𝑐𝑎𝑙𝑙 =  
𝑇𝑃

𝑇𝑃 + 𝑇𝑁
                                                                      (2.8.3) 

                                           𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =  
𝑇𝑃

𝑇𝑃 + 𝐹𝑃
                                                                 (2.8.4) 

Following equation 2.8.2 above accuracy is the number of correct predictions. Recall is 

described in equation 2.8.3 as the prediction accuracy regarding True, meaning that when the 

answer is True, how often does the model predict it to be True. Precision, on the other hand, is 

according to equation 2.8.4 the reverse of Recall, which means when the model predicts True 

how many times is it True. 

  



Spring-2017 Luleå University of Technology  S0003D 

 

                                                                      

13 

3 Design and Implementation 
The general design of the system was developed and implemented by Erik Hedman. However, 

our task included researching how to apply machine learning to our problem and in the 

machine learning workflow described earlier my part was to improve and tune the algorithms 

provided to get the best possible result.  

3.2 Jupyter 
Jupyter [27] is an application that allows developers to create and share documents containing 

live code with support for over 40 programming languages. Jupyter is started through the 

command prompt and uses a local web server as an interface. The interface is more 

commonly known as a Jupyter Notebook which can produce images, videos, etc. directly into 

the code [27].  

3.4 Libraries 
The library chosen for algorithms and machine learning, in general, is called scikit-learn [28] 

and the library supports data pre-processing, dimensionality reduction and many algorithms 

regarding classification, regression and clustering as well as providing tools for parameter 

tuning, cross-validation and regularisation techniques. 

Pandas [29] is a library used for handling, loading and moulding data. 

The library used for generating graphs and exploring the data for errors is mathplotlib [30] 

which is a Python library for plotting data in various ways, including many forms of graphs. 

The last library incorporated into the project was NumPy [31] which is a library used in 

scientific computing and supports manipulation of n-dimensional array objects and contains 

linear algebra and random number capabilities. 

3.5 Addresses Problem 
The first issue that the logistic system created was to identify incorrect addresses. My co-

workers created the data and chose the used algorithms. The algorithms Andersson [46] chose 

are Logistic Regression, Naïve Bayes and Random Forest. 

3.6 Missent Post Issue 
The second issue is that of postal objects arriving at the incorrect destination. Compared to the 

previous issue of faulty addresses the data is transformed within the logistic simulation, all the 

faulty addresses are removed, and besides containing one address per postal object, the data 

now holds the address, the current location of the object and the target destination. The postal 

object is considered to be flawed when the postal object is sent in the wrong direction.  

3.7 Logistic Regression 

The implementation of Logistic Regression provided Andersson [46] was using the scikit-

learn machine learning library and contained a regularisation parameter. This meant that there 

was no need to implement regularisation, making it easier to perform regularisation and cross-

validation. The regularisation parameter, named C must be a positive float and is the inverse 

of the regularisation strength leading to smaller values giving stronger regularisation [32]. 

Using the libraries above and the implementation of the conventional algorithms from 

Andersson the design of k-fold cross-validation to find the best value for C becomes trivial 

since the sci-kit library has an implementation of Logistic Regression that supports several 
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types of cross-validation including k-fold cross-validation. This implementation takes care of 

splitting our data into folds and performing the testing and training on these folds. The sci-kit 

version also has a function parameter called scoring that tells the function to fit the C 

parameter to the best result in that scoring category. 

However, before using the sci-kit implementation is required to define a range of C values to 

test. The range used in this test were on a logarithmic scale between 10e-10 to 10e+10. The 

functions cross-validation loop will compare the C-values to find the best value of the chosen 

scoring metric. The list is created by creating a NumPy list using the NumPy logspace 

function which gives us a list containing a set number of logarithmic values in the selected 

range. Then this list of logarithmic values is passed as parameter C to the logistic regression 

cross-validation function. 

Once the method has run, the sci-kit library gives the option to retrieve the best C value for 

the chosen scoring metric. This C value is then passed to the regular version of logistic 

regression to compare performance using a confusion matrix and prediction accuracy, recall 

and precision. 

3.8 Naïve Bayes 

The sci-kit libraries implementation of Naïve Bayes provided by Andersson [46]does not 

offer a regularisation parameter nor does it supply a cross-validation version of the 

algorithms. This led to the use of another function provided by the library called 

cross_val_predict [39] which splits and loops the data using the chosen cross-validation 

approach. In this case, the chosen cross-validation approach was KFold, which is a function 

that creates a cross-validation object for use in other functions. However, since Naïve Bayes 

does not have any parameters for the cross-validation to examine the decision was to find the 

best train and test split for the algorithm, instead of using cross-validation to find a variable 

value.  

This is achieved by creating a while loop that first splits the data into test and training sets by 

reading from a predefined list containing values from 0.1 to 0.9 which means that the data 

gets split into 10% test during the first run and 90% in the last iteration. After the splitting is 

complete, the model is trained using the training set, and then the cross_val_predict function 

evaluates the model's performance. Lastly, the confusion matrix is printed by the loop, and 

then the loop continues to run until all predefined values are tested. 

3.9 Random Forest 

The implementation of Random Forest from the sci-kit library used the same data as the 

previous algorithms. But since Random Forest provided a perfect result on the addresses 

problem, see chapter 4.3, there was no need to perform improvements on Random Forest. 

However, k-fold cross-validation was used to see how Random Forest performs when trained 

and tested several times on different folds.  

Performing k-fold cross-validation on Random Forest was achieved by using the sci-kit learn 

function called cross_val_predict as with Naïve Bayes. However, in this case, no parameters 

were varied during the test because of the perfect score. 

Random Forest did not give perfect scores on the missent post problem, and therefore its 

parameters were examined to try and find suitable candidates for cross-validation. It was 

decided to use the following three parameters max_features which controls the maximum 
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amount of features the algorithm tries in individual trees, n_estimators that decide the number 

of trees to create and min_sample_leaf which controls the minimum size of a leaf in the trees 

[44]. 
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4 Result 
The data used in our first problem was split into a 30% training set and a 70% testing set, 

using one million, a hundred thousand and ten thousand addresses as data. 18.34% of the data 

is considered incorrect in the sense that the address will not work as per the rules defined in 

the previous chapter. 

All tests, except the Naïve Bayes split test, performed with the second batch of data used a 

30% training set and a 70% testing set. The total data size in the missent post issue varies 

from the incorrect address problem because all the incorrect address are removed from the 

data set. See Design & Implementation chapter for further details. The reformed data set has 

an error rate of 14.04%. Henceforth, Address refers to the issue of incorrect addresses while 

Delivery refers to the problem of incorrect deliveries. 

Test set size 

(70%) 

Incorrect address, Address 

(Total data size) 

Incorrect Delivery, Delivery 

(Total data size) 

Large 700 000 (1 000 000) 571 587 (816 553) 

Medium 70 000 (100 000) 73 448 (104 926) 

Small 7 000 (10 000) 5 710 (8 157) 

 

Table 4.1; The test data sizes and the total data sizes used in the tests for both the issues. 

 

4.1 Logistic Regression 
Logistic Regression with default parameter for C, C=1.0, generated the confusion matrices 

seen in Appendix, named A.I. Using these confusion matrices together with equations 2.8.2, 

2.8.3 and 2.8.4 presented in chapter 2.8 on page 12 it was possible to calculate the following 

performance metrics shown in Table 4.1.1.   

Test set size 
Accuracy 
Address (%) 

 
Accuracy  
Delivery(%) 

 
Recall  
Address(%) 

 
Recall 
Delivery(%) 

 
Precision  
Address(%) 

 
Precision  
Delivery(%) 

Large 85.26529 88.71825 90.38078 97.96577 88.36377 89.83300 

Medium 85.18857 88.80569 90.45479 97.84186 88.47264 90.02488 

Small 85.05714 88.79159 90.08347 98.08007 88.24203 89.79058 

 

Table 4.1.1; The calculated performance metrics for default Logistic Regression using a C 

value of 1.0. 
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Table 4.1.2 below shows how Logistic Regression performed on the three test sets when 

subjected to a k-fold cross-validation that searched for the best possible C-value in the range 

of 10e-10 to 10e+10 for the target metric. Target metric means that the function searches for 

the C-value that gives the highest performance in that category. The metrics were calculated 

using equations 2.8.2, 2.8.3 and 2.8.4 using the confusion matrices presented in Appendix A, 

namely A.II, A.III, A.IV 

 

Table 4.1.2; Calculated metrics for Logistic Regression using cross-validation on both the 

incorrect address problem, Address and incorrect deliveries, Delivery. 

Problem, 
Test size Target metric Accuracy (%) 

 
Recall (%) 

 
Precision (%) C-value 

Address, 
Large Accuracy  88.34314 

 
100.0000 

 
88.50696 1.668100e-8 

Address, 
Medium Accuracy  88.65714 

 
100.0000 

 
87.82582 1.707352e-7 

Address, 
Small Accuracy 88.55714 

 
100.0000 

 
87.65413 2.782555e-6 

Address, 
Large Recall 86.66686 

 
100.0000 

 
85.96261 1.000000e-10 

Address, 
Medium Recall 86.79714 

 
100.0000 

 
86.10685 1.000000e-10 

Address, 
Small Recall 86.74286 

 
100.0000 

 
85.97127 1.000000e-10 

Address, 
Large Precision 85.14786 

 
94.25593 

 
88.33201 1.519911e+8 

Address, 
Medium Precision 85.08143 

 
94.10615 

 
88.40924 1.519911e+8 

Address, 
Small Precision 84.81429 

 
93.93353 

 
88.15185 1.353047e+3 

Delivery, 
Large Accuracy 88.79996 

 
98.36297 

 
89.62246 1.072267e-7 

Delivery, 
Medium Accuracy 88.98750 

 
98.46173 

 
89.74957 6.892612e-7 

Delivery, 
Small Accuracy 88.38879 

 
98.75408 

 
88.92722 2.782559e-6 

Delivery, 
Large Recall 85.97799 

 
100.0000 

 
85.97799 1.000000e-10 

Delivery, 
Medium Recall 86.14466 

 
100.0000 

 
86.14466 1.000000e-10 

Delivery, 
Small Recall 85.74431 

 
100.0000 

 
85.74431 1.000000e-10 

Delivery, 
Large Precision 88.71230 

 
97.91938 

 
89.86122 3.593813e+5 

Delivery, 
Medium Precision 88.82820 

 
97.78708 

 
90.09080 3.053856e-2 

Delivery, 
Small Precision 88.66900 

 
97.93709 

 
89.77720 8.697490e+3 
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4.2 Random Forest 
Random Forest using the parameters n_estimators, max_features and min_samples_leaf, 

whose default values are 10, auto and 2, were auto means that the algorithm uses the square 

root of the total number of features in the data as value for max_features, produced the 

following metrics in Table 4.2.1. The metric were calcualted using equations 2.8.2, 2.8.3 and 

2.8.4 with the values from confusion matrix A.V shown in Appendix A. 

Test set size 
Accuracy 
Address (%) 

 
Accuracy  
Delivery(%) 

 
Recall  
Address(%) 

 
Recall  
Delivery(%) 

 
Precision  
Address (%) 

 
Precision  
Delivery(%) 

Large 100.0000 99.59989 100.0000 99.93590 100.0000 99.60008 

Medium 100.0000 99.31730 100.0000 99.75412 100.0000 99.45501 

Small 100.0000 97.51313 100.0000 98.63154 100.0000 98.47064 

 

Table 4.2.1; Calculated metrics for Random Forest over both problems and all three data 

sizes. 

Table 4.2.2 presents the averaged results of running k-fold cross-validation using ten folds on 

Random Forest with data from the Address problem using default parameter values. 

Test set size Averaged Precision (%) Averaged Accuracy (%) Averaged Recall (%) 

Large 100.0000 100.0000 100.0000 

Medium 100.0000 100.0000 100.0000 

Small 100.0000 100.0000 100.0000 

 

Table 4.2.2; Calculated averaged metrics for Random Forest on the incorrect addresses issue 

on the three data set sizes. 

  



Spring-2017 Luleå University of Technology  S0003D 

 

                                                                      

19 

Table 4.2.3 contains the values achieved while trying to find the best number of estimators for 

Random Forest on the Delivery problem, using default values for max_features and 

min_samples_leaf. It is evident in Table 4.2.3 that 16 estimators give the highest accuracy for 

the model. Therefore n_estimators was changed from using the default value of 10 to 16 for 

the succeeding tests on the other two parameters. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Table 4.2.3; Calculated averaged metrics for Random Forest using k-fold cross-validation on 

problem B with varying parameter n_estimators. The * represents the highest value per 

column. 

  

n_estimators Accuracy (%) Recall (%) Precision (%) 

1 99.19312 99.55844 99.50337 

2 98.93000 99.05970 99.69384* 

3 99.46447 99.83233 99.54611 

4 99.44418 99.71187 99.64192 

5 99.57084 9991962 99.58264 

6 99.56402 99.86896 99.62488 

7 99.58606 99.93814 99.58191 

8 99.57732 99.90660 99.60299 

9 99.59569 99.95238 99.57894 

10 99.59989 99.93590 99.60008 

11 99.60234 99.95890 99.58018 

12 99.60094 99.94425 99.59304 

13 99.60164 99.96113 99.57716 

14 99.60548 99.94893 99.59367 

15 99.60373 99.96215 99.57858 

16 99.60933* 99.95584 99.59127 

17 99.59901 99.96480* 99.57052 

18 99.60181 99.95768 99.58078 

19 99.59691 99.96439 99.56850 

20 99.59971 99.96012 99.57595 
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As mentioned before the parameter n_estimators is set to 16 in the following test, in which the 

parameter max_features is varied on a scale from 0.1 to 1.0 (10% to 100%) in search of the 

best value for the parameter. 

max_features  
(%) 

Accuracy  
(%) 

Recall 
 (%) 

Precision 
(%) 

10 99.30071 99.90355 99.28755 

20 99.52465 99.94384 99.50547 

30 99.62472 99.96297 99.60200 

40 99.64729 99.96846 99.62263 

50 99.69978 99.97660 99.67520 

60 99.70503 99.97538 99.68248 

70 99.71780 99.97762 99.69503 

80 99.71885 99.97762 99.69624 

90 99.74089 99.98372* 99.71568 

100 99.74685* 99.98270 99.72357* 

 

Table 4.2.4; Calculated averaged metrics for Random Forest using k-fold cross-validation on 

problem B with varying parameter max_features and static parameter n_estimators=16. The 

* represents the highest value per column. 

The best value for max_features is, according to the metrics in Table 4.2.4, 1.0 (100%) since 

it gives the best overall value in all three metrics. Both n_estimators = 16 and max_features = 

1.0 was used when k-fold cross validation was used to find the best overall value for the 

parameter min_samples_leaf. The resulting metrics are presented in Table 4.2.5 and shows 

that  min_samples_leaf = 2 together with the other parameters give the best overall metrics, 

which incidentally is the default value. 

min_samples_leaf 
Accuracy 
(%) 

Recall  
(%) 

Precision 
(%) 

1 99.74685* 99.98270 99.72357* 

2 99.73127 99.99044 99.69790 

3 99.71815 99.99064* 99.68253 

4 99.69576 99.98881 99.65846 

5 99.68841 99.98901 99.64978 

6 99.67896 99.98718 99.64068 

7 99.67022 99.98738 99.63037 

8 99.66042 99.98738 99.61906 

9 99.65185 99.98637 99.61017 

10 99.65482 99.98637 99.61361 

 

Table 4.2.5; Calculated averaged metrics for Random Forest using k-fold cross-validation on 

problem B with varying parameter min_samples_leaf with static parameters n_estimators=16 

and max_features = 1.0 (100%). The * represents the highest value per column. 
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Using n_estimators = 16, max_features = 1.0 and min_samples_leaf = 2 the Random Forest 

algorithm performs as shown in Table 4.2.6 on the Delivery problem. 

 

Table 4.2.7; Confusion matrices and calculated metrics from Improved Random Forest on the 

Delivery problem using the three data set sizes and the new parameter values. 

 

4.3 Naïve Bayes 
The default implementation of Naïve Bayes on both the Address and Delivery problems, 

using a test set of 70% and a training set of  30%, generated the confusion matrices in Table 

A.VI shown in Appendix A. Using said confusion matrices and the equations 2.8.2, 2.8.3 and 

2.8.4, it was possible to calculate the metrics presented in Table 4.3.1. 

 

Table 4.3.1; Calculated metrics for default Naïve Bayes over the three data sizes and both 

problems. 

  

Test set 
size 

Confusion Matrix  
Delivery 

Accuracy 
(%) 

Recall 
(%) 

Precision  
(%) 

Large 491 392 47 99.73127 99.99044 99.69790 

  1 489 78 659       

Medium 49 190 21 99.55187 99.95733 99.52453 

  235 7 680       

Small 4 890 6 99.12434 99.87745 99.10823 

  44 770       

Test set size 
Accuracy 
Address (%) 

 
Accuracy  
Delivery(%) 

 
Recall  
Address(%) 

 
Recall  
Delivery(%) 

 
Precision  
Address (%) 

 
Precision  
Delivery(%) 

Large 86.27571 91.93369 92.61703 95.86134 86.94251 94.81411 

Medium 86.28143 91.89161 92.77282 95.74485 87.02378 94.88873 

Small 86.24286 92.46935 92.33062 96.11928 86.76837 95.14759 
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Table 4.3.2 presents the resulting confusion matrices and calculated metrics from running the 

custom k-fold cross-validation to find the best test and training set split for Naïve Bayes using 

one million data points and split values from 10% to 90% of the data as a test set on the 

Address problem. It is evident that the best split is 20% test data and 80% training on the 

Address issue since it has the highest overall metrics. 

 

Test set size (%) 
Confusion Matrix 
Address 

Accuracy 
(%) 

Recall 
(%) 

Precision 
(%) 

10 79 949 17 45 86.30400 97.86398* 86.99565 

  11 951 63 55 

  

  

20 159 816 3 501 86.30650* 97.85632 86.99837* 

  23 883 12 797 
  

  

30 239 485 5 273 86.22733 97.82486 86.95717 

  36 045 19 197 
  

  

40 319 405 7 102 86.2475 97.82486 86.95717 

  47 908 25 585 

  

  

50 399 375 8 850 86.2514 97.83208 86.95903 

  59 893 31 882 
  

  

60 479 404 10 492 86.27633 97.85832 86.96608 

  71 850 38 254 
  

  

70 559 139 12 268 86.27633 97.85302 86.95393 

  83 890 44 703 

  

  

80 638 643 14 289 86.23850 97.81156 86.95575 

  95 803 51 265 
  

  

90 718 966 15 770 86.27767 97.85365 86.96850 

  107 731 57 533       

 

Table 4.3.2; Confusion matrices for the different test set sizes and their respective metrics 

using the Large data set size on the Address issue. The * represents the highest value in that 

column. 
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Table 4.3.3 shows the metrics and confusion matrices achieved when using the custom k-fold 

cross-validation to find the best train and test split for Naïve Bayes on the Delivery issue. In 

the table, it is clear that a 10% test set and 90% training is the best split on the Delivery 

problem because it shows the highest metric value across the board. 

 

Test set size (%) 
Confusion Matrix 
Delivery 

Accuracy 
(%) 

Recall  
(%) 

Precision 
(%) 

10 67 389 2 857 92.02998* 95.93286* 94.86064* 

  3 651 7 759 

  

  

20 134 752 5 762 91.95706 95.89934 94.81231 

  7 373 15 424    

30 202 027 8 695 91.92378 95.87371 94.79673 

 
11 089 23 155    

40 269 237 11 587 91.94112 95.87393 94.81111 

  14 735 31 062    

50 336 648 14 486 91.95201 95.87451 94.82508 

  18 372 38 770    

60 403 892 17 467 91.93235 95.85460 94.82124 

  22 059 46 514    

70 471 100 20 339 91.93369 95.86134 94.81411 

  25 767   54 381    

80 538 380 23271 91.92795 95.85668 94.81209 

  29 459 62 132    

90 605 527 26 184 91.93166 95.85507 94.81552 

  33 110 70 076       

 

Table 4.3.3; Confusion matrices for the different test set sizes and their respective metrics 

using the Large data set size on the Delivery issue. The * represents the highest value in that 

column. 
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4.4 Result Summary 
Table 4.4.1 presents the resulting increase in performance from the improved Random Forest 

which uses n_estimators = 16, max_features = 1.0  and min_samples_leaf = 2 compared to 

the default implementation using the default parameters n_estimators = 10, max_features = 

auto  and min_samples_leaf = 2 used on the Delivery problem. See Table 4.2.1 and Table 

4.2.7 for the metrics on both versions of Random Forest. 

 

 

 

 

 

Table 4.4.1; Performance increase from using Improved Random Forest on problem B in 

percentage points. 

Table 4.4.2 shows the resulting performance increase using the decided C-values for Logistic 

Regression on the Address issue, the values chosen were does that gave the highest overall 

metric. Which meant we had to sacrifice some precision in exchange for an increase in 

accuracy and recall. See Table 4.1.1 and 4.1.2 for the metrics used to calculate the 

performance difference. 

 

 

 

 

 

Table 4.4.2; Performance increase from using the chosen C-values on the Address issue in 

percentage points. 

Table 4.4.3 presents the performance increase on the Delivery problem, using the decided C-

values for Logistic Regression. Here some accuracy and precision are lost on the small set in 

favour of a higher recall. There is a small drop in performance regarding precision on the 

other sets, but this sacrifice gave higher accuracy and recall. 

 

 

 

 

 

Table 4.4.3; Performance increase from using the chosen C-values on the Delivery problem 

in percentage points. 

Test set 
size 

Accuracy 
Increase 
(PP) 

Recall 
Increase 
(PP) 

Precision  
Increase 
(PP) 

Large 0.13138 0.05454 0.09782 

Medium 0.23457 0.20321 0.06952 

Small 1.61121 1.24591 0.63759 

Test set 
size 

Accuracy 
Increase 
(PP) 

Recall 
Increase 
(PP) 

Precision  
Increase 
(PP) 

Chosen C-
value 

Large 3.07785 9.61922 0.14319 1.668100e-8 

Medium 3.46857 9.54521 -0.64682 1.707352e-7 

Small 3.50000 9.91653 -0.58790 2.782555e-6 

Test set 
size 

Accuracy 
Increase 
(PP) 

Recall 
Increase 
(PP) 

Precision  
Increase 
(PP) 

Chosen C-
value 

Large 0.08171 0.40620 -0.21054 1.072267e-7 

Medium 0.18181 0.61987 -0.27531 6.892612e-7 

Small -0.4028 0.67401 -0.86336 2.782559e-6 
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Regarding the test and train split tests used with Naïve Bayes, it is evident that Naïve Bayes, 

on the Address problem, generates the highest overall metric when the data split is  80% 

training and 20% testing, see Table 4.3.2. The best split for Naïve Bayes on the issue of 

Delivery is 10% test and 90% training data, which is easy to distinguish from Table 4.3.3 

where the 10% test row has the highest performance on all three metrics. 
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5 Discussion 
We had pretty unbalanced data in both problem cases which meant that the algorithms could 

have reached 82% accuracy on the addresses problem by simply predicting all input as true. If 

we take a look at Table 4.1.2, it is evident that when focusing on increasing the recall score 

Logistic Regression will become worse on predicting when the input should generate False, at 

least in our case. The same is said for Naïve Bayes which also shares this behaviour albeit 

minor compared to Logistic Regression. It is only Random Forest that in both cases perform 

well on predicting when an input should give a False output which is maybe the most 

important prediction since an address is faulty it will only cause issues later on since it will 

never reach its destination without special assistance. 

The algorithm that performs the best overall in both cases is evidently Random Forest, and 

this is not a surprise since it is an ensemble algorithm. The surprise in our case was that Naïve 

Bayes managed to perform so well on our data since it is a very basic algorithm, this is 

credited to the fact that Naïve Bayes treats all input features (city, zipcode etc.) as having 

equal weight. This was almost completely true in our first case since, as stated before, a letter 

is incorrect if it has the wrong feature value on zipcode, street, street number. However, in our 

data, we did not care if the name, surname or city even had a value or not. It would still be a 

True address. 

Another thing that I discovered during the project was the effectiveness of cross-validation, 

which is a very simple brute-force method for finding the best hyperparameters. According to 

our results on Random Forest specifically, it showed a performance gain on all tested metrics. 

And the three percentage point increase on Logistic Regression from Table 4.3.2 is quite high. 

If we were to use a very large data set of ten million addresses these three points would be 

equal to 300 000 more correct predictions, this would give a substantial improvement in any 

machine learning problem. 

Although Random Forest performed very well on both problems, it did not achieve 100% 

accuracy on the missent post problem. Now, the goal was not to reach 100%, but in real life, it 

would have been 100% or nothing. Who wants a program that makes mistakes? This could 

theoretically be achieved in our case by training the model over and over again with new data 

each time so the model can perform better on even newer data using the previous lessons. By 

this, I mean that the model can remember what it has learned from one data set and then get 

trained again on a new set while remembering what it learnt before giving a theoretically 

better result. 

In short, we did achieve our goals of improving the performance of machine learning 

algorithms regarding both our problems. But there are always things to improve. 

5.1 Python 
The reason for using Python [26] as our programming language is because most of the 

literature and tutorials we found was using either Python or R. Python is a language that lets 

us get started and test things very quickly since it is easy to handle [26]. Even though the 

language does not give the same type of control offered in C++ which we have worked the 

most in; it is simpler to understand and use.  
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5.2 Jupyter 
The reason for using Jupyter Notebooks is the feature that allows you to run a passage of your 

code without having to run everything again which is extremely useful when working with 

machine learning. Because while working with data and algorithms there can be a quite steep 

running time, so being able to shorten this by only running the desired code cell is very useful. 

The same feature also allows for fast and easy tweaking of algorithms, since it is just to rerun 

the algorithms itself immediately without running all the pre-processing or loading of data 

another time. 

5.3 Improvements 
There is, however, one thing that we could have done better during the project as a whole, and 

that is reducing our research phase. Since our research phase lasted over half the time of the 

project, it is not that we read irrelevant information but that we did not focus on our particular 

tasks. Instead we read everything. It could also be beneficial for the performance if we would 

have investigated more algorithms than the three we have. Maybe there is a perfect algorithm 

out there. 

5.4 Future Work 
A thing for the future would be to investigate more algorithms and see if we can outperform 

Random Forest or come close with a cheaper algorithm. There is also the aspect of 

investigating more variables for mainly Random Forest and Logistic Regression. It would be 

interesting to see if the performance of any of the algorithms improve if we would let them 

remember what they learn each time and just keep training them. 
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6 Conclusion 
Overall the project went pretty good in our opinion since we managed to find something on 

all three algorithms that increased their performance on both problems. 

Since we did achieve a performance increase on both problems and because the various cross-

validation loops implemented works and give a relevant output, we consider the project a 

partial success. 

Implementing the algorithms and evaluation methods were trivial because of the extensive 

libraries used, understanding what one was doing is a completely different matter. However, 

since the workflow would be the same for other machine learning problems and the methods 

apply to a wide array of algorithms. I believe that I now have the knowledge necessary to use 

machine learning on a wide array of problems. 

Although, if we were to try and complete the project to 100%, with the AI correcting errors 

and suggesting fixes. We would have to create a larger simulation and possibly research the 

topic of Deep Learning which is a different approach to the whole problem of machine 

learning. 
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Appendix 

A. Confusion Matrices 
 

 

 

 

 

 

 

 

Table A.I; The confusion matrices for default Logistic regression on both problems and their 

respective sizes. 

 

 

 

 

 

 

 

Table A.II; Confusion matrices showing the performance of k-fold cross-validation (k=10) 

using max accuracy as goal. 

 

 

 

 

 

 

 

Table A.III; Confusion matrices showing the performance of k-fold cross-validation (k=10) 

using max recall as goal. 

 

 

Test set size 
Confusion Matrix 
Address 

Confusion Matrix 
Delivery 

Large 539 444 32 106 481 442 9 997 

  71 037 57 413 54 488 25 660 

Medium 53 940 3 340 61 884 1 365 

  7 028 5 692 6 857 3 342 

Small 5 396 327 4 802 94 

  719 594 546 268 

Test set size 
Confusion Matrix 
Address 

Confusion Matrix 
Address 

Large 571 550 0 483 394 8 045 

 
81 598 46 852 55 973 24 175 

Medium 57 280 0 48 454 757 

 
7 940 4 780 5 534 2 381 

Small 5 687 0 4 835 61 

 
801 512 602 212 

Test set size 
Confusion Matrix 
Address 

Confusion Matrix 
Delivery 

Large 571 550 0 49 1439 0 

 
93 332 35 118 80 148 0 

Medium 57 280 0 49 211 0 

 
9242 3 478 7 915 0 

Small 5 687 0 4 896 0 

 
928 385 814 0 
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Table A.IV; Confusion matrices showing the performance of k-fold cross-validation (k=10) 

using max precision as goal. 

 

 

 

 

 

 

 

Table A.V; Confusion matrices for Random Forest per data size. 

 

 

 

 

 

 

 

Table A.VI; Confusion matrices for default Naïve Bayes. 

 

Test set size 
Confusion Matrix 
Address 

Confusion Matrix 
Delivery 

Large 538 585 32 822 48 1214 10 225 

 
71 143 57 450 54 294 25 854 

Medium 53 904 3 376 48 122 1 089 

 
7 067 5 653 5 293 2 622 

Small 5 342 345 4 795 101 

 
718 595 546 268 

Test set size 
Confusion Matrix 
Address 

Confusion Matrix 
Delivery 

Large 571 407 0 491 124 315 

 
0 12 8593 1 972 78 176 

Medium 57 280 0 49 090 121 

  0 12 720 269 7 646 

Small 5 687 0 4829 67 

  0 1 313 75 739 

Test set size 
Confusion Matrix 
Address 

Confusion Matrix 
Delivery 

Large 559 342 12 065 471 100 20 339 

 
84 005 44 588 25 767 54 381 

Medium 56 032 1 248 47 117 2 094 

  8 355 4 365 2 538 4 576 

Small 5 574 113 4 706 190 

  850 463 240 574 


