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“A person who never made a mistake never tried anything new”
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Abstract

The first part of this thesis deals with recognition of wood fingerprints ex-
tracted from timber surfaces. It presents different methods to track sawn
wood products through an industrial process using cameras. The possi-
bility of identifying individual wood products comes from the biological
variation of trees, where the genetic code, environment, and breakdown
process means that every board has a unique appearance. Wood finger-
print recognition experiences many of the same challenges as found in
human biometrics applications.

The vision for the future is to be able to utilize existing imaging sensors
in the production line to track individual products through a disordered
and diverging product flow. The flow speed in wood industries is usually
very high, 2–15 meters per second, with a high degree of automation.
Wood fingerprints combined with automated inspection makes it possible
to tailor subsequent processing steps for each product and can be used
to deliver customized products. Wood tracking can also give the machine
operators vital feedback on the process parameters.

The motivation for recognition comes from the need for the wood in-
dustry to keep track of products without using invasive methods, such as
bar code stickers or painted labels. In the project Hol-i-Wood Patching
Robot, an automatic scanner- and robot system was developed. In this
project, there was a wish to keep track of the shuttering panels that were
going to be repaired by the automatic robots.

In this thesis, three different strategies to recognize previously scanned
sawn wood products are presented. The first approach uses feature detec-
tors to find matching features between two images. This approach proved
to be robust, even when subjected to moderate geometric- and radiomet-
ric image distortions. The recognition accuracy reached 100% when using
high quality scans of Scots pine boards that had more than 20 knots.

The second approach uses local knot neighborhood geometry to find
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point matches between images. The recognition accuracy reached above
99% when matching simulated Scots pine panels with realistically added
noise to the knot positions, given the assumption that 85% of the knots
could be detected.

The third approach uses template matching to match a small part of a
board against a large set of full-length boards. Cropping and heavy down-
sampling was implemented in this study. The intensity normalized algo-
rithms using cross-correlation (CC-N) and correlation coefficient (CCF-
N) obtained the highest recognition accuracy and had very similar overall
performance. For instance, the matching accuracy for the CCF-N method
reached above 99% for query images of length 1 m when the pixel density
was above 0.08 pixels/mm.

The last part of this thesis deals with the detection of thin cracks
on oak flooring lamellae using ultrasound-excited thermography and ma-
chine learning. Today, many people manually grade and detect defects
on wooden lamellae in the parquet flooring industry. The last appended
paper investigates the possibility to use ensemble methods random forests
and boosting to automate the process. When friction occurs in thin cracks
they become warm and thus visible for a thermographic camera. Sev-
eral image processing techniques were used to suppress noise and enhance
likely cracks in the images. The best ensemble methods reached an aver-
age classification accuracy of 0.8, which was very close to the authors own
manual attempt at separating the images (0.83).
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Chapter 1

Introduction

The “wood fingerprint” is a feature that can be used to keep track
of individual wood products throughout the production chain. Tracking
is important in the case of individualized processing if there is a risk of
products becoming mixed up. For example, sawmills have conveyors and
sorting bins for boards, where the exact location of individuals are lost.

In today’s global economy there is a constant demand for sawmills and
other wood industries to increase the efficiency of their production, so that
they can survive the tough competition. Tracking offers the possibility to
individualize the processing of each product, monitor the processes and
adjust machine settings in real-time.

Wood fingerprint research lies in-between the areas of computer vision,
wood technology, and biometrics. Wood technology and biometrics are
by themselves large research areas and they both utilize computer vision
in many ways. However, little technology transfer has occurred between
wood technology and biometrics. Hence, wood fingerprint recognition is
an underexplored field of study.

Over the last few years, both buyers and producers of quality wood
products have begun to realize the benefit of a more customer-oriented
focus. By using modern high-resolution sensors, it is possible to more pre-
cisely map the inner structure and features of the material. This informa-
tion can be used to connect certain material properties to the customer’s
specific preferences. Wood fingerprint recognition can be used to realize a
more advanced product flow.

In recent years, the use of machine learning and deep neural networks
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4 Introduction

has increased exponentially. It is likely that in the future many tasks
will not be solved by humans trying to come up with good solutions but
by computer algorithms learning from data. The final part of this thesis
takes a turn in this direction, where the description of thin cracks is learned
automatically from data and will later be used for crack detection.

1.1 Aim

The overall aim of Papers I–IV has been to develop and evaluate methods
for recognition of previously scanned wood products. The goal has been
to reach as high a recognition rate as possible while using a database of
hundreds of individuals. The approach has been to draw inspiration from
computer vision and human biometric techniques and to utilize general and
robust methods to maximize the applicability. The recognition methods
should, for example, be able to handle common processing of wood.

The aim of Paper V was to combine image processing and machine
learning to improve detection of thin cracks.

Hopefully, this thesis will inspire the industry to create new and inno-
vative solutions, and that more researchers will begin to take interest in
these fields.

1.2 Research questions and objectives

Paper I:
Is it possible for a machine vision system to recognize a board using only
its biometric fingerprint?

Objectives:

• Develop a framework for matching wooden boards against a closed set
of images, where the sought board is known to be in the database.

• Evaluate the robustness of the chosen approach with respect to real-
istic geometric and radiometric distortions.

Paper II:
How small wooden board pieces can be recognized when using a combina-
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tion of feature detection methods?

Objectives:

• Improve the matching performance and methodology used in Paper I.

• Investigate how the number of knots on a board relates to the recog-
nition accuracy.

Paper III:
What recognition rate can be achieved using the geometric relationships
between knots?

Objectives:

• Develop a recognition framework based on the knot neighborhood K -
plet descriptor.

• Evaluate the performance on wooden panels.

Paper IV:
Is it possible to use template matching for recognition of boards. What
recognition rate and what speeds can be achieved?

Objectives:

• Develop a framework for evaluation of template matching.

• Evaluate the sensitivity and computation time of different algorithms.

Paper V:
Is it possible to improve the detection and classification of cracks in par-
quet lamellae using many different types of predictor variables and machine
learning?

Objectives:

• Investigate methods for enhancement of vibrothermography images of
parquet lamellae.

• Find good predictor variables and evaluate the classification accuracy
of ensemble classifier techniques.
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1.3 Limitations

The material used in Papers I–IV consists of boards from Scots pine (Pinus
Sylvestris L.) that was grown in central Sweden. This is a material with
a quite regular knot frequency and the main focus has been to detect
and utilize knots as a recognizable signature. Without knots on the wood
surfaces, the presented methods will likely perform poorly.

There are many ways to image wood, such as using laser, multispectral
imaging and X-ray, but we have only used grayscale visible light imaging.
The color information has been discarded in all methods for recognition of
wood. Color can, of course, be useful to detect some wood defects that in
a second step can be used for recognition, such as blue stain or brown rot.
However, for recognition of most types of objects, the luminance channel
is the most important one. That is where edges, blobs and gradients are
most clearly visible. The exception would be if searching for objects of a
specific color but without salient texture and special shape.

Multi-/hyperspectral imaging is not used within the sawmill industry,
which is the main reason why not much focus was put into this area.
Detection and recognition of, for example, knots can just as easily be
done using only grayscale information in combination with light scattering
phenomena.

X-ray is an important part of modern sawmills, sometimes for defect
detection in boards, but more often for log sorting and for finding the
optimal way to saw. It has been proved possible to match a grayscale board
image to the correct X-ray scan of a log (Flodin et al., 2008). However,
due to X-ray scanning equipment not being available in the main funding
project, it has not been investigated to track boards.

1.4 Overview of the thesis

Chapter 2 aims to give the reader a basic introduction to the common
visual features on timber surfaces, traceability in the forest-wood chain,
object recognition, machine learning and the Hol-i-Wood Patching Robot
project. Chapters 3–4 includes a condensed and simplified version of the
appended papers. In Chapters 5–6, the conclusions are drawn and some
recommendations for future work are made.
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The second part of this thesis consists of the five papers in their en-
tirety. Paper I was inspired by multi-view image registration, where often
feature detectors are used to find matching points between images. A
survey was conducted on literature concerning object detection and differ-
ent feature detectors. This paper is focused on recognition of full-length
floorboards under the influence of both geometric and radiometric image
distortions. The outcome was a robustness test of two feature descriptors.

Paper II was focused on improving on the results and shortcomings
of Paper I. The parameters of the previously used feature detectors were
altered and the two methods were this time combined. The improved
methods were tested both on full-length boards and also on smaller wood
pieces. The aim was to investigate how the recognition performance was
connected to the number of knots on the boards.

In Paper III, an entirely different approach was pursued, which was
inspired by a method sometimes used within fingerprint- and facial recog-
nition. The idea was to calculate distances and angles between meaningful
points on wooden panels, in our case, the knots. The outcome was a per-
formance and robustness test of the K -plet descriptor at different noise
levels for simulated panels.

Paper IV takes on the recognition problem using board images, includ-
ing knots and this time also clear wood. This paper investigates how far
the image quality can be lowered and how much of the images are actually
needed for recognition.

Paper V investigates image processing and machine learning methods
as means to detect thin cracks. This paper explains the important steps,
variables and what kind of crack detection rates can be expected.
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Chapter 2

Background

2.1 Visual features on timber surfaces

Wood is a biological material. Every stem, log, and board has a unique
individual composition because every tree has its own genetic code (Kvarn-
ström and Oja, 2010). Trees also react to different climates, seasons, and
various other external influences. The tree will grow and turn out dif-
ferently depending on the amount of nutrients in the soil, if it has an
adequate moisture level, or if there is a good amount of sunlight (Bijak,
2007).

A few of the most common features on timber surfaces will be explained
in the following sections. Although a lot of research has been carried out
to improve automatic detection of these features, there is a lack of research
concerning how to recognize, for example, a specific knot or crack. Keep
in mind that there is a difference between detection/classification and
recognition, and that this explains why there may be differences in the
approaches to these problems.

2.1.1 Growth rings

Trees add new layers of cells just under the bark in an outward direction
(Panshin and De Zeeuw, 1970, p. 16). The growth rings in trees become
visible due to different weather conditions during the year, where the cells
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10 Background

produced during late-summer to winter have thicker walls. The wood is
denser, stronger, and typically darker. However, the time of the year for
growing earlywood and latewood differs depending on the climate zone
and latitude. In Sweden, earlywood is produced during spring and early
summer (Swedish Wood, 2017). This type of wood is typically lighter in
color and weaker. Latewood in Sweden is produced from mid-summer and
continues until the temperature drops. Sevanto et al. (2003) among others
define the growth season as beginning when the daily average temperature
exceeds 5 ◦C for the first time for a period of 5 days and it ends when the
daily average temperature drops below 5 ◦C for the first time. However,
the number of sunshine hours, altitude and genes also play an important
role in the period when cell production takes place.

Trees in temperate forests add one visible ring each year. They are,
therefore, often referred to as annual rings. The distance between rings
tend to be larger not only in wet and good-growing years but also in
warmer climates where the growth season is longer. Forest thinning in-
creases the growth ring width by giving each remaining tree better access
to light and nutrients. The growth rings tell a story about the history of
the tree. From the rings, it is possible to tell, for example, when there has
been a fire or a drought.

Most research on growth ring detection has been done on cross sections
of logs and boards, not on board surfaces (Cerda et al., 2007; Norell, 2011).

2.1.2 Knots and knot types

Branches on trees are formed in the same way as the main stem is formed
(Wangaard, 1981, p. 110). The branches propagate into the stem, where
they are referred to as knots. The knots can be either dead or alive. If
the cambium1 is still alive at the position where the branch fuses with
the stem, then the knot is alive and it is described as a green or sound
knot (Dinwoodie, 1981, pp. 4–5). However, if the cambium around the
branch is dead, then it is called a dead or black knot. Often, trees self-
prune themselves, felling their lower branches. These dead knots are after
a while overgrown by the trunk. During rip sawing, the dead knots will
sometimes loosen and fall out.

1The cambium is a thin layer just underneath the bark where new wood cells are produced.
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(a) Sound knot (b) Dead knot (c) Decayed knot

(d) Encased knot (e) Horn knot (f) Leaf knot

(g) Edge knot (h) Pin knot (i) Knot cluster

Figure 2.1: Examples of a few knot types. (Illustrations from Swedish Wood (2017))
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(a) (b) (c)

Figure 2.2: The tracheid effect. (a) An array of laser dots scattering in the direction of
the fibers (image courtesy of Microtec). (b) A laser line over a knot. (c) A laser line
over compression wood and normal clear wood.

Depending on the direction in which the log is cut, the knots will
appear differently, most often like some form of ellipse. Figure 2.1 shows
some examples of the most common knot types.

Knots are often the most salient and distinct feature on planks and
boards. When grading timber for appearance, the most important factors
are: type of knots, distribution of knots, size of knots, and coloration of
the timber according to Lycken (2006, p. 6).

Knot detection can be carried out directly in color/grayscale images, as
was done by Funck et al. (2003); Todoroki et al. (2010), using the tracheid
effect (Åstrand, 1996, p. 59) or in X-ray images (Longuetaud et al., 2012;
Johansson et al., 2013). The tracheid effect describes the phenomena
where light spreads out more in the direction of the wood fibers. As seen
in Figure 2.2(a), if round laser dots are aimed at the surface of a board,
then the dots will become ellipses with the major axis in the direction
of the fibers. An array of laser dots or a laser line is frequently used
in industrial wood scanners to detect knots, because there is is much less
scattering over the knots than on clear wood (Figure 2.2(b)). The tracheid
effect can also be used to detect other fiber changes such as reaction wood
(Figure 2.2(c)).
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2.1.3 Reaction wood

Reaction wood is formed under load or stress induced by gravity or wind
pulling and pushing the tree sideways. The purpose of reaction wood is
to try to keep the tree in an upright position (Ek et al., 2009, p. 66). It is
typically found in stems and it is always present in branches that are di-
rected non-vertically and, therefore, always subjected to the gravitational
force. There are two types of reaction wood. Trees from the plant group
angiosperms (enclosed seeds) such as birch or oak produce tension wood
on the tension side of the tree, pulling the tree upwards. Trees from the
plant group gymnosperms (naked seeds) such as pine and spruce produce
compression wood on the compression side of the tree, pushing the tree up-
wards. The cells in reaction wood differ both in cell wall structure and in
the content of substances compared to the regular cells. In particular, the
lignin content is higher than normal in compression wood and the propor-
tion of cellulose is higher than normal in tension wood. These differences
give them a slightly different color. An example of how compression wood
can appear on a board is shown in Figure 2.3(a).

Compression wood was successfully detected by Nyström and Hag-
man (1999b) and Duncker and Spiecker (2009) in multispectral images.
Nyström and Hagman (1999a) evaluated the detection of compression
wood using color scanning, the tracheid effect, and X-ray scanning.

2.1.4 Pith

The pith follows the center of the stem, as shown in Figure 2.3(b). It
represents the tissues formed during the first year of growth for each level
of the stem (Ek et al., 2009, p. 26). The top part of the tree will form
the pith as the tree grows. It will usually show up as a dark stripe on
the surfaces of center boards, running in the stem’s lengthwise direction.
Pith has mostly been detected in CT images and on log ends (Norell and
Borgefors, 2008; Boukadida et al., 2012).

2.1.5 Heartwood and sapwood

Most trees form heartwood in the inner part of the trunk during its life-
time. Heartwood formation is a result of a naturally occurring chemical
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(a) Reaction wood (b) Pith

Figure 2.3: Examples of a few common visual features on timber surfaces. (Illustrations
from Anon (1997))

transformation which makes that part of the tree more resistant to decay
(Capon, 2005, p. 65). The transport of free water stops between cells in
the heartwood and the living cells die. Hence, the water transport from
the bottom to top of the tree is only performed by the outer part of the
stem, which is known as the sapwood.

Visually, the heartwood often appears somewhat darker than the sap-
wood, this is due to the various extractives which are present (Ek et al.,
2009, p. 26). However, a high water content will also lead to a deeper
light penetration, giving moist wood a darker tint (Birth, 1978; Hagman,
1996). Spruce does not have as clear visual difference between heartwood
and sapwood as pine has (Sandberg and Sterley, 2009). Some tropical
trees do not even form heartwood, these trees are referred to as sapwood
trees (Wangaard, 1981, p. 110).

The heartwood-sapwood border is more clearly seen on the log end
than on the faces of boards. Figure 2.4 shows the bottom end of a spruce
log, (a) in color and in (b) as an X-ray computed tomography slice.

The heartwood border was detected on log ends by Gjerdrum and Hib
(2004) using infrared imaging and using NIR by Sandberg and Sterley
(2009). Skog and Oja (2010) successfully measured heartwood diameter
in logs using a combination of X-ray and 3D-data.
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(a) (b)

Figure 2.4: The bottom end of a spruce log. (a) Color image. (b) X-ray computed
tomography slice.

2.1.6 Cracks (checks and splits)

Cracks in wood, as seen in Figure 2.5(a), can form for several different rea-
sons. According to Lamb (1992), they can be caused by growth stresses
or environmental conditions. Processing cracks are caused during machin-
ing or kiln drying. They can also appear at a later stage by shrinking
and swelling when the moisture content of the wood is different from its
surroundings. Cracks can also form due to mechanical damage and faulty
design.

In color images, cracks can often be misclassified as pith, and vice versa,
due to the similarities in shape. However, most modern wood scanners
include some sort of depth measuring approach to detect cracks (WoodEye,
2014; GoldenEye, 2014).

Patricio et al. (2005) detected very thin cracks in intensity images of
pallets using frequency histograms of connected elements and an artificial
neural network classifier.

2.1.7 Pitch pockets

Pitch-, or resin pockets, consist of an opening in the grain that contains,
or has contained pitch (resin); see Figure 2.5(b). Pitch pockets are found
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(a) Cracks (b) Pitch pockets

Figure 2.5: Examples of a few common visual features on timber surfaces. (Illustrations
from Anon (1997))

in softwoods in which resin canals are normal in the wood. Pitch pockets
are most common in small to medium sized trees growing on windy sites
where the cambium is subject to considerable flexure (Walker, 2006, p. 8).

Pitch pockets on timber surfaces can often be detected in color images
because the pitch is usually yellow (Lampinen et al., 1994). Estevez et al.
(2003) successfully detected pitch pockets in color images and classified
them using a neural network. Hagman and Nyström (2003) showed that
it is possible to detect pitch pockets on open wood surfaces using UV light
in combination with a color sensor.

2.1.8 Sawing patterns

There are many ways in which the logs at sawmills can be rip cut along
the grain, giving planks and boards different looks. This mainly effects the
growth ring patterns together with the appearance and position of knots.
Several different sawing patterns are currently being used in sawmills;
see Figure 2.6 for some of the most common ones. In addition to these
sawing patterns, there are a few ways that the saws can follow the logs
longitudinally, including straight along the center axis, at an angle to the
center axis, or curve sawing; following the curve of the log. The most
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common sawing method in Sweden is cant sawing, which is also known as
square sawing (Grönlund and Borg, 1992, Chap. 3). In this approach, a
couple of sideboards are first sawn off the left and right sides, parallel to
the center axis. The remaining cant is then turned 90◦ and rip-cut in a
second saw, where either straight- or curve sawing is carried out. Cant
sawing gives planks and boards with many different appearances, which
can be to an advantage if one of the objectives is to be able to discriminate
between them.

Quarter sawing means that the log is first split into quarters. After
the log has been split into quarters, it is possible to saw each piece in
a radial direction or vertically by alternating between the two faces and
sawing boards from the center and outwards. This method is used to
obtain growth rings perpendicular to the face of the board to reduce the
amount of cupping during drying. For example, in oak, quarter sawing
reveals internal rays that add a nice look to the material.

Plain sawing or through-and-through is a fast and simple method that
is quite common in countries that have more hardwoods and trees with
large diameters.

Sawing around is a method that is mainly used for breaking down
hardwood logs, where the higher value pieces that are located in the outer
parts of the log are cut away first by repeated rotation. The core is often
sawn to dimensions that are suitable for use in packaging and construction.

Star sawing is, similarly to quarter sawing, trying to combat unfavor-
able drying deformations through its pattern. The triangular parts are
later glued together to form larger square slabs.
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90°

(a) Cant sawing (square sawing)

(b) Two types of quarter sawing

(c) Plain sawing (through-and-
through sawing)

(d) Sawing around (grade saw-
ing)

(e) Star sawing

Figure 2.6: Examples of a few sawing patterns.
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2.2 Traceability in the forest-wood chain

Traceability is the ability to track a product or a product batch and its
history through a production chain (Moe, 1998). Well thought-out trace-
ability systems are fundamental to achieve optimal benefits from quality
control, production control, and for fulfilling consumer demands. A sys-
tem transmitting information about products through the supply chain
can significantly reduce operating costs and can increase productivity by
increased control over production (Regattieri et al., 2007).

The forest-wood chain is a continuous process. Continuous production
processes schedule long production runs where setups are seldom changed
and the production flow is organized in a certain sequence (Kvarnström
and Oja, 2010). The products in continuous processes usually undergo
many different stages or phases and the products are often mixed, re-
shaped, or transformed.

Traceability has long been an important topic within chemistry, medicine,
food and manufacturing of vehicles (Taverniers et al., 2004; Hobbs et al.,
2005; Sohal, 1997). The food industry might be one of the most similar
areas to the wood industry in terms of traceability because they also have
to deal with the diversity of biological materials.

Raw material costs in the modern sawmill industry account for 65–
75% of the total production cost (Wood Resources International, 2013).
Therefore, any small change that can improve the way that the material is
utilized can have a considerable economical impact. In the forest industry
an important decision is already being made when the harvester fells a
tree and decides where to cross-cut (buck) the stem into logs (Kvarnström
and Oja, 2010).

An overview of a typical Swedish sawmill process can be seen in Fig-
ure 2.7, and the different stages between forest and sawn lumber can be
summarized as follows:

1. Harvesting, the tree is felled and the branches are cut away. The
stem is then automatically bucked at a certain position, depending
mainly on diameter and a price list for different product lengths.

2. Log sorting, the logs are presorted into different bins according to
top diameter, quality, and length.
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Figure 2.7: Overview of the sawmill process, from forest to sawn wood product. (Illustra-
tion from Swedish Wood (2017))

3. Debarking, the bark is usually removed by several spiked rollers
pressing against the log.

4. Batch sawing, the logs are sawn into planks and boards.

5. Green sorting, the planks and boards are sorted into different bins
according to thickness, width, and sometimes grade, depending on
customer demands.

6. Drying, the planks and boards are put into large drying kilns to lower
their moisture content under controlled forms to prevent geometric
distortions and crack formation.
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7. Planing/trimming, the planks and boards are planed/trimmed to
meet different quality standards of different product classes. The goal
is to maximize product value.

8. Final sorting/grading, the finished products are sorted by grade
and/or length and packaged.

There are benefits to tracking the wood in all of these steps and throughout
further processing. There are several reasons why, including:

• To obtain instant feedback on product quality. In modern factories
the production speed is usually very high, often too high for humans
to realize if something is wrong. For example, in modern sawmills
the process speed can be between 2–15 meters per second (WoodEye,
2014). The speed in combination with a high degree of automation
means that one can lose money quickly if a machine is badly cali-
brated. Sometimes, certain defects are not even discovered until after
the product has been shipped to the customers. Then the product
might need to be recalled, which can be very expensive (Jacobs, 1996).
Traceability is a tool for ensuring a more consistent product quality.

• To be able to tailor the production process and the products to different
customers. Different customers have different specific preferences con-
cerning dimensional tolerances, visual appearance and strength. The
profit can be increased if the right log can be used for a specific prod-
uct and customer. Tracking also enables the possibility to implement
a complex but well organized inventory.

• To be able to certify the origin of the wood. For example, traceability
makes it possible to prove that a product is based on wood from a
forest that is managed in a sustainable way (Kvarnström and Oja,
2010).

• To be able to trace good or bad raw material properties back to its
origin. Traceability makes it possible to market and promote special
raw material or certain product features (Moe, 1998). It will also be
easier to separate high- and low quality raw materials if desired. For
example, if rot, diseases, or insect infestations are discovered at a late
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stage, then there is a possibility to quickly detect and map the spread
of the problem, identify a possible cause, and take action.

• To reduce the number of measuring instruments and to remove unnec-
essary repetition of measurements. In modern sawmills, measurement
information is often collected at one stage and is then discarded, even
though it might be useful at a later stage. Board tracking can link the
image to the corresponding quality-, processing- and sorting informa-
tion.

Considerable efforts have been made to introduce a tracing system for
trees while they are still in the forest using radio-frequency identification
(RFID) tags (Uusijärvi, 2000; Kvarnström and Oja, 2010). However, there
is seldom a single method in continuous processes that can be used to track
the products throughout the whole chain.

According to Kvarnström and Oja (2010) there are several suitable
methods for on-line tracking of wood products:

• Process data. In some applications the process parameters or environ-
mental conditions may affect the material directly or over time. The
connection between input parameters and output material properties
can be modeled and used for tracking.

• Material signature (fingerprint). Just like humans and a few other
animals that have unique fingerprints, unique properties may be found
in the structure of a material.

• Traceable marker (or unit). Marking techniques are sometimes used,
such as barcode stickers, painted codes, magnetic stripe cards and
RFID tags.

2.3 Object detection and recognition

Biometrics and computer vision have solved many recognition problems in
the past, and the methods are frequently tailor-made to recognize, for ex-
ample, a certain shape or a collection of visual attributes. These methods
often require us to teach a classification program; set up rules for what
is right and wrong. When mass producing standardized products, such
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(a) (b)

Figure 2.8: To separate and recognize objects is an easy task for humans. Here are two
examples which are not so trivial for a computer. (a) Different grayscale textures. (b)
Some random objects on my desk.

as in the wood industry, there can be thousands of products with almost
exactly the same outer dimensions. Ideas for solving such problems can
often be found by trying to mimic what humans do to recognize objects.
However, our eyes and brain have been trained to recognize objects from
the day that we are born. Russell and Norvig (2003) state that it is usu-
ally very difficult to build an artificial classifier that outperforms a human.
(Artificial intelligence will be discussed in more detail in Section 2.4.)

Visually, humans react to edges, contours, colors, shading and texture.
We can quickly and easily see boundaries of objects and can compare ge-
ometric relationships between the things that we see. We can recognize
partly occluded objects from different points of view and under various
lighting conditions. Try looking at the two examples in Figure 2.8. How-
ever, distinguishing between these different areas and objects is difficult
for a computer.

Many successful computer algorithms for object recognition are built
to detect and capture simple salient features in the images (e.g., corners).
Texture patterns can be used to classify materials but it can be difficult
to separate specific individuals using this technique.

In object recognition tasks, there are usually a few design challenges
that need to be dealt with:

1. How to acquire and pre-process the input images?



24 Background

2. How to describe and represent object features using a computer?

3. How to match these features?

Often the solution involves the extraction of regional information around
the salient features, also known as interest points (Belongie et al., 2002;
Lowe, 2004; Bay et al., 2008).

2.3.1 Recognizing sawn wood surfaces

Many approaches can be used to recognize sawn wood products. Every
feature on the wood surface can be utilized. The two most common fea-
tures are:

1. Knots

(a) Measures of the knots can be used, such as width, orientation, area
or average brightness.

(b) The knots can be classified as, for example, a large black knot,
small bright knot, thin knot, and a round knot. The number of
knots in each class and their position can be used as information
for recognition. The distribution of knots and knot types often
determines the quality of the boards (Anon, 1997). The quality
can also be used as a discriminating factor.

(c) The x- and y-positions of the knots can be used directly or can be
used to calculate the distances and angles between knots.

(d) The intensity values in an area around the knots, or a lower di-
mensional representation of these values, can be stored.

2. Growth rings and texture

(a) Growth rings can be used similarly to a bar code. Both the distance
between the growth rings and their thickness can be used.

(b) Interesting positions along the growth rings can be stored, such as
where the lines change direction quickly. The growth rings curve
around the knots. If the knots themselves are difficult to detect,
then the growth ring paths might reveal them.
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(c) The texture can be classified for different regions and can then be
utilized.

To capture all of the possible features of wood correctly, it is advanta-
geous to use many different imaging techniques.

2.3.2 Data- and sensor fusion

Data- and sensor fusion means that data from many sources or sensors are
combined to give a more reliable and complete description of an object
(Klein, 2004; Haghighat et al., 2016, p. 2). Most industrial wood scan-
ners use combinations of sensors and imaging techniques to describe the
features on wooden boards. Combinations of various imaging techniques
increase the chances of correct classification of wood structures. Color in-
formation is often combined with information about 3D shape, fiber angle,
light scattering and sometimes density using X-rays, see Figure 2.9. If, for
example, a knot is not detectable in the color image, then it is likely that
the combined signature from the fiber angle-, density- and light scattering
image will be able to help.

The 3D shape and dimensions of the scanned object is usually captured
by a camera looking at a laser line at an angle. The angled viewpoint
makes it possible to get the height of the object through triangulation.
The deviation of the line can be used to detect holes from missing knots
as well as wane. However, for most applications and materials, the shape
will not be a good discriminating factor because the boards will not have
such defects.

2.4 Machine learning and artificial intelli-
gence

If we want to teach a computer or machine to, for example, drive a car,
predict the weather, or detect cats, then we need to provide information
about the task or at least instructions on how to learn this information.
The information is generally referred to as “data”, which can include mea-
sured variables of the observed objects.
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Figure 2.9: Different imaging techniques for the same board. From top to bottom: color
scanning, X-ray scanning, laser scattering, 3D shape scanning, grain deviation scanning.
(Image courtesy of Microtec)

A few different approaches are available when teaching a computer to
perform a task. In rule-based systems, several rules are set up to describe
the different object classes. If the task is to detect a cat in an image, then
we could estimate measures such as shape, color, and texture of the fur,
and so on. However, rule-based systems can be quite brittle and sensitive
to deviations in the data. Cats can look very different and they can form
their bodies into awkward shapes, which can create significant difficulties
for these systems, as can be seen in Figure 2.10.

In some fields there can exist formulas or equations that describe a
process, for example, the laws of thermodynamics or Newton’s laws of
motion. However, in many cases, the measured data does not conform to
these theoretical formulas exactly. Uncertainties in measurement devices
and other systematic errors can affect the predictions in one way or the
other.

In machine learning systems, the approach is to start from a complex
model and fit it to the data during a training phase. Bradski and Kaehler
(2008) defines machine learning as the process of adjusting weights, thresh-
olds, and other parameters to maximize the performance of a decision-
making algorithm. The complexity of the model can often be reduced
when parameters are identified as uncorrelated with the performance of
the prediction. Tuning of parameters and selection of important variables
are usually carried out through a step called cross-validation. Here, the
entire dataset is iteratively divided into smaller training- and validation
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(a) Cat image 1 (b) Cat image 2

Figure 2.10: A couple of examples to show how difficult cats can be to deal with.

sets to reduce the chance of overfitting the model to some parts of the
data. The concept of overfitting will be explained in more detail in the
Section 2.4.1.

Machine learning is often a good choice when there are no obvious
rules or equations describing a process. However, it is important to train
models on fairly large datasets and that this data contains most of the
variability and possible cases that can be expected during future use.

There are several different approaches to machine learning. One way is
to manually develop features or variables to describe the data; for example,
in face recognition it might be distances and angles between parts of the
face. Another approach is to let the computer figure out the variables that
best separate or discriminate the data by itself, only providing a learning
algorithm.

The teaching/learning can be supervised, unsupervised, semi-supervised,
or reinforced. In supervised learning, the input and output data of the
training set has labels; true answers. The task is to derive the function that
connects the input vector to the labeled output. A successful algorithm
will afterwards be able to find correct output class labels for previously
unseen input data (Russell and Norvig, 2003). In unsupervised learning,
the task is to find structures and dependencies in unlabeled data. Unsu-
pervised learning, or self-taught learning, can be compared to what goes
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on in the brain of a newborn child before he or she has learned to under-
stand the language of his or her parents (Ng, 2012). The neural network
is being trained by input from the senses and similar activations in the
brain form clusters of connected neurons. As the child grows older, the
parents provide supervised learning when they point and explain what dif-
ferent things are. These explanations give another level of understanding,
bringing order and a label to the observations. Common unsupervised
learning methods include clustering, principal component analysis, and in
some cases artificial neural networks.

In semi-supervised learning, a small amount of labeled data and a
large amount of unlabeled data is typically provided. Another area is
called reinforcement learning, which developed from ideas in behavioral
science. These algorithms learn from mistakes and correct behavior by
penalization and reward.

2.4.1 Overfitting and underfitting

A suboptimal prediction model may be caused by overfitting or underfit-
ting the training data. If a too simple model is adapted, then the model
will miss fine variations. This is what is called an underfitted model. In
Figure 2.11(a) the assumed straight line model has been fitted to the 15
measurement points. On the other hand, if a model is chosen that is too
complex, then the model will follow the data too meticulously, likely start-
ing to model the noise. The model has then been overfitted. In Figure
2.11(b), a polynomial of degree 9 has been fitted.

If a low prediction error is obtained for the training dataset and a
high error is obtained on the validation set, then the model has likely
been overfitted (Bradski and Kaehler, 2008). If both the training set and
validation set produce low errors but a new external test set shows high
errors, then it is likely that the training- and validation data was acquired
under unrealistic conditions that do not cover the real variability.

The problem of overfitting can often be mitigated by having a large
training set. According to Nielsen (2016), with enough training data avail-
able, it is difficult even for a very large neural network to overfit . In Figure
2.11(c) the same 9 degree model as in (b) is assumed but the number of
measurement points has increased ten times. Now the estimated model
is much closer to the true model. However, it is still possible to obtain a
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model that poorly predicts on new data because of systematic errors in
the data collection.

2.4.2 Receiver Operating Characteristic (ROC) curves
and confusion matrices

ROC curves are important tools for tuning classifiers. For example, if the
classifier is built to sort lumber into strength classes A and B, then it
might be better if the beams are falsely classified into the weaker class
than the opposite, which might cause a timber structure to break. ROC
curves and confusion matrices are very often used to showcase the accuracy
of a classifier. They are both derived by comparing the true class of an
observation with the predicted result. An observation can be denoted as
either:

1. True positive (correctly classified as class A),

2. True negative (correctly classified as class B),

3. False positive (classified as A when it is actually B), or

4. False negative (classified as B when it is actually A).

The ROC curve shows the rate of how well the classifier can predict a
certain class, such as class A strength, on the y-axis, and what the rate of
misclassification is at that level, on the x-axis; see Figure 2.12(a).

The confusion matrix shows the number of correct classifications in
numbers and/or percentages on the diagonal. It also shows which classes
are most often misclassified; see Figure 2.12(b). The confusion matrix
values are given by the optimal point of the ROC curve. The area under
the ROC curve is sometimes used instead because it is a broader metric
that does not test the quality of a particular operating point but which
sums the performance as a whole.

2.4.3 Feature scaling

The feature vector that describes an object often consists of variables of
different units, mean values, and variances. For example, if a car type is
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Measurement point
True model
Estimated model

(a) Underfit

Measurement point
True model
Estimated model

(b) Overfit

Measurement point
True model
Estimated model

(c) Overfitting a larger dataset of 150 measurement points.

Figure 2.11: Illustration of underfitting, overfitting, and adding more data to an overly
complex model.
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Figure 2.12: (a) The ROC curve in blue shows the rate of correct classifications and false
classifications connected to a certain class. (b) The confusion matrix shows the number
of correct classifications in green squares and number of false classifications in red. In
this particular confusion matrix, the total classification rate is shown in the bottom right
square.

described by the weight, number of doors, and horsepower rating, then
the weight and horsepower values will surely have higher average values
and vary more than the number of doors. Some classifiers can experience
a boost in performance if the variables are scaled (Juszczak et al., 2002;
Mohamad and Usman, 2013). The common practice is to subtract values
by the variable mean’s values and then divide with the standard deviation
of that particular variable, normalizing the variance. This is called stan-
dardizing the variables. When standardization has been done, the data
can safely be fed to the classifier that is to be trained.

2.4.4 Successful classifiers

During the last few decades, there has been an intense competition to
produce the best classifiers. Methods such as partial least squares (PLS),
decision trees, neural networks and support vector machines (SVM) have
gone in and out of fashion. A conclusion that can be drawn from the past
years of research, according to Hamner (2014), is that different classifiers
perform well on different data and classification tasks. Although there is
no single classifier today that performs well on every particular problem,
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Figure 2.13: How to successfully train a classifier. Illustration inspired by Hamner
(2014).

there are some strategies that often work well. Ensemble methods such
as random forests or gradient boosted machines often perform well gener-
ally in classification competitions, and deep learning convolutional neural
networks (CNN) have been very successful in computer vision competi-
tions in the last few years. Another lesson that can be learned from the
competitions arranged by Kaggle.com is that fast iteration and experimen-
tation usually works superior to thinking hard about a problem. Figure
2.13 shows a common iteration cycle for the stepwise improvement of a
classifier.

In the step of selecting features, it is essential to have a good method
for calculating variable importance. The variable importance metric from
random forests have often been part of winning submissions in machine
learning competitions.

2.4.5 Ensemble methods

Ensemble methods are typically made up of several decision trees and the
result is obtained through a vote by all its members. Ensemble voting can
be likened to asking a group of people their opinion on a given topic and
then choosing the most popular response. The collected result of many
insecure voters will give a quite good guess if they are independent of
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each other and they are slightly better than random guessing. Some of
the most influential techniques are boosting, bootstrap aggregation, and
random forests, which are summarized in the following subsections.

Boosting

Boosting is a machine learning technique that creates a strong classifier
from the combination of many weak classifiers, or rules of thumb (Schapire,
2013). The theory of boosting rests on the weak learning condition (WLC).
The WLC states that the weak classifiers must at least be better than
random guessing, meaning they need to have higher than 50% probability
of predicting a class correctly in a two-class problem and higher than 33.3%
in a three-class problem, and so on. It is then possible to prove that the
training error of the ensemble goes to zero, and that when given enough
data, the generalization error can become arbitrarily small (Freund and
Schapire, 1997; Schapire, 2013).

AdaBoost, which is short for “Adaptive boosting”, was formulated
by Freund and Schapire (1997) and has been extensively studied. Two
decades after its introduction, it remains one of the most popular and
high-performing classifiers (Schapire, 2013). AdaBoost calls a given weak
learning algorithm repeatedly in a series of rounds. The method is adap-
tive in the sense that subsequently acquired weak classifiers are forced
to focus on those observations that have been misclassified by previous
classifiers.

Classification problems often include a large amount of variables; for
example, there can be over a hundred thousand features when using Haar
features for face detection. In these cases, the AdaBoost classifier only
chooses the features that improve the predictive performance of the model
and, hence, only the relevant features have to be computed at runtime.

Bootstrap aggregation, and random forests

Bootstrap aggregation, or bagging, is a technique for reducing the variance
of a prediction function (Hastie et al., 2009). Bootstrapping means that
several different training sets are randomly sampled with replacement from
the training data, where replacement means that the observations may be
picked several times. Bagging averages the prediction over a collection of
bootstrap samples, thereby reducing its variance.
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Bagging is compatible with most classifiers but seems to work especially
well for decision trees. Random forests (Breiman, 2001) is a modification of
bagging that improves the variance reduction by reducing the correlation
between trees without increasing the variance too much. The de-correlated
trees are created by only letting each of them see parts of the whole data,
and using a subset of all variables as candidates at each split in the tree.

2.4.6 Partial least squares

Partial least squares (PLS), which is also known as projection to latent
structures, is a statistical method that tries to find latent components,
vectors, in X variable space that maximizes the co-variance between the
X variables and the Y response (Martens and Naes, 1992). In other words,
the PLS model will try to find the multidimensional direction in the X-
space that explains the maximum variance direction in the Y -space. The
projection of the observations onto this line in X-space gives the obser-
vations new scores in this new dimension. Subsequent components are
orthogonal to the previous ones and they try to improve the description
of the X-data as much as possible while providing a good correlation with
the y-residuals (Eriksson et al., p. 69).

PLS was initially developed for the social sciences by Swedish statis-
tician Herman Wold together with his son, Svante Wold. Today, PLS is
mostly used within: chemometrics, bioinformatics, sensometrics, neuro-
science and anthropology. PLS regression often perform comparably well
against other methods when the data consists of many predictor variables
compared to the number of observations. It has also been proven to han-
dle highly collinear variables and noisy data well. In particular, it has
been proven to handle noise not only in measured variables but also in the
human classification well.

At the end of the 1980s, PLS was introduced as a tool for recognizing
wood structures, both on logs and on sawn timber. PLS was initially used
for automatic grading of logs using a gamma ray log scanner (Hagman,
1993). PLS has since been used on a variety of tasks, for example: knot
classification (Hagman and Grundberg, 1995), detection of compression
wood (Nyström and Kline, 2007), grading of hardwoods (Kline et al.,
2003), and predicting different properties of wood as well as wood chips
using Near-infrared (NIR) spectroscopy (Thygesen and Lundqvist, 2000;
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Kelley et al., 2002). At the time of writing, PLS is the core of the industrial
log grading software RISE Quality On-Line2 using variables extracted from
the 3D shape of the logs. Tuning the parameters of this software allows
the volume and quality yield to be controlled.

2.4.7 Self-organizing maps

A self-organizing map (SOM) is a type of neural network which clusters
similar objects based on their properties and maps them on a, usually, two-
dimensional map during training (Kohonen, 1982; Kohonen and Honkela,
2007). The idea of the SOM originated from trying to mimic the ordering
of functions in the brain in a new way. The SOM clustering acts like a
dimensionality reduction, where each cluster contains objects with similar
properties. A model is associated with each cluster node in the grid and
the object will be assigned to the node that is closest by some error metric.
Similar models are also close to each other in the grid. The trained map
can be used to classify new objects by calculating the distance to all cluster
centers. In Figure 2.14, the knots have been classified using a trained SOM
with predictor variables: knot area, eccentricity, and eleven percentile
values of the grayscale histogram.

SOMs were, for example, used by Lampinen and Smolander (1996) to
classify knots on spruce boards. The classification accuracy was about
85%, using both grayscale and color images. Later, 90% accuracy was
achieved when the classified knots were used as input to grade boards,
which can be compared with 75%–80% achieved by human graders, ac-
cording to the authors.

2.4.8 Deep neural networks

Artificial neural network systems have existed for a long time and they
have probably kept their popularity through their strong connection to
biology. If only the learning process and modeling of neurons could be
completely understood, then we would likely obtain a very good classifier
because neural networks work so well for humans and other animals.

Artificial neural networks have been revitalized by the introduction of
deep learning. Deep neural networks seem to perform well if the training

2http://www.sp.se/en/units/wood/refinementprocesses/Sidor/default.aspx
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(a) (b) (c)

Figure 2.14: Knots classified using shortest distance to SOM cluster centers. (a) Very
dark or missing knots. (b) Dark-, mostly dead knots. (c) Large sound knots.

dataset is large. One of the main reasons why humans are so good at
classification tasks is that our neural network is constantly bombarded
by sensory data. Our eyes fixate on average about 3–5 times per second.
In theory by age three, children would have seen hundreds of millions of
pictures of the world (Li, 2015). Hence, humans have a big advantage
over many machines in terms of data. It was further shown by Potter
et al. (2014) that it takes as little as 13 milliseconds for humans to detect
content when shown a rapid stream of images. So our visual system is
capable of quite astonishing feats if needed.

A three-year old can accurately describe what is happening in most
images. Our smartest machines struggle with learning even this low level
of understanding (Li, 2015). According to Sinha (2009), the human vision
system relies a lot on motion when learning object identification and seg-
mentation. When parts of an object move jointly, it makes us understand
the parts that belong to the object. Many things that we as humans have
learned over the years have also come from interaction with the world
(Malik, 2015). For example, if someone tips a glass of water off the table,
we have learned that the glass will probably break if the floor is made of
stone and that it is more likely to hold if the floor is made of linoleum.
Such things cannot easily be learned from looking at still images on the
web or by scanning documents on Wikipedia.
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Self-taught learning

The research community has dedicated a lot of time and effort in the past
few decades to develop good feature descriptors for recognizing objects
in images. Developing good general feature descriptors is quite difficult,
time-consuming, and requires expert knowledge about the field (Ng, 2011,
2012). The discouraging fact is that every new problem and dataset needs
slightly different features to get the optimal result. It would, therefore, be
preferable if this step could be done in a simpler way. This is where self-
taught learning comes in. It stems from something called the “one learning
algorithm” hypothesis. When we are born we know basically nothing but
we still learn to interpret the signals that are transmitted from our eyes
and ears, and so on. The hypothesis states that there should exist a single
universal algorithm for the brain to learn to interpret different signals. If
this algorithm could be understood, then it could likely be transferred to
an artificial neural network in our computers. Proof of the plausibility of
this hypothesis comes from experiments within neuroscience. There have
been several animal experiments where the signals from the eyes and optic
nerve have been re-routed to another part of the brain. After some time,
the animals learn to see again and are able to function as before (Métin
and Frost, 1989; Roe et al., 1992). There is a lot of similar evidence which
suggests that the same piece of brain tissue can learn to interpret sound,
sight, and touch sensory signals (Ng, 2011).

Transfer learning (inductive transfer)

Transfer learning is strongly connected to neural networks. The idea is
that when the brain has acquired knowledge in one field, that knowledge
can also be used in other areas. For example, if a young child has just
learned to walk, then he or she can build upon that knowledge when
learning to run. Or, if a person has seen a lot of cars and other means
of transportation, then that knowledge can be used to recognize other
transportation devices when seeing them for the first time.

In today’s society, a huge amount of information is stored in images,
videos, textbooks, and audio files. The companies that have access to the
most data, for example Google and Facebook, often come up with the best
classifiers because they have access to a lot of data. The idea of transfer
learning is to first train a complex neural network on a large set of data
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and then use that network on another more specific problem, while only
adding a small amount of training data.

2.4.9 Randomness in machine learning

Randomness must be taken into account when measuring the accuracy of
a machine learning algorithm. First of all, when trained with different
subsets of the data, machine learning algorithms will construct different
models. But there is also an inherent randomness in the construction of
many algorithms even with the same input data. To create reproducible
results, the random number sequence that the computer uses to construct
the model can be fixed. But if a different model is created for every random
number sequence, then which model and parameters do we choose? The
common strategy is to calculate the average accuracy of created models
over many different repetitions and then report the performance together
with its uncertainty (Brownlee, 2016). Statistical measures such as the
mean, standard deviation, and minimum and maximum accuracy are good
indicators when carrying out model selection.

2.5 Hol-i-Wood Patching Robot project

The first four papers of this thesis have been funded by and written within
the European Union’s FP7-project Hol-i-Wood Patching Robot. The over-
all goal of this project was to develop an automatic wood patching robot,
or machine, that would repair defects in panels or beams. Figure 2.15
shows one of the current patching stations and its semi-manual procedure,
which was to be replaced. At the end of the project, a proof-of-concept
patching line was assembled at the Slovenian company LIP-BLED. The
patching system was then tested on their three-ply panels, which are used
as formwork for molding concrete in the construction industry.

One of the most challenging and innovative ideas in this project was
to develop a system for recognizing the wood panels using only their own
fingerprint. This approach removed the need for invasive tracing methods,
such as bar code stickers or painted labels. Unfortunately, the large-scale
scanning of panels did not begin until very late in the project. Therefore,
the fingerprint methodology had to be developed and evaluated on other
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Figure 2.15: The semi-manual patching process at LIP-BLED in Slovenia.

available material.
First in the patching line, there is a two-sided wood scanner, where the

defects and their positions are stored. At this point, the wood’s fingerprint
is captured. The developed scanner can be seen in Figure 2.16.

The panels are then sent away on a conveyor system to any of the,
at least, six robot stations. In the proof-of-concept patching line, only
one of these robot stations was assembled and thus only a straight line
conveyor was assembled. Figure 2.17 shows the fingerprint recognition
camera just in front of the robot station. The wood scanning system used
in this project is capable of a higher resolution than the camera used for
fingerprint recognition because it consists of two cameras aimed at each
face instead of one camera aimed at one face. The reason for having two
cameras is because the panels are wider than in normal board scanning
applications. The two images have to be stitched together afterwards to
create a whole panel image.

At the robot station, the defects are repaired by moving the panel
under the robot’s patching tool to the specified positions. Figures 2.18–
2.19 show the patching tool and the panel positioning tables. Here, two
cameras will also help to make fine adjustments to the positioning of the
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Figure 2.16: The scanner acquires images from many different sensors and analyzes each
panel. In the background is a monitor that is used to view the recognition result and
patching process.

panel.
At the patching tool, the defects are drilled out and wooden dowels

are pressed down into the hole with high pressure. The process takes
no more than two seconds per patch. Due to the fixed size of the patches
used, there is occasionally a need to put several patches next to each other
to fully cover a defect. The optimization of patch placement, and path
planning between defects, were significant parts of the project.

Other significant parts of this project were the development of a vir-
tual agent system to carry out scheduling, re-configuration of conveyors
and fault handling, and the development of an interactive human-machine
interface to aid the maintenance of the patching line.
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Figure 2.17: In front of each robot station, a line scan camera is mounted to be used for
recognition of the panels.

Figure 2.18: The patching robot station. The transportation table in green and the patch-
ing tool in blue. Two cameras are mounted for fine tuning of the positioning of the
panels.
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Figure 2.19: The patching tool and transportation table in close-up.
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Figure 2.20: A patched panel.
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Chapter 3

Materials and methods

The same raw material has been utilized in Papers I–IV. This dataset
consists of 886 floorboards of Scots pine (Pinus sylvestris L.). The cross-
sectional dimensions of the boards are 21× 137 mm and they are between
3007–5109 mm long. An example of several boards can be seen in Figure
3.1. The boards were sawn from 222 logs with top diameter between
201–215 mm, which were randomly collected from the Bollsta sawmill in
central Sweden. They were then planed, sanded, and finished with white
pigmented oil and a thin layer of varnish.

3.1 Acquiring board images

The finished floorboards were originally scanned for a customer preference
study in 2006 (Nyström et al., 2008; Broman et al., 2008; Oja et al.,
2008). The images were acquired using a Dalsa Trillium TR-37, which is a
high resolution color line scan camera. The image colors and contrast was
carefully calibrated and 8 cm were cut off each end of the images to prevent
edge artifacts. Finally, the images were downsampled to a resolution of 1
pixel/mm in both dimensions.

A second set of images was created by Pahlberg and Hagman (2012)
by adding different levels of scaling, rotation, and skewing to a subset of
the original images; an example is given in Figure 3.2(b).

A third set of images was acquired using the same line scan camera,
where 44 random floorboards (5%) were re-scanned. These new images

45
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Figure 3.1: Example of a few boards from the original floorboard dataset. The lengths’ of
the boards have been cropped to fit the page.

were of high quality but otherwise differed considerably in appearance;
an example is given in Figure 3.2(c). This scan was done to obtain a
realistic second version of images that could be used when evaluating the
robustness of the recognition methods. During the past years of storage,
some of the boards had become somewhat crooked or bowed. Moreover,
this time no stabilization of the boards was carried out while the conveyor
belt was transporting them past the camera. No color corrections were
made to the images and minor dust stains were present on a few boards.
Furthermore, this time the edges of the board images were not cut off,
making them 8 cm longer on each side.

Lower quality digital photos were also taken of the floorboards from a
distance to add an even more difficult challenge for the recognition meth-
ods, see Figure 3.2(d). These photos were acquired with a Canon 400D
camera mounted on a tripod.

The re-scanned images were downsampled, and the Canon photos up-
sampled to 1 pixel/mm, to be the same as in the original dataset and to
not disadvantage scale-dependent recognition methods.

3.2 Cropped board images

In Paper II, several sub-datasets were created from the re-scanned images
and the digital photos. The knots were manually marked in the images and
from that information the board images were cropped at different positions
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(a)

(b)

(c)

(d)

Figure 3.2: (a) Original images scanned 2006. (b) An example of a geometrically distorted
version of the same board image. (c) The same re-scanned board (black borders have been
removed here). (d) A digital photo of the same board taken with a Canon 400D (black
borders have been removed here).

1 2 3

Figure 3.3: The crop positions were automatically placed in-between knots after the knot
positions had been manually marked. In this example, board pieces with six knots are
extracted. A maximum of three pieces were grabbed from each full length board.

so that all board pieces in one subset would have the same amount of knots
(Figure 3.3). The cropped datasets were created to investigate how many
knots, on average, were needed to obtain a certain matching accuracy.
The results would give an idea of how well these methods would work for
a material with fewer knots, and also how much of a board is actually
needed for recognition. A close-up of a wood piece with five knots can be
seen in Figures 3.4(a)–(c). Here, a cropped version of the original image is
shown as a reference but the cropped re-scanned and Canon images were
always matched against full-length original boards.
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(a)
Original.

(b)
Re-scan.

(c) Canon. (d)
Original.

(e) Re-
scan.

(f) Canon.

Figure 3.4: Examples of the cropped datasets with an approximate number of knots per
image. Image (a) is shown as a reference to (b) and (c) which are part of the five-knot
batch. Figures (d)–(f) are the same images but they now show where the Block and
SURF features are detected. Block features are marked by red squares and SURF features
by green circles.

3.3 Feature detection and matching

In Papers I and II, feature detectors are used to solve the closed-set recog-
nition task; that is, were the sought individual product is known to be in
the database. Two different feature detectors, which extract local bright-
ness information around interest points, were investigated. Interest points
are regions in an image that are likely to be recognized in other images
of the same scene or object. Examples of typical interest points include
corners, line endings, and blobs (Schmid et al., 2000). On sawn wood sur-
faces, blob- and corner detectors usually find most interest points in the
middle and around the knots. An example of how the two investigated
methods place their feature descriptors can be seen in Figures 3.4(d)–(f).

In Papers I and II, the procedure for finding a best matching wood
piece in the database can roughly be described as follows:

1. Load a query image, (i.e., an image to search for).
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2. Run a corner/blob detector on the image and extract information,
feature descriptors, around those corners/blobs.

3. Remove feature descriptors that are partly outside of the wood piece
border.

4. Match the query board descriptors against the descriptors of the database
boards, one board at a time, by calculating the sum of squared differ-
ences (SSD) between them.

5. Remove ambiguous matches. In Paper I, feature points that had more
than three matches were removed. In Paper II, matched feature points
were only accepted if they were the best match of each other from both
sides.

6. Estimate a best fitting geometric transformation between point matches.
Remove matches that do not fit the transformation and evaluate if the
transformation seems reasonable in terms of rotation and scale.

When matching a piece of wood against a database of images, the
best database hit is deemed to be the one that gets the largest amount
of matching feature points. A certainty measure of the correctness of
this match can be calculated by comparing against the second best hit’s
number of matching feature points. If the best matching board has many
matching features and the second best match has significantly fewer, then
there is a high certainty of a correct match.

3.3.1 Block features

The first type of descriptor is a very basic one, it stores the normalized
intensity information in a 25×25 square region around each interest point;
see Figure 3.5(a). This block size was chosen as a compromise between a
large enough size to encircle substantial parts of most knots and a small
enough size to avoid slow computation times. Relatively small block sizes
also make it possible to extract features close to board edges, where knots
quite often are found, without so many of the descriptors falling outside
the board. Blocks that are positioned partly outside the board edges are
naturally discarded.
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(a) (b)

Figure 3.5: (a) A simple 25×25 Block feature. (b) Three SURF features which are scale-
and rotationally invariant. The dominant direction of the interest points are marked by
the arrows.

In Paper I, the Features from Accelerated Segment Test (FAST) corner
detector was used to find interest points (Rosten and Drummond, 2006).
This corner detector was chosen because it seemed to perform well and at
the same time was a lot faster than, for example, the widely used Harris
corner detector (Harris and Stephens, 1988). However, the results from
Paper I showed a weakness of the FAST corner detector. Therefore, in
Paper II, the more robust Harris corner detector was used instead.

3.3.2 SURF features

The second detector/descriptor is called Speeded-up Robust Features,
(SURF, (Bay et al., 2008)). SURF uses a blob detector, by default, to
detect features at different scales. The descriptors are rotated to align
with the dominant directions of the blobs; see Figure 3.5(b). It centers
the descriptor over the interest point, splits the region into 4×4 sub-regions
and then calculates 64 values that describe the magnitude and direction of
the gradients within each of the sub-regions. SURF features make it pos-
sible to match descriptors in images of the same object at different scales
and rotations. The descriptor regions were set to cover between 9× 9 mm
up to 147× 147 mm.
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T

θ

s s

Figure 3.6: The similarity transformation, T , where θ is the rotation and s is an isotropic
scale factor.

For the SURF method, the blob acceptance threshold was lowered in
Paper II to generate more feature descriptors. The same tests were carried
out on the updated versions of the two methods. As an additional test in
Paper II, the two different feature detectors/descriptors were also used in
combination.

3.4 Removal of erroneous matches

After a feature detection and matching algorithm has done its job, there
are usually many falsely matched points. This abundance is by design
because otherwise too many true matches might be removed as a result of
image distortions.

In Papers I–III, the number of false matches is reduced by only allowing
point matches that roughly fit a similarity transformation. A similarity
transformation allows isotropic scaling, rotation, and translation. An ex-
ample can be seen in Figure 3.6. A more thorough explanation can be
found in Papers I–II.

3.5 Simulated panel images

In Paper III, simulated panel images were created by stitching together
randomly picked floorboards in groups of four from the original dataset
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Figure 3.7: On top, a simulated floorboard panel created by stitching together four floor-
boards and cutting off their lengths at 3000 mm. The lower image shows the thresholded
version of the same panel, where the segmented knots have been marked by yellow circles.

(the same original dataset as used in Paper I and II). This resulted in a
total of 212 unique panel images of size 3000 × 548 mm. These dimen-
sions were chosen to make them similar to the smallest formwork panels
produced by the industrial partner, LIP-BLED, in the Hol-i-Wood PR
project. However, the only information used by the recognition method
in Paper III was the knot positions; clearwood texture and other features
were discarded.

The (x, y)-positions of the knots on each panel were obtained by a
semi-automatic approach, where a person would manually accept or reject
the automatically detected knot positions. First, an automatic segmenta-
tion of the knots was carried out, then the segmented result was shown on
screen for evaluation, as seen in Figure 3.7. A few boards were discarded
in this step due to unsatisfying thresholding and bad knot segmentation.
However, the aim in this paper was not to develop a flawless knot detec-
tion algorithm. This algorithm was only developed to simplify the data
acquisition. A full description of the algorithm can be found in Paper III.

A high precision of these original knot positions was not extremely
important for our purpose. The important thing was to obtain a reason-
ably sized database of wooden panels with a realistic distribution of knot
positions.
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Figure 3.8: An overview of the knot datasets created for the evaluation of the K-plet
recognition method. The Qσ datasets include the 212 panels each with added noise to the
knot positions. They were matched against all the 212 panels in each of the Dσ,p datasets,
which have noise added to knot positions and a percentage, p, of the knots removed.

3.6 Creating test datasets

The recognition approach that was used in Paper III depends on knot
positions and, therefore, also on how precise and robust the knot detec-
tion algorithm is. To simulate a realistic knot detection algorithm, three
different noise levels were added to the original knot positions; that is,
normally distributed errors with zero mean and standard deviation levels
σϵ = [5, 8, 11] mm. This led to three query datasets, Q5, Q8 and Q11. Sub-
sequently, 12 different other datasets, Dσ,p, were created by adding the
same error levels in knot positions but also with a percentage of knots
removed on each panel, pϵ = [0, 5, 10, 15] %.

A schematic overview of the different datasets can be seen in Figure
3.8. As an example, query dataset Q5 was matched to each of the four
databases D5,0, D5,5, D5,10, and D5,15. The matching accuracy was calcu-
lated as the percentage of correctly matched panels.

3.7 Neighborhood descriptors (K -plets)

In Paper III, a descriptor is created for each knot using the distances and
angles to its K closest neighboring knots, hence the name K-plet; see
Figure 3.9.
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Figure 3.9: The neighborhood descriptor for K = 3 visualized on a surface with gray
circles representing neighboring knots. Each of the K neighbors have a distance rj at an
angle ϕj to the center knot.

The descriptors are later made scale- and rotationally invariant by
computing the ratios between radial distances and differences between
angles. Then, all of the K-plets are stored as rows in a matrix for each
panel. The distance ratios and angles are also normalized within each
panel so that each K-plet component will have the same weight in the
identification.

When matching one panel against another, every K-plet on one panel
is compared against every K-plet on the other panel. The K-plet-pairs
which have a dissimilarity measure above a certain level, λ, are removed,
the others are kept as potentially correct matches. The dissimilarity be-
tween two K-plets is calculated as the sum of squared differences (SSD).
A perfect match will have an SSD of zero, while a bad match will have a
relatively high SSD.

Several tests were conducted to obtain the optimal λ and the optimal
number of knot neighbors, K.

3.8 Template matching

After investigating two quite complex approaches in Papers I–III, the idea
arose to try a simpler approach which would assume a more fixed setup.
There are, after all, many applications where a quite controlled environ-
ment is in place; for example, in sawmills. Template matching had recently
been implemented within the Hol-i-Wood project to fine-tune the position-
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ing of the panels, with good results. Thus, it became the starting point
for Paper IV.

In Paper IV, one major question to answer was how much information
actually was needed to match a single board piece to its previously scanned
full-length board? There are ways to decrease the file size of board image
fingerprints, for example: (1) downsampling, (2) reducing the number of
gray levels, and (3) cropping out a part of the board. Downsampling
means scaling down the size of an image, reducing the number of pixels.
Cropping and heavy downsampling were implemented in this study.

The same dataset as before was used; the original and the rescanned
dataset. The original boards were already rectangular but the crooked
boards in the query images had to be straightened. It is also important
for the computational speed of template matching that the dark image
regions outside of the boards in the query images are removed. These
two factors were dealt with by preprocessing the query images, before
downsampling them, using the following steps:

1. Estimate the rotation angle of the board and rotate the board straight.

2. For each column, find and remove the black pixels above and below
the board.

3. Calculate the median lengths of all columns, and remove all columns
at the left and right sides of the board that fall below 90% of the
median value.

4. Re-size every column to the median length using linear interpolation
and put them back together.

These steps remove both crook and eventual skew of the boards in the
query images and result in rectangular boards.

In Figure 3.10, it can be seen how two query pieces were extracted
from each rescanned board. In Figure 3.11, the effect of an increasing
downsampling rate is visualized for one of the original boards.

Figure 3.12 shows how the matching was carried out. Because the
widths of all of the boards are the same, the matching reduces to a one-
dimensional search. To be able to identify 180◦ rotated boards, the query
images were matched twice for each database image, once in each orienta-
tion.
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Figure 3.10: The rescanned boards were split into additional images. The rectangles
correspond to the areas that were extracted to become a new dataset. In this example, the
rectangles are 1 m long. The total board length has been cropped to fit the page.

Figure 3.11: Examples of fingerprints of a board downsampled to pixel densities 0.04 pix-
els/mm, 0.08 pixels/mm and 0.12 pixels/mm. The length has been cropped to fit the
page.

3.8.1 Testing procedure

Three parameters were varied in this study: image pixel density, query
image length, and template matching algorithm. Matching accuracy and
computation time was measured for each combination of parameters.

(a)

(b)

Figure 3.12: (a) shows a database fingerprint and a dark image region corresponding to a
query fingerprint of 0.5 m length. The query fingerprint is moved as the arrows indicate
and for each possible position, the images are compared using a specific template matching
algorithm. This particular pair matches each other best in the position marked in (b).



3.9. Detection of thin cracks in oak lamellae 57

Figure 3.13: Example of an unacceptable crack that is hard to detect with a quick manual
inspection. a) Crack width, b) horizontal crack length, c) longitudinal crack length, d)
distance to edge.

3.9 Detection of thin cracks in oak lamellae

When wood is excited by vibrations in the ultrasonic frequency range
(>20 kHz), there will be a friction between the surfaces of thin cracks.
The cracks get hot and light up when viewed through a thermographic
camera. Paper V investigates the possibility of using machine learning to
detect thin cracks in oak lamellae.

At the parquet flooring producer Tarkett, there are three categories
into which the lamellae are classified at the manual sorting station: 1) no
cracks present, 2) acceptable cracks present and 3) unacceptable cracks
present. Workers at the lamella sorting station picked out 150 lamellae
from each of these classes. The acceptable cracks are smaller than the
unacceptable and they need to be more than 5 mm from an edge. Figure
3.13 shows an oak lamella with an unacceptable crack on one of the edges.

3.9.1 Misclassifications and difficulties with the ma-
terial

Unfortunately, the two types of cracks could not be clearly separated
through either ocular inspection of the thermal images or by using computer-
aided classification. Hence, the images from the two crack classes were
merged into one group.
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Since the visual inspection is done manually, there is a risk that some of
the lamellae have been misclassified. All lamellae were afterwards investi-
gated with a microscope and as a result 32 lamellae in the group without
cracks were found to actually have one or more cracks. These lamellae
images were, therefore, moved to the group with cracks.

3.9.2 Raw images

A video sequence was recorded during the excitation of each lamella. After
analyzing the sequences, it was decided that a good time to extract a
raw file of temperature values was at 300 ms after the beginning of the
excitation. At that point, the contrast between cracks and solid material
was high.

A lamella with cracks near the left and right edges can be seen in
Figure 3.14.

3.9.3 Experimental setup

The equipment used in the experiment is shown and listed in Figure 3.15.
The setup was static in terms of specimen positioning during sequence

recording, i.e., all the specimens assumed the same position in front of
an infrared camera. The exact positioning of the lamellae specimens was
secured using a vise with a 125× 5 mm groove in it.

3.9.4 Pre-processing of the images

Several image processing techniques were used to suppress the noise and
enhance probable cracks in the images. The following unwanted effects
were mitigated: 1) salt-and-pepper noise, 2) background temperature
drift, and 3) temperature gradients and hot regions induced by the ex-
perimental setup. The most noticeable alteration to the images is the
subtraction of the background over the lamellae. The background was re-
moved using the mathematical morphological top-hat by reconstruction.
The resulting images end up looking similar to the example lamella in Fig-
ure 3.16. A more thorough description of all of the pre-processing steps
can be found in Paper V.
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25 25.5 26

Figure 3.14: An example lamella in pseudocolor scaled between the 1st and 99th percentile
value. The color bar shows the temperature range in degrees Celsius. (Figure best viewed
in color)

Unfortunately, the regions between the vice and sonotrode interfere
with the lamellae classification because the wood gets too hot there (see
Figure 3.14). Hence, these regions had to be cut away in the images. The
classification accuracy was estimated for varying region widths to find the
optimal value.

3.9.5 Variable selection

Searching for good predictor variables, parameter settings, and pre-processing
steps was a daunting iterative process. The optimal parameter settings
change as the pre-processing of the images was changed, and the settings
were also affected by adding or discarding predictors. Each pre-processing
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Figure 3.15: Setup of the ultrasound-excited thermography experiment. a) Ultrasonic
transducer and a sonotrode. b) Ultrasonic generator. c) Infrared camera. d) Lens. e)
Temperature calibration device. f) Control unit. g) Vise. h) Supporting frame.

step, parameter setting, and predictor variable was investigated through
scientific control; that is, by keeping all but the parameter in question
constant.

Different design choices were investigated by measuring the average 7-
fold CV classification accuracy over 100 repetitions on the training data.
Random forests, as implemented in the MATLAB function fitcensemble,
were used with 300 learning cycles and all of the other settings were set
to the default.
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Figure 3.16: The image resulting after edge-preserving smoothing and gray-scale top-hat
by reconstruction applied to the image in Figure 3.14. (Figure best viewed in color)

The predictor variables that were finally chosen are:

1. Maximum temperature.

2. Statistical moments: mean, variance, skewness and kurtosis.

3. Percentiles 92–100 of the distribution of pixels from an edge-detected
version of the regions of interest.

4. The Completed Local Binary Pattern histogram texture descriptor
(Guo et al., 2010).

5. Number of foreground pixels after pre-processing and thresholding.

All of these variables were standardized after extraction so that they
would initially have an equal impact on the classification.

3.9.6 Hyperparameter optimization

MATLAB was set to automatically optimize all of the available hyper-
parameters for the classification ensembles. The default variable ranges
were left unchanged but the number of objective function evaluations was
increased to 1000. The default method, Bayesian optimization, was used
to search for optimal hyperparameters in an efficient manner.



62 Materials and methods



Chapter 4

Results and discussion

4.1 Recognition of boards using feature de-
tectors

4.1.1 Geometric distortions

In Paper I, a first test was created to evaluate the robustness of the Block
matching method and SURF method towards geometric image distortions.
Examples of successful identification for both methods can be seen in
Figure 4.1.

The results from Paper I showed that the SURF method did not han-
dle geometric distortions as well as the Block matching method with the
applied settings. The biggest difference appears when anisotropic scaling
is applied to the image; that is, when an image is scaled more in one direc-
tion than the other. For example, when the images were scaled down 30%
in one dimension and 10% in the other, the SURF method gets between
30%–50% correct identifications. For the same case, the Block match-
ing method achieves between 70%–100% correct identifications. However,
when the scaling is isotropic, both methods perform quite well. For in-
stance, a 30% size reduction of both length and width, and a 15 degree
rotation yields a recognition rate of approximately 80% for both methods.
A minor skewing of the images did not affect the recognition rate in any
significant way.

63
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(a)

(b)

Figure 4.1: Example of a simulated distorted floorboard image that has been correctly
identified in the database. (a) Block matching method. (b) SURF method.

Figure 4.2: A tight cluster of features falsely matched to sparsely scattered features.

One problem that was discovered is that certain wood features that the
SURF method finds particularly interesting are found at many different
scale levels. This means that a tight cluster of features in one image can
be falsely matched to several scattered features in the other image. Figure
4.2 shows a schematic drawing of the problem. This effect is most evident
when the scaling of the images is anisotropic.

The two methods were found to be troublesome to compare in a fair
way because they are different in many ways. The biggest difference prob-
ably being that the SURF method extracts features from several scale-
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Figure 4.3: The number of matching feature points for the best matching floorboards
compared to the second best match for each of the re-scanned floorboards. (Lines connect
the measurement values for better visibility.) (a) Block matching method. (b) SURF
method.

levels. However, the scale- and rotational independence of the SURF fea-
tures did not prove to be advantageous in the case of minor geometrical
distortions.

The parameters of the two methods were set by trying to force the
methods to place at least one feature descriptor over each knot in the
original and re-scanned images. Unfortunately, there was no possibility
to use the exact same corner detector, thanks to the closed implementa-
tion of SURF in MATLAB R2011b or to get the same match acceptance
thresholds to return the same amount of matches.

The number of accepted descriptor matches was investigated for both
methods on the re-scanned dataset. In Figures 4.3(a)–(b), the number of
descriptor matches are plotted for the best and the second best match for
the Block method and the SURF method, respectively. For those query
images where there is a small or negative difference between the best and
second best match, there is a high likelihood of a failed matching.

The Block method often has a slightly bigger margin compared to the
SURF method, which shows up in the matching accuracy in the next
section. It is notable that the two methods do not always perform well on
the same boards, which implies that they might complement each other.
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Figure 4.4: The FAST corner detector was found to often react to false corners along
edges.

4.1.2 Improvements of the feature detection approach

The FAST corner detector worked well on images without a black or white
border around the edges of the boards. However, a lot of unwanted “cor-
ners” were often returned for the slightly rotated images. A schematic
drawing shows the problem in Figure 4.4. Thus, in Paper II, a switch to
Harris corner detector was made for the Block method.

Table 4.1 shows a summary of the results from matching whole boards
for both Paper I and II.

Table 4.1: Matching accuracy in % using entire board images as queries.

Dataset Block I SURF I Block II SURF II Fused

Re-scanned 95.5 86.4 93.1 97.7 100.0
Canon 9.1 34.1 93.0 81.4 97.7

The switch to the Harris corner detector for the Block matching method
dramatically increased the performance on the low resolution Canon dataset.
However, the performance decreased slightly for the high resolution dataset,
which is likely to be due to fewer interest points now being extracted.

A lowering of the blob detection threshold also increased the perfor-
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(a)

(b)

Figure 4.5: Two examples where the fused method correctly matched a cropped query
image to the database image. The solid red lines connect Block features and the dashed
green lines connect SURF features. The length of the database images have also been
cropped here to better fit within the page. (a) Example 1. (b) Example 2.

mance significantly for the SURF method on the Canon dataset. How-
ever, the most noteworthy results were achieved by the combined, Fused
method, which achieved very high matching accuracies on both datasets.

Both the Block and SURF methods extract more than double the
amount of feature points on the high resolution dataset compared to the
low resolution dataset. The blurrier images do not have the same distinct
corners as the high resolution dataset and, therefore, fewer interest points
are found. However, it is important to keep in mind that a blurred image
does not always have to be worse than a sharp image. Blurring an image
can sometimes smooth out noise which otherwise would have lowered the
results.

4.1.3 Matching smaller image pieces

In Figure 4.5, two examples are shown where the Fused method correctly
matched the smaller images to its corresponding database image. On
some boards, the Block matching method performs better while the SURF
method performs better on others.

The matching accuracy highly depends on how many interest points
are found and, therefore, also on how many knots there are on the boards.
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Figure 4.6: (a) Matching accuracy of subsets of the re-scanned floorboards. (b) Matching
accuracy of subsets of the digital photos.

To show this relationship, the average matching accuracy is plotted against
the number of knots for the three different methods in Figures 4.6(a)–(b),
for the high quality and low quality dataset, respectively.

The fusion of the two methods performs best overall and reaches 100%
matching accuracy for board pieces having more than 20 knots, for both
datasets. For the low quality dataset, the matching accuracy seemingly
drops a little when boards contain more knots. This drop was caused by
one problematic board, where the majority of the features were falsely
matched. This problem could likely be dealt with by allowing feature
descriptors to have more than one match each.

It is of note that the simple Block matching method has a substan-
tially higher performance on the lower resolution, blurry, digital photos
compared to the SURF matching method. The interest point detector of
SURF would probably need to be adjusted to extract more blobs on this
dataset.

4.2 Matching panels using K -plets

The results of the matching accuracy tests in Paper III are shown in Figure
4.7. From this figure, it can be seen that the optimal value in this study
is K = 6 knot neighbors. To obtain an accuracy of at least 99% with
K = 6, the positional error standard deviation must not exceed 5 mm
whilst detecting at least 85% of the knots.
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Figure 4.7: The matching accuracy for different numbers of knot neighbors, K, and differ-
ent error levels. The error levels that are specified on the x-axis are: standard deviation
of knot positional error, σϵ, and the percentage of knots removed, pϵ. The measurement
points are connected with lines for better visibility.

The SSD threshold for accepting possible matches was finally set to
λ = 1.4. This specific threshold was chosen because it resulted in the best
overall performance of the algorithm. However, our tests showed that the
performance of the algorithm was quite stable, even when changing the
parameter λ slightly.

When using K = 6 and λ = 1.4, the tests of computational time
showed that the average time of matching two panels to each other was
3.65 ms. Thus, if the database contains 1000 panels, then the average
computational time for matching a query panel to such a database would
be 3.65 s using our hardware setup (explained in Paper III) and our MAT-
LAB implementation. This timing gives a hint of the speeds that could
be reached.

Naturally, the requirements for the recognition rate vary from applica-
tion to application. When matching panels in the Hol-i-Wood PR project,
a recognition rate of more than 99% is needed for the method to be us-
able. These results show that such a level is achievable using the proposed
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method if the error in knot position has a standard deviation of 5 mm or
less. However, it is important that the knot segmentation is consistent on
both the database image and the corresponding query image. In addition
of errors related to knot segmentation, the matching accuracy will also be
affected by the size of the database and the frequency of knots.

According to the knot detection evaluation performed by Funck et al.
(2003), the performance of knot detection algorithms is high enough for
this approach to be useful in many industrial applications.

4.3 Recognition of boards using template
matching

The normalized algorithms, using cross-correlation (CC-N) and the corre-
lation coefficient (CCF-N), obtained the highest recognition accuracy and
showed very similar overall performance. As shown in Figure 4.8(a), the
matching accuracy reaches above 99% for query images of length 1 m when
the pixel density is above 0.08 pixels/mm for the CCF-N method.

All algorithms have very similar computation time, independent of
query board length. However, the pixel density affects the computation
time. In Figure 4.8(b), the computation time is plotted against pixel
density for the CCF-N method as an example of 2 m query images.

Finding if template matching is fast enough depends on the applica-
tion. At the time of writing, a database of approximately 1700 boards
could be searched through within one second using a pixel density of 0.06
pixels/mm. Even more images could be traversed using parallelization or
using a computer with higher performance.

Different applications also have different requirements of the recogni-
tion accuracy. If the application is process monitoring, then the require-
ments will be lower than if the boards need to be recognized for individual
processing.
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Figure 4.8: (a) Matching accuracy for the CCF-N template matching algorithm. (b)
Mean required computation time in milliseconds for matching one query fingerprint to
one database fingerprint for board lengths of 2 m.

4.4 Detection of thin cracks in oak lamellae

4.4.1 Left and right lamellae regions

It was discovered that the lamellae regions to the left and right of the
sonotrode do not provide an equal amount of information about eventual
cracks. Our hypothesis is that the vise did not clamp the lamellae exactly
equally on the left and right sides at all times. The problem should not lie
in the material because the lamella face that was facing the camera was
chosen at random.

4.4.2 Variable importance

The top ten individually most important variables are shown in Figure
4.9. Apparently the variables extracted from the left regions contribute
more than those from the right because all of the top ten variables are
from the left side.

Most of the important variables in some way describe the temperature
signature at the high end of the heat distribution. The kurtosis on the
left side, and to some extent also the skewness on the left side (place 13),
rank quite high. The fact that kurtosis is important is not surprising
since kurtosis explains the “tailedness” of the heat distribution. The hot
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Figure 4.9: Top ten important variables according to the mean OOB variable importance
averaged from 100 random samplings of the training data using random forests with 300
learners. The error bars extend to ±1 standard deviation.

cracks affect the right tail, and thus the kurtosis. The remaining statistical
moments on both left and right side are not very important.

The percentile values 98–100 of edge pixels on the left side are ranked
as important but most of the other percentile values are located in the
middle; that is, not very important.

Although the CLBP histograms describing the texture are not trivial
to interpret, the frequency and magnitude of edge/line/corner-like features
(CLBP M 5–7) and spots (CLBP M 1) are important.

The two variables containing the number of foreground pixels ended
up just outside this ranking list, in places 11 and 14.

4.4.3 Classification accuracy

The classification accuracy was significantly improved from the previous
research of Popovic (2015). The best ensemble methods reach an average
classification accuracy of 0.8, as seen in Figure 4.10, which is very close to
the authors’ own manual attempt at separating the images (0.83). In other
words, the classification methods only make a mistake about every fifth
lamella on this difficult image set. Taking into account that the classifiers
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Figure 4.10: The classification accuracy for the original and the ten optimized classifi-
cation ensembles on the external test set. Bag, or bootstrap aggregation, is only a more
general term for a random forest. The statistics were calculated using 1000 ensembles
and undersamplings. Whiskers extend to ±2.7 standard deviations.

performed similarly to our own attempt at manually trying to separate
between the classes, they performed very well. This outcome suggests
that there might not be enough information present in the images to get
much higher accuracy.
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Chapter 5

Conclusions

Papers I–II

• Papers I–II propose the use of feature detection methods to recognize
sawn wood products that have distinct features on their surfaces.

• When using feature detectors for recognition, there are many param-
eters that can be adjusted to receive different amounts, and different
kinds of feature points. The parameter settings will need to be cali-
brated and optimized for the specific material input.

• The fusion of the Block matching method and the SURF method im-
proved the recognition rate of wooden boards substantially over the
individual feature detection methods.

• Approximately 100% matching accuracy was obtained on the pre-
sented material for board pieces with more than 20 knots, using both
high- and low quality images.

• More than 90% matching accuracy was achieved for board pieces with
more than 10 knots, using both high- and low quality images.

• The examined feature detection methods extract much more features
from high quality images than from those of low quality.

75
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• The recognition rate could be increased for boards with few knots
by extracting more interest points, but at the expense of a longer
computation time.

Paper III

• This paper presents a scale- and rotationally invariant algorithm for
matching wooden panels based on their internal knot structure. This
approach opens up possibilities for a broad range of applications.

• The recognition algorithm was very successful for the Scots pine panels
used in this study, as should be the case for panels of other wood
species that have a similar frequency of knots.

• The proposed algorithm uses knot positions and, consequently, the
knot segmentation accuracy is very important. According to previous
publications on knot segmentation (Funck et al., 2003), the proposed
matching algorithm should be good enough for industrial applications.

Paper IV

• Template matching in combination with downsampling of board im-
ages to a low pixel density is a highly accurate, simple, and robust
method for recognizing boards.

• The proposed method works well for board lengths down to about 1
meter.

• The speed of the proposed recognition method allows for industrial
practice and it can be used to recognize pieces of boards as long as
the material is similar to that used in this study.

Paper V

• The classification accuracy was significantly improved from the pre-
vious work by Popovic (2015) through added image processing, the
introduction of more predictors, and the use of automated machine
learning.
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• Several image processing techniques were used to suppress the noise
and enhance possible cracks, reducing the variance between the im-
ages.

• Most variables were used to capture the upper part of the heat dis-
tribution, such as the maximum temperature, kurtosis, and percentile
values 92–100 of the edge pixels in the image. Texture in the images
was captured by Completed LBP histograms and we also segmented
cracks through background suppression and thresholding.

• The best ensembles reach an average classification accuracy close to
0.8, which is a good result and similar to our own manual attempt at
separating the images (0.83).

Growth rings and knots

The growth ring pattern on a board has many similarities to the ridge
pattern which makes up the fingerprints on humans, as well as some other
animals.

It proved difficult to utilize growth ring patterns for board recognition
in practice, even though fingerprint recognition has been solved for hu-
mans. The biggest difficulty is to get enough contrast between earlywood
and latewood to be able to detect intensity peaks robustly across the width
of the board. One problem is the rough surface of sawn wood, making the
growth rings less distinct. Another problem is the limitation in the image
quality obtained from typical cameras mounted in sawmills at the time
of writing. Growth rings often run quite straight in the longitudinal di-
rection of a board, which makes it difficult to match a unique position in
this direction. However, when the growth rings come close to a knot, they
usually make a turn around it, or they come so close to each other so that
they become difficult to resolve. The latter case makes it difficult to trace
a specific growth ring all the way along the board length.

An adaptive and robust image processing method is needed to be able
to segment the growth rings and convert their position across the board to
a compressed signature code. The growth ring pattern, which is different
from the fiber angles, could to some extent be used to detect knots. The
fact that growth rings turn or become invisible is a sign that there could
be a knot there. Detecting clear sound knots and their borders is not
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trivial, even though lasers are available to give an estimate of the fiber
angle, which usually changes around the knot. The change of texture
and reflectance in the material due to the fiber angle can also be used.
The combination of all these features often makes it possible for a trained
person to determine the knot borders. However, it is not trivial to translate
this into instructions for a machine.

Texture

Local binary patterns (LBP) are widely used for texture classification. Hy-
pothetically they could be of use when identifying/recognizing sawn wood
products. For it to work, the board images need to be divided into many
smaller sub-regions, similar to what has been done in facial recognition, to
maintain the spatial information (Ahonen et al., 2006). A LBP histogram
of a whole board would not be unique enough for recognition within a large
database. Another downside of LBP is that the micro-pattern histograms
will be affected if a board is cut or planed, so it is doubtful if this method
would have any real advantage over a simpler approach, such as template
matching.



Chapter 6

Future work

Feature detection

Many different feature detectors have been developed during the last
decade and new ones appear every year. There is a need to carry out
a more extensive evaluation of their recognition performances on timber.
However, the first step is to collect larger realistic image data sets of
boards/panels. The advantage of feature detectors is that they work on
every type of visible feature, be it a natural feature of wood or a defect
induced by rough handling.

Knot neighborhoods

Several variables may be added to the knot neighborhood descriptors.
These variables could include for example knot type, shape, size and rel-
ative orientation of knots. Adding more variables will probably have a
considerable impact on the recognition of wood pieces with few knots.

Template matching

Many different kinds of template matching methods are available and
could be evaluated. Another possible area for improvement is the tech-
nique for reducing the file size of the fingerprints. There may be other,
smarter, ways of doing this than regular downsampling. It would also be
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interesting to investigate the recognition accuracy of template matching
on high resolution images of clearwood or on single knots.

Other recognition approaches

The best suitable recognition method will depend on the specific applica-
tion. If there are differences in lengths of the products, then maybe this is
the best discriminating factor. However, as has been proven by many re-
searchers over the last few years, an ensemble of different methods almost
always beats the individual methods when it comes to accuracy.

A huge number of variables are extracted by board scanners of today
to describe the features of the boards. With a multi-sensor approach us-
ing color, X-ray, and tracheid effect, it would be easier to classify different
features on sawn wood surfaces. The classified features and their positions
would likely be very useful for recognition purposes. Although, the infor-
mation may not be easy to extract at all places in the production line.
There is in this case a need for a robust feature detection system at every
scanning station, but it may not be reasonable to have the same type of
costly high-end equipment everywhere.

Most board scanners today acquire images of all four sides of the
boards. Adding more surface area to the fingerprint would increase the
chance for a correct identification, and if the end grain surface was cap-
tured it would make the board fingerprint even more unique. However,
something other than feature- or knot detection would probably have to
be used. It would be possible to use, for example, cross correlation of the
end grain surfaces if eventual distortions are overcome. Furthermore, the
number of growth rings and their widths on the end grain surface could
also be used as information for recognition, if they can be distinguished.

Detection of thin cracks

In Paper V, a possible flaw in the experimental setup was discovered,
where it is likely that the vise did not clamp the lamellae perfectly equally
on each side. This flaw should be corrected in future research or maybe
some other method of clamping could be investigated.

It would be interesting to try a variable frequency ultrasonic source
to be able to maximize the SNR between cracks and solid material. A
possibility would be to sweep through many frequencies and combine the
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images to suppress the heat addition from standing waves (Guo and Vav-
ilov, 2013).

Another enhancement could be to try to incorporate the shape of the
salient features that appear in the IR images. If the shapes of the features
are analyzed, then some false cracks may be discarded as being something
else.

A better result could probably be found by optimizing the duration of
excitation before the snapshot was taken because this was only chosen by
the naked eye.

Typically, the sign histogram of the CLBP carries most of the informa-
tion according to Guo et al. (2010). However, in our case, the magnitude
histogram seems to contribute more if we look at the OOB variable im-
portance. This is something that could be investigated further.
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FEATURE RECOGNITION AND FINGERPRINT SENSING FOR 
GUIDING A WOOD PATCHING ROBOT

Tobias Pahlberg1, Olle Hagman2

ABSTRACT: This paper includes a summary of a few commonly used object recognition techniques, as well as a 
sensitivity analysis of two feature point recognition methods. The robustness was analyzed by automatically trying to 
recognize 886 images of pine floorboards after applying different levels of distortions. Recognition was also tested on a
subset of 5% of the boards which were both re-scanned using a line scan camera and photographed using a digital
camera. Experiments showed that both the Block matching method and the SURF method are valid options for 
recognizing wood products covered with distinct features. The Block matching method outperformed the SURF method 
for small geometric distortions and moderate radiometric distortions. The SURF method, in its turn, performed better 
compared to the other method when faced with low resolution digital images.

KEYWORDS: Wood, Feature recognition, Fingerprint, Hol-i-Wood PR, Patching robot, Image analysis, Classifica-
tion, Holonic, Sensor fusion

1 INTRODUCTION 123

Suppose a wooden board has gotten a crack, a few dead 
knots have loosened, and maybe the hue of a part of the 
board has changed. The question is if it is possible for a 
machine vision system to identify the board using only 
its biometric “fingerprint”? We may want to trace back 
through the history of the board. How was it produced 
and under what conditions? Or perhaps the task is 
merely to detect if the right piece has arrived at the right 
machine? 
The objective of the presented work is to determine if it 
might be possible find a certain wooden board in a 
database of a thousand boards; and to determine a 
feasible type of descriptor that a computer can use to 
recognize boards. The descriptors need to be robust to 
both radiometric and geometrical distortions to be able to 
recognize a particular wood piece using different 
cameras and different camera setups.
The Hol-i-Wood Patching Robot project started in early 
2012 and is a collaboration between Luleå University of 
Technology (LTU), TU Wien and TU München, as well 
as industrial partners; MiCROTEC, Springer, TTTech 
and LIP BLED. The project will have resulted after three 

1 Tobias Pahlberg, PhD Student, Wood Products Engineering, 
Luleå University of Technology, Forskargatan 1, 931 87 
Skellefteå, Sweden. Email: tobias.pahlberg@ltu.se
2 Olle Hagman, Professor, Wood Products Engineering, Luleå 
University of Technology, Forskargatan 1, 931 87 Skellefteå, 
Sweden. Email: olle.hagman@ltu.se

years in several different standalone holonic modules of 
which the wood fingerprint recognition is one part.
The hardware will consist of a new multi-sensor scanner,
a system for transport of laminated wood products which 
need repairing, and lastly a patching robot. The patching 
robot will be equipped with a vision system and should 
be able to recognize previously scanned wood pieces at 
the repair station, preferably using a non-invasive 
method. The patching robot will drill out certain defects 
and replace them with fitted wooden dowels. Defects 
such as dead knots, pitch pockets and geometrical 
defects. The identification using the fingerprint of wood 
is needed to inform the patching robot of which piece 
has arrived.
A number of laminated wooden end-products nowadays 
depend on a skilled machinist to repair the defects off-
line, which can become a bottleneck in the production 
chain.

2 THEORY
The purpose of this chapter is to summarize and describe 
a few important concepts related to identification 
systems.

2.1 FINGERPRINTS
Within the field of biometrics the human fingerprint has 
been used for identifying people for over a century [1].
Scanning technology and algorithms have been pushed 
forward mainly by security and forensics applications.
The procedures in fingerprint recognition software most 



often have to address the following four design 
challenges [2]:

1. Image acquisition  
2. Fingerprint representation
3. Feature extraction
4. Matching

Human fingerprint systems often rely on extracting 
certain minutiae or details for identifying individuals [1].
Ridge endings, ridge bifurcations and singular points are 
usual descriptors together with the coordinates and the 
orientation of these descriptors. Similar techniques can 
likewise be applied to identify wooden boards, where for 
example their knots and growth ring patterns describe 
“individuals” in the same way as the ridges do on a
finger. 

2.2 ROBUSTNESS
It can be very difficult to acquire an image under exactly 
the same conditions at different scanning stations. 
Furthermore, a lot of things can have happened to an 
object over time since a previous scan. Hence, a practical 
identification system needs to be robust to noise and 
distortions. 
Geometric distortions can arise if for example a wooden 
board is transported skew past a line scan camera, if the 
pixels are non-square, or if the cameras have different
poses at different scanning stations. Moreover,
radiometric distortions introduced by different lighting 
conditions could be present, and at some manufacturers,
for example, sawdust or dirt can occlude parts of the 
boards. 

2.3 SPEED
A common way to reduce the problem of quickly having 
to search through a huge database of fingerprints to find 
a match is to group similar prints into bins [1]. These 
bins can be used for classification purposes if desired,
but they can also be used to reduce the search space in a 
matching stage.
Bin sorting methods can on the other hand lead to 
problems if noise is present, where some features can 
become ambiguous. In such a case the sought board
might have been put into the wrong bin and is therefore 
impossible to find.
Instead of sorting boards into discrete classes, a feature 
vector can be used to represent it. The Euclidean 
distance can then be calculated between the query vector 
and vectors in the database. 

2.4 CLASSIFIERS
Neural networks (NN) are widely used as a classification 
method for fingerprints. A fingerprint system called 
PCASYS which utilizes NNs was developed for the FBI 
in the early 1990s [3].
Feature extraction and classification of wood defects was 
done using NNs in [4, 5]. The learning problem in those 
cases was solved by the use of self-organizing maps 
(SOM) in the early feature extraction stages. A correct 

classification rate of 86%, for example, was obtained 
using Gabor filters and adaptive color histograms.
A tree-structure support vector machine (SVM) approach 
was proposed in [6] to classify four types of wood knots,
achieving an average correct classification rate of 96.5%. 
In a related thesis work a supervised classifier was 
trained with Adaboost to classify different stain type 
defects on wood in [7].
Different classifiers have different strengths and 
weaknesses; hence a combination of classifiers is often 
the best solution. 

2.5 OBJECT RECOGNITION
Object detection, classification and recognition are 
tightly intertwined areas. The sought output is different 
for them, but the process of getting the output is usually 
similar. Often the procedure involves extraction of 
feature points from the objects. 
A feature point is a region in an image that is likely to be 
recognized in other images [8]. Typical feature points 
include, for example, corners, blobs and T-junctions. 
Corners, i.e., positions in an image where there is a 
strong intensity change in two orthogonal directions, are 
very good objects to track [9, 10].
A region around the corner is usually stored. These 
regions, or templates, are later used for recognition of 
objects by finding several matching regions between 
images.
Criteria for good feature points, or interest points, are 
described in [11]:

1. Distinctness: The points should be distinguishable 
from their neighborhood, e.g., consist of a pro-
nounced gradient in intensity or color.

2. Invariance: The points should be invariant with 
respect to expected geometric and radiometric 
distortions.

3. Stability: The points should be robust to noise.
4. Seldomness: There should not be several similar 

points in the same image to avoid confusion. (If a
point is part of a repetitive pattern, the possibility
for a false match is high.)

5. Interpretability: The points should preferably be 
interpretable, such as an edge, corner or blob.

Edges are usually not good interest points; the region
information is similar along the line and hence does not 
fulfil the seldomness requirement. Smooth untextured
regions do not uphold the distinctness requirement, et 
cetera.
Several corner- and feature point-detection algorithms
have been produced over the years. One of the most 
famous corner detectors is the Harris corner detector 
[12]. The Harris method involves moving a search 
window over a grayscale image and computing the 
weighted Sum of Squared Difference (SSD) between the 
starting location and its surroundings (Figure 1).
In a smooth untextured part of the image there will not
be a big SSD response in any direction. At a line, or a 
sharp gradient change, there will be a big response in 



one direction. At a corner there will be a big response in 
two different directions. 
If a grayscale image is denoted I, the search window area 
(u,v), and the shift (x,y), then the weighted SSD is given 
by:

2

,
.( , ) ( , ) ( , ) ( , )

u v
D x y w u v I u x v y I u v (1)

The weighting factors, w(u,v), are often formed to create 
a circular search window. Moreover, a Gaussian 
smoothing can be applied over the region to counter the 
noise introduced due to the discrete grid of pixels in an
image.
By use of Taylor expansion, Equation (1) can approxi-
mately be rewritten as:
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Second derivatives are better suited for finding lines and 
corners than first derivatives, i.e., gradients. Second 
derivatives are only non-zero at places in the image 
where there is a gradient change, not where there is a 
constant gradient. A constant gradient is usually not 
defined as a line.
Most corner detectors utilize the Hessian matrix, in some 
way, to find intensity maxima.
Through the eigenvalues, 1 and 2, of A2×2, a rotationally 
invariant descriptor of what is going on around a point in 
an image is obtained.

1. If both 1 and 2 are large, a corner is present in the 
region.

2. If one eigenvalue is large and the other is small, then 
a line is present in the direction perpendicular to the 
eigenvector with large eigenvalue.

3. If both 1 and 2 are small, there is no a distinct edge 
or corner in that region.

The eigenvalues are usually not computed explicitly due 
to the computational cost. Instead the trace and 
determinant of A can be used.
In the method proposed by Shi and Tomasi, a threshold 
is set on the smaller of the two eigenvalues which
decides if a corner is accepted [13].
Another corner detector, the Features from Accelerated 
Segment Test (FAST, [14]), uses a different approach. 
The algorithm searches for patches within an image that 
“looks” like a corner. Hence, it does not have to 
calculate second derivatives or eigenvalues. As can be 
understood by its abbreviation, it is fast, and trades 
exactness for speed. Only four pixels are traversed in 
each patch when deciding the probability of there being 
a corner in it. Only in the most probable patches, a more 
thorough investigation is made by traversing more pixels
around the circumference of the patch. The FAST corner 
detector is often accurate enough, as long as there is not 
too much noise in the image.
Lowe proposed a novel approach for feature point 
detection called Scale-Invariant Feature Transform 
(SIFT, [15]). SIFT detects the dominant gradient 
orientation of interest points in an image and saves the 
gradient information around these points. Since the 
dominant orientation is found, the method becomes 
rotationally invariant. SIFT features can also be matched 
at different scales since the images are downsampled 
iteratively while leaving the kernel size unchanged. 
Scales are divided into so-called octaves, where the next 
octave corresponds to a doubling of the length of the side 
of the image (Figure 2). Moreover, SIFT and its variants
can handle some variation in illumination of the scene.
A fast and robust method which is in many ways similar 
to SIFT is the Speeded-Up Robust Features method 
(SURF, [16]). SURF uses integral images [17] for fast 
calculations of sums of intensities over rectangular 
regions in grayscale images. The use of integral images 
makes it possible to do such computations in constant 
time, independent of region size. In the SURF approach,
the kernel sizes are resized instead of the images, as in 
SIFT. A Hessian matrix-based method is used for 
finding corners and blobs suitable as feature points.
Intensity information on feature points is stored in a way 
similar to SIFT. However, SURF is by default using half 
as much storage space, i.e., a 64-dimensional vector 
instead of 128. This speeds up both the feature extraction 
and the matching time.
For images without distinct features, a template-based 
approach may be more suitable. Template matching
works by moving a search window over an image while
calculating an error metric, e.g., SSD or normalized 
cross correlation between the template and search image. 

Figure 1: Harris corner detector computing a weighted 
SSD between the starting location and its surroundings. 
A line is found to the left, a corner to the right.

Figure 2: The image pyramid of scale.



The minimum error, or maximum response, is given 
when the template is at the correct location.

2.6 GEOMETRIC TRANSFORMATIONS
The geometric relation between points in space and a 
two-dimensional image can be described by a projective
transformation [18]. If most of the points in a scene are
at the same depth, and if a long focal length is used, then 
the affine transformation is a good approximation of the 
projective transformation. Affinely distorted images can 
be generated using the planar affine transformation. This
2D to 2D transformation skews the image and then 
rotates and translates it (Figure 3). The transformation
preserves straight lines, i.e., lines which were parallel,
will be parallel also after the transformation. Further-
more, affine transformations preserve the length ratios 
between parallel line segments in an image, as well as 
ratios between areas.
The planar affine transformation ' AHx x is defined as:
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The linear transformation, A in Equation 4, consists of a
deformation followed by a rotation:

( ) ( ) ( ).A R R DR (5)

After the first rotation, , the image is scaled in x- and y-
directions using the diagonal matrix in Equation 6,
skewing the image.

1

2

0
0

D (6)

The image is then rotated back by the same amount and 
a different rotation, , is applied. Lastly, a translation by 
(tx, ty) is applied to the image.

3 MATERIALS AND METHODS
3.1 IMAGES AND IMAGE ACQUISITION 
The chosen dataset consists of 886 floorboards from 
Scots pine (Pinus sylvestris) with the dimension 21x137 
mm. The same set of floorboards was previously used in 
[19-21]. They are between 3007-5109 mm long, with a 
mean length of approximately 4500 mm. The boards 
were sawn from 222 logs with top diameter between 

201-215 mm and were randomly collected from Bollsta 
sawmill in central Sweden. The boards had been planed, 
sanded and finished with white pigmented oil and a thin 
layer of varnish. 
The finished floorboards were scanned in 2006 using a
high resolution color line scan camera; Dalsa Trillium 
TR-37. It is a 3CCD camera with a 2048 pixel array for 
each of the colors; red, green and blue [19]. The boards 
were scanned at a resolution of 2.5 pixels/mm length-
wise and 10 pixels/mm across. Photocells were set up to 
automatically crop off 80 mm from each side to avoid 
edge artifacts. The images were then resized to a 
resolution of 1 pixel/mm in both directions using bi-
cubic interpolation and were saved in JPEG format at
95% quality. The colors of the images had been carefully 
calibrated to match the colors of the boards in reality.

3.2 ROBUSTNESS TESTING
To test the robustness of the two different feature-
matching techniques, a two-level full factorial experi-
ment was created. A subset of 100 floorboards was 
picked out randomly from the total 886. The planar 
affine transformation was used to distort these images
using different parameter combinations. The four 
parameters; , , 1 and 2, were each assigned a “low”
and a “high” value. Hence, 24 = 16 new image datasets
containing 100 images each were created to test all 
combinations and to determine which factors had the 
most significant impact on the identification accuracy. 
The different low and high values can be seen in Table 1.
Table 1: The affine distortion parameters’ “low” and 
“high” value used in the robustness testing.

(°) (°) 1 2
Low 5 5 0.9 0.9
High 15 15 0.7 0.7

The translation parameters of the affine transformation
were set to zero since they would not affect the result in 
any case. Feature points are matched independently of
their positions and only their relative positions in each 
image are used to sort out false matches.
The low and high values were chosen accordingly after 
screening experiments indicated difficulties within these 
ranges.
Note that when the scaling parameters, 1 = 2 = 1, there 
is no scaling done. As can be seen in Table 1, a 10% size 
reduction is chosen as the low value, and a 30% size 
reduction as the high value.
Anti-aliasing is used to limit the impact of aliasing on 
the output images when resizing and transforming 
images. Aliasing may appear as “stair-step” patterns at 
lines in an image or as moiré patterns, a ripple- or wave-
type artifact.

3.3 RE-SCAN OF IMAGES
The same line scan camera as before was used in 2012 to 
re-scan 5% of the floorboards to have a subset of
realistically acquired images to test the matching 
capabilities on. Some of the boards had during the past 

Figure 3: A planar affine transformation consists of a 
rotation (left), and a deformation (right). Illustration from 
[18].



years of storage become somewhat crooked or bowed.
Moreover, no stabilization of the boards was carried out 
while the conveyer belt was transporting them past the 
camera at the re-scan. No color corrections were made
on the images and some dust stains were present on a 
few of the floorboards. 
This time the camera was mounted at such a distance 
from the conveyor belt that yielded a resolution of 5.6
pixels/mm lengthwise and 6.5 pixels/mm across. The 
entire lengths of the board images were kept this time,
and the images were resized to 1 pixel/mm in both 
directions using bicubic interpolation. They were saved 
in JPEG format at maximum quality.

3.4 DIGITAL PHOTOS
To provide a last tough challenge to the recognition 
methods, digital photos were taken of the floorboards 
from a distance. The photos were acquired with a Canon 
400D camera at a resolution 0.6 pixels/mm. The images 
were scaled up to 1 pixel/mm in order not to disad-
vantage the scale-dependent Block matching method.

3.5 FEATURE EXTRACTION AND MATCHING
Two different methods were used for feature extraction 
and matching in the experiments. The first is referred to 
as the Block matching method and the other as the SURF 
method. Implementations of these methods can be found 

as open source [22], and are often used for similar 
purposes in other computer vision applications. 
In this paper, implementations from MATLAB®

R2011b, Computer Vision System Toolbox™, have been 
incorporated.

3.5.1 Block matching method
In the Block matching method simple square neighbor-
hoods are extracted as features around interesting points 
in an image. A detailed explanation is presented in 
Algorithm 1.
A few settings for the FAST corner detector were altered
from the default. The size of the search window for 
finding corners was set to 25x25 pixels, i.e., 25x25 mm 
due to the resolution. The corner threshold parameter 
was increased to 0.001 (default: 0.0005) to pass along
also weaker corners. However, the intensity threshold for 
accepting corners was instead increased to 20 (default: 
0.1) out of the maximum 127.5, to reduce the number of 
corners being falsely detected on the boards’ boundaries.
No more than the 50 best corners were kept to be able to 
execute the matching step within reasonable time.
The intensity information in a 25x25 pixel neighborhood
around each FAST point was extracted as feature points.
This neighborhood size was chosen since it encircled 
most of the knots.
The MATLAB-function matchFeatures carries out steps 

Algorithm 1: Block matching method

1. Run FAST corner detector on query image, IA, and 
database image, IB.

2. Description of feature points:
2.1. Extract the intensity information in a square 

patch around the corners.
2.2. Patches that are on the border or completely 

outside the region of interest are removed.
2.3. Reshape the patches into nA and nB column 

vectors and insert them as the columns of fea-
ture matrices A and B.

2.4. Normalize the columns of A and B to make the 
method more robust to radiometric differences.

3. Matching:
3.1. Calculate the (nA×nB) error matrix between all 

the features in A and B using SSD according 
to:

( , ) ( ). ^ 2i jE i j a b , where ai and bj are 

the column vectors of A and B respectively, 
and the operator (.^2) squares every element in
a vector. 

3.2. For every row in E, find the lowest column 
error, i.e., the best matching features between 
IA and IB.

3.3. Remove duplicate feature pairs.
3.4. Remove weak matches which have an error 

above some specified threshold.

Algorithm 2: SURF method

1. Create a scale-space representation of the query 
image and the database image by use of integral 
images and box filters.

2. Detection of feature points:
2.1. Use the local maxima of the Hessian determi-

nant operator applied to the scale-space to ob-
tain feature points.

2.2. Keep points with a response level above a 
certain threshold.

2.3. Refine scale and location of these candidates.
2.4. SURF points which are on the border or com-

pletely outside the region of interest are re-
moved.

3. Description of feature points:
3.1. Calculate a dominant orientation direction 

using the neighborhood gradient information to 
make the feature points rotationally invariant.

3.2. Build a 64-dimensional descriptor correspond-
ing to the local normalized gradient histograms 
using Haar wavelets.

4. Matching:
4.1. Compute the Euclidean distance between all 

potential matching pairs.
4.2. Reduce mismatches using a nearest neighbor 

distance ratio criterion.



3.1-3.4 in the Block matching algorithm. There, the SSD 
boundary for accepting matches was increased to 2% 
instead of the default, 1%, to produce more potential
matches. Feature pairs with a matching error above this 
percentage are removed.

3.5.2 SURF method
The SURF method is thoroughly described in [16], and 
an extensive algorithm description can be found in [23].
A shortened version is presented in Algorithm 2.
The number of octaves was kept at the default, 3, but the
number of scale levels within each octave was increased
to 6 (default: 4). No maximum number of SURF points 
was specified here, only the default metric threshold for 
accepting points was used.
The SSD boundary for accepting matches was increased 
to 5% instead of the default, 1%. 
The MATLAB-function matchFeatures carries out steps 
4.1-4.2 in the SURF algorithm.

3.6 REMOVAL OF FALSE MATCHES
Some features of wood, such as knots, can look quite 
similar, especially to a computer. Hence, features from 
one floorboard are sometimes matched to several 
features in another. This ambiguity can be taken care of 
by removing features that get a lot of matches (Sel-
domness requirement, Section 2.5). Features with more 
than three possible candidate matches were removed.
A problem can also be that the best fit of features, 
algebraically, might not be the correct one, for different 
reasons. Hence, it is usually a bad idea to sort out 
“erroneous” matches solely on the basis of a SSD 
threshold.

3.6.1 Geometric Transform Estimator
MATLAB’s Geometric Transform Estimator was 
utilized to remove point pairs that should be considered 
as false matches given a certain geometric transfor-
mation. The non-reflective similarity transformation was 
chosen instead of the affine transformation since it, due 
to fewer degrees of freedom, performed more stably.
To allow for some deviation and to loosen the demands 

on the point pairs to conform to the model, the Euclidean 
pixel distance threshold was raised to 100 mm. Random 
Sample Consensus, RANSAC [24], was chosen as the 
method for determining inliers, i.e., true matches.
A description of the geometric transform estimator is 
presented in Algorithm 3.

4 RESULTS AND DISCUSSION
In this section the two different feature recognition 
methods are compared. Note, however, that their 
performances depend on parameters which do not 
always apply to both methods.
Test runs were carried out on a PC running Windows 7 
64-bit with an Intel® Xeon® processor at 2.53 GHz.
It takes about 12 seconds to acquire feature points for 
one query floorboard and then compare it against the 
database of 886 floorboards, i.e., around 14 ms to 
compare it against one database-file. The Block 
matching method and the SURF method take roughly the 
same amount of time.

4.1 ROBUSTNESS TESTING
For every distorted image, the best matching board in the 
database was chosen based on having the greatest 
number of unique matching feature points. 
Both the Block matching method and the SURF method 
successfully identified the correct individual in Figure 4.
The identification accuracy of the two methods for 
different parameter combinations can be seen in Table 2.
The Block matching method performs well as long as the 
scaling parameters are kept at the low level. The scaling 
in x-direction, 1, has the biggest impact on the accuracy. 
Inspection of some of the failed cases showed that 
occasionally the FAST corner detector misinterpreted 
sections of the boards’ outer borders as corners and thus 
a lot of feature points were rejected. The worst case 
occurred at a large skewing angle, , in conjunction with 
a large scaling in x-direction, 1. However, neither a 
large rotation angle nor a large skewing angle seems to 
correlate significantly with bad accuracy.
The SURF method’s identification accuracy remains 
decent when the scaling parameters are kept at the lower 
level. However, the SURF method has big trouble when 
either 1 or 2 is at the high level. A noted problem is that 
certain wood features that the SURF method sees as 
especially interesting are found at many different scale 
levels. Thus, several scattered features in one image can 
be falsely matched together with a tight cluster of 
features in the other image. This effect is most evident 
when either of 1 or 2 is at the high level and the other 
one is not. The SURF method, however, does not 
experience the same problems of finding invalid feature 
points on edges of the boards.
A large number of matched feature points usually means 
that the correct board has been identified. If the second 
best matching board has almost the same amount of 
matched feature points, then the chances are high that the 
“best” might not be the correct one. To visualize the 
difference between the number of matched feature points 
for the best match and the second best match, for small 
geometric distortions, a box plot was created (Figure 5). 

Algorithm 3: Geometric transform estimator

1. Loop until maximum number of iterations has been 
reached, or until enough inliers have been found.
1.1. Randomly pick a number of matched point 

pairs from images IA and IB (2 pairs for non-
reflective similarity transformation).

1.2. Calculate the transformation matrix, ,SH  using 
the relationship ' .SHx x

1.3. Project the points from one image onto the 
other and sum the Euclidean distances between 
the point pairs.

1.4. Update SH if the summed distance is lower 
than the previous minimum.

2. Return a list of inlier point pairs.



Each of the 886 floorboards was given a small geometric 
distortion and was then matched against the original 
images. The parameters of the affine transformation
were assigned uniformly distributed random numbers on
the intervals: - , and 1, 2 . The 
plots show that the Block matching method has a slightly 
higher mean number of matched features for the best 
match.

4.2 RE-SCANNED IMAGES
An example of how one of the re-scanned images could 

look is shown in Figure 6. Both the Block matching 
method and the SURF method successfully identified the 
correct board also in that case.
The identification accuracy of the 44 re-scanned boards
can be seen in Table 3.
The Block matching method outperforms the SURF 
method for this particular case comprising small 
geometric distortions and moderate radiometric changes.
Due to the smaller geometric distortions in this 
experiment, the drawbacks of the two methods should 
not negatively affect the accuracy to the same extent.

Table 2: Comparison of the identification accuracy between the Block matching method and the SURF method for the 
simulated distorted images dataset at different maximum rotation angles and scaling parameters. The best accuracy is 
marked green for each method and the worst, red.

Block matching method SURF method
Accuracy (%) Accuracy (%) (°) (°) 1 2

93 98 5 5 0.9 0.9
94 48 5 5 0.9 0.7
90 36 5 5 0.7 0.9
78 75 5 5 0.7 0.7
94 98 5 15 0.9 0.9

100 47 5 15 0.9 0.7
68 35 5 15 0.7 0.9
78 76 5 15 0.7 0.7
97 92 15 5 0.9 0.9
98 50 15 5 0.9 0.7
78 36 15 5 0.7 0.9
82 78 15 5 0.7 0.7

100 93 15 15 0.9 0.9
98 53 15 15 0.9 0.7
96 28 15 15 0.7 0.9
82 79 15 15 0.7 0.7

(a)

(b)

Figure 4: Example of a simulated distorted floorboard image with ( 1, 2) = (-5°, -5°, 0.9, 0.9) which has been 
correctly identified in the database. (a) Block matching method. (b) SURF method.



A visualization of the difference between the numbers of 
matched features for the best match and the second best 
match is shown for each of the 44 boards in Figure 7.
The same tendency as before can be seen there. The 
SURF method has a more widespread number of 
matched features, though there is more often a smaller
difference between the best and the second best match.
This means that the SURF method can be seen as less 
robust in that sense.
Table 3: Comparison of the identification accuracy 
between the feature point methods for the re-scanned 
images. 

Method Accuracy (%)
Block matching 95.5
SURF 86.4

4.3 DIGITAL PHOTOS
The last and most challenging case was that of matching 

low resolution digital images with the original, higher 
resolution, images. The digital images were cropped and 
scaled to match the resolution of the original images.
The identification accuracy is shown in Table 4, where 
the SURF method is clearly the most robust method in 
this case.
Closer investigation showed that the FAST corner 
detector had trouble finding features in these images. 
Different settings were tested but did not produce more 
feature points. Hence the somewhat undeserved poor 
result for the Block matching method.
Table 4: Comparison of the identification accuracy 
between the feature point methods for the digital photos. 

Method Accuracy (%)
Block matching 9.1
SURF 34.1

(a) (b)

Figure 5: The number of matching feature points for the best matching floorboards compared to the second best match
when: - 1 2 . (a) Block matching method. (b) SURF method.

(a)

(b)

Figure 6: Example of a re-scanned floorboard image identified in the database. (a) Block matching method. (b) SURF 
method.



5 CONCLUSIONS
There are many parameters that can be varied and 
tweaked to get different amounts of feature points from 
the algorithms. If thresholds for accepting corners are
lowered, more feature points will be returned. However, 
these will be less robust.
A drawback of having a lot of features is that the 
extraction and matching procedure will take longer, 
making a real-time application less feasible.
A problem with the FAST corner detector is that it can in 
some cases misinterpret jagged lines and edges as
corners. The SURF method’s corner detector is in this
respect more reliable and better at finding features in an 
image.
The method of finding interest points using corners, i.e., 
a high second derivative response in two directions, is a 
very general method. It is widely used within machine 
vision in various different scenarios. A wooden surface 
with knots is a special case that probably should be dealt 
with using a more specialized knot-finding algorithm.
The Block and SURF features are likewise common
general purpose feature points, but not very specialized 
towards recognizing wood. The advantage of these 
methods is that they are quite robust. It would be easy to 
re-tune the parameters and apply the methods on a 
slightly different recognition problem.
The SURF method’s problem of incorrectly matching 
several scattered features in one image to a tight cluster 
of features in the other image must be addressed. This is 
not a huge problem and can definitely be solved.
The Block matching method performed surprisingly well 
in all experiments, especially considering that it is scale 
and rotation dependent. The method would, however, 
greatly benefit from using a more robust knot-finding 
algorithm. 
The rotationally invariant SURF method generally 
handled rotations worse than the Block matching 
method, which was unexpected. Rotational invariance is
possibly not as crucial due to knot features being mostly 
rounded.

Both the Block matching method and the SURF method 
are valid options for recognizing wood products covered 
with distinct features. The Block matching method 
outperformed the SURF method for small geometric 
distortions and moderate radiometric distortions. The 
SURF method, in its turn, performed better compared to 
the other method when faced with low resolution digital 
images. However, the FAST corner detector often failed 
to acquire enough valid interest points to the Block 
matching method in this case.
A combination of Block- and SURF features would most 
certainly provide a big improvement in identification 
accuracy.
Future work will include the incorporation of multi-
sensor data and defect classification used in existing 
systems for wood inspection.
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a b s t r a c t

This paper investigates the possibility to automatically match and recognize individual Scots pine (Pinus
sylvestris L.) boards using a fusion of two feature detection methods. The first method denoted Block
matching method, detects corners and matches square regions around these corners using a normalized
Sum of Squared Differences (SSD) measure. The second method denoted the SURF (Speeded-Up Robust
Features) matching method, matches SURF features between images (Bay et al., 2008). The fusion of the
two feature detection methods improved the recognition rate of wooden floorboards substantially com-
pared to the individual methods. Perfect matching accuracy was obtained for board pieces with more
than 20 knots using high quality images. More than 90%matching accuracy was achieved for board pieces
with more than 10 knots, using both high- and low quality images.

! 2015 Elsevier B.V. All rights reserved.

1. Introduction

The motivation for this work is: (i) to find out if it is possible for
a machine vision system to correctly re-identify wooden boards
using only their biometric ‘‘fingerprint’’, and (ii) to find out exactly
how small wood pieces can be recognized using a fusion of so
called feature detection methods.

This is a continuation of the work done by Pahlberg and
Hagman (2012) and is likewise a part of the Hol-i-Wood Patching
Robot project. The project outcome will consist of several different
holonic modules. Holonic, means that something is simultaneously
a part of something whole, but can still work by itself, e.g., like a
human cell. The wood fingerprint recognition system is such a part.

This particular application is supposed to run in real-time,mean-
ing that theprocessingunit is only alloweda fewhundredthsof a sec-
ond to correctly identify thewood piece when it arrives at one of the
patching robots. The search space will consist of all the scanned
wood products that are, so to say, in the flow and on their way to
being patched. This is therefore a so called closed-set identification
task, where the sought ‘‘individual’’ is known to be in the database.

1.1. Traceability in the wood chain

The wood industry has been investigating solutions to a few
traceability problems in the past. Efforts have been put into

investigating the possibility of tracking trees between harvesting
and sawmills using RFID tags (Björk et al., 2011; Häkli et al., 2013),
tracking logs between the log sorting station and the saw intake
(Chiorescu and Grönlund, 2004) and identifying which boards orig-
inate from which logs (Flodin et al., 2008). Attempts to recognize
boards using board end images have also been carried out (Põlder
et al., 2012). Other invasive technologies like barcode stickers and
sprayed on paint have also been investigated (Dykstra et al., 2002).

One big gain with traceability of wood products would be the
possibility for direct error feedback (Grönlund, 2008). If something
is wrong with the end product, if it has the wrong moisture con-
tent, if the yield is low, there are possibilities to trace back through
the chain and easier localize the origin of the problem. Traceability
would make it possible to do on-line and instantaneous calibration
of machines. Today, time consuming and expensive test sawings
are needed to calibrate machines and measurement equipment.

A wish, as expressed by industrial actors and researchers in the
consortium WoodCentre North, is to generate a controlled flow for
each individual wood component. This need is for example
expressed by sawmillers wanting to move away from bulk produc-
tion to a more dynamic customer-ordered production process in
order to utilize the biodiversity of wood better.

For the past decades, the trend has been to group similar logs
into bins and sawing batches in the same way (Uusijärvi, 2000).
However, in order for the wood industry to take the next step,
there is a need to connect the information through the whole chain
and adjust processing parameters by means of customer demands
and optimizing for value.

http://dx.doi.org/10.1016/j.compag.2014.12.014
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Each log can be divided into several different products. There-
fore, a high precision control is needed. The value added to each
product, through different processing steps, will be lost if it ends
up in the wrong bin. However, high precision control contradicts
with keeping a low amount of equipment. It is much more effective
to use in-process sensors as monitoring tools than adding new
ones which are likely to not get the full service and care by the staff
(Flodin, 2009).

A great advantage has emerged due to the possibility to look
into the interior of logs with high precision at industrial speeds.
The breakdown process can now be carried out virtually and a fin-
gerprint extracted to later be recognized by a surface scanner.

Today, there are image sensors available in the process chain for
sorting of logs by quality: 3D shape, discrete X-ray and computed
tomography (CT). Surface scanners are present within green and
dry sorting of the lumber and a number of process feedback
sensors that can be utilized to track and control each individual
product in the process. The sensors have different outputs and
show different properties or mechanisms depending on sensor
type. The problem which remains to be solved is to find
appropriate fingerprint parameters and matching algorithms such
that the wood products can be recognized at every point in the
process.

Can this be done using sensors already present in the chain
today, e.g., surface scanners? This article deals with the final stages
of a wood value chain, i.e., so called tracking or re-identification of
boards.

1.2. Biometrics

In the field of biometrics there has been an enormous amount of
effort put in improving the recognition of humans (Jain and Kumar,
2012). A lot of different recognition techniques are today being
researched in the field of biometric identification for security and
prevention of identify theft (Komogortsev and Karpov, 2013;
Yang et al., 2013; Czajka and Bulwan, 2013). As wood recognition
and wood traceability are relatively unexplored areas of research
there is a lot to learn from the human biometrics field. There, the
most research and effort has up until today been put into finger-
print, face and iris recognition. However, there are also other appli-
cations, for example, palm print, vein, handwriting, sound, gait and
ear recognition, that provide inspiration and push the biometrics
field forward.

Luckily within wood fingerprint recognition we are spared from
problems such as identify theft. However, some similar difficulties
can still be present, as well as a few problems which are specific for
the recognition of sawn wood products. Like humans, wood can
age, which can lead to changes in color but also add crookedness,
bow and cracks and so on (Sandberg, 2005). Wood products can
also be dried, planed, sanded, treated by some reagent or cut into
smaller pieces of different shapes during the processes within
which we want to track it. In addition, measurements of wood in
industrial processes can be subject to dirty, humid and other
adverse environmental conditions. Things like sawdust or dirt,
but also lighting can cause problems especially if we are using
intensity information directly as feature representation.

The image acquisition can also be negatively affected by loss of
traction of conveyor belts or improper clamping of the wood pieces
in combination with line scan cameras.

Moreover, while there is a common saying that all trees are as
unique as humans, there are also bound to be similar ones, that
can cause problems. If thin veneer is cut from one log there will
be several similar sheets, or ‘‘twins’’. The front and back of a board
can also sometimes look very similar, though the sides will in that
case be mirror images of each other.

1.3. Automatic fingerprint identification systems

Most often fingerprint identification systems, for humans or
wood, need to address the following design steps (Jain et al., 1997):

1. Image acquisition.
2. Fingerprint representation.
3. Feature extraction.
4. Matching.

Systems usually use minutiae and their relative positions as fin-
gerprint representation (Yager and Amin, 2004).

To be able to quickly match against very large databases, a great
deal of care must be taken when choosing representation. Identifi-
cation would often have to be made in haste since modern wood
factories have very high flow speeds. For instance, modern saw-
mills run their conveyors at three meters per second.

Although speed is important in our real-time application, and
though speed is always there in the back of our heads, it has not
been top priority in this work. There are always strategies to speed
up the final identification system. A more thorough optimization of
the code will be done at a later stage, after proof of concept.

1.4. Interest points and feature matching

Interest points are regions in an image that are likely to be rec-
ognized in other images of the same scene or object. Typical inter-
est points include, for example, corners, line endings and blobs
(Schmid et al., 2000). Corners, which are positions in an image
where there is a strong intensity change in at least two directions,
are very good objects to track (Moravec, 1980; Shi and Tomasi,
1994; Rosten and Drummond, 2006).

Usually, a representation of the intensity information in a
region around the interest point is stored. These feature represen-
tations, or descriptors, can later be used for recognition of objects
by matching several feature descriptors between two images.

Criteria for good points to match were described by Förstner
(1986) as having the following attributes:

1. Distinctness: The points should be distinguishable from their
neighborhood, e.g., consist of a pronounced gradient in inten-
sity or color.

2. Invariance: The points should be invariant with respect to
expected geometric and radiometric distortions.

3. Stability: The points should be robust to noise.
4. Seldomness: There should not be several similar points in the

same image to avoid confusion. (If a point is part of a repetitive
pattern, the possibility for a false match is high.)

5. Interpretability: The points should preferably be interpretable,
such as an edge, corner or blob.

Edges however, are usually not good interest points; the region
information looks similar along the edge and hence does not fulfill
the seldomness requirement. Another example are smooth untex-
tured regions, which do not uphold the distinctness requirement.

There exists a lot of different feature detectors and descriptors.
Lowe (2004) proposed an approach called Scale-Invariant Feature
Transform (SIFT). SIFT detects the dominant gradient orientation
of interest points in an image and saves the gradient information
around these points. Since the dominant orientations of the fea-
tures are calculated, the descriptor becomes rotationally invariant.
SIFT features can also be matched between different scales since
the images are downsampled iteratively while leaving the kernel
size unchanged. A fast and robust detector/descriptor, which in
many ways is similar to SIFT, is Speeded-Up Robust Features (SURF,
(Bay et al., 2008)). SURF has similar performance as SIFT, but the
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feature extraction and matching is much faster and the descriptors
only allocate half as much storage space by default. Gradient Loca-
tion-Orientation Histogram (GLOH) is an extension of the SIFT
descriptor designed to increase its robustness and distinctiveness.
SIFT descriptors are computed in a certain pattern around the
interest points and the dimensionality of this descriptor is reduced
to 64 by principal component analysis (PCA).

Some of the most popular general-purpose feature descriptors
are given in Table 1. Each of them have their own strengths and
weaknesses, and it is difficult to know beforehand which detec-
tor/descriptor combination will perform best for a certain dataset.
Extensive evaluations of different detectors and descriptors have
been carried out by Mikolajczyk and Schmid (2005) and Gauglitz
et al. (2011). We decided to use the two combinations of detectors
and descriptors implemented in MATLAB R2011b since they are
considered to be state-of-the-art methods and have been widely
used in various tracking and object recognition systems (Gauglitz
et al., 2011).

2. Material

To test a wood fingerprint recognition method, a large database
and preferably also quite many query images, are needed. How-
ever, large image sets of boards that have been scanned twice at
moderately different settings, are not very common. The two ver-
sions of the images should also not be too similar and perfect, as
this would render the problem quite trivial. Thus, the decision
was made to re-scan a few available floorboards in lab
environment.

In the near future, data will be collected from the scanner sta-
tions at the Hol-i-Wood Patching Robot plant.

2.1. Original dataset (database images)

The chosen dataset consists of 886 floorboard images from
Scots pine (Pinus sylvestris L.) with the dimension 21 ! 137 mm
(Fig. 1). The same dataset was previously used by Pahlberg and
Hagman (2012) and the boards were originally scanned prior to a
customer preference study in 2006 (Nyström et al., 2008;
Broman et al., 2008; Oja et al., 2008).

The boards are between 3007 and 5109 mm long, with an aver-
age length of approximately 4500 mm. They were sawn from 222
logs with top diameter between 201 and 215 mm and were ran-
domly collected from Bollsta sawmill in central Sweden. The
boards were then planed, sanded and finished with white pig-
mented oil and a thin layer of varnish. The finished floorboards
were scanned using a high resolution color line scan camera; Dalsa
Trillium TR-37. It is a three-CCD camera with a 2048 pixel array for
each of the colors; red, green and blue (Nyström et al., 2008). The
boards were scanned at a resolution of 2.5 pixels/mm lengthwise
and 10 pixels/mm across. Photocells were set up to automatically
crop off 80 mm from each side to avoid edge artifacts. The images

were then downsampled, using the function imresize in MATLAB, to
a resolution of 1 pixel/mm in both dimensions using the bicubic
interpolation setting and the default low-pass filter to mitigate ali-
asing. (Aliasing may appear as stair-step patterns at lines in an
image or as Moiré patterns, a ripple- or wave-type artifact.)

Colors in the images were carefully calibrated to match the col-
ors of the boards in reality. Then the images were saved in JPEG
format at 95% quality using MATLAB’s imwrite function.

2.2. Re-scanned dataset

The same line scan camera as before was used by Pahlberg and
Hagman (2012) to re-scan 44=886 " 5% of the floorboards to have
a subset of realistically acquired images to test the matching capa-
bilities on. The boards were randomly picked without consider-
ations to which log they originated from because of convenience.
The picked boards have on average 29# 5 knots (min = 18,
max = 42) of different sizes and appearances. Some of these boards
had during the past years of storage become somewhat crooked or
bowed. Moreover, no stabilization of the boards was carried out
this time while the conveyor belt was transporting them past the
camera. No color corrections were made on the images and some
dust stains were present on a few boards.

This time, the camera was mounted at such a distance from the
conveyor belt that yielded a resolution of 5.6 pixels/mm length-
wise and 6.5 pixels/mm across. The entire lengths of the board
images were kept this time, and the images were downsampled
to 1 pixel/mm using the same method as before for consistency.
They were saved in JPEG format as before but now at maximum
quality.

Table 1
A selection of the most popular general-purpose
feature descriptors.

Reference Descriptor

Alahi et al. (2012) FREAK
Bay et al. (2008) SURF
Calonder et al. (2010) BRIEF
Leutenegger et al. (2011) BRISK
Lowe (2004) SIFT
Mikolajczyk and Schmid (2005) GLOH
Rublee et al. (2011) ORB
Tola et al. (2010) DAISY

Fig. 1. Example of five boards from the original floorboard image dataset. The
boards have been planed, sanded and finished with white pigmented oil. Their
lengths have been cropped to 734 mm in this figure.
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2.3. Digital photos dataset (Canon)

Lower quality digital photos were taken of the same 44 floor-
boards from a distance to provide a tougher challenge for the rec-
ognition methods. The photos were acquired with a Canon 400D
camera at a resolution of 0.6 pixels/mm. The images were upsam-
pled to 1 pixel/mm in order not to disadvantage the scale-depen-
dent block matching method. Scaling was again carried out using
MATLAB’s imresize and the bicubic interpolation setting.

2.4. Cropped image datasets

Several subgroups of images were created from the 44 high-
and low quality images. These images were cropped to shorter
lengths so that each subgroup would contain board pieces with a
specific number of knots, from 5;6; . . . ;30 knots. The goal was to
show how the different methods’ performances vary with
increased number of knots. Fig. 2 shows examples of a wood piece
from the group with five knots. A cropped version of the original
dataset image is shown here as a reference, but when matching,
the whole length of the original images were always used.

The amount of images in each group can be seen in Fig. 3. Nat-
urally, it was not possible to extract as many cropped images with
a large amount of knots as with few knots, since in the latter case,
many pieces could be grabbed from each board.

All knot positions (pixel coordinates) were marked manually in
the computer to be able to determine good possible crop positions.
A script was written to automatically cut the images in between
knots. However, sometimes for Scots pine there are two or three
knots at the same lengthwise position. This circumstance led to a
fewknotsbeingcut inhalf.Nonetheless, theaveragenumberofknots
in the images of each batch should be close to the target number.

Very small knotswere counted even though theywouldprobably
not generate any stable interest points. However, very small knots
on edges of the boards were not counted since features on edges of
boards are removed in the matching algorithm. Some marginal dif-

ferences in the crop positions between the high- and low quality
dataset can occur, since the very smallest knotswere not always vis-
ible in the low quality dataset, and were therefore not marked.

An overview of all different datasets can be found in Fig. 4.

3. Methods

In this section the feature detection algorithms and the match-
ing procedures are explained in order to be able to replicate the
approach.

3.1. Feature detection and matching

Boards can be identified by matching many small features
between image pairs. The feature descriptors of a query board
are compared against the feature descriptors of all the boards in
a database. The database board with highest number of matching
feature descriptors is deemed to be the correct match.

Two different feature detection methods have been utilized
individually, but also in combination, to carry out the identification
of boards in the experiments. The first method will be referred to
as the Block matching method (Nistér et al., 2004; MathWorks
MATLAB; Szeliski, 2011, p. 222). The second method will be
referred to as the SURF matching method (Speeded-Up Robust Fea-
tures, (Bay et al., 2008)), and finally, the combination of the two
will be denoted the Fused method. An example that illustrates
how the feature descriptors are being placed on the different data-
sets can be seen in Fig. 5.

(a) Original. (b) Re-scan. (c) Canon.

Fig. 2. Examples of the cropped datasets with an approximate number of knots per
image. Figures (a)–(c) are part of the 5-knot batch. Cropped versions of the original
images are shown here as reference.
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Fig. 3. The amount of images in each group of the cropped datasets.

Original image dataset,

886 full length boards (2006)

Canon, low quality dataset,

44 full length boards

Re-scan, high quality dataset,

44 full length boards

Cropped low quality images,

1664 board pieces

Cropped high quality images,

1664 board pieces
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Fig. 4. An overview of the different datasets used in this paper. The 44 boards were
randomly picked without considerations to which log they originated from because
of convenience.
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The procedure for finding a best matching wood piece in the
database is similar for the three methods and can roughly be sum-
marized as follows:

1. Load a query image.
2. Invoke a corner/blob detector on the image and extract feature

descriptors around those corners/blobs, (MATLAB functions:
detectHarrisFeatures, detectSURFFeatures, extractFeatures).

3. Remove descriptors that are partly outside of the wood piece
border by checking if they include intensity values equal to
zero.

4. Match query descriptors against database descriptors, one data-
base image at a time, (MATLAB function: matchFeatures).

5. Estimate a best fitting geometric transformation between point
matches and remove outlier matches that do not fit the trans-
formation, (MATLAB function: estimateGeometricTransform).

6. Evaluate if the transformation seems reasonable in terms of
rotation and scaling. Reject the matched database board if the
rotation or scaling is too large.

7. Remove clusters of P 4 feature points within a 3 cm radius,
(MATLAB functions: ExhaustiveSearcher, rangesearch).

The database image that has the most matching features is
denoted the best match of the query. If two or more database
images get the same amount of matching features, no unique
match was found and thus the wood piece could not be identified.

Two experiments were created to be able to answer the
research questions, i.e., (i) to find out if it is at all possible to cor-
rectly re-identify wooden boards and (ii) to find out exactly how
small wood pieces can be recognized.

(i) Match the full length re-scanned images and Canon images
against the original dataset.
(ii) Match the cropped images in each group against the full
length original images.

The matching accuracy is used to evaluate the results and is
defined as:

Number of correct identifications
Number of images in dataset; or group

$ 100ð%Þ ð1Þ

In this paper we only match images unrotated, or having very
small rotation angles that were induced when scanning. The rota-
tionally dependent Block matching method has been proven to
work well for small rotations (Pahlberg and Hagman, 2012), but
it cannot handle, for example, 180 degree rotations as it is now.
Such added functionality would not be very difficult to implement
but would increase the computation time.

Many components of the feature detection methods used in this
paper can be found as open source implementations (Bradski,
2000), and they are often used for similar purposes in other com-
puter vision applications.

In this paper, implementations from MATLAB" R2013a, Com-
puter Vision System Toolbox™ have been incorporated.

3.2. Block matching method

In the Block matching method the normalized intensity infor-
mation in simple square regions are extracted as feature descrip-
tors around corners in an image (Fig. 6(a)). Descriptors were
extracted using the MATLAB-function extractFeatures. The block
size was set to 25! 25 pixels, as a compromise between a large
enough size to encircle substantial parts of the knots and a not
too large size as to incur slow computation times. Relatively small
regions also give us the possibility to extract features close to wood

(a) Original. (b) Re-scan. (c) Canon.

Fig. 5. Examples of how the different feature descriptors are being placed on the
different datasets (same images as in Fig. 2). Block features are shown with red
squares and SURF features with green circles. (For interpretation of the references
to color in this figure legend, the reader is referred to the web version of this
article.)

(a)

(b)

Fig. 6. (a) A simple 25! 25 Block feature. (b) Three SURF features of different sizes
and orientations. The interest points’ dominant directions are marked by the
arrows.
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piece edges, as features lying directly on an edge are rejected. A
detailed explanation of the procedure is given in Algorithm 1.

Interest points were obtained using Harris corner detector
(Harris and Stephens, 1988) with MATLAB’s function detect-
HarrisFeatures, as opposed to our previous work (Pahlberg and
Hagman, 2012), where the FAST corner detector was used
(Rosten and Drummond, 2006). The FAST corner detector was
found to return too much false corners along jagged lines; hence
a switch of corner detector was made. A Gaussian filter of size
5! 5 pixels and r ¼ 5=3 is used as part of the Harris corner detec-
tor to smooth gradients and reduce noise before the actual corner
extraction in all dataset images. The threshold for accepting cor-
ners is set as a fraction of the maximum corner metric value in that
image. This fraction was lowered to 0:005 instead of the default
value 0:01 in order to retrieve more corners. However, no limit
was set on the amount of corners to be returned.

The MATLAB-function matchFeatures carries out the matching
procedure. The function takes two sets of features, matches these
and returns a list of indices connecting the features that match.
For comparing blocks, normalized Sum of Squared Differences
(SSD) was chosen as metric. A threshold for rejecting matches is
specified as a percentage of the worst case scenario for the SSD
between two normalized vectors. This percentage is then con-
verted to a numeric value between the best case and the worst
case; on the interval ½0;4). The threshold for rejecting matching
blocks was increased from 1% to 2% () 0:02 $ 4) to approve more
matches than the default.

3.3. SURF matching method

Speeded-up Robust Features (SURF) are robust scale- and rota-
tionally invariant features which are fast to compute and suitable
for object detection and recognition. This feature detector was cho-
sen because of its popularity and since it was readily available.

The features are made invariant to rotation by aligning them
along the dominant direction of the interest point within a circular
neighborhood (Fig. 6(b)). (However, in this study, the scale- and
rotational invariance does not come into play, since all images
are of roughly of the same scale and rotation.).

SURF uses integral images (Viola and Jones, 2001) for fast calcu-
lations of sums of intensities over square regions in grayscale
images. The use of integral images makes it possible to do such
computations in constant time, independent of region size. The
scale space (image pyramid) is created by iteratively up-scaling
kernel sizes instead of iteratively downsampling the image, which
is more computationally expensive. The SURF descriptor is a
16! 4 ¼ 64D-vector, representing normalized gradient statistics
(mean and absolute mean values) extracted from a spatial grid
divided into 4-by-4 cells (Oyallon and Rabin, 2013).

SURF is thoroughly described in Bay et al. (2008), and an exten-
sive algorithm description can be found in Oyallon and Rabin
(2013). A condensed version is presented here in Algorithm 2.

The SURF features are detected, extracted and matched using
MATLAB-functions detectSURFFeatures, extractFeatures and
matchFeatures. Some key settings used for the SURF method in
our implementation is given in Table 2. These settings will extract

descriptors of sizes between 9! 9 and up to 147! 147 pixels (or
mm) in the images. The threshold for accepting interest points
was lowered substantially compared to our previous work
(Pahlberg and Hagman, 2012), where the default value was used.

The SSD percentage threshold is also here converted to a
numerical value (5%) 0:05 $ 4) in matchFeatures.

Algorithm 1. Block matching method

1: Invoke Harris corner detector on query image, IA, and
database image, IB.

2: Extract the intensity information in a square patch around
the corners.

3: Patches that are on the border or completely outside the
region of interest are removed.

4: Reshape the patches into nA and nB column vectors and
insert them as the columns of feature matrices A and B.

5: Normalize the columns of A and B to make the method
more robust to radiometric differences.

6: Calculate the ðnA ! nBÞ score matrix between all the
features in A and B using SSD according to:

scoreði; jÞ ¼
X

ðai * bjÞ2;

where ai and bj are the column vectors of A and B
respectively, and the operator (2) squares every element in
a vector.

7: for every row in score do
8: Find the indices ðr; cÞ of the lowest score, i.e., the best
matching feature between IA and IB.

9: Remove query feature r and database feature c from
the score matrix by setting the corresponding score values
to 1.

10: end for

Algorithm 2. SURF matching method

1: Create a scale-space representation of the query image and
the database image by use of integral images and box
filters.

2: Use the local maxima of the Hessian determinant operator
applied to the scale-space to obtain interest points (blobs).

3: Keep points with a response level above a certain
threshold.

4: Refine scale and location of these candidates.
5: SURF points which are on the border or completely outside
the region of interest are removed.

6: Calculate a dominant orientation direction using the
neighborhood gradient information to make the feature
descriptors rotationally invariant.

7: Build a 64-dimensional descriptor corresponding to the
local normalized gradient histograms using Haar wavelets.

8: Calculate the ðnA ! nBÞ score matrix between all the
features in A and B using SSD, as in Algorithm 1.

9: for every row in score do
10: Find the indices ðr; cÞ of the lowest score, i.e., the best

matching feature between IA and IB.
11: Remove query feature r and database feature c from

the score matrix by setting the corresponding score values
to 1.

12: end for

Table 2
Settings for SURF in our implementation.

Parameter Our value Default

Scale-space octaves 3 3
Scale levels within octaves 6 4
Thresh. to accept features 150 1000
Max No. of SURF features 1 1
SSD thresh. to accept match 5% 1%
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3.4. Removing false matches

Some features on wood, such as knots, can look quite similar,
especially to a computer that has not been trained properly or
using enough parameters. Knots are usually somewhat circular
and similar in size and color. Often there will be a few very similar
looking knots on a board. This ambiguity leads to the possibility
that a feature in one image can be matched to several features in
another image. To take care of this problem, the method Nearest-
NeighborSymmetric was chosen in MATLAB for matching both
Block- and SURF-features. This method only returns unique
matches in addition to using the match threshold. A feature vector
is matched to its nearest neighbor in the other feature set, and for a
match to be accepted, both points must be the best matching
feature of the other (side symmetry).

MATLAB’s Geometric Transform Estimator (GTE) was utilized to
estimate a fitting geometric transformation between the locations
of the interest points and to exclude outlier matches. The compu-
tationally simple non-reflective similarity transformation was cho-
sen since we are dealing with small and simple geometric
distortions. The similarity transformation consists of an isotropic
scaling, a rotation and a translation (Hartley and Zisserman,
2003). This means that the shapes of the objects are preserved,
which is a reasonable approximation for an application with woo-
den boards if the cameras are set up properly.

The Euclidean pixel distance threshold was set to 100 to allow
for some deviation from the exact transformation, mainly to han-
dle warp of the boards. Random Sample Consensus, (RANSAC,
(Fischler and Bolles, 1981)), was chosen as the method for deter-
mining inlier matches. The GTE with RANSAC iteratively picks a
few matched point pairs, estimates a transformation and checks
how many inliers are within a threshold. The transform with most
inliers is chosen as the correct one and the inliers are the accepted
matches.

A problem may arise where many features in a tight cluster in
one image are sometimes matched to scattered points in the other
image (Fig. 7(a)). This problem was taken care of by investigating
the transformation, T, returned by the GTE. If the similarity trans-
formation led to a scaling of more than 5%, or if the rotation angle
was more than 5 degrees, the database image would be discarded.

If four or more features were found within a 3 cm radius after
the GTE, the cluster of features was discarded altogether as the fea-
tures were deemed to be too ambiguous, see example in Fig. 7(b).

4. Results

4.1. Matching full length boards

When entire board images are used as queries, all 44 boards are
found using the Fused method for the high resolution dataset
(Table 3). The Block matching method has similar performance
for both datasets in this test. The SURF method performs some-
what better on the higher resolution dataset.

Matching of whole boards was also done in our previous work
(Pahlberg and Hagman, 2012). Compared to the previous results,
the switch to Harris corner detector for the Block matching method
dramatically increased the matching accuracy on the low resolu-
tion Canon dataset, from 9.1% to 93.0%. For the high resolution
dataset, the accuracy decreased slightly, from 95.5% to 93.1%. The
SURF method increased the recognition accuracy from 34.1% to
81.4% on the low quality dataset. For the high quality dataset,
the accuracy was increased from 86.4% to 97.7%.

(a) (b)

Fig. 7. Two of the most common types of false matches. (a) A tight cluster of
features falsely matched to sparsely scattered features. (b) Highly ambiguous
features that are falsely matched. (Block features are marked by red squares and
SURF features with green circles.) (For interpretation of the references to color in
this figure legend, the reader is referred to the web version of this article.)

Table 3
Matching accuracy in % using entire board images as queries.

Dataset Block SURF Fused

Re-scanned 93.1 97.7 100.0
Canon 93.0 81.4 97.7

Table 4
Matching statistics for the 44 full-length boards while changing corner/blob threshold. A mean has been calculated for # inliers, # interest points, % inliers and execution time. The
statistics are given on the format:meanðstandarddeviation;min;maxÞ. All values except matching accuracy have been calculated using only the observations in which the methods
found the correct database board. % inliers is calculated as mean(# inliers/# interest points) !100. Matching accuracy is calculated as in Eq. (1).

Corner threshold Obs # inliers # interest points % inliers Exec. time (s) Acc. (%)

(a) Block matching statistics (Re-scan dataset)
0.01 (default) 40 18 (8, 5, 35) 88 (51, 15, 219) 26 (12, 7, 55) 18 (4, 11, 25) 91
0.005 (new) 41 22 (8, 9, 41) 147 (68, 29, 299) 19 (10, 5, 52) 27 (8, 13, 41) 93

(b) Block matching statistics (Canon dataset)
0.01 (default) 36 14 (5, 5, 26) 48 (27, 8, 107) 36 (16, 9, 70) 13 (3, 9, 20) 84
0.005 (new) 40 18 (7, 5, 36) 77 (42, 17, 193) 29 (13, 7, 65) 18 (5, 11, 28) 93

Blob threshold Obs # inliers # interest points % inliers Exec. time (s) Acc. (%)

(c) SURF method statistics (Re-scan dataset)
1000 (default) 41 11 (4, 5, 22) 44 (10, 23, 69) 24 (8, 13, 44) 10 (0, 9, 11) 93
150 (new) 43 17 (7, 6, 39) 183 (62, 81, 329) 10 (4, 4, 19) 16 (2, 13, 21) 98

(d) SURF method statistics (Canon dataset)
1000 (default) 29 7 (2, 5, 14) 30 (8, 14, 44) 25 (9, 12, 50) 10 (1, 9, 11) 67
150 (new) 35 8 (3, 4, 15) 50 (13, 28, 85) 17 (6, 8, 34) 11 (1, 9, 12) 81
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Through screening tests it was found that the thresholds for
accepting interest points affected the matching accuracy the most.
In Table 4, the impact of the new threshold choices can be seen
compared to the default values, and what impact this change has
on inliers, execution time and matching accuracy. The matching
accuracy is most positively affected when using the low quality
dataset. Notable is also that the matching accuracy is high even
when the inlier percentage is quite low. This fact highlights the
importance of the geometric transform estimator with RANSAC.

4.2. Matching cropped images

An example of two successfully matched cropped images can be
seen in Fig. 8(a)–(b), for the high quality and the low quality data-
set respectively. Both methods often find a good amount of match-
ing features when using the high resolution images. However,
when using the low resolution images, the SURF method usually
finds fewer features, see Fig. 8(b).

In Fig. 9(a)–(b) the matching accuracy is plotted against the
number of knots of each group. The accuracy increases quite rap-
idly with increasing number of knots for all methods and both
datasets. For all methods the increase in matching accuracy starts
to slow down between 10 and 15 knots.

The fusion of the two methods performs best and reaches 100%
matching accuracy for board pieces with more than 20 knots for
the high resolution dataset. For the low resolution dataset, the
matching accuracy is close to 100% after 20 knots but seemingly
drops somewhat when boards contain more knots. This drop was
caused by one particular board that could not be found, where
the majority of the features were falsely matched. The slope of
the curve is negative here since the last knot groups contain fewer
boards.

The SURF matching method performs better on the high resolu-
tion dataset than on the low resolution counterpart for all numbers
of knots. The SURF method and the Block method have similar per-
formance on the high resolution dataset independent of the
amount of knots.

Both methods usually extract more than double the amount of
features from the high resolution dataset compared to the low
resolution.

Noteworthy is that the simple Block matching method has a
substantially higher performance on the lower resolution digital
photos compared to the SURF matching method. The Block method

(a) (b)

Fig. 8. Two successful matchings from the cropped image group with eight knots
using the Fused method. (a) Re-scanned dataset. (b) Canon dataset. The Block
features are marked by squares and matches are connected by solid red lines. SURF
features are marked by circles and matches are connected by dashed green lines.
(For interpretation of the references to color in this figure legend, the reader is
referred to the web version of this article.)
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Fig. 9. (a) Matching accuracy of subsets of the Re-scanned floorboards. (b)
Matching accuracy of subsets of the digital photos.
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also performs better on the low resolution images than on the
higher resolution images between 5 and 15 knots. Between 15
and 30 knots, there is no distinguishable performance difference
between the datasets for the Block method.

5. Discussion

There are a lot of parameters that can be tweaked to calibrate
and improve the performance of identification systems that utilize
feature detectors. The sensitivity of the interest point detectors and
the thresholds to accept point matches are the most obvious. One
improvement would be to implement a smarter approach for
accepting interest points. In the Block matching method, the Harris
corner acceptance threshold is adaptive and depends on the high-
est corner response value in that image. This is not appropriate if
one corner value is much higher than the others. It can lead to less
distinct knots not being found. Another solution would be to detect
a certain number of corners, for example, the 300 strongest cor-
ners. This solution would also make it possible to have control over
the maximum computation time. The optimal window size for the
corner/blob detector, together with the appropriate amount of a
priori smoothing of the image, must also be investigated.

The fusion of the two methods performs best, which was
expected. Therefore, we recommend a combination of different
feature detectors as they complement each other and react to dif-
ferent positions in an image. More extracted features in general
seem to increase the chances of finding the right wood piece but
at the expense of computation time.

As can be seen in Fig. 8(b), the SURF method had only one
matching feature in this particular case. A solution could be to
lower the threshold for accepting blobs, or to change the
algorithm to allow feature descriptors to have more than one
match each.

The simple Block matching method showed a surprisingly high
performance for the lower resolution digital photos. This implies
that a priori blurring of the query images could possibly have a
positive effect on the performance of the Block method. The reason
why the SURF method performs worse on this dataset is probably
because its blob detector does not extract as many, or as well
spread out, interest points as the Harris corner detector. Often Har-
ris corner detector finds more interest points around each knot
compared to the SURF method’s determinant of Hessian blob
detector which often only finds 1–2 points on the low resolution
images. The SURF method’s blob detector extracts more interest
points on the high resolution dataset, where it reacts to places
seemingly even on clearwood. The scale- and rotational invariance
of SURF should not yield any special advantage nor disadvantage in
our tests, since both query and database images were approxi-
mately unrotated and of the same scale.

The quality of the input images certainly has an impact on the
recognition accuracy. The smoothness of the board surfaces would
also affect the result. However, preliminary tests have shown that
rough sawn surfaces yield more interest points than smooth sur-
faces like on our floorboards. This fact should translate to better
recognition possibilities for rough sawn products. The staining
with white pigmented oil used in this study should not give any
special advantage nor disadvantage since the feature descriptors
normalize the intensity within each feature descriptor region.

In this work, all boards in the database were always traversed in
a ‘‘brute-force’’ manor. To increase speed, the search space could be
reduced by grouping similar wood fingerprints into bins or by sort-
ing similar boards after some measure. Measures such as for exam-
ple the variance of colors or the average distance between knots,
could be used. Moreover, parallelization could be implemented,
utilizing multi-core processors or graphic cards, as most of the
computations are independent of each other.

6. Conclusions

+ The fusion of the Block matching method and the SURF method
improved the recognition rate of wooden boards substantially
over the individual feature detection methods.

+ 100% matching accuracy was obtained on our Scots pine board
pieces with more than 20 knots using high quality images. Low
quality images yield results close to 100% for the same case.

+ More than 90% matching accuracy was achieved for board
pieces with more than 10 knots, using both high- and low qual-
ity images.

+ The individual feature detection methods extract much more
features from high quality images than from those of low
quality.

+ The recognition rate could be increased for boards with few
knots by extracting more interest points, but at the expense of
longer computation time.

7. Future work

Future work will include investigation of how knot positions
and other geometric relationships between knots could be utilized
for recognition. Moreover, there is a need to further investigate
which corner/blob detectors and feature descriptors are the most
suitable for different kinds of wood surfaces and given different
types of noise.
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a b s t r a c t

This paper describes how the image processing technique known as template matching performs when
used to recognize boards of Scots pine (Pinus sylvestris L.). Recognition of boards enables tracking of
individual boards through an industrial process, which is vital for process optimization.
A dataset of 886 Scots pine board images were used as a database to match against. The proposed board

recognition method was evaluated by rescanning 44 of the boards and matching these to the larger
dataset. Three different template matching algorithms have been investigated while reducing the pixel
densities of the board images (downsampling the images). Furthermore, the effect of variations in board
length has been tested and the computational speed of the recognition with respect to the database size
has been measured. Tests were conducted using the open source software package OpenCV due to its
highly optimized code which is essential for applications with high production speed.
The conducted tests resulted in recognition rates above 99% for board lengths down to 1 m and pixel

densities down to 0.06 pixels/mm. This study concluded that template matching is a good choice for
recognition of wooden board surfaces.

! 2015 Elsevier B.V. All rights reserved.

1. Introduction

1.1. Problem statement

Traceability at sawmills includes tracking logs between pro-
cessing steps, tracking boards to logs, and tracking individual
pieces of wood. Members in the Swedish wood industry consortia
WoodCentre North (TCN) express a wish to increase the control
over each individual wood piece. Individualized processing of
products requires traceability for feedback and local optimization
of the process step in question. Tracking individual boards enables
detailed control of the processes and the material flow. Diagnostics
and process monitoring could then be based on statistics of each
individual board instead of at a batch level. The drying process is
one example where shrinkage and deformations could be moni-
tored in detail. Without an automatic recognition system for
boards, such studies can only be done by labor-intensive and
process-disruptive manual tests. Another example is the EU project
Hol-i-Wood Patching Robot, which partially financed this study. In
that project, an entirely autonomous inspection- and patching

system has been designed. This system needs to identify individual
wood panels for customized treatment.

Traceability of boards could be a valuable tool for process opti-
mization and for increasing the availability of data for decision
making. Process operators could analyze the effect different pro-
cess steps have on individual boards. By recognizing a board, all
the data gathered about that board up until that moment would
be available, and it would therefore be possible to reuse data gath-
ered from expensive measurement systems earlier in the process,
e.g. an X-ray imaging system.

There are two main categories of traceability methods: invasive
and non-invasive methods. Invasive methods include using bar-
code labels, paint and radio frequency identification (RFID), while
non-invasive methods include measurements in the X-ray, micro-
wave and visual spectrum. It is preferable to utilize sensors already
present in the plant, which usually means non-invasive board
scanning equipment. It is the general conception that new pieces
of equipment add new problems and increase the need for
maintenance.

1.2. Related work

Invasive recognition and tracking in the wood value chain have,
as mentioned, been studied previously using barcode labels, paint
and RFID (Uusijärvi, 2000; Dykstra et al., 2002; Flodin, 2009). In the

http://dx.doi.org/10.1016/j.compag.2015.08.026
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TCN report by Flodin (2009), both RFID tags and sprayed-on paint
were incorporated for tracing logs and boards through a sawmill as
a means of conducting continuous automatic test sawing. During a
test run with a few production disturbances, 77% of the boards
were traced back to their corresponding log. Flodin (2009) noticed
a problem with the photocells that were calibrated for a specific
color wavelength. Saw dust and dirt often covered the sensors,
having a negative effect on their reading capability.

The biggest opposition against the invasive methods is usually
not the cost issue, but the maintenance of the added equipment.
Moreover, it is sometimes difficult to keep a readable barcode on
the product through many of the processes, such as drying or plan-
ing. In the EU project Indisputable Key, 18! 8 Data Matrix codes
were printed on board ends using a Markem 9064 Touch Dry inkjet
printer. Põlder et al. (2010) mentioned difficulties reading the
labels due to vibrating boards and rough, dark or dirty marking
surfaces. Vibrations sometimes caused the printer to partly miss
the board ends or to produce distorted codes. It was found impor-
tant that the printing surface was relatively bright and even in
color to give a good contrast against the ink. It is therefore prefer-
able if the board ends are finished uniformly to assure a clean and
even background (Tamre et al., 2008). Large defects such as cracks
and holes deteriorate the code readability substantially. Tamre
et al. (2008) performed tests in sawmill conditions and reached a
70% code readability. This percentage might be high enough in
the case of automatic test sawing, where a more holistic view is
gathered, but in the case of individualized processing as in the
Hol-i-Wood PR project, more than 90% recognition is at least
needed. According to Põlder et al. (2012) it can be difficult to
achieve a code readability level above 95% of painted labels on
the rough end grain side of boards.

Chiorescu and Grönlund (2004) compared two non-invasive
methods for identifying debarked logs between the log sorting sta-
tion and the saw intake using a pair of identical 3D log scanners.
Variables such as volume, length, taper and bumpiness were used
and gave an average recognition rate of 89% of the 773 studied
logs. Flodin et al. (2008) investigated the possibility to connect
the center yield planks to the correct X-rayed log. The fingerprint
was first extracted at the log sorting station using a one-
dimensional X-ray log scanner and later using a cross-fed surface
scanning system for the planks at the green sorting station. The
results showed that over 95% of all planks could be matched to
the correct log.

Fuentealba et al. (2004) investigated a method to recognize
boards using the signature obtained from a microwave sensor.
The identification error rate according to their study was 1.5%.
However, microwave imaging systems are not standard equipment
in sawmills.

Hietaniemi et al. (2013) compared two low-level features:
Center-Symmetric Local Binary Patterns (CS-LBP) (Heikkilä et al.,
2009) and Upright Speeded-Up Robust Features (U-SURF) (Bay
et al., 2008) as means for recognizing boards between the begin-
ning and at the end of the manufacturing process. They obtained
a recognition rate over 95% with a high confidence level.

Another study of recognizing boards using feature descriptors
was presented by Pahlberg et al. (2015a). That study used a fusion
of SURF and block descriptors in combination with a geometric
transform estimator, and achieved a matching accuracy between
90% and 100% depending on the number of knots on the board
surfaces.

For wooden panels, the intrinsic geometry of knot patterns has
been used for recognition (Pahlberg et al., 2015b). That method is
unfortunately dependent on a relatively high knot count and a well
working knot detection algorithm. The required knot count is prob-
ably too high for the method to be feasible in many industrial
applications.

Although there exists some related work on recognition of
boards, there are still other image processing tools that would be
interesting to evaluate. One particular tool is template matching.

1.3. Template matching

In digital image processing, template matching is a common
method for detecting and recognizing objects. The method tries
to locate a sub-image (a template) in a larger search image by com-
paring the pixel intensities. Either a similarity or a dissimilarity
measure is calculated for every position in the search image. Tem-
plate matching is often used in areas such as biometrics, industrial
inspection, robot navigation, multimedia retrieval, and motion
tracking. The normalized variants of template matching are robust
in the sense that they, besides being able to detect objects in noisy
environments, also can handle uniform illumination changes. Tem-
plate matching does not depend on the object having any particu-
larly distinct features to be able to detect it. However, a distinct
and unique look of the sought object often improves the identifica-
tion accuracy.

To speed up the matching step, templates and search images are
often downsampled in an image pyramid to initially find promising
possible locations for the template (Gharavi-Alkhansari, 2001;
Wei and Lai, 2008). Unlikely regions for a good match can be
pruned away from further processing, greatly reducing the compu-
tational cost. Places in the search image that are still promising can
be traversed at increasingly higher pixel density to improve the
precision of the best matching location. Another way of finding
good initial guesses is by initially searching for low-level feature
descriptors or contours.

1.4. Objectives

The objective of this paper is to investigate if template matching
can be used to recognize board images under realistic conditions
and in a reasonably short time. To minimize the computational
cost and the memory requirement for a board fingerprint database,
we want to investigate the effects of reducing the pixel densities of
the images (downsampling the images). Our board recognition
method is not scale invariant and only handles even 180# rotations,
but this is what is needed for most applications, since the orienta-
tion and scale in sawmills are often well defined. Since our method
recognizes board images, it can also be used to identify which face
of the board that is directed towards the camera. The robustness of
our template matching method will be evaluated further by using
pieces of boards of different lengths and different template match-
ing algorithms. Also, the computational time will be measured to
evaluate if the investigated recognition method is fast enough to
be viable in practice.

2. Materials and methods

2.1. Database and query images

The image dataset in this study comes from 443 floorboards of
Scots pine (Pinus sylvestris L.) with the cross-sectional dimensions
21! 137 mm and length between 3 and 5 m. The floorboards were
sawn from 222 logs with top diameter between 201 and 215 mm
that were randomly collected from Bollsta sawmill in central Swe-
den. Two center boards in the position next to each other were col-
lected from each log, which brings the total number of floorboards
to 443 (one was lost). The boards were planed, sanded and finished
with white pigmented oil and a thin layer of varnish. Both faces of
the boards were scanned in 2006 using a high resolution color line
camera at a pixel density of 2.5 pixels/mm lengthwise and
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10 pixels/mm across. The 886 images were cropped and the color
balance and brightness were manually modified so that the images
would look realistic for customers. The images were later resized
to 1 pixel/mm in both dimensions and are denoted as the database
images. These images correspond to the ones used in a previous
customer preference study (Broman et al., 2008; Nyström et al.,
2008; Oja et al., 2008).

A rescan of 44 board faces was carried out in 2012, and the stor-
age period caused some of the boards to be slightly crooked or
bowed. The same line camera as before was used in 2012, but with
a pixel density of 5.6 pixels/mm lengthwise and 6.5 pixels/mm
across. The images were resized to 1 pixel/mm in both dimensions.
In Fig. 1, examples of these images are shown next to the original
scans from 2006.

Besides the differences in appearance, the images of the res-
canned boards differ in several other ways to the original images:
The boards in the images are not rectangular due to crook, they are
slightly skewed and the black areas beside the boards are present,
as shown in Fig. 2. Overall the rescanned images have similar char-
acteristics as if they would have been acquired in the industry.
Unfortunately we did not have access to non-cropped and unmod-
ified versions of the original 886 images.

To get a larger dataset, two images were extracted from each
end of the 44 rescanned board images as shown in Fig. 3. We let
the length of these images be a parameter and evaluated the pro-
posed recognition method on three different board image lengths:
0.5 m, 1 m, and 2 m. To clarify: Three sets of 88 images were each
extracted from the 44 rescanned board images. This procedure can
cause overlap in the sub-images for the shortest of the 44 boards,
but by choosing lengths of less than or equal to 2 m this overlap is
negligible for the purposes of this study. These images are the three
sets denoted query images.

2.2. Fingerprint description

To recognize a board image, a description needs to be stored in a
database for later lookup. The description is called the fingerprint
and needs to be unique with respect to other fingerprints.
In this study, the fingerprint is in practice a two-dimensional
grayscale copy of the board image, but downsampled in both

dimensions to a pixel density between 0.04 and 0.16 pixels/mm.
Three examples are shown in Fig. 4 with pixel densities of
0.04 pixels/mm, 0.08 pixels/mm, and 0.12 pixels/mm. The pixel
intensity values are stored in 8 bit depth. As an example, a
137! 4000 mm board downsampled to 0.1 pixels/mm requires
ð137! 0:1Þ ! ð4000! 0:1Þ ! 8 bits " 43,840 bits = 5.48 kilobytes of
memory.

Downsampling means reducing the number of pixels an image
consists of, i.e. shrinking it by reducing the number of pixels per
unit length. There exist several methods for performing downsam-
pling. In this study, bilinear interpolation was used.

For the matching to work optimally, all boards in the images
need to be rectangular when constructing the fingerprints. The
database boards are already rectangular, but the crooked boards
in the query images have to be straightened. It is also important
for the computational speed of template matching that the dark
image regions outside of the boards in the query images are
removed. These two factors were dealt with by preprocessing the
query images (before downsampling them) using the following
steps:

1. For each column in the image, extract the pixels belonging to
the board using a manually determined threshold value. This
step results in n pixel arrays, where n is the number of columns
in the image.

2. Calculate the median length, !l, of the extracted pixel arrays and
remove all pixel arrays (columns) at the start and end of the
image that fall below 0:9!l. Empty columns are thus removed.

3. Resize the pixel arrays using linear interpolation so that they
also get the median length !l.

These steps remove both crook and eventual skew of the boards
in the query images and result in rectangular boards. The resulting
images are then downsampled to create the query fingerprints. The
database fingerprints are created by downsampling the database
images without preprocessing.

As the pixel density of the query and the database fingerprints
gets lower, more detail is lost. However, most knots on the boards
in this study remained visible even at very low pixel density levels.
The knot content was therefore important for the uniqueness of
the fingerprints.

Fig. 1. Example of three boards from the floorboard dataset scanned at two
different occasions (board lengths have been cropped to fit the page). Dark pixel
regions have been cropped away from the rescanned boards (the lower of each
image pair) to better show the differences in brightness.

Fig. 2. A rescanned board with the typical dark surroundings present in all query
images. The board length has been cropped to fit the page.

Fig. 3. The rescanned boards were split into additional images. The rectangles
correspond to the areas that were extracted to become a new dataset. In this
example the rectangles are 1 m long. The total board length has been cropped to fit
the page.

Fig. 4. Examples of fingerprints of a board downsampled to pixel densities
0.04 pixels/mm, 0.08 pixels/mm and 0.12 pixels/mm. The length has been cropped
to fit the page.
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The number of knots in the query images is presented in Fig. 5
to give the reader a better understanding of the material used.

2.3. Matching fingerprints

In this study, the proposed method of matching a query finger-
print to a fingerprint in a database is using template matching. The
query fingerprint is the template and the database fingerprint is
the search space. To remove pixel intensity offsets between the
images, the mean pixel values are subtracted from both images
before performing the template matching.

Fig. 6 shows the concepts of template matching as it was
performed in this study. When all the boards have the same width,
as in this study, the template matching becomes one-dimensional,
which reduces the number of calculations and thus the computa-
tion time. Each position of the image template generates a scalar
similarity measure between the template and the specific region
of the other image. For each query and database fingerprint pair,
a vector of such values will be created. Depending on the choice
of template matching algorithm (see Section 2.4), the maximum

or minimum value is extracted and denoted the quality of the match
between the two fingerprints. For finding the best matching finger-
print in the database for a specific query fingerprint, the quality of
the match between each database fingerprint and the query is
calculated. The fingerprint with the best matching quality is
considered the most similar fingerprint in the database to the
specific query.

When handling boards in industrial processes the orientation of
boards and distances to cameras are known in most systems.
Therefore, the fingerprints and the fingerprint matching can be
scale and rotationally dependent. In this study, we choose to
include the possibility that boards could be rotated 180#. The fin-
gerprint matching handles this by, for each pair of query and data-
base image, conducting the template matching twice. Once
without changing the orientation of any image and once when
the query image is rotated 180#. The quality of the match corre-
sponds to the best position of the template both orientations con-
sidered. In practice, this means that the number of fingerprints in
the database is doubled (886! 2) compared to the hypothetical
case when no change in orientation is allowed. The reason for
including this check of orientation in the study was that such func-
tionality probably would be valuable in industrial practice.

2.4. Template matching algorithms

There are several standard types of algorithms for template
matching. Sum of square differences (SSD), cross-correlation (CC)
and using the correlation coefficient (CCF) have been evaluated
in this study. These three were chosen since they were included
in the open source computer vision library OpenCV 2.4.7. Each
algorithm has two versions in OpenCV 2.4.7: normalized and
non-normalized. To keep the complexity of this study to a level
that makes the results easy to interpret, only the normalized algo-
rithms SSD-N, CC-N, and CCF-N were utilized since they clearly
out-performed their non-normalized counterparts. The normalized
versions of template matching apply a scaling so that the result is
less affected by the size of the template and the overall pixel value
level.

In the OpenCV 2.4.7 implementation of template matching,
both template and search image are transformed to the frequency
domain using Discreet Fourier Transform (DFT) before calculating
cross-correlation. All implemented algorithms, except the non-
normalized cross correlation, calculates the integral image of the
search image (Viola and Jones, 2001) before computing the result
matrix.

2.5. Testing procedure

There were three parameters in the test phase of the proposed
board recognition method: downsampling factor/fingerprint pixel
density, query image length, and template matching algorithm.
Matching accuracy and computational time were extracted for all
7! 3! 3 ¼ 63 combinations of the parameter values. The chosen
parameter values have been mentioned earlier in this paper and
are also summarized in Table 1. The matching accuracy was mea-
sured as the percentage of the 88 query fingerprints that were
matched to the correct fingerprint of the 886 in the database.
The computational time was measured for the matching step.

As mentioned previously, the proposed board recognition
method checks if the query fingerprints are flipped 180# compared
to the database fingerprints. Due to this check, the matching of
each query fingerprint to the database takes double the computa-
tion time and the database have in practice twice the number of
board images.

The tests were performed using a software written in
C++, and OpenCV 2.4.7 was used for all image processing,
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Fig. 5. The histograms show the distribution of number of knots in the three sets of
query images. Figure (a), (b), and (c) correspond to board lengths 0.5 m, 1 m, and
2 m respectively.

Fig. 6. (a) Shows a database fingerprint and a dark image region corresponding to a
query fingerprint of 0.5 m length. The query fingerprint is moved as the arrows
indicate and for each possible position, the images are compared using a specific
template matching algorithm. This particular pair matches each other best in the
position of the rectangle in (b). The mean pixel values have not been subtracted to
make it easier to distinguish between the fingerprints.
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e.g. downsampling and template matching. The hardware was a
laptop of model HP EliteBook 8560w with Intel Core i7-2670QM
processor at 2.20 GHz, 64-bit Windows 7 operating system and
8 GB RAM. The code ran exclusively on a single processor core.

3. Results

The results of the testing procedure are presented in Table 1,
and the results for CCF-N are visualized in Fig. 7. The corresponding
two figures for SSD-N and CC-N are omitted since they look very
similar to Fig. 7. CCF-N and CC-N had nearly identical matching
accuracies and were better than SSD-N for all fingerprint pixel den-
sities and board lengths. In our tests, the board length needed to be
at least 1 m to get 99–100% matching accuracy. The matching
accuracy of 1 m board lengths compared to that of 2 m was similar,
but with a small advantage for the larger boards. The matching
accuracy reached its maximum at a fingerprint pixel density
between 0.06 and 0.12 pixels/mm depending on primarily the
board length, but also the template matching algorithm.

The computational times for the fingerprint matching are pre-
sented in Table 2. The table presents the mean time of matching
one query fingerprint to a fingerprint in the database. Thus, the
time required for finding the best match for a specific query finger-
print needs to be multiplied with the number of fingerprints in the
database. As Table 2 shows, the computational times were almost
unaffected by changing template matching algorithm or template
(board image) length. Only the fingerprint pixel density had a sig-
nificant effect on the time. Fig. 8 shows the time measurements
visually for CCF-N and a board length of 2 m.

4. Discussion

The first discussion point will be requirements for industrial
applications and if the proposed board recognition method
achieved those in the tests. Next, we discuss potential improve-
ments of the recognition method and its limitations. The third
point of discussion will be comparisons to methods presented in
related studies. The last areas addressed are the robustness of
the recognition method and how it might perform with another
set of material.

4.1. Industrial applications

The most obvious industrial application for the proposed recog-
nition method is process control. By recognizing individual boards
before and after one or more processing steps, the status of the
process can be measured. Such process control can also be made
on a batch level without requirements of tracking individual
boards, but a higher level of detail can be achieved with recogni-
tion. The required matching accuracy for this application is rather
low as long as erroneous matches can be avoided. If only 90% of the
boards can be correctly recognized and the rest are identified as
erroneous, a high level of detail will still be obtained. The proposed
recognition method in this paper had a matching accuracy much
higher than 90%.

Other applications can include decision making on individual
board level like cross-cutting, trimming, planing, and patching.

Table 1
Matching accuracy of the proposed board recognition method with different
parameter values. The matching accuracy is presented in percentage of correctly
matched query images. Since the total number of query fingerprints was 88, one
image corresponds to 1.1% of the population.

Algorithm Length (m) Pixel density (pixels/mm)

0.04 0.06 0.08 0.10 0.12 0.14 0.16

CCF-N 0.5 11% 60% 86% 93% 97% 95% 97%
CC-N 0.5 10% 61% 88% 93% 95% 95% 97%
SSD-N 0.5 9% 50% 77% 92% 90% 90% 93%

CCF-N 1 31% 93% 100% 99% 99% 100% 99%
CC-N 1 32% 93% 100% 99% 99% 100% 99%
SSD-N 1 25% 72% 90% 98% 98% 98% 97%

CCF-N 2 63% 100% 100% 99% 100% 100% 100%
CC-N 2 61% 100% 100% 99% 100% 100% 100%
SSD-N 2 38% 69% 93% 98% 98% 99% 99%
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Fig. 7. Matching accuracy for the CCF-N template matching algorithm.

Table 2
Mean computation time of the fingerprint matching step for different parameter
values. The times are presented in milliseconds and represent the matching of one
query fingerprint to one database fingerprint. The presented computation time needs
to be multiplied by the number of fingerprints in the database to obtain a total
matching time.

Algorithm Length (m) Pixel density (pixels/mm)

0.04 0.06 0.08 0.10 0.12 0.14 0.16

CCF-N 0.5 0.4 0.7 1.0 1.6 2.0 2.5 3.6
CC-N 0.5 0.4 0.6 1.0 1.7 1.9 2.6 3.6
SSD-N 0.5 0.3 0.6 1.1 1.6 2.0 2.6 3.7

CCF-N 1 0.4 0.6 1.1 1.7 1.9 2.7 3.6
CC-N 1 0.4 0.6 1.1 1.6 1.9 2.8 3.5
SSD-N 1 0.3 0.6 1.0 1.6 1.9 2.7 3.6

CCF-N 2 0.3 0.6 1.0 1.7 2.0 2.8 3.5
CC-N 2 0.3 0.7 1.1 1.6 1.9 2.7 3.5
SSD-N 2 0.3 0.6 1.0 1.6 1.9 2.7 3.6
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Fig. 8. Mean required computation time in milliseconds for matching one query
fingerprint to one database fingerprint. The template matching algorithm is CCF-N
and the board lengths are 2 m.
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An example is the Hol-i-Wood PR project where an expensive mea-
surement system scans wooden panels and calculates where they
need to be patched. In a later stage, the panels are recognized at
patching robot stations that acquire the calculated patching posi-
tions from a database. These kinds of applications need a nearly
perfect (100%) matching accuracy. This high level of matching
accuracy is acquired by the proposed recognition method making
it suitable for these kinds of applications.

The database size for industrial conditions depends on the
application and between which two processing steps the boards
should be tracked. Normal packages in drying kilns in Scandinavia,
for example, often include 100–500 boards and there are usually
10–30 such packages in each drying batch. The worst case scenario
in this example would mean over 10,000 boards in the database,
but since the packages can be tracked by other means, the match-
ing procedure would involve a search through 100–500 boards. In
the Hol-i-Wood Patching Robot project, the system needs to handle
database sizes of around 50 panel images under normal conditions.
Naturally for any application, the probability to produce false iden-
tifications decreases with decreased database size.

Time requirements for practical applications depend on the
specific application, but it is reasonable to expect that it should
take less than 1 s to recognize a board. If using CCF-N on a finger-
print of length 2 m with 0.06 pixels/mm fingerprint pixel density,
our recognition method can search through a database consisting
of 1000=0:6 " 1667 boards in 1 s. The computer used in the tests
was a three year old laptop so there is potential for increasing
the speed of the recognition method by using a newer computer
and by using multiple processor cores in parallel when searching
the fingerprint database. Note however, that the more board
images in the database the harder the matching problem becomes
and the more time is required. In this study, the database con-
tained 886 board images, but by reducing this number, the perfor-
mance of the recognition method would be even better.

4.2. Improvements and limitations

The proposed recognition method does not calculate a confi-
dence measure for the best match. To avoid erroneous matches,
the quality of the match for the two best matches could be com-
pared. If they are similar, the best match would have a high prob-
ability to be erroneous. With this functionality, the recognition
method could be tuned to either give a high recognition rate or
give a low risk of erroneous matches.

The largest query boards in our study were 2 m and the pro-
posed recognition method had higher matching accuracy with
increased board length. It is expected that the matching accuracy
would be even higher if boards of full length would have been
used. There are two reasons for this: (1) There is more informa-
tion in a larger board and it is thus higher probability that the
fingerprint will be unique. (2) When it is known that the whole
board is used as a query it is possible to presort the fingerprints
in the database by removing all with a deviating length. It is
then vital that no cross-cutting has been performed on the
boards. If all boards in the database would have the same
lengths as the query images, the matching speed would be
increased greatly.

A way of making the matching accuracy higher and more robust
is by using query images that are more similar to the database
images than was the case in this study. Greater similarity can be
achieved by using identical camera setup and lightning conditions
at the locations where the database and query images are acquired.
Our study used database images that were intentionally dissimilar
to the query images. Since the matching accuracy was high, these
combined facts prove that the proposed recognition method is
robust in this regard.

The method used to straighten the images of the rescanned
boards was quite simple. It worked well for the material used in
this paper, but there are other more refined methods that could
be investigated. One example is to use non-rigid image registra-
tion, which is used in a wide range of image processing
applications.

A drawback of the proposed recognition method is that it is not
invariant with respect to scale and only handles even 180# rota-
tions. It is therefore important that the orientation and scale of
the boards in the images are well defined. This is often the case
in controlled environments like process industries, but is not true
in general.

4.3. Comparison to other studies

The most relevant studies to compare our recognition method
against are Fuentealba et al. (2004), Hietaniemi et al. (2013), and
Pahlberg et al. (2015a,b).

Fuentealba et al. (2004) investigated a technique using
microwave sensors and they show promising results. However,
microwave sensors are not standard equipment in sawmills, while
image acquisition equipment is. The study also did not state if the
method could trace boards through the drying process, which
possibly reduces the number of applications.

Hietaniemi et al. (2013) investigated two different feature
descriptors: C-S LBP and U-SURF. The results were about 97%
matching accuracy on a large dataset gathered from industrial con-
ditions. Pahlberg et al. (2015a) also investigated SURF feature
detectors, but in combination with block features and a geometric
transform estimator. That study showed a bit higher matching
accuracy than Hietaniemi et al. (2013), but for a smaller dataset
of rescanned boards. The difference between these two studies
and the study described in this paper is that this study gets higher
accuracy when using smaller board lengths. Pahlberg et al. (2015a)
investigated how the knot count affects the results and with simi-
lar knot count in the query images as in this study, the matching
accuracy drops.

The method presented in Pahlberg et al. (2015b) uses the knot
positions with respect to the nearest neighboring knots. That
method is scale and rotationally invariant, but requires too many
knots in the images to be viable in practical applications in its cur-
rent version.

To summarize, recognition methods using feature descriptors
work well for full length boards and are viable for many industrial
applications. Our proposed method using template matching with
low pixel density images works well for board lengths down to
about 1 m.

4.4. Material and species

This study is made on boards of Scots pine, but since wood is a
material with high diversity in appearance, it is not certain that the
same matching accuracy will be achieved if another material is
used.

The knots in particular are interesting, since the number of
knots, their position, brightness, and size contribute to the unique-
ness of the board. As long as the number of knots on the boards in a
database has approximately the distribution as in Fig. 5 and the
contrast between knots and clear-wood is approximately as in this
paper, the recognition method proposed in this paper should work.

For some wood species, the brightness of knots and clear-wood
are approximately equal, which would probably decrease the
matching accuracy of the proposed method. We are looking for-
ward to see future studies on how the recognition method would
work on different species of wood.
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5. Conclusions

Template matching in combination with downsampling of
board images to low pixel density is a highly accurate, simple
and robust method for recognizing boards. The speed of the pro-
posed recognition method allows for industrial practice and it
can be used to recognize pieces of boards as long as the material
is similar to what was used in this study.
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Abstract

Today, a large number of people are manually grading and detecting defects in wooden lamel-
lae in the parquet flooring industry. This paper investigates the possibility of using the ensemble
methods random forests and boosting to automatically detect cracks using ultrasound-excited ther-
mography and a variety of predictor variables. When friction occurs in thin cracks, they become
warm and thus visible to a thermographic camera. Several image processing techniques have been
used to suppress the noise and enhance probable cracks in the images. The most successful pre-
dictor variables captured the upper part of the heat distribution, such as the maximum temperature,
kurtosis and percentile values 92–100 of the edge pixels. The texture in the images was captured
by Completed Local Binary Pattern histograms and cracks were also segmented by background
suppression and thresholding.

The classification accuracy was significantly improved from previous research through added
image processing, introduction of more predictors, and by using automated machine learning. The
best ensemble methods reach an average classification accuracy of 0.8, which is very close to the
authors’ own manual attempt at separating the images (0.83).
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1. Introduction

1.1. Parquet flooring production

The global market for wood flooring is pro-
jected to reach 1 billion square meters in
2020, with China as the fastest growing mar-
ket (Global Industry Analysts, Inc., 2017). In
2013, engineered wood flooring accounted for
50% of the total wood flooring sales (Info-
graphic Journal, 2013).
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Tarkett is one of many producers of floor-
boards from engineered wood. In general,
their floorboards are made out of three layers,
where the top layer consists of 3–4 mm thick
lamellae made of some expensive hardwood
species. This particular raw material starts out
as laths that are partly dried naturally in a stor-
age compartment. The laths are dried in kilns
for a certain period of time depending on the
moisture content just before the processing is
about to begin. The dried laths are planed,
cross-cut, and rip-sawn in the factory in or-
der to produce lamellae of the desired shape.
The lamellae are then manually inspected and
sorted according to different wood features,
such as color and the presence of knots and
cracks.

There are two types of cracks in the floor-
board production: acceptable and unaccept-
able. Acceptable cracks are very thin and short
both in depth and length. Unacceptable cracks
are those that are large and have an angle close
to horizontal against the lamella face. More-
over, cracks are generally not accepted very
close to the lamellae edges. The majority of
the cracks are detected on the cross-section of
the lamellae, but may also be found on the
faces and/or the sides.

Thin and short cracks are often difficult
to identify with manual inspection. Lamel-
lae having fine vertical cracks do not pose
a problem in the final product since these
cracks will be filled and then sealed by lacquer.
The biggest problem is when an unacceptable
crack is not noticed and this lamella reaches
further processing.

Three surface quality inspections are cur-
rently used to detect defective floorboards:
right after the lacquering line, at the packag-
ing line, and at the finished goods audit. These
inspections engage quite a lot of resources, and
there is also a cost for the reworking of all
the floorboards having surface defects. Tar-

kett has estimated possible savings of 100,000
Euros per year for the production of 2 million
square meters of floorboard if no reworking
was needed.

1.2. Cracks and crack detection in wood
Cracks in wood can form for several differ-

ent reasons. According to Lamb (1992), they
can be caused by, for example, growth stresses,
machining, kiln drying, or they can form at
a later stage from anisotropic shrinking and
swelling caused by the surrounding climate.
Cracks can also form because of mechanical
damage and faulty design.

When wood is excited by vibrations in the
ultrasonic frequency range (>20 kHz), defects
such as cracks and other loose material may
get hot depending on the defect and the partic-
ular sonic excitation and hence be detectable
by a thermographic camera. Thin cracks be-
come hot due to the friction that occurs be-
tween the surfaces. This phenomena is the ba-
sis for the crack detection presented in this pa-
per. Open cracks do not generally heat up be-
cause there is no friction there. However, open
cracks will still heat up at the crack tips (Guo
and Vavilov, 2013).

1.3. Infrared thermography
Infrared thermography (IRT) has become a

widely accepted tool for real-time monitoring
and detection of flaws in equipment and de-
tection of defects in materials (Bagavathiap-
pan et al., 2013). As IR cameras are improving
and at the same time getting cheaper, more and
more applications are becoming feasible.

Thermography methods can provide data
about the subsurface structure by observing
differences in thermal emission from the ob-
ject. The emission is the result of a heat
transfer through the piece. The thermogra-
phy is called active if there is an external
energy source that raises the temperature of
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the measured object, initiating the heat trans-
fer. Variants of active thermography methods
are: pulse, step heating, lock-in and vibroth-
ermography (Maldague, 2001). Ultrasound-
excited thermography (UET), which is used in
this study, is one of the variants of vibrother-
mography. Unlike most thermography meth-
ods, UET is a contact method. A sonotrode
is brought into physical contact with the test
piece in order to excite the object with a me-
chanical wave. Ultrasonic excitation gener-
ates three-dimensional vibrations that travel
through the material (Guo and Vavilov, 2013).
The interaction between the waves and the
composition of the material, together with its
shape, give the regions their different tempera-
tures.

When monitoring for faults and defects us-
ing thermography, it is common to compare
the heat pattern of the defect-free version of
the object with that of the faulty one. This
procedure is quite trivial on objects made of
homogeneous materials. However, for hetero-
geneous materials such as wood, it is difficult
to estimate an accurate reference map prior to
the excitation. Often, the boundaries between
earlywood and latewood light up in the IR im-
age. The annual ring pattern can of course
be observed even without an IR camera but it
is still impossible to know beforehand exactly
how much each annual ring will heat up.

1.4. Research question and aim
This paper is a continuation of the Mas-

ter’s thesis research of Popovic (2015). Ex-
periments are performed to further investigate
the use of vibrothermography for the detection
of cracks in parquet lamellae, and the aim is
to improve the accuracy of the classification.
The classification accuracy of commonly used
ensemble classifier techniques is evaluated for
random forests and boosting. The investigated
variables are the maximum temperature, the

statistical moments of the temperature distri-
bution, the histogram/percentiles, the texture,
and classifier-specific parameter settings.

Our hypothesis is that many different types
of variable can contribute to a stronger classi-
fier in all.

1.5. Related work
Thermography has already been applied in

wood science and the wood industry to ad-
dress different types of problems. Berglind
(2003, pp. 67-68) used pulsed heating and
lock-in thermography for the purpose of de-
tecting glue deficiency in laminated wood.
Lock-in thermography was recommended for
its greater penetration depth, up to 3 mm layer
thickness, and for its high signal-to-noise ra-
tio. Sembach and Busse (1997) used lock-in
thermography to detect air channels beneath
the surface of medium density fiberboards and
chipboards. Wu and Busse (1995) used lock-
in thermography and managed to detect holes
with a diameter of 4 mm, knots, and differ-
ences in wood species, beneath a 2 mm layer
of laminated veneer. Meinlschmidt (2005)
used on-line thermography to detect defects in
wood and wood-based materials. Defects such
as knots, holes, and cracks could be detected
in IR images manually using both passive and
active thermography. Lukowsky (2008) used
ultrasound-excited thermography to success-
fully detect black knots, loose material, poorly
glued bonds, and rot, in solid wood, oriented
strand board (OSB), and particle board. More
recently, López et al. (2014) investigated the
possibility to use long lasting pulse thermog-
raphy (60–600 seconds) to detect bore holes of
different diameters at different depths in oak,
beech, and Scots pine samples.

IRT has also been used in a wide variety of
other fields. Investigations of crack detection
using UET have, for example, been carried out
both with aluminum and concrete (Guo and
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Vavilov, 2013; Aggelis et al., 2010). An exten-
sive review of the applications of IRT was con-
ducted by Bagavathiappan et al. (2013). Ap-
plications include: monitoring of civil struc-
tures, electrical components, machines and
machine components, welded joints, deforma-
tion of objects, and detection of moisture in
different materials. A common denominator is
that most of the conducted studies within IRT
only include very simple measures to detect
anomalies, such as, for example, the peak- or
average temperature.

The paper from now on is organized as fol-
lows. Section 2 first gives an introduction
to the texture descriptor Local Binary Pat-
terns. Then, the chosen classification methods
and some related fundamentals are introduced.
Lastly, optimization of the classifier settings is
touched upon. In Section 3, the properties of
the wood are explained and also how the im-
age data was split into different groups. Sec-
tion 4 shows the experimental setup and lists
the equipment used in the experiment. In Sec-
tion 5, the different types of image noise are
explained in detail and the strategies chosen to
mitigate them. In Section 6 the chosen predic-
tor variables are explained as well as the re-
lated settings that were found optimal. In Sec-
tion 7, the choice of classifiers is motivated.
We explain how their performance was mea-
sured and how their internal parameters were
optimized. In Section 8, the general findings
and settings are presented for each type of
variable. The performance of the ensembles
are explained and discussed. Lastly there fol-
low some concluding remarks in Section 9 and
suggested future work in Section 10.

2. Theory

2.1. Local Binary Pattern histograms
Local Binary Pattern (LBP) histograms can

be important predictors of crack presence as

2 8 1

7 5 4

539

0 1 0

1 0

101

Binary pattern: 00101101

Decimal: 1+4+8+32 = 45

Threshold

Figure 1: If a surrounding value is lower than the cen-
ter value, it is denoted by a zero, otherwise, by a one.
This is a thresholding into a binary pattern, which also
is equal to a certain decimal number.

shall be seen later. A local binary pattern is
a low-level texture operator that can be used
to describe the texture at every point in an im-
age. The descriptor is obtained by comparing
each pixel to its surrounding neighbors. The
type of texture is then stored as a binary num-
ber, i.e., a sequence of zeros and ones. If a
surrounding value, called the sample point, is
lower than the center value, a “0” is added to
the sequence, otherwise a “1” (see an example
in Figure 1). Meaningful micro-features that
are encoded using LBPs are: edges, corners,
spots, and smooth surfaces (Figure 2).

All similar local texture features can be
summed up into the bins of a histogram which
then describes the whole, or parts of the whole
image. Thus, each bin provides the probability
of encountering the corresponding pattern in
the image. The histogram is like a fingerprint
of the image, which can be used for recogni-
tion and classification.

Binary patterns with zero or two transitions
from 0 to 1, and vice versa, are called uniform
patterns. This sub-group accounts for about
90% of all patterns, both in face recognition
and in texture recognition, when eight sample
points and a radius of one pixel is used (Aho-
nen et al., 2006; Ojala et al., 2002). According
to Ojala et al. (2002), the proportion of non-
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Spot Spot or flat Line Edge and/or corner

00000000 11111111 11111001 11000011 01111100

Figure 2: Examples of different uniform LBPs with 8 sample points. Illustration inspired by Wagner (2011).

uniform patterns is so small that their proba-
bilities cannot be estimated reliably. The in-
clusion of their noisy estimates would actually
only impair the performance.

An example of how some binary strings are
sorted and put into different bins can be seen
in Table 1. The bin number corresponds to the
number of consecutive 1’s in the circular pat-
tern. Non-uniform patterns, those with more
than two 0–1 transitions, are all put in a sepa-
rate bin. In this example, the pattern rotation is
neglected, which in this case, of eight sample
points, reduces the number of bins from 59 to
10.

Table 1: An example of the first decimal numbers, bi-
nary strings, and bins they are sorted into. The bin num-
ber corresponds to the number of consecutive 1’s in the
circular pattern. Non-uniform patterns, those with more
than two 0–1 transitions, are all put in the last bin (la-
beled no. 9 here).

Dec. number Binary no. Bin number
0 00000000 0
1 00000001 1
2 00000010 1
3 00000011 2
4 00000100 1
5 00000101 9
6 00000110 2
7 00000111 3
...

...
...

255 11111111 8

Previous studies using LBP have included,
for example, image segmentation (Ojala and
Pietikinen, 1999), texture classification (Ojala
et al., 2002), face detection (Zhang and Zhao,
2004), and facial expression recognition (Zhao
and Pietikainen, 2007).

2.2. Decision trees
The classification methods described in this

paper all use decision trees in some way. A de-
cision tree is a tree-like graph that can be used
to model the behavior of some process. It is
a conceptually simple but powerful technique
that can either be used for regression or classi-
fication. Hence, they are known as regression
trees or classification trees, respectively.

The topmost node in a tree is called the root
node. Below the root node there follow a num-
ber of internal nodes, and lastly there are the
terminal nodes, also called leaves. The further
down the tree, the less important the variables
become for class discrimination. An example
of a classification tree which has been learned
on the cracked lamellae data can be seen in
Figure 3.

Decision trees are usually made as binary
trees, meaning that the split at each node is a
two-choice question. The reason is that multi-
way splits fragment the data too quickly, leav-
ing insufficient data at the next level down
(Hastie et al., 2009, p. 311). Multiway splits
can still be achieved through a series of binary
splits.
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Figure 3: A classification tree learned on the cracked lamellae data. Here, the most discriminating variable on top is
the standardized kurtosis of the temperature distribution (X4). Kurtosis describes the shape of the tails of a distribution.
The variable thresholds are shown at each node. The leaf nodes specify the classes where there is a crack present, 1,
or not, 0. The bars show the probability distribution, P, of lamellae at each node belonging to class Yi without cracks
(red) and with cracks (green), given the input vector v. (Figure best viewed in color)

2.3. Ensemble methods
Ensemble methods are often a good choice

of classifier when there is no simple relation
between the variables and the output classes.
These classifiers are typically made up of sev-
eral decision trees, and the result is obtained
through a vote by all its members. Ensem-
ble voting can be likened to asking a group
of people their opinion on a given topic, and
then choosing the most popular response. The
collected result of many insecure voters will
give a quite good guess if they are independent
of each other and they are slightly better than
random guessing. Some of the most influen-
tial techniques that often use decision trees are
boosting, bootstrap aggregation, and random
forests. They are summarized below.

2.3.1. Boosting

Boosting is a machine learning technique
that creates a strong classifier from the com-
bination of many weak classifiers, or rules
of thumb (Schapire, 2013). The theory of
boosting lies in the weak learning condition
(WLC). The WLC states that the weak classi-
fiers must at least be better than random guess-
ing, meaning they need to have higher than
50% probability of predicting a class correctly
in a two-class problem and higher than 33.3%
in a three-class problem, and so on. Then it is
possible to prove that the training error of the
ensemble goes to zero, and that when given
enough data, the generalization error can be-
come arbitrarily small (Freund and Schapire,
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1997; Schapire, 2013).
AdaBoost, short for “adaptive boosting”,

was formulated by Freund and Schapire
(1997) and has been extensively studied. It
remains one of the most popular and high-
performing classifiers two decades after its in-
troduction (Schapire, 2013). AdaBoost calls
a given weak learning algorithm repeatedly in
a series of rounds. The method is adaptive
in the sense that subsequently acquired weak
classifiers are forced to focus on those obser-
vations misclassified by previous classifiers.
Each weak classifier produces a hypothesis,
h(xi), for each sample in the training set (Fre-
und and Schapire, 1999). At each iteration, a
weak classifier is selected and assigned a co-
efficient αt such that the sum of the training
errors of the resulting boost classifier is mini-
mized.

There have arisen many variants of boost-
ing since the original AdaBoost, for example,
LogitBoost and GentleBoost, both introduced
by Friedman et al. (1998).

2.3.2. Bootstrap aggregation and random
forests

Bootstrap aggregation, or bagging, is a
technique for reducing the variance of a pre-
diction function (Hastie et al., 2009). Boot-
strapping means that several different training
sets are randomly sampled with replacement
from the training data, where replacement
means that the observations may be picked
several times. Bagging averages the prediction
over a collection of bootstrap samples, thereby
its variance is reduced.

Bagging is compatible with most classifiers
but seem to work especially well for high-
variance, low-bias procedures, such as deci-
sion trees. When used for classification, a
committee of trees each cast a vote for the pre-
dicted class, and then the majority vote is ac-
cepted as the answer.

Bagging algorithms generally construct
deep trees, and the construction often con-
sumes more time and memory than boosting.
However, boosted classifiers might need more
ensemble members than bagging. It is not al-
ways clear which type of classifier is superior
(MathWorks MATLAB).

Random forests (Breiman, 2001) is a mod-
ification of bagging that improves the vari-
ance reduction by reducing the correlation be-
tween trees without increasing the variance too
much. The de-correlated trees are created by
only letting each of them see parts of the whole
data, and using a subset of all variables as can-
didates at each split in the tree.

2.4. k-fold cross-validation (CV) with stratifi-
cation

Cross-validated classification accuracy is
used throughout this paper to evaluate the ef-
fects of different design choices. When us-
ing CV to evaluate classifier accuracy, strati-
fication is preferred. Stratification means that
the k-fold partitions are created with the same
class distributions as the whole data set. With-
out stratification, some test sets might include
very few observations from certain classes and
hence the estimation of the performance for
that fold would be misleading (Tsamardinos
et al., 2014).

According to Eriksson et al., p. 374, some-
where between 5–10 is a good general num-
ber of groups for CV. This particular interval
is the most common one in the literature to ob-
tain an unbiased prediction of the classification
accuracy1 (Breiman et al., 1984; Weiss and In-
durkhya, 1994; Shen et al., 2007).

2.5. Hyperparameter optimization
Hyperparameter optimization is an essen-

tial, but often overlooked, step for obtaining a

1Umetric’s SIMCA 14 uses 7-fold CV by default and
MATLAB’s Classification Learner uses 5-fold CV.
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good classifier. A hyperparameter is an inter-
nal parameter of a classifier, for example the
learning rate or the maximum number of splits
in a tree-based classifier or the number of neu-
rons in a hidden layer of a neural network. All
classification methods have their own hyper-
parameters. Typically, optimizing the hyper-
parameters means that you try to minimize the
cross-validation loss of a classifier in an outer
loop (Thornton et al., 2013; MathWorks MAT-
LAB).

Optimal parameters can be found using
manual search, grid search, random search, or
automatic search. There is no obvious alter-
native better than the other, it depends on the
data set and how well the relevant intervals and
step lengths are known. Bergstra and Bengio
(2012) state that grid search and manual search
are the most widely used methods but claim
that random search is more efficient for hyper-
parameter optimization. By randomly pick-
ing values from the grid of hyperparameters,
one can obtain a similar performance as grid
search, but with much fewer trials.

In grid search and random search the next
trial configuration is picked blindly (Pham,
2016). However, in automatic hyperparame-
ter tuning, an algorithm tries to make a smart
choice of new parameters. The algorithm tries
to estimate the black-box function that maps
the hyperparameter settings to the classifica-
tion accuracy. Typically, algorithms try to op-
timize the expected improvement (EI), which
is the probability that a new trial will result
in a new best level of accuracy. The al-
gorithms all trade-off exploration versus ex-
ploitation, to minimize the number of evalu-
ations of the black-box function. Bayesian op-
timization with Gaussian processes as proba-
bility model has often been used in the past
(Rasmussen and Williams, 2006; Snoek et al.,
2012). Training a Gaussian process involves
fitting a distribution of smooth functions to the

given training data. Also, tree search solvers
have proved successful in recent years (Hutter
et al., 2011; Bergstra et al., 2013).

3. Material

In this section, the properties of the wood
are explained and also how the image data was
split into different groups.

The samples of lamellae are made of oak
(Quercus sp.) with the dimensions 304×67×3
mm (L/W/T). There are three categories into
which the lamellae are classified at the man-
ual sorting station: 1) no cracks present, 2)
acceptable cracks present and 3) unacceptable
cracks present. Workers at the lamella sorting
station picked out 150 lamellae from each of
these classes. Lamellae with large open cracks
were not included in the sample since these are
today easily detected at the manual sorting sta-
tion, and it would also be trivial to find these
types of cracks automatically on regular digital
images.

3.1. Definition of a crack
Tarkett’s definition of acceptable and un-

acceptable cracks is stated below and is ex-
plained with the aid of Figure 4. The accept-
able cracks satisfy the following criteria:

a) The crack width is approximately less
than 0.2 mm.

b) It has an angle that makes the horizontal
length not longer than 7 mm.

c) It is not longer than 20 mm in the longi-
tudinal direction.

d) It is found more than 5 mm from the edge
of the lamella.

The cracks are regarded as unacceptable if
any of these four characteristics are exceeded.
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Figure 4: Example of an unacceptable crack that is hard to detect with a quick manual inspection.

A close ocular inspection of the infrared im-
ages did not show any distinct differences be-
tween the acceptable cracks and the unaccept-
able cracks. When tested, the two types of
cracks could also not be clearly separated us-
ing computer-aided classification. Both of the
crack types heat up due to friction generated
by vibrations. The hot area near the cracks
becomes wider than the actual cracks, so it
is not possible to determine the crack width
from these images. Furthermore, since a sim-
ple setup was chosen, with only one IR camera
looking at the lamella face, there was no pos-
sibility of determining the angle of the crack.
Hence, the images from the two crack classes
were merged into one group.

3.2. Misclassifications and difficulties with
the material

Since the visual inspection is done man-
ually, there is a risk of some of the lamel-
lae being misclassified. All lamellae were af-
terwards investigated with a microscope and
as a result 32 lamellae in the group without
cracks were found to actually have one or more
cracks. These lamellae images were there-
fore moved to the group with cracks. Most of
these lamellae, all but five, had only acceptable
cracks. Unfortunately, it is still very difficult to
obtain a totally precise truth data for this kind

of complex material and specific crack defini-
tions.

In general, there are more bright/hot pix-
els in the IR images with cracks than in those
without. Often, it is quite easy to manually
classify an image that has many cracks, but it
can be very difficult to distinguish cracks from
other possibly hot regions, e.g., growth rings,
mechanical resonance modes, or wood dust.
Figure 5 shows how the ranges overlap for one
of the best predictors of crack presence, the
maximum temperature in the image.

The overlap is not substantial for this par-
ticular predictor, but as can be seen, the value
for the 3rd quartile in the first group coincides
with the value of the 1st quartile in the second
group.

3.3. Data set imbalance

After merging the groups that include
cracks, there is a problem with data imbalance,
i.e., there is more data with cracks than with-
out. This imbalance will give a classifier bi-
ased towards predicting the majority class un-
less the right precautions are taken. There are
several strategies that can be adopted to miti-
gate this: use methods that handle imbalanced
data well, change the performance measure to
something other than classification accuracy,
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Figure 5: A boxplot showing an example of a predictor
with an overlapping range between the group without
cracks and the group with cracks. Standardized maxi-
mum temperature value is displayed here. Outliers are
not shown here. Whiskers extend to the standard ±2.7
standard deviations.

or re-sample the data (Brownlee, 2015). The
choice was made to re-sample the data.

At this point there were 118 specimens with
no cracks and 332 specimens with cracks. A
portion of 35 specimens from each of the two
classes was randomly picked and put into an
external test set to later be used for evalu-
ating the final classifiers and assessing even-
tual overfitting. This particular amount corre-
sponds to 30% of the data in the group without
cracks. The rest of the data, the training set,
was used in the cross-validation phase to de-
termine the pre-processing methods, select the
variables, and find optimal classifier hyperpa-
rameters.

All specimens without cracks in the training
set were always used, but for the group con-
taining cracked lamellae, a random subsam-
ple was picked repeatedly, in this way taking
care of the problem of the imbalanced data
while still using most of the available data
from the group containing cracks. A schematic
overview of the data divisions is shown in Fig-
ure 6.

k-fold 

cross-validation

No cracks

Cracks

No cracks

Cracks External 

test set

Figure 6: Overview of how the entire data set was di-
vided into a training set for cross-validation and an ex-
ternal test set.

3.4. Raw images
A video sequence was recorded during the

excitation of each lamella. After analyzing the
sequences, it was decided that a good time to
extract a raw file of temperature values was at
300 ms after the beginning of the excitation.
At that point the contrast between cracks and
solid material was high. The images extracted
have 640×512 pixels and a pixel density of 47
ppi, or 1.85 ppmm.

A lamella with cracks near the left and right
edges can be seen in Figure 7.

4. Experimental setup

The equipment used in the UET experiment
is listed in Table 2, and Figure 8 shows the ex-
perimental setup.

The setup was static in terms of specimen
positioning during sequence recording, i.e., all
the specimens assumed the same position in
front of an infrared camera. The exact posi-
tioning of the lamellae specimens was secured
using a vise with a 125 × 5 mm groove in it.
The power of the ultrasonic wave was chosen
to be 1000 W, which was the maximum power
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Table 2: A list of the equipment for image acquisition using ultrasound-excited thermography.

Label Name Type
a) Ultrasonic transducer and a sonotrode Hielschler ultrasonics (1000 W/20kHz)
b) Ultrasonic generator UIP 1000
c) Infrared camera IRCAM Geminis 327k ML pro, (640 × 512 pixels)
d) Lens MWIR; f/1.5; f = 28mm
e) Temperature calibration device IRCAM compact blackbody
f) Control unit Panasonic Toughbook 31
g) Vise /

h) Supporting frame /

of the ultrasonic generator. During the pre-test
phase, it was concluded that a higher power
resulted in a better contrast between the cracks
and solid material.

The IR camera was calibrated once every
hour during the tests. The calibration was
carried out with a black body calibration de-
vice by setting the temperature range between
15 ◦C and 40 ◦C.

The distance between the test pieces and the
infrared camera lens was set to 60 cm, which
was chosen to enclose the whole lamellae with
some extra space on the sides.

5. Pre-processing of images

The images from the IR camera all include
different types of noise and other unwanted ef-
fects. Some pre-processing of the IR images
is therefore advantageous before the variables
are extracted and passed to a classifier. The
problems are as follows:

1. Impulse noise over the whole image.

2. Drifting background temperature over
time due to temperature rise in the equip-
ment and scene.

3. A minor temperature gradient from left to
right and from top to bottom in the im-
ages.

4. Periodic temperature modes originating
from the vibration frequency, the shape of
the lamellae, and how they were clamped.

5. Very high temperatures of the lamellae re-
gions between the sonotrode and the vise.

Below follows a deeper explanation of each
type of noise and the measures taken to miti-
gate them.

5.1. Impulse noise
Impulse noise, also called salt-and-pepper

noise, is to some extent always present in the
images. The presence of impulse noise can for
example be discovered by looking at the his-
togram of a background area. Figure 9 shows
the histogram of a 30 × 40 pixel background
area from the top left corner of Figure 7. The
spikes at the tail ends of the histogram indicate
that there is impulse noise in the image.

Impulse noise can be mitigated by calibrat-
ing the temperature range of the infrared cam-
era often, but the noise was also suppressed af-
terwards using a median filter of size 3×3. The
MATLAB function medfilt2 was used with
symmetric padding.

5.2. Suppression of the background tempera-
ture drift

The IR camera was calibrated at certain
times during the tests. However, in hindsight,
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Figure 7: An example lamella in pseudocolor scaled be-
tween the 1st and 99th percentile value. The color bar
shows the temperature range in degrees Celsius. (Figure
best viewed in color)

this calibration did not prove to be enough.
The median temperatures of a 10 × 10 pixel
background area at the bottom right corner
were calculated for every lamella image (see
Figure 10). This area was chosen since it
should be the least affected by the rising heat
generated from the sonotrode. It is clear that
the overall temperature of the IR images is in-
creasing between the points of calibration as
the equipment is on. Therefore, this difference
in background median value between the first
frame and each subsequent frame was calcu-
lated and subtracted. Many other areas were
also investigated but they all show the same
pattern. Hence, it should not matter much
which background area is used to subtract the
background temperature differences.

According to the room temperature log, the
room temperature only varied ±0.2 ◦C during

Figure 8: Setup of the ultrasound-excited thermography
experiment. The equipment is listed in Table 2.

the experiments, so subtracting the temporal
background change will not introduce a signif-
icant error.

5.3. Scene temperature gradient and tempera-
ture modes

As mentioned, there are slow-changing
temperature gradients present in the images,
which can be seen in Figure 7. The reason
is that the electrical equipment in the setup
heats up the scene unevenly, and more so as
the equipment is kept on. We want to suppress
the gradients over the lamellae to reduce un-
wanted variability of the input to the classifier.

It was found that the gradients are stronger
over the lamellae than in the background, so
one cannot simply use the more static back-
ground to estimate the gradients. There are
also periodic temperature modes, hot spots,
present over the lamellae which are more or
less easy to note depending on the specimen
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Figure 9: The histogram of a 30 × 40 pixel area in the
top left corner of Figure 7. The values of the image have
been stretched between the 1st and 99th percentile and
mapped between 0 and 1.

and the amount of contrast stretching (see Fig-
ure 7). The periodic temperature modes can
interfere with the crack detection so we want
to remove them but keep the hot regions where
there are cracks.

The cracks in the images usually appear as
small objects of high temperature either elon-
gated in the horizontal direction or as small
disk-shaped spots. Some examples can be seen
close to the left and right edges of the lamella
in Figure 7. These regions make up the infor-
mation that we very much want to keep.

The minor slow-changing gradients and
large hot spots can in terms of image process-
ing be treated as uneven lighting and can either
be mitigated using a high-pass filter or by esti-
mating the background and subtracting it. The
latter approach was chosen due to its simplic-
ity and because it produced more nice-looking
images.

In Figure 11, the background has been sub-
tracted from the lamella in Figure 7 to pro-
duce this final result. The chosen method is
explained here in Sections 5.3.1–5.3.2.
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Figure 10: The median temperatures of a 10 × 10 pixel
background area at the bottom right corner calculated
for each lamella image. The lamella ID number is spec-
ified on the x-axis in the order they were tested. Number
1–150: no cracks, 151–300: unacceptable cracks, and
301–450: acceptable cracks.

5.3.1. Edge-preserving smoothing
An edge-preserving smoothing filter was

added before the background subtraction to get
a cleaner result. This type of filter will smooth
out less distinct gradients in the images but
will leave the cracks relatively untouched.

The guided filter introduced by He et al.
(2013) was used, which is implemented in
the MATLAB function imguidedfilter. This
filter behaves like the popular bilateral filter
(Tomasi and Manduchi, 1998), but has better
behavior near edges, as it avoids gradient re-
versal artifacts. The neighborhood size was set
to 5 × 5 and the degree of smoothing to 1e−8
after experimenting with different values.

5.3.2. Gray-scale top-hat by reconstruction
There are many ways to estimate uneven

lighting or other slow-changing background
gradients in an image. A basic approach is
to average- or low-pass-filter the image with
a large structuring element. This approach
will give a crude approximation of the back-
ground. Another, more sophisticated and ac-
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Figure 11: The image resulting after edge-preserving smoothing and gray-scale top-hat by reconstruction applied to
the image in Figure 7. (Figure best viewed in color)

curate method to estimate the background, is
to perform opening by reconstruction on the
image. Opening by reconstruction removes
high intensity regions that fit inside the shape
of the chosen structuring element. It re-
stores the larger high intensity regions that re-
main after erosion exactly as they were before,
through repeated dilation.

In this paper, the opening by reconstruction
is performed using the following MATLAB
commands:

mask = I;
marker = imerode(I, h);
background = imreconstruct(marker, mask);

Matlab’s imreconstruct repeatedly dilates the
marker image using an 8-connected neighbor-
hood until it fits the border of the mask im-
age. The algorithm stops when there are no
more changes between subsequent dilations.
The function reconstructs the background us-
ing a fast hybrid gray-scale reconstruction al-
gorithm described in Vincent (1993).

The flat structuring element, h, was chosen
in the form of a horizontal line of length 25
pixels. We assume that cracks are very rarely
longer than 25 pixels, which make longer lines
or other shapes, e.g., growth rings and large
hot spots, become part of the background.

Top-hat by reconstruction means that the
background obtained through opening by re-

construction is subtracted from the original
image, therefore removing unwanted objects.
For a more thorough explanation of the under-
lying gray-scale morphology operations, see
Gonzalez and Woods (2008, pp. 659–679).

5.4. Regions of interest
During manual inspection it was discov-

ered that the cracks mostly appear close to the
left and right edges of the lamellae. There-
fore, it is most important to gather informa-
tion there to train a successful classifier. The
regions between the vice and sonotrode un-
fortunately interfere with the classification be-
cause the wood gets too hot there (see Figure
7). Hence, these regions were cut away in the
images. The classification accuracy was esti-
mated for varying region widths to find the op-
timal value. The left and right regions of in-
terest and how they were varied is shown in
Figure 12, where the red rectangles mark a re-
gion width of 55 pixels as reference and the
black dashed regions show roughly the maxi-
mum width tested.

The classification accuracy was evaluated
for each type of variable, as described in Sec-
tion 3.3, while varying the width between 10
to 200 pixels with a step length of 5 pixels.

6. Variable selection and optimal settings

Searching for good predictor variables, pa-
rameter settings, and pre-processing steps, has
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Figure 12: One region from the left side and one re-
gion from the right side of the lamella were extracted.
The width of these regions was varied, as shown by the
black arrows and dashed rectangles. The red solid line
rectangles show a width of 55 pixels as reference.

been a daunting iterative process. The op-
timal parameter settings change as the pre-
processing of the images is changed, and the
parameter settings are also affected by adding
or discarding predictors. Each pre-processing
step, parameter setting, and predictor variable,
has been investigated through scientific con-
trol, i.e., by keeping all but the parameter in
question constant.

Different design choices were investigated
by measuring the average 7-fold CV classifi-
cation accuracy over 100 randomly partitioned
subsets of the cracked lamellae in the training
set. Random forests, as implemented in the
MATLAB function fitcensemble, were used
with 300 learning cycles and all other settings
set to the default.

The predictor variables finally chosen were:

1. Maximum temperature.

2. Statistical moments: mean, variance,
skewness and kurtosis.

3. Percentiles 92–100 of the distribution of
temperature of the edge-detected pixels in
the left and right regions.

4. The Completed LBP histogram with a
certain combination of the Sign, Mag-
nitude and Center-operator histograms.
(Explained in Section 6.3.)

5. Number of foreground pixels after pre-
processing and thresholding the regions.

All the above mentioned variables were
standardized after extraction so that they
would initially have an equal impact on the
classification.

According to Hastie et al. (2009), boosted
ensembles and random forests are very robust
towards noisy or collinear variables. There-
fore, no further variable reduction was inves-
tigated until the hyperparameters had been op-
timized.

6.1. Maximum temperature
The maximum temperature in a region of in-

terest is often a good predictor of crack pres-
ence on its own. The maximum temperature
along with the average temperature is maybe
the most common indicators of faults and de-
fects used in the thermography literature.

6.2. Percentile values of edge pixels
The histogram, or certain bins of the his-

togram, could possibly be a good predictor
of cracks. However, the temperature distri-
butions are very skew. Most of the pixels
are non-cracks and are therefore not heated
much. To even out the histograms and discard
most of the background pixels, a few meth-
ods were evaluated with respect to classifica-
tion accuracy. Morphological gradient as well
as Canny- and Laplacian of Gaussian (LoG)
edge detection were used to mask out edges,
hopefully near potential cracks.

The MATLAB function edge was used to
produce the edge masks. A reasonable thresh-
old interval to investigate for LoG was ob-
tained by calculating the default thresholds for
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each individual image as returned by edge.
The interval to investigate became 1e−7 to
1e−5. Analogously, an interval for σ was in-
vestigated between 0.5 and 2.

The histograms obtained after masking are
very sparse at the higher temperatures, so per-
centile values were instead used to represent
the distributions. Percentiles are less sensitive
to “outliers” and minor shifts in temperature.

The percentile values were calculated sepa-
rately on the left and right sides.

6.3. Completed Local Binary Pattern (CLBP)

The CLBP implementation of Guo et al.
(2010) has been used in this study2. In addi-
tion to the standard signed LBP, explained in
Section 2.1, it incorporates the magnitude dif-
ferences between the sample points and cen-
ter point. An example 3 × 3-image block is
shown in Figure 13 where the center point
value has been subtracted in (b). The resulting
vector, [-1, -4, 3, -3, 2, 4, -2, 0], can be decon-
structed into its corresponding vectors in (c)–
(d) using what Guo et al. (2010) refer to as the
Local Difference Sign-Magnitude Transform
(LDSMT), where (c) contains just the signs
and (d) is a descriptor of the magnitude of the
differences.

The magnitude vectors are converted to bi-
nary codes by thresholding them by the mean
value of all the magnitude values in the im-
age. The M-histogram is then built in the same
manner as the S-histogram (explained in Sec-
tion 2.1).

The center pixel binary map comes from
thresholding all center pixels by the aver-
age gray level of the whole image. The C-
histogram is then just the two-component vec-
tor, [# 0, # 1], of this thresholded image.

2http://www.comp.polyu.edu.hk/

~cslzhang/code/CLBP.rar, last visited 2016-09-08.
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Figure 13: (a) An example 3 × 3 image block. (b) The
differences between the center pixel and surrounding
sample points. (c) The sign differences. (d) The magni-
tude components.

There are many ways to pre-process the im-
ages before the CLBPs are calculated. Fur-
thermore, there is one region in each side of
the lamella, so another question is how to best
combine the CLBP histograms. The two his-
tograms were both summed and concatenated
to find the best approach. Several CLBP his-
tograms of varying scales and numbers of sam-
ple points were also fused together in both
concatenated- and joint histograms to assess
the importance of different settings.

6.4. Number of foreground pixels
Especially the time normalization and back-

ground subtraction described in Section 5 are
steps that increase the chances to segment
cracks successfully. The # foreground pixels
were summed after thresholding the left and
right lamellae regions using several threshold
levels. The threshold was optimized by mea-
suring the classification accuracy as before.
The summation of the pixels gives one value
for the left region, and one value for the right
region. The numbers are measures of how
large the supposed crack regions are.
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There is no special shape of the hot regions
that include cracks. Sometimes the cracks
are thin and sometimes they appear circular.
It probably depends on the three-dimensional
nature of the crack. Therefore, it is not very
likely that a shape descriptor would be advan-
tageous to the classifier.

7. Classifiers and hyperparameter opti-
mization

The type of data and its characteristics
greatly affect the performance of a classifi-
cation method (Kiang, 2003). However, ac-
cording to Hamner (2014), ensemble classi-
fiers often do well on many different types
of data sets. In the last few years, most
machine learning competitions held at Kag-
gle.com have been won by ensemble classi-
fiers. A successful strategy has also typically
been to use the out-of-bag (OOB) variable im-
portance measure from random forests to find
good predictors. Out-of-bag information in-
cludes observations and predictors that were
not used in the training of a particular tree clas-
sifier. The OOB variable importance in MAT-
LAB is calculated by estimating the out-of-bag
classification error while permuting the pre-
dictors for each tree. If the mean difference
of the error is high for a predictor, then it is
seen as an important variable.

MATLAB’s Classification Learner applica-
tion was used to quickly survey many classi-
fication methods, such as discriminant analy-
sis, support vector machines, nearest neighbor,
logistic regression, and ensemble classifiers.
It became clear that the ensemble methods:
boosted trees and random forests, performed
the best using default settings. Hence, ensem-
ble methods were chosen for a more thorough
evaluation.

As already mentioned, the accuracy of the
ensembles was investigated using 7-fold cross-

validation on 100 randomly partitioned sub-
sets of the cracked lamellae in the training
set. When evaluating the performance of
the ensembles on the external test set, 1000
randomly partitioned subsets of the cracked
lamellae were used to obtain even more cor-
rect statistics.

7.1. Hyperparameter optimization

MATLAB was set to automatically optimize
all available hyperparameters for the classifi-
cation ensembles. The default variable ranges
were left unchanged but the number of ob-
jective function evaluations was increased to
1000. The default method, Bayesian optimiza-
tion, was used to search for optimal hyperpa-
rameters. The 7-fold loss with classification
error specified as the loss function was used
as the performance metric. All available hy-
perparameters and their options are stated in
Table 3.

The time-consuming hyperparameter opti-
mization was run ten times, meaning ten differ-
ent instances of undersampling of the lamellae
group including cracks.

It is difficult to find only one optimal classi-
fier in this way since the data is always chang-
ing, and it is not reasonable to calculate an
average of the hyperparameters. But the ob-
tained classifier settings should probably per-
form quite well on similar data.

8. Results and discussion

In this section, the general findings and set-
tings are first presented for each variable type.
Then, the performance of the ensembles are
explained and discussed.

8.1. Left and right lamellae regions

During evaluation of the CLBP histograms
it was discovered that the left and right regions
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Table 3: List of hyperparameters to optimize, their data type, range and transform.
Method Categorical: {Bag, GentleBoost, LogitBoost, AdaBoost, RUSBoost}

NumLearningCycles Integer: [10, 500], Transform: log
LearnRate Integer: [0.001, 1], Transform: log

MinLeafSize Integer: [1, 83], Transform: log
MaxNumSplits Integer: [1, 165], Transform: log
SplitCriterion Categorical: {Gini’s diversity index, deviance (cross entropy)}

NumVariablesToSample Integer: [1, all], Transform: none

do not provide an equal amount of informa-
tion about eventual cracks. This odd behavior
was also confirmed for all the other variable
types, and it was thereafter verified by care-
fully looking at the images and trying to de-
tect cracks manually. The fact was that the
left sides more often aided a correct classifi-
cation than the right sides. True cracks were
easier to spot on the left sides. Our best guess
is that the vice did not clamp the lamellae ex-
actly equally on the left and right sides at all
times. The problem should not lie in the ma-
terial, because the lamella face that was facing
the camera was chosen at random.

The classification accuracy was the highest
for all variable types when information was
gathered from the left and right regions sep-
arately.

8.2. Chosen pre-processing and parameter
settings

It was found that different region widths and
pre-processing methods were optimal for dif-
ferent types of variables. The optimal widths
for each type of variable and their classifica-
tion accuracy are stated in Table 4. According
to this table, the CLBP histogram and # fore-
ground pixels are the most important variable
types, but only by a small margin.

All predictors benefited from the inclu-
sion of edge-preserving smoothing in the pre-
processing. However, only # foreground pix-
els and percentile values benefited from hav-

ing the background subtracted using opening
by reconstruction. Therefore, it was only ap-
plied for those variables.

8.2.1. Percentile values of edge pixels
Laplacian of Gaussian (LoG) edge detection

was chosen since it produced the most uniform
histograms out of the three alternatives. LoG
was used with σ = 1 and filter size 7 × 7. A
fixed threshold, 1e−6, was chosen because it
gave a high classification accuracy.

The percentile values 92 to 100 were cho-
sen to represent the distribution as they proved
most important when the accuracy was evalu-
ated for different percentile combinations. The
OOB variable importance also encouraged the
choice.

8.2.2. CLBP histograms
The CLBP texture descriptor worked best

when using narrow image regions, as seen in
Table 4. It apparently captures most of its
cracks close to the edges. Unfortunately, the
right sides of the lamellae only worsened the
classification accuracy. They were therefore
omitted as input to the final classifier for the
CLBP variables. Thus, eventual cracks on the
right sides had to be captured by the other vari-
able types.

The best results were obtained using eight
sample points and a radius of one pixel. When
increasing the number of sample points and
adding more scales (more radii) to the CLBP
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Table 4: Optimal region widths (in pixels) with respect to cross-validated classification accuracy on the training data
for different variable types.

Variables Optim. width (px) Mean class. acc. (%)
Maximum temperature 70 77.0 (SD = 3.6)
Statistical moments 20 78.2 (SD = 3.3)
Percentile values 80 79.2 (SD = 3.0)
CLBP histogram 25 81.4 (SD = 2.5)
# foreground pixels 135 81.1 (SD = 2.3)

histogram the results only worsened.
Rotation invariant uniform patterns were

chosen since these led to higher classification
accuracy than any combination that included
either upright or non-uniform patterns.

The best found combination of the three
CLBP histograms was:

[CLBP S ,CLBP M,CLBP S •CLBP M, . . .
CLBP C],

where • denotes elementwise multiplication.
Creating 2D or 3D histograms and joining
them as described by Guo et al. (2010) did not
improve the classification accuracy.

8.2.3. Number of foreground pixels
According to Table 4, the # foreground pix-

els variable uses information from a larger part
of the lamellae.

A good combination of region width and
threshold level was found by estimating the
classification accuracy while alternately vary-
ing the region width and applying different
threshold levels. The threshold was fine tuned
to 0.0022.

8.3. Individual variable importance
The top ten individually most important

variables are shown in Figure 14. The order of
the important variables changes only slightly if
the number of learners is reduced. Apparently
the variables extracted from the left regions

contribute more than those from the right, as
all of the top ten variables are from the left.

Most of the important variables in some way
describe the temperature signature at the high
end of the heat distribution. The kurtosis on
the left side, and to some extent also the skew-
ness on the left side (place 13), rank quite high.
The fact that kurtosis is important is not sur-
prising since kurtosis explains the shape of the
tails of the heat distribution. The hot cracks
affect the right tail, and thus the kurtosis. The
remaining statistical moments on both left and
right side are not very important.

The percentile values 98–100 on the left
side are ranked as important, but most of the
other percentile values are located in the mid-
dle, i.e., not very important.

The CLBP histograms are not trivial to in-
terpret, but the frequency and magnitude of
edge/line/corner-like features (CLBP M 5-7)
and spots (CLBP M 1) are important.

The two variables containing the number of
foreground pixels ended up just outside this
ranking list, in places 11 and 14.

8.4. Classifiers and hyperparameters

As mentioned earlier, the hyperparameter
optimization was given full freedom to opti-
mize all applicable settings for the ensemble
methods. Nevertheless, when the “optimized”
ensembles were later evaluated on the train-
ing data, they all got slightly worse accuracies
than the original RF classifier. The original
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Figure 14: Top ten important variables according to the
mean OOB variable importance averaged from 100 ran-
dom samplings of the training data using random forests
with 300 learners. The error bars extend to ±1 standard
deviation.

RF obtained a mean classification accuracy of
0.82 (SD = 0.025) on the training data, while
the optimized ensembles were all located close
to 0.8. However, the optimized ensembles
achieved comparably higher mean accuracies
when run on the external test set, see Figure
15. On the external test set, most optimized
ensembles perform better than the original RF
and make a mistake about every fifth lamella.
This result is similar to what we got ourselves
when classifying all images manually (0.83).

It is likely some minor overfitting occurred
on the relatively small training set, both
in variable selection and in model selection
(Cawley and Talbot, 2010).

The area under the receiver operating char-
acteristic (ROC) curve was also calculated as a
measure of how the ensembles would perform
more generally, independently of the operating
point. Figure 16 shows that the areas under the
curves (AUC) are fairly high for all these en-
sembles, which means that it is indeed possible
to get a fairly good separation between the two
classes.
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Figure 15: The classification accuracy for the original
and the ten optimized classification ensembles on the
external test set. The statistics were calculated using
1000 ensembles and undersamplings. Whiskers extend
to ±2.7 standard deviations.

A confusion matrix was calculated for the
third ensemble method in Figures 15–16 by
summing the outcomes from the 1000 repeti-
tions, see Figure 17. The third method was
chosen as an example because it had a top
score in both accuracy and AUC, but the con-
fusion matrices of all tested methods were
quite similar (TN ≈ 43%–45%, FN ≈ 13%–
17%, FP ≈ 5%–7%, TP ≈ 33%–37%). The op-
timal operating points of all methods tended to
slightly prioritize guessing the no-crack class
and thus they misclassify more of the lamellae
with cracks. However, the operating point can
of course be tuned according to preference, at
the cost of lowering the total accuracy slightly.
In our case, where the test set is balanced and
the cost for misclassification was set equally
for both classes, MATLAB essentially picks
the operating point by finding the vector in-
dex that maximizes True Positive Rate – False
Positive Rate.

Most optimized ensembles performed quite
similarly on the test set, and as a random for-
est was found optimal 6/10 times and a boost-
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Figure 16: The AUC for the original and the ten opti-
mized classification ensembles on the external test set.
Random forest is here abbreviated as Bag. The statistics
were calculated using 1000 ensembles and undersam-
plings. The whiskers extend to ±1 standard deviation.

ing method 4/10 times, it is difficult to declare
a winning method. The random forests were
all built with 10–14 number of learning cy-
cles (decision trees), otherwise there were no
distinct patterns as to which hyperparameters
were successful.

If the pre-processing is removed altogether,
all tested ensembles get average accuracies be-
tween 0.71–0.74 on the external test set.

When calculating the mean classification
accuracy on the test set with increasing num-
ber of important variables, it was noted that af-
ter about 25 variables, the accuracy started to
decline somewhat. This indicates that the rest
of the variables do not contribute to the perfor-
mance. Reducing the number of variables to
the 25 most important did not produce any sig-
nificantly different results on either training- or
external test-set. Using only one of the top-
most important variables gives a classification
accuracy of about 0.75 on the test set. Adding
more variables, however, will help boost the
performance those few extra valuable percent-
age points.
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Figure 17: The summed confusion matrix of method
number three in Figures 15–16 from 1000 repetitions of
trained ensembles and undersamplings.

8.5. Analysis of results
The accuracies of the classifiers can be seen

as quite high, taking into account that the
classifiers performed similarly to our own at-
tempt at manually separating the classes. This
outcome also suggests that there might not
be information present in the images to get
much higher accuracy. Furthermore, although
the lamellae were investigated via microscope,
there is still the possibility that a few lamellae
actually should have been assigned to the op-
posite class.

The classification accuracy obtained in this
paper is a significant improvement over the
previous results by Popovic (2015), where a
classification accuracy of only 0.6 was ob-
tained. Nevertheless, it is not fruitful to make
a meticulous comparison with the previous re-
sults, since the null accuracy, i.e., the accu-
racy obtained by always guessing the majority
class, then was 332/450 = 0.74.

9. Summary and Conclusions

We studied the possibility of using ensem-
ble methods: random forests and boosting, to
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detect cracks using vibrothermography and a
variety of predictors. When friction occurs in
thin cracks, they become warm and thus visi-
ble to a thermographic camera.

The classification accuracy was signifi-
cantly improved from the previous work by
Popovic (2015) through added image process-
ing, the introduction of more predictors, and
the use of automated machine learning. Sev-
eral image processing techniques were used
to suppress the noise and enhance possible
cracks, reducing the variance between the im-
ages.

Most variables were used to capture the
upper part of the heat distribution, such as
the maximum temperature, kurtosis, and per-
centile values 92–100 of the edge pixels in the
image. Texture in the images was captured by
Completed LBP histograms and we also seg-
mented cracks through background suppres-
sion and thresholding.

The best ensembles reach an average classi-
fication accuracy close to 0.8, which is a good
result and similar to our own manual attempt
at separating the images (0.83).

10. Future work

This study revealed an unfortunate flaw in
the experimental setup, where it is likely that
the vise did not clamp the lamellae perfectly
equally on each side. In future research this
possible flaw should be corrected or maybe
even some alternative methods of clamping
could be investigated.

It would be interesting to try a variable fre-
quency ultrasonic source to be able to maxi-
mize the SNR between cracks and solid mate-
rial. A possibility would be to sweep through
many frequencies and combine the images
to suppress the heat addition from standing
waves (Guo and Vavilov, 2013). Even so, in
our case there was only a small temperature

difference between the highs and lows of the
nodal points.

Another enhancement could be to try to in-
corporate the shape of the salient features that
appear in the IR images. If the shapes of
the features are analyzed, maybe some false
cracks can be discarded as being something
else.

A better result could probably be found by
optimizing the duration of excitation before
the snapshot was taken, as this was only cho-
sen by naked eye.

Typically, the sign histogram of the CLBP
carries most of the information according to
Guo et al. (2010). However, in our case, the
magnitude histogram seems to contribute more
if we look at the OOB variable importance.
This is something that could be investigated
further.

There are many ways to handle imbalanced
data sets. An interesting approach to try is to
combine undersampling of the majority class
and oversampling of the minority class as was
done by Liu et al. (2006).

There are many classification methods
available which could be evaluated in future
work. For example, SVMs showed quite good
results after reducing the number of input vari-
ables. It is possible that a dimensionality re-
duction technique such as Principal Compo-
nent Analysis (PCA) could also have a positive
effect on the results.
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tiresolution gray-scale and rotation invariant texture
classification with local binary patterns. IEEE Trans.
Pattern Anal. Mach. Intell. 24, 971–987.

Ojala, T., Pietikinen, M., 1999. Unsupervised tex-
ture segmentation using feature distributions. Pattern
Recognition 32, 477 – 486.

Pham, V., 2016. Bayesian optimization for hyper-
parameter tuning. URL: https://arimo.com/
data-science/2016/. Accessed Jan. 23, 2017.

Popovic, D., 2015. Crack Detection and Classification
of Oak Lamellas using On-Line and Ultrasound Ex-
cited Thermography. Master’s thesis. Luleå Univer-
sity of Technology. Department of Engineering Sci-
ences and Mathematics. Division of Wood Science
and Engineering, Skellefteå.

Rasmussen, C.E., Williams, C.K.I., 2006. Gaussian
Processes for Machine Learning. The MIT Press.

Schapire, R.E., 2013. Explaining AdaBoost. Springer
Berlin Heidelberg, Berlin, Heidelberg. pp. 37–52.

Sembach, J. Wu, D.S.A.H.G., Busse, G., 1997. Non-
destructive evaluation of delaminations in laminated
wood-based panels by thermographical inspection
tools, in: Proc. of workshop on nondestructive test-
ing of panel products. 11 October, Llandudno, UK,
J. Hague. pp. 41-48.

Shen, H.B., Yang, J., Chou, K.C., 2007. Euk-ploc: an
ensemble classifier for large-scale eukaryotic protein
subcellular location prediction. Amino acids 33, 57–
67.

Snoek, J., Larochelle, H., Adams, R.P., 2012. Practi-
cal bayesian optimization of machine learning algo-
rithms, in: Advances in neural information process-
ing systems, pp. 2951–2959.

Thornton, C., Hutter, F., Hoos, H.H., Leyton-Brown, K.,
2013. Auto-weka: Combined selection and hyper-
parameter optimization of classification algorithms,
in: Proceedings of the 19th ACM SIGKDD interna-
tional conference on Knowledge discovery and data
mining, ACM. pp. 847–855.

Tomasi, C., Manduchi, R., 1998. Bilateral filtering for
gray and color images, in: Computer Vision, 1998.
Sixth International Conference on, IEEE. pp. 839–
846.

Tsamardinos, I., Rakhshani, A., Lagani, V., 2014.
Performance-Estimation Properties of Cross-
Validation-Based Protocols with Simultaneous
Hyper-Parameter Optimization. Springer Interna-
tional Publishing, Cham. pp. 1–14.

Vincent, L., 1993. Morphological grayscale reconstruc-
tion in image analysis: Applications and efficient al-
gorithms. IEEE transactions on image processing 2,
176–201.

Wagner, P., 2011. Local Binary Patterns. URL:
https://bytefish.de/blog/local_binary_
patterns/. Accessed June 15, 2016.

Weiss, S.M., Indurkhya, N., 1994. Decision tree prun-
ing: biased or optimal?, in: AAAI, pp. 626–632.

Wu, D., Busse, G.., 1995. Remote inspection of wood
with lock-in-thermography, in: TAPPI 1995 Euro-
pean plastic laminates symposium. Vol 79, N 8. pp.
119-123.

Zhang, H., Zhao, D., 2004. Spatial histogram features
for face detection in color images, Advances in Mul-
timedia Information Processing - PCM 2004: 5th Pa-
cific Rim Conference on Multimedia, Tokyo, Japan,
November 30 - December 3, 2004. Proceedings, Part
I, 377-384.

Zhao, G., Pietikainen, M., 2007. Dynamic texture
recognition using local binary patterns with an ap-
plication to facial expressions. IEEE Trans. Pattern
Anal. Mach. Intell. 29, 915–928.

24


	Tom sida

