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Abstract 
 
The supply function has an important role to support the business to create a 
customer value. Two important parts of this process is to have the warehouses and 
production sites in the right location and to have the right items stocked at the right 
level. 
 
This thesis is concerned with those two parts of the supply chain management. 
 
Two different areas of inventory control are dealt with. In the first part we consider 
the classical dynamic lot size problem without backlogging. The second part deals 
with estimation of holding and shortage costs in a two-level distribution inventory 
system. In the third part of the thesis we consider the localisation problem in a multi-
level supply network system where items are consolidated at a warehouse and 
distributed to customers on routes.  
 
Within the area of inventory control we have evaluated a method earlier suggested by 
Axsäter (1988), the method is evaluated using a set of test problems and compared to 
other heuristic methods, including the well-known Silver-Meal’s method (Silver and 
Meal, 1973).  The result shows that the method suggested by Axsäter does perform 
better than the other methods. In our latest contribution we point at an important 
difference between Least Period Cost and Silver-Meal when several periods have 
zero demand. In the area of inventory control we have also studied a two-echelon 
inventory system where we present methods for estimating the shortage- and 
stockholding costs in such inventory systems.  
 
The second subject of the thesis concerns supply network optimization. We present a 
MIP formulation of the problem and evaluate in detail an approximation of the 
distribution cost when customers are delivered on multi-stop routes. An improved 
method for estimating the distribution cost is presented. 
 
Besides this introductory overview five research papers are included in the thesis. 
The first and the last paper consider evaluation of dynamic lot sizing heuristics. The 
second and third paper deals with cost evaluation of a stochastic two-echelon 
inventory system and the forth paper with evaluation of methods for estimating 
distribution costs in a supply network. 
 
 
 
Keywords: Dynamic lot size; Multi-echelon inventory systems; Supply network 
optimization; Distribution; Location analysis; Distribution cost approximation 
  

 
 



	 	 	 	

 
  



	 	 	 	

Sammanfattning 
 
Supply funktionen har en viktig understödjande roll i verksamheten för att skapa ett 
kundvärde. Två viktiga områden i denna funktion är att säkerställa att anläggningar 
finns på rätt plats och att rätt artiklar finns lagerhållna i rätt mängd på rätt plats. 
 
Denna avhandling fokuserar på dessa två delar av försörjningskedjan. Två olika 
områden inom lagerstyrning har undersökts. I den första delen undersöks det 
klassiska orderkvantitetsproblemet med dynamisk efterfrågan. Andra delen av detta 
arbete fokuserar på hur lagerhållnings- och bristkostnader kan estimeras i ett två-nivå 
distributionslagersystem. I avhandlingens tredje del studeras anläggningslokalisering 
i ett flernivå distributionssystem där produkter konsolideras till kundorder vid ett 
lager och distribueras till kunder på rutter med multipla stopp. 
 
Inom området lagerstyrning har vi i denna avhandling utvärderat en metod tidigare 
presenterad av Axsäter (1988). Denna utvärdering har gjorts genom att använda en 
uppsättning testproblem och sedan jämföra med andra heuristiska metoder, 
inkluderande Silver-Meals välkända metod (Silver och Meal, 1973). Resultaten visar 
att Axsäters metod ger ett bättre resultat än de övriga metoderna. I vårt sista bidrag 
studerar vi Silver-Meals metod när det finns perioder där efterfrågan är noll. I denna 
avhandling har vi även studerat två-nivå lagersystem och visat på metoder för att 
estimera brist- och lagerhållningskostnader i sådana system. 
 
Den andra delen av avhandlingen diskuterar områdena anläggningslokalisering och 
optimering av försörjningskedjan. En MIP-formulering av problemet presenteras och 
vi utvärderar i detalj hur distributionskostnaden kan approximeras när kunder 
levereras på dynamiska rutter. En förbättrad metod för att uppskatta 
distributionskostnaden presenteras. 
 
Förutom den sammanfattande introduktionen är fem vetenskapliga artiklar 
inkluderade i denna avhandling. Den första och sista artikeln behandlar heuristiska 
metoder för att lösa det dynamiska orderkvantitetsproblemet. Andra och tredje 
artikeln behandlar estimering av kostnader i stokastiska två-nivå lagersystem. Den 
fjärde artikeln beskriver metoder för uppskattning av distributionskostnader i en 
försörjningskedja. 
 
Nyckelord: Dynamisk orderkvantitetsbestämning; Flernivå-lagersystem; 
Distribution; Anläggningslokalisering; Optimering av försörjningskedjor; 
Uppskattning av distributionkostnad 
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1. Introduction 
 
This thesis marks the end of journey that began almost 30 years ago when I started 
my doctorate. In 1992 I presented my licentiate thesis and decided thereafter to have 
a break in my doctoral studies. A few years lecturing was followed by almost 20 
years in the industry working with logistic problems in practice. At year 2000 I 
started at Linde Gas, one of the world leading industrial and medical gas 
manufacturers, to work with development of the logistic processes in the cylinder 
business. This is a business where the logistic cost typically has a large portion of the 
total cost due to the transport of heavy and dangerous goods and where it at the same 
time is necessary with a high customer service due to the competitive environment. 
The work contained both development of new methods and strategies as well as 
hands-on analyses and implementation of new strategies. I got the chance to in depth 
study the logistic operations in the most shifting environments around the world, 
spending countless hours in the operations; in the plants; on the roads; in the planning 
offices. Every case had its own parameters and restrictions, there are always 
difficulties to overcome even though they can be quite different e.g. in Norway 
compared with Colombia.  
 
After 12 – very good – years at Linde I took the decision to return to the academic 
world. My experience from working with logistic operations has of course had a great 
impact of both my research area and my methodology. In an applied subject as 
logistics it has, to my view, a value to be able to combine theoretical and hands-on 
practical experience. 
 
A common learning from the more than 100 projects I conducted, mainly within 
supply network optimization and inventory control and optimization, is the need for 
analysis of the problem. In order to implement changes that actually will improve the 
logistics and strengthen the competitiveness of the company, it is first of all necessary 
to have a thorough understanding of the problem, both in theory and in its practical 
context. Secondly, if want to optimise the performance, we must be able to describe 
the problem in a mathematical context, a model of the problem. From a large set of 
data we extract the necessary parameters for our model and we seek the optimal 
solution for our model.  
 
With an ever on-going globalization that drives the competition it is absolutely 
necessary to run the logistic operations as efficient as possible. Advances in 
information technology allows for bigger data sets to be collected and analysed. The 
need for analysing and modelling logistic processes will continue to be important. 
 
This thesis is based on five scientific papers with focus on analysing and modelling 
different parts in the logistic supply chain. The first and the last paper concerns the 
dynamic lot size problem, second and third looks into two-echelon inventory system. 
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The forth paper deals with the facility location problem, in specific with estimation of 
the distribution cost in a multi-products single sourcing location problem. This paper 
is very much based on the work I did during my time in Linde. 
 
 

1.1 Research objective 
 
The research objective of this thesis can be summarized as: 
 

To develop and evaluate approximate mathematical methods which estimate 
costs in certain parts of the supply network 
 

If we want to minimize costs in a supply chain it is essential to be able to estimate the 
costs that occur for a given set of parameters. In an inventory system the main 
question is how to find the right balance between holding and shortage costs. For 
optimisation of a supply network structure the main consideration is to find the best 
balance between fixed and variable costs. In many real applications a major variable 
cost component is the cost of distribution, i.e. the last step of getting the ordered 
items to the final customer. Without a proper way of estimating these costs it is very 
difficult to improve the efficiency in any kind of supply chain. 
 
 

1.2 Research methodology 
 
The papers in this thesis are all in the area of operations research, which is 
characterized by the use of mathematical modelling for solving complex operational 
problems. Applying tools and methods from different areas to solve the problems, 
e.g. mathematical optimization, probability theory, simulation, computer science and 
programming.  
 
Setting up a mathematical model contains typically three steps (see e.g. Axsäter and 
Marklund, 2010): Formulation of the model, generation of a solution and finally 
validation of the results. The first step, the formulation of the model, aims to seek a 
set of rules that defines the problem in a correct way. This requires a thorough 
understanding of the problem. In particular for paper D a large amount of time was 
spent to fully understand the problem in all its details. Using my own experience 
together with literature studies forms the ground for the formulation of the problem.  
 
To generate a solution we have used different methods; in papers A, B, C and E are 
the model algebraic formulations and the result is accordingly calculated. In paper D 
the model is formulated as a mixed integer-programming problem (MIP) and in 
addition there are algebraic formulations to calculate the ingoing parameters. To 
solve the MIP-problem the model was formulated in a Python-script and Gurobi was 
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used as the LP/MIP-solver. The Gurobi and Python software were installed and run 
on Mac Book Pro with a 2,2 GHz Intel Core i7 processor. 
 
To validate the results a small simulation tool was used in paper A. In paper B we 
compared the results from our algorithms with a number of test results suggested by 
Svoronos and Zipkin (1988). The results obtained are compared with other 
approximate methods and also with the exact results provided by Axsäter (1991a). 
The method in paper C is evaluated on a set of test problems suggested by Axsäter 
(1991b). In paper D we evaluated the results using a set of actual delivery data from 
Linde Gas in a part of Germany during one month.  
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2. Inventory and distribution systems 
 
The structure of an inventory system can vary from the single-echelon to the multi-
echelon system. In the single-echelon system there is one stocking point from where 
the customers get their demand delivered. The stocking point gets its replenishment 
from an outside supplier, which delivers the ordered items after a certain lead-time. 
Given this lead-time, the customer demand, desired service-level and the ordering- 
and stockholding costs, our objective is to find the optimal control policy, i.e. when 
to order and in which batch-size. For a detailed description of the problem e.g. see 
Silver et al. (1998), Zipkin (2000) or Axsäter (2015).  
 
 
 
 
Figure 2.1 Single-echelon systems 
 
If the stocking point gets the replenishment from another stocking point in the supply 
chain we have a two-echelon serial system. 
 
 
 
 
Figure 2.2 Two-echelon serial systems 
 
In the two-echelon system our objective is to find the control policy for both stocking 
points that optimises the two-echelon system. These systems with connected stocking 
points are in general more difficult to solve. If there are several stocking points 
connected we have a multi-echelon serial system. 
 
The structure of the system can, in addition to the serial structure, also have an 
assembly structure or a divergent distribution structure. In an assembly structure 
different components are assembled into a final product. 
 
 
 
 
 
 

 

 
 
 
Figure 2.3 Three-echelon assemble system 
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In a distribution structure the number of stocking points per echelon are increasing 
down-stream the structure. This is the typical structure of a company with a 
centralized production from where products are transported to regional warehouses 
and from there further out to local warehouses. 
 
 
 
 
 
 
 

 
 
 
 
Figure 2.4 Three-echelon distribution systems 
 
For all of the above-described systems the objective is to find the inventory control 
policy, i.e. when to order and how much, which will minimize the holding and 
shortage costs for the whole system with a given customer demand, lead-times, 
shortage- and holding costs, ordering cost, etc.  
 
In those above-described systems we do not consider the localisation of the stocking 
points, the optimization is only considering the inventory control policy, not the 
localization of the stocking points. 
 
A different problem associated with the structure of the production, inventory and 
distribution, is the localisation problem. Given that we have a number of production 
sites, warehouses and distribution-platforms, what is the optimal geographical 
localisation of those sites? 
 
In this structure we assume every production site to have a warehouse, but not all 
products are necessary produced at each production site. Since all products on a 
customer order should be delivered from one distribution platform, it will be 
necessary to have transports between the warehouses in order to consolidate the 
customer orders. 
 
The final distribution to customers starts from a distribution platform, which might 
be, but not necessary, at a production site. In order to consolidate customer orders for 
distribution there will be transports between warehouses. In addition there can be 
warehouses with no production, but with distribution capacity.  
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The objective of this localisation problem is to find the optimal number of sites - 
production, warehouses and distribution platforms - and the location of those. The 
result is a function of balancing fixed costs for sites, variable transport- and 
distribution cost while still meeting the required demand from customers. 
 
This thesis deals with problems regarding the various inventory- production and 
distribution structures described above.  
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3.  Economic order quantities in a one level 
inventory-system 
 
Finding the optimal control policy in a one-level inventory system is a question about 
balancing the fixed ordering cost and the variable inventory holding cost. The 
objective is to find the most optimal order quantity, the economical order quantity 
(EOQ) 
 
 

3.1  The EOQ problem 
 
The holding cost is assumed to be linear function of the order quantity whilst the set-
up cost is a fixed and deterministic cost only related to the change of item to produce, 
i.e. independent of the number of units to produce of this item or the sequence of 
products. Further on we assume that backorders are not allowed, the demand is 
deterministic and constant over time and all items are delivered immediately after 
ordering. See e.g. Muckstadt and Sapra (2009) 
 

 
Figure 3.1 The inventory holding cost increases with the order quantity whilst the set-up cost 
decreases. The total cost has a global minimum, which is the economic order quantity (EOQ). 
 
Ford Whitman Harris, born 1877 in Deering, Maine, USA, can according to 
Cárdenas-Barron et.al (2014) be considered as the Founding Father of Inventory 
Control. For a detailed summary of his life, see Erlenkotter (2014). Harris published 
the first ideas about the above-described problem and how to find the optimal order 
quantity with respect to inventory holding cost and set-up cost, (Harris,1913). Using 
the following notation: 
 
A = Ordering cost 
D = Demand rate 
v = value of the product 
r = interest rate  
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The holding and set-up cost is expressed as: 
         

 

	 
C = Q

2 rv + DA
Q

        (3.1) 

 
 
The aim is now to find the optimal value of the order quantity Q. Optimizing (3.1) 
with respect to Q gives us the well-known EOQ formula: 
 
 

	 
EOQ = 2AD

rv
        (3.2) 

      
 
As stated above, a major assumption is that the demand is not only known but also 
constant over time. If the demand is known as an average with a smaller stochastic 
variation we can use the EOQ formula as an approximation, since small deviations 
from the optimal order quantity has a limited impact on the cost. The sensitivity of 
deviations from the optimal order quantity is expressed as (Axsäter 2015): 
 

	  
C
C* =

1
2

Q
Q* +

Q*

Q
⎛
⎝⎜

⎞
⎠⎟

       (3.3) 

 
 
For a thorough review of the EOQ problem, see e.g.Holmbom and Segerstedt (2014) 
or Andriolo et.al (2014) 
 
 

3.2  The dynamic lot size problem 
 
In the above-described EOQ problem one of the major assumptions is that the 
demand is deterministic and constant. To certain degree we can use the EOQ formula 
even if the demand is not deterministic, assuming the average demand to be stable. If 
the demand is deterministic and time varying, we talk about the dynamic lot size 
problem. 
 
The classical dynamic lot size problem deals with production and inventory control, 
where the inventory levels are reviewed periodically and the time-varying demand in 
every review period is deterministic. The aim for the optimization is to decide when 
to have a set-up and how many periods demand this set-up should cover to minimize 
the holding and set-up costs. Like in the above-described EOQ case with a 
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deterministic and constant demand, we assume that no backorders are allowed, 
Wagner and Whitin (1958).  
 
The task is to decide when to have a set-up and how many periods demand it should 
cover in order to minimize the set-up and holding costs. There is a fixed set-up cost S, 
independent of the order size, and a linear holding cost h where the end of period 
inventory is penalized. 
 
 

3.2.1  Heuristic methods 
 
The most common method in practice is to solve the above-described dynamic lot 
size problem with various heuristic methods. Below we will briefly present a few of 
the most common methods. For detailed literature surveys see Brahim et.al (2006, 
2017). 
 
Silver and Meal (1973) presented a heuristic method for solving the dynamic lot size 
problem. There must be a set-up in period 1, when determining how many periods 
this delivery should cover, the Silver-Meal heuristic consider the average set-up and 
holding cost per period. The principle of the heuristic is to consider successively the 
demands in period 2, 3… The demand in a period is added to the delivery in period 1 
as long as the average set-up and holding cost is not increasing. This means that the 
first delivery shall cover n periods and the next delivery take place in period n+1 if 
 
 

	  

A+ h j −1( )d j
j=2

k

∑
k

≤
A+ h j −1( )d j

j=2

k−1

∑
k −1                           

  
and 
 

	  

A+ h j −1( )d j
j=2

n+1

∑
n+1 >

A+ h j −1( )d j
j=2

n

∑
n

,   2≤ k ≤ n    (3.4) 

 
 
 
An alternative to the Silver-Meal heuristic, proposed by Gorham (1968), is to search 
for the least cost per unit rather than the lowest cost per period. The least-cost-per-
unit heuristic applies the same sequential principle as previous described. The 
corresponding decision rule is then: 
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A+ h j −1( )d j
j=2

k

∑

d j
j=1

k

∑
≤

A+ h j −1( )d j
j=2

k−1

∑

d j
j=1

k−1

∑
                          

  
and 
 

	  

A+ h j −1( )d j
j=2

n+1

∑

d j
j=1

n+1

∑
>

A+ h j −1( )d j
j=2

n

∑

d j
j=1

k

∑
,   2≤ k ≤ n    (3.5) 

 
           
A similar slightly improved method compered with the above would be to only 
include periods with non-zero demand. See paper E (Samuelsson and Segerstedt, 
2017) for more details.  
    
Another heuristic method for the dynamic lot-sizing problem, proposed by DeMattis 
(1968), is the Part Period Balancing (PPB). In this heuristic method we search for the 
order horizon so that the holding cost for the periods included in the set-up to be as 
close as possible to the set-up cost.  
 
Wemmerlöv (1983) describes the PPB method as follow: For a given integer k, the 
replenishment period, the PPB algorithm amounts to finding an integer   T * , such that 

 Δk  is minimized for   T = T * ,  
 

	  
Δk = A− h j −1( )dk+ j−1

j=1

T *

∑            k,T = 1,2,3,...                               (3.6)     

 
The order quantity to arrive at the beginning of period k is then found as: 
  

	  
Qk = dk+ j−1

j=1

T *

∑                                                                                      (3.7)    

 
The above-described heuristics are all sequential, i.e. the demand is considered period 
for period and the decision whether to include the demand in a certain period in the 
preceding batch or not is taken without regarding the demand beyond this certain 
period. 
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Axsäter (1988) suggest a slightly different method based on the expected optimal 
average performance. Assuming that the demand distribution is known and let V be 
the optimal expected average cost per period in the long run. If there is a decision to 
have a new set-up in period n+1 then the expected cost per period over all periods 
n+1, n+2,… equals V since the demand beyond period n+1 is only known by its 
distribution. If we on the other hand do not have a set-up in period n+1 there will be 
a stock holding cost of hndn+1. It might also be possible to get a reduction in the cost 
beyond period n+1 relative to V, denoted 		δn+1 . The decision rule is to have a set-up in 
period n+1 if the demand dn+1 satisfies the inequality 
 

	 V − hndn+1 +δ n+1 < 0         (3.8) 
 
If we could take into consideration the demand beyond the period considered for a 
set-up, we would be able to improve the result. Axsäter (1988) present a look-ahead 
rule for the method described above. The decision rule is now slightly more complex 
and suggests a set-up in period n+1 if 
 

		V − S +max 0,V −hdn+2 +δn+2{ }>V −hndn+1 +max 0,V −h n+1( )dn+2 +δn+2{ }  (3.9) 

 
 
Wemmerlöv (1983) presents a look ahead – look back rule attached to the PPB-
heuristic. The rule starts with that the PPB heuristic suggests a set-up in period k 
should cover T periods, thus the next set-up should be in period k+T. Depending on 
the demand in period k+T+1 and k+T+2 the next set-up might be changed to period 
k+T-1 or k+T+1. 
 
    

3.2.2  Exact solution 
      
The Wagner-Whitin algorithm (Wagner and Whitin 1958) requires a finite planning 
horizon and is using dynamic programming to solve the problem to optimality.   
   

	  I0 =  initial inventory level  

 It =  the entering inventory level for period t 

 xt =  amount ordered or manufactured in period t 

 ft =  minimum cost for periods t through N, given incoming inventory It 

 dt =  the demand in period t         t = 1, 2, 3,… 
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The entering inventory level for period t is now expressed as 
 

	  
It = I0 + x j

j=1

t−1

∑ − d j
j=1

t−1

∑                                                            (3.10)   

	  
ft It( ) = min

xt≥0
It+xt≥dt

hIt +δ xt( )A+ ft+1 It + xt − dt( )⎡⎣ ⎤⎦                    (3.11) 

  
  
where    
 

	  
δ xt( ) = 0 if xt = 0

1 if xt >1
⎧
⎨
⎪

⎩⎪                                                       (3.12)  
 
 
In period N we have  
 

	  
fN IN( ) = min

xN ≥0
IN +xN =dN

hIN +δ xN( )A⎡⎣ ⎤⎦                                             (3.13) 

 
 
Applying dynamic programming we start by calculating fN as a function of IN and 
ultimately we derive f1, thereby obtaining an optimal solution. 
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4. Multi-echelon inventory systems 
       
In many supply chains production is consolidated to a few plants in order to achieve 
scale of economy in production. Typically in such a supply chain there is also a 
centralized warehousing, i.e. one or a few central warehouses supplies a number of 
local warehouses. In some cases there might be several levels, or echelons, in the 
inventory system, e.g. central, regional and local warehouses. The one warehouse -
multiple retailer structure has attracted a lot of interest in the research over the years 
(Axsäter and Marklund, 2008).  

An important part of supply chain management is logistics management defined by 
Christopher (2017) as:  

Logistics is the process of strategically managing the procurement, movement and 
storage of materials, parts and finished inventory (and the related information flows) 
through the organization and its marketing channels in such a way that current and 
future profitability are maximized through the cost-effective fulfillment of orders.  

The objective of the logistics management is with other words to minimize the cost 
associated with the flow of material and products through the supply chain, whilst 
meeting the desired service level that the customers expect. The inventory system is 
an important part of the supply chain and there is a need to find a control policy that 
will support the overall objective of the supply chain. 
 
The control policy for the inventory system shall define when to place an order and 
how much to order. See e.g. Gümüs and Güneri (2007) for a detailed literature 
review. The costs associated with the inventory system are the costs for stock 
holding, shortage and ordering. Quite often are the shortage cost replaced with a 
certain service constraint, Axsäter (2015).  
 
 

4.1  Ordering systems 
 
The ordering system defines the basic principle for when and how much to order. 
Two different ordering systems can be used; either the order-up-to system (s, S) or 
the reorder-point system (R, Q). See e.g. Tempelmeier (2011) or Axsäter (2015) for 
more details. 
 
In an order-up-to system (s, S) the principle is to place an order when the inventory 
position is less than or equal to s so that the inventory position (i.e. the on hand stock 
+ outstanding orders – backorders) increases to S. The system can be applied either 
with continuous review or with periodic review. Using fixed interval between 
replenishments offers the possibility to coordinate replenishments of different 
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products. The (s, S)-system with periodic review is therefore a suitable choice when 
there is a need for coordinated replenishments.  
 
The variables to be calculated in the (s, S)-system are the order-up-to level S, the re-
order point s and the review-interval T for a given lead-time L and a stochastic 
demand with a given mean and variation. The goal is to minimize the cost for 
stockholding, ordering and shortages. In some cases the costs for shortages is 
replaced by a certain service level to reach.  
 
A variant of the (s, S)-system is the (S-1, S)-system where an order always is placed, 
as long as the period demand is greater than zero.  
 
In many practical applications not only the lead-time is given, but also the review 
period. Typically the review period is given by a transport policy, e.g. there is one 
truck per week delivering the regional warehouse. In such case we do only need to 
calculate the order-up-to level. 
 
The alternative to the order-up-to system is the reorder point system. In the reorder 
point system a predefined batch is ordered when the inventory position reaches or 
falls below the reorder point. The ordered batch will be delivered a lead-time after the 
order was placed. For a given lead-time and a stochastic demand, with a given mean 
and variation, the goal is to calculate the reorder point (R) and the order quantity (Q) 
so that the inventory costs as described above will be minimized. The re-order point 
system is normally used with continuous review. 
 
 

4.2  The lead-time 
 
An important parameter when dimensioning the safety stock is the lead-time. Stenius 
(2016) defines the replenishment lead-time as the time it takes from the 
replenishment order is placed until the products are made available at the ordering 
inventory location. The replenishment lead-time consists of two parts; first a 
transportation or production time, which also includes time for administrative work. 
This time is often referred to as the transportation lead-time. The second part includes 
the waiting time for the product to be available.  
 
In a single-echelon system the waiting time is normally assumed to be zero and even 
though the transportation lead-time in practice has a variation, Stenius (2016) states 
that it is common from an inventory modeling perspective to assume the 
transportation lead-time to be constant.  
 
In a multi-echelon system, there are multiple stock points that are connected to each 
other through the replenishment system. If a stock point is out of stock when a 
retailer places an order, there will be an additional waiting time before the order will 
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be delivered. Therefore, according to Howard (2013), they are in general more 
difficult to analyze and optimize than a single echelon system.  
 
When a retailer places its order at the warehouse it will be received a known lead-
time Lj later if the warehouse has the ordered amount in stock. If not there will be an 
additional waiting time Wz before the order is shipped to the retailer. It is normally 
assumed that the warehouse is delivered from an external supplier with an unlimited 
capacity to deliver. 
  
A common approach in the one warehouse, N retailer structure is to estimate this 
above described delay. Either is the average delay E[Wz] estimated and used together 
with the lead-time Lj as a new total lead-time, 
 

 Lj
T = Lj + E Wz⎡⎣ ⎤⎦          (4.1) 

 
alternatively the distribution of the waiting time is approximated and the lead-time 
faced by the retailer is considered as a stochastic variable. See e.g Tempelmeier 
(2011). 
 
With the lead-time given, either approximated as a constant or as a stochastic 
variable, the inventory control parameters and the expected inventory cost can be 
calculated.   
 
 

4.3  Multi-echelon control system 
 
There are two principle ways of control systems for the multi-echelon inventory 
system, either local control (installation stock policy) or central control system 
(echelon stock policy)  
 
When using the installation stock policy the replenishment decision is taken solely on 
basis of the information available at the local site, i.e. without considering the 
inventory at any other site in the supply structure. 
 
If we take into consideration not only inventory status at the considered site, but also 
all downstream sites we have an echelon stock policy. In this policy the 
replenishment decision is taken on basis of the inventory situation at the given site 
and at all sites downstream. This means that the planner at the central warehouse 
knows the inventory status at all sites. The total inventory at the considered site and 
all downstream sites is called the echelon inventory, defined by Clark (1958).  
 
Regardless if echelon or installation stock policies are applied, we can either use the 
re-order point or order-up-to system. 
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When applying local control in a multi-echelon inventory system, i.e. installation 
stock policy, we do only take into consideration the information at the specific site 
when setting the inventory control parameters. Still, the studied site is a node in a 
multi-echelon system and will be affected by decisions taken in other nodes.  
 
Applying a central control policy in a multi echelon inventory system means that 
decisions regarding the replenishment is taken on basis of the echelon inventory 
position rather than the installation inventory position. The echelon inventory 
position is defined as the inventory position at the installation plus the inventory 
position at all downstream installation (Axsäter and Rosling, 1993).  
 
The concept of echelon stock was first introduced by Clark (1958), where the 
decisions regarding replenishment will be based not only on the stock status at the 
considered site but also on the stock all down-stream sites. Clark and Scarfe (1960) 
proved that the solution of the serial multi-echelon problem using echelon stock 
policy proposed by Clark (1958) is optimal.  
 
Axsäter and Rosling (1993) have shown that an echelon stock (R,Q)-policy performs 
better then an installation (R,Q)-policy in a serial or assembly multi-echelon system. 
The results are somewhat different for a distribution system.  Axsäter and Juntti 
(1996) showed that whether echelon policy is better or worse is depending on the 
structure of the system. Echelon stock policies seemed to perform better than 
installation stock policies for long warehouse lead-time, whilst the opposite was true 
for shorter warehouse lead-time. 
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5. Supply chain network optimization 
 
Supply chain network optimization is concerned with the geographical location of 
one or more sites, production as well as stocking sites, in the supply structure. The 
main objective is to find the optimal number and location of the sites so that the 
supply cost is minimized given a certain customer service, see Basu et.al (2013) for a 
summary of the basic problem definition. But the objective can also be how to utilize 
a given supply network as efficient as possible, i.e. how should the flow of items pass 
the network from source to end customer in the best way. 
 
If there are capacity restrictions at the plants we have a Capacited Plant Location 
Problem (CPLP). When we add the restriction that each customer zone has to be 
served from a single plant we have the Capacited Plant Location Problem with Single 
Sourcing (CPLPSS), (Pirkul and Jayaraman,1998). 
 
In the CPLPSS-problem we are considering a general supply network with 
manufacturing, stocking and distribution. A number of different products are 
manufactured, where not all products necessary are produced at all plants. Customer 
orders are consolidated in such a way that all products on an order will be distributed 
from one and the same site. A site might have production, stocking and distribution 
capability, or just stocking and distribution, or other combinations. 
 
The costs included in the problem are the fixed costs associated with the opening of 
the plant, variable production and handling costs, transportation cost between plants 
and distribution cost from the sourcing plant to the customers. 
 
The problem suits well to be modeled as a mixed integer problem (MIP) (see, e.g. 
Geoffrion and Graves 1974; Elson 1972; Tsiakis and Papageorgiou 2008), where the 
supply structure is described as a network. The sites are the nodes in the network, in 
those nodes certain activities will takes place, stocking or production. The costs in the 
node is related to the flow of items, either as a linear function of the volume or as a 
fixed cost related to decision whether to use the node or not. Each node might have 
certain restrictions regarding which activities that can take place, e.g. which products 
can be produced, there might also be restrictions regarding the volumes.   
 
 

5.1  Principle formulation 
 
The problem is modeled as a MIP-problem, where we want to minimize the objective 
function, where the cost of the system is expressed, with respect to the restrictions of 
the system. 
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The objective function consists of the variable cost for production, handling, 
interbranch (between plants) transportation, distribution (to the customer) and the 
fixed cost per site.  
 
The restrictions can be split into different groups: customers must be served; 
production and distribution capacity cannot be exceeded and there must be a flow 
balance at each site.  
 
See paper D for a more detailed explanation of the formulation. 
 
 

5.2  The facility location problem 
 
The classic problem in supply network optimization is the facility location problem. 
The first study in the subject is probably the work of Weber (1909), which resulted in 
his industrial location theory. Another pioneering work is the study of Hakimi (1964). 
Numerous studies have been conducted since then, see e.g. Montoya et al. (2016) and 
reference herein. The problem can be either a consolidation problem, the location of a 
new facility or the combination of those.  
 
 

5.2.1  Consolidation of the network 
 
The consolidation problem is concerned about finding which facilities in an existing 
network we should use. The optimization is about finding the right balance between 
fixed and variable costs, where the fixed costs are related to whether the facility is 
used or not and the variable costs are associated with the number of items produced, 
handled and transported. (Watson et al. 2013) 
 
By reducing the number of facilities, we will reduce the fixed costs in our supply 
network. On the other hand, reducing the number of facilities will typically increase 
the average distance to customers; hence we can expect the distribution cost to 
increase. The transport cost might in some cases decrease if the consolidation means 
that more products are manufactured at the same plants, hereby can the transports 
between plants, interbranch transports, be reduced. When production is consolidated 
to fewer plants, the direct cost for each produced item can be expected to stay 
unchanged, or even decrease if there is scale of economies in the manufacturing. 
 
 

5.2.2  Optimal location of new plants 
 
If the problem involves adding new plants to the supply network, we must slightly 
change the formulation of the problem. There are two possible principle ways of 
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adding new plants to the supply network. Either we already know where the new 
plant should be placed, a specific location or a limited number of possible locations, 
or we are seeking the best location of a new plant, which could be located anywhere.   
 
With a given location for a new plant, we add the plant with the planned capability 
and capacity – and the connected costs – to the modeled supply network and the 
problem is solved as above. If there are more than one possible location, but still 
given locations, we add a new plant at each of those possible places. An additional 
restriction in our model ensures that only one out of those new possible plants can be 
used in the supply network. 
 
In some cases, the objective is to find the best location of a new plant, with no 
predefined possible locations. The problem can be solved either as a continuous or a 
discrete problem. In a continuous location model the plant could be placed anywhere 
in a continuous space and the actual road distances cannot therefore not be calculated, 
instead distance must be measured with a suitable metric, e.g. straight line distance  
(Klose and Drexl, 2005). A practical disadvantage using a continuous model is that 
the optimal solution might very well be a location where it is practical impossible to 
place a plant, e.g. due to regulations, transport connections, etc. A discrete model 
might therefore be preferred; in this model we are searching the best location in a 
discrete space with a finite number of possible locations, (Serra and ReVelle, 1995). 
With a finite number of locations in the discrete space they can be chosen as in 
practice possible locations and we can calculate a road-distance matrix.  
 
 

5.3  The location-routing problem 
 
As long as the cost for supplying a certain customer from a certain distribution 
location can be expressed independent from other customers we can quite easily 
model and optimize our supply network. However, in many cases distribution to the 
end customer is done on routes with multiple stops, where the routes vary from day to 
day. In that case, it is necessary to estimate the expected cost for the distribution.  
 
Nagy and Salhi (2007) define this location-routing problem as “location planning 
with tour planning aspects taken into account”. Solving the problem includes at least 
two decisions: (a) Which facilities of potential ones should be used, and (b) Which 
vehicle routes should be built (Drexl and Schneider 2015). 
 
Unfortunately this problem is quite complex to solve, (Klose and Drexl, 2005). For a 
recent survey of variants of the location-routing see Drexl and Schneider (2015) 
 
In facility location problem where we have a strategic view and aim to find where to 
locate plants and warehouses we do not need to know the sequence of customers on 
the routes. However we must be able to approximate the cost for delivering the 
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customers on routes, hence, compared with the original definition of the location-
routing problem, we can relax the problem.  
 
The distribution cost is a function of the distance from the delivering distribution 
point, the distance between customer to deliver, the delivery frequency, the load to be 
delivered and unloading time at the sites. In order to estimate the expected 
distribution cost over a time-period we need to have methods how to estimate the 
average distance between customer-stops on an average route.  
 
The considered routing problem can be seen as a variant of the well-known travelling 
salesman problem (TSP), see e.g. Applegate et.al (2006). Assuming that we have N 
points randomly spread over a bounded region with a given area A, the shortest path 
through all these point will be a stochastic variable LN. We can expect the length of 
such a TSP-tour to increase as the number of stops N gets larger. Mahalanobis (1940) 
argued that the length of such a tour with Euclidian distances will grew 
approximately in proportion to N . Beardwood et.al (1959) showed that there exists 
a constant β  such that  
 

  
lim
N→∞

LN

N
= β A          (5.1) 

 
Daganzo (1984a) showed that even for a small N the expected length of a TSP-tour 
could be estimated as: 
 

 LN ≈ β AN          (5.2)   
 
Clustering customers into customer-zones and using the above approximation we can 
estimate the expected distribution cost per time-period for any pair of customer-zone 
and delivering source. Given this expected distribution cost per time-period we can 
formulate the facility location problem with single sourcing customer on multi-stop 
routes. 
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6. Summary of papers 
 
 

6.1 Paper A: Evaluation of a New Type of Sequential Lot 
Sizing Technique 
 
In paper A we evaluate new type of sequential lot sizing rule proposed by Axsäter 
(1988). We consider a traditional dynamic lot size problem without backlogging over 
an infinite horizon. There is a fixed set-up cost, the holding cost is linear and the end 
of period is penalized. See Zipkin (2000) for a detailed description of the problem. 
The method is tested on five different demand types and compared with the Silver-
Meal heuristic (Silver and Meal, 1973). 
 
When using a purely sequential lot sizing rule the demand is considered period for 
period. For each step, we decide whether to include the period demand in the 
preceding batch or to have a new set-up. Previous set-ups are known and cannot be 
changed. The decision if a period’s demand should be included in the preceding batch 
or not is only based on the demand in the considered period, not any demand beyond 
the considered period. 
 
Axsäter (1988) assumes the demand can be characterized as a sequence of 
independent and identically distributed random numbers. Knowing the distribution of 
the demand the optimal average cost in the long run can be calculated. By V we 
define this optimal average cost.  
 
We introduce the following notation 
 
ℎ = the linear holding cost per period and unit    
𝑑! = the demand for units in period n 
𝑝! = probability that the period demand is equal to j    (j =0,1,…)  
 
The decision rule will therefore be that there should be a set-up in period n+1 if the 
demand 𝑑!!!satisfies the inequality 
 

	 V − hndn+1 +δ n+1 < 0         (6.1) 
 
where 𝛿!!! is the expected cost reduction relative to V over periods n+2, n+3,… by 
not having a set-up in period n+1. 
 
Furthermore, it is obvious that we can improve the decisions if we allow us to look 
ahead, i.e. if we let the decisions be based also on the demand beyond the period 
considered for a set-up. Axsäter (1988) proposes an extension of his above-described  
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lot-sizing rule where there should be a set-up in period n+1 if the demand 𝑑!!! and 
𝑑!!! satisfies the inequality 
 

	  V − S + max 0,V − hdn+2 +δ n+2{ } >V − hndn+1 + max 0,V − h n+1( )dn+2 +δ n+2{ }       
(6.2) 

  
For more details about the decision rules and the computation of the V and 𝛿!: 𝑠, see 
Axsäter (1988) and paper A. 
 
The decision rules when using sequential lot sizing with optimal average 
performance, are based on a given probability distribution for the period demand. 
However, in most practical applications we do not know the probability distribution. 
We may believe that a typical demand sequence looks like a sequence of independent 
random numbers, but since we do not know the probability distribution, we must in 
some way estimate it. Since there may be a large number of individual items, we 
need a simple procedure to estimate the probability procedure. In our work (paper A) 
we suggest that the demand distribution is assumed to be a negative binominal 
distribution, which is two-parameter distribution where the probabilities 𝑝! can be 
determined from the average m and the variance Var. Given the average m and the 
coefficient of variation 𝑘 = 𝑉𝑎𝑟 𝑚, we can determine V and the 𝛿!: 𝑠. We do this 
for the integer values of m and k, intermediate values are obtained by interpolation. 
 
In our numerical study, we have based estimated averages and variances on all 
previous demand data. This means that when we apply our decision rule to decide 
whether to have a set-up or not in a certain period, our estimates of V and the 𝛿!: 𝑠 
are based on the demand in the considered period and all previous demand. When we 
use our “look-ahead” rule we also include the demand in the in the period following 
the period considered for a set-up.  
 
The results from the simulation shows that our sequential rule gives a cost reduction 
compared with the Silver-Meal heuristic in all cases with independent stochastic 
demand. The improvement compared with the Silver-Meal heuristic varies between 
0.2 and 1.8%. In the case with deterministic demand our method gave a cost increase 
slightly above 1%. 
 
If we allow us to look one period ahead our method performs considerably better. 
Compared with the Silver-Meal heuristic does our look-ahead rule reduce cost 
between 0.7 and 3.4% for the cases when the demand comes from an independent 
random number sequence. In the case when the demand is deterministic, the look-
ahead rule has a performance almost equal to the results obtained with the Silver-
Meal heuristic. The full results are presented in paper A. 
 
For practical implementation, our evaluation shows that at least the look-ahead rule 
could be expected to outperform the Silver-Meal heuristic under relatively general 
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demand conditions. Although, our method would require larger computational effort 
compared to the Silver-Meal heuristic. However, our methods may have a practical 
interest, especially in rolling horizon situation when the lot-sizing is very important 
and the forecast window is limited. 
 
 

6.2 Paper B and C: Evaluation of Batch-Ordering Policies in 
an One-Warehouse N-Identical Retailer System, Estimating 
Holding and Shortage Costs in a General Two-Level 
Inventory System 
 
The purpose of the work in paper B and C is to present and evaluate new simple 
approximate techniques for estimating holding and shortage costs for a given 
inventory policy. 
 
In paper B and C we consider a two-level hierarchical inventory system with one 
warehouse and N retailers. The warehouse orders from an outside supplier. The 
retailers face stationary and independent Poisson demand, and apply a re-order point 
system for replenishment. If the warehouse has the required amount in stock it is sent 
to the ordering retailer where it arrives after a fixed transportation time. If the 
warehouse is unable to deliver the required amount due to stockouts, the batch, or 
part of it, is backordered and there will be an additional delay before it can be sent to 
the ordering retailer. The warehouse does also apply a continuous review installation 
stock (R, Q)-policy.  
 
We assume that no batches can be sent from one retailer to another. Furthermore, it is 
assumed that the supplier to the warehouse is never out of stock. We consider holding 
costs both at the warehouse and at the retailers. Shortage costs can only occur at the 
retailers and are proportional to the time until delivery.  
 
In paper B we present and evaluate an approximate technique for the case when all 
retailers are identical and orders in batches. Our technique is applied to 32 test 
problems suggested by Svoronos and Zipkin (1988). The results obtained are 
compared with other approximate methods and also with the exact results provided 
by Axsäter (1991a). We present in paper C, an approximate technique for the case 
with non-identical retailers. The results obtained are compared to a simulation and 
results obtained by Axsäter (1991b). 
 
Whenever the inventory position at a retailer declines to or below the reorder 
position, an order for a batch is placed at the warehouse. If the ordered amount is 
available it will be sent to the ordering retailer. If not, the ordered batch, or part of it, 
will be backordered and delivered on a first come-first serve basis. 
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At the warehouse we want to find approximations for the holding cost and the 
additional delay in the delivery to the retailers due to stockouts. The average 
additional delay plus the transportation time will be used as a new constant lead-time 
for the retailers. This is the same type of approximation as in Sherbrooke (1968) 
 
In our work we will approximate the warehouse lead-time to be Poisson distributed 
with the average demand during the lead-time as the intensity. Given this we can 
calculate the expected delay and the holding cost at the warehouse. First we consider 
the case when all retailers are equal and thereafter the more general case when we 
allow the retailers to be non-identical. 
 
 

6.2.1 Identical retailers 
 
We introduce the following notation 
 

	  

N = number of retailers
Lr =  lead-time from warehouse to a retailer

L0 =  lead-time from supplier to the warehouse

λr =  demand intensity at each retailer

Rr =  retailer re-order point

Qr =  retailer batch size

R0 =  warehouse re-order point (in units of retailer batches)

Q0 =  warehouse batch size (in units of retailer batches)

Ch0 =  holding cost per unit and time unit at the warehouse

D0 =  lead-time demand at the warehouse (in units of retailer batches), stochastic variable 

 

 
An order at the warehouse is triggered by an order from one of the N retailers. The 
inventory position at this retailer is now  Rr +Qr  and it must face exactly  Qr demands 
before placing its next order at the warehouse. For the other N-1 retailers Svoronos 
and Zipkin (1988) have shown that the inventory position at each of those retailers 
are independent and uniformly distributed over 	  Rr +1,..., Rr +Qr⎡⎣ ⎤⎦ .  
 
We denote with X the stochastic number of orders that the ordering retailer will place 
at the warehouse during L0 and with Y the stochastic number of orders any other 
retailer will place at the warehouse during the same time.  
 
Using the notation  
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p j,λr L0( ) = e−λr L0 λr L0( ) j

j!         (6.3) 

 
we can express  
 

	  
E X⎡⎣ ⎤⎦ =

λr L0
Qr

− 1
Qr

ip kQr + i,λr L0( )
i=0

Qr−1

∑
k=0

∞

∑      (6.4) 

 
and  
 

	 
E Y⎡⎣ ⎤⎦ =

λr L0
Qr

         (6.5) 

 
Knowing  E X⎡⎣ ⎤⎦  and  E Y⎡⎣ ⎤⎦  we also know the expected demand at the warehouse 
during its lead-time,  
 

	 E D0⎡⎣ ⎤⎦ = N −1( )E Y⎡⎣ ⎤⎦ + E X⎡⎣ ⎤⎦       (6.6) 
 
Where 	 E D0⎡⎣ ⎤⎦  is the expected demand in multiples of the retailer batch that the 
warehouse will meet during its lead-time. This expectation will be used as the 
intensity in a Poisson distribution to approximate the lead-time demand process at the 
warehouse although the demand process at the warehouse is not a Poisson process, 
except the case when 	 Qr = 1 .  
 
Using the approximation of the warehouse lead-time demand, it is now possible to 
estimate holding cost at the warehouse and expected average delay. This average 
delay is added to the transportation time,  Lr , which then is used as the new lead-time 
from warehouse to retailer. In paper B we give a detailed derivation of the formulas 
for determining the expected delay and the holding cost 	 Ch0  at the warehouse. 
 
 

6.2.2  Non-identical retailers 
 
As discussed above a generalization of the two-level inventory system we study is to 
allow the retailers to be non-identical. In this generalization we need, compared to the 
case with identical retailers, to have a different approach to find the holding cost and 
the average delay at the warehouse.  
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The assumptions we do are essentially the same as in the case with identical retailers. 
We allow partial deliveries, i.e. if the whole required amount is not available at the 
warehouse there will be partial delivery to the ordering retailer. We assume that all 
retailers order multiples of the smallest retailer batch size. 
 
As is the case with identical retailers we want to express the inventory level just 
before a batch arrives. However, since the retailers now order in different batch-sizes 
we cannot use the simple Poisson approximation as in the case with identical 
retailers.  
 
Compared with the case with N identical retailers there are two major differences. 
First, we note that the inventory position in multiples of the smallest retailer batch-
size can be less than 	 R0  when the warehouse places its order, due to the fact that the 
retailers orders in different batch-sizes.  
 
Secondly, when the retailers are non-identical it is not enough to know the expected 
number of orders since the retailers order different batch-sizes. Instead we must study 
the retailers individually, approximating the demand for batches from each one as a 
Poisson distribution. 
 
Knowing the probabilities for the number of demanded units during the warehouse 
lead-time and the probabilities for each possible inventory position at the warehouse 
it places an order; we use the same methodology as in the case with identical 
retailers. See paper C for a detailed derivation of the formulas. 
 
 

6.2.3  Analysis of the retailers 
 
The final step is to find expressions for the holding and shortage costs at the retailers. 
It is essential to note that the formulations of the expressions are independent of 
whether we have identical retailers or not. 
 
As described above there is a fixed transportation time from the warehouse to the 
retailers, but if the warehouse is out of stock when a retailer places an order there will 
be an additional delay before the batch can be sent to the ordering retailer. This 
additional delay is a stochastic variable, but as described above, we calculate the 
expected additional delay and use this plus the transportation time as a new constant 
lead-time. Given this new lead-time we can calculate the holding and shortage costs 
at retailer j,  Chj and  Csj , in the same way as when we calculated the expected delay 
and holding cost at the warehouse. 
 
The formulas for the holding and shortage costs at the retailers are presented in 
papers B and C. 
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The total cost C is expressed as 
 

	 
C = Ch0 + Chj +Csj

j=1

N

∑        (6.7)  

 

6.2.4  Numerical results 
 
For the case with identical retailers we have applied our method to 32 test problems 
suggested by Svoronos and Zipkin (1988). Those results are compared with results 
obtained when applying the methods by Svoronos and Zipkin (1988), Deuermayer 
and Schwarz (1981), Lee and Moinzadeh (1987a, b) and Axsäter (1991a). Axsäter 
does also provide an exact solution. 
 
The results show that our approximation is quite good with respect to solution 
quality. Compared with exact results our method has a relative error that differs 
between 0.00 and 0.05, which is just slightly worse than Axsäter (1991b) with a 
relative error between -0.01 and 0.01, Svoronos and Zipkin also obtain slightly better 
results (-0.02 – 0.02). Our results are far better then those obtained with the other 
methods. See paper B for tables of the results. 
 
For the case with non-identical retailers Axsäter (1991b) presents two examples to 
which his method is applied. Our method is applied to these examples and the results 
are compared both to Axsäter’s method and to simulated results. The results show 
that our method gives a reasonably good approximation, although not as good as 
Axsäter’s method. The relative error compared to the simulated results differs 
between 0.01 and 0.06, where Axsäter’s method gives a relative error between -0.03 
and 0. The test problem and the results are presented in paper C. 
 

 

6.3 Paper D: Estimating distribution costs in a supply chain 
network optimization tool, a case study  
 
In paper D we consider a model for optimizing multi-echelon supply chain network 
in the air-gas cylinder business. The considered network includes plants and 
warehouses, transports in between those and distribution to several end-customers. 
The model, called CSS, allows deliveries to end-customers from all echelons in the 
supply network. Both downstream flow of full cylinders and the upstream of empty 
cylinders are included in the model. In general, more than 75% of the total 
transportation and distribution costs in a supply network as above are caused by the 
final distribution to the end-customer. Paper D will in particular analyze the 
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distribution part of this model; how it is designed and how the cost is estimated.  In 
order to evaluate the accuracy of the model we compare the model results with 
empirical results. The results showed that the model overestimated the expected 
distances and costs for distribution. With a rework and an improved method to 
estimate the distribution cost, the model significantly improved its accuracy. 
 
 

6.3.1  Principle formulation of the facility location problem  
 
The above-described problem is multi-commodity facility location problem with 
multiple layers and single-sourcing distribution to customers on multi-stop tours. The 
problem is considered as a single period problem and is modeled and solved as an 
LP/MIP-problem. 
 
The principle formulation of the problem includes the transport of cylinders between 
plants and the corresponding cost; the cost for distribution (on routes) to the end 
customer; production – fixed and variable – and handling costs.  
 
Most of the previous work regarding optimization of a supply network is concerned 
about the formulation of the LP/MIP-problem, see for example Geoffrion and Graves 
(1974), Elson (1972), Pirkul and Jayaraman (1996) or Tsiakis and Papageorgiou 
(2008).  
 
An important property in our model is that we aggregate the customers into clusters, 
here called demand regions. Using this approach simplifies the single sourcing 
restriction and is also the basis for estimating the distribution cost. 
 
The supply network is modeled as a directed graph with the plants and demand 
regions as nodes. All the nodes representing plants are linked pairwise by edges and 
each node representing a demand region has an edge to all plants. It is built up by the 
following four sets: 
 

	  I = 1,2,...N{ } , the set of plants  

	  J = 1,2,...L{ } , the set demand regions 

	  K = 1,2,...P{ }  , the set of product groups 

	  R = 1,2,...Q{ }  , the  set of distribution truck types  
 
For modeling purpose we relate all cylinders on basis of their footprint to an 
equivalent unit called Distribution Cylinder Equivalent (DCE). 
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Further on we have five groups of variables: 
 

	xiik =  number of DCE of product k produced at location, 	i , 		 i∈I ,k∈K( )   

		xi1i2k =  number of DCE of product k transported between location 	 i1 and 	 i2 ,                                   

	  i1,i2 ∈I ,k ∈K ,i1 ≠ i2( )   

 Wi
P =  binary variable indicating if location i is open for production or not,  i ∈I( )  

 Wi
D =  binary variable indicating if location i is open for distribution or not,  i ∈I( )

 yijr =  fraction of demand delivered from location i to demand region j using truck r,  

          	  0 ≤ yijr ≤1,  i ∈I , j ∈J ,r ∈R( )      
 
Even though the number of DCE demanded and transported is a discrete number, we 
relax them to be represented by continuous variables. 
 
Edges between plants represent the interbranch transport; there are as many edges 
between plants as there are products. Between every pair of demand regions and plant 
there are as many edges as number of truck types, its value  yijr denotes the fraction of 
demand in demand region j supplied from plant i using truck type r. Note that it is not 
depending on the product.  
 
With the above described modeling of the distribution each demand region will be 
supplied with all products from one and the same plant. The only exception is if the 
distribution capacity is limited. Since typically not all products are produced at all 
plants, there will be transports in between the plants for consolidation before 
distribution. 
 
We formulate our problem as a minimization problem, where the objective is to 
minimize the cost for production, interbranch transports, distribution and fixed 
location, with subject to capacity restrictions and with the requirement that the 
customer demand must be delivered. 
 
Introducing the following parameters: 
 

  

 Cijr
D = Total annual distribution cost for a demand region j sourced from plant i using 

           truck type r, (€/year)
 

	  

Ci1i2k
IB =  Cost per km and Distribution Cylinder Equivalent (DCE) for interbranch 

             transports between plants i1  and i2  of product k,  € / km and  DCE( )  	 

 Cik
P  = Variable production cost per DCE of product group k at plant i, (€/DCE)   
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	 Ci1i2

H  = Handling cost per DCE when transporting from plant 	 i1 to plant 	 i2 , (€/DCE) 

 Fi
P  = Fixed annual cost at plant i if production is open, (€/year) 

 Fi
D  = Fixed annual cost at plant i if distribution is open , (€/year)  

 Djk
DR  = Demand in region j per product group k, (DCE) 

 Pik
Max  = Maximum production capacity at plant i for product group k, (DCE/year) 

 

The LP/MIP formulation of our problem can now be summarized as:  

Minimize: 

 

		
xiik

k=1

P

∑
i=1

N

∑ Cik
P + xi1i2k Ci1i2

IB +Ci1i2
H( )

k=1

P

∑
i2=1

N

∑
i1=1

N

∑ + Wi
PFi

P

i=1

N

∑ +Wi
DFi

D + yijr
r=1

Q

∑
j=1

M

∑
i=1

N

∑ Cijr
D   

  
Subject to: 

	 
yijr = 1

r=1

Q

∑
i=1

N

∑        all j 

 

	 
xi1i1k

+ xi2i1k
− xi1i2k

− yijr Djk
DR = 0

r=1

Q

∑
j=1

J

∑
i2=1

N

∑
i2=1

N

∑     all 1i , k 

 

 xiik ≤ Pik
Max         all i, k 

 

	 
xii ≤Wi

P M1
k=1

P

∑       all i 

	 
yijr ≤Wi

D M2
r=1

Q

∑
j=1

J

∑
 
     all i

 

 

	  xiik , yijr ≥ 0         all i, j, k, r 
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  Wi
P ,Wi

D   binary      all i  (6.8) 

 

The first restriction ensures that all demand regions will get exactly 100% of their 
requested demand. The second restriction is a balance restriction for each plant and 
product; the sum of what is produced plus transported in from other plants must equal 
what is transported to other plants and to customers. The last three restrictions handle 
the maximum production capacity, the production capability and the distribution 
capability. 
 
 

6.3.2  Estimating the distribution cost 
 
In a logistic network where customer orders are delivered on multi-stop routes it is 
quite difficult to estimate the expected annual distribution cost. In particular this is 
true if the routes are dynamic, i.e. the routes are not identical over time.  
 
The cost for the distribution is driven by distance and time and restricted by load and 
time. The distance driven on a route can be split in two parts, the distance from the 
delivering location to the distribution area (the stem distance) and the distance driven 
in the distribution area. The second part is depending on the distance between 
customers and how many customers that is included on the route. The number of 
customers delivered on one route is restricted by either the maximum time or by the 
maximum load.  
 
In our approach we aim to estimate the distribution cost by looking at the average 
route per each demand region. To do so we must estimate the distance on an average 
route. The stem distance is simply measured as the road distance from the delivering 
location to the geographical center of the demand region. By assuming that the 
customers are randomly distributed over demand region we can estimate the distance 
between customers. 
If we construct a TSP tour by drawing N points independently from a uniform 
probability distribution over a bounded region R with an area A, the shortest path 
through these N points will be a stochastic variable with length LN. Obviously we can 
expect the length of such a TSP tour to increase, as the number of stops (N) gets 
larger. Already in the early 1940’s Mahalanobis (1940) argued that the length of a 
Euclidian TSP should grow approximately in proportion to N . Beardwood et al. 
(1959) showed that with probability 1, as N approaches infinity there exists a constant 
β for the optimal tour length of a Euclidian TSP such that: 
 

  
lim
N→∞

LN

N
= β A          (6.9) 
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In order to estimate the expected distribution cost we need however to estimate the 
expected distance between stops on a route with a limited number of stops. Hertz 
(1909), Clark and Evans (1954), Higgins (1972) and Daganzo (1984a, b) found that 
even for a limited number of points, randomly distributed over a certain area, the 
expected distance between them could be expressed as a function of the area and the 
number of points.  
 
Based upon the above we estimate in paper D the expected distance between stops as: 
 

 
d j

s = β
Aj f j

N j
T          (6.10) 

where: 
 

 d j
s =  Estimated average distance between stops in demand region j (km) 

 Aj =  Area of demand region j (km2) 

 N j
T =  Annual number of stops in demand region j 

 f j =  Delivery frequency to demand region j (number of delivery occasions per 
demand region and year) 
β =  constant, in our case it is set to 1.05 
 
In order to estimate the length and time of an average route, which will give us the 
distribution cost, we also need to have estimates of expected stop time at each 
customer (for unloading the ordered volumes), expected speed both in the distribution 
area and when driving to the distribution area. In combination with the load capacity 
for the truck and maximum allowed time, we can calculate the expected number of 
customers, and expected volumes, that will be delivered per each trip. Either the trip 
will be constrained by time or by truck load-capacity.  
 
For each combination of plant, demand region and truck we can now calculate the 
expected distance, time and volumes delivered per trip. This will give us the cost per 
trip, and finally, given the annual volumes, the expected annual distribution cost for 
each combination of plant, demand region and truck type,  Cijr

D , which will be used in 
the LP/MIP model. 
 
 

6.3.3  Empirical study 
 
In order to evaluate the performance of the suggested approximation of the 
distribution cost and to test an improved method, we used empirical data from Linde 
Gas Germany. The dataset used for this purpose contained deliveries of industrial 
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gas-cylinders in Rhein-Ruhr from the full year 2008. The dataset is summarized 
below. 
 

 Table 6.1 
 
The principal idea is to estimate the expected average distance between stops using 
our suggested method and compares this with the actual average distance between 
stops. The actual average distance between stops will be measured by taking a sample 
of the data set used. From the given dataset we extracted the data from October 1 to 
31 to be used as the sample set. For each day and demand region we mapped all 
customers delivered that day. In order to estimate the actual average distance between 
stops we calculated the shortest path passing all the customers, a TSP-tour. The 
average actual distance was obtained by dividing the length of the TSP-tour by the 
number of stops. This measured average distance was compared with the distance 
between stops obtained with our method.  
 
 

6.3.4  Numerical results 
 
Our test model contains 22 demand regions, for each of them we used our method to 
estimate the expected average distance. We compare this value with the measured 
average distance calculated as above.  
 
We define the relative performance as: 
 

	  
Estimated  average distance
Measured  average distance

−1 = relative deviation     (6.11) 

 
The relative performance for our test model is in average 68% with a standard 
deviation of 78%, meaning that we in general overestimate the distance between 
customers on the route. The reason for this is within the assumption that the 
customers are uniformly and randomly spread over the geographical area of the 
demand region. Since the demand regions are constructed as a quadratic grid placed 
on the map with the customers, there is an obvious risk that there are areas inside the 
demand region where no customer can be located, e.g. a lake.  
 
 

Number	of	customers 5	290																	
Number	of	deliveries 47	953														
Number	of	DCE's 1	106	199									
Number	of	product	groups 27																						
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6.3.4  An improved method 
 
A benefit of creating the demand regions using a quadratic grid is that it is a fast and 
simple way of aggregating customers to demand regions. However, as we have seen, 
it tends to overestimate the distance between customers on routes.  
 
We suggest an improved method where we start by using the quadratic grid system as 
in our original method. In a second step we create for each demand region the 
smallest convex hull that will contain all customers inside the original demand 
region. We calculate the area of the convex hull and use this area when 
approximating the expected average distance between customers on a route. The area 
of the convex hull will obvious always be smaller than or equal to the original 
quadratic demand region and the expected average distance will therefore decrease 
accordingly. 
 
By this approach we will keep the practical advantage of the square grid system and 
at the same time solve part of the problems connected to the fact that customers are 
not always distributed all over the original square demand region.  
 
Applying the improved method on our test model does significantly improve the 
accuracy of the estimation. The average relative performance does improve to 2%, 
with a standard deviation of 34%. 
 
For a detailed presentation of the results see paper D. 
 
 

6.4 Paper E: Technical note: Silver-Meal equal to Least 
Period Cost? No! 
 
In paper E we consider the classic dynamic lot size problem when there are periods 
with zero demand. Using a numerical example where there are periods with zero 
demand, we solve the problems using the heuristic methods Silver-Meal (Silver and 
Meal, 1973), Least Unit Cost (Gorham, 1968), Part Period Balancing (DeMattis, 
1968). We use the Wagner-Whitin algorithm (Wagner and Whitin, 1958) to solve the 
problem with optimality.  
 
Periods where the demand is zero will decrease the cost per period; the next 
following period with non-zero demand will mostly increase the cost per period. This 
might lead us to more order quantities and set up costs that are not really necessary, 
according to the stop rule for Silver Meal. 
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In paper E we present a modified heuristic method where we search for the lowest 
cost per period. Opposite to Silver Meal we also test the period after period with zero 
demand to see if the total cost per period increase or decrease. We show in our 
numerical example that it is beneficial to exclude the periods where the demand is 
zero. 
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7.  Contributions and future research 
 
Paper A evaluates a sequential lot size rule proposed by Axsäter (1988). The lot size 
rule is compared with the Silver-Meal heuristic (Silver and Meal, 1973) using five 
different demand types. In the work it is shown that that Axsäter’s method is slightly 
better than the Silver-Meal heuristic in four of the demand types. It was also shown 
that if we extend the Axsäter method to look-ahead one period we could significantly 
improve the performance. It would be interesting in a future research to study the 
possibilities to implement a lot-sizing rule like the above described to see whether it 
would improve the production and inventory costs in practice. 
 
In papers B and C we study a two-echelon inventory system with one warehouse and 
N retailers. The work is focused on how to calculate the cost of specific inventory 
policy. The suggested method is to approximate the warehouse lead-time demand 
with a Poisson-process. Using this approximation we can estimate the expected 
holding cost at the warehouse and the expected delay due to stock-outs at the 
warehouse that the retailers will face when ordering from the warehouse. This 
expected delay will be used together with the transportation time as the lead-time that 
the retailer face when ordering from the warehouse. It is shown in paper B and C that 
those approximations give accurate estimates of the holding and shortage cost. 
 
In paper D we contribute to the research area of multi-commodity facility location 
problem with multiple layers and single-sourcing distribution to customers on multi-
stop tours. We present and evaluate a method for estimating the cost for distribution. 
The method is evaluated using a set of real distribution data. We show that there is a 
tendency that the approach overestimates the distribution cost. An improved method 
is presented and evaluated on the same data set as the original method. The 
evaluation shows a significant improvement in the accuracy. It is highly 
recommended to continue investigate possible improvements in the method. Future 
research should also include implementations in practice of new and improved 
methods.  
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ABSTRACT 

The classical dynamic lot size problem with- 
out backlogging is usually solved with the aid of 
various heuristics. Most heuristics are sequen- 
tial, i.e. the demand is considered period for pe- 
riod, and a decision whether to include the de- 
mand in a certain period in the preceding batch 
is taken without regarding the future demand. 
Recently, it has been shown how to design a se- 
quential lot sizing rule that will optimize the av- 

erage performance, provided that a typical de- 
mand looks like a sequence of independent and 
identically distributed random numbers. The 
purpose of this paper is to evaluate if and how 
this methodology can be implemented in prac- 
tice. The new lot sizing techniques are evalu- 
ated in a simulation study for different types of 
demand. 

1. INTRODUCTION 

This paper deals with the classical dynamic 
lot size problem without backlogging. In case 
of a finite horizon the optimal solution is eas- 
ily obtained by applying the Wagner-Whitin 
algorithm [ 11. This method is very seldom 
used in practice, though. One reason is that in 
most practical applications the horizon is infi- 
nite and the lot sizing problem is solved on a 
rolling horizon basis with a limited “forecast 
window”. The Wagner-Whitin solution is quite 
sensitive with respect to the length of the 
“forecast window”. Therefore, under such cir- 
cumstances, it may be advantageous to use a 
simple heuristic (see [ 2 ] ) . 

Most of the common heuristics are sequen- 
tial techniques, i.e. the demand is considered 
period for period, and a decision whether to 
include the demand in a certain period in the 

preceding batch is taken without regarding the 
demand beyond that period. Examples of such 
methods are the Silver-Meal heuristic [ 31 and 
Groff’s method [4]. Sequential heuristics do 
not require a long horizon to work well and are 
therefore especially suitable in a rolling hori- 
zon environment. 

When choosing lot sizing method this choice 
should, at least in principle, be based on some 
idea of what the demand looks like. If the de- 
mand can be characterized, it is usually easy to 
compare the performance of different meth- 
ods. In some cases it may even be possible to 
determine the best lot sizing technique within 
a considered class of methods. 

If a typical demand looks like a sequence of 
independent and identically distributed inte- 
gral random numbers, Axsater [ 5 ] provides a 
methodology for designing sequential lot siz- 
ing rules with optimal average performance. 

0167-188X/90/$03.50 0 IWO Elsevier Science Publishers B.V. 
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The purpose of this paper is to discuss if and 
how this methodology can be implemented in 
practice. In Section 2 we give a short summary 
of the theoretical background. Thereafter, in 
Section 3 we suggest an implementation 
framework that could be included in a practi- 
cal inventory control system. This framework 
provides approximate decision rules based on 
an estimated demand distribution. Section 4 
presents numerical results from a simulation 
study where the new lot sizing techniques are 
compared to the Silver-Meal heuristic. Finally 
in Section 5 we give some concluding remarks. 

2. SEQUENTIAL LOT SIZING WITH 
OPTIMAL AVERAGE PERFORMANCE 

We consider a traditional dynamic lot size 
problem without backlogging over an infinite 
horizon. There is a fixed set-up cost S. The lin- 
ear holding cost h is stationary and the end of 
period inventory is penalized. 

When using a purely sequential lot sizing rule, 
the demand is considered period for period. In 
each step we decide whether to include the pe- 
riod demand in the preceding batch or to have 
a new set-up. Previous set-ups are known and 
can not be changed, and the decision is not 
based on the demand beyond the considered 
period. 

In [ 51 it is assumed that a typical demand 
can be characterized as a sequence of indepen- 
dent and identically distributed random num- 
bers with p,=probability that the period de- 
mand is equal toj (j=O, 1, . ..). If the demand 
distribution is known, the sequential lot sizing 
problem is a simple Markov decision problem. 
We shall give a short summary of the solution 
of this problem. See [ 51 for details. 

The state is completely characterized by the 
period number relative to the previous set-up. 
Let ‘C/be the optimal expected average cost per 
period in the long run. Assume that the pre- 
vious set-up is in period 1 and that we have 
already decided that there should be no set-ups 
in periods 2, 3 ,...,n. Assume that we are using 

an optimal decision rule. If we decide to have 
a new set-up in period n+ 1 the expected cost 
per period over all future periods n + 1, n + 2,..., 
is equal to V by definition, since the demand 
beyond period n + 1 is only known through its 
distribution. In case of no set-up the cost of 
satisfying the demand in period n + 1 is hnd,,, 1. 

Furthermore, it may be possible to reduce the 
cost beyond period n+ 1 relative to I/. We de- 
note the total expected cost reduction over pe- 
riods n + 2, n + 3, . . . by S,, , . Since we wish to 
maximize the total cost reduction, the optimal 
decision rule is to have a set-up in period n + 1 
if the demand d,+ , satisfies the inequality. 

V-hnd,,+,+&+,<O (1) 

We can also determine 6, from S,,, , with the 
aid of the dynamic programming recursion: 

S,= E [max(O, V-hnd,+,+6,+,)] 
&+I 

(2) 

or equivalently 

(3) 

where [x] represents the integral part of x. In 
period 1 the cost increase is S- Vsince the cost 
is S. This means that 

6, =s- v (4) 

Otherwise the expected cost per period could 
not be equal to I/. 

Denote by N the smallest integer such that 
N> S/h. For n > N there must be a set-up in pe- 
riod n + 1 for any nonzero demand. But we will 
save Vin each period with zero demand. It is 
also evident that 6,=6,,+, for n >i’V. Conse- 
quently &=p,, ( V+ S,, 1 ) =po ( I/+ S,) and we 
have &= VPoI( 1 -PO)* 

The optimal V and 6,:s that we need when 
applying the optimal decision rule ( 1) can eas- 
ily be obtained from the following recursive 
procedure: 
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1. Start with an initial p, e.g. I@=S. 
2. Given vk, determine the resulting 6;:s ac- 

cording to ( 3 ) . 
3. Next we determine E, the expected num- 

ber of periods beyond period II until the next 
set-up. Evidently 7$&p,/ ( 1 --I)~). Further- 
more, it follows from (3) that 

FFI 
C=(l-tci+,) c P, 

,=ll 

4. We can now determine 
vk’ ’ when using the 6::s in 
(I). 

If vk+‘>S-&++setk=k+ 

(5) 

the resulting cost 
the decision rule 

(6) 

1 and go to 2, oth- 
erwise stop. (S-S’; is a lower bound for the op- 
timal V.) 

It is shown in [ 5 ] that the procedure will 
converge monotonously to the optimal 
solution. 

The determination of the optimal decision 
rule may also be somewhat simplified by not- 
ing that any demand da N will always lead to 
a set-up. Therefore for d>N the costs are in- 
dependent of the size of the demand. Conse- 
quently we can change the original probability 
distribution into 

PJ=P, jcN 

PIV’ f P, 

(7) 

IEN 

It is obvious that it is possible to improve the 
decisions if we look ahead, i.e. if we let the de- 
cisions be based also on the demand beyond 
the period considered for a set-up. In [ 5 ] the 
optimal decision rule is determined in the case 
when we look ahead one period. Since the 
computations involved are relatively complex 
a simpler approximate rule is also suggested. 
This rule is based on the Vand 6,:s in the pure 
sequential case and suggests a set-up in period 
n+lif 

V-S+max{O, V-hdn+2+62) 

> V-hnd,,,, +max{O, V-h(n+1)dn+2+Bn+2} (8) 

When applying (8) we evaluate the costs in 
period 12 + 1 exactly, while the costs beyond pe- 
riod n + 1 are evaluated as if the original purely 
sequential rule was used starting with period 
n + 2. For a certain given demand distribution, 
the decisions will be improved compared to the 
original method. The decision rule (8) is 
slightly more complex than ( 1 ), though. Both 
these rules are used in our numerical study. 

3. IMPLEMENTATION FRAMEWORK 

The two decision rules ( 1) and (8) are both 
based on a given probability distribution. Even 
if we in a practical application believe that a 
typical demand sequence will look like a se- 
quence of independent random numbers, the 
probability distribution is not known and must 
be estimated in some way. Since this must be 
done for all individual items it is obvious that 
the estimation procedure must be very simple 
in order to be of practical interest. Further- 
more, given the distributions, we need to de- 
termine the corresponding V and 6,:s. If the 
demand distributions are updated continu- 
ously it would not be computationally feasible 
to go through these computations in each step 
for all items. 

In order to simplify the computations we as- 
sume that the demand distribution is a nega- 
tive binomial distribution. This is a two-pa- 
rameter distribution and the probabilities pj 
can be determined from the average m and the 
variance Var. Given m and the coefficient of 
variation k=Var/m we have for k> 1 

r=m/(k-1) (9) 

p=l/k (10) 

P,’ 
r(r+ 1 )(r+;!)...(r+j- 1 Itic _p), 

(11) 

We shall only determine I’ and the 6,:s for 
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integer values of the parameters m and k, i.e. 
m=O, 1, 2, . . . and k=O, 1, 2, . . . Intermediate 
values are obtained by interpolation. For m > 0 
and k> 1 we can use (9)-( 11) for determin- 
ing the required probabilities. If m > 0 and k= 1 
the negative binomial distribution converges to 
a Poisson distribution, i.e. 

p,2 e-m 
j! 

k=l (12) 

If k= 0 we have pm = 1 and all other probabili- 
ties are zero. If m = k= 0 we obtain v= 0 and 
6,=&Y. 

We assume that Vand the 6,:s for nonnega- 
tive integer values of m and k have been tabu- 
lated in the lot sizing system. If we in our esti- 
mation obtain m and k such that 

(13) 

where i and j are integers, V and the 6,:s are 
obtained by interpolation according to 

v=(i+l-m)(j+l-k)V(ij) 

+(i+l-m)(k-j)V(ij+l) (14) 

+(m-i)(j+l-k)V(i+lj) 

+(m-i)(k-j)V(i+lj+l) 

&=(i+l-m)(j+l-k)&(ij) 

+(i+l-m)(k-j)&(ij+l) 
(15) 

+ (m-i)(j+ 1 -k)&(i+ lj) 

+(m-i)(k-j)&(i+lj+l) 

When using this method we need separate ta- 
bles for different values of S/h. But, in general, 
it would only be necessary to tabulate v and 
the 6,:s for a few values of k. It is also possible 
to reduce the tables by using a larger step for 
in. 

In our numerical study we have based esti- 
mated averages and variances on all previous 
demand data. We have not used any data that 
are not utilized by the decision rules. This 
means that when applying ( 1) the estimate is 

based on the demand in the period considered 
for a set-up and all previous demands. Note 
that we are also including periods before the 
previous set-up. When applying ( 8 ) we utilize 
also the demand in the period following the pe- 
riod considered for a set-up. The average de- 
mand mi and the variance Var, are updated re- 
cursively in the following way (m, = d,, 
Var, =0) 

i-l d, m,=im,_,+T 

In a practical case it may be possible to im- 
prove the estimates by using all demands in the 
“forecast window”. It may also be more appro- 
priate to reduce the influence of old data, for 
example, by using exponential smoothing when 
updating mi and Vari. 

4. NUMERICAL RESULTS 

In our numerical tests we have considered 
live types of demand. Four of these are inde- 
pendent random numbers as assumed in [ 5 1. 

One is a deterministic sequence with “sea- 
sonal” variations. This demand sequence is 
used because we wish to evaluate how the con- 
sidered methods perform in a case when the 
basic assumptions are not at all satislied. 

TABLE 1 

Numerical tests: S= 20, h = 1 

Case Demand 

1 P0=0.5, p,o=O.O5 PI> P2, . ..> 25 
2 p0=0.5,p,, . . ..P.o=O.O5 P2, 50 
3 po=o.25,p,,p,, . ..) p,,=o.o75 25 
4 po=o.25,p,,p,, p,~=o.o75 . . . . 50 
5 Poisson I = 2 25 
6 Poisson 1= 2 50 
7 Poisson 1= 6 25 
8 Poisson I = 6 50 
9 d,=4+2 sin (2ni/50) 25 

10 d,=4+2 sin (2ni/50) 50 

Number of 
periods 
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TABLE 2 

Costs per period and differences compared to the Silver-Meal heuristic. Standard deviation of differences in parenthesis 

Case 1 Case 2 Case 3 Case 4 Case 5 

cost Diff. cost Diff. cost Diff. cost Diff. cost Diff. 

Sequential rule ( I) 6.44 -0.11 6.40 -0.12 8.18 - 0.04 8.77 -0.06 7.10 -0.08 
(0.02) (0.02) (0.02) (0.01) (0.01) 

Look ahead rule (8) 6.33 -0.22 6.30 -0.22 8.67 -0.15 8.66 -0.17 7.06 -0.12 
(0.02) (0.02) (0.02) (0.01) (0.01) 

Silver-Meal 6.55 - 6.52 - 8.82 - 8.83 - 7.18 

Case 6 Case 7 Case 8 Case 9 Case 10 

cost Diff. cost Diff. cost Diff. cost Diff. cost Diff. 

Sequential rule ( 1) 7.14 -0.10 11.88 -0.02 11.87 -0.02 10.73 +0.13 10.62 0.11 
(0.01) (0.01) (0.01) 

Look ahead rule ( 8 ) 7.10 -0.14 11.82 -0.08 11.81 -0.08 11.66 0 10.53 0.02 
(0.01) (0.01) (0.01) 

Silver-Meal 7.24 - 11.90 - 11.89 - 10.60 - 10.51 - 
11.66 - 10.51 - 

In all cases S= 20 and h = 1. We evaluate our 
methods over 25 periods as well as over 50 pe- 
riods. This is because our lot sizing techniques 
can be expected to perform less well over a 
shorter horizon due to inaccurate estimates of 
the mean and variance. Table 1 describes all 
the tests. Cases l-8 (with random demand) are 
simulated. When determining the per period 
cost in a simulation, periods at the end of the 
horizon that are not part of a full set-up cycle 
are excluded. In cases with 25 periods the re- 
sults are based on 400 simulations and in cases 
with 50 periods on 200 simulations. The deter- 
ministic cases ( 9 and 10) are run just once. The 
horizon is extended beyond 25 or 50 periods 
until a joint set-up occurs. 

Table 2 presents our results and those ob- 
tained when using the Silver-Meal heuristic. 
Note that in cases 9 and 10 we may get differ- 
ent results also with the Silver-Meal heuristic 
due to variations in the extension of the hori- 
zon. Both results are given. 

The simple sequential rule ( 1) gives a cost 
reduction in all cases with independent sto- 
chastic demand variations (cases l-8 ) vary- 
ing between 0.2 and 1.8%. In the two deter- 
ministic cases (9 and 10) with “seasonal” 
variations the cost increase is slightly above 
1%. 

The look ahead rule (8 ) is doing consider- 
ably better. In cases l-8 the improvements are 
between 0.7 and 3.4%. In cases 9 and 10 the 
results are almost equal to what is obtained 
when using the Silver-Meal heuristic. 

The length of the horizon does not affect the 
results much but, in general, we get an im- 
provement with a longer horizon. 

5. CONCLUSIONS 

Our evaluation of the new type of sequential 
lot sizing procedures shows that at least the 
look ahead rule could be expected to outper- 
form the Silver-Meal heuristic under rela- 
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tively general demand conditions. Our tech- 
niques would, on the other hand, require 
additional computational efforts and it would 
also be more difficult for a practitioner to un- 
derstand the methodology. 

Our methods may have a practical interest 
especially in rolling horizon situations when the 
lot sizing is very important and the “forecast 
window” is limited. In such cases our methods 
would probably also outperform the Wagner- 
Whitin algorithm. 
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Abstract In a complex logistic environment it is critical to have efficient methods

and tools to evaluate and improve the its efficiency. These tools must support the

analysis with accurate results, but they must also be fast and easy enough to be used

use in a complex practical setting. In this paper we present and discuss a deter-

ministic single-period single-sourcing LP/MIP based method that the Linde Group

has used for more than 100 projects for optimising the logistic network in the air-gas

cylinder business. The model, called CSS (cylinder supply structure), includes a

multi-echelon logistic network with transportation between plants and warehouses

and distribution to several end-customers. The model allows deliveries to customers

from all echelons in the supply network. Both the downstream flow of full cylinders

and the upstream return of empty cylinders are included in the model. In general,

more than 75 % of the total transportation- and distribution costs are caused by the

final distribution to customers in a supply network as above. This paper will in

particular analyse the distribution part of this model; how it is designed and how the

cost is estimated. In order to evaluate the accuracy of the method we use empirical

data to compare the model results with empirical results. The results showed that

from the beginning the model overestimated the expected distances and costs for the

distribution. With a rework and improved method to estimate the distribution cost,

the model significantly improved its accuracy.
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1 Introduction

The industrial gas business includes mainly the three main air gases: Nitrogen,

Oxygen, Argon and mixes in between, Carbon dioxide, Acetylene and Hydrogen.

The more noble air gases like Helium, Xenon, etc., often denoted Special gases,

have lower volumes. On some markets is also Propane a major product.

The air gases are extracted from the air at air separation units (ASU) in a

distillation process where the gases are separated and stored in storage tanks in

liquefied phase. The liquefied gas is transported to production sites where it is

vaporized to gaseous form and filled into cylinders.

The gases are filled in cylinders, mainly of steel, at production sites called fill

plants. Typically it is distinguished between plants which fill the main air gases,

Acetylene plants, Hydrogen plants and Special gas plants. When Propane is

included in the business this is also a separate plant. In some cases one and the same

location might have more than one type of plant, e.g. it might fill both air gases and

Acetylene, but typically a location does not have production of all products. In

addition to the production plants there can be warehouses and switch-points. We can

summarize the different locations as:

(a) Air separation units, where the air gases are distilled from the air and

liquefied for storage and transportation to cylinder filling plants.

(b) Cylinder filling plants, where the liquefied gas is vaporized and filled into

cylinders.

(c) Special plants, for gases like Acetylene, Hydrogen, Helium, Special gases.

(d) Warehouses, sites with no production, just a stock keeping location.

(e) Switch-points, locations with no stock holding where the cylinders from

incoming bigger trucks are loaded on smaller distribution trucks.

The transport of the liquefied gas from the ASU to the fill plants is usually done

by tank trailers. Since the liquefied gas has much higher density then the gaseous

form the cost for this tank trailer transport is only a very small part of the total cost

in the logistic network. In many cases the tank trailer transports are not included in

the network model due to the low impact on the total result.

At the fill plant the liquefied gases, mainly Oxygen, Nitrogen and Argon in

different purities, are kept in cryogenic storage tanks. The liquefied gas is vaporized

into gaseous form and filled under pressure into cylinders. The final products might

be pure gases or mixes of them. Some of the products like Acetylene, Hydrogen and

Propane are produced in a chemical process and requires for those products

dedicated plants.

The cylinders do typically range in size from less than 1 to more than 50 litres

water volume. For some products are a number of cylinders, e.g. 6 or 12, mounted

into one unit called a bundle. For transportation purpose the cylinders are placed

into specially designed pallets.
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For modelling purpose it is convenient to relate all cylinders on basis of their

footprint to an equivalent unit called distribution cylinder equivalent (DCE).1

From the plants the cylinders can be moved to:

(a) another plant

(b) a warehouse

(c) a switch-point

(d) to customers.

The transport of full cylinders between the plants, warehouses and switch-points

are transports from an origin to an end-point. Empty cylinders will be picked up and

returned to where they were filled. Those transports, often called interbranch

transports, are characterized by big trucks and high load utilization.

Deliveries to customers can be done in two different channels; either they are

delivered directly from the gas company or via external sales partners who sell the

product on a commission basis. In the latter channel the sales partner might provide

a transport service for the customer which normally later is reimbursed from the gas

company. Distribution to sales partners and direct customers is done on tours with

multiple stops. A tour might include both sales partners and direct customers. All

products on the same order are delivered from a single source to a specific customer,

i.e. the products must be consolidated at the locations where distribution starts.

Compared with the interbranch transport the distribution is normally operated with

smaller trucks and lower load utilization.

The total cost for transportation and distribution is, compared with the value of

the product, quite high. In addition to the fact that the supply network can be quite

complex, it is obvious that it is necessary to have efficient tools to improve the

efficiency in the network.

In this paper we will present an approach to the above logistic network design

problem used by a leading air gas company, The Linde Group, gases division. The

Linde Group with headquarter in Munich, Germany, is one of the leading air gas

companies in the world with business in more than 100 countries in all continents

and a total sales of €13.8 bn (2011).

In the optimization of the cylinder supply network Linde has been using a LP/

MIP approach since back in the 1990’s. Those first models were developed by the

Swedish gas company AGA (aquired by Linde year 2000) together with the

consulting company Coopers & Lybrandt based on the work of Guedes (1994).

Initially it was common to reduce the production cost while increasing transport

activities. In later years there has been more focus on improving the distribution

channels rather than consolidating the production. The main driver for Linde to use

optimization tools has been to improve the logistic network in a strategic

perspective, i.e. where should plants be located, which products should be produced

at which plant, and which supply channels should be used to source the customers.

1 In order to have a standard unit it is common to use the distribution cylinder equivalent (DCE). The

DCE is equivalent to the footprint of a 50 L cylinder, 12 of those can be put in a pallet. If for another

cylinder type it is possible to place 24 cylinders in the pallet, then the corresponding DCE would be 0.5.
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Having this perspective we can search for ways of simplifying the logistic network

model in order for the tool to be able to deliver results fast but still with good

enough accuracy.

In a European country there might be more than 30 Linde locations, over 1.000

external sales partners, 50–100.000 customers and around 1.000 products. The

number of possible ways of delivering to a customer is obviously very large and we

need to simplify our model in order to have a practically useful tool.

In this paper we will focus on the distribution part of the logistic network. In

particular we will present a method to estimate the distribution cost parameters in a

logistic network where customers are aggregated to clusters. The suggested method

will be evaluated using empirical data. A variant of the classic formulation of the

multi-commodity distribution network will also be presented.

2 Literature review

The problem described in the introduction is a multi-commodity facility location

problem with multiple layers and single-sourcing distribution to customers on multi-

stop tours. We consider the problem as a single period problem.

The literature review is split in two parts, where the first part covers the general

LP/MIP modelling of the supply chain network problem and the second part looks

into the problem of estimating the expected cost for distribution.

2.1 LP/MIP modelling of the logistic network problem

Optimising the logistic network design problem involves decisions regarding

• The number, location capacity and technology of manufacturing plants and

warehouses.

• The selection of suppliers.

• The assignment of product ranges to manufacturing plants and warehouses.

• The selection of distribution channels and transportation modes.

• The flows of raw materials, semi-finished and finished products through the

network (Cordeau et al. 2006).

Most of the literature is focused on the first decision, the capacitated facility

location problem. The pioneering work in the area of multi-commodity distribution

network design is Geoffrion and Graves (1974). They introduce a MIP model which

includes both shipping costs between plants and distribution centers (DC),

distribution to customers and production and throughput costs at each location.

Geoffrion and Graves (1974) model the distribution assuming that customers are

grouped into customer zones. The transportation variables are subscribed in such a

way that xijkm is the variable denoting the amount of product k shipped from plant i

through DC m to customer zone j. In addition there is a binary variable ymj that will

be 1 if a DC m serves customer zone j and 0 otherwise. For each variable xijkm there

472 B. Samuelsson

123



is a corresponding cost parameter cijkm representing the average unit cost of

producing and shipping commodity k from plant i through DC m to customer zone j.

A similar alternative approach (Elson 1972) is to distinguish between

transportation between plants and warehouses and the distribution to customers.

This way we will have two sets of triply subscribed variables. Using a balance or

flow conservation constraint at each DC and commodity we can link those two sets

of variables. In this approach we have two model parameters representing the

transport, CSikm as the unit cost of transporting product k from source i to warehouse

m and CTmkj as the unit cost of transporting product k from warehouse m to demand

region j.

A different approach to model the distribution part of the logistic network is to

include all individual customers instead of grouping them into customer zones.

Pirkul and Jayaraman (1996) present such a model using a binary variable Xkjm

which equals 1 if demand of customer j for product k is satisfied by warehouse m

and 0 otherwise. The corresponding cost parameter ckjm represents the variable cost

for distributing one unit of product k from warehouse m to customer j.

Tsiakis and Papageorgiou (2008) present a formulation of the logistic network

problem where customers are consolidated to customer zones. A binary variable is

used to assign customer zones to DC:

Xmj ¼ 1 if distribution centremis assigned to customer zone j; 0 otherwise

ð2:1Þ

If each customer zone can be supplied from more than one distribution centre,

then
X

m

Xmj � 1; all j ð2:2Þ

Should single sourcing be applied the constraint changes to:
X

m

Xmj ¼ 1; all j ð2:3Þ

Tsiakis and Papageorgiou (2008) connect the flow of material from distribution

center m to customer zone j using a continuous variable: Qkmj = rate of flow of

product k transported from distribution center m to customer zone j and the

constraints:

Qmin
mj Xmj �

X

k

Qkmj �Qmax
mj Xmj; all j; k; m ð2:4Þ

X

m

Qkmj ¼ Dkj; all j; k ð2:5Þ

where Dkj is the demand for product k in customer zone j, Qmin
mj and Qmax

mj are the

minimum/maximum rate of flow transferred from distribution center m to customer

zone j.
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The distribution cost will be included in the objective function as:
X

k;m;j

CT
kmjQkmj ð2:6Þ

where CT
kmj = unit transport cost for product k from distribution center m to cus-

tomer zone j.

In all of the above mentioned models we need to initially find an estimate of the

cost parameter, either as a transport unit cost per customer cluster or per individual

customer. If customers are distributed with full truck loads or if they are serviced

with freight forwarder and the cost follows a defined freight tariff, it is easy to set

values to the cost parameters. When the customers are distributed on tours the

estimation of the distribution cost becomes more complex.

2.2 Estimating the expected distribution cost

In a logistic network where customer orders are delivered on multi-stop routes it is

more difficult to estimate the expected annual distribution cost. In particular this is

true if the routes are dynamic, i.e. the routes are not identical over time.

The cost of a distribution route is a function both of driving time and distance and

the stop-time at customer sites. The part of the distribution cost depending on stops

is typically a function consisting of a fixed contact time and a variable handling

time. In this paper we will not deal with this part of the distribution cost.

To estimate the expected distance and driving time in the distribution it is

necessary to estimate the distance on an average route. The distance driven on an

average route can be split into two parts; the distance from the delivering location to

the distribution area (the stem distance) and the distance driven in the distribution

area. The first part is straightforward to measure, the road distance from the

delivering location to the center of the distribution area. The second one is more

complex to measure since the routes are dynamic, i.e. the routes are not identical

over time. If we can estimate the average expected distance between stops and the

number of expected stops on the average tour, we can estimate the distance, and the

corresponding driving time driven in the distribution area.

The considered capacitated routing problem can be seen as a variant of the well-

known travelling salesman problem (TSP), where the route can be seen as a part of a

TSP-tour where the vehicle leaves the TSP-tour either when the time- or load

restriction is met.

A thorough description of the TSP-problem can be found in Applegate et al.

(2006).

If we construct a TSP tour by drawing N points independently from a uniform

probability distribution over a bounded region R with an area A, the shortest path

through these N points will be a stochastic variable with length LN. Obviously we

can expect the length of such a TSP tour to increase as the number of stops (N) gets

larger. Already in the early 1940’s Mahalanobis (1940) argued that the length of an

Euclidian TSP should grow approximately in proportion to
ffiffiffiffi
N

p
.
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Beardwood et al. (1959) showed that with probability 1, as N approaches infinity

there exists a constant b for the optimal tour length of a Euclidian TSP such that:

lim
N!1

LNffiffiffiffi
N

p ¼ b
ffiffiffi
A

p
ð2:7Þ

We define the density as

q ¼ N

A
ð2:8Þ

We can then rewrite (2.7) as

lim
N!1

LN

N
¼ b

1
ffiffiffi
q

p

The exact value of the constant b is not known, but a number of experimental and

analytical studies have been done to estimate b. Numerical tests show a mean of

about 0.7. Applegate et al. (2006) present a summary of those studies.

For a random distribution of points in two dimensions the probability that a

randomly chosen area of specified size will contain exactly x points is Poisson

distributed. Letting the area be a sector of a circle radius r, formed by dividing the

circle into z equal sectors Clark and Evans (1954) derives, based on Hertz (1909),

�rE ¼
ffiffi
z

p

2
ffiffiffi
q

p ð2:9Þ

where �rE = the mean distance to the nearest neighbor in an area with specified

density q.
For our study it is of interest if the above result can also be applied when N is

quite small, which is the expected situation for most of our routing problems.

Typically we can expect N to be in the range of 5–25 in our problems.

Higgins (1972) approaches the problem of estimating the average distance

between stops on routes with a small number of stops by assuming two extreme

patterns for the spatial distribution of stops: (1) deterministic and uniformly

distributed, and (2) random. Let q define the average density of stops for the region.

If the stops are located at each point of a square lattice, there will be q stops in a unit

area and
ffiffiffi
q

p
stops along each row or column of the lattice. See Fig. 1.

The distance between stops d can be expressed as follows:

a ¼ 1
ffiffiffi
q

p ð2:10Þ

In Higgins second model (Higgins 1972) where the stops are randomly

distributed, the expected distance between stops is obtained as

a ¼ 1

2
ffiffiffi
q

p ð2:11Þ
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Which is in complete analogy with (2.9), if we let z = 1.

Based on the above, Higgins (1972) postulates that the distance between stops

can be expressed as:

a ¼ 1

k
ffiffiffi
q

p ð2:12Þ

where 1\k\2 (2.11) can be reformulated as

a ¼ b

ffiffiffiffi
A

N

r
ð2:13Þ

where 0:5\b\1.

Daganzo (1984a) examines the problem where the number of stops is limited by

the capacity of the truck. Assuming that we have N points that are uniformly and

independently scattered over an area A, it follows from (2.7) that the expected

length of a TSP tour LN through those points can be estimated as:

LN � b
ffiffiffiffiffiffiffi
AN

p
; as N ! 1 ð2:14Þ

where b is a constant.

Daganzo (1984a) shows that this holds also for a small N using an analytical

model.

First Daganzo (1984a) considers an infinitely long strip of width w, containing

uniformly, randomly scattered points with density of q points per unit area. The

expected total length of the path containing N points, Lw, is given by:

Lw ¼ Ndw ð2:15Þ

where dw is the expected distance between two consecutive points along the width

of the strip (Fig. 2).

Letting the above strip cover a square with the sides l and L, where l B L,

containing a large number of points, N, Daganzo (1984a) shows that as long as the

Fig. 1 Equally distributed stops
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number of stops in this square is 12 or more, the expected optimal distance between

two consecutive stops on a TSP tour through the square is d� ¼ 0:9q�1=2 (Fig. 3).

The expected average distance between stops on a TSP tour in a rectangular area

can be expressed as (Fig. 4)

d� ¼ 0:9q�1=2; if ql2 � 12 ð2:16Þ

and

d� ¼ 1

6
þ 2

ql
w

ql2

4

� �
if ql2\12 ð2:17Þ

where

w xð Þ ¼ 2

x2

� �
1þ xð Þ log 1þ xð Þ � x½ � ð2:18Þ

Fig. 2 The strip of width w
containing uniformly, randomly
scattered points with density of
q points per unit area

L

l Fig. 3 The strip covering the
whole square
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3 Problem formulation of the Linde case

The classic principal formulation of our problem includes the following cost

elements

• Transport of cylinders between plants (here called interbranch transport).

• Distribution cost.

• Handling cost.

• Fixed and variable production cost.

As already discussed, the logistic network is quite complex and since we want to

use the optimisation model for a strategic purpose, e.g. which plants to produce

which products, we need to simplify the logistic network to get a useful tool.

The first simplification is to define the problem as a deterministic single period

problem, i.e. we do not take into consideration the daily variations in demand, and

rather use the historical average demand per customer over a 12 months period. If

the demand has high variations over time this might be a problem, but the cylinder

business is a mature business so we expect the problems with this approach to be

quite limited.

Secondly we will aggregate the products into product groups instead of using the

product itself. Instead of having more than 1.000 products we will typically have

about 25–100 product groups.

The third step we take is to aggregate customers into clusters, here called demand

regions (DR). Since the customers are delivered to on multi stop tours it is not

enough information to know about each individual customer, we must also have

information about surrounding customers so that we can estimate the total cost for a

tour. More specific, we need to be able to estimate how many customers we can

expect to deliver to per each tour and by that how much of the total demand that can

Fig. 4 The tour length factor, b, as a function density constant ql2
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be delivered on such a tour. Knowing this we can estimate the cost per tour and the

total number of tours needed.

By clustering the customers we can estimate the expected distance between stops,

inter-drop distance, the average order size and stop time per each such cluster. With

the restriction described above about single sourcing, this means that we only need

one variable per combination plant/warehouse/switch point and customer cluster to

model the distribution.

Clustering the customers to demand regions will dramatically reduce the number

of variables and restrictions in the LP/MIP formulation, in addition it will also

reduce the time needed to model the logistic network. Instead of measuring the

distance between each individual customer and each plant/warehouse/switch point

we do only need to consider the links between each demand region and the plant/

warehouse/switch point, which is a far smaller number.

The logistic network described will be modelled as a directed graph with plants/

warehouses/switch points and demand regions as nodes. All nodes are linked

pairwise by edges with the exception of the demand regions, which are only

connected to the plants/warehouses/switch points. Edges between plants/ware-

houses/switch points represent interbranch transports. There exist as many edges

between each pair of plants/warehouses/switch points as there are product groups. In

between every pair of plants/warehouses/switch points and demand regions there

exist as many edges as the number of truck types.

3.1 Notation

The notation to be used is described below:

Indices/sets:

I ¼ 1; 2; . . .;Nf g, the set of plants.

J ¼ 1; 2; . . .; Lf g, the set demand regions.

K ¼ 1; 2; . . .;Pf g, the set of product groups.

R ¼ 1; 2; . . .;Qf g, the set of distribution truck types.

The set of plants contains any kind of plant, including warehouses and switch

points. Customers are aggregated to demand regions based on their geographical

location. The demand regions are served by a set of distribution truck types.

Parameters:

CD
ijr

Total annual distribution cost for a demand region j sourced from plant

i using truck type r, (€/year)
CIB
i1i2k

Cost per km and DCE for interbranch transport between plants i1 and i2 of

product k, (€/km and DCE)

CP
ik

Variable production cost per DCE of product group k at plant i, (€/DCE)

CH
i1i2

Handling cost per DCE when transporting from plant i1 to plant i2, (€/DCE)

FP
i

Fixed annual cost at plant i if production is open, (€/year)

FD
i

Fixed annual cost at plant i if distribution is open, (€/year)

DDR
jk

Demand in region j per product group k per demand region j, (DCE)
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PMax
ik

Maximum production capacity at plant i for product group k, (DCE/year)

Continuous variables:

yijr Rate of demand delivered from plant i to demand region j using truck r,

ð0� yijr � 1Þ
xi1i2k Number of DCE of product group k transported from plant i1 to plant

i2; i1 6¼ i2, (DCE/year)

xi1i1k Number of DCE of product group k produced at plant i1, (DCE/year)

Note: even though the number of units (DCE) produced ðxi1i1kÞ or transported

ðxi1i2kÞ of course are integers in the real situation, we can approximate those to be

continuous variables due to relatively large numbers.

Binary variables:

WP
i

Binary variable indicating if plant i is open or closed for production

WD
i

Binary variable indicating if a site i is open or closed for distribution

3.2 Objective function

The logistic network described above involves costs related to production, transport,

distribution and fixed infrastructure costs. All costs relate to a full year.

3.2.1 Production cost

The production cost is given by the annual production per plant of each product

group xiik, and the unit production cost CP
ik. The corresponding term in the objective

function is:

XN

i¼1

XP

k¼1

xiiC
P
ik ð3:1Þ

3.2.2 Transportation cost

The costs related to transport are the cost for interbranch transport of the products from

one plant to another, typically on big trucks with high load utilization. This part of the

transport cost is assumed to be a function of distance and the number of DCE

transported. In addition to this we add a handling cost, simply the cost of loading a truck

at the producing plant, unloading at receiving plant and load with empty cylinders.

Since the empty cylinders must be returned to the producing plant we must also include

the return distance. The corresponding term in the objective function writes as:

XN

i1

XN

i2

XP

k

xi1i2k CIB
i1i2k

þ CH
i1i2k

� �
ð3:2Þ
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3.2.3 Fixed site cost

As soon as there are any activities—production, warehousing or distribution—at a

site it must be open and the corresponding fixed cost should be included:

X
WP

i F
P
i þWD

i F
D
i ð3:3Þ

3.2.4 Distribution cost

The final term in the objective function concerns the distribution. In our model we

assume single sourcing where the variable yijr represents the rate of the annual

demand for demand region (DR) j that will be sourced from site i using distribution

truck type r. CD
ijr is the parameter representing the corresponding annual distribution

cost for each combination site-DR-truck. The estimation of CD
ijr will be described in

detail further down. The distribution part is represented in the objective function as:

XN

i¼1

XM

j¼1

XQ

r¼1

yijrC
D
ijr ð3:4Þ

3.2.5 Objective function

The objective function can now be written as:

XN

i¼1

XP

k¼1

xiiC
P
iik þ

XN

i1

XN

i2

XP

k

xi1i2k CIB
i1i2k

þ CH
i1i2k

� �
þ
X

WP
i F

P
i þWD

i F
D
i

þ
XN

i¼1

XM

j¼1

XQ

r¼1

yijrC
D
ijr ð3:5Þ

3.3 Constraints

3.3.1 Distribution

All demand regions must be supplied with the requested demand

XN

i¼1

XQ

r¼1

yijr ¼ 1; all j ð3:6Þ
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3.3.2 Material balance

For each plant/warehouse/switch point and product there must be a material

balance, all units produced or transported in must either be transported to another

plant/warehouse/switch point or distributed to a demand region. The first term is the

production, the second one transport from other plants, the third one transport to

other plants and the last term represents the distribution to demand regions.

xi1i1k þ
XN

i2¼1

xi2i1k �
XN

i2

xi1i2k �
XJ

j¼1

XQ

r¼1

yijrD
DR
jk ¼ 0; all i1; k ð3:7Þ

3.3.3 Capacity constraints

Production at any plant of any product group must be less than or equal to the

maximum production capacity.

xiik �PMax
ik ; all i; k ð3:8Þ

3.3.4 Structure constraints

If a plant/warehouse/switch point is used it must be open. The first constraint refers

to production and the second one to distribution

XP

k¼1

xiik �WP
i M1; all i

XJ

j¼1

XQ

r¼1

yijr �WD
i M2; all i

ð3:9Þ

where M1 and M2 are a big numbers.

3.3.5 LP/MIP formulation

The LP/MIP formulation can be summarized as:

Minimize:

XN

i¼1

XP

k¼1

xiiC
P
iik þ

XN

i1¼1

XN

i2¼1

XP

k¼1

xi1i2k CIB
i1i2k

þ CH
i1i2k

� �
þ
XN

i¼1

WP
i F

P
i þWD

i F
D
i

þ
XN

i¼1

XM

j¼1

XQ

r¼1

yijrC
D
ijr

Subject to:
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PN

i¼1

PQ

r¼1

yijr ¼ 1 all j

xi1i1k þ
PN

i2¼1

xi2i1k �
PN

i2¼1

xi1i2k �
PJ

j¼1

PQ

r¼1

yijrD
DR
jk ¼ 0 all i1; k

xiik �PMax
ik all i; k

PP

k¼1

xiik �WP
i M1 all i

PJ

j¼1

PQ

r¼1

yijr �WD
i M2 all i

xiik; yijr � 0 all i; j; k; r
WP

i ;W
D
i binary

ð3:10Þ

4 Estimating the distribution cost parameters

Of special interest and the main focus of this paper is how to estimate the

distribution cost parameter CD
ijr , which is the total annual distribution cost for a

demand region j sourced from plant i using truck type r.

Since the customers in the considered supply chain are delivered on dynamic

routes, i.e. the routes will vary over time, we must be able to estimate the average

time and distances on those routes.

The length of a route depends on

• the distance from the distribution centre to the customer area, the stem distance,

• the density of customers, i.e. the number of customers per area unit, will give us

the distance between customers on the route,

• the number of customers delivered to on the route.

The expected time of a route is, in addition to the above, also depending on the

expected speed and time to unload and load at customer sites, the stop-time. The

number of customers supplied by the route is either constrained by the load capacity

on the truck, or by the maximum available time for a route.

The costs associated with a route is a mix of time- and distance related costs.

Costs like fuel, lubricants and tyres are typically functions of the distance. Salaries,

administration, insurances and taxes are better allocated on the basis of time.

From the above we can conclude that measuring the density of customers in

different geographical areas is a crucial part when estimating the total annual

distribution cost. The density will give us the expected distance between stops at

customer sites. In combination with the stem distance and the average stop time we

can estimate the maximum number of deliveries on a route, with respect to time

restrictions. Furthermore the number of stops per route will impact the total number

of routes to each demand region.

In order to measure the density we start by clustering the customers to demand

regions. This is done by placing a square grid over mapped customers. Each demand
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region will have the same size, typically those demand regions have a side of

40 km. This approach reduces the time and effort needed to create the demand

regions. Figure 5 shows the grid of demand regions placed over the Rhein-Ruhr area

of Germany.

For each of those demand regions we measure the road distance from the

geographical centre to each possible source for distribution. The total demand per

product group, the total number of stops and the delivery frequency (i.e. how many

times was each region visited by a distribution truck) for each such demand region is

recorded.

An important restriction in our modelled supply chain is that a customer shall

only be served from one plant, i.e. although demanded products are produced in

several plants they should be consolidated and distributed from one plant. We will

also assume that a demand region shall only be serviced from one distribution

source.

The notation to be used is described below:

Global parameters:

Ch
r

Cost per hour for a truck of type r

Ckm
r

Cost per km for a truck of type r

CT
ijr

Total cost for a route from plant i to demand region j and returning to plant

i using truck type r

Tl
r

Maximum load capacity for truck type r (DCE)

Tt
ijr Maximum time allowed for a route from plant i to demand region j and

returning to plant i using truck type r (h)

Fig. 5 Demand regions
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Parameters per demand region:

vsjr Expected average speed in demand region j using truck type r (km/h)

vcijr Expected average speed from plant i to demand region j using truck type

r (km/h)

fj Delivery frequency to demand region j (number of delivery occasions per

demand region and year)

Parameters calculated per demand region:

Aj Area of demand region j (km2)

NT
j

Annual number of stops in demand region j

Nj Average number of customers to be supplied per delivery occasion in demand

region j

tsj Average stop time in demand region j (h)

dsj Estimated average distance between stops in demand region j (km)

dcij One-way distance from plant i to centre of demand region j (km)

dTijr Total distance of a route from plant i to demand region j returning to plant

i using truck type r (km)

tTijr Total time for a route from plant i to demand region j and returning to plant

i using truck type r (h)

nijr Expected average number of stops on a route from plant i to demand region

j returning to plant i using truck type r

CT
ijr

Total cost for a tour from plant i to demand region j and returning to plant

i using truck type r

It should be noted that the capacity of the truck used for the distribution will

restrict how many customers that can be delivered on the same route. Therefore the

truck type can have an impact on the length of the route.

First we need to estimate the expected average distance between stops per each

above defined demand region. As stated by Higgins (1972), the average distance

between stops on a TSP-tour with a small number of stops can be expressed as a

factor b divided by the square root of the customer density. Since a route is a TSP-

tour with a limited number of stops we can apply (2.12) for estimating the expected

average distance between stops in our studied model.

With the density defined as the number of stops divided by the area q ¼ N=A and

letting Nj be the number of stops on an average route in demand region j we can

express the distance between two stops in accordance with Higgins (1972) as

dsj ¼ b

ffiffiffiffiffi
Aj

Nj

s
ð4:1Þ

Knowing for each demand region the total annual number of stops and the

delivery frequency, i.e. how many times per year this specific region is delivered to,

the average number of stops per demand region and delivery day is

Estimating distribution costs in a supply chain network… 485

123



Nj ¼
NT
j

fj
ð4:2Þ

Before we can estimate the expected distance between stops on the average route

we must assign a value to the parameter b.
Higgins (1972) suggests that b should be in the interval between 1

� ffiffiffi
2

p
and 1.

Daganzo (1984b) concluded that b should be 0.9 if the number of stops is more than

12, if less, b will increase according to Fig. 4, which shows b as a function of the

number of stops according to Daganzo (1984b). It should be noted that those

estimates of b assumes the straight line distance between stops, i.e. they do not take

into consideration the actual road distance. In order to compensate for the longer

distance if following an actual road it is common to introduce a multiplication factor

([1) often called the wiggle factor.

In the Linde application the parameter b is set to 1.05, which is the product of the

Euclidian TSP-factor and the wiggle factor. The estimated distance between stops

on an average route in demand region j can accordingly be approximated by

dsj ¼ 1:05

ffiffiffiffiffiffiffi
Ajfj

NT
j

s
ð4:3Þ

For each combination of delivering plant and demand region the average distance

on a route can now be estimated. Knowing the expected distance between stops, the

stem distance, the average speed, the stop time and the average number of units

delivered per customer we need now to calculate the number of stops on an average

route, which is restricted either by space or time.

The maximum number of stops with respect to time available depends on the

time to travel forth and back from the plant and the demand region, the time to

travel between customers and the time for unloading and loading at customer sites.

The maximum number of stops with respect to space is obviously depending on the

average number of units delivered in the specific demand region and the maximum

load allowed on the truck considered.

Now we define

nlijr maximum number of stops on a route from plant i to demand region j using

truck r with respect to load capacity

ntijr maximum number of stops on a route from plant i to demand region j using

truck r with respect to time restrictions

Remember that we assume that all products to a demand region will be delivered

from the same plant. The annual demand of all products per demand region divided

by the annual number of stops will give the average number of units delivered per

stop at customer sites. This average drop-size times the number of stops on the route

must be less than the maximum load capacity of the truck.
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nlijr

PP
k¼1 D

DR
jk

NT
j

� Tl
r ð4:4Þ

where DDR
jk = the annual demand of product k in demand region j

Hence the maximum number of stops with respect to the load capacity on an

average route is

nlijr ¼
Tl
rN

T
jPP

k¼1 D
DR
jk

ð4:5Þ

We require the total time on an average route, i.e. time for unloading at

customers plus time to drive between customer sites plus time to drive from plant to

demand region and back, to be less than total available time. Note that we assume

the distance from the plant to the first customer on the route plus the distance from

the last customer on the route back to the same plant equals twice the one-way

distance from the plant to the centre of the demand region.

ntijrt
s
j þ

ðntijr � 1Þdsj
vsjr

þ
2dcij

vcijr
� Tt

ijr ð4:6Þ

The maximum number of stops with respect to available time is then

ntijr ¼
Tt
ijr þ

dsj
vs
jr
� 2dcij

vc
ijr

tsj þ
ds
j

vs
jr

ð4:7Þ

As stated above, the maximum number of stops on an average route is limited

either by space or time, so the maximum number of stops on a route is the smallest

of the above calculated nlijr and ntijr

nijr ¼ min nlijr; n
t
ijr

n o
ð4:8Þ

The distance travelled on a route is depending on the distance from the delivering

plant and the number of stops done. Knowing the average number of stops per route

and demand region we can now express the total distance travelled on a tour as:

dTijr ¼ 2dcij þ ðnijr � 1Þdsj ð4:9Þ

The first term in above formula is the distance from the plant to the first customer

on the route plus the distance back to the same plant from the last customer on the

route. The second term considers the distance travelled between the nijr customers

on the route.
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The corresponding time required for a route is then:

tTijr ¼
2dcij

vcijr
þ nijr � 1
� 	 dsj

vsjr
þ nijrt

s
j ð4:10Þ

As been discussed earlier in this paper, the expected cost for a distribution route

is partly a function of the distance driven and partly a function of the time spent on

the route. Typically in this kind of supply chain only about one third of the cost is

depending on the distance driven, this includes cost for fuel, lubricants, tyres, etc.

The remaining part is independent of distance, e.g. salaries, taxes, overhead, etc, and

is better allocated by hours spent on the route instead of the distance. In particular

this is important in metropolitan distribution where the distance driven on a full day

might be quite short due to low average speed.

From (4.9) and (4.10) we know the estimates of the expected average distance

and time for a route to demand region j starting in plant i using truck r, dTijr and tTijr.

With the given parameters for the cost per hour, Ch
r , and the cost per km, Ckm

r , for

truck type r, we can express the average cost per route to demand region j starting at

plant i using truck r as:

CT
ijr ¼ Ch

r t
T
ijr þ Ckm

r dTijr ð4:11Þ

Knowing the expected cost per route for each combination of distributing plant i,

demand region j and truck type r, we can finally formulate the expected annual

distribution cost.

We can determine the needed number of routes for each of those combinations as

the total annual number of stops divided by the average number of stops per route.

The annual expected distribution cost is formulated as:

CD
ijr ¼

NT
j

nijr
CT
ijr ð4:12Þ

which we will use in the objective function in (3.10) to optimise the supply chain

network problem.

5 Empirical study

In order to evaluate the performance of the suggested estimation of the distribution

cost and to test an improved method, we will use empirical data from Linde Gas

Germany. The dataset used for this purpose contains the deliveries of industrial gas

in the Rhein-Ruhr for the full year of 2008. The dataset is summarized in Table 1.

Table 1 Summary of dataset
Number of customers 5290

Number of deliveries 47,953

Number of DCE’s 1,106,199

Number of product groups 27
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The evaluation of the method will focus on the average distance between

customers, because, as discussed earlier, this is a critical part in the estimation of the

distribution cost. Our suggested method is based on the assumption that the stops on

a route in a demand region are randomly distributed over the area of the demand

region. We will use the empirical dataset to evaluate the accuracy of this method by

measuring the average distance between stops for each demand region and compare

this with the results from our model.

Using the Linde network optimization application described in the introduction,

the customers and the plants are mapped, using their full address. The program

places a quadratic grid on the map over the mapped customers. This grid system

forms the basis for our demand regions. In this specific network model we chose to

have demand regions with a size of 2074 km2 (Fig. 6).

For each of those demand regions we record

• The total demand per product group (DCE’s).

• The total number of deliveries (stops).

• The frequency of deliveries.

Next we calculate for each demand region

• The distance from the geographical centre to each of the plants.

• The expected distance between stops on an average route.

Knowing the above we can now for each combination of plant, demand region

and truck calculate the expected annual distribution cost.

Fig. 6 Demand regions placed as a quadratic grid
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5.1 Methodology for evaluating the performance

The principal idea for evaluating the performance of our method is to estimate the

expected average distance between stops using our suggested method and compare

this with the actual average distance between stops. The actual average distance

between stops will be measured by taking a sample of the data set used. From the

given dataset we extracted the data from October 1 to 31 to be used as the sample

set.

The methodology applied to evaluate our suggested method is as follows. For

each day and demand region we mapped all the customers where deliveries actually

took place. In order to estimate the average distance between customers, we will

search for the shortest circular path passing all the customers, a TSP-tour. By using

the classic Dantzig et al. (1954) TSP-formulation we can find this shortest circular

path. The solution of the TSP will give us the distance for each such tour. Knowing

the number of stops at customer sites per demand region we will estimate the

average distance between stops as the distance of the TSP-tour divided by the

number of stops.

In Fig. 7 such a TSP-tour is shown where all the customers supplied that specific

day were mapped and the shortest path passing all those customers was found using

the Dantzig et al. (1954) TSP-formulation. The considered example TSP-tour,

shown in Fig. 7, includes 8 customers and has a total distance of 242 km. Hence the

average distance between customers for this specific day in this demand region

equals 242/8 = 30.25 km.

Fig. 7 Example of a TSP-tour
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5.2 Numerical results

In order to calculate the estimated average distance between stops using our method,

we need to know the annual number of deliveries, the delivery frequency and the

area for each demand region. In Table 2, we summarize those parameters per

demand region.

It can be noted from Table 2 that the demand regions are not numbered from 1 to

22. The reason for this is that we place a grid system over the map, and start

numbering the grids from the upper left corner. Demand regions with no customers

are deleted, but we keep the original numbering of the demand regions.

In Table 2 we get for each demand region the area Aj, the annual number of

deliveries NT
j and the annual number of days with deliveries gives us the delivery

frequency, fj. Using formula (4.3) we calculate the estimated average distance

between stops at customer sites as

dsj ¼ 1:05

ffiffiffiffiffiffiffi
Ajfj

NT
j

s

Table 2 Summary of basic characteristics for the demand regions

Demand

region

Annual number of deliveries

(2008)

Annual number of days with deliveries

(2008)

Area

(km2)

14 252 103 2073.5

23 339 141 2073.5

24 533 121 2073.5

31 597 192 2073.5

32 508 133 2073.5

33 1119 244 2073.5

34 1152 248 2073.5

39 422 152 2073.5

40 5489 252 2073.5

42 2275 248 2073.5

43 1629 249 2073.5

44 280 142 2073.5

48 888 230 2073.5

50 4446 252 2073.5

51 481 160 2073.5

52 202 99 2073.5

53 507 127 2073.5

57 1002 237 2073.5

58 5214 251 2073.5

59 3305 251 2073.5

67 108 57 2073.5

68 134 61 2073.5
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For each demand region and for each day where deliveries took place during

October 2008, we construct a TSP-tour passing through all customers. In Table 3 we

present both the estimated average distance using our method and the measured

average distance between custom during October 2008. We compare the

figures using the relative performance, defined as

Estimated average distance

Measured average distance
� 1 ¼ relative performance

Our suggested method to estimate the average distance between stops on a route

is based on the assumption that the stops are uniformly and randomly spread over

the geographical area, the demand region. In reality customers cannot be located

everywhere in each demand region due to lakes, forests, etc. Also, customers are

more likely to be found in more populated areas, which can be seen in the map in

Fig. 6. Therefore we can expect the estimated average distance using our suggested

method to overestimate the distance.

The relative performance is on average 68 % with a standard deviation of 78 %.

As expected we find the estimated average distance in the vast majority of the

demand regions to overestimate the distance. We can also note that higher average

Table 3 Calculated distances per demand region

Demand region Average measured

distance, TSP-tour (km)

Estimated average

distance (km)

Relative performance

(%)

14 27.9 30.6 10

23 15.1 30.8 104

24 8.3 22.8 175

31 18.8 27.1 44

32 18.3 24.5 34

33 19.3 22.3 16

34 12.0 22.2 84

39 17.9 28.7 61

40 7.6 10.2 36

42 17.7 15.8 -11

43 17.5 18.7 7

44 8.1 34.0 319

48 13.2 24.3 85

50 11.3 11.4 0

51 26.0 27.6 6

52 19.8 33.5 69

53 19.4 23.9 23

57 11.4 23.3 104

58 6.4 10.5 64

59 9.9 13.2 33

67 29.1 34.7 19

68 10.0 32.3 222
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number of stops per active day typically gives a better estimate of the average

distance.

In Fig. 8 we plot the relative performance as a function of the average number of

stops per day.

It should be noted that in the above evaluation we have only analysed the

distance between stops. A route consists, as discussed earlier, of a stem distance and

a number of shorter distances between the stops in the distribution area. The

distance between stops will affect the annual distance driven in the distribution in

two ways; obviously the distance between stops, but it will also impact how many

trips that are needed to serve the demand region.

We can now use the estimated average distance between stops to calculate the

expected annual distance per demand region. The following transport parameters

were used

Tl
r ¼ 240 DCE

Tt
ijr ¼ 14 h

vsjr ¼ 40 km/h

vcijr ¼ 65 km/h

tsj ¼ 0:33 h

Using (4.9) and (4.12) we can now calculate the expected annual distance driven

in the distribution per demand region. Table 4 shows the expected annual

distribution distance per demand region.

The average relative performance for the annual distribution distance is 31% with

the standard deviation 41 %.

5.3 An improved method

As discussed earlier in the paper, the benefit of using the quadratic grid system

concept to create the demand regions is that it is a fast and easy way to create the

network model. However, as we can see from our evaluation, the suggested method

tends to overestimate the average distance between the stops on the route. The

Fig. 8 The relative
performance as a function the
average number of stops per
active day
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reason for this is that our assumption that the customers are uniformly distributed

over the demand region does not hold. There might be areas where there are no

customers. An example of those kinds of regions is shown in Fig. 9. Part of the

demand region is in Germany and part of it is in The Netherlands. Since the model

we use for evaluating the method considers the German supply chain, there are

obviously no customers on the Dutch side of the border.

If we could find ways of only including the geographical area where we actually

do have customers we would get a more accurate estimate.

The idea of the improved method is to reduce the area of the demand regions so it

would only cover the geographical area where we have the customers in the demand

region. In the specific case shown in Fig. 9 we would like to omit the area that

belongs to the Netherlands.

In the suggested improved method we start by creating the square grid system as

described earlier. This is a fast and reliable way of aggregating customers into

clusters. After having all the square grid systems placed on the map and customers

aggregated to their demand region, we construct for each demand region the convex

Table 4 Annual numbers of kilometres using estimated and measured average distance between stops

Demand

Region

Distance

to plant

(km)

Annual

number of

deliveries

Annual

number

of

DCE’s

Annual number of

km’s using average

measured distance

Annual number

of km’s using

original method

Relative

performance

(%)

14 163.3 252 15,538 26,370 26,871 2

23 114.6 339 7529 11,835 17,035 44

24 120.2 533 15,650 19,546 26,326 35

31 69.7 597 18,717 20,638 24,951 21

32 66.2 508 17,981 17,857 20,519 15

33 74.2 1119 29,993 37,728 40,739 8

34 107.8 1152 31,987 40,999 51,329 25

39 76.6 422 9719 13,027 17,155 32

40 23.8 5489 135,008 63,994 77,258 21

42 39.7 2275 41,640 50,885 46,944 -8

43 85.0 1629 38,190 52,783 54,541 3

44 136.7 280 3207 6238 16,974 172

48 64.1 888 23,163 22,808 31,640 39

50 43.5 4446 117,404 87,405 87,629 0

51 69.5 481 11,530 17,920 18,613 4

52 109.8 202 3459 7005 10,592 51

53 158.6 507 20,551 35,330 37,245 5

57 73.5 1002 30,423 28,613 38,989 36

58 42.8 5214 113,195 70,815 90,160 27

59 56.9 3305 64,587 60,593 70,600 17

67 88.6 108 2631 4764 5313 12

68 99.4 134 2063 2965 6482 119
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hull of all customers. The area of the convex hull is calculated and we use this area

instead of the original area of the square when estimating the average distance

between stops using (4.3).

By this approach we will keep the practical advantage of the square grid system

and at the same time solve part of the problems connected to the fact that customers

are not always distributed all over the original square demand region.

Fig. 9 Details of demand region 57

Fig. 10 The convex hull of demand region 57
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Figure 10 shows the convex hull for the demand region 57. The area of the

convex hull is 681 km2, which can be compared with the area of the original

demand region, 2074 km2. The corresponding estimated average distance between

stops decreased from the original 23.3 km down to 13.3 km when using the area of

the convex hull. The average measured distance for demand region 57 was 11.4 km

during October 2008.

Applying this method of constructing the convex hull would obviously decrease

the area used in (4.3) and the estimated average distance will then decrease

accordingly.

For each of the demand regions we first identified the corner points of the convex

hull. Knowing the corner points we can construct the convex hull for each demand

region. Those convex hulls of the demand regions will always be smaller than or

equal to the original demand region. Therefore the estimated average distance

between stops on a route will be shorter than or equal to the original estimated

average distance. The results of the calculations are presented in Table 5 (Fig. 11).

Table 5 Summary of results using the convex hull

Demand

region

Average

number

of stops

per

active

day

Area of

convex

hull

(km2)

Average

measured

distance

(km)

Estimated

expected

distance

(km)

Relative

performance

(%)

Estimated

expected

distance

(km) using

convex hull

Relative

performance

using convex

hull (%)

14 3.0 496.6 27.9 30.6 10 15.0 -46

23 4.2 922.8 15.1 30.8 104 20.6 36

24 9.2 824.8 8.3 22.8 175 14.4 73

31 5.2 711.2 18.8 27.1 44 15.9 -16

32 5.3 1566.7 18.3 24.5 34 21.3 16

33 5.8 1559.2 19.3 22.3 16 19.4 0

34 5.5 537.9 12.0 22.2 84 11.3 -6

39 4.8 532.6 17.9 28.7 61 14.5 -19

40 23.2 1621.7 7.6 10.2 36 9.1 20

42 10.9 1744.8 17.7 15.8 -11 14.5 -18

43 6.7 1695.9 17.5 18.7 7 16.9 -3

44 3.6 400.2 8.1 34.0 319 15.0 84

48 5.6 586.3 13.2 24.3 85 12.9 -2

50 17.5 1945.7 11.3 11.4 0 11.0 -3

51 4.6 1129.8 26.0 27.6 6 20.4 -22

52 4.0 676.3 19.8 33.5 69 19.1 -4

53 5.2 1206.8 19.4 23.9 23 18.3 -6

57 6.0 681.1 11.4 23.3 104 13.3 17

58 22.1 1544.8 6.4 10.5 64 9.1 41

59 13.8 1440.5 9.9 13.2 33 11.0 11

67 3.0 468.1 29.1 34.7 19 16.5 -43

68 3.3 28.3 10.0 32.3 222 3.8 -62
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When using the area of the convex hull instead of the original area of the demand

region, we note, just as expected, that it decreases the estimated distance between

stops and that it is more equally spread around the average measured distance.

When comparing the performance of our original method and the improved

method using the convex hull, we see that the average relative performance is much

smaller when using the convex hull instead of the original area of the demand

region. We can also note that the standard deviation of the relative performance is

considerably smaller, as shown in Table 6.

Applying the new estimated average distance between stops when calculating the

annual distribution distances gives the results presented in Table 7.

When comparing the original method with the improved one, we can see a

significant improvement of the performance (Table 8).

Our empirical study indicates that it is quite possible to improve the original

method by using the convex hull of the customers per demand region.

As discussed earlier there is an important advantage using the grid system when

creating the demand regions, since it simplifies the work to create the network

model. However, as shown in our empirical study, the method tends to overestimate

the distances, because the customers are not uniformly randomly spread over the

created demand region. By using the area of the convex hull enclosing the

Fig. 11 The relative performance as a function of active number of days with deliveries

Table 6 Relative deviation using the original method and the convex hull

Original demand region (%) Convex hull (%)

Average relative performance 68 2

Standard deviation 78 34
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customers of each demand region, we will improve the performance without losing

the simplicity of the original method.

6 Conclusions

In this paper we have presented a methodology how to optimize a supply chain with

several locations and where the final distribution takes part on dynamic routes with

multiple stops.

Table 7 Annual number of kilometres using the convex hull method, estimated and measured averaged

distance between stops

Demand

Region

Distance

to plant

(km)

Annual

number

of

deliveries

Annual

number

of

DCE’s

Annual number of

km’s using average

measured distance

Annual number

of km’s using

convex hull

method

Relative

performance

(%)

14 163.3 252 15,538 26,370 23,948 -9

23 114.6 339 7529 11,835 13,517 14

24 120.2 533 15,650 19,546 22,391 15

31 69.7 597 18,717 20,638 19,119 -7

32 66.2 508 17,981 17,857 19,133 7

33 74.2 1119 29,993 37,728 37,790 0

34 107.8 1152 31,987 40,999 40,239 -2

39 76.6 422 9719 13,027 11,756 -10

40 23.8 5489 135,008 63,994 71,422 12

42 39.7 2275 41,640 50,885 44,201 -13

43 85.0 1629 38,190 52,783 51,913 -2

44 136.7 280 3207 6238 9201 47

48 64.1 888 23,163 22,808 22,622 -1

50 43.5 4446 117,404 87,405 86,219 -1

51 69.5 481 11,530 17,920 15,487 -14

52 109.8 202 3459 7005 6810 -3

53 158.6 507 20,551 35,330 34,854 -1

57 73.5 1002 30,423 28,613 30,301 6

58 42.8 5214 113,195 70,815 83,352 18

59 56.9 3305 64,587 60,593 63,940 6

67 88.6 108 2631 4764 3543 -26

68 99.4 134 2063 2965 2182 -26

Table 8 Comparing annual distribution distance using original and improved method

Original method (%) Convex hull (%)

Average relative performance 30.9 0.4

Standard deviation 41.0 15.7
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Using a case from Linde Gas we have evaluated how well the estimation of the

distribution performs. The results from our case study show that the method

typically overestimates the distance made on distribution routes. An improved

method how to estimate the distance on distribution routes is presented and

evaluated using the same case as with the original method. The result from that

evaluation shows that our new improved method significantly improves the

accuracy of the estimated distribution cost.

The modelling approach in our paper is applicable in any kind supply chain with

several locations and where distribution to customers takes part on dynamic routes.

The results from our paper can be used for improving tools for supply network

optimization.

It would be of interest to further analyse the possible methods to create the

demand regions in order to find the best practical approach to estimate the expected

distance on dynamic routes.
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Technical note: Silver-Meal equal to Least Period Cost? No!

Björn Samuelsson, Anders Segerstedt

Industrial logistics, Luleå University of Technology, 971 87 Luleå, Sweden

We are teachers in operations management and supply chain management; from the beginning our belief was 

that the Silver-Meal heuristic was the same as the Least Period Cost heuristic. However, through a numerical 

example we will show that Silver-Meal is not the same as Least Period Cost. With the same example we will 

also discuss Least Unit Cost and Part Period Balancing. This we do to construct an overview of discrete 

deterministic lot sizing techniques that are available in literature especially textbooks. We point to the important 

differences between Least Period Cost and Silver-Meal when several periods have zero demand. 

Keywords: Lot sizing, Silver-Meal, Least Unit Cost, Least Period Cost, Part Period Balancing

1. Introduction
We are teachers in operations management and supply chain management; from the beginning 

our belief was that the Silver-Meal heuristic was the same as the Least Period Cost heuristic

(Segerstedt, 1999 and 2008). A student notified us that our description about Least Period 

Cost and Silver Meal did not correspond with the description of Silver-Meal in Axsäter 

(2015). This started an investigation. A Goggle search “least period cost” gave a limited 

number of hits (408) most referring to Silver-Meal; a Goggle search “Silver-Meal” gave a 

huge number of hits (21100).

We have also a practical background of working several years in in industry; in Mechanical 

Engineering but also Construction Engineering. Today, e. g. a construction company lot-zing 

and ordering deliveries of plasterboard, lagging etc. will demand delivery at a special date 

(days). Between the delivery dates there will be several days without demand. The practical 

world is full of dynamic lot sizing problems with demand of different quantities placed in 

uneven time intervals, which cannot be approximated to be placed in different even periods 

creating periods without zero demand. Traditionally literature has not considered periods of 

zero demand, which was probably not so important in previous years. “Days of inventory” is a 

modern KPI (Key Performance Indicator) lot-zing methods must adapt to. The time unit to 

use today in lot-sizing calculations is days or production days. Our concern with this technical 

note is that textbooks must note and communicate that lot-sizing techniques must be able to 

handle days/periods with zero demand.
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From literature we have noticed that most investigations and evaluation of deterministic lot-

sizing methods prefer Silver-Meal compared to Least Unit Cost, Part Period Balancing and 

other techniques, e.g. Blackburn and Millen (1980), Saydam and Evans (1990).

Pudjawan (2004) tests Silver-Meal and Least Unit Cost in a supply chain receiving demand 

with stochastic variability from its downstream channel. Silver-Meal is shown to produce a 

series of orders with more stable intervals between orders but with more variable order 

quantities. Least Unit Cost results in more stable order quantities but more variable order 

intervals. However, the highest variability tested (Normal (200, 80)) presents a probability 

less than 0.01 for a period with zero demand. In tests with time-varying stochastic demand 

and some periods with zero demand Govindan (2015) also favours Silver-Meal in two-

echelon supply chains (one vendor, multiple retailers).

Bookbinder and Tan (1985) note, and refer to other literature, that the Silver-Meal heuristic 

does not perform well when demand is sharply decreasing or when there are frequent periods 

with no demand. Therefore, to cope with periods with no demand Bookbinder and Tan (1985) 

suggest two modified heuristics. But their heuristics have several steps and rather complicated 

stopping rules, which may explain why they have so far not influenced textbooks.

Ho et al. (2006) are one of the few that clearly call Silver-Meal Least Period Cost and test the 

method with zero demand in many periods. They suggest a heuristic they call net least period 

cost (nLPC). The difference is that nLPC divide the total cost with the total number of non-

zero demand periods, LPC (= Silver-Meal) divide the total cost by the total number of periods 

between period i and j. Ho et al. argue that the justification for nLPC is that a zero demand 

does not require a setup and does not inflate holding cost when it is evaluated in isolation (!?).

(We oppose to this argument, if it is a cost per period the total cost should be divided by all 

periods involved and covered.) In their experiments Silver-Meal is not to recommend 

compared to nLPC especially not nLPC(i) a modification where the end of the known 

demands also are considered.

In the following first a small numerical deterministic lot-sizing example is presented. This 

example is solved with four different heuristic methods. Four different methods that we mean 
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should be presented in (at least advanced) text books in operations logistic management;

Silver-Meal, Least Period Cost, Least Unit Cost and Part Period Balancing.

2. A small numerical example

We start with an introductory numerical example. Here we have a demand in period 1 of 100 

units that must be ordered/manufactured immediately. We also know future demand in 

forthcoming periods, until period 9. This can be seen in figure 1. 

Figure 1. Future requirements

We use the following notations

A = set up cost

r = inventory interest (per year, 50 periods per year)

p = the price or cost for one unit

h = the cost to keep one unit in stock for one (time) period

1X = the demand that must be ordered now for period 1

tX = the demand in period t

itiX , = the i:th known future non-zero demand in period it ( 11,1 XX )

ti = (time) period when demand 
itiX , must be available
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Figure 1 shows: 1,1 1
XX t = 100, 2,2 2

XX t =100, 4,3 3
XX t =200, 6,4 4

XX t =100 and 

8,5 5
XX t = 350 units. Let A =200 Money Units (MU), r = 20 %/year and p =50 MU/unit, h

then becomes, with 50 periods per year: 50/2.050 0.2 MU per unit and period.

3. Solution with Silver-Meal (Silver and Meal, 1973)

Following the presentation and formulas in e.g. Silver et al (1998), Axsäter (2006), Nahmias 

(2013), Olhager (2013) we should perform as follows:

Cost for only ordering the quantity in period 1: A/1 = 200 MU/1 period = 200 MU/period.

Cost for also ordering the quantity in period 2: 2/))1((
2

1
t

t
XthA = 2/))10010(2.0200( =

110 MU/period.

Cost for also ordering the quantity in period 3: 3/))1((
3

1
t

t
XthA =

3/))021001(2.0200( = 220/3 = 77.33 MU/period.

Cost for also ordering the quantity in period 4: 4/))1((
4

1
t

t
XthA =

4/))2003021001(2.0200( = 85 MU/period.

85 > 77.33; therefore 
3

1
1

t
tXQ = 100 +100+ 0 = 200 units. 

Then to calculate the next forthcoming order quantity we start in period 4.
Cost for only ordering the quantity in period 4: A/1 = MU SEK/1 period = 200 MU/period.

Cost for also ordering the quantity in period 5: 2/))4((
5

4
t

t
XthA = 2/)1( 5XhA =

2/)012.0200( = 100 MU/period.

Cost for also ordering the quantity in period 6:

)146/())4((
6

4
t

t
XthA = 3/)21(( 65 XXhA = 3/))10020(2.0200( = 240/3 = 

93.33 MU/period.
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Cost for also ordering the quantity in period 7: )147/())4((
7

4
t

t
XthA =

4/))0310020(2.0200( = 60 MU/period.

Cost for also ordering the quantity in period 8: )148/())4((
8

4
t

t
XthA =

5/))3504200(2.0200( = 113.33 MU/period.

113.33 > 60; therefore 
7

4
2

t
tXQ = 200 +0 +100+ 0 = 300 units.

Still to deliver are 350 units in period 8, therefore 
9

8
3

t
tXQ = 350 units. Total set up- and 

inventory holding cost: 200)1002(2.0200)1001(2.0200 = 660 MU

4. Solution with Least Period Cost (Segerstedt, 1999 and 2008)

With this solution we only consider periods with non-zero demand. Periods with zero demand 

decrease the cost per period, a non-zero demand thereafter mostly increase the cost per period. 

This may lead to more order quantities and set up costs that are not really necessary.

Cost for only ordering the necessary quantity in period 1: A/1 = 200 MU/1 period = 200 

MU/period ( 1
1

1
,1 /))(( tXtthA

i
tii i

).

Cost for also ordering the next demanded quantity in period 2: 2
2

1
,1 /))(( tXtthA

i
tii i

=

2/)100)12(2.02000( = 110 MU/period

Cost for also ordering the second next demanded quantity in period 4:

3
3

1
,1 /))(( tXtthA

i
tii i

= 4/)200)14(10010(2.0200( = 85 MU/period.

Cost for also ordering the third next demanded quantity in period 6: 4
4

1
,1 /))(( tXtthA

i
tii i

=

6/))100)16()200)14(1001(2.0200( = 73.33 MU/period.
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Cost for also ordering the fourth next demanded quantity in period 8:

5
5

1
,1 /))(( tXtthA

i
tii i

= 8/))350)18(1200(2.0200( = 116.25 MU/period.

116.25 > 77.33; therefore 
6

1

4

1
,1

t i
tit i

XXQ = 100 +100+ 200+ 100 = 500 units. Then we start with 

5,5 tX 350 and see if we have any demand (
6,6 tX ) that need to be included. This is not the case, 

so 2Q 350 units. Total set up- and inventory holding cost for this solution becomes: 

200)100)16()200)14(1001(2.0200 = 640 MU

5. Solution with Least Unit Cost (Gorham, 1968)

Also following the presentation and formulas in e.g. Silver et al (1998), Nahmias (2013) we 

should perform as follows:

Cost for only ordering the necessary quantity in period 1:
1

1

1

1
/))1((

t
t

t
t XXthA = 1/ XA =200/100= 2 MU/unit.

Cost for also ordering the next demanded quantity in period 2:
2

1

2

1
/))1((

t
t

t
t XXthA = )100100/()10010(2.0200( =1.10 MU/unit

Cost for also ordering the zero demanded quantity in period 3:
3

1

3

1
/))1((

t
t

t
t XXthA = )0100100/()021001(2.0200( = 1.10 MU/unit. A zero 

demand does not change the previous Least Unit Cost so the search continues.

Cost for also ordering the second next demanded quantity in period 4:
4

1

4

1
/))1((

t
tt

t
XXthA =

3

1
,

3

1
,1 /))((

i
ti

i
tii ii

XXtthA =

)200100100/()200)14(1001(2.0200( = 0.85 MU/unit.

Cost for also ordering the third next demanded quantity in period 6:
4

1
,

4

1
,1 /))((

i
ti

i
tii ii

XXtthA = )100400/()100)16(700(2.0200( =0.88 MU/unit

0.88 > 0.85; therefore 
4

1
1

t
tXQ =

3

1
,

i
ti i

X = 100 +100+ 200 = 400 units. 
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Then to calculate the next forthcoming order quantity we start in period 6, starting in period 5 

makes no sense, with the necessary order quantity 6,46 4tXX =100 units.

Cost for only ordering the quantity in period 6:
4,4/ tXA = 200/100 = 2 MU/unit.

Cost for also adding the quantity in period 8 when ordering the quantity necessary in period 6: 
5

4
,

5

5
,4 /))((

i
ti

i
tii ii

XXtthA = )350100/()35022.0200( = 0.76 MU/unit

Therefore 
9

6
2

t
tXQ =

5

4
,

i
ti i

X = 100 +350 = 450 units. This solution presents total set up- and 

inventory holding cost: )350)68(2.0200)200)14(1001(2.0200 = 680 MU

6. Solution with Part Period Balancing (DeMattis, 1968)

The basic criterion is to select the number of demanded quantities covered by the 

replenishment so that the total inventory holding cost is made as close as possible to the set up 

cost. That means that the ratio between the set up cost and the holding cost should be as close 

to one as possible. (“As close to one as possible” is an idea involving several items also with 

complementing restrictions that also has performed well; Economic Lot scheduling Problem 

(ELSP): Segerstedt (1999), Holmbom and Segerstedt (2014); Joint Replenishment Problem 

(JRP): Nilsson et al. (2007); One Warhouse N-retailer (OWNR): Abdul Jalbar Betancor et al. 

(2010).)

The calculations for our example concerning Part Period Balancing are presented in Table 1.

i itiX , it Inventory holding cost Ratio 1/Ratio

1 100 1 0 - -

2 100 2 0.2 1 100 = 20 200/20 =10 0.1

3 200 4 20 + 0.2 3 200 = 140 200/140 = 1.43 0.699

4 100 6 140 +0.2 5 100 = 240 200/240 = 0.833 1.2

5 350 8 240 + 0.2 7 350 = 730 200/730 = 0.274 3.65

Table 1. Part Period Balancing
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To order all quantities until period 6 presents the ration that is closest to one. So 1Q is 500 

units, left to deliver is 2Q = 350 units. This solution presents the following total set up- and 

inventory holding cost: 200)100)16()200)14(1001(2.0200 = 640 MU.

7. Solution with Dynamic Programming (Wagner and Whitin, 1958)

An optimal solution of this problem with dynamic programming is what Least Period Cost 

and Part Period Balancing has already shown: 1Q 500 units, 2Q 350 units. A better solution 

than 640 MU cannot be found.

8. Reflections

Traditionally literature has not considered periods of zero demand, which was probably not so 

important in previous years. But today, e. g. a construction company lot-zing and ordering 

deliveries of plasterboard, lagging etc. will demand delivery at a special date (days). Between 

the delivery dates there will be several days without demand. “Days of inventory” is a modern 

KPI (Key Performance Indicator) lot-zing methods must adapt to. The way Silver-Meal is 

presented in several textbooks make it not useful to treat situations with lot of periods (days) 

with zero demand. Our small example is not conclusive evidence of that Least Period Cost is 

better than Least Unit Cost, or any other method. For further studies is left to test the methods 

in practical applications and/or simulation experiments.

In a practical application there is generally a “rolling horizon”; when we have decided the first 

order quantity we soon have new future demand to consider. An optimal solution only 

considering what we know at the moment, like in figure 1, may not be optimal in the long run

(Blackburn and Millen, 1980). However, heuristics presented here and in the literature, 

especially textbooks will help to create improved practical operations.
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