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Abstract

The main focus of this thesis lies in a rather narrow subfield of Artificial Intelligence.
As any beloved child, it has many names. The most common ones are Vector Sym-
bolic Architectures and Hyperdimensional Computing. Vector Symbolic Architectures
are a family of bio-inspired methods of representing and manipulating concepts and their
meanings in a high-dimensional space (hence Hyperdimensional Computing). Informa-
tion in Vector Symbolic Architectures is evenly distributed across representational units,
therefore, it is said that they operate with distributed representations. Representational
units can be of different nature, however, the thesis concentrates on the case when units
have either binary or integer values.

This thesis includes eleven scientific papers and extends the research area in three
directions: theory of Vector Symbolic Architectures, their applications for pattern recog-
nition, and unification of Vector Symbolic Architectures with other neural-like computa-
tional approaches.

Previously, Vector Symbolic Architectures have been used mainly in the area of cogni-
tive computing for representing and reasoning upon semantically bound information, for
example, for analogy-based reasoning. This thesis significantly extends the applicability
of Vector Symbolic Architectures to an area of pattern recognition. Pattern recognition
is the area constantly enlarging its theoretical and practical horizons. Applications of
pattern recognition and machine learning can be found in many areas of the present
day world including health-care, robotics, manufacturing, economics, automation, trans-
portation, etc. Despite the success in many domains pattern recognition algorithms are
still far from being close to their biological vis-a-vis – the brain. In particular, one of
the challenges is a large amount of training data required by conventional machine learn-
ing algorithms. Therefore, it is important to look for new possibilities in the area via
exploring bio-inspired approaches.

All application scenarios considered in the thesis contribute to the development of
the global strategy of creating an information society. Specifically, such important ap-
plications as biomedical signal processing, automation systems, and text processing were
considered. All applications scenarios used novel methods of mapping data to Vector
Symbolic Architectures proposed in the thesis.

In the domain of biomedical signal processing, Vector Symbolic Architectures were
applied for three tasks: classification of a modality of medical images, gesture recognition,
and assessment of synchronization of cardiovascular signals. In the domain of automation
systems, Vector Symbolic Architectures were used for a data-driven fault isolation. In
the domain of text processing, Vector Symbolic Architectures were used to search for the
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longest common substring and to recognize permuted words.
The theoretical contributions of the thesis come in four aspects. First, the thesis

proposes several methods for mapping data from its original representation into a dis-
tributed representation suitable for further manipulations by Vector Symbolic Architec-
tures. These methods can be used for one-shot learning of patterns of generic sensor
stimuli. Second, the thesis presents the analysis of an informational capacity of Vec-
tor Symbolic Architectures in the case of binary distributed representations. Third, it
is shown how to represent finite state automata using Vector Symbolic Architectures.
Fourth, the thesis describes the approach of combining Vector Symbolic Architectures
and a cellular automaton.

Finally, the thesis presents the results of unification of two computational approaches
with Vector Symbolic Architectures. This is one of the most interesting cross-disciplinary
contributions of the thesis. First, it is shown that Bloom Filters – an important data
structure for an approximate membership query task – can be treated in terms of Vector
Symbolic Architectures. It allows generalizing the process of building the filter. Second,
Vector Symbolic Architectures and Echo State Networks (a special kind of recurrent neu-
ral networks) were combined together. It is possible to implement Echo State Networks
using only integer values in network’s units and much simpler operation for a recurrency
operation while preserving the entire dynamics of the network. It results in a simpler
architecture with lower requirements on memory and operations.
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Chapter 1

Thesis Introduction

“There is nothing to writing. All you do is sit down
at a typewriter and just open a vein.”

Red Smith

On a high level of abstraction there are two dominant approaches in Artificial In-
telligence (AI): symbolic and connectionist. The earlier symbolic approach represents
information via symbols and their relations. Symbolic AI solves problems or infers new
knowledge through the processing of these symbols. Symbolic systems often describe a
domain with a set of facts and rules and heavily rely on logical reasoning. Another term
for such systems is Good Old-Fashioned AI (GOFAI). GOFAI systems are powerful but
yet brittle as the logic does not solve all the AI challenges. In the alternative connection-
ist approach information is represented in a distributed form, which is less explicit than
the symbolic representation but has its own advantages. The distributed representations
are implemented and manipulated within a network of simple computational units (aka
neurons), hence another name for the connectionist approach is artificial neural networks.
These networks are usually designed to implement parallel constraint satisfaction where
the processing is an interaction of networks’s computational units.

Nowadays connectionist systems in the area of AI are perceived as a conventional and
even dominating approach. Recently (in 2006) they have been reincarnated under the
name Deep Learning [1] because modern connectionist systems include many layers of
computational units. To date, Deep Learning is a dominating AI paradigm in both aca-
demic and business environments. During the first resurgence of connectionist models in
the 1980’s particular attention was paid to the way information is presented to a network
of connected units. Information representation can be classified into several categories,
e.g., as in [2]: strictly local; distributed; local; microfeatures; and coarse coding. Strictly
local representation uses a dedicated unit to represent a single concept (features, objects,
etc.); several active units mark simultaneous presence of several concepts. Strictly local
representations are tightly related to symbols. Local representations have a fixed pool of
units, but only one unit can be active at a given time representing particular concept (of-
ten called one-hot encoding). Microfeatures are used when concepts can be decomposed
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4 Thesis Introduction

onto simpler components, then each concept is represented as an activation of several
units where a single unit represents one microfeature in the strictly local manner. Dis-
tributed representation encodes a specific concept by a unique pattern of activity over a
group of units. Coarse coding is a specific type of distributed representation where units
have overlapping activation areas (e.g. in a space). A single concept (e.g. a point in the
space) activates a unit only if it is located in the activation area of this unit.

Despite advantages of local (localist) representations such as an explicit representa-
tion and a simple design of a representational scheme they also possess several notable
disadvantages [3, 4] as mentioned below:

• Inefficiency of localist representation for large sets of units;

• Proliferation of units in networks that represent complex structure;

• Inefficient and highly redundant use of connections;

• Uncertainty over its capacity to learn elaborate representations for complex struc-
tures.

The usage of distributed representations may eliminate these disadvantages. This
thesis considers the usage of a specific family of random distributed representations.
This family is applied in the context of pattern recognition demonstrating several ap-
plication areas. It also can be applied to mimic traditional algorithms based on localist
representations.

Hinton et. al in [5] defined distributed representations in the context of a connection-
ist system as a representation in which “each entity is represented by a pattern of activity
distributed over many computing elements, and each computing element is involved in
representing many different entities”. In later work [6] Hinton proposed a concept of
reduced description. Next, these ideas and other works on convolution memories led
to distributed representations formed via tensor products [7]. This became the founda-
tion for an influencing class of distributed representations called Holographic Reduced
Representations (HRRs) [3, 8, 4].

In contrast to tensor networks [7], HRRs were the first approach to random distributed
representations in which the size of the representational dimension was kept fixed and
where everything was represented as a vector of a fixed length. With time the line of
investigations related to formation of vector-based distributed representations created a
research domain of its own and, henceforth, several other frameworks have emerged. Two
commonly used names for the whole family of these frameworks are Vector Symbolic Ar-
chitectures (VSAs, this term was first introduced by Gayler in [9]) and Hyperdimensional
Computing (became popular after Kanerva’s 2009 article in [10]).

One of the initial goals of VSAs [11] was to address the challenges to connectionism
posed by Fodor and Pylyshyn [12], Jackendoff [13] (see Section 2.1.2 for more details),
and other researchers who demanded to see how, with the aid of connectionist systems,
one could model such crucial features of cognition as compositionality and systematicity.
Figure 1.1 graphically summarizes the original scope of VSAs within the area of AI.
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Figure 1.1: The initial scope of VSAs in the area of Artificial Intelligence.

Practically, there are several successful applications using VSAs. Particular examples
are Random Indexing [14, 15], which is the computationally lighter alternative to Latent
Semantic Analysis and Spaun, which itself is a large-scale model of the functioning brain
[16, 17]. Chapter 3 covers applications of VSAs in more details.

1.1 Problem formulation
The aim of this work is to extend the theory of VSAs (including identification of the links
to other computational approaches) as well as to explore their capabilities for pattern
recognition problems in several domains. The specific research questions investigated in
this work and addressed in the form of the appended research papers are:
Q1 How to produce efficient mappings to a high-dimensional space and use VSAs for
pattern recognition?
Q2 Is it possible to unify different neural-like computational approaches with VSAs?
Q3 How to mimic traditional algorithms in a high-dimensional space?

1.2 Thesis outline
This work is a compilation thesis that consists of two parts: Part I is an extended
overview of the results (kappa) and Part II includes the appended papers. Part I is
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organized as follows. Chapter 2 introduces VSAs to the reader and provides the details
of VSAs frameworks used in the appended papers. Several application areas of VSAs
are discussed in Chapter 3. Chapter 4 is a summary of the research contributions for
each paper. The papers are grouped based on the addressed research question. Finally,
Chapter 5 concludes the work presented in this thesis and discusses promising directions
for the future work. Part II of this thesis includes eleven research papers. All papers
have been reformatted to match the layout of this thesis.

1.3 Summary of the appended papers

This thesis includes four conference papers, two conference papers published in journals,
two journal articles, and three manuscripts currently under review in journals. The
papers are presented in Part II. This section briefly summarizes the appended papers
and presents authors’ contributions to each paper. Figure 1.2 schematically shows the
contribution of each appened paper to the research questions.

Figure 1.2: Contribution of each appened paper to the research questions.
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1.3.1 Paper A

Title: Holographic Graph Neuron: A Bio-Inspired Architecture for Pattern Processing
Authors: Denis Kleyko, Evgeny Osipov, Alexander Senior, Asad I. Khan, and Y. Ah-
met Şekercioğlu
Published in: IEEE Transactions on Neural Networks and Learning Systems
Summary: In this article, a new approach to implementing Hierarchical Graph Neuron,
an architecture for memorizing patterns of generic sensor stimuli, is presented using of
Vector Symbolic Architectures. The adoption of a VSAs ensures a single-layer design,
while retaining the existing performance characteristics of Hierarchical Graph Neuron.
This approach significantly improves the noise resistance of the Hierarchical Graph Neu-
ron architecture, and enables a linear (with respect to the number of stored entries) time
search for an arbitrary sub-pattern.
Author contribution: E.O. and A.K. produced the idea of the architecture and pre-
sented the preliminary results as a conference paper. D.K. proposed improvements to
the initial model, implemented it, evaluated the comparison of the proposed architecture
with the original method of A.K., conducted the mathematical analysis of the proper-
ties of the architecture, and wrote the related sections. All authors participated in the
preparation of the final draft and in the process of addressing reviewers’ comments.

1.3.2 Paper B

Title: Classification and Recall with Binary Hyperdimensional Computing: Trade-offs
in Choice of Density and Mapping Characteristics
Authors: Denis Kleyko, Abbas Rahimi, Evgeny Osipov, Dmitri A. Rachkovskij, and
Jan M. Rabaey
Published in: IEEE Transactions Neural Networks and Learning Systems
Summary: Hyperdimensional computing is a promising paradigm for future intelligent
electronic appliances operating at low power. This article discusses trade-offs of select-
ing parameters of binary distributed representations when applied to pattern recognition
tasks. Particular design choices include density of representations, and strategies for
mapping data from the original representation. It is demonstrated that for the con-
sidered pattern recognition tasks (using synthetic and real-world data) both sparse and
dense representations behave nearly identically. The article also discusses implementa-
tion peculiarities which may favour one type of representations over the other. Finally,
the capacity of representations of various densities is discussed.
Author contribution: A.R. and D.K. came up with the idea for the article. D.K., E.O.,
and D.R. developed the sparse encoding scheme. All authors participated in the design
of experiments for the article. D.K. drafted most of the sections in the manuscript. All
authors participated in the preparation of the final version.
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1.3.3 Paper C

Title: Modality Classification of Medical Images with Distributed Representations based
on Cellular Automata Reservoir Computing
Authors: Denis Kleyko, Sumeer Khan, Evgeny Osipov, and Suet-Peng Yong
Published in: IEEE 14th International Symposium on Biomedical Imaging (ISBI),
2017, Melbourne, Australia
Summary: Modality corresponding to medical images is a vital filter in medical image
retrieval systems. This article presents the classification of modalities of medical images
based on the usage of principles of VSAs and reservoir computing. It is demonstrated
that the highest classification accuracy of the proposed method is on a par with the best
classical method for the given dataset (83% vs. 84%). The major positive property of the
proposed method is that it does not require any optimization routine during the training
phase and naturally allows for incremental learning upon the availability of new training
data.
Author contribution: E.O., S.H., and D.K. came up with the initial idea of applying
distributed representations formed by cellular automata computations to modality clas-
sification. The preprocessing of the medical images used in the study was done by S.H.
and S.Y. D.K. implemented and evaluated the proposed approach with the preprocessed
data. S.H. benchmarked the conventional algorithms for the same data. The first draft
was written by E.O., D.K., and S.H. All authors participated in the preparation of the
final version.

1.3.4 Paper D

Title: No Two Brains Are Alike: Cloning a Hyperdimensional Associative Memory Us-
ing Cellular Automata Computations
Authors: Denis Kleyko and Evgeny Osipov
Published in: Advances in Intelligent Systems and Computing
Summary: This paper looks beyond of the current focus of research on biologically in-
spired cognitive systems and considers the problem of replication of its learned function-
ality. The considered challenge is to replicate the learned knowledge such that uniqueness
of the internal symbolic representations is guaranteed. This article takes a neurological
argument “no two brains are alike” and suggests an architecture for mapping a content
of the trained associative memory built using principles of VSAs into a new and random
basis of atomic symbols. This is done with the aid of computations on cellular automata.
The results of this paper open a way towards a secure usage of cognitive architectures in
a variety of practical application domains.
Author contribution: E.O. and D.K. came up with the initial idea of randomizing
VSAs associative memory using cellular automata. The procedure was developed by
D.K. The first draft was written by D.K. The final version was written by D.K. and E.O.
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1.3.5 Paper E
Title: A Hyperdimensional Computing Framework for Feature-based Similarity Analysis
of Heart Rate Responses during Deep Breathing
Authors: Denis Kleyko, Evgeny Osipov, and Urban Wiklund
Submitted to: IEEE Transactions on Biomedical Engineering
Summary: Autonomic function during deep breathing (DB) is normally scored based
on the assumption that the heart rate is synchronized with the breathing. We have ob-
served individuals that develop subtle arrhythmias during DB where autonomic function
cannot be evaluated. This motivates the need for methods analyzing cardiorespiratory
synchronization. This study concentrates on feature-based analysis of the similarity be-
tween heart rate and respiration using principles of VSAs. The proposed methods for
robustly assessing cardiorespiratory synchronization facilitate the identification of indi-
viduals where the evaluation of autonomic function during DB is problematic or even
impossible, thus, increasing the correctness of the test.
Author contribution: E.O., U.W., and D.K. conceived the initial idea for the study.
The experiments presented in the study were conducted by D.K. and U.W. The first draft
was written by D.K. All authors participated in the preparation of the final version.

1.3.6 Paper F
Title: Fault Detection in the Hyperspace: Towards Intelligent Automation Systems
Authors: Denis Kleyko, Evgeny Osipov, Nikolaos Papakonstantinou, Valeriy Vyatkin,
and Arash Mousavi
Published in: IEEE International Conference on Industrial Informatics (INDIN), 2015,
Cambridge, UK
Summary: This paper presents a methodology for intelligent, bio-inspired fault detec-
tion system for generic complex systems of systems. The proposed methodology utilizes
the concepts of associative memory and VSAs, commonly used for modeling cognitive
abilities of human brain. Compared to conventional methods of artificial intelligence
used in the context of fault detection the proposed methodology shows a surpassing per-
formance, while featuring zero configuration and simple operations.
Author contribution: E.O., N.P., and D.K. came up with the initial idea of applying
VSAs to a fault isolation. The measurements were taken and processed by N.P. D.K.
implemented and evaluated VSAs based approach using the measurements. N.P. bench-
marked the conventional algorithms with the measurements. The first draft was written
by E.O. All authors participated in the preparation of the final draft.

1.3.7 Paper G
Title: Recognizing permuted words with Vector Symbolic Architectures: A Cambridge
test for machines
Authors: Denis Kleyko, Evgeny Osipov, and Ross W. Gayler
Published in: Procedia Computer Science
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Summary: This paper proposes a simple encoding scheme for words using principles of
VSAs. The proposed encoding allows finding a valid word in the dictionary for a given
permuted word (represented using the proposed approach) using only a single operation
– calculation of Hamming distance to the distributed representations of valid words in
the dictionary. The proposed encoding scheme can be used as an additional processing
mechanism for models of word embedding, which also form vectors to represent the
meanings of words, in order to match the distorted words in the text to the valid words
in the dictionary.
Author contribution: D.K. came up with the initial idea of applying VSAs to encode
permuted words. D.K. made the first implementation of the VSAs based encoding. E.O.
and R.G. commented on the initial results and suggested numerous improvements to the
experimental protocol. The first draft was written by D.K. All authors participated in
the preparation of the final version.

1.3.8 Paper H
Title: Autoscaling Bloom Filter: Controlling Trade-off Between True and False Positives
Authors: Denis Kleyko, Abbas Rahimi, Ross W. Gayler, and Evgeny Osipov
Submitted to: Neural Computing and Applications
Summary: A Bloom filter is a special case of an artificial neural network with two
layers. Traditionally it is seen as a simple data structure supporting membership queries
on a set. The standard Bloom filter does not support the delete operation, therefore,
many applications use a counting Bloom filter to enable deletion. This paper proposes a
generalization of the counting Bloom filter approach, called “autoscaling Bloom filters”,
which allows adjustment of its capacity with probabilistic bounds on false positives and
true positives. In essence, the autoscaling Bloom filter is a binarized counting Bloom
filter with an adjustable binarization threshold. We present the mathematical analysis
of its performance and provide a procedure for minimizing its false positive rate.
Author contribution: D.K. and E.O. proposed the initial idea. D.K. developed
the math describing the performance of the proposed algorithm and drafted the first
manuscript. All authors participated in the preparation of the final manuscript.

1.3.9 Paper I
Title: Integer Echo State Networks: Efficient Reservoir Computing for Digital Hardware
Authors: Denis Kleyko, E. Paxon Frady, and Evgeny Osipov
Submitted to: IEEE Transactions on Neural Networks and Learning Systems
Summary: An approximation of Echo State Networks (ESN) is proposed. It can be
efficiently implemented on digital hardware based on the mathematics of VSAs. The
reservoir of the proposed Integer Echo State Network (intESN) is a vector containing
only n-bits integers (where n<8 is normally sufficient for a satisfactory performance).
The recurrent matrix multiplication is replaced with an efficient cyclic shift operation.
The intESN architecture is verified with typical tasks in reservoir computing: memoriz-
ing of a sequence of inputs; classifying time-series; learning dynamic processes. Such an
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architecture results in dramatic improvements in memory footprint and computational
efficiency, with minimal performance loss.
Author contribution: D.K. and E.P.F. suggested the idea of the architecture. DK
implemented the architecture and evaluated it according the experimental protocol de-
veloped by the authors. Several experiments were also conducted by E.P.F. All authors
participated in the writing process from the beginning.

1.3.10 Paper J
Title: On bidirectional transitions between localist and distributed representations: The
case of common substrings search using Vector Symbolic Architecture
Authors: Denis Kleyko and Evgeny Osipov
Published in: Procedia Computer Science
Summary: The contribution of this paper is twofold. First, it presents an encoding
approach for seamless bidirectional transitions between localist and distributed represen-
tation domains. Second, the approach is demonstrated on the example of using VSAs
for solving a problem of finding common substrings. The proposed algorithm uses ele-
mentary operations on long binary vectors. For the case of two patterns with respective
lengths L1 and L2 it requires Θ(L1+L2−1) operations on binary vectors, which is equal
to the suffix trees approach – the fastest algorithm for this problem. The simulation re-
sults show that in order to be robustly detected by the proposed approach the length of
a common substring should be more than 4% of the longest pattern.
Author contribution: D.K. and E.O. proposed the initial idea during one of scientific
discussions. D.K. implemented the algorithm and evaluated its performance. The first
draft of the manuscript was written by D.K. The final version was written by D.K. and
E.O.

1.3.11 Paper K
Title: Associative Synthesis of Finite State Automata Model of a Controlled Object
with Hyperdimensional Computing
Authors: Evgeny Osipov, Denis Kleyko, and Alexander Legalov
Published in: Annual Conference of the IEEE Industrial Electronics Society (IECON),
2017, Beijing, China
Summary: The main contribution of this paper is a study of the applicability of VSAs
with an associative memory for modeling the dynamics of complex automation systems.
Specifically, the problem of learning an evidence-based model of a plant in a distributed
automation and control system is considered. The model is learned in the form of a finite
state automaton.
Author contribution: E.O. suggested the idea of implementing Finite State Automata
using hyperdimensional computing. D.K. and E.O. proposed the encoding of automata
using VSAs principles. E.O. and A.L. developed a show-case scenario. D.K. implemented
the simulations for conformance checking of the proposed solution. The first draft was
written by E.O. All authors participated in the preparation of the final version.
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Chapter 2

Vector Symbolic Architectures

“To deal with a 14-dimensional space, visualize a
3-D space and say ’fourteen’ to yourself very loudly.

Everyone does it.”

Geoffrey Hinton

This chapter presents the theoretical background and describes the related work for
two VSAs. First, it defines components necessary for VSAs and briefly summarizes sev-
eral existing well-known VSAs frameworks. Next, two specific frameworks are introduced
in more details. These frameworks are Binary Spatter Codes [10] and Binary Sparse Dis-
tributed Codes [18]. They are used as the basis of the work in this thesis and have been
extensively employed in the appended papers in Part II.

2.1 Motivation, Operations, and Frameworks

2.1.1 Motivation for VSAs
The desiderata for a good representational scheme of objects, relations, and sequences
have been formulated extremely well by Gallant and Okaywe in [19]. We list them here
as they appear in [19]:

• Fixed-Length Vector;

• Distributed Representations;

• A Complex Structure Methodology for Representing Objects and Structure Infor-
mation within the Distributed Vector;

• Map Similar Objects and Structures to Similar Representations;

• Sequences;

• Efficient Encoding into the Representation;

13
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• Neural Plausibility.

The next section presents the components of a generic VSA and relates how these
components allow VSAs satisfying these desiderata.

2.1.2 Components and Operations
Here VSAs and their components are described in generic terms. Any computational
paradigm needs a basis for representing its symbols. In VSAs vectors of fixed length play
such a role. The dimensionality (denoted as N) of these vectors is high (e.g., several
thousand elements), hence, they are called high-dimensional vectors or HD vectors.

Moreover, information in HD vectors is represented in a distributed fashion, i.e., a
particular element of an HD vector does not have any interpretable meaning only the
whole HD vector can be interpreted as a holistic representation of some entity which
in turn bears some information load. Such distributed representations in VSAs are as-
signed using some randomness. In other words, HD vectors are drawn from a probability
distribution. Different VSAs frameworks use different distributions.

Usually, HD vectors for the most basic components of a system (e.g., symbols) are
generated randomly. Such HD vectors are also known as atomic HD vectors. As we
will see later VSAs operations produce results, which are noisy versions of atomic HD
vectors. Therefore, there is a need for a mechanism to identify the actual atomic HD
vectors despite the presence of noise. This mechanism is called an item memory or
a clean-up memory. It is an autoassociative memory that stores all currently defined
(valid) atomic HD vectors in the system as fixed-point attractors.

In its simplest form, the item memory is implemented as a matrix where each row
stores an atomic HD vector. In order to search through the item memory, a similarity
metric should be defined. The goal of the similarity metric is to transform two HD vectors
into a scalar characterizing similarity between these vectors. Examples of a similarity
metric include Hamming distance, dot product, cosine similarity, etc. An important
property of high-dimensional spaces is that with an extremely high probability all random
HD vectors are dissimilar to each other (quasi orthogonal). Once the similarity function
(or its inverse e.g., a distance) is defined, the process of querying the item memory
(sometimes called probing) can be seen as finding the HD vector (or several HD vectors)
in the item memory, which is the most similar to the query HD vector. In other words,
the item memory performs the nearest neighbor(s) search.

Generating atomic HD vectors is not enough per se for achieving a rich computational
capabilities in VSAs. For satisfying desiderata about representation of complex structures
and sequences, operations on HD vectors should be defined. In particular, three key VSAs
operations for computing with HD vectors are bundling, binding, and permutation.

Binding operation, which is also called multiplication or entanglement, is used to bind
two HD vectors together. The result of binding is another HD vector. Most of binding
operations have the following properties:

• It is invertible (the inverse operation is called unbinding);
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• It distributes over bundling;

• It preserves distance;

• The resultant HD vector is dissimilar to the HD vectors being bound.

An alternative approach to binding when there is only one HD vector is to randomly
permute (rotate) the elements of the HD vector. For example, it is often convenient to
use a fixed permutation (denoted as Π) to bind a position of an item in a sequence to
an HD vector representing the item in that position. The permutation has the following
properties:

• It is invertible. In contrast to some bindings the permutation is not its own inverse,
but every permutation has an inverse matrix;

• It distributes over bundling. In fact, it distributes over any elementwise operation;

• It preserves distance;

• The resultant HD vector is dissimilar to the HD vector being permuted.

The bundling operation, which is also called addition, superposition, chunking, or
merging, combines several HD vectors into a single HD vector. The bundling possesses
the following properties:

• The resultant HD vector is similar to all bundled HD vectors;

• The more HD vectors are involved in the bundling, the harder it is to determine
component HD vectors;

• If several copies of any HD vector are included, the resultant HD vector is closer
to the dominating HD vector than to other components.

Section 3.2.3 presents an ultimate case of embedding N -gram statistics into HD
vectors when all three operations are used together.

VSAs as an answer to Jackendoff’s Challenges

Recall that in Figure 1.1 VSAs were placed in the orange area “ANNs criticism by
GOFAI”. Challenges to connectionist systems posed by Jackendoff [13] can be seen as a
part of this criticism. Therefore, it is worth mentioning here about a well-argued work
by Gayler [9]1, which explained how VSAs can be used to answer these challenges. The
main objective of the paper is the argument that VSAs are able to address challenges
posed by Jackendoff for cognitive neuroscience. There are four challenges. In principle,
they are relevant to cognition but particularly related to language. The problem, in

1The term VSAs has actually been used in this work for the first time.



16 Vector Symbolic Architectures

general, is how to neurally instantiate the rapid construction and transformation of the
compositional structures. The challenges were motivated by two factors: the lack of
connectionist models which would be able to deal with the challenges successfully and
relatively small attention to the challenges in the cognitive neuroscience community.

Challenge 1 : Jackendoff’s first challenge arises from the observation that linguistic
representations must be composed of component representations. The need for combining
independent bits into a single coherent percept has been recognized in the theory of vision
under the name of the binding problem. Such aspects as a novelty (new composite will
often be novel) and speed (time to construct new composite) should also be taken into
account. The binding problem could be addressed by the binding operation in VSAs. At
the same time, Gayler admitted that there was no available representational architecture
implementing fully variable, input driven composition.

Challenge 2 : This challenge asks how multiple instances of the same token are instan-
tiated. For example, how the little star and the big star are instantiated so that they are
both stars, yet distinguishable. This challenge is addressed by the binding and bundling
operations in VSAs that is used for the representation of multiple items or role-filler
values. In the example mentioned above, each start can be represented as a composite
structure including a size feature. Then structures can be placed in frames (e.g., by a
permutation operation) which act as roles and bundled together.

Challenge 3 : The third challenge arises from the language productivity. Language
users are able to recognize and generate an infinite variety of utterances using only finite
resources. This productivity is construed as arising from the use of variables; placeholders
which may contain arbitrary values. Thus, a rule of a grammar can be construed as a
template with variables. The challenge can be seen as a role-filler composition. VSAs
easily represent such compositions using the binding to connect a vector representing the
role to a vector representing the filler; the bundling operation is then applied to compose
several role-filler pairs together.

Challenge 4 : Jackendoff’s fourth challenge concerns the transparency of the boundary
between a working memory and a long-term memory. He argues that linguistic tasks
require the same structures to be instantiated in the working memory and the long-
term memory and that the two instantiations should be functionally equivalent. In
VSAs both working memory items and long-term memory items have the same form at
the vector representation level, i.e., represented as vectors of the same dimensionality.
In the case of VSAs, the boundary between the working memory and the long-term
memory is transparent. Gayler concludes that despite VSAs are a little-known family
of connectionist architectures they meet Jackendoff’s challenges and sound suitable for
cognitive tasks. However, it is challenging to work with VSAs at the level of complete
representational architectures and cognitive architectures.

Furthermore, in [20] Gayler rebutted the claim of Van der Velde and de Kamps
that tensor networks [7] (probably the earliest VSAs framework) are not able to meet
Jackendoff’s challenges. In addressing their critique it was shown that tensor networks
(meaning VSAs in general) can instantiate combinatorial structures and add constituents
to the structure without growth of the representation’s dimensions (it was a problem of
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Table 2.1: Summary of VSAs frameworks. Each framework has its own set of symbols
and operations on them for binding, bundling, permutation, and a measure of similarity.

VSAs Ref. Symbol Set Binding Bundling Perm. Similarity
BSC [23] dense binary vectors elementwise XOR majority rule rotation Hamming dist.

BSDC [18] sparse binary vectors context-dependent thinning elementwise disjunction rotation overlap
MAP [22] dense bipolar vectors elementwise multiplication elementwise addition rotation cosine
HRR [8] unit vectors circular convolution elementwise addition none dot product

FHRR [4] complex unitary vectors elementwise multiplication angle of sum circ. conv. cosine
MBAT [19] dense bipolar vectors vector-matrix multiplication elementwise addition mult. bind. dot product

GAHRR [21] unit vectors geometric product elementwise addition none unitary prod.

Smolensky’s tensor product).

2.1.3 Frameworks
So far VSAs have been described in generic terms. In order to use the overall idea of
VSAs one has to choose a concrete probability distribution for generating distributed
representations (HD vectors) and specify functions implementing VSAs operations along
with a similarity metric. This will determine a VSAs framework. Because the key VSAs
properties are shared across HD vectors of many kinds, many computational frameworks
can be specified. While proposing new frameworks is an active research area, there are
several existing frameworks, which can be readily used. The most well-known frameworks
are Holographic Reduced Representations (HRR) [4], frequency domain Holographic Re-
duced Representations (FHRR) [4], Geometric Analogue of Holographic Reduced Rep-
resentations (GAHRR) [21], Matrix Binding of Additive Terms (MBAT) [19], Multiply-
Add-Permute (MAP) architecture [22], Binary Spatter Codes (BSCs) [23], and Binary
Sparse Distributed Codes (BSDCs) [18]. Table 2.1 summarizes different frameworks of
VSAs2. It describes the basic VSAs components of each framework. Two next sections
will provide more details on the development of BSCs and BSDCs.

2.2 Binary Spatter Codes

2.2.1 Fundamentals of BSCs
Contemporary BSCs use binary dense HD vectors. HD vectors are indicated in bold:
a, b, etc. Elements of an HD vectors for an item are generated independently from an
equally probable distribution where p1 = Pr{1} = Pr{0} = 0.5. In other words, HD
vectors consist of binary elements where the number of ones is approximately equal to
the number of zeros. The binding and unbinding of HD vectors are implemented via the
elementwise Boolean Exclusive-OR operation (XOR, denoted as ⊗). Recall an important
property of the operation that the binding of two random HD vectors produces a random
HD vector that resembles neither of the two components.

In order to create compositional HD vectors the bundling operation is needed. In
BSCs, the bundling is implemented using a majority rule. The majority rule first super-
imposes (via elementwise addition) all component HD vectors (the number of components

2The table has appeared first in [24].
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Figure 2.1: Probability density functions of normalized Hamming distances for different
dimensionalities of HD vectors: N = {5, 10, 20, 100, 1000, 10000}. Note that probability
density functions were normalized by their largest value for easier comparison.

is denoted as S). Next, it binarizes the superposition HD vector with a threshold where
the threshold equals S/2. The operation is denoted as [a + b + · · · + c], where the brack-
ets [· · · ] represent the thresholding. As a consequence of the operation in order to get
a binary HD vector after the thresholding where p1 = 0.5 the number of components S
involved in the bundling should be an odd number, otherwise ties (equal number of ones
and zeros in a position) are possible. Ties can be broken at random, which corresponds
to adding a random HD vector to the superposition of component HD vectors. Recall
that components of the bundling are similar to the compositional HD vector after the
bundling.

The similarity between two HD vectors in BSCs is characterized by normalized Ham-
ming distance (denoted as δ), which (for two HD vectors) measures the number of po-
sitions in which they differ divided by the vector length N . The normalized Hamming
distance is related to the correlation coefficient (normalized covariance) by ρ = 1−2δ. The
expected normalized Hamming distance between two independent random HD vectors
is approximately 0.5. The standard deviation (σ) of the expected normalized Hamming
distance depends on the dimensionality N and is calculated as σ =

√
(δ(1 − δ))/N . It

explains why the dimensionality of HD vectors should be high: the higher the dimension-
ality the smaller is the standard deviation. Figure 2.1 illustrate this effect. It shows the
probability density function for the normalized Hamming distance between two random
HD vectors for different values of N . It is clear that for increasing N probability density
function becomes thinner and concentrates around 0.5. Therefore, in a high-dimensional
space we are certain that the normalized Hamming distance between two random HD
vectors is concentrated in a small interval around 0.5. If two HD vectors have smaller
distance then they are not random and have something in common. This property is
used, for example, to extract components from a compositional HD vector. If all compo-
nent HD vectors are random and independent then the expected normalized Hamming
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distance between a component x and the compositional a is δ(x, a) = 1
2 − ( S−1

(S−1)/2)
2S , where

S is assumed to be an odd number. Naturally, the more components there are in a
compositional HD vector the less similar a single component HD vector is to the compo-
sitional HD vector. However, if the distance δ(x, a) is less than 0.5 then the component
HD vectors are still can be recovered using the item memory.

2.2.2 Early work on BSCs
Spatter Codes were first introduced by Kanerva in [25]. Spatter codes represent a concept
(an attribute, a feature, an element of a set, a set, etc.) as two binary random HD vectors
called codewords. One of the two HD vectors is dense while other being a sparse HD
vector. The dimensionality of vectors is more than 1000 elements; often N = 10000 is
used. The dense representation of the concept may be used in an associative memory.
The sparse vectors of low-level components are used to create high-level concepts by being
summed together forming the superposition. The sparse vector for the new high-level
concept is the thresholded superposition (majority rule).

The dense vector is created using elementwise logical OR operation on low-level com-
ponents’ sparse codewords. The approach is partially inspired by the psychological theory
of chunks, where a chunk can be constructed from other chunks. Spatter codes represent
chunks as large patterns of bits. When constructing new chunks there are two require-
ments [25]:

• as several chunks combined to form a new chunk, the codewords for the components
should be visible in the codeword for the new chunk (satisfied by the dense vector);

• the new chunk should be represented by a codeword that can be used in the con-
struction of codewords for further chunks (satisfied by the sparse vector).

Thus, Spatter Codes provide a simple way for constructing new chunks as a combi-
nation of old ones. However, it is unconventional to have two vectors representing only
one concept (chunk).

Starting from [26], Kanerva used only one HD vector for the representation of an
item where he studied the properties of BSCs. In that paper, the statistical properties of
BSCs were derived from the binomial distribution assuming that bits are independently
distributed. The key property that this allows is recursiveness; in this context, recur-
siveness means that the probability of ones p1 in HD vectors of components is the same
as in the compositional HD vector. Different levels of thresholds for the superposition
of HD vectors with probability p1 = 0.5 were applied. For p1 = 0.5 if S components are
composed the threshold S/2 yields a recursive BSC. Hamming distance δ normalized to
the length of vector is used to measure how close two vectors are to each other. The
distance between two independent random Hd vectors is 2p1(1 − p1). However, when
compositional vectors have components in common their distance is smaller (cf. prop-
erties of the bundling operation). Table 3 in [26] shows how distances change with the
number of components in common.
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There is no easy way to extract the components of a compositional HD vector; how-
ever, given two HD vectors one can measure their distance and see whether one of them
is a component of the other. At the same time, it is impossible to recognize which is
the component of which. It motivates the use of additional mechanisms such as the item
memory.

2.2.3 BSCs as a binary analogy to HRRs

The first works on spatter codes [25, 26] only considered representation of sets. BSCs as
a binary analogy to HRRs were introduced in [23]. This paper presented the method of
encoding and decoding structured information with random binary HD vectors. As an
example of structured information, the authors considered a medical record (denoted as
JSmith) consisting of name, gender, age, and weight (Joe, male, 66, 77). Names of fields
in the record were roles (variables) and particular values were fillers. In order to represent
a record with BSCs, both roles and fillers were assigned random binary HD vectors (p1 =
0.5). The item memory was populated with six HD vectors (3 for for roles and 3 for fillers).
In other words, HD vectors act like pointers in a traditional computing architecture,
i.e. they can represent any entities [23]: objects, concepts, features, sets of features,
attributes, values, role-filler pairs, data structures, etc. Formation of an HD vector for
a record is a two-step process. The first step is the binding that combines roles and
corresponding fillers. In the considered example it produced three HD vectors for role-
filler pairs. Recall that in BSCs role-filler pairs are also decomposed using elementwise
XOR as it is also used for the unbinding operation. At the second step HD vectors for role-
filler pairs are composed together into a single compositional HD vector, which represents
the whole record. The composition of the set of HD vectors for pairs is done with the
bundling operation. Thus, the record for JSmith will be represented as a compositional
HD vector: JSmith = [name ⊗ Joe + sex ⊗ male + age ⊗ 66 + weight ⊗ 77]. The
ordered record can be represented if HD vectors for roles corresponds to positions in the
record.

The extraction of a part from the HD vector for the record is called probing. In most
cases it involves the unbinding, which is equivalent to the binding in BSCs, and querying
the item memory. For example, to know a gender of a patient one needs to extract
the corresponding filler from JSmith. It is done via elementwise XOR (unbinding)
of the record’s HD vector JSmith and role’s HD vector sex, i.e.: sex ⊗ JSmith =
[sex ⊗ name ⊗ Joe + male + sex ⊗ age ⊗ 66 + sex ⊗ weight ⊗ 77]. The result is
approximately male, because other components like sex ⊗ age ⊗ 66 are not valid HD
vectors, i.e., they are not a part of the item memory and, therefore, act as a random
noise. Thus, the probing process is noisy (HD vectors are approximate) and requires to
query the item memory in order to extract the corresponding atomic HD vector. The
item memory will take a noisy HD vector as an input (e.g. sex ⊗ JSmith) and retrieve
the best-matching noise-free atomic HD vector (e.g. male).
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Table 2.2: Records for holistic encoding

Record name sex age
PF3 Pat female 33
PM6 Pat male 66
LF6 Lee female 66
LM3 Lee male 33

2.2.4 Holistic mapping
In [27] Kanerva presents a tutorial on BSCs rich with examples of forming HD vectors
for records as an alternative to the standard localist representation. Distributed repre-
sentations do not have fields as such and, therefore, they are also called holistic, which
means that each element in an HD vector contains some information about every field
of a record. The paper presented several interesting examples of processing with holistic
representation. Records used in [27] as examples are shown in Table 2.2. The example
of mapping a record to an HD vector has been presented in the previous section. An
example query to the system by a user can be “What is the age of Lee who is a female?”.
The correct record for this query will be LF6 and the answer is 66. Kanerva considered
three cases for such an example query which are as follows:

Case 1. This case assumed that only the following atomic HD vectors are available:
name, Lee, sex, female, and age.
Solution 1. Because LF6 is unknown (but it is in the memory) it is approximated
(denoted as LF6∗) using two known role-filler pairs: name ⊗ Lee and sex ⊗ female.
The the unknown age ⊗ 66 component of LF6 is replaced with a random HD vector.
Given LF6∗ the memory will return LF6 as the closest alternative. Then it can be
probed with age; the item memory returns 66 as the result.

Case 2. In this case the following HD vectors are available: Pat, male, PM6, Lee,
female, and age.
Solution 2a. First, we find name and sex via probing PM6 with Pat and male, then
we apply the previous solution (Solution 1).
Solution 2b. This solution uses the correspondences Pat ↔ Lee and male ↔ female
by forming the mapping T = [Pat ⊗ Lee + male ⊗ female]. Interestingly, probing the
HD vector T with PM6 returns LF6 (see [27] for a detailed explanation).

Case 3. Only 33, PF3, and LF6 are known.
Solution 3. One step solution is to probe LF6 with 33 ⊗ PF3. The answer will be
ambiguous, but it exemplifies possibility of holistic processing without intermediate steps.

Thus, Solutions 2b and 3 are examples of a different type of computing, called, holis-
tic mapping, i.e., mapping between points in a high-dimensional space. There is no
equivalent to this kind of processing using geometric properties of the representational
space in the conventional computing. However, holistic mapping can be seen as a parallel
alternative to a traditional sequential search.

Other examples of holistic mapping are given in [28, 29]. In [28] two records are used
as the examples. The first record F is a distributed representation of France including
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the following role-filler pairs: the capital (ca) is Paris (Pa), the geographic location (ge)
is Western Europe (WE), and the monetary unit (mo) is Euro (er). The holistic pattern
for France is created as: F = [ca ⊗ Pa + ge ⊗ WE + mo ⊗ er]. The second record S is a
distributed representation of Sweden: the capital (ca) is Stockholm (St), the geographic
location (ge) is Scandinavia (Sc), and the monetary unit (mo) is krona (kr). The holistic
pattern for Sweden is S = [ca⊗St+ge⊗Sc+mo⊗kr]. Holistic mapping allows us to find
the answer to the question “What is the Paris of Sweden?”. First create “Paris of France”
F⊗Pa (approximately ca), then probing with S⊗F⊗Pa will return Stockholm as the best
match. Thus, the example shows that holistic mapping is capable of answering analogy
questions. Furthermore, it also allows multiple substitutions at once, for example, the
mapping vector for Sweden and France is created by binding the corresponding HD
vectors to each other and forming a holistic record as: M = [Pa⊗St+WE⊗Sc+er⊗kr].
Thus, the binding of the record F with M creates a noisy version of the holistic mapping.
An example of construction of the noisy version of the mapping vector for two holistic
vectors of USA (USSTATES = [nam⊗USA+cap⊗WDC+mo⊗DOL]) and Mexico
(MEXICO = [nam ⊗ MEX + cap ⊗ MXC + mo ⊗ PES]) is presented by Kanerva
in [30]. In this case, the mapping HD vector for USA and Mexico is created as M2 =
USSTATES ⊗ MEXICO = [USA ⊗ MEX + WDC ⊗ MXC + DOL ⊗ PES + noise].
Then the answer to the question “What is the dollar of Mexico?” can be found by
DOL ⊗ M2 because the result of the operations is a noisy version of PES. Interestingly,
if there is another mapping vector, e.g., M3 = USSTATES ⊗ SWEDEN (HD vector
for Sweden should be formed using the same role HD vectors) then the mapping between
M2 and M3 cancels out USSTATES. The result can be seen as interpretation of Sweden
in terms of Mexico or vice versa. Kanerva pointed out that this mapping resembles the
problem of translation of a text from one language to another through a third one.

2.2.5 Pattern Completion with BSCs
The ability of distributed representations created with BSCs to complete generic patterns
is studied in [31]. In this paper Kanerva showed that despite the absence of fields in
holistic records their performance is similar to connectionist models in a conventional
pattern-completion task. A drug data base was used for demonstration. An advantage of
distributed representation is that there is no need to take care of the alignment of fields.
In the conclusion, Kanerva suggested that sparse distributed representations can also be
of interest in this field.

2.2.6 Learning from example
The capability of VSAs to learn mappings between concepts from examples was presented
in [32, 29]. This follows from the self-inverse binding property of BSCs (and some other
VSAs frameworks). Binding a ⊗ b with a yields b and vice versa, hence a ⊗ b can be
interpreted as the representation of a mapping that when applied to a transforms it to b
and vice versa. Learning by example can be seen as a form of a relational learning. It is
based on the property of BSCs to keep structural similarity of the represented knowledge
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structures. In essence, the key component is a mapping vector m which acts as a mapping
structure to infer similarity between compositional structures. We use an example from
[32] to demonstrate this concept here. It is known that if a is the mother of b, then a
is the parent of b. Both data structures are represented using holistic records. For the
mother relation, we have the structure motherab = [mother + mot ⊗ a + child ⊗ b],
where mother is the HD vector representing the relation for mother, mot and child
are HD vectors for roles in this structure. For the parent relation parentab = [parent +
par ⊗ a + child ⊗ b], where parent is the HD vector representing the relation for
parent, par and child are HD vectors for roles in this structure. The vector m in turn is
constructed as binding of parentab and motherab, i.e. m = mab = motherab⊗parentab.
Thus, the mapping vector m is constructed from the particular example of mother-parent
relation. Furthermore, the mapping vector m can be updated for new examples as:
m = [mab + mcd + mef · · · ], where c, d, e, f, are new examples of the same relations. It
is possible to generalize that x is the parent of y given only that “x is the mother of y”
in the form motherxy by unbinding m ⊗ motherxy for previously unseen fillers x and
y. The result of unbinding will be most similar to parentxy. This behavior is due to the
fact that the same literal a has been in both relationships, mot ⊗ b and par ⊗ a. The
binding mab contains terms like (mot ⊗ a) ⊗ (par ⊗ a) = mot ⊗ par, which implements
the mapping of the roles independent of the new fillers. Simulation results in [32] showed
that good generalization is already achieved for three different examples in the mapping
vector. However, the disadvantage of such mapping is its bidirectionality which is due
to the fact that the unbinding operation is equivalent to the binding operation. For
example, the mapping of parent-of to mother-of is valid, but such an inference is wrong.
This complication can be resolved with an additional associative memory as presented
in [33].

2.2.7 Encoding of sequences

The encoding of sequences into HD vectors can be done by random permutations as
presented in [34, 35]. Several repetitions of the same permutation create a new quasi
orthogonal HD vector, and, therefore, it is suitable for sequence encoding. One possible
scheme is to bundle a permuted version of its history to each element of the sequence , and
then store the compositional HD vector. For example, the encoding of the sequence of
vectors (a, b, c, d, · · · ) with Π denoting a permutation proceeds as follows (recursively):
s1 = a;
s2 = Πs1 + b = Πa + b;
s3 = Πs2 + c = Π(Πa + b) + c;
s4 = Πs3 + d = Π(Π(Πa + b) + c) + d.
Taking into account distribution over the superposition, s4 will simplify to:
s4 = ΠΠΠa + ΠΠb + Πc + d = Π3a + Π2b + Πc + d.
Thus, the number of permutations of a single HD vector counts how far it appears in the
sequence if d is the most recent symbol. With such mapping a sequence can be found
in memory only using a short subsequence as an input query. In [35] this approach to



24 Vector Symbolic Architectures

sequence encoding is called representing sequences by permuting sums.
For a summary of the work done in VSAs in general and BSCs in particular, inter-

ested readers are directed to [35]; there, Kanerva presents motivation for cognitive (hy-
per)computing, highlights a number of biologically plausible properties of VSAs models,
introduces operations on BSCs, showcases applications of VSAs and provides discussion
on future development of the paradigm.
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2.3 Binary Sparse Distributed Codes

2.3.1 Fundamentals of BSDCs
In [18] Rachkovskij presented Binary Sparse Distributed Codes (BSDCs). The work de-
scribed representation and processing of structures (e.g., records) with BSDCs. The work
posed requirements for the representational scheme in a similar way as described in Sec-
tion 2.1.1. In order to create powerful cognitive systems the representation of structures
for such systems should be capable of representing new structures of various complexities
constructing them in one-shot learning. The representations should also allow an easy
estimate of the similarity between complex structures. It is an essential component of
modeling cognitive functions, e.g., human analogy-making accounting for the structure
and semantics of analogs. BSDCs possess the essential characteristics for distributed
representations: representations are be fully distributed (a number of elements does not
restrict a number of representable items); dimensionality is preserved when represent-
ing hierarchical structures; representations of compositional structures are constructed
in one-shot using representations of their components (constituents or atomic HD vec-
tors); similar items produce similar representations (similarity should be estimated via a
predefined metric).

BSDCs use sparse binary HD vectors: p1 � 0.5. Advantages of sparsity include
neurological plausibility and a higher capacity of some associative memory types [36, 37].
Example of representation is: dimensionality of HD vectors N=100, 000, p1 = 0.01.
Thus, the number of ones in an HD vector is about M=1, 000. The actual density
(empirical probability of ones) in an HD vector x is determined as its Hamming weight
|x| divided by the dimensionality N , i.e., p1 = |x|/N . HD vectors for atomic components
(can be seen as a base hierarchical level) are generated randomly and independently as
in BSCs.

The similarity in BSDCs is estimated by the overlap V of elements of HD vectors
set to one and determined as the Hamming weight of elementwise AND (conjunction,
denoted as ∧) of two vectors: |x ∧ y| (i.e., dot product of x and y). The result may be
then normalized, e.g., to the Hamming weight of one of the compared HD vectors. An
expected value of the overlap between two random binary HD vectors equals (M/N)2.

The bundling of HD vectors is implemented via elementwise OR (disjunction). The
operation preserves similarity to its components (unstructured similarity). The density
of the compositional HD vector increases with the increased number of components.

The binding of HD vectors is implemented by the Context-Dependent Thinning
(CDT) procedure. The dimensionality of the thinned HD vector equals to the dimen-
sionality of its components. There are several ways to implement the CDT procedure.
In [18] additive CDT procedure was described. The procedure takes one codevector z as
an input, where z is a superposition (via elementwise OR) of several (S) components to
be bound. Vector z is thinned as follows: 〈z〉 = ∨K

k=1(z ∧ Πkz) = z ∧ ∨K
k=1Πkz, where 〈z〉

denotes a thinned HD vector and Πkz denotes permuted elements of z. Each kth permu-
tation must be fixed, unique, and independent. Cyclic shift operations with a random
position shift can be used in practical implementations. Number of K permutations in
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the CDT controls the density of the thinned HD vector, i.e., normalizes it. It is often
convenient to maintain the density of the bound HD vector to be equal to the density
of components. When representing hierarchical structures the CDT on different levels
is using different, but permanent permutations. The peculiarity of the thinning process
is that it preserves both unstructured and structured similarities of its components as
follows. The thinned vector includes a subset of activated units of each component. The
size of a subset is proportional to the density of a component HD vector. At the same
time, the content of each subset depends on the representations of other components of
the CDT reflecting structured similarity. There is no specific operation for unbinding. It
is performed via the probing of the HD vectors most similar to the thinned one in the
item memory.

A relational structure in BSDCs can be represented by two types of bindings. The
first type uses role-filler approach similar to BSCs (see examples above). The second
type (also used in BSCs) applies permutations to the filler representations where a fixed
permutation corresponds to a particular role.

Similar to BSCs, for finding the closest match for an HD vector as well as for de-
composing structures the item memory is used. In BSDCs, the memory is organized
hierarchically. In other words, HD vectors of different composition levels are stored in
different memory arrays. The basic operation for the item memory at each level is the
closest match retrieval (the nearest neighbor search). The hierarchical structure of the
memory allows easy search of similar representations in neighboring levels of the hierar-
chy. Decomposition of the compositional structure is performed recursively going all the
way down to the atomic (base) level if necessary.

2.3.2 CDT implementations

Works [38, 39] discussed several implementations of the binding for BSDCs through the
CDT procedure. One of the main problems with the binary sparse distributed represen-
tations is the growth of the density (p1) in a compositional HD vector, because approx-
imately equal number of ones (activated units) for representations on different levels is
preferable. Therefore, compositional HD vectors should be represented only by a fraction
of activated units, i.e. the superposition of components should be thinned. Rachkovskij
et al. specified ten requirements for the CDT procedure (see [38, 39] Section 3): deter-
minism; variable number of inputs; sampling of inputs; proportional sampling; uniform
low density; density control; unstructured similarity; similarity of subsets; structured
similarity; binding. Four implementations of the thinning were proposed. Note, however,
that only the additive CDT (see above) and a subtractive CDT procedures satisfy all
ten requirements. Direct conjunctive thinning of several HD vectors is implemented via
the elementwise AND. The permutive conjunctive thinning first forms the superposition
of component HD vectors by elementwise OR and then performs elementwise AND with
the permuted version of the superposition HD vector. The third procedure was named
additive CDT (see its description above). Finally, the subtractive CDT procedure was
described. It is similar to the additive CDT, but uses inverted permutations of the



2.3. Binary Sparse Distributed Codes 27

superposition instead. It is defined as: 〈z〉 = z ∧ ¬(∨K
k=1Πkz). The advantage of the

subtractive CDT is that the number of permutations K needed to maintain the density
of the compositional HD vector is approximately the same if the number of components
varies between two and five. Thus, an implementation of the procedure is simpler. Algo-
rithmic and neural network implementations of additive and subtractive CDT procedures
can be found in [38] Section 4. Note, that above it was assumed that an HD vector is
thinned by itself. This procedure is called the auto-thinning. An HD vector can also
be thinned by another HD vector. This procedure is called hetero-thinning. Section 7
in [38] studied the effect of similarity preservation by the different thinning procedures
taking into account, e.g., influence of the depth of thinning. Different nested data struc-
tures can be represented using sparse binary HD vectors and CDT procedures. Examples
include symbolic bracketed expressions, ordered items, propositions using role-filler and
predicate-arguments representation schemes; trees; directed acyclic graphs (see Section
8 in [38] or Section 6 in [39] for more details).

2.3.3 Analogical reasoning and mapping with BSDCs

BSDCs are also capable of analogical reasoning on representations of structures. Analogy
deals with the extension of knowledge by virtue of a domain similarity. During mapping
of analogous both superficial and structural similarities are considered. The later reflects
the mutual arrangement of elements of analogues. Also psychologically relevant is one-
to-one mapping of elements of analogues and parallel connectivity when corresponding
relations have corresponding arguments.

The results of estimation of analogical similarity with sparse representations are sim-
ilar to the results for HRRs [18]. Mapping of analogies could also be done via the
estimation of similarity between distributed representations. It was shown that such
approach correctly maps analogical episodes and episodes with literal similarity. Note
that hierarchy of memory simplifies the mapping of analogous elements. In discussion
Rachkovskij in [18] pointed that for more realistic problems that such problems as the
representation of meaning, symbol grounding and handling of cross level items should be
considered.

Detailed study of approaches to analogical mapping with BSDCs can be found in
[40, 41]. Conventional steps in analogical processing are access and mapping. In the tra-
ditional representational scheme the second step estimating structural similarity requires
significant amount of computations. In some cases usage of distributed representation
allows avoiding these computations by assessing the similarity of structures via similarity
of their distributed representations. However, construction of representations reflecting
similarity of structures is an important task then. In order to compare two analogues,
first their elements (chunks of all hierarchical levels) should be encoded in HD vectors.
The representation procedure was described in [42, 18]. The simplest mapping strat-
egy is to find the corresponding analogical elements on the same hierarchical level via
the largest overlap between HD vectors (chunks). However, the experiments results [18]
showed that this strategy finds correct mappings only for literal similarity and analogy



28 Vector Symbolic Architectures

cases. In order to find the correct mapping for surface features, cross-mapped analogy and
first order relations cases more sophisticated strategies should be applied. Rachkovskij
proposed strategy called mapping using synchronous traversing of representation hier-
archies. This method is more structure-sensitive. It recursively unfolds representations
of structures via chunks of lower levels, then finds the corresponding roles and maps
corresponding fillers (similarity of fillers is not regarded). Note that this strategy uses
many sequential steps traversing hierarchical representations and can be considered as
an analogue of symbolic structure processing. Both strategies can be combined in order
to verify the consistency of mapping. The results then would be the same (see Section
4.3 in [40, 41]). Even more sophisticated strategy would be to change representations of
episodes during the process of mapping. It can be applied for mapping of more difficult
analogies. Authors emphasized that concrete rules are difficult to propose. However,
several possibilities include: changing an attribute structure and using partial mapping
results for further mapping. The technique was exemplified (see Section 4.4.3 in [40])
using well-known analogy between the flows of water and heat. It is important to note
that all the above mentioned methods for analogical mapping function without local or
symbolic subsystems.

In works [43, 44] authors studied analogical mapping with intermediate distributed
representations (re-representations of elements) as proposed in [40]. The use of re-
representation in the proposed approach allows considering both similarity of components
(similar HD vectors) and similarity of roles of mapped components in relations. The re-
representation process includes combination of a representation of an element in role-filler
scheme (see above) and representations of element’s higher-levels roles. The role-filler rep-
resentations are used for the retrieval and episode dependent re-representations are con-
structed for the analog mapping procedure. The details of the mapping procedure with
re-representation vectors are described in [43] “Mapping and inference techniques”. The
proposed procedure was tested in several experiments used in the previous studies (e.g.,
in [4]) and complex analogical episodes, e.g., “Water Flow-Heat Flow”, “Solar System-
Atom”, and “Schools”. The result of the experiments showed that the re-representation
method is able to process fairly complex analogs. The computational complexity of the
proposed method is heavily affected by the dimensionally of HD vectors.

In [45] Rachkovskij and Slipchenko presented BSDCs based approach for similarity-
based retrieval from databases. The representational scheme takes into account both
the structure and semantics of analogues. It is similar to schemes proposed in [40, 18,
43]. For the detailed description of the encoding see Section 2 in [45]. The retrieval
procedure includes calculation of the overlaps (dot product) between the given probe’s
representations and episodes’ representations in the database. The higher the value of
the overlap between the probe HD vector and the episode HD vector the more similar
they are. The usage of distributed representations allows estimating the similarity with
computationally non-expensive operations, e.g., dot product calculation. Computational
simplicity allows avoiding two-stage retrieval procedures typical for traditional systems
(MAC/FAC, ARCS). The results of experiments show that the computational complexity
of the proposed approach could vary from 0.001 to 10 of the MAC/FAC complexity. The
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performance of the proposed approach was investigated using test databases of the most
advanced models of analogical reasoning (ThinkNet, MAC/FAC base). The results show
that both the recall and the precision of the retrieval for distributed representations based
method are higher compare to the two-stage MAC/FAC model.

2.3.4 A world model with BSDCs

In [46] authors emphasized that constructing the hierarchical models of the world requires
formation, storage, and modification of different models of various modalities that orga-
nized in hierarchies. Distributed representations in general and BSDCs in particular are
capable of representing heterogeneous types of information, e.g., numeric data, images,
words, sequences, and structures. Hierarchies can be constructed using the paradigm of
BSDCs. Thus, architectures based on distributed representations can be proper candi-
dates for building complex models of the world combining systems with different modal-
ities.

Further, BSDCs were proposed as a bio-inspired cognitive architecture for construc-
tion of a world model in [47, 48]. It is acknowledged that a model of a world comprising
domain(s) specific knowledge as well as information about an agent itself is necessary
for an intelligent behavior. Such model allows world’s comprehension by an intelligent
agent and assists it in its interactions with the environment, e.g., through predictions of
actions outcomes. The aim of world’s models construction is to conceive principles allow-
ing models with comprehension on level of higher animals and above. The organization
of such model would require different operations with items (e.g., events, real things,
feelings, attributes, etc.) including building, storage, modification, and operations. Au-
thors argued that internal representations of items are of particular importance for the
construction of a successful model. The model then comprises the interrelated represen-
tations of items. Specifically two types of interrelations are emphasized. The first is a
“part-whole” relation in a hierarchical compositional structure when an item is a part of
another item. The second is an “is-a” relation when an item is an instance of a bigger
class. The implementations of models with localist representations usually have prob-
lems with scaling because similarity search and reasoning in such models require complex
operations. It is argued that BSDCs eliminate problems with symbolic and localist rep-
resentations. BSDCs use sparse binary distributed representations (see details above).
Interrelation between representations of different items is created by binding items, i.e.,
with the CDT procedure. Due to the fact that the agent perceives the environments with
sensors distributed representations should be grounded to sensors’ readings. There are
encoding schemes for several types of modalities (not described here). The architecture
of a general system built with BSDCs has a hierarchical structure. It is multi-module,
multi-level, and multi-modal. Modules store and process many model items of a certain
modality and of a certain level of compositional hierarchy. A module constructs represen-
tations of composite items using representations of component items (items can belong
to different modalities) of other modules located on different levels of the hierarchy. The
lowest level of the compositional hierarchy consists of modules providing representation
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grounding with distributed representations of elementary items (atomic HD vectors).
The architecture of a single module (see Figure 6 in [47]) includes several buffer neural
fields used for temporal storage of neural activity received from other fields. They are
used to create a distributed representation (HD vector) of an item. The buffer neural
fields act as a working memory. The Long-term memory of the module is implemented in
the associative neural field which is a distributed autoassociative memory. This memory
is also responsible for the formation of generalization hierarchies (“is-a”) for stored items.
Neural fields are linked by projective connections used to transfer activations of neurons
from one field to another.

2.3.5 Software implementations of BSDCs
An attempt to create a language called SLANG (a Symbolic Language for Distributed
Representation) was presented in [49]. The aim of the framework was to unify the inter-
action with BSDCs and accelerate the development and testing of various applications
with distributed representations. For example, creating distributed representations of
predicates is similar to symbolic programming. The framework includes built-in pred-
icates, operation (e.g., the CDT procedure, cyclic shift, XOR), literals, predicates and
command. An example of interaction with the framework via representing the predicate
of the form “Spot bite Jane causing Jane to flee from Spot” (see Plate [3]) and further
analogy mapping for the case of literal similarity were given.

For a general introduction into the topic of BSDCs and their relation to the case-based
reasoning please refer to [50, 51].



Chapter 3

Applications of Vector Symbolic
Architectures

“The theme is that we must rethink computing.”

Pentti Kanerva

To date the development of VSAs mostly falls into the research domain. The number
of applications using VSAs for solving real-world problems is limited. At the same time,
there is a positive trend as the number of research papers introducing new applications is
increasing. This chapter covers four application areas. First, it presents one of the oldest
and most well-known applications of VSAs called Random Indexing. Random Indexing
is a method for construction of words’ semantic models using large learning text corpora.
The general term for this process is Word Embedding. The second section of this chapter
describes the recent advances in using VSAs for pattern processing. It includes modeling
of statistical dependencies in temporal sequences, the encoding of continuous and discrete
sequences into HD vectors. Third, we describe works related to the processing of visual
scenes with VSAs. Finally, VSAs are well suitable to be a part of a cognitive architecture.
The last section briefly describes connections to the existing architectures.

3.1 Word Embedding with VSAs: Random Indexing
Random Indexing (RI) was proposed in [14] as an alternative to Latent Semantic Analysis
(LSA). LSA is used for computing high-dimensional semantic (context) vectors for words
from their co-occurrence in documents. The size of the vocabulary in experiments was
around 60, 000-80, 000 words. LSA is based on counting occurrence in each word in
the corpus of documents. Next, the dimensionality of co-occurrence vectors is reduced
by Singular-Value Decomposition. The resulting semantic vectors capture meaning; for
example they were successfully applied on the synonyms test of TOEFL (Test of English
as a Foreign Language). RI assigns a sparse ternary index vector for each document and
a semantic vector for each word. In [14], an index vector consisted of 1, 800 elements with
several randomly placed nonzero elements {-1, +1}. The semantic vectors of words have
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the same dimensionality as index vectors. Initially, they are empty. Every time the word
occurs in a document the index vector of the document is added to the semantic vector.
Thus, in its original form RI uses only two VSAs components: random representations
and the bundling operation. In the synonym test RI showed performance similar to
LSA. However, the advantage of RI over LSA is that it avoids usage of Singular-Value
Decomposition for the reduction of dimensionality of the semantic vectors; additionally,
the dimensionality of a context matrix depends only on the size of a vocabulary. RI can
also be applied in the case when a context window is used instead of the whole document.
In [52] Random Indexing was studied using TASA corpus and TOEFL synonym test. In
the experiments both the dimensionality of vectors (N=1, 000-100, 000) and number of
nonzero elements (M = 2 − 60) were varied.

Context Vectors, an approach similar to RI, was described in [53] by Gallant. The
process of Context Vectors generation is different, but also uses random vectors as initial
points in a representational space. Both approaches are able to fulfill similar goals: cap-
turing semantic similarity among words; fast querying of constituent objects; automatic
generation of representations from an unlabeled corpus; suitability of representations for
traditional learning algorithms. Notably Gallant emphasized a need for a Grand Unified
Representation which would be able to represent syntax, discourse and logic.

Note that representations created by RI are numeric vectors. In order to use them,
for example for APNNs [47] structures, binarization is required. Misuno et al. [54]
proposed using thresholds to create binary or ternary representations; the density of
vectors can be maintained by adjusting thresholds. Different representational schemes
were compared upon their ability to represent semantic similarity of words. Several
metrics for similarity calculation were considered: Jaccard similarity, mutual information,
Euclidean distance, Manhattan distance, etc. Representations of words were created
using TASA, BNC, and Altavista corpora for training. A number of experiments such
as: TOEFL synonym test, ESL synonym test, automatic text translation, etc. were
performed. One of the conclusions was that there are parameters for semantic vectors
which result in binary semantic vectors which perform similarly to numeric semantic
vectors; however, the performance of binary vectors was slightly less than that of ternary
vectors.

It was shown in [55] that distributed representations created with RI can be used for
efficient automatic text search and classification, for example, the return of most relevant
texts for a query. It is achieved through a combination of classification algorithms and
distributed representations of words. Experiments in [55] were performed with SVM,
kNN, and perceptron algorithms. The classification task was demonstrated on Reuters-
21578 corpus. The highest accuracy was demonstrated for SVM classifier. For the task
of text search biomedical corpus MEDLARS was used. RI accuracy was between the
highest results for different vector models.

The problem of automatic text search with distributed representations was further
elaborated in [56]. The prototype of the search engine was proposed. Four main steps
include: corpus indexing, matrix formation, semantic vectors formation and search of
texts. MEDLARS, Cranfield, TASA, and Time Magazine corpora were used in experi-
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ments. The average accuracy of text search based on semantic vectors formed by RI can
reach 70%. It was confirmed that discrete semantic vectors demonstrate performance
similar to representations with real numbers.

Investigations on text classification with distributed representations were continued
in [57, 58]. Experiments for different types of data were performed; in particular numeric
vectors, text and images were considered. Numerical vectors were studied in tasks with
nonlinear classes, e.g., for Elena dataset. Vectors were encoded using RNC and Prager
schemes (see [59] for the detailed description) using a variety of parameters. Distributed
representations of vectors served as input data for classification algorithms: SVM with
different kernels, perceptron. Distributed representations of words were tested on the
Reuters-21578 corpus using SVM, and distributed representations of images were used to
classify the MNIST database. Authors concluded that using distributed representations
reduced computational expenses while maintaining high classification accuracy.

The original RI method was designed to treat only one-dimensional data (sequences or
vectors); its generalization to multidimensional arrays (matrices and higher-order arrays)
called N -way RI is presented in [60]. It allows approximating higher-order statistical re-
lationships in multidimensional data. The work compared N -way RI with PCA on the
simulated data as well as with the original RI on TASA corpora. Also the original RI
method includes the contexts in which focus word appears, but it does not include order of
words into their distributed representations. However, the inclusion of order information
may implicitly represent the grammatical role of a word, and, thus, reinforce the dis-
tributed representation. The possibility of inclusion of word order into semantic vectors
using HRRs by means of circular convolution was shown in [61] by Jones and Mewhort.
Inspired by a method in [61] Sahlgren, Holst, and Kanerva in [62] proposed encoding the
order of words into RI by forming semantic representations using permutations of vector
coordinates. In other words, another VSAs operation – permutation – was introduced
to RI. The advantage of the permutation (denoted as Π) based approach is its compu-
tational simplicity compared to circular convolution. The permuted vector Πa becomes
quasi orthogonal to the original version a. The permutation is invertible, i.e., the original
vector can be recovered with the inverse permutation (denoted as Π−1 ) as Π−1Πa. The
principle of encoding order information in RI with permutations can be exemplified with
a simple sentence: “a dog bit the mailman”. For example, if the word “dog” is in the focus
the order information is encoded as: 〈dog〉 = Π−1a + 0 + Πbit + Π2the + Π3mailman,
where Πn means that the index vector of a word is permuted n times. Thus, the order
of permutation of the index vector indicates how far it is from the focus word, e.g., in
the example “dog” is immediately followed by “bit”, hence the permutation is applied
only once to bit. RI with permutations encoding allows retrieving frequent neighbors of
a word using its semantic vector. In the proposed approach, the order can be included in
two ways. The first modification includes only words occurring before and after the focus
word. This modification is called direction vectors. The second modification called order
vectors includes all order information inside the processing window as in the example
above. In the experiments RI semantic vectors, direction vectors, and order vectors were
constructed from the TASA corpus. The accuracy of methods was tested for a TOEFL
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synonym test. The results showed that direction vectors achieved 80% correct answers
on the test. It is a significant improvement in comparison to the performance of RI se-
mantic vectors. Thus, the authors concluded that the permutation of vector coordinates
is a viable method for encoding order information in a word space.

In [63] the authors compared two approaches of order encoding for semantic vectors,
namely random permutations based (denoted as RPM) as in [62] and circular convolution
based as in [61] (denoted as BEAGLE). The encoding of word order is an attempt to
improve the “bag of words” approach which is often criticized for its disregard of word-
order information. Simulations showed that the storage capacity and the probability of
the correct decoding are similar for both approaches, but the storage capacity of RPM
drops off slower as the dimensionality is reduced. Another experiment assessed two
versions of BEAGLE (originally with circular convolution and then modified with random
permutations) on a set of semantic tasks using a Wikipedia corpus for the formation of
semantic vectors. Both approaches showed similar performance on a random subset of the
corpus. Note, however, that the permutation operation features smaller computational
complexity than circular convolution. Therefore, only the modified version of BEAGLE
was able to process the whole corpus showing the advantage of random permutations
to scale to large text corpora. The usage of the whole corpus significantly improved
performance. In the last part, the BEAGLE method was compared to RPM [62] showing
similar performance on the small corpus. The two approaches were further compared
in [64] confirming the results in [63]. The new experiments proved the feasibility of
using non-unique replacements (units that are mapped to other units arbitrarily) in
random permutations. There were no significant differences in performance of the two
modifications. This result increased the neurological plausibility of the encoding with
random permutations. Thus, based on the results the authors concluded that random
permutations are a promising and scalable alternative to circular convolution.

When it comes to software libraries for Word Embedding with random distributed
representations, work [65] described the open source implementation of a system forming
a distributed semantic model from a corpus of text. The model is based on RI. Authors
refer to the encoding used in the RI as random projections. One of the main motivations
for using random projection is its scalability to large corpora. The name of the package
is “Semantic Vectors”. Work [66] further elaborated on its description and usage in such
domains as medical informatics, knowledge discovery, analysis of scientific articles, and
biblical scholarship. In particular, the paper concisely described new successful results
thanks to the package at that time: literature-based discovery, technology management,
and scientific article analysis. The package was further augmented with different types
of VSAs including real, complex, and binary as coordinates for semantic vectors and the
corresponding operations [67]. It allows easily comparing all implementations for vector
representations.
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3.2 Pattern recognition with VSAs

3.2.1 Modeling of statistical dependencies in sequences
In [68] Räsänen and Kakouros applied the principles of VSAs for modeling of statistical
dependencies in multivariate discrete sequences. The proposed approach called hyperdi-
mensional computing based predictor (HDCP) is able to treat several discrete sequences
in parallel. The main objective of the approach is to predict the future states of streams
of sequences given the history of the previous states in streams. The HDCP encodes
the current and preceding states (up to the specified lag value, m) of all parallel input
streams into a single HD vector called the context vector. Note that it is assumed that
every stream is in time and has a finite alphabet of states. The HDCP represents every
state by a random dense HD vector of +1s and -1s. Random vectors are also assigned
to encode the relative temporal positions (from 0 to m) in streams. Thus the binding
between the state representation and the representation of position in the stream forms
a unique vector for the given discrete state and the temporal delay. In other words,
the binding is used to encode the temporal structure of the states. The HDCP creates
a single context HD vector by bundling bound vectors across time and across modali-
ties. The HDCP, however, uses a weighted bundling operation, where the coefficient for
each component is determined by the mutual dependencies between the inputs. For the
estimation of these coefficients for the given input streams, a mutual-information (MI)
function is used (see Section II in [68]). Thus, the result of the weighted bundling rep-
resents the current cross-modal and temporal context in a single context vector. During
the training of the HDCP the context vector is used to update a model of the next state
in the training data. The prototype model vector is updated by summing up the current
vector predicting the state with a newly observed context vector which leads to this state.
The learned vectors are used in the prediction stage. During the prediction, the HDCP
estimates the similarity between the current context vector and vectors in the learned
model. The prediction is the state whose vector is the most similar to the current context
vector. In other words, calculated similarities estimate the probability distribution of the
forthcoming states from the currently observed states across the streams. The HDCP
approach was tested in an activity recognition task with data from several body sensors
using the Palantir Context Data Library. The demonstrated performance of the approach
improves accuracy compare to the previously documented baseline for the task. Also,
by using the MI coefficients the HDCP automatically accounts for the varying reliabil-
ity of different input streams at different temporal delays. In other words, the streams’
states are utilized only if they have predictive power for the presently predicted state.
Moreover, with the availability of new data the prediction model could be learned and
updated on the fly.

Further work by Räsänen and Saarinen in [69] provides a detailed study of the pre-
diction of the next state for the case of a single discrete stream. The approach proposed
in [69] is similar to the one in [68] for the case of a single stream. However, in [69]
instead of dense HD vectors the authors use sparse HD vectors with ternary elements
{-1; 0; 1}. The sparseness of the approach was inspired by RI [14]. The density of
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the non-zero elements was set to 5% of vector’s dimensionality. The approach is called
sparse distributed predictor (SDP), due to the sparse HD vectors it uses. When the SDP
builds the context vector for the currently observed sequence a weighted bundling is also
applied, where the coefficients for different temporal delays are calculated using MI. The
process of building the prediction model of each possible state in the stream is the same
as in [68], which is also similar to RI [14]. The prediction of the SDP is the state whose
prototype model vector has the highest similarity with the current context vector. Note
that prototype model vectors can be normalized in two ways: columnwise and rowwise.
The performance of the SDP is shown using predictions from real-life mobile phone user
data. The user data includes music playback logs, application launch logs and, sequences
of GPS locations. The results of experiments show that SDP outperforms N -grams and
mixed-order Markov models in terms of unweighted average recall. The accuracy for
weighted average recall is comparable with a mixed-order Markov chain. The training of
the SDP, however, is incremental, i.e., it does not require many iterations allowing near
real-time online learning and, therefore, can be applied in resource constrained devices.
As concluded by the authors in [69] the major limitation of SDP is that it only learns
an approximation of Markov processes up to some finite order using episodic descrip-
tions of the sequences. Therefore, the approach fails in capturing complex long-distance
regularities, such as those present in embedded grammars.

3.2.2 Encoding of continuous valued data

In [70] Räsänen proposed an encoding scheme for transforming continuous valued feature
vectors into distributed representations (i.e., HD vectors). Most of the work in the area
of VSAs considered only discrete categorical data. Therefore, the problem of mapping
of continuous-valued data into a high-dimensional space is important for applying VSAs
in a broader class of real world problems with sensory data. The mapping function
from low-dimensional space into a high-dimensional space should satisfy the following
requirements [70]: local similarities between input vectors must be approximately main-
tained, enabling generalization towards new input tokens; distant inputs should be coded
with quasi orthogonal HD vectors; a continuous distance metric between original vectors
should be also continuous and smooth in the high-dimensional space; the local/distant
trade-off in the previous requirements should be controllable. The requirement for main-
taining relative distance can be accomplished by a linear expansion of the original feature
vector onto a binary random projection matrix {-1; +1}. However, one matrix cannot
satisfy the requirement on orthogonality of distant vectors. Thus, Räsänen proposed to
deterministically encode the original vector by projecting it onto several random matrixes.
The distributed representation is a weighted linear combination of these projections. The
weight coefficient for every matrix controls the rate of change from one projection to an-
other and it is determined by the original feature vector itself (see equation (4) in [70]).
This encoding scheme is called Self-regulated Weighted Accumulation of Random Projec-
tions (S-WARP). S-WARP was applied in a spoken word recognition task; the task was
to classify a spoken word from a small vocabulary of 79 words using the CAREGIVER
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Y2 UK corpus as a source of data. The results showed that S-WARP’s performance is
comparable to a Gaussian mixture-based continuous-density hidden-Markov model.

3.2.3 Processing of discrete sequences
It was shown in [71] how to embed statistics of letter N -grams using VSAs. The method
is peculiar because it uses all three VSAs operations. First, a random HD vector is
assigned to each unique symbol. A position of the symbol in an N -gram is encoded
with the help of the corresponding permutation. A single HD vector for the N -gram
is created via the consecutive binding of permuted HD vectors representing symbols
in each position of the N -gram. Finally, N -gram statistics is collected by bundling
all observed N -grams together. The method has demonstrated promising results for
the identification of the language of text samples. The distributed representation of a
language was formed from N -grams encountered in training texts. For each language, the
prototypical HD vector was precomputed in advance using the same method on large text
corpora. Then the representation constructed for a current text sample was compared
with all prototypical language vectors. The prototypical HD vector with the highest
similarity score (the cosine measure) indicated the most likely language for the current
sample. The method was tested for 21 different languages using Project Gutenberg Hart
and Wortschatz Corpora achieving up to 97.8% accuracy when using trigrams and 10, 000
dimensional HD vectors. The same method was further applied in [72] for classification of
news articles into one of eight predefined categories. Pentagrams of letters were used for
the encoding of articles into their distributed representations. HD vectors representing
news categories were formed using labeled data. In particular, Reuters newswire dataset
including 5500 documents for the training and 2200 documents for the performance
assessment was used. The method achieved 94% classification accuracy surpassing other
machine learning methods used for the benchmarking.

Another application of VSAs to symbolic sequences has been shown in [73]. The work
used sparse VSAs framework from [74] for storing statistics of occurrence of symbols in a
distributed associative memory. The statistics is useful, for example, in on-line learning
applications when a system continues learning with incoming data. In the considered
show-case incoming data was a string of letters, e.g., a text. Symbols were represented as
HD vectors and stored in Willshaw associative memory. The estimation of statistics can
be implemented in several ways using either hardware counters or representing counters
as HD vectors and storing them in the associative memory. Both approaches can be
modified with stochastic (approximate) counters, which allow reducing the size of memory
cells. The experiments with strings of letters showed that all types of counters provide
accurate statistics estimations. However, representing counters as HD vectors required
smaller number of bits per memory element.

3.2.4 Classification of biomedical signals
The application of VSAs in biomedical engineering domain is still a rather new research
area, where a small number of studies have been performed. In [75] VSAs were applied
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to the task of hand gesture recognition using electromyography (EMG) signals. The
encoding approach was similar to the one presented in [76]. The results demonstrated
that VSAs with dense bipolar HD vectors surpass the-state-of-the-art classifier [77] based
on Support Vector Machines both in terms of the average recognition accuracy and the
required amount of training data. A similar approach has been also explored for the
classification of EEG error-related potentials [78].

3.3 VSAs for visual scene analysis
This is the newest and the least explored application area of VSAs. This section sum-
marizes four recent works which explored different aspects of VSAs for processing visual
data. Interestingly, all works seem to be done independently without referencing each
other. Thus, this section is the first attempt to overview this application domain for
VSAs.

It was demonstrated in [79, 80] how to use VSAs in order to represent the structured
combination of features/relations that have been detected by a perceptual circuitry from
a visual scene. The architecture allows applying the existing representations to novel
structures. The architecture was showcased through the functional imitation of concept
learning in honey bees. Data from real-world experiments with honey bees was used
for benchmarking. It was demonstrated that the architecture features a similar learning
curve and accuracy of generalization to that observed for the living bees.

Work [81] presents a trainable architecture, which uses VSAs for Visual Question
Answering (VQA). VQA is defined as a task where an intelligent agent should answer a
question about a given image. The architecture includes two parts. The first part maps
the image to an HD vector describing the image using artificial neural network. The
second part, defines the item memory of atomic HD vectors as well as representations of
questions in the form of VSAs operations along with their evaluation conditions in terms
of cosine similarity thresholds. The architecture in [81] differs from the state-of-the-art
solutions, which usually include the combination of a recurrent neural network (handles
questions and provides answers) and a convolutional neural network (handles images).
The considered architecture uses only one feed-forward neural network, which takes an
image and returns the associated HD vector characterizing the image. The network was
trained on a simple VQA task and a simple dataset of images, which have already had
HD vectors, associated with them. The network was trained with the gradient descent
taking error functional from five predefined questions. It was shown that the network
successfully produces HD vectors for new unseen images. The five considered questions
were answered using the produced HD vectors with 100% accuracy. On new previously
unseen questions the architecture demonstrated accuracy in the range 60-72%.

Another application of VSAs for representation and reasoning on visual scenes has
been presented in [82]. The method represents images in a form of HD vectors using
complex HRRs [4]. It is interesting that the paper introduced a way to map continuous
positions in an image to complex HD vectors such that the spatial relationship between
HD vectors are preserved. The approach was demonstrated using images with several
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handwritten digits in them. The digits and their positions were identified using artificial
neural networks with an attention mechanism. Then the identified information was used
to create a single complex HD vector describing the scene. Such scene vectors can be
used to answer relational queries like “which digit is below a 2 and to the left of a 1?”.
The approach was also demonstrated to solve a simple navigation problem in a maze.

Yet another application when it comes to images of natural objects (e.g., bird, horse,
automobile, etc.) is analogy-based reasoning as demonstrated in [83]. This work takes
an image representing a particular concept, e.g., a bird. An image is, first, fed to a con-
volutional neural network. Then the extracted feature vector is binarized and expanded
to an HD vector using cellular automata computations (see Section 4.1.3 for the method
description). Several (50 in [83]) such binary HD vectors (e.g., for images of different
birds) are bundled together to form a representation of a concept. The representations of
concepts are used to form some statements using VSAs operations. In other words, they
can be used for symbolic processing. For example, inspired by the well-known example
of “What is the Dollar of Mexico?” [30] it was shown that one could perform queries
on a similar from “What is the Automobile of Air?” but using HD vectors formed from
the images. The system demonstrated high accuracy (98%) correctly making analogy on
new previously unseen images of automobiles.

3.4 Cognitive models with VSAs
Perhaps not surprisingly, VSAs have been used as an important component of biologi-
cally inspired cognitive architectures. The most successful example of such architecture
using VSAs is called “Spaun” for Semantic Pointer Architecture Unified Network (see
its overview in [16]). Spaun is a large spiking neural network (2.5 million neurons).
Spaun uses HRRs for data representation and manipulation. It has an “arm” for draw-
ing its outputs as well as “eyes” for sensing inputs in the form of images (handwritten or
typed characters). Spaun has been demonstrated to succeed in eight different cognitive
tasks, which require different behaviors, without modifying the model. The tasks used to
demonstrate the capabilities of Spaun are: copy drawing of handwritten digits, handwrit-
ten digit recognition, reinforcement learning on a three-armed bandit task, serial working
memory, counting of digits, question answering given a list of handwritten digits, rapid
variable creation, and fluid syntactic or semantic reasoning.

Another interesting relation between VSAs and another well-known architecture called
Hierarchical Temporal Memory (HTM) was presented in [84]. The work shows how HTM
can be trained in its usual sequential manner to support basic VSAs operations: binding
and bundling on sparse distributed representations, which are natively used by HTM.
Despite that this paper does not discuss permutations it is likely that it also could be
implemented in HTM then HTM could be seen as another VSAs framework, which also
has a learning engine in its core.
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Chapter 4

Summary of Research
Contributions

“Ever tried. Ever failed. No matter. Try Again. Fail
again. Fail better.”

Samuel Beckett

This chapter provides an overview of the results described in details in the papers
included in the second part of the thesis.

4.1 Mappings data to a high-dimensional space

4.1.1 Paper A: Holographic Graph Neuron: A Bio-Inspired Ar-
chitecture for Pattern Processing

This paper presents contributions in two domains: Organization of associative memory,
and properties of BSCs. In the first area, the paper introduces a mapping technique,
called Holographic Graph Neuron (HoloGN), for one-shot pattern learning, which is
inspired by Hierarchical Graph Neuron’s (HGN) [85] flexible input encoding abstraction
and the strong reasoning capabilities of the VSAs. In the second area, the paper extends
understanding of the performance proprieties of distributed representations.

HoloGN has its roots and inspiration in two specific models of the distributed associa-
tive memory: Sparse Distributed Memory (SDM) [86] and Hierarchical Graph Neuron.
SDM is a mathematical model of human long-term memory, which is used for storing
and retrieving large amounts (in the order of 21000 bits) of information. HGN can be
classified as a distributed associative memory in the sense that it models a stimulus as a
graph of activities of multiple elementary units (neurons).

An important issue in HGN is the resource requirement overhead, specifically with
regard to the number of processing units required. This paper proposes a holographic
approach, which (1) borrows the abstraction of the Graph Neuron (GN); and (2) enables
a flat GN array to operate with higher level of accuracy and comparable recall time

41
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Figure 4.1: A high level illustration of the HoloGN: Representation of the Hierarchical
Graph Neuron using VSAs; where the letters depict: R - red; G - green; B - blue; M -
magenta; Y - yellow.

to that of HGN, without the need for a complex topology and additional nodes. The
high-level logic of the proposed solution is presented in Figure 4.1, which illustrates
the ideas of both approaches. On the left HGN creates the representation of a pattern
through communication indices of the activated GN-units between neighbors. Thus,
on the highest level HGN forms a representation of the whole pattern (illustrated with
mixed colors in the figure). In contrast, on the right HoloGN achieves a similar result
by mapping each GN-unit and the combination of their particular activations into a
distributed representation.

In the following example the accuracy of the HoloGN recall was compared to the
performance of the original HGN approach. For the sake of fair comparison the 7 by 5
pixels letters of the Roman alphabet (as in [85]) were used. In the memorization phase a
set of noise-free images of letters was presented to both approaches. In the recall phase
images of the same letters distorted with different levels of random distortions (between
1 bit corresponding to a distortion of 2.9% of the pattern’s size and 5 bits equivalent to
14.3% distortion) were presented to the approaches for recall. In the case of HoloGN the
pattern with the lowest normalized Hamming distance to the presented distorted pattern
was returned as the output.

Figure 4.2 presents the results of the accuracy comparison between the recall results
for the HoloGN approach and the reference HGN approach. To obtain the results 1,
000 distorted images of each letter for every level of distortion were presented for recall.
The charts show the percentage of the correct recall output. The analysis shows that
the performance of the HoloGN-based associative memory at least matches that of the
original approach. However, in certain characters the recall is inferior to other letters.
For example, the accuracy of the character “O” recognition is persistently lower than
other letters. This is due its similarity to several other characters. In particular, when
recalling “O” distorted by 5 bits HoloGN recall scoring is “C” - 5.2%, “D” - 11.4%, “G”
- 11.9%, “Q” - 5.1%. In the simulations the average accuracy of HoloGN when recalling
patterns is 51.7% higher than the accuracy of HGN.

There is a class of pattern recognition applications which requires an understanding
of the details of the recall results. For example, when a recall returns several possi-
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Figure 4.2: Results from testing black and white images of letters using recall patterns
with distortions ranging from 1 bit (2.9%) to 5 bits (14.3%).

Figure 4.3: The normalized Hamming dis-
tance between two resulting vectors against
number of components in common. The
number of atomic vectors is the same.

Figure 4.4: Minimal number of common
components which are decodable between
two patterns of the same size against the
size of patterns, d = 10000, thr = 10−6.

ble patterns of given recall accuracy, the task would be to understand the overlapping
elements. Given the rather conservative limits on the number of robustly decodable
elements in a distributed representation it is important that the proposed HoloGN ar-
chitecture can estimate the similarity between different patterns without decoding them.
It is shown that the Hamming distance can act as a quantitative metric of the similarity
via direct comparison of distributed representations, without the need for decoding those
representations.
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Figure 4.3 shows the normalized Hamming distances between two resulting vectors
for different numbers of overlapping vectors. The results show that the larger the number
of common elements, the smaller the normalized Hamming distance between resulting
vectors. This method opens a way towards constructing and analyzing patterns far be-
yond VSA’s robustly decodable capacity. The problem with practical application of this
method, however, comes with the rapid convergence of the normalized Hamming distance
indicator to 0.5, making the difference between analyzable patterns indistinguishable as
illustrated in Figure 4.3. For example, for HoloGN representations of patterns with 15 el-
ements, sub-patterns of 3 overlapped elements are robustly detected, while patterns with
fewer overlapped elements are indistinguishable. Thus, the minimal number of overlapped
elements in two patterns which can be robustly detected using the normalized Hamming
distance indicator is called the bundle’s sensitivity. Figure 4.4 demonstrates the develop-
ment of the sensitivity threshold with the number of elements in the compared patterns.
The results show that the number of components for robust detection grows linearly with
the size of the pattern. Patterns with more than 500 elements should contain at least
14% overlapped elements to be robustly detected by the proposed method.
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4.1.2 Paper B: Classification and Recall with Binary Hyper-
dimensional Computing: Trade-offs in Choice of Density
and Mapping Characteristics

This paper discusses trade-offs of selecting parameters of binary distributed representa-
tions when applied to pattern recognition tasks. Particular design choices include density
of representations, and strategies for mapping data from the original representation. It
is demonstrated that for the considered pattern recognition tasks (using synthetic and
real-world data) both sparse and dense representations behave nearly identically.

Figure 4.5: Four schemes for mapping real numbers into HD vectors. During the exper-
iments the dimensionality of HD vectors was fixed to N = 10, 000. Density of ones p1
varied between 0.1 and 0.5 with step 0.1. Note that for all 4 panels the similarity value is
the normalized dot product of the representation of each signal level with the HD vector
for 0mV. Also the normalized dot products for the non-identical pairs in the “orthogonal
mapping” panel are the dot products corresponding to maximum dissimilarity (vectors
are quasi orthogonal) and are, therefore, the values that the linear mappings tend to (by
design).

There are several approaches to mapping of features’ values from the original rep-
resentation space into the high-dimensional space. This paper considers four different
mappings: “orthogonal mapping”, “linear mapping”, approximate “linear mapping”, and
approximate “nonlinear mapping”. In the orthogonal mapping each level is simply as-
signed with a unique HD vector, which is randomly chosen initially, but fixed over the
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life of the system. The linear mapping [75, 87] preserves “linear similarity” between HD
vectors corresponding to different levels of a feature. Approximate linear mapping [88]
does not guarantee ideal linear characteristic of the mapping, but the overall decay of
similarity between feature levels will be approximately linear. In contrast to the ideal
linear mapping values of similarity between neighboring levels could slightly vary. The
decreasing similarity between HD vectors is not necessarily a linear function. In the
approximate nonlinear mapping method described in [88], the similarity between HD
vectors decays (approximately) as a bell-like curve.

Figure 4.5 illustrates similarity decay for all considered mapping methods when the
feature is a voltage signal level. The value range is between 0 mV and 20 mV (denoted
as “Number of signal levels” in the figure). Five different densities of HD vectors ranging
from 0.1 to 0.5 are considered. The signal is quantized into 21 levels (integers from 0 to
20). The similarity decay is characterized by the dot product between the HD vector for
the first level (0 mV) and all 21 HD vectors. Dot products were normalized by the number
of ones (Np1). For all mapping methods normalized dot product for the first level is 1
because in this case the dot product is calculated for the same HD vectors. Normalized
dot products for other levels in the orthogonal mapping are the same and approximately
equals p1. All other mappings demonstrate a smooth decay. The approximate linear
mapping behaves very similar to the ideal linear mapping. It is also clear that for the
same number of inverted elements dot product for the nonlinear mapping decays slower
than for the linear mappings.

Below we evaluate the performance of binary HD vectors and the orthogonal mapping
in a classification task. The effect of density on the classification accuracy is demonstrated
for the synthetic show-case scenario of black and white 7x5 images (the same as in Paper
A, see the previous Section).

Figure 4.6: The average recall accuracy of black and white images of letters using the
bundling by the majority rule or the CDT procedure against varying density of ones in
HD vectors for three distortions levels: 1 bit (2.9%), 3 bits (8.6%), and 5 bits (14.3%).
Dimensionality of HD vectors was set to 100; 1, 000; 10, 000; 100, 000; and 1, 000,
000 elements. The results were averaged across 1, 000 runs. Due to a large number of
simulations (103) confidence intervals for 95% are narrow and indistinguishable from the
mean values.
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In the learning phase a set of noise-free images of letters (see [89]) was represented
by HD vectors with different densities. All twenty six letters were mapped to HD vectors
and stored in the memory. Thus, at the end of the letters’ mapping procedure twenty
six HD vectors were created and stored in the list of memorized patterns.

In the recall phase, images of the same letters distorted with three different levels of
random distortions: 1 bit corresponding to a distortion of 2.9% of the pattern’s size, 3
bits equivalent to 8.6% distortion, and 5 bits (14.3% distortion) were presented to the
methods for the recall. In the case of the dense HD vectors the pattern with the lowest
normalized Hamming distance to the representation of the presented distorted pattern
was returned as the output. In the case of the sparse HD vectors the pattern with the
highest dot product to the representation of the presented distorted pattern was returned
as the output.

Figure 4.6 presents the average recall accuracy against varying density of ones in HD
vectors. The density varied between 0.01 and 0.5 with step 0.01. Dimensionality of HD
vectors was changed with factor of 10: 100; 1, 000; 10, 000; 100, 000; and 1, 000, 000.
Each panel in the figure corresponds to a particular level of distortion. Distributed
representations of images were done via either majority rule or CDT procedure. All
curves are characteristic in a sense that the CDT procedure shows the best performance
for low values of density while the majority rule features the opposite behavior. At
the same time, the best performances of both approaches match each other for each
distortion level. When the dimensionality of HD vectors is low (N = 100) there is a
clear peak in accuracy for the CDT procedure. In this case, the peak is due to the fact
that at low densities (e.g., p1 = 0.01) HD vectors with almost no ones can be generated.
This phenomenon does not appear at high dimensionalities (N = 10, 000 and above).
Another observation regarding the effect of dimensionality of HD vectors is that there is
a large improvement in accuracy when going from N = 100 to N = 1, 000 while going
from N = 1, 000 to N = 10, 000 and above there is only a small improvement for 5 bits
distortion. Thus, the dimensionality is important, but only up to a certain point beyond
which increased dimensionality does not affect the accuracy.
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4.1.3 Paper C: Modality Classification of Medical Images with
Distributed Representations based on Cellular Automata
Reservoir Computing

This paper presents the classification of modalities of medical images based on the usage
of principles of VSAs enhanced with cellular automata (CA) computation. Accurate clas-
sification of modalities of medical images is required for efficient content-based retrieval.
The proposed classifier is based on the principles of VSAs [10] in combination with the
usage of CA computation for feature projection [90].

Figure 4.7: Projection of the binarized feature vector to a high-dimensional space.

The essence of the method is presented in Figure 4.7. First, the input vector of
conventional features (real valued) is binarized according to a chosen strategy. In this
study, the conventional features are formed using the Bag of Visual Words (BOVW)
procedure, which takes as an input from the result of processing a raw image by an
ensemble descriptor of Scale-Invariant Feature Transform with Local Binary Patterns.
Next, a specific CA rule has to be chosen (e.g., rule 90 or rule 110) for the reservoir. The
chosen rule is used during both training and testing phases. The input dimension of the
CA’s grid (the size of rows in Figure 4.7 denoted as L) equals the number of dimensions
in the binarized input data. The time dimension (sizes of columns in Figure 4.7) is the
number of computing steps the CA performs (this is an adjustable parameter of the
method further denoted as I). The projection happens during several iterations of CA
computations for a given input. On each iteration the elements of the binarized input
data vector are randomly permuted and used as the activation of the first layer of the CA’s
grid. The number of iterations is also an adjustable parameter of the method (denoted as
R). Once the binarized and permuted input is presented to the automaton’s first layer,
the CA performs I computational steps and the time-space state of the automaton is
recorded. The time-space state is a concatenation of all rows of the CA after it finished
its execution. If, for example, the input dimension of the CA is L = 100 and it runs
for I = 10 steps then the space-time state of the CA is a L × I = 100 × 10 = 1, 000
dimensional binary HD vector. After each iteration with the new permutation of the
input data, the space-time state of the CA is concatenated into a global space-time
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vector (called a reservoir state). That is if the system performs R = 50 iterations on
the same binary vector of input features, the result of the projection procedure will be a
L × I × R = 100 × 10 × 50 = 50, 000 dimensional HD vector.

The classifier is based on the notion of a class prototype. The class prototype is a
distributed representation of the entire class, which resembles significant similarity to all
its exemplars. The classifier will form as many class prototypes as the target number
of medical image modalities. The prototype for a given class is computed out of all
presented examples of this class during the training phase. The prototype is computed
by bundling all reservoir states (i.e., L × I × R dimensional HD vectors) of the initial
feature vectors. In the operating phase the predicted modality is determined by the
protype with the lowest Hamming distance to the query vector.

Figure 4.8: Results of benchmarking the classification accuracy of the proposed method
(denoted as CAHC) with the best considered traditional methods. The size of a prototype
of each class was L × I × R = 1536 × 20 × 20 = 614, 400 or 75 kB.

The performance of the proposed prototype-based classifier is assessed using the IM-
AGE CLEF2012 [91] dataset and collections from the web. The classifiers used for
benchmarking were Bagging with and without surrogate splits (BOVW) and Convolu-
tional Neural Networks (CNN) with automatically extracted features. The best average
accuracy was achieved by the BOVW classifier (84%), CNNs has achieved 78%. Figure
4.8 places the accuracy results of the proposed method for 100 simulation runs in the
scope of BOVW and CNN classifiers. The performance of the proposed method varies
due to random permutations of the initial data onto CA’s grid. It is clear that the stan-
dard deviation of the variation is small, which means that the proposed method provides
stable results. The main observation, however, is that the method performs on par with
the conventional classifiers.
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4.1.4 Paper D: No Two Brains Are Alike: Cloning a Hyperdi-
mensional Associative Memory Using Cellular Automata
Computations

This paper suggests an architecture for mapping a content of the trained associative
memory built using principles of the dense binary VSAs (BSCs) into a new and quasi
orthogonal basis of atomic symbols. This is done with the help of computations on CA.
From the cybersecurity perspective, the challenge associated with the replication of the
content is that while the two copies must be functionally identical, it is safer if they are
based on unique internal representations.

The mapping is done with CA computations where rule 90 of CA is chosen as it
possesses several properties highly relevant for achieving the objectives of the considered
mapping task. In particular, three following properties of CA rule 90 are utilized:

1. Random projection;
2. Preservation of the binding operation;
3. Preservation of the cyclic shift.
The VSA-based memory is normally structured in two parts: the item memory and

a compositional memory. The item memory normally contains atomic HD vectors and
is usually used for detailed analysis of VSAs compositional representations. In the scope
of this paper, we also insert results of binding and permutation operations generated
during system’s operation. Thus, the HD vectors stored in the item memory serve as
components for all other HD vectors in the system. An example of a small item memory
is presented in the left part of Figure 4.9.

The second part of the memory is the compositional memory (see the central part
of Figure 4.9). In terms of symbolic systems, a compositional memory will contain
meaningful transformations of the atomic symbols and their bindings and permutations.
The symbols in this memory are formed by bundling several components from the item
memory.

Figure 4.9: Recomputing compositional HD vectors using connection matrices and
mapped atomic HD vectors.

The challenge with the replication of the VSA-based memory into a new unique basis
comes from the fact that CA rule 90 does not preserve the bundling operation. That is
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the result of the evolution of the bundled HD vector (e.g., computed as the majority rule
of several atomic HD vectors) becomes dissimilar to its CA-evolved components. That
is why an additional architectural solution is needed. The core of the proposed memory
cloning pipeline is the mechanism for describing relationships between HD vectors from
the item memory, which results in the items of the compositional memory. The most
straightforward way to describe such relationships is to introduce a relation matrix. This
matrix simply marks which items are included in the composition representations. The
idea is illustrated in Figure 4.9. In the left part of the figure the arrows show the
contribution of each HD vector from the item memory to the particular compositional
HD vector. The table on the right is the relation matrix representing these relationships
in the binary form. Note, that compositional structures are also valid symbols to be used
in other VSA-compositions. This is depicted by the lighter arrow originating and ending
up in the compositional VSA memory.

Figure 4.10: Mapping the first part of the memory with two steps of cellular automata
computations.

Now, given the mechanism for describing the relationships between VSA-based mem-
ory (see Figure 4.9) the process for the replication of the entire memory into a new unique
random basis is straightforward and consists of two steps:

1. Mapping of the content of the entire item memory to a quasi orthogonal basis with
the help of CA rule 90 computations. This is illustrated in Figure 4.10.

2. Replicating the compositional memory (e.g., with the help of the relation matrix
as in Figure 4.9) for new values of items in the mapped item memory.

As the result of the memory replication procedure, a new memory of HD vectors is
created. All entries of this new memory are dissimilar to all entries of the original memory,
however, the relations between atomic items and within the compositional memory are
identical.

It is important to note that each step of CA90 computations produces a new mapping
dissimilar to all other mappings. In other words, multiple replicas with a random unique
basis can be produced by repeating the replication procedure for a different number of
CA90 execution steps.
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4.1.5 Paper E: A Hyperdimensional Computing Framework for
Feature-based Similarity Analysis of Heart Rate Responses
during Deep Breathing

This paper explores VSAs principles for similarity analysis of signals. In particular, BSCs
are applied to biomedical signals: heart rate (HRV) and respiration (RESP). The need for
comparing these signals emerges in the scope of a deep breathing (DB) test for assessing
autonomic function. The test is rather simple. During one minute, a subject takes six
paced deep breaths. Both HRV and RESP signals are recorded during the DB test.
Normally, the autonomic function is scored using the overall variability in the recorded
HRV signal. A deep breathing index (DBI) is used to quantify the overall variability. The
DBI is the average of the heart rate difference during each 10 seconds breathing cycle. It
is important to note that DBI assumes that RESP and HRV signals are synchronized with
each other. In other words, the actual pattern of the heart rate fluctuations is ignored
by DBI. This assumption may cause issues. For example, there are subjects featuring
subtle arrhythmias during the DB. In such cases, the DBI is not an adequate measure
for evaluating autonomic function. In order to identify such situations, we propose to
explore methods capable of analyzing cardiorespiratory synchronization. In particular,
the paper studies similarity between HRV and RESP using feature-based analysis with
VSAs. The analysis is based on HRV and RESP signals. Signals are used to extract
multivariate feature vectors (patters) which in turn are classified into different degrees of
cardiorespiratory synchronization/desynchronization.

The data for the evaluation of the proposed methodology include both synthesized
data and recordings from patients/healthy subjects. HRV and RESP signals during the
DB test in adult subjects, including healthy controls, patients with cardiac autonomic
neuropathy (CAN), and patients with myocardial infarction (MI) were included in the
recordings.

Fourier Series analysis of the HRV and RESP signals was used for deriving three fea-
ture variables for each signal. Feature vectors for each signal were mapped to HD vectors
(10, 000 elements). The mapping was done using the nonlinear approach presented in
Paper B (see Section 4.1.2). Recall that the main parameter of the nonlinear mapping is
the proximity of two HD vectors for two neighboring levels. Because extracted features
have real values there is also a need for a quantization scheme defined by the granularity.
Thus, two parameters determined the whole mapping procedure. The mapping of fea-
ture vectors to a high-dimensional space was done with three different sets of parameters:
HD-A, HD-B, and HD-C. The similarity between two HD vectors was measured using
the normalized Hamming distance.

The analysis of the synthesized data is not covered in this summary (please see Paper
E). However, it is worth mentioning that the data included different degrees of similar-
ity between synthesized RESP and HRV signals. The similarity was varied by adding
an amplitude modulation to either HRV signal or to both signals. After mapping the
synthesized data to HD vectors, Hamming distance reflected similarity decay at different
levels of the amplitude modulation.
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Figure 4.11: Hamming distance between RESP and HRV signals after mapping to the
high-dimensional space against logarithmic DBI for controls and patients. Rows show
results for three different sets of mapping parameters. Bold lines show median and dashed
lines show 25% and 75% percentiles for each variable.

The similarity between HD vectors representing RESP and HRV signals for the
recorded data are shown in Figure 4.11. Columns in the figure correspond to three
different categories: controls, CAN patients, and MI patients. There were 406 pairs of
signals in total: 174 controls, 135 CAN and 97 MI. It can be seen that for different
mappings mean values of Hamming distance were higher for CAN and MI patients than
for Controls. There were also high correlation between Hamming distance and Euclidean
distance. A summary of the characterizing features for the recorded HRV signals is pre-
sented in Table 4.1. In general, features for HRV signals were lower for controls than
that for CAN and MI patients.

The DBI by itself was also a predictive variable for categorizing CAN and MI patients.
The median DBI for controls was higher than the median values for both groups of
patients. However, there were patients presented with logarithmic DBI higher than 1.0:
42 (31%) of CAN and 26 (27%) of MI. With respect to DBI, these patients overlapped
with the main cloud of controls. However, among these patients there were 21 (16%) CAN
and 9 MI patients located in the region of low similarity where Hamming distance is higher
than 0.29 for the HD-A mapping (Figure 4.11, upper panels). These signals represented
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Table 4.1: Distribution of features extracted from the recorded HRV signals. Data are
median (10% to 90% percentiles).

Controls CAN patients MI patients
x1 0.097 (0.028-0.468) 0.296 (0.087-2.536) 0.353 (0.088-1.485)
x2 0.051 (0.014-0.244) 0.126 (0.021-0.615) 0.127 (0.032-0.413)
x3 0.074 (0.033-0.223) 0.165 (0.041-2.526) 0.142 (0.053-0.751)

the cases when the high score of autonomic function was caused by dysrhythmia but it
was possible to detect it as the corresponding HRV signals were not synchronized with
RESP signals. It implies that the predictive power of DBI for scoring autonomic function
should be increased when using the identification of subjects with low cardiorespiratory
synchronization. An additional advantage of HD vectors is that they can also be used
for unique identification of the patterns which produced a particular Hamming distance.
This is similar to the idea of hashing but it is given for free by the nature of VSAs.

4.1.6 Paper F: Fault Detection in the Hyperspace: Towards
Intelligent Automation Systems

Time condition monitoring and intelligent maintenance of industrial systems are becom-
ing increasingly important functions of automation systems, with the growing application
of machine learning methods. This paper considers a bio-inspired approach for fault isola-
tion in a generic complex systems of systems. The approach adopts the mapping approach
proposed in Paper A. The proposed approach aims at learning and generalizing temporal
patterns in streams of telemetric data generated across the plant during its stable and/or
faulty operation scenarios. In this way the created model can be continuously updated as
the particular plant or automation system evolves. To this end, the proposed approach
is suggested as an overlay layer on top of the existing fault detection and management
systems, which would enhance the robustness of decision making of the overall system.

In the proposed approach, the inference of the potential fault is done by a central
unit, which collects states from all components. For this, patterns of the system-wide
state corresponding to different faults are stored in the unit. In order to construct the
pattern the unit measures components states at the moment of the pattern construction.
The core of the proposed approach is HoloGN – a one-shot learning associative memory
for pattern recognition.

The approach functions in two phases: the learning phase and the fault isolation
phase. The learning phase could either be performed off-line and using system-level
simulation facilities or in real-time, learning the fault situation through an interaction
with a supervisory control and data acquisition system and a human operator. The result
of the learning phase is a collection of patterns of system-wide state corresponding to the
particular fault encoded using the HoloGN. In the fault isolation, each component first
informs the central unit of its current state. The pattern of states is then encoded using
HoloGN. Finally, the recall operation is performed on the collection of patterns from the
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learning phase. The result of the recall is a list of potential faults.
The case study used for demonstrating the proposed approach is a generic nuclear

power plant model provided by Fortum Power and Heat, a power utility with nuclear
power plant operation license in Finland. The Apros 6 process simulator was used to run
the model. The functional failure identification and propagation framework was used to
analyze 116 automation components as the sources of hardware faults [92]. Most of these
components were pump and valve actuators. From all possible faults, 92 faults actually
affected the steady state operation of the power plant model and, thus, can be detected
by a data-driven fault isolation system. In the case study, the model was driven to 11
power production levels in order to get more simulation data for the set of faults. The
92 faults, which are detectable in the steady state of the plant, are simulated for every
one of the 11 power levels (1012 simulations in total). The results of these simulations
were used to build datasets for training and testing the fault detection systems.

Figure 4.12: The results of benchmarking: multilayer perceptron, decision tree, KNN
and the proposed approach.

The performance of the proposed approach was compared to the performance of a
multilayer perceptron, a decision tree, and a k-nearest-neighbors (kNN) classifier. The
accuracy was measured as the ratio of the correctly identified faults over all presented
cases from the test set. The results of comparison of the considered approaches are
shown in Figure 4.12. The main result indicated by the figure is that the accuracy of
the fault identification by the proposed approach outperforms the other approaches even
when considering the top result. The best accuracy was demonstrated by both kNN
classifier and the proposed approach (0.68 and 0.71 correspondingly). Showing either
matching or in most of the cases superior performance over the traditional approaches our
approach has one more unique advantage: it is suitable for distributed implementation.
Note, however, that the proposed approach does not necessarily always outperform the
benchmarked techniques.
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4.1.7 Paper G: Recognizing permuted words with Vector Sym-
bolic Architectures: A Cambridge test for machines

In recent years, Word Embedding models capturing similarity of usage and meaning of
words have gained significant attention in the research community. Despite the ability of
these models to form the representation of the usage and semantics of words, the models
are brittle to distorted input strings such as typographical errors. A simple example of
this fact is an Internet meme, the so-called “Cambridge test”. Readers are presented
with a text of words with scrambled letters (referred to later as permuted words). It
appears that most people do not have any problems understanding the permuted text
of the meme. The relevant point for the purposes of this paper is that permutation of
the letters within a word does not prevent its recognition and the presence of the correct
letters, even though in the wrong order, provides some cues to recognition.

Figure 4.13: Illustration of the scheme for VSAs representation of a word by mapping
all its letters and their cyclic shifts and taking the majority rule of the individual HD
vectors. As an example of the mapping scheme consider the word “bica”.

This paper proposes a mapping scheme that allows a valid word to be found in the
dictionary from a given permuted word, using only a single operation – calculation of
Hamming distance to the distributed representations of valid words in the dictionary.
The overhead of the approach is the maintenance of the memory storing the distributed
representations of words from the dictionary. The distributed representation of a word
is formed using random HD vectors and operations on them.

The mapping starts with the generation of random vectors HD for the alphabet,
i.e., the dictionary of letters containing 26 HD vectors is created at the initialization.
The mapping of a word into an HD vector constructs a bag-of-letters representation
consisting of two parts. The first part of the bag-of-letters mapping consists of the HD
vectors corresponding to each of the letters present in the word. This part of the mapping
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ensures that words consisting of similar sets of letters have similar representations.
The second part encodes each letter in its specific absolute position in the word. The

cyclic shift operation is applied on the initial HD vector representing a letter where the
value of the shift equals the position number of this letter in the word. This part of the
mapping represents the order of the letters in the word.

Finally, the majority rule operation is applied to all the HD vectors (letters and or-
dered letters). The result of the majority rule operation is the distributed representation
of the word. The mapping process is illustrated for the word “bica” in Figure 4.13.

Figure 4.14: The results of Hamming distance calculation for the word “aoccdrnig”.

The proposed representational scheme is evaluated when the system is presented with
a permuted text. The goal is to reconstruct the original text. During the reconstruction,
the permuted text of the “Cambridge test” was used as an input. The dictionary of valid
words used in the original text is created at system initialization. The HD vector of each
valid word was formed according to the mapping scheme presented above. The dictio-
nary includes all 48 words and their corresponding distributed representations. During
the operating phase, when a new permuted word is presented, the system first encodes
the word into its distributed representation. Next, the Hamming distance from the dis-
tributed representation of the permuted word to each representation in the dictionary is
calculated. Finally, the dictionary word corresponding to the minimal Hamming distance
from the test word is issued as the output.

The results of the Hamming distance calculation during one of the simulations for
the first input word “aoccdrnig” to 48 alternatives in the dictionary are presented in
Figure 4.14. The Hamming distances are sorted in the ascending order (i.e., decreasing
similarity to the input word). This input word is most similar to the dictionary word
“according” (has the minimal Hamming distance). The next three closest alternatives are
“can”, “and”, and “cambridge”. All letters of the dictionary words “and” and “can” are
present in the input word. Moreover, “and” and “aoccdrnig” have the letter “a” in the
same position. The similarity of the input word to the dictionary word “can” is increased
because the letter “c” is encoded twice in the input word, which doubles the contribution
to the similarity. The input word “aoccdrnig” and dictionary word “cambridge” have 6
letters in common (none in the same position).
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4.2 Unification of different neural-like computational
approaches with VSAs

4.2.1 Paper H: Autoscaling Bloom Filter: Controlling Trade-
off Between True and False Positives

This paper uses ideas of sparse distributed representations (BSDCs) in order to generalize
counting Bloom filters (CBF). The generalized version is called the autoscaling Bloom
filter. In essence, the autoscaling Bloom filter is a binarized counting Bloom filter with
an adjustable binarization threshold. The paper presents the mathematical analysis of
the performance as well as suggests a procedure for minimization of the false positive
rate in the proposed filter.

Figure 4.15: An example of the CBF (a), the SBF (b), and two ABFs (c) and (d).

Many applications require fast and memory efficient querying of an item’s member-
ship in a set. A Bloom filter (BF) is a simple binary data structure, which supports
approximate set membership queries. From a neural processing point of view, BFs are
a special case of an artificial neural network with two layers (input and output) where
each position in a filter is a binary neuron. Such network does not have interneuronal
connections, i.e., output neurons (positions of a filter) have only individual connections
with themselves and the corresponding input neurons. The standard BF (SBF) allows
adding new elements to the filter and is characterized by absolute true positive rate
(TPR) while allowing nonzero false positive rate (FPR). These performance characteris-
tics depend on the filter’s parameters including the number of hash functions and the size
of the BF. SBF, however, lacks the functionality of deleting an element. Therefore, CBF
[93], providing the delete operation, is commonly used. When the size of the CBF and
the number of elements of a set to be stored are known, the the number of hash functions
can be optimized to minimize the false positive rate. Such optimization is, however, very
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Figure 4.16: Comparison of performance (TPR, FPR, and ACC) of four different BFs
against varying number of stored elements n (50 ≤ n ≤ 5, 000 step 50).

complicated when the number of the stored elements varies dynamically and boils down
to computationally expensive recalculation of the content of the filter.

To address the aforementioned issue, we propose an autoscaling Bloom filter (ABF)
(see Figure 4.15) that significantly reduces the false positive rate only by optimizing
the update rule of the filter. ABF operates with the fixed amount of resources (k hash
functions) for a wide dynamic range of input elements. ABF, however, slightly reduces
the perfect true positive rate of CBFs that can be tolerated in many applications including
networking [94], and generally in the area of approximate computing where errors and
approximations are becoming acceptable as long as the outcomes have a well-defined
statistical behavior [95].

Figure 4.16 compares four filters: the autoscaling BF (dash-dot line), the optimized
BF (solid line), the nonoptimized BF (dashed line), and the nonoptimized retouched BF,
RBF (dotted line). The nonoptimized RBF was created via randomly erasing 0.1% of
nonzero positions in the nonoptimized BF. The TPR of the optimized and nonoptimized
BFs is always 1, while for the ABF and nonoptimized RBF it can be less. In particular,
the TPR of the ABF varies in the allowed range between LTPR and 1. For large values of n
(>1000) the TPR of the ABF is approximately equal to LTPR. In the case of nonoptimized
RBF the TPR was around 0.9 over the whole range of n. The FPR of all the filters grows
with increasing n. As anticipated, the nonoptimized BF soon (at n ≈ 1000) achieves
FPR = 1, and stays there until the end. A similar behavior is demonstrated by the
nonoptimized RBF with the exception that the highest value of FPR is 0.9. Note that
with RBF, the price one has to pay for the lower FPR is the decreased TPR. Two
other filters, the ABF and the optimized BF, demonstrate a smooth increase in FPR.
The FPR is lower than 1 for both filters even when n = 5, 000 (approximately 0.6 and
0.4 respectively). In general, the performance of the ABF follows that of the optimized
BF with some constant loss. The increase in accuracy from ABF to optimized BF can
be understood as the value delivered by being able to specify in advance precisely the
number of elements to be stored in the filter. The important advantage of the ABF over
the optimized BF is that it does not require the recalculation of the whole filter as the
number of the stored elements is increasing, while the optimized BF must be rebuilt if a
new k is chosen.



60 Summary of Research Contributions

4.2.2 Paper I: Integer Echo State Networks: Efficient Reservoir
Computing for Digital Hardware

This paper proposes a neural network architecture called Integer Echo State Network
(intESN). We discovered several direct functional similarities between the operations of
VSAs and of Echo State Networks (ESN). Specifically, these similarities are: 1.) Ran-
dom projections of the input values onto a reservoir (which in essence is an HD vector)
matches random vector-symbol representations stored in a superposition; 2.) The up-
date of the reservoir by a randomly generated reservoir connection matrix matches VSAs
binding/permutation operation; 3.) The nonlinearity of the reservoir can be matched to
thresholded addition of integers in VSAs. We exploited these findings in intESN, which
perform like the conventional ESN with much less memory and computational power.

Figure 4.17: Architecture of the Integer Echo State Network.

In the proposed architecture, the reservoir of the network contains only n-bits integers
for each unit, reducing the memory of each unit from a 32-bit float. The recurrent matrix
multiply update is replaced by the cyclic shift, which results in the dramatic boosting of
the computational efficiency. The architecture is illustrated in Figure 4.17. The intESN
is structurally identical to the the conventional ESN with three layers of units: input,
output, and reservoir. It is also important to note that training the readout matrix Wout

for intESN is the same as for the conventional ESN.
Below the intESN architecture is compared to ESN in terms of the memory capacities

in the trajectory association task [4], introduced in the area of HRRs [8]. In the paper,
the networks were also compared for the task of learning a simple dynamic process – a
sinusoidal function as well as for the task of reproducing a complex dynamical system
produced by a Mackey-Glass series and for accuracy of time-series classification on several
standard datasets.

For each value of the delay d a readout matrix Wout was trained, resulting in 16
matrices in total. The training sequence presented 2, 000 random tokens to the network
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(a token per step), and only the last 1, 500 steps were used to compute the readout
matrices. The training sequence of tokens delayed by the particular d was used as the
ground truth for the the activations of the output layer. During the operating phase,
both the inclusion of a new token into the reservoir and the recall of the delayed token
from the reservoir were simultaneous. Experiments were performed for three different
sizes of the reservoir: N = {100, 200, 300}.

A. B.

Figure 4.18: The accuracy of the correct decoding of tokens for ESN and intESN for
three different values of N . A. Both networks have the same number of units in the
corresponding reservoirs. B. “intESN-large” denotes that the number of units in intESN
was equivalent to the ESN memory footprint for the stated number of units.

The memory capacity of the network is characterized by the accuracy of the correct
decoding of tokens for different values of the delay. Figure 4.18 depicts the accuracy
for both networks ESN (solid lines) and intESN (dashed lines). The capacities of both
networks grow with the increased number of units in the reservoir. The capacities of
ESN and intESN in Figure 4.18.A are comparable for small d, i.e., for the most recent
tokens. For the increased delays the curves featured slightly different behaviors. For all
values of N the accuracy of intESN starts to deviate from one earlier than that of ESN.
Also, intESN features slightly steeper decay than ESN. Eventually, all curves converge
to the value of the random guess which equals 1/D. On the other hand, intESN with
κ = 3 requires only 3 bits per unit. It is assumed that one ESN unit requires 32-bits then
if the number of units in intESN is increased ten times the reservoir memory footprints
of two networks are going to be comparable. The results for this case are presented in
in Figure 4.18.B (the training sequence was 9000 tokens). In such setting intESN has
clearly higher capacity.

Due to the peculiarity of input data projection into the intESN, the accuracy of the
network in time-series generation is to a certain degree lower than that of the conven-
tional ESN. This, however, does not undermine the importance of intESNs, which are
extremely attractive for memory and power savings, and in the general area of approx-
imate computing, where errors and approximations are becoming acceptable as long as
the outcomes have a well-defined statistical behavior.



62 Summary of Research Contributions

4.3 Implementing traditional algorithms in a
high-dimensional space

4.3.1 Paper J: On bidirectional transitions between localist and
distributed representations: The case of common sub-
strings search using Vector Symbolic Architecture

The transitions between localist and distributed representations are normally done only
during the mapping of concepts and their later recall from the item memory. Usually
once encoded, all operations, e.g., generalization and reasoning, are performed in the
domain of distributed representations only. There are, however, cases when the transition
back to the localist representation is essential, for example, when characterizing complex
systems [96], such as industrial processes. This paper presents a mapping approach which
allows seamless bidirectional transitions between localist and distributed representation
domains. The approach is demonstrated on the example of using VSAs for solving the
problem of longest common substring search, which is a typical task when processing
strings of symbols.

In the proposed mapping patterns are firstly represented in a distributed way. Ham-
ming distance is used as a similarity metric between patterns’ representations. The
longest string is chosen as a baseline. The cyclic shift of the distributively represented
shorter string is used to check all possible substring combinations in the localist rep-
resentation. For each shift transformation the Hamming distance between the longest
string and the shifted string is measured. The tuple (shift position, Hamming distance)
for each shift value is stored in a list sorted in descending order. After the substring has
been shifted along all the baseline’s elements the minimal Hamming distance amongst all
shifts is determined. This value indicates the presence of the highest number of letters
in the same positions between the two strings when the shorter string is shifted on the
corresponding number of positions. The last step is the extraction of common substrings.
It happens in the localist domain by shifting the shortest string the required number of
positions. The two strings are subtracted and the task now is to find the longest sequence
of zeros, which is the mask for the common substring. Thus, the proposed approach con-
sists of three phases: mapping the strings into HD vectors; searching the shift positions in
which strings have letters in the same positions; and extraction of the common substrings
in the localist representation.

The principle of the search procedure is explained on an example illustrated in
Figure 4.19. There are two input strings to compare, string P1=“bull” and string
P2=“vocabulary”. First the distributed representations P1HD and P2HD of the strings
are formed. The longest string is chosen as a baseline. The search is implemented using
only two operations: the cyclic shift of the representation P1HD of the shortest string;
and the calculation of the Hamming distance between the first shifted representation
P1HD* and the second representation P2HD. In total one needs to perform L1 + L2 − 1
shifts in order to account for all possible relative positions of two strings. In this exam-
ple, when four shifts are applied, the Hamming distance between the two representations
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Figure 4.19: Illustration of search principles in the distributed domain.

P1HD* and P2HD will be the smallest one, as the two strings now contain the largest
number of overlapping symbols.

Consider the case when a hardware operating with HD vectors is available and it can
calculate operations such as cyclic shift, XOR, majority rule and Hamming distance in
one clock cycle. With this assumption one can see that maximal size of the loop in the
proposed approach equals L1 + L2 − 1, this statement is also relevant to the extraction
of the common substring when the shift is known. Thus, the overall computational com-
plexity of the proposed approach is Θ(L1 + L2 − 1), which is the same as the complexity
of the suffix trees approach and better than for the standard approach using dynamic
programming with Θ(L1 · L2) operations.

The main limitation of the proposed approach stems from the nature of distributed
representations. The restriction of the approach is its sensitivity, i.e., the minimal length
of the common substring, which can be robustly detected. The simulation results pro-
vide a practical restriction: in order to be robustly detected the length of the common
substring should be more than 4% of the longest string.
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4.3.2 Paper K: Associative Synthesis of Finite State Automata
Model of a Controlled Object with Hyperdimensional Com-
puting

This paper proposes a novel approach for modeling a distributed system using the prin-
ciples of VSAs. The novelty of the proposed approach comes from the learning of the
finite state automaton (FSA) model of the system’s dynamics entirely in the associative
memory [97]. To this end, the paper exemplifies fundamentals of the automaton synthesis
in a centralized scenario.

The associative memory for the FSA synthesis consists of an item memory and a com-
positional memory. The item memory contains atomic HD vectors representing states,
and transition conditions. The compositional memory is divided into three parts: The
state-pairs part, the conditions part, and the state transition part. The state-pairs part
contains bound HD vectors representing connected states. This part of the compositional
memory serves as an index to the the other two parts. The conditions part contains com-
positional HD vectors representing all conditions encountered while transiting between
two particular states. Finally, the state transition part contains the corresponding state-
pairs HD vectors bound together and the compositional HD vector of conditions causing
the transition between them. For example, consider the case when the condition c1 causes
the system to go from state λ0 to state λ4. The initially empty item memory will be
populated with atomic HD vectors for λ0, c1, λ4, the new entry in the state-pairs part of
the compositional memory will be created: Πλ0 ⊗ λ4. Notation Πλ0 means that a per-
mutation is applied to an atomic HD vector λ0. This is done in order to allow distributed
representation of the loop transitions to the same state. Without the permutation two
HD vectors for the same state will cancel each other during the binding operation. The
compositional HD vector of conditions C0→4 for transition λ0 → λ4 will be updated with
HD vector for c1 (c1). Finally, the state transition vector T1 will be created by bind-
ing the HD vector for the state-pair and the corresponding compositional HD vector of
conditions: T1 = Πλ0 ⊗ C0→4 ⊗ λ4.

As the synthesis process continues new HD vectors for states, conditions and state
transitions will be created or updated. The HD vector for the target state automaton
(denoted as A) is updated every time a new state transition is created (or updated) by
bundling all so far existing HD vectors representing state transitions Ti: A = [ΣTi].

This compositional HD vector (A) will be used for model conformance checking.
Conformance checking is the process of verification of the correctness of the model during
system’s operation. The conformance of the learned distributed representation of the FSA
(A) of the plant is checked by extracting the next state given the current state and the
current transition condition. Let λcur be the current state of the system and ccur is the
current value of the functional. Then the HD vector for the next state is computed as
follows: λnext ≈ A ⊗ Πλcur ⊗ ccur.

Calculated in this way λnext is the noisy version of the atomic HD vector representing
the next state. The atomic HD vector is retrieved from the item memory using λnext as
the query. The result of the probing procedure is the atomic HD vector with the smallest
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Table 4.2: Conformance checking.

Start state Ccur→next
Target state

λ0 λ1 λ2 λ3 λ4

λ0
c1 0.50 0.50 0.50 0.50 0.39
c2 0.50 0.39 0.50 0.50 0.50

λ1
c1 0.50 0.50 0.41 0.41 0.50
c2 0.50 0.50 0.41 0.41 0.50

λ2
c1 0.50 0.50 0.50 0.50 0.39
c2 0.50 0.39 0.50 0.50 0.50

λ3
c1 0.50 0.50 0.50 0.50 0.39
c2 0.50 0.39 0.50 0.50 0.50

λ4
c1 0.50 0.50 0.50 0.50 0.50
c2 0.50 0.50 0.50 0.50 0.50

Hamming distance to the query. Note that according to the probabilistic properties of
HD vectors even minor deviation from 0.5 (e.g., ±0.03 for N = 10, 000) indicates the
presence of the atomic vector in the compositional HD vector.

Table 4.2 shows mean normalized Hamming distances for all possible state transitions
in the considered FSA. The highlighted cells in the table show the next states identified
by the minimal Hamming distance. Note that the transition from state λ1 by both
conditions c1 and c2 hits both states λ2 and λ3. This is an illustration of the dual
transition problem.
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Chapter 5

Conclusions and Future Work

“–This is Ben Beczalel’s problem! Didn’t Cagliostro
prove that it had no solution?

– We know that it has no solution, too. But we wish
to learn how to solve it.

Boris and Arkady Strugatsky
in “Monday Begins on Saturday”

The aim of this thesis is to extend the theory of VSAs as well as to explore their capa-
bilities for pattern recognition problems in several domains. Among the key properties of
VSAs are estimation of gradual similarity, efficient use of representational resources, their
suitability for usage in associative memories allowing a natural generalization, graceful
degradation of representation, resistance to noise and uncertainty, learning from exam-
ples, and analogical reasoning. The hypothesis in this work is that VSAs’ properties
would facilitate further progress in Artificial Intelligence. In particular, this thesis fo-
cused on applications in pattern recognition domain. In the considered scenarios VSAs
demonstrated on par performance with conventional methods.

5.1 Contributions
Based on the results provided in the appended papers the following answers can be stated
for the research questions posed in Chapter 1:
Q1 How to produce efficient mappings to a high-dimensional space?
Paper A presents an approach to map patterns of generic sensor stimuli into VSAs with
dense binary representations. It also explores the storage and recall of such patterns in
VSAs. Paper B explores several mapping techniques for both dense and sparse VSAs.
Paper E uses one of the mappings explored in Paper B in order to assess similarity be-
tween heart rate and respiration signals during a deep breathing test. Paper C shows
how to map binary feature vectors in a high-dimensional space using cellular automata
computations. The mapping is tested in the context of modality classification for medical
images. Paper D shows how to use cellular automata computations in order to systemat-

67



68 Conclusions and Future Work

ically randomize an associative memory of binary VSA – BSCs. This presents a mapping
within a high-dimensional space. The results of the case-study of the data-driven fault
isolation using the generic nuclear power plant model in Paper F and the mapping from
Paper A show that VSAs perform on a par in terms of the the fault isolation accuracy
with the benchmarked machine learning techniques. Paper G proposes the mapping tech-
nique to deal with the search of a valid word in the dictionary given a permuted word.
Q2 Is it possible to unify different neural-like computational approaches with VSAs?
Paper H shows that Bloom Filters can be treated as VSAs, which allows generalizing the
process of building the filter. Another contribution is the connection presented in Paper
I between VSAs and Echo State Networks. It allows implementing such networks using
only integer values in network’s units and much simpler operation for the recurrency
while preserving the entire dynamics of the network. It results in a simpler architecture
with lower requirements on memory and operations.
Q3 How to mimic traditional algorithms in a high-dimensional space?
Paper J uses a modification of the mapping proposed in Paper A for solving the problem
of finding common substrings using distributed representations. The complexity of the
proposed approach for the longest common substring search in terms of vector opera-
tions is comparable with the best traditional algorithms. The simulation results provide
a practical restriction to the approach that for robust detection the length of the common
substring should be more than 4% of the longest string. Paper K demonstrates how to
represent finite state automata in VSAs. In fact, it shows how to learn a finite state
automaton for representing dynamics of a system using only VSAs’ associative memory.
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5.2 Future Work
The results presented in this thesis are promising, but there are still many questions and
research directions left to be explored. Below promising directions for each of the posted
research questions are listed.

The thesis has proposed and investigated several mapping techniques. The proposed
techniques are mainly targeting processing of patterns of either symbolic or numeric na-
ture. There are, however, many other modalities (e.g., mapping of graphs) of data which
could potentially benefit from VSAs. To the best of my knowledge for such modalities,
there are no well-established methods at all. Therefore, one of the major research tasks
for the future work is to: systematize state-of-the-art methods for mapping data
from original representations into VSAs and develop new methods for mapping
graphs, time-series, images, and video data into VSAs. Ideally, one would like to discover
a systematic approach to the mapping task.

Second, it has been shown that VSAs are not only an interesting paradigm per se but
they are also a framework for the unification of different computational approaches. This
work has shown that Bloom Filters and Echo State Networks have connections to VSAs.
It is important to discover new connections as it would provide new insights into our
understanding of computations in high-dimensional spaces. One of the most promising
directions for such exploration would be the connection between VSAs and artificial
neural networks. Work [98] is the first step in that direction. It elaborates functionality
of binarized artificial neural networks [99] in terms of high-dimensional geometry showing
that binarized networks work because of the properties of binary high-dimensional spaces
[10]. It is extremely important to explore this further because VSAs and artificial neural
networks can benefit from each other. Artificial neural networks would become more
efficient in terms of computational costs if they could be implemented using only binary
HD vectors. VSAs, in contrast, would benefit from defining optimization procedures
directly on their distributed representations because currently mapping techniques are
mostly manually engineered and tailored to specific data modalities.

Finally, with respect to traditional algorithms, the practical importance of VSAs
comes from the feasibility of implementing complex functionalities on the emerging class
of low power electronics [24] where VSAs can be seen as a potential computing paradigm.
It was shown here that there is a way to implement finite state automata with VSAs.
However, in order to prove the universality of VSAs as a computing paradigm and ensure
the principle possibility of the powerful computing system for many different
purposes one should demonstrate the Turing completeness of VSAs. Another
promising direction is related to the security of systems based on VSAs. As it was shown
in this thesis an associative memory of a VSA can be systematically randomized using
cellular automata computations. This direction requires further investigations.
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Holographic Graph Neuron: A Bio-Inspired
Architecture for Pattern Processing1

Denis Kleyko, Evgeny Osipov,
Alexander Senior, Asad I. Khan, and Y. Ahmet Şekercioğlu

Abstract

In this article, we propose a new approach to implementing Hierarchical Graph Neuron,
an architecture for memorizing patterns of generic sensor stimuli, through the use of
Vector Symbolic Architectures. The adoption of a vector symbolic representation en-
sures a single-layer design, while retaining the existing performance characteristics of
Hierarchical Graph Neuron. This approach significantly improves the noise resistance of
the Hierarchical Graph Neuron architecture, and enables a linear (with respect to the
number of stored entries) time search for an arbitrary sub-pattern.

1 Introduction
Graph Neuron (GN) is an approach for memorizing patterns of generic sensor stimuli for
later template matching [2, 3]. It is based on the hypothesis that a better associative
memory resource can be created by changing the emphasis from high-speed sequential
CPU processing to parallel network-centric processing. In contrast to contemporary
machine learning approaches, GN allows the introduction of new patterns in the learning
set without the need for retraining. Whilst doing so, it exhibits a high level of scalability
i.e. its performance and accuracy do not degrade as the number of stored patterns
increases over time.

Vector Symbolic Architectures (VSA) [4] is a bio-inspired method of representing
concepts and their meanings for modeling cognitive reasoning. It exhibits a set of unique
properties which make it suitable for implementation of artificial general intelligence
[5, 6, 7], and hence, the creation of complex systems for sensing and pattern recognition
without reliance on complex computation. In the biological world, extremely successful
applications of such approaches can be found. One example is the ordinary house fly:
it is capable of conducting very complex maneuvers even though it possesses very little
computational capacity2. Another interesting biological example is the compound eyes

1Early results of this study were presented at IEEE International Conference on Computer and
Information Sciences, ICCOINS 2014 [1].

2In [8], a house fly’s properties are compared and contrasted with an advanced fighter plane as
follows: “Whereas the F-35 Joint Strike Fighter, the most advanced fighter plane in the world, takes
a few measurements - airspeed, rate of climb, rotations, and so on and then plugs them into complex
equations, which it must solve in real time, the fly relies on many measurements from a variety of sensors
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of arthropods. These compound eyes consist of a large number of sensors with limited
and localized processing capabilities for performing relatively complex sensing tasks [9].

This article presents contributions in two domains: the organization of associative
memory, and properties of connectionist distributed representation. In the first area the
article introduces a novel bio-inspired architecture, called Holographic Graph Neuron
(HoloGN), for one-shot pattern learning, which is built upon GN’s flexible input encoding
abstraction and the strong reasoning capabilities of the VSA representation. In the second
area, the article extends understanding of the performance proprieties of distributed
representation, which opens the way for new applications.

The article is structured as follows: Section 5 places HoloGN in the scope of associative
memory research. Section 2 presents an overview of the work related to the matter
presented in this article. The background information on the theories, concepts and
approaches used in HoloGN is described in Section 4. Sections 5 to 7 present the main
contribution of this article, the design of the HoloGN architecture and its performance
characteristics. They are followed by our concluding remarks (Section 6).

2 HoloGN in the scope of associative memory re-
search

This section presents a discussion which places HoloGN in the scope of other associative
memory approaches. Associative memory (AM) is designed for applications requiring
fast pattern matching. Compared to random access memory in modern computing ar-
chitectures, where the goal is to retrieve the content of a certain place in the memory
by supplying the address of this place, the goal of the AM is different. The cue to the
memory is a pattern in a generic sense3, which is stored in memory, either entirely or in
parts. The task is to search the entire memory for the best matching entry. On a very
high level, the taxonomy of AM can be divided into localist and distributed approaches.

Localist-based AM models [10] rely on the so-called “grandmother cell” hypothesis,
where each part of a pattern considered by the model is represented with a single neuron.
In studies of perception, such models, in spite of known criticisms, may be plausible in
certain biological systems in which a wide range of neurons prefer specific stimuli; e.g.
in [11], it was shown that a population of a few tens of neurons in a monkey’s brain was
selectively responsive to different features of their body.

The second broad class of AM models, which are based on distributed representations,
oppose the localist-AMs by suggesting that for implementing association-based operations
on structured information it is implausible to have dedicated neurons for each element
of the structure. In distributed representation theory a specific stimulus is coded by a
unique pattern of activity over a group of neurons.

The work presented in this article has its roots and inspiration in two specific models

but does relatively little computation.”
3The term “pattern” is used here to represent a set of (heterogeneous) values or concepts that repeat

over time to form an experience of an artificial system.
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of the distributed associative memory: Sparse Distributed Memory (SDM) [12] and Hi-
erarchical Graph Neuron (HGN) [2]. SDM is a mathematical model of human long-term
memory, which is used for storing and retrieving large amounts (in the order of 21000 bits)
of information. Its two main principles are aggregation of similar stimuli based on the
statistical similarity of their encoded representations and reducing the overlap between
the representations by storing them sparsely over a huge memory space. SDM has been
extensively applied to pattern recognition [13] as the model for implementing AM in the
context of cognitive computing architectures [14], as well as its demonstrated suitability
for approximating Bayesian inference [15]. One of the unsolved challenges attributed to
SDM is the so-called encoding problem, i.e. the problem of how to encode stimuli in the
distributed representation [16].

HGN can be classified as a distributed AM in the sense that it models a stimulus as
a graph of activities of multiple elementary neurons. Note that in HGN the definition
of a neuron is simplified: it is modeled as an array of possible values taken from a finite
alphabet of discrete values. Without discussing the biological plausibility of this model,
it is applicable in many practical real-world scenarios. For example, all current sensing
devices are characterized by having a finite operating range, and quantization techniques
(i.e. representing the level of the sampled continuous signal in a finite number of levels)
suggest this model is feasible. In practice, this model of a neuron and an interconnected
network of them enables lightweight implementation of AM-based sensor networks using
low-end and power-constrained computing devices.

The work presented in this article provides a step towards addressing the encoding
problem of SDM. Specifically, it demonstrates that a simple (in the computational sense)
but usable model of a neuron from the HGN approach leads to practical implementation of
an associative memory using high-dimensional representations. By doing so, we eliminate
the need to maintain a graph hierarchy by applying the high-dimensional representations
and mathematical apparatus of SDM for modeling congregations of memories based on
statistical similarities between the encoded concepts. As a result, the encoding of an
acquired heterogeneous sensory stimulus not only preserves the properties of the original
model, but also paves the way to an entirely new class of applications, such as in [17, 18].

3 Related Work
Associative memory is a sub-domain of artificial neural networks, which utilises the ben-
efits of content-addressable memory (CAM) [19] in microcomputers. The AM concept
was originally developed in an effort to utilise the power and speed of existing computer
systems for solving large-scale and computationally-intensive problems by simulating bi-
ological neurosystems.

The Hierarchical Graph Neuron (HGN) approach [2] is a type of associative memory
which signifies the hierarchical structure in its implementation. Hierarchical structures in
associative memory models are of interest, as these have been shown to improve the rate
of recall in pattern recognition applications. The distributed HGN scheme also allows for
better control of the network resources. This scheme compares well with contemporary
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approaches such as Self-Organizing Map and Support Vector Machine in terms of speed
and accuracy.

Vector Symbolic Architectures (VSA) were introduced by Levy and Gayler [5] as
a class of connectionist models that use hyperdimensional vectors (i.e. vectors of sev-
eral thousand elements) to encode structured information as a distributed or holographic
representation. In this technique, structured data is represented by performing basic
arithmetic operations on field-value tuples. Distributed representations of data struc-
tures are an approach actively used in the area of cognitive computing for representing
and reasoning upon semantically-bound information [4, 20]. The cognitive capabilities
achievable using VSAs have been demonstrated by creating systems capable of solving
Raven’s progressive matrices [21, 22] and via the imitation of concept learning in honey
bees [23, 24].

In [25] a VSA-based knowledge-representation architecture is proposed for learning
arbitrarily complex, hierarchical, symbolic relationships (patterns) between sensors and
actuators in robotics. Recently, the theory of hyperdimensional computing, and VSA in
particular, has been adopted for implementing novel communication protocols and archi-
tectures for collective communications in machine-to-machine communication scenarios
[26, 27]. The first work demonstrates the unique reliability and timing properties essential
in the context of industrial machine-to-machine communications. The latter work shows
the feasibility of implementing collective communications using current radio technology.
This article presents an algorithmic ground for further design of the distributed HoloGN
in addition to the architecture presented in [26].

4 Overview of essential concepts and theories

4.1 Hierarchical Graph Neuron
Figure 1 illustrates the HGN approach. Consider only the bottom layer of the construc-
tion without the hierarchy of upper nodes; this bottom level is the original flat network
of Graph Neurons [2]. Each GN is a model for a set of generic sensory values (e.g. the
value of a pixel or a real-value of sensory data). When seen as a network, graph neurons
can be modeled by an array where columns are individual GNs and rows are possible
symbols, which a neuron can recognize, e.g. an integer between 0 and 100. For example,
if there are only two possible symbols, say “X” and “Y” in the alphabet of a pattern,
then only two rows are needed to represent those symbols. The number of columns4 in
the GN array determines the size of patterns which it can analyse.

An input pattern is defined as a stimulus produced within the network. In Figure 1,
each GN can analyse a symbol (“X” or “Y”) of a pattern consisting of five elements. In
each GN (column) only the element with the matching value (a row ID) would respond.
For example, if the pattern is “YXYYX”, then in the second column the “X” element will

4In this article the words “column” and “GN” are used interchangeably and refer to a single Graph
Neuron. The term “GN array” refers to several GNs used to recognize a pattern of several elements,
where one neuron is used to recognize one element of the pattern.
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Figure 1: Hierarchical GNs of a five-element pattern of two symbols. The short arrows in
the figure show how GNs communicate indices of the activated GN-elements with their
neighbors, creating logical connectivity. Null GN numbers are assigned at the start and
at the end of the array to maintain a consistent reporting scheme, where every activated
GN reports to both the adjacent GNs.

be activated in response to this input stimulus. If a particular element in the GN-column
is activated, it sends a report to all adjacent GNs. The report contains the activated
GN’s element ID (the row index). Otherwise, it simply ignores the stimulus and returns
to the idle state.

During the next phase, all GNs communicate the indices of the activated elements
with the adjacent columns at their level, and in addition communicate the stored bias
information to the layer above. The procedure continues in an ascending manner until
the collective bias information reaches the top of the hierarchy. The higher level GNs
can thus provide a more authoritative assessment of the input pattern. The accuracy of
HGN has been demonstrated to be comparable to the accuracy of Neural Network with
back-propagation [2].

4.2 An example of HGN operation
In order to give a better understanding of the encoding procedure of the original HGN,
consider the task of memorizing primitive pixel patterns, as illustrated in Figure 2. The
patterns are 6x6 black and white pixel images. Suppose that the pixels are numbered from
1 to 36 starting from the upper left corner. To facilitate the presentation, each pattern
is given the name of a ‘still life’ figure in the Game of Life [28]. That is, pattern (a)
depicts the ‘ship’, pattern (b) depicts the ‘aircraft carrier’, and (c) depicts the ‘beehive’.
The patterns will be subsequently presented to the HGN in the order ‘ship’, ‘carrier’ and
‘beehive’.

The bottom layer of the HGN consists of an array of 36 GNs (GN1, GN2, · · · , GN36),
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(a) The ‘ship’ still life. (b) The ‘aircraft carrier’ still
life. (c) The ‘beehive’ still life.

Figure 2: Three examples of pixel images for HGN memorization. These patterns are
named after ‘still life’ patterns in the Game of Life [28]. The highlighted cells have
ordered indices 27, 28, and 29 and are referred to in the text.

where each GNi (i = 1, . . . , 36) is dedicated to recognizing the state (on/off) of the
corresponding pixel. The subscript i corresponds to the number of the pixel to which this
GN is assigned. GNi is a column with two elements GNi[0] =‘white’ and GNi[1] =‘black’.
In what follows the operation of the three GNs highlighted by the red rectangle in the
figure is considered, i.e GN27, GN28 and GN29.

The first presented pattern (‘ship’) results in activations GN27[0], GN28[1] and GN29[1],
i.e., white-black-black. The activated indices will be communicated by each GN to their
immediate neighbors. Each GN then notes down which neighbors were activated in a
table of information called the bias array. The bias array essentially links a certain acti-
vation of neighbors to an integer index of the record. In this example, the middle ‘black’
element (GN28[1]) will associate the activation of its white neighbor on its left and its
black neighbor on its right with an index of 0, for example. It will then communicate
this index to the element directly above it in the hierarchy of layers (as seen in Figure
1). This (upper) element will in turn broadcast its activation to its neighbors and receive
similar messages, and create a new entry in its own bias array. This process will continue
until it reaches the uppermost layer in the GN hierarchy, consisting of a single column
of two elements.

Now consider the ‘aircraft carrier’ and ‘beehive’ images; as the highlighted pixels
in the ‘aircraft carrier’ (Figure 2b) are the same in the two images, when the three
elements broadcast their activation and consult their bias arrays, they will find that they
encountered the same activation before, and hence will emit the same index to the higher
layer. However, in the ‘beehive’ image (Figure 2c), the activation will now be ‘black-
black-white’ instead of ‘white-black-black’. This means that GN27[1] and GN29[0] will
be activated for the first time. They will form entries in their (empty) bias arrays in a
similar fashion as before and transmit the index (0) to the assigned node of the upper
hirarchical level. Meanwhile, the black element in the middle (GN28[1]) will activate as
before, but as its activated neighbors are different, it will form a new entry in its bias
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Figure 3: A high level illustration of the proposed solution: Representation of the Hier-
archical Graph Neuron using Vector Symbolic Architecture; where the letters depict: R
- red; G - green; B - blue; M - magenta; Y - yellow.

array with an index of 1, and transmit this information to the next upper layer. In this
way, the differences and similarities between patterns are stored in a distributed manner
throughout the hierarchy of GNs.

4.3 Motivation for Holographic Graph Neuron
An important issue in hierarchical models is the resource requirement overhead, specifi-
cally with regard to the number of processing elements required. For example, if the HGN
for recognition of patterns of 5 elements (as shown in Figure 1) is to be implemented in
a wireless sensor network, where a sensor node is a single GN, then 9 sensor nodes are
required, but only 5 are actually used to observe patterns (bottom layer). This paper
proposes a holographic approach, which (1) borrows the abstraction of the GN; and (2)
enables a flat GN array to operate with higher level of accuracy and comparable recall
time to that of HGN, without the need for a complex topology and additional nodes.
The high-level logic of the proposed solution is presented in Figure 3, which illustrates
the concept underlying both approaches. On the left HGN creates the representation of a
pattern through communication indices of the activated GN-elements between neighbors.
Thus, on the highest level HGN forms a representation of the whole pattern (illustrated
with mixed colors in the figure). In contrast, on the right HoloGN achieves a similar
result by encoding each GN element and the combination of their particular activations
into a distributed representation. The fundamentals of the algebra of distributed repre-
sentations are presented in the next sub-section.

4.4 Fundamentals of Vector Symbolic Architecture and Binary
Spatter Codes

As mentioned previously, VSA is an approach for encoding and operating on distributed
representation of information, and has previously been used mainly in the area of cog-
nitive computing for representing and reasoning upon semantically-bound information
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[4, 29].
The fundamental difference between distributed and localist representation of data

is as follows: in traditional (localist) computing architectures, each bit and its position
within a structure of bits are significant (for example, a field in a database has a predefined
offset amongst other fields and a symbolic value has a unique representation in ASCII
codes); whereas in a distributed representation all entities are represented by vectors
of very high dimensions. For the remainder of the article the term HD-vector is used
when referring to such codes. In particular, the Binary Spatter Code (BSC) variety of
HD-vectors is utilized. High dimensionality refers to the fact that in HD-vectors, several
thousand positions (of binary numbers) are used for representing a single entity; [4]
proposes the use of vectors of 10000 binary elements. Such entities have the following
useful properties:

Randomness

Randomness means that the values at each position of an HD-vector are independent of
each other, and "0" and "1" components are equally probable. In very high dimensions,
the distances from any arbitrary chosen HD-vector to more than 99.99% of all other
vectors in the representation space are concentrated around 0.5 normalized Hamming
distance. Interested readers are referred to [4] and [12] for a comprehensive analysis of
the probabilistic properties of the hyperdimensional representation space.

Denote the density of a randomly generated HD-vector (i.e. the number of ones in a
HD-vector) as k. The probability of selecting a random vector of length d with density k,
where the probability of 1’s appearance equals p is described by the binomial distribution

Pr(k, d, p) =
(

d

k

)
pk(1 − p)d−k. (1)

When d is in the range of several thousand binary elements, the calculation of the bi-
nomial coefficient requires sophisticated computations. Therefore, approximations of
binomial distribution are used for large values of d. It can be well approximated via
the normal approximation, the de Moivre-Laplace theorem or Poisson distribution (for
sparse vectors). The calculations in this paper use the de Moivre-Laplace theorem.

Similarity Metric

The similarity between two binary representation is characterized by normalized5 Ham-
ming distance

ΔH(A, B) = 1
d

‖A ⊗ B‖1 = 1
d

d−1∑
i=0

ai ⊗ bi, (2)

which (for two vectors) measures the number of positions in which they differ. Here ai,
bi are bits on positions i in vectors A and B of dimension d, and ⊗ denotes the bit-wise
XOR operation.

5That is, normalized to the dimension of the HD-vectors.
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Generation of HD-vectors

Several random binary vectors with the above properties can be generated from one
such vector via the cyclic shift operation. Using this operation a sequence of K vectors,
which are pseudo-orthogonal to a given initial random HD-vector A (i.e. the normalized
Hamming distance between them equals approximately 0.5) are obtained by cyclically
shifting A by i positions, where 1 ≤ i ≤ K < d. Later in the article this operation is
denoted as Sh(A, i). The cyclic shift operation has the following properties:

• it is invertible, i.e. if B = Sh(A, i) then A = Sh(B, −i),

• it is associative in the sense that Sh(B, i + j) = Sh(Sh(B, i), j) = Sh(Sh(B, j), i),

• it preserves the Hamming weight of the result:
‖B‖1 = ‖Sh(B, i)‖1, and

• the result is dissimilar to the vector being shifted:
1
d
‖B ⊗ Sh(B, i)‖1 ≈ 0.5.

Note that the cyclic shift is a special case of the permutation operation [4]. In the context
of VSA, permutations were previously used to encode sequences of semantically-bound
elements.

Bundling of Vectors

Joining several entities into one structure is done with the bundling operation; it is
implemented by a thresholded sum of the HD-vectors representing the entities. A bit-
wise thresholded sum of n vectors results in 0 when n/2 or more arguments are 0, and
1 otherwise. In the case of an even number in sum ties are broken at random, which is
equivalent to adding an extra random HD-vector [4]. Furthermore, the terms "thresholded
sum" and "majority sum" are used interchangeably and denoted as [A + B + C]. The
relevant properties of the majority sum are:

• for any number of operands the result is a vector, with the number of ‘1’ components
being approximately equal to the number of ‘0’ components;

• the result is similar to all vectors included in the sum;

• the more HD-vectors that are involved in a majority operation, the closer the
normalized Hamming distance between the resultant vector and any HD-vector
component is to 0.5; and

• if several copies of any vector are included in a majority sum, the resultant vector
is closer to the dominating vector than to other components.

The algebra on VSA includes other operations e.g., binding and permutation [4]. Since
they are not used in this article, their definitions and properties are omitted.
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5 Holographic Graph Neuron

This section presents one of the main contributions of this paper: the adoption of the
VSA data representation for implementation of the HGN approach.

The commented Matlab code for the implementation of HoloGN and simulation sce-
narios used in this article to produce Figs. 5–7 are available online6.

5.1 Encoding

In the case of HoloGN, all its elements i.e. symbols of individual neurons (e.g. possible
values of image pixels) are indexed uniquely and the index of a particular element is
derived as a function of the GN’s ID. Let IVj be an initialization HD-vector for GN j.
The initialized vectors for different GNs are chosen to be mutually orthogonal. Then the
HD-index of element i in GN j is computed as EHD

(j,i) = Sh(IVj, i), where Sh() is a cyclic
shift operation resulting in the generation of a vector orthogonal to IVj HD-vector [30]
7.

5.2 Construction of VSA-representation of Activated GNs

Let n be the number of individual Graph Neurons. When a GN array (n GNs) observes
a pattern, the activated elements communicate their HD-represented indices to all other
GNs; the holographic representation of the activated elements is then

HGN =
⎡
⎣ n∑

j=1
(EHD

j )
⎤
⎦ , (3)

where, EHD
j is the HD-index of the activated element in GNj, and the addition operation

is the bundling operation, or thresholded sum, as described in Section 4.48. As discussed
previously, in the resultant HD-vector the normalized Hamming distances between each
component and the composition vector are strictly less than 0.5. This property will be
utilized later when constructing data structures for recall of patterns in HoloGN.

6A git user can obtain the source code by using the command git clone https://github.com/eaoltu/hologn.git.
Readers who are not familiar with the git version management system can download the code
directly from https://sites.google.com/site/evgenyosipov/professional/research-projects/
hologn. The Readme.txt file included in the bundle contains details on how to work with the code. To
save space, the code snippets are not included in the article. Instead, readers are assisted with references
to particular functions in the implementation.

7In the implementation the encoding is done in the hologn_encoder function.
8In the HoloGN code the majority sum is implemented in the majority_sum function. This function

is then used to construct the HGN as in Eq. 3.
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5.3 Data Structures for Storing and Retrieving Holographic
Representations in HGN Elements

HoloGN will store the holographic representation of the entire pattern (Eq. 3) observed
across all GNs. A possible architecture is for all memorized patterns to be collected and
stored centrally at a processing node, where the role of processing node can be assigned
to one of GNs or to some other external device.

Depending on the particular application of HoloGN, the memorized patterns could be
stored either in an unsorted list or in bundles. The first mode of storing HoloGN patterns
corresponds to the case where the structure of the observed patterns is unknown; the
latter mode is used in the case of supervised learning. The next section describes different
HoloGN usage and recall strategies.

6 HoloGN Recall Strategies
This section introduces and evaluates the performance of two major recall modes: the
one-shot case and the case of supervised learning.

6.1 Time-efficient ξ-accurate Recall in an Unsorted HoloGN
Storage

The common step in both recall modes is the procedure for the time-efficient search over
an (unsorted) list of HoloGN records. Recall that all manipulations with VSA-encoded
entities are done using simple bit-wise arithmetic operations and calculations to obtain
the Hamming distance between entities. However, it is assumed for this article that there
is no particular optimized implementation of VSA’s bit-wise operations; this is because
such operations are tailored to the architectures of specific microprocessors, which oper-
ate with words of substantially lower dimensionalities (typically 32 or 64 bits). Therefore,
the adoption of these methods for implementing the bit-wise operations on words of thou-
sands of bits would be cumbersome. Instead, an easily analyzable computational model
is adopted in this article, which could also be adapted to implementation in specialized
computing architectures.

In what follows, each HoloGN pattern hi is modeled as a row vector of d elements.
The list of stored HoloGN patterns is therefore modeled as an l ×d matrix, where l is the
number of the learned (stored) HoloGN patterns. Denote this matrix as H. The task of
recalling a pattern with a target recall threshold of ξ (ξ < 0.5) is formulated as finding
the rows hi in H with normalized Hamming distances to the query pattern hq less than
or equal to ξ.

The conventional way of computing the normalized Hamming distance between vec-
tors would be to perform the following sequence of computations for each row in H:

1. perform an element-wise XOR with the vector query;

2. sum up all elements in the intermediate result; and then
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3. divide the result by the dimensionality of the vectors.

Although there is no fundamental significance in the way the Hamming distance
is calculated in a specific computing environment, in practice it is important to have
efficient implementation. Therefore, the performances of two implementations of this
method using Matlab’s repmat and bsxfun functions are shown by the top two curves
in Figure 4; bsxfun applies an element-by-element binary operation to two arrays with
singleton expansion enabled. The curves demonstrate a linear but rapid increase in the
recall time with the increase in the number of the stored patterns. The lowest curve in
the figure shows the performance of matrix-vector multiplication of the same size, which
is chosen as the reference case. The results were obtained on an Intel Core i7-3520M 2.9
GHz machine with Windows 7 operating system using one processor.

Binary Spatter Codes as Complex Numbers

In order to improve the efficiency of calculating Hamming distances over a vast number of
HoloGN patterns, it is proposed to represent HoloGN patterns using complex numbers,
where a binary 0 would be represented by

√−1 (i.e. the imaginary number); and a
binary 1 would remain 1. The idea behind this transformation is simple: multiplication
of bits in the same position should produce three outcomes: −1 = j × j, 1 = 1 × 1 and
j = 1 × j. That is, the multiplication of two similar bits produces a real number and the
multiplication of two different bits produces a imaginary number. In this way the sum of
the imaginary parts over all positions in the resulting vector, divided by dimensionality
d, will correspond to the normalized Hamming distance between the two vectors. Thus,
the suggested method allows us to implement the calculation of Hamming distance using
the standard method of matrix-vector multiplication, as illustrated below:

H × hq =

⎛
⎜⎜⎜⎜⎝

√−1 1 · · · √−1
1 1 · · · √−1
... ... . . . ...√−1

√−1 · · · 1

⎞
⎟⎟⎟⎟⎠ ×

⎛
⎜⎜⎜⎜⎝

√−1
1
...√−1

⎞
⎟⎟⎟⎟⎠

=

⎛
⎜⎜⎜⎜⎝

254 + 1633j
617 + 3824j

...
548 + 4952j

⎞
⎟⎟⎟⎟⎠ . (4)

The performance of the proposed method is illustrated by the dashed curve in Figure 4. It
demonstrates that the calculation of the Hamming distance is only two times slower than
the usual matrix-vector multiplication. Specifically, to calculate the Hamming distance
from the target vector to each of 20 000 stored patterns takes approximately 200 ms on
the test machine. Further optimization of the matrix multiplication and execution on
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parallel architectures indicate the realistic bounds on the recall time over extremely large
numbers of patterns 9.

Figure 4: A comparison of different approaches to recalling patterns, showing the time
taken to calculate the Hamming distance against the number of previously presented
patterns.

6.2 Case-study 1: Best-match Probing Under One-shot Learn-
ing

Figure 5: List of letter images for comparison.

9In the HoloGN implementation the transformation of the array of binary values into the array of
complex values is done by the bin2com function.
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Figure 6: Example of HoloGN encoding for letter “A”. For simplicity of presentation,
the encoding operation is exemplified on 10-dimensional vectors. In the simulations HD-
vectors with 10,000 elements were used.

Example: encoding and recall of letters using HoloGN

Consider the 5x7 black and white pixel images of Latin letters illustrated in Figure 5.
The encoding process is exemplified in Figure 2 and includes the following steps:

• Initialization of HoloGN:

– Set the dimensionality of the HD-vectors10. In this article 10 000 bits are used
for the simulations;

– Set the number of GNs11. The image of a letter consists of 35 pixels. Every
pixel is assigned one GN, i.e. 35 GNs are initialized in the simulations;

– Generate initialization of high-dimensional vector IV for each GN12.

• Present a letter-image to the initialized HoloGN13. Images for all 26 letters are
stored in Letters.mat;

• For each GN (pixel), shift cyclicly this GN’s IV to the value of the pixel (“1” for
white and “0” for black)14;

10Line 28 in the hologn_encoder function.
11Line 31 in the hologn_encoder function.
12Line 36 in the hologn_encoder function
13Line 45 in the letters_encoding function.
14Lines 43–45 in the letters_encoding function.
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• Form the distributed representation of the letter (see Section 5.2) using shifted IV
vectors15;

• Store the letter’s representation in the list of memorized patterns16.

The encoding process is repeated for all 26 letters. Thus, at the end of the letter encoding
procedure, 26 HD-vectors are created, which are stored in the list of memorized patterns.

The recall phase for a randomly distorted letter is done as follows:

• The pixels of the chosen letter are randomly distorted according to the specified
distortion level17;

• The distributed representation of the distorted pattern is formed as described above
using the letters_encoding function;

• The processing unit calculates Hamming distances from the representation of the
distorted letter to all of the 26 representations stored in the list of memorized
patterns18;

• The stored pattern with the minimal Hamming distance to the distorted one is
recalled by the HoloGN as the desired letter19.

Note that the whole simulation scenario for case study 1 is available in the file Sce-
nario_recall_pattens_with_distortions.

The first usage of HoloGN probes the existence of the target query pattern amongst
the previously memorized patterns. The perfect match in this case would be indicated
by a normalized Hamming distance of zero. The deviation from zero, therefore, reflects
the degree of proximity of the query to one or several stored HoloGN patterns 20 In the
following, example the accuracy of the HoloGN recall is compared to the performance of
the original HGN approach. For the sake of fair comparison, the 7 by 5 pixel letters of
the Roman alphabet (as in [2]) are used.

In the memorization phase a set of noise-free images of letters illustrated in Figure
5 was presented to both architectures. In the recall phase images of the same letters
distorted with different levels of random distortions (between 1 bit corresponding to a
distortion of 2.9% of the pattern’s size and 5 bits equivalent to 14.3% distortion) were
presented to the architectures for the recall. An example of a noisy input is presented
in Figure 7. In the case of HoloGN, the pattern with the lowest normalized Hamming
distance to the presented distorted pattern was returned as the output.

Figure 8 presents the results of the accuracy comparison between the recall results
for the HoloGN approach and the reference HGN architecture. To obtain the results,

15Line 48 in the letters_encoding function.
16Line 45 in the letters_encoding function.
17Line 66 in the Scenario_recall_pattens_with_distortions scenario.
18Line 28 in the item_memory_c function.
19Line 31 in the item_memory_c function.
20The recall of the closest memorized pattern for a given representation of the target query is imple-

mented in the item_memory_c. function.
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Figure 7: An example of images distorted by 5 bits (14.3%) presented for recall.

Figure 8: Results from testing black and white images of letters using recall patterns
with distortions ranging from 1 bit (2.9%) to 5 bits (14.3%).

1000 distorted images of each letter for every level of distortion were presented for recall.
The charts show the percentage of the correct recall output. The analysis shows that
the performance of the HoloGN-based associative memory at least matches that of the
original approach. However, in certain characters the recall is inferior to other letters.
For example, the accuracy of character “O” recognition is persistently lower than other
letters. This is due to its similarity to several other characters. In particular, when
recalling “O” distorted by 5 bits HoloGN recall scoring is “C” - 5.2%, “D” - 11.4%, “G”
- 11.9%, “Q” - 5.1%. In the simulations the average accuracy of HoloGN when recalling
patterns is 51.7% higher than the accuracy of HGN.

Note that in the performance comparison the average recall accuracy of HoloGN is
equivalent to the average recall accuracy in the original low-dimensional space when an
image is represented as 35 bit binary vector (0 corresponding to black and 1 corresponding
to white) and the Hamming distance is used to measure the similarity between images.
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Figure 9: Average accuracy of the recall for HoloGN and for the original low-dimensional
(binary) representation against distortion level when distortions occur in the representa-
tional space of each approach; i.e. bit distortions to the original low-dimensional patterns,
and the proportional distortion to the high-dimensional representations of the patterns.

The advantage of using HD-vectors can be seen when distortions occur in the representa-
tional space of each approach, i.e. bit distortions to the original low-dimensional pattern
(see Figure 7), and the proportional distortion to the high-dimensional pattern formed by
HoloGN. For example, with a 1-bit distortion 2.9% of the original bit pattern is changed,
and hence 290 bits in the 10000-bit HD-vector would be changed to obtain the equiva-
lent distortion. The results of the average accuracy of the recall for this experiment are
shown in Figure 9. Due to the properties of the distributed nature of HoloGN’s repre-
sentations, it shows superior robustness to distortions, while the recall accuracy in the
low-dimensional representation drops significantly with the increased level of distortion.

Encoding and recall of non-binary patterns

We extended our example into non-binary patterns by changing the white background
of the images into a third color (gray). In both HoloGN and using the low-dimensional
representations, the original black and white images seen in Figure 5 are memorized.
To represent the images for recollection in the low-dimensional space, each pixel is now
represented by two bits, where 00 corresponds to black, 10 to white, and 01 to the new
gray color; hence, the overall representation of a single image now requires 70 bits. For
the high-dimensional representation in HoloGN we encode the new color by shifting the
initialization HD-vector by two, as compared to no shift for black and one shift for white
(see Figure 2. This process is explained in Section 6.2).

The average accuracy for both approaches when queried with the non-binary patterns
is shown in Figure 10. Initially Hamming distance is used to measure similarity for both
approaches as illustrated in Figure 10a. The accuracy of HoloGN in this experiment is
85.5%. This is caused by the fact that some letters are subsets of others. For example,
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(a) Accuracy comparison using Hamming distance in the original representation.

(b) Accuracy comparison using Euclidean distance in the original representation.

Figure 10: Average accuracy of the recall for HoloGN and for the original low-dimensional
representation in a non-binary case using a third color for the background in the test
images. Sub-figure (a) compares the accuracy of HoloGN and the low-dimensional repre-
sentation when Hamming distance is used as a metric for both. Sub-figure (b) compares
the accuracy when Euclidean distance is used as a metric for the original representation
(note that Hamming distance is still used for HoloGN). The value of the new color used
in the Euclidean distance calculation was changed from 1 (white) to 0 (black), while in
the HD-vector a cyclic shift from 255 (white) to 0 (black) was used.

since the black pixels in the letter “T” are contained within the letter “I”,when recalling
the letter “T” with the changed background, the similarity to the representation of the
original letter is determined by only the black pixels in the same position as in the query.
As both the original “T” and “I” have the same number of black pixels in common, the
Hamming distances of their HD-vectors to the HD-vector of the query will be approx-
imately the same, hence HoloGN will recall either “T” or “I” with roughly the same
probability. Note that if the images of letters were constructed such that none of the
letters were a subset of another, the recall accuracy of HoloGN would be 100%.

The recall accuracy with the low-dimensional representations is very poor (3.9%). In
fact in this experiment only the letter “B” was recalled correctly. The reason for this is
that the letter “B” contains the least amount of white background, hence it is the most
similar to all of the non-binary patterns presented. Thus, with only one correct recall
the accuracy is 1/26.
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We also compared the two approaches when using Euclidean distance to measure
similarity for the low-dimensional representation. As shown in Figure 10b, the value
of the background color varies between 1 (i.e. white, so the altered images are exactly
the same as in Figure 5) and 0 (i.e. black, so the image is completely black). The
Euclidean distance is calculated by the squared root of the sum of the squared differences
between pixels. Note that similarity for HoloGN is calculated as previously, but white is
represented by a cyclic shift of 255, black by 0, and the background color varies between
0 and 255. While the value of the new color is above 0.5 (i.e. more similar to white),
the recall accuracy for the original representation is without error; however, it diminishes
substantially as the value of the new color decreases to zero and the background becomes
more similar to black. In contrast, due to the properties of the cyclic shift operation,
HoloGN treats any shift (that is not zero or 255) representing the new color as completely
dissimilar to both white and black, and hence HoloGN’s performance is constant and the
same as in the previous experiment. The comparison of the results in Figure 10b for the
two approaches shows that HoloGN’s representations outperformed the low-dimensional
representations approximately 50% of the time.

These results highlight the importance of similarity encoding by HoloGN and suggest
that the effectiveness of encoding values by the cyclic shift operation depends on the spe-
cific application. For example, it is reasonable to encode symbols of letters as completely
dissimilar HD-vectors (see [30]) as their meanings are orthogonal; on the other hand,
encoding of continuous values would more likely require similar values with similar rep-
resentations in high-dimensional spaces. Hence, future work on HoloGN will investigate
new ways of representing similarity when mapping values of GN to HD-vectors, using
the approaches outlined in [31, 32, 33, 34].

6.3 Case-study 2: HoloGN Recall Under Supervised Learning
The analysis presented above is a very positive result for the proposed bio-inspired asso-
ciative memory-based pattern processing architecture, since the accuracy of the original
HGN approach was demonstrated to be as accurate as artificial neural networks with
back-propagation [2]. While establishing formal relationships to the framework of artifi-
cial neural networks is outside the scope of this work, this section presents the results of
the pattern recognition accuracy of the HoloGN architecture under supervised learning21.
In this case, the HoloGN is presented with a series of randomly distorted patterns for each
letter with different levels of distortion (between 1 and 15 bits), as exemplified in Figure
7. In the experiments up to 500 patterns for each letter and every level of distortion
were presented for memorization. For the particular level of distortion i all y presented
patterns of the particular letter Li were bundled to a single HoloGN representation as

h(L) =
[ y∑

i=1

(
HGN(Li)

)]
. (5)

21By supervised learning, we mean labeling distorted patterns by bundling them with the distributed
representation of the correct character during the training phase.
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Figure 11: Average accuracy of HoloGN recall under supervised learning memorization
as a function of the distortion level.

Thus, by the end of the learning phase the HoloGN list will contain 26 high-dimensional
bundles, each jointly representing all (presented) distorted variants of the particular
letter. In the recall phase for each distortion level, HoloGN was presented with 500
new distorted patterns of each letter. The accuracy of the recall was measured as the
percentage of the correctly recognized letters averaged over the alphabet.

Figure 11 illustrates the results obtained: 90% accurate recall was observed when
learning symbols distorted by up to 5 bits (14.3%). While the accuracy predictably
decreases rapidly with the increase of distortion in the patterns presented, a reasonable
80% recall accuracy was observed for learning sets with 7-bit distortion (20%).

Figure 12 illustrates the convergence of the HoloGN recall accuracy with the number
of noisy samples presented for the case of 5-bit distortion (14.3%). For larger learning
sets, the average accuracy in Figure 12 is approaching the average value in Figure 11 for
5-bit distortion. This is a positive result for the presented architecture, which illustrates
the suitability of the HoloGN in applications requiring supervised learning.

7 Pattern Decoding and Subpattern-based Analysis

There is a class of pattern recognition applications which requires an understanding of the
details of the recall results. For example, when a recall returns several possible patterns
of given recall accuracy, the task would be to understand the overlapping elements. This
section considers two aspects of this task: a robust decoding of elementary components
out of a distributed VSA representation; and a quantitative metric of the similarity via
direct comparison of distributed representations, without the need for decoding those
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Figure 12: Accuracy of HoloGN under supervised learning memorization as a function of
the number of examples presented for a given level of distortion.

representations.
The VSA approach of representing data structures by definition makes decoding of

the individual components a tedious task, requiring a brute force test on the inclusion of
all possible high-dimensional codewords for each GN. The majority sum - which is used
for creating HoloGN representations of the observed patterns - imposes a limit on the
number of high-dimensional codeword operands, above which a robust decoding of the
individual operands is impossible.

7.1 Preliminaries
Denote the density of a randomly generated HD-vector (i.e. the number of ones in a
HD-vector) as k. The probability of picking a random vector of length d with density k,
where the probability of 1’s appearance, defined as p, is described by Eq. 1. The mean
density of a random vector is equal to d · p. Note that in reality the density of randomly
generated HD-vectors will obviously deviate from the mean value. However, according
to Eq. 1, the density k approaches the mean value with the increase of dimensionality
d. In other words, the probability of generating HD-vector with k � d · p or k � d · p
decreases with the increase of dimensionality d.

Define thr as the threshold probability of generating a vector with a certain deviation
of density being negligibly small. Let k− and k+ characterize the lower and the upper
bounds of the interval of possible densities. This is illustrated in Figure 13. The bounds
for a given d, p and thr (Eq. 1) are calculated according to

k−(d, p, thr) = max
k

(Pr(k, d, p) ≤ thr|k < (d · p)) (6)
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Figure 13: Binomial distribution and its parameters describing HD-vectors.

and
k+(d, p, thr) = min

k
(Pr(k, d, p) ≤ thr|k > (d · p)). (7)

The value of thr is chosen to be small (10−6).

7.2 Capacity of HoloGN Representations
Suppose there exists an item memory [4] containing HD-vectors representing atomic
concepts22. Recall that when several HD-vectors are bundled by the majority sum the
noise of flipped bits increases with the number of components. For a given dimensionality
d there is a limit on the number of bundled HD-vectors, beyond which the resulting HD-
vector becomes orthogonal to every component vector; hence the capacity of the resulting
vector is defined as the maximal number of mutually orthogonal HD-vectors which can
be robustly decoded from their majority sum composition by probing the item memory.
Note, however, that component vectors in fact never become truly orthogonal to the
resulting HD-vector, although the component vectors can no longer be reliably extracted
from the resulting HD-vector.

In order to characterize the capacity of the composition vector for a given dimension-
ality, one needs to characterize the level of noise pn introduced by the bundling operation.
This is calculated as in [16] by

pn(n) = 1
2n

[
1
2 −

(
n − 1

1
2(n − 1)

)]
(8)

where, n is the number of atomic vectors in the resulting majority sum vector.
Consider an arbitrary HD-vector A to be decoded from a majority sum composition.

Let N be a vector of noise imposed by the majority sum operation. Since the components
are mutually orthogonal, the density of ones in the noise vector is also described by
the binomial distribution Pr(k, d, pn). As each new vector is added, the level of noise
increases, hence the mean of the noise vector density will approach 0.5, as illustrated in
Figure 14. Due to the properties of high-dimensional space, vector A will be undecodable
when the upper bound k+(d, pn, thr) of the density of noise vector N approaches the lower

22In the case of HoloGN an atomic concept is the code for the particular HoloGN element.



7. Pattern Decoding and Subpattern-based Analysis 107

Figure 14: Explanation of vector capacity. The solid line represents a random HD-vector,
while the dashed line corresponds to noise introduced by majority sum.

bound k−(d, 0.5, thr). That is, the noisy version of A becomes orthogonal to its clean
version. This logic is illustrated in Figure 14, where the resulting majority sum vector is
orthogonal to all components. Therefore, the capacity of the distributed representation
with dimensionality d is computed by

Capacity(d, thr) =

= max
n

(k+(d, pn(n), thr) ≤ k−(d, 0.5, thr))
(9)

Figure 15 presents the capacity of HD-vector of different dimensionalities calculated
for threshold probability thr = 10−6. Specifically, for d = 10000 bits the capacity of
the robustly decodable VSA is 89 vectors. A similar analysis of capacity of HD-vectors
consisting of "1" and "-1" components was presented in [7]. The main difference between
the two methods is that the calculations in Eq. 9 require the ‘thr’ parameter, while
the analysis in [7] requires the size of the item memory and the probability of successful
decoding. Nevertheless, the two approaches for capacity estimation largely agree. For
example, in [7] for dimensionality 90000 the capacity is 1000, and the same capacity for
Eq. 9 is achieved with the dimensionality of 100000.

7.3 Calculation of the Number of Common Component Vectors
in Two Resulting Vectors

Given the rather conservative limits on the number of robustly decodable elements in a
distributed representation, it is important that the proposed HoloGN architecture can
estimate the similarity between different patterns without decoding them. This subsection
provides a method for quantitatively measuring the number of overlapping elements as
a function of their relative normalized Hamming distance. Denote m and n (m ≤ n)
as lengths of two patterns, and denote c as the number of common elements in these
patterns. Let M be a c × d matrix of common elements, where each row contains a
random HD-vector of dimension d encoding element ci. Denote an arbitrary column of
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Figure 15: Capacity of the component vector versus the dimensionality. The calculations
use the threshold of thr = 10−6

matrix M as C. Since rows in M are independent, the density of ones in each column
also follows the binomial distribution with p = 0.5 and length c. Denote the number of
ones in column C as ‖C‖1.

In order to calculate the normalized Hamming distance between the distributed rep-
resentations of two patterns with known m, n and c, consider all possible cases when
bits in the same position are different. The normalized Hamming distance between two
patterns can be estimated as

p(c, m, n) =
c∑

‖C‖1=0

(
c

‖C‖1

)
2c

(
p1(m, c, ‖C‖1)p0(n, c, ‖C‖1)

+ p0(m, c, ‖C‖1)p1(n, c, ‖C‖1)
)
, (10)

where pi(j, c, ‖C‖1) stands for the probability of having i (0 or 1), when the representation
consists of j = m or j = n atomic vectors and c of these vectors are overlapped.

Due to the symmetry in the calculation of probabilities, pi(j, c, ‖C‖1) is presented only
for p1(m, c, ‖C‖1) case. There are three possibilities for the calculation of p1(m, c, ‖C‖1):

• if ‖C‖1 is greater than m/2, then the result of the majority sum is ‘1’, i.e. p1 is
equal to 1;

• if the number of possible ‘1’s is smaller than m/2, then the probability of p1 is
equal to 0;

• otherwise, the probability should take into account all possible combinations, and
their probabilities.
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Figure 16: The normalized Hamming distance between two resulting vectors against
number of components in common. The number of atomic vectors is the same, m = n.

Therefore, p1(m, c, ‖C‖1) can be calculated as follows:

p1(m, c, ‖C‖1) =

⎧⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎩

1 when ‖C‖1 > m
2

0 when (m − c) < s∑(m−c)
i=s

(
m−c

i

)
2(m−c) otherwise.

(11)

Here, s = m+1
2 − ‖C‖1. Similarly, for p0(m, c, ‖C‖1) we have

p0(m, c, ‖C‖1) =

⎧⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎩

1 when
(
c − ‖C‖1

)
> m

2

0 when (m − c) < l∑(m−c)
i=l

(
m−c

i

)
2(m−c) otherwise,

(12)

and l = m+1
2 −

(
c − ‖C‖1

)
.

Figure 16 shows the normalized Hamming distances between two resulting vectors for
different numbers of overlapping vectors. The results show that the larger the number
of common elements, the smaller the normalized Hamming distance between resulting
vectors.

This method opens a way for the construction and analysis of patterns far beyond
VSA’s robustly decodable capacity. The problem with practical application of this
method, however, comes with the rapid convergence of the normalized Hamming distance
indicator to 0.5, making the difference between analyzable patterns indistinguishable, as
illustrated in Figure 16. For example, for HoloGN representations of patterns with 15 el-
ements, sub-patterns of 3 overlapped elements are robustly detected, while patterns with
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Figure 17: Minimal number of common components, which is sensible between two pat-
terns of the same size against the size of patterns, d = 10000, thr = 10−6.

fewer overlapped elements are indistinguishable. Thus, the minimal number of over-
lapped elements in two patterns which can be robustly detected using the normalized
Hamming distance indicator is called the bundle’s sensitivity.

The analysis of the sensitivity is similar to the analysis of the capacity of VSA repre-
sentation in Section 7. For two patterns of length m and n elements, and c overlapped
components, the sensitivity is calculated by

Sensitivity(d, thr, m, n) =

min
c

(
k+

(
d, p(c, n, m), thr

)
≤ k−(d, 0.5, thr)

)
.

(13)

Figure 17 demonstrates the development of the sensitivity threshold with the number
of elements in the compared patterns. The results show that the number of components
for robust detection grows linearly with the size of the pattern. Patterns with more than
500 elements should contain at least 14% overlapped elements to be robustly detected
by the proposed method.

8 Conclusion
This article has presented Holographic Graph Neuron - a novel approach for memorizing
patterns of generic sensor stimuli. HoloGN is built upon the previous Graph Neuron
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algorithm and adopts a Vector Symbolic representation for encoding Graph Neuron’s
states. The adoption of the Vector Symbolic representation ensures a single-layer design
for the approach, which leads to much simpler computational operations. The approach
presented in the paper possesses a number of unique properties. First, it enables a linear
(with respect to the number of stored entries) time search for an arbitrary sub-pattern.
Second, while maintaining the previously reported properties of the Hierarchical Graph
Neuron, HoloGN improves the noise resistance of the architecture, leading to substantial
improvement of pattern recall accuracy.
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Abstract

Hyperdimensional computing is a promising paradigm for future intelligent electronic ap-
pliances operating at low power. This article discusses trade-offs of selecting parameters
of binary hyperdimensional representations when applied to pattern recognition tasks.
Particular design choices include density of representations, and strategies for mapping
data from the original representation. It is demonstrated that for the considered pattern
recognition tasks (using synthetic and real-world data) both sparse and dense represen-
tations behave nearly identically. The article also discusses implementation peculiarities
which may favour one type of representations over the other. Finally, the capacity of
representations of various densities is discussed.

1 Introduction
The major challenge for intelligent electronic appliances is to turn the raw data into infor-
mation and knowledge with minimum power consumption. Hyperdimensional computing
[1] also known as Vector Symbolic Architectures (VSAs) [2], which is the focus of this
article, answers this quest having in mind an emerging class of imprecise computational
elements operating at ultra low voltages with stochastic devices that are prone to bit
errors [3, 4, 5].

VSAs are a bio-inspired family of methods for representing concepts (letters, phonemes,
features), their meanings and allows implementing sophisticated reasoning based on sim-
ple operations. The core of the method is hyperdimensional (HD) distributed data rep-
resentation. In HD computing everything is represented by vectors of very high dimen-
sionality (i.e., vectors of several thousand bits). High-dimensional vectors (HD vectors)
represent data in a distributed manner, i.e. individual positions do not have specific
meaning in contrast to the traditional (localist) data representation in computers. Over
the past few years it has been demonstrated that the principles of HD computing can be
applied to create systems capable of solving cognitive tasks, for example Raven’s progres-
sive matrices [6, 7, 8] or analogical reasoning [9, 10, 11]. In [12, 13] it is advocated that
VSA is one of the suitable candidates for implementing functionality of general artificial
intelligence.
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This article focuses on engineering aspects of the VSA-based technical systems. In
particular binary hyperdimensional representations are considered. When it comes to
using binary VSA in practical applications, for example solving classification problems
(e.g., [14, 15]) or creating one-shot reinforcement learning pipeline [16]; several important
design choices have to be made:

• What density of the binary HD vectors to choose?

• How to map the data from the original representation to the HD space?

While the interest in HD computing is currently increasing, these design choices are
often made ad hoc without proper justification or even understanding of the consequences
of for example power consumption, and alternative choices. This article fills this gap by
presenting its major contribution: a consideration of the trade-offs of selecting major
parameters of binary distributed representations.

The article is structured as follows: Section 2.2 introduces fundamentals of HD com-
puting and presents notations and terminology used in the article. Section 2 presents a
concise survey of the related work utilizing HD computing and studying its properties.
Section 4 defines the problem of classification using hyperdimensional representations,
describes the show-case scenarios used for evaluation of the trade-offs and outlines the
approach. The trade-offs of selecting hyperparameters of hyperdimensional representa-
tions are described in Section 6. The capacity of hyperdimensional representations of
various densities is discussed in Section 7. The article is concluded in Section 6.

2 Fundamentals of Binary Hyperdimensional
Distributed Representations

In a localist representation, which is used in all general purpose computers, single bits or
small groups of bits can be interpreted without reference to the other bits. In a distributed
representation, on the contrary, it is only the total set of bits that can be interpreted.
Computing with distributed representations utilizes statistical properties of representa-
tion spaces with very high dimensionality, which is fixed for a given application. The
operations in HD computing often return noisy approximations to the correct answers.
Therefore, item memory, also referred to as clean-up memory, is needed to recover clean
representations assigned to specific concepts. There are several flavors of hyperdimen-
sional computing with distributed representations depending on the numerical type of
HD vector elements, which can be real numbers [17, 18, 19, 20], complex numbers [21],
binary numbers [1, 22], or bipolar [18, 23]. This article considers engineering aspects of
binary distributed representations only.

In this article, binary HD computing is considered purely for solving classical tasks
of supervised machine learning (classification, pattern matching) leaving the more “cog-
nitive” aspects of VSA (analogical reasoning, semantic generalization, relational repre-
sentation and analysis) outside the scope. For the sake of further discussion the term
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Figure 1: A toy example of the CDT procedure according to (4) with one iteration,
T = 1. Two atomic HD vectors x1 and x2 (G = 2) form their superposition vector Z.
Next, the elements of Z are permuted to form ρ1(Z). The permutation is done via the
cyclic shift operation by 2 elements. Finally, the thinned vector 〈Z〉 is the result of the
elementwise conjunction between Z and ρ1(Z).

pattern is used to refer to a set of features. Distributed representations of features could
be either learned [24, 25] or produced through a function of mapping1. To highlight
the engineering trade-offs this article uses the mapping method of producing distributed
representations of the features. For example, symbolic representations can often be rep-
resented by dissimilar distributed representations, while numeric data in turn require
preservation of the similarity between points in the original space (see examples of such
mappings for sparse distributed representations in [26]). Therefore, there is no single
right way to perform the mapping and engineering choices must be made about what
properties of the input features are to be preserved in the mapped representations.

There are two major hyperparameters to choose when using binary distributed rep-
resentations in the supervised learning context: the density of hyperdimensional vectors
and the mapping function. With respect to the density the possibilities include comput-
ing with sparse or dense distributed representations, where dense binary representation is
a vector in which the “1” and “0” vector elements are roughly equiprobable. With respect
to the mapping function the possibilities are to map features with preservation of their
similarity in the original (low-dimensional) domain or without it. While the implications
of the choice of the mapping function are discussed in Section 4, the subsections below
introduce the major operations of sparse and dense HD computing.

1In the literature the term “projection” from an initial representation to a distributed representation
is sometimes used as a synonym of mapping
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2.1 Computing with binary sparse distributed representations
From the point of view of the biological plausibility, sparse distributed representations
(SDR) are the closest ones to neural representation of information in brains of biological
organisms. That is, in biological brains only a small proportion of neurons is simulta-
neously active. While this may be so in biological brains for reasons of evolutionary
accident, here we are concerned with engineering reasons for choosing a level of sparsity.
The fundamentals of SDR computing are described in [22, 13]. In SDR the number of
“1” elements is much less than that of “0”. Example of sparse representation is: vector
dimensionality N = 100, 000 and the number of “1” in an HD vector about M = 1, 000.
So the probability of “1” p1 � 0.5, p0 = 1 − p1.

The actual density (empirical probability of “1”) of an HD vector x is determined as
its Hamming weight |x|1 divided by the dimensionality N , i.e.

p∗
1 = |x|1/N ≈ M/N, (1)

where M/N is the design target while |x|1/N is an approximate realization via the vector
|x|. The important properties of the SDR hold when the realized sparsity is an adequate
approximation to the target sparsity, which is easily achievable given that large N is
used.

The similarity between two sparse representations is estimated by their overlap d of
“1” elements and determined as the Hamming weight of elementwise conjunction (AND,
denoted as ∧) of two HD vectors:

sim = |x ∧ y|1. (2)

It is equivalent to the dot product of x and y. The result d can then be normalized,
e.g. to the Hamming weight of one of the compared HD vectors. Note that due to the
asymmetric treatment of “0” and “1” elements in SDR, the geometric vectors by this
definition have origin 0N and are, therefore, all in the same hyperquadrant. This means
that the similarities between them must be non-negative. On average, unrelated vectors
will be only slightly similar to each other. In particular, the average value of the dot
product for two random binary HD vectors equals N(M/N)2 = M2/N . No vector can
ever have negative similarity to another.

Atomic SDR vectors, i.e. vectors representing unrelated, unstructured entities, are
generated randomly and independently. Several atomic vectors xi can be combined to-
gether (superimposed or bundled2) by elementwise disjunction (OR, denoted as ∨). This
operation preserves similarity to its components (unstructured similarity). The density
p1 of the resultant HD vector increases with the number of atomic vectors in the su-
perposition. It is often convenient to maintain the density of the result to be equal to
the density of the individual components. The density of the resultant vector can be

2In the context of VSA term “bundling” is often used when referring to the operation of superposition.
The algebra on VSA includes other operations e.g., binding, permutation [27, 19]. Since we do not use
them in this article, we omit their definitions and properties for both sparse and dense distributed
representations.
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controlled through the Context-Dependent Thinning (CDT) [22] procedure. While there
are several options for implementing CDT here the additive CDT procedure [22] is used.

The procedure takes SDR vector Z as an input. Z is a superposition of G vectors
computed by their elementwise disjunction:

Z = ∨G
i=1xi. (3)

Vector Z is thinned as follows:

〈Z〉 = ∨T
k=1(Z ∧ ρk(Z)) = Z ∧ (∨T

k=1ρk(Z)), (4)

where ρk(Z) denotes kth permutation of elements of Z; each kth permutation must be
fixed, random, and independent. In [13] it is mentioned that a single random permutation
can be recursively applied T times. In practical implementations cyclic shift operations
can be applied using randomly chosen (and then fixed) number of unit shifts for each k.
Number of permutations T controls the density of the thinned HD vector. The equations
describing how the density of the thinned HD vector depends on the choice of p1, G,
and T are provided in Appendix 8. The CDT procedure when N = 10, G = 2, and
T = 1 is exemplified in Figure 1. The CDT procedure can be thought of [22] as a
similarity preserving (actually, similarity transforming, unlike e.g. random sampling),
hash function of Z that controls the sparsity of the result and also performs binding of
xi (unlike random sampling). More details can be found in [28].

Because the vectors belong to one hyperquadrant, as the density of a superposition
vector increases it becomes more similar to its component vectors and similar to more
non-component vectors. The distribution of similarity of random pairs of vectors is very
sharply peaked just above zero. The practical impact of this is that any level of similarity
above an extreme (but still low) value on that distribution can be treated as significant
similarity. That is, the exact level of similarity is not practically important so long as it
is above some low threshold between dissimilarity and similarity.

The recovery of atomic vectors from their thinned superposition is performed by the
search of the atomic vectors most similar to the thinned HD vector (all atomic vectors
are stored in the item memory). Note that there are several possible ways of organizing
the item memory but this article does not explore particular implementations. There is
a limit on the number of reliably recoverable atomic vectors from their superposition,
which is regarded as the capacity of the hyperdimensional representation. The capacity
of sparse distributed representations after the CDT procedure is discussed in Section 7.
It is worth noting that this is the capacity of the superposition, which is not necessarily
being used as a system memory, but more likely as a working storage of currently active
item representations. Item memories can have much higher capacity. The capacity of the
superposition is defined in terms of the ability to discriminate simultaneously, randomly
generated, unrelated entities. This operationalization of capacity may not apply in other
circumstances, e.g. when the entities are similar or when groups of entities are related
via the item memory.
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2.2 Computing with dense hyperdimensional distributed rep-
resentations

Kanerva [1] proposed the use of dense vectors comprising N = 10, 000 binary elements.
The values of each bit of an HD vector are independent and equally probable, hence
they are called dense distributed representations (DDR). Similarity between two binary
DDR-vectors is characterized by Hamming distance, which (for two vectors) measures
the number of elements in which they differ:

distH(x, y) = 1
N

‖x ⊕ y‖1 = 1
N

N∑
i=1

xi ⊕ yi, (5)

where xi, yi are values ith element of vectors x and y of dimension N , ⊕ denotes the
elementwise XOR operation.

In very high dimensions Hamming distances (normalized by the dimensionality N)
between any arbitrary chosen HD vector and all other vectors in the HD space are
concentrated around 0.5. Interested readers are referred to [1] and [29] for comprehensive
analysis of probabilistic properties of the hyperdimensional representation space. Note
that in the case of DDR “0” and “1” elements are treated symmetrically. This is closely
related to the bipolar representation. If the origin of the geometric vectors is taken as
0.5N rather than as 0N then the geometric vectors can be interpreted as filling the whole
hyperspace rather than being restricted to one hyperquadrant and the Hamming distance
(1) is a linear rescaling of the dot product of the vectors (which can be interpreted as
the cosine of the angle between the vectors).

Atomic DDR vectors are generated randomly and independently. Similarly to the
SDR case random vectors can be obtained from any other random vector by the cyclic
shift operation. Hamming distance between such DDR vectors will be approximately
0.5. Several atomic vectors xi can be bundled together. The simplest bundling operation
is elementwise summation. When using elementwise summation, the vector space is no
longer binary. But from the implementation point of view, it can be practical to restrict
the resultant HD vector to binary elements, because the magnitudes of the elements
can be thought of as the least significant digits of the representation and most of the
information on the direction of each vector is conveyed by the zero/non-zero distinction,
which can be thought of as the most significant digits.

Bundling with dense binary HD vectors is, therefore, implemented with elementwise
majority rule operation. An elementwise majority rule of G vectors results in 0 when
G/2 or more arguments are 0, and 1 otherwise. The number of vectors involved into
majority rule must be odd. In the case of even number of component vectors a tie-
breaking vector is randomly generated and added to the superpostion. Formally, when
bundling G vectors the value Hj in position j of the resultant HD vector H is determined
as follows:

Hj =

⎧⎪⎪⎨
⎪⎪⎩

1 when ∑G
i=1 xij > G/2

0 when ∑G
i=1 xij < G/2

B(1, 0.5) when ∑G
i=1 xij = G/2

(6)
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where xij is the value of jth element of ith component vector xi, B(1, 0.5) denotes a
draw of one value from the binomial distribution, which is used for the tie-breaking. The
majority rule operation is further denoted as [a + b + c].

The result is a DDR vector with the same density, i.e. the number of “1” elements is
approximately equal to the number of “0” elements. The result is similar to all vectors
included in the sum. For comprehensive analysis of similarity properties of the majority
rule in the context of supervised learning the interested reader is referred to [30].

Similarly to SDR the recovery of atomic vectors from their bundle is performed by the
search of the most similar vectors written in the item memory. There is also a limit on
the number of recoverable atomic vectors from the bundle, i.e the capacity. The capacity
of dense distributed representations is discussed in Section 7.

2.3 Computing with bipolar hyperdimensional distributed rep-
resentations

The previous subsections introduced sparse and dense hyperdimensional representations
using binary vectors, i.e. where each vector’s component is encoded as either “0” and
“1”. The description can naturally be extended to the case of bipolar representations,
i.e. where each vector’s component is encoded as “-1” and “+1”. This definition is
sometimes more convenient for purely computational reasons. Bipolar hyperdimensional
representations, however, possess a set of distinctive properties. The distance metric is
dot product as in the case of SDR. The bundling operation is implemented by elementwise
summation. When using elementwise summation, the vector space is no longer bipolar,
the result of summation of each bit takes an integer value. When the vector elements
take integer bipolar values they can be separated into the sign and magnitude of each
value. The signs of the N elements uniquely identify one of 2N hyperquadrants. The
magnitudes of the vector elements determine the direction of the geometric vector within
the selected hyperquadrant. Given that the dynamics of HD computing systems are
driven by the angles between geometric vectors it can be seen that the dynamics are
primarily driven by the signs of the elements rather than their magnitudes. Therefore, in
practical implementations it makes sense to restrict the bit value by a certain threshold.
The restriction can result either in a bipolar-valued bits or bounded (clipped) integers.
Note that as the elements of unrelated vectors are independent, the sum of some number
of values at any element is the sum of G {−1, +1} values which is approximately normally
distributed with zero mean. Thus the sums lie with high probability in a bounded interval
centered on zero. This makes it possible to choose a clipping limit which is very rarely
exceeded. More details on bipolar representations can be found in [19, 18].

2.4 Constructing hyperdimensional representation of a pattern
Let us define a class prototype as a bundle of HD encoded pattern exemplars (Hi )
belonging to this class. Now consider distributed representation of the pattern itself. It
is constructed in a similar manner. Suppose a pattern consists of G features. The value
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of each feature is mapped to a distributed representation either reflecting the distance
between the feature values in the original representation space or to purely dissimilar
HD vectors. The trade-offs of the different mapping approaches are described in the
next section. Note that the distributed representations for different features are chosen
dissimilar. Note that in the considered HD spaces randomly generated vectors will be
dissimilar with overwhelmingly high probability. Thus, after mapping for a given pattern
there are G HD vectors xi, i = 1..G dissimilar to each other i.e., normalized (by N) dot
product between them is approximately p2

1 in the case of unipolar representation and
zero for bipolar representation. The hyperdimensional representation of the pattern is
constructed by combining G HD vectors into a single representation H. This is done
through the bundling operation. Note that the realization of bundling depends on the
type of representations. In the case of bipolar HD vectors bundling is implemented as
elementwise summation of components and the resultant HD vector is:

Hp =
G∑

i=1
xi. (7)

When using binary dense representations, the resultant HD vector is formed by majority
rule operation as:

Hb =
[

G∑
i=1

xi

]
. (8)

Note that the result of (7) can also be restricted to bipolar values when applying majority
rule with the threshold equal to zero.

Finally, the CDT procedure (4) is used when forming the resultant HD vector with
binary sparse representations:

Hs = 〈∨G
i=1xi〉. (9)

3 Related Work
Some of the aforementioned hyperdimensional representations were used for modeling
of human’s long-term associative memory (AM) [31, 32]. The two major principles of
distributed associative memories are aggregation of similar stimuli based on statistical
similarity of their encoded representations and reducing the overlap between the repre-
sentations by storing them sparsely over a huge memory space. AMs were extensively
applied to pattern recognition [33], as the model for implementing AM in the context of
cognitive computing architectures [13]. Abbott [34] has demonstrated their suitability
for approximating Bayesian inference. One of the major challenges attributed to hyper-
dimensional distributed AMs is the encoding problem, i.e. the problem of how to encode
stimuli into the distributed representation [29].

VSAs are a family of bio-inspired representations of structured knowledge and related
operations. Their development was stimulated by studies on brain activity that showed
that the processing of even simple mental events involves simultaneous activity in many
dispersed neurons [1]. Information in VSAs is similarly represented in a distributed
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fashion: a single concept is associated with a pattern of activation of many neurons. This
is achieved by using HD vectors of very large dimensions (more than 1000 bits). Several
different types of VSAs have been introduced, each using different representations, e.g. [1,
18, 17, 35]. Binary distributed representations enable a hardware-friendly implementation
of HD computing machines. However, the HD mapping operations on these random
dense HD vectors increases the power consumption: binding with XOR gates imposes a
large amount of switching activity, and bundling requires dedicated integer counter and
threshold unit per each dimension of HD vector. On the other hand, the sparse binary
representation with simple and low-cost mapping operations can lower the switching
activity and power consumption by maintaining the sparsity while exhibiting almost the
same capacity of dense alternatives.

A simple mapping of patterns from heterogeneous sensory inputs into binary dense
HD vectors [36] was described in [30]. The modified version of the mapping into sparse
HD vectors was proposed in [37]. Conceptually, the methods first map a value of each
feature of a pattern into an HD vector. These HD vectors are then bundled into the
resultant HD vector, which represents the pattern in the high-dimensional space. Note
that these methods map features of a single object. In HD computing it is also possible
create a distributed representation of a set or a multiset of objects. In this case the
additional operation of binding should be used for encoding features of the particular
object. The binding operation, however, addresses a diferent class of problems connected
to analogical reasoning, which are outside the scope for this article.

Methods of formation of real-valued distributed representations using random pro-
jections are considered in [38, 39]. These methods can be modified to produce dense
and sparse binary distributed representations [40, 41, 42, 43]. Other methods of similar-
ity preserving hashing, including those producing sparse binary representations are also
surveyed in [43].

Recent usages of VSAs for solving classification tasks in different domains (e.g., [23,
44, 15, 45, 14, 4]) report on a par or even better performance with the state-of-the-
art machine learning methods. In particular in [23] VSAs were applied to the task of
hand gesture recognition using electromyography (EMG) signals. It was shown that HD
computing with dense bipolar HD vectors (p+1 ≈ p−1 ≈ 0.5) surpasses the-state-of-the-
art classifier [46] based on Support Vector Machines (SVM) both in terms of the average
recognition accuracy and the required amount of training data.

HD computing in the scope of machine learning on large datasets
and artificial neural networks

The strength of HD computing in selected prediction and classification tasks on large
datasets was demonstrated in [47] and [4]. The first work used HD computing for fus-
ing data streams from multiples sources and predicting the behavior of users of mobile
devices. The HD-based model improved the prediction accuracy by 4% in comparison
to a mixed-order Markov model. The classification of texts based based on their lan-
guage in the second work demonstrated 95% accuracy with a gain in power efficiency of
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computations compared to the traditional n-gram based models.
On the other hand, HD computing usually meets criticism from the adepts of the

traditional machine learning methods mainly due to its manual engineering of encodings,
tailored to specific tasks and the absence of conventional optimization procedures refining
HD representations. The major implication of this observation is that the accuracy of
HD-based classification methods is not comparable with the state-of-the-art deep learning
artificial neural networks (ANNs) which can learn representations of raw data (e.g., an
image) with multiple levels of abstraction.

Despite this, several recent works explain functionality of deep neural architectures
within the framework of hyperdimensional computing. In [20] functionality of the pooling
layer in deep convolutional ANNs is linked to a positional binding natively implementable
with VSA. The work in [48] elaborates on the functionality of binarized ANNs [49] in
terms of hyperdimensional geometry. In particular, it was shown that binarized ANNs
work because of the properties of binary high-dimensional spaces. The binarized vectors
of the convolutional layers approximately preserve similarity to the original continuous
vectors the dot products are approximately preserved as well.

With respect to approaches other than deep learning ANNs, the recent work in [50]
explores direct similarities between the main operations of the HD computing and the
operations of a special kind of recurrent ANNs - Echo State Networks (ESN) [51]. In
particular, it was shown that the entire dynamics of the reservoir can be implemented by
HD arithmetic on dissimilar vectors while matching the accuracy of the traditional ESN.

We regard these trends as definite indication of at least an important complemen-
tarity of HD computing to ANNs. Whether HD computing will become a performance-
challenging competitor to ANNs depends on finding solutions to yet unsolved problems.
One of the most important ones is defining optimization procedures directly in HD spaces
or finding training methods that do not rely on optimization.

4 Pattern recognition with HD Computing: Prob-
lem statement, show-cases and outline of approach

Classification is one of the most common tasks in machine learning. The task is to
correctly associate a new pattern with one of the discrete classes where the number of
classes is finite. In order to perform the classification, models of classes are needed. The
models are constructed from a training dataset consisting of patterns labeled with their
classes. Traditional machine learning approach include instance-based methods (k-NN)
or model-based (linear and non-linear classifiers such as SVM or artificial neural nets).
The instance-based methods suffer obviously from the scalability problems associated
with the memory size and the search times as the number of the training examples grow.
As for the model-based methods they all rely on complex optimization routines aimed
at minimizing the number of incorrect predictions on the test dataset. The complex
optimization is usually restricted to the training phase and prediction is typically some
feed-forward calculation that is quite fast.
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Distributed representation of features in combination with Support Vector Machines
are reported in [24, 23, 52]. Other mentions of classification with distributed represen-
tations are given in [13, 39, 43]. However, training classifiers by optimization is time-
consuming.

This article presents the usage of distributed representations for classification tasks
based on the native properties of HD computing without involving complex optimization
procedures. This approach results in construction of a single HD vector representing one
class (further on also called centroid or class prototype3). A fixed amount of memory
is required per class prototype to represent each prototype. The amount of memory
required per prototype in the recognition mechanism may be different. It might be linear
in the number of prototypes in a matrix memory (effectively a lookup table) or less than
linear in an autoassociatve memory. Also, a similar approach [54] can be used in order
to accelerate the search among a collection of high-dimensional vectors. Note that this
model can be generalized to multiple prototypes per class, e.g. when relatively dissimilar
inputs must be mapped to the same class, but the article considers only the case of a
single prototype.

This section describes the approach for constructing hyperdimensional distributed
class prototypes as well as discusses trade-offs of choosing its major hyperparameters:
the dimensionality, density, and the mapping methods.

The discussion is centered around two show cases: a synthetically constructed clas-
sification scenario and the real-world classification task 4 Both show cases are chosen
for illustrative demonstration of the major aspects of the approach. The show-cases are
outlined in the subsections below.

4.1 Synthetic show-case: classification of 7x5 pixels characters
In the synthetic classification task a set of patterns consisting of black and white images of
letters (7 by 5 pixels) of the Roman alphabet is considered (Figure 5 in [30]). In the recall
phase, images of the same letters distorted with different levels of random distortions by
bit flipping (from 1 bit corresponding to a distortion of 2.9% of the pattern’s size to 5
bits equivalent to 14.3% distortion). An example of a noisy input can be found in Figure
7 in [30].

4.2 Real-world show-case: Gesture recognition
As a practical HD-based classification task we consider a smart prosthetic application,
namely hand gesture recognition from a stream of electromyography (EMG) signals. The
EMG signal is the superposition of all the action potentials from the brain cortex to the
target muscles. It is measured by a couple of metal electrodes, placed on the skin and
aligned parallel to the muscle fibers. The maximum amplitude of this signal is 20 mV (-10

3The term “class prototype" is actively used in cognitive science and semantic models [53] and refers
to a holistic description of the class properties.

4MATLAB implementation of the experiments reported in the article is available online via https:
//github.com/denkle.
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to +10) depending on the dimension of the muscle fibers, on the distance between the
muscle and the electrodes and on the electrode properties. Signals of this kind are also
very noisy and difficult to manage even if the maximum bandwidth does not exceed 2 kHz.
The main causes are noise from motion artifacts, fiber crosstalk, electrical equipment and
the floating ground of the human body.

The dataset used in this article is based on the collection of the EMG signals of the
most common hand gestures used in daily life available in [23]. The selected gestures are:
closed hand, open hand, 2-finger pinch, and point index collected for five subjects. The
classification includes also the rest position of the hand, recorded between two subsequent
gestures. Thus, the task is formulated as a classification problem with five possible classes.

The signals are collected from five subjects wearing an elastic strip with the four
EMG sensors. The EMG dataset is labeled using a threshold assigning the gesture labels
to the input EMG data. The collected sequences of sensory signals are composed of 10
repetitions of muscular contraction three seconds each. Between each contraction there
are three seconds of rest. The gestures are sampled at 512 Hz. Three repetitions of
gestures of each type and the contiguous rest periods were used for training and seven
repetitions for testing.

4.3 Constructing hyperdimensional class prototypes
The class prototype is an HD vector representing the entire class. The number of class
prototypes equals the number of classes in the task. The prototype HD vector resembles
significant similarity to its exemplars, i.e. to HD vectors in the training dataset which
belong to that class. The prototype HD vector for a given class is computed out of HD
vectors for all presented patterns of this class in the training dataset. The HD vectors
are combined into the prototype using a specific realization of the bundling operation.
The dimensionality of the prototype HD vector is the same as the dimensionality of the
HD vectors in the dataset.

The realization of the bundling operation depends on the choice of the type of used
distributed representation. As outlined in Section 2.2 the simplest realization of the
bundling operation is elementwise summation (as proposed in the Multiply-Add-Permute
(MAP) VSA framework [19]). Note that in this case the prototype is literally the sum of
the exemplars. So although the prototype is a single vector and treated as a single vector
by the implementing hardware, a subsequent operation on the prototype may distribute
over addition, in which case applying the distributive operation to the prototype is iden-
tical to applying the distributive operation to each of the exemplars and then summing
over the results. This means that it is possible to save (potentially great) computational
cost because of an effect like parallelism by virtue of the distributivity of the operations.
Mathematically, the prototype HD vector for class ci is constructed as:

Pp(ci) =
n∑

i=1
(Hi). (10)

In (10) n is the number of the exemplars of class ci in the training dataset and Hi is the
HD vector representing the exemplar i. Recall that when using elementwise summation,
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the vector space is no longer binary (or bipolar). From the implementation point of
view, it can be practical to restrict prototype HD vectors to binary elements. When
operating with dense HD vectors, majority rule is applied to the result of the elementwise
summation. Then the prototype HD vector for class ci is formed as:

Pb(ci) =
[

n∑
i=1

(Hi)
]

. (11)

The square brackets in (1) indicate majority rule. The resultant HD vector Pb(ci) rep-
resenting the prototype is a binary HD vector. If component HD vectors Hi are dense
with p1 ≈ p0 then the prototype HD vector Pb(ci) is also dense with p1 ≈ p0 otherwise
the density of ones is decreasing.

The majority rule cannot be applied to form prototypes with sparse HD vectors
because the resultant HD vector will consist of all or almost all zeros. Therefore, for
sparse HD vectors the bundling is realized through the thresholded summation. The
threshold controls the density of non-zero elements in the resultant HD vector. It, for
example, can be set to ensure the required number of activated elements in the resultant
prototype HD vector (see for example [55]).

4.4 Classification using class prototypes
The classification using class prototypes is straightforward. An unseen pattern from
the test dataset is mapped to an HD vector using the same method as for the training
process. The result of the mapping is used to calculate the value of similarity metric to
all class prototypes formed during the training phase. The exemplar is assigned to the
class for which similarity between its prototype HD vector and the pattern’s HD vector is
maximal. Note that this is a computation level description of the idealized classification
task. Literal implementation of the task as described above would have a computational
cost proportional to the number of class prototypes. Other implementations (e.g., an
autoassociative memory) might have lower computational cost but a higher error rate.

5 Mapping techniques
There are several approaches to mapping of features’ values from the original represen-
tation space into the hyperdimensional representation space. This section presents two
classes of mapping: The mapping by the orthogonal distributed representations (A) and
the distance preserving mapping (B).

5.1 Mapping of a pattern using dissimilar distributed represen-
tations of feature values

In the case when a feature can be described by a finite alphabet of independent symbols,
the mapping to HD vectors is trivial. Each symbol is simply assigned a unique HD
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vector, which is randomly chosen initially, but fixed over the life of the system. This
procedure is called orthogonal mapping. It can be implemented in a memory efficient
way using only one HD vector per feature and the cyclic shift operation as a special case
of permutation (other examples of permutation usage are considered in [27, 56]) on it
to derive a unique HD vector for the particular level (a discrete value of a feature). For
illustration of orthogonal mapping consider encoding of image “A” from the synthetic
show-case described above. It is demonstrated in Figure 2. In this example each pixel is
a feature, thus we have (7×5 = 35) features. Consider the case of representing a pattern
using binary dense HD vectors with the orthogonal mapping of values. The mapping
procedure consists of the following steps:

1. Initialization of the mapping:

2. (a) Set the dimensionality of the HD vectors.
(b) Set the number of features. The image of a letter consists of 35 pixels. Each

pixel is treated as a feature.
(c) For every feature i generate one binary dense random HD vector xi, that is

35 HD vectors are generated in total. Note that generated HD vectors for
different features are dissimilar.

3. For each feature i shift its xi by the value of the pixel (0-bit shift for black and
1-bit shift for white)

4. Form the distributed representation of the letter using shifted xi vectors according
to (8);

5. Store the letter’s representation in the list of memorized patterns.

Note that the mapping example above is just one way to encode the feature values,
not the only way. This method means that the representations for different features are
unrelated, but the zero and one values for every feature are systematically related to each
other by cyclic shifts – so the HD vector encodes the pixel ID, and the shift encodes the
pixel value. For an alternative mapping it would be possible to choose a random HD
vector for every pixel-value pair. In this case there would be no systematic relationship
between the zero and one values of the same pixel. Also note that because the mapping
treats the pixel IDs as completely independent it does not capture the spatial similarity
of neighboring pixels.

5.2 Mapping of a pattern using distance-preserving distributed
representations of feature values

The task of mapping real numbers into HD vectors is of practical importance since
features of this type are common in practical pattern recognition tasks. This subsection
describes three methods of such mapping.
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Figure 2: Example of mapping letter “A” into binary dense representation. Value 0
corresponds to black color, while value 1 corresponds to white color. Grey filling in the
table marks values of each pixel. For simplicity of presentation the mapping is exemplified
on 10-dimensional vectors.

Consider a feature whose values are real numbers between 0 and m. The task is to
represent the current value of the feature as an HD vector. All considered methods require
a finite amount of values, therefore, real numbers are first quantized using a quantization
scheme with the fixed number of levels (values). For example, the current value of the
feature can be rounded to the closest integer. Then the considered feature is described
by m + 1 unique levels. Next, each unique level is associated with the corresponding HD
vector.

Mapping preserving “linear similarity” of values

The “linear mapping” [23, 57] (this name does not imply mapping by matrix multiplica-
tion) preserves “linear similarity” between HD vectors corresponding to different levels
of a feature. The method starts by initializing an HD vector for the first level. The HD
vector for the next level is formed using the HD vector for the previous level by inverting
several random “1” and “0” (active and inactive) elements such that the total number
of activated elements stays the same, but some of their positions are changed. This step
is repeated until HD vectors for all levels are generated. It is important that during the
iterations only elements activated at the initialization step can be inverted and inactive
elements to be inverted should be selected from the pool of vector elements unprocessed
so far (sampling without replacement). It guarantees that the similarity between HD
vectors decreases linearly due to the way the mapping scheme is designed. The num-
ber of elements inverted at each iteration of the method is a tunable parameter. In the
simplest case, if the HD vector for the first level and the HD vector for the last level
should be dissimilar (i.e., their normalized dot product equals p2

1 in expectation) then for
m + 1 levels at each iteration Np1(1 − p1)/m activated elements (and the same number
of inactive elements) should be inverted. If we do not want to repeat the HD generation
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Figure 3: Four schemes for mapping real numbers into HD vectors. During the experi-
ments N was fixed to N = 10, 000. Density of ones p1 varied between 0.1 and 0.5 with
step 0.1. Note that for all 4 panels the similarity value is the normalized dot product
of the representation of each signal level with the representation for 0mV. Also the nor-
malized dot products for the non-identical pairs in the “orthogonal mapping” panel are
the dot products corresponding to maximum dissimilarity (vectors are nearly orthogonal)
and are, therefore, the values that the linear mappings tend to (by design).

procedure during feature encoding, all m + 1 HD vectors should be stored in a memory
which requires more resources than in the orthogonal mapping where only the seed HD
vector can be stored.

Approximate “linear mapping”

Approximate linear mapping [58] does not guarantee ideal linear characteristic of the
mapping, but the overall decay of similarity between feature levels will be approximately
linear. In contrast to the ideal linear mapping values of similarity between neighboring
levels could slightly vary. Approximate linear mapping, however, requires storage of only
two random HD vectors: one for the first level and one for the last level. HD vectors for
intermediate levels are generated by the concatenation of parts of the two HD vectors.
The lengths of the concatenated parts are defined by the value of the intermediate level.
Alternatively, one could form the weighted sum of the two end points where the weighting
reflects the position of the level between the end points. The sum is then binarized by
choosing from {0, 1} with the probability proportional to each weighted sum element. If
further bundling operations are expected, a fixed random permutation should be applied
for each feature HD vector in order to form dissimilar vectors even if two features have the
same or similar values. So an ideal linear mapping can be easily obtained as follows: take
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an HD vector with M first and M last elements assigned to “1” (2M ≤ N). To encode
level i, take (m − i)M/m successive “1” from the “first M” and iM/m successive “1”
from the “last M”; to get HD vector, apply a random permutation fixed for the particular
feature (actually storing 2M numbers for a feature is required instead of full permutation
matrix). In the case of the alternative method above it is possible to randomly choose the
ith element of intermediate value HD vector from the ith elements of the two end point
vectors, with probability of choosing each source vector proportional to the position of
the level between the two end points.

It is worth noting that approximate linear mapping is cheaper than the ideal one
as it requires storage of only two random HD vectors. As it will be shown below in
Section 6.2 the usage of approximate linear mapping in a classification task provides
results comparable to ideal linear mapping. However, for regression problems (see, for
example, [50]) where prediction error is a key issue, ideal linear mapping would be a
preferable option due to its exact linear characteristic.

Approximate “nonlinear mapping”

The decreasing similarity between HD vectors is not necessarily a linear function. The
approximate nonlinear mapping method described in [58] starts by initializing an HD
vector for the first level. Next, in the iterative manner it forms HD vectors for all
other levels. In the version we use here, HD vector for the next level is created via
deactivating several activated elements from the HD vector for the previous level and
then activating some number of elements so that the density of HD vectors is maintained
on approximately constant level. Unlike “linear mapping”, multiple processing of the
same vector elements is allowed (sampling with replacement). The similarity between
HD vectors decays (approximately) as a bell-like curve.

It is worth noting that for all distance-preserving mappings it is possible to have the
situation where levels more than some threshold apart are maximally dissimilar whereas
levels closer together are more similar. This might be useful for representing a variable
where nearby levels are able to be judged by similarity, but all levels more than a certain
distance apart are treated as maximally dissimilar.

For the implementation details of the presented mappings interested readers are re-
ferred to the simulation code used for Figure 3. It illustrates similarity decay for all
mapping methods when the feature is a voltage signal level from the EMG sensors show-
case. The value range is between 0 mV and 20 mV (denoted as Number of signal levels in
the figure). Five different densities of HD vectors ranging from 0.1 to 0.5 are considered.
The signal is quantized into 21 levels (integers from 0 to 20). This makes dissimilarity
linear in voltage differences. In some other situations (e.g., with wide input ranges) it
may be better to have resolution proportional to value. In this case one could take the
logarithm of the input before discretizing it. The similarity decay is characterized by
the dot product between the HD vector for the first level (0 mV) and all 21 HD vectors.
Dot products were normalized by the number of ones (Np1). For all mapping methods
normalized dot product for the first level is 1 because in this case the dot product is
calculated for the same HD vectors. Normalized dot products for other levels in the



134 Paper B

Figure 4: The average recall accuracy of black and white images of letters using the
majority rule and the CDT procedure against varying density of ones in HD vectors for
three distortions levels: 1 bit (2.9%), 3 bits (8.6%), and 5 bits (14.3%). Dimensionality
of HD vectors was set to 100, 1, 000, 10, 000, 100, 000, and 1, 000, 000 elements. The
results were averaged across 1, 000 runs. Due to a large number of simulations (103)
confidence intervals for 95% are narrow and indistinguishable from the mean values.

orthogonal mapping are the same and approximately equals p1. All other mappings
demonstrate smooth decay. The approximate linear mapping behaves very similar to
the ideal linear mapping. However, the curves for the ideal linear mapping are literally
straight lines while the corresponding curves for the approximate linear mapping have
local deviations. It is especially clear in the case of a low density of ones (p1 = 0.1).
The normalized dot products between the first and the last levels for both mappings are
approximately p1. It is also clear that for the same number of inverted elements dot
product for the nonlinear mapping decays slower than for the linear mappings.

Figure

6 Trade-offs in choice of density and mapping char-
acteristics

This section evaluates the performance of binary HD vectors in classification tasks. First
the effect of density on the classification accuracy is demonstrated for the synthetic show-
case scenario of black and white 7x5 images. Secondly the effects of different types of
mappings are demonstrated on the example of EMG-based gesture recognition.

6.1 The effect of density on the accuracy of classification
This subsection evaluates the effect of dense versus sparse binary distributed represen-
tations on the classification accuracy. It is evaluated in two major recall modes: the
one-shot learning and the supervised learning (see sections below). The first recall mode
is studied for varying density of ones in HD vectors for several dimensionalities. Next,
more detailed results of experiments are presented for sparse HD vectors for three sets
of parameters: N = 100, 000 and M = 1, 000 (p(1) = 0.01); N = 10, 000 and M = 100
(p(1) = 0.01); N = 2048 and M = 40 (p(1) = 0.02). N = 100, 000 and M = 1, 000



6. Trade-offs in choice of density and mapping characteristics 135

Figure 5: Test results for black and white images of letters using distortions of 1 bit
(2.9%), 3 bits (8.6%), and 5 bits (14.3%). Red bars depict 95% confidence intervals.

are mentioned as a typical values for sparse representations in [22]. The dimensionality
N = 10, 000 is chosen to match the dimensionality of the dense HD vectors. The third set
of parameters N = 2048 and M = 40 is motivated by the usage of sparse distributed rep-
resentation with these parameters in Hierarchical Temporal Memory architecture [59]. As
in [30] for the evaluation of dense HD vectors with dimensionality N = 10, 000 elements
(bits) [1] were used.

Best match Recall Under One-shot Learning

In the learning phase a set of noise-free images of letters (see [30]) was represented by HD
vectors with different densities. All twenty six letters were encoded and stored in the same
way as exemplified in Section 5.1. Thus, at the end of the letters’ mapping procedure
twenty six HD vectors are created and stored in the list of memorized patterns. In the case
of the original low-dimensional representations twenty six 35-bits vectors corresponding
to activation of pixels in images of letters were stored in a list.

In the recall phase images of the same letters distorted with three different levels of
random distortions: 1 bit corresponding to a distortion of 2.9% of the pattern’s size, 3
bits equivalent to 8.6% distortion, and 5 bits (14.3% distortion) were presented to the
methods for the recall. An example of a noisy input was presented in Figure 7 in [30].
In the case of the dense HD vectors and the original low-dimensional representations
the pattern with the lowest normalized Hamming distance to the representation of the
presented distorted pattern was returned as the output. In the case of the sparse HD
vectors the pattern with the highest dot product to the representation of the presented
distorted pattern was returned as the output.

Figure 4 presents the average recall accuracy against varying density of ones in HD
vectors. The density varied between 0.01 and 0.5 with step 0.01. Dimensionality of
HD vectors was changed with factor of 10: 100, 1, 000, 10, 000, 100, 000, and 1, 000, 000.
Each panel in the figure corresponds to a particular level of distortion. Distributed
representations of images were done via either majority rule or CDT procedure. All
curves are characteristic in a sense that the CDT procedure shows the best performance
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for low values of density while the majority rule features the opposite behavior. At
the same time, the best performances of both approaches match each other for each
distortion level. When the dimensionality of HD vectors is low (N = 100) there is a
clear peak in accuracy for the CDT procedure. In this case, the peak is due to the fact
that at low densities (e.g., p1 = 0.01) HD vectors with almost no ones can be generated.
This phenomenon does not appear at high dimensionalities (N = 10, 000 and above).
Another observation regarding the effect of dimensionality of HD vectors is that there is
a large improvement in accuracy when going from N = 100 to N = 1, 000 while going
from N = 1, 000 to N = 10, 000 and above there is only a small improvement for 5 bits
distortion. Thus, the dimensionality is important, but only up to a certain point beyond
which increased dimensionality does not affect the accuracy.

Figure 5 presents the recall results for sparse and dense HD vectors and for the
reference original low-dimensional representations. To obtain the results 1000 distorted
images of each letter for every level of distortion were presented for recall. The charts
show the percentage of the correct recall output. Note, that in certain characters the
recall is rather inferior to other letters. For example, the recall for character “O” is
persistently lower than for other letters. This is due to its similarity to several other
characters: “C”, “D”, “G”, and “Q”.

The analysis shows that: a.) There is no degradation of accuracy when the test prob-
lem is transferred from the original low-dimensional representation into high-dimensional
distributed representations; b.) The result holds even for relatively low dimensions of the
sparse HD vectors (N = 2048 and M = 40). The gain from high-dimensional representa-
tion becomes evident when distortions are added to the representations. For the case of
dense distributed representations it was demonstrated in [30] that there is a threshold on
the noise level for the original low-dimensional input patterns beyond which Hamming
distance becomes totally unreliable metric for detection of similarity, while distributed
representations are robust to substantially larger noise levels. The robustness comes from
the usage of random HD vectors in high-dimensional spaces because in contrast to the
original low-dimensional representation they require a substantial level of distortion for
bringing two distributed representation close to each other.

Also the accuracy of the HD recall is higher for non-binary input patterns, to which,
for example, a third color is added as the background to the letters in our test case. For
the sake of space saving the results of the corresponding experiments are omitted in this
article, and interested reader is referred to [30] for the details.

Recall under supervised learning

This subsection presents the results of the comparison of the pattern recognition accu-
racy under supervised learning. In the context of this experiment, a supervised learning
mechanism was implemented using prototype HD vectors. Note that the procedure de-
scribed here as supervised learning is not exactly the traditional definition of the term
which usually involves some kind of optimization of the representations with respect to
an outcome measure. This is not the case here. The prototypes were formed by bundling
distributed representations of distorted patterns of the same letter into the distributed
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Figure 6: Accuracy of recall under supervised learning as a function of the distortion
level. Shaded areas depict 95% confidence intervals.

Figure 7: Accuracy of recall under supervised learning as a function of the number of
presented examples for a given level of distortion. Shaded areas depict 95% confidence
intervals.

representation of the letter during the training phase. In other words, in this scenario
each prototype stores a set of noisy letters generated from the same noise-free letter.
Thus the prototype has information on the natural variability of the images, whereas the
prototypes in the previous scenario with single shot learning do not. In the case of dense
representations the majority rule was used while for sparse representations the thresh-
olded summation was used for making the prototypes. After the thresholded summation
the density of the prototype equalled the expected density of an HD vector representing
a single image.

In the first experiment we used series of randomly distorted images of letters with
different level of distortion between 1 and 15 bits. In the experiments up to 50 original
images for each letter and images at every level of distortion were presented for memo-
rizing. For the particular level of distortion all HD vectors of presented distorted images
of the particular letter were combined together to form a single prototype HD vector of
that letter. Thus, by the end of the training phase the associative memory contains 26
HD vectors, each jointly representing all (presented) distorted variants of the particular
letter. In the recall phase for each distortion level 100 new distorted images of each
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letter were used as input. The accuracy was measured as the percentage of the correctly
recognized letters averaged over the alphabet.

Figure 6 illustrates the obtained results: 90% accurate recall was observed when
training symbols were distorted by up to 5 bits (14.3%). While the accuracy predictably
decreases rapidly with the increase of distortion in the presented images, a reasonable
80% recall accuracy was observed for learning sets with 7 bits distortion (20%). The
accuracy curves for all 4 compared configurations show identical behavior.

Figure 7 illustrates the convergence of the recall accuracy with the number of distorted
original images presented to form the prototypes for the case of 5 bits distortion (14.3%).
For larger training sets the average accuracy in Figure 7 is approaching the average value
in Figure 6 for 5 bits distortion. Interestingly learning curves for all three configurations
of the sparse HD vectors are steeper than the curve for the dense HD vectors. For
N = 2048 configuration the curve starts from the lowest accuracy, but at the size of
training set more than 5 images it performs as well as other sparse configurations of HD
vectors. Thus, for the supervised learning based on the distorted images the sparse HD
vectors require less images to achieve their optimal performance. For example, in Figure
7 all configurations of sparse HD vectors achieve the recall accuracy around 90% after 15
training images, while the dense HD vectors need 20 images to settle at the same level
of the recall accuracy.

6.2 The effect of different mapping approaches

This subsection considers the effect of different feature mapping approaches to dense
and sparse hyperdimensional representations. The studies were performed on the hand
gesture recognition task.

A gesture was characterized by a pattern of n latest measurements of each sensor,
where n is a parameter, which can be tuned individually for each subject. Hence, a
gesture is described by a tuple of 4n features (real numbers) in the range 0.0 to 20.0.
These numbers were rounded to integers and were used as levels when mapping them
to HD vectors. Each of 4n integers was assigned with a unique HD vector according to
one of the four mapping schemes described in subsection 4. Two types of HD vectors
were used: binary and bipolar. For the given pattern HD vectors representing values
of features were bundled together using the chosen bundling operation (see 2.4) to form
the resultant HD vector representing the current gesture. During the training phase,
for each gesture class prototype HD vector was formed by one of the operations (see
4.3). In the operating phase, similarity scores between the HD vector for the unknown
gesture and the prototype HD vectors were used to assign the class with the highest
similarity. The similarity is measured by cosine similarity for bipolar representations;
by Hamming distance for binary dense representations; and by dot-product for binary
sparse representations.

Ten different hyperdimensional classifiers were used in the evaluation. Each classifier
is described by three parameters: 1 - Type of HD vectors for mapping features can be
either binary or bipolar; 2 - Type of feature mapping: orthogonal, ideal linear, approx-
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Figure 8: The average recognition accuracy for 5 subjects using 4 different classifiers
against varying density of ones in HD vectors. All classifiers use ideal linear mapping of
integers to HD vectors. Shaded areas depict 95% confidence intervals. Dimensionality of
HD vectors was set to 10, 000 elements. The results were averaged across 50 runs.

imate linear, and approximate nonlinear. Note that the first type represents each level
by a random HD vector, while the last three types preserve similarity between the HD
vectors representing similar levels. 3 - Types of bundling operations used for construct-
ing the HD vector of the pattern and the prototype HD vector of the class. For bipolar
representations either elementwise summation (denoted as MAP) or majority rule can be
used for both tasks. For binary dense representations majority rule is also used for both
tasks. For binary sparse representations the CDT procedure is used to form pattern’s
HD vector while thresholded summation is used when constructing prototypes. In the
experiments the average accuracy of the correct classification of a gesture for each subject
was studied against density of ones in HD vectors representing features. In the case of
bipolar representations “-1” values were dominating for the low densities of ones.

Figure 8 illustrates the average recognition accuracy for each subject against varying
density of ones in HD vectors for four classifiers in the case of the ideal linear mapping.
Note that the classifier with bipolar representations, ideal linear mapping, and element-
wise summation as the bundling operation corresponds to the classifier presented in [23]
and, therefore, it is used as a benchmark for other classifiers. Its performance does not
depend on the density of ones. It is due to the fact that the elementwise summation does
not restrict the range of values of the resultant HD vector.

It is, however, opposite for other classifiers. If, instead of the elementwise summation
rule, the majority rule with threshold 0 is used with bipolar representations (“bipolar;
linear; majority rule; bipolar” in Figure 8) then the performance of such a classifier varies
with the density of ones. Moreover, this classifier behaves in the same way as the binary
classifier with majority rule (“binary; linear; majority rule; binary” in Figure 8) because
they are essentially equivalent due to the fact that, in the case of bipolar representations,



140 Paper B

Figure 9: The average recognition accuracy for 5 subjects using 7 different classifiers
against varying density of ones in HD vectors. Bipolar classifier with ideal linear mapping
is used as a benchmark. Other 6 classifiers are using three different mapping schemes for
dense and binary sparse representations. Shaded areas depict 95% confidence intervals.
Dimensionality of HD vectors was set to 10, 000 elements. The results were averaged
across 50 runs.

the majority rule with the threshold 0 produces the same result as the majority rule with
the threshold G/2 for binary representations (given that ties are broken with the same
random sequences as was the case for the simulations in this section). The variation
of the performance against density of ones in HD vectors is explained by the nature of
bundling operations. If majority rule is used with binary sparse HD vectors then at some
point there will be no elements in resultant HD vector which exceed threshold, hence the
resultant HD vector after majority rule consist of all zeros.

Similarly, when the CDT procedure is used on dense HD vectors there is a high
chance that the HD vector after OR will consist of all ones so that the thinning step of
the procedure cannot decrease density of ones. In this case, the resultant HD vector after
the CDT procedure is not more representative than all zeros HD vector. Thus, classifier
with these bundling operations show satisfactory performance when operating in the
designed regions, i.e. low densities of ones for the CDT procedure and high densities of
ones for majority rule.

As a general guiding rule, a classifier with the bundling operation for sparse represen-
tations will demonstrate the best performance when the density of ones is small, while a
classifier using the bundling operation for dense representations will perform better when
the density of ones is closer to 0.5. Results in Figure 8 confirm this observation: both
binary classifiers achieve performance comparable with the benchmark bipolar classifier.
The binary dense classifier shows the best performance when p1 = 0.5. But for the binary
sparse classifier for each subject there is a value of density of ones when it demonstrates
its peak.
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Figure 9 demonstrates the effect of other mappings on the performance. The bipolar
classifier in the figure is used as a benchmark. The overall behavior of classifiers is sim-
ilar to Figure 8: sparse classifiers perform better when density of ones is low; for dense
classifiers p1 = 0.5 is preferable. Approximately linear classifiers correspond to their ideal
versions in Figure 8. The performance does not suffer if the mapping is done approxi-
mately. It is an important observation as the approximate linear mapping has memory
efficient implementation. The approximate nonlinear mapping demonstrates slightly bet-
ter performance for subjects one, two, and four for the dense classifier. In the case of
the sparse classifier the performance is higher for subjects one and two. It is concluded
that the approximate nonlinear mapping could improve performance but the improve-
ment is not guaranteed. Interesting results are observed for the orthogonal mapping.
For first three subjects the accuracy of the classifiers with the orthogonal mapping does
not differ much from the accuracies for other types of mapping. But the performance is
significantly lower for subjects four and five. It can be explained by large variations of
patterns produced by the last two subjects. Thus, in some cases the orthogonal map-
ping can perform as well as linear or nonlinear mappings, but there are situations when
preserving similarity between neighboring levels leads to the increased accuracy. In the
considered task, it is due to the fact that for some subjects, gestures can be recognized
reasonably well in terms of absolute values of the measurements. Nevertheless, it is ad-
vised to use the orthogonal mapping when possible as it is the most efficient approach
from the memory usage point of view.

Figure

7 Capacity of distributed representations for the task
of correct retrieval

This section discusses another important trade-off of using binary hyperdimensional rep-
resentations – the dependence of their capacity on the density. The problem of the limited
number of HD vectors recoverable from the bundle, i.e. the capacity of distributed rep-
resentation, is common to both sparse and dense representations.

The capacity characteristic of binary distributed representations is important for a
class of pattern recognition applications which requires an understanding of the details
of the recall results. For example, noiseless memorization tasks [60] are often used for
assessing reservoir computing architectures [45, 24, 61]. In the area of HD dimensional
computing there is a similar task called trajectory association [21]. The task consists of
two stages. The first stage considers storage of a pattern of tokens (e.g., a sequence of
letters, phonemes, etc) HD vector memory. In the second stage, the pattern is retrieved
from the memory HD vector.
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7.1 On capacity of binary sparse distributed representations
The capacity of the binary sparse distributed representations was not previously reported
in the literature and therefore is one of the main contributions of this article.

Denote the number of tokens existing in the system and represented by sparse HD
vectors as D. Suppose that this number is finite. D is therefore also the size of the
clean-up memory. Denote an N -dimensional sparse vector representing a token as x�.

Suppose a pattern of G tokens is stored in a single memory HD vector using disjunc-
tion operation and the CDT procedure.

Suppose without the loss of generality that tokens are bundled with preserved order5.
The token’s order in the bundle is implemented by the permutation operation, which is
denoted as ρ. Note that tokens are randomly sampled from the dictionary and, thus, the
length of the sequence of tokens can be arbitrarily long despite the finite size D of the
dictionary. Thus, the bundle HD vector 〈Ψ〉 is formed as:

〈Ψ〉 = 〈∨G
m=1ρ

m(x�m)〉. (12)

The bundle HD vector 〈Ψ〉 is similar to its components due to the properties of the CDT
procedure. Hence, each element of the pattern can be retrieved from the memory HD
vector via the search through the clean-up memory. To retrieve a token from position m
in the bundle, first, the permutation corresponding to this position is inverted from the
memory HD vector as:

x̂�m = ρ−m(〈Ψ〉). (13)
Next, similarities between the unpermuted bundle HD vector x̂�m and all HD vectors
in the clean-up memory (i.e., D HD vectors representing the dictionary) are calculated.
The similarity between two HD vectors is measured by dot product, d. Finally, the token
on position m of the bundle is found as the most similar HD vector, i.e. the one with
the highest value of the dot product.

Due to the stochastic nature of the distributed representations and the cross-interference,
which is introduced into the bundle HD vector when storing many different tokens, the
reconstructed pattern contains errors. The task of characterizing the capacity, therefore,
converges to the probability of the correct retrieval of a token from a bundle HD vector.

The process of retrieving tokens from the bundle HD vector is also stochastic and
can be described with the aid of two random variables. The first variable characterizes
the dot product between the unpermuted bundle HD vector x̂�m and the HD vector x�m

in the clean-up memory, which corresponds to the correct token. The second variable
characterizes the dot product between the unpermuted bundle HD vector and all (D −1)
not correct HD vectors in the clean-up memory.

As in [18] both variables are approximated by normal distributions. The former is
referred as the hit distribution, while the latter as the reject distribution. Both distri-
butions are defined via their means (μH and μR) and variances (σ2

H and σ2
R). In the

5This assumption allows inclusion of several copies of the same token because each position corre-
sponds to a unique permutation. The permutation in turn preserves orthogonality between HD vectors
representing the same token at different positions in the sequence. Note that this is just one possible
way of representing ordering in a sequence.
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Figure 10: The probability of the correct retrieval pcorr of a single token from the memory
HD vector against the number of stored tokens for three different sizes of the dictionary
D = 27; D = 100; and D = 1000. During the experiments N = 10, 000, M = 100 and
T = 1. The variances were estimated as 1.1 of the corresponding means. Solid lines are
analytical values according to (14)-(18). Dashed lines are averaged experimental results.

retrieval process the correct token will be chosen if and only if its HD vector has the
highest value of the dot product with the unpermuted bundle HD vector over the entire
clean-up memory.

Formally, the probability of the correct retrieval of a token pcorr is calculated as follows
(see [62] for the general capacity theory):

pcorr =
∫ ∞

−∞
dh√
2πσH

e
− (h−(μH −μR))2

2σ2
H

[
Φ

(
h

σR

)]D−1

. (14)

Equation (14) depends on values of five variables. The size of the clean-up memory D
is defined by the initial conditions of the trajectory association task. Values of other
variables depend on the size of the pattern G, the dimensionality of HD vectors N , the
expected number of ones in an HD vector M , and the number of iterations in the CDT
procedure T .

Mean values of the hit and reject distributions can be calculated if the expected
density of ones pT 1 in the bundle HD vector is known. It can be calculated by (22), see
Appendix 8 for details. Then the mean of the reject distribution μR is the expected value
of the dot product between two dissimilar HD vectors with different densities p1 and pT 1
and it is calculated as:

μR = Np1pT 1. (15)
The mean of the hit distribution μH is proportional to the contribution of a single

component HD vector into the superposition HD vector and depends on the expected
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density of ones in the memory HD vector; μH is calculated as:

μH = NpT 1/(pS1/p1) = Np1pP 1. (16)

The estimation of variances for the distributions (σ2
H and σ2

R) is a non-trivial task
due to the complexity introduced by the CDT procedure. To complete the analysis
these values were estimated empirically. According to the heuristic, which produces best
estimation, the variances of both distributions are approximately equal to their means
(in fact 1.1 of their means) , i.e.:

σ2
H ≈ 1.1μH ; (17)

σ2
R ≈ 1.1μR. (18)

The probability of the correct retrieval of a token from the bundle can be estimated
using (14)-(18). Figure 10 illustrates the accuracy of the correct retrieval pcorr of a
single token from the bundle HD vector for different number of stored tokens G for three
different sizes of the dictionary. Analytical estimations with (14) match the experimental
results very well. Note that all three curves demonstrate the accuracy lower than 100%
when the number of stored tokens is small. It is caused by the fact that the density of
ones is too low after the CDT procedure (see (22)). It is clear, that with the increase
of D, the chance of an incorrect retrieval increases. At the same time, the probability
is degrading gradually with the growth of pattern’s size G. Eventually, for the large
values of G the bundle HD vector becomes dissimilar to all of its components. In this
case, the probability of the correct retrieval approaches that of a random guess, i.e.
limG→∞ pcorr = 1/D.

7.2 On capacity of binary and bipolar dense distributed repre-
sentations

The capacity of binary dense distributed representations is extensively studied in [30].
The capacity of the bipolar, i.e. consisting of “+1” and “-1” elements, HD vectors is
studied in [18]. Both analyses largely agree with each other. Figure 11 compares the
capacity for dense and sparse HD vectors versus the dimensionality. Dimensionality N
varied between 1, 000 and 30, 000. For a given dimensionality, the figure illustrates the
maximal number of components which can be retrieved from the resultant HD vector
with at least 99% accuracy. As defined above in (14), the capacity also depends on the
size of the dictionary. In Figure 11 it was fixed to D = 27. The number of “1” elements
for sparse representations was set to M = 85 irrespective of dimensionality.

The solid line in Figure 11 illustrates the capacity of binarized dense representations.
Analogous capacity curve for sparse HD vectors after applying one iteration of the CDT
procedure (T = 1) is depicted by the dash-dot line. The capacity of sparse distributed
representations is significantly lower than that of dense representations. But there are
caveats to this. First, the variance of number of “1” elements in sparse HD vector
affects the capacity as it is the source of noise. The variance is restricted by drawing
sparse HD vector from the hypergeometric distribution rather than from the binomial
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Figure 11: The capacity of the resultant HD vector versus the dimensionality for dense
and sparse distributed representations. The capacity shows the maximal number of
components which can be retrieved with 99% accuracy. D was set to 27.

distribution. In this case, number of “1” elements in HD vector is exactly M rather than
approximately M in the case of the binomial distribution. The corresponding capacity
curve is illustrated by the dotted line. The change of the distribution generating HD
vectors increases the capacity more than twice.

Finally, it should be noted that the usage of the CDT procedure produces the thinned
HD vector with lower density of ones but there is a compromise between the capacity
and the sparsity of the thinned HD vector. The dashed line shows the capacity of the
bundled HD vector without the CDT operation (T = 0). In this case, the capacity
matches the capacity of dense representations (the upper line; solid and dashed lines
coincide), but the bundled HD vector is also dense. In fact, its normalized number of
“1” elements can be even higher than 0.5 as in dense representations. Hence, when using
sparse representations there is a compromise between the sparsity of the bundled HD
vector regulated by the CDT procedure and its capacity .

8 Conclusion
This article discussed trade-offs of selecting parameters of hyperdimensional representa-
tions for classification and recall tasks. It is demonstrated that for the considered pattern
recognition tasks both sparse and dense approaches behave nearly identical. At the same
time implementation peculiarities may favor one approach over another (see Appendix 8
for their summary). One of such factors is the number of features required in the poten-
tial application. Sparse and dense representations use different mapping operations for
the construction of distributed representations of patterns.

Dense representations use the majority rule operation when bundling HD vectors of
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individual features. This operation does not impose strict restrictions on the number
of input HD vectors in order to maintain the density of the resultant HD vector. The
resultant HD vector after the majority rule is always dense p1 ≈ p0 ≈ 0.5. The den-
sity of the resultant HD vector in the sparse representations depends on the number of
superimposed inputs due to the CDT procedure.

Note that the CDT procedure adjusts the density of the resultant HD vector by
iteratively applying permutation and conjunction operations. The conjunction operation
is done with two independent HD vectors each with probability of non zero elements p1,
which in turn depends on the number of input HD vectors being superimposed by OR
operation. After conjunction the resulting density is p2

1. Therefore the density of the
resultant HD vector increases with increase in number of HD vectors in the OR-based
superposition. This implies a limitation on the number of superimposed HD vectors for
which the density of superposition can be controlled. In order to address this problem
appropriate density keeping modifications to CDT operation must be made.

Sparse representation favors lower switching activity with simple and low-cost map-
ping operations compared to dense alternative. It also requires lower memory footprint.
Assuming that the HD vector dimensionality for both approaches is the same e.g., 8192
then each dense HD vector requires 8192 bits of memory. For sparse HD vectors, on the
other hand, only indexes of non zero elements can be stored. For example, to address
each position in N = 8192 HD vector 13 bits are needed. Thus, an HD vector with
density 0.012 (M = 100) can be stored using 13 · 100 = 1300 bits. Thus, the density of
sparse HD vectors is an important adjustable parameter allowing for memory–efficient
implementation of VSAs. Another important advantage of sparse representations is in
higher capacity of some associative memory types [63, 64, 65, 66].

Finally, the experiments in the article considered the approach of forming class proto-
types with HD vectors but there is another potential usage of binary sparse HD vectors.
They can be used as the feature vectors for the recently proposed type of SVM [67],
which requires that feature vectors are sparse, high-dimensional, and binary. All these
conditions are fulfilled by the sparse distributed representations. Moreover, the charac-
teristics of representations (e.g., the density of the resultant HD vector) can be easily
adjusted as the mathematical mechanisms of the mapping process are well understood.

Figure

Appendix A: Density of HD vectors in sparse repre-
sentations
This section introduces equations describing the density of patterns’ distributed repre-
sentations formed by the sparse mapping with or without the CDT procedure. The
density of the resultant HD vector depends on the chosen parameters of the mapping:
the number of features in a pattern (G) and the number of CDT iterations (T ) during the
thinning process. Dimensionality of an HD vector is denoted as N while approximate
number of ones in a component HD vector is M so that p1 = M/N is the density of
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ones in the component HD vector. The task is to characterize the density of the thinned
HD vector after the CDT procedure (denoted as pT 1). The procedure is applied to G
random component HD vectors. Assume also that all component HD vectors have the
same expected density of ones, p1.

The first step of the CDT procedure is the construction of the superposition HD
vector that is created as a result of elementwise OR operation on all components. The
density of the superposition HD vector is defined as:

pS1 = 1 − (1 − p1)G. (19)

The thinning is performed on the superposition HD vector using its independent per-
mutations. During each iteration of the CDT procedure, the elementwise AND operation
is performed on the superposition HD vector and its permuted version. Due to the per-
mutation the vectors are independent and the density of the result of elementwise AND
is defined as:

pSP 1 = p2
S1. (20)

Initially the thinned HD vector is empty. During each iteration it is updated using the
elementwise OR operation with the result of elementwise AND operation between the
superposition HD vector and its current permuted version. CDT procedure can be also
done in the different order as, first, forming a thinning HD vector using the elementwise
OR with T different permutations of the superposition HD vector. Permutations of an
HD vector are dissimilar to each other, therefore, the density of the thinning HD vector
after T iterations is:

pP 1 = 1 − (1 − pS1)T = 1 − (1 − p1)GT . (21)

Secondly, the thinned HD vector is the result of the elementwise AND operation between
thinning and superposition HD vectors. Note that these HD vectors are independent,
then the expected density of ones in the thinned HD vector is calculated as:

pT 1 = pS1pP 1 = (1 − (1 − p1)G)(1 − (1 − p1)GT ). (22)

Thus, when there is only one iteration in the CDT procedure (i.e. T = 1), equation
(22) simplifies to pSP 1 as in (20). Figure 12 shows the comparison between experimental
and analytical densities of ones against the number of iterations in the CDT procedure.
The graph was obtained using HD vectors with N = 10, 000. Three different densities
of ones in component HD vectors p1 were considered: 0.01 (M = 100), 0.02 (M = 200),
and 0.03 (M = 300). Number of iterations in the CDT procedure varied between 0 and
10, where 0 means that the CDT procedure was not used and the density of ones pT 1
is calculated according to (19). Solid lines in Figure 12 correspond to analytical results
while dashed lines show experimental densities for individual experiments. It is clear from
the figure that the averaged experimental results (the averaged curves are not shown as
they precisely follow the analytical curves) follow the analytical ones for all considered
values of p1.
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Figure 12: Comparison between experimental and analytical densities of ones against the
number of iterations in the CDT procedure for three different values of p1. During the
experiments N was fixed to N = 10, 000 and G = 16. Number of iterations T varied
between 0 and 10. Solid lines are analytical calculations according to (22). Dashed lines
are experimental results, where each curve is the result of a single experiment using
different randomly generated vectors.

Note that the minimum values of pT 1 are achieved when T = 1. However, in Figure
12 these densities are higher than the corresponding p1 values due to the large number
of components G involved in the superposition. Thus, when there is a need for the CDT
procedure to control the density when G is large, additional CDT iterations are needed.

Appendix B: Summary of binary HD computing frame-
works
Table 1 presents a summary of binary HD computing frameworks including the rec-
ommended reference for each approach. The last column indicates the simplicity of
preserving the density of ones in HD vectors after operations.

Table 1

VSAs Ref. Symbol Set Similarity metric p1 Preserving p1
BSC [1] binary vectors Hamming 0.5 Yes
MAP [19] bipolar vectors cosine 0.5 No
BSDC [22] binary vectors overlap of vectors varies No
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Modality Classification of Medical Images with
Distributed Representations based on Cellular

Automata Reservoir Computing

Denis Kleyko, Sumeer Khan, Evgeny Osipov, and Suet-Peng Yong

Abstract

Modality corresponding to medical images is a vital filter in medical image retrieval
systems. This article presents the classification of modalities of medical images based
on the usage of principles of hyperdimensional computing and reservoir computing. It
is demonstrated that the highest classification accuracy of the proposed method is on
a par with the best classical method for the given dataset (83% vs. 84%). The major
positive property of the proposed method is that it does not require any optimization
routine during the training phase and naturally allows for incremental learning upon the
availability of new training data.

1 Introduction
This article considers a problem of accurate classification of modalities of medical images
for efficient content-based retrieval. The information about medical modalities, e.g. X-
ray, ultrasound, and others, which are exemplified in Figure 1, often improves the retrieval
process. The problem is formulated as to correctly classify the modality of the image
using the image itself as the input for a classifier. The focus of this work is on the
algorithmic simplicity of the classifier’s training and its incremental learning properties.

Figure 1: Example images from various modalities.

The proposed classifier is based on the principles of hyperdimensional computing [1] in
combination with the usage of cellular automata (CA) computation for feature projection
[2]. The main result reported in this paper is that the classification accuracy of the
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proposed method is on a par with the best state-of-the-art classifiers for the considered
problem while the training procedure is much simpler and allowing incremental learning
without a need for retraining.

As a high-level overview, the proposed modality classification approach takes a vector
of conventional features. The conventional features are formed using the Bag of Visual
Words (BOVW) procedure, which takes as an input from the result of processing a raw
image by an ensemble descriptor of Scale-Invariant Feature Transform with Local Binary
Patterns. The vectors of conventional features are then binarized and passed through
several steps of computation with a cellular automaton in order to project the origi-
nal vector into high-dimensional representation space. The resultant hyperdimensional
vector is used for the construction of the classifier. The notable difference from other
methods is that both the projection and the classifier construction phases are done using
basic Boolean arithmetics and, therefore, the whole method is computationally simple.
Moreover, the classifier construction in contrast to traditional methods does not require
complex optimization routine aimed at minimizing the number of incorrect predictions
on the training dataset. The approach to classification studied here is based purely on
the formation of classes’ prototypes and the similarity calculation without involvement
of optimization procedures.

The article is structured as follows. Section 2 places the proposed methodology in
the context of the related work. The description of fundamentals of hyperdimensional
computing and the feature extension technique using cellular automata computations is
presented in Section 3. Next, in Section 4 the methodology for benchmarking and the
results of modality classification on medical images are presented. The discussion and
conclusions are reported in Section 5.

2 Related work
The taxonomy of approaches for building modality classifiers include two main types:
those based on conventional features and those based on automatically extracted features.

In the class of conventional features the main difficulty is associated with a large
variability in the quality of medical images [3]. Most commonly used conventional features
include Haralick features, auto-correlation Gabor feature filter responses [4], and Local
Binary Patterns (LBP). In addition to these primitive descriptors, an ensemble of features
including color and texture descriptors has been used for X-ray images classification.

A typical approach to the representation of feature ensembles is a method called Bag
of Visual Words (BOVW) [5]. Scale-invariant feature transform (SIFT) has been widely
used with BOVW representation in image classification mainly for a single modality.
Recently reported SIFT with LBP modeled with BOVW representation and trained with
an ensemble classifier [6] showed high classification accuracy on images with multiple
modalities.

In the class of methods for automatic extraction of features in the area of image
processing, the current mainstream approach is Convolutional Neural Networks (CNNs)
[7] which have made significant advancements in biomedical applications [8] and are



3. Overview of major concepts and theories 159

currently gaining momentum. However, this method requires many computational steps
during its training phase.

Kanerva [1] introduced hyperdimensional computing that utilizes random binary vec-
tors of high dimensionality (more than 1000 positions) for representing objects, predicates
and rules for symbolic manipulation and inference. The approach presented in [2] takes a
binarized vector of features and passes it through a several steps of computations in a cel-
lular automaton, thus, obtaining a richer description of features in a higher-dimensional
representation space. It is a cross-fertilization between the domain of reservoir comput-
ing, cellular automata, and hyperdimensional computing. It demonstrated promising
applications in the area of logical inference and analogy making on images. Hence, the
present work of this paper adopts these findings and applies the methodology for the task
of modality classification of medical images.

3 Overview of major concepts and theories

3.1 Distributed representations and hyperdimensional comput-
ing

Distributed data representation is widely used for computer based semantic reasoning.
There are several flavors of distributed hyperdimensional representations and operations
on them (commonly packaged under the term VSA - Vector Symbolic Architectures).
In this paper we use only the Binary Spatter Code variant of VSAs [1], in which the
individual elements only take the binary values “0” or “1”.

VSAs can be viewed as an abstraction of distributed neural systems that can be
easily mapped back to a neural implementation, but the interesting properties of the
VSA system arise from the mathematical properties of the vector space rather than its
neural implementation. Information in VSAs is represented in a distributed fashion. A
single, unitary concept is represented with a codeword instantiated as a high dimensional
vector (HD-vector). These representational vector spaces are generally of dimension at
least 1000, and typically much higher (thousands or tens of thousands).

Randomness. Randomness means that the values of each element of an HD-vector
are independent of each other, and “0” and “1” components have approximately the
same density, i.e. ρ0 ≈ ρ1 ≈ 0.5. In very high dimensional spaces, the Hamming distance
between two arbitrarily chosen HD-vectors is very strongly concentrated around 0.5.
That is, arbitrarily chosen HD-vectors are, with overwhelmingly high probability, almost
orthogonal (i.e. effectively dissimilar). This is similar to the behaviour of symbolic
representations – arbitrarily chosen symbols are generally different. In this work random
high-dimensional codewords will be generated as the result of several execution steps of
a cellular automaton as described below.

Similarity metric. The similarity between two binary vector representations is
characterized by the Hamming distance (i.e. the Hamming weight of the result of the
bit-wise XOR of the two vectors). This measures the number of positions in the two
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compared vectors in which they have different values: ΔH(A, B) = ‖A⊗B‖1
n

=
∑n−1

i=0 ai⊗bi

n
,

where ai, bi are bits at position i in vectors A and B of dimension n, and ⊗ denotes the
bit-wise XOR operation.

Operations in high-dimensional space. Bundling of vectors. There are sev-
eral major operations on hyperdimensional representations: Binding, Permutation and
Bundling. For the sake of definition, binding is used to make a correspondence between
two encoded concepts, bundling as the name suggests used for representation of a set of
encoded concepts and permutations amongst other purposes is used for representation of
ordered sets. The proposed in this paper classifier uses only the operation of bundling,
which is introduced below in greater details.

The bundling operation is used to combine multiple entities into one structure, anal-
ogous to adding elements to a set. It is implemented here by a thresholded sum of the
HD-codes representing the entities. A bit-wise thresholded sum of n vectors yields 0 when
n/2 or more arguments are 0, and 1 otherwise. If the sum produces an even number, the
resulting tie is broken randomly. This is equivalent to adding an extra random HD-code
[1].

The terms “thresholded sum” and “majority sum” are used interchangeably in this
work, and both refer to the sum [A + B + C]. Relevant properties of the majority sum
are:
• the result is a random vector, i.e. the density of ‘1’ components is approximately equal
to the density of ‘0’ components: ρ0 ≈ ρ1 ≈ 0.5;
• the result is similar to all vectors included in the sum;
• as the number of HD-codes that are operands of the majority sum operator increases,
the Hamming distance between the result of the operation and any of the operands tends
to 0.5 (which is the expected similarity of any two HD-codes selected at random). That is,
the information capacity of the result vector is finite and information about the operands
is lost as more of them are combined.

3.2 Reservoir computing, Cellular automata and CA-based pro-
jection to the high-dimensional space

Reservoir computing. Reservoir computing is used for problems that require remem-
bering of long-range statistical relationships. Echo state networks and liquid state ma-
chines are examples of reservoir computing architectures. A reservoir is a set of randomly
connected computing units operating at the edge of chaos. It was demonstrated that the
reservoir computing exhibits high computational power and memory capacity without
the need for training many recurrent layers.

Cellular Automata. A cellular automaton (CA) is a discrete computational model
consisting of a regular grid of cells. Each cell can be in one of a finite number of states
(two - for the binary automaton). States of cells evolve in time according to a fixed rule.
The state of a cell on the next computational step depends on its current state and states
of its neighbors. Notably, amongst the rules of CA there are those (e.g., rule 110), which
make CA operate at the edge of chaos. These rules are exploited in [2] to construct
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hyperdimensional representation of the initial vector of features as described next.

Figure 2: Illustration of the projection of the binarized feature vector to the high-
dimensional space.

CA-based projection to the high-dimensional space. The essence of the method
is presented in Figure 2. First, the input vector of features (real valued) is binarized ac-
cording to a chosen strategy (the details of binarization scheme used in this paper are
presented in the next section). Next, a specific CA rule has to be chosen (e.g., rule 90
or rule 110) for the reservoir. The chosen rule is used during both training and testing
phases. The input dimension of the CA’s grid (the size of rows in Figure 2 denoted as
N) equals the number of dimensions in the binarized input data. The time dimension
(sizes of columns in Figure 2) is the number of computing steps the CA performs (this is
an adjustable parameter of the method further denoted as I). The projection happens
during several iterations of CA computations for a given input. On each iteration the
elements of the binarized input data vector are randomly permuted and used as the ac-
tivation of the first layer of the CA’s grid. The number of iterations is also an adjustable
parameter of the method (denoted as R). Once the binarized and permuted input is
presented to the automaton’s first layer, the CA performs I computational steps and the
time-space state of the automaton is recorded. The time-space state is a concatenation
of all rows of the CA after it finished its execution. If for example the input dimension
of the CA is N = 100 and it runs for I = 10 steps then the space-time state of the
CA is a N × I = 100 × 10 = 1000 dimensional binary vector. After each iteration with
the new permutation of the input data, the space-time state of the CA is concatenated
into a global space-time vector (called a reservoir state). That is if the system performs
R = 50 iterations on the same binary vector of input features, the result of the projection
procedure will be a N × I × R = 100 × 10 × 50 = 50000 dimensional vector.

Construction of the hyperdimensional classifier.
Instead of using the reservoir state after the projection procedure as a feature vector

for traditional machine learning algorithms to solve the classification task (i.e. Support
Vector Machines) as in [2], we propose to use native operations from hyperdimensional
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computing for constructing the classifier.
The Cellular Automata/Hyperdimensional Computing based classifier (CAHC for short)

is based on the notion of a class prototype. The class prototype is a hyperdimensional
representation of the entire class, which resembles significant similarity to all its exem-
plars. The CAHC classifier will form as many class prototypes as the target number of
medical image modalities. The prototype for a given class is computed out of all pre-
sented examples of this class during the training phase. The prototype is computed by
bundling all reservoir states (i.e., N × I × R dimensional vectors) of the initial feature
vectors [9]. More formally the prototype for class Ci is defined as:

Pi =
[

n∑
i=1

(AHD
i )

]
. (1)

In (1) n is the number of the training samples of class Ci and AHD
i is the reservoir state

after CA-based projection of the original feature vector for training sample i. The square
brackets indicate thresholded sum. The resultant vector representing the prototype is also
a binary vector and its dimensionality is the same as the dimensionality of its reservoir
state components. Note that (1) essentially defines the incremental learning capabilities.
In the presented approach new training instances could be added to the class’s prototype
at any time during the operation of the classifier.

For the sake of technical clarity, the thresholded summation in the proposed method
differs from the original element-wise “majority” rule. In the proposed method it is
enhanced with the functionality of controlling the density of non-zero elements in the
resulting prototype vector. This step is necessary due to the unpredictable density of
individual reservoir state vectors on the one hand and in order to correctly implement
the similarity based comparison using Hamming distance metric as described above.

Note that the formation of the classifier is a simple procedure, which only utilizes
the bundling operation on hyperdimensional vectors. Specifically, it does not require
any optimization routine, which are commonly applied in the training phase of classical
machine learning methods, e.g. Bagging, Support Vector Machines, and Convolutional
Neural Networks.

The operating phase of the classifier is also simple. A previously unseen feature vector
from the testing dataset first is projected to the high-dimensional space as described
above. Next, its reservoir state is used to calculate Hamming distances to all class
prototypes formed during the training phase. The image is classified to the modality for
which Hamming distance between the test vector and the prototype is minimal.

4 Experiments and results
In this section the performance of the proposed prototype-based classifier with CA-based
projections is presented. The dataset that is used for the benchmarking is the IMAGE
CLEF2012 [10] and collections from the web. It included 1552 images from nine modal-
ities in total: 1142 images were used for the training and validation, another 410 images
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Figure 3: Results of benchmarking the classification accuracy of the CAHC method with
the best considered traditional methods. The size of an HD prototype of each class was
N × I × R = 1536 × 20 × 20 = 614400 or 75 kB.

were used for the testing. The nine modalities in the dataset included: CT, MRI, X-ray,
Ultrasound, Light Microscopy, Transmission Microscopy, Electron Microscopy, Derma-
tology, Endoscopy. Sample images are shown in Figure 1. The conventional features
used in the experimental setup were extracted with HSIFT-LBP [6], which further were
represented with the Bag of Visual Words method. The length of the original real-valued
feature vectors was 512. The classifiers used for benchmarking were Bagging with and
without surrogate splits, k-Nearest Neighbors (kNN), Support Vector Machines (SVM).
The method was also compared with the automatically extracted features (Convolutional
Neural Networks, CNNs).

Tuning of the method. The proposed method requires several parameters to be set
(CA rule, R, I) and one preprocessing step, which performs the binarization of the
original real-valued features. The original BOVW features were quantized into 4 levels
using 3 thresholds, i.e. thresholds were feature independent. Each threshold was encoded
by 3 bits (1 as 111; 2 as 011; 3 as 001; 4 as 000). After binarization the length of feature
vectors became N = 1536. Rule 110 was used for cellular automata computations. At
each iteration CA was computing I = 20 steps, while the number of permutations was
also set to R = 20.

Results of performance comparison. Amongst the considered classifiers the best aver-
age accuracy was achieved by Bagging with surrogate splits classifier (84%). kNN, SVM
and Regular Bagging demonstrated 62%, 75%, and 79% correspondingly. The average
accuracy with automatically extracted features using CNNs was 78%. Figure 3 places
the accuracy results of the proposed methods for 100 simulation runs in the scope of the
best conventional features-based (BOVW) and automatically extracted features-based
(CNN) classifiers. The performance of the proposed method varies due to random per-
mutations of the initial data onto CA’s grid. It is clear that the standard deviation of the
variation is small, which means that the proposed method provides stable results. The
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main observation, however, is that the method performs on par with the best learning
based classifiers (Bagging and CNN).

5 Conclusions
In this paper we proposed a simple method of modalities classification in medical images.
In order to construct the classifier, a combination of principles of hyperdimensional com-
puting and feature projection using reservoir computing were adopted. The experiments
demonstrate the matching accuracy of the presented methodology to the best classical
feature-based and feature less methods. The major positive property of the CAHC clas-
sification method is that it does not require any optimization routine during the training
phase and allows for incremental learning.

In the presented version the number of computing steps of the cellular automaton
over all iterations as well as the resulting substantial memory resources for individual
HD-projected features might appear to a reader as the drawback of the method. Firstly,
it worth mentioning that the memory consumption for each HD class prototype is inde-
pendent on the number of training samples and remains constant. Finally, reduction of
dimensionality is feasible based on the recent findings in e.g., [11, 12, 13]. This work is
ongoing as further development of the presented approach.
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No Two Brains Are Alike: Cloning a
Hyperdimensional Associative Memory Using

Cellular Automata Computations

Denis Kleyko and Evgeny Osipov

Abstract

This paper looks beyond of the current focus of research on biologically inspired cogni-
tive systems and considers the problem of replication of its learned functionality. The
considered challenge is to replicate the learned knowledge such that uniqueness of the
internal symbolic representations is guaranteed. This article takes a neurological argu-
ment “no two brains are alike” and suggests an architecture for mapping a content of the
trained associative memory built using principles of hyperdimensional computing and
Vector Symbolic Architectures into a new and orthogonal basis of atomic symbols. This
is done with the help of computations on cellular automata. The results of this article
open a way towards a secure usage of cognitive architectures in a variety of practical
application domains.

1 Introduction
Alternative computing architectures with autonomous continuously learning and gener-
alization capabilities are highly demanded in many practical domains including robotics,
intelligent industries, home automation, and e-health. Biologically Inspired Cognitive
Architectures (BICA) by definition satisfy such requirements and as such have a high
potential to emerge as a solution for many applications including life- and mission-critical
ones. While in the context of BICA the current research focus is on educational processes
of cognitive systems or robots this article suggests to look beyond this phase and consider
the knowledge replication and transfer functionality. It is exactly this functionality, which
will make BICA-based technical systems practically usable in technical applications.

Consider a simple scenario where, for example, a BICA system is installed for home
automation in a facility with a large number of initially identical rooms. Suppose that one
BICA system is installed per room and its purpose is to learn the behavioral pattern of the
users in the particular room and adjust the smart functionality accordingly. Obviously,
it is unacceptable (or at least impractical) that each installed system is completely blank
in the beginning and needs to be trained from the scratch. Instead, it is reasonable to
assume that the system is pre-trained on typical behavioral patterns, which then will be
replicated in several copies, which will continue their independent functionality as the
system continues to operate.
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From the cybersecurity perspective, the challenge associated with the replication of
the content is that while the two copies must be functionally identical, they should be
based on unique internal representations. “Uniqueness of the copies” has a meaning with
respect to technical requirements from potential users of any system: the security of
system’s operation. In the presented above practical home automation use-case, a simple
copying makes the entire system extremely vulnerable to malicious attacks. Once the
BICA-origin is compromised (e.g., the internal representations of atomic concepts become
known), all subsequent copies are compromised as well. Thus, addressing the problem
of knowledge transfer in BICA-based systems will mitigate the problem all architectures
(BICA and non-BICA) suffer from.

This article focuses on the challenge of replication of the content of the long-term
memory of the BICA system. Specifically it is assumed that the long-term memory is
implemented using the principles of hyperdimensional computing and Vector Symbolic
Architectures (VSAs). VSAs [1] is a class of connectionist models for representing struc-
tured knowledge, implementing analogical-based reasoning [2], and pattern recognition
[3], [4] [5]. It is argued that VSAs could be a suitable candidate for implementing func-
tionality of general artificial intelligence [6], [7] and imitation of functional behavior of
living systems [8], [9]. VSAs also constitute a significant part of the Semantic Pointer
Architecture [10], which exhibits a wide range of cognitive functionality.

The core contribution of the article is the pipeline for cloning the content of the learned
VSA-based BICA, which satisfy the “no two brains are alike” argument. Technically,
the described solution allows mapping the trained memory to a new unique basis while
retaining the internal relationships between the symbols represented in high-dimensional
space. The mapping is done with the help of computations on cellular automata (CA).
Rule 90 of CA is chosen as it possesses several properties highly relevant for achieving
the objectives of the considered mapping task.

This paper is structured as follows. Section 3.1 introduces high-dimensional vectors
and operations on them. Cellular automata are briefly described in Section 3. Section
4 presents the main contribution of this paper – a pipeline for mapping VSA-based
memory into a new unique basis with cellular automata computations. The conclusions
are presented in Section 6.

2 High-dimensional vectors and related operations
Hyperdimensional computing (also known as Vector Symbolic Architectures, VSAs) oper-
ates with high-dimensional vectors (also referred to as HD vectors or distributed represen-
tations). There are several different types of VSAs, each using different representations,
e.g. [11], [12], [13], [14], [15], [16]. This paper considers only Binary Spatter Code vari-
ant of VSAs [17], in which the individual elements only take the binary values “0” or
“1”. Information in VSAs is represented in a distributed fashion, where a single, unitary
entitity is represented as an HD vector. The values of each element of an HD vector are
independent of each other, and “0” and “1” values have approximately the same density,
i.e. p1 ≈ p0 ≈ 0.5.



2. High-dimensional vectors and related operations 171

The similarity between two HD vectors is characterized by the Hamming distance. It
measures the number of positions in the two compared HD vectors in which they have
different values.

In very high dimensional spaces, the Hamming distance between two arbitrarily chosen
HD vectors is concentrated around 0.5. That is, arbitrarily chosen HD vectors are, with
overwhelmingly high probability, almost orthogonal (i.e. effectively dissimilar). This is
similar to the behaviour of symbolic representations – arbitrarily chosen symbols are
generally different. Interested readers are referred to [11], [18], [19] for comprehensive
analysis of probabilistic properties and capacity of the hyperdimensional representation
space. There are three common operations with HD vectors: binding, bundling, and
permutation.

Bundling of vectors. The bundling operation is used to join multiple entities
into one structure; it is implemented by a majority rule of the HD vectors representing
the entities. A elementwise thresholded sum of n vectors yields “0” when n/2 or more
arguments are “0”, and “1” otherwise. If the sum produces an even number, the resulting
tie is broken randomly. This is equivalent to adding an extra random HD vectors [11].
The operation is denoted as the sum [a + b + c].

Binding of vectors. Binding, which can be interpreted as assigning a value to a field,
is implemented as the elementwise XOR operation (denoted as ⊕) on the corresponding
HD vectors.

Permutation of vectors. Permutation produces an HD vector dissimilar to the
permuted one (i.e. the normalized Hamming distance between them equals approximately
0.5). Several random HD vectors can be generated from a single vector through different
permutations. The cyclic shift operation is a special case of the permutation [11]. The
result of operation is obtained by cyclically shifting a by i elements and denoted here as
Sh(A, i).

An example of operation which can be done with HD vectors is called holistic mapping.
It can be used to answer non-trivial queries (e.g., “What is the dollar of Mexico?”) by
operating on the whole representation [20].

2.1 VSA-based BICA

Hyperdimensional computing and Vector Symbolic Architectures are used to represent
structured knowledge and implement analogical reasoning. Ax example of such usage is
the representation of conceptual spaces in order to facilitate neural and symbolic levels of
representations [21], [22]. The VSAs based memory is normally structured in two parts:
a clean-up memory (often referred to as item-memory) and a compositional memory.
The structure is exemplified in Figure 1. The item memory normally contains atomic HD
vectors and is normally used for detailed analysis of VSAs aggregates. For the purposes of
future discussion, we also insert results of binding and permutation operations generated
during system’s operation. Thus, the HD vectors stored in the item-memory serve as
components for all other HD vectors in the system.

The second part of the memory is the compositional memory. In terms of symbolic
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systems, a compositional memory will contain meaningful transformations of the atomic
symbols and their bindings. The symbols in this memory are formed by bundling several
components from the item memory. VSA structures can be formed from atomic HD
vectors only (e.g. [a + b + c]), be a result of bundling of binding or permutation of
atomic HD vectors (e.g. [a ⊕ b + b + c], [a + b + Sh(c, 1)]), and other compositional HD
vectors as well (e.g. [b + [a + b + c] + c]).

Figure 1: An example of an item memory with three atomic HD vectors (a, b, and
c), a binding HD vector (a ⊕ b) and a permutated vector Sh(c, 1)). The compositional
memory (right-hand side) contains four compositional HD vectors. For simplicity of the
presentation, the system is exemplified on 10-dimensional vectors. In the simulations HD
vectors with 10,000 elements were used.

Figure 2: The assignment of new states for a center cell when the cellular automaton
uses rule 90. A hollow cell corresponds to zero state while a shaded cell marks one state.

3 Cellular Automata
A cellular automaton (CA) is a discrete computational model consisting of a regular grid
of cells [23]. Each cell can be in one of a finite number of states (two - for the binary
automaton). States of cells evolve in discrete time steps according to a fixed rule. The
state of a cell on the next computational step depends on its current state and states of
its neighbors. Notably, amongst the rules of CA there are those (e.g., rule 110), which
make CA operate at the edge of chaos and were proven to be Turing complete. Another
interesting rule which is employed in this paper is rule 90. The 90th rule of cellular
automata is denoted as CA90. Also, notation CAn

90 will be used to denote the n-th
computing step of the cellular automaton. Albeit this rule is not Turing complete, it
posses several properties relevant for the scope of this paper.

The computations performed by cellular automata are local. The new state of a
cell is determined by previous states of the cell itself and its two neighboring cells (left
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and right). Thus only three cells are involved in a computation step, i.e. for binary
states, there are in total 23 = 8 combinations. The rule assigns states for each of eight
combinations. Figure 2 illustrates all combinations and corresponding states for CA90.
It can be seen from the figure that CA90 assigns the next state of a central cell solely on
the previous states of the neighboring cells. In particular, the new state is the result of
XOR operation on the states of the neighboring cells. Thus, CA90 has a computational
advantage since CA implementation can be vectorized. That is if at time step t vector
x(t) describes the states of CA, then the states for the next time step t + 1 are computed
as follows: x(t + 1) = Sh(x(t), 1) ⊕ Sh(x(t), −1), where Sh() is the notation for cyclic
shift operation

3.1 CA and hyperdimensional vectors
In the scope of VSAs and hyperdimensional computing CA (rules 90 and 110) were
recently explored in [24], [25], [26] for projecting binarized features into high-dimensional
space. Further, in [27] this approach was applied for modality classification of medical
images. In the present work, we utilize three major properties of CA rule 90:

1. Random projection;
2. Preservation of the binding operation;
3. Preservation of the cyclic shift.
The first property means that when CA90 is initialized with a random HD vec-

tor HDINIT , its evolved state is another HD vector of the same density (p1 ≈ p0 ≈
0.5). Moreover this vector is dissimilar with the original initialization vector. That is
dh(HDINIT , CAn

90(HDINIT )) ≈ 0.5.
The second property tells that if HD vector c is the result of binding of two other

HD vectors: c = a ⊕ b then after n computational steps of CA90, the evolved HD vector
CAn

90(c) is the result of binding of the evolved HD vectors CAn
90(a) and CAn

90(b) for the
same number of steps. That is dh(CAn

90(c), CAn
90(a) ⊕ CAn

90(b)) = 0.
Finally, computations with CA90 preserve a special case of the permutation operation

on HD vectors - cyclic shift by i elements. Suppose d = Sh(a, i). After n computational
steps of CA90, the cyclic shift of the evolved HD vector CAn

90(a) by i elements equals the
evolved shifted HD vector CAn

90(d). That is dh(CAn
90(d), Sh(CAn

90(a, i)) = 0.
These properties of CA90 constitute the core of the memory cloning pipeline presented

in the next section.

4 Cloning of VSA-based associative memory with
CA90 computations

The challenge with the replication of the VSA-based memory into a new unique basis
comes from the fact that CA90 does not preserve the bundling operation. That is the
result of the evolution of the bundled HD vector (computed as the majority sum of several
HD vectors) becomes dissimilar to its CA-evolved components. That is why an additional
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Figure 3: Recomputing compositional HD vectors using connection matrices and mapped
atomic HD vectors.

architectural solution is needed. The core of the proposed memory cloning pipeline is
the mechanism for describing relationships between HD vectors from the item-memory,
which result in the items of the compositional memory. The most straightforward way to
describe such relationships is to introduce a relation matrix. This matrix simply marks
which items are included in the bundles. The idea is illustrated in Figure 3. In the left
part of the figure the arrows show the contribution of each HD vector from the item-
memory to the particular compositional HD vector. The table on the right is the relation
matrix representing these relationships in the binary form. Note, that compositional
structures are also valid symbols to be used in other VSA-compositions. This is depicted
by the lighter arrow originating and ending up in the compositional VSA memory.

Data: HD vectors from item memory (atomic, bindings and permutations)
Passed as arguments Arg1, Arg2, Arg3, Arg4 , Arg5, . . .
Result: Computed terminal VSA symbols of the compositional memory
tmp1=[Arg2, Arg3] //list of atomic vectors repeating in severalcompositions

tmp2=[Arg1]+tmp1 //list of atomic vectors repeating in several compositions
A=BUNDLE(tmp2)
B=BUNDLE([Arg4]+tmp1)
C=BUNDLE([Arg1,Arg2,Arg5])
D=BUNDLE(tmp1+[A]) //this compositional item contains compositional item A
. . .
return [A, B, C, D, . . . ]

Algorithm 1: An example of a program describing the relationships between items of
the VSA-based BICA memory.

The role of the relation matrix is somewhat similar to a matrix of synaptic weights
between two layers in artificial neural networks since elements of the matrix define the
contribution from one layer’s activations to the next layer. There are, however, differ-
ences. The relation matrix between item and compositional memories is sparse and binary
where one in the intersection of ith row and jth column means that ith HD vector is a
component of jth HD vector. The sparsity is expected because usually a compositional
HD vector is formed only by few components.

Another useful way of representing the same information is in the form of an exe-
cutable program, which takes the atomic items as variables and produces terminal sym-
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Figure 4: Mapping the first part of the memory with two steps of cellular automata
computations.

bols of the compositional memory. For example, in Figure 3 the program in Algorithm
1 computes the list of items in the compositional memory for Arg1 = a, Arg2 = b,
Arg3 = c, Arg4 = a ⊕ b, Arg5 = Sh(c, 1).

Now, given the mechanism for describing the relationships between VSA-based mem-
ory the process for the replication of the entire memory into a new unique basis is
straightforward and consists of two steps:

1. Mapping of the content of the entire item memory to an orthogonal basis with the
help of CA90 computations. This is illustrated in Figure 4.

2. Replicating the compositional memory (either with the help of the relation matrix
or executing a program) for new values of items in the item memory.

Thus, as the result of the memory replication procedure a new memory of HD vectors
is created. All items of this new memory are dissimilar to all items of the original
memory, however, the relations between atomic items and within compositional memory
are identical.

It is important to note that each step of CA90 computations produces a new mapping
dissimilar to all other mappings. In other words, multiple replicas with unique basis
can be produced by repeating the replication procedure for a different number of CA90
execution steps.

4.1 Simulations
Properties of CA90 computations are illustrated in Figure 5 which plots the results of
simulations of a toy memory. The origin item memory consists of four HD vectors: two
atomic HD vectors (a and b), one binding (a ⊕ b), and one permutation (Sh(a, 10)).
The source item memory was mapped to 50 dissimilar memories using 50 computational
steps of CA90: one step per mapping. The figure depicts five different curves, plotting
normalized Hamming distance versus the number of computational steps. It is clear that
the curves are grouped in two regions: in the region of the absolute similarity (dh = 0) and
in the region of the dissimilarity (dh ≈ 0.5). Three curves in the dissimilarity region show
normalized Hamming distance between three HD vectors in the source memory (a, a⊕b,
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Figure 5: Similarity between the source HD vectors and mapped HD vectors for 50
computational steps with rule 90.

and Sh(a, 10)) and their mapped versions (denoted as a∗, (a ⊕ b)∗, and Sh(a, 10)∗) after
i steps of computations. Two curves in the absolute similarity region show normalized
Hamming distance between two mapped HD vectors ((a⊕b)∗ and Sh(a, 10)∗) and results
of corresponding operations (binding and permutation) performed with mapped atomic
HD vectors ((a∗ ⊕ b∗) and Sh(a∗, 10)). The results of the simulation confirm that the
mapped memories are dissimilar to the origin item memory (and to each other) but the
relationships between HD vector in the mapped memories are preserved.

5 Conclusions

This paper considered a problem of replicating the associative memory of a technical
BICA system into a unique basis of atomic representations. The importance of the prob-
lem is motivated from the point of view of security considerations in practical BICA
applications. The major challenge is to preserve all previously learned relationships
while having all items (symbols) completely unrelated to the memory-origin. For BICA
systems employing associative memory based on the principles of Vector Symbolic Ar-
chitectures, we proposed a pipeline for flexible creation of multiple replicas satisfying the
uniqueness property. The core of the replication pipeline is the mechanism for describing
relationships between the item and compositional memory (a relation matrix or an exe-
cutable program) and a procedure for mapping the content of the item memory to the
new unique basis using computation of CA90. This has not been done before and opens
a way towards secure practical applications of BICA systems.
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A Hyperdimensional Computing Framework for
Feature-based Similarity Analysis of Heart Rate

Responses during Deep Breathing

Denis Kleyko, Evgeny Osipov, and Urban Wiklund

Abstract

Objective: Autonomic function during deep breathing (DB) is normally scored based
on the assumption that the heart rate is synchronized with the breathing. We have ob-
served individuals with subtle arrhythmias during DB where autonomic function cannot
be evaluated. This study presents a novel method for analyzing cardiorespiratory syn-
chronization: feature-based analysis of the similarity between heart rate and respiration
using principles of hyperdimensional computing.

Methods: Heart rate and respiration signals were modeled using Fourier series anal-
ysis. Three feature variables were derived and mapped to binary vectors in a high-
dimensional space. Using both synthesized data and recordings from patients/healthy
subjects, the similarity between the feature vectors was assessed using Hamming distance
(high-dimensional space), Euclidean distance (original space), and with a coherence-
based index. Methods were evaluated via classification of the similarity indices into
three groups.

Results: The distance-based methods achieved good separation of signals into classes
with different degree of cardiorespiratory synchronization, also providing identification of
patients with low cardiorespiratory synchronization but high values of conventional DB
scores. Moreover, binary high-dimensional vectors allowed an additional analysis of the
obtained Hamming distance.

Conclusions: Feature-based similarity analysis using hyperdimensional computing is
capable of identifying signals with low cardiorespiratory synchronization during DB due
to arrhythmias. Vector-based similarity analysis could be applied to other types of feature
variables than based on spectral analysis.

Significance: The proposed methods for robustly assessing cardiorespiratory synchro-
nization facilitate the identification of individuals where the evaluation of autonomic
function during DB is problematic or even impossible, thus, increasing the correctness of
the test.

1 Introduction
The synchronization or similarity between two signals can be analyzed both in the time-
domain (e.g. by cross-correlation, means, standard deviation) and in the frequency do-
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main (such as based on the coherence spectrum). In both cases, data can be transformed
into a number of representative features, or be represented by other types of measures
resulting in multivariate feature vectors. One approach for comparison of similarities
between different feature vectors is to determine different distance measures, where one
straightforward method is to determine the Euclidean distance. In this study, we evalu-
ate an alternative approach for comparison of multivariate feature vectors based on the
principles of hyperdimensional computing [1]. This approach is applied to classify dif-
ferent patterns of cardiorespiratory synchronization/desynchronization during the paced
deep breathing (DB), based on recordings of heart rate and respiration. In addition to
accurate classification, the proposed framework provides a possibility of a deeper analysis
of the derived distance measure, which is impossible with Euclidean distance.

Hyperdimensional computing (HD computing) [1, 2] is a bio-inspired family of meth-
ods for representing concepts (letters, phonemes, features), their meanings and allows
implementing sophisticated reasoning based on simple operations. HD computing op-
erates with vectors of very high dimension (i.e., vectors of several thousand elements).
HD computing is proven to be a powerful tool for computationally efficient analysis of
complex dependencies between large number of features. It finds its applications in, for
example, the task of natural language processing [3]. Several applications to classification
tasks have been done, for example, gesture recognition [4], physical activity recognition
[5], classification of EEG error-related potentials [6], and modality classification of med-
ical images [7].

The DB test is a commonly used test of autonomic function [8, 9]. The subject is
instructed to take six deep breaths during one minute. Scoring of autonomic function
is normally based on different measures of the magnitude of the heart rate response,
whereas the actual pattern of the heart rate fluctuations is ignored. Thus, these simple
indices fail to identify if an individual exhibits subtle arrhythmias during the DB test,
which has been found in patients with transthyretin amyloidosis [10]. The heart rate
response was evaluated with a Fourier series based regularity index, which estimated the
fraction of the heart rate signal that was coherent with the expected breathing pattern.
This regularity index helped to identify complex heart rate patterns due to arrhythmias,
where the autonomic function cannot be adequately evaluated [11]. However, the co-
variation between heart rate and respiration was not evaluated in details in [10]. In a
previous study, coherence analysis was applied to analyze the synchronization between
the heart rate fluctuations and the breathing pattern during the paced DB [12]. However,
it is well-known that methods based on power spectrum, including coherence analysis,
are suboptimal for analysis of short recordings, such as the one-minute recordings from
the DB test. The Fast Fourier Transform method suffers from poor resolution and also
requires windowing (multiplication with a bell-shaped function), which introduces dis-
tortions to the analyzed data segments. Bivariate autoregressive modeling requires the
estimation of a relatively large number of model parameters based on rather few samples.
This highlights the importance of developing new methods for studying the cardiorespi-
ratory synchronization during the DB test.

The aim of this study is to develop a hyperdimensional framework for vector-based
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similarity analysis of the co-variation of cardiorespiratory signals during DB. The pro-
posed methodology is evaluated using both synthesized data and recordings from pa-
tients/healthy subjects. Feature variables are derived from Fourier series analysis of the
heart rate and respiration signals. The principles of HD computing are then described
as well as the resulting framework. Results from the vector-based similarity analysis
are presented for both types of data, and a comparison is made with a coherence-based
method. Finally, the results and implications for the clinical application are discussed.

2 Materials and preprocessing

2.1 Recordings from patients and controls
The study material in this retrospective study consisted of recordings of heart rate vari-
ability (HRV) in adult subjects, including healthy controls, patients with cardiac auto-
nomic neuropathy (CAN), and patients with myocardial infarction (MI). The study pro-
tocol for the HRV analysis included the recording of a single-channel ECG and a respira-
tion signal (RESP) during one minute with the paced deep breathing at six breaths/min
in the supine position. Only subjects with adequate respiration signals were included
(as defined in Section 2.2). The healthy control group consisted of 174 subjects (53%
men, mean age 49 years, range 22-84 years). The CAN group consisted of 135 clinically
performed HRV recordings in patients with the disease transthyterin amyloidosis (51%
men, mean age 51 years, range 26-76 years). These patients were selected since they
often present with different degrees of cardiac autonomic dysfunction, but subtle cardiac
arrhythmias are also common among these patients [11]. The MI group consisted of 97
patients (81% men, mean age 64 years, range 42-79 years). These patients had been
diagnosed with a MI and the HRV recordings were performed approximately one week
after onset of treatment. The study was performed within the program for evaluation
of transthyretin amyloidosis patients that has been approved by the Regional Ethical
Review Board in Umeå, Sweden.

ECG was digitized at 500 Hz and the RESP signal at 125 Hz. Heart beats were
detected using a threshold-based algorithm and all detected beats were manually edited.
Spurious (1-2 beats in the 1-min recording) ectopic beats were removed and replaced by
linear interpolation. No editing was performed in recordings with frequent ectopic beats,
which was the case in less than 10 patients in each of the two groups of patients. The
series of RR intervals were converted to a regularly sampled HRV time series by cubic
spline interpolation and resampling at 2 Hz.

2.2 Fourier series modeling
Since the recordings were relatively short, instead of conventional power spectrum anal-
ysis based on the Fast Fourier Transform, we applied FS modeling to analyze the char-
acteristics of the HRV and RESP signals [10]. The DB test is performed with the paced
breathing during one minute, thus, the duration of each breathing cycle is 10 seconds.
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This corresponds to a breathing frequency, fresp=0.1 Hz. The total time of the DB test,
TDB, is 60 seconds and this corresponds to Nc=6 full breathing cycles. Using the FS
analysis, each signal, x(n), can be modelled as

x(n) =
N−1∑
k=0

ckej2πT kn/N , (1)

where T is the sampling interval and the number of frequency components was set to
N = 18 (N → ∞ for the perfect reconstruction). The FS components, ck, are determined
by the analysis equation:

ck =
N−1∑
k=0

x(n)e−j2πT kn/N . (2)

The length of the data sequence determines the fundamental frequency, i.e. the
frequency of the first component in the model (1/TDB Hz). Thus, the frequency of each
component, fk, in the FS model is given by:

fk = k

TDB

= k

NcTc

= kfresp

Nc

, k = {1, . . . , N}. (3)

The power of each signal component is given by Pk = |ck|2, which graphically can be
presented as a line spectrum, showing the power against component number (or compo-
nent frequency). If a signal is present with a response, which is nearly identical for all
breathing cycles, the power will mainly be concentrated at the breathing frequency and
its harmonics, i.e. at the frequencies fp = pfresp. Assuming that there are at most p = 3
harmonics in the signals, this corresponds to the 6th, 12th and 18th components in the
FS model, i.e. where k = pNc. However, for signals with irregularities due to noise, ar-
rhythmias or different types of modulation, such as amplitude or frequency modulation,
power will appear in FS components where k �= pNc.

This study only included recordings where the RESP signal showed a marked deep
breathing pattern, defined as a recording where the 6th, 12th and 18th components ex-
plained more than 70% of the total power (where the 6th also had to be the largest).
Otherwise, the recording was excluded because the RESP signal could not be used to
verify that the subject performed the test correctly. In cases where the RESP signal was
considered unreliable, this was mainly due to sensor failure or incorrect application of
the respiration sensor on the subject.

2.3 Synthesized data
A total of 900 sets of synthesized RESP (input patterns) and HRV (output patterns)
signals were generated based on the patterns of the recorded signals: nearly sinusoidal
signals with same cycle-to-cycle amplitudes, signals with amplitude modulation, and
signals with very irregular fluctuations. Three different types of input patterns were
generated:
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1. Nearly sinusoidal pattern, generated based on a Fourier series (FS) model: signals
were synthesized based on uniformly distributed random values of the 6th, 12th and
18th FS components, with the additional constraint that the relative amplitude
should be in the range 0.75-1.0 for component 6, 0-0.25 for component 12, and
0-0.125 for component 18, respectively.

2. Signals with moderate amplitude modulation (AM). These narrow-band signals
were generated as the output of a second-order autoregressive (AR2) process:

y(k) = a1y(k − 1) + a2y(k − 2) + e(k). (4)

a1 = 2
√

|a2| cos(2πfT ), (5)

where a2 was randomly selected in the range 0.95-0.96. The resulting central fre-
quency was near 0.1 Hz.

3. Signals with marked AM. These were also generated as an AR2-process, but where
a2 was randomly selected in the range 0.90-0.91.

For each input pattern, three different output signal patterns were generated as fol-
lows. Data from 100 healthy subjects were used to determine the transfer function be-
tween RESP (input) and HRV (output) using the Welch’s averaged periodogram method.
Output A (yA(k)) was generated by filtering the synthesized RESP signals using the
estimated transfer functions. The HRV signals were inverted to increase the bandwidth,
and a small amount of noise was added. Output B was generated by generating an ad-
ditional amplitude modulation of the signals, according to yB(k) = yA(k)yAM(k), where
yAM(k) was an AR(2)-process with a2 = 0.90 − 0.91 and the amplitude was randomly
selected in the range 1.00-1.25. Finally, Output C was generated as the output from
a broadband second-order AR process with a2 = 0.70, representing a signal that was
desynchronized with the input.

3 Methods for similarity analysis

Three feature variables were determined for each pair of RESP and HRV signals based
on the FS analysis. Each feature represented the signal power content within a different
frequency range. The feature vectors were mapped to HD space where the Hamming
distance between the two HD vectors was used as the similarity metric. The similarity of
the signals was classified into three different groups based on threshold levels determined
from the 900 synthesized sets of signals. A comparison was also made with two other
methods for similarity analysis: the Euclidean distance between the two feature vectors,
and a coherence-based measure.
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3.1 Selection of feature variables
In this study, the main focus was to detect heart rate responses that are not synchronized
with respiration, which in turn will have an impact on the evaluation of the autonomic
function. Therefore, we derived feature variables based on the distribution of power in
different frequency regions where HRV was expected to be low, provided that the DB test
was correctly performed and the HRV signal was highly similar to RESP signal.

All FS components were first normalized based on the sum of the expected dominating
components (the 6th, 12th and 18th):

ci = Pi

P6 + P12 + P18
. (6)

Next, a dimension reduction was performed by defining three feature variables:

x1 = clowfreq =
∑

ci, i = {1, . . . , 4}; (7)

x2 = cmidfreq =
∑

ci, i = {5, 7}; (8)

x3 = chighfreq =
∑

ci, i = {8, . . . , 11, 13, . . . , 17}. (9)

These features were then used to assess the similarity between the RESP and HRV signals
and for classification of different patterns. The Euclidean distance between the feature
vectors xr = [xr1, xr3, xr3] and xh = [xh1, xh2, xh3] derived from the FS analysis is given
by:

dE(xr, xh) =

√√√√ F∑
i=1

(xri − xhi)2. (10)

where F = 3 is the number of features.

3.2 Hyperdimensional computing framework
In all general-purpose computers, single bits or small groups of bits can be interpreted
without reference to the other bits. Such data representation is called localist. An
alternative approach is a distributed representation, in which on the contrary, only the
pattern in the total set of bits can be interpreted. HD computing operates with such
distributed representations and utilizes statistical properties of representations of data
in spaces with very high dimensionality, which is fixed for a given application. There
are several types of distributed representations used for HD computing, e.g. real or
complex numbers [13, 2, 14, 15], but this article utilizes binary representations. Binary
representations can be either sparse or dense [16]. Kanerva [1] proposed the use of dense
HD vectors comprising of N = 10, 000 binary elements, and dense representations with
this dimensionality were also used in this article. The values of each element of an HD
vector are independently equiprobable. The similarity between two binary HD vectors,
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Xr and Xh, is characterized by the Hamming distance (normalized by the dimensionality
N), which measures the proportion of elements in which they differ and is calculated as:

dH(Xr, Xh) = 1
N

N∑
i=1

(Xri ⊕ Xhi), (11)

where ⊕ denotes element-wise XOR operation. Note also that for binary HD vectors
dH(Xr, Xh) = dE(Xr, Xh).

The normalized Hamming distance between any arbitrary chosen HD vector and other
vectors in the HD space is concentrated around 0.5. Interested readers are referred to
[1, 17, 18, 19] for a comprehensive analysis of the probabilistic properties of the HD
representational space. HD vectors representing the original features could either be
learned [20, 21] or produced through a function of mapping (also referred to as projection).
The particular mapping approach and its effect on the similarity between the HRV and
RESP signals in the DB test are described below. The general procedure for mapping an
original (usually low-dimensional) feature vector, x, to HD space consists of two steps.
The first step is a mapping of each original feature, xi, to an HD vector, Xi, where one
unique HD vector is produced for each original feature value. Once the mapping of all
individual features is completed, the second step is to combine their HD vectors Xi into
the final HD vector H characterizing the whole feature vector.

Mapping of feature vectors into HD space Consider a feature xi which is repre-
sented by real numbers. The task is to represent the current value of the feature as an
HD vector (denoted as Xi). However, the mapping requires a finite set of values between
0 and m. Therefore, real numbers are first discretized using a fixed quantization step,
which is regulated via the granularity parameter q. Given the current value v of the
feature, it is quantized to the closest level as:

l = [qv]/q. (12)

For example, if the current value of the feature needs to be rounded to the closest integer
then q is set to one and m + 1 unique levels describe the considered feature.

The HD vectors for all possible levels of a given feature are created as follows. The
mapping method starts by randomly assigning an HD vector of the chosen dimensionality
N for the first level:

X|xi=0 ∼ B(N, 0.5), (13)
where B(N, 0.5) denotes a single realization of the experiment from the binomial distri-
bution with a population of size N ; the probability of a success in a particular element
is 0.5. Thus, the expected density of ones in such vector is 0.5.

Next, in the iterative manner we form HD vectors for all other levels, i.e., each
unique quantization level l is associated with the corresponding HD vector X|xi=l. In
the mapping method used here (see [22]), the HD vector for the next level is created
via deactivation of several activated elements from the HD vector for the previous level,
and then activating some number of previously inactive elements so that the density of
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the new HD vector is maintained on approximately constant level (around 0.5 for dense
HD vectors). Note that multiple activation/deactivation of the same vector elements is
allowed (sampling with replacement). The proportion of changed elements is denoted
as the proximity parameter of the mapping (Δ). Mathematically it can be seen as,
first, drawing a random HD vector Z from B(N, Δ) and then applying elementwise XOR
operation with the HD vector for the previous level:

X|xi=l = X|xi=l−1 ⊕ Z. (14)

The normalized Hamming distance between two HD vectors corresponding to adjacent
levels is approximately (due to randomness of Z) equal to the proximity parameter:

Δ ≈ dH(X|xi=l, X|xi=l+1) ≈ dH(X|xi=l−1, X|xi=l). (15)

The further two levels are apart from each other the higher is Hamming distance between
their corresponding HD vectors:

dH(X|xi=l, X|xi=l+2) > dH(X|xi=l, X|xi=l+1). (16)

The similarity between HD vectors decays (approximately) as a bell-like curve.
Table 1 shows the three different sets of parameters that were used for mapping to

HD space, where each set is referred to as HD-A, HD-B and HD-C, respectively.

Table 1: Different sets of parameters used for mapping to HD space.

Mapping Granularity (q) Proximity (Δ)
HD-A 100 0.01
HD-B 5 0.05
HD-C 3 0.5

Bundling Now consider the HD vector for the vector of features x, consisting of F
features. The value of each feature is mapped to an HD vector as described above:

xi → Xi. (17)

Note that the HD vectors for different features are chosen to be dissimilar, i.e. the map-
ping procedure for each feature starts with a new random vector. Thus, after mapping
for a given feature vector there are F HD vectors Xi; i = {1, . . . , F} all dissimilar to
each other, i.e. normalized Hamming distances between them are approximately 0.5:

dH(Xi, Xj) ≈ 0.5, i �= j. (18)

The final HD vector (denoted as H), representing the feature vector x, is constructed
by combining the F HD vectors into a single HD vector. This is done through the
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bundling operation, which in the case of binary dense representations is implemented by
the majority rule operation as:

H = [
F∑

i=1
Xi], (19)

The majority rule operation, [], first takes the elementwise sum of all F HD vectors
and then binarizes the sum using the threshold F/2 if F ; is even, then ties are broken
randomly.

3.3 Time domain and frequency domain methods
The overall variability in the heart rate response to deep breathing was quantified by the
so called Deep breathing index (DBI), which is the average of the heart rate difference
during each 10 seconds breathing cycle.

Power spectra of linearly detrended and Hanning-windowed data were determined
using the Welch periodogram method. Corresponding coherence spectra were determined
by dividing data into 20 seconds blocks, with 10 seconds overlap between blocks. Finally,
the co-variation in RESP and HRV was quantified by the coherent power index (CPI),
given by:

CPI =
fs/2∫
f=0

p1(f)c12(f)df/
fs/2∫
f=0

p1(f)df, (20)

where p1(f) is the power spectrum of HRV and c12(f) is the coherence spectrum. Thus,
CPI is an estimate of the fraction of the total power of the HRV signal which is coherent
with the RESP signal.

4 Results
Figure 1 illustrates the methods used for signal analysis and the derivation of feature
variables in recordings from two subjects with high DBI: a healthy subject and a patient
with dysrhythmia (second-degree atrioventricular block). For both subjects, there was
a high degree of match between the original and the reconstructed time-series for both
the HRV (only shown for the healthy subject) and RESP (not shown) signals. The
corresponding normalized FS and power spectra were also similar for the healthy subject.
However, this was not the case for the patient, which is an example of high DBI and
cardiorespiratory desynchronization.

4.1 Synthesized data
Figure 2 presents box plots of the three characterizing features extracted from normalized
FS components for the synthesized data. As shown in the leftmost panels, the values of
features representing input signals were increasing when additional amplitude modulation
was introduced, e.g., when comparing Input 1 (nearly sinusoidal) with Input 2 (moderate
AM) and Input 3 (marked AM).
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Figure 1: Recording from a healthy subject (left) and from a patient with dysrhythmia
(right). Top: Original HRV signals and the reconstructed ones from 18 FS components.
Normalized FS line spectra for HRV (middle) and RESP (bottom) signals. Solid lines
show corresponding power spectra. Symbols show how FS components were merged into
feature variables.

A similar observation can be made for features representing the corresponding output
patterns in the remaining nine panels. The box plots for input patterns (1st column) and
Output A (2nd column) are very similar because Output A essentially mimics the input
pattern. On the other hand, features for Output C showed values markedly larger than
one. This is due to the normalization and the fact that Output C was generated as an
independent random signal, where the values of the main components (6th, 12th, and
18th) normally were low compared to the other components.

After quantization to discrete levels, the feature vectors for the synthesized data were
mapped to the HD space using three different sets of parameters (Table 1). The whole
mapping procedure to an HD vector was determined by two parameters: the granularity
of the quantization scheme (q) and the proximity of two HD vectors representing two
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Figure 2: Distributions of features calculated from normalized FS for the different syn-
thesized input and output patterns. Boxes show median and interquartile range. Dashed
lines indicate the threshold for defining extreme values, which are shown in a compressed
region between the solid lines.

neighboring levels in the quantization scheme (Δ). The normalized Hamming distance
was used for the characterization of the similarity between the HD vectors corresponding
to different pairs of input and output patterns (Figure 3). Note that theoretically, the
normalized Hamming distance lies between zero and one. But in reality, due to the
properties of randomness, the distance is in the range [0, 0.5 + ε], where ε is a small value
that depends on the dimensionality.

Two thresholds were determined for each set of mappings parameters by minimizing
the classification error of output patterns, using Hamming distance as the predictive vari-
able. Note that the type of input patterns was disregarded when classification thresholds
were determined. Based on the thresholds, three classes were defined. Class C1 (very
high similarity): consisting of signal pairs with low Hamming distances, indicating very
high similarity between input and output patterns. This class mainly included Output
A, where both signals were nearly sinusoidal or had small amplitude modulation. Class
C2 (high similarity): Hamming distances in the middle region, mainly including features
with high similarity between input and output patterns. Most of the signals in this region
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Figure 3: Hamming distance between synthesized input and output patterns against
coherent power index (CPI). Rows represent the three different sets of parameters for the
mapping to high-dimensional space: HD-A) q = 100, Δ = 0.01; HD-B) q = 5, Δ = 0.05;
and HD-C) q = 3, Δ = 0.5. For each mapping two thresholds were determined to
minimize the classification error for each type of output pattern. Each panel represents
results from 100 datasets. Large circles show the corresponding class centers (medians).

belonged to Output B, indicating that amplitude modulation was present in both signals
or in the output signal only. Class C3 (low similarity): the region with the largest Ham-
ming distances, where features showed very low or even no similarity between input and
output patterns. It mostly included Output C, i.e., the most irregular output signals.

Upper panels in Figure 3 were created using the HD-A mapping, which is a high-
resolution quantization scheme (q = 100) with a high proximity between neighboring
HD vectors (Δ = 0.01). For this mapping, the distribution of points resembles the
distribution for the Euclidean distance between the feature vectors. Middle panels in
Figure 3 were created using the HD-B mapping with a coarser quantization scheme
(q = 5) and a higher proximity value (Δ = 0.05). It mainly resulted in a smaller region
for Class C2 and a wider region for Class C3.

Bottom panels in Figure 3 were created using the HD-C mapping with a coarse quan-
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Figure 4: Distributions of coherent power index (CPI), Euclidean distance and Hamming
distance for each combination of Input (1-3) and Output (A-C) in the synthesized data.
Distributions of the Hamming distance are shown only for mappings HD-A and HD-B,
as the mapping HD-C clustered the Hamming distance into four regions. For Hamming
distance, the solid and dashed lines indicate the thresholds separating the classes as
in Figure 3. CPI is shown with reversed scale on the y-axis. For Euclidian distance,
the values above the line are shown with a compressed scale. Boxes show median and
interquartile range.

tization scheme (q = 3) and quasi-orthogonal HD vectors (Δ = 0.5). In this case, there
was a natural clustering of Hamming distances into four regions. Hamming distance was
approximately 0.5 for class C3 (mainly including Output C), whereas Hamming distance
was zero for class C1 (mainly including Output A). Class C2 (mainly including Output
B) formed two subclasses around Hamming distances 0.25 (class C2.A - high similarity)
and 0.375 (class C2.B - moderate similarity), respectively. Thus, the separation into
classes using the HD-C mapping can be set a priori without applying additional clus-
tering methods, as the borders between different classes are distinct. At the same time,
Figure 3C indicates that there is a compromise between the simplicity of interpretations
of the metric and the classification accuracy. The accuracy is affected by the coarse
quantization scheme, resulting in many Output B patterns with zero Hamming distance,
thus, being classified as class C1. However, there were only few misclassifications of type
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C as class C2.B, as well as few misclassifications of type B as class C3. Nevertheless,
Figure 3 demonstrates that mapping to HD space is a more flexible approach than pure
Euclidean distance, since the mapping parameters can be adjusted in order to achieve a
good compromise between the classification accuracy and the clustering of patterns.

Figure 4 depicts distributions of the different similarity measures, i.e., CPI, Euclidean
distance, and Hamming distance, for each combination of Input and Output. This figure
illustrates how additional AM in Input affected the similarity between patterns. For
Outputs A and B, additional AM in Input resulted in the increased median for Euclidean
and Hamming distances (decreased CPI) and increased variance of distributions, which
also can be seen in Figure 3 as a shift of the observations in Class C2 towards higher
Hamming distance and lower CPI. In turn, this indicates that the similarity between
patterns decreased with increased AM. Perhaps less obvious is that the median Hamming
distance for Output C decreased with additional AM in Input. Recall that Output C was
generated from a broadband second-order AR process. Also, when introducing additional
AM the input patterns also will be more broadband. Therefore, the spectral profiles of
Output C and highly amplitude modulated Inputs are likely to be relatively similar which
is captured by the decreased Euclidean and Hamming distances (increased CPI).

After the classification using Hamming distance, the output patterns in each class
were characterized in the frequency domain using normalized power spectra (Figure 5).
Note that for the third set of parameters (HD-C), class C2 was separated into two classes
C2.A and C2.B. The distribution of power spectra in each class for the first two sets
of mapping parameters were similar, and resemble the corresponding power spectra for
classification based on the Euclidean distance between the feature vectors. Distributions
for classes C1 and C3 for the HD-C mapping did not differ compared to the other two
mappings. However, class C2.A had more narrow PSD percentiles compared to the
distribution of class C2 for the other mappings. That is, class C2.A included patterns
where the similarity between the input and output was lower than in C1 but higher than
in C2 for the other mappings. On the other hand, class C2.B included patterns where
the similarity between the signals was higher than in C3 but lower than in C2 for the
other mappings.

4.2 Choice of parameters when mapping data to HD space

Figure 6 shows the effect of the proximity (Δ) between two HD vectors and the encod-
ing neighboring quantization levels on the average Hamming distance for each of the
nine combinations of synthesized input-output patterns. The proximity was varied in
the range [0.01, 0.5] with the step 0.01. The value 0.01 created two extremely similar
vectors for neighboring quantization levels, while the value 0.5 produced two dissimilar
(quasi-orthogonal) vectors. The bold vertical lines in Figure 6 indicate the corresponding
proximity values used for each mapping.

The task of classification of output patterns imposes two requirements on Hamming
distance after the mapping. As output patterns were classified regardless of type of
input patterns, the aim was to obtain clusters with only the same type of output pattern
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Figure 5: Power spectra after classification of the synthesized data. Lines show medians
and areas illustrate 10% and 90% percentiles for normalized power spectral densities
(PSD) for all output signals in each class. Rows correspond to three different sets of
parameters for the mapping to high-dimensional space: HD-A) q = 100, Δ = 0.01;
HD-B) q = 5, Δ = 0.05; and HD-C) q = 3, Δ = 0.5.

(the same thickness of lines but different line types in Figure 6). At the same time,
the average Hamming distance between different types of output patterns (lines with
different thickness in Figure 6) should be as large as possible. Thus, given the fixed
granularity q of the quantization scheme, the proximity value can be chosen based on
the above requirements. For example, in Panel A low proximity values (e.g., 0.01, 0.02)
provide a good grouping of the same types while separating different types. With the
increased proximity most of the curves are approaching 0.5 Hamming distance making
the separation between different types nearly impossible. In contrast, in Panel B for low
proximity values the average distance for type C is quite low (ideally they should be close
to 0.5) and types A and B are extremely close to each other. From the point of view of the
predetermined threshold, the best proximity values are located around 0.05 as distances
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Figure 6: The effect of mapping parameters on the Hamming distance for the synthesized
data. Panels are made for three different fixed values of granularity (q) of the quantization
scheme. Each panel shows the average Hamming distance for each combination of Input
(1-3) and Output (A-C) against the proximity parameter (Δ), indicating the normalized
Hamming distance between two HD vectors encoding neighboring quantization levels.

Table 2: Distribution of features extracted from the recorded HRV signals. Data are
median (10% to 90% percentiles).

Controls CAN patients MI patients
x1 0.097 (0.028-0.468) 0.296 (0.087-2.536) 0.353 (0.088-1.485)
x2 0.051 (0.014-0.244) 0.126 (0.021-0.615) 0.127 (0.032-0.413)
x3 0.074 (0.033-0.223) 0.165 (0.041-2.526) 0.142 (0.053-0.751)

for type 1 are still close to 0 but there is a gap between outputs A and B; also Output
C is much closer to 0.5 Hamming distance than for low proximity values. In Panel C,
the region of the suitable proximity values is located in the right side of the plot, where
Hamming distances for Output C are concentrated around 0.5; Hamming distances for
Output A are close to 0 (note that it differs for Input 3); and average Hamming distances
for Output B are between 0.13 and 0.25.

4.3 Recorded data

Table 2 presents a summary of the characterizing features for the recorded HRV signals.
Note that in contrast to the synthesized data, the recorded data did not contain any
a priori information about the quality of synchronization between RESP and HRV sig-
nals; therefore, the features were characterized for each category of subjects. In general,
features for HRV signals were lower for controls than that for CAN and MI patients.
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Figure 7: Hamming distance between RESP and HRV signals after mapping to HD
space against logarithmic DB index for controls and patients. Rows show results for
three different sets of mapping parameters. Bold lines show median and dashed lines
show 25% and 75% percentiles for each variable.

Figure 7 shows the results after mapping the recorded data to HD space, consisting
of 406 pairs of RESP and HRV signals from 174 controls, 135 CAN patients, and 97 MI
patients, respectively. Data were processed in the same way and using the same three sets
of HD parameters as for the synthesized data. Mean values of Hamming distance were
higher for CAN and MI patients than for Controls. The correlation between Hamming
distance and CPI was 0.96 and between Hamming distance and Euclidean distance the
correlation was -0.90.

Logarithmic DBI by itself was a predictive variable for categorizing CAN and MI
patients (Figure 7), where the median value of logarithmic DBI was lower for both groups
of patients than for controls. However, 42 (31%) of CAN and 26 (27%) of MI patients
presented with logarithmic DBI higher than 1.0. These points overlapped with the main
cloud of controls with respect to DBI, but 21 CAN patients, i.e., 16% of the total CAN
data, were concentrated in the region of low similarity (Class C3), where Hamming
distance was higher than 0.29 for the HD-A mapping (Fig 7, upper panels). Nine MI
patients and three controls also presented with logarithmic DBI higher than 1.0 and
high Hamming distance. Thus, there was a significant percentage of both CAN and MI
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Table 3: Classification of recorded data using the HD-A mapping and the thresholds
found for the synthesized data.

Class Controls CAN patients MI patients
C1 – very high similarity 56 (32%) 13 (10%) 3 (3%)
C2 – high similarity 111 (64%) 79 (58%) 73 (75%)
C3 – low similarity 7 (4%) 43 (32%) 21 (22%)

Table 4: Classification of recorded data using the HD-B mapping and the thresholds
found for the synthesized data.

Class Controls CAN patients MI patients
C1 – very high similarity 55 (32%) 17 (13%) 6 (6%)
C2 – high similarity 115 (66%) 73 (54%) 74 (76%)
C3 – low similarity 4 (2%) 45 (33%) 17 (18%)

patients where large logarithmic DBI scores correlated with large Hamming distances.
Thus, their HRV signals were not synchronized with RESP signals and the high score of
autonomic function was caused by dysrhythmia, such as frequent ectopic beats (15 cases),
atrial fibrillation (5 cases) or subtle arrhythmias, where the latter were less obvious when
visually inspecting the HRV signals. These results suggest that the identification of
subjects with low cardiorespiratory synchronization should improve the predictive power
of logarithmic DBI for scoring of autonomic function.

Figure 8 presents the normalized power spectra of the recorded data after the clas-
sification of Hamming distance, using the same thresholds and three sets of mapping
parameters that were used for the synthesized data.

Similarly to the spectral profiles of the synthesized data in Figure 5, power spectrum
distributions for the first two sets of mapping parameters were similar. Distributions
for classes C1 and C3 for the third set of parameters did not differ compare to other
sets. Power spectrum distribution of signals in class C2 differed from class C1 by the
presence of power in low-frequency region (below 0.1 Hz), as can be seen by comparing
both medians and PSD percentiles.

Class C3 was characterized by large PSD percentiles across the whole frequency range.
The median value at the expected breathing frequency (0.1 Hz) was around 0.6, while it
was close to 1 for the other classes. This differed from the synthesized data (Figure 5),
but note that the synthesized output signals in this class consisted of random signals,
whereas in the recorded data even HRV signals in class C3 could have some power at the
breathing frequency.

Median PSDs for classes C2.A and C2.B were similar, but class C2.B had larger
median in the region below 0.1 Hz, and wider PSD percentiles across the full frequency
range. Class C2.B included signals where the synchronization between RESP and HRV
was higher than in C3 but lower than in C2 for the other mappings.

Tables 3-5 show the classification of the recorded data into different similarity classes,
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Figure 8: Normalized power spectra of the recorded RESP and HRV signals after clas-
sification of the Hamming distance. Lines show medians and areas between 10% and
90% percentiles for normalized power spectra for all recordings in each class. Rows cor-
respond to three different sets of values determining the mapping to HD space. Columns
correspond to similarity classes: C1 (very high similarity); C2 (high similarity); C3 (low
similarity). For HD-C class C2 was separated into two classes C2.A (high similarity) and
C2.B (moderate similarity).
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Table 5: Classification of recorded data using the HD-C mapping.

Class Controls CAN patients MI patients
C1 – very high similarity 96 (55%) 28 (21%) 12 (12%)
C2.A – high similarity 46 (26%) 37 (27%) 31 (32%)
C2.B – moderate similarity 19 (11%) 31 (23%) 31 (32%)
C3 – low similarity 13 (7%) 39 (29%) 23 (24%)

according to the thresholds found for the synthesized data (Figure 3).
The lowest level of similarity (C3) between RESP and HRV signals was found in 29-

32% of patients with CAN, 18-24% of MI patients, but only in 2-7% of the control group,
depending on the mapping parameters. From the tables it also can be seen that two first
mappings provided similar classification results for the recorded data. For the third set
of parameters the classification into C3 was similar but a larger number of signals were
classified into C1. This is the same effect as in the synthesized data due to the coarse
quantization scheme. However, the important observation is that there was no drastic
change in the proportion of the subjects of each category among the total number of data
records classified as class C3.

4.4 On the decoding property of the Hamming distance be-
tween HD vectors

In this section we present an analysis supporting that mapping of feature vectors to HD
space possess a decoding property: the Hamming distance between HD vectors can be
used to uniquely identify the patterns that produced the distance. This is not possible
when using Euclidean distance – once the Euclidean distance between feature vectors is
calculated, it is impossible to identify the patterns that lead to the distance.

Thus, HD computing can be seen as a fusion of two techniques: a hash-like unique
number(s) for the identification of a pair of patterns and as a similarity preserving metric
showing how close two patterns are. It should be noted that this property of HD vectors
is yet to be deeply explored. However, our preliminary results show that for certain cases,
e.g., if the number of unique patterns is not very large, it is practically possible to obtain
a unique value of the similarity metric for each pair of patterns.

For example, when a pattern is characterized by 3 features each with 3 levels, there
are 33 = 27 unique patterns. When comparing two such patterns there are 272 = 729
unique combinations of two patterns. It turns out that if only one number – Hamming
distance between two HD vectors representing patterns - is used, then in order to get
unique distances for all 729 combinations, the dimensionality of HD vectors should be
in the range of millions, which is impractical in real applications. There is, however, a
caveat to that. This is to calculate Hamming distance in two steps: first the distance
between first N/2 elements, and then the distance between the last N/2 elements. This
pair of distances can then be used as a unique identifier of the two HD vectors for which
Hamming distance was calculated. It was empirically found that for the considered case,
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a dimensionality of N = 8, 000 is sufficient to find a set of HD vectors producing 729
unique pairs of Hamming distances. In general, one can store as many as N values,
which are elements of the elementwise XOR operation between two HD vectors. In this
case, the dimensionality of HD vectors can be even smaller than 8,000 but the size of the
look-up-table will be much larger than in the case of pairs of distances.

When two patterns are the same (e.g., RESP and HRV have the same feature values)
the Hamming distance between their HD vectors is zero, i.e., dH(Xr, Xh) = dH(Xh, Xr).
To overcome this symmetry, one can introduce noise in HD vectors used for mapping
of the HRV feature vectors. For the numbers reported in this subsection, the noise was
generated drawing a random HD vector R from B(N, 0.01) (i.e. inverting approximately
1% of elements) and then applying elementwise XOR operation with each HD vector
representing a unique feature value for the HRV: Xhi = Xri ⊕ R.

5 Discussion
In this study, we have proposed and evaluated an HD computing framework for analysis
of the similarity in two different datasets that are described by feature vectors. This
vector based approach was developed as an alternative to traditional power spectrum
based methods for analysis of the co-variation in heart rate and respiration during the
paced deep breathing. As shown by the results from both synthesized and recorded
data, the HD-based similarity analysis was able to identify HRV signals that were not
synchronized with RESP signals, which in turn could be due to autonomic dysregulation
or arrhythmias. The presence of the latter means that the heart rate response cannot be
used to evaluate the autonomic function, which is the purpose when performing the DB
test.

The application of HD computing in biomedical engineering applications is still a
rather unexplored research area, where a small number of studies have been performed [6,
4, 16]. Therefore, our study also provides novel information, in particular, regarding the
properties of vectors in HD space and the Hamming distance between them. The results
in this study showed that there is a high resemblance between the Hamming distance
using the HD-A mapping and the Euclidean distance between the original feature vectors.
On the other hand, Hamming distance using the HD-C mapping is equivalent to counting
the number of features that have different values in RESP and HRV. The Hamming
distance between two HD vectors representing different feature vectors also appears to
possess a unique decoding property, i.e., the (discretized) values of all individual features
in both vectors can be recovered. This is not possible if Euclidean distance is used.

5.1 The hyperdimensional computing framework
After mapping the feature vectors for the synthesized data to HD space, and by comparing
with the coherence-based index, we found that Hamming distance could be used as a
measure of the similarity between the synthesized HRV and RESP signals. Three sets
of mapping parameters were explored. Data were separated into three classes indicating
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very high, high, and low levels of similarity. The thresholds for separation between classes
were found by applying a simple method for separating output patterns (corresponding
to HRV signals). All three mappings revealed high levels of separation between different
types of output patterns. There were also smaller but still notable differences in Hamming
distance between different degrees of amplitude modulation in the input patterns (Fig
3). Results using the HD-A mapping resembles that of Euclidean distance between
the original feature vectors. The difference is that when calculating Euclidean distance
between the original feature vectors, a large difference even in one feature can produce
a large Euclidean distance. In contrast, in the case of Hamming distance between HD
vectors, a large Hamming distance (0.5) is produced only when there are large differences
in all features. HD-C, on the other hand, had the advantage of generating an automatic
separation into four classes, where the class of high similarity was separated into two
subclasses: high similarity and moderate similarity. The possibility to vary mapping
parameters makes HD computing a flexible approach to achieve a compromise between
defining classification thresholds versus classification accuracy.

Note that the similarity analysis presented in this study, where representations of two
feature vectors are compared to each other, can be seen as a special case of a more general
scenario involving comparison of representations with class prototypes. For example, [7]
uses class prototypes for modality classification of medical images.

In the analysis of the recorded data, we used the classification thresholds found for the
synthesized data. The synthesized data in the very high similarity class mainly included
nearly sinusoidal signals, which might explain why relatively few controls (32%) were
classified to this class for the mappings HD-A and HD-B. At the same time, this finding
also demonstrates that highly regular patterns were common in the recorded data, which
would have been less obvious by applying other clustering methods. For the considered
classification with thresholds, Hamming distance was shown to be highly correlated with
Euclidean distance and CPI. Although the classification of the recorded data with differ-
ent mappings showed different percentages of subjects in different similarity classes, it is
important to note that in all cases the percentage of controls in the high similarity region
was higher than that of CAN and MI patients. At the same time, the percentage of
controls in low similarity region was lower than that of CAN and MI patients. Moreover,
the percentage of subjects in the low similarity region was almost the same for differ-
ent mappings, which indicates that Hamming distance provides a robust identification
of signals with low similarity between them. When plotting Hamming distance against
logarithmic DBI, it was shown that there were many CAN and MI patients in the region
of low similarity and high DBI. This was due to a poor synchronization between RESP
and HRV signals, which confirms previous observations that high DBI can be due to
dysrhythmias [10].

5.2 Feature based similarity analysis and deep breathing tests

Our main focus, from a clinical point of view, was to detect HRV signals that were not
synchronized with respiration due to dysrhythmias. This will in turn have impact on the
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evaluation of autonomic function, since this normally is based only on the DBI or other
indices reflecting the overall variability. The previous investigation of the CAN patients
[10], showed that the FS analysis was a useful tool to identify atrioventricular blocks
and other complex arrhythmias that resulted in high DBI scores, thus, falsely indicating
normal autonomic function. However, in [10] the used regularity index was based only
on the FS analysis of HRV, whereas the present study focused on indices reflecting the
similarity between RESP and HRV signals.

The evaluation of distance-based metrics showed that a large distance (Hamming or
Euclidean) between the feature vectors indicates a low similarity between the HR and
RESP signals. In particular, in the case of the recorded data 31% of CAN patients
featured DBI >10 beats/min (>1.0 in log-transformed units). Half of these recordings,
however, had low cardiorespiratory synchronization as suggested by Hamming distance.
Nine MI patients also presented with high DBI and high Hamming distance. Thus, the
method facilitates identification of cases where high DBI might be caused by arrhythmias.
If such cases are identified, it is recommended that the ECG is analyzed in more details to
assure whether DBI can be used as a measure of the autonomic function or if it reflects
an arrhythmia, where the latter would represent a false positive test if only DBI was
evaluated. On the other hand, the combination of high Hamming distance and low DBI
probably reflects a true negative test, where the nearly absent heart rate response reflects
autonomic dysfunction. In this case, the poor synchronization could be due to a noisy
HRV signal with very low magnitude. Thus, the proposed hyperdimensional framework
can be useful to improve the performance of DBI for assessing autonomic function.

Since the DB test only was performed during one minute, in this study the feature
variables were derived based on FS analysis, the same method that also was used in
the recent study [10]. The FS analysis was selected to avoid some of the problems
with the other commonly used frequency domain methods when short data segments are
analyzed (as already described in the Introduction section). However, since the study
was focused on the assessment of the similarity between two signals, we also determined a
coherence-based index in order to have a reference method. This index was evaluated in
a preliminary study of the recorded data for controls and CAN patients [12], where it was
shown that it also had the potential to identify subjects with falsely increased scores of
autonomic function because of non-autonomic responses during the DB test. Although
other choices of feature variables could have been considered, for example, statistical
characteristics of signals or other time-domain measures, in this study we considered
that the FS analysis was the best method for deriving feature variables. It should also
be noted that the feature variables were designed to give low values for high similarity
signals. However, this does not have to be the ultimate choice for other types of data.

6 Conclusion
Bad or even non-existent co-variation during the deep breathing test is a fairly common
finding in the investigated patients and is often due to subtle arrhythmias. The autonomic
function cannot be assessed by the Deep breathing index in these patients. The proposed
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hyperdimensional framework for feature-based similarity analysis can, therefore, be an
important complement to traditional measurements, since it can be used to identify heart
rate responses with large magnitude that do not follow the controlled breathing pattern.
Thus, false conclusions based on the evaluation of autonomic function of such signals
can be avoided, which would increase the overall correctness of the deep breathing test.
An additional advantage of hyperdimensional computing demonstrated in this study
is the decoding property of the Hamming distance in a high-dimensional space, which
allows identification of unique feature vectors. Due to the short duration of the deep
breathing test, the Fourier series based similarity analysis is preferable over coherence-
based methods. Another advantage of the feature based methodology is that it can be
based on other types of features than those derived from frequency domain analysis.
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Abstract

This article presents a methodology for intelligent, biologically inspired fault detection
system for generic complex systems of systems. The proposed methodology utilizes the
concepts of associative memory and vector symbolic architectures, commonly used for
modeling cognitive abilities of human brain. Compared to classical methods of artificial
intelligence used in the context of fault detection the proposed methodology shows an
unprecedented performance, while featuring zero configuration and simple operations.

1 Introduction
This article considers intelligent fault detection and identification in generic complex
system of systems. Examples of such systems include modern automated mechatronic
systems in different industrial processes as well as modern ICT systems with virtualized
architectures. The common feature of such system is hard dependability requirements on
the one hand and their continuously growing complexity on the other. Fault detection
and identification in such systems is continuously critical research area. An additional
challenge for future fault detection systems is distribution of the system across networked
hardware devices. Distributed automation will enable flexible and intelligent industries.
The distribution of intelligence is currently empowered by several standards and technolo-
gies on different levels. The IEC 61499 architecture [1] has been conceived to facilitate
the use of distributed automation intelligence. While the first industrial applications [2]
of commercial IEC 61499 compliant tools and platforms show the standards benefits in
terms of improved design performance, by itself it does not address the complexity of the
processes at the management layer. This calls for the need of enhancing the architecture
with functions for autonomous management. Recent advances in merging the IEC 61499
architecture with multi-agent systems (MAS) [3, 4, 5] show dramatic enhancement of the
system’s autonomy. A principle approach for one the proposed architectures is visualized
in Figure 1.

At the same time condition monitoring and intelligent maintenance of industrial sys-
tems is becoming increasingly important function of automation systems, with the grow-
ing application of the artificial intelligence methods. One of the hottest trends in artificial
intelligence is to enable on-line learning and interpretation of heterogeneous data streams.
The main shift of the paradigm here is the transition from traditional methods for data
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Figure 1: A distributed automation system enhanced with the autonomous intelligence
capabilities based on the usage of multi-agent technology and VSA representation.

analysis and visualization, which require substantial manual work and knowledge engi-
neering, to purely online autonomous learning of streaming data. The core idea with
the online learning is to create an on-line model of temporal patterns in data streamed
by multiple heterogeneous sources (sensors, actuators, controllers, etc.). In this way the
model will evolve with the evolution of the underlying process. Such modeling method
would address one of the main challenges of the current control systems – the outdating
of underlying plant models – and in turn enable more efficient fault management.

In light of the above this article proposes a biologically inspired approach for fault
detection, which has a potential for distributed implementation with IEC 61499 and MAS.
The approach adopts a mathematical framework previously used for modeling of human
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cognitive abilities called Vector Symbolic Architectures (further referred to as VSA) [6].
In simple words the proposed approach aims to learn and generalize temporal patterns
in streams of telemetrical data generated across the plant during its stable and/or faulty
situation operation. The created in this way on-line model keeps getting updated as
the particular plant or automation system evolves. To this end the proposed approach
is suggested as an overlay layer on top of the existing fault detection and management
systems, which would enhance the robustness of decision making of the overall system.
The proposed method demonstrates the best accuracy (up to 96%) of fault detection
compared to the results from applying classical methods: neural networks, K-nearest
neighbors (KNN) and decision trees.

The article is organized as follows. Section 2 presents an overview of the related
work. Section 3 outlines the methodology. Section 4 presents the main contribution
of the article: it introduces the essentials of used theories and presents the proposed
methodology for fault detection in complex systems. The results of benchmarking with
the related approaches are presented in Section 5. The discussion of the implications and
conclusions follow in Section 6.

2 Literature review
This section contains a summary of the state of the art in fault detection and diagnosis
research. The efforts in this research domain are extensive and many alternative fault
detection methods and hybrid configurations have been proposed.

The machine learning research domain focuses on the development of algorithms
which can enable computers to learn from data. Even though it has been a very active
research area since the development of the first artificial intelligence applications, it has
received a boost of interest because of the increased computational resources and the
development of new machine learning methods [7] with many engineering applications.

The plethora of research on the fault detection and diagnosis domain has motivated
papers with overview of state of the art. The trilogy of publications [8, 9, 10] contains
a summary of fault detection literature and classifies the research efforts into three cat-
egories, depending on the algorithm, which is used. The “quantitative model-based”
methods are based on system models to analytically identify differences between the
expected and actual behavior. Decision rules are then applied to perform the fault iden-
tification and diagnosis [8]. The “Qualitative models and search strategies” category
includes methods based on qualitative system models, like topographic templates cre-
ated using expert knowledge and fault trees [9]. The third category of fault detection
and identification methods is the “Process history based methods”, which do not utilize
any knowledge about the system’s structure, but rely on datasets of simulated or real
process data as input to quantitative (e.g. Artificial Neural Networks) or qualitative
(e.g. expert systems) methods [10]. In [11] a literature review, which focuses on model
based methods is presented, the [12] contains an overview of artificial intelligence based
methods.

Artificial Neural Network (ANN) based systems have been proposed for safety critical
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applications [13] and for the development of quantitative fault diagnosis and identification
systems.

Hybrid systems involving ANNs and other methods have also been suggested for fault
identification applications. An ANN and an analytical method were combined into a
hybrid diagnostic system applied on a NPP case study. A dynamic neuro-fuzzy network
and a dynamic ANN is used in [14] to create an advisory system for NPP accident
diagnosis. Simple time-series and data pre-processed with Fast Fourier Transformation
are used in [15] to train ANNs for improved fault identification and for tolerance against
measurement drifts. ANNs were also combined with statistical control charts for fault
identification.

Another quantitative method used for fault diagnosis is based on decision trees. Fault
identification systems, which use decision trees have been applied on AC transmission
lines, photovoltaic arrays , power systems [16] and migration paths to decision trees from
fault trees for fault identification have been proposed for the International Space Station.

Optimized fuzzy clustering, Data-driven modeling [17] and residual space analysis,
hidden Markov models, Independent Component Analysis and Dynamic Case Based Rea-
soning based methods were also proposed for fault identification.

Distributed approach to fault detection through allocation of computationally de-
manding tasks between different sensor nodes is proposed in [18]. Another decentralized
approach for fault diagnosis is presented in [19]. Authors propose multiblock kernel
partial least squares approach.

Associative memory (AM) is a sub-domain of artificial neural networks, which utilizes
the benefits of content-addressable memory (CAM) in microcomputers. The AM concept
was originally developed in an effort to utilize the power and speed of existing computer
systems for solving large-scale and computationally intensive problems by simulating
biological neurosystems.

Hierarchical Graph Neuron (HGN) approach [20] is a type of associative memory,
which signifies the hierarchical structure in its implementation. Hierarchical structure in
associative memory models are of interest as this has been shown to improve the rate of
the recall in pattern recognition applications. The distributed HGN scheme also allows for
better control of the network resources. This scheme compares well with contemporary
approaches such as Self-Organizing Map and Support Vector Machine in terms of speed
and accuracy. Vector Symbolic Architecture [6, 21] is a class of connectionist models
that use hyperdimensional vectors (i.e. vectors of several thousand elements) to encode
structured information as distributed or holographic representation. In this technique
structured data is represented by performing basic arithmetic operations on field-value
tuples. Distributed representations of data structures is an approach actively used in
the area of cognitive computing for representing and reasoning upon semantically bound
information [21]. VSA-based knowledge-representation architecture was also proposed
for learning arbitrarily complex, hierarchical, symbolic relationships (patterns) between
sensors and actuators in robotics. Recently the theory of hyperdimensional computing
was adopted for implementing communication protocols for collective communications in
machine-to-machine communication scenarios [22].
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Shortcomings of the traditional data driven machine-learning
based fault identification
The traditional machine learning based data driven fault detection systems includes the
following phases: Data collection; Training; and Inference, i.e. identification of faults
based on the presented fresh data. During the data collection phase statistics of signal
measurements from different system’s components is gathered. The statistics could ei-
ther be obtained from historical logs or from system-level simulations. In the supervised
training phase the set of measurements corresponding to a particular fault is presented
to the particular machine-learning algorithm. In many practical cases with large com-
plex systems-of-systems the interdependencies between different measured signals are
not known or require complex analysis, the entire set of signals is, therefore, used for the
training, as illustrated in Figure 1. However, for traditional machine-learning algorithms
there are two main problems associated with this choice.

Firstly, most of the traditional machine-learning methods have different limitations
on the number of features, which could be used for the robust classification. The model-
based classifiers (e.g. logical regression) are known for their degraded convergence and
computational performance when the number of features is growing. In the knowledge-
based and specifically the direct pattern matching based classification approaches (e.g.
Artificial Neural Networks) the size of the training dataset grows dramatically with the
increase in the number of features.

The second problem comes with the inherent centralized nature of the data driven
approaches. Indeed, in order to robustly classify a fresh input pattern of signals the
system needs to be presented with a full pattern. Presenting only a part of a pattern
would substantially decrease the classification accuracy unless the partial pattern was
present in the training dataset. In Section 6 we discuss how this problem can be overcome.
Figure

3 The outline of the approach

3.1 Bio-inspired pattern matching based fault identification
The approach presented in this article also uses approach to data collection presented in
Figure 1. In this model each cell in the grid denotes a state of the particular component
of the plant and/or of the automation system (in the article each cell is also referred
to as a node). It is supposed that each component can inform a central unit about its
current state. A state is the quantitative characterization of a certain parameter of the
component computed over a particular time interval. In the scope of simulations in this
paper state is understood as the statistics (MIN, MAX, MEAN ) over the historical values
of the particular parameter computed over a predefined time window.

In the proposed approach the inference of the potential fault is done by the central
unit, which collects states from all N components. For this patterns of the system-wide
state corresponding to different faults are stored in the unit. In order to construct the
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pattern the unit anchors components states at the moment of the pattern construction.
The core of the proposed approach is Holographic Graph Neuron (HoloGN) [23, 24] –

a one-shot learning associative memory for pattern recognition. The principles of HoloGN
are exemplified in Figure 1.

Graph Neurons (GNs), shown as a matrix in the middle part of Figure 1 is an abstrac-
tion model for memorizing patterns of generic sensor stimuli for later template matching.
Depending on the application domain GNs could be interpreted differently. For example,
when GN is used for analyzing character patterns in strings of fixed length, a particular
GN is responsible to responding to symbols appearing on a specific pre-assigned position
in the string. In the case of the proposed approach each GN encodes the states of the
particular system component.

Hierarchical Graph Neuron [20] aggregates the holistic view of the entire pattern
through a hierarchy of graph neurons. In contrast to the contemporary machine learning
approaches, HGN allows induction of new patterns in the learning set without the need
for re-training. Whilst doing so it exhibits a high level of scalability i.e. its performance
and accuracy do not degrade as the number of stored pattern increases over time.

HoloGN, shown as a colored equation and the binary code in the upper part of Figure
1, is an approach for encoding the activated neurons and their interrelation within a
pattern using special type for data representation called Vector Symbolic Architectures
(VSA) [21]. Using VSA for encoding the hierarchy of graph neurons allows for the
streamlined implementation of the associative memory and efficient processing while
maintaining the high level of inference accuracy.

The proposed approach functions in two phases: the learning phase and the fault
identification phase. The learning phase could either be performed off-line and using
system-level simulation facilities or in real time learning the fault situation through an
interaction with a SCADA system and a human operator. This article focuses on the
off-line learning phase in order to demonstrate the suitability of the proposed approach
and its unique performance properties. The result of the learning phase is a collection
of patterns of system-wide state corresponding to the particular fault encoded using
HoloGN approach.

In the fault identification first each component informs the central unit about its
current state. The pattern of states is then encoded using HoloGN. Finally the recall
operation is performed on the collection of patterns from learning phase. The result of
the recall is a list of potential faults.

4 Details of the proposed approach

4.1 Theoretical preliminaries
Vector Symbolic Architecture is an approach for encoding and operations on distributed
representation of information. VSA is so far mainly used in the area of cognitive com-
puting for representing and reasoning upon semantically bound information [6, 21].

The fundamental difference between distributed and localist representations of data is
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as follows. In traditional (localist) computing paradigm each bit and its position within
a structure of bits are significant. For example a field in a database has a predefined
offset amongst other fields and a symbolic value has unique representation in ASCII
codes. In the distributed representation all entities are represented by binary random
vectors of very high dimension also called Binary Spatter codes. Further in the article
for brevity reasons HD-vector term is used when referring to hyperdimension vectors.
Hyperdimensionality means here several thousand of binary positions for representing a
single entity. In [21] it is proposed to use vectors of 10000 binary elements.

Similarity Metric

A similarity between two binary representation is characterized by Hamming distance,
which measures the number of positions in two compared vectors in which they are
different: ΔH(A, B) = 1

d
‖A ⊗ B‖1 = 1

d

∑d−1
i=0 ai ⊗ bi, where ai, bi are bits on positions i in

vectors A and B of dimension d, and where ⊗ denotes the bit-wise XOR operation.

Randomness

Randomness means that the values on each position of an HD-vector are independent
of each other, and "0" and "1" components are equally probable p1 = p0 = 0.5. The
statistical properties of these HD-vectors are described by the binomial distribution:
Pr(k, d, p) =

(
d
k

)
pk(1 − p)d−k. According to the last property, on very high dimensions

d, the distances from any arbitrary chosen HD-vector to more than 99.99% of all other
vectors in the representational space are concentrated around 0.5 Hamming distance.

Generation of HD-vectors

Random binary vectors with the above properties could be generated based on Zadoff-
Chu sequences [25]. Using this principle a sequence of K pseudo-orthogonal vectors to
a given initial random HD-vector A is obtained by cyclically shifting A on i positions,
where 1 < i < d. Further in the article this operation is denoted as Sh(A, i).

Bundling of vectors

Joining several entities into a structure is done by a bundling operation. It is implemented
by a thresholded sum of the HD-vectors representing entities. A bit-wise thresholded sum
of n vectors results in 0 when n/2 or more arguments are 0, and 1 otherwise. Further
term "majority sum" is used and denoted as [A + B + C]. The relevant properties of
the majority sum are:

• The result is a random vector, i.e. the number of "1" components is approximately
equal to the number of "0" components;

• The result is similar to all vectors included in the sum;

• Number of vectors in majority sum must be odd;
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• The more HD-vectors involved into majority sum operations the closer is Hamming
distance between the resultant vector and any HD-vector component to 0.5;

• If several copies of any vector are included into majority sum the resultant vector
is closer to the dominating vector than to other components.

The algebra on VSA includes other operations e.g., binding and permutation. Since
in the scope of this article they are not used the description of their properties is omitted.

4.2 Holographic Graph Neuron
In this section we overview principles for forming of Holographic Graph Neuron using
Vector Symbolic Architectures. In the case of HoloGN, all its elements (i.e. symbols of
individual neurons’ alphabet) are indexed uniquely and the index of a particular element
is derived as a function of the GN’s ID. Let IVj is an initialization HD-vector for GN j.
The initialization vectors for different GNs are chosen to be mutually orthogonal. Then
the HD-index of element i in GN j is computed as EHD

j,i = Sh(IVj, i).
Let N be the number of individual Graph Neurons. When a GN array is exposed to

a pattern of length N , the holographic representation of the activated elements is formed
as: HGN = [∑N

j=1 EHD
j ], where EHD

j is the HD-index of the activated element in GN j.
The majority sum operation is then applied as described above.

4.3 Adoption of HoloGN for encoding system state
In the proposed method HoloGN architecture is applied to encode the components states
at the central unit. Referring to Figure 1, each component is assigned a system-wide
unique initialization HD-vector IV.

The aggregated system state is constructed using the historical data by encoding all
states leading to the particular fault into a single HoloGN representation: HGNF AULT 1 =
[∑N

j=1 STATEHD
j ], where N in this case is the number of system’s components and

STATEHD
j is the HoloGN-encoded state of component j, which contributes to a system-

wide fault FAULT1. In the case of several historical cases leading to the particular
fault i, the corresponding aggregated system states for this fault are bundled together
as: HGNF AULT i = [HGN1

F AULT i + HGN2
F AULT i + · · · + HGNM

F AULT i ], where M is the
number of encountered cases leading to fault i.

4.4 Fault identification in the proposed approach
The fault identification procedure has its foundation in the statistical properties of the
hyperdimensional random binary vectors used for encoding states of system’s components
and the similarity property of the majority sum is used for bundling of several vectors
together.

The joint system state HGNF AULT i is an associative memory of all combinations of
system-wide states, which characterize the particular fault. The fault identification is,
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therefore, performed by testing the inclusion of the current pattern of system states with
holographic representations for different faults HGNF AULT i . This is done by computing
the Hamming distance ΔH(HGNCurrent, HGNF AULT i), between the HoloGN encoded
current system state HGNCurrent and the states of all possible faults HGNF AULT i . The
closer this metric to 0.5 for the particular fault the less likely is that the current state is
an indication of this fault. Figure

5 Performance benchmarking with related approaches
The case study used for demonstrating the proposed cognitive fault detection system is a
generic nuclear power plant model provided by Fortum Power and Heat, a power utility
with nuclear power plant operation license in Finland. The Apros 6 process simulator
is used to run the model. Apros 6 is a dynamic process simulator owned by the VTT
Technical Research Centre of Finland and Fortum. Two main process loops are used for
power generation using nuclear energy, the primary and secondary circuit. The primary
circuit contains the reactor vessel and the nuclear fission within the fuel generates thermal
energy, which heats the water in the vessel. The coolant pumps in the primary circuit
circulate water through the steam generators and the reactor vessel and thus thermal
energy is transferred from the primary to the secondary circuit. The pressurizer, also
part of the primary circuit, is a vessel is partially filled with water and it is designed for
pressure regulation using heaters and water sprays. The secondary circuit is connected
to the primary through the steam generators. Heat from the primary circuit converts
water flowing in the secondary side of the steam generators into steam. Turbines use the
high-pressure steam flow and drive electric generators. Condensers are used to convert
the low-pressure steam after the turbines back to water.

5.1 Data sources
The functional failure identification and propagation framework was used to analyze 116
automation components as the sources of hardware faults [26]. Most of these components
were pump and valve actuators. For each automation component type three specific
failure modes were chosen (e.g. a valve actuator can be set to the “failed open”, “failed
closed” or “no electric supply” fault mode which will result in the opening, closing or stop
controlling the valve). A component – failure mode pair defines a fault in this paper (e.g.,
“Valve valveID” – “Fails - Open”). From the 348 total possible faults (116 components x
3 failure modes per component), 92 faults actually affected the steady state operation of
the power plant model and thus can be detected by a data driven fault detection system.

In the case study the model was driven to 11 power production levels in order to
get more simulation data for the set of faults. The 92 faults, which are detectable in
the steady state of the plant, are simulated for every one of the 11 power levels (1012
simulations in total). The results of these simulations were used to build datasets for
training and testing the fault detection systems. Each simulation (fault - power level)
contains 180 seconds of simulation time. Dataset entries are generated by 37 monitored
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simulation signals. Three statistical values are generated per signal leading to a 111
inputs per entry (37 signals with 3 statistical values per signal). The datasets had a total
of 1012 entries, each with 111 inputs (generated by the 37 logged signals) and at the end
every entry contains the classification attribute.

5.2 Reference technologies and benchmarking tools
The performance of the proposed approach was compared to the performance of a mul-
tilayer perceptron Artificial Neural Network (ANN), a decision tree, and a K-nearest-
neighbors (KNN) classifier. The WEKA tool and MATLAB were used to benchmark the
accuracy of the fault detection of the proposed method. Note that the decision tree and
ANN produce a single prediction for a given input. The KNN classifier and the proposed
approach produce a ranked list of possible results. During the benchmarking process an
accuracy of the fault identification was assessed. The accuracy was measured as the ratio
of the correctly identified faults over all presented cases from the test set.

5.3 Calibrating the benchmarking technologies
Since not all methods handle normalized data equally well, the all values in the training
and the test datasets were normalized. The data values were mapped to the range [-1,1].

The accuracy of classification by the proposed approach depends on the quantization
level when feeding the state values to the input of the technologies under benchmark-
ing. Cross-validation suggests that the optimal value is sixty levels The KNN method
produced best prediction results for the number of the nearest neighbors equals 3. The
ANN was feedforward with two inputs and output layers no hidden layers and back prop-
agation with momentum algorithm was used for training. The J48 algorithm, which is
based on the C4.5 algorithm, was used to train the decision tree.

5.4 Results of comparison
To the best of the authors’ knowledge benchmarking machine learning techniques operate
only in the centralized mode. That is the dataset presented for the fault detection should
have the same structure as the training dataset. In this article a zero knowledge about
the underlying component interdependencies is assumed. Therefore all the compared
approaches were trained by presenting the state values from all system components as in
Figure 1.

The results of comparison of the considered approaches are shown in Figure 2. The
main result indicated by the figure is that the accuracy of the fault identification by
the proposed approach outperforms the other approaches even when considering the top
one result. Namely the best ANN’s accuracy index was nearly 0.6; the accuracy of the
decision tree was 0.65. The best accuracy was demonstrated by both KNN classifier
and the proposed approach (0.68 and 0.71 correspondingly). When considering top three
results both KNN and our method show the accuracy above 0.9 with the accuracy of the
proposed approach achieving 0.95.
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Figure 2: The results of benchmarking: ANN, decision tree, KNN and the proposed
approach.

The above presented result is a very positive one for the approach. Showing either
matching or in most of the cases superior performance over the traditional approaches
our approach has one more unique advantage: it is suitable for the distributed imple-
mentation. However, the proposed approach does not necessarily always outperform
the benchmarked techniques, e.g. ANN is very powerful for classification when borders
between classes are non-linear. Figure

6 Discussion and Conclusions
This article presented an intelligent, biologically inspired fault detection method. The
proposed methodology utilizes the concepts of associative memory and Vector Symbolic
Architectures, commonly used for modeling cognitive abilities of human brain. The
proposed approach features excellent fault detection accuracy compared to that of the
traditional machine learning methods used in the same context.

At the same time the results presented in Figure 3 [24] promise that the proposed
approach could be suitable for the distributed implementation. Figure 3 shows that Ham-
ming distance can serve as a robust indicator of the presence of distributed representation
of the vectors including particular partial states of the system-wide states characterizing
the particular fault. Thus the detection could be done without the centralized collection
of the system-wide states in the operation mode. This would make the implementation of
the fault diagnostic subsystem an integral part of the distributed automation system of
the plant, enabling its deployment in the standard programmable logic controllers. The
future development of the proposed approach includes its extension to a fully distributed
version, implementation of the approach with IEC 61499 and multi-agent systems and
performance benchmarking with the centralized approach presented here. The second
direction for future work is detection of combinatorial faults. The proposed approach
promises a high performance compare to the traditional ones. Distributed design along
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Figure 3: Hamming distance as an indicator of presence of partial state in the joint
representation of a system-wide state.

with performance benchmarking for combinatorial faults will be reported elsewhere.
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Recognizing permuted words with Vector Symbolic
Architectures: A Cambridge test for machines

Denis Kleyko, Evgeny Osipov, and Ross W. Gayler

Abstract

This paper proposes a simple encoding scheme for words using principles of Vector Sym-
bolic Architectures. The proposed encoding allows finding a valid word in the dictionary
for a given permuted word (represented using the proposed approach) using only a single
operation – calculation of Hamming distance to the distributed representations of valid
words in the dictionary. The proposed encoding scheme can be used as an additional
processing mechanism for models of word embedding, which also form vectors to repre-
sent the meanings of words, in order to match the distorted words in the text to the valid
words in the dictionary.

1 Introduction
In recent years word embedding models capturing similarity of usage and meaning of
words have gained significant attention in the research community. These models rep-
resent words as vectors in a high-dimensional space. Vectors are formed by processing
large text corpora, for example, by counting the co-occurrence of words in documents.
Other models take into account a window of words around the current word of interest.
There are many word embedding vector models, for example, Latent Semantic Analy-
sis [1], Random Indexing [2], Context Vectors, Word2Vec [3], and BEAGLE [4]. These
models have several potential applications in the area of natural language processing
including [5] document retrieval, synonym tests, semantic similarity search, word sense
disambiguation, and bilingual information extraction.

Despite the ability of these models to form the representation of the usage and se-
mantics of words, the models are brittle to distorted input strings such as typographical
errors. This is unlike human beings, who are able to cope with the distorted words. A
simple example of this fact is an Internet meme, the so-called “Cambridge test”. Readers
are presented with a text of words with scrambled letters (referred to later as permuted
words). It appears that most people do not have any problems understanding the text
similar to one illustrated in the left box in Figure 1. Note, that this “Cambridge test”
should not be considered as a well studied scientific effect. As it is described in [6, 7]
there was no such study done at Cambridge University. Some related research can be
traced to the work of Graham Rawlinson [8], which found that randomizing letters in the
middle of words has little or no effect on the ability to understand the text. For human
readers the multi-word context also plays an important role. The relevant point for the
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Figure 1: The reconstruction process of the permuted text the of “Cambridge test”.

purposes of this paper is that permutation of the letters within a word does not prevent
its recognition and the presence of the correct letters, even though in the wrong order,
provides some cues to recognition. This effect was our inspiration to create an encoding
scheme forming a distributed representation of a word, which resists the effect of locally
permuted letters.

To the best of our knowledge the approaches used in text editors and search engines [9]
account only for simple permutations, e.g. permutation of two adjacent letters, because
it would require non-linear complexity to estimate the similarity between an arbitrarily
distorted word and valid words in the dictionary. For example, Levenshtein distance,
which handles arbitrary distortion (permuting letters, substitution of a letter by another
letter, and insertion of a new letter), requires O(n · m) operations for every pair of words
where n and m are the lengths of the two words. This paper considers only the case of
permuted words.

This paper proposes an encoding scheme that allows a valid word to be found in
the dictionary from a given permuted word, using only a single operation – calculation
of Hamming distance to the distributed representations of valid words in the dictionary.
The overhead of the approach (see Figure 1) is the maintenance of the memory storing the
distributed representations of words from the dictionary. The distributed representation
of a word is formed using high-dimensional random vectors and operations on them. The
paradigm of such a data representation is called Vector Symbolic Architectures (VSAs).

This article is structured as follows. Section 3.1 provides the fundamentals of the
theory of Vector Symbolic Architectures and Binary Spatter Codes (a specific instance
of VSA) relevant to the scope of the article. Section 4 presents the main contribution
of this article – a VSA-based, permutation invariant, encoding scheme for words. The
performance evaluation of the proposed scheme is given in Section 5. The conclusions
are presented in Section 6.

2 Fundamentals of Vector Symbolic Architecture
Distributed data representation is widely used for computer based semantic reasoning
[10], [11]. The cognitive capabilities achievable using distributed representations have
been demonstrated by creating systems capable of solving Raven’s progressive matrices
[12, 13] and via the imitation of concept learning in honey bees [14, 15]. Recently they
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were also applied in several distributed semantic [16] and signal processing [17, 18, 19,
20, 21, 22, 23] applications.

VSAs are a family of bio-inspired high-dimensional vector representations of struc-
tured knowledge and operations on those vector representations. In this paper we use
only the Binary Spatter Code variant of VSAs [10], in which the individual elements
only take the binary values “0” or “1”. Their development was stimulated by studies
on brain activity that showed that the processing of even simple mental events involves
simultaneous activity in many dispersed neurons. The activity pattern of a population
of neurons can be modelled as vector in a vector space by associating each neuron with
a basis dimension of the space and representing the activity level of each neuron as the
projection of the vector onto the dimension corresponding to the neuron.

VSAs can be viewed as an abstraction of distributed neural systems that can be easily
mapped back to a neural implementation, but the interesting properties of the VSA
system arise from the mathematical properties of the vector space rather than its neural
implementation. Information in VSAs is represented in a distributed fashion. A single,
unitary concept is represented with a codeword instantiated as a high dimensional vector
(HD-vector). These representational vector vector spaces are generally of dimension at
least 500, and typically much higher.

Randomness means that the values of each element of an HD-vector are independent
of each other, and “0” and “1” components have approximately the same density, i.e. ρ0 ≈
ρ1 ≈ 0.5. In very high dimensional spaces, the Hamming distance between two arbitrarily
chosen HD-vectors is very strongly concentrated around 0.5. That is, arbitrarily chosen
HD-vectors are, with overwhelmingly high probability, almost orthogonal (i.e. effectively
dissimilar). This is similar to the behaviour of symbolic representations – arbitrarily
chosen symbols are generally different. Interested readers are referred to [10] and [24] for
comprehensive analysis of probabilistic properties of the hyperdimensional representation
space.

Similarity metric. The similarity between two binary vector representations is
characterized by the Hamming distance (i.e. the Hamming weight of the result of the
bit-wise XOR of the two vectors). This measures the number of positions in the two
compared vectors in which they have different values: ΔH(A, B) = ‖A⊗B‖1

n
=

∑n−1
i=0 ai⊗bi

n
,

where ai, bi are bits at position i in vectors A and B of dimension n, ‖.‖1 is the Hamming
weight (the count of elements having the value 1), and ⊗ denotes the bit-wise XOR
operation.

Generation of HD-vectors. Several random binary vectors with the above prop-
erties can be generated from one such vector via permutation, of which the cyclic shift
operation [25] is an instance. Using this operation, a sequence of K vectors, which are
dissimilar to a given initial random HD-vector A (i.e. the normalized Hamming distance
between them equals approximately 0.5) are obtained by cyclically shifting A by i posi-
tions, where −K ≤ i ≤ K � d. This operation is denoted here as Sh(A, i). The cyclic
shift operation has the following properties:
• it is invertible, i.e. if B = Sh(A, i) then A = Sh(B, −i),
• it is associative in the sense that Sh(B, i + j) = Sh(Sh(B, i), j) = Sh(Sh(B, j), i),
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• it preserves the Hamming weight of the result: ‖B‖1 = ‖Sh(B, i)‖1, and
• the result is dissimilar to the vector being shifted: ΔH(B, Sh(B, i)) ≈ 0.5.

Note that the cyclic shift is a special case of the permutation operation [10]. In the
context of VSA, permutations have been used to encode a variety of data structures,
including sequences of semantically-bound elements [16].

Bundling of vectors. The bundling operation is used to combine multiple entities
into one structure, analogous to adding elements to a set. It is implemented here by a
thresholded sum of the HD-codes representing the entities. A bit-wise thresholded sum
of n vectors yields 0 when n/2 or more arguments are 0, and 1 otherwise. If the sum
produces an even number, the resulting tie is broken randomly. This is equivalent to
adding an extra random HD-code [10].

The terms “thresholded sum” and “majority sum” are used interchangeably in this
work, and both refer to the sum [A + B + C]. The relevant properties of the majority
sum are:
• the result is a random vector, i.e. the density of ‘1’ components is approximately equal
to the density of ‘0’ components: ρ0 ≈ ρ1 ≈ 0.5;
• the result is similar to all vectors included in the sum;
• as the number of HD-codes that are operands of the majority sum operator increases,
the Hamming distance between the result of the operation and any of the operands tends
to 0.5 (which is the expected similarity of any two HD-codes selected at random). That is,
the information capacity of the result vector is finite and information about the operands
is lost as more of them are combined.

The algebra on VSA includes another operation, binding. Since this operation is not
used in the scope of this article the description of its properties is omitted.

3 VSA-based encoding of words
The encoding starts with the generation of random vectors for the alphabet, i.e. the
dictionary of letters containing 26 HD-vectors is created at initialization. This fixed
dictionary is used throughout the life cycle of the system in order to form distributed
representations of words.

The encoding of a word into the distributed representation constructs a bag-of-letters
representation consisting of two parts. The first part of the bag-of-letters encoding con-
sists of the HD-vectors corresponding to each of the letters present in the word. Note,
that if a letter is used in the word n times its representation is also used n times for the
encoding. This part of the encoding ensures that words consisting of similar sets of letters
have similar representations. That is, the bag-of-letters based on only this encoding step
is identical for all permutations of the input word.

The second part encodes each letter in its specific absolute position in the word. The
cyclic shift operation is applied on the initial HD-vector representing a letter where the
value of the shift equals the position number of this letter in the word. The resultant HD-
vector represents the letter-position combination. This part of the encoding represents
the order of the letters in the word. Therefore, even if two words consist of the same
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Figure 2: Illustration of the scheme for VSA representation of
a word by encoding all its letters and their cyclic shifts and
taking the majority sum of the individual HD-vectors. As an
example of the encoding scheme consider the word “bica”.

Figure 3: The dictio-
nary of valid words.
The entries are or-
dered by similarity to
the first input word
“aoccdrnig”.

letters (e.g. reversed words) this part of their representations will be different because
the letters are not in the same positions.

Finally, the majority sum operation is applied to all the HD-vectors (letters and or-
dered letters). The result of the majority rule operation is the distributed representation
of the word. That is, a representation has been constructed of a bag-of-letters where the
components are both letters and letter-position combinations.

The encoding process is illustrated for the word “bica” in Figure 2. First, 4 HD-vectors
for letters “a”, “b”, “c”, and “i” are taken from the dictionary of letters. Next, 4 letter-
position vectors are formed by cyclic shift of the letter HD-vectors. For example letter
“b” is in the first position, therefore, its letter-position in the word “bica” is represented
as Sh(b, 1), where b is the initial HD-vector from the dictionary of letters. Due to the
fact that the number of vectors participating in the majority sum should be odd, a fixed
random vector R is added to components. Finally, the 9 HD-vectors are used as input
to the majority sum operation. The output is also a binary HD-vector. This vector is
the distributed representation of the word “bica”.

4 Performance evaluation
This section presents the evaluation of the proposed representational scheme when the
system is presented with a permuted text. The goal is to reconstruct the original text.
The dimensionality of vectors for all experiments was fixed to 10,000 elements. This di-
mensionality is a typical choice when using distributed representations [10], while smaller
dimensionality, e.g. 1,000 could also be used, the accuracy of word recognition decreases.

During the reconstruction, the permuted text of the “Cambridge test” was used as
an input. The example of distorted text from Figure 1, which reads: “aoccdrnig to
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rseearhcer at cmabrigde uinervtisy it deos not mttaer in waht oredr the ltteers in wrod
are the olny iprmoetnt tihng is taht the frist and lsat ltteer be at the rghit pclae the
rset can be toatl mses and you can sitll raed it wouthit porbelm tihs is bcuseae the
huamn mnid deos not raed ervey lteter by istlef but the wrod as wlohe”. In this text the
first and last letters of each word are unaltered, while the interior letters of each word
are randomly permuted. Our algorithm takes words from the input text one by one.
Punctuation characters and articles were deleted. All letters were mapped to lower case.
The whole process is outlined in Figure 1.

The dictionary of valid words used in the original text is created at system initializa-
tion. The dictionary contains the 48 words shown in Figure 3. (The VSA algorithm is
completely insensitive to the order of the words in the dictionary. For presentation pur-
poses the words in the dictionary have been ordered by similarity to the first test word.)
The distributed representation (HD representation) of each valid word was formed ac-
cording to the encoding scheme presented above. The dictionary includes all 48 words
and their corresponding distributed representations. It is depicted as “HD representation
of the dictionary” in Figure 1.

During the operating phase, when a new permuted word is presented, the system first
encodes the word into its distributed representation. Next, the Hamming distance from
the distributed representation of the permuted word to each representation in the dictio-
nary is calculated. Finally, the dictionary word corresponding to the minimal Hamming
distance from the test word is issued as the output.

The simulation of the task was repeated 100 times. During every run new HD-
vectors for the dictionary of letters were initialized at random. The results within each
simulation run are completely deterministic as the representations are fixed. However,
there is random variation between runs due to the random choice of vectors for each
letter representation. It will be seen in the results later that the variation in similarity
due to the random choice of letter vectors is very small compared to the variations in
similarity due to the differences in structure of the words. That is, the representations
reflect the structural variations between the words far more than they reflect the random
variations of the vectors used to construct the representations. In every simulation run,
all the permuted words in the input text were correctly transformed to the corresponding
valid words from the dictionary.

The results of the Hamming distance calculation during one of the simulations for the
first input word “aoccdrnig” to 48 alternatives in the dictionary are presented in Figure
4. The Hamming distances are sorted in ascending order (i.e. decreasing similarity to
the input word). The dictionary of words is displayed in the same order in Figure 3.

This input word is clearly most similar to the dictionary word “according” (has the
minimal Hamming distance). The next three closest alternatives are “can”, “and”, and
“cambridge”. All letters of the dictionary words “and” and “can” are present in the input
word. Moreover, “and” and “aoccdrnig” have the letter “a” in the same position. The
similarity of the input word to the dictionary word “can” is increased because the letter
“c” is encoded twice in the input word, which doubles the contribution to the similarity.
The input word “aoccdrnig” and dictionary word “cambridge” have 6 letters in common
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Figure 4: The results of Hamming distance calculation for the first input word “aocc-
drnig”.

(none in the same position).

5 Conclusion

In this article an encoding scheme for words based on the usage of high-dimensional dis-
tributed representations and Vector Symbolic Architectures is proposed. This encoding
allows a valid word to be found in a dictionary from a given permuted word. It is also
worth noting that this correction process is based on very simple arithmetic manipulation
of HD-vectors whereas traditional approximate string similarity methods require more
complex computations, such as dynamic programming. These simple arithmetic manipu-
lations could be implemented very rapidly and cheaply in a specialized processor, such as
a GPU. These (and similar) calculations are also very suitable for calculation with neu-
ral networks. As it was mentioned above the choice of dimensionality of representations
affects the accuracy of the recognition process. The encoding with 1,000 element vectors
shows worse accuracy than the encoding with 10,000 element vectors. On the other hand
calculations with 10,000 element vectors require more computational resources as well as
memory for the storage of distributed representations. Thus, the choice of the particu-
lar dimensionality is application specific and requires trade off between the recognition
accuracy and computational resources.
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Autoscaling Bloom Filter: Controlling Trade-off
Between True and False Positives

Denis Kleyko, Abbas Rahimi, Ross W. Gayler, and Evgeny Osipov

Abstract

A Bloom filter is a special case of an artificial neural network with two layers. Tradition-
ally it is seen as a simple data structure supporting membership queries on a set. The
standard Bloom filter does not support the delete operation, therefore, many applications
use a counting Bloom filter to enable deletion. This paper proposes a generalization of
the counting Bloom filter approach, called “autoscaling Bloom filters”, which allows ad-
justment of its capacity with probabilistic bounds on false positives and true positives.
In essence, the autoscaling Bloom filter is a binarized counting Bloom filter with an ad-
justable binarization threshold. We present the mathematical analysis of its performance
and provide a procedure for minimizing its false positive rate.

1 Introduction
Many applications require fast and memory efficient querying of an item’s membership in
a set. A Bloom filter (BF) is a simple binary data structure, which supports approximate
set membership queries.

From a neural processing point of view, BFs are a special case of an artificial neural
network with two layers (input and output), where each position in a filter is implemented
as a binary neuron (see more details in [1]). Such a network does not have interneuronal
connections. That is, output neurons (positions of the filter) have only individual con-
nections with themselves and the corresponding input neurons. BFs are also related to
a neural network architecture called distributed connectionist production system [2].

The standard BF (SBF) allows adding new elements to the filter and is characterized
by a perfect true positive rate (i.e. 1), but nonzero false positive rate. The false posi-
tive rate depends on the number of elements to be stored in the filter, and the filter’s
parameters, including the number of hash functions and the size of the filter. However,
SBF lacks the functionality of deleting an element. Therefore, a counting Bloom filter
(CBF) [3], providing the delete operation, is commonly used. When the size of CBF and
the number of elements to be stored are known, the number of hash functions can be
optimized to minimize the false positive rate.

Another practical issue is that the parameters of a BF (i.e., size of filter and number
of hash functions) can not be altered once it is constructed. If the current filter does not
satisfy the performance requirements (e.g. false positive rate) it is necessary to rebuild
the entire filter, which is computationally expensive. Therefore, the optimization of a
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Figure 1: An example of the CBF (a), the SBF (b), and two versions of the ABF (c) and
(d).

BF is problematic and costly when the number of elements to be stored is unknown or
varies dynamically.

To address the issue of optimizing BF performance without rebuilding the filter, we
propose the autoscaling Bloom filter (ABF), which is derived from a CBF and allows
minimization of the false positive rate in response to changes in the number of stored
elements without requiring rebuilding of the entire filter. The reduction in false positive
rate is achieved by optimizing a threshold parameter used to derive the ABF from the
CBF. ABF operates with fixed resources (i.e. fixed size storage array and fixed k hash
functions) for a wide dynamic range of number of input elements to be stored. The trade-
off made by ABF for this flexibility is a slight reduction of the true positive rate (which
is always 1 in CBF). It is important to note that a less than perfect true positive rate can
be tolerated in many applications including networking [4], and generally in the area of
approximate computing where errors and approximations are acceptable as long as the
outcomes have a well-defined statistical behavior [5]. To the best of our knowledge, ABF
is a novel simple construction of BFs, which makes them particularly useful in scenarios
where a reduced true positive rate can be tolerated and where the number of stored
elements is unknown or changes dynamically with time.

ABF belongs to a class of binary BFs and is constructed by binarization of a CBF
with the binarization threshold (Θ) as a parameter. Querying the ABF also uses a
decison threshold (T ) to determine whether there is sufficient evidence to respond that
the query item is an element of the stored set. Both parameters, Θ and T , can be
varied while the ABF is in use without requiring the filter data structure to be rebuilt.
Figure 1 illustrates the main idea behind the ABF. Figure 1.a shows an example CBF of
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size 20, which stores four elements (x1 to x4). Each element is mapped to three different
positions of the filter; one position for each of the three hash functions. The value at each
position is the number of elements mapped to that position by the three hash functions
and varies between 0 and 4 (highlighted by different colors). The SBF (Figure 1.b) is
formed by setting all nonzero positions of the CBF to one1. The two lower parts of the
figure present two examples of the ABF with different binarization threshold (Θ = 1 and
Θ = 3 respectively). In all four examples, the filter is queried with the unstored element
y, testing for membership of the set of stored elements. The correct answer in every case,
obviously, is that y is not a member of the stored set. In the SBF example all nonzero
positions of y are set to one, which is interpreted by the SBF algorithm as indicating
that the query element is a member of the stored set, thus generating a false positive
response. In contrast, in Figure 1.c, y has only one position in common with the ABF
while all elements xi have at least two positions. Thus, a decision threshold T (for the
number of activated positions) can be chosen such that y will be correctly rejected by
the ABF while all the stored elements are correctly reported as present. On the other
hand, for the ABF in Figure 1.d, the binarization threshold (Θ = 3) is too low and it is
not possible to set a decision threshold T such that all stored elements xi are reported
as present.

Mathematically, the ABF has its roots in the theory of sparse distributed data repre-
sentations [6]. ABF can also be interpreted in terms of hyperdimensional computing [7],
where everything is represented as high-dimensional vectors and computation is imple-
mented by arithmetic operations on the vectors. Both sparse distributed representations
and hyperdimensional computing can be conceptualized as weightless artificial neural
networks.

This paper presents a theoretical generalization of CBFs by exploring a direct corre-
spondence between BFs and hyperdimensional representations along with the practical
implications. BFs are treated as a special case application of distributed representations
where each element stored in the BF is represented as a hyperdimensional binary vector
constructed by the hash functions. The mathematics of sparse hyperdimensional comput-
ing [6] (SHC) is used for describing the behavior of the proposed ABF. The construction
of the filter itself corresponds to the bundling operation [6] of binary vectors.

The main contributions of the paper are as follows:

• It proposes the ABF, which is a generalization of the CBF with probabilistic bounds
on false positives and true positives;

• It presents the mathematical analysis and experimental evaluation of the ABF
properties;

• It gives a procedure for automatic minimization of the false positive rate adapting
to the number of the elements stored in the filter.

1Note that the SBF is a special case of the ABF, arising when the binarization threshold is set to
zero
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The paper is structured as follows: Section 2 presents a concise survey of the related
approaches. Section 3 describes the ABF and introduces analytical expressions charac-
terizing its performance. The evaluation of the ABF is presented in Section 4. The paper
is concluded in Section 6.

2 Related Work

A recent probabilistic analysis of the SBF is presented in [8]. Detailed surveys on BFs
and their applications are provided in [9] and [10]. Recent applications of BFs and their
modifications include certificate revocation for smart grids [11], classification of text
strings [12], and detection of TCP network worms [13]. An important aspect for the
applicability of BFs in modern networking applications is the processing speed of a filter.
In order to improve the speed of the membership check, the authors in [14] proposed a
novel filter type called Ultra-Fast BFs. In [15] it was shown that BFs can be accelerated
(in terms of processing speed) by using particular types of hashing functions.

This section overviews the approaches most relevant to the presented ABF approach.
One direction of research is to propose new types of data structures supporting approxi-
mate membership queries. For example, recently proposed invertible Bloom lookup tables
[16], quotient filters [17], counting quotient filters [18], TinySet [19], and cuckoo filters [20]
support dynamic deletion. Another popular research topic is to improve the performance
of the SBF via modifications of the original approach. The ternary BF [21] improves the
performance of the CBF as it only allows three possible values of each position. The
deletable BF [22] uses additional positions in the filter, which are used to support the
deletion of elements from the filter without introducing false negatives. The complement
Bloom Filter [23] uses an additional BF in order to identify the trueness of BF positives.
The on-off BF [24] reduces false positives by including in the filter additional information
about those elements that generate false positives. Fingerprint Counting BF [25] is a
modification improving the CBF with the usage of fingerprints on the filter elements.
In [11], the authors propose to use two BFs and an external mechanism in order to re-
solve cases when the membership is confirmed by both filters. In a similar fashion the
cross-checking BF [26] constructs several additional BFs, which are used to cross-check
the main BF if it issues a positive result. The scalable Bloom filter [27] can maintain the
desired false positive rate even when the number of stored elements is unknown. How-
ever, it has to maintain a series of BFs in order to do so. The retouched BF (RBF) [4] is
conceptually the most relevant approach to the ABF since it allows some false negatives
as a trade-off for decreasing the false positive rate. The major difference to the proposed
approach is that RBF eliminates false positives that are known in advance. When the
potential false positives are not known in advance the RBF could randomly erase several
nonzero positions of the filter.

In contrast to the previous work, the ABF is suitable for reducing the false positive
rate even when the whole universe of elements is either unknown or is too large to use
additional mechanisms for encoding the elements not included in the filter.
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3 Autoscaling Bloom Filter

3.1 Preliminaries: BFs
At the initialization phase a BF can be seen as a vector of length m where all positions
are set to zero. The value of m determines the size of the filter. In order to store in
the filter an element q, from the universe of elements, the element should be mapped
into the filter’s space. This process is usually seen as application of k different hash
functions to the element. The result of each hash function is an integer between 1 and
m. This value indicates the index of the position of the filter which should be updated.
In the case of the SBF, an update corresponds to setting the value of the corresponding
position of the SBF to 1. If the position already has value 1 it stays unchanged. In the
case of the CBF, an update corresponds to incrementing the value of the corresponding
position of the CBF by 1. Thus, when storing a new element in the filter at most k
positions of the filter update their values. Note that there is a possibility that two or
more hash functions return the same result. In this case, there would be less than k
updated positions. However, it is usually recommended to choose hash functions such
that they have a negligible probability of returning the same index value. Therefore,
without loss of generality, suppose that the k results of k hash functions applied to q
never coincide. That is, all k indices pointing to positions in the filter are unique.

Instead of considering the result of mapping q as the k indices produced by the hash
functions, it is convenient to represent the mapping in the form of the SBF that stores
the single element q. This SBF is sometimes called the individual BF. It is a vector with
m positions, where values of only k positions are set to one, and the rest to zero. The
nonzero positions are determined by the hash functions applied to q. The representation
of an element q in this form is denoted as q. Note that throughout this section bold
terms denote vectors. Given this vectorized form of representation, the CBF (denoted
as CBF) storing a set of n elements xi can be calculated as the sum of representations
(denoted as xi) of each individual element xi in the set:

CBF =
n∑

i=1
xi. (1)

The SBF (denoted as SBF) representing the set of elements is related to the CBF
representing the same set of elements as follows:

SBF = [CBF > 0], (2)

where [] means 1 if true and 0 otherwise (applied elementwise to the argument vector).
Given the values of m and n, the value of k that minimizes the false positive rate (see

also [28], [29] for recent improvements) for the SBF (CBF) can be found as:

k = (m/n) ln 2. (3)

When performing the set membership query operation with query element q (repre-
sented by q) on an SBF containing q, the dot product (d) between SBF and q must
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equal the number of nonzero positions in q, i.e. k:

d(SBF, q) = SBF · q = k (4)

3.2 Preliminaries: probability theory
Two probability distributions are useful for the analysis presented here. These are bino-
mial and hypergeometric distributions. Both are discrete. They describe the probability
of s successes (draws for which the drawn entities are defined as successful) in g random
draws from a finite population of size G that contains exactly S successful entities. The
difference between binomial and hypergeometric distributions is that the binomial dis-
tribution describes the probability of s successes in g draws with replacement while the
hypergeometric distribution describes the probability of s successes in g draws without
replacement.

Note that if 1 denotes a successful draw while 0 denotes a failure draw, then we can
represent g draws from a distribution as a binary vector of length g. This binary vector
corresponds to a realization of a (hypergeometric/binomial) experiment. The probability
of a success in a particular position of the realization for both distributions is:

ps = S/G. (5)

The difference is that for the binomial distribution positions are independent while
for the hypergeometric distribution they are not. For example, if the actual values of
some positions are known for the realization of a hypergeometric experiment then the
probability of a success for the rest of the positions should be updated accordingly. This
is because draws from the population are done without replacement.

If the random variable Z is described by the binomial distribution (denoted as Z ∼
B(g, ps)), then the probability of getting exactly s successes in g draws is described by
the probability mass function:

Pr(Z = s) =
(

g

s

)
ps

s(1 − ps)g−s. (6)

As the probability mass function for the hypergeometric distribution is not used below
it is omitted here.

3.3 Preliminaries: relation between BFs and probability theory
The hypergeometric distribution comes into play when considering the mapping of an
element q. Given the assumption that the results of hash functions do not coincide, the
mapping q of an element q is a binary vector of length m with exactly k positions having
value 1 and the rest 0. Because hash functions map different elements into different
indices, a mapping q can be seen as a single realization of the experiment from the
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hypergeometric distribution with g = m draws from the finite population of size G = m
that contains exactly S = k successes (positions set to 1). In this case g = G. Therefore,
the probability of exactly s = k successes is 1 and all other probabilities are 0. The
probability of a success in a particular position is:

p1 = ps = k/m. (7)

A value in ith position of CBF (see (1)) can be seen as a discrete random variable
(denoted as I) in the range I ∈ Z|0 ≤ I ≤ n. Because representations xi stored in CBF
are independent realizations of the hypergeometric experiment, I follows the binomial
distribution: I ∼ B(g, ps) where g = n, ps = p1.

Given the parameters of the binomial distribution, the probability that I takes the
value v can be calculated according to (6):

Pr(I = v) =
(

n

v

)
pv

1(1 − p1)n−v. (8)

According to (8), the probability of an empty position p0 in the CBF (and also for SBF)
is:

p0 = Pr(I = 0) =
(

1 − k

m

)n

. (9)

It should be noted that the probability of an empty position p0 in the CBF (SBF) when
the results of hash functions can coincide, is:

p0 = (1 − (1/m))kn . (10)

In fact, (9) differs from the standard expression (10) for p0. However, both produce
different results only for small lengths of the filter (m < 50), which are not of practical
importance.

Because each position in CBF can be treated as an independent realization of I, the
expected number of positions l with value v equals:

l(v) = m Pr(I = v) = m

(
n

v

)
pv

1(1 − p1)n−v. (11)

3.4 Definition of Autoscaling Bloom Filter
Given a CBF, the derived ABF is formed by setting to zero all positions with values less
than or equal to the chosen binarization threshold Θ; positions with values greater than
Θ are set to one:

ABF = [CBF > Θ]. (12)

Note that when Θ = 0, the ABF is equivalent to the SBF.
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In general, the expected dot product (denoted d̄x) between the ABF and an element x
included in the filter is less than or equal to k.2 As the binarization threshold Θ increases,
more of the nonzero positions in the CBF are mapped to zero values in the corresponding
ABF. This necessarily reduces the dot product of the ABF vector with the query vector.
Therefore, there is a need for the second parameter of the ABF, which determines the
lowest value of dot product indicating the presence of an element in the filter. Denote
this decision threshold parameter as T (0 ≤ T ≤ k), then an element of the universe q is
judged to be a member of the ABF if and only if the dot product between ABF and q
is greater than or equal to T .

3.5 Probabilistic characterization of the Autoscaling Bloom Fil-
ter

When the binarization threshold Θ for the ABF is more than zero, the probability of
an empty position in the ABF (denoted as P0) is higher than in the SBF because some
of the nonzero positions in the CBF are set to zero. For a given Θ, the expected P0 is
calculated using (8) as follows:

P0 =
Θ∑

v=0
Pr(I = v) =

Θ∑
v=0

(
n

v

)
pv

1(1 − p1)n−v. (13)

Then the probability of 1 in the ABF (denoted as P1) is:

P1 = 1 − P0 = 1 −
Θ∑

v=0

(
n

v

)
pv

1(1 − p1)n−v. (14)

The expected dot product d̄x for an element x included in the ABF is calculated as:

d̄x = k − m

n

Θ∑
v=0

v Pr(I = v). (15)

Note that when Θ = 0, d̄x(ABF, x) = k which corresponds to the SBF (see (4)). In
other words, the SBF can be seen as a special case of the ABF. The calculations in (15)
when Θ > 0 can be interpreted in the following way. The dot product between SBF
and x is k. A position in CBF with value v > 0 contributes 1 to the values of dot
products of v stored elements. Thus, if this position is set to zero in the SBF, there will
be v elements with the dot product equal to k − 1 while the dot products for rest of the
elements still equal k. Then the expected dot product between the filter and an element
is decremented by v/n. In fact, the number of positions with value v is unknown but
it is possible to calculate the probability Pr(I = v) of such position in CBF using (8).
Then the expected number of such positions in CBF is determined via (11) and equals

2It should be noted that the calculation of expected similarity (e.g., dot product) between two vectors,
one of which may store the other, is a general problem formulation in hyperdimensional computing and
can be seen as the "detection" type of retrieval (see [30] for details).
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mPr(I = v). When the ABF suppresses all such positions each of them decrements the
expected dot product by v/n. Then the total decrement of the expected dot product by
the suppressed positions with value v is expected to be mvPr(I = v)/n. Because the
ABF suppresses all positions with values less than or equal to Θ, the decrements of the
expected dot product introduced by each value v should be summed up.

The expected dot product (denoted d̄y) between the ABF and an element y which is
not included in the filter is determined by the number of nonzero positions in the filter
and calculated as:

d̄y = kP1. (16)

Both dot products dx and dy are characterized by discrete random variables (denoted
as X and Y respectively) which in turn are described by binomial distributions: X ∼
B(k, px) and Y ∼ B(k, py).

The success probabilities (px and py) of these distributions are determined from the
expected values of dot product as in (15) and (16):

px = d̄x/k = 1 − m

nk

Θ∑
v=0

v Pr(I = v), (17)

py = d̄y/k = P1. (18)

3.6 Performance properties of ABF
Given the decision threshold T , the true positive rate (TPR) of the ABF can be calculated
using the probability mass function of X as:

TPR =
k∑

d=T

Pr(X = d) =
k∑

d=T

(
k

d

)
pd

x(1 − px)k−d. (19)

Similarly, the false positive rate (FPR) is calculated using the probability mass function
of Y as:

FPR =
k∑

d=T

Pr(Y = d) =
k∑

d=T

(
k

d

)
pd

y(1 − py)k−d. (20)

4 Evaluation of ABF

4.1 Optimization of ABF’s parameters
In order to choose the best value of T (or even both Θ and T ), an optimization criterion is
needed. It is proposed to optimize the accuracy (ACC) of the filter. This is defined as the
average value of true positive rate and true negative rate: ACC = (TPR + (1− FPR))/2.
Note, that this definition of accuracy is also known as unweighted average recall. Note
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Figure 2: Probability mass functions for X (query present) and Y (query absent) for
different thresholds Θ in the range 0 ≤ Θ ≤ 5; k = 100, n = 500, m = 10, 000.

also, that the accuracy does not have to be the only choice for the optimization criterion.
The choice of ACC implies that false positives and false negatives are treated as equally
costly. However, in a practical application this may not be true. Instead, each of the
four possible outcomes (True Positive, False Positive, True Negative, False Negative) will
have an associated domain-dependent cost. The designer would then optimize the design
parameters so as to minimize the cost in the application scenario. In the absence of a
specific application we are forced to use a general performance summary. We have chosen
to use accuracy as a general summary because it is simple and well understood.

In addition, an application may specify the lowest acceptable TPR (denoted as LTPR).
Then the optimal value of T (for fixed Θ) is found as:

Topt = max
T

(ACC|TPR ≥ LTPR). (21)

In general, both parameters of the ABF, Θ and T , can be optimized as:

max
Θ,T

(ACC|TPR ≥ LTPR). (22)

4.2 An example: ABF in action
The behavior of ABF for different Θ is illustrated in Figure 2. The length of the CBF
(and all derived ABFs) is m = 10, 000. It stores n = 500 unique elements, each element
is mapped to an individual BF with k = 100 nonzero positions. Note that, the value of
k in this example is intentionally not optimized for the given m and n. The particular
value of k is chosen for demonstration purposes to clearly illustrate the situation when
the SBF has a high false positive rate which can be significantly decreased by the ABF.
Similar effects can be seen for other values of k.
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Figure 3: Comparison of performance (TPR, FPR, and ACC) of four different BFs
against varying number of stored elements n (50 ≤ n ≤ 5, 000 step 50).

Six ABFs are formed from the CBF using different thresholds in the range 0 ≤ Θ ≤ 5.
Each plot in Figure 2 corresponds to one ABF and depicts probability mass functions for
X (circle markers) and Y (diamond markers). where X and Y denote random variables
characterizing distributions of dot products for elements stored in the filter (X) and
elements not included in the filter (Y ).

The plot for Θ = 0 corresponds to the SBF. In this case, X is deterministic and
located at k = 100 as expected given k = 100 nonzero positions for the SBF. Hence,
the optimal value of T is trivially equal to k and TPR = 100%. A large portion of the
distribution for Y is also concentrated at k = 100, which leads to high FPR = 52%. On
the other hand, the ABFs with Θ > 0 have better separation of the two distributions.
Much lower FPR can be achieved by reducing the TPR below 100%. The optimal values
of T (indicated by black vertical bars) were found for each value of Θ according to (21).
The lowest acceptable value of TPR, LTPR was set to 0.97. This particular value was
chosen to demonstrate that, in principle, a large reduction of the FPR can be achieved
via a small reduction in the TPR. The best values of TPR, FPR, and ACC for each plot
are depicted in the figure. For example, even changing Θ from 0 to 1 allows FPR to be
reduced from 0.52 to 0.24 at the cost of reducing TPR by only 3%. Overall, the accuracy
is improved by 0.13. The best performance among the considered range is achieved for
Θ = 4, resulting in TPR = 0.98, FPR = 0.04, ACC = 0.97, thus, improving the accuracy
of the SBF by 31%.

4.3 Comparison with the optimized BF
Figure 3 demonstrates the results of comparison of four filters: the autoscaling BF (dash-
dot line), the optimized BF (solid line), the nonoptimized BF (dashed line), and the
nonoptimized RBF (dotted line). The nonoptimized RBF was created via randomly eras-
ing 0.1% of nonzero positions in the nonoptimized BF. Each panel in Figure 3 corresponds
to a performance metric: left - TPR; center - FPR; right - ACC. The performance was
studied for a range of numbers of unique elements stored in the filter (50 ≤ n ≤ 5, 000).
The length of the filters was the same as in Figure 2, m = 10, 000. For the optimized BF,
k was calculated as in (3) for each value of n and varied between 1 and 139. For three
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other BFs k was fixed to 100. The ABF was formed from the CBF according to (12). Only
two parameters (Θ and T ) of ABF were optimized for each value of n according to (22)
with LTPR = 0.9. Note that these two parameters do not change the hardware resources
required for an ABF implementation since k and m are fixed, while an optimized BF im-
plementation might require 40% more hash functions. This overhead directly translates
to a larger silicon area or slower speed for the hardware implementation of the optimized
BF compared to the ABF.

The TPR of the optimized and nonoptimized BFs is always 1, while for the ABF
and nonoptimized RBF it can be less. In particular, the TPR of the ABF varies in the
allowed range between LTPR and 1. For large values of n (>1000) the TPR of the ABF
is approximately equal to LTPR. In the case of nonoptimized RBF the TPR was around
0.9 over the whole range of n. The FPR of all the filters grows with increasing n. As
anticipated, the nonoptimized BF soon (at n ≈ 1000) achieves FPR = 1, and stays there
until the end. A similar behavior is demonstrated by the nonoptimized RBF with the
exception that the highest value of FPR is 0.9. Note that with RBF, the price one has
to pay for the lower FPR is the decreased TPR. Two other filters, the ABF and the
optimized BF, demonstrate a smooth increase in FPR. The FPR is lower than 1 for
both filters even when n = 5, 000 (approximately 0.6 and 0.4 respectively). The accuracy
curves aggregate the behavior for TPR and FPR. For most values of n, the nonoptimized
BF and RBF reach ACC = 0.5 as their FPRs reach the maximal values. Their accuracies
for large values of n are the same because the gain in FPR equals the loss in TPR for the
nonoptimized RBF. The accuracies of the ABF and the optimized BF smoothly decay
with the growth of n, being 0.66 and 0.8 when n = 5, 000. Thus, the ABF significantly
outperforms the nonoptimized BF and RBF when their FPRs are increasing. In general,
the performance of the ABF follows that of the optimized BF with some constant loss.
The increase in accuracy from ABF to optimized BF can be understood as the value
delivered by being able to specify in advance precisely the number of elements to be
stored in the filter. The best trade-off between TPR and FPR is in the region of n where
FPR of the nonoptimized BF is steeply increasing from 0 to 1. The important advantage
of the ABF over the optimized BF is that it does not require the recalculation of the
whole filter as the number of the stored elements is increasing, while the optimized BF
must be rebuilt if a new value of k is chosen. For example, in the experiments in Figure
3 the optimized BF was rebuilt 23 times. Furthermore, if the BF is implemented in
hardware then the number of hash functions is most likely fixed by the implementation.

5 Conclusion
This paper introduced the autoscaling Bloom filter. The ABF is a generalization of
the standard binary BF, derived from the counting BF, with procedures for achieving
probabilistic bounds on false positives and true positives. It was shown that the ABF can
significantly decrease the false positive rate at a cost of allowing a nonzero false negative
rate. The evaluation revealed that the accuracy of the ABF follows the standard BF
with the optimized number of hash functions with some constant loss. As opposed to
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the optimized BF, the ABF provides means for optimization of the filter’s performance
without requiring the entire filter to be rebuilt when the number of stored elements in
the filter is changing dynamically. This optimization can be achieved while the number
of hash functions remains fixed.
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Integer Echo State Networks: Efficient Reservoir
Computing for Digital Hardware

Denis Kleyko, E. Paxon Frady, and Evgeny Osipov

Abstract

We propose an approximation of Echo State Networks (ESN) that can be efficiently
implemented on digital hardware based on the mathematics of hyperdimensional com-
puting. The reservoir of the proposed Integer Echo State Network (intESN) is a vector
containing only n-bits integers (where n<8 is normally sufficient for a satisfactory per-
formance). The recurrent matrix multiplication is replaced with an efficient cyclic shift
operation. The intESN architecture is verified with typical tasks in reservoir computing:
memorizing of a sequence of inputs; classifying time-series; learning dynamic processes.
Such an architecture results in dramatic improvements in memory footprint and compu-
tational efficiency, with minimal performance loss.

1 Introduction
Recent work in Reservoir Computing [1, 2] (RC) illustrates how a Recurrent Neural
Network with fixed connectivity can memorize and generate complex spatio-temporal
sequences. RC has been shown to be a powerful tool for modeling and predicting dynamic
systems, both living [3] and technical [4, 5].

Recent work on feed-forward networks shows that the binarization of filters in Con-
volutional Neural Networks can lead to enormous gains in memory and computational
efficiency [6]. Reducing the memory allocated to each neuron or synapse from a 32-bit
float to a few bits or binary saves computation with minimal loss in performance (see, e.g.,
[7, 8]). The increase in efficiency broadens the range of applications for these networks.

This article addresses two important research directions in RC: training reservoir net-
works and implementing networks efficiently. We discovered several direct functional sim-
ilarities between the operations in RC and those of hyperdimensional computing (HDC)
[9]. HDC [10] or more generally Vector Symbolic Architectures [11] are frameworks for
neural symbolic representation, computation, and analogical reasoning. The distinction
from the traditional computing is that all entities (objects, phonemes, symbols) are rep-
resented by random vectors of very high dimensionality – several thousand dimensions.
Complex data structures and analogical reasoning are implemented by simple arithmeti-
cal operations (binding, addition/bundling, and permutation) and a well-defined similar-
ity metric [10]. Specifically, RC and HDC are connected by the following core principles:

• Random projections of input values onto a reservoir (which in essence is a high-
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dimensional vector) matches random HDC representations stored in a superposi-
tion;

• The update of the reservoir by a random recurrent connection matrix is similar to
HDC binding/permutation operation;

• The nonlinearity of the reservoir can be approximated with the thresholded addition
of integers in HDC.

We exploited these findings to design Integer Echo State Networks (intESN), which
perform like Echo State Networks (ESN) but with smaller memory footprint and com-
putational cost.

In the proposed architecture, the reservoir of the network contains only constrained
integers for each neuron, reducing the memory of each neuron from a 32-bit float to only
a few bits. The recurrent matrix multiply update is replaced by a permutation (or even
a cyclic shift), which results in the dramatic boosting of the computational efficiency.
We validate the architecture on several tasks common in the RC literature. All examples
demonstrate satisfactory approximation of performance of the conventional ESN.

The article is structured as follows. Background and related work are presented in
Section 2. The main contribution – Integer Echo State Networks are described in Section
3. The performance evaluation follows in Section 5. Sections 5 and 6 present a discussion
and conclusions.

2 Background and related work
There are many practical tasks that require the history of inputs to be solved. In the
area of artificial neural networks (ANN), such tasks require working memory. This could
be implemented by recurrent connections between neurons of an RNN. Training RNNs is
much harder than that of feed-forward ANNs (FFNNs) due to vanishing gradient problem
[12].

The challenge of training RNNs was addressed from two approaches. One approach
eliminates the vanishing gradient problem through neurons with special memory gates
[13]. Another approach is to reformulate the training process by learning only connec-
tions to the last readout layer while keeping the other connections fixed. This approach
originally appeared in two similar architectures: Liquid State Machines [14] and ESNs
[15], now referred to as reservoir computing[1].

It is interesting to note, that similar ideas were conceived in the area of FFNNs,
which can be seen as an RNN without memory, and are known under the name of Ex-
treme Learning Machines (ELMs) [16]. ELMs are used to solve various machine learning
problems including classification, clustering, and regression [17].

Important applications of RC are the modeling and predicting of complex dynamic
systems. For example, it was shown that ESNs can be used for forecasting of Electroen-
cephalography signals and for solving classification problems in the context of Brain-
Computer Interfaces [18]. There are different classification strategies and readout meth-
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ods when performing classification of time-series with ESN. In [19] three classification
strategies and three readout methods were explored under the conditions that testing
data is purposefully polluted with noise. Interestingly, different readout methods are
preferable in different noise conditions. Recent work in [20] also studied classification
of multivariate time-series with ESN using standard benchmarking datasets. The work
covered several advanced approaches, which extend the conventional ESN architecture,
for generating a representation of a time-series in a reservoir.

Another recent research area is binary RC with cellular automata (CARC) which
started as a interdisciplinary research within three areas: cellular automata, RC, and
HDC. CARC was initially explored in [21] for projecting binarized features into high-
dimensional space. Further in [22], it was applied for modality classification of medical
images. The usage of CARC for symbolic reasoning is explored in [23]. The memory
characteristics of a reservoir formed by CARC are presented in [24]. Work [25] proposed
the usage of coupled cellular automata in CARC. Examples of recent RC developments
also include advanced architectures such as Laplacian ESN [26], learning of reservoir’s
size and topology [27], new tools for investigating reservoir dynamics [28] and determining
its edge of criticality [29].

The approach which is ideologically closest to our intESN, was presented in [30]. The
authors argued that a simple cycle reservoir can be used to achieve a performance similar
to the conventional ESN. While this work explored reservoir update solutions which are
similar to one of our optimizations, the technical side is very different from our approach
as intESN strives at using only integers as neurons activation values.

Figure

2.1 Echo State Networks
This subsection summarizes the functionality of the conventional ESN, it follows the
description in [31] for a special case of leaky integration when α = 11. Figure 1 depicts
the architectural design of the conventional ESN, which includes three layers of neurons.
The input layer with K neurons represents the current value of input signal denoted as
u(n). The output layer (L neurons) produces the output of the network (denoted as
y(n)) during the operating phase. The reservoir is the hidden layer of the network with
N neurons, with the state of the reservoir at time n denoted as x(n).

In general, the connectivity of the ESN is described by four matrices. Win describes
connections between the input layer neurons and the reservoir, and Wback does the same
for the output layer. Both matrices project the current input and output to the reservoir.
The memory in the ESN is due to the recurrent connections between neurons in the
reservoir, which are described in the reservoir matrix W. Finally, the matrix of readout
connections Wout transforms the current activity levels in the input layer and reservoir
(u(n) and x(n), respectively) into the network’s output y(n). Note that three
matrices (Win, Wback, and W) are randomly generated at the network initialization
and stay fixed during the network’s lifetime. Thus, the training process is focused on

1For the detailed tutorial on ESNs diligent readers are referred to [31].
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Figure 1: Architecture of the conventional Echo State Network.

learning the readout matrix Wout. There are no strict restrictions for the generation
of projection matrices Win and Wback. They are usually randomly drawn from either
normal or uniform distributions and scaled as shown below. The reservoir connection
matrix, however, is restricted to posses the echo state property. This property is achieved
when the spectral radius of the matrix W is less or equal than one. For example, W can
be generated from a normal distribution and then normalized by its maximal eigenvalue.
Unless otherwise stated, in this article an orthogonal matrix was used as the reservoir
connection matrix; such a matrix was formed by applying QR decomposition to a random
matrix generated from the standard normal distribution. Also, W can be scaled by a
feedback strength parameter, see (1).

The update of the network’s reservoir at time n is described by the following equa-
tion:

x(n) = tanh(ρWx(n − 1) + βWinu(n) + βWbacky(n − 1)), (1)
where β and ρ denote projection gain and the feedback strength, respectively. Note
that it is assumed that the spectral radius of the reservoir connection matrix W is one.
Note also that at each time step neurons in the reservoir apply tanh() as the activation
function. The nonlinearity prevents the network from exploding by restricting the range
of possible values from -1 to 1. The activity in the output layer is calculated as:

ŷ(n) = g(Wout[x(n); u(n)]), (2)

where the semicolon denotes concatenation of two vectors and g() the activation function
of the output neurons, for example, linear or Winner-take-all.
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Training process

This article only considers training with supervised-learning when the network is provided
with the ground truth desired output at each update step. The reservoir states x(n)
are collected together with the ground truth y(n) for each training step. The weights
of the output layer connections are acquired by solving the regression problem which
minimizes the mean square error between predictions (2) and the ground truth. While
this article does not focus on the readout training task, it should be noted that there
are many alternatives reported in the literature including the usage of regression with
regularization, online update rules, etc. [31].

2.2 Fundamentals of hyperdimensional computing
In a localist representation, which is used in all modern digital computers, a group of
bits is needed in its entirety to interpret a representation. In HDC, all entities (ob-
jects, phonemes, symbols, items) are represented by vectors of very high dimensionality
– thousands of bits. The information is spread out in a distributed representation, which
contrary to the localist representations, any subset of the bits can be interpreted. Com-
puting with distributed representations utilizes statistical properties of vector spaces
with very high dimensionality, which allow for approximate, noise-tolerant, highly par-
allel computations. Item memory (also referred to as clean-up memory) is needed to
recover composite representations assigned to complex concepts. There are several fla-
vors of HDC with distributed representations, differentiated by the random distribution
of vector elements, which can be real numbers [32, 33, 34, 35], complex numbers [36],
binary numbers [10, 37], or bipolar [33, 38].

We rely on the mathematics of HDC with bipolar distributed representations to develop
the intESN. Kanerva [10] proposed the use of distributed representations comprising
N = 10, 000 binary elements (referred to as HD vectors). The values of each element of an
HD vector are independent equally probable, hence they are also called dense distributed
representations. Similarity between two binary HD vectors is characterized by Hamming
distance, which (for two vectors) measures the number of elements in which they differ. In
very high dimensions Hamming distances (normalized by the dimensionality N) between
any arbitrary chosen HD vector and all other vectors in the HD space are concentrated
around 0.5. Interested readers are referred to [10] and [39] for comprehensive analysis of
probabilistic properties of the high-dimensional representational space.

The binary HD vectors can be equivalently mapped to the case of bipolar represen-
tations, i.e., where each vector’s element is encoded as “-1” or “+1”. This definition is
sometimes more convenient for purely computational reasons. The distance metric for
the bipolar case is a dot product:

dist = x�y (3)
Basic symbols in HDC are referred to as atomic HD vectors. They are generated

randomly and independently, and due to high dimensionality will be nearly orthogonal
with very high probability, i.e., similarity (dot product) between such HD vectors is
approximately 0. An ordered sequence of symbols can be encoded into a composite HD
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Figure 2: Architecture of the Integer Echo State Network.

vector using the atomic HD vectors, the permutation (e.g., cyclic shift as a special case of
permutation) and bundling operations. This vector encodes the entire sequence history
in the composite HD vector and resembles a neural reservoir.

Normally in HDC, the recovery of component atomic HD vectors from a composite
HD vector is performed by finding the most similar vectors stored in the item memory2.
However, as more vectors are bundled together there is more interference noise and the
likelihood of recovering the correct atomic HD vector declines.

Our recent work [9] reveals the impact of interference noise, and shows that different
flavors of HDC have universal memory capacity. Thus, the different flavors of HDC can
be interchanged without affecting performance. From these insights, we are able to design
much more efficient networks for reservoir computing for digital hardware.

Figure

3 Integer Echo State Networks
This section presents the main contribution of the article – an architecture for Integer
Echo State Network. The architecture is illustrated in Figure 2. The intESN is struc-
turally identical to the the conventional ESN (see Figure 1) with three layers of neurons:

2It is not common to do such decoding in RC. Normally, in the scope of RC a readout matrix is
learned. In this article, we follow this standard RC approach to extracting information back from a
reservoir.
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input (u(n), K neurons), output (y(n), L neurons), and reservoir (x(n), N neurons).
It is important to note from the beginning that training the readout matrix Wout for
intESN is the same as for the conventional ESN (Section 2.1).

However, other components of the intESN differs from the conventional ESN. First,
activations of input and output layers are projected into the reservoir in the form of
bipolar HD vectors [34] of size N (denoted as uHD(n) and yHD(n)). For problems where
input and output data are described by finite alphabets and each symbol can be treated
independently, the mapping to N -dimensional space is achieved by simply assigning a
random bipolar HD vector to each symbol in the alphabet and storing them in the
item memory [10]. In the case with continuous data (e.g., real numbers), we quantized
the continuous values into a finite alphabet. The quantization scheme (denoted as Q)
and the granularity of the quantization are problem dependent. Additionally, when
there is a need to preserve similarity between quantization levels, distance preserving
mapping schemes are applied (see, e.g., [40, 41]), which can preserve, for example, linear
or nonlinear similarity between levels. An example of a discretization and quantization of
a continuous signal as well as its HD vectors in the item memory is illustrated in Figure 2.
Continuous values can be also represented in HD vectors by varying their density. For
a recent overview of several mapping approaches readers are referred to [42]. Also, an
example of applying such mapping is presented in Section 4.1. Another feature of the
intESN is the way the recurrence in the reservoir is implemented. Rather than a matrix
multiply, recurrence is implemented via the permutation of the reservoir vector. Note
that permutation of a vector can be described in matrix form, which can play the role of
W in the intESN. Note that the spectral radius of this matrix equals one. However, an
efficient implementation of permutation can be achieved for a special case – cyclic shift
(denoted as Sh()). Figure 2 shows the recurrent connections of neurons in a reservoir
with recurrence by cyclic shift of one position. In this case, vector-matrix multiplication
Wx(n) is equivalent to Sh(x(n), 1).

Finally, to keep the integer values of neurons, the intESN uses different nonlinear
activation function for the reservoir – clipping (4). Note that the simplest bundling
operation is an elementwise addition. However, when using the elementwise addition,
the activity of a reservoir (i.e., a composite HD vector) is no longer bipolar. From the
implementation point of view, it is practical to keep the values of the elements of the HD
vector in the limited range using a threshold value (denoted as κ).

fκ(x) =

⎧⎪⎪⎨
⎪⎪⎩

−κ x ≤ −κ

x −κ < x < κ

κ x ≥ κ

(4)

The clipping threshold κ is regulating nonlinear behavior of the reservoir and limiting
the range of activation values. Note that in the intESN the reservoir is updated only with
integer bipolar vectors, and after clipping the values of neurons are still integers in the
range between −κ and κ. Thus, each neuron can be represented using only log2(2κ + 1)
bits of memory. For example, when κ = 7, there are fifteen unique values of a neuron,
which can be stored with just four bits.
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Summarizing the aforementioned differences, the update of intESN is described as:

x(n) = fκ(Sh(x(n − 1), 1) + uHD(n) + yHD(n − 1)). (5)

Figure

4 Performance evaluation
In this section, the intESN architecture is verified and compared to the conventional ESN
on a set of tasks typical for ESN. In particular, three aspects are evaluated: short-term
memory, classification of time-series, and modeling of dynamic processes. Short-term
memories are compared using the trajectory association task [36], introduced in the area
of holographic reduced representations [43]. Additionally, an approach for storing and
decoding analog values using intESN is demonstrated on image patches. Classification
of time-series is studied using the standard datasets from UCI and UCR. Modeling of
dynamic processes is tested on two typical cases. First, the task of learning a simple
sinusoidal function is considered. Next, networks are trained to reproduce a complex
dynamical system produced by a Mackey-Glass series. Unless otherwise stated, ridge
regression (the regularization coefficient is denoted as λ) with the Moore-Penrose pseudo-
inverse was used to learn the readout matrix Wout. Values of input neurons u(n) were
not used for training the readout in any of the experiments below.

4.1 Short-term memory
Sequence recall task

The sequence recall task includes two stages: memorization and recall. At the memoriza-
tion stage, a network continuously stores a sequence of tokens (e.g., letters, phonemes,
etc). The number of unique tokens is denoted as D (D = 27 in the experiments), and
one token is presented as input each timestep. At the recall stage, the network uses the
content of its reservoir to retrieve the token stored d steps ago, where d denotes delay.
In the experiments, the range of delay varied between 0 and 15.

For ESN, the dictionary of tokens was represented by a one-hot encoding, i.e. the
number of input layer neurons was set to the size of the dictionary K = D = 27. The
same encoding scheme was adopted for the output layer, L = 27. The input vector was
projected to the reservoir by the projection matrix Win where each entry was indepen-
dently generated from the uniform distribution in the range [−1, 1], the projection gain
was set to β = 0.1. The reservoir connection matrix W was first generated from the
standard normal distribution and then orthogonalized. The feedback strength of the
reservoir connection matrix was to ρ = 0.94.

For intESN, the item memory was populated with D random high-dimensional bipolar
vectors. The threshold for the clipping function was set to κ = 3. The output layer was
the same as in ESN with L = 27 and one-hot encoding of tokens.



4. Performance evaluation 263

Figure 3: The accuracy of the correct decoding of tokens for ESN and intESN for three
different values of N .

For each value of of the delay d a readout matrix Wout was trained, producing 16
matrices in total. The training sequence presented 2000 random tokens to the network,
and only the last 1500 steps were used to compute the readout matrices. The regular-
ization parameter for ridge regression was set to λ = 0. The training sequence of tokens
delayed by the particular d was used as the ground truth for the the activations of the
output layer. During the operating phase, both the inclusion of a new token into the
reservoir and the recall of the delayed token from the reservoir were simultaneous. Ex-
periments were performed for three different sizes of the reservoir: N = 100, N = 200,
and N = 300.

The memory capacity of the network is characterized by the accuracy of the correct
decoding of tokens for different values of the delay. Figure 3 depicts the accuracy for both
networks ESN (solid lines) and intESN (dashed lines). The capacities of both networks
grow with the increased number of neurons in the reservoir. The capacities of ESN and
intESN are comparable for small d, i.e., for the most recent tokens. For the increased
delays the curves featured slightly different behaviors. With increase of the value of d
the performance of intESN started to decline faster compared to the ESN. Eventually,
all curves converge to the value of the random guess which equals 1/D. Moreover, the
information capacity of a network is characterized by the amount of the decoded from
the reservoir information. This amount is determined using the amount of information
per token (log2 D), the probability of correctly decoding a token at each delay value,
and the concept of mutual information. We calculated the amount of information for all
networks in Figure 3 in the considered delay range. For 100 neurons intESN preserved
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Figure 4: The accuracy of the correct decoding of tokens for ESN and intESN for three
different values of N . “intESN-large” refers to the fact that the number of neurons in
intESN was equivalent to the memory footprint required by ESN for the stated number
of neurons.

19.3% less information, for 200 and 300 neurons 21.7% less.

These results highlight a very important trade-off: the performance versus a complex-
ity of implementation. While the performance of the intESN is somewhat poorer in this
task, one has to bare in mind its memory footprint. With the clipping threshold κ = 3
only 3-bit are needed to represent the state of a neuron compared to 32-bit per neuron
(the size of type float) in ESN. We conjecture that some reduction in the performance
for 10 folds memory footprint reduction is an acceptable price in applications on resource
constrained computing devices. On the other hand, we can check the performance of the
two networks with equal memory footprints. For this we increased the number of neurons
in intESN so that the total memory consumed by the reservoir with the same clipping
threshold κ = 3 would match that of ESN. This network is denoted as “intESN-large”.
The results for this case are presented in Figure 4 (the training sequence was prolonged
to 9000 random tokens). With such settings intESN-large has clearly higher information
capacity. In particular, for ESN memory footprint with 100 neurons the decoded amount
of information has increased 2.2 times while for 200 and 300 neurons it increased 1.6 and
1.3 times respectively.
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Figure 5: An example of image patches decoded from an intESN. Top row represents the
original images stored in the reservoir. Other rows depict the patches reconstructed from
intESN for different reservoir sizes and clipping thresholds.

Storage of analog values in intESN

This subsection presents the feasibility of storing analog values in intESN using image
patches as a showcase. With this showcase we are aiming at demonstrating the feasibility
of using integer approximation of neuron states in intESN to work with analog represen-
tations. A value of a pixel (in an RGB channel) can be treated as an analog value in
the range between 0 and 1. For each pixel it is possible to generate a unique bipolar HD
vector. The typical approach to encode an analog value is to multiply all elements of
the HD vector by that value. The whole sequence is then represented using the bundling
operation on all scaled HD vectors. The result of bundling can be used as an input to a
reservoir. However, the resultant composite HD vector will not be in the integer range
anymore. We address this problem by using sparsity. Instead of scaling elements of an
HD vector, we propose to randomly set the fraction of elements of the HD vector to zeros,
i.e., the HD vector will become ternary. The proportion of zero elements is determined
by the pixel’s analog value. Pixels with values close to zero will have very sparse HD
vectors while pixels with values close to one will have dense HD vectors, but all entries
will always be [-1, 0, or +1]. The result of bundling of such HD vectors (i.e., HD vector
for an image) will still have integer values. Such representational scheme allows keeping
integer values in the reservoir but it still can effectively store analog values.

The examples of results are presented in Figure 5. Top row depicts original images
stored in the reservoir. The other rows depict images reconstructed from the reservoir.
The following parameters of intESN were used (top to bottom): N = 64000, κ = 11;
N = 32000, κ = 8; N = 16000, κ = 6; N = 8000, κ = 4. The values of κ were optimized
for a particular N . Columns correspond to the delay values (i.e., how many steps ago
an image was stored in the reservoir) as in the previous experiment. As one would
anticipate, the quality of the reconstructed images is improving for larger reservoir sizes.
At the same time, the quality of the reconstructed images is deteriorating for larger delay
values, i.e., the worst quality of the reconstructed image could be observed in the bottom
right corner while the best reconstruction is located in the top left corner. Nevertheless,
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Table 1: Details of datasets for time-series classification.

Univariate datasets from UCR

Name #V Train Test #C
Swedish Leaf 1 500 625 15

Distal Phalanx 1 139 400 3
ECG 1 100 100 2
Wafer 1 1000 6164 2

Multivariate datasets from UCI

Character Trajectories 3 300 2558 20
Spoken Arabic Digit 13 6600 2200 10

Japanese Vowels 12 270 370 9

the main observation for this experiment is that it is possible to project analog values
into the reservoir with integer values using the mapping via varying sparsity and then
retrieve the values from the reservoir.

4.2 Classification of time-series
In this section, ESN and intESN networks are compared in terms of classification accuracy
obtained on standard time-series datasets. Following [20] we used several (four) univariate
datasets from UCR3 and several (three) multivariate datasets from UCI4. Details of
datasets are presented in Table 1. For each dataset, the table includes the name, number
of variables (#V ), number of classes (#C ), and the number of examples in training and
testing datasets.

Configurations of both networks were kept fixed for all datasets. The output layers
of networks were representing one-hot encodings of classes in a dataset, i.e., for the par-
ticular dataset L =#C of that dataset. For both networks, the regularization parameter
for ridge regression was set to λ = 1.0. The configuration of ESN was set similar to [20]:
reservoir size was set to N = 800, projection gain was set to β = 0.25, the feedback
strength was set to ρ = 0.99.

For intESN the clipping threshold was set to κ = 7. Also for intESN the values of
time-series were mapped to bipolar vectors using scatter codes [42, 44]. Two sizes of
reservoir were used. The first size corresponded to the size of ESN, i.e., N = 800. The
second size (“intESN-large”) corresponded to the same memory footprint5 required for

3http://www.cs.ucr.edu/~eamonn/time_series_data/.
4http://archive.ics.uci.edu/ml/datasets.html.
5Except for the Japanese Vowels dataset where such reservoir size seemed to significantly overfit the
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Figure 6: The classification accuracy for univariate datasets from UCR. Bars depict
mean values, lines depict standard deviations. Bars denoted as “ESN” and “intESN”
had the same number of neurons in their reservoirs while for “intESN-large” the number
of neurons corresponded to the ESN’s memory footprint.

Figure 7: The classification accuracy for multivariate datasets from UCI. Bars depict
mean values, lines depict standard deviations. Bars denoted as “ESN” and “intESN”
had the same number of neurons in their reservoirs while for “intESN-large” the number
of neurons corresponded to the ESN’s memory footprint.

ESN reservoir assuming that one ESN neuron requires 32-bit while one intESN neuron
requires 4-bit (when κ = 7).

The readout layers of both networks were trained using time-series from a training
dataset in the so-called endpoints mode [19] when only final temporal reservoir states for
each time-series are used for training a single readout matrix.

training data. In that case, the number of neurons was increased twice.
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Figure 8: Generation of a sinusoidal signal.

The experimental accuracies obtained from the networks for the considered datasets
are presented in Figure 6 and 7. Figure 6 presents the results for univariate datasets
while Figure 7 presents the results for multivariate datasets. The figures depict mean and
standard deviation values across ten independent random initializations of the networks.

The obtained results strongly depend on the characteristics of the data. However,
it was generally observed that intESN with the memory footprint equivalent to ESN
demonstrated higher classification accuracy. On the other hand, the classification accu-
racy of intESN with the same number of neurons as in ESN was similar to the ESN’s
performance for all considered datasets but two (“Swedish Leaf” and “Character Trajec-
tories”) for which the accuracy degradation was sensible. We, therefore, conjecture that
in a general case, one cannot guarantee the same classification accuracy as for ESN. The
empirical evidence, however, shows that it is not infeasible. Since placing the reported
results into the general context of time-series classifications is outside the scope of this
article we do not further elaborate on fine-tuning of hyperparameters of intESN for the
best classification performance.

4.3 Modeling of dynamic processes
Learning Sinusoidal Function

The task of learning a sinusoidal function [45] is an example of a learning simple dynamic
system with the constant cyclic behavior. The ground truth signal was generated as
follows:

y(n) = 0.5 sin(n/4). (6)

In this task, the input layer was not used, i.e. K = 0 but the network projected the
activations of the output layer back to the reservoir using Wback. The output layer had
only one neuron (L = 1). The reservoir size was fixed to N = 1000 neurons. The length
of the training sequence was 3000 (first 1000 steps were discarded from the calculation).
For ESN, the feedback strength for the reservoir connection matrix was set to ρ = 0.8,
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Figure 9: Prediction of the Mackey-Glass series.

for both networks λ was set to 0. A continuous value of the ground truth signal was
fed-in to the ESN during the training.

For intESN, in order to map the input signal to a bipolar vector the quantization was
used. The signal was quantized as:

y(n)q = [100y(n)]/100. (7)

The item memory for the projection of the output layer was populated with bipolar
vectors preserving linear (in terms of dot product) similarity between quantization levels
[41]. The threshold for the clipping function was set to κ = 3.

In the operating phase, the network acted as the generator of the signal feeding its
previous prediction (at time n − 1) back to the reservoir. Figure 8 demonstrates the
behavior of intESN during the first 100 prediction steps. The ground truth is depicted
by dashed line while the prediction of intESN is illustrated by the shaded area between
10% and 90% percentiles (100 simulations were performed). The figure does not show
the performance of the conventional ESN as it just followed the ground truth without
visible deviations. The intESN clearly follows the values of the ground truth but the
deviation from the ground truth is increasing with the number of prediction steps. It is
unavoidable for the increasing prediction horizon but, in this scenario, it is additionally
accelerated due to the presence of the quantization error at each prediction step. The
next subsection will clearly demonstrate effects caused by this process. The error is
accumulated because every time when feeding the prediction back to the reservoir of
intESN it should be quantized in order to fetch a vector from the item memory.

Mackey-Glass series prediction

A Mackey-Glass series is generated by the nonlinear time delay differential equation. It
is commonly used to assess the predictive power of an RC approach. In this scenario,
we followed the preprocessing of data and the parameters of ESN described in [4]. The
parameters of intESN (including quantization scheme) were the same as in the subsection
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above. The length of the training sequence was 3000 (first 1000 steps were discarded
from the calculation). Figure 9 depicts results for the first 300 prediction steps. The
results were calculated from 100 simulation runs. The figure includes four panels. Each
panel depicts the ground truth, the mean value of predictions as well as areas marking
percentiles between 10% and 90%. The lower right corner corresponds to intESN while
three other panels show performance of the ESN in three different cases related to the
quantization of the data.

In these scenarios the ESN was trained to learn the model from the quantized data
in order to see to which extent it affects the network. The upper left corner corresponds
to the ESN without data quantization. In this case, the predictions precisely follow the
ground truth. The upper right corner corresponds to the ESN trained on the quantized
data but with no quantization during the operational phase. In such settings, the network
closely follows the ground truth for the first 150 steps but then it often explodes. The
lower left corner corresponds to the ESN where the data was quantized during both
training and prediction. In this scenario, the network was able produce to produce good
prediction just for the first few dozens of steps and then entered the chaotic mode where
even the mean value does not reflect the ground truth. These cases demonstrate how
the quantization error could affect the predictions especially when it is added at each
prediction step. Note that the intESN operated in the same mode as the third ESN.
Despite this fact, its performance rather resembles that of the second ESN where the
speed deviation of the ground truth is faster. At the same time, the deviation of intESN
grows smoothly without a sudden explosion in contrast to the ESN.

Figure

5 Discussion
Efficiency of intESN

The proper evaluation of the computational efficiency of the proposed intESN approach
requires reference implementation design and detailed benchmarking tests. Here we sup-
port our efficiency claims by simplified execution time measurements performed in Mat-
lab. We used our Matlab implementations of both networks for the trajectory association
task (Section 4.1) with N = 300 neurons to compare the times of projecting data and
executing a reservoir. ESN was implemented using 32-bit float type (type single in Mat-
lab) while intESN was implemented using 8-bits integer type (type int8 in Matlab). On
average, the time required by intESN was 3.9 times less than that of ESN.

Hyperparameters

In comparison to ESN, intESN has fewer hyperparameters. The common hyperparameter
is the reservoir size N . Two specific intESN hyperparameters are clipping threshold κ
and the mapping to the reservoir. When N is fixed then κ in intESN has an effect on the
network’s memory similar to ρ and β in ESN. However, the difference is that κ takes only
positive integer values. This has its pros and cons. It could be much easier to optimize
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Figure 10: Correspondence between time-constants of intESN and special cases of ESN.

a single hyperparameter in the integer range. On the other hand, having real-valued
hyperparameters one can get a configuration providing much finer tuning of network’s
memory for a given task.

With respect to the mapping (projection) to the reservoir, it is probably the most
non-trivial part on intESN. Especially, when data to be projected are real numbers. In
this article, we mention three different strategy for mapping real numbers to bipolar
or ternary vectors: puncturing of non-zero elements (Section 4.1), mapping preserving
linear similarity between vectors [41], and nonlinear approximate mapping using scatter
codes [42, 44]. We suggest that it is a useful heuristic to try each of the approaches and
choose the one performing best.

On equivalence of ESN and intESN in terms of forgetting time constants

In fact, this work can also be conceived as an engineering design following from the
recent theoretical results in [9] where rigorous connections between RC and HDC were
presented.

Section 4.1 presented the experimental comparison of storage capabilities of intESN
and ESN. An analytical approach to the treatment of memory capacity of reservoir was
presented in [9] (Section 2.4.4). The work introduced an analytical tool called the forget-
ting time constant (denoted as τ). The forgetting time constant is a scalar characterizing
the memory decay in a network. In the case of intESN, it can be calculated analytically
using the clipping threshold κ. For ESN, currently only special cases can be analyzed.
For example, when reservoir neurons are linear the feedback strength ρ will determine τ .
The other example is when reservoir neurons use tanh, the feedback strength is fixed to
one, and the reservoir update rule is modified to f(x) = γ tanh(x/γ), where γ denotes a
gain parameter. This parameter affects τ , which could be calculated numerically. Fig-
ure 10 presents the implicit comparison of this special case of ESN and intESN via their
forgetting time constants which are determined by γ and κ respectively. Both parameters
similarly (not far from linear in logarithmic coordinates) affect τ . It allows arguing that
the networks are close to being functionally identical in terms of storage capabilities.
The development of an approach for estimating the forgetting time constant for ESN in
a general case is a part of our agenda for the future work.
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Training the readout in a generator mode

In the experiments generating time-series, we used the teacher forcing approach for train-
ing a readout matrix. This, however, does not have to be the compulsory choice for
intESN. We do not foresee any complications for applying other approaches allowing to
modify the network’s behavior for producing complex target functions. In particular,
FORCE method [2], which uses error-based modification of readout weights during the
training process, can be used as it has a mode in which only weights of a readout matrix
are changed while leaving the rest of the network fixed.

6 Conclusions

In this article we proposed an architecture for integer approximation of the reservoir
computing, which is based on the mathematics of hyperdimensional computing. The
neurons in the reservoir are described by integers in the limited range and the update
operations include only addition, permutation (cyclic shift), and clipping. Therefore,
the integer Echo State Network has substantially smaller memory footprint and higher
computational efficiency compared to the conventional Echo State Network with the same
number of neurons in the reservoir. The actual number of bits for representing a neuron
depends on the clipping threshold κ, but can be significantly lower than 32-bit floats in
Echo State Network. For example, in our experiments the results were obtained with
κ = 3 and κ = 7, which effectively makes it sufficient to represent a neuron with only
three or four bits respectively. We demonstrated that the performance of the integer
Echo State Network is comparable to the conventional Echo State Network in terms
of memory capacity, potential capabilities for classification of time-series and modeling
dynamic systems. The better performance was observed when the memory footprint of
reservoir of the integer Echo State Network was set to that of the conventional Echo
State Network. Further improvements can be made by optimization of the parameters
and better quantization schemes for handling continuous values. Naturally, due to the
peculiarity of input data projection into the integer Echo State Network, the performance
of the network in tasks for modeling dynamic systems is to a certain degree lower than
that of the conventional Echo State Network. This, however, does not undermine the
importance of integer Echo State Networks, which are extremely attractive for memory
and power savings, and in the general area of approximate computing, where errors and
approximations are becoming acceptable as long as the outcomes have a well-defined
statistical behavior.
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Abstract

The contribution of this article is twofold. First, it presents an encoding approach
for seamless bidirectional transitions between localist and distributed representation do-
mains. Second, the approach is demonstrated on the example of using Vector Symbolic
Architecture for solving a problem of finding common substrings. The proposed algo-
rithm uses elementary operations on long binary vectors. For the case of two patterns
with respective lengths L1 and L2 it requires Θ(L1+L2−1) operations on binary vectors,
which is equal to the suffix trees approach – the fastest algorithm for this problem. The
simulation results show that in order to be robustly detected by the proposed approach
the length of a common substring should be more than 4% of the longest pattern.

1 Introduction
Distributed data representation is widely used in the area of cognitive computing for
representing and reasoning upon semantically bound information [1], [2]. The transitions
between localist representations are normally done only during the encoding of concepts
and their later recalling from the item-memory. However, there is a limit on the number
of individual concepts being represented in one distributed representation after which the
recalling becomes a tedious and an error prone task [3]. That is why once encoded, all
operations e.g., generalization and reasoning, are performed in the domain of distributed
representations only. There are, however, cases when the transition back to the localist
representation is essential for interpreting the results of intermediate operations with the
distributed representation. This is specifically needed if the distributed representation
is used to characterize complex systems [4], e.g. like industrial processes. This article
presents an encoding approach, which allows seamless bidirectional transitions between
localist and distributed representation domains. The approach is demonstrated on the
example of using Vector Symbolic Architecture for solving a problem of finding common
substrings.

Searching common substrings is a typical task in processing of strings of symbols. A
typical application is the search for plagiarism in two texts. The problem is exemplified
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Figure 1: An example of common substrings in two strings.

in Figure 1. There given two strings of characters of different lengths four common
substrings are identified and the longest common substring contains three symbols.

The contribution of this article is twofold. First, it presents an encoding approach
for seamless bidirectional transitions between localist and distributed representation do-
mains. Second, this article presents a solution for typically localist problem with the
performance comparable to traditional algorithms.

The article is structured as follows. Section 2 presents an overview of the related
work relevant to the context of this article. Section 3.1 provides the fundamentals of
the theory of Vector Symbolic Architecture and Binary Spatter Codes relevant to the
scope of the article. Section 4 presents the main contribution of this article – VSA based
representation and search of the common substrings. The performance evaluation of the
proposed approach is given in Section 5. The conclusions are presented in Section 6.

2 Related Work
Algorithms for strings analysis address a wide range of problems. The problem of exact
string matching is a common task for instance in web search. There are several algo-
rithms for addressing this problem. The most known examples of such algorithms are
Knuth-Morris-Pratt algorithm [5], Rabin-Karp algorithm [6], Boyer-Moore algorithm [7],
many more could be found in [8]. This article considers a more general problem of finding
common substrings in two arbitrarily long strings with lengths L1 and L2. This problem
for example has several applications in computational biology [9]. The brute-force solu-
tion to this problem has Θ(L3) complexity, where L is the length of the longest string.
The algorithms based on dynamic programming [10] has Θ(L1 · L2) computational com-
plexity. An approach using suffix trees [11], [12] solves the longest common substring
problem using Θ(L1 + L2) operations, i.e. in linear time. The proposed in this article
approach has the complexity of the suffix tree based algorithms.

Vector Symbolic Architecture is a bio-inspired representation of semantically bound
information. Similarly to brain activity where simple mental events involve the simul-



3. Fundamentals of Vector Symbolic Architecture and Binary Spatter

Codes 281

taneous activities of very large number of dispersed neurons [1]. Information in VSA
is represented distributively, where a single concept is associated with multiple codes.
In VSA this is achieved by using codewords of very large dimension. There are several
different types of VSA using different representations, e.g. [2], [1], [13], [14], [15]. This
article utilizes a subclass of VSA based on so-called Binary Spatter Codes (BSC) [3].

In the context of the problem of strings analysis VSA was previously used in [16], [17],
[18] for estimating the Levenshtein distance, a metric for measuring the difference between
two strings. In essence these methods perform the q-gram analysis of the sequences and
use VSA for distributed representation of the analysis results and subsequent comparison.
Recent applications of VSA for analysis of generic patterns are proposed in [19], [20].

3 Fundamentals of Vector Symbolic Architecture and
Binary Spatter Codes

Vector Symbolic Architecture is an approach for encoding and operations on distributed
representation of information. VSA is so far mainly used in the area of cognitive com-
puting for representing and reasoning upon semantically bound information [1], [2].

The fundamental difference between distributed and localist representations of data as
follows. In traditional (localist) computing architectures each bit and its position within
a structure of bits are significant. For example a field in a database has a predefined
offset amongst other fields and a symbolic value has unique representation in ASCII
codes. In the distributed representation all entities are represented by binary random
vectors of very high dimension also called Binary Spatter codes. Further in the article for
brevity reasons HD-vector term is used when referring to BSC codes. High dimensionality
means here several thousand of binary positions for representing a single entity. In [1] it
is proposed to use vectors of 10000 binary elements.

Randomness means that the values on each position of an HD-vector are independent
of each other, and "0" and "1" components are equally probable, p0 = p1 = 0.5. On very
high dimensions, the distances from any arbitrary chosen HD-vector more than 99.99 %
of all other vectors in the representation space are concentrated around 0.5 Hamming
distance. Interested readers are referred to [1] and [21] for comprehensive analysis of
probabilistic properties of the hyperdimensional representation space.

3.1 Similarity metric
A similarity between two binary representation is characterized by Hamming distance,
which measures the number of positions in two compared vectors in which they are
different:

ΔH(A, B) = ‖A⊗B‖1
n

=
∑n−1

i=0 ai⊗bi

n
,

where ai, bi are bits on positions i in vectors A and B of dimension n and ⊗ denotes
the bit-wise XOR operation.
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3.2 Generation of HD-vectors
Random binary vectors with the above properties could be generated based on Zadoff-
Chu sequences [22], a method widely used in telecommunications to generate pseudo-
orthogonal preambles. Using this principle a sequence of K pseudo-orthogonal vectors
to a given initial random HD-vector A is obtained by cyclically shifting A on i positions,
where 1 < i ≤ K. Further in the article this operation is denoted as Sh(A, i). Cyclic
shift operation has the following properties:

• Cyclic shift is invertible, i.e. if B = Sh(A, i) then A = Sh(B, −i);

• Cyclic shift is associative in the sense that Sh(B, i + j) = Sh(Sh(B, i), j) =
Sh(Sh(B, j), i);

• It preserves Hamming weight of the result:
‖B‖1 = ‖Sh(B, i)‖1 ;

• The result is dissimilar to the vector being shifted:
‖B⊗Sh(B,i)‖1

n
= 0.5.

Note that the cyclic shift is a special case of the permutation operation [1]. In the
context of VSA permutations were previously used to encode sequences of semantically
bound elements. The associativity property of the cyclic shift operation as stated above
was not used in the context of VSA architectures since the task of aggregate transfor-
mation, e.g. comparison of the similarity between two relatively displaced sequences of
elements is not relevant in current VSA applications. Thus, the cyclic shift based encod-
ing scheme presented in this article represents the novel usage of the previously known
operation in the considered application.

3.3 Bundling of vectors
Joining several entities into a structure is done by a bundling operation. It is implemented
by a thresholded sum of the HD-vectors representing entities. A bit-wise thresholded sum
of K vectors results in 0 when n/2 or more arguments are 0, and 1 otherwise. Further
terms "thresholded sum" and "MAJORITY sum" are used interchangeably and denoted
as [A + B + C]. The relevant properties of the MAJORITY sum are:

• The result is a random vector, i.e. the number of “1” components is approximately
equal to the number of “0” components;

• The result is similar to all vectors included in the sum;

• Number of vectors involved into MAJORITY sum must be odd;

• The more HD-vectors involved into MAJORITY operations the closer is Hamming
distance between the resultant vector and any HD-vector component to 0.5.
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• If several copies of any vector are included into MAJORITY sum the resultant
vector is closer to the dominating vector than to other components.

The algebra on VSA includes other operations e.g., binding, permutation. Since in
the scope of this article they are not used the description of their properties is omitted.

4 VSA based search of the common substrings
This section presents the two main contributions of the paper: an encoding approach for
seamless bidirectional transitions between localist and distributed representation domains
and its application for solving the longest common substring problem. In simple words
in the proposed approach patterns are firstly represented in a distributed way. Hamming
distance is used as a similarity metric between patterns’ representations the longest
string is choses as a base line. The cyclic shift of the distributively represented shorter
string is used instead for checking of all possible substrings combination in the localist
representation. For each shift transformation Hamming distance between the longest
string and the shifted string is measured. is recorded along with the shift value. The
tuple (shift position, Hamming distance) for each shift value is stored in the list sorted in
the descending order. After shifting along along all base line string’s elements the minimal
Hamming distance amongst all shifts is determined. This value indicates the presence
of the longest common substring when the shorter string is shifted on the corresponding
number of positions.

Suppose an alphabet of localist symbols is known and finite. Suppose also dictionary
DHD of random HD-vectors is generated for each symbol in the localist alphabet. Recall
that the task is formulated as finding common substrings in two given strings with lengths
L1 and L2 respectively.

The proposed approach consists of three phases:

• Encoding of the strings into VSA distributed data representation.

• Search of the shift positions in which strings have common substrings.

• Extraction of the common substrings.

The following subsections present a detailed description of these phases.

4.1 Forming VSA representation of patterns
Recall the property of the MAJORITY sum on similarity of the result to the dominating
vector. The idea with encoding strings into the distributed representation is to use a
MAJORITY sum of the distributes representations of the individual characters. Since
strings of characters naturally contain repeating elements, in order to avoid similarity
between two distributed representations of strings with the same elements on different
positions, it is necessary to represent the same characters on different positions by or-
thogonal HD-vectors. The core of the proposed encoding scheme is to cyclically shift the
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Figure 2: Illustration of the idea for VSA representation of a pattern by cyclic shift
and MAJORITY sum of individual HD-vectors. As an example of the encoding scheme
consider the string of 3 letters ABC. The VSA based representation of the string is
constructed as follows: PABC = [Sh(A, I) + Sh(B, II) + Sh(C, III)].

initial HD-vector for a given symbol on the value of its position in the considered string.
More formally a symbol S on position i is encoded as: Sh(DHD[Si], i).

Then the VSA representation of the particular pattern is a MAJORITY sum of the
distributed representation of individual elements of the pattern. Recall that MAJORITY
sum operation produces a HD-vector, which is similar to the all HD-vectors-components.
Schematically the idea of encoding the localist string in its distributed representation is
illustrated in Figure 2, where a blue circle is 2D projection of the high-dimensional space.

Algorithm 2 presents a high-level logic for the VSA-based string encoding. Now when
VSA based representations of strings is specified the next subsection presents procedure
for the search of the common substrings.

4.2 The search of the common substrings in distributed rep-
resentations

The common substrings search procedure in the distributed representation is straight-
forward and utilizes the following properties of the high-dimensional space:

• If two strings have several individual elements in common, the Hamming distance
between their distributed representations is less than 0.5;

• The larger number of overlapping in the two strings elements exist the closer is the
Hamming distance to zero;
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Data: Pattern to represent: P; dictionary of HD-vectors: D_HD.
Result: Distributed representation of the pattern: P_HD.
/* Dimensionality of HD-vectors */
dimensionality:=10000;
/* Creating an empty vector for the VSA representation */
P_HD:=zeros(1,dimensionality);
/* Forming representation of the pattern */
for (position:=1; position1<=length(P); position++) do

/* Picking HD-vector for the current symbol from dictionary */
HDvect:=D_HD(P[position]);
/* Shifting HD-vector for a symbol on the current position */
HDvect_shifted:=Sh(HDvect, position);
/* Adding shifted vector to the representation */
P_HD:=P_HD + HDvect_shifted;

end
/* Applying MAJORITY on the representation */
P_HD:=MAJORITY(P_HD);

Algorithm 2: An algorithm for forming distributed representation of patterns.

• Associativity of the cyclic shift operation enables the shift transformation of the
string. Thus thanks to the associativity of the cyclic shift operation the distributed
representation of the pattern can be changed applying only one operation.

The principle of the search procedure is explained on an example illustrated in Figure
3 and its high level logic is presented in Algorithm 3. There are two input strings to
compare, string P1="bull" and string P2="vocabulary". The distributed representations
for initial strings have the following forms:

P1HD = [Sh(B, 1) + Sh(U, 2) + Sh(L, 3) + Sh(L, 4)]; P2HD = [Sh(V, 1) + Sh(O, 2) +
Sh(C, 3) + Sh(A, 4) + Sh(B, 5) + Sh(U, 6) + Sh(L, 7) + Sh(A, 8) + Sh(R, 9) + Sh(Y, 10)].

The longest sting is chosen as a base line. The search is implemented using only two
operations:

• Cyclic shift of the representation P1HD of the shortest string;

• Calculation of the Hamming distance between the first shifted representation P1HD*

and the second representation P2HD.

In total one needs to perform L1+L2−1 shifts in order to account all possible relative
positions of two strings. The range of possible shift transformations consists of positions
between −L1 + 1 (the first case in Figure 3) and L2 − 1 (the last case in Figure 3).

Graphically it can be illustrated as a shift of the first initial string with respect to the
second initial string. In the example when applying shift on the 4th position the shifted
strings will take form:
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Figure 3: Illustration of search principles in the distributed domain.

P1HD* = Sh(P1HD, 4) = Sh([Sh(B, 1) + Sh(U, 2) + Sh(L, 3) + Sh(L, 4)], 4) =
[Sh(B, 5) + Sh(U, 6) + Sh(L, 7) + Sh(L, 8)].

Since the shifted representation P1HD* clearly has common elements with P2HD, the
Hamming distance between two strings will be the smallest as the two strings contain
the largest number of the overlapping characters.

Data: Length of patterns: L1, L2; Distributed representation for both patterns:
P1_HD, P2_HD.

Result: Shift position, which leads to the smallest Hamming distance between patterns
representations: min_shift

/* Calculating Hamming distance for possible combinations */
for (shift:=-L1+1; shift<=L2-1; shift++) do

/* Shifting the 1st pattern representation on the current shift */
P1_HD_shifted:=Sh(P1_HD, shift);
/* Calculating Hamming distance between representations */
HDist[shift]:=HammingDistance(P2_HD, P1_HD_shifted);

end
/* Arranging Hamming distance in the ascending order */
HDist:=SORT(HDist);
/* The first element in HDist is a shift for the longest common substring

*/

Algorithm 3: A procedure for the search of shift position of pattern representation
with the common substrings. The output of the algorithm is sorted Hamming distances
and corresponding shift positions. Shift with the minimal Hamming distance contains
the longest common substring.
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Figure 4: An illustration of extraction of the longest common substring.

4.3 Extraction of the common substrings
The third phase of extracting the common is straight forward and happens in the localist
domain, thus avoiding the need for decoding for individual elements from the distributed
representation.

Figure 4 gives an intuitive illustration of this process. For the extraction the shortest
localist string is shifted on the number of positions for which the minimal Hamming
distance is found (in the considered example it is position number 4). The two strings
are subtracted and the task now is to find the longest sequence of zeros, which is the
mask for the common substring.

5 Illustrative performance and discussion

5.1 Computational complexity of the approach
This sections investigates performance of the proposed approach. The following aspects
are addressed: computational complexity, scalability and limitations.

Current hardware architectures operate on sizes of buffers equal to 32 or 64 bits. How-
ever, hyperdimensional computing in turn uses vectors of very high dimensionality more
than 1000 elements. Consider the case when the hardware operating with such vectors is
available and it could calculate such operations as cyclic shift, XOR, MAJORITY sum
and Hamming distance in one clock cycle. This assumption is feasible according to [23].
With this assumption one can see that both Algorithm 2 and Algorithm 3 have maximal
size of loop equal to L1 + L2 − 1, this statement is also relevant to the extraction of the
common substring when the shift is known. Thus the overall computational complex-
ity of the proposed approach is Θ(L1 + L2 − 1), which is the same as the complexity
of the suffix trees approach and better than for the standard approach using dynamic
programming with Θ(L1 · L2) operations.
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Figure 5: Hamming distance to the second alternative.

5.2 Simulation of the approach

The main limitations of the proposer approach stem from the nature of the distributed
representation. Namely amount of vectors, which can be merged into a single repre-
sentation. Firstly, the robustness of the algorithm depends on the number of vectors
involved into MAJORITY operation, because it affects the similarity between the resul-
tant vector and initial ones. In other words it is not the same in terms of Hamming
distance when the resultant vector consists of 10 or 100 HD-vectors. In the second case
the Hamming distance is very close to 0.5. Similarly Hamming distance to the bundle
of several initial HD-vectors more similar to the resultant vector than only one initial
vector. Another restriction of the approach is its sensitivity i.e., the minimal length of
the common substring, which can be robustly detected.

To address these limitations two simulations were performed. In the first simulation
the interval between the shift for the longest common substring and the second closest
alternative was investigated. For the simulation the length of the second string was fixed
to 100 elements. The first string was changed from 1 element of the second string to all
100 elements of the second string. Figure 5 presents the simulation results.

One can see that the robustness of the algorithm increases with the increase in the
length of the common substring. The results for the second simulations are illustrated in
Figure 6. They present the minimal length of the common substring, which is detected
correctly against the length of the second string. The results give a practical restriction,
in order to be robustly detected the length of the common substring should be more than
4% of the longest string.

5.3 On search of the longest substring in a noisy string

One problem, which is not considered so far is the case where the compared strings
contain common elements, which do not form substring. An example of such case is
the following strings ABABABAB123 and ACACACAC*123. In this case the presented
above algorithm would stop after finding sequences of four ’A’ elements. This, however, is
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Figure 6: Sensitivity of the approach against the length of string.

no a substring, which in the example above must be ’123’. This problem can be resolved
by collecting statistics of Hamming distances for each iteration in Algorithm 3. In this
case when transiting back into the localist domain (subsection 4.3) one should consider
the top N shift positions for the common substring. The evaluation of the optimal
number of candidates is a part of the future development of the proposed solution.

6 Conclusion

This paper proposed an encoding approach for seamless bidirectional transitions between
localist and distributed representation domains. The approach was demonstrated on the
example of using Vector Symbolic Architecture for solving the problem of finding common
substrings. The complexity of the proposed approach for the common substrings search in
terms of vector operations is comparable with the traditional algorithms. The simulation
results provided a practical restriction to the approach that for the robust detection the
length of the common substring should be more than 4% of the longest string.
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Associative Synthesis of Finite State Automata
Model of a Controlled Object with

Hyperdimensional Computing

Evgeny Osipov, Denis Kleyko, and Alexander Legalov

Abstract

The main contribution of this paper is a study of the applicability of hyperdimensional
computing and learning with an associative memory for modeling the dynamics of com-
plex automation systems. Specifically, the problem of learning an evidence-based model
of a plant in a distributed automation and control system is considered. The model is
learned in the form a finite state automata.

1 Introduction
Physical sabotage via a computer program is no longer a science fiction. Since automation
and control system (ACS) in future intelligent industries will be highly distributed and
connected components of ACS will form the Internet of Things (IoT), the risk of the
cyber-attacks will only exacerbate. Therefore, there is a need for an overlay monitoring
system, deployed deep in the distributed network of cooperating automation units - down
on the level of individual IoT devices. This monitoring system should learn the model
of the dynamics of the automated physical objects by monitoring signals from ACS and
other events. Importantly, this internally learned model should be interpretable in one
of the existing mathematical formalisms for more sophisticated analysis.

This paper proposes a novel approach for modeling a distributed system using the
principles of cognitive computing architectures. Specifically, the modeling is based on
the learning capabilities of an associative memory and analogical symbolic reasoning.
The technological core of the proposed architecture is a mathematical framework for
brain-inspired representation of and reasoning upon structured information called hyper-
dimensional computing (also known as Vector Symbolic Architectures).

The novelty of the proposed approach comes from the learning of the finite state
automaton (FSA) model of the system’s dynamics entirely in the associative memory
[1]. To this end the article exemplifies fundamentals of the hyperdimensional automaton
synthesis in a centralized scenario.

The major advantage of the proposed approach comes from unique technological prop-
erties of hyperdimensional computing - that is its ability to implement complex function-
ality with high power-efficiency utilizing low-power computational elements. Since this
article focuses on the algorithmic aspects of the automaton synthesis in hyperdimensional
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associative memory an interested reader is, therefore, referred to [2] for the in-depth dis-
cussion of the computational power-efficiency.

The paper is structured as follows. Section 2 presents the survey of the field and
related work. Section 3 presents the preliminaries of the theories and methods used in
the proposed approach. The proposed associative memory based learning system using
hyperdimensional computing is described in details in Section 4. The paper is concluded
in Section 5.

2 Overview of the field and Related work
In the future intelligent industries, control and automation systems will be built using
the IoT technology [3]. IoT is a paradigm where every physical object communicates
with any other object over a communication network. The dependability will remain
the major concern for IoT enabled distributed automation and control systems. This
complication is due to intrinsic vulnerability of distributed software architectures. The
challenge is to make such systems hard to hack-in and immune to new unforeseen attacks.

Automatic modeling of complex systems is a challenging task, traditionally it requires
substantial manual efforts. There is, however, information available to synthesize such
model, for example, plant interface, system specification, and behavior examples [4, 5].
Different approaches for linking the data to the evidence-based model of the monitored
process (of different nature) are considered by a relatively young engineering discipline –
process mining [6]. Theoretically, however, the problem of learning (or synthesizing) the
model from sequential data is not new and have been extensively studied since 1960th
starting from a seminal work of Gold [7] on learning formal languages and automata
under different algorithmic paradigms. In general, learning a finite automaton from ran-
dom examples is an NP-hard problem [8]. Under certain constraints and heuristics, it is,
however, feasible to synthesize an automaton that is close to the target. Traditional ap-
proaches to automaton learning include inductive inference techniques [9] and application
of machine learning techniques [10].

Due to computationally intensive processing of large sequential data, all current ap-
proaches are inherently centralized. The usage of the centralized processing is, however,
fundamentally limited in the scope of complex distributed systems: 1.) Firstly, the
outsourced processing incurs delays, unacceptable for highly dynamic processes; 2.) Sec-
ondly, frequent communications results in substantial power consumption by intrinsically
low-power (and often battery-operated) IoT devices. This paper addresses these chal-
lenges by proposing a novel online distributed approach for learning an automaton model
of a complex dynamic system. Once the automaton approximating the system’s dynam-
ics is learned, the next step is to use the learned model for checking the conformance
of the actual events in the system. The critical requirement is to perform the search
sufficiently fast, for example, to detect possible anomalies in a real time. An interesting
approach towards hardware implementation of a regular expression matching using prin-
ciples of associative or content addressable memory (CAM) is presented in [11]. There,
rather than simplifying the resulting automaton describing a regular expression, full set
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membership test is efficiently performed in CAM. Note that associative memories in the
scope of biologically inspired cognitive architectures [12] have much richer functionality.
Specifically, CAM based on Vector Symbolic Architectures (VSAs) is capable of struc-
tural generalization. Moreover, it is considered as one of the key components for the
realization of general artificial intelligence [13, 14, 15]. This work is in the first place
motivated by the question: can the learning capabilities of associative memory be used
all the way in the automaton learning process? In other words, the goal is to use the
VSAs-based CAM principles in order to perform both major phases of the process mining:
evidence-based modeling and conformance checking. Figure

3 Methods

3.1 Hyperdimensional computing

Hyperdimensional computing operates with high-dimensional vectors (also referred to as
HD vectors or distributed representations). They are used, for example, when solving
classification tasks in different domains [16, 17, 18, 19] or for sequence processing [20,
21]. Hyperdimensional computing has certain connections with neural networks [22] and
cellular automata computations [23, 24, 25]. There are several different types of VSAs,
each using different representations, e.g. [26, 14, 27, 28, 29]. This paper considers only
Binary Spatter Code variant of VSAs [26], in which the individual elements only take
the binary values “0” or “1”. Information in VSAs is represented in a distributed fashion,
where a single, unitary entity is represented as an HD vector. The values of each element
of an HD vector are independent of each other, and “0” and “1” values have approximately
the same density, i.e. p1 ≈ p0 ≈ 0.5.

The similarity between two HD vectors is characterized by the Hamming distance. It
measures the number of positions in the two compared HD vectors in which they have
different values:

Δh(a, b) = ‖a ⊕ b‖1

N
=

∑N−1
i=0 ai ⊕ bi

N
. (1)

where ai, bi are values of ith element of HD vectors a and b of dimension N , ‖.‖1
is the Hamming weight (the count of elements having the value “1”), and ⊕ denotes
the element-wise XOR operation. There are three common operations with HD vectors:
binding, bundling, and permutation.

Binding of vectors. Binding, which can be interpreted as assigning a value to a field,
is implemented as the element-wise XOR operation (denoted as ⊕) on the corresponding
HD vectors.

Permutation of vectors. Permutation produces an HD vector dissimilar to the
permuted one (i.e. the normalized Hamming distance between them equals approximately
0.5). Several random HD vectors can be generated from a single vector through different
permutations. The cyclic shift operation is a special case of the permutation [26]. The



298 Paper K

result of operation is obtained by cyclically shifting a by i elements. In the scope of this
paper the shifted HD vector is denoted as a<<.

Bundling of vectors. The bundling operation is used to join multiple entities
into one structure; it is implemented by a majority rule of the HD vectors representing
the entities. An element-wise thresholded sum of n vectors yields “0” when n/2 or more
arguments are “0”, and “1” otherwise. If the sum produces an even number, the resulting
tie is broken randomly. This is equivalent to adding an extra random HD vectors [26].
The operation is denoted as the sum [a + b + c].

Sensitivity of Hamming distance as the similarity metric. The distances to
a randomly drawn HD vector follow binomial distribution, hence the portion ρ of the
representation space 2N located at distances up to d is

ρ =

(
N
0

)
+

(
N
1

)
+ ... +

(
N
d

)

2N
. (2)

On very high dimensions d, the distances from any arbitrary chosen HD-vector to
almost all other vectors in the representation space are concentrated around the 0.5 nor-
malized Hamming distance. That is, arbitrarily chosen HD vectors are, with overwhelm-
ingly high probability, almost orthogonal (i.e. effectively dissimilar). This is similar to
the behavior of symbolic representations where arbitrarily chosen symbols are generally
different.

Looking further at the distribution of the representation space with respect to Ham-
ming distance, for example for d = 10, 000, it can be computed that approximately
ρ = 10−6 of the entire space is located at distances up to Δh ≈ 0.476 and ρ = 10−9 at at
distances up to Δh ≈ 0.47. This property makes it possible to identify the inclusion of a
particular HD vector in an extremely noisy bundle using Hamming distance as the robust
similarity metric. Even a slight deviation of Δh from 0.5 with large probability indicates
similarity of the bit sequence to the particular “clean” HD vector (e.g., components of
the bundling operation).

Capacity of hyperdimensional representations. For a mind-reader it must,
however, be clear that performing the bundling operation on several HD vectors efficiently
introduces noise into the components of the bundle. The more noise is accumulated, the
harder it is to identify the inclusion of a particular component in the bundle. This
indicates a limited capacity of hyperdimensional representations. The capacity limits for
different types of HD vectors are formally treated in [30, 31, 14].

3.2 Preliminaries of Moore automata
The target general model of system’s dynamics will be synthesized from event traces in the
form of Moore automaton. Moore automaton is defined as a 6-tuple < S, S0, Σ, Λ, T, G >,
where S is the set of states; S0 is the start state; Σ is the input alphabet; Λ is the output
alphabet; T : S × Σ → S is a transition function mapping a state and the input alphabet
to the next state; G : S → Λ is an output function mapping each state to the output
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Table 1: The process of learning the hyperdimensional representation of the target finite
state automaton. The highlighted rows indicate time instances where dual state transi-
tions occur. In formulae for constructing HD representations all symbols (λ0, λ1, λ2, λ3,
λ4, c1, c2) denote randomly generated dissimilar hyperdimensional vectors for encoding
the corresponding states and conditions.

ti Item Memory Compositional memory

STATE<<
cur ⊕ STATEnext Ccur→next STATE<<

cur ⊕ Ccur→next ⊕ STATEnext

t0 EMPTY EMPTY EMPTY EMPTY
t1 λ0, c1, λ4 λ<<

0 ⊕ λ4 c1 /∈ C0→4 : C0→4+ = c1 T1 = λ<<
0 ⊕ C0→4 ⊕ λ4 (created)

t2 c2, λ1 λ<<
0 ⊕ λ1 c2 /∈ C0→1 : C0→1+ = c2 T2 = λ<<

0 ⊕ C0→1 ⊕ λ1 (created)
t3 λ2 λ<<

1 ⊕ λ2 c1 /∈ C1→2 : C1→2+ = c1 T3 = λ<<
1 ⊕ C1→2 ⊕ λ2 (created)

t4 λ<<
2 ⊕ λ4 c1 /∈ C2→4 : C2→4+ = c1 T4 = λ<<

2 ⊕ C2→4 ⊕ λ4 (created)
t5 λ<<

0 ⊕ λ1 (exists) c2 ∈ C0→1 : (not updated) (not updated)
t6 λ<<

1 ⊕ λ2 (exists) c2 /∈ C1→2 : C1→2+ = c2 T3 = λ<<
1 ⊕ C1→1 ⊕ λ2 (updated)

t7 λ<<
2 ⊕ λ1 c2 /∈ C2→1 : C2→1+ = c2 T5 = λ<<

2 ⊕ C2→1 ⊕ λ1 (created)
t8 λ3 λ<<

1 ⊕ λ3 c1 /∈ C1→3 : C1→3+ = c1 T6 = λ<<
1 ⊕ C1→3 ⊕ λ3 (created)

t9 λ<<
3 ⊕ λ4 c1 /∈ C3→4 : C3→4+ = c1 T7 = λ<<

3 ⊕ C3→4 ⊕ λ4 (created)
t10 λ<<

0 ⊕ λ1 (exists) c2 ∈ C0→1 : (not updated) (not updated)
t11 λ<<

1 ⊕ λ2 (exists) c2 ∈ C1→2 : (not updated) (not updated)
t12 λ<<

2 ⊕ λ1 (exists) c2 ∈ C2→1 : (not updated) (not updated)
t13 λ<<

1 ⊕ λ3 (exists) c2 /∈ C1→3 : C1→3+ = c2 T6 = λ<<
1 ⊕ C1→3 ⊕ λ3 (updated)

t14 λ<<
3 ⊕ λ1 c2 /∈ C3→1 : C3→1+ = c2 T8 = λ<<

3 ⊕ C3→1 ⊕ λ1 (created)
t15 λ<<

1 ⊕ λ2 (exists) c1 ∈ C1→2 : (not updated) (not updated)
t16 λ<<

2 ⊕ λ4 (exists) c1 ∈ C2→4 : (not updated) (not updated)

alphabet. The input to the synthesis are event traces containing time sequences σ(t) ∈ Σ
and λ(t) ∈ Λ of the input and output values correspondingly. The input values are
tuples c =< φ1, φ2, . . . , φn > containing results of execution of functionals φi operating
on plant’s measurable parameters. The output alphabet is a set of identified actions on
the parameters of the plant.

Figure

4 Synthesis of a finite state automaton in hyperdi-
mensional associative memory

To support further discussion, consider an illustrative example of an automated system
for sorting items on a moving conveyor belt according to certain criteria. The system
is illustrated in Figure 1. Suppose that the system sorts incoming items into two bins.
Suppose also a simple sorting algorithm where odd items are placed into one bin and
even items are placed in the other. The sorting mechanism stops when there are no
new items on the belt, the stop of the mechanism is regarded as the final state of the
system. The system is resumed by an external signal, which designates the start state.
The system functions in discrete time. For clarity of the presentation suppose continuous
enumeration of the time instances. That is being in the final state at time system i the
system starts in the start state at time instance i+1 even if it remained in the final state
for several time steps.



300 Paper K

Figure 1: An automated system for sorting incoming objects on odd-even basis.

λ0 λ2

λ1

λ3

λ4

c2

c1

c1 c2
c1

c2

c1

c2

c2

c1

Figure 2: Initial non-deterministic state automaton corresponding to the captured traces.

In this example, the plant (i.e. the conveyor belt with the items) is measured by a
single sensor checking the presence of an item on the belt. This sensor is described by
functional:

φ1 =
⎧⎨
⎩1, if empty.

0, otherwise.
(3)

The values of the functional are conditions for transitions between different states of
the system. Denote condition φ1 == 1 as c1 and φ1 == 0 as c2. The sorting mechanism
is observed through its five states: λ0 - the mechanism starts (start state); λ1 - the item
is gripped from the conveyor; λ2 - the item is placed to the left bin; λ3 - the item is
placed to the right bin; and λ4 - the mechanism is stopped (end state).

The following independent event traces are captured during system’s operation (the
indices below arrows indicate the time steps of the transitions and the indices above
indicate the value of the functional φ1 during the transition):

1. T1 : {λ0
c1−→
t1

λ4}
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2. T2 : {λ0
c2−→
t2

λ1
c1−→
t3

λ2
c1−→
t4

λ4}

3. T3 : {λ0
c2−→
t5

λ1
c2−→
t6

λ2
c2−→
t7

λ1
c1−→
t8

λ3
c1−→
t9

λ4}

4. T4 : {λ0
c2−→
t10

λ1
c2−→
t11

λ2
c2−→
t12

λ1
c2−→
t13

λ3
c2−→
t14

λ1
c1−→
t15

λ2
c1−→
t16

λ4}
For the visual reference Figure 2 depicts a quasi-automaton corresponding to the

captured traces. This automaton, although covering all transitions between different
states is not generic and contains dual state transitions, i.e. the transitions from one
state to two different states by the same condition (λ1

c1−→ λ2 - λ1
c1−→ λ3 and λ1

c2−→ λ2
- λ1

c2−→ λ3). These contradictory transitions must be resolved by the state-splitting
approach. The following subsections elaborate on the details of the synthesis of the
target automaton in hyperdimensional associative memory as well as the procedures for
conflict resolution.

4.1 The hyperdimensional FSA synthesis phase
The associative memory for the FSA synthesis consists of an item memory and a com-
positional memory. The item memory contains atomic HD vectors representing states,
and transition conditions. The compositional memory is divided into three parts: The
state-pairs part, the conditions part, and the state transition part. The state-pairs part
contains bindings of HD vectors representing connected states. This part of the com-
positional memory serves as an index to the the other two parts. The conditions part
contains bundles of HD vectors representing all conditions encountered while transiting
between two particular states. Finally, the state transition part contains bindings of the
corresponding state-pairs and the bundle of conditions causing the transition between
them. For example, consider the first event trace from the show-case above. The initially
empty item memory will be populated with atomic HD vectors for λ0, c1, λ4, the new
entry in the state-pairs part of the compositional memory will be created: λ<<

0 ⊕ λ4.
Notation λ<<

0 means that cyclic shift operation is applied to an atomic HD vector λ0.
This is done in order to allow HD representation of the loop transitions to the same
state. Without the permutation two HD vectors for the same state will cancel each other
during the binding operation. The bundle of conditions C0→4 for transition λ0 → λ4
will be updated with HD vector for c1 (c1). Finally, the state transition vector T1 will
be created by binding the HD vector for the state-pair and the corresponding bundle of
conditions: T1 = λ<<

0 ⊕ C0→4 ⊕ λ4.
As the synthesis process continues new hyperdimensional representations of states,

conditions and state transitions will be created or updated. Table 1 demonstrates the
development of the content of the hyperdimensional associative memory for every time
instance ti of the show-case above.

The hyperdimensional representation of the target state automaton AUTOMATON
is updated every time a new state transition is created (or updated) by bundling all so
far existing HD vectors representing state transitions Ti (4):

AUTOMATON = [ΣTi]. (4)
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Table 2: Conformance checking.

Start state Ccur→next
Target state

λ0 λ1 λ2 λ3 λ4

λ0
c1 0.50 0.50 0.50 0.50 0.39
c2 0.50 0.39 0.50 0.50 0.50

λ1
c1 0.50 0.50 0.41 0.41 0.50
c2 0.50 0.50 0.41 0.41 0.50

λ2
c1 0.50 0.50 0.50 0.50 0.39
c2 0.50 0.39 0.50 0.50 0.50

λ3
c1 0.50 0.50 0.50 0.50 0.39
c2 0.50 0.39 0.50 0.50 0.50

λ4
c1 0.50 0.50 0.50 0.50 0.50
c2 0.50 0.50 0.50 0.50 0.50

It is this single hyperdimensional number, i.e. AUTOMATON will be used for
model conformance checking described below.

4.2 Conformance checking

Conformance checking is the process of verification of the correctness of the model during
system’s operation. The conformance of the learned hyperdimensional representation of
the FSA (AUTOMATON) of the plant is checked by extracting the next state given
the current state and the current transition condition. Let λcur is the current state of
the system and ccur is the current value of the functional. Then the HD vector for the
next state is computed as in (5):

λnext ≈ AUTOMATON ⊕ λ<<
cur ⊕ ccur. (5)

Calculated in this way λnext is the noisy version of the HD vector representing the
next state. The clean HD vector is retrieved from the item memory using λnext as the
query. The result of the clean-up procedure is the atomic HD vector(s) with Hamming
distances significantly less than 0.5 to the query. Note that according to the probabilistic
properties of the hyperdimensional vectors even minor deviation from 0.5 (e.g., ±0.03
for N = 10, 000) indicates the presence of the clean vector in the bundle (see relevant
discussion in Section 3.1).

Table 2 shows mean Hamming distances for all possible state transitions in the con-
sidered sorting mechanism showcase. The highlighted cells in the table show the next
states identified by the minimal Hamming distance. Note that the transition from state
λ1 by both conditions c1 and c2 hit both states λ2 and λ3. This is an illustration of the
dual transition problem, which is addressed in the next subsection.
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λ0 λ2

λ1 λnew
1

λ3

λ4

c2

c1

1 1

c1

c2

c2

c1

Figure 3: Final FSA with the resolved transition conflicts.

4.3 Resolving dual transitions via state-splitting

Consider the learning phase of the hyperdimensional automaton synthesis in Table 1.
At time instance t8, a new state is entered and, therefore, state λ3 is observed when
transiting from state λ1 by condition c1. When the HD vector for state transition T6
is computed and the HD vector for the automaton AUTOMATON is updated it will
contain conflicting transitions. This is observable by performing the conformance test
described above for the binding of λ<<

1 ⊕ c1. There will be two entries with Hamming
distance less than 0.5: λ2, which was bound to state λ1 at time t6 and λ3 (see Table 1).

The transition from STATEcur (λ1) to STATEnext
2 (λ3) conflicting with the previ-

ously created transition to STATEnext
1 ((λ2)) by condition c will be resolved using the

state-splitting approach as follows:

1. Remove the HD vector corresponding to the recently created conflicting transition;

2. Generate a new HD vector for the splitted source state (STATEcur
new);

3. Calculate HD vector for the new not conflicting transition (STATEcur
new

c−→ STATEnext
2 );

4. Locate existing transition from STATEnext
1 to STATEcur, unbind the HD vector

for conditions CST AT Enext
1 →ST AT Ecur ;

5. Create the transition to the new state STATEnext<<
1 ⊕ CST AT Enext

1 →ST AT Ecur ⊕
STATEcur

new

6. Erase the old transition STATEnext<<
1 ⊕ CST AT Enext

1 →ST AT Ecur ⊕ STATEcur

Figure 3 demonstrates the target automaton with the resolved transition conflicts.
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4.4 A note on a distributed implementation
One of the motivating arguments for this work is that the proposed hyperdimensional
automaton synthesis approach can be deployed deep in the distributed network of co-
operating automation units - down on the level of individual IoT devices. While the
present work describes the fundamentals of the HD synthesis in a centralized scenario,
the ongoing research concerns the design of a distributed variant of the approach.

In the distributed case each individual automation unit can bear such modeling func-
tionality since synthesis will be performed on hardware platforms with higher power
efficiency of computations. In this case multiple units will construct several partial au-
tomata based on the observable in a certain neighborhood signals and states. These
partial models in the form of (4) can then be pulled through a hierarchy of processing
u unit for aggregation into larger scale automata and more sophisticated analysis. The
architecture of the associative memory similar to SDM [32] should be adopted in order
to accommodate large number of state transitions.

5 Conclusion
This article presented a novel approach to the synthesis of automata models based on
learning its hyperdimensional representation in the associative memory. It demonstrates
the feasibility of learning (or synthesizing) the structure of Moore automaton, modeling
the dynamics of the controlled object using principles of distributed data representations
based on the mathematical properties of hyperdimensional computing.

Learning hyperdimensional representation of the automaton opens novel possibilities
for online modeling and verification of complex cyber-physical systems. The proposed
hyperdimensional automata modeling architecture could be embedded deep into the in-
frastructure of Cyber-Physical Systems and be inseparable from them. The possibility
of implementing hyperdimensional computations in power-efficient computing hardware
makes it feasible to deploy the proposed architecture at the extreme low-power cost. This
would allow the HD monitoring system to be active all the time, working and correct-
ing the model continuously. Further, this model can in parallel be used for closed-loop
verification running directly on the controlling nodes of the distributed automation and
control system.

To this end the major principles of the hyperdimensional automata synthesis are pre-
sented. The ongoing research concerns the design of the (spatially) distributed operation
of the proposed architecture as well as algorithmic optimizations for scaling the approach
for modeling of realistic large-scale cyber-physical systems.
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