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Abstract

In an increasingly applied domain of pervasive computing, sensing devices are being
deployed progressively for data acquisition from various systems through the use of tech-
nologies such as wireless sensor networks. Data obtained from such systems are used
analytically to advance or improve system performance or efficiency. The possibility to
acquire an enormous amount of data from any target system has made machine learn-
ing a useful approach for several large-scale analytical solutions. Machine learning has
proved viable in the area of the energy sector, where the global demand for energy and
the increasingly accepted need for green energy is gradually challenging energy supplies
and the efficiency in its consumption.

This research, carried out within the area of pervasive computing, aims to explore
the application of machine learning and its effectiveness in the energy sector with depen-
dency on sensing devices. The target application area readily falls under a multi-domain
energy grid which provides a system across two energy utility grids as a combined heat
and power system. The multi-domain aspect of the target system links to a district heat-
ing system network and electrical power from a combined heat and power plant. This
thesis, however, focuses on the district heating system as the application area of interest
while contributing towards a future goal of a multi-domain energy grid, where improved
efficiency level, reduction of overall carbon dioxide footprint and enhanced interaction
and synergy between the electricity and thermal grid are vital goals. This thesis explores
research issues relating to the effectiveness of machine learning in forecasting heat de-
mands at district heating substations, and the key factors affecting domestic heat load
patterns in buildings.

The key contribution of this thesis is the application of machine learning techniques in
forecasting heat energy consumption in buildings, and our research outcome shows that
supervised machine learning methods are suitable for domestic thermal load forecast.
Among the examined machine learning methods which include multiple linear regression,
support vector machine, feed forward neural network, and regression tree, the support
vector machine performed best with a normalized root mean square error of 0.07 for a
24-hour forecast horizon. In addition, weather and time information are observed to be
the most influencing factors when forecasting heat load at heating network substations.
Investigation on the effect of using substation’s operational attributes, such as the supply
and return temperatures, as additional input parameters when forecasting heat load
shows that the use of substation’s internal operational attributes has less impact.
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Chapter 1

Introduction

This chapter contains a thesis introduction, and we present the research area along
with the aims and objectives of this thesis. The chapter also introduces the thesis con-
tributions and the summary of the its publications.

1.1 Introduction

There is a growing interest in the field of machine learning, due to the availability of
massive amount of data, which has led to a data deluge in recent times. Enabling tech-
nologies such as sensor networks which periodically obtain information of interest about
contexts, such as location, time and weather have made it possible to acquire such data.
In some cases, suitable sensing devices have been used to monitor the states of structures,
such as buildings by observing their vibrations [28]. This example and other related ones
have all contributed to the availability of data in their respective application domain,
and hence, there is a need for a means by which these data can be analytically exploited
to improve system performances. The ability to employ an analytical process in en-
gineering or business systems is increasingly resulting in more intelligent products and
smarter ways of providing services. Machine learning is a significant approach in deriving
maximum potential from ordinary system data, and the application of machine learning
techniques in real-world domain differs from one field to the other, but its contributions
and impact are significant in most cases.

The primary goal of this thesis is to identify a problem in the area of pervasive
computing where the application of machine learning may offer a solution. The following
points are considered in selecting a direction for this thesis, in order to choose a target
domain where we investigate the impact of machine learning.

• Research scope: Our research scope centers around problems about smart city
systems or challenges that relate to smart cities.

3



4 Introduction

• Target region and its infrastructure: We consider infrastructure available in nearby
regions which can benefit from the application of machine learning.

• Value: The importance of the benefits that can be obtained from the application
of machine learning is considered.

In the course of this research, two smart city systems are considered, these are a
structural monitoring system and a District Heating System (DHS). The structural
monitoring system is a bridge structure equipped with vibration sensors that capture
data of motions and vibrations of a bridge structure, while the DHS deals with sensing
devices that monitor thermal energy variables at heating substations in buildings and
central heating stations. The two systems have a potential of resulting to the realization
of smart cities, where important city resources such as heat, electricity, water, and traf-
fic are measured, monitored and communicated for the purpose of efficiently allocating
them. Between the two presented systems, we found the DHS scenario to have more valu-
able benefits, most specifically towards major renewable energy-related concepts, such as
energy-savings, demand balancing, reduction of Carbon dioxide (CO2) and better inte-
gration of renewable energy systems in cities with smart energy grids.

This thesis, therefore, examines an essential step in the realization of improved ther-
mal energy production, distribution, and consumption within an existing district heating
network and a Combined Heat and Power (CHP) plant. More precisely, we investi-
gate the forecasting of the combined heat energy used for space and domestic-water in
buildings using machine learning. Our research aims to contribute to a broader solution
that integrates district heating substations in buildings and the thermal energy sources
of heating networks in a manner that incorporates energy-saving strategies to improve
the efficiency of heat energy production and its consumption. Figure 1.1 illustrates a
proposed system which describes the future solution with a high-level abstraction.

1.1.1 Aims and Objectives

The global demand for energy is gradually challenging energy supply, and there is an
increasing need to reduce the dependency on fossil oil in the energy sector. The global
energy demand is influencing the advancement in the area of smart grid solutions for
cities as the need for a stable and efficient multi-domain energy grid becomes essential.
The system under consideration in this thesis falls under a multi-domain energy grid
which provides coupling technologies as seen in a typical CHP system, that is, the cou-
pling between thermal and electric power grids. Improving efficiency level and reducing
the overall CO2 footprint in our target smart city scenario requires the operation of
the system as a hybrid energy network to facilitate the interaction and optimal synergy
between the power and thermal grid. A higher level of optimization can be achieved
across all grids, only by first, addressing such optimization problem from a multi-domain
perspective, and proceeding to comprehensively analyze and implement intra-domain
optimization. In addition, there is a final need to analyze and implement inter-domain



1.1. Introduction 5

Figure 1.1: Illustration of proposed smart district heating network grid. This illustration
falls under the Sense Smart City platform, an ICT solution which aims to make urban
cities smarter.

optimization. This thesis is a study relating to intra-domain enhancement of energy ef-
ficiency in DHS.

This research was initiated under OrPHEuS [43] project which develops a hybrid
energy network control system for smart cities, implementing the scientific concept of
cooperative existence. OrPHEuS [43] aims to define a new collaborative local grid and
inter-grid control strategies for the optimal interactions between multiple energy grids
through simultaneous optimization for each grid’s response requirements, energy efficien-
cies, and energy saving. One of the numerous goals of the project is to reduce the usage
of fossil fuel consumption in CHP plants while enhancing flexibility in planning towards
an efficient operational grid management from the cost and environmental perspectives.
Figure 1.2 shows the annual energy consumption through the district heating network
regarding its thermal energy source at the target city.

This thesis contributes towards a specific scenario comprising of the electrical energy
grid and thermal network grid, with a focus on realizing optimization for the energy
efficiency within the district heating network.

The objective of this thesis is to:

• yield an outcome that can be applied in the realization of a smart multi-domain grid
system through additional value-added operations and processes within an existing
district heating network, thereby resulting in an intelligent heating network with
improved operations on both producer and consumer side of the heating network.

Our aim is to utilize machine learning as a means to obtain the objectives of this thesis.
To have a practical result that is not only limited to the scope of machine learning but
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Figure 1.2: District heating energy sources and consumption (Target system: Skelleftea
City DHS).

instead has a real impact on the study area, in this case - DHS, we have made conscious
effort to avoid common mistakes in machine learning research as addressed by Kiri [55]. In
consequence, this thesis looks beyond the conventional research steps in machine learning
which centers around data collection, data extraction, and model evaluation, by involving
DHS domain experts in our research and also including work on how the results from
this thesis can be applied to achieve the overall objectives.

In this thesis, we apply pervasive computing for sensing devices and machine learning
to discover energy usage patterns to facilitate prediction of energy consumption. The
following points are carried out in this thesis.

• Identify a problem within an existing DHS and CHP plant to which machine learn-
ing can offer a solution.

• Identify vital underlying factors influencing thermal load pattern in forecasting
space and domestic water heating in both residential and commercial buildings.

• Identify suitable supervised machine learning methods and investigate the effect
of using heating network variables acquired from substations such as supply and
return temperatures in heat load forecasting models.

• Forecast heat load in heating network substations by applying the identified suitable
machine learning methods. This involves determining the data variables to collect
and mode of data acquisition as well as choosing or extracting relevant features.
Other aspects of this objective include the selection of evaluation method and result
interpretation pertinent to the target system.
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1.1.2 Thesis Contribution

The main contribution of this thesis:

• is the use of supervised learning techniques in forecasting domestic heat energy
consumption in buildings.

Our research, done within the domain of pervasive computing uses data obtained
from sensing devices which monitor and acquire variables within a DHS. In this work,
we identify suitable machine learning methods for the prediction of energy consumed
by space and domestic-water heating in buildings, while carrying out a forecast accu-
racy comparison among these machine learning methods as well as investigation of the
factors which affects energy demands in buildings. Furthermore, we conduct a compar-
ative analysis of heat demand patterns for residential and commercial buildings. Some
machine learning methods were investigated and evaluated concerning their accuracy in
predicting heat energy demand at the consumer side of a district heating network. We
utilize a bottom-up approach for the analysis and projection of heat load in buildings
with four machine learning techniques; Support Vector Machine (SVM), Feed Forward
Neural Network (FFNN), Multiple Linear Regression (MLR), and regression trees. We
build prediction models using data collected in a non-intrusive manner from ten multi-
family and commercial buildings located in Skellefte̊a, Sweden. The input parameters of
the prediction model include weather information, historical values of heat load, time-
factor variables and internal variables from district heating substations, such as return
and supply temperature. We also present a feature extraction model from parameters
that are used for forecasting heat load up to 48 hours in future.

In addition, this thesis proposes a system capable of enhancing energy efficiency in an
existing district heating network, and through such system, the outcome of this research
can contribute towards the reduction of CO2 footprint, fossil fuel usage and production
cost in a CHP plant. The proposed system aims to extend existing infrastructure and
facilitate smarter operations throughout heating networks, and utilizes a combination
of machine learning techniques in addition to local energy-saving strategies to optimize
energy consumption. Figure 1.3 shows the conceptual overview of the architecture of our
proposed smart energy optimization system for a heating network. To realize increased
energy efficiency at the consumer side of a heating network, we recognize that an ap-
propriate solution requires the combination of two types of machine learning. For the
data-driven energy estimation and forecast aspect, we propose the use of a supervised
learning approach, while we recommend a reinforcement learning technique for the opti-
mal control of heat storage and thermal load balancing strategies. The proposed system
consists of two parts. The first part deals with the estimation of heat load pattern at the
consumer side of the heating network. The second part considers an entire heating net-
work along with clusters of substations, and it learns how to achieve a balanced optimal
control of thermal energy saving strategy based at the consumer ends of the heating net-
work. As listed above, this licentiate thesis emphasises on the first part of the proposed
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Figure 1.3: High level overview of proposed system architecture showing the focus of this
thesis.

architecture while the validation of the second part is left as future work. Figure 1.3 also
highlights the parts of the proposed system which are considered in this thesis.

1.1.3 Thesis Organization

The remaining part of this thesis is organized into two parts. Part 1 consists of this
chapter, chapter 2, chapter 3 and chapter 4. Part 2 consists of the publications of this
research. The details covered in Part 1 include a summary of peer-reviewed publications
in section 1.2, which gives a brief overview of the publication papers. Chapter 2 contains
a thesis background regarding machine learning, CHP and DHS. In chapter 3, related
work is presented on research regarding machine learning DHS and energy estimates in
buildings, while chapter 4 concludes the first part of the thesis, containing a discussion of
future work and thesis final conclusions. The Part 2 of this thesis presents the publication
papers which are summarized in section 1.2. There are three papers and they are labelled
paper A, B, and C.
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1.2 Roadmap and Summaries of the Publications

This thesis work has resulted in a technical report and three peer-reviewed publications.
The peer-reviewed publications are included in this thesis.

1.2.1 Roadmap

Figure 1.4 outlines the result of the thesis work regarding publications. The boxes labeled
Paper A, B and C indicate papers which are included in the licentiate thesis; the blue box
shows a journal paper, while the green boxes indicate conference papers. Also included in
the roadmap is the initial technical report of the research area covered in this thesis [22].
The logical flow between the publications is shown using arrows. For all the papers, S.
Idowu is the primary author concerning writing, analysis, evaluation, motivation, data
collection and modeling. The co-authors contributed to problem definition and gave
support on organization and discussion.

1.2.2 Summary of Included Publications

Paper A - Machine Learning in District Heating System Energy Optimization

As a part of our work at a preliminary stage, this paper identifies machine learning
methods required to achieve increased energy efficiency at the consumer side of a DHS.
The article determines that energy efficient system requires a combination of machine
learning approaches. Furthermore, the paper recognizes supervised learning as a suitable
machine learning type for heat load prediction while it identifies reinforcement learning
as an ideal method for the optimal control of heat storage and heat load balancing strate-
gies. This work provides a suitable machine learning approach that can enhance energy
efficiency at the consumer side of a DHS. This paper briefly discusses possible energy-
saving strategies and identifies parameters in the DHS, which are crucial for the target
system. Lastly, the article presents the need for online prediction models adaptable to
changes in underlying factors which influence heat load pattern.

Paper B - Forecasting Heat Load for Smart District Heating Systems: A Ma-
chine Learning Approach

This paper presents a data-driven heat load forecast at district heating substations for
multi-family buildings, which are buildings with multiple separate housing units for res-
idential inhabitants. The article applies four machine learning methods and compares
their performances. We evaluate the forecasting models obtained with each learning tech-
nique at forecast horizon values of 1, 3, 6, 12, 18 and 24-hours. This paper also studies
the effects of using DHS internal and external factors when predicting heat load at DHS
substations. Support Vector Regression (SVR) shows the best performance regarding
accuracy followed by MLR. This work shows that additional internal variables as input
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Figure 1.4: Roadmap

for forecasting models do not substantially affect the forecast performance of the model.
Furthermore, we observe an increase in the Mean Absolute Percentage Error (MAPE)
with increasing horizon, but the error reduces significantly when the horizon is 24-hour,
revealing the impact of a daily cyclic pattern in heat demand.

Paper C - Applied machine learning: Forecasting heat load in district heating
system

This paper presents a bottom–up approach to the analysis and forecasting of thermal
load, that is, space and domestic-water heating in buildings, using machine learning
techniques, where SVM, FFNN, MLR, and regression trees are evaluated and compared.
The forecasting models are built using district heating data collected in a non-intrusive
manner from five multi-family and five commercial buildings located in Skellefte̊a, Swe-
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den. The data collected for this work is between February and April 2014. We consider
four parameters as input to our models, these include weather information (outdoor tem-
perature), temporal aspects (day of the week, the hour of the day), historical values of
thermal load and the physical parameters of a substation (supply temperature, the dif-
ference between supply and return temperatures and flow rate). As a contribution, the
application and comparison of the machine learning methods and the identification of the
importance of the internal factors as model input variables are carried out. We evaluate
the forecast model for each building with varying forecast horizon up to 48 h. This paper
shows a comparative analysis of the energy consumption patterns in multi-family and
commercial buildings using methods, such as a partial least square.

1.3 Chapter Summary

This chapter presents a thesis introduction, where we describe the background, scope,
aims, and objectives of this licentiate thesis. Details on the two smart city scenarios which
are considered in this research and the motivation for selecting a DHS based scenario as
the main research focus is presented. The description of a broader scope which this
work aims to contribute towards is also presented. The research area alongside the
contributions of the thesis is discussed in this chapter. Lastly, summaries outlining the
result of the thesis work concerning peer-reviewed publications appended in this thesis
are presented.
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Chapter 2

Background of District Heating
System and Machine Learning

In this chapter, we present general information about DHS and machine learning. We
describe the specific district heating network on which this work is based. The chapter
proceeds with details on different machine learning methods and fundamental techniques
commonly used in their application.

2.1 District Heating Systems

A CHP plant also referred to as cogeneration plant simultaneously generates electricity
and useful heat. CHP is an efficient approach to produce electric and heat energy. The
efficiency comes as a result of much lower total energy loss than energy loss in sepa-
rate heat and electric plants. Heat energy generated is usually captured, regulated and
transferred through city districts and homes as a source of domestic heating. The afore-
mentioned is known as District-Heating.

DHS are dominantly used for space and water heating in residential and commercial
buildings, and for industrial heating purposes. For instance, about 90% of apartment
buildings in Sweden are heated using this technology [48]. The heat source is commonly
from CHP plants and in some cases, requires auxiliary sources of heat such as boiler
stations. The produced heat energy is supplied to residential and commercial buildings
primarily for space and domestic water heating. A typical district heating network has
three main parts:

1. The production-side, which usually consists of a co-generation plant and/or a heat-
only boiler station, which is powered by fuel such as biofuel, oil or gas.

2. The distribution network, which consists of insulated pipes of varying diameters
carrying hot water through the entire grid. The supply pipelines transport hot

13



14 Background of District Heating System and Machine Learning

water to substations while return pipelines transport used water back to the pro-
duction side.

3. The consumer-side consists of a substation where thermal energy is transferred from
a primary to a secondary network within a building via heat-exchangers.

Figure 2.1: A schematic diagram showing a DHS network and its plant.

Figure 2.1 shows the basic schematic drawing of a CHP plant and a DHS. The red and
blue lines denote supply and return pipes respectively. Figure 2.2 shows the schematic
illustration of a building with a district heating substation highlighting the heat exchang-
ers used for the thermal energy transfer between the primary and the secondary network.
The load profile of heat demand in each home varies with a considerable amount. These
variations consist of peaks and demand spikes that affect the energy cost for production
both at the CHP stations and the auxiliary boiler stations. Regarding a CHP, these
variations influence the temperature fluctuation of the return fluid flow from the heating
network back to the CHP.

The net heat energy, Qnet delivered to the entire grid is mainly a function of the
supply temperature, Tps, the return temperature, Tpr, and the flow rate, m, measured at
the production side as shown in Eqn. 2.1. Qnet can be formulated as a function of heat
energy delivered at each substation as shown in Eqn. 2.2.

Qnet = c ∗m ∗ (Tps − Tpr) (2.1)

Qnet = Qloss +
n∑

i=1

QSi
(2.2)

Where QSi
is the heat demand at substation Si. Qloss, which varies based on soil tem-

perature around the pipes, is the heat lost during energy transport. An electronic energy



2.1. District Heating Systems 15

Figure 2.2: Schematic illustration of a building with a district heating substation. Indi-
cated in the figure are the primary water supply (1); primary return water (2); tap water
supply (3); district heating substation including heat exchangers, electronic energy meter
and control system with related sensors (4); heating system (5); and tap water (6) [48].

Table 2.1: Table of Notations

Symbol Description
t Time.
dt Transport time through the network.
c Heat of liquid in the distribution network.
Tps Primary supply temperature.
Tpr Primary return temperature.
ΔT Primary temperature difference, Tps - Tpr .
m Mass, flow rate.
P Thermal power. Derived from the energy calculated by the energy

meter.
Dw Day of the week.
Hd Hour of the day.

meter in a substation calculates the thermal power, QSi
, received from the distribution

network. This includes three main sensors, which measure m, Tps and Tpr. The thermal
energy is calculated from the flow rate and primary temperature difference

QSi
= c ∗ m(t) ∗ (Tps(t)− Tpr(t)) ∗ dt, (2.3)

where c is the specific heat of the liquid in the distribution network [48]. The top-down
approach for energy estimates focuses on Qnet while the bottom-up approach considers
QSi

. The heat demand, QSi
at the substation is affected by various external and internal

factors [56]. The external factors are meteorological variables, building characteristics
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Table 2.2: Influencing factors of heat load in DHS.

Internal Factors External Factors
Behavioral/Seasonal Fac-
tors

Meteorological Factors

- Supply temperature (Tps)
- Return temperature (Tpr)
- Supply pressure
- flow rate (m)

- Hour of day (Hd)
- day of week (Dw)
- month of year

- Outdoor Temperature
(Tout)
- Humidity
- Solar radiation
- Wind

and social-behavioral factors of occupants. The internal factors are those relating to the
physical dynamics within a district heating substation. Table 2.2 shows the two groups
of identified influencing factors based on the classification described in [56].

2.1.1 Target District Heating System and CHP Plant

This study was carried out using an existing DHS and a CHP plant. In this section, we
describe the target system, which includes the energy plant, the heating network, and the
consumer end-points. We also discuss the complexities of a DHS that makes it difficult
to model in traditional ways, and hence a necessity for a data-driven approach.

Skellefte̊a kraft is a long established municipality owned energy utility located in
the northeast of Sweden. Skellefte̊a Kraft operates some CHP plants and boiler plants
for district heating, fueled with forestry and sawmill residues, peat and bio-fuel pellets.
Skellefte̊a Kraft also owns a network for the distribution of electricity. In and around
Skellefte̊a, the company has some district heating stations. The number of district heat-
ing customers is over five thousand. The principal fuel used is bio-fuel in the form of
by-products from sawmills and logging, as well as peat and waste heat. Bio-pellets are
used as fuel in small-scale district heating networks and plants for heat deliveries to
individual customers such as schools and industries. This work centers around one of
Skellefte̊a kraft’s CHP plant - Hedensby, and its district heating network - Skellefte̊a
district. The Hedensbyn plant consists of a CHP, which is powered by damp bio-fuel and
modern fluid bed technology, as well as a bio-pellet factory. The operation of the CHP
plant is entirely automated, and it has two turbines which are driven at different speeds
of rotation to achieve an optimal operation. The plant also incorporates a 15, 000m3

accumulator tank for hot water to facilitate long-term planning for maximum energy
production. The annual production records are 260 GWh heat, 170 GWh electricity and
130,000 tonnes of bio-pellets.

Figure 2.3 highlights the substations for both residential and commercial building un-
der consideration in this study. The target plant provides heat for over 4000 substations
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connected to the district heating network. Consumer billing relies on a 24-hour periodic
measurement of energy consumption. There are two types of home interface for district
heating network. These are direct heating and indirect heating (hydraulic separation).
For direct connections, the water in the primary heating network circulates about the
secondary/consumer building, feeding heat interface units directly. For indirect heating,
the primary heating network fluid is entirely separate from the fluid in the secondary
consumer building system. Indirect heating usually employs the use of heat exchangers
and is the most common heating interface in homes.

Figure 2.3: District heating network showing substation locations where data are being
collected for this study.

In a bid to capture the most information about the state of the heating system
periodically, this study employs the use of suitable sensing devices that would report the
state of a substation in a real-time manner. There is a need for a periodic report of
parameters from various units within the network, such as the substations. The sensor
devices used are capable of providing real-time or near real-time reporting and heat
quality monitoring. We monitor data from the primary side and the secondary side of
the heating network, i.e., consumer-side of the heating system.

2.1.2 Complex Characteristics of DHS

Modeling a complete heating network can be a somewhat complicated task to achieve,
either for operational planning or optimization. The complexity comes by as a result of
the dynamics of the system and its components as well as multiple factors and parameters
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Figure 2.4: A schematic from a substation showing the sensors and the external and
internal variables being monitored. 1 - Outdoor temperature Tout, 2 - Supply temperature
Tps, 3 - Heat load (KW) P , 4 - Flow rate m, 5 - Return temperature Tpr.

that affect its operation. Such complex system requires a smarter way of modeling
instead of the classical modeling approach. The operation of a DHS is affected by the
energy demand patterns in consumers’ home and the factors relating to the distribution
network. One of such factor is the time delay in a heating network. The time delay
is usually relatively high compared with time delays in a substation. The time delays
appearing in the network are mostly as a result of the transportation time of the district
heating fluid from the production plant to consumers and back again. It can take several
hours before a consumer registers a change in the supply temperature from the plant.
Also, there is usually response delay at the CHP plant to changes at the consumer’s side.
In larger systems, it can take up to 10-12 hours before a change has reached the most
distant consumer [8]. Heat loss to the surrounding environment or heat storage in the
environment adds to the complexity of DHS.

Another factor is the deterioration in performance of a heating system over time due
to conditions such as degeneration of network pipes or valve controls. Other factors
affecting the operations of a heating system include the outdoor air temperature, the
time of the day and the season of the year. The network’s fluid pressure can also be a
factor, as well as dissipation, i.e., the friction loss in pipes converting the pumping energy
into heat energy, which tends to raise the temperature of the heating water [8].

2.2 Machine Learning

Machine learning applies suitable algorithms on data for a learning problem. Tom
Mitchell [37] define a well-posed learning problem as one where a computer program
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is said to learn from experience E (observed examples) with respect to some task T and
some performance measure P if its performance on T, as measured by P, improves with
experience E. In general terms, machine learning can be defined as a set of methods that
can automatically detect patterns in empirical data, such as sensor data or databases
and then use the discovered patterns to predict future data, or execute other types of
decision making under uncertainty [40]. Various disciplines utilize machine learning, in-
cluding the prominent disciplines like computer science and statistics as well as many
other fields from politics to geo-sciences [19].

Data mining and artificial intelligence are two popular fields that often apply learning
techniques. Data mining, also known as knowledge discovery from databases, advanced
data analysis and machine learning [38], combines methods and tools from at least three
areas, which includes machine learning, statistics, and databases [35]. In the field of
artificial intelligence, it is difficult to identify an intelligent system that does not possess
a learning capability as a true intelligent system [61]. In these fields, the ultimate ob-
jectives are quite similar, although there are slight differences in the approach and the
use of learning techniques in each field. Data mining centers on machine learning tech-
niques, it also involves other essential steps like database creation and maintenance, data
formatting and cleansing, data visualization and summarization, use of a human expert
knowledge to formulate the inputs to the learning algorithm and evaluate empirical pat-
terns it discovers [38]. Artificial intelligence, on the other hand, attempts to understand
and build intelligent entities. These entities require the capability to adapt to new cir-
cumstances, detect and extrapolate patterns [46]. Artificial intelligence employs various
learning techniques to provide this vital ability. In general, Artificial intelligence involves
using other capabilities such as natural language processing, knowledge representation,
and automated reasoning [46].

2.2.1 Significance of Machine Learning

In the face of current data explosion, one begs the question of efficient ways to squeeze
valuable information from massive amount of data. It is crucial for systems to handle
the processing of data efficiently and also in less time. The target of recent research in
the area of machine learning tends towards adapting existing techniques and algorithms
to cater for complex data such as data-streams. Some investigations also seek efficient
means to utilize memory and process-cycles when dealing with an enormous amount
of data [26]. The application of learning algorithms in data mining includes medical
record analysis, and the classical credit card fraud detection [38]. It has also been used
for understanding and predicting customer purchase behavior, manufacturing processes
and predicting the personal interests of web users [38], e.g., Amazon, Netflix product
recommendation. Another use of machine learning is in complex systems that are difficult
or impossible to program by hand. Such applications include autonomous helicopter,
handwriting recognition, computer vision and natural language processing.
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2.2.2 Machine Learning Walk-through

Before we go further in this thesis, it would be beneficial to give a simple walk-through
of a learning example and establish some standard terminologies that we shall use hence-
forth. To make this as efficient as possible, we shall use an example of a commonly used
learning technique. We will describe an expert system that is capable of lens prescription
using some values presented in Table 2.3. The presented data are from the UCI machine
learning repository [14]. As we discuss this system, we emphasize some basic terms that
are essential in machine learning.

Age of patient Prescription Astigmatic Tear rate Lenses

1 young myope no reduced none
2 young myope no normal soft
3 young myope yes reduced none
4 young myope yes normal hard
5 young hypermetrope no reduced none
6 young hypermetrope no normal soft
7 young hypermetrope yes reduced none
8 young hypermetrope yes normal hard
9 pre-presbyopic myope no reduced none
10 pre-presbyopic myope no normal soft
11 pre-presbyopic myope yes reduced none
12 pre-presbyopic myope yes normal hard
13 pre-presbyopic hypermetrope no reduced none
14 pre-presbyopic hypermetrope no normal soft
15 pre-presbyopic hypermetrope yes reduced none
16 pre-presbyopic hypermetrope yes normal none
17 presbyopic myope no reduced none
18 presbyopic myope no normal none
19 presbyopic myope yes reduced none
20 presbyopic myope yes normal hard
21 presbyopic hypermetrope no reduced none
22 presbyopic hypermetrope no normal soft
23 presbyopic hypermetrope yes reduced none
24 presbyopic hypermetrope yes normal none

Table 2.3: Lenses Data Set [14]

The expert system needs to know some information about its patient to be able to
prescribe lenses correctly, just like in the case of a real human optician. To make a simple
illustration, we will use four information values about each patient. These are often called
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features, attributes or covariates [19] [40]. These are the first four columns in Table 2.3.
Each of the rows in the Table 2.3 is called an instance, which consist of some features.
Features can be basic data types (e.g., nominal or numerical) [57]. Features can also be
a more complex structured data such as images, texts, emails and raw sensor data [40].
In this example, the first feature age of patient is a nominal data type, which could be
one from a set {young, pre-presbyopic, presbyopic}. The second, third and fourth fea-
tures are binary data types also, which could either be myope/hypermetrope, yes/no and
reduce/normal respectively. In the real world scenarios, data is not always friendly as it
appears in the Table 2.3. Data usually contains a highly large number of features (often
thousands of dimensions), with a possibility of missing values, which makes a learning
task more difficult. Curse of dimensionality [30] refers to the phenomena that arise when
dealing with such data of high dimensional spaces.

Each example has four different features and one target variable. The target variable
is known as a class or label [19] [40], and it is what the expert system will try to predict.
In this illustration, the classes (target variables) are Lenses, which is a value from the set
of 3 items {none, soft, hard}. A class of an instance in principle could be anything but
is mostly assumed to be a categorical or nominal variable from some finite set [40]. The
lens prescription problem that the described expert system will handle can be solved by
a widely used technique in machine learning known as classification. Classification task
answers questions such as, how do we decide when to prescribe soft lenses or another
lens type [19] There are several problems in this category of machine learning. One
can certainly argue that it is the most explored aspect of machine learning, both in its
application and research [33]. There are several algorithms, which can help accomplish
the classification task, but for now, we shall only discuss the basic idea behind the
classification problem in general. What we need to do is to teach the system how,
for instance, human opticians perform prescriptions. We need to provide some quality
example instances and allow the system to learn from them. These examples are known as
a training set [19]. The training set in table 2.3 has 24 examples. Employing algorithms
that help to find some connection between the features and the target variable can solve
the classification task.

It is vital to know how accurate a system performs; this process is called as evaluation
(see Section 2.5). To test the illustrated lens predictor system, we need a set of examples,
called test set, which is different from the training set. The major difference between the
test set from the training set is that a test set only has the feature values and no class
value is given for each example. The missing class is what the system would predict.
After a learning phase with the training set and an evaluation phase with a test set, the
next step is determining whether the classifier’s level of accuracy is sufficient. Figure
2.5 shows an illustration of a training phase and an evaluation phase. The output of a
classification algorithm is called classifier, model or knowledge representation.
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Figure 2.5: Training and evaluation phase using a training set and a test set respectively.

2.3 Essential Steps in Machine Learning

Kotsiantis and Harrington provide general steps required in developing supervised learn-
ing [29][19]. These help to derive a classifier that best suits the specific problem at
hand.

1. Identify and collect data – It is essential to identify the type of data that is
suitable for a learning system. This is essential because learning varies between
different data-types and also data properties such as size can affect the choice of
learning techniques that a learning system requires. For example, a real-valued
time series data and static nominal data might demand a different method of data
pre-processing or learning process. Data can be collected manually or automatically
depending on the nature of its application. In few cases, knowledge about fields,
i.e., attributes or features with most information can be exploited in data collection,
which gives a more refined and minimized dataset for learning. In cases where this
is not possible, then the simplest method is a brute-force approach, which means
measuring everything available [29]. After such data collection, data might not
be directly suitable for learning because of noise or missing values, so it requires
significant pre-processing [62].

2. Pre-process data – This step often includes the pre-processing of data such as
outlier removal and replacement of missing data points. There are usually various
techniques employed in handling missing data [7] and outlier detection. Hodge et
al. (2004) introduced a survey, which presents the pros and cons of contemporary
techniques for outlier (noise) detection. It is essential to prepare the data in a
useable format fashioned after the specific algorithm under consideration. While
some algorithms require features in a particular form, some can deal with string
types, some with integers types or even both [19].
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Figure 2.6: Major steps involve in designing a learning phase [29]

3. Definition of the training set (and the test set): The training set is the
heart of supervised learning. It is essential to use an appropriate training set to
achieve an accurate prediction model. In this step, the input data are represented
in the form of features that maps to observed output class or label from previous
tasks. It is common to have input data that require some transformation or feature
extraction to increase the accuracy of the target classifier. A standard practice
involves separating a subset of the collected data as test data. The test data comes
in handy in the evaluation step.

4. Selection of the algorithm: Since there are various classification techniques, and
prediction accuracy partly depends on the choice of selected algorithm, it becomes
necessary to choose the most befitting method. Selecting the most fitting algorithm
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requires some examination of data properties and their suitability with individual
classifiers. It is it also essential to consider system resources and algorithm require-
ments. Figure 2.6 shows a loop that allows a preliminary test of algorithms and
evaluation of their performance. This flow makes it easier to select satisfactory
algorithm while considering the necessary factors.

How does one choose the best algorithm for a data set? In general, there are num-
bers of factors that should be considered for algorithm selection. The crucial ones
are prediction accuracy, speed, interpretability (credibility versus comprehensibility)
and simplicity. Prediction accuracy relates to how well an algorithm learns from
a given data set. Speed relates to the time taken to learn from a given data set
as well as the time it takes to predict unknown instances, i.e., the rate of applying
generated knowledge model. Interpretability of a generated model could be desired
in situations where the understanding of the learning process is essential. The two
general perspectives of interpretability of hypothesis are the black-box and white-
box models. White box models are usually easy to understand, e.g., decision trees,
while black-box models are difficult to understand, e.g., SVM. Credibility versus
comprehensibility relates to the trade-offs between generating an understandable
hypothesis (model) or complex models with possibly better accuracy. In general,
rule-based learning algorithms produce more to understand models than statistical-
based ones [54]. Simplicity relates to the amount of fiddling or the parameter ad-
justment that is needed by the algorithm. While some algorithm requires little or
parameter adjustment, some require a substantial amount of parameter tweaking.

Out of these factors, the prediction accuracy is the most important factor. A
learning system with decent speed, acceptable interpretability, and simplicity but
poor prediction accuracy may still be recognized as a poor learning system. Hence,
it is often common to make tradeoffs between prediction accuracy and other factors
as depicted in Figure 2.7.

Figure 2.7: Main evaluation factors and tradeoffs

Other factors that may be taken into consideration when choosing a learning algo-
rithm include;

• sensitivity to outliers
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• ability to handle missing values,

• ability to manage non-vector data,

• ability to handle class imbalance,

• ability to manage non-vector data,

• effectiveness in high dimensions,

• attempt for incremental learning,

• extensions from independent and

• identically distributed data to dependent data, e.g., time series.

It is also useful to consider the nature of features presented in the dataset. Statis-
tical learning methods such as SVM and artificial neural networks often perform
better over multi-dimensions and continuous attributes. However, rule-based sys-
tems such as decision trees are more likely to perform exceptionally in discrete
(categorical) attributes [54]. Ability to handle class imbalance, i.e., the ratio of
the training data should also be considered when choosing an algorithm. The di-
vision of the training data plays a crucial role in evaluating the performance of an
algorithm. If the True Positives (TP) and True Negatives (TN) (see Section 2.5)
instances are almost equal in size, algorithm tends to construct classifier models
with a better performance. On the contrary, if the size of TP instances is ex-
tremely small compared to the size of TN instances, the classifier tends to overfit
the positive instances and hence perform badly during validation stage [54].

5. Execute the training process: This step involves the actual learning process in
which the selected algorithm creates a model from the training examples defined
in step 3. The generated output can be stored in a readily usable format that may
be further used as the knowledge of the learning system.

6. Perform evaluation with the test set: One advantage of supervised learning is
that its accuracy can be easily determined. The evaluation of supervised learning
algorithms determines its performance when it is necessary to verify the perfor-
mance accuracy of a learned model. It is a common practice to use a different data
set called the test set (defined in step 3) to evaluate the generated classifier model.
Section 2.5 shows common measures used for evaluating learning algorithms. Figure
2.6 also shows a step for parameter tuning. Parameter tuning applies to algorithms
that have several parameters that can be tuned to adjust the performance of the
algorithm such as SVM.

It is evident that these above steps associate and work best with supervised learning
methods since they focus on learning from a training set. Mannila [35], however, identifies
five main steps in knowledge discovery from data, i.e., unsupervised machine learning
tasks. These are;

1. understanding the domain,
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2. preparing the data set,

3. discovering patterns (data mining),

4. post-processing of discovered patterns, and

5. putting the results into use.

2.3.1 Impacting Real World Outside Machine Learning Scope

In a bid to realize a study with the result that is not only limited to the scope of machine
learning but instead has a real impact on the study area, in our case - DHS, there are ex-
tra considerations that we have taken in this research as highlighted by Kiri [55]. Beyond
the essential learning steps listed in Section 2.3, more actions must be considered. These
include involving domain experts, publicizing results to a relevant scientific community
and lastly integration and adoption of resulting techniques.

Figure 2.8: Three Stages of machine learning research program. Current publishing
incentives are highly biased towards the middle row only [55]

Kiri 2012 [55], presents vital stages that should be considered when applying learning
methods in a real-world domain (See Figure 2.8). These steps guarantee research with
the result that maximizes the impact of machine learning on the applied field. According
to Kiri, it is easy to run existing implementation of algorithms on dataset downloaded
from the Internet. However, it is difficult to achieve all the following;

• identify a problem for which machine learning may offer a solution,

• determine what data should be collected,

• choose or extract relevant features,
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• select suitable learning method,

• select an evaluation method,

• interpret the results,

• involve domain experts,

• publicize the results to the appropriate scientific community and

• persuade users to adopt the technique.

The paper reveals that to guarantee research that makes a difference in an applied
field, it is essential to follow-through all these steps as each one is a necessary component
of any research program that aims to have a real impact on the world outside machine
learning. Kiri Identifies a lack of follow through as a limitation in machine learning
research because many researchers focus only on the middle row, i.e., the ”machine
learning” contribution of Figure 2.8. While these contributions are essential, it is critical
to have an equal amount of focus on the upper and lower rows of Figure 2.8. In addition
to lack of follow-through, hyper-focus on benchmark data sets and abstract metrics are
two approaches to machine learning that affects the impact on the larger world [55].

2.4 Types of Machine Learning

There are three main parts of machine learning; supervised learning (predictive learn-
ing approach), unsupervised learning (descriptive learning approach) and reinforcement
learning [40]. The supervised learning methods learn from provided examples. The case
presented in Section 2.2.2 belongs to supervised learning type. In situations where we
are not fortunate enough to have example data with which we can learn from, we can
apply the unsupervised means of learning. Unsupervised learning aims to find intriguing
or insightful patterns from input data. It is extensively employed in data mining field
and sometimes referred to as knowledge discovery [40]. In Reinforcement learning, the
task is to learn how to behave when given series of reinforcements - rewards or punish-
ment. Unlike the supervised and unsupervised learning types, reinforcement learning is
not widely used [40].

Although we did not apply deep learning algorithms when this research was carried
out, it is important to briefly describe deep learning and how it relates to other machine
learning algorithms described below. Several learning problems especially those related
to images, video, and audio adopt the use of deep-learning algorithms to model complex,
hierarchical features in data due to their ability to handle very complex learning tasks.
Deep-learning is a set of machine algorithms that learn using computational models
that are composed of multiple processing layers to learn the distributed representation
of data with various levels of abstraction as opposed to task-specific algorithms [34].
Deep learning algorithms use these cascade of multiple layers of nonlinear processing
units for feature extraction and transformation. A layer’s output serves as input to its
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successive layer. Deep learning detects intricate structure in large data sets by employing
backpropagation algorithm to indicate how internal parameters should be modified to
compute the representation of each layer from representation in the previous layer[34].
Deep learning algorithms are capable of multiple levels of data representations which
correspond to different levels of abstraction. While a task-specific machine learning
algorithm can either be a supervised or unsupervised learning method, deep-learning
can be a supervised, semi-supervised or unsupervised-learning, and often uses learning
architectures such as deep neural networks, deep belief networks, and recurrent neural
networks.

2.4.1 Supervised Learning

In this approach, the task is to learn a mapping from input x to output y, given a labeled
set of input-output pairs D = {(xi, yi)}Ni=1. Where D is the training set, and N is the
cardinality of the training set [40]. Each example input xi is a D–dimensional vector of
values representing the features of an instance. The output yi part of the training set
represents the class or label of its respective features [40]. In relation to the illustration
given in section 2.2.2, D is the complete lenses data set [14], where xi represents the
features age, prescription, astigmatic, and tear rate. The label variable, yi represents
lenses, and the number of instances in the training set, N , is 24 [14].

The type of output variable, yi differentiates the two types of tasks performed under
the supervised learning. In cases similar to the example in 2.2.2, where the output
variable yi is categorical or nominal, these types of machine learning tasks are referred
to as classification or pattern recognition [40] [19]. The common algorithms used for
classification tasks include Naive Bayes, C4.5 decision trees, and k-nearest neighbor al-
gorithms. The second supervised learning type is referred to as regression, where the
output variable, yi, is a real-valued scalar [40] [19], a variant of regression where the class
space Y has some natural ordering, such as grades A–F is called ordinal regression [40].
Common algorithms used for regression include linear regression as well as Classification
and Regression Tree (CART), which can also be used for classification tasks.

Multiple linear Regression

MLR [12] is a learning technique based on fitting a linear function with multiple indepen-
dent variables. Eqn. 4 shows the general form of MLR in relation to related variables:

P = α + β1.Tout + β2.ΔT · · ·+ βn.Hd. (2.4)

Where P is the response variable. Tout, ΔT, . . . , Hd are examples of input variables,
and β represents the functional weights. α is a constant offset factor used to partially
reduce the effect of modeling errors. The model creates a linear relationship in form of
a straight line, which best approximates all the individual variables. The relationship
describes how the mean response variable, i.e. P changes with the explanatory variables
e.g., Tout,ΔT , Hd.
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Feed Forward Neural Network

In previous studies, neural network-based methods have been extensively used for fore-
casting energy consumption. FFNN is a general-purpose neural network for an approx-
imation of function f , which maps a set of input parameters to their respective output
without the assumption about the relationships between the pair [12]. FFNN requires
a definition of its model structure by stating the number of hidden layers, hidden units
within the network and other related parameters. Deciding the ideal size of hidden layer
is a highly essential because an underestimation may lead to poor approximation and
issues with generalization. On the other hand, overestimation may result in overfitting
and makes the search for global minimal highly difficult. Eqn. 5 shows the mathematical
representation of a FFNN with a single hidden layer for its function approximation [12].

f(x) =
N∑
j=1

wjΨj

[
M∑
i=1

wijxi + wio

]
+ wjo (2.5)

Where N denotes the total number of hidden units, M denotes the total number of
inputs, and ψ represents the transfer function for each hidden unit. A FFNN training
algorithm uses a gradient-based approach to updates its weight by minimizing a specific
error function.

Classification and Regression Trees

Algorithms in this paradigm use decision tree as a predictive model. Decision trees are
commonly used for supervised classifications as well as regression tasks. It has been
successfully used in various work such as activity recognition [6][32], and also in location
prediction such as mobile users’ location [3][2][4]. There are various types of decision
trees, which are commonly used today. The most significant ones that are part of the
commonly used algorithms are C4.5 and CART trees [60].

A C4.5 generated model is used for only classification task and it is commonly used
as a benchmark to which newer supervised learning algorithms are often compared. On
the contrary, CART decision tree, which is presented in this note [9], is a binary decision
tree that can be used for both classification and regression tasks. C4.5 and CART adopt
a greedy (i.e. nonbacktracking) approach that constructs trees in a top-down recursive
divide-and-conquer manner. The approach starts with a training set of examples and
their associated class labels. The training set is recursively partitioned into smaller sub-
sets as the tree is being built by a process commonly referred to as feature/attribute
selection. The process describes a heuristic procedure for selecting the attribute that
’best’ classify the training data according to the class labels. Typically, the feature that
best divides the training set would be the root node of the tree. There are numerous
methods for finding the feature that best divides the training data such as gini-index,
which, is used in CART [9], information-gain used in iterative dichotomiser 3 [21] and
ratio-gain used by C4.5 algorithm [45].
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Information gain determines how important a given attribute of a feature vector is.
The feature with the highest information gain is selected as the splitting feature. The
selected feature minimizes the information required to classify the instances in the result-
ing subsets and reflects the least randomness of the subsets. This measure guarantees a
simple tree is constructed by minimizing the expected number of tests required to suc-
cessfully classify a given set of instances. Information gain is a measure of change in
entropy. The entropy of a set S is the amount of information required to identify or
classify an instance in S. It is also defined as a measure of the uncertainty associated
with a random variable. Lower entropy relates to an ordered and patterned variable,
which is easy to predict since there is lesser uncertainty. Higher entropy relates to a
variable with a high degree of randomness and very unpredictable since there is higher
uncertainty. Entropy is given by

Entropy(S) = −
n∑

i=1

pilog2(pi)

where n is the number of classes in S and pi is the fraction of instances in S with output
value Ci.

Given a set S of instances with an attribute A as one of its attributes, a set Sk as the
subset of S with attribute A = k, and val(A) is the set of all possible values of A. The
information gain for this case is given by

Gain(S,A) = Entropy(S)−
∑

k∈val(A)

|Sk|
|S| ∗ Entropy(Sk)

Where |S| and |Sk| represent the sizes of the respective sets.
As one of its main drawbacks, information gain is overly sensitive and bias towards

features with a large number of possible outcomes. C4.5, however, uses an extension
of information gain as its feature selection measure known as gain ratio. Gain ratio
attempts to overcome the bias associated with information gain by applying a form of
normalization to the information gain using split information value defined as

SplitInfoA(S) = −
k∑

i=1

|Sk|
|S| ∗ log2

( |Sj|
|S|

)

This gives the measure of information generated by dividing the training set S into k
subsets using a test attribute A. The gain ratio is therefore defined as

Gain Ratio(S,A) =
Gain(S,A)

SplitInfoA(D)

C4.5 selects the attribute that maximizes gain ratio as the splitting attribute. If the
split is near trivial, the split ratio will be close to zero and unstable. A constraint added
to avoid this is selecting test attribute with large information gain, at least as large
as average gain over all tests examined [18]. C4.5 handles both continuous or discrete
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attribute data types. In order to handle continuous attributes A, C4.5 creates a threshold
h and splits the list into {A ≤ h,A > h}.

CART uses a different attribute selection measure known as gini index. Gini index
measures impurity of set S instead of its entropy, and it is given by

Gini(S) = 1−
n∑

i=1

P 2
i

where n is the number of classes and Pi is the probability that an instance in S belongs
to class Ci.

A major drawback of decision tree algorithms is that they can generate highly complex
decision trees that over-fit a training set. Overfitting is the use of models or procedures
that violate the Occam’s Razor (also known as parsimony) principle, which calls for using
models and procedures that contain all that is necessary for the modeling but nothing
more [20]. Overfitting results from using more terms than necessary or more complicated
approaches than necessary. A good example of overfitting is when we use a model that
accommodates both curve and linear relationships on a data set that perfectly fits a
linear model. As a negative consequence, overfitting increases the complexity of a model
without any associated benefit in performance. It sometimes can result in poorer perfor-
mance than a simple model. In decision trees, overfitting can be avoided with methods
such as pruning. C4.5 and CART have pruning feature, which takes place after the initial
tree has been generated.

Aside from the difference in attribute selection measure, another significant differ-
ence between C4.5 and CART algorithm is the allowed number of outcomes from each
split test. While C4.5 allows two or more outcomes, CART test outcomes are always
binary. Also, C4.5 uses a single-pass algorithm derived from binomial confidence limits
for pruning, but CART prunes trees using a cost-complexity model whose parameters
are estimated by cross-validation [60].

In general, decision trees have many advantages which make them widely accepted for
both classification and regression tasks. A decision tree model (knowledge representation)
is easy to understand and can be explained by simple boolean logic. They also require
little pre-processing, unlike other techniques that require more pre-processing steps such
as data normalization and missing data replacement. Some machine learning techniques
are suitable for an only numeric type of features while others are more appropriate for
nominal features (Relational rules work with nominal variable while neural networks only
work with numerical variables), however, decision trees are befitting in both cases. They
are robust and perform quite well even when assumptions made on the training set are
violated in the test set. Decision trees work well with a large amount of data while
requiring only standard computing resources.

Support Vector Machines

SVM is a method for the classification of both linear and non-linear data. It uses nonlinear
mapping to transform the original training data into a higher dimension, it then searches
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for the linear optimal separating hyperplane within the new higher dimension. With an
appropriate nonlinear mapping to a sufficiently high dimension, data from two classes can
always be separated by a hyperplane. To find the hyperplane, SVM uses support vector
(i.e. essential training examples) and margins (i.e. the either side of a hyperplane that
separates two data classes, defined by the support vectors). In spite of its extremely slow
training time, SVMs have attracted an outstanding attention because of high accuracy
because they can model complex non-linear decision boundaries. The SVM algorithm
is also computationally inexpensive. The chosen support vectors provide a compact
description of the learned model. They can be applied to both classification and regression
[18].

The idea of SVM revolves around the notion of margins. The shortest distance from a
hyperplane to one side of its margin is equal to the shortest distance from the hyperplane
to the other side of its margin. The ”sides” of the margin are parallel to the hyperplane
[18]. Maximizing the margins (i.e. creating the largest possible distance between the
separating hyperplane and the instances on its either side) has been proven to reduce an
upper bound on the expected generalization error [29]. The method of separating data
using hyperplane exposes SVM to the risk of finding trivial solutions that overfit the
training data. SVM tend to resist overfitting even in cases where a number of instances
provided are lower than the number of attributes by using regularization techniques,
which choose a fitting function that has a low error on the training set. SVM avoid
over-fitting by the careful tuning of the regularization parameter, C, for linear SVM. The
same applies to non-linear SVM by selecting appropriate kernel and careful tuning of the
kernel parameters.

A separating hyperplane can be written as w ∗x+ b = 0, where w is a weight vector,
namely w = w1, w2, ..., wn;n is the number of features and b is scalar, often referred to
as a bias (or −b termed the threshold). If the training data is linearly separable, then a
pair (w, b) exists such that

wTxi + b ≥ 1, for all xi ∈ P

wTxi + b ≥ −1, for all xi ∈ N

with the decision rule is given by

fw,b(X) = sgn(wTx+ b)

Where P and N indicate the positive and the negative side of the hyperplane respectively.
In cases when it is possible to linearly separate two classes, an optimum separating

hyperplane can be found by minimizing the squared norm of the separating hyperplane.
This minimization problem can be set up as a convex quadratic programming problem:

Minimizew,bΦ(w) =
1

2
‖w‖2 (2.6)

subject to yi(x
Txi + b) ≥ 1, i = 1, ..., l.
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Figure 2.9: SVM optimal hyperplane and maximum margin

In the case of linearly separable data, once the optimum separating hyperplane is
found, data points that lie on its margin are called the support vector points and the
solution is represented as a linear combination of only these points while other points are
ignored [29]. Since the number of support vector points selected by the SVM learning
algorithm is usually few, therefore, the model complexity is unaffected by the number
of features encountered in the training data. Due to this reason, SVM is well suited
for learning tasks where the number of features is large with respect to the number of
training instances [29].

For most real-world problems, data sets often involve data for which no hyperplane
exists, such that, it successfully separates the positive instances from the negative in-
stances (i.e. linearly inseparable data also called non-linearly separable data or nonlinear
data for short). SVM provides a solution to inseparability problem in two main steps.
In the first step, it maps the original data onto a higher-dimensional space. Once the
data has been transformed into the new higher space, the second step searches for linear
separating in the new space. The higher-dimensional space is referred to as transformed
feature space, as opposed to the input space occupied by the training instances [29]. It
is known that any consistent training set can be made separable with an appropriately
chosen transformed feature space of a sufficient number of dimensions. Having linearly
separable data in the transformed feature space once again brings us to a quadratic op-
timization problem that can be solved using the linear SVM formulation. The maximum
marginal hyperplane (linear separation) found in the new higher dimension space (trans-
formed feature space) corresponds to a non-linear separation (nonlinear hypersurfaces)
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in the original input space.
Mapping data in the original space to some higher dimensional space H as Φ : Rd →

H. Then the training algorithm would depend on the data through dot products in H, i.e
on functions of the form Φ(xi).Φ(xj). Kernels are a special class of function that allows
inner products to be calculated directly in feature space, without performing the mapping
Φ : Rd → H [49]. If there were a kernel function K such that K(xi, xj) = Φ(xi).Φ(xj),
we would only need to use K in training algorithm, and would not be needed to explicitly
determine Φ. Selecting the appropriate kernel function is vital because the kernel function
defines the transformed feature space where the training set is classified. To achieve the
best kernel function, it is common practice to estimate a range of potential settings and
use cross/validation over the training set to find the best one [29]. This practice adds to
the limitation of SVM, which is a low speed of training.

SVM training is done by solving N th dimensional quadratic problem, where N is the
number of examples in the training dataset. Since standard quadratic problem methods
use large matrix operations and time-consuming numerical computations that render
them impractical in large problems (computational complexity of O(n3)) . A simpler
algorithm known as a Sequential Minimal Optimization (SMO) comes in handy. SMO
can solve the SVM’s quadratic problem without any extra matrix storage and without
using numerical quadratic problem optimization steps at all [44]. SMO is more efficient
than quadratic problems since its computation is based only on the support vectors.

Comparing Supervised Learning Algorithms

We discuss the comparison of supervised learning presented in [29]. The comparisons are
based on accuracy, learning rate, classification speed, tolerance to missing values, toler-
ance to redundant attributes and other factors. It is noted that a detailed discussion of
all the pros and cons of each algorithm, as well as their empirical comparison, depends on
the learning task under consideration. Table 2.4 shows the summary of this comparison.

In general, SVM tends to attain better accuracy in comparison with other supervised
learning methods, especially when dealing with multi-dimensions and continuous fea-
tures. For discrete features, logic-based systems such as decision trees seem to perform
better. SVM usually requires a large sample size for it to achieve its maximum prediction
accuracy while Naive Bayes requires relatively small dataset. When considering classifi-
cation speed, i.e. using a generated model for classification, k -Nearest Neighbors (kNN)
takes considerably long time, since learning from data which considers all instances, is
delayed till a classification process is required.

Algorithms such as kNN require complete instances in a data set to perform accu-
rately; hence, it is not robust towards missing values. Naive Bayes is naturally robust to
missing values since the missing values are not considered when computing the probabil-
ities, and therefore has no impact on its final results. Irrelevant features are most times
present in a data set. kNN is particularly sensitive to irrelevant attributes, which is due
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Decision
Trees

Naive
Bayes

kNN SVM Rule-
learners

Accuracy in general ** * ** **** **
Speed of learning with re-
spect to number of at-
tributes and number of in-
stances

*** **** **** * **

Speed of classification **** **** * **** ****
Tolerance to missing values *** **** * ** **
Tolerance to irrelevant at-
tributes

*** ** ** **** **

Tolerance to redundant at-
tributes

** * ** *** **

Tolerance to highly inter-
dependent attributes (e.g.
parity problems)

** * * *** **

Dealing with discrete/bina-
ry/continuous attributes

*** ***(not
continu-
ous)

***(not
directly
dis-
crete)

**(not
discrete

***(not
directly
continu-
ous)

Tolerance to noise ** *** * ** *
Dealing with danger of over-
fitting

** *** *** ** **

Attempts for incremental
learning

** **** **** ** *

Explanation ability/trans-
parency of knowledge/clas-
sification

**** **** ** * ****

Model parameter handling *** **** *** * ***

Table 2.4: Comparing learning algorithms (**** stars represents the best and * star
represent the worst) [29]

to its approach of classification. On the contrary, SVM is insensitive to the number of
dimensions and has a high tolerance to irrelevant features.

The term bias, measures the contribution to the error of the central tendency of the
classifier when trained on different data, while the term variance is a measure of the con-
tribution to an error of deviations from the central tendency. Learning algorithms with
high-bias profile usually generate simpler, highly constrained models that are quite in-
sensitive to data fluctuation so that the variance is low. Algorithms with a high-variance
property usually generate complex models which fit data variations more readily. Ex-
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ample of a high-bias learner is Naive Bayes while decision trees and SVMs are examples
of high-variance learners. Overfitting is a common problem with high-variance model
classes, but algorithms such as SVM avoids overfitting by adopting techniques like regu-
larization.

kNN is considered as intolerant to noise because outliers can easily distort its similar-
ity calculation and hence lead to misclassification. On the contrary, decision tree learners
are resistant to noise because they employ pruning strategies which avoid overfitting the
data. Naive Bayes requires little storage space during both the training and classification
states. It only requires memory needed to store the prior and conditional probabilities.
kNN technique requires large storage space for the training and the execution space is at
least as large as its training space. The execution space of non-lazy learners is usually
much smaller than training space since the output model is often a highly condensed
summary of the data set.

Online learning is a learning approach which allows incremental learning. Naive Bayes
and kNN can be easily used as incremental learners while other methods require more ef-
fort to handle incremental learning tasks. A learning that offers more runtime parameter
to be tuned is considered to be easier to apply on data set. SVMs have more param-
eter than the other methods while kNN has only one parameter –k, which is easy to tune.

2.4.2 Unsupervised Learning

Unsupervised learning methods only use input, D = {xi}Ni=1, and the goal is to find
”interesting patterns” in the data [40]. There’s no class or label value given for the data
D [19]. This is a much less well-defined problem since the exact pattern to detect is not
defined and there is no obvious error metrics to use (i.e. we cannot compare our prediction
y for a given x to be the observed value) [40]. Unsupervised learning is commonly used
in tasks such as clustering, where the interest is to group similar items together, and
association analysis. Density estimation tasks are unsupervised learning tasks, which
discover the statistical values that describe a data [19]. Dimension reduction tasks are
applied to reduce the number of columns (i.e. features) of data sets in high-dimensional
spaces.

Clustering Analysis

Clustering analysis is the assignment of a set of observation into subsets (clusters) so that
the observations within the same cluster are similar according to some pre-designated
criterion or criteria. It is a supervised learning that automatically forms clusters of
similar things. It can be described as an automatic classification. The main difference
is that, in classification, we know what we are looking for, but for clustering, we do not
have such information. Since it also produces the same result as classification but without
having predefined classes. Clustering is sometimes called unsupervised classification [19].
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There are several methods employed for clustering analysis. These include partition-
ing, hierarchical, density-based and grid-based methods. Partitioning method involves
finding mutually exclusive clusters of spherical shapes among a given data set. It is a
distance-based approach and might often use mean (or medoids) to represent the cluster
center (i.e. the centroid). The major drawback of this method is its inefficiency for a
large-size dataset. A hierarchical method is an approach that uses hierarchical decompo-
sition (i.e. multiple levels to find cluster within a data set). This method is sensitive to
merging and splitting since it cannot correct erroneous merges or splits. Density-based
methods can find arbitrarily shaped clusters. Clusters are dense regions of objects in
space that are separated by low-density regions. The density-based approach may filter
out outliers. Grid-based methods use a multiresolution grid data structure. They have
the advantage of fast processing time which is typically independent of the number of
data objects, but dependent on grid size.

k-means clustering algorithm belongs to the partitioning method group of clustering
analysis. It is a common algorithm employed for unsupervised clustering task. It is called
k-means because it finds k unique clusters, and the center of each cluster is the mean of
the values in that cluster.

k-means clustering

A k-means algorithm finds k clusters for a given data set. The number of cluster k
is user-defined. A single point called centroid describes each cluster. A centroid is al-
ways at the center of all the points in a cluster. k-means algorithm start with defining
the value of k, then k centroids are randomly assigned to a point. Next, each point in the
data set is assigned to a cluster. The assignment is done by finding the nearest centroid
and assigning the point to that cluster. The next step involves updating the centroids.
This is done by taking the mean value of all the points in that cluster, and then assign
the centroid to the mean. These steps can be summarized into two main steps – data
assignment and relocation of the ”means”. k-means is an easy to implement a method
for clustering. The algorithm converges when the assignment of the centroid to the mean
no longer change. The complexity for each iteration is O(N ∗k), since this is the required
number of comparison per iteration. Where N is the number of instances in the dataset.

A significant drawback of k-means is that it can converge at local minima and not
global minima (i.e. it sometimes give a decent result but not necessarily the best result).
It is also known to be extremely slow on large dataset [19]. There are different types of
distance measures that can be employed for calculating the ”closest” centroid. The choice
of distance measure used in a dataset also plays a role in the performance of k-means.
The problem of local minima can be solved by running the algorithm multiple times with
different starting centroids or by performing a limited local search about the converged
solution [60]. Despite its drawbacks, k-means remain the most widely used partitioning
clustering algorithm in practice. The advantages include simplicity of algorithm, easy to
understand, reasonably scalable and can be easily modified to handle streaming data [60].
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2.4.3 Reinforcement Learning

The approach of reinforcement learning requires a system to learn from success and fail-
ure, from reward and punishment. In supervised learning approach, a system requires
to be told the correct move for each position it encounters, but such feedback is seldom
available [46]. In situations where the feedback is not available, such as in uncharted
territory, a system can learn a model from its own experience. The system also requires
knowing the aftermath of its actions, either good or bad. The aftermath, which is a
type of feedback to the learning system is called reward or reinforcement [46]. Rein-
forcement learning is learning what to do (i.e. how to map situations to actions), so as
to maximize a numerical reward signal. Unlike other types of learning, a reinforcement
learner is not told which actions to take [53]. Supervised learning is an important form
of learning, but it is not adequate for learning from interaction and complex domains
[53][46]. For interactive problems, it is difficult to obtain examples of the desired be-
havior that are both correct and representative of all the situations in which a system
has to act [53]. A reinforcement learning agent must be able to sense the state of the
environment – sensation, it must be able to able to take actions that affect the state of
the environment – action, and lastly, the agent must have a goal or goals relating to the
state of the environment [53].

A good example of reinforcement learning is an adaptive controller, which adjusts
parameters of a petroleum refinery’s operation in real time. The controller optimizes the
yield/cost/quality trade-off based on specified marginal costs without sticking strictly to
the set points originally suggested by engineers. Another possible application of rein-
forcement learning can be seen in a mobile robot, which decides whether it should enter
a new room in search of more trash to collect or start trying to find its way back to
its battery recharging station. It makes its decision based on how quickly and easily it
has been able to find the recharger in the past. [53]. In general, reinforcement learning
has been successfully applied to various problems, including operation research, robotics,
telecommunications, games playing and economics/finance [53].

Elements of Reinforcement Learning

There are four main sub-elements to a reinforcement learning system: a policy, a reward
function, a value function, and, optionally, a model of the environment [53].

• A policy – defines the learning agent’s way of behaving at a given time. It refers
to a mapping from perceived state of the environment to actions to be taken when
in those states. A policy is the essential to reinforcement learning since it is solely
sufficient to determine behavior.
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• A reward (or reinforcement) function – defines the goal in a reinforcement-learning
problem. It maps perceived states (or state-action pairs) of an environment to
a single number, an immediate reward, indicating the underlying desirability of
the state. The main objective of a reinforcement learner is to maximize the total
reward it receives in the long run. The reward function helps a learning system to
determine what are the bad and good events.

• A value (or utility) function – unlike reward function, which denotes what is good
in an immediate sense, a value function specifies what is good in the long run. The
value of a state can be described as the total amount of reward a learner can expect
to accumulate over the future starting from its current state.

• A model of the environment – imitates the behavior of the environment. It helps
to predict the resultant next state and next reward, given a state and an action.

From the elements of reinforcement learning above, we can have a learning model
consisting of:

1. Environment’s state St ∈ S, where S is a set of possible states

2. An action at ∈ A(St), where A(St) is the set of possible actions available in state
st.

3. Rules that describes what the learner observes, i.e policy, π(S) = a.

4. Rules of transition between states, i.e. a transition function, δ(S, a) = S ′

5. Rules that determine the scalar immediate reward of a transition from state S given
action a, i.e. a reward function, r(S, a).

6. Rules that determine the long term reward (utility) of a state (or state-action pair),
i.e. value function, Uπ(S)

These rules are usually stochastic. A reinforcement learner interacts with its environment
in discrete time steps. At each time t, the agent perceives or receives an observation Ot,
which includes the reward rt. The agent then chooses an action at from the set of
available actions, which is later sent to the environment. The environment changes its
states from the current state st to a new state st+1 and the reward rt+1 associated with
the transition(st, at, st+1) is determined. As mentioned earlier, the goal of the learning
agent is to collect as much reward as possible. Actions selection can be a function of the
history and it can even be a randomized selection. Figure 2.10 shows the relationships
between a learning agent and its environment.

Reinforcement learning is based on Markov decision process, but there are differences
in the prior knowledge about the model parameters. For Markov decision process, where
set of states – S, set of actions – A, transition probabilities T (S, a, S ′) and reward
functions R(S, a, S ′) are known. The aim here is to determine the optimal value function
and/or optimal policy. This can be solved using dynamic programming such as value
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Figure 2.10: Learning agent - environment

iteration or policy iteration. These approaches are known as model-based algorithms.
In a true reinforcement learning problems, transition model is not known; also reward
model is not known in advance. In this case, algorithms such as temporal-difference and
Q-learning are employed.

Passive Reinforcement Learning

Passive learning involves learning with fixed policy, the task here is to learn the utilities
of states (or state-action pairs); this could also involve learning a model of the environ-
ment. Some of the methods used in learning the utilities of states are Direct Utility
Estimation (DUE), Adaptive Dynamic Programming (ADP), and Temporal-difference
learning. DUE was invented in the area of adaptive control theory by Widrow and Hoff
[46]. The basic idea is that the utility of a state is the expected total reward from
the state onward (i.e. expected reward-to-go) and each trial provides a sample of this
quantity for each state visited. From the observed samples, the algorithm calculates the
observed reward-to-go for each visited state and updates the estimated utility for that
state accordingly, by keeping a running average for each state in a table. DUE succeeds
in reducing the reinforcement-learning problem to an inductive learning problem, but
it does not consider the inter-dependency between states since the utility of each state
equals its own reward plus the expected utility of its successor states. Utility values should
obey Bellman equations (2.7), but DUE does not. Hence, the algorithm often converges
extremely slowly and usually takes a large number of sequences to get close to the correct
value.

Uπ(S) = R(S) + γ
∑
S′

T (S, π(S), S ′)Uπ(S ′) (2.7)

ADP makes use of the Bellman equation to obtain the utilities of states Uπ(S). The
ADP approach takes advantage of the constraints among the utilities of states by learning
the transition model that connects them and solving the resulting markov decision process
using a dynamic programming method. The transition model T (S, π(S), S ′) and R(S) are
estimated from trials, the resulting learned models are subsequently used in the Bellman
equations (2.7) to calculate the utilities of the states. The Bellman equations are linear;
hence they can be solved using any linear algebra method. It is possible also, to use an
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alternative approach – modified policy iteration, which uses a simplified value iteration
to update changes to the utility estimates after each change to the learned model T and
R. This method converges faster since the model T and R changes only slightly. In
both DUE and ADP methods, learning problems are being reduced to markov decision
process, which is then solved. Another way to bring the Bellman equations to bear on the
learning problem is to use the observed transitions to adjust the utilities of the observed
states so that they agree with the constraint of Bellman’s equations (2.7). This is the
approach employed in Temporal-difference learning. It uses the constraints for adjusting
the utilities and does not solve the equation for all the states.

Uπ(S) ← (1− α)Uπ(S) + α(R(S) + γUπ(S ′)) (2.8)

Equation (2.8) presents the update rule for adjusting the utilities, where α is the
learning rate parameter. The name temporal-difference is adopted because this up-
date rule uses the difference in utilities between successive states. The fundamental idea
of temporal-difference method is to adjust the utility estimates towards the ideal equi-
librium that holds locally when the utility estimates are correct. While Equation (2.7)
works in the case of passive learning, Equation (2.8) causes the agent to reach equi-
librium given by Equation (2.7). The difference, however, is that update only involves
the observed successor s′, whereas actual equilibrium conditions involve all possible next
states. Temporal-difference is a model-free method since it does not need a transition
model to perform its updates. Temporal difference and ADP are closely related. They
both try to make a local adjustment to the utility estimates in order to make each state
”agree” with its successors. A key difference is that temporal difference adjusts a state to
agree with its observed successors, while ADP adjusts the state to agree with the entire
successor that might occur. Another difference is that temporal difference makes a single
adjustment per observed transition, while ADP makes as many as it needs to restore
consistency between the utility estimates and the environment model.

A direct estimation is a model-free approach, which is well known for its simplicity. It
is easy to implement, and each update is fast. It does not exploit Bellman’s constraints
and converges slowly. ADP is a model-based approach, and it is harder to implement
compared with DUE. Also, the cost of each update is high since each update is a full
policy evaluation. It, however, exploits Bellman constraints and converges faster in terms
of updates. Temporal difference is slower to converge, but it uses lesser computation per
observation. It partially exploits Bellman’s constraints.

Active Reinforcement Learning

An active agent is free to decide what actions to take because it does not have a fixed
policy that determines its behavior. It updates its policy as it learns, also it must
consider what the outcome of its actions may be and how they will affect the received
rewards. Adaptive dynamic programming can be used in this case. However, it needs to
be modified to handle the freedom of an active learning agent. The same ADP learning
mechanism used for passive agents can be employed to learn a complete model with
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outcome probabilities for all actions. Taking into consideration that an agent has a
choice of actions, the utilities it needs to learn are those defined by the optimal policy;
and they obey the Bellman equations (2.9):

U(S) = R(S) + γmax
a

∑
S′

P (S ′|S, a)U(S ′) (2.9)

Equation (2.9) can be solved using the value iteration or policy iteration algorithms to
obtain a utility function U that is optimal for the learned model [46]. The final issue is
what action to take at each step. An active learning agent can extract an optimal action
by one-step look-ahead to maximize the expected utility. This is applicable if it uses
value iteration for equation (2.9). However, if it uses policy iteration, the optimal policy
is already available. An ADP agent might become a greedy agent when it follows the
greedy policy suggested by the current value estimate. In such cases, the optimal policy
learned is not the true optimal policy. Choosing the optimal action from this policy will
only lead to sub-optimal results because the learned model is not the same as the true
environment (i.e. what is optimal in the learned model can be sub-optimal in the true
environment). Since the agent is not aware of the true environment, it cannot obtain an
optimal action for the true environment. To solve this problem, an agent must make a
trade-off between exploitation to maximize its reward and exploration to maximize its
long-term reward. With exploitation concept, to get a reward, we exploit our knowledge
to get a payoff. In the case of exploration, we simply get more information about the
world to discover actions that result in better rewards. To explore, we typically need to
take actions that do not seem best according to our current model. Managing the trade-
off between exploitation and exploration of a critical issue in reinforcement learning,
however, the basic intuition behind most approaches is to explore more when knowledge
is weak and exploit more as we gain knowledge. Approaches that use pure exploitation
often get stuck in bad policies, while those with pure exploration get better models by
learning, but they have small rewards due to exploration.

2.4.4 Common Machine Learning Paradigms and Categories

It is a common practice to categorize algorithms into paradigms based on their similarities
of basic assumptions about representation, performance methods and learning algorithms
[33]. Langley et al, present five paradigms of machine learning, these are perceptron-based
learning, artificial neural networks, instance based, genetic algorithm, rule induction and
analytic learning [33]. Kotsiantis (2007) [38] also identifies five different paradigms within
supervised learning. These are;

• logic based algorithms which includes, decision trees and rule-based classifiers,

• perceptron-based techniques which includes single layered and multi-layered percep-
tron (Artificial neural networks),

• statistical learning algorithms – Naive Bayes and Bayesian Networks,
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• instance-based learning – this includes kNN, and lastly,

• Support vector machines

Figure 2.11: Common algorithms used in machine learning

Machine learning algorithms can also be grouped based on application tasks. A survey
paper [60] presents the top 10 data mining algorithms. As mentioned earlier, data mining
extensively employs machine learning techniques. In the study, nominated learning algo-
rithms are grouped into 10 different groups. The groups include classification, statistical
learning, association analysis, link mining, clustering, bagging and boosting, sequential
patterns, integrated mining, rough sets and graph mining. The following list shows each
grouping of the final top 18 algorithms. The top 10 algorithms are color highlighted.
Figure 2.11 shows few common learning algorithms and their respective categories and
paradigms.

1. Classification – C4.5, CART, kNN, Naive Bayes

2. Statistical learning – SVM, Expectation-maximization

3. Association analysis – Apriori, Frequent pattern tree

4. Link mining – PageRank, Hyperlink-Induced Topic Search (HITS)
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5. Clustering – K-Means, Balanced Iterative Reducing and Clustering using Hierar-
chies (BIRCH)

6. Bagging and Boosting – AdaBoost

7. Sequential Patterns – Generalized sequential pattern, PrefixSpan

8. Integrated Mining – Classification Based on Associations (CBA)

9. Rough Sets – Finding reduct

10. Graph Mining – gSpan

2.5 Performance Evaluation in Machine Learning

In this section, we present common evaluation metrics and methods used in machine
learning. Accuracy performance of supervised learning is easy to evaluate due to the
nature of the learning problems. However, for unsupervised learning, it is difficult to
evaluate accuracy performance of algorithms. Jain et al (1998) [24] support this claim,
the authors state that the validation of clustering structures is the most difficult and
frustrating part of cluster analysis and suggests it is best to rely on labeled data for
model validation in clustering (an unsupervised learning task).

It is crucial to evaluate the performance of learning algorithms, as this is a large factor
in selecting a choice of algorithm. We present definitions to some following terms that
will be used in this section. In the following definitions, we shall talk in terms of positive
examples, P (examples of the main class of interest) and negative examples, N (all the
other examples apart from the main class of interest).

• True Positives, TP - These refer to the positive examples that were correctly pre-
dicted by the classifier.

• True Negatives, TN - These are the negative examples that were correctly labeled
by the classifier.

• False positives, FP - These are the negative examples that were incorrectly labeled
as positives.

• False negatives, FN - These are positive examples that were mislabeled as negative

2.5.1 Confusion Matrix

A confusion matrix is a table layout, which allows visualization of the performance of
an algorithm (typically supervised learning prediction algorithm). In the case of unsu-
pervised learning, a similar approach used is known as matching matrix. A confusion
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matrix has columns, which represent the instances in a predicted class and rows that rep-
resents the instances in an actual class (see Table 2.5). The term confusion was adopted
because the matrix makes it easier to see if the learning system is confusing two classes
(i.e. commonly mislabeling one as another). It is a useful tool for analyzing how well
a classifier can recognize the examples of different classes by summarizing TP, TN, FP
and FN. From values of TP and TN, we can easily see when a classifier predicts correctly
and FP and FN values tell us when it predicts wrongly.

Predicted class
Yes No Total

Actual class Yes TP FN P
No FP TN N
Total P’ N’ P + N

Table 2.5: Confusion matrix with totals for positive and negative examples

As an example, if a learning system has been trained to classify between three different
classes A, B and C, a confusion matrix will summarize the results of testing the algorithm
for further inspection. Let us consider a total test set of 30 samples. In the sample there
are 5 samples of class A, 12 samples of class B and 13 samples of class C

Predicted class
Class A Class B Class C Total

Actual class Class A 4 1 0 5
Class B 5 6 1 12
Class C 0 3 10 13
Total 9 10 11 30

Table 2.6: Example of a confusion matrix with totals for positive and negative examples

In this confusion matrix, of 5 actual samples of class A, the system classifies 4 correctly
and predicted 1 as class B. The matrix makes it easy to visually inspect the prediction
performance.

As seen in Table 2.5, the confusion matrix has additional row and column which
provides the totals. It shows P and N ; it also shows P’ and N’. P’ is the number of
examples that were labeled as positive (TP + FP) while N’ is the number of examples
that were labeled as negative (TN + FN ). The total number of examples is TP + TN
+FP +TN, which equals P + N or P’+ N’.
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2.5.2 Accuracy and Error rate

Accuracy or recognition rate of a classifier is the percentage of the test set tuples that
are correctly classified by the classifier [18], i.e.

Accuracy =
TP+ TN

P+ N
(2.10)

Error rate or misclassification rate is the percentage of the test set examples that are
misclassified. Error rate is simple 1− accuracy(M), where accuracy(M) is the accuracy
of model, M. Error rate can also be computed as

error rate =
FP+FN

P+N
(2.11)

As mentioned earlier in this section, to avoid misleading overoptimistic estimates, it
is ideal to perform evaluations with different data set (test set) other than the set used
for building the classifier (training set), i.e. holdout method. Resubstitution error is a
type of error rate that uses training set (instead of the test set) to estimate the error
rate. It is optimistic of the true error rate (the corresponding accuracy estimate is also
optimistic).

In cases where the distribution of classes within a data set is uneven (e.g. in datasets
with very few numbers of classes of interest (positive class). For example in fraud detec-
tion systems, the positive class (class of interest) is ”fraud”, which occurs very rarely. A
classifier’s accuracy might seems quite accurate with 97%. But, what if only 3% of the
training examples are actually fraud cases? It means the classifier could be predicting
all non-fraud activity correctly and misclassifies the class of interest, fraud. This clearly
makes accuracy measure unacceptable for estimating the performance of the classifier in
this case. This problem is referred to as class imbalance problem and requires measure
that can access how well the classifier performs with each positive examples and negative
example, the next measures sensitivity and specificity can be used in this case respec-
tively [18].

2.5.3 Sensitivity and Specificity

Sensitivity and specificity are statistical measures of performance of a classification func-
tion. Sensitivity measures the portion of actual positives, which are correctly identified
as such (TP recognition rate). On the other hand, specificity measures the proportion
of negatives, which are correctly identified as such (TN recognition rate).

Sensitivity =
TP

P
(2.12)

Specificity =
TN

N
(2.13)
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It suffices to show that accuracy is a function of sensitivity and specificity.

Accuracy = sensitivity
P

(P +N)
+ specificity

N

(P +N)

Sensitivity and specificity measures are closely related to the concept of type I and
type II errors in statistics [18]. A perfect classifier would be described as 100% sensitivity
(i.e. predicting all unknown class-A samples as class-A) and 100% specificity (i.e. not
predicting any non-class-A sample as class-A).

2.5.4 Precision, Recall and F-measure

Prediction and recall measures are widely used in estimating classification models. Pre-
cision can be defined as a measure of exactness (i.e. the percentage of correctly predicted
positive examples), while recall is a measure of completeness (i.e. the percentage of pos-
itive examples that are predicted as such).

precision =
TP

TP + FP

recall =
TP

TP + FN
=

TP

P

There is somewhat an inverse relationship between precision and recall. They are
typically used along with each other, where recall values are compared to a fixed value
of precision or vice versa. In some situations, we might benefit from combining precision
and recall into single estimates, these approaches are referred to as F measure ( F1 score
or F-score) and Fβ measure.

F =
2× precision× recall

precision+ recall

Fβ =
(1 + β2)× precision× recall

β2× precision+ recall

Where β is a non-negative real number. F measure is defined as the harmonic mean
of precision and recall, which gives equal weight to precision and recall. Similarly, Fβ

measure is a weighted estimate of precision and recall, which assigns β times as much
weight to recall as to precision. F2 and F0.5 are two commonly used Fβ measures [18].

We have discussed some accuracy-based measures are widely employed in estimating
the performance of a classifier. In addition to accuracy-based measures, there are addi-
tional aspects that can be considered in comparisons of classifiers e.g. speed, robustness,
and scalability (see Sub Section 2.4.1)
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2.5.5 Methods for Obtaining Reliable Evaluation Measures

Using a set of data to derive a classifier and then estimating the performance of resulting
model using the same data set can result in fallacious overoptimistic estimates due to
overspecialization of the learning algorithm on the data. There are at least three tech-
niques, which are used to calculate a classifier’s accuracy [29].

One simple method involves splitting the data set into two-third for training and the
one-third for performance evaluation. Another method known is called cross-validation.
Cross-validation is a statistical method, which is widely employed in machine learning
for obtaining reliable classifier accuracy estimates. In an n-fold cross-validation, the data
set are randomly partitioned into n mutually exclusive subsets or folds, D1, D2, . . . , Dn

each of approximately equal size. The training and testing are performed n times. In
iteration i, partition Di is reserved as a test set and the union of other partitions is
used to generate the classifier. E.g. in the first round of an n-fold validation, subset
D2, . . . , Dn jointly serves as the training set to train the first model which is tested using
D1 subset, second round uses D1, D3, . . . , Dn to obtain the second model which is then
tested on D2, the other iteration continues in a similar approach till nth iteration. The
average over all the n-rounds is the final accuracy estimate.

There are variants of cross-validation such as leave-one-out, holdout and stratified
cross-validation [57]. Leave-one-out validation uses a single instance as the test sample,
while the algorithm is trained on other instances. Holdout method, also called 2-fold
cross-validation, is the simplest variation of n-fold cross-validation, where a dataset is
randomly divided into two sets D1 and D2 of equal sizes. While D1 is used for training,
D2 is used for test and vice-versa. The stratified variant ensures each fold contains about
the same proportions of the types of class labels. Stratified 10-fold cross validation is
recommended and often use for estimating accuracy because of its relatively low bias and
variance [18].

2.6 Chapter Summary

This chapter presents the background of the research area of this thesis. We present
background information about DHS and CHP along with information about the actual
DHS network and CHP plant on which this work is based. Machine learning is introduced
along with information about the importance of its use, and we present a walk-through
example where we introduce the key terminologies of machine learning. The essential
steps in applying machine learning and its different types are discussed, and a brief
comparison of supervised learning methods is also presented. This chapter ends by
presenting details about performance evaluation in machine learning.



Chapter 3

Related Work

This chapter presents related work where machine learning methods are used for
electricity and thermal energy forecast in buildings.

3.1 Energy Forecast in Buildings

A survey of methods used in the estimation of energy-demand, for instance, thermal
and electric energy in buildings shows that there are two broad categories; the forward
(classical) and the data-driven (inverse) methods [15]. The former uses equations that
describe the physical behavior of a system to predict an output, while the latter approach
relates to supervised machine learning methods where measurements of input and output
variables of a system are collected and used to mathematically describe the system’s
physical behaviour [15]. Several machine learning methods, such as SVM [59], multiple
regression [10] [12] and neural network based methods [47][25] are used to predicting heat
or electricity energy demands in buildings. For DHS, the advantages of a data-driven
approach to a classical approach include the ability to generate models from a large
volume of data and the ability to adapt and update models based on new dataset [31].

The classification of the methods used in energy load forecast for buildings can be
broadly grouped into physical models, black-box models and grey-box models [64] [1]. In
relation to the two categories mentioned by the author, Fumo [15], the physical model
category relates to the classical methods, while the black-box model category relates
to data-driven methods. In comparison to the black-box models, physical models are
expensive and time-consuming due to the requirements of a large number of parameters
and building information as input. Black-box models, on the other hand, are easy to
build and usually require data over a period of time for its training purpose. Grey-
box models are generally used to address the drawbacks in physical models and the
difficulty in determining optimal parameters associated with black-box models. While
physical models suffer from poor generalization capabilities, grey-box models provide a
balance between high accuracy and good generalization capabilities, by extracting the
mathematical model from the system’s physics and estimating of model parameters from
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measured data. As a consequence, grey-box models require more effort to develop, retain
good generalization capabilities in reference to black-box models, and demonstrate higher
accuracy compared to white-box models [1].

Wu et al. [58] present a study which covers the scope of research gaps and opportu-
nities, research activities, analysis methods and the potential techno-economic benefits
in the use of synergies between energy supply networks. The study discusses the in-
creasing interconnection between diverse energy networks through the use of network
coupling technologies. The interactions are achieved through conversion of energy be-
tween different energy vectors in a way that provides services and also ensures efficient
and optimal energy management. The paper highlights the key challenges of exploiting
the synergies between energy supply networks. Some of the challenges include the lack
of clear understanding of complicated interactions and inter-dependencies between en-
ergy supply networks. Second, there exists no standard interface for network coupling
technologies, due to the significantly different characteristics. Third, integrating multiple
energy supply networks will result in higher management and operation complexity [58].
The paper identifies 3 broad categories of issues relating to the synergy between energy
supply networks, namely:

1. Network coupling technologies; The network coupling technology deals with the
physical link connecting energy supply networks and provides possibility and flex-
ibility to optimize their synergies. Example of this is power to heat or power to
cooling technologies.

2. Analysis of synergies between energy supply networks.

3. Optimal use of synergies in network operations.

The results of the studies presented by Wu et al. [58] provides a better understand-
ing, qualification, and optimization of the interdependencies and interactions between
energy supply networks. It was concluded that synergies between energy networks have
a potential to facilitate achieving a flexible, reliable and affordable energy future.

3.1.1 Discussion

The papers considered in this section provides the broad knowledge and understanding of
various methods which are commonly used for estimating energy in buildings. Following
the classification presented above [15], our work, which uses machine learning falls under
the data-driven or inverse method category, where data collected over a period of time are
used to generate a mathematical relationship between input and output variables [15].
The common use of machine learning in various fields can be attributed to its advantages,
and this is not an exception in for DHS as pointed out by Kusiak et al. [31]. In another
classification, the approach used in this work is described as a black-box model, and
a discussion on the comparison between black-box, grey-box, and white-box models is
presented [64] [1]. The description of the categories of methods used for energy estimation
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in buildings helps in the understanding of the position of the techniques adopted in this
thesis in relation to its related studies. The aims and objectives of this thesis correlate
with the study presented by Wu et al., where the result confirms the potential of obtaining
an efficient energy production and distribution through synergy across multiple energy
grids [58]. The challenges and issues highlighted in the study provide awareness about
the potential pitfalls to consider when the future work of this thesis is carried out.

3.2 Heat Load Forecast in District Heating System

The related studies which are based on the top-down approach focus on the production
side of a district heating network, that is, the approach which deals with the analysis
or forecast of the total heat energy delivered to an entire heating network. Several DHS
related studies are limited to predicting the net consumption energy at the production
side of a heating network [17] [56] [16] [25]. These studies fall under the category of the
top-down approach [15].

Gadd et al. [16] present an assessment method which describes the seasonal and daily
variations of heat load in DHS. The authors attribute the main origin of daily variations
to social patterns resulting from consumer social behaviours. Heat load variation leads
to increased costs due to peak heat load capacity and expensive peak fuel. Seasonal heat
load variations are well documented and analysed, but there is lack of suitable assess-
ment methods that are readily applicable for a more general analyses of existing daily
load patterns. The presented method is applied to 20 Swedish DHS ranging from small
to large systems, the method is generic and can be applied to every kind of activity
where daily variation occurs. There are two basic conditions from which the method
has been developed: independent of system size and no use of external parameters other
than analysed time series data [16]. The authors considered three parameters: the an-
nual relative daily variations which is a bench-marking parameter between systems, the
relative daily variations which describe the expected heat storage size to eliminate daily
variations, and lastly, the relative hourly variations which describe the loading and un-
loading capacity to and from a heat storage. The result shows that daily variations are
smaller than the seasonal variations since the daily heat load additions beyond the annual
average heat load are between 17% and 28% while hourly heat load additions beyond
the daily averages vary between 3% and 6% [16].The assessment of the variations in heat
load patterns can be used for the design and planning of a storage in a heating network,
such as accumulators.

Grosswindhager et al. [17] present an approach for an online short-term load forecast
using Seasonal Autoregressive Integrated Moving Average (SARIMA) models in state
space representation. The system considered is a non-stationary random process which
is composed of several consumer heat load in addition to heat losses via pipes. A moti-
vation for such short-term load forecasting is for the purpose of operational production
planning. The authors found that recurring patterns of the process based on half-hourly
data are well described by a SARIMA(2,1,1)(0,1,1)48 model, and the effectiveness of the
model was verified using standard regression diagnostics. The authors went further to
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incorporate the identified SARIMA model into the state space framework where classical
Kalman recursion allows convenient calculation of online forecasting values. The model
performance was validated on real data through MAPE calculations for 48-steps ahead,
that is, 24 hours horizon estimates. It is shown that the proposed SARIMA method is
suitable for online short-term forecasting of system heat load in district heating networks
[17].

Previous studies consider meteorological variables as major influencing factor to fore-
casting heat load in buildings. Similarly, Wang et al. [56] classifies the thermal load
influencing factors in a DHS as external and internal factors, where the external factor
refers to meteorological variables and building occupant’s behavioural factors. The latter
refers to factors, which relate to the operational characteristics of a DHS substation, such
as the supply and return temperatures. Wang et al. [56] apply wavelet analysis in com-
bination with a neural network, and its evaluation shows that the approach is suitable
for short-term heat load forecast.

For heat load prediction methods in district cooling and heating systems, the effi-
ciency of a layered neural network has been established, but, there is a drawback that
its prediction becomes less accurate in periods when the heat load is non-stationary
[25]. Kato et al. [25] propose a thermal load prediction method which uses a recurrent
neural network to deal with the dynamic variations of heat load and new input data
in consideration of characteristics of heat load data. The approach shows decent pre-
diction accuracy for non-stationary heat load [25]. Sakawa et al. [47] identify cooling
load prediction in district heating and cooling system, as one of the key techniques for
smooth and economical operations. The authors focus on data extraction which deals
with measurement noises, outliers, and missing data. This is required since cooling or
heating load data obtained from actual heating network systems, unfortunately, comes
with these data defects. In their article, the authors propose a new prediction method
using a simplified robust filter to improve numerical stability problem of three-layered
neural networks. The effect of the method is seen in its application to the actual cooling
load data in a DHS involving outliers and missing data [47].

Nielsen et al. [41] carry out a study using a grey-box approach with the purpose of
identifying a model linking the heat consumption to climate and the calendar information.
The process involved a theoretically based identification of an overall building model
structure followed by a data-based modeling. The theoretical relations known from the
theory of heat consumption and climate (temperature, wind, speed and global radiation)
was applied in combination with statistical methods to establish an actual mathematical
model of the heat consumption. In comparison to other work using grey-box modeling,
the data used in this work are more aggregated than often seen in the literature on grey-
box modeling. The paper demonstrates that even with such aggregation, the grey-box
approach is adequate [41].

Accurate building thermal load prediction is essential to many building energy con-
trol strategies, such as peak demand control and optimal control for chillers and buffer
tanks [64]. Zhou et al. integrate air temperature, relative humidity, and solar radiation
prediction modules with a grey-box model to obtain a reliable prediction of the hourly
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thermal load of the next day [64]. The study utilises a regressive solar radiation module
to predict the solar radiation using the forecast cloud amount, sky condition and extreme
temperatures from online weather stations, while the forecast sky condition is used to
correct the cloud amount forecast. The temperature and relative humidity prediction
module uses a dynamic grey model which works best for a grey-box system with miss-
ing data. The two modules are combined into a building thermal load model for online
prediction of heat load. The overall performance of the prediction model is satisfactory
having MAPE below 8%, while the weather prediction modules were reported to be af-
fected by temporary weather changes. The developed prediction method is suitable for
online prediction of building heat load in the coming days and coming hours, which is
important for many energy optimization control strategies [64].

Afram et al. [1] develop and compare the performance of black-box and grey-box
models of a residential Heating, Ventilation, and Air Conditioning (HVAC) system. The
HVAC input and output data were measured and the model of the energy recovery
ventilator, air handling unit, buffer tank, radiant floor heating and ground source heat
pump are all developed using the system identification techniques in Matlab. The devel-
oped black-box models include models which are based on Multiple Input and Multiple
Output (MIMO) artificial neural networks, transfer functions, process, state-space and
autoregressive exogenous. The predictions which result from the black-box models are
compared with gray-box models developed in earlier research. The models are compared
visually and analytically, and thereafter ranked based on their relative performance.
Artificial neural network outperforms the other modelling methods followed by the au-
toregressive exogenous and transfer function which both performed equally well at the
second level. The state-space, process, and grey-box models scored the least coming at
the third level.

In contrast to the top-down approach, which emphasizes on the total heat energy
consumption at the production side, the bottom-up approach, on the other hand, focuses
on the consumer ends of a heating network [15]. A comparative review of the developed
models for the prediction of building energy consumption is provided in a study by Zhao
et al. [63]. The methods identified in the review are classified into engineering, statistical,
neural networks, SVMs and grey models.

Backer et al. [5] employ a bottom-up approach with a focus on the consumer end and
consider single-family buildings. The work applies a computationally effective recursive
least square scheme with meteorological variables as model input. The model provides
forecast up to 42-hour horizon [5]. The forecasting model was built using data from six-
teen houses located in Denmark, combined with local climate measurements and weather
forecasts. The study forecasts hourly heat load of two days ahead for each house. The
forecast models are adaptive linear time-series models and the climate inputs used are
ambient temperature, global radiation, and wind speed. The forecast model was opti-
mized to fit the individual characteristics of each house, such as the level of adaptivity
and thermal dynamical response of the building, which was modeled with simple trans-
fer functions. The result obtained shows that the forecasting errors mainly are related
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to unpredictable high-frequency variation in heat load profile, shifts in residential social
behavior patterns and uncertainty of the weather forecast for heat load forecast at longer
horizons [5]. Forecasting heat load in buildings can be prone to high error rates due to
the highly stochastic nature of the consumer heat load pattern [17]. Grosswindhagera
et al. [17] stated that it is required to build several individual models for the consumer
ends of a DHS due to the stochastic nature of its data.

DHS has lots of significant potential roles in reducing CO2 footprints while concur-
rently improving fuel efficiency, and to realize this potential, it is important to improve
system operations in the domain of control and prediction for district heating networks.
Shamshirband et al. [51] discuss the importance of reliable prediction of consumer heat
load, by which production can be altered to match the actual consumers’ need. The
benefits attributed to a reliable prediction include lower distribution cost, lower heat
losses especially on lowered return secondary and primary temperature which in turn
improves the overall efficiency of CHP plants. The authors introduce a new model based
on Adaptive Neuro-Fuzzy Inference System (ANFIS) strategy that allows predictions of
heat load for individual consumers in DHS for a short-term forecast. The model was
validated with three different datasets, and an analysis was carried out to determine how
eleven input parameters affect the output heat load. The obtained result indicates that
input variables at time (t) are the most influential for the heat load prediction, and the
parameter at time (t− 10) has the smallest influence on heat load prediction [51].

Serbian et al. [50] presents a methodology for prognosis of domestic hot water con-
sumption in DHS using time-series analysis. The work models hot water heating load in
a block of flats with 60 apartments, where a simulation model according to the day of
the week has been chosen for the modeling purpose. Double cross-validation was carried
out to calculate the accuracy of the prediction models. The work studies the consump-
tion of domestic warm water during two non-working days; Saturday and Sunday. The
simulation model was built using data for a single day and the second day was used for
validation. The study uses a recursive algorithm which indicates that the parameters
are not constant in time. The authors claim the result obtained from the time-series
statistical analysis is an appropriate tool for the prognosis of heat consumption in DHS
[50].

Nikovski et al. [42] propose a general method for controlling building zone air tem-
perature by setting temperature set-points. The method uses building thermal models
based on thermal circuit identified from collected sensor data. The building’s thermal
dynamics was reduced to a Markov Decision Process (MDP) whose decision variables are
the sequence of temperature set-points over a suitable horizon. The authors carry out a
set of experiments in simulation using actual measured data for weather condition, hu-
man activities data and others. A single zone building thermal model was estimated from
measured data with the assumption of the comfort zone for the building temperature in-
terval of [21 - 26] degree Celsius. Four summer weather profiles collected in Cambridge,
Massachusetts in July and August were used as weather condition in the experiment.
The work employs two known energy saving strategies: the Night Setup Strategy (NSS)
and the Demand Limiting Strategy (DLS). The NSS specifies a set-point for the business
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hours, and the zone temperature is left to float freely at the other times. The DLS uses a
fixed set-point schedule that starts pre-cooling the building three hours before the start
of office hour while adjusting the temperature set-point to the lowest comfortable value
and the set-point is gradually raised to the upper limit in the afternoon when the peak
period starts. This method saved cost significantly compared to other control strategy
methods in buildings [42].

3.2.1 Discussion

The first group of related work presented in this section relates to the prediction of
heat load at the production side of a DHS, where the common focus is in estimating
or forecasting total energy demand across an entire DHS grid. On the other hand, this
thesis focuses on forecasting heat load at the DHS substations, which puts our approach
under the bottom-up category. As seen from the top-down based studies above [17] [56]
[16] [25], and the bottom-up based studies [5] [50], the methods used in load estimate for
both categories are closely related with main difference on the end-point of the network
where the heat load estimate is carried out. We identify the work presented by Gadd et
al. [16] as a valuable input for reducing or shaving peak load in a DHS, and the outcome
of the work can also be applied for the optimal control of local energy saving strategies
in buildings or DHS substations. The contribution presented by Grosswindhager et al.
[17] relates to our contribution in terms of forecasting heat load with forecast horizon
but differs by forcasting heat load for the production side of a DHS. The motivation to
investigate the impact of DHS internal factors such as supply and return temperature, as
input variables in forecasting models resulted from work done by Wang et al. [56], where
the factors affecting heat load in DHS are broadly grouped into internal and external
factors. The work presented by Kato et al. [25] shows that data obtained from sensors
deployed in a real DHS is far from perfect, and usually require adequate handling of
missing data, outliers and noises. The study by Zhou et al. [64] highlights the importance
of online prediction of building heat load in order to realise energy optimisation control
strategies. The discussion presented in the paper are significant to the future work of
this thesis which aims to include control strategies using reinforcement learning. The
work by Afram et al. [1] which compares the prediction performance of grey-box and
black-box models for a residential HVAC shows that black-box models are suitable for
energy estimates, and this corresponds with the choice of a black-box approach used in
this thesis.

Using the bottom-up approach, the work done by Backer, et al. [5] is closely related
to the work done in this thesis, but with the following differences: Backer, et al. consider
single-family buildings while this thesis considers multi-family and commercial buildings.
The authors consider a forecast horizon of 42 hours while we consider a 48 hours forecast
horizon. Our work also consider a different set of input variable for our forecast models
and the modeling approach also differs between our works. Shamshirband et al. [51] lay
emphasis on the importance of reliable prediction of consumer heat load as a means to
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achieve energy efficiency in CHP plants. While this work forecasts heat load in buildings
which is the sum of the space heat load and the domestic-water heat load, a work by
Serbian et al. [50] presents methodology for prognosis of domestic hot water consumption
in DHS. The outcome of the heat load forecast in this thesis is intended to be used as
input for energy saving strategy, and a related study by Nikovski et al. [42] presents
a related method for controlling building zone air temperature by using NSS and DLS
energy saving strategies.

3.3 Electric Energy Forecast in Buildings

The need to improve the design of the electricity infrastructure and efficient deployment
of distributed and renewable energy source has led to the development of a number of
smart grid systems. A work by Mocanu et al. [39], contribute towards the need to add
intelligence which acts over various time horizons in smart grids. The paper presents
five methods to forecast the energy consumption in a residential building over different
time horizons with different time resolutions. The authors propose two deep learning
methods, namely; Conditional Restricted Boltzmann Machine (CRBM) and Factored
Conditional Restricted Boltzmann Machine (FCRMB) for the prediction of electrical
energy consumption. Furthermore, newly developed stochastic models for time series
prediction of energy consumption is investigated and the assessment of the models is
carried out based on a benchmark dataset consisting of roughly four years of electrical
power consumption data collected from an individual residential customer. The analysis
carried out shows that FCRMB is an efficient method which outperforms the state-of-
the-art prediction methods, such as artificial neural networks, SVMs, and CRBMs. It
was observed in the study that as the prediction horizon increases, FCRBMs and CRBMs
become more robust and their prediction error is half of the error obtained using neural
networks. In terms of speed, all the presented methods show comparable prediction time
in the order of few milliseconds. The prediction speed, therefore, makes them suitable
for a near real-time exploitation application system like home and building automation
systems. The authors indicate that better prediction performances are obtained when
predicting aggregated active power consumption, than when predicting the demand for
intermittent appliances recorded with three sub-meterings. Finally, the challenges of the
proposed CRBM and FCRBM methods are highlighted as similar to artificial neural net-
works. Also, the authors claim that the consideration of additional information, such
as outdoor temperature and time information formed from the combination of day and
month, for the prediction model, especially FCRBM can increase the overall energy de-
mand prediction accuracy [39].

In another related work towards enhancing evaluation of building performance, opti-
mization of building operation, fault detection and diagnosis and demand side manage-
ment for a smart grid, a data mining-based approach to developing the ensemble models
for predicting the next-day energy consumption and peak power demand is presented
[13]. The method use ensemble models combining eight base models which are developed
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separately using eight popular prediction algorithms. Through the use of ensemble mod-
els, the base models of different algorithms with pros and cons are made to complement
each other and hence produce better generalization performance. The work applies the
method to analyze the large energy consumption data of the tallest building in Hong
Kong. The approach taken consists mainly of three steps: first, outlier detection, which
merges feature extraction, cluster analysis, and the Generalized Extreme Studentized
Deviate (GESD) is performed to remove the abnormal daily energy consumption pro-
files. Second, the Recursive Feature Elimination (RFE) and embedded variable selection
method was applied to select the optimal inputs to the base prediction models developed
separately using the eight popular predictive algorithms. The parameters used for each
model are then obtained through Leave Group Out Cross Validation (LGOCV). Third,
the ensemble model is developed and the weights of the eight predictive models are opti-
mized using a genetic algorithm. The widely used predictive algorithms employed in the
work include MLR, Autoregressive Integrated Moving Average (ARIMA), SVR, random
forests, multi-layer perceptron, boosting tree, multivariate adaptive regression splines,
and kNN. The result shows that the accuracies of the ensemble models are evidently
better than the results of the base models. The prediction accuracies of the ensemble
models measured by MAPE are 2.32% for the next-day energy consumption and 2.85%
for the peak power demand. These accuracies are evidently higher than those of indi-
vidual base models. It was also noted that the outlier detection method is effective in
identifying the abnormal daily energy consumption profiles. Furthermore, the recursive
feature elimination significantly reduces the computation load while enhancing the model
performance [13].

A study on energy consumption prediction using a reliable and highly-generalized pre-
diction of short-term electric demand in buildings is presented by Chen and Tan [11]. Like
other related work, the paper leverages on the smart grid and smart buildings equipped
with energy multi-systems with smart meters and sensors which can handle and report
operation-related parameters as well as energy consumption data. The work employed
multi-resolution wavelet decomposition as a preprocessor from the point of view of signal
analysis, and a hybrid SVR model was applied in two case study buildings; hotel and mall
buildings, to predict the hourly electric demand intensity. The paper proposes key points
to achieve a higher accuracy and extensive generalization using the hybrid SVR model for
hourly electric demand intensity. First, pre-processing; a 3-layer multi-resolution wavelet
decomposition was introduced to divide initial series into several parts, for the purpose
of alleviating the interferential influence on modeling. Second, Extraction of training
matrix; after the multi-resolution wavelet processing, all relevant attributes, covering
meteorological parameters, day-type, and extraction from the historical electric read-
ings, are reconstructed as the multi-dimensional training input for deep learning. Third,
SVR modeling and prediction; the hourly electric demand intensity series were obtained
through the SVR model with training matrixes. Lastly, the testing and validation; A
dataset of ten-dimensional parameter sample obtained from 29 work-days was used as
a training sample. By comparisons between the used hybrid SVR and pure SVR, the
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result indicates that the introduction of multi-wavelet decomposition can always improve
the prediction accuracy for the hotel building, while it is not necessary for the mall. In
general, the relative errors for the test cases are 4% and 6% for the hotel and the mall
buildings respectively [11].

A paper by Kontokasta and Tull [27] aims to support advancing urban sustainability,
carbon reduction, and energy efficiency by understanding building energy used at the
city level. The study provides insight into urban energy demand and develops a machine
learning based model to predict building energy use at the city scale. Statistical models
are used to predict energy used by 1.1 million buildings in New York City using the phys-
ical, spatial and energy consumption attributes of a subset derived from 23,000 buildings
which are required to report energy use data yearly. The machine learning methods
employed include linear regression, random forest, and SVR algorithms. The algorithms
were fit to the city’s energy benchmarking data and used to predict both electricity and
natural gas consumption for every property in the city. Real energy consumption data
are used for assessing the model accuracy and performing validation at both the building
level and the zip code level. The authors claim the linear regression models performed
best when generalizing to the city as a whole, and SVM results in the lowest mean abso-
lute error for predicting energy consumption. The work shows that building age is found
to be a significant predictor of energy usage, newer buildings are found to have higher
consumption levels than buildings constructed before 1930. The study also indicates
that there is high electric energy consumption in office and retail buildings, while this is
an inverse case for natural gas. The study suggests several opportunities to improve the
scope of data collection of energy disclosure policies to facilitate city-wide energy analysis
and tracking [27].

Another related work by Mena et al. [36] presents a model based on artificial neural
networks for the electric demand prediction for a solar energy research center. The work
includes a study on identifying the possible consumption patterns and also determining
some of the several important factors relevant to electric energy demands. Some of the
identified influential factors on building energy consumption are the outdoor tempera-
ture and solar radiation. The work proposes two methods, one taking account of all
the information related to a solar cooling installation and the other is a simplified ap-
proach without such consideration. Several tests are carried out in order to assess the
performance of the model, and these tests include different types of days and energy
consumption patterns. Also, different prediction horizons were evaluated, more specifi-
cally one-step (1 min) ahead prediction, 60-step (60-min) ahead prediction and multistep
ahead prediction which is also known as dynamic modeling or simulation. In the first
scenario of one-step ahead, results with a Coefficient of Variation Root Mean Square
Error (CV-RMSE) of 1% - 3% is obtained. In the second scenario of 60-step ahead and
the third scenario of multi-steps, results are obtained with CV-RMSE of 9%-30%. In
general, the work delivers sufficient results. The simplified version of the model in which
solar cooling installation is not considered results in a neural network prediction model
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with fewer inputs. The obtained model is also evaluated with the same set of tests as in
the previous model. For one-step ahead, the CV-RMSE was recorded around 1%-2.40%,
for 60-step ahead the CV-RMSE was around 5%-26%, and finally 8%-36% for multistep
ahead prediction. In general, the predictions are sufficient and comparable to the first
proposed model, but the neural networks lose the capacity for the representation of the
building energy consumption dynamics [36].

3.3.1 Discussion

The methods commonly used for electricity load estimates are closely related and some-
time the same as the methods used for DHS heat load estimates, hence we have considered
related studies that have used electricity load estimates in this thesis. A study by Mo-
canu et al. [39] uses five methods to forecast energy consumption in residential building
over different time horizons and different time resolutions. The work relates to our work
in connection to the forecast of energy consumption in residential buildings with varying
time horizons, and SVM method is also considered in this work. The work reveals that
SVM is suitable for near real-time exploitation since the prediction time when forecasting
energy consumption is in the order of few milliseconds [39]. A work presented by Fan et
al, [13] shows that the performance of machine learning ensemble models are evidently
higher than individual base models such as those used in our work. Although our work
does not apply ensemble models, it may be a method worth considering for our future
work. The study presented by Chen and Tan [11] applies a pure and hybrid SVR to
predict the hourly electric demand intensity in two commercial buildings; hotel and mall
buildings. The outcome of the work shows that the hybrid SVR produces an improved
prediction accuracy for only the hotel building, and this asserts that the two commercial
buildings exhibit varying energy response patterns. A study by Kontokasta and Tull [27]
contributes towards the goal of this thesis to reduce CO2 and improve energy efficiency
in energy grids. The work employs linear regression and SVM among other methods in
predicting energy use at a city scale, and the outcome of the research shows that linear
regression models performed best among the compared methods. The wide usage of SVM
in these studies motivates us to consider SVM in this thesis.

3.4 Chapter Summary

In this chapter, we present relevant studies on energy forecast in buildings along with
research work where machine learning methods are applied. Related work on energy
forecast in buildings, heat load forecast in DHS and electric energy forecast in buildings
are presented in this work. The first set of related work which is presented in this chapter
provides general information on the broad categories of techniques commonly used in
estimating both electric and heat energy consumption in buildings. These related works
provide the basic principles of energy forecast in buildings. Thereafter, related papers
which center on DHS are presented. These fall into two major categories, the top-down
and the bottom-up approach which focuses on the production side and consumer side
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of the DHS respectively. Methods used in estimating or forecasting electric energy in
buildings are closely related to those used for estimating heat energy in buildings, hence
a number of related work under electric energy forecast is also presented in this chapter.



Chapter 4

Conclusions and Future Work

This chapter concludes the introductory part of this thesis, where we present the
summary of our result followed by discussion, and lastly, the future work for this thesis.

4.1 Summary and Conclusions

This thesis presents a machine learning approach for forecasting the heat load in DHS.
We evaluate and compare the performance of four machine learning methods for forecast-
ing heat load in buildings. The evaluated machine learning methods are SVM, FFNN,
MLR, and regression trees, and the evaluation of the forecast models are carried out us-
ing data acquired from ten district heating substations for multi-family apartments and
commercial buildings. We investigate the effect of different parameters as input for our
forecasting model, the parameters include weather data (outdoor temperature), tempo-
ral aspects (day of the week and hour of the day), historical values of heat load and the
operational parameters of a substation. Following the classification of factors affecting
heat load in DHS by Wang et al. as internal and external factors [56], we examine the
impact of using the internal factors, that is, the DHS operational variables as additional
inputs for our forecast models. Lastly, we evaluate the performance of the SVM models
for forecast horizons ranging from 1 hour to 48 hours.

SVM scores the best in prediction accuracy, followed by FFNN and MLR, and re-
gression tree models produce the least accuracy, hence observed to be least suitable for
predicting heat load. Based on the performance evaluation outcome, the result from this
thesis corresponds with results from related studies where SVM and neural network based
methods have yielded suitable results for the forecast of energy consumption in buildings
[27] [56] [1]. For the SVM method, this thesis uses Gaussian radial basis function as its
nonlinear kernel function which has γ as its kernel parameter, and parameter C as its
constant for penalizing the training errors. A high value of C indicates a very narrow
Gaussian that tries to fit all the training data, and an optimal pair of C and γ is selected
through the use of search grid. We use SVM models with less computational overhead
by keeping these parameters relatively lower, as we retain the value of C and γ below
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an upper bound which is lower than values used in some related studies [52] to produce
models that are void of overfitting. In our case, since there exists a linear relationship
between the key input variables such as the outdoor temperature and the output vari-
able, the performance of MLR is in close reach to the top performing algorithms such
as the SVM and FFNN. The regression tree models produce relatively higher error rate,
and this shows that regression trees are not suitable for this problem type, but are more
fitting for discrete data types with a smaller amount of dataset. In essence, the results
show that SVM, FFNN, and MLR are suitable for heat load forecast problems. This
outcome augments the reason behind the common use of SVM and neural network based
methods in related studies on building energy estimates and forecast [39] [27] [1] [56].

Our work shows similar results with existing literature such as a study by Backer
et al.[5], where a forecasting method for space heating in sixteen single-family houses is
presented. The study shows the performance error for each of the sixteen houses based
on forecast horizons ranging from 1 to 42 hours. Fifteen houses produced Normalized
Root Mean Square Error (NRMSE) between 0.060 to 0.32, with one house having a
higher NRMSE value of about 0.55 for horizons above 5 hours. NRMSE is inversely
proportional to accuracy performance of a model, that is, a lower NRMSE indicates a
better accuracy performance and a higher NRMSE indicates poor accurary. In our work,
we obtain lower NRMSE compared to the result from Backer et al. [5]. Five out of ten
buildings produced NRMSE below 0.10, and four buildings have NRMSE approximately
between 0.1 and 0.25, while the highest NRMSE that was recorded is approximately 0.30.

While most of the buildings exhibit similar predictive energy consumption patterns,
we observe that three buildings have remarkably higher stochastic heat load patterns.
While forecasting, most of the buildings considered resulted in suitable accuracy perfor-
mance due to the presence of a regular heat load pattern, buildings with higher stochastic
load pattern produced relatively higher error-rate for their heat load forecast. Conse-
quently, to achieve high accuracy of heat forecast in these buildings, it is necessary to
analyse models and calibrate them towards individual building rather than a generic fore-
cast model as presented in this thesis. In general, the different results obtained for each
building means that they are fundamentally different and hence exhibit varying energy
response patterns. This case is also valid even for buildings within the same category.

A drawback of our work is the short period of data collection and the use of a single
district heating network as a source of data. In general, the quality of data used in a
training phase of a learning model determines how well the model can perform during a
testing phase with new datasets. In this thesis, although we carry out our analysis and
present our results for a single target city and using data collected over a short period
of three months, we presume that a different dataset collected from a different region at
a different time of the year will generate an equivalent model which is more tailored for
that region and time. For the approach which is presented in this thesis to be applied in
a different scenario, for example, in a new city or a different district heating network or
a different time range, it is required to generate a new model using data corresponding
to the city or time accordingly.

In addition to other input variables used in this thesis, weather information is used
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as input data for estimating domestic heat consumption, and the outdoor temperature
serves as our main weather information. As indicated by the common use of weather
information in the prediction of energy usage in buildings [64] [5] [42] [31], weather
information plays a prominent role in energy prediction. While we have considered
outdoor temperature as the weather information in this work, other weather-related
information such as solar irradiance, humidity, and wind speed are essential factors that
can also be utilized [31]. Occupancy behavior is another factor which can impact energy
consumption patterns in buildings, however, we did not consider occupancy behavior
since this work is restricted to available parameters within the DHS which has been
considered in this thesis. This restriction, however, does not limit the application of the
approach presented in this thesis, that is, our approach can be easily extended for use with
these additional parameters when available. A related work by Wang et al. [56] made
use of operational variables of a DHS substations as input parameters for forecasting the
total heat energy consumption in a district heating network. The heat load prediction was
carried out on the production side of the heating network and differs from this work which
was carried out on the consumer side of the network. Our result shows that the use of the
operational internal parameters of a DHS substation as additional input parameters for
estimating heat load does not improve the forecast accuracy in buildings, the additional
variables are redundant and contributes less impact. However, the use of these internal
variables can be useful for implementing localized energy-saving strategies, for example,
controlling the charge and discharge in heat buffer tanks. Energy saving strategies are
essential for minimizing energy cost, and there are various methods proposed in other
work, such as the MDP based strategy proposed by Nikovski et al [42].

In conclusion, this licentiate thesis presents a data-driven approach for heat load
forecasting at DHS substations for five multi-family and five commercial buildings. We
examine four supervised learning methods, and we evaluate the prediction model for
forecast horizon values ranging from 1 hour to 48 hours. Our result reveals that additional
DHS internal factors do not significantly affect the performance of our forecast model.
The outcome of our heat load forecast using machine learning produces low error rates
which makes it possible to apply the result in ways that can lead to energy optimization
in DHS.

4.2 Future Work

As future work, there is a need to focus on exploiting the outcome of this thesis to build
a smart energy optimized DHS using energy-saving strategies at both the production
side and the consumer side. The energy saving strategies can be used for peak shaving
and for maintaining a steady return temperature back to the CHP plant while achieving
satisfactory thermal energy in buildings. The described system can determine policies
for controlling energy-saving strategies optimally by considering heat load forecasts at
different substation as well as the production plant.

The future work shall be an advancement of the secondary contribution of this thesis
as presented in section 1.1.2, and figure 1.3 shows the part of the proposed system that
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is required to be part of the future work. Reinforcement learning and online supervised
learning have been identified as suitable machine learning techniques that can be applied
in the future work as described by Idowu et al. [23].

Applying our thesis outcome as input to energy-saving strategies can enhance energy
consumption efficiency in buildings while also improving energy efficiency in network
substations, especially during heat demand peak periods. Furthermore, the outcome of
this thesis can also be applied to reduce the emission of CO2 and reduce the usage of
fossil fuel consumption in CHP plants, while enhancing flexibility in planning towards an
efficient operational grid management from the cost and environmental perspectives.

4.3 Chapter Summary

In this chapter, we present the summary and some discussions around the result of this
thesis which includes result interpretations and conclusions. The chapter summarizes
result from the data-driven approach for heat load forecasting at DHS substations for
five multi-family and five commercial buildings. The result of the thesis reveals that
additional DHS internal factors do not significantly affect the performance of our forecast
model, and the outcome of the heat load forecast using machine learning produces low
error rates which are comparable to results from existing work. This chapter ends by
presenting the future work of this thesis and how it is intended to contribute towards the
objectives of this thesis.
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Machine Learning in District Heating System

Energy Optimization

Samuel Idowu, Christer Åhlund and Olov Schelén

Abstract

This paper introduces a work in progress, where we intend to investigate the application
of Reinforcement Learning (RL) and online Supervised Learning (SL) to achieve energy
optimization in District-Heating (DH) systems. We believe RL is an ideal approach since
this task falls under the control-optimization problem where RL has yielded optimal
results in previous work. The magnitude and scale of a DH system complexity incurs the
curse of dimensionalities and model, hereby making RL a good choice since it provides a
solution for the problem. To assist RL even further with the curse of dimensionalities, we
intend to investigate the use of SL to reduce the state space. To achieve this, we shall use
historical data to generate a heat load sub-model for each home. We believe using the
output of these sub-models as feedback to the RL algorithm could significantly reduce
the complexity of the learning task. Also, it could reduce convergence time for the RL
algorithm. The desired goal is to achieve a real-time application, which takes operational
actions when it receives new direct feedback. However, considering the dynamics of DH
system such as large time delay and dissipation in DH network due to various factors, we
hope to investigate things such as the appropriate data sampling rate and new parameters
/ sensors that could improve knowledge about the state of the system, especially on the
consumer side of the DH network.

1 Introduction

The nature of a learning problem determines the Machine Learning (ML) type that would
be most suitable for the task at hand. Today, there are various techniques emanating from
the three main types of ML (i.e. supervised, unsupervised and reinforcement learning),
each designed to suit a specific group of problems. For problems under the pervasive
context, one of the most desired features of a learning system is the ability to support
continuous learning and utilize the adapted model either in real-time or near real-time.
This need is largely based on the expectation of systems to readjust to changes in its
properties over time in unforeseen ways. This concept is popularly referred to as concept
drift [13]. Concept drift is peculiar to many fundamental processes, especially those that
relate to human activities. Changes could come as a result of varying underlying factors,
and hence it needs to be taken into consideration in a learning process. Therefore, in
a system that has a tendency of concept drift, if an ML technique without continuous
learning capability is employed, then it is important to periodically re-train or re-model
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[4]. For systems that cannot provide continuous accurate labeled feedback, classical
Supervised Learning (SL) without online capability is ideal. For other problems, which
could provide continuous labeled feedback when making use of the model. Such problems
would benefit from the constant feedback that helps regulate the generated model to stay
relevant in the near future. Such systems interact with the outer physical environment
periodically to receive the state observation of such environment. In general, it is most
appropriate to employ some automated form of remodeling in a real-time system that
should be adaptive to variations in its outer environment. An ML method may have the
capability of taking into account periodic and continuous feedback. This ensures reliable
results in future even in the face of concept drift. Nevertheless, the choice of ML technique
chosen for such tasks still depends largely on the problem at hand. To this end, a group of
ML methods that is suitable for such purpose is the adaptive online methods of SL. These
have proved useful for problems relating to online classifications and regression problems.
Secondly, Reinforcement Learning (RL) supports online learning in problems relating to
achieving specifically defined goals or control optimization. By default, RL involves the
use of continuous direct feedback to learn how to achieve a defined goal. In learning
tasks with huge dimension of parameters, large dimension size could cause overfitting [7]
if sufficiently large amount of training samples is not available. For continuous learning,
the use of more samples with time eventually helps reduce overfitting. SL methods have
proved applicable in many practical problems while the other machine learning methods
have not been able to make such claim. This has led to much focus on SL.

District Heating (DH) related works such as [1] [2] have addressed DH systems using
mathematical models for optimal control. Others have used statistical models to predict
heat demands from consumers. Designing a complete and accurate model of a DH system
would require more than a trivial approach. The non-triviality stems from its magnitude,
scale and complex interaction between various units of the DH network, such as pipes and
heat-exchanger. As a result of the DH’s dynamic properties, which require a high level
of details, its model would require high computation times and intensive computational
resource for solving optimization problems. Considering the curse of dimensionality and
the curse of model that plague a system such as this, opting for a solution, which would
avoid the construction of a theoretical model while providing the solution for an optimal
control seems an excellent choice. RL method comes in handy here since the model-free
methods of RL do not need the transition probability matrices, and it stores the value
functions with function approximation methods [5].
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1.1 Objectives

The objectives of this paper are described as follows:

• The foremost intention of this paper is to identify a suitable ML approach that
could enhance energy efficiency at the consumer side of a DH system.

• To identify and briefly discuss possible energy saving strategies and relating pa-
rameters in the DH system, which are crucial for the target system.

• To motivate the need for an online prediction method, which would be adaptable
to changes in underlying factors that influence heat load pattern.

This paper is organized as follows: section 2 describes the brief overview of ML that
relates to this work; section 3 describes components and characteristics DH system;
section 4 discusses the proposed approach to this work and the paper concludes in section
5.

2 Machine Learning

ML applies suitable algorithms on data for a learning problem. Tom Mitchell [9], defined
a well-posed learning Problem: A computer program is said to learn from experience
E (observed examples) with respect to some task T and some performance measure P
if its performance on T, as measured by P, improves with experience E. Therefore, we
can define ML as one that can learn from experience with respect to some class of tasks
and a performance measure [9]. In general terms, ML can be clearly defined as set of
methods that can automatically detect patterns (general regularities) in empirical data,
such as sensor data or databases and then use the discovered patterns to predict future
data, or execute other types of decision making under uncertainty [10]. ML is divided into
three principal groups; Supervised Learning (predictive learning approach), unsupervised
learning (descriptive learning approach) and RL [10]. In the following sub-sections, we
shall present a brief overview of supervised learning and reinforcement learning.

2.1 Supervised Learning

In this approach, the task is to learn a mapping from input x to output y, given a
labeled set of input-output pairs D = {(xi, yi)}Ni=1. Where D is the training set, and
N is the cardinality of the training set [10]. Each example input xi is a D–dimensional
vector of values representing the features of an instance. The output yi part of the
training set represents the class or label of its respective features [10]. The type of
output variable, yi differentiates the two types of tasks performed under the SL. In
cases where the output variable yi is categorical or nominal, these types of ML tasks
are referred to as classification or pattern recognition [10] [6]. The common algorithms
used for classification tasks include Naive Bayes, C4.5 decision trees and kNN (k Nearest
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Neighbor). The second SL type is referred to as regression, where the output variable,
yi, is a real-valued scalar [10] [6]. Common algorithms used for regression include linear
regression as well as CART (Classification and Regression Tree), which can also be used
for classification tasks. Traditionally, SL is performed offline, i.e. a one-time generation
of a model estimate from a batch of instances. When it is important for learn on the
fly with new instances being obtained in the near future. Such a situation requires us
to perform online learning, where we can update the model estimates as each new
data instance arrives. Online gradient descent [15] is a simple example of online learning
algorithm.

2.2 Reinforcement Learning

Reinforcement learning is learning what to do (i.e. how to map situations to actions
with the goal to maximize a numerical reward signal) [12]. The actions to be taken to
achieve the goal is not given as it is with other types of ML, but a learner must discover
which actions gives the most reward by trying them [12]. Russell et al, describe RL
as a form of learning where the agent learns from a series of reinforcements–rewards or
punishments [11]. The most important aspects of the RL system include; sensation –
ability to sense the state of the environment, action – must be able to take actions, which
affects state of its environment and goal – system must have goals relating to the state
of the environment [12]. Q-learning [14] is one of the common algorithms used for RL.
RL algorithms have its root in Dynamic Programming (DP) algorithms. For classical
dynamic programming style, to obtain an optimal solution, there is a need to generate
the transition probability and reward matrices from the given random variables. In the
case of RL however, given the same distributions of governing random variables, a near-
optimal solution can be solved by the use of a simulator and RL algorithm without the
overhead of transition probability and reward matrices.

3 Energy Optimization in District Heating System

The work in progress centers on energy optimization within a DH system and a Combined
Heat and Power (CHP) plant. In this section, we describe the target system, which
includes the energy plant, the DH network and the consumer end-points. We also discuss
the complexities of a DH system that makes it difficult to model in traditional ways, and
hence a necessity for a learning approach.

3.1 Heat Distribution Network and Consumers End-Points

A DH System is a system for distributing heat generated in a centralized location for
residential and commercial heating requirements such as space heating and domestic
water heating. A DH network provides a means of distributing heat energy to different
homes. From the CHP plant, heat is distributed to the customer in the form of hot
water via a network of insulated pipes. DH system consist of feed and return lines. At
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the consumer level, the DH network is usually connected to the building heating system
via a building level substation. This consists of heat exchangers, sensors, control valve
actuators, speed pump controls, flow meter and gauges. The heat supplied is mainly
used in the form of space heating and domestic hot water. Currently, the target plant
provides heat for 4119 substations connected to the DH network. Consumer billing relies
on a 24-hour periodic measurement of energy consumption.

In a bid to capture the most information about the state of the DH system periodically,
we aim to employ the use of appropriate sensing devices that would report the state of
the system in a real-time manner. There is a need for periodic report of parameters from
various units within the DH system, such as the substations. Additional sensors shall
be deployed to provide data that gives better insight regarding energy usage patterns
in homes. This will support data collection from remote metering devices and transfer
the data to a central system wirelessly. The smart meters are capable of providing real-
time/near real-time reporting and heat quality monitoring. Currently, measurements on
primary side of DH network are collected in a periodic manner of 24 hours. In this work,
we aim to identify and collect useful additional data from the secondary side of the DH
network (i.e. at the consumer side of the DH system). Also, we intend to have a faster
data collection rate of at least 1 hour.

3.2 Complex characteristics of DH system

Modeling a complete DH system can be a complex task to achieve, either for operational
planning or optimization. The complexity comes by as a result of the dynamics of the
system and its components as well as multiple factors and parameters that affect its
operation. Such complex system requires a smarter way of modeling instead of the
classical modeling approach. The operation of a DH system is partly affected by the
energy demand patterns in consumers’ home and the factors relating to the distribution
network. One of such factor is the time delay in DH network. The time delay in a
DH network is usually large compared with time delays in other parts of the DH system
(e.g. building level substation). The time delays appearing in the network are mostly as a
result of the transportation time of the DH water from the production plant to consumers
and back again. It can take several hours before a consumer registers a change in the
supply temperature from the plant. Also, there is usually response delay at the CHP
plant to changes at the consumer’s side. In bigger systems, it can take up to 10-12
hours before the change has reached the most distant consumer [1]. Heat loss to the
surrounding environment or heat storage in the environment adds to the complexity of
DH system. Another factor is the change in performance state of a DH system over time
due to conditions such as deterioration of network pipes or valve controls. Other factors
that affect the operations of a DH system are the outdoor air temperature, time of the
day, season of the year, dissipation (i.e. the friction loss in pipes converts the pumping
energy into heat energy, which tends to raise the temperature of the heating water) [1]
as well as pressure and flow rate.
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4 Proposed Approach

The objective is to optimize energy usage in DH system and hence minimize cost of
production in CHP. We focus on the optimization in consumer homes as we believe this
would result in efficiency across the entire DH network, and hence reduce production
cost at the CHP plant and auxiliary boilers. We investigate how we can maintain steady
energy demands from homes (i.e. flattening peak demands) and maintaining a very
low return temperature, which increases the efficiency of power generation in the CHP
plant. Previous work on heat load forecast shows that the outdoor temperature together
with the social behavior of consumers have the greatest influence on the heat demand in
homes [3]. Erik (2002) further used these factors as the core of the load prediction model
developed for heat-load prediction and also discussed other factors that affect heat load.
Figure 1 shows the conceptual illustration of the proposed approach.

Figure 1: Illustration of proposed approach. Online SL models are used to predict heat
demand for each consumer while using the actual heat demand as feedback. The RL
algorithm controls the charge/discharge of accumulators and load balancing within home
(space heating and domestic hot water). In addition to direct observation space of the
DH network, the RL algorithm gets feedback from heat demand models of various homes.

Online prediction of energy demands in home: With the help of online SL (depicted
in Figure 1 as Heat Demand models), we plan to predict energy demand in domestic
heating systems (space heating and hot water). Each home shall use related parameters
to pre-determine the expected energy demand periodically. Simultaneously, the solution
aims to integrate into smart city systems. We shall investigate how existing knowledge
captured by smart city systems could improve heat load predictions from consumers.
Our system will be integrated with the Sense Smart City platform [8]. Behavioral
information that relates to occupants of homes such as user location, activities and age
are of interest in this regard. We believe this would provide a new level of information
that could result in better heat demand prediction for homes. Existing historical data
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will play an important role here, as we aim to start with designing an appropriate heat
demand prediction model based on them. The outcome of the online model generated
from the learning phase shall be used as input for the RL algorithm, hence reducing the
state space (see Figure 2).

Figure 2: Reduction of state space used by the RL agent. Each home has a separate SL
model for predicting its heat load.

In line with the objectives addressed in this paper, we motivate the use of optimal
control of energy distribution strategies in a DH system as a mean to increased energy
efficiency. We predict that with a well-learned optimal control of the discharge and
charge operation of heat storage units such as accumulators (as well as other necessary
factors), higher efficiency could be achieved in the DH network. Also, increased control
of heat load- balancing within homes can also provide better energy efficiency. The
balancing shall be mainly between the space heating and hot water supply (e.g. waste
from hot-water usage could be recycled for space heating). The extensive data collection
on the consumer end of the network implies the ability to monitor the energy supplied
and used for space heating as well as for domestic hot water separately. We believe this
can help to achieve energy usage efficiency by employing heat load balancing strategy.
The project also aims to use accumulators at the building level substations to save heat
energy and thereby flattening demand profile. Heat accumulators have been used mostly
at the network-level (primary side) to maximize energy efficiency in DH system. We aim
to investigate the possibilities of obtaining higher efficiency with the use of accumulators
in homes. We aim to learn the optimal control of charge and discharge action for the
accumulator in each building using a RL approach. This will work in close connection
with the expected energy demand from homes and other necessary factors. The load
profile can be used to decide when to heat the accumulator. Heat load prediction at
homes shall be approached from the supervised ML style. We plan to use historical data
to assist in generating the required prediction model. The following shows parameters
to be considered in the relation to the ML approach.

SL - Parameters for the heat load predictions: Some of the currently identified param-
eters include outdoor temperature, social behavior, type of building/consumer, number
of occupants, time of day, season, day of the week, information from smart city system.
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RL - Observation space: Some of the identified observation space includes the supply
temperature from CHP to DH network, return temperature back to CHP, temperature,
pressure and flow rate at several points within the DH network, expected heat demand
from consumers (predicted using other parameters), information about state of accumu-
lators, ground temperature around pipes at several points.
RL - Action space: The main control actions will be charging and discharging of heat
storage. Also, valve control for using recycled hot water for space heating.
RL - Rewards: The peaks in heat demand from homes directly affects the changes in
return flow temperature. Hence having a steady return flow implies steady heat demand
in home. Therefore, we can have positive valued reward for every step while the temper-
ature of the return flow is steady (e.g. within a specific range).
RL - Termination: An RL agent requires a way to determine when to end a trial episode
(i.e. how to determine when a learning attempt fails). A RL episode should terminate
when the temperature changes of the return flow exceeds a specified value.

5 Conclusion

This paper introduced a work at its preliminary stage. To achieve increased energy
efficiency at the consumer side of a DH system, we identify that an appropriate method
requires a combination of ML approaches. We recognize SL as a suitable method for heat
load prediction (ML data-driven energy estimation) while RL is suitable for the optimal
control of heat storage and load balancing strategies. The first part of the proposed
approach deals with the estimation of heat load pattern in homes and the prediction
of heat demand from the consumer’s side. The work shall go beyond commonly used
parameters in similar work that involves heat load prediction. As future work, we intend
to install new smart sensors at the consumer side, to gather needful parameter about
heat consumption in homes. Furthermore, we aim to consider the social behaviors of
home occupants by taking advantage of existing smart city platform. This would prove
as effective integration of smart city components. The second part of this work intends
to consider the entire DH system and its multiple units as a whole, and learn how to
achieve optimal control of identified strategies within the network. The main strategy
here is the use of heat storage in homes; hence we seek to achieve an optimal control of
charge and discharge actions of heat storage systems.
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Systems: A Machine Learning Approach

Samuel Idowu, Saguna Saguna, Christer Åhlund and Olov Schelén

Abstract

The rapid increase in energy demand requires effective measures to plan and optimize
resources for efficient energy production within a smart grid environment. This paper
presents a data driven approach to forecasting heat load for multi-family apartment
buildings in a District Heating System (DHS). The forecasting model is built using six
and eleven weeks of data from five building substations. The external factors and inter-
nal factors influencing the heat load in substations are parameters used as our model’s
input. Short-term forecast models are generated using four supervised Machine Learning
(ML) techniques: Support Vector Regression (SVR), Regression Tree, Feed Forwards
Neural Network (FFNN) and Multiple Linear Regression (MLR). Performance compar-
ison among these ML methods was carried out. The effects of combining the internal
and external factors influencing heat load at substations was studied. The models are
evaluated with varying horizon up to 24-hours ahead. The results show that SVR has
the best accuracy of 5.6% MAPE for the best-case scenario.

1 Introduction

The current increase in global demand for energy will challenge energy production and
its supply. Energy sustainability and efficiency can be achieved by applying an optimal
approach at the production and consumption ends. Equally important is the need for
flexibility in economic and technical planning in a smart-grid. We see smart-grids encom-
passing both power and district heating. To achieve this goal, a load forecasting model
is essential for both power and district heating grids at the consumption side.

Related work in the area of energy (e.g. thermal, electric, cooling) demand estimation
in buildings is categorized into forward (classical) and data-driven (inverse) approaches
[6]. The former uses equations that describes the physical behavior of a system to predict
the outputwhile the latter approach relates to ML where measurements of input and
output variables of a system are collected. The measured data is then used to define
mathematical description of this system [6]. Recently, several researchers have considered
the use of ML to develop data driven systems due to large scale availability of sensor
generated data. This is due to the effectiveness of the ML approach. For estimating
energy demand at the consumption environment commonly used data-driven methods are
SVR [18], Multiple Regression [3], Neural Networks based methods [14][10]. In specific
to heat load forecast, some of the advantages of data-driven approach over a classical
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approach include the ability to discover models from large volumes of data and the
ability to adapt and update models based on new data [11]. The latter point is essential
due to the non-stationary nature of heat load profile.

In District Heating Systems (DHS), numerous developments have been made to ob-
tain efficient operational management from the financial and environmental perspectives.
However, most prior work are limited to the production environment [17] [7] [10]. These
relate to the top-down approach [6]. [17] highlights the two types of heat load influencing
factors as external (e.g., outdoor temperature) and internal (e.g., supply temperature)
factors. The former refers to outdoor meteorological variables and the latter means the
factors relating to operational characteristics of a DHS. For increased flexibility in plan-
ning, it is essential to consider the consumption environment, where local planning and
process control could help reduce a) energy consumption, b) emissions such as CO2, c)
fossil fuel consumption in Combined Heating and Power (CHP) plant and d) peak de-
mand. These can be achieved through optimal control of local energy saving strategies,
and via the shortening of control-loop between the production and consumption side.
In this paper, we focus on applying a bottom-up approach using ML to estimate heat
energy at the consumption side of a DHS.

Our key contributions in this paper are:

• We apply and compare different ML algorithms (SVR, FFNN, MLR and Regression
Tree) in the context of forecasting heat load for multi-family apartment buildings
in a DHS at various forecast horizons of 1, 3, 6, 12, 18 and 24-hours.

• We study the effects of the internal and external factors for heat load in a DHS at
the consumer side.

This paper is organized as follows: Section 2 presents the DHS background and related
work. Section 3 describes the system architecture and further, Section 4 describes the
modeling process for heat load forecasting. Section 5 presents the evaluation and results
while Section 6 presents the discussion, conclusion and the future work.

2 Background and Related Work

A DHS produces heat energy in a centralized location (e.g. CHP plants) and supplies it
to residential and commercial buildings primarily for space and domestic water heating.
It has three main parts: 1) Production-side: usually consists of a co-generation plant
(e.g., heat and electrical power) or a heat-only boiler station (run by burning fuel such as
biofuel, oil or gas for heat). 2) Distribution network : consists of insulated pipes of varying
diameters carrying hot water through the entire grid. The supply pipelines transport hot
water to substations while return pipelines transport used water back to the production
side. 3) Consumer-side: consists of a substation where heat energy is transferred from
the primary network to the secondary via a heat-exchanger which may include control
valve actuators, speed pump controls, flow meters and gauges. A diagram (Fig. 1) shows
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Figure 1: A simple diagram of a DHS.

the basic schematic drawing of a DHS. The red and blue lines denote supply and return
pipes, respectively.

The net heat energy, Qnet delivered to the entire grid mainly depends on the supply
temperature and the flow rate. Qnet can be formulated as a function of heat energy at
each substation as shown in Eqn. 2.

Qnet = Qloss +
n∑

i=1

QSi
(1)

Where QSi
is the heat demand at substation Si. Qloss, which varies based on soil tem-

perature around the pipes, is heat lost during energy transport. The top-down approach
focuses on Qnet while the bottom-up approach considers QSi

. Our work takes the bottom-
up approach. QSi

is affected by various parameters such as meteorological parameters,
building characteristics and social behavioral patterns of occupants. Apart from these
attributes, internal physical dynamics within DHS can be used for forecasting heat load.
Table 2 shows some of the identified influencing factors based on the classification de-
scribed in [17].

2.1 Related Work

Production side

Related work that focuses on production side deals with analysis or forecast of Qnet in
DHS (i.e., top-down approach). [7] presented a novel assessment method which describes
daily variations of heat load in DHS. This assessment could be used for design and plan-
ning of storage for the DHS network. [17] [10] [14] and [13] presented a load forecasting
methods in DHS with limitation to the production environment. [10] proposed a new heat
load prediction method which uses a recurrent neural network to deal with the dynamic
variation of heat load and its characteristics. The approach shows decent prediction accu-
racy for non-stationary heat load. [14] proposed a heat load prediction method which is
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Table 1: Influencing factors of heat load in DHS

Internal Factors External Factors
Behavioral/Seasonal
Factors

Meteorological Factors

- Supply temperature(ST)
- Return temperature (RT)
- Supply pressure
- flow rate (FR)

- Hour of day (hD)
- day of week (dW)
- month of year (mY)

- Outdoor Temperature (OT)
- Humidity
- solar radiation

robust enough to handle cases of outliers and missing data. The method uses a simplified
robust filter and a three-layered neural network. [13] used a grey-box approach to identify
the model that links the heat consumption in a large geographical area to its climate and
the calendar information. The process involved a theoretical based identification of an
overall building model structure followed by data based modeling. [17] applied wavelet
analysis in combination with neural network, and its evaluation shows the approach is
suitable for short-term thermal load forecast.

Consumer side

Related work that focuses on consumer side deals with forecast or analysis of QSi
in DHS

(i.e., bottom up approach). [1] is a recent related work which employs the bottom-up
approach [6] with focus on the consumption environment and considers single family
buildings. The work used computationally effective recursive least squares scheme with
meteorological variables as input. The model presented in [1] provides forecast up to 42-
hrs forecast horizon. [15] presented a methodology for prognosis of domestic hot water
consumption in DHS, using time-series analysis. The work modeled hot water heating
load in a block of flats with 60 apartments. The authors concluded time-series analysis
is powerful and appropriate for predicting thermal load in DHS.

Our work differs from related work as we focus on using ML algorithms for forecasting
heat load in multi-family apartment buildings. Further, we also investigate the impact
of a combination of internal and external parameters at the consumer/substation side of
a DHS.

3 System Architecture

In this section, we present the architecture of our target system, which presents the big-
picture of this paper. A diagram (Fig. 2) shows the architecture and its key components.
In this work, the tasks under consideration are 1) data collection, 2) data aggregation and
preprocessing, and 3) the application of ML for prediction. These tasks are described in
the following sub-sections. A more detailed description of the target system is presented
in [9].
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3.1 Data Collection and Description

This work is based on data that is intrusively collected from DHS substations served by
Skelleftea Kraft AB (Sweden’s fourth largest energy producer). Skelleftea Kraft AB’s
CHP plant supplies heat to approximately 5000 substations. For this work, five different
substations, which serve multi-family apartment buildings, were equipped with data ac-
quisition sensors. At each substation, relevant parameters are monitored and collected.
The substation id, the number of apartments, per annual energy consumption, the mean,
minimum and maximum heat load for each building substation is shown (Table 3).

The sampling interval for the data acquisition is one minute. Parameters that relate
to the internal state of the substations are measured on the primary side of the DHS,
these are: supply temperature (ST ), return temperature (RT ), flow rate (FR) and the
consumed heat load (HL). The apartment buildings are differently geolocated, and as
such will have different micro-weather conditions. Hence, the outdoor temperature (OT )
is collected locally at same interval with previous parameters. A plot (Fig. 3) of HL data
from the substations between the period of 13/01/14 and 06/04/14 for Substation A, B,
C and D is shown. Substation E has a shorter period between 17/02/14 and 06/04/14.
The selected time range is a subset of data collected up to date, and it represents the
period with the most consistency without missing data. We shall compare the forecast
performance obtained from substations with longer data duration with Substation E
which has a smaller data duration.

3.2 Data Aggregation and Preprocessing

The data aggregation involves merging sources of data from each substation with its
weather station data and the corresponding time factor information. The output param-
eters from the data aggregation unit are OT,HL, ST, FR, supply and return temperature
difference (DT ), and the hour of day (hD). The preprocessing function converts the orig-
inal sampling interval to a target forecast interval. This work aims at a varying forecast
interval (e.g., 15 min or 30 min), however, we validated the model with hourly interval
which, is a much lower frequency than one minute interval. Hence, the one minute in-
terval data set is averaged over one hour to give a new data set of hourly interval. An
essential part of the data preprocessing function is data transformation which outputs

Table 2: Details of multi-family apartment building and their substations. † - units in
MWh. * - units in KW.

Substation ID Per Annual
Consumption†

Mean* Min* Max* No. of Aparts.

Subst A 365.35 59.2 21.6 124.5 60
Subst B 1560.0 250 121.6 503.5 120
Subst C 2400.0 367.1 182.6 675.1 185
Subst D 77.905 12.2 2.6 41.1 12
Subst E 1845.24 221.4 131.6 370.1 174
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Figure 2: A high level system architecture showing the focus of this work. The marked
components are the focus of this paper.

the predictor’s parameters and their corresponding target variables. The transformation
is mainly based on the target forecast horizon (see Section 4 for details).

3.3 Supervised Machine Learning Methods

A supervised ML method learns a mapping from input x to output y, given a labeled
set of input-output pairs D = {(x̄i, yi)}Ni=1, where D is the training set, and N is the
cardinality of the training set [8]. Each example input x̄i is a D–dimensional vector of
values representing the parameters of an instance (OT , hD, ST , FR, DT ). The output
yi part of the training set represents the class or label of its respective parameters (i.e.
HL) [8]. When the output variable yi is categorical or nominal, these types of ML tasks
are referred to as classification or pattern recognition [8]. However, when the output
variable yi, is a continuous data such as HL, the task is referred to as a regression task
[8]. Neural network based algorithms, MLR, SVR as well as regression trees (CART)
are examples of commonly used regression algorithms that have been applied in prior
work [18][3][14][10]. The following subsections briefly outline the technical details for
each method.
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Figure 3: Plot of hourly load pattern at five substations

Multiple linear Regression

MLR is a learning technique based on fitting a linear function with multiple independent
variables. Eqn. 4 shows the general form of MLR [5]:

Y = α + β1.X1 + β2.X2 · · ·+ βn.Xn. (2)

Where Y is the target value. x1, x2, . . . , xn are the input parameters, and β represents
the functional weights. α is a constant offset factor used to partially reduce the effect of
modeling errors.

Feed Forward Neural Network

In previous studies neural network based methods have been extensively used for forecast-
ing energy consumption. FFNN is a general-purpose neural network for approximation
of function f , which maps a set of inputs parameters to their respective output without
the assumption about the relationships between the pairs [5]. FFNN requires a defini-
tion of its model structure by stating the number of hidden layers, hidden units within
the network and other related parameters. Deciding the ideal size of hidden layer is a
highly essential because an underestimation may lead to poor approximation and issues
with generalization. On the other hand, overestimation may result in overfitting and
makes the search for global minimal highly difficult. Eqn. 5 shows the mathematical
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Figure 4: Modeling process

representation of a FFNN with a single hidden layer for its function approximation [5].

f(x) =
N∑
j=1

wjΨj

[
M∑
i=1

wijxi + wio

]
+ wjo (3)

Where N denotes the total number of hidden units, M denotes the total number of
inputs, and ψ represents the transfer function for each hidden unit. A FFNN training
algorithm uses a gradient-based approach to updates its weight by minimizing a specific
error function. In this study, we used the Mean Square Error (MSE) function.

Support Vector Regression

SVR is a method of Support Vector Machines (SVM) specifically for regressions. SVMs
are based on the principle of structural risk minimization [16]. SVM constructs one
or more hyperplanes in a high dimensional space. The objective of SVR minimizing the
probability that the model generated from input data set will make an error on an unseen
data instance. The objective is achieved by finding a solution which, best generalizes the
training examples. The best solution is obtained by minimizing the following convex
criterion function [5]:

1

2
||w||2+C

l∑
i=1

ξi + ξ∗i (4)

with the following constraints:

yi − wTφ(x̄i)− b ≤ ε+ ξi (5)
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wTφ(x̄i) + b− yi ≤ ε+ ξ∗i (6)

where ε denotes the desired error range for all points. The variables ξi and ξ∗i are the
slack variables which guarantee that a solution exists for all ε. C is the penalty term
used to balance between data fitting and smoothness. φ represents a kernel function for
mapping the input space to a higher dimensional feature space.

Classification and Regression Tree

CART [2] is a general algorithm for generating statistical tree models. CART builds a
binary tree for both classification and regression tasks, used for categorical and continuous
target variables respectively. It adopts a greedy (i.e. nonbacktracking) approach that
constructs trees in a top–down recursive divide–and–conquer manner. The training set
is recursively partitioned into smaller subsets as the tree is being built. CART uses the
minimization of prediction error as the split criterion. In this study, we used MSE as the
split criterion.

4 Modeling

This section describes the modeling approach taken in this work. Given the current time
t, we create a model capable of estimating the HL forecast at time t+ h (where h is the
forecast horizon). A diagram (Fig. 4) shows the processes involved in our modeling. In
this paper, external input parameters OT, hD and internal input parameters ST, FR and
RT are considered for predicting the thermal load. For practical reasons, it is important
to reduce the number of input variables as this removes any redundant dimension and
reduces complexity of the model. The choice of factors chosen in this work is based on the
significance level of the influencing factors presented in [17]. These include OT, ST, FR,
and DT , where DT is the temperature difference between ST and RT . In addition to
these, the time factor parameter, hD, which models the behavior and cycle pattern is
included. Table 2 shows the categories of these influencing factors.

The historical data set of these parameters is transformed into instances of predictor
variables and their corresponding target variable for h-horizon forecasting. The transfor-
mation is done such that the influencing factors for time t are paired with HL at time
t + h. The actual HL value at time t is also considered as a predictor for HL at t + h.
Also, the OT forecast at time t + h is considered as a predictor. The resulting data set
from the transformation is then fed into different supervised machine learning algorithms
to output a suitable forecasting model.

4.1 Varying Forecast Horizon

One of the aims of the target system presented in Section 2.2 is to shorten the control-
loop within a DHS. Hence, it is our interest to consider the performance of the proposed
model with varying forecast horizon. We analyze the pair relationship between HL at
time t and each HL at horizons 1, 3, 6, 12, 18 and 24. The results (Table 3) for substation
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Table 3: Correlation coefficients between HL and different h at the five substations. The
least correlation are shown in bold font.

Time, Horizon Substn A Substn B Substn C Substn D Substn E
HLt, HLt+1 0.9685 0.9600 0.9742 0.7508 0.8893
HLt, HLt+3 0.9238 0.9170 0.9313 0.6676 0.7029
HLt, HLt+6 0.8727 0.8528 0.8740 0.6111 0.4950
HLt, HLt+12 0.8389 0.8517 0.8538 0.6375 0.5565
HLt, HLt+18 0.8315 0.8109 0.8177 0.5622 0.4140
HLT , HLt+24 0.9020 0.8826 0.8782 0.6917 0.7580

A - E show that, against the general expectation, the coefficient correlation value would
decrease with an increase in horizon, the correlation of HL at 24-h is significantly higher
than that of 12-h and 18-h.

4.2 Essential Supervised Machine Learning Steps

The essential steps taken in ML include data identification, collection and preprocessing
[8]. These steps, with specifics to this paper, are discussed in Section 2.2. Defining the
training/test data is an important step in ML. The training set is the heart of supervised
ML since it generates the output model. ML practice involves using a sub-set of the
processed data as test data, which is used for evaluation. 11 weeks of data is available for
Substation A, B, C and D, while 6 weeks of data is available for substation E. We used
two phases PHASE-A and PHASE-B for the training data set selection. In PHASE-A,
we chose the first 10 weeks (5 weeks for Substation E) as training data and used the
11th week (the 6th week for Substation E) as test data. The generated model using
PHASE-A is used in providing visual plot for examining the performance of models. For
PHASE-B, we apply a 10-fold cross-validation for providing the valid evaluation metrics.
A performance metric is given as values averaged over the 10 folds with its standard
deviation. The cross validation used in this work retains the sequential order of data in
each fold, as it is essential to retain the temporal properties of the time-series data.

5 Evaluation and Results

5.1 Evaluation metrics

This work considered commonly used metrics for evaluating the performance of the pro-
posed model. These are Root Mean-Square Error (RMSE), the Mean Absolute Percent-
age Error (MAPE) and Correlation coefficient (Corr Coef). RMSE is commonly used to
measure the difference between a model’s predicted values and actual values observed.
MAPE estimates how close forecast values are to actual values in percentage while Corr
Coef measures the strength of correlation between the actual observed heat load and the
predicted value.
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5.2 Implementation: Modeling tool and parameters

This work was performed in Matlab R2013a [12] using its ANN Toolbox for the FFNN,
while its inbuilt functions for LinearModel class and the Regression Tree were used for
MLR and CART respectively. LIBSVM [4] was used for the SVM algorithm. MLR
is a simple approach, which requires little or no parameter tweaking. For the FFNN
algorithm, this study considered a FFNN with a single hidden layer, which is a similar
structure used in previous studies [5]. For its activation/transfer function this work used
tansig(x) since several related work has shown decent performance using the tansig(x)
as transfer function [5]. The performance of SVR algorithm depends on the choice of the
regularization parameter C and the kernel function φ parameters. We select a Gaussian
radial basis function (RBF) as the nonlinear kernel function φ, which has γ as its kernel
parameter. In order to identify the suitable values for these parameters, we used a
grid search and cross-validation method. LIBSVM [4] library provides utilities for this
purpose.

5.3 Performance comparison of algorithms, parameters and hori-
zon

24-h forecast at each substation

A set of plots (Fig. 5) shows the 24-h forecast results of the ML methods at substation C,
D and E using the PHASE-A evaluation. Substation A and B have a similar pattern as
substation C. As can be seen in the figure, the model achieves good forecasting accuracy
with the forecast trend lines close to the actual load trend lines. The performance
of the model at Substation D is significantly lower than the others. Table 4 shows
the performance obtained from 24-h ahead forecast at substation A - E using the four
methods. The results are obtained using PHASE-B evaluation. The PHASE-B evaluation
resulted in 1770(1771) training data and 197(196) test data points for Substations A -
D. For Substation E, there are 1016(1017) training data and 113(112) test data points.
The best results are shown in bold font, where SVR performed best at four substations.

Effect of internal factors as additional parameters

To show the effect of internal influencing factors identified in [17], we compare the per-
formance of our 24-h forecast model using four different scenarios as shown in Table 5.
Since the SVR method has the best result in Table 4, we used SVR method for this
comparison. In the first scenario, we consider only the external factors as model input,
while the second scenario takes both external and internal factors into consideration. The
third scenario replaces the HL with internal parameters, ST , FR and DT . The fourth
scenario considers OT and hD. Table 5 shows the obtained result using MAPE metric.
Scenario 1 has the best performance and this shows internal factors has little impact on
the 24-h forecast horizon.



98 Paper B

Table 4: 24-h forecast results for all substations. The best result at each substation is
shown in bold font.

RMSE (KW) MAPE (%) Corr. Coef.
Substation A
SVR 4.7117±1.52 5.9480±1.47 0.8766±0.06
MLR 4.5120±0.72 5.8816±1.62 0.8726±0.06
FFNN 4.6642±1.08 6.0385±1.61 0.8723±0.06
CART 7.1563±2.45 9.3047±1.51 0.7662±0.11
Substation B
SVR 6.3896±1.26 6.3896±1.26 0.8197±0.06
MLR 6.5775±1.40 6.5775±1.40 0.7992±0.06
FFNN 6.5791±1.38 6.5791±1.38 0.8007±0.56
CART 8.6496±1.66 8.6496±1.66 0.6928±0.13
Substation C
SVR 24.7205±2.98 5.5659±1.21 0.8506±0.06
MLR 25.7431±2.50 5.7458±1.21 0.8297±0.07
FFNN 25.8459±3.02 5.8319±1.21 0.8290±0.07
CART 35..0218±7.08 7.7138±1.48 0.7434±0.08
Substation D
SVR 3.2233±0.51 21.5455±5.71 0.5329±0.11
MLR 3.3271±0.49 23.3312±6.09 0.4818±0.13
FFNN 3.3301±0.45 24.2491±7.38 0.4772±0.15
CART 4.1839±0.59 30.0262±9.89 0.3621±0.14
Substation E
SVR 16.5095±1.96 5.8075±0.65 0.8390±0.04
MLR 17.1391±2.26 5.9638±0.78 0.8170±0.06
FFNN 17.1365±2.23 6.0256±0.86 0.8185±0.06
CART 23.5749±3.15 8.1354±0.88 0.6724±0.08

Table 5: Comparison of 24-h model performance for scenario 1-4. OT* refers to OT at
time t and OT at timet+ h

Substaion Scenario 1 Scenario 2 Scenario 3 Scenario 4
{OT*, hD, HL} {OT*, hD, HL

ST, FR, DT}
{OT*, hD, ST,
FR, DT}

{OT*, hD}

substn A 5.78% 5.85% 5.89% 8.79%
substn B 6.16% 6.22% 6.58% 8.37%
substn C 5.55% 5.577% 6.00% 7.10%
substn D 21.66% 21.91% 22.40% 21.73%
substn E 5.64% 5.68% 5.80% 7.29%

Varying horizon versus forecast performance

Following the analysis of different horizon at different substations, which was discussed
in Section 4.1, Fig. 6 shows the performance of the forecast model for horizon 1, 3, 6, 12,
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18 and 24-h. The results show that MAPE values increase from horizon 1-h to horizon
18-h. The improvement in performance of 24-h forecast reflects the daily cyclic pattern
of heat consumption at the substations.

6 Discussion and Conclusion

The area targeted in this paper aims at providing tools for optimized energy consumption
within smart grid environments. In our results, the MAPE for Substation D has a signif-
icant margin compared to the other substations. The building served by the substation
has notably smaller number of apartments. The residents are people with special needs
who are assisted by municipality workers. We hypothesize that this substation requires
additional features which describe the load pattern at the substation. We assume that
this may affect the result and we shall further investigate this issue in the future. The
short period of data available for Substation E did not affect the MAPE. Meteorological
parameters such as the global irradiance, humidity and wind speed shall be considered
as additional parameters in future work since they are identified in [11] as influencing
factors of HL.

In conclusion, we presented a data driven heat load forecasting at DHS substations
for multi-family buildings. Four ML methods were used and their performances were
compared. The forecasting model was evaluated for horizon values of 1, 3, 6, 12, 18 and
24-h. This paper studied the effects of the internal and external factors for heat load in
DHS at the consumer side. SVR shows the best performance in terms of accuracy followed
by MLR. Considering MLR’s simplicity and linearity method, it confirms a stronger
linear relationship between the input parameters and the heat load at the substations.
Additional internal factors does not significantly affect the forecast performance of the
model. There is an increase in the MAPE with increasing horizon, but this reduces
significantly when horizon is 24-h, showing the effect of daily cyclic pattern in heat
demand. In future work, we aim at exploiting the results of this work for building
localized energy saving strategies. These shall be used for peak shaving and maintaining
a steady return temperature back to the CHP, while granting satisfactory thermal energy
at homes.
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Figure 5: 24-h forecast plot at Substations C, D and E, using PHASE-A test. Substation
A and B have similar pattern as substation C.
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Figure 6: SVR model performance for varying horizon at substation all substations
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[8] S. Idowu, C. Åhlund, O. Schelén, and R. Brannstrom, “Ma-
chine Learning in Pervasive Computing,” Lulea University of Techn-
nology, Sweden, Tech. Rep. September, 2013. [Online]. Available:
http://pure.ltu.se/portal/files/43907990/Report ML in Pervasive Computing.pdf
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in District Heating System

Samuel Idowu, Saguna Saguna, Christer Åhlund and Olov Schelén

Abstract

Forecasting energy consumption in buildings is a key step towards the realization
of optimized energy production, distribution and consumption. This paper presents a
data driven approach for analysis and forecast of aggregate space and water thermal
load in buildings. The analysis and the forecast models are built using district heating
data unobtrusively collected from ten residential and commercial buildings located in
Skellefte̊a, Sweden. The load forecast models are generated using supervised machine
learning techniques, namely, support vector machine, regression tree, feed forward neu-
ral network, and multiple linear regression. The model takes the outdoor temperature,
historical values of heat load, time factor variables and physical parameters of district
heating substations as its input. A performance comparison among the machine learning
methods and identification of the importance of model’s input variables is carried out.
The models are evaluated with varying forecast horizons of every hour from 1 up to 48
hours. Our results show that support vector machine, feed forward neural network and
multiple linear regression are more suitable machine learning methods with lower perfor-
mance errors than the regression tree. Support vector machine has the least normalized
root mean square error of 0.07 for a forecast horizon of 24 hour.

1 Introduction

The current increase in global demand for energy is a major challenge for energy pro-
duction and its distribution [16]. To improve energy sustainability, there is a need to
approach the consumer end rather than focus at the production side alone. This is an
important consideration since a fully optimized energy grid can only be realized with op-
timization at both the production and the consumer ends [18]. Forecasting total energy
consumption is essential for the economical and technical planning of power generation.
Also, forecasting energy consumption in buildings is crucial for optimizing its energy use.
Energy consumption optimization can either be carried out on a grid scale (e.g., large
central accumulators in district heating systems (DHS) and the conversion of electricity
energy to thermal energy storage) or on a smaller scale such as in buildings.

A survey of recent methods employed in the estimation of energy-demand, for in-
stance, thermal and electric energy in buildings show that there are two broad categories,
the forward (classical) and the data-driven (inverse) methods [9]. The former uses equa-
tions that describe the physical behavior of a system to predict an output, while the latter
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approach relates to supervised machine learning (ML) methods where measurements of
input and output variables of a system are collected, and then used to mathematically
describe the system [9]. Recently, several ML methods are used for predicting energy-
demand, such as, support vector machine (SVM) [26], multiple regression [4] [7] and
Neural Networks based methods [21][14]. In specific to thermal load forecast in DHS,
some of the advantages of a data-driven approach over a classical approach include the
ability to discover models from large volume of data and the ability to adapt and update
models based on new data [15].

A more comprehensive classification of methods used in building load forecast can be
broadly grouped into physical models, black-box models and Grey-box models [28] [1].
In relation to the two categories mentioned in [9], physical models relate to the classical
methods, while black-box models relate to data-driven methods. In comparison to black-
box models, physical models are costly and time consuming due to their requirement of
very large number of parameters and building or system information as input. Black-box
models on the other hand are easy to build and usually require data over a long period
for its training purpose. Grey-box models are generally used to address the drawbacks
in physical models and the difficulty in determining optimal parameters associated with
black-box models. While physical models suffer from poor generalization capabilities,
grey-box models provide a balance between high accuracy and good generalization ca-
pabilities, by extracting the mathematical model/structure from system’s physics, and
estimation of model parameters from measured data. As a consequence, grey-box mod-
els require more effort to develop, have good generalization capabilities in reference to
black-box models, and demonstrate higher accuracy compared to white-box models [1].

Several DHS related work are limited to predicting net consumption energy at the
production end [11] [25] [10] [14]. These studies fall under the category of the top-down
approach [9]. Forecasting thermal load in buildings can be prone to high error rates due
to the highly stochastic nature of the consumer load pattern [11]. Grosswindhagera et al.
[11] stated that it is required to build several individual models for the consumer ends
of a DHS due to the stochastic nature of its data. Gadd et al. [10] presented a novel
assessment method which describes daily variations of heat load in DHS. It describes
variations in heat load patterns and could be used for the design and planning of storage
in a DHS network.

In related work, a number of studies have looked more closely at thermal load fore-
casting methods for DHS [11] [14] [21] [19] [25]. Grosswindhager et al. [11] presented
an approach for on-line short term load forecast using seasonal autoregressive integrated
moving average models in state space representation. Kato et al. [14] proposed a thermal
load prediction method which uses a recurrent neural network to deal with the dynamic
variations of heat load and its characteristics. The approach shows decent prediction ac-
curacy for non-stationary heat load. Sakawa et al. [21] proposed a load prediction method
which is robust enough to handle cases of outliers and missing data. The method uses
a simplified robust filter and a three-layered neural networks. Nielsen et al. [19] used
a grey-box approach to identify the model that links the heat consumption in a large
geographical area to its climate and the calendar information. The process involved a
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theoretical based identification of an overall building model structure followed by a data
based modeling.

Zhou et al. integrated air temperature/relative humudity and solar radiation predic-
tion modules with a grey-box model for hourly building thermal load prediction [28]. The
author reported performance of the building load prediction model is satisfactory, while
the weather prediction is occasionally affected by temporary weather changes. Afram et
al. developed and compared the performance of black-box models and grey-box models
of a residential heating, ventilation and air conditioning (HVAC) system [1]. All models
performed well and were able to predict the outputs correctly, while black-box model,
artificial neural network (ANN) performed overall best in most prediction tasks. Wang et
al. [25] applied wavelet analysis in combination with neural network, and its evaluation
shows that the approach is suitable for short-term heat load forecast.

Furthermore, while the top-down approach emphasizes on the total energy consump-
tion in a grid at the production side, the bottom-up approach on the other hand focuses
on individual consumption end [9]. A comparative review of recently developed models
for the prediction of building energy consumption is provided in [27]. The identified
methods in the review are classified into engineering, statistical, neural networks, sup-
port vector machines and grey models. A recent study [22], applied probabilistic methods
and heuristics for fault detection and ranking of anomalies. The methods are applied
on hourly data from district heating substations. Backer et al. [2] recently employed
a bottom-up approach with focus on the consumer end and specifically consider single
family buildings. The work used computationally effective recursive least squares scheme
with meteorological variables as model input. The model presented provides forecast up
to 42 hour horizon [2]. Serbian et al. [23] presented a methodology for prognosis of do-
mestic hot water consumption in DHS using time-series analysis. The work modeled hot
water heating load in a block of flats with 60 apartments. The study concluded that time-
series analysis is powerful and appropriate for predicting thermal load in DHS. Nikovski
et al. [20] proposed a general method for controlling building zone air temperature by
setting temperature set-points. The method uses building thermal model based on ther-
mal circuit identified from collected sensor data. The building thermal dynamics was
reduced to a Markov decision process (MDP) whose decision variables are the sequence
of temperature set-points over a suitable horizon. This method saved cost significantly,
sometimes exceeding 50% with respect to control strategies in buildings such as the night
set-up and demand limiting strategy.

Generally, previous studies consider meteorological variables as major influencing
factors to forecasting load in buildings. Likewise, Wang et al. [25] classifies the thermal
load influencing factors in a DHS as external and internal factors. The former refers to
meteorological variables and building occupant’s behavioral factors. The latter refers to
factors, which relates to the operational characteristics of a district heating substation
such as the supply temperature.

The research in this paper is a step further from the preliminary research project
described in [13]. The project aims to achieve a more efficient co-operation of a combined
heat and power (CHP) plant and a DHS, where the key focus is to reduce a) energy
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consumption, b) emissions such as CO2, c) fossil fuel consumption in CHP plant and
d) peak demands. It will employ energy saving strategy (ESS) in buildings. The ESS
will maintain the operation of substations within set values or ranges, e.g., maintaining
a set value of return temperature for a specific condition. The forecast of heat demand
estimate is key for the optimal control of the ESS.

This paper presents a bottom-up approach to the analysis and forecasting of heat
load (building space and domestic hot water) in buildings using ML techniques. The ML
methods used are SVM, feed forward neural network (FFNN), multiple linear regression
(MLR) and regression tree. The forecasting models are built using district heating data
collected in a non intrusive manner from five multi-family and five commercial buildings
located in Skellefte̊a, Sweden, combined with outdoor temperature measurements and
forecast. The data collection period is between mid February and early April 2014.
The basic model inputs used include outdoor temperature, historical values of heat load,
time factor variables and parameters of district heating substations. As a contribution,
the application and comparison among the ML methods and the identification of the
importance of the internal factors as model input variables is carried out. The forecast
model for each building is evaluated with varying forecast horizon up to 48 hours. This
paper shows a comparative analysis among the energy consumption patterns in building
using methods such as partial least square method. The outcome of this paper is intended
to be used for the optimal control systems in a building energy management system, which
can also be applied in other related work.

The content of this paper is organized as. Section 2 presents the background theory
of DHS, the description of the target system and theory of ML methods used. Section 3
describes the analysis and modeling processes in this work. Section 4 presents the results
while Section 5 presents the discussion. Section 6 presents the conclusion and the future
work.

2 Theory

This section presents a technical overview of district heating systems. A high-level de-
scription of the target system corresponding to the research project under which this
work is done is presented. In this paper, our focus lies mainly on the consumption side.
Finally, this section also presents four ML methods used in this paper.

2.1 District Heating Systems

DHS are dominantly used for space and water heating in residential and commercial
buildings, and for industrial heating purposes. For instance, about 90% of apartment
buildings in Sweden are heated using this technology [22]. District heating produces
heat energy at a centralized location (e.g., CHP plant) and supplies it to residential and
commercial buildings primarily for space and domestic water heating. A typical DHS
has three main parts. The Production-side, which usually consists of a co-generation
plant and/or a heat-only boiler station, which is run by fuel such as biofuel, oil or
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gas. The Distribution network, which consists of insulated pipes of varying diameters
carrying hot water through the entire grid. The supply pipelines transport hot water
to substations while return pipelines transport used water back to the production side.
The last part is the Consumer-side, it consists of a substation where thermal energy is
transferred from the primary to the secondary network via a heat-exchanger. A diagram
(Fig. 1-a) shows the basic schematic drawing of a CHP plant and a DHS. The red and
blue lines denote supply and return pipes respectively. A diagram (Fig. 1-b) shows the
schematic illustration of a building with a district heating substation highlighting the
heat exchangers, which are used for the thermal energy transfer between the primary
and the secondary network.

(a) (b)

Figure 1: (a) A schematic diagram showing a district heating system network and its
plant. (b) Schematic illustration of a building with a district heating substation. Indi-
cated in the figure are the primary water supply (1); primary return water (2); tap water
supply (3); district heating substation including heat exchangers, electronic energy meter
and control system with related sensors (4); heating system (5); and tap water (6) [22].

Table 1: Table of Notations

Symbol Description
t Time.
Tps Primary supply temperature.
Tpr Primary return temperature.
ΔT Primary temperature difference, Tps - Tpr .
m Mass, flow rate.
P Thermal power. Derived from the energy calculated by the energy

meter.
Dw Day of the week.
Hd Hour of the day.
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Table 2: Influencing factors of heat load in DHS.

Internal Factors External Factors
Behavioral/Seasonal Fac-
tors

Meteorological Factors

- Supply temperature (Tps)
- Return temperature (Tpr)
- Supply pressure
- flow rate (m)

- Hour of day (Hd)
- day of week (Dw)
- month of year

- Outdoor Temperature
(Tout)
- Humidity
- Solar radiation
- Wind

The net heat energy, Qnet delivered to the entire grid is mainly a function of the
supply temperature, Tps, the return temperature, Tpr, and the flow rate, m, measured at
the production side as shown in Eqn. 1. Qnet can be formulated as a function of heat
energy delivered at each substation as shown in Eqn. 2.

Qnet = c ∗m ∗ (Tps − Tpr) (1)

Qnet = Qloss +
n∑

i=1

QSi
(2)

Where QSi
is the heat demand at substation Si. Qloss, which varies based on soil tem-

perature around the pipes, is the heat lost during energy transport. An electronic energy
meter in a substation calculates the thermal power, QSi

, received from the distribution
network. This includes three main sensors, which measure m, Tps and Tpr. The thermal
energy is calculated from the flow rate and primary temperature difference

QSi
= c ∗ m t′ ∗ (Tps t′ − Tpr t′) dt′, (3)

where ı̈¿1
4
c is the specific heat of the liquid in the distribution network [22]. The top-down

approach focuses on Qnet while the bottom-up approach considers QSi
. The heat demand,

QSi
at the substation is affected by various external and internal factors. The external

factors are meteorological variables, building characteristics and social behavioral factors
of occupants. The internal factors are those relating to the physical dynamics within a
district heating substation. Table 2 shows the two groups of identified influencing factors
based on the classification described in [25].

2.2 System Architecture

In this section, we present the high-level architecture of proposed system under which
this work is done. Fig. 2 shows the architecture and its key components. In this work,
the tasks under consideration, as highlighted in the figure by ”�”, are data collection
and analysis, data aggregation and preprocessing, and the application of ML for thermal
load prediction.
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Figure 2: A high level system architecture of the target system, highlighting the aspects
of this work [13].

A primary objective of this architecture is to improve the overall fuel efficiency of a
CHP plant by increasing the ΔT , as more electricity can be produced by colder cooling
water [22]. To achieve this it is necessary for each substation to return the least possible
Tpr back to the CHP. In the proposed system, we implements an ESS at the substation
end of a DHS network. The ESS controller primarily depends on the generated outcome
from the ML predictor and the current state of the district heating network.

The data aggregation involves merging sources of data from each substation with its
locally collected weather information. In addition, the necessary time information are
merged with their corresponding data instances. The output variables from the data
aggregation unit (see Fig. 2) are Tout, P, Tps, Tpr,ΔT,Hd and Dw. The preprocessing
function converts the original sampling interval to a target forecast interval. This work
aims at a varying forecast interval (e.g., 15 min or 30 min), however, we validated the
model with an hourly interval which, is a much lower frequency than the original one
minute sampling interval. Hence, the original dataset is averaged over one hour to give a
new dataset with hourly interval.An essential part of the data preprocessing function is
data transformation which outputs the predictor’s input variables and their corresponding
target variables. The transformation is based on the intended forecast horizon. To be
more precise, a transformation required for a 24 hr horizon is different from that required
for a 6 hr horizon. The transformation process is further described in Section 4.1 where
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the forecast model is presented in detail.

2.3 Supervised Machine Learning Methods

A supervised ML method learns a mapping from input x to output y, given a labeled
set of input-output pairs D = {(x̄i, yi)}Ni=1, where D is the training set, and N is the
cardinality of the training set [12]. Each example input x̄i is a D–dimensional vector of
values representing the parameters of an instance (e.g., Tout, Hd,Dw,My, Tps, ΔT and
m). The output yi part of the training set represents the class or label of its respective
parameters (e.g. P ) [12]. When the output variable yi is categorical or nominal, these
types of ML tasks are predominantly referred to as classification or pattern recognition
[12]. However, when the output variable yi, is a continuous data such as P , the task is
referred to as a regression task [12]. Neural network based algorithms, MLR, SVR as well
as regression trees (CART) are examples of commonly used regression algorithms that
have been applied in prior work [26][4][21][14]. The following subsections briefly outline
the technical details for each method.

Multiple linear Regression

MLR [7] is a learning technique based on fitting a linear function with multiple indepen-
dent variables. Eqn. 4 shows the general form of MLR in relation to related variables
:

P = α + β1.Tout + β2.ΔT · · ·+ βn.Hd. (4)

Where P is the response variable. Tout, ΔT, . . . , Hd are examples of input variables,
and β represents the functional weights. α is a constant offset factor used to partially
reduce the effect of modeling errors. The model creates a linear relationship in form of
a straight line, which best approximates all the individual variables. The relationship
describes how the mean response variable, i.e. P changes with the explanatory variables
e.g., Tout,ΔT , Hd.

Feed Forward Neural Network

In previous studies neural network based methods have been extensively used for forecast-
ing energy consumption. FFNN is a general-purpose neural network for approximation
of function f , which maps a set of input parameters to their respective output without
the assumption about the relationships between the pair [7]. FFNN requires a defini-
tion of its model structure by stating the number of hidden layers, hidden units within
the network and other related parameters. Deciding the ideal size of hidden layer is a
highly essential because an underestimation may lead to poor approximation and issues
with generalization. On the other hand, overestimation may result in overfitting and
makes the search for global minimal highly difficult. Eqn. 5 shows the mathematical
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representation of a FFNN with a single hidden layer for its function approximation [7].

f(x) =
N∑
j=1

wjΨj

[
M∑
i=1

wijxi + wio

]
+ wjo (5)

Where N denotes the total number of hidden units, M denotes the total number of
inputs, and ψ represents the transfer function for each hidden unit. A FFNN training
algorithm uses a gradient-based approach to updates its weight by minimizing a specific
error function. In this study, we used the Mean Square Error (MSE) function.

Support Vector Regression

SVR is a method of Support Vector Machines (SVM) specifically for regressions. SVMs
are based on the principle of structural risk minimization [24]. SVM constructs one
or more hyperplanes in a high dimensional space. The objective of SVR minimizing the
probability that the model generated from input data set will make an error on an unseen
data instance. The objective is achieved by finding a solution which, best generalizes the
training examples. The best solution is obtained by minimizing the following convex
criterion function [7]:

1

2
||w||2+C

l∑
i=1

ξi + ξ∗i (6)

with the following constraints:

yi − wTφ(x̄i)− b ≤ ε+ ξi (7)

wTφ(x̄i) + b− yi ≤ ε+ ξ∗i (8)

Where ε denotes the desired error range for all points. The variables ξi and ξ∗i are the
slack variables which guarantee that a solution exists for all ε. C is the penalty term
used to balance between data fitting and smoothness. φ represents a kernel function for
mapping the input space to a higher dimensional feature space.

Classification and Regression Tree

CART [3] is a general algorithm for generating statistical tree models. CART builds a
binary tree for both classification and regression tasks, used for categorical and continuous
target variables respectively. It adopts a greedy (i.e. nonbacktracking) approach that
constructs trees in a top–down recursive divide–and–conquer manner. The training set
is recursively partitioned into smaller subsets as the tree is being built. CART uses the
minimization of prediction error as the split criterion. In this study, we used MSE as the
split criterion.
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3 ML application in DHS thermal forecast

This section describes in details the process of data collection and analysis. The later
part of this section provides details on the thermal load forecast model. Finally, the
implementation details including modeling tools and chosen model parameters are pre-
sented.

3.1 Real-world dataset: Data Collection and Pre-processing

This work is based on data collected unobtrusively from ten district heating substations
served by Skellefte̊a Kraft AB. Skellefte̊a Kraft AB’s CHP plant supplies heat energy
to approximately 5000 substations. In this paper, we considered a total of ten substa-
tions from two building categories namely, multi-family apartment and commercial office
buildings. Five of the substations belong to the multi-family apartment buildings and
the other five substations belong to the commercial office building. These substations
are equipped with data acquisition sensors, which monitor and facilitate the collection
of relevant information associated with thermal load for each building. For reference
purposes, Table 3 shows the substation reference ID (which is used henceforth in this
paper), the number of apartments, per annual energy consumption and the thermal load
statistics for each building substation.

The thermal load values and variables that relate to the internal state of a substation
are measured on the primary side of the district heating network at each substation.
These are: P , m, Tps, Tpr and Tout. Fig. 3 shows the hourly averaged P values from the
substations between the period of February 18, 2014 and April 6, 2014.
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Figure 3: Two plots showing the hourly thermal energy consumption for each building
types.
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3.2 Analysis of Influencing Factors

One of the aim of this paper is to employ data analysis to provide insight into variations
in thermal load at each substation. The understanding of relationships among variables
with respect to the target variable, P , could assist in eliminating redundant ones and
hence reduce the dimension of a model’s input variables.

Variability of Heat Load in Buildings

In this paper, the foremost analysis attempts to establish the daily load profile at each
substation over 24 hours. This is vital as it reveals the daily variations in thermal energy
consumption at each building. This is accomplished by obtaining the mean P values
of each Dw grouped by Hd for each substation. The obtained results show the differ-
ences among the substations, more notably, between the load pattern for the commercial
buildings and the load pattern for the residential buildings.
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Figure 4: Thermal energy consumption analysis for each building: The mean and confi-
dence interval of P grouped over Hd for each Dw.

Fig. 4 shows the obtained plots for all residential and commercial buildings. The
figures show the mean thermal load grouped by Hd, and their 90% confidence intervals
for each Dw. The figures display the differences between the consumption patterns of the
two building categories. All buildings have a major peak in the early hours of the day,
i.e., 6:00 and 11:00. Furthermore, the residential buildings also have another conspicuous
consumption peak towards the evening hours, i.e.,18:00 to 22:00. In contrast a second
peak is missing or very subtle in commercial buildings. The early peak in residential
buildings is characterized by the early morning need for domestic water-heating. In
consequence, the DHS plant supplies more energy for the peak period. In other words,



118 Paper C

the Tps and m are usually increased at the production end to serve the heating network.
Owing to the increase in thermal energy within the DHS grid, the commercial buildings
as a result have an increase in delivered energy, and this serves a purpose of pre-heating
for commercial buildings. In addition, there is a prominent drop in thermal load towards
the business closing hours in commercial buildings. This is partly due to the average
increase in Tout during the afternoon, which causes lower heat demand and partly due
to the approaching closing office hours. Furthermore, the load profile of all buildings
on the weekends show a prominent difference between the commercial buildings and the
residential buildings. In all commercial buildings, Saturdays and Sundays have the least
average load values for all hours of the day, while in residential buildings, the weekends
generally have a shift in the first peak of the day by few hours.

Pearson Product-Moment Correlation Analysis

This paper employs a classical Pearson product-moment correlation coefficient analy-
sis. A correlation analysis is used to obtain metric for linear relationship between two
variables X and Y .

r =

∑n
i=1(xi − x̄)(yi − ȳ)√∑n

i=1(xi − x̄)2
∑n

i=1(yi − ȳ)2
(9)

where r is the relationship between variables xi and yi. Here, we are interested in the
correlation between thermal load, P and each of Tps, Tpr, ΔT , m and Tout. We use a
similar approach described in [25] to describe their relationships. Table 4 shows the re-
sulting analysis for both residential and commercial buildings. The cell color highlighting
in the table reflects the significance level of each parameter for its respective substation.
The table distinctly reveals the dominant influencing variables at each substation and it
shows that the significance level for the variables differ from one substation to the other.

Detecting Energy Consumption Differences Using PLS

The analysis presented in this section applies a commonly used multivariate analysis
method, namely, partial least square (PLS). PLS is used to identify the degree of stochas-
tic nature in the data obtained from each building. PLS method has a number of advan-
tages. For this study, in order to gain insight to the level of randomness per building,
the percentage variance explained in a response variable, P , as a function of the number
of PLS components is used. A row of observed variables at time, t is matched with its
respective response variable P at time, t. The percentage of variance explained by the
observed variables per substation is obtained. We attempt to classify the PLS responses
into two categories based on the % value of variance explanation and the number of PLS
components. We chose 90% variance explanation in P as a boundary of interest and
four components as a boundary region between two groups - few(1-4) and many(4-10)
components. As a consequence, buildings that requires more than four PLS components
to obtain 90% variance explanation in P are considered to be more stochastic in nature.
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Figure 5: Plot showing percentage variance explained in P using observed parameters as
a function of the number of PLS components.

A simple PLS analysis carried out on the data from each substation produced the
result shown in Fig. 5, which shows the number of PLS components as a function of per-
centage variance explained in P . It is observed that the percentage variance explained in
P varies from one building to the other. A total of 7 substations have above 90% variance
interpreted using only four components. These buildings are observed to have consistent
energy consumption pattern which can be described using fewer variables. As indicated
in the plot, ComBldgD, ComBldgE and ResBldgD vary from the others. These build-
ings require more number of components for establishing the underlying relationship of
the energy consumption patterns. Also, the plot implies that these buildings have higher
occurrence of randomness in their energy consumption patterns.

4 Results

In this section the results obtained from thermal energy forecasting for each building
are presented and discussed. First, we present the results relating to the ML methods
employed and the variable inputs used, followed by the result obtained for a varying
forecast horizon.

4.1 Model Description:Forecasting Thermal Load

For the forecast model presented in this paper, given the current time t, we create a model
capable of estimating the value of variable P at time t+h (where h is the forecast horizon).
A diagram (Fig 6-b) shows the processes involved in our modeling. The model’s input
variables Tout, Hd, Dw (external factors) are considered as essential model inputs. The
DHS operational parameters are also use as the internal influencing factors in the load
forecast. This work also includes variables derived from Tps, Tpr and m (DHS operational
parameters) as input variables for the forecast model. The derived variables as used are
ΔT, Tps, Tpr and m.
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(a) (b)

Figure 6: (a) Data transformation with variable lagging. (b) Modeling process.

To account for the temporal relationship between the variables, especially the response
variable P , the model includes previously observed values of P variables as model’s input.
In order to accomplish a time series model capable of capturing the temporal properties
of the variables, a data transformation process lags the data in relation to the target
horizon. Lagging implies that new variables are created from the old ones by forward
shifting data (Fig. 6-a) [8]. The dataset of these variables is transformed into instances of
X predictor variables and their corresponding Y target variable for a h-horizon forecast.
The transformation is done such that a set of identified influencing factors at time t is
paired with the response variable P at time t + h. This follows from the need to model
how the current process situation at time t is influenced by the process variables at earlier
time. A variable is lagged by the horizon h. In Fig 6-a, variable Tout(t) is shifted by h
steps down, variable Tout(t − h) is shifted by h ∗ 2 steps down. A variable Tout(t − 2h)
will be shifted down by h ∗ 3 steps. The variable Tout(t+ h) is the weather temperature
forecast for the same time level with the response variable, Y (P (t + h)). Furthermore,
the time variables input, Dw and Hd are related to the time (t+h). The resulting dataset
X and Y from the transformation is then fed into the four supervised machine learning
algorithms considered in this paper to output the forecasting models.

4.2 Implementation: Modeling tool and parameters

This work was performed in Matlab R2013a [17] using its ANN Toolbox for the FFNN,
while its inbuilt functions for LinearModel class and the Regression Tree were used for
MLR and regression tree respectively. LIBSVM [5] was used for the SVM algorithm.
MLR and regression tree both requires little or no parameter tweaking. For the FFNN
algorithm, this study considered a FFNN with N hidden layers. The best value of N is
chosen for each building dataset. Building Res A, Res C and Com C have the value of
N = 1, which is a similar structure used in a previous study [7]. Res B, Res D, Res E and
Com A, B work best with a value of N = 2, while Com D and Com E performed best with
N = 4. For the FFNN activation function, this paper used tansig(x) owing to similar
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approach being used in related work and has shown decent performance as a transfer
function [7]. For the SVM algorithm, the performance of largely depends on the choice
of the regularization parameter C and the kernel function φ parameters. Several related
research chose Gaussian function which is included in radial basis function (RBF) as the
kernel model for SVM regression [6]. RBF has a number of advantages [6], for instance,
its ability to handle non-linear relationship between input and the response variables. In
addition, the BRF kernel has less numerical difficulties in contrast to polynomial kernels
[6]. Similarly, for the SVM method, this paper used Gaussian RBF as the nonlinear
kernel function φ, which has γ as its kernel parameter. The parameter C is a constant
for penalizing the training errors. A high value of C indicates a very narrow Gaussian,
which tries to fit all the training data (i.e., memorize almost all trying data). This paper
used optimal pair of C and γ, which is selected through the use of search grid. A series
of search grid was carried out with varying steps (i.e. from larger steps to smaller steps)
to determine the final suitable search range. To avoid overfitting, the value of C is set
lower than values used in some related work. The upper bound in the parameter search
for C is set to 22, and this is returned as the best value of the search for all datasets.
The value of γ is set to the optimal value of 0.005.

4.3 Model sample selection

For a dataset D of a period range ti to tj, we define a split time ts which represent a time
within the dataset D. A model is generated using data from ti to ts, the model is then
used to forecast hourly P values from ts to tj. This approach relates to the typical use
of a forecast model. In this paper, the length of ts to tj is taken as 1 week. The dataset
for each building is separated into a training and a test sample. The data obtained from
February 18 to March 29 (39 days) is used as training sample, while the last week of the
data set, namely March 30 to April 6 (7 days), is used as the testing sample.

The effect of variables associated with thermal load in a DHS is investigated by
creating four sets of identified input variables, the description is listed as follows. (see
table 5).

• Parameter set 1: A variable set of all identified input variables. These are variables
that have been included as input set based on intuition from knowledge acquired
in the DHS domain.

• Parameter set 2: A set of all input variables excluding the operational parameters
of a substation.

• Parameter set 3: A set of all input variables excluding the previous thermal load
variables (e.g., P at time t, t− h).

• Parameter set 4: A set of all input variables excluding both the operational param-
eters and the previous thermal load values.
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Figure 7: Plots showing the performance error obtained for each ML approach applied
at all the buildings based on a 24-hour horizon forecast model.

4.4 Forecast performance and analysis

In this section the forecasting performance is analyzed and discussed, especially the
differences among the ML methods, the substation buildings and the input parameter
sets. The performance evaluation indices to SVM, FFNN, MLR and regression tree
adopted in this paper is the normalized root mean square error (NRMSE), which is
defined as

RMSE =

√∑n
t=1(ŷt − yt)2

n
(10)

NRMSE =
RMSE

ȳt
(11)

where yt is the actual value of P at a building, ŷt is the forecast value of yt and ȳt is the
average thermal load for the building.

Based on the input parameter sets, a 24 hour horizon forecast models are established
on the basis of each building. Their NRMSE performance error obtained in the testing
phase are presented as follow.

Fig. 7 shows four plots for the performance error obtained for each ML approach.
Each plot shows the error rate observed at the ten buildings. Furthermore, the specific
performance for each input parameter set is also displayed. It can be seen that SVM,
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Figure 8: Trend plots of a 24-hour forecast values at four buildings using SVM, FFNN,
MLR and regression tree based on parameter set 1. The plotted graphs are from build-
ings with the best and worst forecast performance for both residential and commercial
buildings. The plots on the left side of the vertical red line corresponds to the trailing
part of the training phase (i.e. the last 2 days in the training data), while the data on
the right of the red vertical line is the data for all the testing period.

MLR and FFNN have lower performance error with very small margin, while regression
tree approach produced models with higher performance error in all buildings. The values
obtained for the four input parameter sets have similar results except in a few cases where
for example the ”parameter set 4” generated slightly higher performance errors.

Next, the trend plots for evaluating all models are presented. A trend plot evaluation
provides a visual means of model evaluation for a time-series data. Fig 8 shows the trend
plot results for one week of 24-hour forecast at the residential and commercial buildings
respectively. The plots also include the last 48 hours from the training dataset (data
points to the right of vertical red line). The plot of observed P values and the forecast
values of P using SVM, FFNN, MLR and regression tree are all shown. Also, the plot
shows the trend fittings for the last two days of the training phase. It can be seen
that SVM generated forecast values that closely match with the actual P values in all
buildings while regression tree models produce much lesser fitted forecast values. FFNN
and MLR also produce closely fitted trend lines.

In addition to the above result, we investigate the performance of the model for
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Figure 9: The NRMSE as a function of the horizon h for SVM model for each building.

varying horizons of every hour from 1 hour up to 48 hour. Based on the varying horizon
values, SVM models are generated and the performance errors are identified. The results
obtained for the models at each building are displayed in Figs. 9. The figure is comparable
to result shown in [2], and it shows the error rate in relation to the forecast horizon for
each building.

5 Discussion

In this section, a discussion based on the our approach and the obtained results is pro-
vided. Furthermore, discussion about the results and comparison with results from a
closely related work is presented.

First, the different results obtained from each building indicates that they are funda-
mentally different and hence exhibit varying energy response patterns.This is also true
even for buildings within the same category. This supports the claims in existing litera-
tures such as [7]. The SVM, FFNN and MLR methods considered in this work produced
models with similar performance error. Based on the model performance evaluation, the
result presented in this paper is comparable to result in related work on the forecast of
thermal energy consumption in buildings. MLR prediction technique is suitable for input
variables and response variables with strong linear relationship. In this case, since there
exists a strong linear relationship between the model’s input variables and the response
variable, MLR performance is comparable to SVM and FFNNN. A SVM model without
computational overhead is used, this is achieved by keeping parameters C and γ rela-
tively lower. The regression tree models produced relatively higher performance errors.
This shows that regression tree is not suitable for this problem. A regression tree would
be more suitable for discrete data types with smaller amount of dataset. In essence, the
results show that SVM, FFNN and MLR are more suitable for a DHS thermal load fore-
cast task. This reinforces the reason behind the application of SVM and neural network
based methods in related papers in building energy forecast.

Second, our work shows comparable results with existing literature such as [2]. The
authors in [2] presented a forecasting method for space heating in sixteen single-family
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houses. In their results, they show the performance error for each of the sixteen houses
based on forecast horizons ranging from 1 to 42 hour. Fifteen houses produced NRMSE
approximately between 0.060 to 0.32, with one house having a higher NRMSE value of
about 0.55 for horizons above 5 hour. In our work, lower performance errors were achieved
as compared to [2]. Half of the buildings produced NRMSE below 0.10. Four buildings
have NRMSE approximately between 0.1 and 0.25, while the highest performance error
obtained is approximately 0.30.

Third, effect of DHS internal parameters. The forecast of energy consumption mostly
requires a weather forecast information as its input variable. In few cases where addi-
tional useful variables are accessible, such as the internal system information of a DHS, it
is worthwhile to identify the impact of such variables in forecasting energy consumption.
A related work, [25], has made use of internal variables using a neural network based
approach for forecasting total heat energy consumption in a DHS. Nevertheless, the re-
sults presented in this paper have shown that the importance of these additional variables
varies from one building to the other. Furthermore, the impacts are very minimal in most
cases. However, the use of these internal variables can be of significant impact when ap-
plying a localized energy saving strategies e.g., controlling the charge and discharge in
heat accumulators or in hybrid energy systems. Energy saving strategies are essential for
minimizing energy cost and there are various methods proposed in other work, such as
the Markov decision process based strategy proposed in [20].

Referring back to the third and fourth points, the essence of an accurate weather
forecast information and time information is shown. In this paper, we considered outdoor
temperature while it is possible to take into account other weather related aspects too.
Other weather information, for instance, solar irradiance, humidity and windspeed are
essential factors [15]. In accordance, since outdoor temperature shows high impact on
thermal consumption, it follows that other weather variables can improve the model’s
performance in buildings. Occupancy behaviour in buildings is another factor which
can impact energy consumption, however, this work is restricted to existing parameters
within the target DHS under consideration. This restriction however does not limit the
application of the proposed model, i.e., the model can be easily extended for use with
additional parameters. Grey-box models are ideal in cases where important parameters
are missing and forecast accuracy is of great interest. This is in consequence to grey-box’s
ability to leverage on the physical model of the building in addition to statistical model
obtained from data. In this paper however, the interest is on data-driven approach which
utilizes data available within an existing DHS.

Furthermore, a model created from a set of data fits the underlying patterns in the
data. In this paper, although the results have been generated from only one test site with
a restricted time range, the model approach used can still be used in different scenarios,
such as a different city and season. It is expected that a model generated from data
collected from a different scenario will reflect the scenario specifically. A new city or
different time range will require training a model using data corresponding to the city or
time accordingly.

Finally, the forecast produced results with very low error rate for substations with
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lower variation in energy consumption. However, substations with higher stochastic
nature are more difficult to forecast, producing higher error rates in the model. This is
partly caused by the nature of the problem and the high variation in weather parameters,
especially in the Spring season, in North Sweden which is the test site.

6 Conclusion

An ML approach for forecasting the thermal load in district heating substations is pre-
sented. We evaluated and compared different ML methods such as SVM, FFNN, MLR
and regression tree. The forecast models are produced and evaluated using data ob-
served from ten district heating substations serving five multi-family apartment and five
commercial buildings. We consider four key parameters as input to our model. These
include weather (outdoor temperature), temporal aspects (day of the week, hour of the
day), historical values of thermal load and the physical parameters of a substation (sup-
ply temperature, difference between supply and return temperatures and flow rate). The
effect of the substation operational parameters as additional inputs is also shown. Lastly,
a performance comparison of the SVM models is presented based on forecast horizons of
up to 48-hour.

We achieve a high forecast performance for seven buildings, which have regular pat-
terns for energy consumption while three buildings have relatively higher performance
error which are attributed to unpredictable high frequency variations in the thermal load
signal. The results show that using the parameters associated with a district heating
substation adds subtle impact to the forecasting error. SVM gave the best prediction
performance, with FFNN and MLR having very similar error rate as SVM. Regression
tree models have higher performance error rate and hence are less suitable. Finally, it
is established that buildings exhibit different energy consumption patterns, which dif-
ferentiate their response to forecasting models. In future work, there will be a focus on
exploiting the results of this paper for building localized energy saving strategies. These
strategies shall be used for peak shaving and maintaining a steady return temperature
back to the CHP while achieving satisfactory thermal energy in buildings.
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Table 3: Statistics of energy consumption at the residential and commercial buildings
under study. † - units in MWh. * - units in KW.

Substation Ref. ID Per Annual
Consumption†

Mean* Min* Max* No. of Aparts.

Res A 365.35 47.92 21.63 91.43 60
Res B 1560.0 210.95 119.68 344.67 120
Res C 2400.0 313.58 184.86 480.52 185
Res D 77.91 9.77 2.62 25.78 12
Res E 1845.24 221.62 131.63 370.07 174
Com A 1053.47 138.63 14.30 375.74 -
Com B 1561.99 198.04 15.96 473.14 -
Com C 694.57 95.69 36.02 228.73 -
Com D 203.86 32.04 5.11 97.23 -
Com E 493.54 64.60 19.47 182.46 -

Table 4: Commercial buildings: Correlation analysis between influencing factors and
heat load. The four most influential variables are shown.

Res A Res B Res C Res D Res E Com A Com B Com C Com D Com E
Tps 0.76 0.70 0.74 0.67 0.69 0.59 0.67 0.83 0.59 0.62
Tpr -0.11 0.58 -0.48 -0.51 0.36 0.70 0.76 0.84 0.28 -0.21
ΔT 0.85 0.69 0.74 0.72 0.44 -0.08 -0.05 0.29 0.41 0.78
m 0.92 0.32 -0.10 0.76 0.76 0.98 0.99 0.94 0.98 0.96
Tout -0.82 -0.69 -0.76 -0.49 -0.69 -0.73 -0.83 -0.95 -0.59 -0.57

Table 5: Four input parameter sets for evaluating their influencing significance in a
thermal load forecast.

Time factor Outdoor temperature Previous thermal load DHS Operational variables
Hd Dw Tout(t+h) forecast Tout(t) Tout(t−h) ΔTout(1) ΔTout(2) P(t) P(t−h) P(t−2h) ΔP(2) ΔP(3) Tps(t) ΔT (t) m(t) ΔTps(t−h) ΔT (t− h) m(t−h)

Parameter
set 1

� � � � � � � � � � � � � � � � � �

Parameter
set 2

� � � � � � � x x x x x � � � � � �

Parameter
set 3

� � � � � � � � � � � � x x x x x x

Parameter
set 4

� � � � � � � x x x x x x x x x x x



128 Paper C

References

[1] A. Afram and F. Janabi-Sharifi, “Black-box modeling of residential {HVAC}
system and comparison of gray-box and black-box modeling methods,”
Energy and Buildings, vol. 94, pp. 121 – 149, 2015. [Online]. Available:
http://www.sciencedirect.com/science/article/pii/S0378778815001504

[2] P. Bacher, H. Madsen, H. A. Nielsen, and B. Perers, “Short-term heat load forecast-
ing for single family houses,” Energy Build., vol. 65, pp. 101–112, Oct. 2013. [Online].
Available: http://linkinghub.elsevier.com/retrieve/pii/S0378778813002752

[3] L. Breiman, J. H. Friedman, R. A. Olshen, and S. C. J, Classification and Regression
Trees. Chapman & Hall, New York, 1984.

[4] T. Catalina, V. Iordache, and B. Caracaleanu, “Multiple regres-
sion model for fast prediction of the heating energy demand,” En-
ergy Build., vol. 57, pp. 302–312, Feb. 2013. [Online]. Available:
http://linkinghub.elsevier.com/retrieve/pii/S0378778812005993

[5] C.-C. Chang and C.-J. Lin, “{LIBSVM}: A library for support vector machines,”
ACM Trans. Intell. Syst. Technol., vol. 2, no. 3, pp. 27:1—-27:27, 2011.

[6] B. Dong, C. Cao, and S. E. Lee, “Applying support vector ma-
chines to predict building energy consumption in tropical region,” En-
ergy Build., vol. 37, no. 5, pp. 545–553, May 2005. [Online]. Available:
http://linkinghub.elsevier.com/retrieve/pii/S0378778804002981

[7] R. Edwards, J. New, and L. Parker, “Predicting future hourly resi-
dential electrical consumption: A machine learning case study,” En-
ergy Build., vol. 49, pp. 591–603, Jun. 2012. [Online]. Available:
http://www.sciencedirect.com/science/article/pii/S0378778812001582

[8] L. Eriksson, Multi- and Megavariate Data Analysis, ser. Training in mul-
tivariate technology. Umetrics AB, 2006, no. p. 1. [Online]. Available:
http://books.google.se/books?id=B-1NNMLLoo8C

[9] N. Fumo, “A review on the basics of building energy estimation,” Renew.
Sustain. Energy Rev., vol. 31, pp. 53–60, Mar. 2014. [Online]. Available:
http://linkinghub.elsevier.com/retrieve/pii/S1364032113007892

[10] H. Gadd and S. Werner, “Daily heat load variations in Swedish district heating
systems,” Appl. Energy, vol. 106, pp. 47–55, Jun. 2013. [Online]. Available:
http://linkinghub.elsevier.com/retrieve/pii/S0306261913000391

[11] S. Grosswindhagera, A. Voigtb, and M. Kozeka, “Online short-
term forecast of system heat load in district heating net-
works,” Tsp, no. 1, pp. 1–8, 2011. [Online]. Available:
http://www.forecasters.org/submissions/GROSSWINDHAGERSTEFANISF2011.pdf



References 129
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