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Abstract 
This thesis explores the creation of a scaling, containerized, advertisement server that will be used by 

Gold Town Games AB to better integrate ads into their application(s). The server is built as a Docker 

image that will be used to create server instances on AWS Elastic Container Service for automatic scaling 

and server resource configuration. 

The server was created with the intention that GTG will have full control over what advertisements are 

shown in their application(s) and to seamlessly integrate sponsored logos onto jerseys or sports fields. 

This will not only serve as a source of income with advertisers paying for ad space, but it will also make 

the game elements more realistic as we have come to expect teams and stadiums to be sponsored and 

plastered with company logos. Another important part when displaying advertisement is to track 

statistics for the ads, since without a way to show advertisers that their ads are shown and that they are 

generating engagement it is very hard to sell the ad space. 

 

 

Sammanfattning 
Detta examensarbete utforskar skapandet av en skalbar, containerbaserad, reklamserver som kommer 

användas av Gold Town Games AB för att integrera reklam i deras applikation(er). Servern är byggd som 

en Docker-bild som används för att skapa instanser på AWS Elastic Container Service för automatisk 

skalning och serverresurshantering. 

Servern är utvecklad med tanken att GTG ska ha full kontroll över vilken reklam som visas i deras 

applikation(er) och för att kunna lägga till sponsrade loggor på matchtröjor och i arenor. Detta är inte 

bara en extra form av inkomst, då annonsörer betalar för reklamplatser, utan hjälper även till att få 

delar av spelen att kännas mer realistiska då vi är vana att lag och arenor är sponsrade och fulla av 

företagsloggor. En annan viktig del när man visar reklam är att kunna spara statistik för den, eftersom 

det skulle vara väldigt svårt att sälja reklamplatser utan att kunna visa att folk faktiskt ser reklamen. 

  



ii 
 

Contents 
1 Introduction .......................................................................................................................................... 1 

1.1 Requirements ................................................................................................................................ 1 

1.2 Social, Ethical and Environmental Considerations ........................................................................ 2 

2 Method ................................................................................................................................................. 3 

2.1 Communication ............................................................................................................................. 3 

2.2 Geolocation ................................................................................................................................... 4 

2.3 Scaling the Server .......................................................................................................................... 4 

2.3.1 Vertical Scaling ...................................................................................................................... 5 

2.3.2 Horizontal Scaling .................................................................................................................. 5 

2.3.3 Docker and AWS ECS ............................................................................................................. 6 

2.4 Load Balancing .............................................................................................................................. 6 

2.4.1 Stateful .................................................................................................................................. 7 

2.4.2 Stateless ................................................................................................................................ 7 

2.4.3 Sticky Sessions ....................................................................................................................... 8 

2.5 Ad Statistics ................................................................................................................................... 8 

3 Results ................................................................................................................................................... 9 

3.1 Communication ............................................................................................................................. 9 

3.1.1 Client to server ...................................................................................................................... 9 

3.1.2 Server to database .............................................................................................................. 10 

3.1.3 Input validation ................................................................................................................... 10 

3.2 Geolocation ................................................................................................................................. 11 

3.3 Ad Statistics ................................................................................................................................. 11 

4 Analysis and Discussion ....................................................................................................................... 12 

4.1 Geolocation and Reverse Geocoding .......................................................................................... 12 

4.2 Containers and AWS ................................................................................................................... 13 

4.3 Cassandra .................................................................................................................................... 13 

4.4 Ad Statistics ................................................................................................................................. 14 

4.5 Future Work ................................................................................................................................ 14 

5 References .......................................................................................................................................... 15 

 

 

 



1 
 

1 Introduction 
More and more people are connecting to the Internet, using apps, and playing games on smart devices 

(Kemp, 2018). The main sources of income for a lot of these games are in-app purchases (IAP) and 

advertisement (Dogtiev, 2017) in the form of integrated ads and full screen video ads. Most of the ads 

are handled through a few large ad agencies (Dogtiev, 2017) who all take their own cut of the revenue 

that the ads generate.  

In an effort to increase both the control over, and the potential profit of, in-game advertisement, Gold 

Town Games AB1 (GTG) has decided to create their own ad management system. The system should 

handle everything from uploading, managing, and tracking statistics, to displaying ads to the users. This 

thesis looks at how to efficiently track and serve ads to users, as well as how to scale the system as the 

number of users and ads increase. 

The ads themselves are going to be stored on Amazon Web Services2 (AWS) Simple Storage Service3 (S3) 

to greatly reduce the amount of data that has to be sent to and from GTG’s own servers. The 

management system will store information, such as stats and the S3 link, about the ads in a Cassandra4 

database that can be accessed both by itself and by the server responsible for serving ads to the clients. 

To ensure that the ads are more relevant to the users, the client-side of the system collects GPS (or 

network) location data about where the user is to be able to display ads for the relevant area. The client-

side system will be integrated into GTG’s existing products to send and receive ad data.  

The project is split up into two parts made by two different students. One part consists of creating the 

ad management tool that will be used by GTG to add, remove, edit, and track the ads, as well as setting 

up the database that stores the information and statistics. The other part, which this paper focuses on, 

consists of user geolocation, tracking statistics for the ads, how the server resources can scale, and load 

balancing between servers. 

 

1.1 Requirements 
GTG’s current services are using ASP.NET C# code and running in Docker5 containers on AWS Elastic 

Container Service6 (ECS), and since the advertisement tool is going to be integrated with their existing 

systems, it will also have to be runnable in the same container environment. The data will be stored in a 

Cassandra database, and to ensure easy communication between multiple different systems on 

different devices, all cross-system communication will be transmitted over HTTP. 

 

                                                           
1 http://goldtowngames.com/en/ 
2 https://aws.amazon.com/ 
3 https://aws.amazon.com/s3/ 
4 http://cassandra.apache.org/ 
5 https://docker.com/ 
6 https://aws.amazon.com/ecs/ 

http://goldtowngames.com/en/
https://aws.amazon.com/
https://aws.amazon.com/s3/
http://cassandra.apache.org/
https://docker.com/
https://aws.amazon.com/ecs/
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1.2 Social, Ethical and Environmental Considerations 
The client-side part of the system that runs on users’ mobile devices, once it has been integrated with 

GTG’s application(s), collects location data about the device if it is allowed. Tracking user data in order 

to better target people with advertisements can be ethically questionable depending on the 

implementation. The system as it stands right now does not use or track any other information than 

location, though this could always be a possibility to consider for the future. 

The best way to handle this is to make sure the user is aware of what information is being gathered and 

how it is being used. To do this a notification about the app’s use of location data and that it contains 

ads will be present in both the iOS App Store and Google Play as part of their rating system. When 

starting the app for the first time, the users also have the option whether to allow the application access 

to location data or not. This way the users are aware that the application is collecting location data, and 

that it will show them advertisements. 

When it comes to environmental consideration, the advertisement system could at best cause some 

users to buy something from a local store thanks to an ad they saw rather than ordering it online. 

Though it is unlikely that this will have any measurable impact on either environment or society. 
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2 Method 
The ad server system is divided into two separate parts. The first part is the client side that will be 

integrated into GTG’s products and used to geolocate the user, send requests to the server, download, 

and display the ad contents. The second part of the system is the ad server. This server is designed to 

run in Docker containers and to use the location sent from the client to fetch ads from the Cassandra 

database. Between the two parts is the AWS Elastic Load Balancer7 (ELB) to spread the requests 

between all running servers and containers.  

 

2.1 Communication 
As per the requirements, the communication between client and server is sent over HTTP to ensure that 

it can easily be implemented on almost any Internet connected devices that might use the system in the 

future.  

The communication from client to server consists of two messages, one for requesting an ad, and one 

for requesting the ad stats to be updated. For the ad request, the server will respond with either the ID 

and link to the ad, or a 404-Missing status code if there are no available ads. When receiving an update 

request, the server will just return an empty 200-OK status code to let the client know that the request 

was received. All messages coming from clients go through the AWS ELB that redirects the requests to 

one of the server instances running in the cluster. Clients always connect to, and communicate with, the 

same server instance every time to enable the server to keep some local data about each user. 

The communication between servers and the Cassandra cluster is done with ASP.NET and C#, using the 

Cassandra C# drivers from DataStax8. Queries are sent to the cluster as prepared CQL (Cassandra Query 

Language) statements9 that are then executed by the Cassandra software to fetch the data from 

storage. 

The final part of the communication is between the clients and AWS S3 where the ads are stored. After a 

client has requested an ad from the server, and the server has found an ad for the appropriate area, the 

S3 link is sent to the user. The client then sends a GET request to S3 to download the ad and display its 

content inside the application. 

                                                           
7 https://aws.amazon.com/elasticloadbalancing/ 
8 https://github.com/datastax/csharp-driver 
9 https://docs.datastax.com/en/developer/csharp-driver/3.2/#prepared-statements 

https://aws.amazon.com/elasticloadbalancing/
https://github.com/datastax/csharp-driver
https://docs.datastax.com/en/developer/csharp-driver/3.2/#prepared-statements
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Figure 1: Overview of the communication between server and client. Top: Client sends its position to the server to get and ad. 
Bottom: Client tells the server to update the stats for the ad. 

 

 

2.2 Geolocation 
To be able to show more relevant ads to the users, the application uses the client’s device position to 

find ads based on the city, state, country, and continent the player is currently in. Getting the position of 

the user’s device is done using their built-in location services, the LocationManager10 class for Android, 

and the CLLocationManager11 class for iOS. From these classes, the application can get the last known 

position of the device without having to retrieve any new data, and if there is no known position, it can 

request a new location update to be retrieved. When requesting a new location, both classes have 

methods for getting either the exact device position using its GPS or an approximate position by getting 

the position of any connected Wi-Fi networks or cell towers. 

After getting the coordinates of the device, the client sends an HTTP GET request to the Google Maps 

API12 to reverse geocode the coordinates into a human readable address. After receiving the response, 

the continent, country, state, and city are picked out from the data and are ready to be used in the 

request to the ad server. 

 

 

2.3 Scaling the Server 
As the number of users, incoming requests, and ads increase, the load on the server(s) are going to 

increase as well. To ensure everything keeps running smoothly, the server must be able to scale up to 

handle the increasing load. The two main ways of scaling server resources are either scaling vertically, 

adding more resources like CPU cores and RAM to the machine running the server, or scaling 

horizontally, adding multiple machines to a cluster where the work can be spread between the different 

                                                           
10 https://developer.android.com/reference/android/location/LocationManager.html 
11 https://developer.apple.com/documentation/corelocation/cllocationmanager 
12 https://cloud.google.com/maps-platform/ 

https://developer.android.com/reference/android/location/LocationManager.html
https://developer.apple.com/documentation/corelocation/cllocationmanager
https://cloud.google.com/maps-platform/
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machines. Both of these methods have their own use cases and are suited for different applications and 

sizes. 

 

Figure 2: Difference between vertical and horizontal scaling 

 

2.3.1 Vertical Scaling 
Scaling a server vertically means adding more resources to a single machine, like more CPU cores, 

memory, or storage. This is a good method for smaller servers, applications where a single system can 

handle all the work, or services that require serial processing. One of the risks with designing an 

application to run on a single server is that it also becomes a single point of failure, which can bring the 

entire system down were it to crash. It can also lead to problems when the server is at max capacity and 

cannot be upgraded any more. Rewriting a system to go from a single server to running in a cluster and 

scaling horizontally instead can take a very long time and require a lot of work. 

 

2.3.2 Horizontal Scaling 
Scaling a server horizontally means adding more nodes (computers) to a cluster (group of computers) 

and dividing the work between them. This way there are multiple different nodes that can all handle a 

smaller number of incoming requests for the application. This both increases performance and reduces 

the risk of a crash bringing the whole system down. To take advantage of this kind of scaling, the 
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application or system needs to be designed to handle not having access to all or the latest information 

since it is going to be spread out on the different nodes until they can synchronize. For any system that 

needs to be able to scale a lot, horizontal scaling is the only option as it can scale up to whatever size 

you need as long as you can keep adding nodes to the cluster. 

 

2.3.3 Docker and AWS ECS 
The ad server is designed to run in a Docker container, as this was one of the requirements, and because 

of that, it also has excellent horizontal scaling capabilities since it forces the program to be able to run in 

a contained environment. The server software in the containers only has access to the database for 

shared storage and the data that is sent with each request from the user. 

With AWS ECS handling both server management and container orchestration, it takes very little effort 

to scale the server capacity. To add more server capacity, additional instances of the Docker image can 

be created and started, or ECS can be configured to automatically start new instances when the existing 

ones are under heavy load. 

 

 

2.4 Load Balancing 
The ad servers are running in an AWS ECS cluster with multiple instances of the software running on 

each machine and multiple machines connected to the cluster. In order to distribute the incoming traffic 

between those instances, a load balancer or reverse proxy can be used to redirect the traffic (NGINX, 

u.d.). There are multiple different options when it comes to reverse proxies and load balancers, such as 

Nginx Reverse Proxy13 and AWS ELB, each with their own strengths and weaknesses. With the servers 

already running on the Amazon cloud, the AWS ELB is used for load balancing since it is already 

integrated and ready to use with other AWS products. The load balancer runs in front of ECS and 

forwards the traffic to different instances in the cluster. 

While using a load balancer, there are two main modes it can work in, either stateful or stateless. Both 

of these modes have their distinct pros and cons and are desired in different scenarios. 

                                                           
13 https://docs.nginx.com/nginx/admin-guide/web-server/reverse-proxy/ 

https://docs.nginx.com/nginx/admin-guide/web-server/reverse-proxy/
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Figure 3: All clients connects to the load balancer which then splits the connections between the servers. 

 

2.4.1 Stateful 
A stateful load balancer keeps information about the incoming connections and the state of the servers 

it is balancing connections between. It can look at the contents of an incoming request and decide what 

instance to forward it to depending on predetermined rules and current server load. This can provide 

better balancing as it can look at more information than just the number of requests. Even if one of the 

server instances have hundreds of smaller requests lined up while another instance has a few heavy 

tasks to perform, a new request can still be sent to the first instance since it will most likely finish all its 

tasks first. With this kind of load balancing it is possible to get a more even server load when there are 

large differences in the amount of computing time required for different requests. State-keeping and 

inspecting the incoming requests before forwarding them does come at the price of some performance. 

For state-keeping to be worth it, the performance gained by having well balanced servers has to out-

weigh the performance cost of the extra work. 

 

2.4.2 Stateless 
With a stateless approach to load balancing, the LB does not keep any state or information about 

neither the clients nor servers. This makes it a lot simpler and easier to set up than its stateful 

counterpart. Each time a client wants to make a connection the LB will forward the request to a server 
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instance, usually based on either sticky sessions (MacVittie, 2013) or round robin style distribution (F5 

Networks, u.d.).  

Stateless load balancing works very well when the amount or work the server will have to perform for 

each request is about the same. This means that keeping the number of requests the same will keep the 

server load the same between the different instances. 

 

2.4.3 Sticky Sessions 
With a low number of different requests and the relative simplicity of them, using a stateful LB would 

most likely have more overhead from inspecting and running logic on each incoming package than it 

would save on better balance between the server instances. The simplicity and speed of the stateless LB 

together with sticky sessions gives it the edge and is the preferred method in this case.  

To achieve the stickiness, the ELB uses a hash of the user’s ID as its session cookie to determine what 

server instance to forward requests to. Using the unique user ID as the session cookie, rather than the 

source IP and port, also has the benefit of correctly sending requests to the same server instance even if 

the user connects from a different network or signs in with a new device. 

 

 

2.5 Ad Statistics 
The ad statistics consists of the number of views and clicks per hour for each ad, ad spot, and 

application. When a client successfully downloads an ad from S3, they send a message back to the ad 

server indicating that they are now seeing the ad and that the server should increment the view counter 

for it. If the user then clicks on the ad, an additional message will be sent, telling the server to increment 

the click counter. Both the views and clicks are tracked per ad per hour to give more insight into when 

and what ads are watched and clicked the most. Stats are also tracked per application, per ad spot in 

each app, as well as being tracked for ad spots where there are currently no ads. This gives GTG a better 

overview of the total ad statistics and allows them to better estimate of how much and often an ad will 

be displayed depending on its placement in the application. 
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3 Results 
The final software is a two-part system that communicates over HTTP to send and reply to requests. The 

client requests ads and stat updates for those ads, while the server queries a database to get ads and, 

after some validation, updates the stats of them. 

The server is designed and built to run inside of Docker containers on AWS ECS which enables it to scale 

very well as multiple instances of the server can be run in parallel behind the Elastic Load Balancer. This 

does, however, require the LB to use sticky sessions so that each client connects to the same instance 

every time they send a request, as each instance keeps local information about which users have 

downloaded what ads. 

 

3.1 Communication 
The communication starts with a client sending an HTTP POST request, containing JSON encoded data, 

to the ad server. The server then queries the database for an ad at the given location and sends back a 

response to the client, potentially containing the ad link. If the server successfully found an ad for the 

location, the client then downloads the contents from AWS S3 using the link provided in the response 

from the server. Once the ad is successfully downloaded, a second message is sent to the ad server 

letting it know that the ad has been seen and that the view counter should be incremented. This is 

repeated for the click counter if the user were to click the ad. 

 

3.1.1 Client to server 
The client sends an HTTP POST request with its ID, the product they are using, what ad spot to get the ad 

for, and approximate address, to the ad server. 

userID:  string, // The user’s ID in the application 

product: string, // The application the request was sent from 

ad_spot: string, // The location to download the ad for (ex. banner) 

location:       // The reverse geocoded location 

{ 

  continent: string, 

  country: string, 

  state: string, 

  city: string, 

} 

Listing 1: Data POSTed by the client when requesting an ad. 

 

The server then searches the database for an ad that matches the given product, spot, and location and 

then sends either a status 200-OK with the ad ID and link or a status 404-Missing if there are no ads.  

adID:   string, // The ad’s unique ID 

adLink: string, // The S3 link to the ad 

Listing 2: Data returned by the ad server after a successful request. 
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Once the client has successfully downloaded and displayed the ad contents from S3, it sends another 

request to the ad server, telling it that the ad has been seen and that the view counter should be 

incremented. This is also repeated if the user clicks on the ad. 

userID: string, // The user’s ID in the application 

adID:   string, // The ID of the ad 

type:   string, // The type of stat to update (view or click) 

Listing 3: Data POSTed to the ad server to request a view/click counter to be incremented. 

 

3.1.2 Server to database 
The server communicates with the database using CQL queries sent via the Cassandra C# drivers. These 

queries are compiled into prepared statements for each separate application that ads are served to. 

Prepared statements help increase security, by inserting user input as variables rather than using it as 

part of the query, and execution speed, as the server does not have to compile a new query for every 

incoming request, instead it can reuse the same statements with new values. 

The ad links and information are stored in the Cassandra database and are sorted using a primary key. 

This key consists of the ad spot, continent, country, state, city, a bool indicating if the ad is active, and 

the ad ID. When querying for an ad, the database can return all the ads that match the search key, so to 

get all banner ads for Stockholm, the search key would be:  

{ 

    “Banner”,         // Ad spot 

    “Europe”,         // Continent 

    “Sweden”,         // Country 

    “Stockholms län”, // State 

    “Stockholm”       // City 

} 

Listing 4: Search values for finding banner ads for Stockholm. 

When accessing a specific ad, the entire key must be provided. 

 

3.1.3 Input validation 
Any time the server accepts data from a user, it first runs a sanity check on the input to make sure that 

all fields have a value. After making sure all the fields have a value, the values themselves are checked. 

The submitted product name is checked against a list of registered products, the update type must be 

either “click” or “view”, and the user must have already downloaded an ad before they can request stat 

updates for it. The only part that is not validated yet is the user ID, as the system is not connected to 

GTG’s game servers yet. 
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3.2 Geolocation 
The first step when requesting an ad from the server is to get the current location of the device that is 

sending the request. To get the location, either platforms LocationManager class is used by first trying to 

retrieve the last know location of the device. If there is no known location available, a new location 

update is requested from any Wi-Fi networks or cell towers the device is connected to. As a last resort if 

there is still no known location the devices GPS is used to get the exact location of the user. 

If the user’s location is successfully retrieved, a second step is taken, and the coordinates are sent to the 

Google Maps API to be reverse geocoded into a human readable address. The continent, country, state, 

and city parts of the address are then used in the request to the ad server. 

 

https://maps.googleapis.com/maps/api/geocode/json?language=en&latlng=COORDINA

TES&key=API_KEY 

Listing 5: Request sent to the Google Maps API. ‘latlng’ is the coordinates of the device and ‘key’ is the 

API key from Google. 

 

 

3.3 Ad Statistics 
All the statistics for the ads are tracked in the Cassandra database cluster that the ad server connects to. 

When a request to increment either views or clicks is received by the server, it sends a query to the 

database that increments a counter on the ad with the given ID. The server also sends a timestamp as 

part of the query which is used as part of the key to identify which counter to increment. If this key (ID 

and timestamp) already exists the counter is incremented, if it does not exist, a new row is created with 

zero views and clicks and then incremented once. 

Each ad can also have a max limit for views, clicks, and date that is used to track how long the ads should 

be active for. The ads can have one or more of these limits set, allowing, for example, an ad that is active 

until it has 10 000 views or until New Year’s Eve, whichever comes first. This helps to ensure that the ads 

get the amount of engagement that the advertisers pay for, and once the limit is reached the ad is 

deactivated. Deactivated ads are kept in the database and their stats are still visible in the management 

tool, but they are no longer served to users. 

To validate the stats and make sure a single user does not request and click an ad hundreds of times, the 

server keeps track of which user downloads what ad and when. If the same user were to request the 

same ad again within a configurable timespan their stat update request will be ignored by the server. 
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4 Analysis and Discussion 
The finished software is a system that can serve ads to users based on location and track views and 

clicks over time according to the specifications. All the planned features and requirements are 

implemented and all that is left to do before the system can be used is to integrate it with GTG’s servers 

and database to verify user IDs and display the ads in their app. 

The communication between client and server was kept quite simple. It consists of only two HTTP POST 

requests that the client sends to get ads and to request the stats to be updated. The Cassandra driver 

handles all the communication between server and database so that all I had to do was write and 

prepare the CQL queries. The queries follow a very similar structure to SQL14, which I have previous 

experience with, so it was relatively straightforward to write and prepare the statements. 

As the advertisement server has been running on its own during development, the communication 

between client and server has been transmitted via HTTP, not HTTPS. This could potentially be a 

problem if someone were to access other people’s user IDs and use them in their own requests to the 

game or ad servers. There is also the possibility of man-in-the-middle attacks where someone could 

intercept the messages between the server and client and replace the links sent from the server with 

their own malicious links. 

Updating the server to use HTTPS has not been a priority during development since I have not had 

access to a registered domain or an SSL certificate to use. This is, however, something that should be 

changed in the software once it is uploaded to GTG’s servers (where they hopefully have an SSL 

certificate installed and active).  

 

4.1 Geolocation and Reverse Geocoding 
The main reason I chose to use reverse geocoding (translating coordinates to an address) is to allow the 

ad management tool to use the names of countries and cities rather than having to input coordinates 

and radius. This is not only more exact, since most places are not a perfect circle on the map, but it is 

also a lot easier to just write the name of a place than it is to get the coordinates and estimate how big 

of an area that should be included.  

I chose to use the Google Maps API for the geocoding since I have previous experience with it, which led 

to less research and a shorter implementation time. The API is easy to use and, considering the size of 

Google and their services, very unlikely to be unavailable or out of date. 

After the implementation was done and while writing this discussion I realized a problem with the 

implementation of the geolocation and geocoding. The geocoding should preferably not be done by the 

clients at all. The client should only submit the devices coordinates to the server when requesting an ad, 

and the server then uses the Maps API to get the address. This has two positive effects. Firstly, it saves 

both data and battery on the user’s device since it would only send a single request to the ad server, 

rather than first sending one to the API. Secondly, and probably the bigger reason, is that in order to use 

the Maps API you are required to send an API key with each request, and with the current 

                                                           
14 https://www.w3schools.com/sql/sql_intro.asp 

https://www.w3schools.com/sql/sql_intro.asp


13 
 

implementation that key needs to be stored on the clients. This makes it harder both to keep the key 

secret, and also to update if it ever needs to be changed. 

 

4.2 Containers and AWS 
Both containerization and Amazon’s cloud services were new things that I have not used before and 

required quite a lot of research. Running the server in a Docker container is similar to running a virtual 

OS that is hosting the server, only that you don’t need an entire additional OS running. It takes a list of 

the run-time libraries and technologies that are required to run the server and bakes it all into a Docker 

image. This image is then used as a template and can launch multiple identical instances of the server 

that run in parallel. 

Amazon Web Services were all new to me, but they are very well documented and there are plenty of 

resources that can help teach how to use them. The three services used in the system were S3 for ad 

storage, ELB to split requests between server instances, and ECS to manage server resources and 

containers. 

S3 was the service that required the least amount of work from my end, as all the client has to do is 

send a GET request to the URL returned from the database. 

The ELB did require some setup when enabling sticky sessions and setting the value of the session 

cookie that is hashed to determine what instance to send the request to. The sticky sessions have very 

little performance impact since it is just a hashed value. It does, however, save quite a bit of work for 

the server since the list of users can be kept locally, rather than having to save them in a database. The 

local list, saved in RAM, is a lot faster and requires less work to use than a database saved to an HDD 

somewhere else. 

ECS is a service that manages Docker images, server resources, and containers for you. You simply 

upload the Docker image to the repository, select the number of servers you want running, select the 

load balancer that was configured with sticky sessions, and the amount of resources each instance has 

access to. After that, ECS automatically manages the cluster and instances for you, and it can also be 

configured to start additional container instance if the cluster is under heavy load. 

 

4.3 Cassandra 
Apache Cassandra is used as the database for storing the statistics and S3 links for the ads. The way it 

stores and sorts rows is based on a primary key consisting of the first x number of columns in each table. 

Values in this primary key are static and cannot be changed as that would also have to change the 

location where it is stored. Since the server should only serve active ads to the users, the value 

indicating whether the ad is active or not has to be part of the primary key. This causes a slight 

inconvenience when an ad has reached one of its limits and needs to be deactivated, for example when 

it has the 10 000 views the advertiser paid for. To solve this problem, the entire row is deleted and then 

a new row is inserted with the same values except for being marked as inactive. 
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4.4 Ad Statistics 
Tracking statistics for the ads is an important part of the system as it is how GTG can show their partners 

that the ads are both seen and clicked on. The stats not only have to be tracked, they must be accurate 

as well. This is why the server needs to verify the users that request ads and keep track of which ads and 

when they are downloaded. This is done to stop people from just requesting multiple ads or stat 

updates for the same ad, which would inflate and invalidate the stats. 

 

4.5 Future Work 
The first thing that should be done before the server can be used is to integrate it with GTG’s servers for 

the user validation, as well as integrating the client-side into their app to request and show the 

advertisement. The reverse geocoding should also be moved to the server for the reasons mentioned 

above. Once this is done the server is ready to serve ads to users. 

To continue improving the server, one of the more valuable things to focus on at first is tracking more 

stats. Saving things like where users are connecting and requesting ads from could be used to find 

locations to focus more local ads. Tracking the total view time for ads that are present on game 

elements would be an additional way to show advertisers how much exposure the ads get. 
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