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Sammanfattning 
Med det snabbt växande utbudet av molntjänster kan företag och organisationer flytta 

existerande och nya tjänsteerbjudanden för sina kunder till molnet och därmed dra nytta av 

fördelarna med molnbaserade tjänster. En kritisk fråga är att bibehålla eller förbättra 

användarupplevelsen när tjänsterna levereras från molnet. Det är också ett huvudmål med 5G 

inför introduktionen 2020. För att möjliggöra detta krävs bra övervakningsverktyg som noggrant 

mäter och samlar ihop karaktäristik för analys av de olika molnlösningarna. 

Detta examensarbete analyserar telemetriverktyget Ceilometer, vilket är en kärnkomponent i 

molnplattformen OpenStack. Arbetet omfattar tester av verktyget vad gäller både noggrannheten 

av den inhämtade karaktäristiska informationen om virtuella maskiner och hur mycket verktyget 

belastar den fysiska noden. Det är nödvändigt för att kunna dra slutsatsen om verktyget är 

användbart i de molnlösningar som nu tas fram för 5G.  

Resultaten visar på en god noggrannhet vid insamling av karaktäristisk information, såsom CPU 

användning och nätverksgenomströmning. Resultaten visar också i vilka sammanhang 

Ceilometer kan användas för att inte skapa för hög CPU last som i sin tur kan leda till att andra 

delar av systemet blir långsammare. 

Nyckelord: Ceilometer, moln, OpenStack, 5G   
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Abstract 
With the rapidly growing availability of cloud offerings, companies and organizations can now 

move existing and new service offerings for its customers to the cloud and thereby leverage the 

advantages with cloud-based offerings. A critical issue is to maintain or improve the user 

experience when the services are delivered from the cloud. This is also a core goal for the 5G 

introduction in 2020. For this to happen, good monitoring tools that accurately measure and 

collect information about the characteristics for analysis of the different cloud solutions.  

This thesis analyzes the telemetry tool Ceilometer, which is a core component of the cloud 

platform OpenStack. The thesis encompasses tests of the tool for both the accuracy to obtain 

characteristic information about virtual machines, as well as, the intrusiveness that Ceilometer 

has on the physical node. This is necessary to be able to conclude if this tool can be 

recommended for future usage in the cloud solutions now being developed for 5G.  

Results show good accuracy when collecting characteristic information, such as CPU utilization 

and network throughput. The results also demonstrate in what contexts Ceilometer can be used to 

avoid creating too much CPU load that could cause other parts of the system to slow down. 

Keywords: Ceilometer, cloud, OpenStack, 5G 
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NOMENCLATURE 

Abbreviations 

 

3GPP Third Generation Partnership Project 

5G Fifth Generation mobile systems 

AMQP Advanced Message Queuing Protocol 

API Application Programming Interface 

CLI Command-Line Interface 

CPU Central Processing Unit 

ETSI European Telecommunications Standards Institute 

HTTP Hypertext Transfer Protocol 

Hyper-V Hypervisor 

I/O Input / Output 

ID Identifier 

IaaS  Infrastructure as a Service 

IP Internet Protocol 

KVM Kernel-based Virtual Machine 

Mbps Megabits per seconds 

NIC Network Interface Card 

NFV Network Functions Virtualization 

OS Operating System 

PDU Protocol Data Unit 

PID Process Identifier 

QEMU Quick Emulator 

RRC Radio Resource Control  

SSH Secure Shell 

TCP Transmission Control Protocol 

UDP User Datagram Protocol 

VM Virtual Machine  

VIM Virtualized Infrastructure Manager 

VNF Virtual Network Function 
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1  INTRODUCTION 

The first commercial deployments of 5G are expected 2020, which means that higher demands 

[1] [28] are set on the network traffic and infrastructure performance. These required 

performances include: 

• Low latency, the tactile interaction will be down to 0.5 ms latency, e.g., the delay from that a 

self-driving car receives a braking command until execution of it.  

• Network data rate, network speed shift between 25 Mbps up to 500 Mbps uplink and 

between 50 Mbps up to 1 Gbps as downlink depending on the outside or inside environment.  

• Network capacity, the range of users can have a connection of 15 Tbps/km2 for 250 000 

users/km2.      

Developing new applications to handle these demands requires both performance testing and unit 

testing to ensure each, and every new version of a product never decrease in computer 

performance at the same time it works as intended. Ericsson radio handles these by using the 

“Continuous delivery” [2] concept, which means each night all products in development goes 

through unit tests to check that everything works as it should be and receives bug reports from all 

the tests it failed. However, the means for retrieving characteristic information is still limited. By 

characteristic information, it’s referred in this thesis to CPU utilization, network throughput, 

Disk I/O, and memory.  

OpenStack is an open source platform for a cloud computing environment for easy deployment 

of virtual machines; thus Ericsson Radio uses these types of clouds for testing and deploying 

products that has been developed. One of the components that OpenStack contains is the 

telemetry project Ceilometer for monitoring of all virtual machines deployed by OpenStack.   

In this thesis, the objective will be to study and validate the monitoring tool Ceilometer to 

conclude if it can monitor the characteristic performance of the virtual computer with product 

application installed on as well as how intrusive the tool is to the rest of the physical computer. 

1.1 Purpose 

Having the swift knowledge on how computers behave when running applications is crucial in 

the sense of user’s experience, especially with the upcoming 5G deployment. If the problem 

remains unknown, would lead to ignorance in the development of applications.  

This thesis was suggested by Ericsson and should give beneficial results on what the next step 

will be to solve the monitoring problem of virtual machines.  

1.2 Problem description 

This subchapter gives an overview of the problems in this thesis and lets the one reading this 

understand the problems that exist.  

Currently, there is limited information concerning monitoring tools that are sufficiently good 

[30]. This thesis will examine the problem in two aspects of validating Ceilometer.  
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First aspect:   

When talking about framework, the knowledge of how low the error margins are 

important when measuring to ensure that the displayed value can be used in future 

evaluations. The characteristics that will be tested for its accuracy in this thesis are: 

• CPU utilization 

• Network throughput 

These characteristics are considered to be the most important information according to 

Ericsson to use when determining product evolvement in a virtual cloud environment.   

Second aspect:  

The other aspect that occurs is how intrusive Ceilometer is to the physical computer. The 

monitoring tool can’t allocate to much computer resources. Otherwise other applications 

lag behind and will result in poor measurements. The focus in thesis will be the CPU 

utilization when measuring Ceilometers intrusiveness on the physical system. 

1.3 Goals  

The goals of this thesis are to validate Ceilometer as a monitoring tool with insight into the 

accuracy and intrusiveness. The results after numerous test cases should illustrate the potential of 

Ceilometer to Ericsson when deciding if either to continue with this measuring tool or not. 

To reach those goals, necessary steps have been taken: 

• Study the measuring tool Ceilometer for future use and set up of an OpenStack 

virtual test environment. 

• Perform experimental testing of the accuracy of the characteristics, and the 

intrusiveness Ceilometer has on the physical system regarding CPU utilization. 

• Analyze the results of the test cases for future conclusion. 

• Read potential valuable improvements that can be made to Ceilometer for 

future development. 

As a result of this thesis, Ericsson will have more knowledge about whether or not this 

monitoring tool is viable.   

1.4 Method 

This thesis is based on experimental testing for collecting quantitative data [3] to come to the 

conclusion of how viable Ceilometer is when monitoring virtual machines characteristics. These 

experiments will be performed in a virtual test environment deployed by OpenStack over three 

separate physical compute nodes. The computer nodes have the same type of hardware and OS 

version as Ericsson’s live cloud, this makes the results more realistic. Both accuracy and 

intrusiveness will be tested during different circumstances based on different inputs. 
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Accuracy 

All tests concerning accuracy will be located inside Kernel-based Virtual machine (KVM) 

hypervisor [27] that manages every virtual machine that has been deployed by OpenStack. 

Ceilometer will collect characteristic performance for every virtual machine. Each test type 

will have a tool for generating throughput and a second measuring tool additional to 

Ceilometer for cross-reference. The test types are as follows: 

• CPU utilization  

• Network throughput  

Intrusiveness 

Tests involving how intrusive Ceilometer is will be located on the physical computer nodes, 

compared to the accuracy tests that are in the KVM hypervisor. The focus the tests will have 

is how much CPU percentage is used when Ceilometer is either in idle mode or running.  

SSH connection was the main communication tool when talking and sending commands to the 

server in the computer lab. More in-depth description of all the tools and set up will be in a 

following chapter [3.2 Tools]. 

1.5 Chapter description 

Chapter 1 

The first chapter has its purpose to outline the whole master’s thesis to let the reader get 

an understanding about the problem and its goals to solving it. 

Chapter 2 

A more in-depth description of the underlying background information surrounding the 

problem areas and architectural design of a better understanding for the following 

chapters. The tools used in the methods are also introduced in this chapter.  

Chapter 3 

Describes the test bed layout that was used, the different methods and all the test cases 

for each method.    

Chapter 4  

The results and analysis of all test cases are displayed in this chapter. 

Chapter 5  

This chapter will discuss the results and analysis, limitations that have occurred during 

the thesis and the conclusion. 

Chapter 6 

Here the future works are presented for improvements, and more detailed results are 

presented. 
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2 BACKGROUND 

These following subchapters will explain the context of the thesis and how Ceilometer works, 

get an understanding how it is connected to OpenStack and an overview of the tools used in all 

the tests. 

2.1 Cloud infrastructure 

Brief introduction of the bigger picture of the cloud infrastructure that this thesis uses as context.  

2.1.1 European Telecommunications Standards Institute 

The main purpose of the European Telecommunications Standards Institute [4], also known as 

ETSI, is standardizing technologies within the telecommunication, including fixed, mobile, 

radio, broadcast, and internet technologies. These standardizations help with optimizing the users 

or company’s compatibility, quality, and safety when, developing new products. One major 

technology led by ETSI is the expanding standardization of network function virtualization 

(NFV). 

2.1.2 Network functions virtualization 

NFV is the virtualization of network functions that were historically performed by dedicated 

hardware appliances. [5] This new approach eliminates the need for proprietary network-services 

devices because it decouples network functions from the underlying hardware so that the 

functions can be hosted on virtual machines (VMs) running on industry-standard servers. The 

goal of NFV is to transform the way that network operators architect networks by allowing 

consolidation of multiple network equipment types onto industry standards-based platforms. 

2.1.3 Virtual network function 

The VNF takes on the responsibility of handling specific network functions that run one or more 

VMs top of the hardware networking infrastructure, e.g., routers and switches. [6] Individual 

VNF can be connected or combined as building blocks to offer a full-scale networking 

communication service. 

2.1.4 Virtualized infrastructure manager 

The VIM is responsible for controlling and managing the NFV infrastructure compute, storage 

and network resources [7]. It also collects performance and fault information via notifications. It 

is in this way the management glue between hardware and software in the NFV world. 

2.2 OpenStack 

OpenStack is a cloud open-source computing platform that was first founded by NASA back in 

October 2010 and later joint forces with Rackspace, with the purpose of handling deployment 

and management a large number of virtual machines.  

It soon began to be used by large IT-companies as an IaaS (Infrastructure as a Service), meaning 

that the company can focus on building virtualized cloud architecture with high flexibility and  
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scalability without needing the understanding of the underlying hardware, storage, and 

networking.   

The main characteristically goals with OpenStack is Flexibility, Scalability, and Open source. 

These goals are important to maintain when designing and building clouds with hundreds of 

thousands of physical computers nodes and even more VMs with different virtualization 

solutions, such as KVM, QEMU, and Hyper-V. 

2.2.1 Architectural design 

OpenStack is build upon modular building blocks called services, that has different functions 

that communicate to each other. It is not necessary to implement every service OpenStack has to 

offer, which gives the company the flexibility to choose only specific parts. However, some 

services are mandatory for OpenStack to work at a bare minimum [8]: 

 

 

Figure 2.1 - OpenStack architecture  

 

Keystone 

Keystone, also known as the identity service, provides the user authentication and 

authorization to other OpenStack services.  

Glance 

The image service is one of the core components that gets and stores disk and server 

images in different storages from user requests, e.g., the object storage Swift. 

Nova 

Nova provides arrangements for creating and managing the compute instances, aka VMs.  
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Neutron 

The networking service handles the connectivity for the virtualized network 

infrastructure by creating virtualizing networks, subnets, and routers to behave as its 

physical counterpart.  

While it is recommended also to implement: 

Horizon 

A web interface for the user and admins for a visualized representation of all OpenStack 

services. Here users can set up virtual machines and specify on which networks the 

virtual machines should be on.    

Cinder 

Block storage service 

Depending on the task at hand, different services could be installed. Here are some examples of 

additional services: 

Heat 

Orchestration service 

Swift 

Object storage service 

Ceilometer 

Telemetry service 

2.3 Ceilometer 

Ceilometer is a part of the cloud platform OpenStack with the purpose to collect characteristic 

resources from virtual machines that were deployed from OpenStack and provide the telemetry 

services to the user. A telemetry [9] service measures resources remotely, collects information 

and stores in a database for future analysis. The main purpose of the development of Ceilometer 

was the customer billing system, the ability to monitor the number of computer resources the 

customer uses to establish what the cost would be. These resources extend for all OpenStack 

services. Information collected can be analyzed to either trigger an alarm or illustrate the overall 

performance results.  

The first deployment of Ceilometer was in the Havana release of OpenStack and has since then 

implemented a more flexible and scalable architectural design. It enables the user to scale the 

number of services depending on the demand by adding additional Ceilometer polling agents and 

compute nodes.  
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In Figure 2.2 the architectural design [10] of Ceilometer is displayed based on the Newton 

release of OpenStack. It is important to note that Gnocchi, Panko, and Aodh are not used in this 

thesis. An explanation about Gnocchi is done later in this chapter.  

 

 

 

 

 

 

 

 

 

 

 

Ceilometer gathers meter data either with a polling agent or with the notification agent.  

A polling agent, which is placed on the compute node for faster access to the KVM hypervisor, 

requests sample data from specified meters via the OpenStack API for each VM. These kinds of 

meters can be for example CPU % usage, disk I/O, network information and are specified in the 

pipeline.yaml file which can be modified with additional meters or fewer. It is this file that also 

specifies the polling interval, default time interval is 10 min but can be shortened down to 

seconds on demand. All samples are then passed on to the collector that is located on the control 

node via the message bus. Multiple agents can be implemented for polling of different meters 

with different time intervals for distribution of processing load both on the polling agent on the 

compute node, but also for the collector on the control node. 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 2.2 - Ceilometer architecture  

Figure 2.3 - Compute agent request sample date from OpenStack services via its API 
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The second gathering method is with the notification agent. This agent acts like a daemon[1] and 

monitors the message bus for incoming data from all other services OpenStack has implemented 

such as Nova, Cinder, Neutron and more. This daemon has either one or more listener that listens 

to different metrics or events that is transferred to the message bus. (Metric as e.g. CPU 

utilization, Event = e.g. a VM turns on/off). The notification agent is said to be more 

recommended to utilize compared to the polling agent due to the decreased load it generates on 

the OpenStack API.  

Ceilometer collects all meters in three different formats: Cumulative, Delta and Gauge. 

• Cumulative: Increases the total value each time Ceilometer receives a new value, for 

instance, the total uptime of a VM 

• Delta: The difference over time, e.g., network throughput. 

• Gauge: The value at the exact time it was being measured. For example, the CPU % at 

this exact moment.   

After meter data has been transformed to the desired format (cumulative, delta or gauge), it 

publishes it to the control node for either storage or usages in external systems. In the current 

version of Ceilometer (v. 7.1.1 on the Newton release) there are five types [11] of ways 

transformed data can be transferred: 

• Sending data via AMQP message bus, which is the standard method to transfer data to 

the collector. 

• Sending it directly to a storage device without utilizing the Ceilometer collector. 

• Publish all data to an external system with UDP packets. 

• Send the monitoring data to a HTTP web browser with the help of the REST [] interface. 

• Or lastly, with Kafka [] message bus to an external system that supports the Kafka 

interface. 

Metering data that has been sent from the polling agent, via the notification bus, is collected by 

the collector daemon that is located on the controller node. The collected data is stored in a 

local or external storage unit, typically a database. 

The API that Ceilometer provides is the ability to retrieve all measurements done on each VM 

from the database that the collector has stored. Sample information about specific characteristics 

can be fetched to illustrate with CLI:  

 

 

 

 

 

 

 

 

As seen in Figure 2.4, the CPU utilization value with timestamp are retrieved from three 

different VMs that can be distinguished by their resource ID.  

 

 

Deamon
[1]

 is a program that operates in the background rather than being control by the user  

Figure 2.4 – Illustration of the API service Ceilometer provides 
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Ceilometer alarms 

Ceilometer also provides an alarm service called Aodh (Fire in Irish). With this service, 

rules can be written to notify the user if the rule is triggered. E.g., set a threshold rule that 

if the CPU utilization rises beyond 80 % of its total vCPU capacity, an email will be sent 

to indicate that this event has occurred. 

2.3.1 Obtaining characteristics with Ceilometer 

When collecting meter data from VM instances, each OpenStack service request that data via an 

API of the hypervisor. This is the reason why the compute agents are located on the different 

compute nodes that have each a hypervisor installed for lower latency.  

There are four supported hypervisors for the OpenStack cloud solution: KVM with QEMU, 

Hyper-V, XEN, and VMware vSphere. KVM hypervisor is the one being used in this thesis as 

the Linux kernel-based solution for virtualizing x86 hardware to create virtual machines. 

Retrieving characteristics from virtual machines is done with Virsh commands from the Libvirt 

[12] library.  

Libvirt is a tool for managing virtualization environments such as KVM, XEN, VMware and is 

written in C. Virsh is one of the command line interfaces for users to utilize. In this thesis, the 

virsh command is utilized for retrieving the amount of time each virtual machine has been active 

and send that data back to the Ceilometer pollster for transforming that sample data to an average 

CPU %. Virsh is also used when retrieving meter data about network traffic passing through 

each tap interface [23] for each virtual machine; all these data is obtained inside the KVM 

hypervisor. 

2.3.2 Ceilometer usage 

Ceilometer is a framework for collecting performance information about virtual machines that 

are deployed with OpenStack. The information can then be utilized for billing, benchmarking 

and statistical purposes.  

2.4 Gnocchi 

The main reason Gnocchi [13] was developed was to manage the task of storing all meters into a 

storage system. Problems have risen with the scaling requests of the REST API when both 

saving large numbers of meters will slow down the storage backend.  

The solution Gnocchi solves this scaling problem is by storing and indexing the data in a time 

series manner. Meaning, a list of data tuples generated from multiple measurements, which 

contains a value and a time stamp.  

This was first implemented in the Juno release in 2014 and has since then been implemented in 

later releases for capturing measurements in a time series format. Later releases of both 

Ceilometer and Gnocchi has improved the load issue Ceilometer has with collecting meter data 

by removing the collection part of Ceilometer entirely and providing Ceilometer with a dispatch 

plugin that directly saves the data to the time series database.  

This leads to less load on Ceilometers end and leaves that part to Gnocchi that is more optimized 

for just that task. 

Due to limitation in time, Gnocchi was never used in this thesis and is recommended for future 

works.  
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Figure 2.5 – Ceilosca Architecture 

2.5 Monasca 

A possible additional choice to Ceilometer could be Monasca [31]. It is also an open-source 

monitoring-as-a-service but is more independent from OpenStack, compared to what Ceilometer 

is [32]. Monasca has four core principles: Multi-tenant; meaning that every metric is 

authenticated via the Keystone, highly scalable; both, performant and fault-tolerant.  

 

Monasca addresses the same issue that was mention above with Gnocchi, that Ceilometer has a 

problem with storing meter data when the number of sources and resources increases, which 

would lead to decrease in performance [33]. In 2015, a proposal for merging of Ceilometer and 

Monasca was made to form Ceilosca [34]. Ceilosca collects data thought the agent from 

Ceilometer and sends the metering data to the Monasca API, which stores everything in a time 

series database. In Figure 2.5, the architecture is displayed for Ceilosca [35].      

 

 

 
 

 

As said for implementing Gnocchi to solve the collecting and storing meter data, due to time 

limitations this were never implemented. But is recommended for future testing. 
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Figure 2.6 – Yardstick implementation to OpenStack 

2.6 Yardstick 

An alternative to Ceilometer could be Yardstick [36], which also deals with performance testing 

for VNFs just as Ceilometer does. Each benchmark test configuration file is parsed into a Runner 

as scenario. The runner executed the test inside the VM via SSH. The output of each scenario is 

recorded as a JSON format, stored in a database, or sent to http server. Yardstick is considered a 

framework for other applications and software when testing its performance, meaning it has no 

direct contact with OpenStack, compared to Ceilometer. But could be implemented as seen in 

figure 2.6 [37]. Generic test cases for metrics are already available in Yardstick for testing the 

performance processor utilization, memory usage, network throughput between VMs and disk 

I/O.  

 

 

Unfortunately, was there not enough time in this thesis to do performance tests with Yardstick 

for comparing it with Ceilometer. 
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3 THE PROCESS 

This chapter describes the environmental hardware and software set up, different measurement 

tools and methods used in this master thesis.  

3.1 Environment setup 

This chapter describes both hardware & software setup, the different generating and monitoring 

programs used and the methodology for the different tests that will be performed in this thesis. 

The purpose of this chapter is to illustrate for the reader how the environment is set up and how 

the tools are used to retrieve results for each test case. 

Hardware 

The environment set-up had three computer nodes that had the same hardware 

specifications, see Table 3.1 below for a detailed description of the hardware used. The 

computer nodes were supplied by Ericsson for the reason to be able to perform the 

necessary tests in this thesis. The Intel ® Xeon ® processor is quite an old processor 

from 2009, which means experiments performed in this thesis have a potential to perform 

both better and to give more accurate results. 

  

Software 

Every computer node had the same version of OS and Linux kernel and can be seen in 

Table 3.2 below for more information. CentOS was chosen for the simplicity of installing 

OpenStack with the help of Packstack [14].  

  

All nodes use Packstack to install OpenStack on top of the CentOS so that one node is 

designated to be the Control node and the two others are the Compute nodes.  

Hardware component Description name 

CPU core: Intel ® Xeon ® CPU, X3460 @ 2.80GHz 

RAM: DDR3 1333 MHz 4GB 

Storage: 500GB 64 MB cache SATA 3Bg/s 3.5” 

Network card: NetXtreme ethernet, 1Gbit/s, 64 bits width 

Table 3.1 – Hardware environment set- up  

Software component Description name 

OS: CentOS 7 

Linux kernel version: 3.10.0-693 x86_64 

OpenStack version Newton (3.2.1) 

Ceilometer version 7.1.1 

Table 3.2 – Software environment set-up 

http://ijiset.com/vol2/v2s9/IJISET_V2_I9_92.pdf
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Figure 3.1 – Complete environment set-up 

 

The control node oversees the deployment of VMs with the correct configurations as well 

as supplying the external & internal networking between each node/VM. It is also here 

the collecting part of Ceilometer is implemented for collecting characteristic information 

about the VM.  

The two remaining compute nodes run the KVM hypervisor for all the VMs and 

consumes the compute nodes resources rather than the control node.  

Seen in Figure 3.1, one can easily see that the compute nodes utilize the KVM hypervisor 

to allocate hardware resources to each VM.  
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3.2 Tools 

This subchapter will introduce the reader to the tools used to execute the following experimental 

tests. Each test concerning the accuracy will have one tool for generating that specific 

characteristic to be able to measure as well as a measuring tool addition to Ceilometer. 

Intrusiveness testing does not need a generating tool and therefore only needs a measuring to 

measure CPU utility to complete the experiments.  

3.2.1 Generating tools 

Stress-ng 

Stress-ng [15] software was first developed for adding load to the computer to make it 

run hot for debugging thermal problems when the computer runs over a long period of 

time and during a lot of stress. It is designed to put a specific load on either the CPU, disk 

usage and memory and used by administrators and system developers when testing and 

monitoring if the software programs can function on the physical hardware during heavy 

load.  

Stress-ng function by computing different computational CPU methods with so-called 

Stressors, a stressor can be referred to a worker performing a task to achieve the desired 

load. Currently, in version 0.07.29, which is used in this thesis, there are over 70 different 

types of CPU stress methods that a CPU stressor can do. These methods vary from 

computing floating points, integers calculations and manipulations of bits. The methods 

are also referred as bogo operations, meaning they are not doing anything else than 

putting a load on the processor, hence the word: “Bogus”. If no argument for a specific 

bogo operation is set, which is done in this thesis, a stressor will go through all one by 

one with repetition.  

The number of operations made during a set time differs from processor to processor, 

meaning a more powerful CPU core can perform more bogo operations per second than a 

weaker one. The bogo ops/s differs of course when running on the same core but with 

different load percentage. To get an understanding of the number of bogo ops/s is done 

by the CPU core, table 3.3 shows the amount of bogo ops runs each second when the 

CPU load is set during this thesis: 

 

CPU load % [Bogo ops/s] 

20 % 40 

34 % 70 

50 % 100 

60 % 120 

100% 200 

Table 3.3 – Stress-ng CPU load 

            

The values in Table 3.3 comes from the tool itself and at 34 % cycles all methods ones 

per second. 
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It is possible to change the average load Stress-ng has on the processor and it’s one of the 

reasons why this tool was chosen. Load alternation is done by altering the use of sleep 

and duty cycles that Stress-ng manages. The lower load that is desired on the computer 

node, more sleep cycles are used. It is important to have as few processes running other 

than Stress-ng as possible since the accuracy depends on the state of the processor and 

the responsiveness kernel scheduler. 

Iperf3 

Iperf3 [16] is a software tool for generating network throughput between two computer 

hosts that act as a server and client. It also measures the available bandwidth, which 

means the unused capacity of the network path.  

The protocols for sending network data is either TCP/IP or UDP. 

• When running with TCP (default), by default the bandwidth is unlimited. Which 

means the bottleneck is Network Interface Card (NIC) or in this case the Virtual 

Network Interface Card (vNIC). When running TCP streams parallel to each 

other, the bandwidth will be divided separately.  

• When running with UDP, the client will act as a reflector for producing network 

traffic. 

This tool can be configured in different ways such as the maximum limit of the 

bandwidth when running TCP/IP, and UDP streams, duration and be able to send a set 

number of packages before ending. 

Iperf3 sends TCP/IP packets with sizes over 10 Kbytes, which is called Jumbo frames 

over the Ethernet level 2 layer.  

3.2.2 Measurement tools 

Top 

Measures CPU % and memory allocations for processes running on the computer. 

Top accesses the information needed to calculate CPU usage from the proc directory that 

tracks statistics from the Linux kernel. The kernel uses the concept called time slices, 

where each time slices is configured by default to 10ms. This means that each process 

gets a static amount of time to operate on before next process takes over, however, if the 

first process uses up the time slot or even works beyond it, the kernel will regain control 

with the help of hardware interrupt.  

One of the many things the kernel does while in its control state, i.e., no application 

processes are running, is to increment the jiffy counter by one. A jiffy is the time 

between two system timer interrupts, which in its default state is 10ms. The jiffy counter 

starts off when the system boots and henceforth keeps track of how long the system has 

been running since startup.   

Each process had a unique process identification (PID) with its own timer stats that 

increments each tick it is in user mode, idle mode, or nice mode. The CPU % displayed is 

calculated from the total CPU time the process has been running since the last update 

from Top. Total CPU time refers to multi-processors with two or more cores, where the 

total CPU time is summed up over all cores [17] [18] [19]. 
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Tcpdump 

Observes all incoming and outgoing TCP packages from a specified network interface. 

Tcpdump implements the pcap API [20] from the libpcap library to enable capturing 

network traffic packets. By specifying on what NIC to read on, pcap captures each packet 

going either out or in to the NIC for reading where/to the package is going and measuring 

the packet size.   

Wireshark 

Wireshark [21] is an open source network protocol analyzer and is the most popular tool 

both in educational and development purpose. Its main purpose is to troubleshoot 

networking problems, packet sniffing, developing software and communication 

protocols. Packages that Wireshark is listening to can be decoded and analyzed to 

understand where the potential bottleneck is in the network. 

The reason Wireshark was chosen is that it is compatible with handling pcap files, 

meaning Tcpdump captures all network traffic with a pcap format, and Wireshark can 

translate the information to a graph to illustrate the network throughput.   

3.3 Methodology 

The main task of this thesis is running tests to come up with the analysis if Ceilometer is a tool 

that Ericsson can utilize in cloud computing and testing. The following subsections will describe 

each test and how to conduct the measurements. 

3.3.1 CPU utilization 

The measurement test will utilize a single virtual machine on one of the compute nodes that will 

send the characteristics data of the CPU usage to the compute node. After comparing and testing 

generating stress tool, the one that was chosen was Stress-ng [15], and the secondary monitoring 

tool picked to monitor was Top [19] for cross-reference to Ceilometers value.  

When conducting the test, Top is configured to save all information it monitors to a text file for 

future analysis with a suitable time interval (1 second). Stress-ng will be configured to generate 

load on the CPU for a set number of seconds for each test scenario with different load 

percentages. Further down in this subsection is a scenario Table 3.4 with all the different 

configurations is displayed, the reason is to ensure the error margin that Ceilometer will monitor. 

For insurance for minimalizing unwanted disturbance, there will be ten tests with identical inputs 

that were alternating in CPU load for each step.  

Since the value for each CPU value is calculated outside the VM, makes it reasonable to measure 

the CPU usage outside with Top as well to perform a comparison. Measurements with Top were 

also done inside the VM for comparing, to conclude if it made any difference.  

  



 18 

 

 

Test scenario 1 2 3 4 5 6 7 8 9 

Load % 

 

20% 40% 60% 80% 10% 30% 50% 70% 90% 

Duration [s] 60 60 60 60 60 60 60 60 60 

Table 3.4 – Measurement of CPU utilization 

Steps in the CPU test 

1. Start Top both inside and outside the virtual machine. 

2. Start Stress-ng with a specific load and duration in the beginning of a polling interval in 

Ceilometer. 

3. Document each value from Top.  

4. Compare values between Top →Ceilometer for the error margin that will occur.   

3.3.2 Network throughput 

Testing for the accuracy of throughput measurement from Ceilometer will also take place on the 

virtual machines in the test environment. [29] This test requires two virtual machines on to 

different compute nodes to be able to run traffic between so Ceilometer can measure it. Meaning 

that one VM will act as a server that receives network traffic and the second machine will send, 

this is all done with the networking tool Iperf3. The reliability tool chosen to monitor that Iperf3 

sends the correct amount of network throughput is called Tcpdump [22].   

Different throughputs will be tested to validate that Ceilometer shows the correct amount of data 

sent during a time interval. Later in this subsection, a Table 3.5 with all configurations are 

shown.  

The test starts off with setting up a server that will listen to incoming iperf3 messages from the 

client host on a specific port. Tcpdump is implemented on both the host node where the client 

VM is and the host node that contains the server VM. Each Tcpdump application is configured to 

listen to the tap interface [23] that is attached to the virtual machine to listen to outgoing / 

incoming TCP packets respectively and saved to a Pcap file. Wireshark reads the Pcap file that 

Tcpdump has generated for analyzing the network throughput.   

The Iperf3 client sends a specific amount of TCP/IP throughput based on the link setup, this has 

of course, a physical limitation depending on the NIC, and vNIC. 

After Iperf3 has finished sending traffic, the results are compared between the Tcpdump results 

and Ceilometer values to calculate the error margin.  
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Sequence 

steps: 

1 2 3 4 5 6 7 8 9 

Bandwidth 

[bps] 

 

1Mbps 10Mbps 100Mbps 1Mbps 10Mbps 100Mbps 1Mbps 10Mbps 100Mbps 

Duration 

[s] 
60 60 60 60 60 60 60 60 60 

Table 3.5 – Measurement of Network throughput 

Steps in the Network throughput test 

1. Set up a Iperf3 server on one virtual machine 

2. Start Tcpdump on the same virtual machine, which will listen to all outgoing data that is 

sent back to the client via eth0-interface (server side vNIC) to summaries all data sent. 
 Ex: tcpdump -I TAP_ID dst destination_IP -w <Pcap file>  

(Where TAP_ID is the network interface that is connected to each virtual machine and it only collects data 

with the destination of the server VM.)  

3. Start client side Iperf3 that will send data to the server.  

4. Compare values sent by Iperf3 with Tcpdump to ensure the values are correct before 

comparing each interval in Ceilometer. 

3.3.3 Intrusiveness  

This method will take place on the physical node on VM. This test will have the limited focus on 

the Ceilometer and MongoDB processes, and only the CPU utilization is monitored, meaning 

ignoring other attributes such as memory usages and disk I/O.  

By monitoring the control node with the help of Top, information about how much Ceilometer 

uses the total processor capacity can be observed. The two main processes from Ceilometer are 

the Collector and Notification agent that will be monitored on the control node and the polling 

agent on the compute node. The test will monitor the CPU activity during a set period where 

information about the virtual machines is sent to the control node where the collector and 

notification agent will start processing and saving to MongoDB, thus generate a higher CPU 

usage.  

To get an overall understanding of how intrusive Ceilometer is by observing the CPU usage, 

tests need to be conducted both on the control node and the compute node. These tests include 

various configurations to the number of virtual machines deployed, the polling interval 

Ceilometer has, and the number of meters sent from the compute nodes to the control node. By 

meters, it’s referred to different types of measuring values, e.g., CPU utility, memory usage, 

network outgoing throughput or disk I/O. In the OpenStack version used in this thesis, there are 

50 different meters by default [24].   

The comparisons that will be displayed are the differences when using all default meters 

compared to only sending one meter. That means comparing CPU usage between all meters 

versus one meter while sending data every 10 seconds from one virtual machine. Only 

conducting this measurement is not sufficient enough and more tests are done with an increase in 

the number of virtual machines at the same time also sending with one second interval. This will 

be a total of 8 tests conducted each on the control node and compute node.  
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Test 1  

Duration: 10 min Number of virtual machines: 1 

Number of meters: All / One Ceilometer interval: 10 seconds 

 

 

Test 2  

Duration: 10 min Number of virtual machines: 20 

Number of meters: All / One Ceilometer interval: 1 seconds 

 

 

Test 3  

Duration: 10 min Number of virtual machines: 1 

Number of meters: All / One Ceilometer interval: 10 seconds 

 

 

Test 4  

Duration: 10 min Number of virtual machines: 20 

Number of meters: All / One Ceilometer interval: 1 seconds 

Table 3.6 – Measurements of Intrusiveness 
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Figure 4.1 – CPU utilization (absolute values) 

4 RESULTS AND ANALYSIS 

This chapter will provide the reader with all the results and analysis from both the accuracy 

testing and experiments for the intrusiveness Ceilometer applies.  

4.1 Accuracy tests 

4.1.1 CPU utilization  

This first Figure 4.1 shows how both Top and Ceilometer measured the CPU usage of the virtual 

machine when Stress-ng ran each test scenario, Top measured both on the inside and outside the 

VM. A clear distinction can be made every 60 seconds where either the CPU usage is increased 

or decreased and was an expected outcome. Top values are measured every second compared to 

the ten second interval Ceilometer has, which is the reason the Top values are more disperse. A 

couple of notation can be made both to the less scattering of Top values when the CPU usage 

increases and that a few values fall in CPU % when switching over to a different CPU load 

setting. The first notation has to do with that Stress-ng is not accurate enough to maintain a 

constant X % load and at lower CPU load it is more affected by small disturbances, the other 

notation can be explained that between each Stress-ng command there will be a time slots where 

there will not be any CPU load, hence the CPU dips.    
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Figure 4.2 – CPU utilization (ratio) 

While the previous figure illustrates an overview of how the CPU utilization resulted in when 

monitoring it from both Top and Ceilometer, a more in-depth comparison is required for 

analyzing to understand how accurate the Ceilometer values are. Figure 4.2 shows the 

comparison of Top measured from outside of the virtual machine and Ceilometer, as well Top 

measurements from the inside. The ideal value when comparing should be one, which means that 

the value Ceilometer shows is identical to what Top measures which are also the baseline when 

comparing. Seen in Figure 4.2, almost every value is inside ± 5% except for a few which can be 

found during a larger change in CPU load, especially when going from high load to a low CPU 

load.  

Further analysis shows both an unexpected result that the Ceilometer values are closer to the Top 

value measured from the outside rather than the inside, the other result shows the number of 

values where inside a specific error margin.   

A normal distribution can be made from the average and standard deviation for each curve in 

Figure 4.2. This shows that there is a 90.5% probability that the error margin between 

Ceilometer and Top (outside) is lower than ± 4% compared to 86.9% probability between 

Ceilometer and Top (inside) with the same error margin. 
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Figure 4.3 - Comparing outgoing network throughput observer with Tcpdump and Ceilometer 

 

4.1.2 Network throughput  

Figure 4.3 illustrates the Network throughput measured from both Ceilometer and Tcpdump with 

a ten-second interval between each measurement. There are nine stages with three different 

amounts of bandwidth that alternated during runs. As seen, both Tcpdump and Ceilometer 

follows the corresponding throughputs for each sequence step. The reason why the beginning of 

each new step deviates slightly is that unfortunately a small portion of the previous bandwidth is 

calculated in the next interval of ten seconds.  

Nine distinct levels of throughput linked to their respective bandwidth configuration can be 

observed. This Figure 4.3 is an overview of the whole result from outgoing network traffic and 

does not tell us exactly how accurate the sample value from Ceilometer is compared to the 

throughput value Tcpdump measured.   

However, one can see that Ceilometers value lags during both increasing and decreasing 

transition phases of the limited bandwidth from Iperf3. One explanation for this is the timing 

when starting of Iperf3. Ideally, the start should be exactly after Ceilometer has polled for 

network throughput, in which case it could have been an offset that causes the decrease in 

accuracy, especially during large changes in throughput.  

 

 

The measurements were also made at the receiving end to measure the incoming network 

throughput, seen in Figure 4.4. The results are almost identical, which is a good thing. It is 

important to know that the outgoing traffic is the same as the incoming at the server to be able to 

detect package drops during transmission.  
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Figure 4.4 - Comparing incoming network throughput observer with Tcpdump and Ceilometer 

 

The same observation can be made here as well, that the values from Ceilometer lags.  

To get a clearer view of the error margin between Tcpdumps and Ceilometers value, the two 

were divided with each other. This resulted in this Figure 4.5, where the ideal ratio is 1, meaning 

that both results are equal.  

 

Figure 4.5 - Ratio between Tcpdump and Ceilometer for outgoing (blue) compared to incoming 

throughput (orange) 

The figure above displays the parts where the error margin increases drastically, which is during 

transition phases.  It seems reasonable with a larger throughput change will result in a larger 

error margin, which can be seen in Figure 4.5. Worth noting, while the throughput is relatively 

stable, the error margin barely noticeable.  

Analyzing the results and calculating the normal distribution between Tcpdump and Ceilometer 

shows that for a given random value in the test that has been performed in this thesis the result 

can be seen in Table 4.1. 
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Probability Error margin 

(Outgoing) 

84.9 %  

Or 

90.4 % 

 

± 4 % 

Or  

± 7 % 

(Incoming) 

86.8 % 

Or 

90.5 % 

 

± 4 % 

Or 

± 7 % 

Table 4.1 –  Probability versus Error margin 

 

The table shows for example that for outgoing throughput, there is an 84.9 % probability that a 

random value will be inside the ±4 % error margin. The other 15.1 % are Ceilometer values that 

differ more than 4 % from Tcpdump. All tests can of course be run during a longer time for 

better normal distribution results.  

This is of course not a real-time test with real traffic, but rather a controlled environment. 

However, the outcoming result should not be any different in error margin.  

4.2 Intrusiveness tests 

In this following subchapter, the figures illustrate the difference in CPU usage when sending all 

default meters compared to only sending one meter from the compute node to the control node. 

There are 50 types of meters in the Newton [23] version that is used in this thesis, e.g., memory 

%, CPU %, network throughput and disk utilization. Measurements included in these test cases 

are all processes related to Ceilometer, e.g., “Ceilometer collector” & “Ceilometer notification,” 

also the processes for MongoDB is included because the way Ceilometer stores all data makes it 

necessary to include that as well.  

Each VM is deployed with the same configuration during start. This configuration is: 

VM setup:  

 Operating system: CentOS 7 

Kernel: Linux 3.10.0-693.17.1.el7.x86_64 

Number of vCPUs: 1 

RAM: 512 MB 

Total disk space: 20 GB 

Table 4.2 –  Configuration of the virtual machines 

The three aspects that generates polling load are: 

• The number of virtual machines to poll metrics from / collect. (Depending where 

you look, the control node or compute node). 

• The number of different meters from each virtual machine.  

• Polling interval configurated for each polling agent. Meaning, the shorter polling 

interval, the more CPU load. 
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Figure 4.6 - CtrlN, CPU usage with 1 virtual machine and 10 s polling 

4.2.1 Control node  

By looking at how intrusive Ceilometer is on the control node, both in idle mode and when 

characteristic information is collected, a clear pattern is shown how much CPU capacity is used 

with different quantities of virtual machines. The below two plus two figures illustrate the CPU 

usage when Ceilometers polling interval is ten seconds respective one second.    

First off in Figure 4.6 is the comparison when the control node collects all default meters versus 

only one meter from one virtual machine that has been deployed on the compute node. The blue 

line that contains all default meters, has a clear CPU spike every ten seconds and reaches around 

8 - 9% workload of the total CPU capacity on average. While the orange line that only measures 

one meter, a less clear distinction when it sends and when it is in idle mode. The idle mode uses 

around 4% independent of how many meters are sent every ten seconds. While Figure 4.6 only 

shows the first minute, the rest of the test was identical. 

The second test, with the ten second polling interval on the control node, is with 20 virtual 

machines, shown in Figure 4.7. The highest CPU peak when all meters are sent is at 28% while 

the orange line, when only one meter is sent, barely peaks over 8%. The average CPU load was 

8.9 % and 4 % respectively. Additional, a strange phenomenon occurs for the blue line. Each 

peak seems to be over a period of 3 to 4 seconds, compared to only one second on the previous 

figure, which is reasonable that more information takes a longer time to process.  
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Figure 4.7 -  CtrlN, CPU usage with 20 virtual machines and 10 s polling 

 

The same experimental tests are done again with only change is to the polling interval is set to 

one second compared to previous tests that had ten seconds interval. This means that there will 

be a more constant CPU load rather than a spike every ten second.  

Start off in Figure 4.8 with just one virtual machine and compare as previous tests with all 

default meters versus only one meter. A clear difference can be seen where the blue line has a 

mean value of 7.9 % and the orange line a mean of 3.8%. 

 

 

 

 

 

 

 

 

 

 

 

 

The last experimental test on the control node had 20 VMs and was the maximum amount of 

VMs that could be made over the two compute nodes. When observing the graph in  

 

Figure 4.8 - CtrlN, CPU usage with 1 virtual machine and 1 s polling 
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Figure 4.9, the blue line oscillates around 29% while the orange lines average CPU load lands on 

7.1%. As mention earlier, the graphs are only a portion of the whole tests that ran ten mins.   

 

 

4.2.2 Compute node  

The same type of tests is made on one of the compute nodes as well, with the same 

configurations to the polling interval, number of virtual machines and the numbers of meters. All 

usage shown in these graphs comes from the polling process that sends all characteristics to the 

control node. Only ten virtual machines could be made on one compute node because of the 

limitation of the physical hardware.  

Figure 4.10 shows an almost zero disturbance from Ceilometer processes on the compute node 

for the orange line. While sending all meters, the highest peaks were at 1% CPU usage.   

 

 

 

 

 

Figure 4.9 - CtrlN, CPU usage with 20 virtual machines and 1s polling 

Figure 4.10 - CompN, CPU usage with 1 virtual machine and 10 s polling 



 29 

The second test for the ten second interval shows in Figure 4.11 that when one compute node 

has ten virtual machines installed and sends all characteristic information, it still does not exceed 

even 3% of the total CPU capacity. The orange line still increases its CPU usages minimalistic 

from idle mode compared when the polling sends data.   

 

 

 

 

Changing over to one second polling time on the compute node will, as in previous experiments 

on the control node, have a more constant CPU usage during the whole run.  

Figure 4.12 illustrates the constant CPU usage with only one virtual machine of information sent 

to the control node. Comparing when all meters are sent versus with only one meter, a slight 

difference can be noticed. Where the blue line has an average of 0.5% and the orange line barley 

registrants over idle mode at 0.18% CPU usage.  

 

 

 

 

 

 

 

 

 

Figure 4.11 – CompN, CPU usage with 10 virtual machines and 10 s polling 

Figure 4.12 - CompN, CPU usage with 1 virtual machine and 1 s polling 
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The last test in this thesis compares the CPU usage over ten virtual machines on the compute 

node, as seen in Figure 4.13. The blue increases to an average of 2.9% and the orange 

measurement values made 0.3% as an average during the whole ten min run. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

  

Figure 4.13 - CompN, CPU usage with 10 virtual machines and 1 s polling 
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5 DISCUSSION, LIMITATIONS AND CONCLUSIONS 

5.1 Discussion and limitations 

The results and analysis made from all tests gave interesting insights into how accurate and 

intrusive Ceilometer is.  

The accuracy when measuring CPU load for each VM resulted in a small error margin. 

The accuracy of network throughput could potentially have a large error margin, depending on 

how stable the traffic is. Cases where the traffic changing with large differences in throughput, 

will cause inaccurate measurements. On the other hand, if the network traffic runs with a stable 

throughput, it will lead to accurate values. 

Tests for the network traffic was performed in a controlled environment and not as real-time 

traffic, which would give better results. But the tests try to illustrate multiple types of traffic 

throughput changes. When the throughput is stable, two sizes of increasing throughput and 

declining throughput.   

Tests for intrusiveness shows big differences when alternating the configurations to either the 

numbers of VMs, number of meters or the polling interval or all three. It is clear that including 

all meter types will cause a big load increase, as it is rarely necessary to include everything when 

e.g., debugging or developing a product, makes sense to exclude meters for lower intrusiveness 

from Ceilometer.  

Another note on the intrusiveness is the polling interval. While measuring products in 

developments to obtain performance statistics, a lower interval means more detailed information. 

Which is a good thing, but it will also cause a higher load on the processor.  

The largest limitation was the fact that there was not enough time to measure disk I/O when 

looking at the intrusiveness of Ceilometer. Dina Belova at the company Mirantes [25] has 

concluded that writing to disk with MongoDB can cause problems when large amounts of data 

collected by the collector and send to a storage unit. However, this problem could be solved with 

the simple solution of implementing Gnocchi for handling the task of saving meter data in a time 

series format to MongoDB [13].  

Some minor limitations of this thesis were: the number of compute nodes that limits a full-size 

testing environment, like Ericsson’s cloud solutions.  

5.2 Conclusions 

The purpose of this thesis is to determine the usability of Ceilometer and get an understanding of 

the types of use cases it is meant for. From the information obtained in the analysis chapter about 

the accuracy one can be safe to say that there are small differences when Ceilometer retrieves the 

characteristic information from all the different OpenStack services. 

The main question that must be answered as a conclusion to this thesis: “What types of use cases 

can be expected to work with the telemetry tool Ceilometer?”. 

When given this thesis work, one major use cases that were particularly interesting was usage 

during improvement development with “Continuous delivery”. Where one can use specific 

meters to measure and focus on fewer but bigger VMs which will lead to almost no intrusiveness 

during each night of testing.  
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Another use case is during commercial deployment were large numbers of virtual machines are 

deployed, which will cause undesirable CPU loads on the system. 

Which will lead to the conclusion that Ceilometer is more suitable in the development stage 

where testing new versions to conclude if performances were improved or not and not in 

commercial use with large quantities of virtual machines are in use. 

 

Comments from Ericsson: 

According from Ericsson, has this thesis given them insight into how Ceilometer works with 

OpenStack and answered the questions about the accuracy and how intrusive Ceilometer has on 

the rest of the computer system.  

Ericsson has not yet implemented Ceilometer as a standard system for measuring performance 

data but is positive that this will have a positive impact when customers evaluate Ericsson’s 

telecom products to the customers cloud solution.  

A big problem with delivering products to the cloud is to troubleshoot whether the problems are 

in the cloud installation or the product itself. Good measuring tools can be the key factor in 

solving those problems.  
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6 RECOMMENDATIONS AND FUTURE WORK 

6.1 Future work 

The biggest investigation for future works in this thesis are the performance results for disk I/O 

during runtime but also look at how Ceilometer behaves during startup and shutdown of virtual 

machines. As mention earlier, Ceilometer have had issues with storing meter data.  

Implementation of Gnocchi and/or of Monascashows improvements to Ceilometer collector and 

would be interesting to see how much better it would perform.    
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APPENDIX A: OPENSTACK RELEASES 

OpenStack is developed and released around 6-month cycles. After the initial release, additional 

stable point releases will be released in each release series. [26] 

 

 

Series Status Initial Release Date Next Phase EOL Date

Rocky Development 2018-08-30 estimated (schedule) Maintained estimated 2018-08-30

Queens Maintained 2018-02-28 Extended Maintenance estimated 2019-08-25

Pike Maintained 2017-08-30 Extended Maintenance estimated 2019-03-03

Ocata Maintained 2017-02-22 Extended Maintenance estimated 2018-08-27

Newton End Of Life 2016-10-06 2017-10-25

Mitaka End Of Life 2016-04-07 2017-04-10

Liberty End Of Life 2015-10-15 2016-11-17

Kilo End Of Life 2015-04-30 2016-05-02

Juno End Of Life 2014-10-16 2015-12-07

Icehouse End Of Life 2014-04-17 2015-07-02

Havana End Of Life 2013-10-17 2014-09-30

Grizzly End Of Life 2013-04-04 2014-03-29

Folsom End Of Life 2012-09-27 2013-11-19

Essex End Of Life 2012-04-05 2013-05-06

Diablo End Of Life 2011-09-22 2013-05-06

Cactus End Of Life 2011-04-15

Bexar End Of Life 2011-02-03

Austin End Of Life 2010-10-21


