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ABSTRACT 
Realistic behavior in simulated environments is a necessity, especially in air-to-air warfare in 

training simulators. With a new framework called Behavior Tree, behaviors can become 

more realistic, modular, flexible and scalable compared to previous technologies, e.g. Finite 

State Machines (FSMs). Artificial operators or agents are often built statically meaning that 

once they are constructed in a specific way, they do not change their behaviors and thus 

become easy to predict after some practice against them. Even with statically built agents, 

their behaviors become tremendously complex where they have to be able to cope with 

environments and other agents in a cooperative manner. With new algorithms and 

frameworks these agents and their behaviors can be built to continuously learn new tactical 

advancements and change between different possible engagements techniques to challenge 

human operators. Agents can be smarter and more realistic to help train human pilots with 

new tactical approaches. The technique will in the future help designers see new patterns 

and create generic behaviors that can be reused in multiple scenarios. 

In this thesis, an AI technique called Genetic Algorithm (GA) together with 

Genetic Programming (GP) will be used as an optimization algorithm to search the solutions 

space and evolve artificial behaviors within a simulation environment called Tactical 

Simulation (TACSI). The scenario is a beyond-visual-range (BVR) dog-fight between two 

agents, in which the opponent uses a static behavior that the learning agent will train 

against. The setup for the BVR scenario is built by starting the two agents face to face with 

the same starting positions, altitude and weaponry (i.e. four BVR missiles). The learning 

agent will have to learn the action space (i.e. the available actions) and how the actions work 

and then apply them to the state space (e.g. identify target and launch missiles). Then when 

a solution or a set of solutions satisfy the requirements, the solutions generated will be 

evaluated and tested in new scenario setups where the positions, orientation and altitude 

are randomized. Testing the agent in a new setups allow the adaptiveness to be analysed. 

 In the results it can be seen that all of the solutions have one flaw, they are too 

passive. The attack sequences are hard for the algorithm to design, but flee and 

manoeuvring sequences are not. This is also shown in the simulation tests for each behavior 

where most cases end in a draw. 
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1 INTRODUCTION 
War is expensive. Technological development, personnel, aircraft, vehicles and tactical 

training all cost a great deal of money. By using simulators, the cost of training is drastically 

reduced because personnel can train safely and aircrafts and vehicles are kept undamaged. 

With this reduction in cost, it allows companies and even countries to develop new 

technologies, import and export products and services. One of these new developments that 

has received millions of government funding is Artificial Intelligence (AI). This includes 

techniques for Unmanned Aerial Vehicle (UAV), self-driving vehicles, patrol systems, 

simulations and automatic weaponry. 

With the growth of new AI technologies for simulated war, more complex 

scenarios are being manageable for agents (i.e. artificial operators or pilots).  In air-combat 

simulations these agents are often scripted with rule-based behaviors [1]. This is normal but 

also strongly criticized because these rule-based scripts have trouble adapting to change in 

the environment. In this thesis a state-of-the-art framework called Behaviour Tree (BT) with 

a combination of techniques called Genetic Algorithm (GA) and Genetic Programming (GP) 

will be presented to tackle this criticized problem. By developing artificial agents though an 

evolutionary approach the agent behaviors will be generated and optimized through 

simulations. The used scenario is called a dog-fight (i.e. one versus one) and the agents will 

be in a beyond-visual-range (BVR) starting position where they have to fly to a designated 

location before the actual combat scenario begins. There will be two ranges used for the 

BVR, a short range and a long range. In short range, the agents will see each other almost 

directly, causing a shorter simulation, in the long range, they fly to the location for about 30 

seconds until they meet. In Fig.1 the dog-fight scenario is shown. 

 

Figure 1: Dog-Fight Scenario example. 
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1.1 Background and Motivation 
Tactical warfare is advancing to the degree where smart agents can handle complex 

simulations and perform well. One of the reasons for this is the transition from Finite State 

Machine (FSM) (i.e. a mathematical model that describes discrete-state systems) to BT. In 

this thesis, the task is to get an understanding of BTs and the advantages and disadvantages 

of the framework. With the knowledge of BTs the next task is to research different AI 

techniques that correlate well with BTs. The information gathered from the research will 

then be used to help future projects in the area of AI for autonomous pilots. The goal is to 

strengthen the agents in a tactical environment simulation setup by using the Tactical 

Simulation (TACSI) software with realism and strategic planning for human pilots to train 

against. The simulation can be played out in real-time for human training, replayed with 

recorded data and increased in speed when only agents are involved in the simulation. The 

behaviors in TACSI are built manually for specific scenarios and they are time consuming for 

expert designers to create, thus with the help of AI it can help increase the efficiency of 

creating adaptive behaviors for multiple scenarios. 

1.2 Problem definition 
The main objective is to research different AI techniques that correlate well with the already 

implemented BT framework and then choose one technique to implement for developing 

adaptive behaviors in a dog-fight scenario. The algorithm should then be analysed and 

compared to a set of functional and computational requirements. The functional 

requirements are:  

 Generated behavior should be easily interpretable by human operators.  

 A variety of behavior should be generated, as repeated behavior can be 

uninteresting or even suspicious.  

 The number of interaction moments needed to generate or adapt behavior should 

have low variance and should be independent from the behavior of the human 

participant. 

 Generated behavior should be scalable to the skills of the human participant. 

And the computational requirements:  

 Behavior generation should be fast in that the generations required for a solution to 

be evolved should be kept low and possibly done live.  

 Generated behavior should be effective and the progress should increase stably 

while the system is still learning.  

 Generated behavior has to be able to cope with randomness and unexpected events.  

 Generated behavior should quickly be optimized based on few interaction moments 

with the human participant. 

  



 

9 
 

1.3 Delimitations 
Because the study case is a dog-fight scenario, not all of the TACSI primitives will be used. 

This means that the set of commands an agent can perform (i.e. actions, filters and 

conditions) are reduced because some of them are used in scenarios where multiple targets 

are involved. Throughout the development of the algorithm, there has been reduction to the 

search space. This is because in the scenario, there is no need to use the full extent of which 

some nodes are used for teaming up against multiple opponents. 

 In the BT framework, all primitives have two channels, an input-channel and an 

output-channel. These two channels are used to pass on a list of targets that have been 

derived throughout the traversal of the behavior. Expert designers use the input- and 

output-channels on filter nodes to reduce the environment target list to a specific target or 

targets. However, due to the complexity of learning all these rules. A special rule is used to 

pass on the target list. Whenever the tree branches out with a composite node (i.e. type of 

parent node with children) the input-channel will be set to all targets for all primitives until a 

filter node reduces the target list for the nodes after the filter node. By having this rule in the 

tree, each new branch can formulate a sequence of nodes that satisfy some goal in the 

simulation. Without the rule, the filters would create a dependency on the entire tree and 

this is undesirable for creating adaptive behaviors. 

1.4 Section description 
Section 2 will describe the history of the BT framework, different types of nodes that are 

included and advantages and disadvantages in the BT framework. Section 3 will give the 

reader some depth on AI and describe Machine Learning, a technique to intelligently train 

agents with rewards and mapping input to output. Section 4 will describe Evolutionary 

Computation (EC) and the algorithm chosen to be developed. The chosen techniques are 

called Genetic Algorithms and Genetic Programming. In Section 5, the system architecture 

will be described together with the components and the integration to TACSI. Section 6 will 

show the simulation evaluations of four different solutions in the dog-fight scenario. In 

Section 7, a discussion regarding the algorithm, framework and evaluation will be 

conducted. Section 8 will describe how this thesis in form of ethics and moral standards are 

justified and in Section 9, future work will be presented. Lastly the acknowledgements will 

be presented in Section 10. 
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2 BEHAVIOUR TREES 
A Behavior Tree (BT) is a directed acyclic hierarchical tree that map relationships in the tree 

through parent nodes and leaves. In the tree, there are no cycles and the direction is always 

pointed down to the children of the parent nodes. The agent uses the BT to make the 

decisions throughout the scenario of the simulation. By using this BT framework, the 

decisions will always be deterministic, this is because a BT is traditionally reactive and the 

traversal in the tree is predefined.   

2.1 History 
BTs started being implemented into video games in the early 2000’s when Microsoft and 

Bungie created their second release in the Halo series. They wanted to give the players a 

more realistic behavior to the none-player-character (NPCs) and give each type of the 

covenant forces their own behavior. For example, there exists a type called ‘Grunt’ and they 

are the small aliens that can be frightened and run away screaming if any of their pack 

members are killed. They can also go into a suicide mode where they get angry and try to 

blow up the human marines or the main character with grenades [2].  

With these special behaviors and new framework for improving game realism 

many more companies have adopted BTs into to their own games. Not long after the game 

industry adopted BTs into the standard way of creating smarter NPCs, another industry also 

crossed the transition line from Finite State Machine (FSM) to BT, namely warfare 

simulations. A FSM is a mathematical computational model of states, transitions or inputs, 

initial states and final states. FSMs can be deterministic, nondeterministic, give output or not 

give output. One example of deterministic is the DFA (Deterministic Finite Automata). The 

DFA is the simplest model to compute with a limited amount of memory. A disadvantage 

with FSM comparing to BTs is that the framework is highly coupled. This causes small 

changes to the FSM like adding additional states or changing already created states to 

require a lot of work when the size is extremely large and include many relations. Due to the 

size and complexity of the behaviors that are created for simulated warfare, it is very useful 

to have a framework which is easy to follow, easy to manage and maintain to allow human 

operators to understand certain patterns. This is also a disadvantage to FSMs where the 

state transitions are not always deterministic or easy to follow. With the BT framework 

which is deterministic and scale well with low coupling, the answer to the transition from 

FSM to BT is clear. With the similarities to games, tactical simulations have been drastically 

improved with smarter NPCs that can handle more complex behaviors. This improvement 

helps human operators create new types of strategic planning and faster thinking to 

overcome threats in new environments and scenarios.  

2.2 Node types 
In the Behavior Tree (BT) there are three types of nodes. They are called composites, 

decorators and primitives [3] [4] [5]. In the top of the tree is the root, which is a composite 

node. The tree will be traversed with the depth-first-search (DFS) algorithm [6] that controls 

the flow of a tick. A tick occurs continuously to check the response of the tree’s inner nodes, 
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which can return Success, Failure or Running. By traversing the tree, the time complexity is 

always 𝑂(𝑛), where 𝑛 is the amount of nodes in the tree. 

2.2.1 Composite 
The first node type is called composite and it handles the control-flow that directs the tick 

traversal around the BT until a status of either success, failure or running is returned. A tick 

explicitly means the traversal from root down to the children of root (i.e. root-left-right 

ordering) for each new discrete time step. In the composite node there are three types of 

nodes, namely sequence, parallel and priority/selector. They each follow certain rules that 

decide the outcome. 

 Sequence will tick the children in sequential order and for each success, move on to 

the next child. If a child returns failure or running, the process will stop and return 

the value for the entire sequence node. This is similar to an AND-gate in electronics. 

 Priority also utilize the sequential tick to children but with the exception that 

whenever a child is successful the sequence stops and returns success. This means 

that the ordering of children can change the behaviour of the entire tree. Priority 

nodes are similar to an OR-Gate in electronics. 

 Parallel is different from sequence or priority, it does not tick one child at a time but 

rather all children simultaneously. However, the first child is favoured in that once 

the first child stops, all other children are forced to stop as well. In this node, the 

value that the first node returns will be returned for the entire parallel node. This can 

be described as “While first_child, do other_children as well”. Therefore it is best to 

have the first child to be something that never finishes to allow other children to 

return their statuses before the first child. Although the parallel node can be defined 

in many different ways, an usual way to define it is by setting specific conditions on 

the states, for example it can be that the node should return fail if one of the children 

returns failure. Thus with two parameters, Ƭ for success and Ƒ for failure. It states 

that the returning status is success once at least Ƭ children return success. This is 

similar for Ƒ that once at least Ƒ children return failure, the status returns failure. If 

the status is neither success nor failure, it returns running. 

2.2.2 Decorator 
Decorator nodes modify the traversal flow in the tree by for example inverting the output of 

specific filter output from failure to success or limiting specific sub-tree behavior to only be 

performed once. The decorator types will not be used in this work but they still remain to be 

explained because they could be used in future work. 

2.2.3 Primitive 
There are three types of primitives. The first is called condition and it acts like an if-

statement to check control data within the entity or the environment. Condition nodes do 

not receive any input list of targets as the conditions are used to check data or environment, 

not targets. Examples of condition nodes are: 

 Fuel tank, check if the fuel is still above a specific limit. 
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 Current Speed, check the agent’s speed. 

 Missiles, check the amount of missiles on the agent. 

The second type is called a filter and it filters out all the entities that do not meet the 

requirement of the filter node. From the input channel list of targets, each target is filtered 

and passed on to the output channel list if it satisfies the filter. Examples of filter nodes are: 

 Enemy orientation, filter out enemies that are outside a specific angle and keep the 

ones inside the angle. 

 Enemy range, filter out enemies that are outside a specific range and keep the ones 

inside the range. 

 Enemy identifier, filter out all friendly agents so only enemies are left in the list. 

The third is called action and it executes commands on the target listed in the input channel 

and does not have any output target list. Examples of actions are: 

 Fire, launch a missile. 

 Change Waypoint, turn to a specific direction. 

 Afterburner, actives or deactivates the afterburner. 

Thus creating the ability to fire a missile is not simply one action but a series of primitives 

that together form a sequence to fire a missile. Primitive nodes are also viewed as leaves 

because they cannot have any children and it is the primitives that actually return the values 

success, failure and running. In Fig. 2 the example tree shows how a tree consisting out of 

three composite nodes and nine primitive nodes create a simple behavior. In the example 

below, the following notations are used: 

 -> notify a sequence composite node. 

 >> notify to a parallel composite node. 

 Orange notify the action primitive type. 

o Burner activates or deactivates the afterburner on the aircraft. 

o S-R-S calls out information about the current state location in the tree. 

o C-C-W will turn the aircraft to a specific location on that map. 

o Fire means firing a given missile. 

 Blue notify the condition primitive type. 

o Region means that the aircraft will check if it is within a specific region. 

 Yellow notify the filter primitive type. 

o E-R will filter out all targets will a specific target identifier. This means that all 

friendly targets can for example be filtered out as we only want enemies in 

the list of targets. 

o O-R will filter out targets given a specific distance from the agent. This means 

that all targets that are too far away will be filtered out so that only close 

targets will be acknowledged.  
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With previous description about the tick traversal and node types, the example below will 

show how the tick traverses the tree. In Section 1.3 it is described that the input channel list 

is cleared each time the tick travels down a depth level. Therefore in the example, the 

Burner and S-R-S nodes on the 0th depth level and the C-C-W and Burner nodes on the 1st 

depth level use a clear input channel. The first filter E-R node on the 2nd depth level will also 

use a cleared input channel. The output channel list of E-R will be reduced and sent to O-R as 

the input-channel list. This will be similar for Fire and S-R-S which will perform their actions 

on that list from O-R. From the root, the tick moves to Burner and activates the afterburner. 

Then the S-R-S calls out information. Moving down to the 1st depth level, the tick will move 

directly down to the 2nd depth level as it is the left sub-tree, to C-C-W and to Burner in 

parallel. In the left sub-tree the first child of the sequence node is a condition node called 

Region that will check the position to a region. Assuming the condition to be true, E-R checks 

if there are any enemy targets in the area and measures the range to the enemies found. If 

there are any targets still in the output channel of O-R the firing action will launch a missile 

at the target listed and then call out information in S-R-S. In the C-C-W the action that will 

turn the aircraft around to a specific location on the map. Burner will deactivate the 

afterburner. After the parallel node receives statuses from its three children, it will check its 

conditions for it to return successful, failure or running. Thus the tick is continuously 

traversing the tree in a deterministic fashion. Note here that with this left to right traversal, 

the most important nodes tend to lie in the left of the behaviors and less important nodes to 

the right.  

 

Figure 2: Behavior Tree example. 
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2.3 Advantages 
BTs provide several advantages [7] over similar techniques like Hierarchical Finite State 

Machine (HFSM). Some of them are: 

 Readability. Information is compact and explicit and node connections are easily 

maintained for human operators. 

 Maintainability. The tree’s nodes and sub-trees can be built independently causing 

good modularity in the tree. 

 Scalability. The tree becomes easy to change due to the flexibility and modularity of 

the framework design.  

 Reusability. With the possibility to change structures easily and still maintain 

independencies in sub-trees, tree models can reuse code. 

 Goal-oriented. It’s easy to create specific models that fulfil a certain goal without 

having to compromise the flexibility of the model.  

 Parallelization. It is possible to utilize multiple processes with the parallel node. 

2.4 Drawbacks 
The BT framework is by default a reactive planner that will traverse the entire tree every 

tick. This means that there is no memory in the tree and the tick always has to start at root 

and traverse the path that has already been checked in previous tick. An appropriate 

solution to this is to implement memory nodes that can control the flow each tick by 

skipping large unnecessary Sections of the tree and remove further behavior loops that can 

occur in the tree [8]. Another option is to introduce synchronization capacity in decorator 

nodes for multi-agent features using software infrastructures like ROS [8]. ROS is an open-

source meta-operating system for robots that includes all the services of an operating 

system.  
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3 Machine learning 
In this Section different machine learning (ML) [9] techniques called supervised learning (SL), 

unsupervised learning (UL) and reinforcement learning (RL) will be described and explained 

where they can be applied.  

3.1 Supervised Learning 
SL is one of the more frequently used ML techniques where the operator provides two sets, 

a training set and a test set to map input to output (i.e. predict values) with labels of a 

validation set. SL can be used to solve many problems, including classification/regression 

problems with the help of backpropagation in Artificial Neural Nets (ANNs), clustering with 

K-Nearest Neighbour (KNN) and Decision Tree (DT). A common problem in SL and ML overall 

is overfitting, this occurs when the model picks up noise and presumes it to be a part of the 

learning concepts during the training phase. 

 ANNs are the most advanced technique of the three mentioned 

above and it started early in the 1940’s and has since then been used in periods [10].  ANNs 

are constructed to find patterns in the input and describe them with help of layers, weights, 

activation functions, and thresholds. The input is forwarded through the net and multiplied 

with the weights to which the resulting value is evaluated with the threshold. During training 

of the NN the weights and thresholds are updated with a cost function and (traditionally) 

back propagation to minimize the loss and improve the accuracy of the model. Simple NNs 

often have an input layer, an output layer and a few hidden layer in between. Perceptron 

was the first trainable NN which had only one input layer and it was used in computer 

graphics. Fig.3 shows a NN with the components. 

 

Figure 3: Neural Net. This picture was taken from 
https://commons.wikimedia.org/wiki/File:ArtificialNeuronModel_english.png which is free to use.  

  

https://commons.wikimedia.org/wiki/File:ArtificialNeuronModel_english.png
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Demands for more sophisticated graphics in computer games has driven 

technical advancements for Graphical Processing Unit (GPUs) which can be used for image 

recognition with NN’s for example. The GPU connects thousands of small processing cores 

together on a chip that each use a NN. In today’s GPUs the layers of these small processing 

cores add up to the tens leading to yet another type of NN, the Deep Learning (DL) where 

the Deep stands for the depth (e.g. the amount of layers). OpenAI [11] is a company that 

utilizes DL to compete in complex real-time strategy games like StarCraft 2 and DOTA 2. The 

results are incredible, outperforming the best human players in both one versus one and 

team versus team. 

3.2 Unsupervised Learning 
UL is a technique to similar problems seen in SL. The problems that UL can solve are the 

types of problems where the input-output pair does not exist, there is no labelled data. The 

technique will not label the output as seen in SL but cluster data together in groups by 

finding patterns and structures in the underlying data [12]. 

In recent years, the AI champion AlphaGo (using SL) and then AlphaGo Zero 

(using UL) [13] [14] used these two approaches to crush the world’s best human players in 

the strategy game Go which is said to be the most complex strategy game. 

3.3 Reinforcement Learning 
RL is a way to train an agent by either using pre-collected data about the environment, 

actions and rewards or let the learning process continuously collect data about the 

environment, actions and rewards. The model learns to identify how to receive these 

rewards with maximum precision [15] [16].  

The algorithm can either have a model-based approach or a model-free 

approach. In model-based, the environment model for every time-step is known by the 

agent. This means that the agent can compute the next optimal transition step with the 

environment model that consists of the world dynamics for the current time-step state. In 

model-free it is the opposite, the algorithm has to learn where to go from experience and 

trial-and-error. 
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RL problems can be solved by using the Markov Decision Process (MDP) [17] 

and the Bellman Equation [18] to process the environment and finding an optimal policy. 

MDP is a framework for modelling decision making in a stochastic environment. The Bellman 

equation can be seen in Eq. 1 and it describes how a state matrix Q(s, a) (i.e. value matrix) is 

updated by the immediate reward from the result matrix R(s, a) plus the values of future 

states multiplied with a discount factor 𝛾. The Q matrix is initially a matrix of size 𝑠𝑡𝑎𝑡𝑒𝑠 ∗

𝑎𝑐𝑡𝑖𝑜𝑛𝑠 where all cells are set to zero. The R matrix is a matrix of similar size to the state 

matrix where each cell is a specific value. The specific values are used to specify if the 

transition between states are considered positive or negative. This allows the Q matrix to 

update the clean matrix with corresponding values that reflect on the result matrix values. 

The purpose of it is to create an optimal path in the Q matrix by following the values in the 

cells from an initial state/s to the end state/s. The discount factor is a measure of how much 

future state rewards will be taken into account in the current state and gamma will often be 

set between zero and one (i.e. zero means that only the current state reward will be 

acknowledged and one means that all future rewards will be acknowledged as well). 

𝑄(𝑠, 𝑎) =  𝑅(𝑠, 𝑎)  +  𝛾𝑚𝑎𝑥𝑎′  𝑄(𝑠’, 𝑎’)  (1). 

In many of the RL techniques there is also a decision to make regarding offline 

or online computing for the model. Offline means that the algorithm performs some sort of 

calculation processing after the simulation. In online, the calculation processing is during the 

simulation to continually update the model with new corrections. Some RL techniques are 

TD-Learning (TDL), Q-Learning (QL) and Monte Carlo (MC) [19].  

TDL is a model-free technique which is used for environments where the state-

matrix and the value-matrix are both unknown in current state. Described from Eq. 1 TDL is 

performed in a fashion where the value for the current state will be derived from the current 

state reward addition to the sequence of future states multiplied with 𝛾. This means that the 

value is calculated after taking an action step and not before. This transforms Eq. 1 to Eq.2. 

𝑄(𝑠, 𝑎) =  𝛼 (𝑅(𝑠, 𝑎) + 𝛾𝑚𝑎𝑥𝑎
′ 𝑄(𝑠′, 𝑎′)) + (1 −  𝛼)𝑄(𝑠, 𝑎). (2) 

In Eq. 2 α can be viewed as the learning rate (i.e. how trustworthy is the sequence), if α is a 

small number the algorithm will converge slower but more accurately. TDL can be performed 

in both online and offline, depending on the implementation. 

QL [20] is a specific variant of TDL where the reward matrix can be unknown or 

known before taking an action between states but the value matrix is initially zero for all 

state transitions. This means that the QL technique is using a model-free approach where 

the value matrix must be found through iterations in the environment. In the end, the QL 

algorithm will derive a value matrix with values for each transition, making it easy to 

compute the optimal path through highest value paths. QL can be performed in online and 

offline fashion where the state-matrix is updated throughout the simulation. An example of 

how QL can enhance BT structures is by implementing the QL node within the conditions and 

composites [21] [7]. Because BTs often use conditions nodes before a sequence the 

condition node can act as the decision making process to decide if the sequence is worth 

taking or if another sequence should be taken instead. This is also to reduce the unnecessary 
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traversal in the tree with comparing to Depth-First-Search (DFS) and create a form of state 

memory within the tree for the environment state.  

MC is model-free in which it relies on trial-and-error and gaining experience as 

each iteration is performed. Relating MC to Eq. 2 and TDL the difference is that the algorithm 

requires a full trajectory through the scenario to update the reward matrix and where the 

amount of simulations required to learn a specific task is drastically larger. 

Most RL techniques suffer from a dilemma called The Exploration-Exploitation 

dilemma (i.e. Local Optima vs Global Optima problem) and it states that a greedy model will 

not reach the global solution but the local one. Exploration means that the next optimal 

action is not the same as the most rewarding action, instead a random action will be chosen 

to let the model explore new transitions to find optimal solutions. Exploitation means that 

the next step is chosen from simply evaluating all the possible actions and choosing the most 

rewarding as the optimal one. Therefore with exploration and exploitation the model will be 

balanced between finding the optimal solution by exploring all the transitions between 

states. One technique to fix this problem is to implement a ε-greedy policy that balances out 

exploitation by having a random probability, corresponding to a small epsilon value, to 

choose exploration. 
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4 Evolutionary Computation 
Evolutionary Computation (EC) is a large field of Artificial Intelligence (AI) that is inspired by 

the Darwinian evolution where a population of individual phenotypes (i.e. animal) contain 

genotypes (i.e. genes) and will evolve over a set of generations to solve an optimization 

problem [22] with heuristics (i.e. uncertainty). Some examples of the EC techniques are 

Genetic Programming (GP), Genetic Algorithm (GA), Evolutionary Algorithm (EA), 

Evolutionary Programming (EP), and Grammatical Evolution (GE) [23] [24] [25] [26] [27] [28] 

[29]. 

4.1 History 
Artificial genetics has been around since the early 1940’s when Alan Turing described how 

genetics can be applied as an approach of artificial intelligence for machines. The original 

author and creator of the concept GA is named John Henry Holland. He published the first 

book Adaptation in Natural and Artificial Systems in 1975.  

4.2 Evolutionary Algorithms 
The EA techniques are optimization techniques that revolve around an initial population that 

will reproduce and create offspring for the next generation either by extinction or 

preservation of the population [30] [31] [32]. These algorithms are constructed to mimic the 

evolutionary stages of the real world by introducing three operators, selection (i.e. 

reproduction), crossover (i.e. recombination) and mutation (e.g. parameter and structure 

change) which are generally performed offline.  

 Selection: choose a set of parents that will reproduce. Some examples are 

Tournament, Proportionate and Naïve selection. Tournament selects a subset 

randomly and then chooses the best out of the subset. Proportionate utilizes the 

score as corresponding chance of selection and Naïve sorts the scores and select 

from best to worst. 

 Crossover: simulate the reproduction stage. Some examples are One-point, Ordered, 

Cycle and Partially matched crossover. One-point utilizes random intersection, 

ordered utilize the left-to-right ordering of the tree, cycle is more used for GA where 

all elements are always in the tree. Partially matched utilize a comparison between 

parents to find parts that both parents include. 

 Mutation: New offspring or old individuals are randomly or specifically mutated on 

the genes (i.e. the external and internal structure that builds up the behavior).   

The traditional process circle is visualized in Fig. 4. Note that the sequence can change for 

different techniques. In some approaches, the option is to allow the population to either, 

mutate, perform crossover or copy individuals to the next generation. 
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Figure 4: Evolutionary Algorithm Operators 

 

EAs are most suitable for larger complex search spaces with complex landscape 

and where the action space contains a large set of primary actions. There are three large 

categories in EA; Genetic Algorithm (GA), Evolutionary Strategy (ES) and Evolutionary 

Programming (EP). They are similar to the approach of evolving generations but with some 

differences. ESs does not rely on probabilities but rather uses deterministic selections. GAs 

preserve individuals but ES and EP both are instinctive (e.g. the population size is not 

constant). These three approaches typically all operate on finite strings where ES and EP use 

real values and GA uses binary. Mutation is the primary focus for EP, GAs focus on 

recombination and ES focus on both. This is shown more clearly in Tab. 1 below. 

Table 1: Characteristics of the EA categories. 

Category Selection Type Sampling Type Primary Focus Traditional Encoding 

GA Probabilistic Preservation Crossover Binary 

ES Deterministic Instinctive Crossover/Mutation Strings 

EP Probabilistic Instinctive Mutation Strings 
 

An addition to the EA family is a technique called Genetic Programming (GP), 

GP is a variant of GA which can be used to create automatic planners (AP) for a model-free 

BT framework [33]. This is because BTs allow the EA operators selection, mutation, and 

crossover to be applicable to sub-trees.  

4.3 Evolutionary Stable Strategies 
In some populations, all individuals may have the same strategy and cannot be replaced or 

affected by any other strategy through natural selection. Such a strategy is called 

Evolutionary Stable Strategy (ESS) [34] [35] and two conditions must be true for a strategy A 

to be an ESS. 

  An individual employing strategy A must do better against another individual 

employing strategy B than any other strategy to be an ESS. 

 Should a new strategy evolve B that does equally well against A, for A to be an ESS, 

an individual employing strategy A must do better against an individual employing 

strategy C than an individual employing strategy B.  
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4.3.1 Coevolutionary Algorithms 
Similar to ES and ESS there is also the biological evolution between species or within a 

population. In Coevolutionary algorithm (CEA) there exist two strategies, cooperative and 

competitive. Cooperative is a technique that will divide the task into smaller parts where 

individuals can solve specific sub-tasks which can later be merged together. Competitive 

mimics the struggle of continuous adaptiveness for both old and new threats in the 

environment between hosts and parasites (i.e. scenarios to complete). This is often seen 

between vegetation and insects (i.e. cooperative) and similarly between animals and 

diseases from parasites (i.e. competitive). A few techniques that can be applied to BT from 

CEAs are called Competitive Fitness Sharing (CFS), Shared Sampling (SS) and Hall of Fame 

(HoF) [36]. CFS is similar to the technique proportionate selection, where the individuals 

have different probability of being selected dependent on their fitness and the uniqueness 

of the individual. The uniqueness refers to the amount of parasites that only a few 

individuals can complete causing these unique cases to receive additional fitness to increase 

the chance of being propagated to the next generation. 

𝑝(𝑥) = ∑
1

𝑁𝑗

𝑗 ∈ X

  (3)  

In Eq. 3, 𝑝(𝑥) is the probability, 𝑁𝑗 is amount of hosts that defeated the 

parasite 𝑗 𝜖 𝑋 where 𝑋 means the set of parasites. SS is a technique to reduce computational 

effort by sampling a subset out of the parasite set using the CFS technique. This is to select a 

diverse subset that challenge the entire host population. HoF is a technique to store away 

the top individuals each generation to ensure that genetic material is contributed to future 

generations and to test if the progress is stably increasing. 
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4.4 Choosing Algorithm 
Choosing the correct algorithm for generating adaptive behavior is hard. Because the 

Tactical Simulation (TACSI) utilizes the Behavior Tree (BT) framework, it reduced the amount 

of possibilities to choose from because in all of the previously described approaches, only 

one group can both utilize the BT framework and generate new behaviors, others have 

either or neither. The chosen techniques are Genetic Algorithm (GA) and Genetic 

Programming (GP). These two techniques were also chosen because of two additional 

factors. The first is that there is no pre-collected data to which supervised learning can be 

performed. The second being that developing an unsupervised learning algorithm will take 

too long and become too complex to complete for a twenty week thesis work. Therefore the 

choices are left to reinforcement learning (RL) and evolutionary algorithms (EA). The choice 

of using EAs instead of RL is because the idea looked very promising for generating new 

behaviors that can be used to help human operators create more advance structures with 

new ideas and create sub-behaviors that can be reused in many different scenarios. Also, by 

having BTs described in XML format, a package called Etree can utilize the BT structure to 

directly perform operations on the tree instead of having to transform between phenotype 

and genotype for the EA. This means that there is a close relationship between the BT 

structure and the encoding format. This was also one of the main goals of the thesis work, to 

find an AI technique that can be used together with the BT framework. Thus, using an EA to 

generate an agent and having a close relationship with the BT framework with the encoding 

design are justified as one of the many different techniques that can be chosen for the task 

of generating an AI for complex environments. 

Developing a behavior comes with two factors, the exterior of the structure 

and the interior of the nodes. GA is used in the interior of the nodes where the search space 

is limited to the types that exist in TACSI. Each primitive includes a set of parameters and 

therefore has a bounded complexity to the amount of values for the parameters. GP is used 

for the exterior of the structure where the decision of which type of node can greatly change 

the overall behavior. Having a complex behavior requires a complex design where the size 

can increase exponentially. Thus the chosen algorithm to be developed is a combination of 

GA and GP where they both are required for the BT structure to design complex behaviors of 

adaptive agents.  
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5 Implementation 
In this Section the system architecture will be described in Section 5.1. Then the components 

used in the algorithm will be described in Section 5.2 and the integration components 

described in Section 5.3.  

5.1 System Architecture 
The architecture is divided into four blocks, main block, TACSI block, algorithm block and the 

ETREE block. This can be seen in Fig. 5. The arrows in Fig. 5 show the relations between the 

blocks where the direction specify the usage of the block. 

 

Figure 5: Block diagram for MAIN, TACSI, ALGORITHM and ETREE blocks. 

In the main block, the callable classes are the Initiator and the Prune class. The 

human operator will start the simulation process by calling Initiator which has been set with 

the specific population size and the initial basis behavior. When a simulation is complete and 

a solution or a set of solutions have been found, the operator can call prune. By calling 

Prune, the solution specified by the human operator will be reduced from unnecessary 

nodes within the behavior. This will reduce the tree in size and create more clarity to the 

behavior. 
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 With the initial population created, the TACSI block will instantiate the 

simulation by first creating a scenario in the Simulation_Setup block. Then using this created 

simulation, the interface in the Simulation block will run the Tactical Simulation (TACSI) for a 

certain amount of time, specified by the operator until a response is returned. The response 

will be processed and evaluated using the fitness function and then sent back to the 

Initiator. 

 With the evaluated behaviors of the population, the actual algorithm will be 

performed. This is seen where the Initiator will receive the response back from the TACSI 

block and then send it to the algorithm block. In the algorithm block the selection will be 

called first, this is to select the parents of the generation. Then the crossover will be called to 

create the offspring which are then mutated by the mutation block. Once these three blocks 

have been performed a set of the total population will be sampled in the sampling block to 

the next generation and returned to the Initiator to loop the next generation. 

 The ETREE block is used to help reduce code duplications between all three 

blocks, write new behaviors to files, check if they follow restricted rules and fetch available 

primitives and composites that the algorithm use for creating the initial population and the 

mutation operator.  

5.2 Algorithm Components 
In this Section the Genetic Algorithm (GA) and Genetic Programming (GP) process will be 

described using Fig. 6. 

 

Figure 6: Flowchart of the evolutionary process. 

5.2.1 Generate Initial Population 
The initial step is to create an initial population. Two versions for the initial population were 

implemented. This was in order to test the effect of the initial population based on two 

factors; time and diversity. The first version is noted as Creator and the second one as 

Mudspawn. 

Creator lets the individuals first randomly select their basis between two sub-

behaviors, a flee behavior or an attack behavior with equal probability. With the selected 

basis, the behavior is traversed and for each primitive, the inner properties are mutated (i.e. 
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changed). The values of which a primitive can mutate between are located in an additional 

value tree, which is used as a lookup table with valid property values for each primitive. 

Using this technique of choosing the initial population, it limits the diversity of the 

population causing specific behaviors to guide the direction of the population early on. This 

might result in additional time to correct the early behaviors’ false direction or it could 

reduce the time where the initial population generated good sub-behaviors. This can be 

seen in Fig. 7 where the structure are kept with node types but they change property values. 

 

Figure 7: Initial population structure using Creator. 

Mudspawn is the alternative technique to generate the initial population. In this 

approach all of the population uses the same base tree. What is different from creator is 

that once all of the population has this basis, they all perform the mutation operation from 

Section 6.6. By performing the mutation with a guarantee of mutation on each and every 

node in the tree, they become totally random and the tree can change in size from only one 

composite node to an increase of two primitives from the original tree. This is also seen in 

Fig. 8 where the entire structure mutates. 

 

Figure 8: Initial population structure using Mudspawn. 
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5.2.2 Fitness function 
The fitness function 𝐹 is a combination of the simulation result and the behavior design. The 

fitness function is used to evaluate the behavior of each agent in the simulation. Thus the 

fitness function produces a value that specifies how well a specific behavior acted in the 

simulation. The goal is to get the maximum value from the fitness function evaluation. The 

fitness function is then used in the algorithm operators to distinguish behaviors by their 

score. This can be seen as the combination of state space (i.e. control data), action space (i.e. 

primitive search space) and tactics (i.e. sequences of nodes). From the simulation, specific 

events and environment data formulate the fitness function parameter 𝐹𝑠. In more detail, 

the events that occur in the simulation will reflect in an increase or decrease to the fitness 

value but there are also many other important factors that are received from the output. 

Some examples of events that can occur is when the learning agent gets hit from enemy 

missile, how well the agent avoids incoming missiles by range to the missile itself, if the 

agent kills the enemy or if the agent is being tracked through radar. Examples of control data 

is tank fuel, average energy consumption, target tracking, height, orientation to the enemy 

and attacking angle. 

 Below are some additional examples that can further extend the fitness function: 

 In the output response from the simulator the life time of each agent AI can be 

analyzed. This extension is denoted as 𝐹𝑙𝑖𝑓𝑒.  

 There is the importance of specific primitives. By inspecting the behavior design and 

giving additional points when certain types of primitives are included, it can further 

help the algorithm to direct its population with important nodes that can increase 

realism to the simulation. This extension is denoted as 𝐹𝑖𝑚𝑝𝑜𝑟𝑡𝑎𝑛𝑐𝑒.  

 To try and improve the tactics space (i.e. sequences of sub-behaviors), the behaviors 

can receive additional fitness from the ticks. Mentioned in Section 2.2.3, when the 

tick traverses the Behavior Tree (BT), every primitive can return success, failure and 

running. By allowing a behavior to receive additional fitness each time the conditions, 

filters and actions return success, more complex sub-sequence can receive more 

fitness and thus be propagated more often to other individuals. This can be used to 

further express the fitness function and this extension is denoted as 𝐹𝑡𝑖𝑐𝑘. From the 

extensions above, the fitness function can be written as: 

𝐹 = 𝐹𝑠 +  𝐹𝑙𝑖𝑓𝑒 + 𝐹𝑖𝑚𝑝𝑜𝑟𝑡𝑎𝑛𝑐𝑒 + 𝐹𝑡𝑖𝑐𝑘  (4). 

Here Eq. 4 covers the action space for primitives and to some extent the 

tactics. However, the function does not utilize the state space to its full potential and this is 

seen in the evaluation and result in Section 7 and 8 respectively. Note that the specific 

values of the events are derived from analyzing which events can occur in the simulation and 

how important they are. Therefore some events given more points than others to both 

simulate realistic priorities like survival and defeating the opponent by maneuvering in the 

environment to get better attack angle than the opponent.   
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 When the fitness values are computed, the algorithm normalizes the results 

with the Feature Scaling formula, seen in Eq. 5. In Eq. 5, 𝑃𝑚𝑖𝑛 is the minimum fitness score, 

𝑃𝑚𝑎𝑥  is the maximum fitness score and 𝑃 is the current value to normalize.  

𝑃′ =  
𝑃 − 𝑃𝑚𝑖𝑛

𝑃max − 𝑃𝑚𝑖𝑛

   (5) 

The normalized values in P’ will be between the range [0, 1]. By normalizing the results, a 

subset of the behaviors were normalized to zero, and those were given an additional 0.01 

value to allow them a chance to be selected to the next generation with a low probability.  

5.2.3 Stop criteria 
To stop the simulation and the algorithm, there are a set of requirements that must be 

satisfied by the simulator and manager. In this Section, the simulation requirements are 

described and the manager requirements respectively. 

The first requirement to satisfy is called simulation time, denoted as 𝑠𝑡. This 

requirement is satisfied if the simulation timer exceeds the given time. The second 

requirement is called simulation detonation, denoted as 𝑠𝑑 and it triggers if any of the 

agents are destroyed which manually ends the simulation after x seconds, where x is set by 

the operator at start.  

To stop the algorithm process and break out of the generation step, there are 

two different requirements that can be satisfied to stop. The first is called fitness 

requirement met, denoted as 𝑓𝑟𝑚 and it will trigger when the population satisfies the 

specified fitness boundary set at the start. The second requirement is called fitness local 

maxima stuck, denoted as  𝑓𝑙𝑚𝑠 and it stops the process when a behavior has been the best 

for a set of generations (e.g. if a behavior has been the elite for 200 generations, it stops). 

More about elites in sampling.  
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5.2.4 Selection 
The chosen method for the selection operator is called proportionate selection. From 

Section 5.2.3, the results were said to be normalized and individuals that received a zero 

were given an additional value of 0.01. In proportionate selection, the selection method 

requires weights on all the individuals, and if any of the individuals are set to zero, they will 

not get the possibility to become parents of new offspring. Therefore with the additional 

value all the behaviors have a chance to become parents. In Fig. 9 it shows that three 

behaviors received 0.15, 0.35 and 0.5 after the normalization, this will correspond to the 

chance of selection by 15%, 35% and 50% respectively.  

 

Figure 9: Proportionate selection showing relation between fitness and probability. 

In this method two types of parents will be selected, an alpha and a set of 

betas. The alpha parent is the first selected parent and the betas are the rest of the 

selections. This idea of letting probability choose the parents show a reduction in duplicated 

offspring (i.e. incest children which could lead to the algorithm getting stuck at local 

maxima).  

5.2.5 Crossover 
Crossover is the operator that mimics the reproduction step for artificial evolution. The 

approach chosen to mimic the procedure is called one-point and it creates offspring by 

slicing the parents on any node within the tree. If the slice occur on a composite node (i.e. 

there exist a sub-tree) all its children will also be moved together with its sub-root into the 

child produced (e.g. this is a deep copy of the sub-tree). In this operator there will always be 

two parents and when slicing the parents the first child will receive the “unpicked slice” from 

parent α and “picked slice” from parent β. The second child will receive “picked slice” from 

parent α and “unpicked slice” from parent β. However, parents remain intact and will not be 

changed in any way. One-point crossover is used because the idea is simple and yet can be 

applied to the xml encoding format. The point of intersection is chosen by letting Etree fetch 

all the nodes in the tree and select the appointed node from uniform randomized selection, 

thus any random node can be chosen. In Fig. 10, it’s shown that parent A’s left sub-tree and 

B’s right most sub-tree were selected and sliced to form the children 1 and 2. It is also here 

the time complexity increases compared to binary strings, which would easily copy sub-

strings and recreate offspring.   
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Figure 10: One-point Crossover operation between two parents A & B to produce 1 & 2. 

The number of children reproduced in crossover varies, the standard range is 

between 10% and 50% of the population. In this thesis, 50% is used for all simulations. 

In EA semantics, recombination and crossover are two different things [37]. 

However in this paper they are treated as the same. In detail, recombination is the mixing of 

elements and crossover is the mixing of values within the elements. Here we mix both the 

elements and values, and thus we define the step as crossover to relieve further 

complications. 

5.2.6 Mutation 
The Mutation operator performs a tree-walk and gives every node the chance to mutate. 

The mutation rate µ is 1/𝑛 [37]  where 𝑛 is the size (i.e. amount of nodes) of the behavior 

tree. When the structure size increase to the degree where µ is less than 2% the value is set 

to 2% to allow a minimum mutation rate. If this rate is zero, the behaviors won’t mutate 

causing the fitness to get stuck with high probability. The different choices of mutation is 

either swap, grow or remove are defined as follows: 

 Primitives and composites can swap to change into a similar type with randomized 

properties. This means that the primitives can change to any of the available 

primitives and composites to any of the available composites. There are 3 possible 

options (i.e. sequence, priority and parallel) for the composites and thirty different 

primitives. The primitives each have between 0 to 6 properties that in themselves 

can have ranges between [0, 1e+8]. This means that the search space is extremely 

large in full scale and it has therefore been reduced by identifying the useful nodes in 

a one-vs-one dogfight by setting default values in some properties.  

o The chance of a swap occurring for composite and primitive nodes were set to 
1

3
 (i.e. 33 %) and 

3

4
 (i.e. 75 %) respectively in the two first solutions. In later 
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simulations the chance were changed for composite to zero because only the 

sequence type was used and thus no swap mutation was required for the 

composites.  

 Composite nodes can mutate its child list by adding a random primitive at a random 

position, thus growing the list of children.  

o The chance of growing a composite was set to 
1

2
 (i.e. 50 %) in the first two 

solutions. In later simulations where the swap was set to zero, the chance of 

growing was increased to 
5

6
 (i.e. 83 %). 

 Both composite and primitive nodes can by a small chance be removed, the chances 

were set to 
1

6
 (i.e. 16.6 %) and 

1

4
 (i.e. 25 %) respectively. 

 

Figure 11: Types of mutations. 

Fig.11 shows the different type of mutations visually. 

Because the mutation rate µ is 1/𝑛, it allows each individual to mutate 

separately and be independent from the population’s overall evolvement. This means that 

the algorithm’s population each have larger µ values at the start (i.e. smaller trees) which 

decrease over time by their increase of size. This has also shown to be important to 

significantly accelerate the search and create diversity in the population. An alternative to µ 

is to use a dynamic µ that is dependent on fitness. This is however not implemented because 

the mutation is performed after the crossover operator and not before. Why the ordering is 

selection – crossover – mutation is simply by the fact that the mutation is directed to the 

offspring and where the individuals of the previous population should be kept unchanged 

until removed from the population.  
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5.2.7 Sampling 
The technique used for sampling is the proportionate selection method used in selection. By 

sampling behaviors accordingly to their fitness, the evolution will not become greedy where 

only the best behaviors are chosen. This is because a greedy technique can cause the 

algorithm to get stuck in the local maxima with higher probability, which is not desirable. 

When the sampling of previous generation is being performed, two things happen. The 

offspring from crossover are automatically sampled, this is because they don’t yet have any 

evaluation score. By passing all children, even the bad ones, the overall fitness can decrease. 

In the first few simulations the best behavior did not receive any special treatment like 

getting passed automatically. This was changed in later simulations to stabilize the fitness. 

Due to the preservation of the population and offspring being automatically sampled, only a 

subset of the previous generation are sampled using the proportionate sampling which can 

be seen as a fair approach where bad behaviors still have a small chance of being sampled 

even though they are not equally good. 

5.2.8 Checkpoint 
An additional development for this algorithm is checkpoints. This ensures that data is not 

totally lost if unexpected events occur to the algorithm or simulator. This means that if there 

were some failures in the Tactical Simulation (TACSI) that caused the process to malfunction, 

then the process can be reactivated and continued instead of losing many hours of data. By 

storing the population after each generation in a temporary file, the population can be 

reinitiated and the process can continue. If something would happen, only one generation 

would be lost.  

5.2.9 Prune 
Pruning reduces the size of a solution by removing unnecessary nodes that do not affect the 

overall behavior for a certain scenario. The algorithm for prune is similar to how the 

mutation is performed. Traversing the tree and for each node in the tree, remove the 

inspected node and run a simulation. If the result of the simulation is the same before 

removing the node as after, it is considered useless. If however the result changes from the 

original result, then the node that was removed affects the overall behavior and it cannot be 

deleted. This algorithm will prune for each training scenario, thus if there are multiple 

scenarios used in the training phase. The behavior must be pruned accordingly to all 

scenarios and not just one. The algorithm must be performed for each scenario to not 

remove sub-trees that affect only a few scenarios. Fig. 12 shows an example how a prune 

reduction might look. 
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Figure 12: Prune algorithm. 

5.3 Integration Components 
The Tactical Simulation (TACSI) is made up with a variety of languages but with the majority 

of code written in C++. Because the algorithm is written in Python the first challenge was to 

have the integration to TACSI also written in Python.  

5.3.1 TACSI Integration 
In the TACSI block, the Executor is called from the Initiator. Executor will first load the 

required libraries which were created manually before the simulation using the Google 

Protobuf [38] language from the TACSI code. The libraries load different types of 

components that the TACSI software should interpret when creating a world scenario with 

aircraft types, missile munition types, starting positions, environment data and the required 

settings. In this case the libraries are specified with a Python variant that will allow Python 

scripts to generate and create scenarios in any text editor. Protobuf is an open source 

language that looks like XML and JSON with object hierarchy, enums and similarities to 

structures in C and C++. Then Executor calls the Simulation_Setup which will load the 

scenario that the human operator created (i.e. the dog-fight scenario) using the Protobuf 

format for Python. Once the scenario is received from Simulation_Setup, Execution will call 

the simulation through an interface written with CTypes. CTypes is used to convert Python 

code to C++ code, which can be used to call the desired methods and/or classes. In this case, 

we call the actual method which initiates the simulator sockets and attaches the simulation 

scenario. After the simulation is complete, the simulator shuts down and returns the output 

as a large Protobuf chunk of data that include every time frame in the simulation in a string 

format. This is also where a massive amount of analysing of the data can be utilized in the 

fitness function mentioned in Section 5.2.2. 
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5.3.2 Simulation process 
To simulate the population each individual was started in its own simulation with a unique 

port id. This means that each individual was initiated with its own simulation id and port 

number in a FIFO (First-In-First-Out) queue and after it finished it was closed for the next 

individual to start in the queue. The problem with this solution is that even though multiple 

threads were utilized, 8 in this thesis, the FIFO simulation process is sequential and slow 

because of the fact that the initialization and closing of simulations took an additional 5 to 

20 seconds and only 8 behaviors could be simulated at a time. This adds up to minutes in just 

opening and closing between simulations. In this approach each individual received its own 

output response and evaluation of each individual could be computed with ease. However 

with an alternative method to simulating the population, the simulators were not shut down 

after finishing, instead being open. Multiple threads, 8 in this thesis utilized parallel 

threading to create 8 different FIFO queues to take advantage of simulating multiple 

behaviors in parallel without closing the ports (i.e. only identifying the behaviors by 

simulation id). This allowed the opening and closing to only be performed 8 times in total for 

a generation. This reduced the simulation time drastically and with this change, it was 

required to change how the output of the simulation should be processed for the fitness 

function. With each simulation port being unique, the individuals were also given unique 

simulation id. With these two unique numbers, each individual could be matched with the 

events that occur in the simulation and data from every event and simulation frame could be 

parsed with unique time stamp for each simulation port id. Thus parsing the output and 

dividing the output into each individual behavior id, the simulations were complete and the 

evaluation could begin. 
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6 Evaluation 
In this Section the generators described in Section 5.2.1 will be compared, the simulator 

alternatives from Section 5.3 will also be compared in Sections 6.1 and in 6.2 the result from 

the simulations will be presented.  

6.1 Simulation comparison 
Comparing the different types of simulation setups of creating the initial population and how 

to simulate the populations will be presented in 6.1.1 and 6.1.2 respectively. 

6.1.1 Time differences for creating initial population 
In Section 5.2.1 two generators for the initial population were presented. These two 

generators are compared in the amount of time required to generate the individuals. It can 

be seen in Tab. 2 that the mean value is much smaller for Creator than Mudspawn, this 

makes sense as the Mudspawn actually performs the mutation operation on all the nodes 

instead of just switching internal parameter values of already designed starting behavior. For 

the variance and standard deviation it can be seen that the values for Creator are much 

smaller than for Mudspawn. This can be explained by that all primitives are different in their 

structures, making the operation for each specific primitive node to vary by a large amount.  

Table 2: Computational speed to generate initial population. 

Initial 
Population 

Size Mean Value 
(seconds) 

Variance 
(seconds) 

Standard Deviation 
(seconds) 

Creator 100 0.024 5.323e-05 0.007 

Mudspawn 100 0.312 0.077 0.278 

 

6.1.2 Time differences for simulating the population 
From Section 5.3, the different types of simulation alternatives are described. In Tab. 3 and 

Fig. 13 they are compared in seconds for a set of simulations where the generations, 

population size, threads varies. The blue is the alternative where the population share the 

simulators and orange where each individual receive its own simulator. These simulations 

are set to 300 seconds with a speed ratio of 50x normal clock speed. If an agent is killed 

before the maximum simulation time, the simulation will continue for 90 seconds at most as 

if opponent dies at 2 minutes and 30 seconds, the simulation will only continue 30 seconds. 

However due to most simulations only taking up to 3 minutes the additional 2 minutes are 

used to ensure that the agents are guaranteed to die or survive. This is because if two agents 

shoot at each other and one hits first, the simulation should continue until it is certain that 

the opponent missile misses or hits. 
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Table 3: Simulation time difference between versions. 

Mode Time (seconds) Generations Population/Simulations Threads Speed Ratio 

Blue 478,389 10 4 2 50.0 

Orange 660,892 10 4 2 50.0 

Blue 566,408 20 4 1 50.0 

Orange 1412,808 20 4 1 50.0 

Blue 751,289 10 16 4 50.0 

Orange 2506,193 
 

10 16 4 50.0 

Blue 2696,203 50 48 8 50.0 

Orange 35180,005 50 48 8 50.0 

Blue 5617,580 100 40 8 50.0 

Orange … 100 40 8 50.0 

 

 

Figure 13: Time difference between versions. 

 

6.2 Simulation results 
The evaluation is performed by running a set of generations with different options to the 

population size, mutation rate, selection method and sampling method and wait until the 

requirements are met. In Tab. 4, the successful simulations use a population size of 96 and 

the crossover to create 48 offspring (i.e. 50% children of the population). It is also shown 

that the simulations took a certain amount of generations and time with dependence on the 

choice of initial population creation method and selection and sampling method. All of the 

simulations used the Proportionate method for both selection and sampling. 
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Table 4: Simulation solutions. 

Amount of Generations Initial Population Time (seconds) Scenario 

145 Creator 51411 Short-Range 

8 Creator 4859 Short-Range 

194 Mudspawn 79169 Long-Range 

116 Mudspawn 51718 Long-Range 

707 Mudspawn 513523 Both 

 

 

Figure 14: Creator initial population with 145 generations. 

In Fig. 14, the behavior did not use elitism of the best individual, this is seen in 

the blue line where the fitness value is increasing and decreasing at specific generations (e.g. 

85, 115). Looking at the average population, the fitness looks unstable, decreasing and 

increasing randomly. This is because the size of offspring that are created each generation 

step, in this thesis 50% (i.e. 48 of 96) are created each generation and inserted into the next 

population and this causes the uncertainty in the fitness curve. In the simulation that 

resulted in Fig. 14, the simulation requirement was set to stop once a solution was found.  
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                      Figure 15: Creator initial population with 8 generations. 

Fig. 15 show a lucky simulation of 8 generations, where the agent quickly found 

the combination. In this simulation, elitism was not used. 
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Figure 16: Mudspawn initial population with 194 generations. 

In Fig. 16, the elitism is shown to stably increase the fitness function for both 

the best individual and the average population. At 100 generations, the agent starts to fire 

missiles, exploring the possibilities that a missile launch increases the fitness and thus 

leading to a kill at 185. After the agent realizes that destroying the opponent gives additional 

points, it quickly learns that maneuvering and avoiding opponent missiles lead to winning 

the scenario, which occurs at 190 generations. The last large step is an additional increase if 

the scenario is won. This was required because when inspecting the fitness values, the 

behaviors that actually won received negative in fitness. This had to do with the large 

amount of points received by missile tracking from the opponent missile. This means that 

the enemy missile tracked the friendly agent over a long period of time, leading to a 

significantly large negative fitness dip.  

Thus giving a behavior a significantly large amount of points pushed the 

winning behaviors over the fitness requirement that had to be satisfied for the simulation to 

stop. In Fig. 16 and Fig. 17 it can be seen that the algorithm continues even when a solution 

is found. This is because the fitness requirement was changed where a percentage of the 

population had to satisfy the fitness requirement instead of only one solution. 
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Figure 17: Mudspawn initial population with 116 generations. 

Fig. 17 show similar development as the previous behaviors, where the fitness 

increases slowly by small amounts and then at special events like terminating the opponent 

and surviving missile attacks show large increases.  
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Figure 18: Mudspawn with two training scenarios. 

The behavior generated in Fig. 18 is a behavior which has been trained on two 

scenarios instead of one. It shows that using more scenarios to train on, the overall behavior 

can become more adaptive. From Tab. 4 it is shown that the resulting simulation took 707 

generations which does not follow any predicament that using an additional scenario will 

make the simulation require doubled amount of generations. This is because the solution 

space is much smaller for than a solution for either of the scenarios in previous results. 

However because of the fact that this is now much harder to find a solution for than for just 

one scenario, the fitness increases in many more steps with a smaller degree on each step. 

By increasing in smaller steps it shows that it also increases stably and can converge better. 

Because the evaluation phase only uses one training scenario for most of the 

resulting behaviors, the behaviors that satisfy the requirements are very scenario 

dependent. However, there could be behaviors that are adaptive to new unknown 

environments. Therefore all the solutions are tested in multiple scenarios where the 

positioning of both agents are randomized. In Fig. 19 the areas relating to each agent is the 

location where the aircraft can spawn in the simulation. Tab. 5 shows the average score of 

each solution for 10 simulations performed in Fig. 19. 
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Figure 19: Random environment setup for adaptive testing. 

 

Table 5: Randomized initial position to evaluate the behaviors to unknown environment scenario. 

Generations 
of completion 

Average 
wins 

Average 
losses 

Average draws 

145 0 % 0 % 100 % 

8 10 % 0 % 90 % 

194 0 % 50 % 50 % 

116 0 % 0 % 100 % 

707 40 % 0 % 60 % 

 

In Tab. 5 it is shown that by increasing the amount of scenarios to train on, the 

behaviors can become more adaptive. It shows that even though the agents in the 

simulation don´t win, they can survive most scenarios with ease. Therefore, increasing the 

scenarios even further can increase the winning rate by far more than what it seen in Tab. 5, 

this will require additional time which the thesis work does not have. This is discussed 

further in future work. 
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7 Discussion 
In this Section, some of the problems in the simulation will be described in Section 7.1. Then 

in Section 7.2 and 7.3, the functional and computational requirements from Section 1.3 will 

be addressed. 

7.1 Problems 
In many of the simulations, the results were not always good, but rather useless due to the 

algorithm getting stuck at a certain fitness value and converging at a local maximum that is 

nowhere near the global maximum.  

 

 

Figure 20: Fitness function based on realism. 

There are many reasons why the algorithm does not converge correctly or get 

stuck at local maxima. One reason is the affection of realism, in Fig. 20 the agent tries to win 

the scenario with a realistic fitness function where the agent first learns to avoid danger, but 

can’t find a solution that can destroy the opponent. This is because surviving was prioritized 

to the degree that it could not find a solution that first solved that equation and then 

terminating the opponent. This is also why the fitness function was changed to force 

aggressive behavior to prioritize the harder problem of destroying the opponent then focus 

on surviving the scenario. This means that offensive sequences received more points than 

passive sequences to let the fitness function know that it’s good to be offensive even though 
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it could kill the agent. Without this extension the agent never got to acknowledge that killing 

the opponent or firing at the opponent was even possible to succeed. 

 In the crossover operator, the method does not know about the traversal, this 

makes the crossover totally reliant on probability to create good offspring. Therefore this 

method is highly unstable in that it requires luck to succeed in some cases. This is why One-

point is also one of the simplest selection methods.  

 Sampling allows offspring to be passed automatically to the next generation. 

This affects the overall population greatly where bad offspring still make the cut. In early 

simulations, the alpha parent did not get passed automatically and it was shown in 

experiments that the fitness does not stably increase, this is shown in Fig. 20 at the early 

stages in the simulation up to 200 generations and also between 400 and 600 generations 

where the best behavior (i.e. blue) decreases in value due to the best individual being 

removed from the population by a random coincident. This also affects the average fitness 

of the entire population (i.e. red) with dips. Due to most dips being relatively small, larger 

examples can be seen at 300, 360, 700 and 800 generations. 

7.2 Functional requirements 
Generated behavior should be easily interpretable by human operators.  

The Behavior Tree (BT) follows the depth-first-search (DFS) traversal and uses restrictions to 

the structure by parent/leaf relations. With this, the behaviors are easily analysed and easily 

interpretable by human operators. The solutions found generated trees of size between 15 

and 100 nodes, which will include unnecessary nodes. In Section 5.2.9 the pruning algorithm 

described how to remove these unnecessary nodes by automated pruning using the 

algorithm. It was also described that manual pruning can be done by allowing a human 

operator to remove sub-trees. This is time consuming and requires expertise, therefore 

automated pruning could be useful in generating behaviors. The readability will also be 

improved as much of the behavior will be removed. The size of the solution trees are 

dependent on the scenario, given that the one versus one scenarios generate somewhat 

large trees, even more complex scenarios including multiple teams of agents will produce 

exponentially larger trees.  

A variety of behavior should be generated, as repeated behavior can be uninteresting or 

even suspicious.  

There are no restriction to how the behaviors should look like, to their size or to their design. 

Therefore the variety of behaviors that can be generated by the algorithm are only defined 

by the termination requirements. It was described that the first few solutions were 

generated in a simulation where the process would stop once a solution was found. In later 

simulations it was changed to a percentage of the population (i.e. 5 % needed to complete 

the scenario). Therefore the variety of solutions found can be changed on the request of the 

human operator. 
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The number of interaction moments needed to generate or adapt behavior should have 

low variance and should be independent from the behavior of the human participant. 

The evaluations show that the behaviors generated are quite similar in the required time to 

generate the solution and adaptiveness to new scenarios. This is somewhat understandable 

because they all use similar scenarios to train in. There are however exceptions like in Fig. 15 

that shows heuristic algorithms are randomized and can produce results quickly but just as 

similar produce results slowly. With results from Tab. 4 it shows that estimating how long a 

simulation will take is hard to compute in heuristic algorithms that use randomization 

techniques for approximations and therefore not be analysed further in this thesis work. 

Generated behavior should be scalable to the skills of the human participant. 

In Section 6.5 it was described that the crossover technique will create offspring by changing 

a sub-tree (i.e. could also be a leaf) between parents. This will cause one of the offspring to 

grow in size and the other to reduce in size. Therefore because the crossover slice can occur 

anywhere in the tree, except on the root, the sub-tree change can cause a very large sub-

tree to be switched between parents. Thus the framework must be able to cope with large 

changes in tree size. Stated in Section 2.3, the scalability of the BT framework is one of its 

strengths and it allows the behaviors to grow in size to create complex behaviors. In Fig. 21 a 

tree is shown as an example of the scalability with BTs.  

 

Figure 21: Scalable BT example. 
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7.3 Computational requirements 
Behavior generation should be fast, as it is (possibly) done live.  

The algorithm is performed offline, thus the computation stage occurs after the simulation. 

The algorithm is also quite time consuming, this is because of two reasons. The first being 

the simulator TACSI. TACSI is not built with the idea of artificial intelligence, it is a highly 

advanced simulator that is built for performing large complex combat simulations in air-to-

air and air-to-ground scenarios with precision and determinism. Time is not the prioritized 

factor and this is seen in the required amount of time it takes to start the simulator, run the 

simulation and close the simulator.  

Generated behavior should be effective, even while the system is still learning.  

From Section 5.2.2, the fitness function was described to be increasing with a stable rate to 

the desirable fitness requirement. However, it can also be seen that the fitness increases in 

steps rather than in a smooth curve. This can be explained in a sense that the behaviors 

learn early on that fleeing is a great way to not lose points. In Section 6.2 the fitness function 

formula was described to be a linear function combined from the action space and the 

tactics space. To promote aggressive actions in the simulation, the primitives that caused an 

engagement were given more points than passive ones. To further promote aggressive 

behavior, if the scenario ended in a draw and both survived, the overall behavior received a 

penalty on the fitness score. This is also shown in the Figs. 14, 16, 17 and 18 at the end 

where the behaviors find out that killing the opponent is better than fleeing even if it kills 

them in the process. After the behaviors found out about this fact, avoiding incoming 

missiles did not take long to understand to gain the last additional fitness and thus satisfy 

the fitness requirement from Section 5.2.2.  

Generated behavior has to be able to cope with randomness and unexpected events.  

The behaviors generated have all been trained using either one scenario or two scenarios. 

With the large amount of possibilities in the solution space, the solutions found were not 

effective in unexpected events that occurred when positions, heights or weaponry were 

changes. This can be seen in the results where the average score of 10 simulations were 

conducted for the solutions. 

Generated behavior should quickly be optimized based on few interaction moments with 

the human participant. 

Both Genetic Algorithms (GA) and Genetic Programming (GP) suffer from the consequences 

of heuristics. They are probabilistic to the sense that developing new behavior through 

simulation and performing selection, crossover and mutation are highly unstable. With these 

flaws, simulations often take longer time than other similar techniques in Reinforcement 

Learning (RL) to find solutions which are considered to be optimal or satisfactory to the end 

goal.  
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8 Ethics 
Is development in simulated warfare just as unethical as actual warfare [39]? Artificial 

Intelligence (AI) and simulated warfare has become a necessity for countries where the cost 

of developing a new aircraft is too expensive. On the Wired website, the author Tom 

Simonite explained in an article how the consequences in AI development can and probably 

will affect the future. 

 “One concern is that if we put such a high premium on being first, then things like safety and ethics 

will go by the wayside,” he says. “We saw in the various historical arms races that collaboration and 

dialog can pay dividends.” [40] 

Since the beginning of time, survival has meant many different things, avoid 

danger, fight to survive and adapt to new environments. Ever since the human species 

claimed the world, grew in masses and developed status it has shaped us in many new ways.  

War is one of the most primitive and early developed ideas that include 

destroying and claiming property when rightfully justified. This has many times been seen 

through the history of man. What has changed in warfare is one thing, the weapons. Looking 

at the development of weapons from wood, rocks, metal, plastic and now AI it shows how 

technology has since the beginning had a key role in winning wars. Despite this fact that now 

AI is the new weapon, it does not mean that the technology is unethical because it would 

then mean that every type of technology that has been developed and then turned in to 

something harmful is a weapon, (e.g. radio, aircraft, vehicles, computers, horse carriages, 

and ships and submarines). 

SAAB is a private company that works with multiple countries with exporting 

military aircraft. One of the costumers is FMV, the Swedish Defence Materiel Administration 

and they supply the Swedish military with equipment and logistic services. Because of that 

fact, I believe that the technology developed at SAAB is rightfully ethical and morally justified 

because of the development being directed to defensive forces and not offensive ones.   
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9 Conclusion & Future work 
In this thesis, two Evolutionary Algorithm techniques called Genetic Algorithm and Genetic 

Programming has been presented with a framework called Behavior Tree. The thesis has 

described the operators of the algorithm and provided knowledge in air-to-air combat 

between two artificial agents in a Dog-fight scenario. The result shows how an agent can 

learn a specific behavior over a set of generations in any specified scenario where the 

settings were changed for start positions, munition settings and starting behavior. This 

means that future thesis works can use this thesis work as a basis and to understand which 

problems will have to be faced to improve the algorithms and usage of more complex 

scenarios where more than two agents are involved in a larger simulation. 

The Behavior Tree (BT) framework uses a lot of computational power to 

continuously check conditions and traverse the tree for each tick. To change this, in 

‘Behavior Trees in Robotics and AI’ [16] there is a mention about memory nodes that allow 

the computation to be reduced and tree traversal less repetitive from the reactive planning 

that are used in traditional BTs. In the future it would be interesting to investigate in 

proactive behaviors for more realistic behaviors within the simulation. 

 In future work, the state space, action space and tactics are to be explored and 

researched further. The state space extension can be done in two ways, by processing the 

simulation while the simulation is running (i.e. online computation) or by changing the 

output response to the Protobuf language and parse the most valuable parameters in each 

time frame. With more data in the response, complex fitness functions can include energy 

consumption, fuel loss, airplane stress and other important factors that can be used to 

create a realistic evaluation of the simulation. The action space can be improved by 

researching and testing the range of values for each action in more detail. This will increase 

the overall understanding of each primitive and reduce the confusion for human operators. 

In every behavior, there are sub-behaviors that form sequences of attack, flee, maneuvering 

and idle patrol patterns. Most of these sub-behaviors are generic in that they can be reused 

in other scenarios that are similar. By further researching and developing these sub-

behaviors, agents’ behaviors can be developed quicker and with more understanding to the 

overall goals of the behavior. 
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