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Abstract

The focus of our research work is on readily accessible, embedded, real-time develop-
ment with concurrency support. To this end, we develop the Real-Time For the Masses
(RTFM) programming framework with a model of computation based on tasks and re-
sources and that stipulates a timing semantics. Typically, hard real-time requirements
are a characteristic of safety-critical applications. In contrast to runtime verification,
such applications primarily require static assurances concerning safety and security at-
tributes. This thesis discusses the building blocks for a statically analyzable programming
paradigm for embedded real-time applications and its implementation. Svenska kraftnät
funded the research presented in this thesis and set the scope to industrial automation.
Consequently, we also investigate the applicability of our RTFM framework for schedul-
ing and resource management for the runtime environments of industrial applications.
We start by reviewing relevant and well-established industry standards to build back-
ground knowledge of the state-of-the-art safety and security requirements in software
development. Special attention is placed on the IEC 61131 and IEC 61499 standards for
industrial software development and their programming and execution model. We show
the feasibility of using IEC 61499 as a holistic, distributed, and hierarchical model with
mappings from the functional layer (IEC 61499 function block networks) and safety layer
(PLCopen safety function blocks) to RTFM. We also demonstrate that our Rust-based
RTFM implementation enables static verification for a myriad of safety and security at-
tributes. Moreover, our investigations reveal a mutual dependency of safety and security
in the context of software systems. For this reason, we believe and argue that safety
and security cannot be considered independent during the design and implementation of
safety-critical applications. Upon closer examination, we even conclude that safety and
security are equivalent.
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Chapter 1

Introduction

1.1 Dijkstra’s Humble Programmer

In 1972, Edsger W. Dijkstra published an article about the early computer evolution
and its accompanying problems [1]. In The Humble Programmer, Dijkstra analyzes the
major prevailing programming languages and their shortcomings at that time. His main
argument for overcoming the problems is to respect the limitations of our minds and to
only develop programming languages and write programs that we are capable of capturing
intellectually. To date, this argument has not lost its validity.

7
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Dijkstra formulates the essence of the dilemma as follows:

. . . the tools we are trying to use and the language or notation we are using to
express or record our thoughts, are the major factors determining what we can
think or express at all!

This thesis presents a framework for developing embedded real-time systems with a
concurrent model of execution for safety-critical applications. In the context of Dijkstra’s
humble programmer, the choice of the tools for developing the framework itself is as
crucial as the choice of the programming language that the framework provides to the
user for writing programs. Throughout the thesis, we motivate our choices by arguing
how they support our development and how they support embedded developers in writing
code more efficiently and with fewer errors.

1.2 Research Project Funded by Svenska Kraftnät

During the operation of industrial manufacturing processes, a control system governs
actuators based on sensor inputs. Electrical drives are one type of actuator, among which
variable-frequency drives (VFD) are a specific type. These drives vary the frequency and
voltage inputs of an AC motor to adjust the speed and torque of the rotor. Adjusting
the speed of an AC motor, commonly used for pumps or fans in industry, has many
advantages. For example, it reduces the energy consumption if the device does not need
to continuously run at full speed or prolongs the lifetime of the motor by reducing the
risk of electrothermal overloads. Figure 1.1 shows a VFD in a laboratory setup for
electromagnetic compatibility (EMC) measurements.

Electric energy production plants typically have a high utilization of electrical drives for
different purposes, such as pumping fluids or compressing gases. VFDs are affected by
disturbances in the power supply [2] and must be capable of handling such disturbances
to provide a robust service. In the worst case, a failing drive as part of a safety-critical
system in a power plant can stop the whole energy production process.

Svenska kraftnät (SvK) is the owner and maintainer of Sweden’s national power grid.
To ensure a high-quality power supply, SvK demands continuous and flawless energy
production from the power plants connected to the grid. According to SvK, investigations
of failures in energy production have often shown a relation to VFDs. For this reason,
SvK requested a preliminary study to pinpoint the problem sources for further research.

Consequently, the preliminary study identified three exciting research topics for im-
proving the reliability and robustness of VFDs [2]: power semiconductor monitoring,
electrodynamics modeling for EMC studies, and software support for robust operation.
SvK believed in the effectiveness of all approaches and decided to pursue each track
simultaneously.
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Figure 1.1: A VFD is composed of an AC motor (front) and an AC drive (back). The
image shows a laboratory setup for EMC measurements at LTU.

In 2014, Luleå University of Technology (LTU) started a research project on improving
the robustness of VFDs, funded by SvK. In this project, three Ph.D. students focus on
the problem, and each student addresses one of the perspectives.

This thesis, as part of the SvK research project, focuses on the software aspects for
improving the robustness of VFDs. It lays the foundation for reliable and verifiable
software implementations.

1.3 Societal Impact

Energy production is a critical infrastructure for all nations. We must not underestimate
its importance, and consequently, robust operation is an imperative necessity. We aim
with our research for increased safety and security in safety-critical applications.

Nevertheless, I sincerely hope that we go into a future without any nuclear technology
because I genuinely believe that the risk for uncontrollable damages is too high. However,
nuclear technology is currently still part of our society, and we have to do our best to
limit the risk to provide a sustainable future of our children. I am proud to have the
chance to contribute to a better world.
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1.4 Research Questions

Curiosity is the motivation of science, and questions are the goals on the map to under-
standing. We intend to guide the reader through this thesis with the following list of
research questions and provide an impression about our objectives.

1. ¬secure(system) ?⇐⇒ ¬safe(system)
(Does an insecure system imply that it is also an unsafe system and vice versa?)

2. What are the deficiencies of IEC 61499 concerning execution and timing semantics
that need to be remedied for compliance with modern safety requirements to allow
it to become the next-generation industrial automation standard?

3. What properties do a programming paradigm for the complex development of em-
bedded real-time applications require to be readily comprehensible for the developer
and support static verification of various safety and security attributes?

We summarize the answers to each of these question in Chapter 7, which concludes the
contributions of our research outlined in Part I and Part II of this thesis.

1.5 Thesis Focus and Outline

The motivation of this thesis is reliability and robustness objectives in safety-critical
software. In this context, our primary focus is on improving the development of hard
real-time embedded systems in terms of static guarantees for safety and security at-
tributes. Therefore, we develop the Real-Time For the Masses (RTFM) framework,
which implements a straightforward concurrency model along with a timing semantics
and provides ample opportunities for the static analysis of various safety- and security-
related attributes. With the aim of presenting developers with a natural way to express
concurrency and timing specifications in control applications, we target the problem men-
tioned by Dijkstra (see Section 1.1) that the accessibility of application correctness also
depends on the suitability and comprehensibility of the tools used.

Because the industrial automation setting is the outset of our work, we investigate the
applicability of the RTFM framework for scheduling and resource management for the
runtime environments of industrial applications. Furthermore, we conduct research on
the RTFM framework and its qualification for the static verification of safety and security
attributes.

To understand the industrial requirements concerning safety and security, we review
well-established industry standards in both areas. Because RTFM is a programming
framework, we focus on programming-language-related impacts on safety and security.
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Moreover, we reflect on the relationship between safety and security in the context of
software systems.

We divide this thesis into three parts for better readability. Part I reviews the back-
ground of our work, sets the research area, relates it to the research project, and studies
relevant industry standards. Part II presents the applicability of our RTFM software
development framework in safety and security contexts and discusses our research con-
tributions to the field. Part III appends a selection of published research articles on the
proposed RTFM framework and its utilization in industrial automation.

Part I contains the first four chapters. Chapter 1 introduces the research project with
its societal impact, presents the research questions, and highlights our research focus.
Chapter 2 introduces industrial control systems, presents an example system with a
safety-related incident, and sets the research area. Chapter 3 and Chapter 4 review a
subset of industry standards for software safety and security with a focus on execution,
timing, and programming language semantics.

Part II divides our research contributions into three chapters. Chapter 5 exemplifies the
utilization of RTFM for the safety layer of industrial automation systems and discusses
the static guarantees of RTFM in security contexts. Chapter 6 presents an overview of
our research work, summarizes all published articles that I was involved in, and indicates
my contributions. Chapter 7 concludes the contributions of this thesis and discusses
prospects for future research.
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Chapter 2

Software Related Safety and
Security Attributes

2.1 Industrial Control Systems

A supervisory control and data acquisition (SCADA) system is a distributed control
and monitoring tool for the orchestration of sensors and actuators to control industrial
processes in plants or factories. A supervisory system collects data and controls remote
units, and it connects the sensors and actuators to a communication network. Human-
machine interfaces and data acquisition servers enable interaction terminals for human
operators. Figure 2.1 illustrates a simple automation system for controlling a water tank
operated by a SCADA control system.

13
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Figure 2.1: Simple example of a SCADA industrial control system for level regulation
in a water tank. Various sensors and actuators are connected to two PLCs, which are
communicating over a supervisory control system.

SCADA is just one type of system that is suitable for controlling industrial processes.
Here, we use SCADA as an example of industrial control systems in general. The concepts
that we discuss are not limited to SCADA systems.

In the example shown in Figure 2.1, a pump and a valve regulate the water level in the
tank by controlling the water flow in and out of the tank. A flow sensor provides feedback
for the pump control, which is implemented in a dedicated programmable logic controller
(PLC), i.e., PLC 1. The second PLC controls the output valve and monitors the water
level in the tank via two level sensors. It is evident that without communication between
the control algorithms running on both PLCs, the water level in the tank cannot be
maintained within its boundaries for arbitrary output control.

Figure 2.2, which is an excerpt from Figure 2.1, extracts the essential parts for an
electrical drive within a SCADA control application. The VFD is connected to a PLC
and drives the AC motor. The PLC provides control over the motor and monitoring
capabilities for the SCADA system. Software that affects the functionality of the VFD
can be found at two locations: locally in the drive itself and globally in the SCADA
control application, which consists of many components such as PLCs.
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Figure 2.2: Software domains affecting the functionality of a VFD.

Local VFD software. Modern VFDs have an integrated control function, whose pa-
rameters are typically adjustable from an embedded microcontroller running soft-
ware. The software running inside a VFD is always vendor specific and proprietary.
Access to the source code or changing the programming is in general not possible
for the end user.

Global SCADA software. The global control function of a complex industrial process
is normally distributed among many PLCs, which perform control actions automat-
ically and to some extent independently. Each PLC is responsible only for a subset
of the complex control function. Various industry standards, such as IEC 61131 and
IEC 61499, are available for developing control software. In Chapter 3, we take a
closer look at these standards and their specifications for safe software development.

In this thesis, we discuss both software domains. On the one hand, we propose a frame-
work that is intended to facilitate embedded software development of reliable real-time
applications and to provide highly efficient implementations geared toward static veri-
fication. This framework is thus extremely suitable for the development of embedded
controllers for VFDs. On the other hand, we focus on the global software domain at the
SCADA level to find ways to improve the robustness of VFDs. Therefore, we investi-
gate the applicability of our framework for scheduling and resource management for the
runtime environments of industrial applications.
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2.2 Example Case: Forsmark

Forsmark Nuclear Power Plant (henceforth abbreviated as Forsmark) is a nuclear power
plant in Sweden located on the east coast of the Uppsala County. This power plant is
connected to the Swedish national grid, which is owned by SvK. As part of the SvK
research project, we have access to their knowledge about and experience with VFDs
of various power plants in Sweden, such as Forsmark. Forsmark operates two large
cooling pumps designed as VFDs. This section describes the control system design of the
power supply for those pumps and discusses two design errors that caused unintended
disconnections of the pumps from the power supply. We investigate this example case to
build an understanding for robustness considerations of VFDs in real applications.

2.2.1 General Control System Design

Figure 2.3 depicts the design of the uninterruptible power supply (UPS) for the two
cooling pumps at Forsmark. The load is a pump, which is supplied with power by the
grid through a transformer and a rectifier. A transformer changes voltage levels, while
a rectifier converts alternating current (AC) to direct current (DC). For redundancy
purposes, the system consists of two pumps and two rectifiers. In addition, the system is
supposed to catch disturbances in the power grid. The specified operation of the pumps
requires the system to bridge supply gaps in the power grid for continuous operation
and to shut down in a controlled manner in the case of a longer power outage. For this
purpose, the power supply includes energy storage in the form of a rotating flywheel that
is capable of supplying the load for a specified amount of time.

All figures in this section use the following abbreviations:

• application program controller (APC),
• application machine controller (AMC),
• energy storage flywheel (ESF), and
• diode supply unit (DSU), which is a smart rectifier.

The APC is a controller connected to all active units of the system, and it receives status
signals and sends control commands. The input bus is connected to the power grid and
input breakers, which are marked with a cross, protecting components in the case of a
short circuit or overloading events. A measurement transformer measures the power grid
voltage and provides it for the APC. This voltage is used to continuously detect whether
the system is supplied with power from the input bus. Connected to the input bus is
the input transformer, which is a passive component that converts the input voltage to
a suitable level for the rectifiers.
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Figure 2.3: An energy storage flywheel provides an uninterruptible power supply for two
cooling pumps at the Forsmark nuclear power plant. The depicted control system has
design errors.

The rectifier subsystem is connected to the DC bus. It supplies the DC bus with power
from the input transformer in the normal operation state when the ESF subsystem is
offline. The two redundant DSUs from the rectifier subsystem can trip their respective
circuit breakers for self-protection in the case of an error. Each DSU provides status
signals to the APC and acts as an individual diode allowing current to flow only from
the input transformer to the DC bus.

The load subsystem consists of the two pumps with individual speed controllers, de-
noted AMC. The APC controls them according to the specification. The ESF subsystem
consists of the rotating storage flywheel and its AMC, which controls the charging of the
flywheel and the power supply for the DC bus in the case of an error. The AMC senses
the DC bus for intolerable conditions and decides when the system needs to be supplied
with energy from the flywheel. It also sends status messages to the APC and receives
control commands from the APC.
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2.2.2 System Characteristics

Strictly speaking, this reactor-supporting system does not provide reactor safety. How-
ever, to provide additional economic safety after a disturbance, the given system is sup-
posed to perform the following tasks:

a) run the pumps for at least 700 ms at full speed and
b) run them for 20 s at minimal speed before
c) shutting them off completely.

The supply voltage to the pumps comes from the input bus through the rectifier sub-
system or from the ESF subsystem in this configuration. Under normal conditions, the
DSUs feed the DC bus with approximately 950 V and the ESF subsystem is offline. In
the case of an error, the AMC of the ESF subsystem detects bad DC bus conditions,
i.e., −dV/dt slope is too high or the absolute voltage is too low. It enters the net break
mode, starts supplying the DC bus with energy from the flywheel (1000 V) and notifies
the APC. The APC determines when it is safe to take the ESF subsystem offline and
feeds the DC bus from the rectifiers. When the ESF subsystem supplies the DC bus with
1000 V, the rectifiers act as a diode for the input and block current from flowing back to
the input bus. The ESF subsystem feeds the DC bus until it goes offline, even when the
input voltage recovers from an error and takeover can be handled in a controlled manner.

The system assumes that a simultaneous fault of both rectifiers is only due to a low
input voltage, i.e., no simultaneous component fault exists. As long as the input voltage
is present, at least one of the rectifiers supplies the DC bus with power. In the case where
the ESF subsystem is supplying the DC bus with power, the rectifiers can take over again
according to the aforementioned principle as soon as the input voltage returns.

2.2.3 Scenario 1

A serious incident revealed a problem in the described design of the system. The system
uses only the input voltage as an indication of proper grid voltage and bases control
decisions on this parameter. In the following scenario, both rectifiers simultaneously
trip their component protection breakers because of a phase disturbance, which goes
unnoticed by the APC. Figure 2.4 illustrates the chain of events, where:

1. a phase disturbance on the input occurs;
2. the rectifiers sense a phase angle fault and trip their breakers as a component protec-

tion measure (breakers need to be manually recovered);
3. the ESF subsystem detects a fault on the DC bus, goes into net break mode, starts

supplying the DC bus, and sends a state notification message to the APC;
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Figure 2.4: The illustrated scenario shows a design error during a failure case, where a
power disconnection passes unnoticed by the APC. The alternate power supply from the
ESF subsystem is erroneously switched off. (Scenario 1)

4. the APC receives the message but also senses a valid input voltage and assumes that
the rectifiers supply the DC bus, at which the APC sends a message to the AMC of
the ESF subsystem to stop supplying the DC bus; and

5. the AMC of the ESF subsystem receives the message and thus stops the power supply.
The DC bus voltage collapses, the pumps trip, and the safe state of the system is not
provided as it should be.

2.2.4 Scenario 2

The problem of Scenario 1 was resolved by considering additional information of the
rectifiers for the control decisions. Each rectifier provides a RUNNING signal, which the
APC uses to determine whether the rectifiers are ready to supply the DC bus with power.
However, this solution introduces a new time-referenced design error.
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Figure 2.5: The illustrated scenario shows an introduced time-referenced design error
after solving the problem of Scenario 1. The system ramps down the pumps too early.
(Scenario 2)

The diagram at the input bus in Figure 2.5 shows the profile of a short input voltage dip.
According to the specification, the system is supposed to survive such a profile without
switching to the safe state mode of minimum pump speed. After 450 ms, the voltage
reaches a level that is high enough for the rectifiers to start working again. The APC
assumes a settling time of 200 ms for the rectifiers and thus expects the RUNNING signal
from the rectifiers 200 ms before accepting supply from the rectifiers again. This implies
that the APC must receive the RUNNING signal from the rectifiers no later than 500 ms
after the occurrence of the voltage dip. Under the assumption that the RUNNING signal
is delayed by 50 ms, this is possible for the given voltage dip profile.

The designers of the system assumed a RUNNING signal delay of 50 ms based on knowl-
edge about other signals from the rectifiers and other signals from similar components.
However, the signal has a delay of 200 ms. Figure 2.5 illustrates the chain of events,
where:
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1. at 0 ms, the input voltage drops from 100% to 0%;
2. at 0 ms, the ESF subsystem detects the fault on the DC bus, goes into net break mode

as in Scenario 1 and notifies the APC;
3. at 250 ms, the input voltage returns to 25% and linearly increases to 95% within the

next 500 ms;
4. at 450 ms, the voltage level at the input bus reaches the minimum and the rectifiers

start to work again;
5. at 500 ms, the APC has not yet received the RUNNING signal from the rectifiers but

knows that there is not sufficient time left to wait for the rectifiers to settle (i.e., 200
ms), and thus, it sets the pumps to minimal speed to reach the system’s safe state;
and

6. at 650 ms, the rectifiers send the RUNNING signal, too late.

The specification of the cooling system requires bridging voltage dips without ramping
down the pumps if recovery to normal operation is possible within 700 ms. Although the
voltage dip of the given scenario is within the specification, the APC started to switch
into the minimum speed state too early.

2.2.5 Error Evaluation

Scenario 2 is an excellent example of how important timing is in industrial automation
systems. It also shows the importance of the exact timing specifications of used com-
ponents. Ideally, a designer develops a control system by composing components. The
development tools verify, based on the specifications of the system, whether the chosen
composition of components and their individual properties ensure the required operation.
Testing is always an option but is never complete and is very time consuming.

The following list presents some timing-related questions that emerge from the system
design evaluation and their implications on the assumptions and the behavior of the
system.

• How long is the ESF subsystem unable to resupply the DC bus with power after it
had taken over the power supply and was stopped by the APC?

• What are the assumptions about disturbances from the grid on the input bus?
These assumptions are required for designing the system’s behavior, and their tim-
ing needs to be specified precisely.

• How long does it take for the ESF subsystem to charge itself again after a distur-
bance?

• What are the required settling times for the system components to avoid systematic
resonance?
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Figure 2.6: Relation of the Forsmark example case to the software domains of a VFD in
a SCADA setup.

As the example case of Forsmark shows, the robust operation of a VFD is not only de-
pendent on the drive itself. Robustness is the reaction of a system to unexpected events.
Such events can have very intricate patterns and can only be modeled and addressed
in a control system at the SCADA level by acquiring and processing information cen-
trally. Figure 2.6 relates the Forsmark problem to our classification of software domains.
Robustness properties for the cooling pumps are established at the system level.

Our investigation of the Forsmark incident is not part of any other scientific publication
other than this thesis. It is merely an investigation for the thesis as a background to
our SvK research project and motivation for the importance of research concerning the
discussed properties. Nevertheless, our research presents various approaches to address
the discovered problems.

2.3 Enabling Concurrency with Nondeterministic
Execution Semantics

Modern industrial automation systems are computer based. New developments in com-
puter technology enable more powerful and more effective control algorithms and thus
eventually find their way into the control systems. For example, concurrent computing is
possible due to multitasking operating systems, and parallel computing is possible due to
multiprocessor and multicore processor systems. Distributing computations across a net-
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work of computers opens up for both concurrency and parallelism. All these technologies
have in common introducing a new degree of freedom: nondeterminism.

Nondeterminism is not to be confused with ambiguity. A programming model for a
computer can support nondeterminism but shall never be ambiguous.

Nondeterministic programming models allow the specification of various alternatives for
the program flow, which are not decided by the programmer. For example, a programmer
has no control over the execution order of functions that are asynchronously called, as
long as no other synchronization techniques are used. A programming model defines
the intended behavior and consequently has to exactly specify which alternatives in the
program flow are allowed.

A programming model that is ambiguous with respect to nondeterminism is not clear
about which of the possible execution paths are part of the model. In this case, compilers
and runtime environments make implementation decisions based on their interpretation
of such a programming model. This leads to different implemented behaviors as a result
of the ambiguity, and the correctness of a program cannot be evaluated based on the
programming model. The correctness depends on the compiler used and the runtime
environment.

Consequently, an unambiguous execution semantics together with suitable programming
constructs for nondeterminism allows the developer to express the intended program
behavior without any assumptions on the compiler or runtime system. The correctness
of the program relies solely on the execution semantics, which are formalized in the ideal
case.

Each compiler and runtime environment adhering to the specified execution semantics
render a correct implementation. That opens up for both static (compile time) and
dynamic (run time) verification of a system, which is essential for, e.g., safety certification.
Runtime environments can exploit the specified nondeterminism for improving execution
efficiency, such as scheduling and resource usage optimization.

Meanwhile, an ambiguous execution semantics forces the programmer to make assump-
tions on the selected compiler and runtime environment. Consequently, a program is only
correct in relation to the tools used but not regarding the programming model. More-
over, a nonformalized execution semantics makes verification cumbersome and typically
requires test-based approaches, which are incomplete and time consuming.

2.4 Mutual Dependency of Safety and Security

This thesis contributes to the field of safety-critical embedded systems with concurrency
support and hard real-time requirements. We work on a framework that defines a concur-
rent model of execution based on tasks and resources together with a timing semantics
that was designed from the outset for the development of embedded real-time systems.
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Our work focuses on static guarantees for safety and security attributes. As a use case
to demonstrate its capabilities of increasing safety and security, we propose applying
our framework as a scheduling and resource manager for the runtime environments of
industrial automation systems.

To build a solid understanding of safety and security attributes, we analyze in Chapter 3
and Chapter 4 software-related requirements that established industry standards define.
Robustness, reliability, and timing are important safety attributes, and programming
language weaknesses that can lead to application vulnerabilities are security-relevant
attributes. We are not claiming that the industrial safety and security standards consider
only these attributes for their software-related requirements; rather, these attributes are
the ones that we focus on in this work.

Reliability in terms of the execution semantics is a crucial aspect of safe software, as
discussed in Section 2.3. An ambiguously defined execution semantics can lead to inde-
terminate execution results, making it hard or even impossible to write correct software.
The problem becomes visible with multiple compilers interpreting a given execution se-
mantics differently. Moreover, enabling concurrency in the programming model, i.e., a
nondeterministic execution, can be highly desired, but the correlated execution seman-
tics must be unambiguous to be able to write code that leads to determinate execution
results.

Timing is another critical aspect of safe software. For real-time systems, a reliable
timing semantics is essential to reason about the time behavior of a given program.
Without a timing semantics, a safety-critical application whose safety attributes depend
on response times can never be realized, unless it is possible to analyze the response times
of the whole execution chain for the program on a given target platform. Additionally,
in this case, one can argue that the timing semantics is an intrinsic parameter of the
platform.

In the era of the Internet of Things (IoT) with an increasing amount of interconnected
devices, security vulnerabilities become a serious concern for the safe operation of em-
bedded systems. In particular, weaknesses in programming languages give rise to such
vulnerabilities, as the continuously growing security databases show (see Section 4.6).

The title of this thesis suggests an equivalence relation between safety and security.
Although the formulation is formal, we do not attempt to prove the proposition formally.
Primarily, the lack of formal definitions for safety and security prevent such an endeavor.
With the formal description of our claim, we want to emphasize our intention to apply
formal methods in our research on the RTFM framework.

In the context of computer system software, safety and security are attributes that con-
cern the program instructions and the data. The mutual dependency between safety and
security becomes apparent when considering the precautions taken by the software devel-
opers. If the security measures of the system cannot guarantee the integrity of code and
data, then there cannot be any safety guarantee. Meanwhile, if the robustness and relia-
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bility of the system, i.e., safety, cannot prevent malicious exploitation of vulnerabilities,
then there cannot be any reasonable security presumption.

From a general viewpoint, safety and security are simply two different perspectives of
the same problem. Only the intention of a measure determines whether it appears as
safety or security.

The Merriam-Webster dictionary [3] defines safety as the condition of being protected
from danger and security as the condition of being free from danger. Let us evaluate the
two implications of our proposition that a system is safe if and only if it is secure with
these two definitions from the Merriam-Webster dictionary.

(safe =⇒ secure). Assuming that safety holds for a system means that this system is
in the condition of being protected from a given danger. If a system is protected
from danger, then it is also free from this danger. Consequently, the implication
holds.

(safe⇐= secure). Assuming that security holds for a system means that this system is
in the condition of being free from a given danger. If a system is free from danger,
then it must in some way be protected against this danger. That is particularly
true for the trivial case where this danger does not exist at all. Consequently, the
implication holds.

Both implications hold, and hence, we can already argue from the natural language
definition the validity of our proposition.

In industrial settings such as the pump control system of Forsmark (see Section 2.2), we
often encounter an exclusive focus on safety attributes. The fact is that such a system
cannot be safe as argued before if there are also no security measures. A nuclear power
plant has beyond any doubt many security systems against attacks, e.g., walls, fences,
and guards. However, we must not forget that the safety of the system ends at this
perimeter and is only ensured up to the measures of this perimeter!

The increasing demand for intelligent manufacturing connects an increasing amount
of embedded systems to communication networks. Protecting connected devices is an
immense challenge with additional attack surfaces. Walls, fences, and guards cannot
protect network communication. Indeed, nuclear power plants are not the first facilities
that we connect to the Internet, but the trend is apparent, and we have an obligation to
address it.
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Chapter 3

Software Safety Standards

3.1 Safe Machine Control

The question driving this thesis is how to improve the robustness of VFDs at the software
level. In a control system, the program logic for handling a disturbance can involve
multiple subsystems. Depending on the disturbance that the control system must be
able to handle for flawless VFD operation, different SCADA subsystems can be involved
in the corresponding program. Figure 3.1 presents examples of two groups of subsystems
(A and B) for handling two different types of disturbances.
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Figure 3.1: Disturbance handling for VFDs at the SCADA level, involving different
groups of subsystems (A and B) for different types of disturbances.

Reliability and robustness are two different properties of a system that are not en-
tirely independent. Whereas reliability is a design-time property, robustness is a runtime
property.

Reliable software is software that has a predictable behavior [4], which is known at
design time from the execution semantics of the used system, i.e., from the programming
language and the executing hardware. As long as the execution semantics is known,
unambiguous, and allows for deterministic results (including support for nondeterministic
execution), the outcome of a given program, or at least all possible execution paths
and their results, can always be predicted. By contrast, software with a deterministic
execution will always have the same result for the same input, but if the execution model
is not fully understood and free of ambiguities, then that software is not reliable because
the result is, in general, not predictable. Writing a program that is correct for a given
task is a different problem.

Meanwhile, robust software can handle exceptional conditions during execution, even
those that are not known at design time. Robustness is the capability of software to
survive unanticipated circumstances [4]. Such software can, e.g., recover from failure
states or prevent error propagation in the system during abnormal situations.

Software that is reliable is not necessarily also robust. A program whose outcome is
always predictable for any input may still be unable to handle exceptions. Consider a
program that divides a given number by arbitrary integer inputs successively in a loop.
Let us further assume that the execution semantics defines that division by zero within a
loop results in a simple break of the loop. If we apply no countermeasures for this case,
then our program is reliable but not robust if it is intended to run infinitely. We know
for each case what will occur, but our program is still unable to handle a specific input.
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Although it is possible to consider robustness independently from reliability, doing so
is typically not very sensible. Unpredictable program behavior automatically decreases
robustness. As a first step toward improving the robustness of VFDs, we concentrate on
developing reliable software in terms of execution and timing semantics. Robustness is a
part of the system design; thus, it is the focus of the second step, involving the particular
application and the implementation of a specific problem in an industrial control system.

We begin by studying a selection of industry standards that specify the state-of-the-art
software development principles for industrial automation and safety-critical systems.
Figure 3.2 depicts these standards and their relations with each other. IEC 61508 is
an umbrella standard for functional safety, which describes all phases of the safety life
cycle, from analysis and implementation to operation. Part 3 of this standard addresses
software requirements. IEC 61508 is universally defined and requires application-area-
specific interpretations. IEC 62061 is the machinery-specific implementation of IEC
61508, specifying requirements for the design of safety-related electrical control systems.
ISO 13849 can also be regarded as a machinery-specific realization of IEC 61508, although
it does not explicitly refer to IEC 61508. In contrast to IEC 62061, ISO 13849 is not
limited to electrical control components and considers the safety-related control system
elements of all types of machines (e.g., electric, hydraulic, pneumatic, mechanical, and
others).

IEC 61131 is the most important standard for programmable controllers. Part 3 of
this standard specifies the syntax and semantics of five programming languages. IEC
61499 combines the programming languages of IEC 61131 with a model for distributed
and event-based control systems. PLCopen TC5 addresses safety-related aspects of IEC
61131-3 and defines a safety framework that is compliant with IEC 61508.

NUREG/CR-6463 guides the review of safety-critical software in nuclear power plants.
It specifies guidelines for programs written in six different high-level languages, two of
which are IEC 61131-3 languages. DO-178C is an avionics standard without any direct
relation to any of the other standards. Because of the high safety demands of commercial
aviation, its primary emphasis is on software verification.

In this chapter, we review in greater detail the critical aspects of the standards that are
relevant for this thesis. The following subsections analyze the general safety standards
(IEC 61508, IEC 62061, and ISO 13849) and the language and verification standards
(NUREG/CR-6463 and DO-178C) to build a base understanding of the reliability and
robustness requirements for modern industrial software. The following sections provide
a more thorough review of the latest programming standards (PLCopen TC5 - Safety,
IEC 61131-3, and IEC 61499), which form the basis for our industrial-automation-related
research.
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3.1.1 NUREG/CR-6463

NUREG/CR-6463 (Review Guidelines on Software Languages for Use in Nuclear Power
Plant Safety Systems, [4]) is a standard for assessing the high-integrity software of safety-
critical systems. The focus of this standard is exclusively on the implementation and
not on any other stage of the software life cycle, such as requirements analysis, design,
verification, and testing. Although the title of this standard implies that its application
is limited to safety systems for nuclear power plants, the guidelines are general and useful
for the development of any software that possesses safety requirements.

The standard identifies software safety issues in relevant industry standards and research
articles. Starting from the understanding that the programming method can affect safety,
NUREG/CR-6463 provides guidelines that are directly aimed at safety-related aspects
of the programming style. The recommendations are split into general and language-
specific guidelines. In addition to Ada, C/C++, Pascal, and PL/M, the standard also
considers two IEC 61131-3 languages: sequential function charts and ladder logic.

The general guidelines, which are specialized for each language, consider a 3-level hier-
archy of software safety attributes defined with a different degree of abstraction at each
level. The top-level encompasses the following four general attributes (Chapter 2 in [4]):

• Reliability,
• Robustness,
• Traceability, and
• Maintainability.

These attributes are essential for safety, and the second and third levels of the hierar-
chy further detail them. Traceability is the ability to connect each part of the source
code to its respective specification and activities during the development process. Good
maintainability reduces the probability of faults being introduced during changes to the
software. Neither attribute is of interest in this thesis. Rather, we focus on reliability
and robustness in this work, as described in the first part of this chapter.

The reliability attribute has three subattributes at the second level (Section 2.1 in [4]):

• Predictability of memory utilization,
• Predictability of control flow, and
• Predictability of timing.

We fully agree that the last attribute (predictability of timing) is an attribute that af-
fects reliability in safety-critical systems for real-time control and must be given. The
subattributes of the timing attribute at the third level are (Section 2.1.3 in [4]):



32 Software Safety Standards

• Minimizing the use of tasking, and
• Minimizing the use of interrupt driven processing.

However, we do not in principle agree with these attributes.

The arguments presented by the standard against tasking are related to timing uncer-
tainties due to different compilers, operating systems, and hardware platforms, as well
as nondeterministic execution sequences and possible race conditions with deadlocks. A
computational model with a well-defined execution and timing semantics does not incur
timing uncertainties. Such a model is essential from the outset for real-time applications,
and thus, the recommendation to avoid tasking can ultimately be eliminated.

The arguments regarding nondeterministic execution sequences and possible deadlocks
are based on a reluctance to accept concurrency and are not directly related to task-based
execution. It is possible to define an execution model based on tasks with a proven ab-
sence of deadlocks, as we show through our framework presented in [5]. Nondeterministic
execution is not a problem as long as the expected result is deterministic and produced
within the specified time constraints. In this case, we also claim that it is possible to
define a computational model that is suitable for analysis and thereby allows programs
to be verified at compile time for a given specification, including timing. We refer to our
work presented in Articles C, E, and P.

The standard explains the second attribute for predictable timing (minimizing the use of
interrupt-driven processing) in terms of nondeterministic maximum response times. This
argument cannot be generalized. A system that uses a sampling method for processing
input signals implicitly defines a minimum interarrival time for external events. If that
interarrival time is presented as a specification to our (suitable) computational model,
then an analysis step can serve to verify whether the system can guarantee the response
times under all circumstances and to derive an appropriate schedule of tasks. Given that
this is possible, the application of a simple filtering mechanism to the inputs can always
ensure the assumed minimum interarrival times.

3.1.2 DO-178C

The DO-178C standard (Software Considerations in Airborne Systems and Equipment
Certification, [6]) does not directly address software safety. The focus of this standard is
on proving the correctness of software operation through the demonstration of compliance
with requirements. Associated standards specify safety requirements as part of the life
cycle process analysis of a system. DO-178C is not restricted to avionics software and is,
in principle, applicable to safety-critical software in general.

In contrast to NUREG/CR-6463, DO-178C does not focus on any specific programming
languages. For the software verification process, which consists of reviews, analyses, and
tests, the standard defines five software levels to categorize the effects that a system
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failure can have on aircraft or people. Each level specifies several objectives, such as
source code accuracy and consistency.

All of the specified requirements must be covered during the verification process. It
is not permitted to leave requirements untested, and all tests together must cover the
entire source code. This ensures that each part of the source code is answerable to some
requirement. The highest software level of DO-178C demands full traceability, from
requirement specification through design to implementation. Formal methods in testing
can be applied for extensive code coverage analysis to verify the correct implementation
of all requirements.

Although the standard has no language focus such as that of NUREG/CR-6463, reliable
languages facilitate the safety certification process. A well-defined execution semantics
that encompasses all language features is vital for ensuring that the program behavior is
unambiguous and predictable. Ideally, methods for compile-time analysis are available
to prove the correctness of a program by demonstrating that the specified requirements
are strictly satisfied.

3.1.3 IEC 61508(-3), IEC 62061, and ISO 13849-1

IEC 61508 (Functional Safety of Electrical/Electronic/Programmable Electronic Safety-
related Systems (E/E/PE, or E/E/PES), [7]) is the most important industry standard for
functional safety, i.e., the component of safety that depends on the correct functioning
of the safety system, as opposed to nonfunctional safety components such as fire or
noise protection. As indicated in Figure 3.2, IEC 61508 is a base standard or, more
specifically, a framework composed of seven parts. This standard covers requirements
for the complete safety life cycle, from analysis through implementation to operation.
Application-specific standards, i.e., the substandards of IEC 61508, interpret the safety
life cycles for their specific domains. IEC 62061 (Safety of machinery – Functional safety
of safety-related electrical, electronic and programmable electronic control systems, [8])
and ISO 13849-1 (Safety of machinery – Safety-related parts of control systems – Part
1: General principles for design, [9, 10]) are two such domain-specific implementations
of IEC 61508 designed to address the safety of machinery. Although ISO 13849-1 makes
no direct reference to IEC 61508, it declares itself compatible with IEC 62061 and can
therefore be regarded as an implementation of IEC 61508 for machinery. Meanwhile, IEC
62061 establishes rules for the integration of 13849-based subsystems because ISO 13849
covers safety-related control system components, which are not covered by IEC 62061.

All three standards distinguish between two types of implementation languages and two
types of software. The software is categorized as a given type, either application software
or embedded software, depending on the role that it plays. ISO 13849-1 defines these
two software types as follows (the other standards have similar definitions):
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Application Software
Software specific to the application, implemented by the machine manufacturer
to meet the SRP/CS1 requirements.
(Taken from Chapter 3.1.36 of the standard.)

Embedded Software / Firmware / System Software
Software that is part of the system supplied by the control manufacturer and
which is not accessible for modification by the user of the machinery.
(Taken from Chapter 3.1.37 of the standard.)

SRAS (safety related application software) refers to a user program that implements a
safety function for a specific machine. SRES (safety related embedded software) primarily
consists of the firmware of a PLC, such as the operating or runtime system.

These standards do not restrict the choice of programming languages used to implement
the application or embedded software. Each language is one of two possible types: a lim-
ited variability language (LVL) or a full variability language (FVL). ISO 13849-1 defines
these language types as follows (the other standards have similar definitions):

Limited Variability Language (LVL)
Type of language that provides the capability of combining predefined, appli-
cation-specific library functions to implement the safety requirements specifica-
tions.
(Taken from Chapter 3.1.34 of the standard.)

Full Variability Language (FVL)
Type of language that provides the capability of implementing a wide variety of
functions and applications.
(Taken from Chapter 3.1.35 of the standard.)

LVLs are application software languages intended for implementing user-defined functions
on PLCs. Examples of LVLs include the languages defined in IEC 61131-3. Designing
software using such languages is more similar to configuring a PLC than to programming.
The manufacturer provides the available languages for a PLC as a feature of that PLC.

FVLs are general-purpose system languages, such as Assembler, C/C++, or Java. Man-
ufacturers use these languages to implement PLC operating or runtime systems and to
implement tools for application software development. Although it is also possible to

1Safety-Related Part of a Control System
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Figure 3.3: Overview of requirements for language and software types according to spe-
cific standards.

use FVLs to program application software, they are typically used only for embedded
software development.

Figure 3.3 provides an overview of the standards and their applicability to different
language and software types. The requirements of IEC 61508 apply to both software
types (SRES and SRAS) as long as an FVL is used for programming, i.e., IEC 61508
does not specify different requirements for the two types of software. ISO 13849-1 and
IEC 62061, however, do make this differentiation and stipulate requirements specifically
for the use of LVLs in SRAS development. Application software (SRAS) that is developed
using an LVL can comply with either ISO 13849-1 or IEC 62061.

All standards are based on the concept that complete safety is not achievable. For
this reason, they follow a probabilistic approach based on the principle of risk reduc-
tion. Safety-critical systems perform safety instrumented functions (SIFs) to reduce the
probability of hazardous events.

At the beginning of the safety life cycle, the standards require the machine builder
to perform a risk assessment for each hazard of the system and define tolerable risk
thresholds for those hazards to establish the risk criteria for the application. This risk
assessment relies on one of two measures, depending on the use of the system. The
probability of failure per hour (PFH) measure is more suitable for machines with a high-
demand or continuous operation mode, whereas the probability of failure on demand
(PFD) measure is better suited for machines with a low-demand operation mode.

The difference ∆ between the assessed risk and the tolerable risk defines the required
risk reduction if the assessed risk is higher than the threshold, as illustrated in Figure 3.4,
for a specific hazard. The safety integrity level (SIL) represents the necessary risk reduc-
tion quantified as a relative level. SILs are four predefined risk reduction factor intervals
for the PFH and the PFD. They are used to specify both the risk reduction performance
provided by a safety function and the risk reduction performance required by an appli-
cation to satisfy its risk criteria. Part of the verification process is to show that each
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Figure 3.4: Risk assessment and computation of the required risk reduction for a specific
hazardous event.

safety function reduces the probability of a dangerous failure by the amount ∆ that is
computed to be necessary to achieve the evaluated tolerable risk.

SIL is a notation used in IEC 61508. ISO 13849-1 defines the term performance level
(PL) to refer to a similar concept and provides tables that define the relationship between
the two measures.

An important aspect of these standards is the software safety life cycle, which is the
process by which the development of software is structured into phases and activities.
The starting point of this process consists of an initial analysis and specification of the re-
quirements. The requirements specification considers the safety functions and their SILs,
as well as the software safety properties required to achieve these SILs. The subsequent
phases include, among others, software design decisions, selection of tools, deployment,
operation, modification, and final validation.

IEC 61508-3 and ISO 13849-1 visualize the software safety and development life cycle
using a V-model, and a simplified version of such a model is shown in Figure 3.5. This
process applies to the development of both application and embedded software, written
in either an LVL or an FVL. The only difference is the applicable standard, possibly with
domain-specific requirements, as explained previously and depicted in Figure 3.3.

Our work focuses on industrial automation software developed under IEC 61499 (see
Chapter 5) to improve the robustness of VFDs. As argued earlier, improving the robust-
ness of VFDs requires reliable software, and reliability is a property that is related to
safety. Therefore, applying a relevant safety standard to the software used to operate
a VFD increases its SIL and consequently its reliability and robustness. IEC 61508-3
applies to embedded software running at the device level in a VFD. IEC 62061 or ISO
13849-1 applies to application software programmed under IEC 61499 (i.e., using an
LVL).
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Figure 3.5: Simplified version of the V-model used in IEC 61508-3 and ISO 13849-1 to
describe the software safety and development life cycle.

We believe that an industrial control system design based on the current version of IEC
61499 cannot fulfill all the requirements that must be certified in accordance with a safety
standard. IEC 61499 lacks a clear execution and timing semantics that is suitable for
LVL languages or the implementation of SRAS. Therefore, we investigate IEC 61499 with
regard to its execution and timing semantics and strive to develop improvements. The
objective is to increase the reliability properties of IEC 61499. With the achievement of
this goal, the design of safe and robust software utilizing IEC 61499 would be possible. A
control system designer could use a suitably reliable version of IEC 61499 to implement
safety functions just as effectively as this standard can be used to ensure the robust
operation of a VFD in a noncritical setting.

The most crucial portion of the safety life cycle is the validation against the specifi-
cations. Software validation requires precise semantics for all parts of the development
process. We are particularly interested in the implementation aspect (i.e., code devel-
opment). IEC 61508-3 specifies the following requirements for programming languages:

To the extent required by the safety integrity level, the programming language
selected shall:
. . .
b) be completely and unambiguously defined or restricted to unambiguously

defined features;
c) match the characteristics of the application;
d) contain features that facilitate the detection of programming mistakes;
. . .

(Taken from Chapter 7.4.4.3 of the standard.)
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In the case of b), it is evident that programs written in an ambiguously defined language
cannot be fully validated. For example, unclear statements can be interpreted in different
ways, thus making it unclear what the programmer meant. The dangling else problem is
a famous example. Requirement c) essentially states that a language should be suitable
and expressive for the specific problem to be solved. We believe in the fundamental
concept on which IEC 61499 is based, namely, the modeling of modern industrial control
systems as distributed applications. Consequently, a language with a clear definition of
nondeterministic execution is vital. Meanwhile, nondeterminism opens up the possibility
of deadlocks as a result of race conditions, which should be possible to detect with
confidence (d)). Nondeterminism is merely one example of conditions that can lead to
such a scenario, and timing is another property that must be properly reflected in a
language that is used for the development of industrial automation software.

As previously discussed in Section 3.1.1 concerning the NUREG/CR-6463 standard,
IEC 61508-3 also recommends limited use of interrupts. This requirement reflects the fact
that the scheduling of processes is typically left to the programmer in embedded software
development. Correct interrupt handling with precautions for interrupt flooding is a task
that is difficult and error prone. However, given a programming language with analyzable
timing semantics and a runtime system that utilizes a mathematically proven scheduling
mechanism, as we propose in our work, this requirement can be eliminated.

3.2 PLCopen TC5 - Safety

PLCopen is an independent association that defines safety aspects within IEC 61131-3
development environments. PLCopen TC5 - Safety (henceforth referred to as PLCopen
for brevity, [11]) is an effort to provide a standard for extending software development
tools based on IEC 61131-3 to enable users to implement safety-related functionalities
in parallel with application development. Additionally, the standard simplifies the safety
certification of applications through the reuse of components previously developed under
the requirements of IEC 61508(-3)/IEC 62061.

Safety standards impose strict requirements on the safety life cycle and offer program-
ming guidelines for error avoidance, as our reviews in the preceding subsections show.
Furthermore, IEC 61508-3 requires the separation of safety- and non-safety-related func-
tions. If this is not possible in general or if it is not possible that “. . . adequate indepen-
dence between the functions can be demonstrated in the design . . . ”, then “. . . all of the
software shall be treated as safety-related . . . ”2. Consequently, machine builders develop
application and safety functions independently. This approach is inconsistent with an
overall safety strategy comprising all functionalities of the system. The goal of PLCopen
is to facilitate the integration of safety measures into the design of a system from the

2Taken from Chapter 7.4.2.7 of the standard.
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Figure 3.6: The software architectural model of PLCopen differentiates between the
safety layer and the application layer, between which there is limited communication.
Different signal types ensure the partitioning of the program into layers. A new data
type, SAFEBOOL, governs the data flow of safety signals in the safety layer.

beginning and to reduce the efforts required of machine developers to fulfill the normative
requirements of the safety standards.

The software architectural model of the standard does not separate the safety- and
non-safety-related (i.e., application) aspects of a system but does differentiate between
them. Each input and output signal belongs to either the safety layer or the application
layer, as depicted in Figure 3.6. Safety functions process the safety inputs and produce
safety outputs within the safety layer, whereas the regular application logic processes the
standard inputs and outputs. The interaction between the two layers is limited. The
application can read safety inputs but cannot directly write safety outputs. Safety func-
tions can consider signals from the application layer when making control flow decisions.
Moreover, the application is under no circumstances allowed to interrupt the safety func-
tions. Similar to the requirements of the previously reviewed safety standards, PLCopen
also demands that the safety layer is executed in a single task. We have already discussed
our perspective on that conservative and simplified strategy.

PLCopen requires extended development environments that allow writing programs, in-
cluding both the application layer and the safety layer. A new data type, SAFEBOOL,
identifies and differentiates binary safety signals, including safety inputs and safety out-
puts, from standard signals. A type checker prohibits faulty connections between the
safety and application layers. It is also possible to annotate other data types with the
SAFE attribute, but this ability is not very critical because of their limited usability in
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the safety layer. Whereas the application layer has access to the full range of IEC 61131-3
programming languages, the languages available for use in the safety layer are limited to
a defined subset of function block diagram (FBD) and ladder diagram (LD). Moreover,
PLCopen provides definitions for a set of 19 standardized safety function blocks to be
used in the safety layer.

Each safety function block is defined as a state machine based on a 3-level generic state
diagram. A safety function block is either not active, in a safe state, or active at any given
time. PLCopen does not provide any implementation details for these safety function
blocks. It provides only the interface description, the behavioral semantics, and informal
timing diagrams. The purpose of a safety function block specification is to provide a basis
for safety certification. Therefore, all requirements comply with IEC 61508 to facilitate
the certification process. The PLCopen standard cannot guarantee a safety certification.

For PLCopen compliance, PLC suppliers must implement safety function blocks, in-
tegrate the split safety/application layer concept into their IEC 61131-3 development
environments, and optionally request a safety certification from a certification body for
their specific implementations. Machine builders can use PLCopen-compliant develop-
ment tools to design a machine with combined application and safety functionality. They
benefit from using such safety-certified development tools in the form of simpler certifi-
cation processes. Using a language from the supported subset in the safety layer and the
separately safety-approved function blocks reduces the safety requirements that must be
proven satisfied. PLCopen includes additional alternatives for cases in which the provided
safety function blocks are not sufficient and additional functionality is needed, which in
turn also increases the necessary certification effort.

The safety function blocks intentionally have a high level of abstraction, hiding imple-
mentation details from the user. PLCopen is an extensible framework for developing
components that are reusable across different hardware platforms. An application de-
signed using PLCopen is independent of the underlying hardware architecture and can
be deployed on arbitrary PLCopen-compliant PLCs from different vendors, as long as
the application uses only the predefined safety function blocks.

3.3 PLC Programming with IEC 61131-3

IEC 61131 designates a family of standard documents for programmable logic controllers
(PLCs) that specify various aspects of their design, such as hardware and software re-
quirements, usage guidelines, and communication. Part 3 of this set of standards, IEC
61131-3 (Programmable controllers - Part 3: Programming languages, [12]), defines four
programming languages, one structuring language, and an architecture for the develop-
ment of software running on PLCs. The programming languages are divided into two
textual languages, named instruction list (IL) and structured text (ST), and two graphical
languages, named ladder diagram (LD) and function block diagram (FBD). The standard
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Figure 3.7: A simplified version of the IEC 61131-3 software architectural model, illus-
trating relevant entities for the scheduling of program execution.

defines syntactic and semantic rules for all programming languages. The structuring lan-
guage, sequential function chart (SFC), provides a means for graphically expressing the
sequential behavior of a program.

Figure 3.7 presents a simplified illustration of the software architectural model of IEC
61131-3. It shows only the parts that are relevant for the scheduling of program execution.
The configuration is typical of a PLC system. Within a given configuration, it is possible
to define multiple resources comprising multiple tasks and programs. Tasks control the
execution of programs; one task can control multiple programs, and multiple different
tasks can also control the same program. Several special cases exist, such as programs
without a task association, which are directly associated with a resource. For simplicity,
we ignore these cases. The execution semantics is well defined and compatible with that
discussed for tasks in the following.

Multiple resources can run in parallel, but each resource executes only one program
entity at a time. This also holds for function block networks within a program, in which
case only one function block is evaluated at a time. Function block networks do not define
an execution order for their function blocks, which can lead to concurrency situations
with ambiguous results. IEC 61131-3 resolves this problem by employing a set of rules
that precisely specify the handling of data dependencies in function block networks.

Resources enable and disable tasks based on their specifications. Tasks trigger the
execution of sets of programs that are associated with them, either periodically or based
on the occurrence of an event. An INTERVAL input in a task definition specifies the
periodicity for the set of programs. Alternatively, a SINGLE input allows a Boolean
variable to be specified for the calling of the programs with each occurrence of a rising
edge.
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Moreover, task instances have a PRIORITY input, which sets the scheduling priority
for the associated programs. Based on the scheduling policy, programs can be pre-
empted during their execution depending on their relative priority. With a nonpreemp-
tive scheduling policy, a resource determines the next program for execution after the
currently running program has finished. If multiple waiting programs have the same pri-
ority, then it selects the program with the highest priority and longest wait time. In the
case of a preemptive scheduling policy, a scheduled program will immediately interrupt
a program that is running on the same resource if the running program has a lower pri-
ority. As soon as the interrupting program is finished, the preempted program resumes
its execution.

As a result of the specified priorities, programs may not start immediately when they
are scheduled. For this reason, IEC 61131-3 stipulates that “. . . The Implementer shall
provide information to enable the user to determine whether all deadlines will be met in
a proposed configuration. . . ” and “. . . It shall be an error if a task fails to be scheduled
or to meet its execution deadline because of excessive resource requirements or other task
scheduling conflicts. . . ”.3 The standard defines a deadline as the instant at which a
program is scheduled for re-execution. A program may not be scheduled again before its
previous execution is finished.

Therefore, deadlines are implicitly set to the interarrival times of program-triggering
events. As we have seen, tasks trigger events with a given periodicity or as a result of an
arbitrary event setting a Boolean variable. If the triggering event is a Boolean variable,
then it is not clear how a development tool vendor should provide information regarding
whether all deadlines can be met. This problem is nontrivial and requires a complex
program analysis. In the case of periodic program execution, the problem is slightly
simpler and results in worst-case execution time (WCET) accumulation of all programs
called in each period.

In general, IEC 61131-3 has a weak timing model. The programming model does not
allow timing to be specified except in the case of periodic program execution triggered
by tasks. A programmer cannot explicitly specify execution instants for programs, post-
pone executions to designated instants, or define deadlines for static or runtime analysis.
However, as long as the execution of all programs can be completed within a given pe-
riod, the execution of an IEC 61131-3 application is predictable with respect to its timing
behavior.

Another disadvantage of IEC 61131-3 is its limitation to a single device. The standard
provides no means for modeling distributed systems as a whole. Modern industrial con-
trol systems can easily contain hundreds of PLCs but still require software design and
development for each device individually.

3Taken from Chapter 6.8.2 of the standard.
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3.4 Distributed Control with IEC 61499

IEC 61499 (Function Blocks - Part 1: Architecture, [13]) is the most recent standard for
PLC development. It considers modern industrial automation demands such as distribu-
tion. In this section, we focus on part 1 of the standard, which defines the architecture of
function blocks (FBs) and their programming model. Function blocks as the term is used
in IEC 61499 are not equivalent to the function blocks defined in IEC 61131-3. However,
IEC 61499 is based on IEC 61131 and can be regarded as an extension to it.

The significant contribution of IEC 61499 is an integrated model for distributed indus-
trial control applications. Because IEC 61131-3 is limited to the development of software
for a single PLC device, the system designer must manually model and implement a
distributed functionality if the control system consists of multiple PLCs. In IEC 61499,
distribution is an inherent part of the model. The system designer models the entire
control application as a single network of function blocks and distributes segments of it
to devices as part of the deployment. Consequently, the development environment au-
tomatically inserts communication units at the borders in the segmented function block
network.

Distribution and event-driven execution are the basic principles of IEC 61499. Ideally,
a designer of a control system based on IEC 61499 does not need to consider distribution
during the development phase. The logic of the program is encoded in a network com-
posed of function blocks that trigger each other’s execution by firing events. The program
logic does not change with any distribution of the function blocks across the devices in a
real network. It is equivalent to that of execution on a single device. In theory, an IEC
61499 function block network is an abstraction of the underlying infrastructure. This
conceptualization might not be valid for the timing properties of a program, but as our
review shows, a timing semantics is currently not part of the standard.

Industrial automation systems are concerned with physical processes. Events can ar-
bitrarily emerge from such processes that often have no causal relationship. A control
system must be able to handle these disordered events. IEC 61499 allows for concurrency
because it must cope with the nondeterminism originating from disordered events. The
standard is thus designed with a nondeterministic execution semantics from the outset.

3.4.1 System and Device Model

Figure 3.8 illustrates the system and device model of IEC 61499 and how applications are
distributed across a network of devices. Each device (i.e., a PLC) has a communication
interface and a hardware interface. The communication interface provides support for
data exchange and is connected to a communication network, which can be either an
ordinary Ethernet network or a specialized fieldbus or similar. The hardware interface
makes the I/O ports of the PLC available to the software. In IEC 61499, resources are
the functional units that execute function blocks. A device can hold an arbitrary number



44 Software Safety Standards

...

Data/event flow

...Network

Device 1

Communication interface

Hardware interface

Resource c

Device 2

Communication interface

Hardware interface

Resource a Resource bResource a Resource b

I/O I/O

Application B

Application CApplication A

Figure 3.8: The system and device model of IEC 61499 allows simple distribution of
applications across a network of devices. Communication and hardware interfaces provide
abstract access to I/O and network resources for the applications.

of resources. Applications can reside within a single resource (App C ) or can be spread
across multiple resources within one device (App A) or multiple devices (App B), as
shown in Figure 3.8. Each resource provides access to the communication and hardware
interface.

3.4.2 Resource Model

A resource is a unit with independent control over the execution of the function blocks
that it contains. Figure 3.9 shows the content of Resource b in Device 2 from Figure 3.8.
App C resides entirely in Resource b, whereas only parts of App B reside in Resource
b. Applications are networks consisting of three different types of function blocks: basic
function blocks, composite function blocks, and service interface function blocks (SIFBs).
The SIFB type is the only type that can access the communication and hardware interface
for data exchange across resource borders, as illustrated in Figure 3.9.
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Figure 3.9: A resource hosts applications or parts of applications and executes the cor-
responding function blocks independently of other resources.
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Figure 3.10: Graphical representation of a function block, showing its input and output
connections for event and data links.

3.4.3 Function Block Model

A graphical representation of a function block is presented in Figure 3.10. Function blocks
communicate with each other through event and data links. Events are simple signals
to trigger a function block execution, and data links transport the information. Vertical
connectors (labeled WITH) denote associations between events and data, i.e., upon the
arrival of a specific event, the function block will read only the data from links associated
with the incoming event. The IEC 61499 standard defines three types of function blocks.
A review of their specific features is not needed for the following discussion of execution
and timing semantics in this section. Article A in Part III of this thesis discusses the
execution details of the different types of function blocks in the context of a compilation
to bare-metal execution.

3.4.4 Nondeterministic Execution Semantics

IEC 61499 applications are networks of FBs, which are assigned to resources on devices.
A resource is the unit that is responsible for invoking the FBs of a network and executing
their program code (i.e., in the case of basic function blocks, evaluating the execution
control chart and executing the corresponding algorithms). Each FB network defines the
event flow between FBs through event links, as exemplified in Figure 3.11. The IEC 61499
standard does not explicitly require synchronous or asynchronous event propagation, but
it explicitly allows multitasking execution of FB algorithms. Multitasking support for
algorithm execution only makes sense if multiple FBs are concurrently executable because
the internal execution semantics of one basic FB is strictly sequential. Therefore, only
asynchronous event propagation and, accordingly, a nondeterministic execution semantics
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are supported. Each IEC 61499 application has a single starting point, which cannot
lead to concurrency if events are synchronously propagated. This does not mean that
synchronous event propagation is prohibited, only that it is not required.

Considering the example depicted in Figure 3.11 and assuming that FBA simultaneously
emits both output events, FB B and C are notified for execution at the same instant.
Depending on the scheduling order of B and C (in the case of nonparallel execution) or
their execution delays ∆1 and ∆2, FB D receives either event EI1 or event EI2 first. The
standard does not require any specific scheduling scheme. It requires only the following:

. . . systems complying with this standard may utilize alternative means for
scheduling of execution. Such alternative means shall be exactly specified . . .
(Taken from Chapter 4.4 of the standard.)

Hence, nondeterminism is valid and must be considered. Yoong [14, 15] has proposed a
method of synchronizing the execution of FBs to define a deterministic behavior of an
FB network. His proposal results in the synchronization section depicted in the example
and consequently in the synchronous arrival of both events, EI1 and EI2. This alone
still does not eliminate the nondeterminism because the standard requires consecutive
event processing at the FB level without specifying an order for the selection of active
events. Yoong has also proposed a solution for the event selection order, but this limits
the standard by defining a deterministic execution. With regard to the standard, FB
D is allowed to select any of the active input events for processing nondeterministically.
A specific implementation can stipulate a well-defined event input order, but this is
generally not required by the standard.

3.4.5 Scheduling Function

An implementer of this standard provides a specific execution semantics for a resource in
the form of a scheduling function. IEC 61499 allows the implementer to provide multiple
scheduling functions with different execution semantics. The user can arbitrarily assign
those scheduling functions to resources and is not constrained to use the same scheduling
function for the entire system. In effect, each resource of a system can have a different
execution semantics.

Apart from introducing the concept of the scheduling function, the standard imposes
no restrictions. An implementer can choose arbitrary scheduling schemes to implement
desired execution semantics. The requirements for the execution model of basic FBs
emphasize the nondeterministic design of IEC 61499:
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Figure 3.11: IEC 61499 leaves the scheduling function of a resource unspecified and thus
defines a nondeterministic execution semantics. The depicted FB network provides an
example of nondeterminism and illustrates an attempt to eliminate the nondeterminism
through synchronous execution.

Resources might need to schedule the execution of algorithms in a multitasking
manner. The specification of attributes to facilitate such scheduling is described
in Annex G.
(Taken from Chapter 4.5.3 of the standard.)

Annex G of the standard provides a generic means of annotating components with addi-
tional information. These attributes support the software life cycle of FBs in implemen-
tation-specific environments. A set of examples illustrates various use cases. One example
is a Priority attribute associated with event connections, which

. . . may be used by a resource which supports preemptive multitasking to deter-
mine the priority of execution of an algorithm invoked by an EC action associ-
ated with an EC state which is activated by an event with the specified priority.
(Taken from Chapter G.3 of the standard.)
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The above is the only reference to specific scheduling mechanisms that can be used for the
development of a reactive or even a real-time system. Beyond this, the standard neither
defines requirements for predictable timing behavior nor provides any other information
in this respect.

3.4.6 Events and Event Queuing

Information about event propagation is very sparse in the standard. Events are merely a
notification mechanism requesting a resource to invoke the execution of a function block.
In the case of basic function blocks and composite function blocks, IEC 61499 provides
very detailed information regarding internal event processing. Only a single event enters
an FB and potentially triggers various algorithms for execution. At the end of each algo-
rithm, the FB can emit an outgoing event. The algorithm execution order is well defined
and deterministic. When there is no further algorithm for execution, the FB is ready
for the next incoming event. Because an FB can already emit outgoing events during its
execution, receiving FBs are ready for execution before the termination of the sending
FB. Depending on the scheduling function of the resource, arbitrary interleaving of al-
gorithms from different FBs is possible. Consequently, events can cause nondeterminism
in an FB network, and the execution semantics must be considered from the scheduling
function perspective.

The question of event queuing remains unclear. IEC 61499 does not require the schedul-
ing function to invoke the execution of an FB immediately after receiving an event, i.e.,
it allows asynchronous event semantics. Consequently, multiple events can arrive at the
same event input sink of an FB before the resource invokes its execution. The user must
know whether all arrived events or only a few of them will eventually be presented to the
FB. Depending on whether an event queue exists and its length, the implementations
for a problem to be solved might differ. The complete absence of an event queue, which
is also a valid interpretation of the standard, would mean that each event that is not
immediately handled is lost. The lack of information regarding event queues makes IEC
61499 unreliable and must be resolved.

3.4.7 Event and Data Decoupling

The application model of IEC 61499 establishes a distinct separation of events and data.
Furthermore, there is no synchronization between the data on a data link and their cor-
responding event. By contrast, the model for basic function blocks stipulates a synchro-
nization between events and data. FBs emit outgoing events directly after the execution
of algorithms, in which values are assigned to variables. WITH constructs define which
variables are made available on the data links with the emission of an event. Therefore,
the user can obtain the data-event relations by looking at the interface of an FB and can
rely on their synchronization.
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Figure 3.12: The presented example illustrates the temporal decoupling of event and
data links between function blocks, which leads to unpredictable behavior of the event
and data flow.

Figure 3.12 illustrates a simple example of two FBs connected via one event link and
one data link. Suppose that FB A successively emits two events e1 and e2, with two
related integer values 5 and 1. The standard allows two interpretations concerning the
execution of FB B: either FB B reacts twice to incoming event EI and sees the data
value 5 at the first invocation followed by 1 at the second invocation, or FB B sees the
data value 5 for both invocations. The first case is the one that is expected when the
scheduling function completes the execution of FB B before the second event arrives.
For the second case, two possible explanations exist.

Explanation 1. A basic FB samples the corresponding data inputs after the arrival
of an event. IEC 61499 does not define the two actions as an atomic process in
the system that cannot interleave with other actions. Therefore, based on the
implementation-specific scheduling function, it is possible that after the arrival of
an event and before the sampling of the input data, the sending FB A may emit
another event, changing its data output DO accordingly. FB B samples the new
value 1 at its data input DI. After completing its first execution, FB B executes
a second time on behalf of event e2 and again sees the value 1.

Explanation 2. The first explanation implicitly assumes an event queue of length 1 at
the event inputs. Let us now assume that we have an event queue of length 2. If
FB A emits both events before the execution of FB B is invoked for the first time,
then the event queue of EI contains both events e1 and e2. Because the events and
data are not synchronized, the data value at DI from the second emitted event e2
is 1. FB B sees the data value 1 for both invocations of its execution.
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Although events and data are tightly coupled at the function block level, there is no
temporal coupling at the application level. The semantics of the standard leads to un-
predictable behavior if temporal coupling is needed, but that is not always the case. For
example, one effect of this semantics is that a triggered function block always receives
the most recent available data values. In many cases, this is the desired behavior. IEC
61499 is aware of this problem and notes the following:

Depending on the problem to be solved, various requirements might exist for the
synchronization of the values of input variables with the execution of algorithms
to ensure predictability of the results of algorithm execution. Such requirements
could include, for example:
. . . assurance that the values of variables used by an algorithm correspond to the
data present upon the occurrence of the event at the event input which caused
the scheduling of the algorithm for execution . . .
(Taken from Chapter 4.5.3 of the standard.)

Within the standard, this problem can only be solved by employing feedback loops. A
receiving FB sends a signal back to the sending FB when an event is processed. The
sending FB emits no new event until the acknowledgment signal has been received. This
ensures that there will always be only one active event and data transmission on the link,
which in turn constitutes synchronization between an event and its data value.

3.4.8 Timing Semantics

As mentioned in Section 3.4.5, IEC 61499 provides no information about timing seman-
tics from the scheduling perspective. In fact, the standard defines no timing semantics
for function block networks that allows an analysis that would yield predictable timing
behavior. Only the requirements for the basic FB model, the application model, and the
behavior specification of the FBs provide some information regarding the time awareness
of the standard.

The execution model for basic FBs defines Talg as the interval from the beginning of
the execution of an algorithm until the notification of the scheduling function that the
algorithm execution has terminated, i.e., the algorithm execution time. The standard
refers to Talg only as additional information that can be provided for the functional
specification of resources, without further specification of its usage. Moreover, Annex G
proposes an attribute ExecutionTime, which

. . . specifies the worst-case time for execution of a particular algorithm of a
specified function block type in a particular resource type.
(Taken from Chapter G.3 of the standard.)
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Development tools can integrate timing analyses for implementation-specific scheduling
functions and perform such analyses on an FB network with given values of Talg for all
algorithms. However, correct implementations of IEC 61499 are not required to imple-
ment the ExecutionTime attribute or to specify a well-defined and analyzable scheduling
scheme. This implies that the plain standard has no predictable timing semantics because
it provides no means of analyzing the timing behavior of an FB network.

One method for directly influencing the start times of FB invocations in an FB network
is through the E_DELAY function block. This FB is part of the normative definitions of
the standard that must be provided by an implementation of IEC 61499. The E_DELAY
function block suspends event forwarding for a predetermined period after an event is
received. It provides an implementation-specific approach for introducing time lags in
an FB network. However, its operating principle is also dependent on the scheduling
function and beyond the requirements of the standard. Therefore, the E_DELAY function
block is impractical for reliable timing control.

IEC 61499 defines a sequencing method for the specification of FB behaviors. These
service sequences describe causal relationships between incoming and outgoing events of
a single FB and describe communication patterns between different FBs or between FBs
and the resource. The standard merely stipulates the following for service sequences with
respect to time:

The following semantics shall apply: . . . Time increases in the downward di-
rection. . . .
(Taken from Chapter 6.1.3 of the standard.)

Service sequences indicate only the chronological order of events at the interface of an FB,
not the lag times between them. It is therefore impossible to perform a timing analysis
at the interface level based on service sequences.

Although IEC 61131-3 provides the option of triggering program execution based on
events, similar to IEC 61499, this alternative is not often used. Systems typically use a
cyclic approach, in which the PLC repeats its program execution in fixed intervals. The
cycle time allows conclusions to be drawn regarding the timing behavior and enables real-
time capabilities with guaranteed maximum execution delays. In a network of connected
PLCs, the signal propagation delay is the sum of the cycle times of all passed PLCs if
they are synchronized. Without synchronization, the worst-case signal propagation delay
is twice the sum of all cycle times. Timing analysis of an entire control system is possible
and yields a reliable timing semantics.

IEC 61499 offers nothing comparable to the timing properties of IEC 61131-3. This
standard has neither a well-defined timing semantics nor a sufficient means of specifying
the timing properties of a complete application that can be analyzed and verified. Only a
vendor-specific implementation of IEC 61499 with a well-defined scheduling function and
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execution semantics can provide the reliability and analyzability demanded by the safety
standards. The standard alone allows too much freedom to be inherently suitable for
safety applications. Moreover, it is too unspecific to be directly implementable. For each
implementation, decisions must be made regarding the properties for which the standard
allows a choice.
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Chapter 4

Software Security Standards

4.1 Vulnerability

Software security is an extremely large field. This field involves tasks that span the entire
life cycle of software, from design and implementation to operation and maintenance [16].
Industry standards for software security exist for each of the phases, and an effective
security concept involves all phases of the life cycle.

Our research on the RTFM framework focuses on readily accessible programming mod-
els for high-integrity software. Hence, our focus is on the implementation phase of the
software life cycle. The following investigation of software security standards in this chap-
ter concentrates on vulnerabilities in programming languages that can lead to security
breaches.

55
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The list of security-related software standards appears to be endless. Consequently, we
can only present a subset of such standards that we believe has the highest recognition
in its field and covers all aspects that are relevant for our research. Most standards have
a very similar objective, but we emphasize the differences regarding our research.

One of the most used terms in the security literature is vulnerability, and for good
reason. Because vulnerability is the center of attention, a clear understanding of its
meaning is fundamental. Two of the standards that we analyze in this chapter define the
term vulnerability similarly, and we adopt these definitions. ISO/IEC TR 24772 defines
vulnerability as follows.

All programming languages contain constructs that are incompletely specified,
exhibit undefined behaviour, are implementation-dependent, or are difficult to
use correctly. The use of those constructs may therefore give rise to vulner-
abilities, as a result of which, software programs can execute differently than
intended by the writer. In some cases, these vulnerabilities can compromise the
safety of a system or be exploited by attackers to compromise the security or
privacy of a system.
(Taken from the Introduction of the ISO/IEC TR 24772 standard.)

The Common Vulnerabilities and Exposures (CVE) list stipulates rules for its numbering
authorities as part of which it defines vulnerability in the following way.

In general, a vulnerability is defined as a weakness in the computational logic
(e.g., code) found in software and hardware components that, when exploited,
results in a negative impact to confidentiality, integrity, OR availability. Miti-
gation of the vulnerabilities in this context typically involves coding changes, but
could also include specification changes or even specification deprecations (e.g.,
removal of affected protocols or functionality in their entirety).
(Taken from Appendix A (Definitions) of the Common Vulnerabilities and Ex-
posures (CVE) Numbering Authority (CNA) Rules.)

Notably, both definitions make a connection between safety and security. They essen-
tially state that vulnerabilities for both attributes exist. Even under observation where
each vulnerability compromises either safety or security, one must conclude that elim-
inating all vulnerabilities of only one attribute is not sufficient to fully establish this
attribute (cf. Section 2.4).
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4.2 ISO/IEC TR 24772

ISO/IEC TR 24772 (Information technology - Programming languages - Guidance to
avoiding vulnerabilities in programming languages through language selection and use,
[17]) is not an industry standard in the conventional sense. Rather, it is a collection of
vulnerability descriptions intended to guide the user to avoid programming constructs
that may lead to vulnerabilities in a program.

The primary rationale behind the work is that security requires assured predictable
program behavior. Although the focus lies on security, the identified vulnerabilities also
have impacts on other application requirements, and consequently, the standard does
not limit itself to security. It also mentions safety and other critical requirements of
applications.

The central part of the standard lists language-independent vulnerability descriptions
together with suggestions for ways to avoid them. These language vulnerabilities may
enable application vulnerabilities, which are a weakness in an application that an attacker
can exploit to pursue a malicious goal. The standard distinguishes between both, and it
has its own chapter for selected application vulnerability descriptions. Annexes contain
language-specific descriptions that relate the general vulnerabilities to various specific
programming languages.

The ISO/IEC JTC1 SC22 WG23 Vulnerabilities Working Group is currently preparing
the third edition of the standard. As part of their work, the group identified that the
standard currently lacks concurrency and time-related vulnerabilities [18]. Among them,
vulnerabilities associated with real-time scheduling constitute one identified category.

Missing deadlines is a severe error for real-time embedded systems. The potential rea-
sons for missed deadlines can be baseline time drifts of subsequently scheduled tasks that
occur from unconsidered start time offsets of the calling task. Unprotected concurrent
accesses to shared resources is another identified source of errors. None of these vul-
nerabilities can occur in programs written with our framework. We refer to our work
presented in Article G and Article P.

4.3 ISO/IEC TS 17961

ISO/IEC TS 17961 (Information Technology - Programming languages, their environ-
ments and system software interfaces - C Secure Coding Rules, [19]) is a specification
document for static analysis tools. It enumerates a set of C language secure coding rules
with requirements for analyzers to statically detect violations.

The standard requires analyzers to be sound and complete to the greatest extent pos-
sible. Concerning a particular rule, an analyzer is sound if it finds for a program all
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violations of this rule, i.e., it does not report any false negatives. Meanwhile, if an
analyzer does not report any false positives, it is considered to be complete.

To identify undefined or unexpected behavior, the standard introduces the notions of
tainted values, tainted sources, and restricted sinks and distinguishes rule violations
involving tainted values. Often, programmers write operations and functions that expect
arguments with values from a domain that is a strict subset of the actual argument
type domain. Such arguments are restricted sinks, and if a value of such an argument
originates from an external program input, then it is a tainted value, and its origin is a
tainted source. For example, parameters of the main function and return values of fgetc
or fgets are tainted sources.

During the program analysis, the analyzer checks whether the program performs san-
itization on tainted values. That is, the program either replaces a tainted value with
a value that is within the argument domain or it terminates the execution path that
would otherwise use the tainted value. For sanitization detection, the standards provide
a general definition for this process.

The following definition of sanitization presupposes that the analysis is in some
way maintaining a set of constraints on each value encountered as the simulated
execution progresses: a given path through the code sanitizes a value with respect
to a given restricted sink if it restricts the range of that value to a subset of the
defined domain of the restricted sink type.
(Taken from the Section Taint analysis of the ISO/IEC TS 17961 standard.)

Symbolic execution is a suitable means for taint analysis. Our work presented in Article H
symbolically executes programs written in Rust and allows for taint analysis in a very
flexible way.

In addition to its normative parts, the standard makes a fascinating statement concern-
ing the relationship between safety and security.

There are already standards that address safety-critical code and therefore se-
curity-critical code. The problem is that because they must focus on preventing
essentially all bugs, they are required to be so strict that most people outside the
safety-critical community do not want to use them.
(Taken from the Section Background of the ISO/IEC TS 17961 standard.)

Consequently, the standard claims that security is a subset of safety, i.e., safety implies
security. This understanding is in agreement with our understanding, but it also sug-
gests that some security can be established without safety. We cannot agree with this
perspective.



4.4. MISRA C 59

4.4 MISRA C

The MISRA C (Guidelines for the use of the C language in critical systems, [20]) set of
rules is a guideline for software development with the C programming language. It is the
de facto standard for embedded development within the automotive industry published
by the Motor Industry Software Reliability Association (MISRA). Many other industries,
such as aerospace, military, health, and transportation, have adopted this standard due
to its generality for safety-related applications.

MISRA C is an acknowledgment of the importance and extensive use of C in real-
time embedded applications. Language flexibility, extensive hardware support across
a wide range of microcontrollers, and efficient executables are significant factors for a
programming language choice. From the MISRA statement,

..., the MISRA consortium is not intending to promote the use of C in the
automotive industry. Rather it recognises the already widespread use of C, and
... seeks only to promote the safest possible use of the language.
(Taken from Section 2.2 of the MISRA C standard.)

it is not clear whether the authors believe that the C programming language is an un-
avoidable choice or a reasonable choice and they want to preserve neutrality.

The primary purpose of the MISRA C rules is to define a restricted but suitable subset
of the C language. Consequently, the standard follows the same principle as most safety-
related software standards and constrains the programming language to limit potential
vulnerabilities. The main means intended for enforcing the rules are static checking tools,
which is also similar to the other standards.

MISRA C was originally a safety standard and not a security standard. After the
publication of the ISO/IEC TS 17961 standard, MISRA C experienced an increased per-
ception of being a safety-related software reference, not a security-related one [21]. Due
to MISRA’s belief that their standard is equally applicable in security-related projects,
they published an addendum documenting the coverage of all ISO/IEC TS 17961 rules
by at least one MISRA C rule each [22]. Notably, MISRA also had to publish an amend-
ment with a set of new security-related rules to reach the full coverage of all ISO/IEC
TS 17961 rules [21].

4.5 JSF AV C++ Coding Standards

There is a current trend to move away from the C programming language toward C++ in
embedded software development even for hard real-time and safety-critical applications.
Properties such as a higher abstraction level and support for object-oriented programming
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are good reasons for this transition. Not only technical arguments but also practical
considerations, such as tool support and the availability of skilled developers, play an
important role.

Investigations show that prospective future engineers show little interest in Ada but are
attracted by, e.g., C++ [23]. The US Department of Defense wants to attract young,
bright, and ambitious engineers. The JSF AV C++ Coding Standards (Joint Strike
Fighter, Air Vehicle, C++ Coding Standards, For the System Development and Demon-
stration Program, [24]) is a revolutionary document because it demonstrates the readiness
to move away from Ada in avionics.

The JSF C++ standard inherits many of its rules from the MISRA C standard as the
new MISRA C++ standard does, but the concepts of the MISRA standards and the
JSF C++ standard still differ. The JSF C++ standard defines coding style and software
metric guidelines, which are not covered by the MISRA standards, and it prohibits the
use of C++ exceptions.

Furthermore, the JSF C++ standard follows the philosophy of providing safer alterna-
tives for unsafe programming language features, while the MISRA standards eliminate
unnecessary and dangerous features. Consequently, the MISRA standards shift com-
plexity from the language to the application, which decreases productivity and makes
maintenance more difficult.

In addition to these differences, the JSF C++ standard requires runtime checks and
recommends static analysis tools similar to the standards. JSF C++ also defines a
subset of the C++ language to address the common problem of constructs with undefined
behavior and bans features without entirely predictable behavior.

4.6 MITRE CVE and CWE

The industry standards described thus far address ways to mitigate or prevent vulnera-
bilities in software. Therefore, they describe weaknesses in programming languages and
recommend or require avoiding various programming constructs during the development
of applications. At best, the resulting programs are free of security vulnerabilities.

The MITRE Corporation publishes two industry standards that address the other end
of the problem, i.e., when already published software contains vulnerabilities. The CVE
standard (Common Vulnerabilities and Exposures List, [25]) assigns an identifier to each
discovered vulnerability and maintains a publicly accessible database of all identifiers.
The CWE standard (Common Weakness Enumeration, [26]) categorizes and classifies
the discovered vulnerabilities and defines common software weaknesses based on these
categories.

At the beginning of the cyber-security domain, there was no unified naming scheme
for security vulnerabilities. Security groups and tools used their names, which made it
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difficult to determine when they referred to the same vulnerability. The CVE standard
builds on a network of numbering authorities (CNAs), which assign on request an identi-
fier to each unique potential software or firmware security vulnerability. These identifiers
are only available for publicly released and not custom-built software.

Although a database with publicly known information security vulnerabilities is help-
ful for establishing a standard reference method, the logical next step is a taxonomy
with nomenclature that generalizes the discovered vulnerabilities. The CWE standard
abstracts the observed faults and flaws into common groups of vulnerabilities with ref-
erences to CVE identifiers. It is a system for categorizing common software weaknesses
with additional information about effects, behaviors, and implementation details, which
builds a baseline for the identification and mitigation or prevention of weaknesses.
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Chapter 5

RTFM Safe and Secure

5.1 RTFM Model of Computation

The foundation of our research work is our RTFM framework, and we build all the tools of
this framework around the RTFM-MoC (RTFM model of computation). With our MoC,
we follow the philosophy of implementing reactive embedded systems with an event-
driven model. Furthermore, the necessity to express concurrency is a logical consequence
of the event-driven model. We believe that the concepts of tasks and resources are a
natural way to express concurrency and consequently base our MoC on these concepts.
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With our research, we aim for the static analyzability of the safety and security at-
tributes of hard real-time embedded systems. Therefore, our MoC additionally stipu-
lates a timing semantics for task executions. The RTFM-MoC provides a declarative
programming paradigm to the developer, which statically captures the task and resource
communication structure of a program, including timing specifications. At compile time,
RTFM synthesizes a binary that exploits the hardware interrupt controller for resource-
efficient scheduling of the tasks, which obviates the need for an underlying operating
system and facilitates verification of the application. In Articles H and I, we even show
the analysis feasibility at the binary level for certain properties.

Our Rust-based RTFM implementation allows for both externally and internally trig-
gered tasks. Internally triggered tasks can execute with time offsets, which enables, as
a special case, expressing time-triggered systems. Our implementation ensures that the
rendered binaries have no accumulated clock drift and a bound task execution jitter
guaranteed by a response time analysis. The RTFM framework has goals of not only
providing a programming model for real-time embedded systems to the masses but also
supporting modeling that is amenable to static analysis.

Section 2.3 of Article I presents a formalization of the RTFM-MoC. For further details,
we refer the reader to [27] (Article K ).

5.2 Safety: PLCopen Sample Implementation

Section 3.2 discusses the standard PLCopen TC5 - Safety and its definition of safety
function blocks. In addition to the requirements for a generic safety function block, the
standard defines a set of specific safety function blocks and their architecture without
providing any implementation details. All the requirements of PLCopen are compliant
with the safety standards for safety-related systems and facilitate the certification process
for implementers of the PLCopen standard. Although the standard targets IEC 61131-3,
its concepts can be adapted and reused if IEC 61499 becomes important in the future for
implementing safety functions. At present, IEC 61499 benefits from an implementation of
the safety function blocks as SIFBs utilizing the RTFM framework as a run-time system.

Figure 5.1 depicts the state diagram of the equivalence safety function block. The main
purpose of this function block is to provide a comparison of two safe Boolean values.
Apart from the two Boolean values, the function block has a time value as input. This
discrepancy time specifies the maximum amount of time that the two input values are
allowed to differ. Once both input values are true, they must no longer individually
toggle, i.e., as soon as one input switches its state, the other one must also switch within
the discrepancy time, or the function block changes into an error state.

The safety standards require avoiding tasking and interrupt-based processing, as shown
in Chapter 3. PLCopen is compliant with these standards and requires implicitly the
same. We argue against this perspective on safety in Chapter 3 and claim that our RTFM
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Figure 5.1: State diagram of the safety function block Equivalent from the standard
PLCopen TC5 - Safety, Part 1, Version 1.0, 2006-01-31, Figure 7. (Reprinted with
permission.)
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framework with its analyzable and verifiable set of tools is well suited for implementing
safety functions.

As an example, Listings 5.1, 5.2, and 5.3 exemplify the implementation of the core
functionality of the Equivalent safety function block using the most recent Rust-based
RTFM implementation. The code is a straightforward implementation of the state ma-
chine specification. Although a plain event-based implementation is also possible, we
demonstrate here a scan-cycle-based approach that periodically reads and processes the
input values on a fixed interval. The advantage of this approach is its inherently simple
timing model that facilitates the verification of safety attributes with KLEE.

Our Rust-based RTFM implementation exploits procedural macros for the programming
of an RTFM application. A const value annotated with the app attribute (see lines
3-4 of Listing 5.1) wraps the task and resource definitions and their communication
structure declaration. We omit showing all the infrastructure and debug code of our
implementation (denoted with ...) to avoid clutter and distraction from the essence of
the program.

The core of our PLCopen safety function block implementation is a periodically exe-
cuting task. A task in RTFM is a Rust function annotated with the task attribute and
various optional parameters (see lines 10-11 of Listing 5.1). After each execution, the
periodic task is rescheduled for the next iteration when a given time interval elapses
(see line 17 of Listing 5.3. The scheduled starting time of the current execution is the
time reference for scheduling the starting time of the next execution, which guarantees
slack-free scheduling.

At the heart of the periodic task is the implementation of the state machine with a
nested pattern matching on the STATE variable and the input values a and b. Entering
one of the states S_8004, S_8014, or S_8005 requires us to wind a timer up and perform
a transition to the respective error state when the discrepancy time elapsed. Because we
implement a scan cycle design, we have an inherent timing model with a time resolution
of one execution period. That is, our implementation only allows discrepancy times with
an integer multiple of the period. The TIMEOUT_CNTR variable models this behavior and
counts down the number of periods until the discrepancy time elapsed.

Our implementation of the PLCopen safety function block facilitates the verification
of invariants with symbolic execution, as the sketch in Listing 5.4 illustrates. The ver-
ification approach is to allow KLEE to simulate the state machine execution from a
predefined configuration and with a minimum amount of steps needed to cover all pos-
sible state transitions. From the state diagram in Figure 5.1, it is clear that we need
at least DISCREPANCY+3 steps to cover all transitions when starting from an arbitrary
state and ignoring the Idle state. That is, the longest of all shortest circles is S_8001
→ S_8000 → S_8005 → S_C003 → S_8001.

With this in mind, we declare an array of input tuples to be symbolic and start at
state S_8001. KLEE executes the periodic task for DISCREPANCY+3 steps with all
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Listing 5.1 The Rust RTFM code implements the safety function block Equivalent
from the standard PLCopen TC5 - Safety. (Part I)

1 ...
2
3 #[app(device = hal::stm32)]
4 const APP: () = {
5
6 ...
7
8 static mut DATA: Data = Data { a: F, b: F };
9

10 #[task (priority = 1, resources = [DATA], schedule = [periodic])]
11 fn periodic() {
12 // we start directly in the init state S_8001
13 static mut STATE: State = State::S_8001;
14 static mut TIMEOUT_CNTR: u32 = 0;
15
16 let data = resources.DATA;
17
18 *STATE = match STATE {
19 S_8000 => match (data.a, data.b) {
20 (F, T) | (T, F) => {
21 *TIMEOUT_CNTR = DISCREPANCY;
22 S_8005
23 }
24 (F, F) => S_8001,
25 _ => S_8000,
26 },
27 S_8001 => match (data.a, data.b) {
28 (T, F) => {
29 *TIMEOUT_CNTR = DISCREPANCY;
30 S_8004
31 }
32 (F, T) => {
33 *TIMEOUT_CNTR = DISCREPANCY;
34 S_8014
35 }
36 (T, T) => S_8000,
37 _ => S_8001,
38 },
39
40 ...
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Listing 5.2 The Rust RTFM code implements the safety function block Equivalent
from the standard PLCopen TC5 - Safety. (Part II)

1 ...
2
3 S_8004 => {
4 *TIMEOUT_CNTR -= 1;
5 match *TIMEOUT_CNTR {
6 0 => S_C001,
7 _ => match (data.a, data.b) {
8 (F, _) => S_8001,
9 (_, T) => S_8000,

10 _ => S_8004,
11 },
12 }
13 }
14 S_8014 => {
15 *TIMEOUT_CNTR -= 1;
16 match *TIMEOUT_CNTR {
17 0 => S_C002,
18 _ => match (data.a, data.b) {
19 (_, F) => S_8001,
20 (T, _) => S_8000,
21 _ => S_8014,
22 },
23 }
24 }
25 S_8005 => {
26 *TIMEOUT_CNTR -= 1;
27 match *TIMEOUT_CNTR {
28 0 => S_C003,
29 _ => match (data.a, data.b) {
30 (F, F) => S_8001,
31 _ => S_8005,
32 },
33 }
34 }
35
36 ...
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Listing 5.3 The Rust RTFM code implements the safety function block Equivalent
from the standard PLCopen TC5 - Safety. (Part III)

1 ...
2
3 S_C001 => match (data.a, data.b) {
4 (F, F) => S_8001,
5 _ => S_C001,
6 },
7 S_C002 => match (data.a, data.b) {
8 (F, F) => S_8001,
9 _ => S_C002,

10 },
11 S_C003 => match (data.a, data.b) {
12 (F, F) => S_8001,
13 _ => S_C003,
14 },
15 };
16
17 schedule.periodic(scheduled + PERIOD.cycles()).unwrap();
18 }
19 };

possible input values. After each iteration, we verify a set of invariants on the symbolic
values. Because we cover all transitions with KLEE, we can conclude that the invariants
are universally valid. The only difference between the periodic function here and the
one from the safety function block implementation is that it receives the state and input
values as parameters. For further details on this verification approach, we refer the reader
to Article H. Moreover, our KLEE adaption for Rust is currently under evaluation by
the Amazon Automated Reasoning group.

The invariants of lines 15-17 and lines 20-22 in Listing 5.4 describe the main safety
condition of the equivalence safety function block in accordance with the specification.
They ensure the output only to be TRUE when both input values are true. While the first
invariant (lines 15-17) describes that the state S_8000 implies the inputs a and b to be
true, the second invariant (lines 20-22) is its modus tollens, i.e., when one of both inputs
is FALSE, the state cannot be S_S8000.

The invariant of lines 25-27 describes only that at least one input must be FALSE when
entering state S_8001. The condition that state S_8001 implies both inputs to be FALSE
is not valid and thus not verifiable.

The invariant of line 32 describes that entering any error state implies that the timer
expired, and the invariant of lines 35-37 describes that the timer is not yet expired while
remaining in any waiting state.
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Listing 5.4 Verification of the PLCopen safety function block RTFM implementation
with KLEE

1 fn main() {
2 let mut DATA: [Data; (DISCREPANCY + 3) as usize] =
3 unsafe { core::mem::uninitialized() };
4 ksymbol!(&mut DATA, "DATA");
5
6 let mut TIMEOUT_CNTR: u32 = 0;
7 let mut STATE: State = State::S_8001;
8
9 for i in 0..(DISCREPANCY + 3) as usize {

10 periodic(&mut STATE, &mut TIMEOUT_CNTR, &mut DATA[i as usize]);
11
12 // invariants
13
14 // S_8000 -> a & b
15 if STATE == S_8000 {
16 kassert!(DATA[i].a & DATA[i].b);
17 }
18
19 // !a | !b -> ! S_8000
20 if !DATA[i].a | !DATA[i].b {
21 kassert!(!(STATE == S_8000));
22 }
23
24 // S_8001 -> !a | !b
25 if STATE == S_8001 {
26 kassert!(!DATA[i].a | !DATA[i].b);
27 }
28
29 // DISCREPANCY related invariants
30 match STATE {
31 // Error -> timeout
32 C001 | C002 | C003 => kassert!(TIMEOUT_CNTR == 0),
33
34 // Waiting states -> !timeout
35 S8004 | S8005 | S8014 => {
36 kassert!(0 < TIMEOUT_CNTR && TIMEOUT_CNTR <= DISCREPANCY)
37 }
38 _ => {}
39 }
40
41 }
42 }
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Figure 5.2: The IEC 61499 service interface function block represents a possible interface
for an RTFM implementation of the Equivalent safety function block.

Having RTFM implementations of the safety function blocks from PLCopen is a first
step to include implementations of safety functions in IEC 61499. Figure 5.2 depicts
the interface of a possible SIFB implementing the Equivalent safety function block. All
data inputs and outputs correspond to their counterpart from the PLCopen specification.
Additionally, the function block requires events related to the data because the execution
model of IEC 61499 is event driven. The illustrated event inputs and outputs represent
the idea, but their correct implementation is not shown in the sample code.

The presented approach is only valid when the implementation follows the specification
structurally as our implementation does. That means, no state operation results in a
potentially faulty state transition after the simulation steps. To solve this shortcoming,
we have another verification approach based on state transition circle detection. KLEE
traverses each path until termination, where the termination condition is the revisitation
of an already processed state. As a result, we do not need to predetermine simulation
steps and thereby risk missing to verify certain program behavior. We plan to publish
the improved version of our verification approach as a journal article.

5.3 Security: Fixing Not Patching

The major research question of this thesis regards the relationship between safety and
security in the context of software systems. Therefore, the discussion is based on our
analysis of the industry standards and their notions of safety and security. From a
holistic perspective, system safety and security require arguing the safety and security
of various system parameters. That is, if safety requires a particular system parameter,
then this parameter also needs to be secure and vice versa. For a meaningful discussion,
it is imperative to always discuss the safety and security relationship with respect to the
same system parameter. For example, the overvoltage protection of a machine is not
related to the access control of the machine, and consequently, the safety and security
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aspects of both parameters can only be discussed independently. For a whole system and
its individual parameters emerges the question

¬secure(system) ?⇐⇒ ¬safe(system).

Another critical factor is the layer of abstraction. Safety and security relationship
discussions cannot span various abstraction layers. Either we discuss the relationship at
the hardware layer or the programming language layer or at the application layer. At
each layer, such a discussion is interesting, but it has to remain within one layer to make
sense.

A user of embedded software is only concerned about the safety and security attributes
of the final product, which can be a small device, a large machine, or even an entire
industrial plant. The developer, who has to establish these attributes, needs to take the
features and characteristics of the used programming language and hardware platform
into account. Although we touch upon each layer, the main focus of our work is on the
programming language layer.

Our review of industrial safety and security standards (Chapter 3 and Chapter 4) inves-
tigates the state-of-the-art handling of safety and security at the programming language
layer. All reviewed safety standards handle merely safety aspects for the development of
industrial applications. The security standards, however, do not have an exclusive focus
on security. They even mention, often explicitly, the impact of their rules on safety. That
is not very surprising because both attributes are nothing more than two perspectives of
the same problem. As we discussed in Section 2.4, safety is the protection from danger
and security is the freedom from danger.

A programming language is a layer of abstraction for the control of the underlying
hardware. We expect a compiler to adhere to the language specification and thus uphold
the guarantees that the language semantics provides us. That means in the special
setting of bare-metal embedded development, where no other software is running beside
our program code, we do not need to worry about the compiler output as long as the
compiler is correct. We can solely rely on the guarantees of the language to build safe
and secure applications.

C and C++ are the prevailing programming languages for embedded development.
As versatile system programming languages with substantial flexibility, both of these
languages have very few safety and security guarantees as part of their defined semantics.
Their memory model and numerous undefined, unspecified, and implementation-defined
behaviors can give rise to many vulnerabilities [17, 25, 26]. Papp et al. [28] analyzed
the CVE database and determined that programming errors are the leading cause of
vulnerabilities in embedded systems. The only way out of this dilemma is clean and
disciplined programming, in addition to avoiding dangerous language constructs. This
is inherently difficult and nearly impossible for a human programmer. C/C++ are the
types of languages that Dijkstra certainly did not have in mind (see Section 1.1).
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The safety and especially security standards follow this rationale that writing correct
programs is too complicated and error-prone in many languages. They address the prob-
lem with programming guidelines and aim for static analysis where it is technically fea-
sible. This boils down to stipulating a language subset, which has safety and security
guarantees to the extent where the rules can statically be enforced. Unfortunately, this
is generally not the case.

What if we could address this problem from another angle and had a language where
most of the rules are redundant because the language semantics does not have the weak-
nesses that the rules address? What if we had a programming paradigm that is statically
analyzable and comprehensible for the complex development of embedded real-time ap-
plications? Our RTFM framework implemented with Rust is an attempt to achieve these
objectives.

Rust is a somewhat new programming language with the aim of providing a system pro-
gramming language with memory-safe zero-cost abstractions [29, 30, 31]. It implements
an affine type system and an ownership model with the notion of lifetimes. The borrow
checker and lifetime analysis, which prohibit aliases for mutable data, ensure memory
consistency of safe code.

The Rust memory safety is an attractive property, which allows showing the safety and
security relation at the programming language layer. Rust claims to be a memory-safe
programming language, and we claim

safe(memory) ⇐⇒ secure(memory).

Let us take this proposition apart and look at the two implications separately to demon-
strate the equivalence.

Let us now assume that memory is safe in Rust, which means that there is no way to
destroy the memory consistency with any expressible program that passes the compila-
tion. Rust ensures memory consistency with the ownership analysis during compilation.
It prohibits the developer from writing programs that hold aliases for mutable data.
Consequently, Rust controls memory accesses (=⇒).

Let us now assume that memory is secure in Rust, which means that Rust controls
memory accesses to uphold its memory model invariants. Consequently, it is impossi-
ble for a developer to write Rust programs that mutate memory in an undefined way.
Consequently, the memory is always consistent and thus safe in Rust (⇐=).

Based on this insight, we propose in Article J a security abstraction for a statically
verifiable security system that has no additional runtime costs. Under the assumptions
that we do not have to consider code injection (e.g., CWE-94 and ISO 24772 Injection
[RST]), program flow alteration (e.g., CWE-123), and side channel attacks (e.g., CWE-
514 and CWE-385), we establish authentication, authorization, and data integrity based
on the safety and security guarantees of the Rust language. Our security abstraction
allows arbitrarily fine-grained authorization on the data access and function call level.
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Developing a similar security framework with C/C++ requires external support to en-
force the same properties that we build our abstractions on. We obtain the assurances
from the Rust language semantics, and the Rust compiler statically enforces them. The
C/C++ language semantics does not stipulate the same restrictive memory model, and
hence, the C/C++ compilers are not of any help.

The undependable C/C++ memory model and the lack of static verification forces many
developments to implement run-time verification backed by MPU hardware support,
similar to our work in Article G. Because this approach adds a noticeable run-time cost,
one way to mitigate this effect is a tiny kernel that reconfigures the MPU between process
context switches [32]. Another approach to establishing a level of security is to run the
whole application in unprivileged mode and raise the privilege level only for the execution
of all statically identified instructions that require elevated privileges [33].

Although both approaches are very resource efficient, they do not solve the problem of
limited access levels. They depend on the privilege and MPU levels available at the target
platform. Because most platforms typically provide only two privilege levels, and one is
even included in the other, a safety and security framework built exclusively on hardware
support cannot provide fine-grained access rights or full separation. As a solution, the
Internet of Things (IoT) community proposes semantic gateways to remove the access
control from the embedded device and outsource it to an IoT gateway network device
[34]. We cannot advocate such a proposal over our approach because this dramatically
increases the attack surface.



Chapter 6

Scientific Publications

6.1 Research Work Overview

Real-Time For the Masses (RTFM) is a set of languages and tools intended to facilitate
embedded software development of reliable real-time applications and to provide highly
efficient implementations geared toward static verification. The RTFM-core program-
ming language and the RTFM-kernel runtime system are part of the RTFM framework.
A significant focus of RTFM is providing a model of computation (MoC) for concurrent
real-time programming that is suitable for static analysis and runtime verification. The
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design of our MoC includes concurrency support for lightweight embedded systems that
have requirements to guarantee response times, such as embedded sensors and actua-
tors. For this purpose, the RTFM-MoC is a reactive model that builds on the concept of
tasks with timing specifications and critical sections, i.e., the model is event-driven with
nonpreemptive single-unit resources for task synchronization.

IEC 61499 is an industry standard for the development of distributed industrial automa-
tion systems utilizing function blocks as a modularization paradigm for an event-driven
execution semantics. At the device level, such systems traditionally run on programmable
logic controllers (PLC). PLCs execute the application software on an operating system
and a runtime environment, which implies high resource demands. Currently, there is
a trend to integrate small embedded devices (Internet of Things) in such distributed
control systems [35]. The RTFM framework is a good starting point for the real-time
execution of function-block-based designs on lightweight controllers (MCUs) with limited
memory and CPU resources.

During the studies for this dissertation, we published various research articles on the
RTFM framework. Some articles refine the tools and languages of RTFM, while other
articles investigate the feasibility of RTFM as an execution environment with analyzable
execution and timing semantics for IEC 61499. Section 6.2 and Section 6.3 provide a
summary for each article related to this thesis. Among them, we append the articles
with the strongest contributions to this thesis as full text in Part III.

Figure 6.1 depicts a graph with all articles chronologically sorted by the publication
date from left to right. The articles in the top region address RTFM-framework-related
questions, and the articles in the bottom region address IEC 61499 execution-related
questions. Each article is labeled with its letter as assigned in Section 6.2 or Section 6.3
and an abbreviation of its title. Edges between the articles mark relationships.

Article C is the leading publication on the RTFM-core language and its compiler. All
other RTFM-based articles directly or indirectly relate to Article C because they use,
refine, or focus on a specific subset of the language and its MoC. Article M refines
RTFM-core by introducing control flow primitives for correct-by-construction locking of
resources, and Article G introduces memory resources utilizing the memory protection
unit (MPU) for an isolated execution of tasks. Article F introduces a runtime system for
RTFM that builds on threads for execution in hosted environments. Article B discusses
a compiler construction course that uses the language RTFM-core as a starting point and
the RTFM-RT runtime system for laboratory assignments.

The year 2017 marks a turning point in the RTFM development. During this year, we
shifted the RTFM framework to a Rust-based implementation because of the outstanding
Rust type system and underlying memory model, which provides built-in memory safety.
That was a considerable leap forward and equipped us with a memory-safe application
implementation language for free. In addition to many safety and security advantages,
it opens up further research opportunities on type-system-based abstractions with static
verification conducted by the Rust compiler.
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Article H is our first work that explores symbolic execution with KLEE on Rust pro-
grams. In this article, we verify application properties that are out of reach for the
Rust compiler. Clever exploitation of symbolic execution allows us to conclude program
correctness for given specifications.

Article I exploits symbolic execution to generate a complete path-covering test vector
set for WCET estimation. Article Q proposes dynamic data structures for safety-critical
embedded development that do not need dynamic memory allocation. Article J builds
on the Rust memory safety guarantees and evolves the run-time verification of Article G
to a statically verified type-system-based security system.

As a university, our educational duties have a similar weight as our research obligations.
Article R and Article S reflect our ongoing efforts in teaching. Article S brings the
compiler construction subject to a formal methods level because we believe that verified
compilation is inevitable for safe and secure developments, while Article R discusses for
three courses the application of functional constructs in embedded real-time program-
ming. For all our courses, we attempt an alignment according to the CDIO educational
framework [36].

Article A is the first work toward IEC 61499 execution on small embedded devices
utilizing the RTFM framework. It discusses a mapping from IEC 61499 function block
networks to the RTFM-MoC, while Article L discusses an implementation on lightweight
microcontrollers (MCUs) with limited memory and CPU resources. Article E proposes
a real-time semantics for the IEC 61499 standard, which lacks any timing semantics
stipulation. Article D investigates the capability of standard Ethernet hardware for hard
real-time communication in an IEC 61499 distributed application. Article D is a thorough
investigation for a journal publication, while Article N is the first work on the response
time analysis. Articles A, E, and D prepare the outset for reliable and analyzable IEC
61499 execution. Article O is a first attempt at using formal methods for proving the
properties of the IEC 61499 execution semantics.

6.2 Summary of Appended Articles

This section lists all publications that we add to the compilation of articles in the last
part of the thesis. To provide an impression about the work order, we chronologically
sort the articles by their preparation dates and not the publication dates. We briefly
summarize each article and highlight the author’s contributions.
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6.2.1 Article A

Title: RTFM-4-FUN.
Authors: Per Lindgren, Marcus Lindner, Andreas Lindner, Johan Eriksson, and Valeriy
Vyatkin.
Published in: Proceedings of the 9th IEEE International Symposium on Industrial
Embedded Systems (SIES), Pisa, Italy, 2014.
Summary: This article discusses a mapping for implementing a subset of IEC 61499
FB networks on lightweight embedded devices (MCUs). Traditionally, IEC 61499 FB
networks are deployed on programmable logic controllers or industrial PCs. We propose
and detail an event semantics and its mapping to the notions of tasks and resources
for stack resource policy-based analysis and scheduling. Moreover, we show how the
proposed mapping can be efficiently implemented under the RTFM kernel, and we outline
a prototype tool-chain and discuss related, ongoing, and future works.
Contribution: The author participated in developing the mapping and participated in
discussions about the implementation for the RTFM kernel. He participated in writing
the article and in addressing the review comments. The author presented the work at
the conference with follow-up discussions during a poster session.

6.2.2 Article B

Title: RTFM-core: Course in Compiler Construction.
Authors: Marcus Lindner, Andreas Lindner, and Per Lindgren.
Published in: ACM SIGBED Review - Special Issue on Embedded and Cyber-Physical
Systems Education, Volume 14, Issue 1, October, 2016.
Summary: This article is an educational publication outlining the course syllabus
of the Compiler Construction course of the computer science masters program at Luleå
University of Technology (LTU) and its relation to CPS/IoT and embedded systems in
general. In contrast to the typical bottom-up approach for teaching compiler technologies
at universities, this course follows the top-down approach, introducing a domain-specific
language design with the starting point from the already given imperative RTFM-core
language. We discuss with the students design choices for the language, spanning from
the programming model, compiler design issues, back-end tools, and even runtime en-
vironments. The intention is to provide a holistic perspective and motivate the use of
compilation techniques toward robust, efficient, and verifiable embedded software. In
the laboratory assignments, the students extend a minimalist language and develop the
compiler accordingly. The article discusses the course and analyses the success of the
approach.
Contribution: The author participated in planning discussions about the course syl-
labus and attended the course during fall 2014. He participated in writing the first version
of the article and in addressing the review comments. The author presented the work at
the ESWeek/WESE 2014 workshop (New Delhi, India) with follow-up discussions. The
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original article was invited for publication in the journal, for which the author rewrote
the article and addressed additional review comments.

6.2.3 Article C

Title: RTFM-core: Language and Implementation.
Authors: Per Lindgren, Marcus Lindner, Andreas Lindner, David Pereira, and Luís
Miguel Pinho.
Published in: Proceedings of the 10th IEEE Conference on Industrial Electronics and
Applications (ICIEA), Auckland, New Zealand, 2015.
Summary: This article presents the programming language RTFM-core and a proto-
type compiler implementation for it. RTFM-core is designed to facilitate the development
process and provide highly efficient and statically verifiable implementations. The pro-
gramming model is reactive, based on concurrent tasks and (single-unit) resources. The
language captures only the static task, communication, and resource structure of the
system but allows embedding or externally referencing of C source code. The compiler
generates C code output that compiled together with the RTFM kernel primitives runs
on bare metal. The proposed language and supporting toolchain are demonstrated by
showing the complete process of compiling RTFM-core source code to bare metal exe-
cutables for a lightweight ARM Cortex-M3 target.
Contribution: The author participated in discussions about the language and compiler
design. He participated in writing the article and in addressing the review comments.
The author presented a first version of the article at the ESWeek/CPSArch 2014 work-
shop (New Delhi, India) with follow-up discussions and presented the final version at the
ICIEA 2015 conference (Auckland, New Zealand) with follow-up discussions.

6.2.4 Article D

Title: End-to-End Response Time of 61499 Distributed Applications over Switched Eth-
ernet.
Authors: Per Lindgren, Johan Eriksson, Marcus Lindner, Andreas Lindner, David
Pereira, and Luís Miguel Pinho.
Published in: IEEE Transactions on Industrial Informatics, Volume 13, Issue 1, Febru-
ary, 2017.
Summary: This article proposes a low-complexity implementation technique allowing
assessing the end-to-end response times of event chains in IEC 61499 FB networks span-
ning over a set of networked devices. Based on a translation of IEC 61499 to RTFM-MoC
tasks and resources, the response time for each task in the system can be derived using
established scheduling techniques. We develop a method to provide safe end-to-end re-
sponse time, taking both intra-device and inter-device delivery delays into account. As
a use case, we study the implementation on (single-core) ARM Cortex-M-based devices
communicating over a switched Ethernet network. For the analysis, we define a generic
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switch model and an experimental setup, allowing us to study the impact of network
topologies and 802.1Q quality of service packet prioritization in a mixed critical setting.
Our results indicate that safe sub-millisecond end-to-end response times can be obtained
using the proposed approach. The article was invited as a journal publication and is
based on the shorter version summarized as Article N.
Contribution: The author participated in discussions about the opportunities of re-
sponse time analysis utilizing standard Ethernet components and 802.1Q packet pri-
oritization and discussions about queuing mechanisms of Ethernet switches. He also
participated in conducting the experiments and studied the Cisco documentation to find
reliable information about the used queuing mechanisms and predictable behavior. The
author participated in writing the article, addressing review comments, and was in charge
of the submission process with the journal editors.

6.2.5 Article E

Title: A Real-Time Semantics for the IEC 61499 standard.
Authors: Per Lindgren, Marcus Lindner, Andreas Lindner, Valeriy Vyatkin, David
Pereira, and Luís Miguel Pinho.
Published in: Proceedings of the 20th IEEE International Conference on Emerging
Technologies & Factory Automation (ETFA), Luxembourg, 2015.
Summary: This article addresses the fundamental shortcoming of IEC 61499 to provide
an appropriate timing semantics for the specification of timing requirements, reasoning
on timing properties at the model level, and for the timing verification of a specific de-
ployment. The key property of the proposed real-time semantics for IEC 61499 is the
preservation of nondeterminism. It allows reasoning on (and verifying) timing properties
at the model level without assuming any specific scheduling policy or stipulating a specific
order of execution for the deployment. The proposed timing semantics is backward com-
patible with the current standard and thus allows for the reuse of existing designs. The
transitional property allows timing requirements to propagate to downstream subsystems
and can be utilized for scheduling at both the device and network levels. Based on a
translation to RTFM-MoC tasks and resources, IEC 61499 FB networks can be analyzed,
compiled, and executed. As a proof of concept, the timing semantics has experimentally
been implemented in the RTFM-core language and the accompanying (thread-based)
RTFM-RT runtime system.
Contribution: The author participated in discussions about the timing semantics and
was involved in the implementation of the RTFM-RT runtime system. He participated
in writing the article and in addressing the review comments. The author presented the
work at the conference with follow-up discussions during a poster session.
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6.2.6 Article F

Title: RTFM-RT: A threaded runtime for RTFM-core - towards execution of IEC 61499.
Authors: Andreas Lindner, Marcus Lindner, and Per Lindgren.
Published in: Proceedings of the 20th IEEE International Conference on Emerging
Technologies & Factory Automation (ETFA), Luxembourg, 2015.
Summary: This article details the generic RTFM-RT runtime architecture, which al-
lows RTFM-core programs to be executed on top of thread-based environments. We
discuss our implementation regarding scheduling specifics of Win32 threads (Windows)
and Pthreads (Linux and Mac OS X). For the execution of IEC 61499 FB networks, we
apply a mapping from IEC 61499 to the RTFM-MoC task and resource model imple-
mented by the RTFM-core language. A compilation from RTFM-core can be targeted
to both the RTFM kernel and the introduced runtime system RTFM-RT. Using our
RTFM-RT implementation for deployment, predictable IEC 61499 execution together
with access to operating system functions such as device drivers and protocol stacks are
accomplished. For further developments, we discuss the needed scheduling options to
achieve hard real-time and discuss analysis required to eliminate deadlocks.
Contribution: The author participated in discussions about the runtime design and
was involved in the implementation. He wrote major parts of the article and addressed
the review comments. The author presented the article at the conference with follow-up
discussions.

6.2.7 Article G

Title: Safe tasks: Run time verification of the RTFM-lang model of computation.
Authors: Marcus Lindner, Andreas Lindner, and Per Lindgren.
Published in: Proceedings of the 21st IEEE International Conference on Emerging
Technologies & Factory Automation (ETFA), Berlin, Germany, 2016.
Summary: This article discusses safe verification of task execution given a specification
using the RTFM-MoC. For this purpose, we introduce memory resources to the declara-
tive RTFM-core language allowing compliance checks and propose a method for runtime
verification exploiting memory protection hardware. An extension to the RTFM-core
infrastructure is outlined and tested with prominent use cases of embedded development.
As a proof of concept, we implement compiler support for program analysis and auto-
matic generation of runtime verification code together with an isolation layer for the
RTFM-kernel. With this verification foundation, functional runtime checks, as well as
further overhead assessments, are future research questions.
Contribution: The author participated in designing the memory resource extension
to the RTFM-core language and participated in discussions about the implementation
of an isolation layer for the RTFM-kernel exploiting the memory protection hardware.
He wrote major parts of the article and addressed the review comments. The author
presented the article at the conference with follow-up discussions.
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6.2.8 Article H

Title: No Panic! Verification of Rust Programs by Symbolic Execution.
Authors: Marcus Lindner, Jorge Aparicio, and Per Lindgren.
Published in: Proceedings of the 16th IEEE International Conference on Industrial In-
formatics (INDIN), Porto, Portugal, 2018.
Summary: This article presents an approach to apply symbolic execution to Rust
programs and with this verify the absence of panics. The Rust programming language
targets memory safety with its type system and underlying memory model. The Rust
compiler enforces the memory safety conditions through rejecting violating input pro-
grams. However, in some cases, the Rust compiler is unable to prove memory safety
statically and then includes runtime verification code to uphold the memory safety in-
variants. The running program aborts in that case with panic on safety violations. For
safety-critical applications, this requires proper panic handling. Our solution statically
ensures memory safety and panic-free execution of Rust code by symbolic execution uti-
lizing the KLEE tool. Furthermore, to reduce computational complexity, we adopt a
contract-based verification approach. A set of experiments, which show that path explo-
sion can be effectively mitigated, demonstrate the feasibility of the method.
Contribution: The author participated in discussions about the verification approach
and Rust implementation. He explored the KLEE tool for a deeper understanding of its
operation and assurances. The author wrote major parts of the article and addressed the
review comments. He presented the article at the conference with follow-up discussions.

6.2.9 Article I

Title: Hardware-in-the-loop based WCET analysis with KLEE.
Authors: Marcus Lindner, Jorge Aparicio, Henrik Tjäder, Per Lindgren, and Johan
Eriksson.
Published in: Proceedings of the 23rd IEEE International Conference on Emerging
Technologies & Factory Automation (ETFA), Turin, Italy, 2018.
Summary: This article presents an approach to estimate the worst-case execution
time (WCET) in the context of RTFM tasks and critical sections. We introduce our
test bench, which utilizes the KLEE tool for automatic test vector generation and sub-
sequently performs cycle-accurate hardware-in-the-loop measurements of the generated
tests. Although test-based methods are of practical use but can only deliver approx-
imative results, static analysis is much more difficult to apply. Our approach utilizes
the KLEE tool for a complete path exploration and subsequently estimates the worst-
case execution times (WCETs) by benchmarking the generated test inputs on the target
hardware. Thus, our solution bridges the gap between measurement-based and static
analysis methods for WCET estimation. We demonstrate the feasibility of our approach
on a running example throughout the article and conclude with a discussion on its im-
plications and limitations.
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Contribution: The author participated in discussions about the WCET estimation ap-
proach and its implementation. He explored the KLEE tool for a deeper understanding
of its operation and assurances. The author wrote major parts of the article and ad-
dressed the review comments. He presented the article at the conference with follow-up
discussions.

6.2.10 Article J

Title: Concurrent Reactive Objects in Rust - Secure by Construction.
Authors: Marcus Lindner, Jorge Aparicio, Per Lindgren.
Published in: Ada User Journal, Volume 40, Issue 1, March, 2019.
Summary: This article presents a Rust-based component model for concurrent pro-
gramming and shows that the model allows a secure by construction design of embedded
software. We introduce a framework for analysis and code generation that produces
efficient, memory-safe, race-free, and deadlock-free executables with predictable real-
time properties for Stack Resource Policy (SRP)-based scheduling. A software developer
models a system in terms of concurrent reactive objects (CROs) hierarchically grouped
into concurrent reactive components (CRCs) with communication captured in terms of
time-constrained synchronous and asynchronous messages. The developer declaratively
defines the system, from which a static system instance can be derived and analyzed. For
the CRC framework, we discuss soundness regarding the Rust memory model and SRP
invariants. As the main contribution, we further explore the Rust memory model and
the CRC framework toward systems being secure by construction, covering authentica-
tion for operations and abstractions for safe and secure data containers. In particular,
we show that permissions granted can be freely delegated without any risk of leakage
outside the intended set of components.
Contribution: The author participated in discussions about the security abstraction
approach and its implementation. He wrote major parts of the article for the final journal
publication, addressed the review comments and contributed to the implementation of
the security abstractions. The author presented the work at the Ada-Europe 2018 con-
ference (Lisbon, Portugal) with follow-up discussions and was in charge of the submission
process with the journal editors.

6.3 Summary of Related Articles

This section lists all publications that we do not add to the compilation of articles in the
last part of the thesis but that have a relation to the work presented in this thesis. We
chronologically sort the list by work and publication date, provide a summary for each
article, and highlight the author’s contributions.
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6.3.1 Article K

Title: RTFM-lang static semantics for systems with mixed criticality.
Authors: Per Lindgren, Johan Eriksson, Marcus Lindner, David Pereira, and Luís
Miguel Pinho.
Published in: Ada User Journal, Volume 35, Issue 2, June, 2014.
Summary: This article discusses an approach to partition safety-critical and noncrit-
ical functions of a system based on a predecessor of the RTFM-core and RTFM-cOOre
languages. Static semantic analysis is performed directly on the system specification
expressed in the form of an object-oriented (OO) model written in the experimental
language RTFM-lang. This allows at compile time to distinguish between critical and
noncritical functions and assign appropriate access rights to them employing statically
checkable typing rules. In particular, dynamic memory allocations could be restricted to
noncritical functions, while direct interaction with the environment may be restricted to
the critical parts. Concerning scheduling, a static task and resource configuration allows,
e.g., Stack Resource Policy (SRP)-based approaches to be deployed. In this article, we
discuss how this can be achieved in a mixed critical setting.
Contribution: The author participated in discussions about the language’s syntax and
semantics design.

6.3.2 Article L

Title: Real-Time Execution of Function Blocks for Internet of Things using the RTFM-
kernel.
Authors: Per Lindgren, Marcus Lindner, Andreas Lindner, Johan Eriksson, and Valeriy
Vyatkin.
Published in: Proceedings of the 19th IEEE International Conference on Emerging
Technologies & Factory Automation (ETFA), Barcelona, Spain, 2014.
Summary: Function blocks in terms of the IEC 61499 standard provide means to model
and program industrial control systems partitioned and executed in a distributed fashion.
At the device level, such models are traditionally implemented on programmable logic
controllers that underneath have an operating system and a software runtime environ-
ment, which implies high resource demands. However, there is a current trend to integrate
small embedded devices (so-called Internet of Things devices) in such distributed control
systems. This article seeks to address the starting points for the real-time execution of
function-block-based designs on lightweight controllers (MCUs) with limited resources
(memory and CPU). We propose a mapping of the function block execution semantics
to the RTFM-kernel and discuss opportunities for the design-time analysis of response
times, overall schedulability, and memory requirements.
Contribution: The author participated in developing the mapping and participated
in discussions about the implementation of the RTFM-kernel. He participated in writing
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the article and in addressing the review comments. The author presented the work at
the conference and in a workshop with follow-up discussions.

6.3.3 Article M

Title: Well formed Control-flow for Critical Sections in RTFM-core.
Authors: Per Lindgren, Marcus Lindner, Andreas Lindner, David Pereira, and Luís
Miguel Pinho.
Published in: Proceedings of the 13th IEEE International Conference on Industrial In-
formatics (INDIN), Cambridge, UK, 2015.
Summary: This article steps aside from the mainstream of embedded software devel-
opment, which is dominated by C programming and typically imposes a thread-based
abstraction to concurrency. The article takes the starting point of a language abstrac-
tion, RTFM-core, where the system is modeled directly in terms of tasks and resources.
In compliance with the Stack Resource Policy (SRP) model, the language enforces well-
formed LIFO nesting of claimed resources, and thus, SRP-based analysis and scheduling
can be readily applied. For the execution on bare-metal single-core architectures, the
RTFM-core compiler performs SRP analysis of the model and renders an executable that
is deadlock free and exploits the underlying interrupt hardware for efficient scheduling
utilizing RTFM-kernel primitives. The RTFM-core language embeds C code and links to
C object files and libraries. Hence, it applies to the mainstream of embedded develop-
ment. However, while the language enforces well-formed resource management, control
flow in the embedded C code may violate the LIFO-nesting requirement, and thus, the
programmer is responsible for ensuring well-formed nesting through restricted control
flow. In this article, we address this issue by lifting a subset of C into the RTFM-core
language, allowing arbitrary control flow at the model level. In this way, well-formed
LIFO nesting is enforced, which ensures models that are correct by construction. We
demonstrate the feasibility through a prototype implementation in the RTFM-core com-
piler. Additionally, we develop a set of running examples and show in detail how control
flow is handled at compile time and during runtime.
Contribution: The author participated in discussions about the extensions to the
RTFM-core language for the control flow primitives and their implementation. He par-
ticipated in writing the article and in addressing the review comments. The author
presented the work at the conference with follow-up discussions.

6.3.4 Article N

Title: Response Time for IEC 61499 over Ethernet.
Authors: Per Lindgren, Johan Eriksson, Marcus Lindner, Andreas Lindner, David
Pereira, and Luís Miguel Pinho.
Published in: Proceedings of the 13th IEEE International Conference on Industrial In-
formatics (INDIN), Cambridge, UK, 2015.
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Summary: The IEC 61499 standard provides a means to specify distributed control
systems in terms of function blocks. The execution model is event-driven (asynchronous),
where triggering events may be associated with data and be seen as a message. This arti-
cle proposes a low-complexity implementation technique that allows assessing the end-to-
end response time of event chains spanning over a set of networked devices. We develop
a method to provide safe end-to-end response time taking both intra- and inter-device
delivery delays into account. As a use case, we study the implementation on (single-core)
ARM-Cortex-based devices communicating over a switched Ethernet network. For the
analysis, we define a generic switch model and an experimental setup, allowing us to
study the impact of network topologies and 802.1Q quality of service packet prioritiza-
tion in a mixed critical setting. Our results indicate that safe sub-millisecond end-to-end
response times can be obtained using the proposed approach.
Contribution: The author participated in discussions about the capabilities of response
time analysis utilizing standard Ethernet components and 802.1Q packet prioritization,
as well as queuing mechanisms of Ethernet switches. He also participated in conducting
the experiments and studied the Cisco documentation to find reliable information about
the used queuing mechanisms and predictable behavior. The author participated in writ-
ing the article, addressing review comments, and presented the work at the conference
with follow-up discussions.

6.3.5 Article O

Title: A Formal Perspective on IEC 61499 Execution Control Chart Semantics.
Authors: Per Lindgren, Marcus Lindner, David Pereira, and Luís Miguel Pinho.
Published in: Proceedings of the IEEE Trustcom/BigDataSE/ISPA, Helsinki, Finland,
2015.
Summary: This article is a step toward a formal semantics for the event-driven exe-
cution model of IEC 61499. We focus on the execution control chart semantics, which
is fundamental to the dynamic behavior of basic function block elements. In particular,
we develop a well-formedness criterion that ensures a finite number of execution control
chart transitions for each triggering event. Additionally, the article shows the first step
of automating a well-formedness checking algorithm in the Coq proof-assistant to proof
the correctness of the algorithm with respect to our proposed execution semantics. The
algorithm is extractable from the automation in a correct-by-construction way and can be
directly incorporated in a certified toolchain for the analysis, compilation, and execution
of IEC 61499 models. As a proof of concept, a prototype tool RTFM-4FUN has been
developed. This tool performs well-formedness checks on basic function blocks using the
extracted algorithm’s code.
Contribution: The author participated in discussions about the theoretical back-
ground, i.e., the well-formedness criterion of the liveliness of basic function block ECCs,
and the possibilities of proofing it in Coq.
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6.3.6 Article P

Title: Abstract Timers and their Implementation onto the ARM Cortex-M family of
MCUs.
Authors: Per Lindgren, Emil Fresk, Marcus Lindner, Andreas Lindner, David Pereira,
and Luís Miguel Pinho.
Published in: ACM SIGBED Review, Volume 13, Issue 1, Pages 48-53, January 2016.
Summary: This article introduces a platform-independent timer abstraction that re-
lies on the existing primitives of the RTFM-kernel, which is an architecture designed to
provide highly efficient and predictable stack resource policy-based scheduling, targeting
bare metal (single-core) platforms. Furthermore, we develop two alternative implemen-
tations for the ARM Cortex-M family of MCUs: a generic implementation using the
ARM-defined SysTick/DWT hardware and a target-specific implementation using the
match compare/free running timers. While sacrificing generality, the latter one is more
flexible and may reduce the overall overhead. The article presents invariants for correct-
ness, discusses methods for static and runtime verification, and characterizes the bound
overhead. In both cases, the critical section from release time to dispatch is less than 2
us on a 100 MHz MCU. Queue and timer mechanisms are directly implemented in the
RTFM-core language and can be included in system-wide scheduling analysis.
Contribution: The author participated in discussions about the timer abstraction and
glitch-free implementation on existing timer hardware. He also participated in writing
the article and addressing review comments.

6.3.7 Article Q

Title: Heapless: Dynamic Data Structures without Dynamic Heap Allocator for Rust.
Authors: Jorge Aparicio, Marcus Lindner, and Per Lindgren.
Published in: Proceedings of the 16th IEEE International Conference on Industrial In-
formatics (INDIN), Porto, Portugal, 2018.
Summary: This article presents a collection of dynamic data structures for vectors,
strings, and circular buffers that can be either stack or statically allocated. These data
structures obviate the need for dynamic memory allocations and are well suited for safety-
critical programs that require reliability, performance, and execution time predictability.
The proposed data structures for vectors and strings closely mimic the Rust standard li-
brary implementations and add support to handle cases of capacity exceedance gracefully.
Our data structures enable local reasoning on memory requirements. This characteristic
together with the Rust memory model facilitate establishing safety guarantees and min-
imizing attack surfaces of IoT systems. We show that the heapless data structures are
memory safe, highly efficient, and have predictable performance. Thus, they are suitable
for hard real-time applications.
Contribution: The author participated in discussions about the data structure design
and implications for safety-critical applications. He copyedited the article to prepare the
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camera-ready copy and addressed the review comments. The author presented the article
at the conference with follow-up discussions.

6.3.8 Article R

Title: Embedded Programming adopting Functional Constructs in Rust.
Authors: Per Lindgren, Marcus Lindner, and Jorge Aparicio.
Submitted to: Electronic Proceedings in Theoretical Computer Science (EPTCS).
Summary: This article is an educational publication covering the introduction of Rust
in three courses related to embedded systems at Luleå University of Technology (LTU). In
addition to laying out and motivating the underlying Rust RTFM framework, we review
the challenges of embedded programming in general and the problem with thread-based
approaches in particular. Functional programming languages have not gained mainstream
popularity in the field of embedded real-time systems, but our implementation of Rust
RTFM and its support of device-level abstractions make heavy use of the functional
programming features in Rust. In this article, we present an overview of the course syllabi
and discuss teaching methods and course design with a focus on achieving alignment
between learning objectives, teaching activities, and student examination along the lines
of the CDIO educational framework.
Contribution: The author participated in ongoing discussions about teaching and
course design. He participated in the writing process and discussions on the article
content.

6.3.9 Article S

Title: Introducing Certified Compilation in Education by a Functional Language Ap-
proach.
Authors: Per Lindgren, Marcus Lindner, and Nils Fitinghoff.
Submitted to: Electronic Proceedings in Theoretical Computer Science (EPTCS).
Summary: This article is an educational publication reporting on the introduction of
verified compilation techniques in a compiler construction introductory course at LTU.
Our course targets students with little or no experience in formal methods and utilizes
a functional programming language approach. We introduce the underlying logic, se-
mantic modeling, and proofs along with exercises and assignments that lead up to a
formally verified compiler for a simple imperative programming language. The highly
automated proof process based on the Why3 framework simplifies access to the subject
for the students. This paper covers the motivation, course design, tool selection, and
teaching methods and discusses the results and suggested improvements from the stu-
dent and teacher perspectives.
Contribution: The author participated in ongoing discussions about teaching and
course design. He participated in the writing process and discussions on the article
content.
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Chapter 7

Conclusions and Future Work

7.1 Conclusions

The goal of the Svenska kraftnät (SvK) research project is to increase the robustness of
variable frequency drives. In the context of SvK, VFDs are components of industrial au-
tomation systems in Swedish power plants. For this reason, we concentrated on analyzing
open questions in software development for safety-critical systems. As a starting point,
we reviewed relevant and well-established industry standards to build an understanding
of state-of-the-art safety and security requirements in software development.

95
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In software systems, robustness is a runtime property, and reliability is a static property.
Both properties are essential for the functional and safety layer of an industrial control
system. Because reliability is vital for robustness and robustness is part of the system
design, we focused in our studies on the reliability of programming languages where, e.g.,
the execution and timing semantics have a significant impact on real-time applications.

We divided our work into two core subjects. On the one hand, we investigated the
applicability of our RTFM framework for scheduling and resource management for the
runtime environments of industrial applications. On the other hand, we researched the
RTFM framework and its qualification for the static verification of safety and security
attributes. During our research for this thesis, it became clear to us that safety and
security have a strong mutual dependency, and we reflected on it. That is why the title
of the thesis hints at this fundamental relation, which we always have to consider when
developing safety-critical applications.

The answer to research question 2. IEC 61131 and IEC 61499 are the latest stan-
dards for industrial software development. Although IEC 61131 is established in the
industry community, IEC 61499 is still fighting for acceptance. IEC 61131 is device
focused without specifications for distribution. It does not capture the overview of an
entire control system and concentrates solely on the details. Moreover, IEC 61131 defines
a precise execution semantics that is suitable for safety-critical applications. The execu-
tion semantics allows an event-driven or scan-cycle-based system design, but the timing
semantics is unclear for the event-driven design. Utilizing the scan-cycle model allows a
response time analysis based on the cycle times of all used controllers in the automation
system. The timing of the control behavior can be deduced from the chain of program
loops and devices that a signal has to pass.

IEC 61499 can be viewed as a continuation of IEC 61131. Its execution semantics is
exclusively event driven and includes a distribution model. We believe that IEC 61499
has the potential to become a widely accepted standard for industrial automation systems
as soon as all open issues regarding its execution and timing semantics are eliminated.
Its current specification lacks a clear execution semantics suitable for the requirements to
limited variability languages used in safety-related application software. Furthermore, the
specification defines no timing semantics for function block networks that allows analysis
for predictable timing behavior. We cannot exclude that it is possible to encode arbitrary
program logic within the execution semantics of IEC 61499 in its current state, but the
insufficient requirements to the scheduling function make an analyzable and predictable
timing behavior impossible.

Our published work on the RTFM framework includes a well-defined model of compu-
tation that defines an analyzable execution and timing semantics in a task and resource-
based concurrency model. The timing semantics is explicit and free of dependencies to
a runtime system, which benefits both specification and verification. We propose our
complementary language and runtime system as a basis for IEC 61499 execution without
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changing the defined semantics of the standard. In this way, we ensure reliability at the
function block level and allow for robust system designs.

The answer to research question 3. To be readily comprehensible for the developer,
a programming paradigm for embedded real-time applications requires a natural way to
express concurrency and timing specifications in control applications. The RTFM-MoC
presents the notions of tasks and resources together with a timing semantics, and thus,
it facilitates the development of concurrent embedded real-time applications and allows
for modeling of even complex time behaviors in a comprehensible manner.

Static assurances are essential for hard real-time and safety-critical applications, which is
why our research deems the static verification of system properties important. The imple-
mentations of our RTFM framework focus on code generation for efficient, memory-safe,
race-free, and deadlock-free executables with predictable real-time properties. Although
the Stack Resource Policy (SRP)-based scheduling and the Rust memory model bring
already important safety guarantees, they also pave the way for the static verification of
a myriad of additional safety and security attributes, as we demonstrated in our most
recent publications.

The answer to research question 1. The natural language definitions for safety and
security already reveal the strong dependency of safety and security, which amounts to
an equivalence relation and constitutes both terms to be nothing else than a different
viewing angle on the same problem. The intense focus on safety and little attention
on security in the software of industrial applications merely result in partial safety of
the system and calls for security measures at a different layer. That is a hazardous
approach in the times of the Internet of Things (IoT) and a world of ever-expanding
connectivity. For this reason, we believe and argue that safety and security are equivalent
and cannot be considered independent during the design and implementation of safety-
critical applications.

7.2 Future Work

Having a reliable programming model is one requirement for the safe execution of em-
bedded systems. Functions for robust execution are implemented as part of the system
design and need to be correct to guarantee a stable operation of the control system.
Proofing the correctness of a function requires an appropriate specification and a method
to verify whether the implementation of that function satisfies the given specification.
Formal methods for the specification and verification of program behavior are barely
used. Despite being incomplete, testing is still the most common way of evaluating the
program behavior against an informal specification.
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As part of our future work, we plan to formalize the RTFM model of computation. Al-
though not yet decided, structural operational semantics (SOS, [37]) or labeled transition
systems (LTS, [38]) are two promising options. Based on such a formalization, deductive
program verification for a given specification becomes possible.

Another discussed option for further research at the function block level is the formaliza-
tion of adapters for a contract-based system. IEC 61499 provides adapters as an interface
type between function blocks. Adapters encapsulate event and data flows with a defined
behavior that can be specified in a simple way utilizing service sequences. Formalizing
adapters and thus formalizing the interface behavior of function blocks opens up for a
variety of research options. A verified function block interface behavior allows ensuring
the compatibility of function blocks. Furthermore, reasoning on the compound behavior
of multiple function blocks is possible.

In addition to formal methods, there are also other exciting research topics around
the RTFM framework. For example, executing RTFM programs under the SRP-based
RTFM-kernel requires a static assignment of priorities to tasks. The RTFM-MoC specifies
a timing semantics, which allows the developer to define baselines and deadlines per
task. Our work presented in Article I provides with the WCET information the outset to
analyze the timing specification of a given program and infer priorities for valid scheduling
under the RTFM-kernel target. The deduction of priorities is not a trivial task and
enables subsequent research for optimization.

With our research, we focus on static assurances for safety-critical embedded systems,
and this also requires us to consider the problem of stack overruns. Although Rust is an
excellent outset for memory safety in terms of the memory aliasing problem, it provides
no help with the stack utilization question. To this end, call graph and stack memory
analysis on bare metal programs is a further research topic, where we could already
achieve first results. We developed stack memory analysis tools on par with C/C++.
Given that all involved tools, such as the compiler and linker, are correctly implemented,
RTFM provides total memory safety regarding the Rust memory model and the stack.
Our stack analysis provides a safe estimation for most cases and reports all cases where
the user must manually assess the stack usage, e.g., for external libraries and inline
assembly.

Not only our RTFM framework but also the IEC 61499 standard opens up possibil-
ities for further research. A distributed IEC 61499 function block network exchanges
information through events and data. The standard defines no timing semantics at the
device level and also not at the network level. Vyatkin et al. [39] propose an extension to
IEC 61499 with time-stamped events based on synchronized clocks to preserve a correct
causality of the distributed system execution in the event of hardware and software recon-
figuration. This work together with our proposal for a real-time semantics in Article E
can serve as the basis for further research on a reliable and analyzable timing semantics.
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RTFM-4-FUN

Per Lindgren, Marcus Lindner, Andreas Lindner, Johan Eriksson, and Valeriy Vyatkin

Abstract

Function Blocks provides a means to model and program industrial control systems.
The recently acclaimed IEC 61499 standard allows such system models to be partitioned
and executed in a distributed fashion. At device level, such models are traditionally
implemented onto programmable logic controllers and industrial PCs. In this paper, we
discuss work in progress on developing a mapping allowing to implement a subset of
IEC 61499 models onto light-weight embedded devices (MCUs). We propose and detail
an event semantics, and its mapping to the notions of tasks and resources for Stack
Resource Policy based analysis and scheduling. Moreover, we show how the proposed
mapping can be efficiently implemented under the RTFM-kernel. Finally we outline a
prototype tool-chain and discuss related, ongoing and future work.

1 Introduction

Industrial control systems are traditionally implemented using Programmable Logic Con-
trollers (PLCs). In order to improve portability of control applications standards such
as IEC 61131-3 [1] have been established. As a part thereof Function Blocks have been
introduced in order to provide a component based means to modularise designs and
improve design efficiency through reusability.

Recently, the standard IEC 61499 [2] has been approved, which introduces event based
communication and adds the possibility of distributing applications onto a network of
devices. Traditional implementation techniques for industrial PLCs rely on real-time
operating systems and software run-time environments that imply high resource demands,
hence prohibit the deployment to light-weight devices.

To this end, this paper attempts to address the outsets for execution of Function Block
based designs onto light-weight controllers (MCUs) with limited resources.

In this paper we introduce an extension of the model that allows to distinguish syn-
chronous and asynchronous events. The rendered model is still compliant to the IEC
61499 standard, as the synchronous events can be seen as just immediately served asyn-
chronous events.

We define a mapping from the extended IEC 61499 model to the notions of tasks and
resources under the Stack Resource Policy (SRP)[3]. The mapping provides:
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• an unambiguous execution semantics,
• an outset for analysis, e.g., response time, overall schedulability and stack memory

usage, and
• an outset for efficient scheduling.

In this paper we focus on detailing the extended IEC 61499 model, the mapping to SRP
and the implication to hardware assisted scheduling offered by the RTFM-kernel [4].

2 IEC 61499 Execution Semantics

In this section we briefly review the informal semantics of IEC 61499 based on the [2] IEC
document and common interpretation/understanding. The IEC 61499 standard covers
distributed control systems from a holistic perspective. For this work, we focus on device
level issues, and in particular the implications to scheduling and resource management
from a general real-time systems perspective.

Execution semantics are informally specified in the standard which leaves some room
for interpretation by implementers. (There is as of 2014 no reference implementation of
IEC 61499, 4DIAC is considered to be the closest to the currently approved standard.)

The IEC 61499 standard stipulates an (implicitly asynchronous) event-based communi-
cation model, where execution is triggered by the occurrence of a corresponding event.

2.1 Function Block Types

A Function Block (FB) is described in terms of a set of input events with associated input
data variables, and a set of output events with associated output data variables.

Basic Function Blocks

For basic FBs the functionality is described in terms of an Execution Control Chart
(ECC).

Service Interface Function Blocks

Internal operation of an SIFB is implementation/vendor dependent and is not explic-
itly covered by the IEC 61499 standard. However, their interaction behavior can be
expressed/specified in terms of a Service Sequence. They can be used to introduce
timers/delay elements and to implement interaction with the underlying hardware and
interfacing external code (such as communication libraries, etc.).
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Composite Function Blocks

A composite FB can be used to encapsulate an FB-network into a component for reuse
purposes. The encapsulated FB-network can consist of basic FBs and SIFBs as well as
another composite FBs.

2.2 IEC 61499 Resources, Devices and Scheduling

Each FB (including Composite FBs) instantiated in an application needs to be mapped to
a resource residing on a target device. All incoming and outgoing events from a resource
need to go through an SIFB.

Resource Scheduling

Each resource is associated with an event scheduler. Events should be provided from
the scheduler in sequential manner (each delivery contains a single event). When an
event is delivered to an FB the associated data variables are read (sampled) from the
incoming wire, and correspondingly, when an event is emitted from an FB the associated
data variables are written to the outgoing wire. To ensure consistency, events and their
associated data operations should be treated atomically. Besides that, the standard leaves
eventing semantics (at resource level) undefined. In effect, this leaves event delivery order
and buffering mechanism (size, event/data association, ageing, overflow handling, etc.)
up to the implementation.

ECC Execution Semantics

The ECC defines the state transition conditions and corresponding actions. These con-
ditions are of three forms;

• Form 1: a (single) input event,
• Form 2: logical expression on input variables, internal variables and output vari-

ables, and
• Form 3: Form 1 in conjunction with a Form 2 expression.

The ECC execution mechanism is captured by the state machine in Figure 1, starting
in S0.

When an input event is handled, the associated input variables are read (sampled) from
the environment (wire) (t1 in Figure 1), and possible ECC transitions are inspected in
S1. (If numerous possible transitions are possible, the standard stipulates the natural
order from the underlying XML specification.)
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Figure 1: ECC operation state machine.

When a transition is taken in the ECC (t3), a sequence of associated actions (defined in
the target state) are performed (S2). Each action identifies an (optional) algorithm to be
executed and (optional) output event. Algorithms can mutate (read/write) input, inter-
nal, and output variables (hence as a side effect change the values under which transition
conditions are evaluated). When an output event is handled, the associated data out-
put variables should be atomically written to the environment (before the corresponding
output event is visible). After the sequence of actions has been performed (t4), further
possible transitions are inspected and taken (t3) until no further transition is possible
(t2). An input event is considered to be consumed when taking either branch t3 or t2.

2.3 Implication to scheduling and input/output behavior

The execution semantics are not formally defined (and event handling ambiguities at
resource level have already been discussed). This has led to different interpretations and
implementation approaches, rendering diverging and inconsistent input-output behavior
for the same model (depending on run-time and operating system specifics). This goes
far beyond what would be considered as sound non-determinism, making it hard or even
impossible to reason on correctness, replaceability, interoperability etc. This is non-
satisfactory, as it prohibits re-use of models across vendors/frameworks. The lack of
formal semantics also limits the analysis of FB model behavior to the specific semantics
of the run-time system at hand.

3 Light-weight Scheduling under RTFM-kernel

In this section we review the basic properties of SRP and the RTFM-kernel.
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3.1 SRP Scheduling exploiting Interrupt Hardware

The Stack Resource Policy [3], is a general approach to preemptive scheduling under
shared resources. The requirement that resources are claimed/released in a LIFO order,
allows (deadlock free) execution on a single stack. As a priori information the set of
tasks are given along with information on their resource usages. For static priority
scheduling, e.g., deadline monotonic (DM), SRP analysis can be applied to derive a
(static) priority ceiling for each resource. This information can be directly applied to run-
time scheduling, and as shown in [4], allows an SRP-DM scheduler to efficiently exploit
preemptive interrupt hardware. Similar approaches to hardware assisted scheduling has
been shown e.g., in [5] and [6].

3.2 Hardware requirements

The approach to efficient SRP-DM based scheduling [4] assumes that the underlying
hardware (interrupt controller) support preemptive dispatching of incoming interrupts
(on basis of priorities). It also assumes that there is some mechanism to implement
task admittance under the SRP-current system ceiling (CS). Under RTFM-kernel this
amounts to prohibit the dispatching of interrupt service routines with priority less or
equal than CS.

Many modern MCUs (e.,g. the ARM M0/M3 families [7, 8]) have support for preemp-
tive interrupts and necessary means to prohibit dispatching, either directly (BASE_PRI
register or similar) or by disabling interrupts.

The kernel reported in [4] is parametrized w.r.t. vendor specific information, hence
is directly applicable to a vast variety of ARM based platforms. (It can straightfor-
wardly be adopted to support other architectures meeting the aforementioned hardware
requirements.)

3.3 The RTFM-kernel

From a programmers perspective the RTFM-kernel C code API is minimalistic by design.
It comprises

• binding of resources to resource ceilings,
• binding of tasks to the hardware interrupt vector,
• locking/unlocking of a resource, and
• the pending of a task.

Each kernel primitive boils down to only a few machine instructions on the ARM cortex
hardware. For details on the implementation and performance assessment we refer the
reader to [4].
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4 Mapping of IEC 61499 to the RTFM-kernel

In this section we discuss the execution model for FB based systems from a light-weight
scheduling perspective, and propose a mapping of FBs to the notions of tasks and re-
sources found in [4]. The mapping gives an unambiguous execution semantics, and allows
us to reason on properties of the system in terms of memory requirements (static foot-
print, heap and stack) as well as response time(s) and overall schedulability.

4.1 RTFM Events

We assume each FB in our extended IEC 61499 model to indicate whether an output
event is to be treated synchronously or asynchronously. (If no information is given, the
event is considered to be synchronous).

RTFM Synchronous Event

Emitting a synchronous event from a sending FB corresponds to a call to the receiving
FB (e.g., invoking the ECC).

RTFM Asynchronous Event

Emitting an asynchronous event from a sending FB amounts to the pending of a corre-
sponding task.

4.2 RTFM Tasks

Each chain of synchronous events is a task te. The head of such a chain is always triggered
by an asynchronous event e.

4.3 RTFM Priorities

We assume each asynchronous event in the model is associated to a priority p(e). The
corresponding task (chain of synchronous events) will be run at this priority.

4.4 RTFM Resources

The 61499 notion of a resource differs from the notion of a resource used in classic
scheduling theory (as undertaken by the RTFM-kernel). An RTFM resource is at any
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instance in time unlocked or claimed (locked) by a single task, (i.e., RTFM resource is a
single unit resource related to the original work in [3]).

Each FB b is associated to a resource r(b), and each wire w is associated to a resource
r(w). This allows us to see both FBs and wires as being stateful entities, protected from
race conditions through their associated resources.

4.5 Execution model

Whenever a task t enters an FB, the corresponding r(b) must be locked (and on exiting
unlocked). This ensures the LIFO order for SRP based scheduling.

Let r(e) denote the set of resources for the wires associated with the event e and the FB
b(e) itself. According to the IEC 61499 ECC execution semantics, the associated data
should be sampled when an event ein is delivered (t1) in Figure 1. This corresponds to
a critical section,

LOCK(r(ein)), RD(wires), UNLOCK(r(ein)) (1)

for sampling the associated data variables. Accordingly, when emitting an event eout,
writing the associated data variables,

LOCK(r(eout)),WR(wires), UNLOCK(r(eout)). (2)

4.6 Consistency and Compliance

This mapping ensures race free access to shared resources (FBs and wires). During
execution, RTFM-kernel guarantees that only one task may at any time access a shared
resource, i.e., the state of an FB will be protected as well as the contents of wires, under
the concurrent/preemptive execution model provided by the RTFM-kernel.

Side conditions

In order for an IEC 61499 model to provide a valid mapping to the RTFM-kernel, the
following must hold:

1. the model should be free of cycles in synchronous event chains, and
2. during run-time, asynchronous events should not re-occur before being dispatched.

Violating the first criterion would render a dead-lock (trying to claim an already claimed
resource), and is detected at compile time when deriving the task-set from the model. A
valid model can be derived implicitly or explicitly by breaking such synchronous event
chains by an asynchronous event.
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Violating the second criterion would render a missed event e since (besides the 1-sized
buffer provided by the interrupt hardware) we perform no buffering of events. This can
be detected at compile time. Let rt(te) be the response time for the task te and ia(te)
the inter-arrival time for te. Assume rt(te) < ia(te), then te will be both dispatched and
executed to completion before te will re-occur, hence it is sufficient to show rt(te) < ia(te)
to avoid missed events.

Even if rt(te) > ia(te) the system may still be scheduleable given adequate buffering of
outstanding events. Determining their required queue length boils down to the general
problem of queuing theory, and is out of scope for this presentation.

IEC 61499 Compliance

Given that the side conditions hold, we have a valid mapping from device level FB
models to the notions of tasks and resources. We claim that we uphold correctness with
respect to the IEC 61499 standard. From a semantic perspective, updates due to a
synchronously executed event, will not be visible to the sender (until next invocation of
the sender’s ECC), hence the synchronous execution model preserves the asynchronous
61499 semantics also in that respect.

5 Tool-Chain

We implemented the proposed theoretical mapping by developing a framework (RTFM-
4-FUN) to perform automatic code generation from device level FB models to RTFM-
kernel based executables. IEC 61499 models (FBs and system descriptions) are created
using the open source 4DIAC framework, where FB descriptions are annotated by input
event to output event relations. Events can be annotated as being either asynchronous
or explicitly synchronous. For asynchronous events, priority and inter-arrival time can
be optionally specified. The event annotations are used by the RTFM-4-FUN tool to
generate C code, that using the RTFM-kernel primitives can be executed on bare metal.
The prototype implementation has been successfully tested on the ARM Cortex M3
(LPC1769) and results validate its feasibility.

6 Related Work

As already mentioned, the IEC 61499 standard has already given rise to a number of
tool chains, but as of now there exist no complete reference implementation [9]. The
standardization committee is currently working to further refine the specification in order
to clarify the execution semantics (especially at resource level). An interesting approach
is found in [10], taking the outset from synchronous languages. They propose a Globally
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Figure 2: Example system with a periodic Timer, triggering the reading of a hard-
ware register In, which in turn triggers the computations in CTRL and in turn
the writing of another hardware register Out. Events are synchronous besides the
Out_INTO→TIMER_START (to avoid any synchronous cycle). By making In_DR asyn-
chronous, we can let the (potentially time consuming) computation in CTRL run at lower
priority (hence allow higher priority tasks preempt the computation). Alternatively, by
triggering the Out_SET directly from the timer Timer_Trig we can force the update to
be postponed in sync to the next data reading. This would minimise jitter at the expense
of additional delay.

Asynchronous Local Synchronous (GALS) execution model, where (instead of delivering
events in a sequential manner) all events are made available to all function blocks. Within
an FB network, execution is concurrent and locally synchronized in terms of ticks. The
execution model is formalized which opens up for reasoning and analysis. The approach
differs from ours in the sense that they deliberately stepped aside from the IEC 61499
execution semantics. Yoong [11] also propose an instantaneous execution model for FBs
similar to our proposal. However, we approach the problem from an real-time scheduling
perspective, identifying tasks/priorities and resources. We refer the reader to [4] for
motivation of SRP and further details for the RTFM-kernel.

7 Ongoing and Future Work

The underlying execution model opens up for offline analysis, e.g., response time and
overall schedulability (useful e.g., to validating real-time performance and side condition
2 mentioned in 4.6). Under the RTFM-kernel all tasks are running on a shared (execution)
stack. To derive safe and tight maximum stack requirement is another topic set for future
investigation based on previous work [12].

Synchronous events introduced in this text, do not allow data to be returned syn-
chronously, thus forcing data flow (feed forward) models, as seen in the example in
Figure 2. We are currently investigating the implications of extending the IEC 61499 stan-
dard by synchronous requests. Moreover, associating asynchronous events with arrival-
and response-times, would allow the programmer to precisely express timing requirements
and to provide and outset for models (and their execution under the RTFM-kernel) to
be free of scheduling artifacts such as jitter causing accumulated drift.
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8 Conclusions

In this paper we have discussed the IEC 61499 standard with a focus on scheduling FB
based models onto resource constrained platforms. As a main contribution of the paper,
we discuss in detail the outset for light-weight scheduling and propose a theoretical
mapping of device level FB models onto the RTFM-kernel for real-time execution. As
based on SRP scheduling, the mapping provides an unambiguous execution semantics to
device level FBs as well as a plethora of available methods for offline analysis.
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RTFM-core: Course in Compiler Construction

Marcus Lindner, Andreas Lindner, Per Lindgren

Abstract

The course in Compiler Construction is part of the Computer Science masters program
at Luleå University of Technology (LTU). Since the fall of 2014, the course is given by
the Embedded Systems group. This paper outlines the course syllabus and its relation
to CPS/IoT and embedded systems in general. In particular, the course introduces do-
main specific language design with the outset from the imperative RTFM-core language.
Students are exposed to design choices for the language, spanning from programming
model, compiler design issues, back-end tools, and even run-time environments. The
intention is to give a holistic perspective and motivate the use of compilation techniques
towards robust, efficient, and verifiable (embedded) software. Of course, developing ba-
sic skills is not overlooked and as part of the laboratory assignments, students extend
the minimalistic Object Oriented language RTFM-cOOre and develop the compiler ac-
cordingly targeting the RTFM-core language as an intermediate representation. As the
RTFM-core/-cOOre compilers are implemented using OCaml/Menhir, the students are
also exposed to functional languages and to their advantages in the context of compiler
construction. However, for their own development they may choose alternative design
tools and languages. This gives us the opportunity to review and correlate achievements
and efficiency to the choice of tools and languages and it is an outset for future course
development.

1 Introduction

Robustness, real-time properties, and resource efficiency are key requirements to- and
properties of- embedded devices of the CPS/IoT era. In this paper, we present the
newly designed course syllabus of the compiler construction course at LTU, based on
the domain specific language approach RTFM-core (alternatively referred to as -core in
the following). The language is geared towards facilitating the software development
for lightweight embedded devices, such as embedded sensors, actuators, and controllers
common to CPS and IoT applications. The paper discusses a new approach for teaching
the important topic of compiler construction in computer science studies and shows how
the concepts are presented using the example of a language specialized for embedded real-
time development. The design and compilation of the language is presented in context
of showing its capabilities for specification and verification of real-time properties.
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Figure 1: Common Compiler Architecture.

The -core compiler produces highly efficient implementations amenable for static ver-
ification of real-time properties and resource utilization. The programming model of
-core is reactive, based on the familiar notions of concurrent tasks and (single-unit) re-
sources. The language is kept minimalistic, capturing the static task, communication,
and resource structure of the system. Whereas C-source can be arbitrarily embedded
in the model (and/or externally referenced and linked) the step to mainstream develop-
ment is minimal and smooth transition of legacy code is possible. A prototype compiler
implementation for the -core language has been developed (implemented in the OCaml
language [1], using the modern Menhir tool [2] for parser generation). The compiler gen-
erates C-code output that compiled together with the RTFM-kernel primitives [3] runs
on bare metal. The RTFM-kernel guarantees deadlock-lock free execution and efficiently
exploits the underlying interrupt hardware for static priority scheduling and resource
management under the Stack Resource Policy [4]. This allows a plethora of well-known
and state of the art methods for static verification (response time analysis, stack memory
analysis, etc.) to be readily applied.

Another target for the C-code output of the -core compiler is the thread based run-time
system RTFM-RT [5]. Different from the RTFM-kernel, it executes -core programs on
mainstream and widespread thread based operating systems like Windows, Linux, and
Mac OS X.

A common construction of a compiler is shown in Figure 1. Its front-end creates an
internal representation of the input text. The structure used for that is called abstract
syntax tree (AST). Subsequently, the back-end emits the output text from this AST.
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1.1 Goal

Our primary goal is to demonstrate the potential of compilation techniques to address
domain specific challenges. Settings of CPS/IoT typically involve requirements on ro-
bustness, reactive real-time performance, and power efficiency of the target devices. To
this end, the specific design choices for the -core language, spanning from program-
ming model, compiler design issues, back-end tools, and even run-time environments are
motivated and scrutinized. The -core compiler allows the students direct hands-on ex-
perience. Due to its simplicity, the discussed problems and solutions can be presented
and demonstrated in terms of their concrete implementations. The complete compiler
including common definitions (Common.ml), error handling (Error.ml), command line
parsing (Cmd.ml), source code lexing and parsing (Lexer.mll/Parser.mly), AST rep-
resentation and pretty printing (AST.ml), and Main.ml amount in total only to a few
hundred lines of code.

1.2 Method

We strongly believe that the succinctness of representation due to the functional language
(OCaml) for the compiler implementation can be of great help to convey principles and
facilitate understanding. To this end, our compiler implementation relies only on the
standard libraries of OCaml, which are well designed, excessively proven by use, and very
well documented. With that said, we are aware of alternative and additional libraries (like
Core/Batteries), which may allow even more succinct, efficient, and elegant solutions.
However, simplicity was the key for our decision and introducing additional libraries
adds to the instep for understanding. One exception is the choice of Menhir. While being
(to a high degree) backwards compatible to ocamlyacc, Menhir offers more flexibility and
better error reporting and is to be considered as the preferred choice for new developments
(as stated, e.g., in the excellent Real World OCaml textbook [6]).

As the RTFM-core compiler is developed using OCaml/Menhir, the students are exposed
to the advantages of functional languages in the context of compiler construction, here
used to implement an imperative language. For their own development, they may chose
alternative design tools and languages (such as ANTLR/Java [7]). If doing so, they
themselves have to cover the ground of re-implementing the necessary parts of the -
cOOre compiler into their language of choice. A seemingly daunting task, however, the
-cOOre implementation is even smaller than the -core compiler, so it is indeed feasible
for the determined student.

1.3 Content

Of course, key content of the course aims at developing basic skills in the area of compiler
construction and is not overlooked. The main part of the laboratory assignments is
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dedicated to manifesting theories and principles by hands on experience into extending
a compiler for the (minimalistic) RTFM-cOOre Object Oriented language. W.r.t. code
generation, the students target the RTFM-core language as an intermediate program
representation. To this end, we step aside of the tradition of focusing low-level, register
allocation methods, stack layout schemes, etc. This is a very deliberate choice based
on the strong belief that students are more likely to deploy compilation techniques at
much higher level (rather than new back-ends to non-supported target architectures or
to compete with/improve on existing compiler back-ends).

Nevertheless, back-end issues and compiler optimizations are not left out of the course.
On the contrary, they are important and discussed, but not in the traditional way. Pro-
grams in -core and the OO -cOOre (fronted) language are purely static. This hugely fa-
cilitates analysis and methods to program specialization (omitting costly pointer derefer-
encing during run-time) are introduced. Targeting light-weight embedded systems RAM
is likely a sparse resource in comparison to FLASH/program memory storage. (E.g.,
the Cortex M3 LPC 1769 features 16/32 kb of RAM, and 512 kb of FLASH.) Hence,
the duplication of code (due to specialization) can be argued for and is favorable not
only w.r.t. speed (CPU cycles), but also register pressure (for the intermediate addresses
during dereferencing), for function calls (omitting parameters where target addresses
are known), etc. Also w.r.t. power consumption, the reduced number of clock cycles
allows the processor to return to low-power operation earlier. In the case of off-chip
memory referencing, memory operations per-se may also be a factor to the overall power
consumption.

1.4 Student Qualification

Students are expected to have good knowledge of imperative and object-oriented pro-
gramming, discrete mathematics (functions and relations, set theory, state automata),
and algorithms (searching and sorting, common data structures like queues, stacks, lists,
trees, and graphs), as well as basic skills in real-time systems and micro-computer en-
gineering (specifically stack-based assembly programming and analysis of automatically
generated assembly code from C).

1.5 Syllabus Overview

In brief, lecture 1 gives an introduction to compilers in general and the challenges specific
to CPS/IoT settings, such as resource constrained targets, support for reactivity/concur-
rency, and resource management as well as analyzability w.r.t. to resource usage, e.g.,
memory and power, as well as real-time properties.

Lectures 2-10 cover basics of compiler construction, all the way from parsing and static
analysis (well-formedness etc.) to code generation. Theory is followed closely by prac-
tice. The students work on extending the RTFM-cOOre language and compiler. The
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distinctive characteristic of both -cOOre and -core is their static nature. Hence, models
can be put to static analysis and offer a highly predictable behavior, required in many
CPS/IoT settings.

Lectures 11-15 introduce our prior, current, and future research directions related to
the RTFM-lang development at LTU. RTFM-lang is in this context the collection of lan-
guages, run-time systems, and tools for analysis, developed to address problems targeting
challenges of embedded, real-time, and multi-core/multi-cpu software. In this way, the
challenges stated in the course are revisited and students see how their own developments
relate to the current state-of-the-art research in the field of embedded real-time systems.
In contrast to standard courses in compiler technology, their own developed compiler
is not just a mere toy compiler for a toy language, but rather a useful extension (and
abstraction) to an already useful domain specific language. The challenges and concepts
discussed towards the end of the course can all be related to their own developments,
which hopefully may inspire students to dig deeper into the field.

2 Syllabus, Lecture by Lecture

Each subsection amounts to a lecture or a seminar of the course. In this paper, we focus
on the context and learning outcomes, not the detailed content.

The course is given as weekly lectures and seminars (15*90 minutes), accompanied by 6
laboratory assignments. Examination and grading is done on the evaluation of laboratory
work and a final exam (given at the end of the course).

Required tools are to a large extent installed and configured by the students (which
also adds to their skill set). Course material (background readings and references, slides,
examples, as well as installation and configuration instructions) is offered online and
made publicly available [8]. This allows students, engineers, and researchers worldwide
to dig in. The RTFM-core compiler is intended to be free to use in non-commercial
settings. In this way, the course material serves multiple purposes, on the one hand for
educational purposes and on the other hand for engineers and researchers that like a
deeper insight into the design choices behind the -core and -cOOre languages and their
supporting tools (compilers and run-time systems).

2.1 Introduction

Background

The first lecture gives an introduction to compiler construction at large, covering lan-
guage design (static and dynamic semantics), lexing and grammar rules formulation,
intermediate (internal representation) compilation steps (well-formedness, etc), and code
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generation. The RTFM-core language and its compiler rtfm-core are used as a running
example, relating each introduced concept to its concrete -core counterpart.

The RTFM-core language

The driving challenges of embedded software are presented and concepts of reactivity/-
concurrency, resource management, and real-time/resource analysis are covered in the
context of -core and the RTFM-kernel. Key characteristics of -core are its static task,
communication, and resource structure. This lends models/programs in -core exception-
ally well to compile time analysis, as well as to compilation into efficient executables.

The complete tool chain, from -core source to bare metal executables, is demonstrated.
Furthermore, driving challenges to multi-core and multi-CPU targets are presented and
concepts of threads and parallelism are covered in the context of the run-time system
RTFM-RT. It executes -core models by exploiting the available parallelism of the thread-
based hosting environments Mac OS X, Linux, and Windows.

We choose RTFM-RT as the preferred run-time environment for the compiler construc-
tion course. However, students may choose to evaluate their developments under the
bare metal target at will.

Assignment 1:RTFM-core

The students set up the tool-chain for RTFM-core. It consists of the OCaml/Menhir
installation, a development environment (Eclipse OcaIDE plugin), and the graphviz tool-
suite for visualizing task sets and resource utilization of -core programs.

Optionally, the back-end tools for executing RTFM-core on bare metal are installed. In-
ternally we target the LPC1769 ARM-Cortex M3 MCU under the Eclipse based LPCX-
presso environment.

First trials with the -core compiler are applied by the students and they explore the
compiler options for source code analysis, as well as the debugging options provided
by the back-end RTFM-RT and (optionally) debugging facilities provided by gdb under
either RTFM-RT or the bare metal RTFM-kernel.

In order to finish the assignment, the students solve a set of control questions together
with a given programming problem in -core. A set of given examples determines the con-
trol questions on syntax and semantics. The correctness of operation of the programming
problem is shown by exploiting the compilers debugging options.
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2.2 -core Compiler 1

OCaml from scratch 1

In order to efficiently work on the -core compiler, a gentle introduction to OCaml is given.
For additional references, we suggest the Real World OCaml book (available free as web
content [6]). It also includes a chapter on parsing using Menhir.

Lexing and Parsing

This lecture gives a brief introduction to the definition of a language (grammar), different
parsing methods, and their strengths. Regular expressions, Menhir, and LR(1) parsing
is more elaborately presented. We first look at some "textbook" examples and later go in
further detail on the core source files Lexer.ml, Parser.ml, and AST.ml and the AST
output from core [- d_ast]. In particular, nested parsing for inline C-code, single and
multi-line comments require a gentle introduction.

Finally, we define a new statement halt to the RTFM-core language and see what
necessary adaptations it requires to the compiler front-end.

2.3 -core Compiler 2

From front-end to back-end

Following the previous introduction to the compiler (front-end), we now follow the newly
added halt statement through the succeeding compilation stages, making necessary ad-
ditions all the way from compiler to code emission.

Assignment 2: Making a statement

Students define their own statement/built-in function, argue its use, and implement it
in the compiler. For passing the assignment, the compiler needs to emit corresponding
code. For a higher grade, the added functionality needs to be supported in the graphical
output. For the highest grade, dynamic semantics needs to be implemented and shown
in DEBUG mode of the RTFM-RT or logged by the RTFM-kernel.

2.4 -cOOre 1

RTFM-cOOre is a minimalistic OO front-end to the -core language.
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Syntax and Parsing of RTFM-cOOre

A grammar similar to MiniJava [9] (without inheritance at this point) is given to the
students. MiniJava is popular in teaching compiler construction and has been the outset
for the course previously given at LTU, which allows the re-use of some bread-and-butter
material. Here we cover precedences and fixities (and exemplify on the expressions of
RTFM-cOOre). We look at the dangling else problem [10].

A suggested AST is presented (in OCaml) and a set of example programs is introduced
(good suit/bad suit that should be accepted/rejected by the parser).

Assignment 3: Parsing of -cOOre

The students start implementing their parsers for -cOOre.

2.5 -cOOre 2

Static Semantics

Here, we discuss the importance of compile time (static) analysis to verify correctness,
resolving ambiguities (e.g., overloading of operators), and to guarantee soundness. Prob-
lems of unknown values and the general halting problem [11] are discussed.

Well-formedness of -cOOre

We discuss the type system of -cOOre and introduce inference rules for (a partially
incomplete) well-formedness checking. Suggested data structures and OCaml for type
checking is discussed (i.e, data types, associative lists/maps for environments). Simplicity
is preferred to performance.

Assignment 4: Well-formedness

The students complete the well-formedness inference rules and their parser should now
reject/pass the corresponding test suits.

2.6 -cOOre 3

Code generation is introduced.
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Dynamic semantics of -cOOre

We present a mapping from the OO model to tasks and resources of the -core language.
The mapping supports complete state encapsulation and state integrity, even in a concur-
rent setting. Through the implemented prototype compiler we demonstrate that -cOOre
code can be (safely) executed by the RTFM-RT run-time. The prototype compiler is
accessible to the students as a reference to which they can compare their compiler’s
behavior.

Code generation

We look in detail at the transformations required to go from -cOOre to -core.

Assignment 5: Code generation

At this point, the students start to implement code generation for the input language
and iteratively enlarge the supported subset until the input language is covered.

2.7 -cOOre 4

We give a general introduction to object orientation [12] and inheritance and discuss
alternative approaches.

Syntactic extensions

Syntax for inheritance for RTFM-cOOre is given.

Well-formedness criteria

The criteria for well-formedness is partially given in the form of inference rules. Checking
it involves computing the transitive hull for cycles. A general algorithm in OCaml is
presented and discussed.

Assignment 6: The -cOOre compiler

Completing the RTFM-cOOre compiler involves

1. completing all prior assignments (1-5),
2. implement parsing and type checking for the extended RTFM-cOOre language,
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3. optionally completing the well-formedness inference rules to allow for inheritance
and subtyping, and

4. optionally implement code generation including inheritance.

2.8 -cOOre 5

At this point, we discuss alternative approaches to implement inheritance and possibilities
for optimization.

In particular, we discuss options for specialization of code, reducing or even completely
removing the overhead of pointer dereferencing. A prototype implementation is presented
and put to use, showcasing the benefits of specialization on a set of illustrative examples.

2.9 -cOOre + -core = TRUE

The RTFM-core language allows C-code to be embedded in tasks and functions. In
this way, -core is a complete language (allowing to interact with- and operate on- the
environment, e.g., memory and registers of the underlying platform or perform calls to
the hosting environment).

In this lecture, we discuss the integration of native -core constructs into -cOOre models
by introducing interface declarations. A prototype implementation is presented and the
implementation is described.

2.10 Module systems

The -core language allows the inclusion and linking of external C code. However, external
code is not seen as part of the -core model (as inclusion and linking is done outside the
core compiler). In this lecture, we show an extension to a simplistic module system and
its implication to scoping rules of the compiler. Furthermore, we discuss how -cOOre
could be extended in a similar fashion.

2.11 Dynamic Object Instantiation

Programs/models in -core/-cOOre are purely static, with the advantage of analyzability
and efficiency. This fits well in the context of embedded systems, like CPS and IoT
applications, where nodes are typically light-weight, resource constrained, and operat-
ing under real-time requirements. However, general purpose applications may be more
conveniently expressed by allowing objects to be dynamically allocated. We discuss the
implications both to compiler design and the supporting run-time environment. Specif-
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ically, we introduce the concepts of reference counting, copying collectors, and region
based memory managers.

2.12 Memory Protection

The static semantics of -cOOre guarantees the property of complete state encapsulation,
while the dynamic semantics enforces state integrity. Thus, in the ideal case of error
free run-time systems, error free compilation of all software, and error free hardware,
memory protection can be considered unnecessary. The question is whether we can trust
this? In practice no, unless all involved software and hardware has been formally defined
and proven correct (which is not yet the case). And even then, correctness of hardware
operations is only provided to a degree of probability. Moreover, whenever allowing
arbitrary C-code to be included (section 2.9), the risk of violating memory consistency
is evident.

2.13 Mixed Criticality Systems

Criticality of functions in a mixed criticality setting may range from implying collateral
damage, mission failure, or even just imply degraded quality of the perceived service. For
many reasons, cost, power, space, or convenience, it may prove advantageous to share
resources (e.g., CPU platform) between functions operating under different requirements.
Traditionally, this is approached by separation, sand-boxing partitions into virtual ex-
ecution environments. While relatively straightforward, this requires hardware support
and a managing hypervisor. Thus, in the context of light-weight systems this is in many
cases not a feasible solution.

Alternatively with support for memory protection (Section 2.12), we discuss the outsets
from a language perspective. We review previous work on defining sections of criticality
directly in the RTFM-language [13]. Such models, executed on bare metal by the RTFM-
kernel primitives, are robust against overload and memory allocation failures caused by
non-critical functions. Critical functions on their hand are implemented statically (hence
have no memory allocations, thus cannot fail). Access to hardware is exclusive to the
the critical parts. Thus, the degree of trust is only limited by the correctness of the tool
chain, the kernel implementation, and the underlying hardware.

2.14 CompCert

RTFM-core relies heavily on correctness of the C code compilation. This is currently also
the case for RTFM-cOOre, but the generated code is under full control of the compiler
allowing solutions where we generate assembly or even machine code directly. Another
approach is to turn to general C compilers that provide at least some degree of trust.
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To this end, the CompCert C compiler (ccomp, [14]) has an outstanding position. The
complex compilation stages from preprocessing to the generation of abstract assembly
syntax is purely defined in Coq [15] and has been verified through machine checked
proofs. The compiler itself is built from automatically extracted code (generated from the
Coq definitions) together with wrapping code (written in OCaml) for file I/O, compiler
options, and conversion from abstract assembly to text.

In this lecture, we review our recent work on extending the CompCert C compiler to
generate RTFM-kernel executables for the modern ARM Cortex family by porting the
already existing ARMv3 back-end to the ARMv6/7m thumb2 instruction set. Addition-
ally, we discuss our added language built-ins that gives the programmer full control of
the memory consistency and show how they are used to guarantee integrity of critical
sections scheduled by the RTFM-kernel.

2.15 RTFM-4-FUN

In the last lecture, we showcase how the RTFM-kernel and the -core language can be
used as intermediate representations in the context of model based design using Function
Blocks. We review our recent work on mapping device level models in the IEC 61499 stan-
dard [16] to the task and resource model of RTFM [17]. Our mapping allows properties
of resource usage and real-time behavior to be verified at compile time. The mapping is
implemented by the RTFM-4-FUN compiler, which translates IEC 61499 (XML format)
models to C code and RTFM-kernel primitives. Currently, Service Interface Function
Block (SIFB) semantics is undefined in IEC 61499, hence verification of IEC 61499 mod-
els builds on mere assumptions or external models of their behavior. We show how the
RTFM-4-FUN compiler can be altered in a straightforward way to produce -core/-cOOre
code. This allows arbitrary mixing of RTFM models with function blocks and provides
both semantics and a language for implementation of SIFBs. In this way, we provide a
single semantic underpinning to the reasoning on IEC 61499 models at device level.

2.16 Course wrap-up

An additional lecture is given, wrapping up the course and address questions. Together
with the students, we share and discuss our experiences and opinions interactively. Addi-
tional course evaluation is performed according to the university’s rules and regulations.

3 Methods and tools

Students get access to a git archive from all sources (including updates and bug-fixes).
The process of setting up and use an Eclipse environment (with git and OCaml support)
is explained and help is available. We anticipate this to greatly facilitate both our work
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::= #> CCode <#
| ISR { }
| Task { }
| Func ( CCode){ }
| Reset { }
|

::= #> CCode <#
| claim { }
| pend ;
| sync ( CCode) ;
|

Figure 2: Grammar for RTFM-core.

(supervising the students) and their own developments. Furthermore, it also gives the
students exposure and experience to modern teamwork environments and engineering
processes.

3.1 The -core compiler

The RTFM-core language (grammar is depicted in Figure 2) is designed from the outset
of simplicity, with a clear focus on constructs for concurrency and real-time operations.

The CCode terminal denotes the presence of embedded C-code in the language, occurring
either at the top level or inside a ISR/Task/Func/Reset statement. Each ISR/Task is
associated with a static integer priority, while Func’s merely facilitate modularization.
The claim is recursively defined (allowing nesting of resource claims).

The students are exposed to the -core compiler implementation in OCaml. They are
given the complete source for the working compiler and we scrutinize its design and
implementation.

Listing B.1 depicts the Menhir (yacc like) grammar, which is succinct and easily under-
standable (while being close to the EBNF given) and listing B.2 its corresponding AST.
This gives us an outset to discuss the principles for parsing and trade-offs (strength vs.
complexity) and demonstrate it in context of the Menhir LR(1) tool.

The lexing part is more challenging. Listing B.3 depicts an excerpt of the Lexer.mll.
Besides introducing regular expressions and ordinary lexing rules, we cover nested parsing
(for the multi-line comments and C inlining), as well as error reporting.

Common problems to lexing and parsing are brought up and the design choices for
the -core compiler are discussed. E.g., by choice of simplicity, params and C code are
stored and processed literally, hence is not understood by the compiler. This is fine, since
potential errors are spotted and reported by the back-end C compiler. In this context,
-core can be seen as an advanced pre-processor for the C language.
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Listing B.1 OCaml Menhir parser Parser.mly.
1 prog:
2 | top* EOF {Some (Prog ($1))}
3
4 top:
5 | CCODE {TopC ($1)}
6 | ISR ID INTVAL LC stmt* RC {Isr (HARD , $2, $3, $5)}
7 | TASK ID INTVAL LC stmt* RC {Isr (SOFT , $2, $3, $5)}
8 | FUNC ID ID PARAMS LC stmt* RC {Func ($2, $3, $4, $6)}
9 | RESET LC stmt* RC {Reset ($3)}
10
11 stmt:
12 | CCODE {ClaimC ($1)}
13 | CLAIM ID LC stmt* RC {Claim ($2, $4)}
14 | PEND ID SC {Pend ($2)}
15 | SYNC ID PARAMS SC {Sync ($2, $3)}

Listing B.2 OCaml AST.ml.
1 type stmt =
2 | Claim of string * stmt list
3 | Pend of string
4 | Sync of string * string
5 | ClaimC of string
6
7 type isr_type =
8 | HARD
9 | SOFT
10
11 type top =
12 | TopC of string
13 | Isr of isr_type * string * int * stmt list
14 | Func of string * string * string * stmt list
15 | Reset of stmt list
16
17 type prog =
18 | Prog of top list
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Listing B.3 OCaml lexer Lexer.mll with continuation in Listing B.4.
1
2 {
3 (∗ t oken s and dependenc i e s ∗ )
4 type token =
5 | PEND
6 ... etc
7 | ID of string
8 ... etc
9 | CCODE of string

10 | PARAMS of string
11 | SC
12 ... etc
13
14 open Parser
15 open Lexing
16 ... etc
17 exception SyntaxError of string
18 }
19
20 (∗ r e g u l a r e x p r e s s i o n s ( r e g exp s ) ∗ )
21 let white = [’ ’ ’\t’]+
22 ... etc
23 let enter_c = "#>"
24 let exit_c = "<#"
25 let params = ( [^ ’*’ ’)’] [^ ’)’]* )?
26
27 (∗ l e x i n g r u l e s ∗ )
28 rule lex = parse
29 | "pend" {PEND}
30 ... etc
31 | enter_c {set_info lexbuf;
32 c (Buffer.create 100) lexbuf}
33 | white {lex lexbuf}
34 | newline {next_line lexbuf; lex lexbuf}
35 | "//" {set_info lexbuf;
36 comment lexbuf}
37 | "(*" {set_info lexbuf;
38 comments 0 lexbuf}
39 | ’(’(params as p) ’)’ {PARAMS (p)}
40 | eof {EOF}
41 | _ {raise Parser.Error}
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Listing B.4 OCaml lexer Lexer.mll continued.
42 and comment = parse
43 | newline {next_line lexbuf; lex lexbuf}
44 | eof {EOF} (∗ at l a s t l i n e i s OK ∗ )
45 | _ {comment lexbuf ;}
46
47 and comments level = parse
48 | "*)" {if level = 0 then lex lexbuf
49 else comments (level -1) lexbuf}
50 | "(*" {comments (level +1) lexbuf}
51 | newline {next_line lexbuf;
52 comments level lexbuf}
53 | _ {comments level lexbuf}
54 | eof {bol lexbuf;
55 raise (SyntaxError("(*..."))}
56
57 and c buf = parse
58 | exit_c {CCODE (Buffer.contents buf)}
59 | newline {next_line lexbuf;
60 Buffer.add_string buf
61 (Lexing.lexeme lexbuf );
62 c buf lexbuf}
63 | enter_c {raise (SyntaxError("#>␣nested"))}
64 | _ {Buffer.add_string buf
65 (Lexing.lexeme lexbuf );
66 c buf lexbuf}
67 | eof {bol lexbuf;
68 raise (SyntaxError("#>..."))}

Similarly, we cover the processing of the AST into target C code and the well-formedness
checks done at this stage (validating -core specific constructs). Compiler command line
processing and other commodity parts of the compiler are left to the students to inves-
tigate and understand on their own hand.

-core programs and run-time

The students have access to the source code of a set of example -core programs, as
well as run-time systems executing -core models on bare metal, POSIX environments
(OSX/Linux), and Win32 platforms. Exposure is ensured both through demonstrations
(at lectures throughout the course) and through their own lab developments.
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3.2 The -cOOre compiler

The basic -cOOre language (Figure 3) and corresponding compiler source is given to the
students. The grammar is defined such that a 1-1 mapping to Menhir grammar and AST
is possible. Likely a more elegant grammar could be presented, but it may somewhat
complicate the mapping to concrete rules for parsing, so we opted for simplicity in this
case.

Each program defines a Root class with a Reset construct. Root and its inner objects
are instantiated at compile time, while Reset is invoked by the run-time on startup. The
static structure allows a simple mapping to -core (Task, ISR, and Reset constructs).

An object instance o amounts to a -core resource ro and a method m amounts to a
Func construct that executes statements s within a -core claim r_o { s }. In this
way, state integrity is ensured by enforcing mutual exclusion between methods executing
on a common object. Method invocations and pending of tasks amount to corresponding
-core sync/pend statements.

The simple design allows for compile time instantiation of the complete model with zero
overhead for class arguments, as well as complete specialization of methods.

3.3 Assignments

Assignments were carried out in groups (typically 2 students in each group). Given the
-core and -cOOre language definitions and corresponding implementations, the students
first make themselves comfortable with the -core and -cOOre languages.

Assignment 1: core/-cOOre first experiences

As a first entry point, the tools are available online and executing through a web interface.
This allows students (and people around the globe) to access and play with the languages
without installing any code/tools locally. Actually, executing -core/-cOOre models is a
bit trickier to offer as an online service, since (at least in the -core language) user’s may
enter arbitrary C code in the models and thus executing these remotely imply security
issues. To this end, pre-compiled tools (compilers and run-time systems) are offered for
local installation under OSX/Linux and Win32 environments.

As part of the warmup, students install the compilers from source and see that they get
expected output (in comparison to the pre-compiled and online compilers).
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::=

::= class < > { }

::=
| ( )

::= int
| bool
| char
| byte
| void

::=

::= := ;
| < > ;
| ( ){ }
| Task { }
| ISR { }
| Reset { }

::= Pend
| Pend .
|
| ( )
| .
| . ( )
|
|
|
| RT_rand ( )

::= ;
| := ;
| := ;
| return ;
| RT_sleep ( ) ;
| RT_printf ( , ) ;
| RT_printf ( ) ;

::= List{ , }

Figure 3: Grammar for RTFM-cOOre.
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Assignment 2: Extending -core

The second assignment is to extend the -core language with an additional halt state-
ment (following the lecture). This involves the lexer, parser, AST, and code generation.
Students then suggest and implement their own -core statement.

Assignment 3: Extending -cOOre

The third assignment is related to more complex parsing problems. An extended grammar
(not depicted in this paper) is given to the students and they need to deal with Menhir
to solve occurring ambiguities. The grammar introduces operations to the primitive data
types and introduce (single dimensional) arrays.

Assignment 4: Well-formedness of -cOOre

The students implement an additional pass for well-formedness check for -cOOre models,
encoding scopes/environments (e.g., through associative lists in OCaml). More advanced
features, such as tracking errors back to source, can be implemented by the students
towards earning a higher grade.

Assignment 5: Code generation

The students implement code generation for the extended -cOOre language. More ad-
vanced features, such as ensuring safe array indexing, can be implemented towards earn-
ing a higher grade.

Assignment 6: OO addition to -cOOre

The first 5 assignments follow closely the lecture structure and students should now be
able to work more independently on extending the language with single inheritance OO
features. The requisite for pass is a working front-end and well-formedness check. Code
generation with complete specialization can be done towards earning a higher grade.

Bonus Assignment

Once the requirements for passing the course are fulfilled, students may revisit prior labs
and earn extra points for final evaluation. Alternative concepts that are discussed from
lecture 8 and on can be worked on, in particular, module system and dynamic object
instantiation seems within reach to ambitious students.
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4 Conclusions and Future Work

In this paper, we present the new syllabus for the compiler construction course of the
Computer Science masters program at the Luleå University of Technology. The course
aims to focus domain specific language design and compilation techniques for resource
constrained devices common to CPS and IoT applications in the embedded systems
domain. Concepts of lexing, parsing, well-formedness, and code generation are covered,
but put in a broader concept, taking the programming model and even the underlying
run-time system into consideration. In this way, we expect that students gain good
fundamental skills as well as valuable insights in the potential of compilation techniques
to solve domain specific problems.

Until now, the new course was given just one time during the fall of 2014. Among
the 16 enrolled students there was a large diversity of backgrounds. Some of them had
no background in real-time systems at all. We also encountered students without prior
knowledge about functional programming.

The course showed a very good throughput. All but one group completed the mandatory
assignments. The students took the chance to individualize their course assignments
in various directions. Two groups used Haskell and one group used SCALA for their
implementation of the -cOOre compiler, thus they had to implement the whole compiler
from scratch. Another group opted for developing editor support instead of working on
the language design.

The main reason for avoiding OCaml for the compiler implementation was prior knowl-
edge in Haskell and SCALA of the students due to previous courses at the university.
Implementing the whole compiler from scratch was considered easier than learning the
differences in both languages, even though both follow the functional paradigm.

Prior exposure to functional programming as a prerequisite would be beneficial for the
compiler construction course. A more thorough introduction to functional programming
with OCaml based on the excellent introductory slides by Stephen A. Edwards [18] could
then be another option for improvement.

In contrast to our suggestion to use the Eclipse plugin, almost all students worked with
the extendable highlighting text editor Sublime. Due to the simplicity of the source
languages -core/-cOOre and their compilers, a full-fledged development environment was
considered too distractive by the students. A simple text editor with text highlighting
and command line tools have been enough to focus on the topics.

Next time given, we plan to discuss a proposal for -cOOre allowing objects to be dynami-
cally instantiated. A prototype implementation of a simplistic (non-optimizing) reference
counting collector will be given, as well as the corresponding syntactic additions and new
inference rules for well-formedness will be highlighted.

Recent work at LTU investigated how resources in the -core language can be protected
by exploiting underlying hardware. As a result, memory protection support has been
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integrated in -core and its compiler, which will be presented in upcoming course cycles
to improve the topics of Section 2.12.
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RTFM-core: Language and Implementation

Per Lindgren, Marcus Lindner, Andreas Lindner, David Pereira and Luís Miguel Pinho

Abstract

Robustness, real-time properties and resource efficiency are key properties to embedded
devices of the CPS/IoT era. In this paper we propose a language approach RTFM-core,
and show its potential to facilitate the development process and provide highly efficient
and statically verifiable implementations. Our programming model is reactive, based
on the familiar notions of concurrent tasks and (single-unit) resources. The language
is kept minimalistic, capturing the static task, communication and resource structure
of the system. Whereas C-source can be arbitrarily embedded in the model, and/or
externally referenced, the instep to mainstream development is minimal, and a smooth
transition of legacy code is possible. A prototype compiler implementation for RTFM-
core is presented. The compiler generates C-code output that compiled together with
the RTFM-kernel primitives runs on bare metal. The RTFM-kernel guarantees deadlock-
lock free execution and efficiently exploits the underlying interrupt hardware for static
priority scheduling and resource management under the Stack Resource Policy. This
allows a plethora of well-known methods to static verification (response time analysis,
stack memory analysis, etc.) to be readily applied. The proposed language and support-
ing tool-chain is demonstrated by showing the complete process from RTFM-core source
code into bare metal executables for a light-weight ARM-Cortex M3 target.

1 Introduction

Embedded software development plays an ever increasing role to implement the function-
ality of embedded devices, and may often dominate the time-to market and development
cost. In the mainstream, C-code still remains the predominant means for software devel-
opment. To facilitate the development, a huge number of light-weight operating systems
have been developed, e.g., ChibiOS, RIOT, and FreeRTOS. In common, they typically
provide thread based abstractions, under which incorrect resource management may lead
to both race conditions and dead-locks. To the end of compile time (static) verification,
very little support is given by the programming models and supporting tools, thus at a
large, the programmer has to reside to manual test based methods. Moreover, although
light-weight in comparison to traditional full-fledged thread libraries and operating sys-
tems (e.g. POSIX threads under Linux), threads come with a run-time overhead. To
overcome this hurdle, timing critical operations can be performed directly by associated
interrupt handlers. However, these are treated non-uniformly (external) to the thread
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model, and special attention has to be put to the handling of shared resources, which
further adds to the complexity of the design.

Alternatively, the programmer turns to a bare metal solution, taking full control of
the underlying hardware, and thus, the complete responsibility for correctness of the
implementation without any help of abstraction.

In this paper we present an alternative approach, based on a reactive programming
model taking the outset of tasks and resources. The generic task/resource model can be
summarized as follows: each task is: associated to a priority and a triggering event; is
run-to-completion (without any notion of waiting for additional events); and may pend
other events arbitrarily (this can be seen as requesting asynchronous execution of the
corresponding task). A resource may be claimed for the duration of a critical section of
a task in a LIFO (hierarchical) manner (i.e., enforcing nested critical sections).

This model coincides with the notion of tasks and resources used in the context of the
Stack Resource Policy (SRP)[1].

With resource constrained systems in mind, the RTFM-core language and run-time
system implementation imposes further restrictions, namely: events are single unit (i.e.,
each event can be either pending or not); an event is considered to be consumed when
the corresponding task starts executing; resources are single unit, i.e., each resource can
either claimed or free; priorities are considered as being static (assigned e.g., from the
deadlines of the corresponding tasks).

In prior work we have shown how such models can be efficiently executed onto bare metal
hardware by the RTFM-kernel primitives [2]. The RTFM-kernel guarantees deadlock-free
execution, and efficiently exploits the underlying interrupt hardware for static priority
scheduling and resource management under SRP. This allows a plethora of well-known
methods to static verification (response time analysis, stack memory analysis, etc.) to
be readily applied.

In our prior work, the programmer manually invokes the RTFM-kernel primitives (pro-
vided as C-code macros). This approach is of course plagued with all the common
problems associated to the use of macros and libraries, since little compile time support
can be offered to prevent the user from violating the programming model. Furthermore,
in order to perform the necessary analysis (i.e., deriving the resource ceilings) for SRP
based scheduling, the programmer had to provide a model (in XML) of the (per task)
resource usage pattern to the Kernel Configuration Compiler (KCC) tool.

In this paper, we present a language (RTFM-core), which addresses the shortcomings of
prior work. Programs (models) written in RTFM-core are automatically translated into
C-code, where invocations of RTFM-kernel primitives are generated by the rtfm-core
compiler, and thus correct by construction w.r.t. the task and resource model. Further-
more, the necessary analysis for SRP based scheduling is performed by the rtfm-core
compiler directly on the given program, precluding the need for additional models (XML)
and tools (KCC). Thus models in RTFM-core are truly executable!



2. RTFM-core Language 147

2 RTFM-core Language

2.1 Syntax

The RTFM-core language (grammar is depicted in Figure 1), is designed from the outset
of simplicity, with a clear focus on constructs for concurrency and real-time operations.
The CCode terminal denotes the presence of embedded C-code. Each ISR/Task is as-
sociated with a static integer priority, while Func’s merely facilitate modularization.
Following the grammar, claim is recursively defined (enforcing well formed hierarchical
nesting of critical sections).

2.2 Well-formedness

The well-formedness criteria for the language involves satisfying the following constraints:
each ISR/Task/Func should have unique identifier Id; each pend Id should match a Task
or ISR Id; each sync Id should match a Func Id; transitive sync chains should be free of
cycles; and Reset/Idle should be uniquely defined. The well-formedness of RTFM-core
is agnostic of the semantics of the embedded C-code. Hence, even if a synchronous chain
would never occur in practice (due to the logic of the embedded C-code) it is considered
invalid. Moreover, the compiler does no attempt at matching formal parameter definitions
(in Func) to actual parameters (in sync), to this end, we rely on the (external) backend
tools for error detection and reporting.

Additionally, in order to uphold well formedness, we assume critical sections (defined
in terms of potentially nested claims) to have single entry and exit points. This implies
that the programmer must ensure that the embedded C-code does not contain control
flow constructs (return, break/continue, goto) crossing critical section boundaries.

2.3 Dynamic Semantics

In the following, we give an informal dynamic (run-time) semantics for the RTFM-core
language, following the notions of task’s and resource’s.

Each ISR, Task and the Reset, is bound to a sequence of statements and is referred
to as a task. Execution of a task (a task instance) is triggered by the occurrence of
a corresponding event and should run-to-completion (i.e terminate). (In the following
we use task and task instance interchangeably.) Reset is a task, invoked once by the
underlying run-time system at startup. A fully deterministic reset behaviour is achieved
as other tasks (pended by the Reset) are blocked until Reset is completed. Idle is a
(optionally non-terminating) background process in the system running at lower priority
than all other tasks in the system. This allows the user to implement target/application
specific power save modes, background jobs, or even hierarchical scheduling.
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Top ::= #> CCode <#
| ISR Id Int { Stmt }
| Task Id Int { Stmt }
| Func Id (CCode) { Stmt }
| Reset { Stmt }
| Idle { Stmt }
| Top Top

Stmt ::= #> CCode <#
| claim Id { Stmt }
| pend Id
| sync Id (CCode)
| Stmt Stmt

Figure 1: Simplified grammar for RTFM-core

The task’s are concurrent in our model (and may execute in parallel). Their associ-
ated priorities may be used by the underlying scheduler (and corresponding resource
and scheduling analysis). However, the execution model does not stipulate any single
scheduling policy, and hence can be applied in many settings, single-core non-preemptive
execution, concurrent/preemptive execution on single-cores, as well as to parallel execu-
tion onto multi-cores.

During execution a task may request (claim) a (single-unit) resource for the duration
of a critical section (limiting concurrency, e.g., as a means to avoid race conditions on
shared memory or specific hardware). Following the grammar, resources will be claimed
in a nested LIFO manner. Moreover, a task may trigger asynchronous execution (pend)
of other task’s. Functions execute synchronously (sync) on behalf of the sender, and may
in turn emit events (pend tasks for execution) and claim resources (which are not the
case for native C code).

As such RTFM-core is a generalization of the task/resource model underpinning the
RTFM-kernel, and hence, as shown in Section 3.1, RTFM-core programs can be straight-
forwardly targeted for scheduling by the RTFM-kernel primitives. Additionally, we offer
alternative targeting to hosted environments (Linux/OSX/Windows) for the scheduling,
which allows for parallel execution of RTFM-core programs onto multi-cores. 1

1Notice, we discriminate in between ISR’s and Task’s purely for practical reasons (in order to later
bind the RTFM-core entry-points to adequate positions of the underlying interrupt hardware ISR vector
for bare metal execution.) To this end, other design choices may be considered, e.g., defining everything
as tasks, with the option to (separately) bind specific tasks to the interrupt vector.
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3 RTFM-core Compiler

The rtfm-core compiler implementation follows the grammar defined in Figure 1, and
allows C-code stored literally in the AST. (The syntax is #> for escaping to C and <#
returning to RTFM-core). Errors in the model are reported by the compiler on first
occurrence, indicating line, column and gives textual feedback.

The backend options provided by the compiler, namely [-gcc | -ccomp | -clang],
allows specific C-code generation, while the target options [-rt|-kernel] selects tar-
geting the generated code according to type of execution environment. Additionally,
rtfm-core provides graphical representation of task sets and resource utilization using
[-gv_task | -gv_res], helpful in the development and documentation process (see
Figures 3 and 2 for respective output).

Inclusion of C-code is supported through #include as well as external linking. Notice,
that included C-code may not contain RTFM-core constructs, since includes are processed
externally to the rtfm-core compiler.

3.1 Targeting to the RTFM-kernel API

The RTFM-kernel, exploits the underlying interrupt hardware for performing scheduling
and resource management under SRP.

In short, (assuming a static priority, preemptive, vectorized interrupt controller) each
task (entry point) is implemented directly as an interrupt handler bound to the inter-
rupt vector. Requesting a task for execution amounts to pending the corresponding
interrupt, while claiming a resource for a critical section amounts to manipulating the
interrupt hardware such to reflect the semantics of the system ceiling under SRP. To
this end, e.g., the Cortex M3/M4 NVIC controller can be efficiently exploited by use
of its BASEPRI register. An interrupt is admitted (scheduled) only if its logic prior-
ity is higher than BASEPRI, thus the BASEPRI register of the NVIC can be used to
implement priority ceiling based scheduling in hardware. The NVIC supports atomic
SETBASEPRI(c)/SETBASEPRI_MAX(c) (where c correspond to a priority), the latter up-
dates BASEPRI only if c > BASEPRI. The RTFM-kernel encapsulate the operations re-
quired for SRP based scheduling in a minimalistic API implemented as C-code macros.
Those of interest are: RTFM_pend(i), which pends ISR[i]; RTFM_lock(c), which reads
and stores the old ceiling value old_c = BASEPRI on the stack and performs the oper-
ation SETBASEPRI_MAX(c); finally, RTFM_unlock(), which restores the old ceiling value
from the stack by performing SETBASEPRI(old_c). For architectures not supporting
setting a ceiling (BASEPRI or similar) the system ceiling can be implemented in terms of
masking the individual interrupts/tasks. In order to conserve interrupt handlers, a local
(FIFO) scheduler may be used for each priority level (out of scope for this presentation).
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Listing C.1 IsrVector.ml for LPC1769.
1 type isr_type =
2 | K (∗ r e s e r v e d by the RTFM ke r n e l ∗ )
3 | R (∗ r e s e r v e d by ARM ∗ )
4 | O (∗ o v e r r i d a b l e but has d e f a u l t imp l ementa t i on ∗ )
5 | F (∗ f r e e to use by the a p p l i c a t i o n ∗ )
6 | U (∗ used by the a p p l i c a t i o n ∗ )
7
8 let isr_vector = [
9 (∗ Core Leve l − CM3 ∗ )
10 (K, "&_vStackTop"); (∗ The i n i t i a l s t a c k p o i n t e r ∗ )
11 (K, "ResetISR"); (∗ The r e s e t hand l e r ∗ )
12 (O, "NMI_Handler"); (∗ The NMI hand l e r ∗ )
13 ...
14 (R, "0"); (∗ Reserved ∗ )
15 ...
16 (O, "SysTick_Handler"); (∗ The SysTick hand l e r ∗ )
17
18 (∗ Chip Leve l − LPC17 ∗ )
19 (F, "WDT_IRQHandler"); (∗ 1 6 ; 0 x40 − WDT ∗ )
20 (F, "TIMER0_IRQHandler"); (∗ 1 7 ; 0 x44 − TIMER0 ∗ )
21 ...
22 (F, "CANActivity_IRQHandler"); (∗ 5 0 ; 0 xc8 − CAN Ac t i v i t y i n t . ∗ )
23 ]
24
25 let isr_maxpri = 32

For further details of the RTFM-kernel primitives and performance advantages, we refer
the reader to [2].

In order to generate code for a specific target, the interrupt vector layout, and range of
supported hardware priories is given. An example for the LPC1769 Cortex M3 is given
in Listing C.1. Each entry is associated an option {K|R|O|F |U} providing information
to the RTFM-core compiler used to automatically generate an appropriate mapping for
the target vector table.

In summary the RTFM-core compiler performs preprocessing and code emission.

The preprocessing is responsible for deriving the resource ceiling values by analyzing
the (static) resource dependencies (per task), allocating each ISR to an index in the
isr_vector according to name, and (iteratively) allocating each Task to a (unique) free
index in the isr_vector. During the prepossessing the model is checked for consistency
(i.e., each named ISR matches a isr_vector entry; each ISR can be assigned a unique
isr_vector entry; and the uniqueness and existence of ISR/Task/Func/Reset/Idle
definitions). The resource analysis traverse each entry point (transitive sync chain) for
resource claim’s and record for each resource the ceiling (the maximum priority of tasks
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claiming each resource). Cyclic claims are rejected (hence recursive sync operations are
not allowed in case any of the involved Func’s performs a claim).

The code emission includes: a mapping from logic to physical priories of the underlying
hardware (isr_maxpri); a RTFM-kernel preamble; and the top level definitions. The
preamble is composed of a set of adaptations for the hardware interrupt vector, setting
task/priority and resource ceiling bindings and for each ISR/Task, code for setting pri-
orities and enabling interrupts. For each top level definition in RTFM-core, a C function
is emitted. Code generated for a claim amounts to RTFM_lock(c), the statements of
the critical section, followed by a corresponding RTFM_unlock().

3.2 Backend Support for bare metal execution

The RTFM-kernel.c contains the main() which first calls the auto generated preamble
Section 3.1, then executes the Reset task, and when finished, enables other tasks and
enters the Idle task.

The generated application code is included by RTFM-kernel.c in order to facilitate
whole program optimization by the chosen backend compiler (GCC/CCOMP/LLVM).
For bare metal execution, system initialization code must be provided that sets up the
processor registers, peripherals, clocks etc. as well as initial heap contents, and calls
main().

The backend currently supports GCC and CCOMP (CompCert), while CLANG backend
is still experimental. While the C language itself can be considered portable across
compilers, we have considered and addressed the following issues: the build process (tool
parameters, section naming for linking etc.), the compiler memory consistency model (in
order to safely implement critical sections), and the method used for interrupt bindings.

3.3 Support for managed environments

RTFM-core has been developed from the outset of robustness, real-time performance,
resource efficiency and ease of verification. However, the language as such is not limited
to bare-metal targets, on the contrary the programming model based on reactivity, tasks
and resources, is likewise applicable to embedded systems running (u)Linux, Windows
Embedded/WinCE, and even to desktops and portables running Linux/OSX orWindows.
Moreover, the latter are likely the environments under which RTFM-core systems will
be designed and deployed from, and in many cases also communicate with, in a CPS or
IoT setting.

To this end, we have developed a cross platform run-time environment for RTFM-core,
allowing models to be compiled to native binaries and executed under Linux/OSX and
Win32 hosting environments. A cross platform (eclipse based) setup has been created,
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which makes the source code for the RTFM-compiler and run-time system uniformly and
easy accessible.

RTFM-RT Design and Implementation

From the outset of the RTFM-core execution model, Task’s and Isr’s are treated uni-
formly by the RTFM-RT.

Each task amounts to a statically allocated thread (implemented by Pthreads under OS-
X/Linux and windows threads under Win32). During run-time it waits (infinitely) for the
release of a (single-unit) 2 named semaphore (identified by the unique task name. When
released the corresponding function is invoked. When the task invocation is executed to
end, the thread returns to its waiting state.

Each resource amounts to a (statically allocated) mutex, while a resource claim amounts
to locking the mutex, performing the critical section, followed by unlocking the mutex.

Priority inversion and the deadlock problem Under POSIX (i.e., Linux/OSX
environments), scheduling policy and parameters are set such that threads are queued
per priority and only higher priority threads my preempt the currently running thread.
Mutexes are created as to emulate the priority ceiling protocol with the initial ceiling set
to the priority ceiling for the resource. Hence, it implies an immediate ceiling policy, and
should as such reduce overall priority inversion. However, as threads run concurrently
and potentially in parallel, this does not guarantee deadlock free execution.

To this end, the RTFM-core compiler, constructs a multigraph of resource claims for
all tasks in the system, and detects potential deadlocks by performing a topological sort.
Given the -gv_res option a .gv is generated for the multigraph, which facilitates the
programmer to identify and address the potential deadlock (see Figure 2).

While, potential deadlocks may be seen as a major limitation of RTFM-core/-RT, we
like to stress the fact that deadlocks are a major obstacle to any lock based concurrent
execution model, and not unique to RTFM-RT. In contrast to native use of Pthreads,
or most other threading APIs, we offer the service to the programmer of statically (at
compile time), analyze the program for potential deadlocks (and once and for all elim-
inate them). Hence, there is using RTFM-core no need for complex deadlock detection
during run-time, neither with the run-time system itself nor within the user application.
If RTFM-RT is seen merely as yet another threading library, this feature alone can be
argued as a huge step towards robust thread-based programming!

2The single-unit limitation mimics the hardware pend vector (which is implementing a one-sized
buffer for pending events). In this way, the run-time semantics comes close (but not equal) to the
RTFM-kernel semantics. This is of course a design choice, the implication of larger buffers can be put
to further investigation.
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Targeting to the RTFM-RT API Code generation from RTFM-core models to C-
code, follows at a large the compilation process presented for targeting the RTFM-kernel.
Code generation for the RTFM-kernel has been carefully designed to infer a minimum
of CPU and resource overhead, this is not an issue in any hosted environment (as the
overhead of the underlying operating system is likely magnitudes larger than the RT
primitives themselves).

This allows us the luxury of some additional book-keeping, which allows to further fa-
cilitate debugging and producing visual feedback. Each task is invoked with its identifier
(index in the thread pool), and sent as an additional argument to the RTFM-PT primi-
tives, which allows the run-time system to report both resource usage and communication
patterns.

Debugging facilities The RTFM-RT primitives are extended to support visual feed-
back during execution, the DEBUG option exposes the following:3

Action Description
Pend by task → of task pending of a Task/ISR
Sync by task → of function call to Func
Claim by task → of resource (potentially blocking)
Claimed to task ← of resource when resource locked
Released by task → of resource when resource un-locked
End of task when run-to end

Additionally the inner workings of the RTFM-RT can be observed by enabling the
DEBUG_RT option, it exposes the following:

Action Description
SPost by task 7→ of semaphore success/saturated
SWait of task 7→ on semaphore in waiting state
SReleased of task ←[ of semaphore in released state
MLock by task 7→ of mutex (potentially locked)
MLocked by task ←[ of mutex when locked
MRelease by task 7→ of mutex when unlocked

Notice, that the DEBUG_RT nicely reveals the duality in between the application (muta-
tor) and the run-time system.

The DEBUG option largely facilitate application development/debugging, and makes
manual instrumentation of task communication and resource utilization obsolete. The
DEBUG_RT option on the other hand is useful to understand and further develop the
run-time system (and as such of less importance to the end-user).

3Since the sync→ Func is performed directly inside the application, there is no way for the run-rime
system to directly track (and report) such actions. To this end, the -D option to rtfm-core inserts
instrumentation code, which invokes the run-time system for (optional) presentation.
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Figure 2: Potential deadlock (shown as cycle), produced by the [-gv_res] compiler
option for the example application.

3.4 Example system

In order to showcase the RTFM-core language, compiler and target environments, we give
a small, yet illustrative example, showing the use of tasks, interrupt handlers, functions
and resources. The source file Example.core is depicted in Listing C.2, defining a system
a Task and an ISR and the shared resources R1/R2. The Reset code pends the task
twice, and TIMER0_IRQHandler (once). Due to the single buffer behaviour of events
(in interrupt hardware and our semaphore implementation) only a single event of each
type will be outstanding (and additional ones silently dropped). The task performs a
synchronous call (sync) to the function func, which in turn, claims (claim) the resources
R1 and R2 in a nested fashion. The TIMER0_IRQHandler has a similar behaviour while
claiming the resources in opposite order (i.e, R2 followed by R1).

The corresponding generated code for RTFM-RT and RTFM-kernel are shown in List-
ings C.3 and C.4 respectively.

4 Related Work

In context of light-weight operating systems targeting CPS/IoT, the majority undertakes
a thread based approach to concurrency, e.g., FreeRTOS [3], ChibiOS[4], and RIOT[5].
In such settings, real-time requirements, adds to the general problem of thread based
programming, hence, the programmer may need to step outside the given concurrency
model by manually managing timing critical actions directly in the interrupt handlers.
However, utter care has to be taken not to violate the integrity of the system in such
cases. In comparison RTFM-core and the RTFM-kernel provides superior performance
to the aforementioned thread based approaches, with CPU and memory overhead on
par with manual bare metal implementations [2]. Moreover, in general the thread based
approaches offer little or no help in verifying real-time/resource properties, forcing the
programmer to tedious and error prone testing. RTFM-core and the SRP based schedul-
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Listing C.2 Example.core with potential deadlock.
1 #>
2 # include <stdio.h> // p r i n t f , e t c .
3 <#
4 Reset {
5 pend task;
6 pend task; // w i l l be d i s c a r d e d due to s i n g l e b u f f e r
7 pend TIMER0_IRQHandler;
8 }
9
10 Func void func() {
11 claim R1 {
12 #>printf("func␣R1␣claimed\n");<#
13 claim R2 {
14 #>printf("func␣R2␣claimed\n");<#
15 }
16 }
17 }
18
19 Task task 1 {
20 #>printf("task\n");<#
21 sync func ();
22 }
23
24 ISR TIMER0_IRQHandler 2 {
25 #>printf("TIMER0_IRQHandler\n");<#
26 claim R2 {
27 #>printf("TIMER0␣R2␣claimed\n");<#
28 claim R1 {
29 #>printf("TIMER0␣R1␣claimed\n");<#
30 }
31 }
32 }

ing of the RTFM-kernel, provides an excellent outset for formal verification, establishing
real-time and resource properties at compile time. The SLOTH kernel [6] undertakes a
similar approach to utilizing the interrupt hardware for efficient scheduling. However,
it is based on the OSEK programming model targeting mainly the AUTOSAR commu-
nity with a focus on safety critical applications. RTFM-core and the RTFM-kernel on
the other hand strives to bring Real-Time to The Masses (RTFM), and has the goal
facilitating embedded development and concurrent programming in general.

In the context of managed environments, we have shown that POSIX Pthreads[7], and
Win32 threads[8], can be used as vehicles for implementing RTFM-RT onto multi-core
/multi-CPU platforms. Under POSIX, RTFM-RT utilizes Pthreads to implement im-
mediate ceiling protocol, in order to minimize priority inversion. As being a lock based
solution, it is plagued with potential deadlocks [9]. In contrast to native Pthreads, and
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Listing C.3 Example.c targeted to RTFM-RT.
1 // Example . c o r e compi l ed Thu Ju l 24 1 3 : 5 3 : 3 2 CEST 2014 f o r RTFM−RT
2 enum resources {R2,R1,RES_NR };
3 char* res_names [] = {"R2","R1"};
4 int ceilings[RES_NR] = {2, 2};
5 enum entry_nr
6 {user_reset_nr , task_nr , TIMER0_IRQHandler_nr , ENTRY_NR };
7 int entry_prio [] = {0, 1, 2};
8 void task(int);
9 void TIMER0_IRQHandler(int);

10 ENTRY_FUNC entry_func [] = {user_reset , task , TIMER0_IRQHandler };
11 char* entry_names [] = {"user_reset", "task", "TIMER0_IRQHandler"};
12 // RTFM−App l i c a t i o n
13 void user_reset(int RTFM_id) {
14 RTFM_pend(RTFM_id , task_nr );
15 RTFM_pend(RTFM_id , task_nr );
16 RTFM_pend(RTFM_id , TIMER0_IRQHandler_nr );
17 }
18 void func(int RTFM_id) {
19 RTFM_lock(RTFM_id , R1);
20 printf("func␣R1␣claimed\n");
21 RTFM_lock(RTFM_id , R2);
22 printf("func␣R2␣claimed\n");
23 RTFM_unlock(RTFM_id , R2);
24 RTFM_unlock(RTFM_id , R1);
25 }
26 void task(int RTFM_id) {
27 printf("task\n");
28 func(RTFM_id );
29 }
30 void TIMER0_IRQHandler(int RTFM_id) {
31 printf("TIMER0_IRQHandler\n");
32 RTFM_lock(RTFM_id , R2);
33 printf("TIMER0_IRQHandler␣R2␣claimed\n");
34 RTFM_lock(RTFM_id , R1);
35 printf("TIMER0_IRQHandler␣R1␣claimed\n");
36 RTFM_unlock(RTFM_id , R1);
37 RTFM_unlock(RTFM_id , R2);
38 }
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Listing C.4 Example.c targeted to RTFM-kernel.
1 // Example . c o r e compi l ed Thu Ju l 24 1 3 : 5 9 : 5 2 CEST 2014
2 // f o r RTFM−KERNEL
3 # define H(x) (32-x)
4 # define R2 2
5 # define R1 2
6 # define IRQ_NR_task 0
7 # define IRQ_NR_TIMER0_IRQHandler 1
8 # define IRQ_PRI_task 1
9 # define IRQ_PRI_TIMER0_IRQHandler 2
10 // RTFM−App l i c a t i o n
11 void RTFM_init_priorities () {
12 RTFM_set_priority(IRQ_NR_task , IRQ_PRI_task );
13 RTFM_enable_irq(IRQ_NR_task );
14 RTFM_set_priority(IRQ_NR_TIMER0_IRQHandler ,
15 IRQ_PRI_TIMER0_IRQHandler );
16 RTFM_enable_irq(IRQ_NR_TIMER0_IRQHandler );
17 }
18 void user_reset () {
19 RTFM_pend(IRQ_NR_task );
20 RTFM_pend(IRQ_NR_task );
21 RTFM_pend(IRQ_NR_TIMER0_IRQHandler );
22 }
23 // Generated code same as f o r RTFM−RT, b e s i d e s :
24 // − hand l e r s f o r Tasks /IRQs a r e wi thout arguments ,
25 // − RTFM−k e r n e l macros and maps p r i o r i t i e s through H( x ) , and
26 // − RTFM−k e r n e l macros does not f e a t u r e s ende r i d .

most commonly available threading approaches, e.g. boost [10] , Ada, [11] and Java
Threads [12], the rtfm-core compiler natively provides design time analysis, and visual
feedback to facilitate the programmer in detecting and addressing potential deadlocks,
once and for all! This way, both the run-time system and the application, can be made
completely free from complex deadlock detection and handling mechanisms.

In contrast to other concurrency extensions of the C/C++ language (e.g., Concurrent
C/Real-Time Concurrent C[13], Real-Time C[14]), our model is static and declarative,
directly in terms of task and resources building directly on the notions used in context of
static schedulability analysis. TinyOS [15] provides through the NesC programming lan-
guage a static/declarative model, however, TinyOS tasks are executed non-preemptively
which largely limits real-time scheduling, whereas RTMF tasks are fully concurrent.

In a broader perspective, we find other concurrency and real-time programming models.
E.g., with a heritage to functional languages Erlang [16], Atom [17], Tower/Ivory [18]
and Timber [19] have been developed. While functional languages brings the benefit of
pure computations (being free of side effects) and thus facilitates program analysis, the
functional programming paradigm has not reached to the mainstream of embedded pro-
gramming. Synchronous languages (e.g., Esterel, Signal, Lustre [20]) offers implicit con-
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currency and resource protection, however the programming paradigm has only reached
uptake in safety critical applications.

5 Conclusions

In this paper we presented the RTFM-core language, the rtfm-core compiler and a set
of supporting run-time systems. The RTFM-kernel offers SRP based, CPU and resource
efficient execution onto light-weight platforms. SRP brings benefits of deadlock free
scheduling, single stack execution and a plethora of methods for static (offline) analysis
(for estimating response times and memory utilisation etc.). Moreover, we have presented
the RTFM-RT run-time system, which exploits parallelism of hosting multi-core/multi-
cpu systems running OSX/Linux/Win32. Yet simplistic, the presented language and
supporting tools offer a complete solution to the primary challenges of real-time and
parallel programming for static systems with shared resources. While programs can be
written directly in RTFM-core, it offers a succinct and semantically well-grounded outset
for being used as an intermediate representation for model based design and high-level
languages.
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End-to-End Response Time of 61499 Distributed
Applications over Switched Ethernet

Per Lindgren, Johan Eriksson, Marcus Lindner, Andreas Lindner, David Pereira, and
Luís Miguel Pinho

Abstract

The IEC 61499 standard provides means to specify distributed control systems in terms
of function blocks. For the deployment, each device may hold one or many logical re-
sources, each consisting of a function block network with service interface blocks at the
edges. The execution model is event driven (asynchronous), where triggering events may
be associated with data (and seen as messages). In this paper, we propose a low com-
plexity implementation technique allowing to assess end-to-end response time of event
chains spanning over a set of networked devices. Based on a translation of IEC 61499
to RTFM1-tasks and resources, the response time for each task in the system can be
derived using established scheduling techniques. In this paper, we develop a method to
provide safe end-to-end response time taking both intra- and inter-device delivery delays
into account. As a use case, we study the implementation onto (single-core) ARM-cortex
based devices communicating over a switched Ethernet network. For the analysis, we
define a generic switch model and an experimental setup allowing us to study the impact
of network topology as well as 802.1Q quality of service in a mixed critical setting. Our
results indicate that safe sub millisecond end-to-end response times can be obtained using
the proposed approach.

1 Introduction

Traditional SCADA control systems typically imply the use of costly PLCs communi-
cating over field buses, such as legacy Modbus[1]/PROFIBUS[2] and the more recent
Ethernet-based POWERLINK[3], EtherCAT[4] and PROFINET[5] buses. In order to
establish end-to-end timing behaviour, much attention has to be paid in general to the
control system design, partitioning, and deployment. In this paper, we take an alternative
approach based on the recent IEC 61499 standard [6].

In contrast to the traditional scan based (time triggered) PLC behaviour (as implied by
the IEC 61131 standard [7]), the IEC 61499 undertakes an event triggered (asynchronous)
execution model. In the presented work, we exploit the benefits of asynchronous exe-
cution both at device and network layer. In particular, asynchronous execution allows

1Real-Time For the Masses
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at device level preemptive execution of the function block network and at network layer
asynchronous communication over standard Ethernet (with optional 802.1Q quality of
service) frames, as implemented in Commercial Off-The-Shelf (COTS) as well as rugged
(industrial) Ethernet switches. In order to establish safe end-to-end timing properties of
distributed IEC 61499 models, the presented work covers the execution model, require-
ments for per-device scheduling, a generic Ethernet switch model, and impact of general
purpose traffic. This allows us to reason on timing properties under different network
topologies, link speeds, and quality of service configurations.

Our results indicate that the proposed approach is capable of safe sub millisecond end-
to-end response times even using cost efficient COTS components. In particular, we
show that, given the assumption that switches implement predictable 802.1Q quality of
service, the impact of non-critical traffic can be bound and safe response times can be
derived. This allows for flexible deployment, where the same physical network is shared
in between the timing critical control applications and general purpose usage. Our results
are safe to the worst case, while further improvements can be obtained if the Maximum
Transmission Unit (MTU) of general purpose (best effort) traffic is controlled.

We can conclude that the presented approach reduces complexity of distribution (in
comparison to the traditional SCADA approach), reduces device and network complexity
(does neither require complex time triggered architectures like scan based PLCs, nor
any dedicated network components/protocols), and is highly flexible (allowing network
sharing between real-time and best-effort devices). Moreover, the presented approach
opens up for the possibility to automate the generation of interfaces interconnecting
function block networks, for which correct-by-construction data delivery can be ensured.
Moreover, automation would allow the designer to focus on properties of the application
at model level, independent of networking and deployment specifics.

The paper is outlined as follows. Section 2 gives the background for the presented
work, 2.1 reviews the task and resource model undertaken. In 2.2 we review previous
work on mapping of IEC 61499 function block networks (at device/resource level) to
the aforementioned task and resource model. Device level (single-core) deployment and
end-to-end response time are discussed in 2.3, while 2.4 gives a brief review of Ethernet
technology. Our contributions are detailed in Section 3, where we present the model
of distribution (3.1) together with a general approach to end-to-end analysis (3.2). We
develop a generic network driver in terms of RTFM tasks and resources and as a use case
the driver design for the LPC1769 micro-controller is detailed and characterized. This
allows us to derive a holistic analysis at the device level (3.3). Implications of Ethernet
link layer are discussed in 3.4, enabling end-to-end response time analyses for point-to-
point networks (3.5). A generic switch model is proposed in 3.6 and applied to star (3.7)
as well as tree networks (3.8).

Our experimental setups and experiments are described in Section 4, while evaluation
and future work are discussed in Section 5. The paper is finally concluded in Section 6.
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2 Background

2.1 Task and Resource model

The task and resource model undertaken for this presentation follows the model of the
Stack Resource Policy (SRP) [8]. For this presentation we use task instance and task
interchangeably. In short, the SRP task and resource model is captured in the following:

• ti is a task with run to completion semantics,
• p(ti) is the static priority for ti,
• ei is an event triggering the execution of the corresponding task ti, and
• rj defines a resource, a task may claim resources in a LIFO nested manner.

SRP provides preemptive, deadlock free, single-core scheduling for systems with shared
resources. Given Worst Case Execution Times (WCETs) for tasks and their inner claims
(critical sections), response time analysis is readily available [8].

The RTFM-kernel has been developed from the outset of the SRP task and resource
model [9]. The kernel API amounts to C code macros, with predicable and low over-
head (typically a few machine instructions on the ARM-Cortex family of processors). It
extends the SRP task model with the ability to emit events (hence task chains can be
expressed). Under the (common) assumption that the inter-arrival of triggering events is
larger than the associated task’s response time, each task is associated with an interrupt
handler, the underlying interrupt hardware is exploited as a (single unit) event buffer2,
critical sections are enforced through interrupt masking, and preemptive static priority
scheduling is done directly by the interrupt hardware.

The RTFM-core programming language [10, 11] builds on the RTFM-kernel task model,
extending it with timing constraints. The RTFM-core compiler analyzes the input pro-
gram, derives static priorities and resource ceiling values according to SRP, and generates
plain C code. A bare-metal executable is obtained by passing the generated C code to-
gether with the RTFM-kernel scheduling primitives to the back-end C tool chain.

2.2 IEC 61499 to RTFM-core Task and Resource model

In previous work, a mapping from device/resource level IEC 61499 models have been
proposed [12, 13]. Under IEC 61499, function block networks are mapped to (scheduling)
resources. Each device may host one or several resources. At the edges of the IEC
61499 resources, Service Interface Blocks (SIFBs) are required for communication. The

2The 1-buffer assumption can be relaxed by user defined buffers, for which error handling semantics
can be tailored to the application.
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Figure 1: Example IEC 61499 system model.

standard does not cover the implementation of SIFBs. For this work we propose RTFM-
core as the means of implementation. This brings the advantage that the complete
system (at device level) can be implemented in a uniform manner, allowing the SIFBs
to be part of the device level scheduling without introducing any additional/external
run-time system.

System model example

IEC 61499 System model Figure 1 depicts an IEC 61499 model developed in the
4DIAC IDE [14]. The SIFB instances Ea1 and Ec1 capture the external events and trigger
the execution of actions associated to a_1.i_1 and c_1.i_1 respectively. Figure 2 depicts
the ECC3 of b1_b3, showing the associated actions taskb1 for input event i1 and taskb3
for input event i3 respectively. The execution model of IEC 61499 stipulates that events
are handled sequentially by the ECC. Transition conditions (guards) are evaluated in the
order determined by the programmer, in this case 1 (2) for i1 (i3) respectively. However
at network level, the standard does not stipulate the execution order of events.

RTFM System model Figure 3 depicts an example RTFM system model expressing
the same behaviour as the example model from Figure 1.

3An Execution Control Chart defines the state machine of a basic Function Block in IEC 61499
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Figure 2: ECC of FB b1_b2.

a1 b1 b2

b3a2

c1 c2

ea1

ec1

r

m1=a1→b1

m3=c1→b3m4=c1→a2

m2=a2→b1

Figure 3: Example RTFM system model. We have the (external) events ea1 and ec1

triggering the task chains headed by a1 and c1 respectively. Tasks b1 and b3 share a
resource under the protection of a critical section r.

In RTFM-core the system is expressed in terms of event triggered tasks with named
critical sections. The external event ea1 triggers the execution of a1, which in turn triggers
the execution of b1, which in turn triggers b2. For a part of the execution, b1 and b3 enter
a named critical section r in order to get exclusive access of the shared resource (e.g.,
a data structure). This corresponds to the sequential behaviour of the ECC in b1_b3.
While each link in RTFM-core is treated as a message (i.e., event with associated data)
there is neither a need for explicit data wiring nor for multiplexing (F_MUX_2_1). Each
task in the model is associated with a static priority, allowing fine grained preemptive
scheduling at device level.

2.3 Monolithic single-core deployment

For deployment to single-core platforms, the rtfm-compiler derives the task set from the
input program and performs SRP analysis (i.e., derives the resource ceilings on basis of
the per-task resource utilisation). The generated code compiled together with the (target
specific) RTFM-kernel primitives render an executable for the deployment. The kernel
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Figure 4: Point to point topologies, CSMA/CD collision detect and resend (left), collision
free full duplex (right). Each link is marked with the associated messages m.

primitives implement the SRP scheduling policy by exploiting the underlying interrupt
hardware. (For the ARM-Cortex family of processors, the scheduling overhead is bound
to a few clock cycles [9].) As already mentioned, given WCETs for tasks (and their critical
sections), we can deploy available SRP based methods for deriving per-task response
times [8].

Monolithic response times

The end-to-end response times for a task chain can be safely estimated by accumulating
the response times along the chain. E.g., for the example system the response time of
the task chain ea1 → a1 → b1 → b2 is given as rt(a1) + rt(b1) + rt(b2). (More precise
methods exploiting precedence/offset information have been extensively studied, see e.g.,
[15], but is out of scope for this presentation.)

2.4 Ethernet technology

Ethernet based buses are emerging in industrial applications as a cost and performance
efficient alternative to proprietary field buses.

In the following, we briefly review a set common topologies. (Messages in the figures
relate to the distribution example later introduced in Section 3.) Figure 4 depicts point
to point topologies. In legacy systems, a single coaxial cable was used (left in Figure 4),
using a collision detection and resend mechanism, for which bound transmission times
are hard/impossible to guarantee. Alternatively, collision free communication is possible
by using multiple interfaces and dedicated (point to point) cabling. Such solutions are
costly and bulky however (right in Figure 4).

A switched (full duplex) star network mapping of the system is given in Figure 5. Figure
6 depicts the scenario of a network with local switches S1 and S2 and a backbone switch
S3. In this case, the network is shared between real-time traffic and best effort traffic.
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Figure 5: Full duplex switched star network topology. Each link is marked with the
associated messages m.
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Figure 6: Tree switched network with mixed real-time (between nodes A, B, and C) and
best effort traffic (between nodes D and E). Real-time messages are marked m, while
best effort traffic is marked n. As seen, links S3 → S1 and S2 → S3 carry both real-time
and best effort traffic.
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Ethernet framing

An Ethernet frame (Figure 7, top) has a payload of 46 to 1500 bytes (octets). A 802.1Q
(VLAN) frame (Figure 7, bottom) has a payload of 42 to 1500. In both cases, this yields
a minimum packet size of 64 bytes (including the header and CRC/FCS). The large
minimal size packages is a legacy from non-switched (shared media) networks, for which
the collision detection (CSMA/CD) mechanism is dependent on the propagation delay
of the signal.

Including Preamble (8 bytes) and Inter Frame Gap (12 bytes), the total size of a
frame is 84 bytes. Hence, the transmission time for a complete minimal frame over
a link is 84 ∗ 8/ls (where ls is the link speed), amounting to 67.2/6.72/0.672µs over
10Mbit/100Mbit/1Gbit/s links respectively. This gives the minimum period for trans-
missions over a link (and hence the maximum blocking time inferred by tramission of a
minimal sized packet). Considering only packet delivery, we can exclude the Inter Frame
Gap (12 bytes), 57.6/5.76/0.576µs over 10Mbit/100Mbit/1Gbit/s links respectively. 4

2.5 Ethernet based field buses

The term Industrial Ethernet (IE) is commonly used, referring to rugged components
relying on Ethernet technology.

A gamut of Ethernet-based field buses (such as POWERLINK [3] and EtherCAT [4])
have been introduced, for an overview see, e.g., [18]. In common, they have a focus on
predictable timing, hence they are collectively referred to as Real-Time Ethernet. As
prominent examples thereof, we briefly review POWERLINK and EtherCAT.

POWERLINK [3] is a time triggered protocol that provides collision free and predicable
communication over shared link (hub) configurations. However, time triggered protocols
go outside the Ethernet standard and require all devices on the network to follow the time-
triggered protocol. The use of standard Ethernet switches in POWERLINK networks is
discouraged in order to uphold timing properties.

EtherCAT[4] is another filed bus system based on the Ethernet Phy technology (al-
lowing integration with standard Ethernet framing and overlaying UDP/IP protocols).
The EtherCAT protocol deploys a communication scheme, providing high precision syn-
chronisation (using IEEE 1588 Precision Time Protocol[19]). EtherCAT devices may be

4As a comparison, the minimal packet size is 8 bytes for CAN (a packet without payload, using 11 bit
address), giving a minimum transmission time of 8 ∗ 8/ls, amounting to 5.12/2.56/1.28ms for CAN-bus
speeds of 125 kbit/250 kbit/500 kbit/s respectively. While having considerably larger transmission times,
the CAN bus was designed with the outset of predictable prioritised scheduling, for which worst case
delivery times can be bound [16]. While originally developed for automotive applications, the CAN-bus
has gained a wider spread (including industrial control applications) due to its robustness, relative low
cost, and predictable behaviour [17].
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Figure 8: Distributed system model.

designed to act as switches, allowing for a wide range and mix of network topologies to
be implemented.

In common, these field buses deploy a master/slave configuration.

3 Distributed systems in RTFM-core

In the following, we discuss distribution aspects of RTFM-core models from a generic
perspective, allowing RTFM-core models to be derived from corresponding IEC 61499
models, written directly in the RTFM-core language [10], or any mix thereof.

3.1 Distributed single-core deployment

In a distributed setting, the task set (and associated) resources are partitioned in a set of
devices. For this presentation we make the assumption that resources cannot be shared
among tasks executing on different devices.

Figure 8 depicts a deployment scenario associating the tasks {a1, a2} to device A,
{b1, b2, b3} to B and {c1, c2} to C. The messages (events with optional payload) crossing
device borders are marked mi, e.g., m1 = a1 → b1 indicates an event (message) from task
a1 (on device A) triggering b1 (on device B). At this level, the model is network agnostic
(i.e., the type of media, protocol, and topology are not explicit).
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3.2 End-to-End Response Time, a holistic approach

A safe end-to-end response time estimate of a task chain spanning multiple devices can
be computed by the accumulated sum of intra-device response time and the inter-device
delivery times. Seemingly straightforward, this is a challenging task. In this paper, we
propose a holistic approach, taking into account the impact of scheduling at device level
as well as for each link involved.

As a use case, we study Switched Ethernet, the impact of network topologies, 802.1Q
quality of service configurations, and the sharing of physical links between real-time
and best effort domains. For the intra-device response time, we rely on the previous
discussion (Section 2.3). However, the modelling of and approach to analysis is generic,
and applicable to other device level programming models, network media, protocols and
topologies, as far as worst case response/delivery times can be assessed.

3.3 Holistic device level response times

In our setting, we consider device drivers as a part of the application at device level, and
this allows us to assess intra-device response times in a holistic manner.

Figure 9, depicts the device level task set for node A including the Ethernet drivers ARX
and ATX with associated resources (buffers) rRX and rTX. Figure 10 depicts the task set
for device B, having only a receiving Ethernet driver BRX with the associated receiving
resource (buffer) rRX.

The ARM-Cortex M3 based LPC1769 micro-controller provides an on chip Ethernet
MAC (EMAC) with DMA functionality triggering the event eaRX

when a buffer has been
received. The LPC1769 bus matrix allows the EMAC DMA to read and write package
data using a dedicated SRAM allowing interference to be isolated to reading out/setting
up package payload. This amounts for task aRX and function faT X to a few shared
memory accesses, for which worst case latency can be deduced from the data sheets.
Under the assumption that messages will be consumed before reoccurring, a single (non-
protected) buffer for each unique message is sufficient, hence accesses to rRX and rT X do
not require critical sections (hence marked white/transparent in figure). However, since
the function faT X can be executed (preemptively) on behalf of both tasks a1 and a2, its
operations on the EMAC must be protected in a critical section (marked blue/filled in
figure).

The EMAC transmit and receive functionality operates on circular description tables
using producer and consumer indexes as depicted in Figures 11 and 12.

Transmit The operation of faT X amounts to writing the message payload into the
dedicated send buffer (in the shared SRAM), allocating a descriptor (round robin), up-
date its packet pointer and size fields, and increasing the TxProducerIndex modulo
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Figure 9: Device A with ARX and ATX. S is the network, typically a switch.

TxBufferNumber. The Figure 11 depicts the case where both m1 and m2 have been
enqueued (but not yet transmitted). Under the assumption that messages are delivered
before reoccurring, no overrun will occur.

Receive The operation of task bRX (triggered by the EMAC when RxConsumerIndex
!= RxProducerIndex) amounts to reading the destination port number and triggering
either task b1 (messages m1 and m2) or task b3 (message m3) with the corresponding
payload as argument. Figure 12 depicts the case where both m1, m3 and m2 have been
received (but not yet handled). Under the assumption that inter-arrival time for each
message is larger than its time to be conveyed (i.e., leaving the input buffer), no overrun
will occur.

Device Level Analysis

For the end-to-end response times, we consider the task chains from each triggering
event to task chain completion. Assuming that the size (in bytes) of payloads is given
as |m1| = 4, |m2| = 4, |m3| = 8 and |m4| = 4 in the following, we have the device level
response times for device A:

Drp(ea1) = rp(a1), (1)

Drp(ea
m4
RX

) = rp(am4
RX) + rp(a2) (2)
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Figure 10: Device B with BRX driver.

Notice that tasks a1 and a2 include the execution for the queuing function faT X . For
device B, we have the following:

Drp(eb
m1
RX

) = rp(bm1
RX) + rp(bm1

1 ) + rp(b2) (3)

Drp(eb
m2
RX

) = rp(bm2
RX) + rp(bm2

1 ) + rp(b2) (4)

Drp(eb
m3
RX

) = rp(bm3
RX) + rp(b3) (5)

For the scheduling analysis, we have the task instances bm1
1 and bm2

1 and bm1
RX , bm2

RX and
bm3

RX . In this way we can take into account payload size WCET dependencies for the
receiver task bRX . In this case WCET (bm1

RX) = WCET (bm2
RX) since the messages are

of same length, while WCET (bm3
RX) has a different (larger) WCET due to the copying

of the larger payload. Notice that analysis is based on the set of task instances, e.g.,
bRX implies the instances bm1

RX , bm2
RX and bm3

RX . As discussed in Section 2.1, our task and
resource model is SRP compliant, allowing a plethora of available methods for analysis
to be readily applied, and thus are not further discussed in the scope of this presentation.
However, worth to notice is that the proposed design isolates the impact of EMAC DMA
memory accesses to the copying of payload from/to the receive/send buffers (which reside
in the shared memory). The isolation facilitates safe WCET analysis.

3.4 Link Layer Model

In order to assess the impact of networking, we first study a simple (directly connected)
point-to-point topology, which allows us to isolate the link-layer, Figure 4 (right). For
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Figure 11: ATX driver operation. In this case two messages (m1 and m2) have been
buffered (by the software driver) for transmission, where m1 started transmission. When
a package has been sent, the EMAC will advance the TxConsumerIndex.

the discussion, we consider only nodes A and B (hence for each device a single network
interface suffices). 5

Output queueing

The actual scheduling of the output link is performed by the function faT X . For our im-
plementation, we deploy a simple FIFO mechanism, where packets are queued in the order
of their arrival to the task faT X . I.e., in the worst case, a message will be blocked/in-
terfered by all other outgoing messages. Assume that we have n outgoing messages, and
tr(mj) is the transmission time for a message mj, then the blocking time is given as:

b(mi) =
n∑

j=1
tr(mj), i 6= j (6)

The total time for delivery includes the transmission time of mi, giving us the total
delivery time (or network delay) over a link:

l(mi) = b(mi) + tr(mi) =
n∑

j=1
tr(mj) (7)

5An actual collision free point-to-point implementation for the complete system would require ad-
ditional (external MAC/Phy) hardware and thus is impractical. However, the two-node scenario is
sufficient to highlight the impact of networking for each link.
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Figure 12: BRX driver operation. In this case three messages (m1, m3 and m2) have
been received by the EMAC but not yet received by the driver. The driver will update
RxConsumerIndex when a message has been internally dispatched to the corresponding
RTFM task. MS must be the largest frame size for the received messages as we do not
know in which buffer each message will be received.

In case all messages fit the minimum Ethernet payload (46/42 bytes for Ethernet II /
802.1Q respectively), we have a common d(m) = tr(m) ∗ n, which (as seen in Section
2.4) amounts to n ∗ 67.2/6.72/0.672µs over a 10Mbit/100Mbit/1Gbit/s link respectively.

Refinement One could think of improvements to the above queuing mechanism, ei-
ther by allowing non standard framing (reducing the transmission time), or by priority
queuing.

Input queueing

On the receiver side, packets arrive in the order defined by the output queueing discussed
above. The propagation delay over the link l can be computed as pd(l) = |l|/Pcopper,
where |l| is the length of the link and Pcopper is the propagation speed. For copper this is
(roughly) 2/3 of the speed of light (300 ∗ 106m/s), amounting to 0.005ns/m, and hence
can be neglected for most practical cases.
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3.5 Response time in a point-to-point network

We can now derive a safe response time for task chains spanning multiple devices over a
point-to-point Ethernet network.

Let T be a global set of tasks, and |T | the size of the set, M be a global set of messages,
and |M | its size. Let TC(ei) be a set of tasks triggered by the event ei (i.e., tasks along
the task chain headed by the event ei). Let MC(ei) be a set of messages along the task
chain headed by the event ei.

For a triggering event ei and a task chain involving the devices D and the links L, we
have:

Drp(ei) =
|T |∑
i=1

rp(ti), ti ∈ TC(ei) (8)

Lrp(ei) =
|M |∑
i=1

l(mi),mi ∈MC(ei) (9)

Erp(ei) = Drp(ei) + Lrp(ei) (10)

with Drp(ei) being the accumulated response times over all devices, Lrp(ei) being the
accumulated link delays, and Erp(ei) being the total end-to-end response time (delay).

Taken the running example, we have the chain:

ea1 → a1 → m1 → eT X → bm1
1 → b2 (11)

with:

Drp(ea1) = rp(a1) + rp(bm1
1 ) + rp(b2) (12)

Lrp(ea1) = l(m1) (13)

Erp(ea1) = rp(a1) + rp(bm1
1 ) + rp(b2) + l(m1) (14)

Refinement Given the assumption that the inter-arrival time of ea1 is larger than
Erp(ea1), we can exclude the blocking and interference by tasks tj along the same chain
(tj ∈ TC(ea1)) for the computation of rp(ti) (at device level). The same reasoning goes
for the link delays, where messages belonging to the same chain cannot block each other.

However for the given example, the result would be the same, but for cases where
the task chain traverses the same nodes (and links) multiple times, a tighter, yet safe,
estimate can be obtained.
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Figure 13: Switching operation without QoS. We assume FIFO ordering of output queues,
in this example m3 was enqueued before m2 hence, m2 will be blocked by m3.

3.6 Switch Model

In order to derive the response time over a switched network, we first have to define a
model of the switch at hand. We take the outset that switches are non-blocking at link
speed, and able to store and forward all packages as long as the output bandwidth (for
each port) is sufficient. 6

Figure 13 gives an architecture outline; incoming frames are buffered and inserted (by
reference) into the corresponding output queue (or queues in case of multi-cast). The
frame (if any) referenced at the head of each output queue is transmitted from the input
queue, through the switching fabric, to the output port. (Actual implementations may
vary, e.g., storing input frames in a common memory and/or having separate output
buffers is still covered by the presented model.)

The output queuing mechanism may also vary: in Figure 13, we assume FIFO queuing,
i.e., merging streams in the order of arrival; while in Figure 14, we assume queueing w.r.t.
802.1Q quality of service (QoS), i.e., merging streams according to QoS/PCP priority.

6These assumptions are in line with the claims made for many modern switches such as the Cisco
Catalyst 2960 [20].
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Figure 14: Switching operation with QoS. In this example, m3 was enqueued before m2.
However, assuming per QoS priority ordering of output queues, and m2 having a higher
QoS priority than m3, the blocking by m3 is prevented. (QoS reordering marked in red.)

(Actual implementations may feature extended QoS, based on VLAN priority groups,
and/or stream management using double tagging inside service provider networks.)

In practice, switch implementations have limited buffer space and computational re-
sources, which brings implications to both functional and timing behaviour. Configura-
tion and characterization are further discussed in the experimental Section 4.

3.7 Response time in a switched star network

Taking the outset of our example from Figure 8 and the topology shown in Figure 15,
we take a closer look at the end-to-end response time for the task chains headed by ec1 .

(a) ec1 → c1 → m4 → aRX → a2 → m2 → bRX → b1 → b2
(b) ec1 → c1 → m3 → bRX → b3
(c) ec1 → c1 → c2

Focusing on the communication for (a) depicted in Figure 15. For chain (a), we find that
the messagesm2 andm4 passes two links (indexes above show the order of delivery). Each
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2.

link delay can be derived analogously to Section 3.4, taking into account the queueing
characteristics and scheduling overhead of the switch as discussed in the previous section.
The end-to-end response time can then be derived analogously to Section 3.5.

3.8 Switched tree model

Figure 17 depicts a tree network topology with edge switches S1 and S2 and a backbone
switch S3. The ports connecting to the backbone switch are so called trunks, merging
traffic from different streams. In this case the links to/from S3 convey mixed traffic from
the real-time and the best effort domains, exposing the messagesm2

4 anm3
4 to (potentially

unbound) blocking and queueing overhead.

Refinement The effect of blocking can be mitigated by faster trunk links (e.g., 1Gbit
Ethernet), but the potentially unbounded overhead still remains. However, under the
assumption that QoS mechanisms are predictable and real-time traffic is classified to be
of strictly higher priority than best effort traffic, an upper bound on blocking can be
obtained.

3.9 Response time in a switched tree network

Taking the outset of our running example, we take a closer look at the end-to-end response
time for the task chains headed by ec1 . The communication for (a) is depicted in Figure
17, indexes above show the order of delivery:
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Figure 16: Generic Switch model. Port separation between real-time and best effort
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by best effort traffic. This holds independently of 802.1Q based queueing. However,
the internal scheduling of frames (updating output queues) may be load sensitive. The
depicted switch deploys QoS for both real-time and best effort traffic (reorderings marked
red/filled).
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The response time can be derived analogously to Section 3.7, however we will need to
take into account blocking and queuing overhead implied by best-effort traffic for the
backbone (trunk) links, Figure 18.

Refinement Given a proper QoS configuration, the maximum interference (blocking
and queueing) from best effort traffic (at each trunk link) can be bound to the trans-
mission time of a single MTU. This holds, since in the worst case the transmission of a
best-effort frame has just started when the real-time frame is enqueued for transmission,
while queuing overhead is nullified through QoS. The tree topology at hand implies two
trunk links (between switches) in each direction.

4 Experiments

Devices

Experiments have been conducted on the Embedded Artist (EA) LPCXpresso1769 de-
velopment board running at 96MHz. The board features a LAN8720 PHY, connected to
a 10/100 Base-Transformer (RJ45 jack) featured on the EA base board. (100Mbit per
default for the experiments.)
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Figure 18: Real-time messages m will in the worst case be exposed to blocking by best
effort traffic n on each trunk (backbone) link.

Switches

The experiments were conducted using a set of modern Cisco Catalyst 2960 S switches
(running OS version 12.2) [20]. Cisco claims the Catalyst 2960 to be non-blocking at
link speed. For the experiments all automatic management and spanning tree options
were disabled, hence MAC address tables and trunk ports were statically assigned to the
switches. The Catalyst 2960 S provides ample configuration options for implementing
quality of service. The architecture follows the generic switch model presented. The
Catalyst 2960 S features output queueing based on Class of Service (CoS, 802.1Qp)
of incoming packages for trusted ports. The switch provides 4 output (egress) queues,
where queue 1 has priority (expedited unless empty). The other queues are expedited to
share or shape the remaining bandwidth under configurable Weighted Tail Drop (WTD)
parameters. QoS configuration is solely port based (the Catalyst 2960 S does not feature
VLAN based QoS). This does not pose any severe limitations to the deployment of QoS for
our purposes, since we assume a static port assignment. To the end of best effort devices,
the associated ports were set non-trusted. This implies a best effort egress queuing even
for packages tagged with (a higher) CoS. In this way, we can ensure differentiation in
between traffic from the real-time and best effort domains.
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Basic Setup

Figure 19 depicts the generic experimental setup, allowing us to observe device/link layer
and switching overhead as well as implications of network topology and interference by
best effort traffic. An initial message (tagged with an index of 1) is produced by a1.
Upon receiving a correct package (w.r.t destination and index), device A generates a
new message to device B with incremented index, while device B simply forwards any
incoming package (as received) to device A. Task a2 toggles a digital output on each
invocation (allowing external monitoring of the roundtrip time). The station addresses
were selected in the local administrated space, 0x02, 0x00, 0x00, 0x00, 0x00, 0x01 and
0x02, 0x00, ..., 0x00, 0x02 for A and B respectively. The minimal Ethernet frame size
(60+CRC/FCS) was deployed, out of which only 16 bytes (including MAC, EtherType-
/size, and index) were actually used.

802.1Q Setup

For the experiments involving 802.1Q, frames from the real-time domain were tagged
with the EtherType 0x8100, PCP/CoS 7 (network), DEI 0 (non-drop), and VLAN 2,
giving a frame size of 64 (according to Cisco’s interpretation of the minimal frame size)
7.

The best effort traffic was generated (and received) on ordinary PCs (devices D and E)
using the tools Ostinato 0.6 (for package generation) and Wireshark (for package anal-
ysis). The station addresses were assigned 0x02, 0x00, ..., 0x00, 0x03 and 0x02, 0x00, ...,
0x00, 0x04 for D and E respectively. Best effort frames were tagged with CoS 7, in order
to verify that QoS is neglected for untrusted ports (according to the Cisco specification).

4.1 Experiment 1: Point-to-point network

For this experiment, devices A and B were directly connected to each other, allowing us
to focus on the Real-Time Domain without the influence of switches in the network. This
shows the overhead of the link layer transmission time, EMAC hardware and device driver
overhead. For the round-trip time between A (receiving a frame, extracting payload,
verifying index, sending a frame) and B (receiving a frame, extracting payload, sending
a frame with same payload) we measured 33µs (with a jitter of < 1µs). This experiment
confirms the low link layer software and hardware overhead, indicating that end-to-end
response times in the range of 15µs are indeed possible using simple Ethernet based
devices and standard framing. A closer inspection of the LPC1769 EMAC indicates that
a receive buffer is deployed in order to implement MAC address filtering. This buffering

7Finer grained QoS can be achieved for switch architectures implementing traditional priority queues.
The Catalyst 2960 S implements hybrid queuing where egress queue 1 has priority over the other 3 egress
queues.
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Figure 19: Generic experimental setup to asses real-world network charactersistics.

and the hardware CRC check result in an additional delay. In the experimental setup
(not depicted) the Reduced Media Independent Interface’s (RMII) receive data signal
was correlated to the EMAC RxProduceIndex, indicating a 7µs delay for the hardware
processing.8 The 33µs round trip time can thus be derived as: 6.5µs for transmit/receive
7µs for MCU EMAC (hardware) processing and 3µs software processing. Totaling 2*6.5
+ 2*7 + 2*3 = 33µs.

4.2 Switched star network

For this experiment, devices A and B were connected over a (single) switch. This exper-
iment focuses on the Real-Time Domain (and isolates the influence of the switch on real
time traffic). No additional devices were connected. Again, for the round-trip time we
measured with the logic analyzer 55µs (with a jitter of < 1µs), compared to Ex1 these are
additional 22µs. In theory (without cut-through), passing 2 times over a 100Mbit link
implies a transmission time of approximately 14µs. This leaves us with a total queuing

8Notice, this information is LPC 1769 specific, other MAC-layer implementations may express differ-
ent characteristics.
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overhead of 8µs, i.e., a 4µs queuing (and CRC check) delay per frame for the Catalyst
2960 switch. (This is a 50% improvement compared to the LPC1769.)

4.3 Switched single-layer network with best effort traffic

For this experiment, real-time devices (A and B) and best effort devices (D and E)
were connected over a (single) switch. Real-time and best-effort traffic were separated
by port (i.e., all real-time traffic is transmitted between devices A and B, while all best
effort traffic is transmitted between devices D and E. For the experiment (on average)
5000 (MTU 1518 bytes) packages/s were sent in between devices D and E (emulating
a generic and heavy IP traffic load). To stress buffering effects, packages were sent in
bursts of 10 at the rate of 500 bursts/s). The measured round-trip time was still 55µs
(with a measured jitter of < 1µs), which verifies the assumption that port separation
allows us to share the same physical switch without affecting the real-time performance.
To this end, the Catalyst 2960 meets the claims (the switching fabric was able to forward
packages at link speed for the presented load9).

4.4 Switched tree network

For these experiments, we tunnelled all traffic over a common backbone (trunk) with link
speed set to 100Mbit (Ex4, . . . , Ex6) and 1Gbit for Ex7. Two edge switches were used,
connecting (A, D) and (B, E) respectively. One backbone switch connected the edge
switches. In the first experiment (Ex4), only real-time traffic was emitted. This allowed
us to assess the forwarding overhead across the trunks. A roundtrip delay of 103µs with
a jitter of < 1µs was observed. These are additional 48µs compared to Ex2. The tree
topology adds 2 transmit/receive delays and 2 buffering delays in each direction. Thus,
2*7 + 2*4 = 44us roughly correspond to the observed additional delay.

The second experiment (Ex5) contains both real-time and best-effort streams. The
observed best case delay was 103µs and the worst case delay was 340µs, which roughly
corresponds to the theoretical bound of 103 + 2 ∗ tr(MTU) = 103 + 2 ∗ 122 = 347µs.

In the third experiment (Ex6), we reduce the best effort MTU to 64 bytes. The addi-
tional blocking was masked by the internal queuing delay of the switch, showing that the
overhead of best effort traffic can be efficiently mitigated by controlling the MTU.

In the final experiment (Ex7), we observe the effect of a Gigabit backbone. Both
best and worst case behaviour were improved, and the effect of additional blocking was

9We seek to characterise the switch behaviour on the link layer, thus the presented best effort traffic
is set within the bandwidth limit of the link (5000*(1518+8+12)*8=61.52Mbit/second). Assessing the
behaviour when saturating the link, (i.e., flow control), would require another type of experimental setup
where the frame payload is actually interpreted and acted upon in real-time by the devices D and E.
While being straightforward, such experiments are left out of scope for this presentation.
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Ex1 Ex2 Ex3 Ex4 Ex5 Ex6 Ex7
P2P Star Star + Tree Tree + Tree + GB Tree +

BE 1518 BE 1518 BE 64 BE 1518
33µs 55µs 55µs 103µs 103:340µs 103:103µs 77:78µs

Table 1: BE indicates the presence (and frame size) of best effort traffic over the shared
links. (All frame sizes include FCS/CRC.) GB indicates a Gigbit backbone.

effectively masked by the queuing mechanism of the switch. In comparison to Ex5 (where
the worst case additional delay compared to Ex2 was 295µs), a 10x speed improvement
would yield a delay of 30µs and thus 55 + 30 = 85µs. This roughly corresponds with
the measured times. This indicates that even without controlling the MTU of best effort
traffic, a faster (Gigabit) backbone mitigates the blocking overhead and improves the
overall performance. And that the switch performs as expected even at Gigabit speeds.

All measurements are within +-10% of the theoretical results, thus validating the an-
alytic model. To mitigate the effect of Best-effort traffic, our experiments confirm that
lowering the MTU of BE traffic lowers the blocking time of the shared link. However, this
approach has the potential to create problems with the packet scheduler of the switch.
Since the switches are typically specified to manage packages at full speed with maximum
MTU, switching minimum size packages will generate 20 times the number of packages,
and thus putting an additional 20 times load on the internal packet scheduler. Hence,
special care must be taken to validate the behaviour of the switch(es) if utilizing this
approach.

5 Related and Future Work

Compositional analysis of real-time systems have been extensively studied in [21, 22].
Similar to the recent work [22], platform overhead is included in our analysis. In our
case, platform level scheduling is nonhierarchic, and end-to-end response time in a dis-
tributed setting is obtained by including communication overhead. Guaranteed real-time
services over standard Ethernet have been studied from a modelling and simulation per-
spective (e.g., in [23]). Response time of IEC 61499 has been studied at device level e.g.
[24], and over switched Ethernet e.g. [25]. Our models extend [23, 24, 25] and our exper-
iments indicate their validity. The problem of shared output queuing with QoS has been
identified and discussed in [26]. In our case we need only two priority classes in order to
provide real-time guarantees (given the assumption that switches are non-blocking). Our
experiments validate the feasibility to COTS switches (like the Cisco 2960), and show
that the impact of non-critical traffic can be bound and safe response times obtained.

Currently, there are attempts to add response-time predictability to switched Ethernet
by defining standards for Deterministic Ethernet [27]. Our approach is not becoming
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obsolete by having networks following those standards. In fact, analysis for end-to-end
response times in a 61499 distributed application becomes then vendor independent. Our
approach is currently limited to Ethernet switches with a suitable and known priority
queueing implementation.

Our results are safe to the worst case, assessing end-to-end response in a holistic manner
including the overhead of receive/transmit hardware and software. Further improvements
can be obtained if the MTU of best effort traffic is controlled. This however, requires
the switches to be configurable as well as being capable of segmenting and reassembling
packages at the edges of the network. Alternatively, each best effort device needs to be
configured to segment the traffic at the link layer, which might be not practical in the
general case. Firstly, the link layer drivers may not provide to set the MTU in a user
configurable way. And secondly, the usage of such devices outside the system will suffer
from decreased performance. Moreover, relying on configuration is fragile, and cannot be
trusted. However, our experiments show that the adversative effects of best effort traffic
can be effectively mitigated by a faster backbone.

In this way, our results challenge the common belief that specialised Real-Time Ethernet
protocols and components are required in order to offer predictable timing over Ether-
net. In cases where absolute performance requirements cannot be met by the presented
approach, specialised solutions and technologies (e.g., EtherCAT) may be combined with
the presented work, allowing to further reduce end-to-end response times, with (poten-
tially) tighter bounds to the analysis.

Set target of future work is to further automate the design process for distribution,
allowing networking components to be generated directly from 61499/RTFM models, and
to integrate the proposed methods for analysis in the RTFM-4-FUN tool suit. In order
to ensure correctness of the presented analysis and future automation features, rigorous
formalisation and extraction of certified code is possible through e.g., Coq[28]. Another
area of interest is deriving a generic test bed, allowing fast and accurate characterisation of
switch configurations, facilitating the deployment in real-life environments. In particular,
we would like to study the Netgear low-cost solutions (e.g., the GS10T-200), claiming to
implement strict priority queues.

6 Conclusions

In this paper, we have discussed end-to-end response times for distributed IEC 61499
applications communicating over switched Ethernet networks. The end-to-end analysis
takes device level response time, network link layer transmission times, network topology
as well as switch specifics (up to layer 2) into consideration. For the analysis and imple-
mentation, the system is translated into concurrent tasks and resources (critical sections)
in RTFM-core language. Such models can be expressed directly in the RTFM-core lan-
guage, derived from IEC 61499 system specifications, or any mix thereof. The static
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nature of the RTFM-core model allows device level response times to be assessed using
available schedulability analysis. For each link, the number of (outstanding) messages in
the system is precisely bound, thus allowing the blocking and queuing time to be safely
estimated. To assess the impact of switches in the network, a generic model is presented,
and an experimental setup is developed allowing characterisation of the switch(es) at
hand. Our experiments conducted on commercially available micro-controllers and Eth-
ernet switches indicate that safe end-to-end response times well below 1ms are feasible,
even over tree network (backbone) topologies and in the presence of un-managed best-
effort traffic.
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A Real-Time Semantics for the IEC 61499 standard

Per Lindgren, Marcus Lindner, Andreas Lindner, Valeriy Vyatkin,
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Abstract

The IEC 61499 standard provides an executable model for distributed control systems
in terms of interacting function blocks. However, the current IEC 61499 standard lacks
appropriate timing semantics for the specification of timing requirements, reasoning on
timing properties at the model level, and for the timing verification of a specific deploy-
ment.

In this paper we address this fundamental shortcoming by proposing Real-Time-4-
FUN, a real-time semantics for IEC 61499. The key property is the preservation of
non-determinism, allowing us to reason on (and verify) timing properties at the model
level without assuming any specific scheduling policy or stipulating specific order of ex-
ecution for the deployment. This provides for a clear separation of concerns, where the
designer can focus on properties of the application prior to, and separately from, de-
ployment verification. The proposed timing semantics is backwards compatible to the
current standard, thus allow for re-use of existing designs. The transitional property
allows timing requirements to propagate to downstream sub-systems, and can be utilized
for scheduling both at device and network level.

Based on a translation to RTFM-tasks and resources, IEC 61499 the models can be
analyzed, compiled and executed. As a proof of concept the timing semantics has been
experimentally implemented in the RTFM-core language and the accompanying (thread
based) RTFM-RT run-time system.

1 Introduction

The IEC 61499 standard provides an executable model for distributed control systems in
terms of interacting function blocks (FBs). The execution model is event-driven (asyn-
chronous), where triggering events may be associated with data. This allows for non-
deterministic execution (which is plausible as actual scheduling can be tailored to best
fit the underlying platform(s), network media etc., while correctness (as defined from the
underlying semantics) is a model property.

Non-determinism, by itself, allows for many correct traces of a given input (and state),
and can be observed (and reasoned on) using methods such as model-checking [1, 2].
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This allows separation of concerns, where validating correctness of the model per-se
(reasoning on the properties of the specification) can be done prior to, and separately
from, validating that a specific deployment (implementation) meets the specification. In
this way, the concern of the application designer is the specification and composition of
models, where as s/he can rely on automatic methods (as a concern of the tool vendor)
to validate that the deployment, (i.e., underlying platforms, run-time systems, networks,
etc.), collectively meet the specification. Separation of concerns is a key property to
dealing with systems of complexity, such as those emerging in industrial automation
(where we actually face systems-of-systems).

However, the current IEC 61499 standard lacks appropriate semantics to natively spec-
ify intended timing behavior requirements. Instead, timing properties emerge from the
implementation.

Related to real-time execution IEC 61499 model we find the work on TORERO [3].
Computations (actions) are implemented following the Java Real-Time Specification,
while per-event timing specification is given using the IAONA Real-Time Classes. In
the work of Zoitl [4], timing specification is expressed in terms of traditional notions of
deadlines, inter-arrival and execution times. In comparison to [3], timing specifications
in [4] are limited to source events. Another recent approach to real-time execution of IEC
61499 takes the outset from a Time-Complemented Event-Driven (TCED) control model
[5]. Pang et. al. demonstrates that a TCED systems can be implemented following IEC
61499.

The related industrial standards IEC-61131/60848 as well as their underlying Sequential
Function Charts (SFCs) and Grafcets have been extensively studied. In [6] an un-timed
formalization of Grafcets in terms of Stable Location Automaton is proposed. The text
nicely lays out the syntactic and semantic differences between the event driven Grafcet
and the scan based (PLC) SFC execution model. A unified timed semantics is presented
in [7]. Timing properties are expressed using 5 primitives (L,D, SL, SD,DS), each
one with a unique semantics. It is found in [7] that the SFC semantics is ambiguous
in the standard, and that a clear definition of well-formedness is lacking and open for
interpretation.

In this paper we address this fundamental shortcoming by proposing Real-Time-4-FUN,
a real-time semantics for the IEC 61499. We associate each event with a Permissible Ex-
ecution Window (PEW), defined by its baseline (indicating the absolute arrival time),
and a relative deadline (defining the timing requirement). Timing information is tran-
sitional (inherited), allowing a chain of events to operate under a common PEW (i.e.,
end-to-end timing requirement). Moreover, an emitted event can be associated a relative
baseline offset, postponing its (downstream) arrival. This allows for expressing complex,
yet statically analyzable, timing patterns free of accumulated drift (allowing e.g., delays
and periodic behavior as trivial cases). Similarly to [3] we allow for timing specification
of arbitrary events. While our timing semantics share similarities to [4] we propose a
transitional and compositional semantics by means of baseline inheritance and offsets.
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The timing semantics are influenced by previous work on the Timber language [8] and
the lightweight TinyTimber [9] C-code programming model. The experimental imple-
mentation is based on the original work on the RTFM-core language [10].

2 Background

2.1 IEC 61499

The IEC 61499 standard [11] provides a non-deterministic executable model for dis-
tributed control systems in terms of interacting function blocks. The executions se-
mantics is informally defined, and thus subject to interpretation (as no official reference
implementation is present). For the purpose of the presented work, we briefly summarize
key features of the standard. For a comprehensive overview see [12]

Design Elements

Function Block (FB) types:

• Basic Function Blocks (BFBs), used to specify general behaviour,
• Service Interface Function Blocks (SIFBs), used to interface the environment of a

FB network, and
• Composite Function Blocks, emerging from a composition of BFBs/SIFBs and

(inner) composite FBs.

In common all FB types provide an interface defining input events with associated input
data variables, and output events with associated output variables.

The operation of a BFB is defined (in a finite state machine like manner) by its Exe-
cution Control Chart (ECC), input/output events, and input/output/local variables. A
transition condition (edge in the ECC) is either a single input event, a Boolean expression
(guard) on input/output and local variables, or a combination thereof. Each state in the
ECC, implies an ordered set of zero or more algorithms to execute and output events to
emit. On the arrival of an input event (provided by the resource scheduler), the associated
input data connections are first sampled to the input variables, then transition conditions
from the current state are checked (in order given by occurrence in the underlying XML).
On a transition the algorithms of the target state are sequentially executed (implying
potential output events and local and output variable updates), the input event is (con-
ceptually) consumed, and further transition conditions (from the target state) inspected
transitively until no more transitions are possible.

The operation and implementation of SIFBs are left undefined in the standard. CFBs
provides a mere hierarchical abstraction and carry no functionality in their own right.
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Deployment

For the deployment, the application is partitioned onto a set of resources, which in turn
are mapped onto a set of devices. Communication crossing resource boundaries (e.g.,
inter device communication) must pass through SIFBs.

The standard also associates other properties to the notions of resources and devices,
allowing shielded execution and dynamic re-configuration.

Execution model

The execution model is event driven (asynchronous), where each event may be associated
with a set data connections. A device may provide one (or more) resource(s) responsible
for the scheduling of events. The order of events delivery and execution is undefined,
hence the execution model is non-deterministic.

2.2 Real-Time For the Masses

Real-Time For the Masses (RTFM) is a set of experimental languages and tools, designed
to bring state-of-the-art embedded software technologies to the mainstream. The Model
of Computation (MoC) has the outset of the Stack Resource Policy (SRP) [13], which
brings numerous advantages to preemptive scheduling of systems with shared resources,
e.g., deadlock free execution, bound priory inversion, as well as memory and CPU efficient
implementation. Given Worst Case Execution Times (WCETs) for the tasks and their
inner claims, schedulability test and response time analysis is readily available for single-
core systems [13], as well as and multi-cores [14].

RTFM, Model of Computation

The notation from [13] has been adapted to our use in the context of RTFM. For this
presentation we use task instance and task interchangeably: ti, is a task (job) with run-
to-completion semantics; rj, defines a resource, a task may claim (request and release)
resources in a LIFO nested manner; and ei, is an event (job request) triggering the
execution of the corresponding task ti.

To the end of SRP based analysis and deadline monotonic (DM) scheduling we define:
dl(ei), is the deadline for the execution of task ti; p(ti), is the static priority for ti; ia(ei),
is the minimum inter-arrival time (or period) of ei; c(ti), is the worst case execution time
for ti; and rp(ei), is the response time to the event ei (i.e., task ti).

In the context of RTFM, claiming a resource can be seen as entering a critical section.
It extends the SRP task model with the ability for tasks to emit events (hence allowing
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asynchronous task chains to be expressed). In comparison to SRP, resources in RTFM
are single unit.

RTFM Run-Time Systems

Models in RTFM be efficiently executed by the RTFM-kernel on single-core bare metal
platforms [15] and by the RTFM-RT [16] onto hosted environments that provide threading
primitives.

RTFM-core

The RTFM-core programming language [17, 10] builds on the RTFM MoC. From the
input -core program the RTFM-core compiler generates C code output referring to the
RTFM-kernel/RTFM-RT primitives for the scheduling. During compilation the task
set is analyzed for inconsistency (cyclic resource claims are rejected). For valid models
resource ceilings for SRP based scheduling are derived and provided as input for run-time
scheduling (as implemented in the RTFM-kernel/RTFM-RT).

2.3 IEC 61499 mapping to the RTFM Model of Computation

In previous work, a mapping from device/resource level IEC 61499 models to the RTFM
MoC (as provided by the RTFM-kernel API) has been proposed [18]. For this presenta-
tion, we adopt a similar approach, while mapping to the RTFM-core language instead of
the RTFM-kernel scheduling primitives. This has the advantage that model level analy-
sis and optimizations (performed by the RTFM-core compiler) can be put to use. (For
detailed descriptions of the original work, we refer the reader to [18].)

3 RTFM Timing Semantics

3.1 Permissible Execution Window

Each event (e) is associated with an baseline bl(e) (absolute point in time for the arrival
of the event), a relative deadline dl(e) (indicating the timing requirement), and a mini-
mum inter-arrival time ia(e). An event ei, is associated (triggers) a corresponding task
(instance) ti (can be seen as a job request related to SRP).

The Permissible Execution Window (PEW) for (an instance of) ti is the range in time
from its baseline bl(ti) = bl(ei) to its absolute deadline dl(ti) = bl(ei) + dl(ei), Figure 2.

A task ti, may emit further synchronous and asynchronous events ej, which by default
inherits the sender’s timing properties (bl(ej) = bl(ei), dl(ej) = dl(ei)), and hence the
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corresponding task tj executes under the sender’s PEW. On emitting a synchronous
event, the corresponding task is (directly) executed and the sender is suspended until tj
completes), while on emitting an asynchronous event the sender continues execution.

An asynchronous event ej can be associated explicit timing properties in terms of a
relative baseline offset af(ej) (such that bl(ej) = bl(ei) + af(ej)) and/or an explicit
dl(ej). We consider models valid only if the corresponding dl(tj) > bl(tj) (the size of
the PEW is > 0), and that dl(ej) ≤ ia(ej), which are common assumptions to real-time
scheduling. In the following, we assume systems to be schedulable if not else stated.

3.2 The RTFM-core language

Syntax

For this paper we extend on the original RTFM-core language [10] by introducing the
aforementioned time semantics. The async defines for the task instance (job request)
a permissible execution window (absolute base- and dead-lines), inherited or computed
from relative after and before timing information given in the -core program. The
pend defines a new baseline from the current time and an optional deadline.

A simplified grammar is depicted in Figure 1. The CCode terminal denotes the presence
of embedded C-code, occurring either at the top level, or inside a statement. (Func’s are
used merely to facilitate modularization.)

We discriminate between Task / ISR definitions given in the input program, and Task /
ISR instances derived by analyzing the input program. During compilation, (for current
run-time targets) static priorities are derived for each ISR (by deadline) and Task instance
from the timing constraints of the originating asynchronous event.

3.3 Dynamic Semantics

In the following, we give an informal dynamic (run-time) semantics for the -core language,
following the notions of tasks and resources.

Each ISR, Task and Reset/Idle definition is bound to a finite sequence of statements
and is referred to as a task definition. Execution of a ISR/Task (a task instance) is
triggered by the occurrence of a corresponding event and should run-to-completion (i.e
terminate). An event can either occur from the environment (typically an interrupt) or
be emitted internally. Idle is a (potentially non-terminating) process with the lowest
priority in the system, invoked once by the underlying run-time system at startup (after
run-to-end execution of the Reset task).

The Tasks are concurrent in our model (and may execute in parallel, besides Reset
that run before any other task is released). Their associated priorities may be used by
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Top ::= #> CCode <#
| ISR Id Before? { Stmt }
| Task Id { Stmt }
| Func Id (CCode) { Stmt }
| Reset { Stmt }
| Idle { Stmt }
| Top Top

Stmt ::= #> CCode <#
| claim Id { Stmt }
| async After? Before? Id ()
| pend Before? Id ()
| sync Id (CCode)
| Stmt Stmt

After ::= after Int

Before ::= before Int

Figure 1: Simplified grammar for RTFM-core

the underlying scheduler (and corresponding resource and scheduling analysis). During
execution a task may request (claim) a (single-unit) resource for the duration of a critical
section. Following the grammar, resources will be claimed in a LIFO manner. Functions
execute synchronously (sync) on behalf of the sender.

The event eReset has a baseline set to the current device time at the point when Reset
has run-to-end. In a distributed setting, device time may be synchronized and thus
common to all devices. In our model, the Reset task executed as part of device/scheduler
initialization, (not part of the run-time scheduling for the system), and thus has no notion
of specific deadline.

3.4 Cyclic task chains

Let d(t) denote the task definition of t. Assume a task chain ti
async→

∗
tk. In case d(ti) =

d(tk), i.e., ti and tk refers to the same task definition, we have a cyclic task chain. The
period p of the task chain (and all its corresponding sub-task) is given as:

p =
k∑

n=i

Xn (1)

where Xn is the baseline offset (async after Xn).
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Listing E.1 Ex1.core simple task chain and message passing.
1 Task t1() {
2 #>printf("t1\n");<#
3 async after 1s before 1s t2();
4 }
5
6 Task t2() {
7 #>printf("t2\n");<#
8 }
9
10 Reset {
11 async before 500 ms t1();
12 }

Well-formedness

To ensure schedulability, each sub-task of a periodic task chain should have a deadline
shorter or equal to its inter-arrival time (dl(tn) ≤ p). Moreover, to ensure bound number
of task instances, task chains must originate form the Reset task and each d(t) may be
referred to by at most one cyclic chain.

3.5 Examples

For brevity, we exclude the execution of Reset in the timing diagram. Device time is
assumed 0 at the point when Reset has run-to-end, i.e., bl(eReset) = 0 .

Example 1

In our first example we demonstrate a simple delay. The task t1 is triggered with bl(t1) =
0s inherited from the Reset and the absolute deadline dl(t1) = 500ms derived from
the relative timing constraint (line 11, Listing E.1). Task t2() is triggered with arrival
bl(t2) = 1s and absolute deadline dl(t2) = 2s by the async event emitted from task t1
(line 3, Listing E.1).

Example 2

Our second example defines a system, that on reset triggers the periodic task t1 (with
bl(t1) = n, dl(t1) = n + 1s), where n increments by 1 for each task instance/invocation
(i.e., a period of 1s).
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bl (t 1) dl (t 1) Time

bl (t 2) dl (t 2)

t1

t2

after 1 s before1s

before500ms

0 s 1s 2 s500ms

e2

e1

Figure 2: Timing for Example 1.

Listing E.2 Ex2.core periodic task.
1 Task t1() {
2 #>printf("t1␣\n");<#
3 async after 1s before 1s t1();
4 }
5
6 Reset {
7 async t1() before 1s;
8 }

bl(t i) dl (t i) Time

bl (t j) , d (t j)=d (t i) dl (t j)

period 1 s

Figure 3: Timing for Example 2.
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Event ::= async After? Before? Min?
| pend Before? Min?
| sync

After ::= after Int

Before ::= before Int

Min ::= min Int

Figure 4: RTFM event grammar for IEC 61499.

4 Timing Semantics for IEC 61499

In this section we propose how the aforementioned real-time semantics (Section 3) can be
adopted in the IEC 61499 standard. Our approach builds on, and extends, the mapping
of the IEC 61499 models to the RTFM MoC [18] (briefly reviewed in Section 2.3).

4.1 Mapping of design elements

Event properties

The definition of events follows that of the RTFM MoC, and the syntax (Figure 4).

Event source

An event source, injects events from the environment into the FB design. In IEC 61499,
event sources are defined using SIFBs. We propose RTFM-core as a (possible) specifica-
tion language for SIFBs. For bare metal implementation at device level, event sources are
implemented as ISRs (interrupt service routines), and the generated code automatically
infers the baseline for the event/task. If choosing to implement SIFBs outside the RTFM
MoC, the source event should be associated a baseline using the pend option (which
assigns the baseline to the current time). For the analyses the min option should be
used to define the minimum inter-arrival time for the event source. A SIFB output event
that occurs on behalf of conveying an IEC 61499 event e should propagate the timing
properties of e (i.e., PEW and inter-arrival).

Event chains

For (asynchronous) events we have the option inherit or explicitly state timing con-
straints, (Figure 4). The after option allows us to define complex timing patterns (for
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which delays and periodic behavior are trivial cases), without the need to infer special
design elements. Notice, the baseline offsets are statically assigned, which allows for com-
pile time analysis on the well-formedness of the design as well as offline schedulability
analysis.

Point of association

The IEC 61499 standard implies FBs as being loosely coupled components/elements
for application design. From the component point of view, one could argue that event
properties should therefore be stated as part of the FBs. This was also the outset for the
Real-Time Execution of IEC 61499 [4], as well as our previous work [18]. However, this
approach is somewhat limiting, as output events may be split. Associating properties to
each connection (at network level) increases the flexibility, allowing downstream event
handling under different timing constraints (similar to [3]).

In order to satisfy both the component view and allow for maximum flexibility we
propose that default event properties should be stated as part of the FB event outputs,
while allowing to be over-ridden by properties given for the connections at network level.

RTFM Tasks

Each chain of synchronous events is a task ti triggered by an asynchronous event ei. If
events are merged (i.e., several output events trigger the same input event), we see this as
distinct task chains (executing concurrently under the timing constraints of the specific
triggering event).

RTFM Resources

For the handling of resources, we adopt the mapping developed in [18].

4.2 System model example

IEC 61499 System model

Figure 5, depicts an IEC 61499 model developed in the 4DIAC IDE [19]. The SIFB
instances Ea1 and Ec1 capture the external events from the underlying platform (or plat-
forms if deployed onto different devices) and trigger the execution of actions associated
to a1.i1 and c1.i1 respectively. Figure 6 depicts the ECC of b1, showing the associated
actions (algorithms) taskb1 for input event i1 and taskb3 for input event i3 respec-
tively. The m is an FB (from the standard library) that merges (and serialize) incoming
events (and associated data).
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Figure 5: Example IEC 61499 system model.

Figure 6: ECC of FB b1.

Example: Event source

Assuming we deploy the system (application) onto a single device. The output events
from SIFBs Ea1 and Ec1 are obvious event sources (to the IEC 61499 network). In order
to define the baseline, and should thus either be implemented natively in RTFM-core
(and there originating from some ISR of the underlying hardware), or emitted with the
pend option. In either case for the analysis the minimum inter-arrival should be stated
using the min option. Figure 7, depicts the timing property of the event Ea1.o1 ->
a1.i1 at the network level.
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Figure 7: Timing property of Ea1.o1 -> a1.i1 at network level.

Example: Event chains

If not explicitly stated, events are considered to be synchronous, i.e. the event chains
originating from event sources will be treated as synchronous task chains in the model and
for execution. For the example, this amounts to the set of tasks and resources depicted
in Figure 8.

Example: Resources

The assumption that dl(t) ≤ ia(t) (and that the system is schedulable), only the RTFM
resources that are shared between tasks chains triggered by different event sources needs
to be protected. For the example, this gives us the (reduced) set of protected resources
r(m) (for the ECC of m), its data output r(o) (for the connection m.OUT_1 -> b1.di1)
and the r(b) (for the ECC of b1). Notice here, that the ECC of b1 triggers an output
event o1 only on a incoming i3 event, which in turn occurs on behalf of the single source
event Ec1.o1, thus neither the state of b2 nor the data connection b1.d -> b2.d1 needs
protection.

Example: Scheduling

At device level, RTFM models can be scheduled efficiently by the RTFM-kernel, ex-
ploiting the underlying interrupt hardware[15]. Each synchronous task chain, amounts
to a RTFM task. For the example, the task chain triggered by ea1 (with the sub-tasks
a1 : m1 : b1) and task chain triggered by ec1 (with the sub-tasks (c1) : a2 : m2 : b1,
(c1) : b3 : b2 and (c1) : c2). Notice, this gives an upper bound to the set of sub-tasks
executed on behalf of occurred source events ea1/ec1 . For a given configuration (ECC
specifications of the FBs and FB states), actual execution involves a proper subset of the
sub-tasks of the executing task.
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a1 b1

b2b3a2

c1 c2

ea1

ec1

m1

m2

r (b)r (m) r (o)

c (a1)=50 c (m1)=1 c (b1)=1

c (b2)=2c (a2)=5

c (m2)=1 c (b3)=5

c (c1)=5 c (c2)=3

Figure 8: Example RTFM system model. We have the (external) events ea1 and ec1 ,
triggering the task chains headed by a1 and c1 respectively. Asynchronous events are
marked as dashed, tasks are denoted by circles, boxes r(m), r(b) are resources for the
corresponding FBs, while r(o) is a resource for a shared connection.

Example: Analysis

GivenWorst Case Execution Time (WCET) bounds for all sub-tasks, SRP based response
time analysis can be readily applied. For a detailed description, see e.g., the original work
of Baker [13]. In the following c(ti) = Cti

denotes the WCET C of a sub-task ti.

Example: CPU utilisation

Assuming the WCETs given in Figure 8. The total WCETs of the task (chains) triggered
by ea1 = 50a1 + 1m1 + 1b1 = 52ms, and ec1 = 5c1 + 5a2 + 1m2 + 1b1 + 5b3 + 2b2 + 3c2 = 22ms
respectively. Assume ia(a1) = 1s, ia(c1) = 60ms, CPU utilization is 52/100 + 22/60 =
88.7/100, hence the system may be schedulable, (as total CPU utilization is less than 1).

Example: Response time

Assume that dl(ea1) = 100ms, and dl(ec1 = 30) respectively. During compilation, static
priorities are assigned (monotonically) based on decreasing deadlines, hence an assign-
ment p(ea1) = 1, p(ec1) = 2 meets this requirement (a higher value indicates a higher
priority).

The response time of a task t is under SRP computed as the sum of the WCET,
interference by higher priority tasks, and blocking by lower priority tasks (known as
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priory inversion). Under SRP blocking of a task ti is limited to a single section where a
lower priority task holds a resource, with a priority ceiling (dre) larger or equal to p(ti).
The priority ceiling of a resource r is computed as the maximum priority for any task
that may access r. For our example dr(m)e = dr(o)e = dr(b)e = 2, since resources may
be accessed by tasks at priority 2 for these (shared) resources.

Preemption time can be safely estimated by the interference of all tasks occurrences
until its deadline. In our example dl(ea1) = 100ms, and ia(ec1) = 60ms, which implies
that (in worst case) the execution of ea1 will be preempted (at most) twice. This gives us
a response time rp(ec1) = c(ea1) + 2 ∗ c(ea2) = 52 + 2 ∗ 22 = 96ms (no blocking since no
lower priority task exists). Hence, we satisfy the deadline requirement for ea1 = 100ms.

Let us now assess the response time for ec1 . Since it is the highest priority task in
the system, interference (preemption) will not occur. However, it may be blocked by a
lower priory task. In the example the worst case is when resource m, is held by ea1 for
the section (sub-tasks) m1 : b1 (notice, the sequential execution of b1 on behalf of m1).
This gives us a blocking time of c(m1) + c(b1) = 1 + 1 = 2, and a total response time
rp(ec1) = c(ec1) = 22 + 2ms. Hence, we satisfy the deadline requirement for ec1 = 30ms.

Example: Conclusion

The given example demonstrate the device level mapping from IEC 61499 models to tasks
and resources of the RTFM MoC, and showcase the use of the proposed timing semantics,
both to specify timing requirements, to generate an outset for device level SRP based
scheduling, and the relation to established methods for response time analysis.

5 Conclusions

In this paper we have proposed a real-time semantics, Real-Time-4-FUN, for the IEC
61499 standard. Events are associated with base- and deadlines, providing an outset
for reasoning on timely properties at the model level. As allowing for non-deterministic
execution, correctness is defined by the execution semantics, not as currently on basis
of timing properties emerging from a specific deployment. This provides for a clear
separation of concerns, where the designer can focus on properties of the application
prior to, and separately from, deployment verification.

The proposed semantics is compositional, where baseline offsets provide a means to
express complex (yet statically analyzable) timing patterns directly at model level (thus
superseding the need for the implementation dependent timing components currently re-
quired using IEC 61499). Timing requirements are transitional and propagate to down-
stream sub-systems, (allowing the re-use of legacy IEC 61499 components), and can be
utilized for scheduling both at device and network level. In this paper we have shown
that, based on a translation to RTFM-tasks and resources, IEC 61499 models can be
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analyzed, deployed and verified. As a proof of concept the timing semantics has been
experimentally implemented in the RTFM-core language and the accompanying (thread
based) RTFM-RT run-time system.
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RTFM-RT: A threaded runtime for RTFM-core
towards execution of IEC 61499

Andreas Lindner, Marcus Lindner, and Per Lindgren

Abstract

The IEC 61449 standard provides an outset for designing and deploying distributed
control systems. Recently, a mapping from IEC 61499 to the RTFM-kernel API has
been presented. This allows predictable real-time execution of IEC 61499 applications
on light-weight single-core platforms. However, integrating the RTFM-kernel (bare-metal
runtime) into potential deployments requires developing device drivers, protocol stacks,
and the like. For this presentation, we apply the mapping from IEC 61499 to the RTFM-
MoC task and resource model implemented by the RTFM-core language. The compila-
tion from RTFM-core can be targeted to both, RTFM-kernel and the introduced runtime
system RTFM-RT. In this paper, we detail the generic RTFM-RT runtime architecture,
which allows RTFM-core programs to be executed on top of thread based environments.
Furthermore, we discuss our implementation regarding scheduling specifics of Win32
threads (Windows) and Pthreads (Linux and Mac OS X). Using our RTFM-RT im-
plementation for deployment, predictable IEC 61499 execution together with access to
abovementioned operating system functions are achieved. For further developments, we
discuss the needed scheduling options to achieve hard real-time and analysis required to
eliminate deadlocks.

1 Introduction

Threads are the major means for modeling and implementing concurrency applications.
The model of tasks and resources in contrast to threads is an alternative way that is
slowly gaining acceptance. This can be seen in recent releases of task based libraries for
concurrency in established development tools [1, 2].

IEC 61499 programs are compiled for threaded platforms, since available runtime sys-
tems are based on threads [3]. Threads are a programming model with a lot of compli-
cations and even arguable misconceptions [4]. On the other hand, thinking in terms of
tasks and resources is both more natural and less complex. Our timed task and resource
model RTFM-MoC (outlined in Sections 2.1 and 2.2) follows these terms to make reliable
concurrent real-time systems available to a wider audience.

In this paper, we present RTFM-RT an abstract execution of RTFM-MoC under thread-
ed environments and two implementations for the major operating systems. That way,
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programs of our task based model, written in RTFM-core [5], can be executed on main-
stream and widespread thread based operating systems and libraries. RTFM-kernel [6]
is another execution environment implementing the RTFM-MoC and aiming at highly
efficient real-time execution on bare-metal.

A mapping from IEC 61499 to RTFM-MoC and consecutively RTFM-RT allows more
predictable and non-ambiguous execution, which in turn leads to more reliable appli-
cations. The proposal for the mapping of Function Blocks to the notions of tasks and
resources in [7] gives an unambiguous execution semantics allowing to reason on prop-
erties of the system. These properties cover memory requirements as well as response
times and overall schedulability.

The mapping extends the eventing mechanism and replaces the common event by two
new event types. A synchronous event is a plain function call, while an asynchronous
event marks the starting point of a chain of synchronous events associated with a priority.
A chain of synchronous events is mapped to a task with deadline in RTFM-core. All
stateful entities in an IEC 61499 model (i.e., data wires and Function Blocks) are mapped
to resources protecting access to the state.

The proposed mapping has some limitations. A chain of synchronous events needs to be
free of cycles, which is detectable and fixable. Furthermore, asynchronous events may not
reoccur before their associated tasks are dispatched, which is ensured by timing analysis.
With the outset from RTFM-core an additional extension to IEC 61499 would allow
schedulability and response time analysis, i.e., adding timing properties and constraints
to synchronous event chains [8]. Previous work relied on the SRP [9] based RTFM-kernel
to ensure deadlock free execution. However, RTFM-RT currently does not guarantee
deadlock freedom other than in special cases, thus deadlocks must be avoided by the
mapping process.

2 Background

RTFM-RT is part of a framework (RTFM-lang), which is intended to facilitate the de-
velopment of reliable real-time applications. A major focus lies on providing a model for
concurrent real-time programming, suitable for static analysis and run time verification.

To support a wide variety of users, especially less experienced in the field of real-time
development, a domain specific programming language with an easy-to-use and read-
ily understandable programming model is available. For this purpose, the RTFM-core
language is based on the outset of concurrent tasks with timing constraints and named
critical sections in contrast to commonly used threads. Figure 1 depicts the relation-
ship between the components of the RTFM-lang framework, which are detailed in the
following subsections.
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Figure 1: RTFM-RT as part of the RTFM-lang framework.

2.1 RTFM-core Language

RTFM-core is a programming language designed with concurrency support for the needs
of lightweight embedded devices and particularly real-time systems with guaranteed re-
sponse times, such as embedded sensors and actuators. Its model of computation (MoC),
like for the whole RTFM-lang framework, is reactive, based on tasks and (single-unit) re-
sources combined with timing specifications. Tasks in contrast to threads are well-known
to be suitable for real-time applications [10].

Tasks are the execution entities of a program, which encapsulate the executing code.
Started by a triggering event, a task always runs to completion without waiting for
additional events, i.e. a task has no option for blocking. Claiming a shared resource
for access inherently involves synchronization, which is not considered to be blocking in
RTFM-MoC. During execution a task may arbitrarily pend other tasks for asynchronous
execution. Additionally, timing constraints (before and after) to pend a task’s execu-
tion can be given.

Resources are logical entities to synchronize execution and protect critical sections
within tasks, defined by a resource claim. Two or more tasks cannot claim the same
resource at the same time, i.e., cannot enter their critical section. To enforce nested
critical sections tasks can only be claimed in a LIFO (hierarchical) manner.

Figure 2 depicts the basic concepts of the RTFM-core language with its simplified gram-
mar. Tasks (Task) and common functions (Func with parameters) are defined by a unique
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Listing F.1 Example.core.
1 Task t () {
2 claim r {
3 #>printf("task␣t\n");<#
4 }
5 }
6
7 Reset {
8 #>printf("User␣reset\n");<#
9 async t ();
10 }

identifier (Id) at top level, as well as the two special tasks Reset and Idle. Reset sets
up the system, while Idle is an infinitely running task with lowest priority to support
background activities (e.g., sleep mode). Identifiers have to be unique, which is ensured
during the well-formedness check.

Functions are called with the sync keyword, while the asynchronous execution of a task
is requested with either the pend or the async keyword. Pend and async optionally allow
the specification of different timing constraints through before and after. Detailed
information to the timing semantics is available in Section 2.2.

Critical sections are delimited with a claim block within tasks and functions. The
identifier of the claim denotes a logical resource, which is claimed when entering the
block and released when leaving the block. Multiple claim blocks that use the same
identifier belong to the same resource and only one task can enter such a block at the
same time.

This way each program specifies the task and resource structure of the application,
as well as the timing dependencies between tasks. Actual program logic (commands,
expressions, etc.) is embedded via C code by usage of the escaping brackets #> and <#.

Listing F.1 illustrates a simple example program written in RTFM-core, which contains
a task definition for Reset and a common task t. Reset is executed during the set up
stage. It runs embedded C code for a console output and requests the asynchronous
execution of task t with implicit timing constraints after 0 and before ∞. I.e., the
execution is not delayed and there is no deadline specified. Task t executes its embedded
C code within a critical section defined by claiming resource r.

This example does not show a particular functionality. It only exemplifies the main
aspects of the RTFM-core language and is used later again in Section 2.3 for illustration
of the compiler output.
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Top ::= #> CCode <#
| Task Id { Stmt }
| Func Id (CCode) { Stmt }
| Reset { Stmt }
| Idle { Stmt }
| Top Top

Stmt ::= #> CCode <#
| claim Id { Stmt }
| async After? Before? Id ()
| pend Before? Id ()
| sync Id (CCode)
| Stmt Stmt

After ::= after Int

Before ::= before Int

Figure 2: Simplified grammar for RTFM-core

2.2 Timing Semantics

Tasks of the RTFM-lang framework can only be executed within a defined time frame,
i.e., Permissible Execution Window (PEW). The borders of this time frame are always
well-defined, either implicitly or explicitly, or a combination of both. The execution time
of a task may never exceed the size of the PEW, but can be shorter. In the latter case,
the execution starting point within the PEW is left to the actual scheduling.

Each task t has two timing properties, a baseline bl(t) and a deadline dl(t). The baseline
of each task is the earliest point in time, when the task execution is allowed. It specifies
the lower bound of the PEW. The deadline defines the latest point in time, when the
execution needs to be finished, which is the upper bound of the PEW.

Tasks can be triggered by another task (through pend or async) or by an external event.
E.g., in case of the bare-metal based RTFM-kernel an external event can be a hardware
interrupt caused by a peripheral of a microcontroller.

Statement async

The async statement in RTFM-core allows the declaration of two optional PEW modi-
fiers:

async (after Val)? (before Val)? Id()
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When a task ts requests the execution of task t, then t inherits the baseline of ts, which
can optionally be shifted by the value of the after modifier (after(t)):

bl(t) = bl(ts) + after(t) (1)

If after is not specified then after(t) = 0.

The value of the before modifier (before(t)) specifies the size of the PEW. The deadline
of task t is computed by its baseline and the PEW size:

dl(t) = bl(t) + before(t) (2)

For hard real-time systems, explicit deadlines should be specified, or inherited.

Statement pend

The pend statement in RTFM-core allows only the declaration of the PEW size by using
the before modifier:

pend (before Val)? Id()

The baseline of a task t is not inherited from the requesting task ts when using the
pend statement. In that case the baseline of t is set to the point in time when the pend
statement is actually executed (time(pend t)):

bl(t) = time(pend t) (3)

The semantics of the before modifier follows exactly the one of the async statement
and specifies the PEW size.

External event

An external event is mapped to the RTFM system using special tasks (not shown in the
grammar in Section 2.1). The baseline of such a task is implicitly the point in time when
the causing event was captured (time(e)):

bl(t) = time(e) (4)

The deadline is, similar to the pend and async statements, defined by a before modifier.
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Figure 3: RTFM-lang timing example.

Example

Figure 3 illustrates the timing diagram for a task ti that is triggered by an external event
ei and two tasks tj and tk, whose execution is requested by ti. The baseline bl(ti) is
computed by Equation 4 and dl(ti) set to 3s.

Execution of task tj is requested using the async statements. Both after and before
modifiers are given. Baseline bl(tj) and deadline dl(tj) are computed using the Equations
1 and 2 respectively. Independently when async is executed within the PEW of ti, the
PEW of tj is always at the same position.

Task tk is requested by ti using the pend statement without specifying the before
modifier. As a result tk has an infinite deadline. The baseline bl(tk), and thus the
starting point of the PEW, is computed by Equation 3. This point in time is dependent
on the actual execution of the pend statement, in contrast to the async statement for
which the baseline is dependent on the sender’s baseline.

2.3 Core Compiler

Besides RTFM-RT as an execution environment for RTFM-core programs, the RTFM-
lang framework provides also the RTFM-kernel execution environment (see framework
overview in Figure 1). It executes RTFM-core programs on bare metal microcontrollers
like the ARM Cortex-M3 series by exploiting the NVIC hardware for scheduling the
tasks.
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Both execution environments provide primitives as API for the task and resource based
programming model in terms of C macros and functions. These allow to initialize pri-
orities for the tasks and resources, as well as pending tasks and locking or unlocking
resources, which in turn affect the underlying run-time priorities. The APIs of RTFM-
RT and RTFM-kernel slightly differ due to reasons of efficiency and implementation
specific details.

Each RTFM-core program is compiled by the RTFM-core compiler to a C program,
which uses the specific API for the targeted execution environment. The following C
compiling stage invokes the respective set of C macros and functions to produce the
actual executable.

Task definitions in an RTFM-core program are represented as functions in the C compi-
lation, together with data structures storing their priorities and some other information.
These functions are installed as interrupt service routines (ISRs) when executing on bare-
metal hardware with the RTFM-kernel. The RTFM-MoC allows the same task t to run
more than once at the same time, i.e., task t can be requested for execution multiple
times with overlapping PEWs. Since an ISR can typically only be executing once at a
time, it is necessary to create for each occurrence of a task execution request (pend or
async) a task function (i.e., a task instance) in the C code. Hereby, multiple ISRs are
installed for the same task, which can run concurrently.

Task priorities are computed during the compilation based on the deadline specifications
(before modifier). The highest priority is assigned to the task with the shortest deadline
(deadline-monotonic priority assignment, [11]). Other approaches are possible.

All resources used in an RTFM-core program are represented as logical units with their
names and ceiling values in the C compilation. The ceiling of a resource is computed as the
maximum of all task priorities that claim this resource. This allows for the application of
the priority ceiling protocol during the execution under RTFM-kernel [9] and RTFM-RT
[12] on some platforms.

Each async statement in an RTFM-core program specifies implicitly or explicitly (after
modifier) the baseline for the new task. The RTFM-core compiler inserts code in the C
output to compute the starting point of the PEW for the new task. The targeted runtime
system aligns the scheduling for the task on its PEW.

Task and resource dependencies are analyzed during compilation by the RTFM-core
compiler. Due to the SRP based scheduling under the RTFM-kernel, deadlocks can
never occur. However, RTFM-RT has multi-core support and allows parallel execution
of multiple tasks. In such case, the Coffman conditions for deadlock free execution are
no longer guaranteed. To this end, each potential deadlock is detected at compile time
and reported to the user, who can take countermeasures (e.g., by enforcing a global
order of resource nesting). Passing off line analysis implies a guarantee for deadlock free
execution, thus neither the run-time nor the application need to be designed for deadlock
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Listing F.2 Example.c targeted to RTFM-RT (simplified).
1 enum resources {r,RES_NR };
2 int ceilings [] = {1};
3
4 void t();
5
6 enum entry_nr {user_reset_nr , user_idle_nr , t_nr , ENTRY_NR };
7 int entry_prio [] = {0, 0, 1};
8 ENTRY_FUNC entry_func [] = {user_reset , user_idle , t};
9

10 void user_reset () {
11 printf("User␣reset\n");
12 RTFM_pend (0, 0, t_nr);
13 }
14
15 void user_idle () {
16 }
17
18 void t() {
19 RTFM_lock(r);
20 printf("task␣t\n");
21 RTFM_unlock(r);
22 }

awareness. Future work will investigate alternative scheduling methods (e.g., MrsP [13]),
which provide bounded blocking time.

Listing F.2 is the simplified output of the RTFM-core compiler for the example program
shown in listing F.1. Resource r and its ceiling value is stored in an enumeration for
indexing and an array for the ceiling value (lines 1,2). Task indexes together with task
priorities and function pointers are stored in the enumeration and arrays of lines 6-8.
The actual task instructions are embedded in plain C functions (lines 10-22).

2.4 Threads

RTFM-RT executes RTFM-core programs on hosted environments like Windows and
Linux. Concurrency support on such modern operating systems are provided by a thread
architecture [14]. RTFM-lang tasks are mapped to threads and resources are modeled
with mutexes. Semaphores are used to implement the request for asynchronous execution
of a task, whereas a global clock is used to set its PEW accordingly.
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Figure 4: Mutex usage example.

Mutex

In a threading environment a thread is an independent instruction sequence that can
be executed in parallel to other threads. A critical section of a thread is a block of
instructions, which potentially interfere with instructions from other threads (e.g., access
to the same memory location). To prevent errors in the program execution, these blocks
may not be executed concurrently.

A mutual exclusion (mutex) object is a data structure with two atomically executed
access operations, lock and unlock. A thread that owns a mutex (i.e., executed lock)
is the only one who can release (i.e., execute unlock) it again and no other thread can
lock it in the meantime. By delimiting all critical sections in concurrent threads with
lock and unlock instructions on the same mutex, none of these sections are executed at
the same time.

Figure 4 illustrates the functionality of a mutex m. Threads t1 and t2 run in parallel
and have each a critical section. The first thread that reaches its critical section (t1) can
take the ownership of the mutex by executing lock(m)). As soon as the second thread
(t2) reaches its critical section, its execution is suspended until it can take the ownership
of the mutex (i.e., unlock(m)) by t1).



2. Background 225

t

give(s)

thread t2thread t1

take(s)

continuation 
signal to t2

Figure 5: Semaphore usage example. The semaphore s is initialized to 0.

Semaphore

Semaphores are intended for another type of synchronization in between threads. Their
main purpose is for access control and signaling in concurrent scenarios. Similar to mu-
texes there are atomically executable lock (take) and unlock (give) operations available
for semaphores. But in contrast to mutexes there is no ownership for a semaphore. Each
thread with access to the semaphore can release it, if it is already locked.

A special type of semaphores, used by the RTFM-RT, are binary semaphores. General
semaphores specify the maximum number of possible take operations. Each take op-
eration decreases a counter down to 0, while each give operation increases it up to the
maximum. Binary semaphores set the maximum to 1, i.e., take and give operations
alternate.

Figure 5 shows a simple example of using a semaphore s. Thread t2 executes its instruc-
tions until it tries to take the semaphore (take(s)). Since the semaphore was not yet
given (give(s)), t2 has to wait for the semaphore. As soon as s is given by t1 (give(s)),
t2 can continue. That way t1 can signal t2 for continuation, e.g., after t1 prepared work
for t2.
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3 Generic Implementation of RTFM-RT

The main focus of the RTFM-lang framework lies on bare-metal execution with the
RTFM-kernel scheduling system. However, RTFM-RT (as part of RTFM-lang) aims at
executing RTFM-core programs on feature-rich operating systems, like Windows and
Linux. That gives a broader range of target platforms for running RTFM-MoC based
programs, as well as access to built-in functions like protocols and drivers.

RTFM-MoC uses tasks and resources for concurrency, which is a significant difference to
the thread models used by common operating systems [10]. RTFM-RT defines a mapping
from the RTFM-MoC to a generic thread model, which is the basis for the RTFM-RT
architecture. Specialized implementations for the major operating systems and their used
thread models (Win32 threads [15], POSIX threads [16]) are available.

During run time, RTFM-RT verifies the specified timing requirements by checking all
deadlines. After termination of each task, its deadline (derived from the program speci-
fication) is compared to the global time value.

3.1 Requirements

RTFM-RT is designed as a runtime system for RTFM-lang, i.e., it has to satisfy the
RTFM-MoC. The three main aspects of the RTFM-MoC are tasks, resources, and tim-
ing properties given for the tasks. The API of RTFM-RT provides functionality to
execute RTFM-core programs while preserving RTFM-MoC semantics during execution
(i.e., scheduling). Therefore, tasks and resources are defined together with their priorities
and ceilings, given as output from the RTFM-core compiler. Instructions for requesting
asynchronous task executions are available, which keep all PEW timing properties for
computing the baselines and checking the deadlines during run time.

Table 1 shows implementation specific differences of the RTFM-kernel and the run-
time RTFM-RT with respect to the RTFM-MoC. The RTFM-kernel exploits directly
the peripheral hardware (ISRs, interrupt masking, timers), which makes it very efficient.
Without direct access to the hardware RTFM-RT uses instead available threading archi-
tectures for scheduling and representing tasks, resources, or baselines (threads, mutexes,
OS clocks).

3.2 Static Design

RTFM-RT executes arbitrary programs that follow its API. A program for RTFM-RT
is a C code file with certain data structures and function definitions (see Listing F.2).
Different variables store the task and resource properties (i.e., priorities and ceilings),
while the actual task instructions are encapsulated in functions.
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RTFM-kernel RTFM-RT
Parallel execution Single-core only Multi-core possible
Representation of tasks ISRs Threads
Representation of claims Interrupt masking Mutexes

Task scheduling SRP POSIX: FIFO
Windows: Win32

Resource locking Priority ceiling POSIX: priority ceiling
Windows: priority classes

Deadlocking Deadlock free Optional deadlock detection
Timing Hardware timers OS clocks

Table 1: Comparison of RTFM-kernel and RTFM-RT.

These data structures and function definitions form the configuration (as an applica-
tion file) for the runtime system. It is used for static initialization of threads (one per
task), mutexes (one per resource), and semaphores (one per task for signaling). Task
code (encapsulated in functions) can use the API instructions pend and async for task
execution requests, as well as the API instructions lock and unlock for claiming and
releasing resources. Timing properties for each task are encoded in the API instructions
pend or async that request the execution of the task.

The RTFM-core compiler transforms RTFM-core programs into the application file (C
code), which follows the described API specification. Subsequently, a C compiler takes
this application file together with the RTFM-RT base system (available as C code) and
outputs an executable for the target platform.

3.3 Dynamic Design

Based on the application file discussed in the previous section, the RTFM-RT system is
set up and can be started. The main thread executes the following steps:

1. setup scheduling (create threads and mutexes, configure priorities),
2. fork threads (wait for signal immediately),
3. call reset handler,
4. signal threads,
5. call idle handler,
6. sleep in a loop.

Each task instance is represented by one thread, which executes the following steps:

1. wait for async semaphore,
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Figure 6: Pending a task thread in RTFM-RT.

2. sleep ∆ (if baseline in future),
3. call task handler,
4. jump to 1).

Step 2 is the offset for the new baseline of the task, i.e., the starting point of the PEW.
It is computed using the after modifier in the RTFM-core program. The actual task
execution (step 3) may not begin outside of the PEW.

Figure 6 illustrates a request from source task ts for asynchronous execution of task
t. Task ts starts its execution after the defined baseline bl(ts), while task t is in wait
mode for its semaphore take(st). An async call for task t is composed of passing data
over to the target thread (i.e., the baseline and deadline for t) and signaling the target
thread (give(st)). This wakes up the thread of task t to handle the receiving data and
fall asleep again for time period ∆, if the baseline lies in the future. The actual task
execution takes place after entering the PEW.

Figure 7 depicts the interaction of the main and task thread from the RTFM-core
example F.1. It shows also the usage of a mutex (lock(mr) and unlock(mr)) to delimit
a critical section. In case of another task thread using the same mutex (i.e., claiming
the same resource), a mutual exclusion of both critical sections would be ensured by the
thread system.
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Figure 7: Main thread and task thread of example Listing F.1 running under RTFM-RT.

4 Specific Implementations

Windows and Linux/Mac OS X are using different threading architectures. While Win-
dows has its own implementation with Win32 threads [15], Linux and Mac OS X are
using the standard POSIX threads [16]. The different architectures support different
mechanisms, which treat priorities and priority inversion in different ways. A separate
runtime system for each target platform considers the differences.

4.1 PTCORE

PTCORE is the RTFM-RT version for POSIX threads (Pthreads) supported by Linux
and Mac OS X. Pthreads support various thread scheduling policies. We opted for
the SCHED_FIFO scheduling, which is the one with minimal overhead and closest to the
behavior of the hardware based RTFM-kernel scheduling regarding predictability.
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SCHED_FIFO scheduling defines an implementation dependent number (between 32 and
99) of available priority levels. There is no time slicing for running threads. Once a
thread is started, it runs until:

• a new thread with higher priority is ready (preemption),
• it is blocked blocked by requesting an I/O operation,
• it is trying to lock an already locked mutex,
• or it yields.

Threads that are ready for execution are kept in a FIFO queue, whereas each priority has
its own queue. Preempted threads are inserted at the beginning, while new and yielding
threads are inserted at the end. The scheduling selects for next execution the thread
with the highest priority that is currently unscheduled and ready.

RTFM-RT uses for Pthread execution the PTHREAD_PRIO_PROTECT mutex protocol. A
thread that is requesting a mutex (lock) gets it and continues execution if the mutex was
not locked. The priority of the thread changes to the maximum of the current priority
and the priority ceiling of the mutex. The claiming thread is blocked, if the mutex was
already locked, until the mutex is unlocked and the scheduling rules allow to continue
the blocked thread.

When a thread releases a locked mutex the priority of the thread is reverted to the
old one valid before locking the mutex. All other threads waiting for this mutex can be
scheduled for execution based on the applicable policy.

4.2 WINCORE

WINCORE is the RTFM-RT version for Win32 threads provided by Windows. In con-
trast to Pthreads the scheduling policy is predefined and not adjustable. The applied
policy is similar to the Pthread SCHED_RR policy, but with random boosting to solve
starving priority inversion.

Within a process there are seven settable priority levels available for the threads. Prior-
ities of threads that are ready for execution are randomly increased by a priority boosting
strategy. I.e., the dynamic priority of a thread is its defined base priority plus a boost
value, which is set to a random value at a random time.

From the set of threads that are ready for execution, the one with the highest dynamic
priority is selected for scheduling. The execution is regularly interrupted to share the
processing time in between the threads (i.e., time slicing). The next thread with the
highest priority is selected in a round robin pattern.

The mutex protocol in Windows has no concept of priority ceiling. Locking and un-
locking of a mutex only manages the blocking of threads in order to enforce mutual
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exclusion. The random priority boosting strategy solves the thread starvation due to
priority inversion.

A thread, which is currently executing, can lock a mutex and immediately continue its
execution, if the mutex was not locked. The thread is blocked and cannot be scheduled
again, if the mutex was locked. In this case, the execution cannot continue before the
mutex is unlocked and the scheduler selects this thread again for execution based on the
scheduling policy.

5 Related work

RTFM-core is developed as an intermediate language for the object oriented application
level language RTFM-cOOre [17]. Modeling IEC 61499 in RTFM-cOOre is feasible (e.g.,
stateful entities as objects), but a different code emission for Function Block algorithms
is required, since embedded C code is not possible.

Erlang is a functional programing language with concurrency and distribution support in
its runtime system [18]. Message passing is the applied technique for data communication
between processes, which makes synchronization primitives obsolete. However, Erlang
has no means to specify timing properties and was developed for soft real-time. Therefore,
our RTFM-core approach gives this benefit to IEC 61499 execution.

Due to its easier comprehension, the integration of task-based programing models be-
come popular in modern languages or libraries (e.g., Java [2], C# [1]). Like Erlang,
they have no compile-time timing analysis and are also not intended for hard real-time
applications.

Other non-mainstream approaches include synchronous languages (e.g., Signal [19], Lus-
tre [20], Esterel [21]) and task-based languages like Ada [22]/SPARK Ada [23]. The effort
needed to introduce them in development is in general considered to be high, since their
programming paradigms largely differ from industrial state-of practice. A common fear
is the implication of large costs for migrating legacy solutions and the revision of the
whole design process in order to fully exploit the potential.

RTFM-lang on the other hand is very suitable for executing IEC 61499 models. It has
the goal of facilitating embedded development and concurrent programming in general
by giving guarantees for execution and compile-time timing analysis. The work in [8]
proposes a real-time semantics to the IEC 61499 standard based on the RTFM-MoC.
It details the mapping of timing requirements from IEC 61499 programs to the timed
task and resource model of RTFM-core. In prior work, the RTFM-kernel for efficient
deployment onto single-core platforms was developed.

In [24] various development tools and run-times for IEC 61499 are compared against
each other in terms of compatibility. Looking at FBDK/FBRT, the order of execution
within an FB network is similar to the resulting execution of our FB mapping. Events



232 Article F

are modeled as synchronous function calls and they are handled immediately. All run-
times for ISaGRAF, FBDK, and 4DIAC (i.e., ISaGRAF Runtime, FBRT, and FORTE)
are generic and provide an abstract interface for the applications. In contrast to this,
our run-time is compiled together with its application allowing more narrow analysis of
constraints at a lower level. Furthermore, this ensures a higher degree of specialization
and efficiency.

6 Future Extensions to Hard Real-Time

RTFM-RT is dependent on the underlying thread architecture. Neither Windows (WIN-
CORE) nor Linux (PTCORE) provide a thread scheduling with guaranteed time bound-
aries, which makes hard real-time execution of RTFM-core impossible. Xenomai is a
Linux kernel extension, where the Linux system steps back and appears as a background
task behind Xenomai tasks [25], which are hard real-time tasks. It is hybrid solution
giving both advantages, real-time capabilities together with legacy Linux support.

WinCE is another platform with hard real-time support [26] and high level options, like
protocol and driver interfaces. It is by design suited to industrial applications in contrast
to Win32 and thus another option for further investigation for the RTFM-RT system.

In order to achieve deadlock free execution static analysis is performed at compile time,
reporting programs with potential deadlocks. The designer can then revise the program
to obtain a system free of deadlocks. Other automatic methods under investigation
are bound blocking time multi-core scheduling (MrsP) and lock transformations in the
program. The execution of IEC 61499 programs is free of deadlocks as long as events
are treated asynchronously. By transforming asynchronous events to synchronous ones
where possible, threading overhead can be reduced. However, we need to ensure that
synchronous chains will not appear and potential deadlocks are not introduced by the
optimization. The techniques and optimization tradeoffs are targeted for future work.

Another extension to make the execution safer can be memory protection specifically for
shared resource memory. Therefor reconfiguration of memory access hardware (MMU or
MPU) is applied when entering or leaving claim blocks. The MMU supports distinction
of virtual memory configurations for each schedulable entity (i.e., task). The MPU allows
definition of a limited number of access regions, what can be further optimized with an
intelligent memory layout.

7 Conclusion

The industry standard IEC 61499 lacks a clear specification for predictable execution. In
the presented paper, we use a defined execution and timing semantics (RTFM-MoC) as
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an outset for a runtime system (RTFM-RT). The proposed RTFM-4-FUN mapping [7]
from IEC 61499 models to RTFM-MoC is used for the execution under RTFM-RT.

We developed the generic runtime RTFM-RT to execute RTFM-core programs on
threaded platforms. It is intended for all threaded environments, which makes it hardware
independent and concrete implementations exist already for Windows and Linux/Mac
OS X. RTFM-RT can also handle multiple execution units (i.e., multi-core platforms) in
opposition to the RTFM-kernel.

Both runtime implementations suffer hard real-time support (due to the used thread
systems) and potential deadlock occurrence. Among others, that leaves room for im-
provement. Memory protection support to isolate shared memory access can be added
to further improve safety in terms of reliability.

PTCORE, as one possible implementation, is closer to interrupt based scheduling (e.g.,
RTFM-kernel or SLOTH [27]) and hence more predictable. WINCORE on the other side
is closer to thread abstraction, where priorities are only provided to allow for pushing best
effort execution in a direction (i.e., favor processing of one thread instead of another).

Next steps will be further investigation on support of hard real-time for RTFM-RT (see
Section 6), as well as adding support for timing specifications to the IEC 61499 standard.
This allows execution of IEC 61499 programs with specified timing behavior, while still
providing access to high level operating system functionality (i.e., legacy support and
compatibility).
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Safe Tasks: Run Time Verification of the
RTFM-lang Model of Computation

Marcus Lindner, Andreas Lindner, and Per Lindgren

Abstract

Industrial embedded systems for critical applications are typically specified with require-
ments on predictable timing and safety. While ensuring predictable timing, the RTFM-
lang model of computation (MoC) currently lacks memory access protection among real-
time tasks. In this paper, we discuss how to safely verify task execution given a specifica-
tion using the RTFM-MoC. Furthermore, an extension to the RTFM-core infrastructure
is outlined and tested with prominent use cases of embedded development. We propose
a method for run time verification exploiting memory protection hardware. For this pur-
pose, we introduce memory resources to the declarative language RTFM-core allowing
compliance checks. As a proof of concept, compiler support for model analysis and auto-
matic generation of run-time verification code is implemented together with an isolation
layer for the RTFM-kernel. With this verification foundation, functional run time checks
as well as further overhead assessments are future research questions.

1 Introduction

Industrial embedded systems for critical applications are typically specified with require-
ments on predictable timing and safety. Using RTFM-core, the system is modeled in
terms of concurrent and time constrained tasks with nested critical sections (named
single-unit resources). Task functionality is given in plain C, either manually written or
derived from high-level models. The static task and resource structure allows for com-
pile time analysis, and RTFM-core models can be compiled to efficient and predictable
executables scheduled preemptively by the RTFM-kernel primitives (Section 1.2).

In this paper, we contribute beyond prior work by proposing run time verification mech-
anisms ensuring safe execution. From the current RTFM-core Model of Computation
(MoC), invariants for correctness w.r.t. resource management and real-time scheduling
can be readily derived. However, the RTFM-MoC lacks sufficient information to derive
invariants ensuring isolation between tasks and between tasks and their environment
(e.g., I/O and kernel operations). To this end, we propose extensions to the RTFM-core
language allowing the user to specify memory resources and associate their availability to
tasks and critical sections of the RTFM-core program in a flexible, yet declarative, man-
ner (Section 2.1). Whereas resource management and scheduling compliance amounts to
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Figure 1: RTFM-kernel as part of the RTFM-lang framework.

checks at the kernel API level and task pre-/postludes, memory accesses must be checked
by the underlying hardware. Therefor, we scrutinize the ARM defined Cortex-M Mem-
ory Protection Unit (MPU) (Section 1.4) and define the conditions for a feasible layout
of declared memory regions (Section 2.2). As a proof of concept, compiler support for
model analysis and automatic generation of run time verification code is implemented
(Section 3.1) together with an isolation layer for the RTFM-kernel (Section 3.2). The
feasibility of our approach is demonstrated on a set of representative use cases demon-
strating the proposed verification features (Section 3.3). Finally, our contributions are
summarized and directions for future work are discussed (Section 5).

1.1 RTFM-lang

RTFM-core and RTFM-kernel are part of the framework RTFM-lang [1], which is in-
tended to facilitate the development of reliable real-time applications. A major focus
lies on providing a model of computation (MoC) for concurrent real-time programming,
suitable for static analysis and run time verification. It is designed with concurrency
support for the needs of lightweight embedded devices and particularly real-time systems
with guaranteed response times, such as embedded sensors and actuators. Therefor,
the MoC is reactive (i.e., event-driven), based on tasks with timing specifications and
critical sections (non-preemptive single-unit resources). Figure 1 depicts the relation-
ship between the components of the RTFM-lang framework, which support specification,
programming, and execution of embedded applications.
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A domain specific programming language (RTFM-core, [2]) with an easy-to-use and
readily understandable programming model following the RTFM-MoC is available.

RTFM-kernel [3] is an execution environment for RTFM-MoC aiming at highly efficient
real-time execution on bare-metal. Programs of our task based model, written in RTFM-
core, can be executed under the RTFM-kernel directly on bare-metal.

1.2 Tasks and Resources

Tasks are the execution entities of a program, which encapsulate the executing code
within the RTFM-MoC. Started by a triggering event, a task always runs to completion
without waiting for additional events.Claiming a shared resource for access inherently
involves synchronization, which is not considered to be blocking in RTFM-MoC. During
execution, a task may arbitrarily pend other tasks for asynchronous execution. Addi-
tionally, timing constraints to pend a task’s execution can be given.

RTFM-core captures the static task, resource, and communication structure of a pro-
gram, while the actual program logic is embedded using plain C code. Each RTFM-core
program is compiled to a C program, which uses the RTFM-kernel API. The following C
compiling stage includes the respective set of C macros and functions of the RTFM-kernel
API to produce the actual bare-metal executable. Scheduling of tasks and claiming re-
sources in the RTFM-kernel is based on static priorities utilizing the stack resource policy
(SRP [4]).

The contribution of the presented work is an extension to RTFM-lang for hardware
supported memory protection. A new layer is introduced in the RTFM-kernel for con-
trolling the memory hardware and enforcing memory access protection during task ex-
ecution. Section 3.2 discusses an implementation and impact of supervisor calls (SVC)
and additional specification compliance checks for claiming resources and pending tasks.
Section 3.1 discusses extensions of the language RTFM-core to apply memory protection
with a declarative paradigm. The notion of memory resources as a special resource type
is introduced (see Section 2.1).

1.3 Task Isolation and Resource Integrity

Each RTFM-core program defines the task interactions and resource usage of an ap-
plication. Program logic is embedded via C code, which is able to violate this given
specification. Figure 2 exemplifies the task structure of an RTFM program. The dashed
arrows depict non-specified (i.e., faulty) memory accesses. E.g., T1 accesses the memory
assigned to T2, and T4 accesses the kernel state to pend an arbitrary task.

To isolate the tasks as units of execution, we need to elevate the RTFM abstraction
layer (i.e., vertical isolation [5]). As manager of execution it needs to be assured with the
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Figure 2: Illustration of task isolation for run time verification: horizontal isolation
against memory access violations between tasks (a) and vertical isolation against non-
specified environment interaction (b) or illegal kernel state changes (c).

highest trust and protected against task interaction. Direct isolation among tasks is called
horizontal isolation [5]. Shared memory is an exception to allow for communication.

Run time verification of the specification from a program is enabled by vertical isolation.
Due to higher privileges, only the RTFM-kernel is allowed to change the configuration of
the memory protection hardware (referred to as MPU, see Section 1.4). Specific memory
protection configurations for each task execution prohibit kernel interaction and thus
non-specified resource claims or arbitrary task pends.

By extending the RTFM-MoC with memory resources, RTFM-core programs specify
all memory based accesses including memory mapped I/O accesses (i.e., interaction with
the environment) in terms of memory resources associated to tasks and logical resources
(see Section 2.1). Utilizing the MPU, horizontal isolation prevents non-specified memory
accesses between tasks and ensures run time verification of access violations.

Additions needed for MPU control are implemented in RTFM-kernel. The RTFM-core
compiler uses the new primitives for run time verification by vertical and horizontal
isolation.

1.4 Memory Protection Hardware

A memory protection unit (MPU) provides hardware-based protection for execution units
requiring isolation (see Section 3.3 in [6]). Run time verification support in RTFM-kernel
utilizes an MPU to enforce memory protection among tasks and resource claims.
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Figure 3: Cortex-M3 MPU memory region example. Location of two regions in linear
arranged memory (a) and their respective MPU configuration (b).

We exemplify the presented work with the MPU of a Cortex-M3 microcontroller. The
Cortex-M3 core specification stipulates a privileged and unprivileged execution state.
While privileged execution is enforced in handler mode (i.e., handling an interrupt ser-
vice routine), thread mode supports unprivileged execution. MPU configuration is only
permitted in privileged execution state.

The Cortex-M3 MPU can be configured for up to eight memory regions, whose start
address needs to be an integer multiple of the size. Each region can be further divided into
eight equally sized sub-regions for individual activation of access protection. According
to the Cortex-M3 manual, region definitions can be configured to overlap in order to
create more sophisticated memory protection schemes.

Figure 3 illustrates an example configuration for two memory regions. The MPU con-
figuration in (b) defines two memory regions for the linear memory in (a). Besides size
and start address, different parameters like access protection level and sub region config-
uration are specified.

2 Run time Verification

Section 1.3 introduced the problem of task isolation and resource integrity for safe exe-
cution. In this section, we propose extensions to the RTFM-MoC to associate memory
to tasks and resources. Subsequently, we show a method for checking during run time
the safe execution of an RTFM-core program under the RTFM-kernel.

2.1 MoC Extension

RTFM-lang is a framework to facilitate concurrent programming. Its model of computa-
tion RTFM-MoC is based on the notion of tasks and resources as seen in Section 1.2. We
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extend the MoC by renaming the original ’resource’ ’logical resource’ and introducing a
new resource type ’memory resource’.

Logical resources are used to name critical sections. To ensure mutual exclusion among
critical sections of the same name, logical resources are used by the scheduling. A logical
resource abstracts any kind of protected object.

The new resource type memory resource (MR) in RTFM-MoC allows to name memory
and associate it to tasks and logical resources. Figure 4 depicts a simple example for the
relation between tasks, logical, and memory resources. The logical resource R is claimed
in tasks T1 and T2. Memory resource r1 is associated to both logical resource claims, i.e.,
the memory described by r1 (variable x) is accessible in the critical section T1.R and T2.R
respectively. Memory resource r2 is associated to task T2 and thus accessible throughout
the whole task execution.

Algorithm G.1 is an RTFM-core example program. It defines 3 memory resources (lines
1 − 3), as well as two task definitions (lines 5 − 16 and 18 − 25) with nested critical
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Listing G.1 Example program with three memory resources assigned to two tasks using
two logical resources.

1 Mem MR1 int x;
2 Mem MR2 struct { int a, b; } y;
3 Mem MR3 : 512 @ 0x7F12;
4
5 Task T1() : MR1 {
6 claim R1 {
7 claim R2 : MR2 {
8 y.b = x;
9 }

10 }
11
12 claim R2 : MR3 {
13 *((int*)0 x7F12) = x;
14 async T2();
15 }
16 }
17
18 Task T2() : MR2 {
19 claim R2 {
20 claim R1 : MR1 {
21 async T1();
22 x = y.a;
23 }
24 }
25 }

sections each (i.e., claim blocks). This program will be further discussed in the rest of
this section.

2.2 Memory Layout

MR specifications are checked during run time by the MPU, that needs to be configured
accordingly. The configuration has some characteristics (i.e., restrictions and possibili-
ties) specific to the MPU hardware used. By laying out memory for the defined memory
resources, i.e., shuffling and shifting memory locations, we can exploit the possibilities
while respecting the restrictions.

The ARM Cortex-M3 MPU [7] has the following characteristics:

• up to eight memory regions available,
• each region’s base address has to be aligned to its size,
• each region allows eight equally sized sub-regions, and
• regions can overlap for more flexibility.



246 Article G

MR3

T1 T1.R1.R2T1.R1

8
7
6
5
4
3
2
1

8
7
6
5
4
3
2
1

...

MR1

MR2

8
7
6
5
4
3
2
1

Memory
Layout

y.b
y.a
x

...

512 bytes

Figure 5: Feasible memory layout for example program in Algorithm G.1 using MPU
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Memory resources are associated to tasks and resource claim blocks. To allow only
specified accesses to the MRs, the MPU needs to be reconfigured for each entry and exit
of tasks and claim blocks. A memory layout is feasible for an RTFM-core program if a
valid MPU configuration exists for each task and claim block.

Given specific target MPU constraints, there might be RTFM-core programs for which
a feasible memory layout does not exist. For execution we need to find only one feasible
memory layout. A naive approach is to traverse the tree of all possible memory layout
choices to find one feasible memory layout.

Figure 5 shows parts of a feasible memory layout for the RTFM-core example program
in Algorithm G.1. Memory resource MR1 is associated to task T1 and thus accessible
throughout the whole task execution. The critical section R1 has no specific memory
resource association, but inherits access to MR1. MR MR2 is associated to the nested
critical section R2 and inherits also MR1. A sub-region MPU configuration is used to
grant all accesses to the claim block R2.

2.3 Building of Substacks

To isolate tasks and facilitate run time checking, protected substacks need to be created
for each task within the stack. On dispatching a task for execution, a new protected
substack is pushed on top of the stack for this task.

Executed in handler mode (i.e., implicitly privileged), tasks can change the MPU con-
figuration. MPU configuration changes must be restricted to the kernel for run time
verification. This is achieved by moving tasks from execution in interrupt service rou-
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Figure 6: Stack memory diagram with sections required to build a substack for isolated
execution.

tines (i.e., handler mode) to unprivileged thread mode. Subsequently, to isolate the task’s
stack memory it must be configured as a memory region in the Cortex-M3 MPU. That
requires to align the stack frame to an integer multiple of its size.

Figure 6 depicts the stack memory with data sections for building a task specific sub-
stack. On interrupt arrival, the service routine executes an entry procedure, which pushes
the current kernel context on the stack and calls the task function in thread mode. An
appropriate exit procedure, which pops the old configuration from the stack, is invoked
as an SVC by the finished task.

Entry and exit procedures do not involve complex computations. In fact, their com-
plexity is constant and the pushed configuration has a constant size, which depends only
on the hardware used.

Dispatching tasks in software yields the advantage of freedom for scheduling. E.g., the
kernel is able to kill and clean up faulty tasks.

2.4 MoC Model Preservation

The extensions of RTFM-lang preserve the specification of an RTFM-core program with
respect to the communication and resource structure. This is the relation among tasks,
reflected by actions they take during run time: pending of tasks and claiming of resources.
Verification utilizing memory hardware is applied to these primitive operations during
run time.

Vertical and horizontal isolation is assumed by the RTFM-MoC (see Section 1.3). Mem-
ory resources are enforced by the MPU and its memory region configuration. While tasks
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Figure 7: (a) task-claim forest for example program in Algorithm G.1 with (b) annota-
tions to support run time verification.

run unprivileged, they request privileged actions through kernel SVCs like pending in-
terrupts and raising the run time priority when claiming a resource.

Compliance checks according to the specified task and resource structure are performed
independently by the privileged and isolated kernel. Outset for the run time verification
is an annotated task-claim forest inferred from the RTFM-core program, as exemplified
for Algorithm G.1 in Figure 7. Each node in the task-claim forest stores the MPU
configurations for the associated memory resources and additionally the specified pend
operations in the related task or claim blocks. The static nature of the RTFM-MoC
allows to directly access the task-claim forest without the need for searching the current
execution position. Moreover, the compliance checks themselves are also constant in
time.

3 Implementation and Evaluation

Throughout Section 2, we propose and discuss a method for safe task execution by run
time verification using memory protection hardware. The following section describes
the implementation of our extension to the RTFM-lang framework and an assessment of
applicability to common use cases. We focus on the ARM Cortex-M3 core with MPU.

3.1 Language and Compiler

A program specification in RTFM-lang is given in the language RTFM-core. Analog to
the MoC extension described in Section 2.1 we extend RTFM-core, which is depicted
in Figure 8. Additions involve the definition of memory resources as well as the ability
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Figure 8: Excerpt of RTFM-core parser grammar. Additions are dark gray.

to associate them to tasks and claim blocks. Memory resources are either variables or
memory mapped peripherals at fixed addresses.

Furthermore, the compiler needs to be extended to reflect the language changes and
create a feasible memory layout for execution (see Section 2.2). Our implementation
for laying out the memory resources is a proof of concept and relies on a simplification,
limiting the number of executable programs. Defining memory slots as memory sub-
regions sized to the maximum of all MRs’ sizes, serves as abstraction.

For the algorithm, we assume that each memory resource is small and the memory slots
are equally sized. Each slot is successively assigned with one memory resource while
building up MPU configurations. The program is rejected by the compiler if at least one
MPU configuration in the task-claim forest (see Section 2.4) requires more regions than
available, otherwise not.

The output of the extended compiler additionally contains the task-claim forest anno-
tated with the MPU configuration and pend list (see Section 2.4). This data structure
is used by the extended RTFM-kernel to verify the original specification during run time
by configuring the MPU and check compliance to the structure.

3.2 Kernel

The RTFM-kernel is extended to verify during run time a specification derived from the
extended language as seen in Section 3.1. While the MR associations are reflected in
the task-claim forest structure as compiled MPU configurations, the remainder of the
task-claim forest is the task and resource structure. The extension covers isolation of the
kernel (see Section 1.3) to facilitate independent checking.

Isolation of the kernel is achieved by replacing each kernel API call with an appropriate
SVC and restrict tasks to unprivileged execution. Additionally, the MPU is configured to
deny tasks’ unprivileged accesses to kernel memory. As tasks are triggered by interrupts,
the privileged interrupt service routines need to invoke an entry procedure creating a
substack for unprivileged task execution as outlined in Section 2.3. Our implementation
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serves as proof of concept and assumes a fixed maximum stack requirement in favor of a
simple alignment.

The kernel API consists of pend, lock, and unlock requests. Entering and leaving
claims (lock and unlock) resemble kernel requests to raise and reduce the base priority
(BASEPRI masking, [7]). A request to pend a task is requesting the privileged kernel to
pend a software interrupt in the NVIC hardware (nested vectored interrupt controller,
[7]). Eventually, the interrupt will be invoked by NVIC, issuing the entry procedure
and creation of a substack. The exit procedure is called after the task handler finishes,
causing a clean up and continuation with execution before the interrupt occurred.

Each kernel API call first checks eligibility of the task’s requested operation as outlined
in Section 2.4. Dependent on the fault model, an implementation can skip some checks
for performance reasons.

The control flow in the extended RTFM-kernel is depicted in Figure 9. It starts with
triggering an event or invoking asynchronous task execution and ends with dispatching
a task within its substack. In this flow, software intervention is added but only taken
where needed.

3.3 Use Cases

Typical tasks for embedded development involve periodic and state machine process-
ing. Our evaluation of the implementation from the sections above uses the STM32F4-
DISCOVERY board. It features four leds, a button, and a microcontroller with an ARM
Cortex-M3 compatible core.
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We test the run time verification with simple example programs and artificial faults,
triggered by the button. Without checks, a fault becomes visible while the application
continues running. On the other hand, the implemented checks cause the microcontroller
to halt due to a positive fault-check. While halted, the board displays an error state.

The periodic task is part of a PWM dimmer application sketched in Figure 7.10(a). A
PWM controller is implemented with a periodic task in the system. While also being
faulty implemented, the button handler adjusts the duty cycle of the PWM controller.
When the button is held too long, the handler turns two LED controlling pins to inputs,
causing them to be off constantly.

The second application is a traffic light as outlined in Figure 7.10(b). A task containing
state machine logic represents the traffic light controller containing sequence and timing.
In this case, the button handler is requesting a pedestrian crossing causing the state
machine to continue. The artificial fault is triggered once the button is pressed too long
and the controller is disturbed. We set the internal timer variable causing the state
machine to freeze for some time.
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4 Related work

The RTFM-lang framework is intended for embedded development offering integrated
specification and programming with a suited language. SLOTH as well as RTFM support
task-based, real-time scheduling using SRP. This makes SLOTH the closest neighbor to
our work. It is an embedded operating system based on AUTOSAR/OSEK. However,
their safety extension Safer SLOTH [5] is different to ours. Logical resources are not
included in their memory access specification, instead they are used merely for scheduling.

Many embedded real-time operating systems are thread based, and applications are
programmed with plain C code. The applications are not specified in a special language,
but rather configured using C - either with macros or during run time. Possible methods
for run time verification in this area are not directly applicable to a task based scheduling
system. The RIOT operating system for IoT does not support MPU-based protection as
of yet, but there is an experimental version [8]. FreeRTOS on the other hand supports
MPU-based protection in a special porting bearing the overhead [9]. This porting wraps
the API calls in SVCs, but supports configuring privileged and unprivileged tasks.

Among embedded operating systems there are also some without offering real-time
predictability. As requirement for critical embedded systems, it makes them unusable.
E.g., TinyOS 2.1 features MPU assisted run time checks for bounding array accesses
and similar referenced memory accesses [10]. These checks are enabled or specified by a
keyword extending the TinyOS specific nesC language.

Opposing the embedded platforms mentioned above, the extended RTFM-lang frame-
work poses a safe development and execution environment in the task-based, real-time
domain. The safety measures added by the proposed method are fine grained and span
from specification to execution. Furthermore, they ensure safe execution in compliance
with a non-functional task specification.

5 Conclusion and Future Work

The development of industrial embedded systems typically involves safety critical ap-
plications. In the presented paper, we outline a method to verify memory, task, and
resource boundaries against a common specification given by programming. While per-
formed during run time, the verification serves a trusted safe foundation. From there on,
further functional run time checks can be added.

By adding kernel isolation, our solution increases overhead of the originally highly ef-
ficient hardware-based scheduling. On the other hand, the presented gain in safety is
achieved by compliance checks during run time.

The next step involves improving of the simplistic memory layout algorithm making
it applicable to real world problems. Assessing overhead and jitter in the future would
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support a comparison with other embedded real-time operating systems. Moreover, an
interesting track is the inclusion and comparison with other MPU implementations car-
rying other constraints.

For RTFM-lang, we plan dynamic allocations to support non-critical parts in an ap-
plication. In context of this work, memory protection and isolation needs to be studied
separately. The object oriented language RTFM-cOOre does not contain C code. There-
for, we can study the mixed inclusion of trusted parts (i.e., statically checked) combining
static verification with the costly run time verification.
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No Panic!
Verification of Rust Programs

by Symbolic Execution

Marcus Lindner, Jorge Aparicio, and Per Lindgren

Abstract

The Rust language stands out with a type system and underlying memory model tar-
geting memory safety. The accompanying rustc compiler is typically able to statically
prove the safety conditions and accept or reject input programs accordingly. However,
e.g., cases of raw array indexing are in general out of reach for static analysis and pro-
moted to runtime verification rendering executables with partial correctness guarantees
(aborting with a panic on safety violations). For safety-critical applications, this requires
proper panic handling, which is by itself a hard problem. Moreover, runtime verification
may be undesirable for performance reasons and hence calling for stronger methods to
static program analysis. In this paper, we take the approach of symbolic execution and
propose a generic contract based verification process for programs written in Rust. For
the verified properties (assertions), the program is both safe and panic free. Besides cor-
rectness, this implies further performance improvements as code for runtime verification
can be safely dropped. We demonstrate the feasibility of the approach by adopting the
KLEE symbolic execution engine to analyze LLVM bitcode extracted from Rust programs
and libraries under verification and discuss its implications and limitations.

1 Introduction

Embedded software often operates under safety requirements while having limitations
to available memory and CPU resources. Due to the latter restrictions, languages such
as C and C++ are dominating the market space as they provide resource efficient im-
plementations. However, ensuring safety properties is at large up to the programmer,
which calls for rigorous design processes and extensive testing procedures. The recently
introduced Rust language targets system level programming with the aim to match the
raw performance of C/C++ while providing memory safety by construction.

The Rust language stands out with a type system and underlying memory model that
essentially ensures mutable data to be alias free. Ideally, the memory model allows
for fearless programming with respect to memory safety which in turn allows for im-
proved productivity regarding agile development and reduced need for testing. The bor-
row checker of the accompanying rustc compiler is typically able to prove the memory
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safety conditions statically and accepts or rejects input programs accordingly. While the
generated code can be considered memory safe, it may still trigger runtime exceptions
on safety violations (aborting with a panic)1. Testing procedures risk to miss edge cases,
and thus safety-critical applications require a proper panic handling, which is already
a challenging task. Moreover, runtime verification may be undesirable for performance
reasons, which calls for stronger methods for static program analysis.

In this paper, we take the approach of symbolic execution to complement the borrow
checker and propose a generic contract based verification process for programs written
in Rust. For the verified properties (assertions), the program is both safe and panic free.
Besides improved correctness, safety, and robustness, this implies further performance
improvements as code for runtime verification can be safely dropped.

Our approach ensures full coverage of reachable assertions and hence improves on tradi-
tional test-based approaches. It relieves the user of manual test case generation and the
risk of missed edge cases. Because our work bases on the prevailing notions of assertions
and assumptions, it requires a minimum of background in formal methods. Besides, the
output is straightforward to interpret.

KLEE out of the box gives high coverage for practical C code as shown in [1]. We target
embedded code, which is typically written with complexity in mind, and thus problems
like unbound loops are less likely. Nevertheless, the complexity problem remains, and
therefore we introduce the contract based approach that brings the benefit of separate
verification of subsystems to reduce complexity in cases of path explosion.

As a proof of concept, we demonstrate the feasibility of the approach by adapting
the KLEE symbolic execution engine to analyze LLVM bitcode extracted from Rust
programs and libraries under verification on a set of representative examples and discuss
its implications and limitations. For clarity, contracts are primitively defined as Rust
items in this presentation. However, the macro capabilities of Rust can be used to define
syntax extensions and ultimately provide a verification language for Rust, which supports
among other verification approaches the presented contract based symbolic execution
back-end.

2 KLEE LLVM Execution Engine

KLEE [1] is a tool for symbolic execution operating on the LLVM IR (intermediate
representation) of an input program. Symbolic execution is the process of executing
the code through an interpreter (virtual machine) while recording path conditions and
modifications to variables. In contrast to normal execution, inputs and symbolically
tagged variables are assumed to be symbolic rather than having concrete values.

1Runtime verification avoids undefined behavior, e.g., on division by zero.
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KLEE keeps track of the program states for each execution path and successively selects
based on the chosen strategy one of the states and updates it by symbolic execution of the
next instruction along the selected execution path. This process terminates when there
is no further instruction to execute for any of the states or a predefined termination
condition occurs. As soon as an execution path reaches its end or encounters an error
(abort), KLEE discharges the path condition employing modern solvers [2] resulting in
concrete assignments to the symbolic variables, i.e., a test vector from which the exact
path can be reconstructed.

According to the authors [1], “KLEE has two goals: (1) hit every line of executable code
in the program and (2) detect at each dangerous operation (e.g., dereference, assertion) if
any input value exists that could cause an error.” To achieve its goals, KLEE unassistedly
and automatically generates high-coverage test cases. One purpose of these test cases is
to detect low-level errors of generic character, i.e., errors independent of knowledge about
the intended behavior of the program. Therefore, KLEE inserts branches for potentially
dangerous operations to check if any input value exists that could cause an error. Such
operations are pointer dereferences, zero divisions, load and store instructions for memory
accesses as well as system calls. Additionally, the user can insert own assertions for
which violations are discovered too. KLEE has been demonstrated to efficiently deal
with complex program suites like BusyBox and core-utils [1].

As mentioned, KLEE operates on LLVM IR and is for that reason not limited to any
designated input programming language. The only restriction is the availability of an
LLVM compiler for the language in use. On the other hand, KLEE provides a set of
special functions to guide the symbolic execution, and these functions are only available
as an API for the C language. For our work, the essential functions of this API are:

• klee_make_symbolic(&v, sizeof(v), "v"),
which instructs KLEE to treat the variable v as symbolic and initially unknown,

• klee_assert(c),
which introduces a branch for the condition c that causes KLEE to output a test
vector of concrete variable assignments for entering the false branch if for the current
path condition an assertion violating value exists, and

• klee_assume(c),
which introduces a branch for the condition c that outputs an error if c is unsatis-
fiable under the current path condition (i.e., the false branch) and otherwise adds
c to the current path condition and continues (i.e., the true branch).
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3 Rust

The ambition behind Rust is to provide a systems programming language with memory
safe zero-cost abstractions [3, 4, 5]. Therefore, it implements an affine type system
with underlying memory model that guarantees memory safety and concurrency without
data races. Memory safety is essentially ensured by the ownership model of Rust, which
prohibits aliases for mutable data.

In Rust, each valid memory location is owned by exactly one variable. Assigning the
value of a variable to another variable results in copying the value or moving the owner-
ship. An alternative to moving the ownership is temporarily borrowing the value from a
variable by referencing its memory location. Referenced values are either immutable (&
T) or mutable (&mut T) and uphold the following invariant:

At any instance in time, each value T may be mutably referenced once or
immutably referenced arbitrarily often. [6]

This invariant applies both to sequential code (c and d) and to concurrent execution
contexts (A and B), as illustrated in Figure 1.

Ta
c
d

A B

Figure 1: Rust Memory Model

The Rust compiler enforces memory safety guarantees only in safe Rust code. It utilizes
the borrow checker for static memory consistency analysis and inserts runtime verification
code where static analysis is in general out of reach (e.g., array indexing). In case
of failure, the runtime verification code raises an exception during execution, which is
called panic in the Rust terminology.

Any access to shared mutable data ultimately boils down to explicitly stated unsafe
Rust code, out of reach for the Rust compiler to verify. Abstractions providing a safe
API allow user code to access shared (mutable) data. Thus, given that the abstractions
are sound, any program passing compilation will be memory safe by construction.

4 KLEE API for Rust

The Rust compiler adopts the LLVM compiler infrastructure as a backend and produces
LLVM IR as an intermediate step in the compilations process. Because KLEE operates
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on LLVM IR, it can analyze Rust programs without any alterations. However, KLEE
supplementally provides an API for C to guide the symbolic execution (see Section 2).
We developed a KLEE API for Rust, which merely replicates the KLEE API for C,
with the aid of Foreign Function Interface (FFI) bindings (a mechanism to integrate
external/legacy code in Rust programs).

The richer type system of Rust enables the compiler to derive the size information
of variables and allows us to omit it from klee_make_symbolic in the exposed API.
At LLVM IR level, expressions in C and Rust share the same representation, hence
klee_assert and klee_assume using the Rust KLEE API have the same semantics as
klee_assert and klee_assume in the native C code KLEE API.

Rust is designed to be a safe language, which is why the Rust compiler inserts guarding
code around potentially hazardous operations whose safe application cannot statically be
checked. Safety violations of such operations result in Rust panics, which the software
developer can catch and handle. Our Rust KLEE API maps Rust panics to native C
aborts, allowing KLEE to spot such errors.

The compilation, linking to LLVM bitcode, and KLEE invocation has been fully inte-
grated as a subcommand to the Rust cargo build tool, providing a single-click verification
process.2 Figure 2 depicts the architecture of our approach. The user only needs to exe-
cute the cargo klee command for the compilation of the source files and invocation of
KLEE for the verification. Without adding KLEE instructions to the source code, the
verification assumes all program inputs to be symbolic and checks only for errors on the
KLEE predefined dangerous operations.

5 Program Verification with KLEE

The authors of KLEE developed it with the intention for automatic generation of high-
coverage test cases. Symbolic execution explores feasible execution paths of a given
program at the LLVM IR level, and a query to an SMT solver for each such path re-
turns one particular input variables assignment (i.e., a test vector) that, entered into the
program, leads to execution of the respective path. As a result, all instructions of the
source program (excluding unreachable code) are covered by the generated test vectors,
and thus paths ending up in error states are discovered as well.

Paths of the source code, which the compiler optimized out before the LLVM IR gener-
ation, are obviously out of reach for KLEE to analyze. However given that optimizations
are sound under equivalence of semantic and observable behavior, error states in the
source code are still present in the optimized code. Thus, we can safely allow for the
rustc compiler to perform optimizations before the LLVM IR generation, which in effect
significantly reduces the size of the input program for KLEE to analyze.

2KLEE has been custom patched, built to match the LLVM version of rustc and runs in an isolated
docker container.
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source.rs
(plain)

cargo klee

  --example foo

  --release

.bc

.ktest.err

rustc … emit=llvm-bc …

docker run … klee ….bc …

...

source.rs
(with added 

KLEE 
instructions)

(1)

(2)

Figure 2: Our approach extends cargo, which is the common build tool in the Rust
community, for automatic compilation and verification. To guide the verification process,
we implemented a KLEE API for Rust that allows the user to insert KLEE instructions
into the source code.

A significant issue with approaches based on symbolic execution is the potential path
explosion. KLEE mitigates this problem by applying various techniques for efficient path
exploration, e.g., compact state representation based on shared memory, single execution
of the instruction path before every branch, and various solver query optimizations.
Furthermore, the default behavior of KLEE conducts a randomized state scheduling
strategy applying two search heuristics (random path selection and coverage-optimized
search) with the aim of limiting the symbolic execution while rendering a high yet possibly
incomplete line coverage. For that reason, KLEE provides various parameters to bound
the execution based on the search depth and memory or time consumption.

In this paper, we present a method to verify the absence of panics in Rust programs by
exploiting KLEE symbolic execution, and we extend the approach to a general contract
based verification process. For our KLEE based verification idea, two principal properties
must hold:
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1. KLEE needs to perform a complete path search, and

2. The program needs to terminate for all possible inputs.

If KLEE prunes the execution paths tree, there is a high risk for missing errors. Only a
complete exploration of all execution paths (1) yields verification of the specified proper-
ties. On the other side, because KLEE executes the program, every execution path needs
to terminate (2) for KLEE to terminate too. In consequence of the halting problem [7],
we cannot generally determine if a given program terminates. Hence, we assume this to
be valid for all programs verified by our approach.

In the default configuration of KLEE (i.e., without setting any command line param-
eters), all limiting execution parameters are switched off. KLEE runs until all program
paths are executed to end or stopped in an error state, which is our requirement. Because
of the randomized search heuristics for state scheduling (i.e., path selection), the order of
the emitted test vectors may vary when running several times, but this is irrelevant for
the verification. If a deterministic output is desired, KLEE can be configured to apply a
DFS (depth-first search) search strategy when executing the program paths.

Complexity

KLEE strives to maintain a complete model (set of path conditions) for discharging de-
rived and manually stated assertions by the underlying SMT solver. While this approach
works well in many cases, the number of paths may grow exponentially. On encountering
a conditional statement (e.g., an if-then-else construct) in the code, KLEE solves
the prevailing path condition and progresses execution along all feasible paths. In the
worst case, the number of feasible paths grows exponentially (2c) with the number of
conditionals c.

Introducing assumptions may tackle complexity in an ad hoc manner. However, we can
lose precision in this case, and the approach no longer ensures correctness. In Section 7
of this paper, we show that a contract based approach can be adopted, which allows
KLEE to prove given properties in a modular fashion to reduce complexity.

6 Verification Example: Rust Arithmetic

Listing H.1 depicts a simple Rust program with two functions f1 and f2 and their
composition f2(f1(u))3 on an unknown (symbolic) input value u. Because there is no
constraint for the value of variable u, this code has two issues. The maximum value of u
(i.e., u=255) causes a wrap around in f1 and consequently a division by zero in f2 as a
result of the returned value 0 from f1.

3ptr::read_volatile prevents the code to be optimized out, even for optimized builds (–release).
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Listing H.1 example.rs

1 fn main() {
2 let u: u8 = 0;
3 klee_make_symbolic(&mut u, &"u\0");
4
5 unsafe {
6 ptr::read_volatile( &f2( f1(u) ) );
7 }
8 }
9

10 fn f1(u: u8) -> u8 {
11 u + 1
12 }
13
14 fn f2(u: u8) -> u8 {
15 100 / u
16 }

Listing H.2 example_unchecked.rs

1 ...
2
3 fn f1(u: u8) -> u8 {
4 u.wrapping_add(1)
5 }
6
7 fn f2(u: u8) -> u8 {
8 unsafe { unchecked_div(100, u)}
9 }

For safety reasons, the rust compiler adds guarding code around the two dangerous
operations to verify during runtime whether these cases occur. Our KLEE API for Rust
allows KLEE to detect the resulting panics and outputs a test vector with a respective
variable assignment. Because KLEE stops a program path execution on the occurrence of
a detected error, KLEE reveals the error of the subsequent function f2 only after patching
the error of function f1, e.g., by applying the unchecked addition u.wrapping_add(1).

Listing H.2 fixes both functions with unchecked operations, i.e., Rust inserts neither
guarding code for the addition in f1 nor for the division in f2. None of the possible
values of variable u causes a panic any longer, and therefore KLEE detects no abort
error in the code. However, the division by zero problem persists, and KLEE detects it
with its native error detection mechanisms.
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Listing H.3 example_fixed.rs

1 ...
2
3 fn f1(u: u8) -> u8 {
4 if u < 255 { u + 1 } else { u }
5 }
6
7 fn f2(u: u8) -> u8 {
8 unsafe { unchecked_div(100, u)}
9 }

The underlying problem of the program, as seen above, ultimately leads to a division by
zero error. Assuming the intended behavior of f1 is a saturating addition, Listing H.3 is
an attempt at an “error free” solution for arbitrary values of u, which passes the KLEE
analysis. The absence of detected errors is a proof for given assumptions and assertions,
in this case, the non-existence of variable assignments that lead to a division by zero. We
can conclude the attempted solution to be error free.

The result of f1 in the suggested solution is always greater than 0. This guarantees that
the application of f2 to the result of f1 never results in a division by zero. Exploiting
this fact by implementing an unchecked division, as in the example, leads to a more
efficient executable because it prevents Rust from inserting additional guarding code for
the division operation.

7 Contract Based Verification

Design by contract is an established methodology towards correct by construction soft-
ware systems [8]. More recently, the field of formal software verification adopted the
concept of contracts, e.g., as applied in the why3 [9] and KeY [10] platforms, where
contracts play a central role to the generation of verification conditions [11].

7.1 Contracts: Pre- and Postconditions

Let f be a function f : a→ b. A precondition P is a requirement of f on the argument
a to assure the postcondition Q for the result b. A contract for f is defined as the triple
(P, f,Q). Formally, P and Q are first-order logic predicates, which in our contract-based
approach are captured in terms of simple assertions expressed as Boolean expressions on
a and b.
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Let (P1, f1, Q1) and (P2, f2, Q2) be two functions with according contracts, and let the
contracts P1 →f1 Q1 and P2 →f2 Q2 be separately verified. For the composition f2(f1)),
it suffices to verify Q1 → P2, i.e., the postcondition of f1 satisfies the precondition of f2.

7.2 Example: Pre- and Postconditions

Listing H.4 exemplifies the separate verification of function f1, function f2, and their
composition f2(f1(..)) without the need for KLEE to explore the composite behavior.
KLEE finds no contradiction in the contracts f1_contract and f2_contract for their
respective functions. Equally, the composition f2_f1_check of both contracts is free of
conflicts as the output of KLEE confirms.

7.3 Example: Contract Violation

Listing H.5 shows an erroneous implementation for function f1, which is not any longer
satisfying the given contract in Listing H.4. KLEE detects a violation of the contract
P1 →f1 Q1 (i.e., an execution path for the function f1_contract resulting in an abort)
and returns a counterexample. The variable assignment u=255 conflicts with the post
condition f1(u)>0.

7.4 Path Explosion

A significant advantage of the contract based approach is the reduction of complexity
emerging from the path explosion. As mentioned before (see Section 5), the number of
execution paths grows exponentially with the number of conditional statements in the
worst case.

A code fragment f with a number c of conditional statements has up to 2c execution
paths. Hence, a sequence of code fragments f1; f2 with a corresponding number c1 and c2
of conditional statements amounts to a maximum of 2c1 · 2c2 = 2c1+c2 possible execution
paths. Under our proposed approach, the contracts of f1 and f2 are verified separately,
which renders at most 2c1 + 2c2 paths.

7.5 Example: Path Explosion

In Listing H.6, we give a synthetic example showing the worst case exponential behavior.
The function f1 performs a sequence of two (unrelated) conditionals and hence gives rise
to 22 = 4 paths. In the main function, we have a sequence of two (unrelated) calls to
the functions f1 and f2 yielding a total of 22+2 = 16 paths. Asserting a property on the
return value of the function f2 (line 7) forces the exploration of all 16 paths.
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Listing H.4 contract.rs

1 fn main() {
2 f1_contract();
3 f2_contract();
4 f2_f1_check();
5 }
6
7 // contract f1
8 fn f1_pre(u: u8) -> bool { true }
9 fn f1_post(u: u8) -> bool { u > 0 }

10 fn f1_contract() {
11 let u: u8 = 0;
12 klee_make_symbolic(&mut u, &"u\0");
13 klee_assume!(f1_pre(u));
14 let r = f1(u);
15 klee_assert!(f1_post(r));
16 }
17
18 fn f1(u: u8) -> u8 {
19 if u < 255 { u + 1 } else { u }
20 }
21
22 // contract f2
23 fn f2_pre(u: u8) -> bool { u != 0 }
24 fn f2_post(u: u8) -> bool { true }
25 fn f2_contract() {
26 let u: u8 = 0;
27 klee_make_symbolic(&mut u, &"u\0");
28 klee_assume!(f2_pre(u));
29 let r = f2(u);
30 klee_assert!(f2_post(r));
31 }
32
33 fn f2(u: u8) -> u8 {
34 unsafe { unchecked_div(100, u) }
35 }
36
37 // check f2_f1 composition
38 fn f2_f1_check() {
39 let u: u8 = 0;
40 klee_make_symbolic(&mut u, &"u\0");
41 klee_assume!(f1_post(u));
42 klee_assert!(f2_pre(u));
43 }
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Listing H.5 contract_violation.rs

1 ...
2 fn f1(u: u8) -> u8 {
3 u.wrapping_add(1)
4 }
5 ...

Listing H.6 sequence.rs

1 fn main() {
2 ... // declaring vars u1, ..., u4 symbolic
3
4 let r1 = f1(u1,u2);
5 let r2 = f2(u3,u4);
6
7 klee_assert!(r2 == (false, false));
8 }
9

10 fn f1(u1: u8, u2: u8) -> (bool, bool) {
11 let mut b1 = false;
12 let mut b2 = false;
13 if u1 > 0 { b1 = true };
14 if u2 > 0 { b2 = true };
15 (b1, b2)
16 }
17
18 fn f2(u1: u8, u2:u8) -> (bool, bool) {
19 f1(u1, u2)
20 }

All four execution paths of the function call f1 have no impact on our assertion and
therefore cannot invalidate it. When calling the function f2, only one execution path
(out of four) confirms the assertion, i.e., f2(0,0). All other possible variable assignments
flow through one of the remaining three execution paths and contradict the assertion.

As a result, KLEE outputs four test vectors for the valid execution paths in f1 combined
each with the single solution of f2. The counterexample cache of KLEE causes the
remaining 12 execution paths to be conflated into one single test vector indicating the
invalidity of the assertion.

Listing H.7 shows a separate verification of the function f2 utilizing the contract based
approach. Now, KLEE explores only the four execution paths of the function f2 and
outputs two test vectors. The first vector contains the variable assignment for the only
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Listing H.7 sequence_contract.rs

1 fn main() {
2 f2_contract();
3 }
4
5 // contract f2
6 fn f2_pre(u1: u8, u2: u8) -> bool {
7 true
8 }
9

10 fn f2_post( r: (bool, bool) ) -> bool {
11 r == (false, false)
12 }
13
14 // check pre-post f2
15 fn f2_contract() {
16 let u1: u8 = 0;
17 let u2: u8 = 0;
18 klee_make_symbolic(&mut u1, &"u1\0");
19 klee_make_symbolic(&mut u2, &"u2\0");
20 klee_assume!(f2_pre(u1, u2));
21 let r = f2(u1, u2);
22 klee_assert!(f2_post(r));
23 }

possible execution path that holds the postcondition. The second vector is again one
counterexample as a summary for the remaining three paths that invalidate the post-
condition. Although the example is artificial, it clearly demonstrates the potential of
contract based verification.

7.6 Example: Buffer over-read

Listing H.8 depicts an excerpt of a decryption algorithm translated from an existing C
code implementation. The original C code carries a buffer over-read vulnerability that
may end up in the stack overwriting the heap. The codgen function generates random
numbers causing path explosion, and KLEE fails with a timeout set to one minute. When
using the contract based approach, KLEE returns a result in 1.6 seconds wall-clock time
including the compilation and analysis.

The straightforward translation to Rust leads to a Rust panic at slice indexing errors.
KLEE spots the panic and generates a test that triggers the over-read (w not being zero
terminated).
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Listing H.8 decrypt.rs

1 fn decode(w:&[u32],b:&mut [u8],s:&mut u32)->u32 {
2 let mut r: u32;
3 let x: u32;
4 x = !codgen(s); // random number generator
5 if w[0] == 0 { // requires zero termination
6 b[0] = 0;
7 r = x;
8 } else { ...

Listing H.9 decrypt.rs no panic!

1 fn codgen_post_val(s: &mut u32) -> u32 {
2 let mut v = 0;
3 klee_make_symbolic(&mut v, &"v\0");
4 klee_assume!(codgen_postcondition(&mut v));
5 v
6 }
7
8 fn decode(w:&[u32],b:&mut [u8],s:&mut u32)->u32 {
9 let mut r: u32;

10 let x: u32;
11 x = !codgen_post_val(s);
12 if w == [] || w[0] == 0 {
13 b[0] = 0;
14 r = x;
15 } else { ...

Listing H.9 illustrates the Rust implementation for a contract based verification ap-
proach by replacing calls to codegen with calls to codgen_post_val (line 11), which
return a symbolic value that satisfies the contract for codgen. A slice empty check
(line 12), which eliminates the over-read vulnerability, enforces further memory safety.
The KLEE analysis of decode passes for the given symbolic arguments, and thus the
implementation is guaranteed memory safe and free of runtime panics.

8 Related Work

The klee-rust project [12] technically follows an approach similar to ours. It provides
for Rust an interface to the KLEE C functions and allows to arbitrarily define symbolic
variables in the Rust code, compile it to LLVM BC, and send it off to KLEE for analysis.
Our approach goes further than that. We make a first attempt to provide a contract



9. Conclusion 271

language at function definition level. While we aim at ensurances for unsafe Rust code,
the author of ’klee-rust’ motivates his solution to find logical programming errors in safe
Rust code.

LibHoare is a Rust project [13] that provides Rust macros to annotate functions with
pre- and postconditions for a contract-based approach. The macros are expanded to run-
time checks, which decrease the performance and result in a panic on violation. Although
the authors provide for reasons of performance also debug-only macros, all ensurances
are then lost during release execution because none of them are statically verified.

The Seer project [14] is a symbolic execution engine for Rust based on the SMT solver
Z3, which lifts the KLEE-based approach directly into Rust. Although it contains still
much unimplemented functionality, we believe this approach to be a good outset for
program verification. Seer symbolically operates only on stdin input. Although this
is in general no limitation, it requires wrapping code to analyze, e.g., library functions
that get their input through a public interface. Furthermore, Seer does not provide
contracts for functions. Assumptions and assertions have to be encoded or simulated
in the program logic, while Seer carries out a reachability analysis through its symbolic
execution on the program input.

The Rust package manager Cargo lists various crates [15, 16] for fuzz testing. Fuzzers
conduct literal execution with random data as opposed to symbolic execution. This fact
makes impossible to derive general guarantees for the tested programs beyond the tested
cases. Like for the Seer project, contract specifications would need to be encoded in
program logic.

Although the KeY project [17] aims at Java, it is related to the problem addressed by
our paper. KeY is a complete framework for program verification providing a Java-based
specification language and symbolic execution engine. We focus on panic-free execution
instead of full program verification, but a significant advantage of KeY over our approach
is its possibility to specify invariants and induction rules to handle unbounded loops [10].
Because we rely on KLEE, unbound loops lead to infinite execution trees.

9 Conclusion

For the development of robust embedded systems, where typical programming errors
come from missing checks of edge cases, pointer errors, and memory leaks, Rust offers a
compelling alternative to traditional C/C++ programming. The Rust compiler strives at
compile time to ensure memory safety according to the Rust memory model for programs
written in safe Rust. For cases out of reach for the static analysis, the Rust compiler
includes runtime checks, which downgrade the performance of the program and result in
a panic on violation.
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We propose a solution to statically ensure memory safety and panic-free execution of
Rust code by symbolic execution utilizing the KLEE tool. This allows the performance of
the generated binaries to be improved by explicitly shifting safe, checked code to unsafe
Rust, where runtime checks are omitted, yet proven safe by our approach. Moreover,
the panic-free guarantee simplifies program development as panic handling is no longer
required.

To reduce computational complexity, we adopt a contract based verification approach.
A set of experiments, which show that path explosion can be effectively mitigated, demon-
strate the feasibility of the method.

10 Future Work

Our proposed contract based verification approach for the Rust programming language
essentially is a framework implementing a KLEE API library and defining directions for
its use, e.g., the user provides for each function that is subject to verification a set of
additional functions defining the pre- and postconditions and the actual contract. The
core of our idea is exploiting the KLEE functions klee_assume and klee_assert to set
up pre- and postconditions. The problem with this approach is that the function calls
can have side effects because their parameters accept arbitrary Boolean Rust expressions.
Another limitation is the lack of expressing first-order logic predicates. Although the
function klee_make_symbolic together with klee_assume or klee_assert model the ∀
quantifier, we have no way of directly modeling an ∃ quantifier.

As a next step, we will look into options to extend Rust with a verification language
layer, e.g., function annotations, data types, or other language items to verify the program
code. In this regard, a particular function type that does not allow any side effects is an
option and already under discussion in the Rust community. Adding expressivity for first-
order logic predicates would be a significant contribution to our verification approach,
although it is not yet clear whether this can be implemented with KLEE.

More general, future work includes further exploration of our contract based verification
approach in the direction of replaceability, continuous integration, and formal program
verification.
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Hardware-in-the-loop based
WCET analysis with KLEE

Marcus Lindner, Jorge Aparicio, Henrik Tjäder, Per Lindgren, and Johan Eriksson

Abstract

C programming dominates the mainstream of embedded development as of today. To
aid the development, hardware abstractions, libraries, kernels, and light-weight operating
systems are commonplace. However, these typically offer little or no help to automatic
worst-case execution time (WCET) estimation, and thus manual test and measurement
based approaches remain the de facto standard. For this paper, we take the outset
from the Real-Time For the Masses (RTFM) framework, which is developed to facilitate
embedded software development for IoT devices and provides highly efficient implemen-
tations, suitable to the mainstream of embedded system design. Although the Rust
language plays currently a minor part in embedded development, we believe its prop-
erties add significant improvements and thus implement our RTFM framework in Rust.
We present an approach to worst-case execution time estimation in the context of RTFM
tasks and critical sections, which renders sufficient information for further response time
and schedulability analysis. We introduce our test bench, which utilizes the KLEE tool
for automatic test vector generation and subsequently performs cycle accurate hardware-
in-the-loop measurements of the generated tests. The approach is straightforward and
fully automatic. Our solution bridges the gap in between measurement based and static
analysis methods for WCET estimation. We demonstrate the feasibility of the approach
on a running example throughout the paper and conclude with a discussion on its impli-
cations and limitations.

1 Introduction

Embedded software is playing an increasingly important role for the design and implemen-
tation of embedded devices in the CPS/IoT era. In addition to functional requirements,
embedded software is often subject to requirements on robustness, safety, real-time prop-
erties, and resource efficiency.

To aid the development, software developers commonly adopt ecosystems like hardware
abstraction layers, libraries, kernels, and light-weight real-time operating systems. While
improving design efficiency, they typically leave the schedulability analysis at the hands
of the developer. For this reason, test based methods remain the de facto standard be-
cause scheduling analysis tools are still not widely spread and typically demand expert
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knowledge. In comparison to static analysis approaches, target testing has the clear ad-
vantage that observations on the actual hardware obtain the results, which are free from
assumptions and approximations associated to models and imprecise program analysis.
On the downside however, it is a tedious and error-prone process to manually derive test
vectors, instrument the code, perform tests, collect, and analyze the results. Moreover,
test based scheduling analysis of concurrent systems is an inherently hard problem and
edge cases are easy to miss because testing can only cover a limited subset of task inter-
leavings and input values. Additionally, test based approaches may also be fragile, where
small changes in the system might imply large consequences to the real-time operation
what in effect calls for a complete retesting of the system.

In this paper, we present a test bench for automatic worst-case execution time esti-
mation that enables subsequent response time and schedulability analysis. We take the
outset from Real-Time For the Masses (RTFM), which is a set of languages and tools
being developed to facilitate embedded software development, and provide highly effi-
cient implementations geared to static verification. The programming model of RTFM
is reactive and based on the familiar notions of concurrent tasks and critical sections
treated as single-unit resources. The execution model provides race-free concurrency and
serialization of side effects under full control of the programmer.

The supporting Rust based RTFM implementation guarantees deadlock-free preemptive
execution on bare metal single core targets by efficiently exploiting the underlying inter-
rupt hardware for static priority scheduling and resource management under the Stack
Resource Policy (SRP) [1]. Besides the advantages associated to SRP based scheduling
(see Section 5), various research efforts (see, e.g., the seminal work of Baker [1] and
more recent publications [2, 3, 4]) established a plethora of methods to static verification
(response time analysis, stack memory analysis, etc.) over the last decades.

Methods for response time and schedulability analysis typically rely on a priori WCET
information. In the case of SRP based analysis, the WCETs and resource holding times
for the task set are necessary to be known. Our approach takes the outset of test and
measurement based methods that are well established in industry and leveraged by known
methods to semi-formal program analysis [5].

The automatic test bench process comprises:

• Automated semi-formal program analysis, which derives concrete test vectors that
trigger each feasible path of execution for the tasks of the system,

• Automated measurement based WCET and resource holding time estimation for
the task set, and

• System wide analysis of, e.g., response times and schedulability.

In this paper, we focus on the test vector generation and automated execution time
measurement and leave the system wide analysis to future work. In Section 2, we re-
view the the KLEE framework [5], the Rust programming language, and the RTFM task
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and resource model with its kernel implementation in Rust. In Section 3, we present
our approach to program analysis and test vector generation, and we outline our auto-
mated test bench for cycle accurate hardware-in-the-loop measurements of WCETs and
resource holding times. Section 5 covers related work on WCET estimation and Section 6
summarizes the contributions of the paper including an outlook to future work.

2 Background

2.1 KLEE LLVM Execution Engine

KLEE [5] is a tool for symbolic execution operating on the LLVM IR (intermediate
representation) of an input program. Symbolic execution is the process of executing
the code through an interpreter (virtual machine) while recording path conditions and
modifications to variables. In contrast to normal execution, inputs and symbolically
tagged variables are assumed to be symbolic rather than having concrete values.

KLEE keeps track of the program states for each execution path and successively selects
based on the chosen strategy one of the states and updates it by symbolic execution of the
next instruction along the selected execution path. This process terminates when there
is no further instruction to execute for any of the states or a predefined termination
condition occurs. As soon as an execution path reaches its end or encounters an error
(abort), KLEE discharges the path condition by means of modern solvers [6] resulting in
concrete assignments to the symbolic variables, i.e., a test vector from which the exact
path can be reconstructed.

According to the authors [5], “KLEE has two goals: (1) hit every line of executable code
in the program and (2) detect at each dangerous operation (e.g., dereference, assertion) if
any input value exists that could cause an error.” To achieve its goals, KLEE unassistedly
and automatically generates high-coverage test cases. One purpose of these test cases is
to detect low-level errors of generic character, i.e., errors independent of knowledge about
the intended behavior of the program. Therefore, KLEE inserts branches for potentially
dangerous operations to check if any input value exists that could cause an error. Such
operations are pointer dereferences, zero divisions, load and store instructions for memory
accesses as well as system calls. Additionally, the user can insert own assertions for
which violations are discovered too. KLEE has been demonstrated to efficiently deal
with complex program suites like BusyBox and core-utils [5].

As mentioned, KLEE operates on LLVM IR and is for that reason not limited to any
designated input programming language. The only restriction is the availability of an
LLVM compiler for the language in use. On the other hand, KLEE provides a set of
special functions to guide the symbolic execution and these functions are only available
as an API for the C language. For our work, the important functions of this API are:
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• klee_make_symbolic(&v, sizeof(v), "v"),
which instructs KLEE to treat the variable v as symbolic and initially unknown,

• klee_assert(c),
which introduces a branch for the condition c that causes KLEE to output a test
vector of concrete variable assignments for entering the false branch if for the current
path condition an assertion violating value exists, and

• klee_assume(c),
which introduces a branch for the condition c that outputs an error if c is unsatis-
fiable under the current path condition (i.e., the false branch) and otherwise adds
c to the current path condition and continues (i.e., the true branch).

2.2 Rust

The ambition behind Rust is to provide a memory safe systems programming language
with zero-cost abstractions [7, 8, 9]. Therefore, it implements an affine type system
with underlying memory model that guarantees memory safety and concurrency without
data races. Memory safety is essentially ensured by the ownership model of Rust, which
prohibits aliases for mutable data.

In Rust, each valid memory location is owned by exactly one variable. Assigning the
value of a variable to another variable results in copying the value or moving the owner-
ship. An alternative to moving the ownership is temporarily borrowing the value from a
variable by referencing its memory location. Referenced values are either immutable (&
T) or mutable (&mut T) and uphold the following invariant:

At any instance in time, each value T may be mutably referenced once or
immutably referenced arbitrarily often. [10]

This invariant applies both to sequential code (c and d) and to concurrent execution
contexts (A and B), as illustrated in Figure 1.

Ta
c
d

A B

Figure 1: Rust Memory Model

The Rust compiler enforces memory safety guarantees only in safe Rust code. It utilizes
the borrow checker for static memory consistency analysis and inserts runtime verification
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code where static analysis is in general out of reach (e.g., array indexing). In case
of failure, the runtime verification code raises an exception during execution, which is
called panic in the Rust terminology.

Any access to shared mutable data ultimately boils down to explicitly stated unsafe
Rust code, out of reach for the Rust compiler to verify. Abstractions providing a safe
API allow user code to access shared (mutable) data. Thus, given that the abstractions
are sound, any program passing compilation will be memory safe by construction.

2.3 RTFM - Real-time for the Masses

Real-time for the masses (RTFM) is a framework intended to facilitate embedded software
development of reliable real-time applications and to provide highly efficient implemen-
tations geared to static verification. RTFM aims at the needs of lightweight embedded
devices and particularly real-time systems with guaranteed response time requirements
such as embedded sensors and actuators. A major focus lies on providing a model of
computation for concurrent real-time programming suitable for static analysis.

For the purpose of this presentation, we refer to a simplified model of computation,
see, e.g., [11] for further information. A system is a set of tasks T = {t1, ..., tn} and a
set of single-unit, non-preemptable resources R = {r1, ..., rk}. The system specification
associates a static priority p(ti), a minimum inter arrival time ia(ti), and a deadline
dl(ti) to each task ti. External and internal events trigger the tasks, which execute a
finite sequence of operations with run-to-end semantics. A task ti may claim exclusive
access to a resource rj for a named critical section cs(ti, rj), and critical sections may
only be nested in a LIFO manner. In effect, the RTFM model of computation adheres to
the requirements of the Stack Resource Policy (SRP) [1] based analysis and scheduling.
In this context, drie denotes the resource ceiling for the resource ri.

Figure 2 sketches a little RTFM system composed of the three tasks (EXTI1, EXTI2,
and EXTI3) and two resources (X and Y). Each task has a static priority assigned to it
and the arrows indicate the resources that a task accesses. According to SRP, a resource
ceiling is the maximum priority of all tasks that claim the resource.

An implementation of the RTFM framework for ARM Cortex-M microcontrollers is
available as a Rust crate [12], which is the designation for a library or package in the
Rust universe. The cortex-m-rtfm crate provides a convenient way to declaratively
define the composition of an RTFM system and program its functionality using the Rust
programming language. Subsequently, the Rust compiler yields an efficient SRP based
scheduling and resource management implementation for the ARM Cortex-M families of
MCUs.

Listing I.1 illustrates the declarative description of the RTFM example system shown
in Figure 2 encoded with the Rust crate cortex-m-rtfm. Lines 4-7 define the resources,
which are memory resources in this case, and their respective data types. Lines 9-
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EXTI3
(priority 3)

EXTI2
(priority 2)

EXTI1
(priority 1)

X
(ceiling 3)

Y
(ceiling 2)

Figure 2: The diagram exemplifies the composition of tasks and resources in an
RTFM system and the derivation of the resource ceilings. Resource ceiling dXe =
max(p(EXTI1), p(EXTI3)) and dY e = max(p(EXTI1), p(EXTI2)), where p(ti) is the
priority of task ti.

27 specify the tasks, their priorities, and associated resources. Furthermore, each task
definition has a path parameter that refers to a Rust function, which is executed when
the respective task is triggered by an event.

At the heart of this code snippet is line 1, which indicates that the whole RTFM
system definition is processed by a Rust macro. The exclamation mark after an identifier
denotes a macro in Rust. Apart from syntactic macros, Rust also provides procedural
macros for general use as an experimental feature. These macros contain Rust statements
that are executed at compile time during the preprocessing stage. As a result, the
macro generates through its execution regular Rust code that is injected into the actual
compilation stage. Natural use cases for procedural macros are syntax extensions of the
programming language. The app! macro of the RTFM implementation is a procedural
macro and can be seen as a syntax extension of the Rust language.

3 WCET analysis

In this paper, we present a method to measure the worst-case execution times (WCETs)
of RTFM tasks and resource claim blocks on the target hardware for the purpose of
scheduling analysis. Our approach utilizes the KLEE tool to generate test vectors with
full execution paths coverage, which are subsequently entered into the application while
it is running on the target hardware. An automatic test bench measures the executing
processor cycles for all test vectors at the level of tasks and resource claim blocks to
determine the WCETs.

The timing diagram in Figure 3 shows a possible task interleaving when executing the
RTFM example application shown in Figure 2. The lowest priority task EXTI1 raises its
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Listing I.1 rtfm_example.rs (abridged)
1 app! {
2 device: stm32f413,
3
4 resources: {
5 static X:u8 = 0;
6 static Y:u32 = 0;
7 },
8
9 tasks: {

10 EXTI1: {
11 path: exti1,
12 priority: 1,
13 resources: [X, Y],
14 },
15
16 EXTI2: {
17 path: exti2,
18 priority: 2,
19 resources: [Y],
20 },
21
22 EXTI3: {
23 path: exti3,
24 priority: 3,
25 resources: [X],
26 },
27 },
28 }

priority according to the resource ceilings of X and Y when entering the respective claim
blocks. Tasks EXTI2 and EXTI3 preempt the execution of lower prioritized tasks. This
example demonstrates that we need to know the WCETs for all tasks and claim blocks
to calculate blocking times and task interferences for a response time analysis of each
task.

For the automatic WCET measurement, our test bench is a Python script that succes-
sively:

1. Compiles the source code that is prepared for the execution with KLEE to LLVM
IR,

2. Runs KLEE on the LLVM IR compiler output to generate test vectors for all
execution paths,

3. Compiles the source code that is prepared for a controlled execution of each task
separately to a binary for the target hardware,
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X

time

priority

1

Y2

3

EXTI1

EXTI2

EXTI3EXTI3 preempts EXTI1 (during claim of Y)

EXTI2 preempts EXTI1

EXTI1 claims resource X

Y

EXTI3 blocked 
by EXTI1

Figure 3: The diagram shows one possible task interleaving during the execution of the
RTFM example application.

4. Flashes the binary onto the target device, and

5. Measures the processor cycles for each task and resource claim block while itera-
tively executing each task with its corresponding test vectors as input.

To implement the steps 1 and 3 of our test bench, we extended the cortex-m-rtfm Rust
crate with a klee_mode and a wcet_bkpt compiler flag for conditional compilation. Step
2 uses a custom patched version of KLEE that matches the LLVM version of the Rust
compiler and runs in an isolated docker container. For control of the measurements in
step 5, the Python script interfaces the GNU Debugger gdb.

3.1 Compiler flag klee_mode

When compiling the source code of an RTFM application with the klee_mode compiler
flag set, the Rust compiler expands the app! macro to a program with a main function
that calls each task based on a symbolic variable and also declares the resource data
to be symbolic in preparation for the execution with KLEE. Figure 4 demonstrates the
principle of the app! macro expansion for the RTFM example application shown in
Figure 2. Starting from the main function, each task initiates a separate execution path
that declares the data of all resources associated with this task to be symbolic. This is
necessary because the resource data potentially influences the execution times and due
to the shared access to resources and no a priori knowledge about data constraints, we
must assume each possible value to be valid.
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1

exti3()

exti1()

exti2()
Y = ?

X = ?
fn main()
task = ?

Y = ?

X = ?

Figure 4: The diagram visualizes the app! macro expansion for the RTFM example
application shown in Figure 2 when the compiler flag klee_mode is enabled.

Listing I.2 shows a simplified version of the source code from Listing I.1 after the app!
macro expansion. During the execution, KLEE finds four execution paths in the main
function based on different assignments to the symbolic task variable. The last execution
path (line 19) merely completes the match statement to satisfy the Rust compiler and
is apart from that ignored. Before executing the task handlers (lines 9, 13, and 17) for
the respective execution path, each resource that can be accessed during the execution
is declared to be symbolic. As a result, KLEE outputs for each execution path of each
task a test vector with variable assignments for all symbolic variables. After initializing
the resource data with the values of a test vector, the corresponding task executes the
same path again.

3.2 Compiler flag wcet_bkpt

When compiling the source code of an RTFM application with the wcet_bkpt compiler
flag set, the Rust compiler essentially injects breakpoints at the beginning and the end of
each task handler and resource claim block when it expands the app! macro. Our Python
based test bench controls gdb during the measurement stage and uses these breakpoints
to obtain the execution times.

After flashing the application onto the target device, the Python script iteratively takes
a test vector from the output of the KLEE execution, sets the memory to the values of
the test vector, initiates the corresponding task execution, and halts the task execution
at the breakpoints to read the cycle counter and determine the execution times of the
task and its resource claim blocks. One iteration step, i.e., one test vector, relates to one
execution path of a specific task. Because KLEE yields a test vector for each feasible
execution path, the worst-case execution time of a task is among all the longest measured
execution time for that task. The worst-case execution time for claiming a resource rj in
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Listing I.2 app_macro_expansion.rs (simplified)
1 fn main() {
2 let mut task = 0;
3 klee_make_symbolic(&mut task, &"task\0");
4
5 match task {
6 0u32 => {
7 klee_make_symbolic(&mut X, &"X\0");
8 klee_make_symbolic(&mut Y, &"Y\0");
9 exti1(); }

10
11 1u32 => {
12 klee_make_symbolic(&mut Y, &"Y\0");
13 exti2(); }
14
15 2u32 => {
16 klee_make_symbolic(&mut X, &"X\0");
17 exti3(); }
18
19 _ => { }
20 }
21 }

the context of task ti is the longest measured execution time of all resource claim blocks
cs(ti, rj). For further discussion, see Section 4.

3.3 Example

Listing I.3 shows three task handlers for the RTFM example application displayed in
Listing I.1. One can interpret this simple example as the preprocessing of a sensor input
for the control output to another system.

E.g., task EXTI3 is triggered by a sensor at each turn of a wheel and stores the duration
of the turn in a shared resource. To get the speed of the wheel with a low error rate, EXTI3
runs on the highest priority. Task EXTI1 does on the lowest priority a time consuming
preprocessing of the sensor reading and stores its result in another resource for task
EXTI2 to set a control point on request. This design makes sense when we assume that
the external control system needs a prompt response when requesting input.

The Rust RTFM implementation models resource claims as a method (claim) that is
accessible on resource instances and takes a function as an argument. The function body
is the critical section for which a task claims exclusive access to the resource.

E.g., line 4 of Listing I.3 illustrates how task EXTI1 claims the resource X in its task
handler exti1 by calling X.claim(...). The function parameter of the claim call is
an anonymous function with access to its environment, which is called closure in the
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Listing I.3 rtfm_example.rs (task handler)
1 fn exti1( ... ) {
2 let mut result: u32 = 0;
3
4 X.claim( |x| {result = *x as u32;} );
5
6 while result > 1 {
7 if result % 2 == 0 {
8 result = (result / 2) % 7;
9 } else {

10 result = (result * 3) % 7;
11 }
12 }
13
14 Y.claim( |y| {*y = result;} );
15 }
16
17
18 fn exti2( ... ) {
19 Y.claim( |y| {control_set_point(*y);} );
20 }
21
22 fn exti3( ... ) {
23 X.claim( |x| {*x = get_cycle_counter();} );
24
25 reset_cycle_counter();
26 }

Rust terminology. The function or closure that represents the critical section gets access
to the data of the resource through its input value. I.e., when task EXTI1 claims the
resource X and executes the critical section result=*x as u32;, the value of variable x
is a reference to the memory of resource X.

Task EXTI1 performs a function that reads the shared variable X and returns either 0 or
1 after a certain amount of iterations. This function has probably no useful meaning for
sensor processing but it has two interesting properties to demonstrate the strength of our
KLEE based WCET analysis approach. First, the amount of iterations that it takes to
return the result is not equal for all input values. I.e., the time for computing the result
varies with the input. Second, there is a maximum amount of iterations that it takes to
return the result for an arbitrary input value. I.e., the execution time is bound and thus
a worst-case execution time exists.

Even with the knowledge about these two properties, it is by no means trivial to discover
the maximum number of iterations that are needed to produce a result or to find at least
a sample value that triggers the maximum iterations. No testing approach can give a
safe answer until all input values are tested.
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When analyzing this example with our presented approach, KLEE symbolically executes
all tasks and thereby explores all feasible paths. At the end of each path execution, KLEE
returns a test vector of variable values that can be used to replay this specific execution
path on the original program. In case of task EXTI1, KLEE will discover all possible
iterations for arbitrary input values and return a sample value for each instance.

Figure 5 shows the first two iteration levels of the execution paths flow chart for task
EXTI1. For the sake of clarity, we omit the computational steps and the branch direction.
Following the left arrow of a branch means that its condition evaluates to true and
accordingly the right side means false. The rectangle boxes depict the returned test
vectors from KLEE. Only X is here of interest because exti1 never reads the value of Y
and therefore any value for Y is equally valid as input sample.

KLEE reveals the maximum number of 4 iterations for the function to terminate on
arbitrary input values and returns two example values (9 and 12) with different execution
paths that cause four iterations to yield the result.

X = 4
Y = 0

X > 1

X = 192
Y = 0

X > 1

isEven(X)

X = 3
Y = 0

X > 1

X = 11
Y = 0

X > 1

isEven(X)
X = 2
Y = 0

X > 1

isEven(X)
X = 0
Y = 0

X > 1

EXTI1

X = 7
Y = 0

X > 1

Figure 5: The diagram shows all execution paths of the first two iterations from task
EXTI1 and test vectors for the resource values generated by KLEE.
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4 Discussion

In this paper, we present a fully automatic method for WCET analysis on RTFM pro-
grams. By utilization of symbolic execution, the KLEE tool generates a test vector
for each program execution path. Our test bench tool implements a hardware-in-the-
loop benchmark test to measure the WCETs for each task and resource claim with the
help of the generated test vectors by executing each of the program paths on the target
hardware. Our method applies a complete execution path exploration on code without
manually added annotations, which is a substantial advantage over abstract execution
based methods.

For our KLEE based WCET analysis, two principle properties must hold:

1. KLEE needs to perform a complete path search, and

2. The program needs to terminate for all possible inputs.

If KLEE prunes the execution paths tree, there is a high risk for missing the worst-case
path. Only a complete exploration of all execution paths (1) reliably yields the WCETs
for all tasks and resource claims. On the other side, because KLEE actually executes
the program, every execution path needs to terminate (2) for KLEE to terminate too.
In consequence of the halting problem [13], we cannot generally determine if a given
program terminates. But a requirement of the RTFM model of computation is the run-
to-end semantics for all task handlers, which the user must ensure.

In the default configuration of KLEE (i.e., without setting any command line param-
eters), all limiting execution parameters to constrain the execution based on the search
depth and memory or time consumption are switched off. KLEE runs until all program
paths are executed to end or stopped in an error state. Although bug tracking is not the
focus of this paper, the latter case is already alarming and important for the user to get
notified.

A major issue with approaches based on symbolic execution is the potential path ex-
plosion. KLEE mitigates this problem by applying various techniques for efficient path
exploration, e.g., compact state representation based on shared memory, single execution
of the instruction path before every branch, and multiple solver query optimizations. De-
spite these mechanisms, the path explosion problem persists for the hardware-in-the-loop
benchmarking, where each program path needs to be executed. While the complexity is
an issue with symbolic execution, we consider this to be a minor issue, because we aim
at lightweight embedded IoT devices with statically sized data structures. Furthermore,
we foresee an increasing demand for fully automatic WCET measurement and scheduling
analysis tools due to the growing market of real-time IoT applications.

Another issue with our approach is the quality of the test vectors generated by KLEE.
From a path coverage perspective, any test vector that triggers the execution of a specific
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path is equally valid, and thus KLEE emits arbitrary variable assignments that the SMT
solver returns. KLEE is not aware that varying execution times of LLVM instructions
have an impact on the WCET measurement, and hence our approach does not take this
effect directly into account. Hardware division is a typical example of a time variant
instruction. In the Cortex-M case, the execution time can vary in between 2 . . . 12 cycles
[14]. With a model of the hardware instructions, an evaluation of the KLEE traces
(klee –replay-ktest-file) for each path allows to account for the difference between
the actual measured execution time and the worst-case execution time.

For our approach, we assume that all execution paths found by KLEE reflect the full
program behavior on the target platform. This is not necessarily the case, because
KLEE operates on LLVM IR and not the actual hardware instructions. In some cases,
LLVM generates conditional instructions (e.g., the LLVM select instruction) that have
no IR-level branching, which is the basis of the KLEE execution. Depending on the
machine instruction set, this is potentially unsafe with respect to the WCET analysis
even if the target machine supports conditional instructions. Moreover, the LLVM →
target compiler might generate branch instructions that the KLEE path analysis missed.
Executing KLEE on unoptimized LLVM IR solves the problem of inserting conditional
instructions but cannot prevent the introduction of new branches in the target binary.
To that end, we would have to implement KLEE at target level.

Another property of our approach that is important to know concerns reoccurring re-
source claims. Multiple consecutive claims of the same resource during a task execution
may lead to path enumeration misses. We declare a resource to be symbolic at the en-
trance of a task. As a consequence, KLEE analyses the second and subsequent resource
claims based on the prevailing path condition from the preceding executions. This behav-
ior does not consider possible preemptions of higher prioritized tasks, which potentially
mutate the resource data. Prohibiting multiple consecutive resource claims or forcing
KLEE to recognize the resource data to be unknown each time by introducing a new
resource for each claim block addresses this problem.

5 Related Work

Execution time estimation has traditionally been conducted through manual test and
measurement based approaches either on the actual targets or using simulated environ-
ments. However, such processes are tedious and error prone. Moreover, with growing
source code complexity, it is inherently difficult to ensure that the worst-case behaviour
has been exposed. To this end, academia and industry has spent much effort over the
last decades to provide methods and tools that improve on manual test and measure-
ment approaches. Ermedahl and Engblom [15] give an excellent overview to the area
and layout different approaches to model based and hybrid WCET estimation. They
also cover industrial experiences of commercial WCET tools, which identify a number of
outstanding observations. Among these we find:
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1. Lack of "one-click" analysis,

2. Lack of automatic loop bound calculation,

3. Structure of code has significant impact to analyzability,

4. Manual annotations can sometimes be burdensome to generate,

5. Operating-system services and interrupt handlers should be taken into account,

6. The large diversity in processors used in embedded systems hinders the deployment
of static WCET analysis, and

7. Measurements and static timing analysis complement each other and give together
a better understanding of the system timing and increase the trust in the resulting
timing estimates.

The method presented in this paper seeks to address each observation and challange by:

1. Providing a Python based test bench that fully automatically generates tests vectors
with the KLEE tool and feeds them into a hardware-in-the-loop benchmark test
for execution time measurement,

2. Tracking data dependencies throughout the complete call graph, which derives loop
bounds,

3. Providing a well structured model of computation that is amenable to static anal-
ysis,

4. Preventing the need for annotations with the tracing of data dependencies and the
support of conditional compilation for the analysis stage,

5. Unifying application code, interrupts, and operating system services by using the
RTFM model of computation to turn them into a part of the system wide analysis,

6. Performing the program analysis on the LLVM IR of the compiled source code,
which opens the support for any LLVM capable target, and

7. Combining the advantages of static analysis and measurement in a test bench that
exploits symbolic execution and hardware-in-the-loop benchmarking.

Recent related work includes [16], which concludes that creating architectural models
based on the data sheets of the manufacturer is exhaustive and, while safe, may lead to
ample over estimations when using the OTAWA framework.

The commercial tool RapiTime [17] is a representative example of hybrid approaches
(adopting static analysis complemented by measurements). It carries out a prediction of
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the worst-case path and WCET by combining the obtained timing information and the
structural model of the code.

Cassé et al. study overestimations due to imprecise flow facts and approximations during
the analysis [18]. In comparison, our approach derives tests for all feasible paths. Hence,
the derived test vectors and corresponding measurements take (up to the limitations
of the KLEE tool) all traceable data dependencies into consideration and ensure to
accurately expose the worst-case behaviour. Thus, our approach may improve accuracy
to both architectural model based methods and hybrid techniques.

aiT ([19]) is a commercial WCET analysis package that performs static analysis on
code snippets by abstract interpretation on the binary code for a wide range of target
platforms. In general, aiT requires user annotations for generating meaningful output.
aiT computes the upper bound including caches and pipeline interactions based on tim-
ing accurate architectural models. In general, aiT is not able to calculate the overall
schedulability of the system. Instead, it lets the user characterize selected sub-parts of
the system and performs a schedulability analysis using some other tool based on the
derived WCETs.

SWEET ([20]) is an open source tool developed at the MRTC (Mälardalen Real-Time
Research Centre). It includes a C compiler that outputs an intermediate format (ALF)
used for abstract execution. This approach is quite similar to our the KLEE + LLVM
approach, where KLEE operates on the LLVM IR. SWEET assumes a third party timing
model that analyzes the emitted flow facts for the target architecture. Similarly to aiT,
the overall schedulability analysis is out of reach for the SWEET tool.

Schedulability analysis is very important for hard real-time applications and attracts
much attention in this context (see, e.g., the seminal work [21]). The theoretical work
typically takes the outset of modelling the system in terms of (concurrent) tasks, which
potentially support shared resources. We base our work on the Stack Resource Policy
(SRP) [1]. SRP based scheduling brings a number of benefits whereof most prominent
are:

• Deadlock-free execution,

• Single (non-transitive) blocking,

• Shared stack execution, and

• Single context switch per task.

In parallel to the development of the RTFM framework, Hofer et al. proposed a similar
approach (SLOTH) to interrupt driven execution of OSEK models [22]. While SLOTH
focuses on the scheduling and resource management of OSEK models, RTFM and its ac-
companying model of computation aim at providing an ecosystem for modelling, analysis,
and implementation of general purpose embedded real-time software.
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6 Conclusion & Future Work

With this paper, we attempt to close the gap between measurement based and static
analysis methods for WCET estimation. While test based methods are of practical
use but can only deliver approximative results, static analysis is much more difficult
to apply. Our approach utilizes the KLEE tool for a complete path exploration and
subsequent hardware-in-the-loop benchmarking of the generated test input for the WCET
estimations. We demonstrate the practicability of the method on the RTFM framework
and discuss its implications. Although very promising, our approach has some limitations.

The classical problem of symbolic execution, i.e., path explosion, still remains. We only
argue it is not an issue for lightweight embedded IoT applications, which is our target
application. However, open problems are the uncertainty about the worst execution time
of the generated test input for an execution path and the potential introduction of new
paths after compilation to the target platform. These issues and other missing properties
give space for further improvements.

WCET analysis is a precursor for response time and ultimately schedulability analysis.
Our work adheres to the requirements of the Stack Resource Policy based analysis and
scheduling for which a plethora of methods to static verification (response time analysis,
stack memory analysis, etc.) exist. As we have seen in Section 3, the proposed test bench
can derive WCET estimations from which response time analysis can be readily applied
and integrated into our tool for fully automatic schedulability analysis.

Currently, our approach does not model I/O. We plan to model interaction to the envi-
ronment, i.e., peripheral access. The Rust based RTFM framework analogously models
peripherals and resources, which allows to extend the generation of symbolic values to
peripherals.

Furthermore, we plan to extend our RTFM framework to support the definition of type
invariants for resources. The functions klee_assume and klee_assert for guiding the
symbolic execution of KLEE allow us to establish static type invariant checks. When
assuming the specified resource invariant on entering the resource claim block and assert-
ing the invariant on leaving the claim block, KLEE verifies the validity of the invariant
for all execution paths. Because resources are commonly shared among several tasks,
resource invariants constitute a contract between the tasks accessing that resource and
KLEE verifies the compliance. Aside from that, this extension provides another method
to mitigate the path explosion problem because assumptions on the data type strengthen
the path condition and hence mitigate the complexity.
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Concurrent Reactive Objects in Rust
Secure by Construction

Marcus Lindner, Jorge Aparicio, and Per Lindgren

Abstract

Embedded systems of the IoT era face the software developer with requirements on a
mix of resource efficiency, real-time, safety, and security properties. As of today, C/C++
programming dominates the mainstream of embedded development, which leaves en-
suring system wide properties mainly at the hands of the programmer. We adopt a
programming model and accompanying framework implementation that leverages on the
memory model, type system, and zero-cost abstractions of the Rust language. Based on
the outset of reactivity, a software developer models a system in terms of Concurrent
Reactive Objects (CROs) hierarchically grouped into Concurrent Reactive Components
(CRCs) with communication captured in terms of time constrained synchronous and
asynchronous messages. The developer declaratively defines the system, from which a
static system instance can be derived and analyzed. A system designed in the pro-
posed CRC framework has the outstanding properties of efficient, memory safe, race-,
and deadlock-free preemptive (single-core) execution with predictable real-time proper-
ties. In this paper, we further explore the Rust memory model and the CRC framework
towards systems being secure by construction. In particular, we show that permissions
granted can be freely delegated without any risk of leakage outside the intended set of
components. Moreover, the model guarantees permissions to be authentic, i.e., neither
manipulated nor faked. Finally, the model guarantees permissions to be temporal, i.e.,
never to outlive the granted authority. We believe and argue that these properties offer
the fundamental primitives for building secure by construction applications and demon-
strate its feasibility on a small case study, a wireless autonomous system based on an
ARM Cortex M3 target.

1 Introduction and motivation

Besides constraints set by the environment and the target platform like available memory,
CPU, and energy resources in addition to other functional and extra-functional properties
of the application at hand, embedded software typically operates autonomously with
requirements on safety, robustness, reliability, and security. Developers commonly design
embedded systems of the IoT era by taking the outset of a reactive model implemented
in C/C++ either as a bare metal interrupt driven application or through the support
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of some threading library. Meeting the aforementioned requirements is at a large up
to the programmer with little or no support for verification. Central to correctness is
the management of memory resources with problems spanning from array indexing and
dangling pointers all the way to race conditions and deadlocks in the concurrent setting.

In this paper, we take the outset from prior work on Concurrent Reactive Objects
(CROs) [1] with a heritage to the Timber language [2] and the Real-Time For the Masses
(RTFM, [3]) set of experimental languages and tools. Whereas Timber provides a high
level modeling and implementation approach offering state protection in the concurrent
setting, the dynamic memory model requires automatic management which precludes the
deployment to lightweight targets.

With a clear motivation, we want to provide a programming model that ensures memory
safety in a concurrent setting along with a concurrency model amenable to static analysis.
However, developing yet a new fully fledged language with accompanying ecosystem is
questionable when taking the amount of work into consideration1. Instead, we seek to
leverage on ongoing community efforts around programming languages and ecosystems.

Among recent developments, the Rust language stands out with a memory model, which
provides compile time memory safety and monomorphization, and has a tight coupling
to LLVM achieving zero-cost abstractions through link time optimization. Sidestepping
the compiler is explicit (unsafe) and can be rejected in user code, thus allowing for
fearless programming to the end of memory safety and other properties within reach of
the Rust compiler. In the context of embedded development, Rust applications on bare
metal targets have already been shown possible [4, 5].

In this paper, we further explore the Rust memory model and the CRC framework
towards systems being secure by construction. In particular, we show the following
properties.

• Granted permissions can be freely delegated without any risk of leakage outside the
intended set of components. Key here is the static CRC topology, where communi-
cation paths are known at compile time, together with the Rust language borrowing
semantics.

• Permissions are guaranteed to be authentic, i.e., they can neither be manipulated
nor faked. Key here is the underlying module system and type scoping together
with the memory safety provided by the Rust language. In effect, preventing any
intentional or accidental memory corruption leads up to an unauthentic permission.

• Permissions are guaranteed to be temporal, i.e., they can never outlive the granting
authority. Key here is the concept of lifetimes, which the Rust language brings and
the compiler enforces.

1 An observation here is that the design of any memory safe language would need to take memory
aliasing into account, a property directly given by the Rust language.
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In conclusion, we believe and argue that these properties offer the fundamental primi-
tives for building secure by construction applications and demonstrate their feasibility on
a small case study, a wireless autonomous system based on an ARM Cortex M3 target.

2 Background

The Rust memory model and the Stack Resource Policy (SRP) based scheduling approach
is at heart of the proposed framework.

The ambition behind Rust is to provide a systems programming language with memory
safe zero-cost abstractions. In Rust, mutability is first class, distinguishing between
immutable (&T) and mutable (&mut T) references with the following invariant:

At any instance in time each value of T may be mutably referenced once or
immutably referenced zero or arbitrarily many times.

In Figure 1, A and B denote two concurrent execution contexts while a, b, and c are
references to a shared location or resource T . The invariant applies to (1) the concurrent
case with accesses from a of context A and b/c of context B and (2) the sequential case
with accesses from b and c of context B. For the concurrent case (1), the invariant
ensures obviously race free access while for the sequential case (2), the invariant may at
first glance appear too restrictive. However, the sequential restriction allows to spot and
reject at compile time memory related issues such as iterator invalidation (see Section
4.9 in [6]). Moreover, the invariants are passed to the compiler back-end (LLVM) as no
alias attributes allowing aggressive yet safe code optimization.

Ta
b
c

A B

Figure 1: Illustration of the Rust memory model.

Rust implements an affine type system and an ownership model with the notion of
lifetimes. The borrow checker and lifetime analysis ensures memory consistency of safe
code.

Any access to shared mutable data ultimately boils down to explicitly stated unsafe
code, out of reach for the Rust compiler to verify. Abstractions providing a safe API
allow user code to access shared mutable data. Thus, given that the abstractions are
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sound (i.e., uphold the invariant), any program passing compilation is memory safe by
construction!2

Stack Resource Policy based scheduling

Stack Resource Policy (SRP) based scheduling offers a means to preemptive scheduling of
tasks with shared resources on single-core processors [7]. The approach offers advantages
in terms of deadlock-free execution, efficient memory utilization, single blocking, and so
on and brings a plethora of readily available methods for static analysis, see, e.g., [7, 8].

SRP builds upon static analysis of the task set T to derive the ceiling value π(r) for each
resource r. π(r) = max(p(t)) with t ∈ Tl(r), where p(t) is the priority of task t and Tl(r)
is the set of tasks that (may) access the resource r. During execution, the (dynamic)
system ceiling Π = max(π(r)) with r ∈ L, where L is the (global) set of currently held
resources. A task t ∈ T may preempt the currently running task te only if p(t) > p(te),
p(t) > Π, and p(t) = max(p(t′)) with t′ ∈ P , where P is the set of pending tasks.

Targeting lightweight MCUs, we can exploit the underlying interrupt hardware to im-
plement the system ceiling and perform static priority scheduling3in compliance to SRP,
achieving performance on par with hand written bare metal code [3].

3 Model of computation

Component models are frequently used to capture the system topology and to bring the
benefit of re-use. Our system model is declarative, defined in terms of nested Concurrent
Reactive Components (CRCs) with Concurrent Reactive Objects (CROs) at the leafs.
The system designer declares interaction inside the model and with its environment in
terms of time constrained synchronous and asynchronous point-to-point messages, where
ultimately the end points are methods of CRO leaf instances.

3.1 Execution semantics

The execution model builds on the notion of time constrained messages defined as

M : {BL : Ti, dl : Ti, o : &O, f : (&O,D)→ R, d : D},
2 Memory safety can in most cases be statically ensured. If not, a run-time monitor is injected to

emit a panic! on a memory violation. Stack memory allocation errors (overruns) are assumed to be
treated at the run-time system level.

3 Eligible tasks with the same priority are scheduled in static order. While preserving invariants for
correctness, we must take this into consideration during the response time analysis.
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where Ti is a time type, BL specifies the absolute release time, dl specifies the relative
deadline, o indicates the target object, f indicates the method to execute, and d is the
payload (i.e., the arguments for the receiver).

The execution of a message

E(m : M)→ R

returns with a value of type R. Messages execute concurrently under mutual exclusion on
the object state (o) (similar to Ada’s protected objects or Java’s synchronized methods)
and run-to-completion within their eligible timing window for any correctly scheduled
system.

3.2 Timing semantics

The absolute release time BL along with the absolute deadline DL = BL+ dl define the
eligible timing window for the execution of a message m. The execution E(m : M) of a
message m may emit additional synchronous messages

Sync(o′ : &O′, f ′ : (&O′, D′), d′ : D′)→ m′ : M,

which result in messages

m′ = M{BL = m.BL, dl = m.dl, o = o′, f = f ′, d = d′}

that inherit the sender’s timing window. The synchronous execution E(m′ : M)→ r : R
blocks the sender and returns the value r.

Similarly, the sender may emit asynchronous messages with a relative release time bl′′

Async(bl′′ : Ti, dl′′ : Ti, o′′ : &O′′, f ′′ : (&O′′, D′′), d′′ : D′′)→ m′′ : M,

which result in messages

m′′ = M{BL = m.BL+ bl′′, dl = dl′′, o = o′′, f = f ′′, d = d′′}

with a timing window relative to the sender’s (E(m : M)) timing window. Emitting
an asynchronous message m′′ amounts to queuing the message for later execution. The
emission of an asynchronous message returns a reference to that message, which allows
the cancellation of the message as long as its execution is not yet scheduled4.

3.3 Discussion

The CRO model resembles actor models in that the execution of asynchronous messages
is decoupled from the sender. However, the notion of synchronous communication is

4 We have not yet implemented this feature in the prototype Rust framework.
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usually not found in actor models, while here supported with resemblance to monitors
and protected objects. Messages execute under mutual exclusion on the corresponding
object (resource). This not only allows race-free execution by construction but also
ensures sequential behavior of operations holding a resource. This is instrumental to
control the order of side effects not only on object states but also for communication, i.e.,
synchronous calling of other objects and communication with the environment. Asyn-
chronous messages are the units of concurrency with the execution semantics precisely
defined by their resource dependencies, where mutual exclusion is the sole (necessary and
sufficient) means to synchronization.

In this paper, we target lightweight MCUs and adopt an SRP based scheduling approach,
where the asynchronous messages constitute SRP tasks and objects amount to (shared)
SRP resources.

At the border of the system, we find the environment, which drives our reactive model,
represented as event or message sources. Internal events and actions become observ-
able only at the point where communication involves the environment. In the setting of
embedded targets, the environment is typically represented by the hardware peripherals,
where the interrupt handlers are our event or message sources. This can be generalized to
APIs of external code and hosted environments [9], where the underlying operating sys-
tem schedules our tasks on top of its thread model and the external code emits messages
or events.

To facilitate re-use and to manage complexity, the model provides a hierarchical com-
ponent based abstraction. The declarative definition allows us to statically analyze the
topology of the system and derive a flat system instance without the need of dynamic
bindings. As we show in the remainder of the paper, the CRC/CRO model can be
implemented efficiently using zero-cost abstractions of the Rust language and rendering
executables that perform on par with carefully designed bare-metal code.

4 LED runner example

Figure 2 depicts a CRC system, which autonomously controls the RGB values of an LED
array. At the highest level, the system consists of two components, the USART CRO and
the LED CRC wrapping the STM state machine and the DMA CROs. The USART receives
and parses the serial stream and controls the LED component. The DMA CRO sends a
frame of data to the LED array utilizing the DMA hardware. The STM CRO triggers on
behalf of the periodically executing transition method the on_update method, which
generates the frame content. The on_command method controls the behavior of the state
machine, i.e., the direction and speed of the running lights. The transition method
emits an asynchronous message with a baseline offset to postpone the release of the
message, which implements the periodic behavior.
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Listing J.1 File usart.cro (template).

1 inputs: {
2 receive: {
3 signature: fn(),
4 sync_ports: [send_command],
5 peripherals: [USART1],
6 },
7 },
8
9 outputs: {

10 send_command: fn(::util::Command),
11 }

5 CRC framework

With the CRC framework, a developer specifies the system topology in terms of CROs
and CRCs through .cro and .crc files, respectively. The developer provides the behavior
of the CROs in form of standard Rust code, i.e., .rs files.

A build script (build.rs) is the Rust mechanism for code generation before compilation.
Our framework uses a build script to analyze the system model, transform .cro and .crc
files into actual Rust code, and inject it into the compilation process.

A .cro file for each CRO stores its specification. Listing J.1 shows the definition of
the USART CRO. The file specifies port signatures (signature) with Rust syntax. Each
input port enumerates internal connections to output ports (sync_ports/async_ports)
and peripheral dependencies (peripherals).

A .crc file for each CRC stores its specification. Listing J.2 shows the main wrapping
CRC of our example system. A CRC consists of CRO and other CRC instances, referred
to as components. The .crc file specifies incoming and outgoing connections to each
component on a per-component basis. Finally, the CRC itself has input and output ports.
The analysis stage of the framework derives these ports from the connections informa-
tion in the file. If a port specifies no component, it is a CRC port. The interrupts
field defines the interrupt sources of the CRC and according component connections.
The available field contains a list of additional interrupt sources that may be used
to dispatch async messages while device indicates the crate (i.e., library) holding the
peripheral API.

Our framework derives a system instance by spanning the top level CRC5.
5 Currently, our framework allows available and device fields only in the top level CRC, but we

will remove this restriction in the future to allow cross crate component re-use.
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Listing J.2 File main.crc.

1 components: {
2 USART: {
3 template: usart,
4 connections: [
5 self.send_command
6 -> LED.on_command,
7 ],
8 },
9

10 LED: {
11 template: led,
12 },
13
14 },
15
16 interrupts: {
17 USART1: {
18 connects_to: USART.receive,
19 before: 696, // 87 us
20 },
21
22 available: [EXTI0],
23 },
24
25 device: stm32f103xx,

Using our CRC framework, a user implements the CRO application logic in safe Rust
code. Listing J.3 partly shows the state machine implementation of our example system.

A State struct represents the state of the CRO and defines input ports as methods
on the struct. The new constructor initializes the state of the CRO, which the compiler
evaluates at compile time (due to the const context).

The exact signature of each input port varies according to its .cro file specification.
Input port methods can have as arguments a mixture of:

1. The port input (i.e., message payloads),

2. A set of output ports both synchronous and asynchronous, and

3. A set of peripherals.

The Ports struct provides the output ports, which are essentially normal Rust functions
(see lines 19 and 23 in Listing J.3).
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Listing J.3 File state_machine.rs (abridged).

1 use util::{Command, Direction, Rgb};
2 cro!(); // include auto generated code
3
4 pub struct State {
5 active: bool,
6 rgb: [Rgb; 24],
7 ...
8 }
9

10 impl State {
11 pub const fn new() -> Self {
12 State { active: false, ... }
13 }
14
15 pub fn transition(
16 &mut self,
17 port: self::transition::Ports,
18 ) {
19 (port.async.next)();
20
21 if self.active {
22 ...
23 (port.async.update)(self.rgb);
24 ...

Listing J.4 File main.rs.

1 // root of the crate
2 extern crate stm32f103xx; // target device
3 extern crate blue_pill; // development board
4
5 crc!(); // indicates that it is a CRC system

The root of the crate (see file main.rs in Listing J.4) lists all library dependencies and
indicates with a crc!() macro call that this is a CRC system.
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Listing J.5 File dma_controller.rs.

1 use stm32f103xx;
2 use blue_pill::{Channel, Pwm};
3 cro!();
4
5 pub struct State {
6 buffer: ...,
7 }
8
9 impl State {

10 ...
11
12 pub fn on_update(
13 &mut self,
14 rgb: [Rgb; 24],
15 p: self::on_update::Peripherals,
16 ) {
17 p.DMA1.claim(|dma1| {
18 p.TIM2.claim(|tim2| {
19 let pwm = Pwm(tim2);
20 pwm.set_duties(
21 dma1,
22 Channel::_1,
23 &self.buffer
24 ).unwrap();
25 });
26 ...
27 });
28 }
29 }

5.1 Implementation

Peripherals

We opted to implement access to peripherals as structs with interior mutability. Thus,
mutation of the registers is possible through shared (&T) references. The svd2rust[10]
tool automatically generates a register-level API for peripherals from vendor based SVD
files. CROs can access peripherals as if they were resources using a claim method and
passing a closure. Nested closures allow the access to multiple peripherals (see lines 17-25
in Listing J.5). Internally, the peripheral APIs use volatile read/write operations.
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Analysis

The build script collects all .cro and .crc files, parses them, and combines them into a
system model sys or rejects ill-formed models (see Section 7.1).

During the analysis stage, we derive for the SRP scheduling the task priorities (i.e.,
interrupt priorities) from the given timing constraints and the resource ceilings from the
task priorities [7, 9].

5.2 Code generation

If sys is well-formed, the build script proceeds to generate Rust code required for run-time
execution.

CROs

For each CRO, our framework generates a Rust file with the definition of the Ports
and Peripherals structs. The cro! macro injects this file into the compilation pro-
cess, which allows the Rus compiler (rustc) to reject user code that mismatches port
signatures specified in the corresponding .cro file.

Top level CRC

Our framework generates a Rust file for the whole system that contains the full application
logic. The crc! macro injects this file into the compilation process.

This file contains a module for each CRO instance in the system, which statically al-
locates a State struct per CRO instance. The code in the system file also optimizes
connections by refining synchronous messages to function calls and asynchronous mes-
sages to enqueue operations.

Synchronous messages: For every CRO instance, our framework generates a proxy
function for each input port. The signature of this proxy matches the signature entered
by the user in the .cro file. Instantiating the Ports struct of a sending CRO with the
proxy that matches an actual connection to a receiving CRO expresses the connection
between the two CRO instances.

Asynchronous messages: An asynchronous message defers the invocation of the in-
put port (i.e., the object method) by storing the input data and the input port function
pointer in a queue. An interrupt handler executes asynchronous messages at a later time.
The message struct holds a next field forming an in place linked list. In order to store
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differently typed objects because asynchronous messages differ in the payload field type,
we enforce a static layout of all message types (#[repr(C)]) ensuring the next field to
have a known offset.

6 Security

Embedded systems often access and process sensitive data. For this reason, security is an
important factor that may not be disregarded when designing and developing embedded
software. Ravi et al. [11] argue it is wrong to establish security by solely adding features
like encryption to a system. Instead, we have to take all aspects of embedded system
design into account together with existing resource constraints, e.g., performance and
power limitations.

In the context of lightweight embedded systems, resource constraints come into play,
thus memory and CPU efficiency become an issue. The emerging security enabled
microcontrollers exemplify this. They range from hardware AES encryption like the
ARM Cortex-M3 based stm32l162vc to more elaborate solutions like the Cortex-M4
based CEC1702 offering hardware encryption, authentication, and public key capabili-
ties. Hardware cryptographic ciphering may offer speedup and increase energy savings
by orders of magnitude over software solutions. Moreover, pre-boot authentication of
system firmware offering a root of trust, firmware update authentication, authentication
of system critical commands, and protection of secrets with encryption improves system
integrity.

In this paper, we focus on software in security mechanisms from the outset of the plat-
form agnostic CRC framework and leverage properties of the Rust language to establish
security mechanisms, which are guaranteed by the Rust semantics and statically ensured
by the Rust compiler. While being complementary to security mechanisms offered by
the underlying hardware, we argue that a higher degree of trust and reliability can be
achieved by also offering compile time guarantees to the embedded software.

6.1 Authentication and authorization

At device level, we are concerned with the permissions to access data and perform opera-
tions. The trusted base has the authority to grant such device level permissions based on
a-priory knowledge or external authentication. For this presentation, we focus on device
level authorization mechanisms and discuss system level authorization as future work.

The notion of opaque structures in the Rust language allows us to define data types that
a user can neither construct, nor inspect, nor manipulate, merely pass on as parameters.
This perfectly fits the need and purpose of device level authorization, where the trusted
base grants permission to the user.
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Listing J.6 File trusted_base.rs (abridged).

1 mod trusted {
2 pub struct Auth {
3 level: u8,
4 }
5
6 pub fn auth(k: &str) -> Option<&Auth> {
7 if k == "abc" {
8 Some(&Auth { level: 1 })
9 } else {

10 None
11 }
12 }
13 ...

Listing J.6 demonstrates an implementation of an authorization ticket providing a range
u8 of permission levels. Note, the Auth structure is public but its level data field is
private to the module, i.e., code from other modules can hold a reference to an Auth
structure but not create it or access the containing data. Therefore, the public auth
function returns an authorization ticket in case the input matches the defined a-priory
knowledge (here "abc").

By default, structs in Rust do not implement the Copy trait, thus user code cannot
duplicate the ticket but a reference thereof. Moreover, tickets are temporal with a lifetime
limited to the sequential execution context of the call to the granting authority. This
follows from the Rust lifetime semantics.

Listing J.7 depicts user code written in “safe” Rust. The user requests authorization in
line 3 and uses the given permission a locally in lines 4 and 5. In line 6, the user passes
the permission ticket on to another user function. For brevity, the example illustrates
the concept with plain Rust code but permission delegation is also possible through
synchronous messages. However, asynchronous messages cannot store the received ticket
due to the lifetime bound and consequently the temporal property of the authorization
holds.

6.2 Secure data container

Dealing with sensitive data sets a number of restrictions and requirements regarding in-
tegrity, use, and visibility. Specifically, integrity restricts primitive operations on sensitive
data to be limited to the trusted base, an authority limits the use of sensitive data, and
the designers intention limits its visibility. Also to this end, we can ensure the desired
behavior through an opaque representation of secure data.
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Listing J.7 File user1.rs.

1 // user code in ‘safe‘ Rust
2 fn user1(d: &Sec<u32>, e: &Enc<u32>) {
3 let a = auth("abc").unwrap();
4 user2(&sec_add_u32(d, &e.get(a)));
5 user3(d, &e.get(a));
6 user4(d, e, a);
7 }

Listing J.8 demonstrates an implementation of a generic (i.e., polymorphic to the type
T) secure data container Sec<T>. Only the trusted base code can instantiate and delegate
this type. The function sec_add_u32 (lines 18 to 20) exemplifies how to declare primitive
operations on arbitrary instances of secure data containers in the trusted base. While
the function internally uses unsafe code, the API is safe, i.e., safe Rust code can call
the function6. Notice here, user code has never access to the inner secure data or can
disclose it because the return type is also a secure data container Sec<u32>.

6.3 Encryption and decryption

While cryptography as such is not the focus of this work, we discuss the topic from the
framework perspective and highlight outsets for efficient, reliable, and secure manage-
ment of sensitive information. To this end, we leverage on the Rust language zero-cost
abstractions and type system with static guarantees offered by the compiler.

Cipher

A fully fledged cryptography crate (rust-crypto = "0.2.36") is readily available providing
implementations for popular ciphers (AES, RC4, and others). While strong encryption
by software is likely resource consuming and may thus be out of range for light-weight
targets, a microcontroller may defer the actual encryption and decryption to a capable
encryption hardware if supported by the target.

To the purpose of this presentation, Listing J.9 demonstrates an in place transformation
of raw data. The generic function cipher<T, F> iterates the closure f:F over the byte
array representation of the data s and transforms it. With a suitable cipher closure f,
the function encrypts or decrypts the data.

6 An alternative to unsafe is to use the pub(crate) modifier and use visibility as a fence for usage
violations.
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Listing J.8 File trusted_base.rs (continued).

1 ...
2 // opaque representation of secure data
3 #[derive(Debug)]
4 pub struct Sec<T> {
5 data: T,
6 }
7
8 impl<T> Sec<T> {
9 pub unsafe fn new(d: T) -> Self {

10 Sec { data: d }
11 }
12 pub unsafe fn get(&self) -> &T {
13 &self.data
14 }
15 }
16
17 // safe API for operating on Sec<u32>
18 pub fn sec_add_u32(s1: &Sec<u32>,
19 s2: &Sec<u32>)
20 -> Sec<u32> {
21 unsafe { Sec::new(s1.get() + s2.get()) }
22 }
23 ...

Listing J.9 File trusted_base.rs (continued).

1 ...
2 // in place transformation
3 // by a cipher closure f
4 fn cipher<T, F>(s: &mut T, mut f: F)
5 where
6 T: Sized,
7 F: FnMut(&mut u8),
8 {
9 let ptr = s as *mut T as *mut u8;

10 for i in 0..size_of::<T>() {
11 f( unsafe {
12 &mut *ptr.offset(i as isize)
13 });
14 }
15 }
16 ...
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Encrypted data container

As we have already seen in Section 6.1, authorization tickets are secure against faking
and manipulation in user code. We can use this approach to delegate secure information
keyed with an authorization ticket. Also here, we take the outset of an opaque type
definition7.

Listing J.10 demonstrates an implementation of a generic encrypted data container
Enc<T>. The signature of the new constructor specifies the unsafe modifier, and as a
consequence, solely the trusted base code can call the function and create a new encrypted
data container. When calling new, the constructor applies the cipher function to a copy
of the data (lines 13 and 14) and returns the encrypted data in an Enc<T> container
(line 15). The closure |i| { *i += 1; } (line 14) increments each byte of the data by
1, which essentially is the classical Caesar cipher [12]. User code has access to a safe
API function (get(...) in lines 25 to 28), which internally uses an unsafe function to
return a Sec<T> secure container that holds the decrypted information.

6.4 Example

Listing J.11 demonstrates the application of our proposed security system. The trusted
base creates a secure container Sec<u32> (line 3) and an encrypted container End<u32>
(line 4). Following this, it calls the user code function user1 and passes on references
to the containers (line 5). The user code is free to delegate the references but has never
access to the actual content of the containers. Note also, the authorization ticket a is
temporal with a lifetime limited to the sequential execution context of user1, even when
delegated to user4.

6.5 Discussion

Our intention here is not to provide a fully fledged security framework but rather to
demonstrate that security by construction is indeed feasible with our approach. The
reader may notice that unwrapping encrypted information stores the decrypted data in
plain form. This is perfectly secure from the perspective of the embedded software as the
plain data is still wrapped in a secure container Sec<T> and thus not directly exposed to
the user code. However, side channel attacks may exploit plain (decrypted) data that is
stored in persistent memory.

With the proposed design, we allow persistent storage of decrypted data beyond the
lifetime of the authorization ticket. I.e., a CRC component may store a Sec<T> con-
tainer in its state when using a delegated authentication ticket to unwrap data from an

7 While we can indeed allow the user to read encrypted data, we do not want the user to create or
manipulate encrypted data outside the control of the trusted base.
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Listing J.10 File trusted_base.rs (end).

1 ...
2 // opaque representation of
3 // encrypted data
4 pub struct Enc<T> {
5 data: T,
6 }
7
8 impl<T> Enc<T>
9 where

10 T: Copy,
11 {
12 pub unsafe fn new(d: &T) -> Self {
13 let mut c = d.clone();
14 cipher(&mut c, |i| { *i += 1; });
15 Enc { data: c }
16 }
17
18 pub unsafe fn get_unsafe(&self)
19 -> Sec<T> {
20 let mut c = self.data.clone();
21 cipher(&mut c, |i| { *i -= 1; });
22 Sec::new(c)
23 }
24
25 pub fn get(&self, _: &Auth)
26 -> Sec<T> {
27 unsafe { self.get_unsafe() }
28 }
29 }
30 }

encrypted container. If we want to ensure that this cannot happen, we need to apply
only a small change to the trusted base (see Listing J.12).

By default, Rust structs are Send, but we may override the default implementation and
explicitly declare Sec<T> not to be Send. CRO states require Send and consequently
the Rust compiler rejects all attempts to store a Sec<T> (e.g., e.get(a)) at compile
time. The same applies to asynchronous messages, and thus when using this approach,
decrypted data cannot live longer than the authorization ticket.

Looking further at Listing J.8, we find that the sec_add_u32 function operates on the
Sec<T> type and requires encrypted data to be decrypted before passing on. With trait
objects in Rust, we could implement sec_add_u32 for any type that allows access to
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Listing J.11 File example.rs.

1 // inside trusted base
2 fn main() {
3 let d = unsafe { Sec::new(10u32) };
4 let e = unsafe { Enc::new(&32u32) };
5 user1(&d, &e);
6 }
7
8 // user code in ‘safe‘ Rust
9 fn user1(d: &Sec<u32>, e: &Enc<u32>) {

10 let a = auth("abc").unwrap();
11 user2(&sec_add_u32(d, &e.get(a)));
12 user3(d, &e.get(a));
13 user4(d, e, a);
14 user5(d, e);
15 }
16
17 fn user2(d: &Sec<u32>) {...}
18
19 fn user3(d1: &Sec<u32>, d2: &Sec<u32>) {
20 let d = sec_add_u32(d1, d2));
21 ...
22 }
23
24 fn user4(d: &Sec<u32>, e: &Enc<u32>,
25 a: &Auth) {
26 let d = sec_add_u32(d, &e.get(a)));
27 ...
28 }
29
30 fn user5(d: &Sec<u32>, e: &Enc<u32>) {...}

Listing J.12 File trusted_base.rs.

1 ...
2 impl<T> !Send for Sec<T> {}
3 ...
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T with an additional Auth parameter. The advantage is that the decryption only takes
place at the instant of the function execution and limits the exposure to side channel
attacks. However, a drawback is the increased complexity and the impeded ability for
the compiler to generate zero-cost abstractions, because the Rust compiler introduces
dynamic dispatch only for trait objects.

Another possible extension is to associate each CRC component with an authorization
level. This allows us to statically differentiate between partitions of the system at design
time and give a base authorization that can be temporarily raised. Moreover, we may
associate each Sec<T>/Enc<T> with an Auth level providing precise control over the data
access. Note, secure software implementations do not require any of these extensions,
they just provide additional means to manage granularity.

In the setting of mixed critical systems, our framework allows design time analysis of
security aspects. The topology of the system statically defines the delegation of autho-
rization, and thus our framework effectively mitigates the need for run-time monitoring
of security breaches. In effect, we can fearlessly introduce untrusted code for low critical
subsystems with jeopardizing neither system safety nor security.

6.6 Comparison to C/C++

We exploit the borrow semantics, the lifetime semantics, and the possibility to prohibit
the execution of unsafe user code in Rust programs to establish a statically verifiable
security architecture. Following our approach, the Rust compiler ensures in a system
built on such a proposed trusted base that no stealing (borrow semantics) or faking (no
unsafe user code) of authorization can occur as well as an authorization has a guaranteed
temporal validity with well-defined life span (lifetime semantics).

When it comes to the system level languages C/C++, there is no concept like borrow
semantics. Memory can freely be aliased because the compiler is not rejecting multiple
references to the same memory location. In effect, it is impossible for the compiler to
statically deduce a lifetime for a memory location and thus eventually drop the reference
and free the memory. In contrast to Rust, where we utilize the lifetime semantics for a
guaranteed temporal validity of authorization tokens, this is not possible in plain C/C++.
On the other hand, the C++ Standard Library includes smart pointers with the special
pointer type unique_ptr. It essentially provides the same functionality as the Rust
ownership model and supports the RAII (Resource Acquisition Is Initialization, [13])
programming principle. Such pointers indicate unique ownership of the memory they
reference to and the memory is automatically freed when the pointer goes out of scope.
However, the big difference to Rust is the validation point. While Rust incorporates the
ownership model into the language, it can be statically verified during compilation. On
violation, smart pointers in C++ cause a run-time error.

C/C++ does not support the segmentation of code into safe and unsafe partitions. We
utilize this functionality of Rust to assure at compile time that no user code is able to
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generate, copy, or store authorization tokens. In C/C++, the same assurance can only
be achieved by either applying static code analysis (e.g., formal methods) or verifying
the authenticity of all authorization tokens by the trusted base on each usage during run-
time. But the run-time token verification generates computational overhead and requires
to carry additional information along with an authorization token, e.g., a private key
signature of the token from the trusted base.

7 Memory safety of the Rust CRC framework

The pillar of the Rust memory model is avoiding mutable aliasing (referred to as the
invariant in the following). As we provide a safe API, user code does not contain any
unsafe fragments, and hence the rustc compiler grants memory safety. CRO connec-
tions, which the build script generates with unsafe code, are outside the knowledge of
the compiler. Consequently, we have to ensure that the unsafe fragments preserve the
invariant.

7.1 Synchronous messages

Each method receives a &mut self, a mutable reference to its state. Any synchronous
message chain, for which an object o appears more than once, generates a mutable alias
to the state of o and hence the build script has to reject it at compile time.

7.2 Asynchronous messages

The current implementation statically allocates a single element buffer for each asyn-
chronous connection per CRO instance. A static mutable variable, which is hidden from
the user, passes the message payload by value. A data race may occur if the sender
(writer) preempts the dispatcher (reader). We handle this case by panicking the sender.
An alternative option is to use an SRP resource for the buffer that ensures race free
access8.

7.3 Peripheral access

Let us assume a system with two objects A and B, which have access to the same
peripheral P and a connection between output port op of object A and input port ip of
object B. Let us further assume the method associated to the input port ip of object B
claims the peripheral P . If in this system a method of object A claims the peripheral

8 However, this does not prevent a message payload to be overwritten before it has been dispatched.
Therefore, further system wide timing analysis and potentially larger buffers are required.
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P and sends a synchronous message within this claim block through the output port op
to the input port ip, we end up aliasing the reference to the register block of P . This
is, however, not a problem because a claim returns an immutable reference (&T) to the
register block, which upholds the invariant.

7.4 Leaking of references

Passing data by reference in Rust is memory safe by construction. The borrow checker,
one of the rustc compiler passes, is in charge of rejecting the use of invalid references
at compile time It does this by tracking the lifetime of each memory location. In Rust,
lifetime refers to the lexical scope for which access to a memory location is valid. The
special lifetime identifier ’static indicates in Rust that the memory location is valid for
the entire program.

In our CRC framework, it is possible to pass data by reference in a synchronous message
but not in an asynchronous message. The compiler can trace the lifetime of data across
synchronous messages because they run in the same execution context. On the other
hand, asynchronous messages run in different execution contexts. Semantically, a refer-
ence passed in an asynchronous message has to be valid for the span of both execution
contexts. This cannot be verified at compile time and thus the compiler rejects it.

Leaking of peripherals

Peripherals provide a claim interface, which grants access to the peripheral register block
only within the closure passed to it. The borrow checker does not allow references to
escape from the closure.

Leaking through static variables

The Rust compiler prohibits to pass references between objects outside the message
passing mechanism of the CRC framework. Such an operation requires to store the
reference in a global (i.e., static mut) variable and load it from there. The compiler
rejects this because static variables con only store values with ’static lifetime and
references to values with ’static lifetime. E.g., the compiler rejects to store a reference
to a stack allocated variable in a static variable. Apart from the lifetime problem, it
is also unsafe to read, write, or modify static mut variables because the accesses to
them are not synchronized. In conclusion, our CRC framework upholds the Rust memory
invariants if we reject systems with synchronous message cycles (see Section 7.1) and
ensure race-free execution with SRP [9].
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8 Demonstration and performance analysis

For the design and measurements in this section, we used a Cortex-M3 microcontroller on
a Blue Pill development board [14] running at 8 MHz and with zero memory wait states.
Figure 2 depicts the example system implementation utilizing our proposed framework
and Figure 3 illustrates the toolchain of our CRC framework.

main: main

USART: usart

LED: led

STM: state_machine DMA: dma_controller

receive
fn() send_command

fn(:: util :: Command)

USART1

on_command

transition
fn()

next
fn()after 80000, before 100

update
fn([ :: util :: Rgb ; 24 ])

before 100

on_command
fn(:: util :: Command)

on_update
fn([ :: util :: Rgb ; 24 ])

DMA1

TIM2

USART1 before 10

usart.rs dma.rsstm.rs main.rs

CRC model

User files 

Libraries

stm32f103xx crccortex-m

 build.rs
usart dmastm

Generated files

rustc
LLVM

ld
elf

sys

core

Figure 3: The build.rs build script is at heart of our tool-chain. It analyzes the
CRC/CRO model and generates the port binding proxies and system configuration, i.e.,
the statically allocated state and message memory. The user files that implement the
CRO application logic contain no unsafe code. Among dependencies, the crc library
contains the hardware related resource protection and scheduling primitives. rustc and
LLVM compile all files and libraries for the binutils-ld linker to build a monolithic elf
binary.

8.1 Characterization of overhead

In order to characterize the overhead, we performed a set of clock cycle accurate mea-
surements with a 100% repeatability between runs. For all measurements, we compiled
the code in –release mode.

The claim interface, as depicted in Listing J.13, has an overhead of 4 clock cycles (call
to return). We also observed this overhead when invoking object methods because the
system applies the same claim mechanism to prevent data races on the object state.
Our implementation of claim closely follows [3] and enforces compiler barriers around
the critical section.

Synchronous messages are plain function calls, which allow to inline the code. In many
cases, rustc opts to inline and eliminate the overhead of a function call. It also enables
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Listing J.13 Resource protection with claim.

1 pub unsafe fn claim<R, F>(
2 nvic_prio_bits: u8,
3 ceiling: u8, f: F) -> R
4 where
5 F: FnOnce() -> R,
6 {
7 let max_priority = 1 << nvic_prio_bits;
8 let old = basepri::read();
9 let hw = (max_priority - ceiling)

10 << (8 - nvic_prio_bits);
11 basepri_max::write(hw); // sys ceiling
12 let r = f();
13 basepri::write(old);
14 r
15 }

further optimization because it gives the compiler more local information about the
behavior of the program.

Enqueuing an asynchronous message takes 20 clock cycles plus the time required to
copy the message payload from the stack into a statically allocated buffer.

Dispatching asynchronous messages has a per message overhead of 26 clock cycles plus
the time required to copy the message payload from a statically allocated buffer back
into the stack.

The interrupt latency (11 clock cycles) plus the proxy overhead claiming the target
object and entering the user code (3 clock cycles) determines the external event latency.
It amounts on an 8 MHz MCU to 1.75us.

The model offers a plethora of methods for response time analysis, taking into considera-
tion preemption and blocking [7] as well as offsets [8]. Scheduling and resource protection
overhead is O(1), i.e., free of run-time dependencies. Hence, further scheduling analysis
can utilize the characterizations as direct input.

Example system

We designed our example system with reactivity in mind. The environment and the
application at hand set the timing constraints, which we specified in cycles as depicted
in Figure 2.

The USART operates at 115.2kbps, which is roughly 87us or 696 cycles to serve an
arriving byte. For simplicity, we assume a single buffer.
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Listing J.14 arm-none-eabi-size

1 text data bss dec hex filename
2 3974 196 620 4790 12b6 crc-test

The LED array consists of 24 daisy chained WS2812B-LEDs. In order to update each
LED with a unique RGB value, the DMA peripheral sends a non-return-to-zero bit stream
and latches the output on the end of the frame by holding the data line low for at least
50us. The DMA operates at 400kHz, which results in a transfer time of 1.5ms. This is
on the safe side at half of the maximum specified operation rate.

The design ensures that blocking will not be an issue, because the state of the STM is
completely decoupled from the state of the DMA9. Alternatively, we could use an asyn-
chronous message between the USART and the STM in the LED component to achieve
the same effect of decoupling. When we see our LED application as a freestanding and
re-usable component, there is no restriction on how to implement it, both synchronous
and asynchronous calls work equally well.

Looking at the STM CRO, we set the interarrival time of transition events in the
system to 10ms, i.e., a frequency of 100Hz. The number of preemptions during a 10ms
period is roughly 115. I.e., the transition suffers 115 ∗ C(receive) in the worst case.
We measured a worst case execution time of 299 cycles for receive, amounting to a total
of 4.3ms.

The response time for a task is r = C + P + B, where C is the execution time, P is
the preemption time (interference), and B is the blocking time. For the transition,
we derive r = 0.098ms + 4.3ms + 0, which is a worst case estimation well under the
required 10ms or 80000 cycles10. For this presentation, we conclude the response times
of receive and on_command to be clearly within their timing requirements and skip the
precise analysis.

We measured a CPU utilization of 13.25% at the maximum animation speed (100 frames
per second).

8.2 Memory usage

The system compiled in –release mode shows a 4kB Flash memory footprint and less
than 1kB of RAM usage. Listing J.14 displays the actual sizes.

9 The 1.5ms transfer period blocks the DMA, but there is only 87us in between two USART events.
Hence, a synchronous (blocking) approach is not sufficient.

10 Computing the actual busy period of transition and taking the USART parsing logic into account
allows to derive a less pessimistic estimation. Not all character inputs yield the worst case behavior.
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The DMA buffer requires 601 bytes to store the non-return-to-zero bit encoding includ-
ing a postamble of 25 zeros to latch the data to the WS2812B LED array. In the STM
CRO we store the RGB values of each individual LED (24 ∗ 3 = 72 bytes) and send
it with an async message buffer. In total, this amounts to 745 bytes. The remaining
allocated RAM memory of 67 bytes holds additional CRO states (USART, STM, DMA)
and message structure overhead.

We conclude the abstraction to be memory efficient and zero-cost in comparison to a
handwritten implementation.

9 Conclusions and future work

In this paper, we present a Rust based component model for concurrent programming
along with a framework for analysis and code generation that produces efficient, mem-
ory safe, race- and deadlock-free executables for single-core Stack Resource Policy (SRP)
based scheduling. As the main contribution, we show that the CRC model allows a
secure by construction design of embedded software, covering authentication for oper-
ations as well as abstractions for safe and secure data containers. For the underlying
CRC framework, we discuss soundness in regard to the Rust memory model and SRP
invariants.

Other contributions include key design decisions for the ecosystem under development,
a feasibility demonstration on an ARM Cortex-M3 target, and the characterization of
run-time overhead for resource protection and scheduling primitives.

For the prototype, we manually carried out the timing analysis and timer queue gen-
eration. Current and future work includes the analysis of arbitrary timing offsets to
determine safe (yet tight) bounds for the number of outstanding asynchronous messages
and the synthesis of queuing and timer primitives.

Based on recent advances of the RustBelt formal model [15], we project a formalization
and mechanized proof of correctness.
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