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Abstract
Avalanche forecasters need precise knowledge about avalanche activity in

large remote areas. Manual methods for gathering this data have scalability is-
sues. Synthetic aperture radar satellitesmay providemuch needed complemen-
tary data. This report describes Avanor, a system presenting change detection
images of such satellite data in a web map client. Field validation suggests that
the data in Avanor show at least 75 percent of the largest avalanches in Scandi-
navia with some small avalanches visible as well.

Sammanfattning
Lavinprognosmakare är i stort behov av detaljerad data gällande lavinaktivi-

tet i stora och avlägsna områden. Manuella metoder för observation är svåra att
skala upp, och rymdbaserad syntetisk aperturradar kan tillhandahålla ett välbe-
hövt komplement till existerande datainsamling. Den här rapporten beskriver
Avanor, en mjukvaruplattform som visualiserar förändringsbilder av sådan ra-
dardata i en webbkarta. Fältvalidering visar att datan som presenteras i Avanor
kan synliggöraminst 75 procent av de största lavinerna i Skandinavien och även
vissa mindre laviner.
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1
Introduction

In late 2017 the author was made aware of methods used by Swedish nordic skat-
ing enthusiasts to find ice to skate on. Skaters were using satellite-borne synthetic
aperture radar (SAR) data to determine whether specific areas were ice suitable for
skating, open water or snow covered areas (Österlund, 2017). The ice skating ap-
plication utilised radar backscatter as a tool for differentiating ground roughness
between distinct types of surfaces.

This project proposes that a similar methodology be used to detect avalanche de-
bris in mountain terrain. Avalanches are much more dramatic events than other
processes in the snowpack. As such they have the potential to create rapid and con-
siderable change in the snow s̓ microwave scattering characteristics. This property
enables differentiation of avalanche debris from the surrounding area.

1.1 Motivation

Even in remote areas, mountain regions of Scandinavia are significantly populated.
Seasonal visitors add to the numbers. Recent improvements in ski equipment and
snowmobiles have attractedmore people to higher and steeper terrain. According to
Hansson and Stephansen (2016) there are around 150,000 alpine tourers in Norway
alone. With the ever increasing numbers and improved access to remote areas the
risk to visitors has never been so high (Ormestad & Tarestad, 2018).

This situation has required authorities and organisations to strive to improve
measures to help visitors travel safely through mountainous regions. The Swedish
government has worked tirelessly with mountain safety ever since the catastrophic
accident in the Anaris mountains in 1978. The accident spurred the foundation of
the Mountain Safety Council of Sweden as well as the Swedish mountain rescue or-
ganisation. During their early life, mountain safety focused on relatively flat ter-
rain with higher visitor numbers. As equipment developed and habits changed the
authorities needed to keep pace. In the winter of 2016, following an updated gov-
ernment mandate, Swedish Environmental Protection Agency (SEPA) (2016) issued
its first set of avalanche forecasts covering three mountainous areas that were con-
sidered high risk. Prior to this, projects to establish forecasts had been undertaken
but scrapped due to lack of demand. The change in behaviour of skiers and the

1



1. Introduction

associated risks therein now made avalanche forecasting a fundamental and viable
proposition (Swedish Environmental Protection Agency (SEPA), 2016). An overview
of the SEPA operation can be found in Appendix A.

With limited resources and responsibility for vast areas, government agencies
needed effective tools for correct and reliable forecasts. Today, weather observations
and forecasts, snowpack observations and manual avalanche observations are used
extensively to produce regional avalanche forecasts. This forecast regime is essential
to skiers navigating mountain terrain as well as service personnel responsible for
operating critical infrastructure (e.g. roads and railway). Whilst a single forecast
may cover many square kilometers, current forecasters are limited to working with
only a few set of data points.

This lack of information may be remedied by providing more data points over
larger regions. Satellite based remote sensingwould be an obvious tool for gathering
such detail and the European Space Agency (ESA) operates a number of satellites
which frequently cover large regions. The data gathered is of high-resolution and
readily available.

If data from forecasting areas were simplified and made available to forecasters
on a daily basis this would be hugely advantageous. Such data could be used to
provide more complete and reliable information on avalanche activity. In addition
to a tool for daily forecasting, it could be used to make statistical analysis of areas
and thereby providing insight into where and when avalanches may occur. It could
also be of use when studying the causal relationship between avalanche activity and
triggering factors. As data collection would be automated such an analysis could
potentially be done on a slope-by-slope basis.

1.2 Problem Definition

The project goal was to produce a solution for continually delivering current and
historical data on avalanche activity over large areas. In order to provide a working
model a series of distinct tasks were needed as outlined below:

• The satellite data delivered by ESA had to be calibrated, georeferenced and
orthorectified.

• An algorithm enabling the detection of avalanche debris had to be devised.
• Said algorithm needed to be implemented.
• A client presenting the generated data in a digestible manner had to be con-
structed.

The primary requirement of the system as a whole would be that trained users
were able to identify recent and historic avalanche debris.

Preprocessing Satellite data published by ESA are not referenced using geographic
coordinates. Therefore it would be necessary to fetch ESA data and calibrate, georef-
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1. Introduction

erence and orthorectify it in a timely manner. To achieve this a server infrastructure
needed to continually check for published data and preprocess that data to an appro-
priate format that could then be used as input to the remote analysis algorithm. This
had to be done in near real-time as the value of the information degraded quickly.

Remote analysis algorithm The data contained information about backscatter (en-
ergy in the electromagnetic spectrum that the active radar sensor receives back from
the object it remotely senses). Thiswas used as input to an algorithm, using backscat-
ter change over time to distinguish avalanche debris from smooth undisturbed snow.
Raster based arithmetic operations, such as subtraction of a reference image, could
be used to compare values over time and masks could delimit the areas to compute
to only cover avalanche terrain.

Remote analysis implementation The algorithm needed to be implemented in a
system that was scalable enough to cover vast areas and deliver the output to clients
in a prompt manner. An implementation using lazy evaluation would be highly
preferable since the algorithmwould likely evolve over time. When an updated algo-
rithm was published, a lazy implementation would immediately serve the updated
output whereas an eager implementation would go through an enormous historic
dataset to serve the updated information.

As the solution could be used in other parts of the world the data and implemen-
tation was as generic as possible. This would, for example, mean that low-resolution
digital elevation models (DEM) would be preferred over high-resolution ones.

Client A good client should present the important data in a quick and readableway.
A low-latency presentationwould likely need a caching strategy to be prepared in ad-
vance for requests. For the client to show readable information the radar data would
need to be supplemented with additional data. Such data would be topographic
basemaps and layers showing avalanche terrain.

The client would need to be usable on a variety of devices ranging from desktop
workstations to mobile devices. Whilst prospective users could have knowledge of
avalanche theory in order to assess features in the data that represent avalanche
debris, the data should not require users to know details regarding the origin and
collection of the data.

The area of interest for the project was the Scandinavian peninsula. The client
needed to present detailed data over this area in a prompt manner. The data pre-
sented needed to be both recent and historic to allow for detailed analysis.

3



1. Introduction

1.3 Delimitations

While this thesis depends heavily on underlying radar and avalanche theory, it is
not discussed in more detail than necessary. The subject of avalanche forecasting
is covered in Section 3.2 and Appendix A. The system developed makes no attempt
at assessing avalanche risk as this is the task of the system user and not the system
itself.

While the client will hopefully be sufficiently user-friendly to be used in oper-
ations, project success will not depend on usability but on objective measures of
avalanche debris detection. Even the best client is unable to present faulty data in
a good manner. The focus of the project will therefore be to measure how much of
the data generated is interpretable and not on the interface it is presented in.

An important part of assessing if data, or a model for interpreting data, is good is
to look at the frequency of false positives and false negatives. The plan for validat-
ing the data generated by Avanor is to compare it with observations from an external
avalanche observation database. While this makes it easy to find false negatives (the
database lists an avalanche that is not visible in the satellite data), false positives
need a more structured approach where data is interpreted first and then compared
with observations of non-occurring avalanches. Data regarding avalanches not be-
ing triggered is hard to find at the moment. A cost effective way in the future could
be to encourage avalanche forecasters to register areas where no avalanches were
present.

Other systems with the same objective as the one discussed in this thesis per-
form automated detection of avalanche debris. This is not a current priority in the
development of Avanor.
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2
RelatedWork

Research regarding remote detection of avalanche debris has been conducted using
a variety of instruments and sensors. Eckerstorfer et al. (2016) described avalanche
debris detection using optical, laser and radar sensors from ground based, airborne
or spaceborne platforms. There has also been some detection schemes developed
using seismic (Bessason et al., 2007) as well as infrasonic sensors (Thüring et al.,
2015).

The most intuitive approach for avalanche debris detection is probably using op-
tical imagery where orthophotos are either manually interpreted or automatically
classified by an algorithm. Automatic optical methods may even exceed human ca-
pabilities in good conditions when working at scale (Lato et al., 2012). The prob-
lem with the methodology used is the dependency on the sparse resource of good
weather and in the case of airborne orthophoto, the practice of taking photos only
in the summer (Eckerstorfer et al., 2016). This dependency on good weather can be
remedied by using satellite synthetic aperture radar (SAR), which is largely weather
independent (Eckerstorfer et al., 2016). Wiesmann et al. (2001) showed the first ex-
ample of SAR being used to detect avalanche activity. They used a temporal change
detection scheme to show where avalanche debris had appeared. Since then rapid
improvements in satellite SAR technology have enabled higher-resolution data be-
ing available at a lower cost (Eckerstorfer et al., 2016). Using commercially available
data, debris from small avalanches can now be detected in individual images with-
out change detection (Eckerstorfer & Malnes, 2015).

Using radar images from ESA̓s two Sentinel-1 satellites, manual detection of the
complete avalanche activity of large areas is feasible to record over prolonged peri-
ods. (Eckerstorfer et al., 2017). Methods for automatic detection have been devised
(Vickers et al., 2016), updated (Vickers et al., 2017), and improved (Kummervold et
al., 2018).

Existing solutions provide vector representations or image files showing where
avalanche debris has been detected. This project tries to deliver the data on a map
interface instead. While Avanor will not have any automatic detection in the near
future, it may provide improvements in data discovery by allowing for a pan-and-
zoom interface instead of web server listings.
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3
Theory

Avalanche forecasting and accident prevention is an interdisciplinary field covering
snow science, meteorology, physics, statistics, engineering, psychology and more.

This chapter covers what avalanches are, how they occur, the process of fore-
casting them, the relevant radar theory for detecting them and a tool for processing
radar images.

3.1 Avalanche Theory

An avalanche is a mass of snow that rapidly moves downslope (Jamieson, 2009).
Schweizer and Jamieson (2001) showed that the median slope angle for reported
human-triggered avalanches is 38° in Switzerland and 39° in Canada, with a quar-
tile distance of 4° in the union of the two datasets.

Avalanches are classified according to their type of release and the degree of
snow wetness (CAA, 2016). Dry slab avalanches release as a bulk after failure in a
weak snow layer that leads to sudden crack development and catastrophic collapse
of an overlying slab (Schweizer et al., 2016). Loose snow avalanches release from
a point after weakening of the surface snow. Both slab avalanches and loose snow
avalanches can occur in wet snow. Additionally overhanging snowdrifts, referred to
as cornices, can trigger both types of avalanche when they collapse and fall.

A slab avalanchemay be triggered by artificial loadingwith pressure being applied
temporarily and locally (e.g. by a skier). Thismakes them themost dangerous type of
avalanche. Slab avalanches can also be triggered from gradual uniform loading (e.g.
precipitation) or from other natural triggers (e.g. surface warming) (Scheizer et al.,
2003). These natural processes alter the snow structure by weakening certain snow
layers or creating overburden stress on existing weak snow layers.

3.2 Avalanche Forecasting

Avalanches present a danger to travellers in steep snow covered terrain as well as
for infrastructure. Forecasts can help all affected parties to mitigate risk. Users of
avalanche forecasts can have very different objectives depending on the situation
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3. Theory

(a) Image of a wet slab avalanche that started just below the cliffs. It was triggered by a
collapsed cornice and continued downslope until the terrain was sufficiently flat to stop it at
the treeline.

(b) Image of a fracture line (the uppermost part of an avalanche) of
a dry slab avalanche visible below the cliffs. The image also shows
a stauchwall (marks the upper boundary of the debris) a small dis-
tance below the fracture line.

Figure 3.1: These avalanches were documented on April 5, 2019. The part of the avalanche detectable
by radar is the debris accumulation on the bottom of the avalanches. Photographs by Jakob Grahn,
NORCE.
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3. Theory

and area. The reported forecast may include very different information depending
on the recipient.

3.2.1 Inputs

LaChapelle (1980) described avalanche forecasting as a multi-dimensional process
investigating a diverse set of factors integrated through time. The input data is often
redundant and correlated across input types. Three groups of data can be discerned:
meteorological data, snow-cover structural data and data about themechanical state
of the snow. These groups are inherently interconnected since weather affects the
snowpack and thereby affects the movement of snow (LaChapelle, 1980).

The data samples must be collected as a time series, where data is extrapolated
into the future using external forecast services such as weather services, as well as
empirical knowledge and reasoning about processes in the snowpack. Data must be
collected over the whole area to assess the current conditions.

Most of the data collection is dependent on operators or observers, meaning that
the data density is biased to populated areas. This is where remote detection can be
of assistance, delivering data from remote areas as well as historical data, enabling
forecasters to prioritize resources in a more efficient manner.

Meteorological observations

A wide range of weather data is collected by forecasters. CAA (2016) defines obser-
vation guidelines for a range of parameters including:

• cloud cover,
• precipitation type, amount, intensity, mass and density,
• surface penetrability,
• air and snow temperatures,
• wind,
• blowing snow and
• barometric pressure.

Forecasters also make heavy use of general and specially made weather forecasts
and other organisationsʼ observations.

Meteorological data is widely available and easy to gather over large areas but
the relation between weather conditions and avalanche occurrence is not straight-
forward.

Snowpack observations

The snowpack is examined primarily by digging snow profiles and performing sta-
bility tests. Examples of such investigations are covered in Appendix A.3.2.
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3. Theory

These tests provide a range of information regarding the state of degradation in
the snowpack as well as its susceptibility to collapse. The data is expensive to collect
and spatially variable (Schweizer et al., 2008). The extensive resources needed to
collect the data means that it is often extrapolated to large regions. On occasions
data from neighbouring forecasting areas may be used.

Avalanche observations

The recording of occurred avalanches is an important part of the data gathering pro-
cess. Avalanche activity is the most important indicator in assessing the current
snow stability. Avalanche activity is positively correlated with avalanche danger.
Thus frequency and type of avalanches can be used to determine snow stability on
a regional level.

Avalancheobservationsmaybe oneof themore important aspects of the forecasts
for some users, specifically when planning fixed infrastructure. Such applications
require statistical data on large timescales and are not so dependent on the exact
situation at a specific time as other forecast recipients (CAA, 2016).

Both LaChapelle (1980) and CAA (2016) stress the importance of noting the non-
occurrence of avalanches. Data regarding non-occurring avalanches could be of
great importance when evaluating remote detection schemes.

3.2.2 Process

While the forecasting process varies depending on regional detail, Statham et al.
(2018) defined four sequential questions that all forecasters should tackle:

1. What type of avalanche problems exists?
2. Where are these problems located in the terrain?
3. How likely is it that an avalanche will occur?
4. How big will the avalanche be?
These questions should be sequentially applied on a range of temporal and spa-

tial scales. The question about likeliness can be phrased as, how likely are avalanche
occurrences in a specific valley over the course of a snow season? But the same question in
a different context can be more local, how likely is it that I will trigger an avalanche by
going down this gully? (Statham et al., 2018). The same scalability applies to the other
questions.

Sweden has followed a Canadian model when developing its forecasting service
(Ormestad & Tarestad, 2018). This model focuses on the hazards present in the ter-
rain, where a hazard is defined as a source of potential harm, or a situation with the po-
tential for causing harm (CAA, 2016), irrespective of the risk the hazard poses (Statham
et al., 2018). Themeaning of risk in this context is defined as the probability and sever-
ity of an adverse effect (CAA, 2016). This means that the avalanche bulletin will not
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3. Theory

take into account factors such as the population density or structures in avalanche
paths.

3.2.3 Outputs

Avalanche bulletins are often organized in amanner resembling an information pyra-
mid (WSL Institute for Snow andAvalanche Research SLF, 2018; Statham et al., 2018).
Thismeans that the bulletin is fractal-like and starts with basic information that any-
one can comprehend (e.g. a five-level avalanche danger scale) and then proceed to
more detailed information to the point of almost presenting raw data. Such bul-
letins are conceptually created by taking the forecaster s̓ assessment and repeatedly
streamlining the data until it reaches its simplest form.

Whenpresenting the assessment the datamust be customised to suit the receiver.
The users of the bulletins may mainly be skiers or might include those in charge
of infrastructure in the area. Such factors could affect the information included in
avalanche bulletins of different regions.

3.3 Radar Theory for Avalanche Detection

When detecting avalanches from satellite data, the debris is the part which is pos-
sible to detect. It is the depositional part of the avalanche. Detection of avalanche
debris in radar imagery is possible due to its high surface roughness, scatteringmore
energy back to the radar.

Synthetic aperture radar (SAR) uses a fast moving radar antenna to cover a region
with microwave signals. By using the Doppler effect experienced by the moving an-
tenna, the received signal can be processed to replicate one of amuch larger station-
ary antenna (Woodhouse, 2006). The property recorded by the radar is backscatter
(the amount of the sent signal returned to the radar array from an object that is re-
motely sensed).

3.3.1 Microwave Scattering on Snow

Dry snow can be considered a low-density mesh of ice crystals. Woodhouse (2006)
tells us that the random structure of snow makes it act as spheres. The scattering
happens in all parts of the snow, both in layers and at layer boundaries. Water con-
tent will not affect the scattering characteristics of the snow due to the small relative
volume it occupies. It will however increase the dielectric constant of the medium
considerably increasing absorption and decreasing the share of the signal being scat-
tered and transmitted (Woodhouse, 2006).

Another factor affecting the scattering on snow is grain size (Woodhouse, 2006).
This is due to the changing ratio between the scattered signal s̓ wave length and
the size of the scattering snow. All of the above apply to undisturbed snowpacks.

10



3. Theory

Eckerstorfer andMalnes (2015) inferred amodel of backscatter from disturbed snow
(avalanche debris) both in wet and dry snow conditions (see Figure 3.2). In conclu-
sion, snow is a dynamic medium making it difficult to infer any one property from
the sensed backscatter (Woodhouse, 2006).

Backscatter as a proxy for surface roughness

One of the parameters that affects scattering in general is surface roughness. A
perfectly smooth surface will reflect most of the scattering in one specific direction
(the specular direction) just like a mirror (Woodhouse, 2006). The more rough a sur-
face, the more diffused the scattering becomes, scattering less in the specular di-
rection and more in other directions, such as the direction of the sensing satellite.
Woodhouse (2006) define a smooth surface according to the Rayleigh criterion as one
whose height has a standard deviation lower than a 1/4 of the wavelength used,

hsmooth <
λ

8 cos θi
(3.1)

where hsmooth is the standard deviation of the surface, λ the wave length and θi the
incident angle. Amore strict criterion often used is that of Fraunhoffer (Woodhouse,
2006), requiring a standard deviation lower than 1/8 of the wave length,

hsmooth <
λ

32 cos θi
. (3.2)

This can be used, as the sensed backscatter will have a higher amplitude over
avalanche debris than over other areas. Provided the 5.405 GHz (ESA, n.d.-a) wave-
length used by Sentinel-1 and an inclination angle of 35°, this would mean that the
standard deviation of a smooth surface defined by the Rayleigh or Fraunhoffer cri-
terions would be no larger than 8.4 or 2.1 mm respectively. Variations in the snow
larger than this, which would be virtually any variation at all, would be measurable
as increased diffusion and sensed backscatter (see Figure 3.3).

3.3.2 Geometric Distortions

Avalanches tend to have the unfortunate property of only occurring in highly in-
clined terrain. This leads to a number of problems when trying to detect them with
radar since the local terrain scatters the signal in a non-optimal way. It is important
to understand that the perspective of a radar image is radically different from an op-
tical image due to the position of incoming data being determined by time and not
by refraction in a transparent medium.

Foreshortening

One of the distortions mentioned by Woodhouse (2006) occurs when the local in-
cidence angle is noticeably smaller than the general incidence angle. When this

11



3. Theory

(a) The backscatter of snow is a combination of ground and snow surface scattering as
well as scattering inside the snowpack.

(b) In dry, undisturbed snow, the bet-
ter part of backscatter comes from signal
transmitted through the snowpack and
scattered by the ground surface.

(c) In dry avalanche debris the signal
still transmits through the snowpack, but
the share of backscatter originating from
snow surface and volume scattering goes
up dramatically. This increase can be ex-
plained by the rough snow diffusing the
signal, leading to more scattering in the
direction of the receiver.

(d) Wet snow has a high dielectric
constant, severely limiting transmission
through the medium and increasing
absorption. This means that almost all
of the backscatter originates from snow
surface scattering. As the surface is
smooth, most of the scattering goes in
the specular direction and backscatter
levels are low.

(e) In wet avalanche debris, the rough
surface diffuses the signal, increasing
backscatter. The medium is still impen-
etrable with high absorption.

Figure 3.2: Diagram reproduced from Eckerstorfer and Malnes (2015).
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3. Theory

(a) When the foil is smooth, almost all
light is reflected away from the inclined
camera and the foil appears dark.

(b) A rough foil still reflects most of the
light away from the camera, but enough is
reflected back to make it appear brighter.

Figure 3.3: An aluminum foil is pictured with flash twice. The light reflected back to the camera de-
pends on the foil s̓ roughness. As this happens on a sub-pixel scale when using radar, the individual
grooves are not visible in radar data, but still affect the pixel s̓ overall value.

Radar

A B C

A′ B′ C′

Figure 3.4: The perspective of a radar. The front of the objects experience foreshortening, with layover
on A′. The backsides of B′ and C′ are hidden in radar shadow. Foreshortening will be most severe near
nadir, and radar shadow worst far from nadir (Woodhouse, 2006).

13



3. Theory

Figure 3.5: Sentinel-1 radar data showing layover (light areas) and radar shadow (dark areas). The data
is reprojected and orthorectified, so foreshortening compression and offset ismediated, with compres-
sion artefacts appearing on foreshortened areas instead.

occurs data is compressed and offset towards the nadir, the position of the satellite
projected onto the ground surface. This in turn leads to the backside of the object
taking up a disproportionately large area. The reason for this effect is the sonar-like
way SAR determines the position of the returned signal. The signal from the top of
the object will be returned in close temporal proximity to the signal from the lower
parts of the same object leading to the conclusion that the sensed parts are closer to
each other than they actually are. This effect can be of varying severity, see the dif-
ference between the projection of objects B and C in Figure 3.4. This effect is purely a
function of inclination and not the size of the object. Foreshortening is more preva-
lent close to the nadir due to the lower incidence angle (Woodhouse, 2006). This
issue can be addressed somewhat by orthorectifying the signal.

Layover

Layover is a special case where the top of an object is physically closer to the satel-
lite than the bottom. This results in data from the upper part of the object leaning
over the lower parts thereby appearing as if the top actually was strictly above the
bottom (see the projection of object A in Figure 3.4) (Woodhouse, 2006). Information
about the origin of the returned signal will be lost in such cases, a consequence of
projecting a three-dimensional environment onto a two-dimensional grid. As infor-
mation is missing the effect can not be corrected by orthorectification. The loss of
information is visible in Figure 3.5, where the bright areas contain artefacts and less
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3. Theory

information.

Radar shadow

As SAR mostly uses a high general incidence angle the backside of objects will be
hidden behind their satellite-facing side. No signal will be returned from these ar-
eas and only noise will exist in imagery covering such regions, see the projection of
objects B and C in Figure 3.4 as well as Figure 3.5.

3.3.3 Sentinel-1

The Sentinel-1 mission by ESA images Earth using SAR (ESA, n.d.-a). It produces
imagery of resolutions down to 5 m/px and swath widths up to 400 km. The mis-
sion operates two satellites, Sentinel-1A and -1B. The first satellite was launched on
April 3, 2014 and the latter on April 26, 2016. They share the same orbital plane, but
are offset by half an orbital period. The satellites carry a right-looking C-band SAR
and orbit Earth in a near-polar sun-synchronous orbit. This means that the orbit
is of a high inclination, providing high-latitude areas with near-daily coverage. It
also implies that the orbit is fixed relative to the relationship between Earth and the
Sun. Specifically, the satellites always pass the time 18:00 on their southbound path,
providing imagery at dawn and dusk (ESA, n.d.-a).

The path the satellites take at dawn is south-southwest (descending path) and
the path at dusk is north-northwest (ascending path). These orbital properties de-
termine what slope aspects are affected by the geometric distortions described in
Section 3.3.2 and illustrated in Figure 3.4. As the radar is right-looking, descending
paths have eastern slopes closest to nadir, making them subject to foreshortening,
while western aspects are prone to radar shadow. The situation is reversed on as-
cending paths.

Sentinel-1 uses a radar that can send and receive using a vertically or horizon-
tally polarised signal (ESA, n.d.-c). Different materials have distinct polarisation sig-
natures and Sentinel-1 data preserves all combinations of polarisation in separate
layers. The naming scheme for these layers are a two letter combination of V and
H. For example the layer HV contains data that was transmitted horizontally and
received vertically. For Avanor, VH polarisation was arbitrarily chosen as the only
polarisation used.

This report uses the term period for the 12 days a satellite takes to cover all the
predefined tracks, effective period for the half-period it takes to cover the tracks by
both satellites and relative orbit for describing one of the 175 predefined tracks within
a period.
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3.4 Google Earth Engine

Google Earth Engine (GEE) is a cloud-based platform for planetary-scale geospatial
analysis. It claims to bring Google s̓ massive computational capabilities to bear on
a variety of high-impact societal issues (Gorelick et al., 2017). It exposes massive
parallelism for remote analysis in a developer-friendly way by hosting most large
Earth observation datasets and exposing APIs for manipulating them.

The tool uses a special client-server model that can be confusing at first as it cre-
ates the illusion of work being done long before anything happens. In Listing 3.1 a
short example is presented of a program that runs equally well in the GEE sandbox
as by using its JavaScript (JS) API.

1 var sntl1 = ee.ImageCollection('COPERNICUS/S1_GRD_FLOAT')
2 // Select a small date range.
3 .filterDate(ee.Date('2018-12-24'), ee.Date('2018-12-27'))
4
5 // Use only the 'VH' band in the images.
6 .filter(ee.Filter.listContains('transmitterReceiverPolarisation', 'VH'))
7 .map(function(img) {
8 return img.select('VH');
9 })
10
11 // Merge all available images.
12 .mosaic()
13
14 // Scale to dB.
15 .log10()
16 .multiply(10);
17
18 // Fetch access tokens.
19 sntl1.getMap({ min: -25, max: 0 }, function(map, err) {
20 if (err) throw new Error(err);
21
22 console.log('MapId: ' + map.mapid);
23 console.log('Token: ' + map.token);
24 });

Listing 3.1: A basic GEE script.

In row 1 an ee.ImageCollection object is instantiated. This object contains no
images or even references to images. It is only an abstract representation for an
image collection available on GEE s̓ servers.

Methods of this object are then used to build an abstract syntax tree of objects
around it. Elaborate programs can be assembled just by calling methods on such
objects.

As the API is written in an imperative language it is natural to believe that some
computation is done when a method is called. For example, it looks like a function
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is mapped onto the object on row 7. Instead a JS object is returned representing
a server-side mapping of that function. A consequence of this is that doing client-
specific things such as calling console.log() within such a function will not work
correctly.

When the program is defined to our satisfaction we can register it with GEE. We
do that by calling the method getMap() in row 19. This is the first time GEE gets
to know anything about the program. The remote server parses the syntax tree and
either returns an object containing information of a newly published map service
or an error message. Even though we now have everything needed to look at the
output images, no output has yet been produced. GEE has merely parsed, validated
and cached our program in a way to enable swift, parallel execution.

The output is calculated on demand using the published map service. Using a
map viewer of our choice we can connect to the service and look at the imagery.
The tiles we request are computed when we request them, enabling us to define a
program using massive amounts of data. However as we only load so many tiles the
computational load on GEE remains low. Even if we zoom out the viewport to cover
the whole world, pyramiding will make sure that we barely use any data at all.

3.4.1 Control Flow

There are some control flowmechanisms available to us. The first argument passed
to the ee.Algorithms.If constructor decides which of the two additional argu-
ments the object evaluates to (row 16 in Listing 3.2).

1 var sntl1 = ee.ImageCollection('COPERNICUS/S1_GRD_FLOAT')
2 .filter(ee.Filter.listContains('transmitterReceiverPolarisation', 'VH'))
3
4 // We can select bands from collections. There is no need to map a function.
5 .select('VH');
6
7 // Calculate mean of all images in collection. It is incredibly expensive.
8 var heavyOp = sntl1.mean();
9
10 // This is the same operation as in Listing 3.1.
11 var normalOp = sntl1
12 .filterDate(ee.Date('2018-12-24'), ee.Date('2018-12-27'))
13 .mosaic();
14
15 // This is a control flow object analog to an if-statement.
16 var conditional = ee.Algorithms.If(
17 false, // Condition to evaluate.
18 heavyOp, // Run on true.
19 normalOp); // Run on false.
20
21 // Note the cast!
22 var db = ee.Image(conditional)
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23 .log10()
24 .multiply(10);
25
26 db.getMap({ min: -25, max: 0 }, function(map, err) {
27 if (err) throw new Error(err);
28
29 console.log('MapId: ' + map.mapid);
30 console.log('Token: ' + map.token);
31 });

Listing 3.2: Demonstration of control flow and lazy evaluation in GEE.

As the condition is false the conditional object will evaluate to normalOp and
produce the exact same map as the code in Listing 3.1. heavyOpwill never be evalu-
ated and the inclusion of such an expensive operation does therefore not affect the
performance of the returned map service. This is an example of the lazy evaluation
of GEE. As it happens with codewritten in an imperative language, where eager eval-
uation is almost foundational, it may be confusing to begin with and hard to debug.

As the conditional is an ee.Algorithms.If object and not an ee.Image it does
not have the methods defined for the latter. So even if the conditional will evaluate
to an ee.Image it has to be cast on row 22 for any ee.Image-specificmethod to be ap-
plied. This is not the case if the object is used as an argument of another method. So
ee.Image.constant(1).subtract(conditional) would have worked fine as the
receiving method casts the parameter automatically.

One more peculiarity of GEE is that a lot of code can be syntactically correct on
the client but generate an invalid processing graph on the server. One such exam-
ple would be to misspell the band name 'VH' in the argument list to the select()
method. The client side API can not know that the misspelled name is inaccurate
and so will pass it to the server which will then send the callback function an er-
ror on row 26 in Listing 3.2 even if the actual error happened on row 5. Since what
is sent to the server is a syntax tree and not literal code, information about where
the error happened is lost. The API can only tell what kind of error happened and
theoretically also some kind of stack trace, even if no such trace is implemented in
GEE.
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In order to present the data in a timely manner a variety of software and hardware
was used to compute the various steps between the ESA delivery and final map pre-
sentation.

Figure 4.1: Avanor client UI, with radar signal difference (red), steep areas (purple), and a mask denot-
ing no signal due to layover or radar shadow (gray). The control panel on the bottom controls which
date data is presented for as well as which data to show if there are multiple overlapping data layers.
Basemap from Kartverket.

The result was a web client with aminimum of controls for adjusting image date,
layer selection where there was overlapping imagery and a help box (Figure 4.1).
This web client was located at https://avanor.se, and used an API at the same
web server to get information about where to fetch maps. These map sources could
be external, such as the basemap services, or served by GEE. In the case of GEE, the
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web server had previously created and cached the location of a number of temporary
map services that it could send to the client. This process meant that the web server
never had to send any map data itself.

The user controls the client as a conventional webmap by panning and zooming.
As soon as satellite data from a user-defined date intersects with themap viewport, it
is presented. The client also switches between data from different orbits seamlessly
as needed while navigating the map.

4.1 System Overview

The architectural challenge when delivering remote sensing analysis is one of scale.
Performing the analysis over a small area is relatively easy. However when expand-
ing the area of interest the system requirements quickly exceeds that of any single
albeit powerful machine. This can be addressed by building a parallel solution on
machines under ones own control or by outsourcing the problem of parallelism to a
third party. Avanor used a hybrid solutionwhere one part of theworkwas performed
by a cluster of machines running at Luleå Academic Computer Society (LUDD) with
the storage, final calculations and styling of the maps outsourced to GEE using their
JS API.

Client

Sentinel-1Kartverket Lantmäteriet

ESAhttps://avanor.se

GEE

Ludd cluster

Figure 4.2: The Avanor infrastructure. Dashed lines indicate metadata transfer and solid lines de-
note transfer of actual data. Google Earth Engine provided data layers. Lantmäteriet and Kartverket,
national mapping agencies of Sweden and Norway, provided basemaps for the client.

The work done locally on a cluster consisted of preprocessing the data published
by ESA, so that the location and value of each pixel in the images became known.
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Once the preprocessing was complete, the images would be uploaded to GEE where-
upon a web server would continually instruct GEE to create routines for each im-
age, resulting in the coloured presentation seen in Figure 4.1. These routines were
then published as Web Map Tile Services (WMTS) by GEE on locations cached by
the web server. When a client later requested imagery of a given date and place, the
web server would check its cache for what WMTS service those parameters corre-
sponded to and return the location of that service together with the location of the
basemaps. The client would then assemble the different layers into a complete map
interpretable by the user. The different links between the computing resources are
illustrated in Figure 4.2.

4.2 Remote Analysis

The data available needed to be processed in a multitude of different ways. Whereas
masks delimiting avalanche terrain and geometric distortion were static and only
had to be computed once, the radar dataset needed constant updating and was com-
puted in near-real time.

4.2.1 Backscatter Difference Computation

Avalanche debris is possible to detect in individual radar images due to increased
backscatter reflected from them in comparison to surrounding, undisturbed snow.
By comparing two consecutive images sensed from an identical orbit, the change
induced by the avalanche debris can be isolated.

The whole algorithm was subject to GEE s̓ lazy evaluation. This meant that the
algorithm was defined before it was run and then only evaluated for the areas the
client requested. To simplify the process Avanor did not care about single images. It
merged all images that were sensed in a single orbit since the division of data from
the same orbit into discrete images was arbitrary and of no value after ingestion
into GEE. This did not affect performance due to the lazy evaluation and general
architecture of GEE. The term image below therefore means such a merged stripe.

Avanor used a rather simple algorithm to generate its images. The first step was
to identify images to compare. Given an image ip,o in effective period p and relative
orbit o, a reference image could be found in Rp,o =

{
ip−n,o : n ∈ N, and n is small

}
.

Avanor searched for an image ip−1,o or ip−2,o, images taken exactly one or two ef-
fective periods (6 or 12 days) before ip,o, preferring the shortest possible temporal
separation between the images. If an image rp,o ∈ Rp,o was found, the image pair
was sent to the next step of the algorithm. The images used was of VH polarisation.
Only images from the same relative orbit o could be compared as the backscatter
characteristics are dependent on the geometry, i.e. the satellite had to sense from
the same location relative to ground for two images to be comparable.
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A differential image dp,o = ip,o − rp,o was then calculated. As the value distribu-
tion was better suited for a logarithmic scale the resulting raster was logarithmised
into log10 dp,o. This also had the side-effect of discarding all negative change which
can be considered good for filtering as avalanche debris mostly exhibit a positive
backscatter change. The process of creating a differential image is illustrated in Fig-
ure 4.3.

When the raster had been logarithmised, a small number of adjustments were
made to make it better suited for presentation. The raster was scaled up, squared to
highlight larger differences and masked. All differences lower than −19.3 dB were
discarded from presentation. Differences larger than −2.9 dB were capped and pre-
sented as the strongest possible signal.

Finally, amaskwas applied, delimiting avalanche runout zoneswhere avalanches
are highly likely to occur. More specifically, the mask s̓ valid areas were those within
350 m from a 20° slope and within 1 km from a 30° slope.

4.2.2 Layover and ShadowMask Generation

As the application was focused on mountainous terrain a lot of the interesting ar-
eas were subject to layover and radar shadow (see Section 3.3.2). A mask had to be
constructed to remove unusable data from consideration. A number of different
techniques for generating such a mask were iterated over the course of the project.
This was necessary as more advanced services and hardware became accessible and
more knowledge regarding the subject was obtained.

Signal threshold layover mask When pointing a radar at a surface the backscat-
ter will decrease with an increasing angle of incident. This can be corrected using
terrain flattening which uses a terrain model to calculate the angle of incident and
scale the signal correspondingly (Braun, 2017). However such a correction can cause
problematic artefacts in mountainous terrain and is not used by GEE (2019c).

Layover mostly happens where the angle of incident is low. Therefore it was pos-
sible to create a mean from all available images in the GEE archive taken from the
same orbit and creating a layover mask using a threshold of the mean.

This mask was very coarse and removed too much information. Although it did
nothing to remove radar shadow it was better than not removing any data at all. A
part of it is presented in Figure 4.4a.

Local incident angle layover mask The GEE image archive contained bands for
angle of incidence relative to the ellipsoid. These could be combined with a ter-
rain model to generate a local angle of incidence (Greifeneder, 2018). Using such a
generated angle, a mask was created masking out everything that had an angle of
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(a) Sentinel-1 image captured on January 24, 2017.
This was before an avalanche cycle and the image can
be used as a reference image.

(b) On January 30, 2017, multiple avalanches had oc-
curred and the debris was visible in light grey colours
due to relatively high backscatter.

(c) By subtracting the reference image Figure 4.3a
from the activity image Figure 4.3b a change detection
image can be produced. In this image, most of the sig-
nal appears to originate from avalanche debris.

Figure 4.3: Temporal change detection of avalanche debris in Sentinel-1 images of similar geometry,
with a 6-days repeat pass.
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(a) This was the first layover mask used. It was com-
puted by taking a threshold of backscatter data. The
data was the average of all previous Sentinel-1 images
captured from relative orbit 66.

(b) This mask was generated by computing an esti-
mate of the local angle of incidence. Angles ≤ 20° was
masked.

(c) The last mask generated also includedmasking for
radar shadow (slightly darker gray). This was com-
puted by SNAP using Sentinel-1 metadata and terrain
models.

Figure 4.4: Masking of geometric distortions evolved over time. Gray denotes layover and radar masks
and purple covers unmasked areas with an inclination between 30–50°. The images show masks for
relative orbit 66. Basemap from Lantmäteriet.
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incidence below 20°. This was much better than the previous mask but there was
still no masking for radar shadows, see Figure 4.4b.

SNAP layover and shadow mask When the cluster at LUDD became available in
April it was possible to use ESA̓s software suite SNAP to calculate a proper layover and
radar shadowmask using a terrainmodel. The terrainmodel used to create themask
was the Norwegian DTM 10 Terrengmodell downsampled to a resolution of 50 m/px,
and two Swedish GSD-Höjddata, grid 50+ datasets, using the older photogrammetric
model where the newer laser scan lacked coverage. After the mask was generated it
was georeferenced and orthorectified using the ASTER and SRTMmodels to achieve
compatibility with GEE imagery. More information about the distinction between
the two latter terrain models is available in Section 4.3.2. For an example of this
mask, refer to Figure 4.4b.

In total over 700 recent radar images over Scandinavia were processed by SNAP
to create masks covering the whole peninsula. The masks were then combined per
relative orbit in GEE and saved as an asset available for GEE scripts.

4.2.3 Slope Layer

The Avanor client showed the user steep areas in a purple layer to assist in determin-
ing which backscatter signals occur in avalanche terrain (Figure 4.1). This layer was
generated by using the same Swedish and Norwegian merged terrain model men-
tioned in Section 4.2.2. A slope function was applied on the model and everything
between 30–50° was marked as steep. Anything steeper than 50° would most likely
be rocky and have very little snow, which is why the upper limit existed.

4.3 Preprocessing

The satellite data delivered by ESA was not georeferenced and had to go through a
thorough process before being usable.

The data used to create visualisations was of considerable size when supplying
imagery for multiple years. Due to this an already preprocessed archive maintained
by GEE was used for all visualisations older than a few days (GEE, n.d.). This archive
had a delay of a few days so it could not be used to supply daily images. Instead, up-
to-date images were produced on a server running SNAP, following the exact same
steps as GEE (2019c), to assure image compatibility since a reference image might
have been in the archive whilst the fresh image was not.

4.3.1 Downloading From ESA

Satellite images were available from ESA within hours of acquisition. A server con-
tinually polled the ESA archive looking for new images covering an area of interest.
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This was done by a cron job running every 15 min. When a picture was published
by ESA, but missing in both the GEE long term archive as well as the short term col-
lection maintained by the author, it was logged to an on-disk datastructure so that
the next cron job would not try to process it again.1 As soon as a picture was found
it was downloaded to a server running the processing steps described below.

Download and polling was done using a Python library called sentinelsat. While
ESA provided a good API for querying the archive, the library provided batch down-
loading, checksumchecking, retries on errors and conversion fromGeoJSON towell-
known text (WKT) for searchboundaries (Wille&Clauss, 2019, APIReference), which
made it worthwhile to add it as a dependency. It was so appealing that this part of
the project was written in Python to be able to use the sentinelsat library.

While all of the processing below was done with multiple images in parallel over
several computing nodes, the download was done sequentially due to download lim-
its imposed by ESA.

SNAP did have the capability to download restituted orbit files — describing the
satellite orbit in detail — and elevation models on demand. This functionality was
not very stable. Therefore, a complete elevation model over the processing area was
downloaded onto the servers beforehand and a short script queried ESA for the resti-
tuted orbit file, delaying the SNAP processing until the orbit file was published and
obtained.

4.3.2 Processing Images

The following steps were taken to preprocess imagery using SNAP so that it was
equivalent to archived GEE data.

Orbit file application An orbit file contains precise information about the actual
orbit the satelliteswere inwhen datawas gathered. Several different orbital products
exists with varying precision and latency (Otten & Molina, 2018). The product used
for preparing images for Avanor were restituted orbit files, as they were provided in
near real-time.

The purpose of applying an orbit file was to adjust the projection of the data onto
an ellipsoid—a simplified earthmodel. This made sure that the boundaries of the im-
ages were correctly positioned. However, individual pixels would still be projected
to incorrect coordinates due to terrain features distorting the image.

1This was implemented without any locks and introduced a potential race condition. The logging
was done within 30 s of job initialisation, and the jobs ran 15min apart. However, there was a non-zero
risk of a race condition occurring involving one or more images sensed south of 60° N, as they would
be logged by a secondary script run after the northern images was all downloaded, something that
could happen at a multiple of 15 min. The worst possible scenario would lead to interference between
the two cron jobs, leading to a dropped image after retries due to incorrect checksums. Other possible
scenarios included images being processed twice. The second copy processed would then be dropped
on ingestion into GEE. The risk and consequences of such a situation were considered low.
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GRD border noise removal When looking at Sentinel-1 data it is obvious that the
signal is incorrect near the borders of the swath. In this area, noise is abundant.
Therefore, the area within 500 meters of each edge was removed.

Thermal noise removal This operation was done to reduce discrepancies between
sub-swaths (GEE, 2019c). A sub-swath is a section of the sensing area, with a number
of sub-swaths running in parallel in the direction of travel to make up the 250 km
wide swath that is presented in the images downloaded from ESA (ESA, n.d.-c). The
radar cycled between these sub-swaths and scanned each from the back and forward
(ESA, n.d.-b).

Radiometric calibration The data in the images then had to be adjusted since a
variety of phenomena could affect the signal level at a specific point. The exact pa-
rameters were provided with the images in calibration look up tables. These specified
the parameters at given points and the areas between the points were interpolated
(ESA, n.d.-b).

Terrain correction When taking an optical aerial or satellite picture, the projec-
tion of the image is a central projection of one form of another. This means that
distances, angles and shapes are distorted in the image due to the position of the
camera. Furthermore, the terrain distorts the image, making a straight line appear
crooked. In such circumstances the images must be adjusted using a terrain model.
The operation of orthorectification takes the central projection and reproject it onto a
suitable geographical grid.

A radar image is not optical although a similar problem persists. As the situation
is purely geometrical, orthorectification has to be done in the case of radar as well.
This was a heavy operation done pixel by pixel whilst being aware of neighboring
terrain. Consequently, it is the main bottleneck of the program causing delay be-
tween the images being published on ESA̓s portal and new data being available on
Avanor.

The terrain model used by GEE (n.d.) was the Shuttle Radar Topography Mission
(SRTM) dataset, where it was available (between 56° S and 60° N), and ASTER Global
Digital ElevationMap outside of SRTM coverage. For the Avanor use-case, where im-
ages were processed for the Scandinavian peninsula, ASTER was the terrain model
used for the majority of orthorectification. This was true even if some avalanche
terrain in southern Norway had to be corrected using SRTM. These datasets were
used to assure an equal result to the images that would make it s̓ way into the GEE
image archive some days later. If GEE equivalency had not been required the high-
resolution laser data and areal photogrammetricmodels issued by Scandinavian gov-
ernment agencies would have been used.
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4.3.3 Uploading to Google Earth Engine

GEE had support for uploading rasters directly from disk via their web interface, but
their command line interface only supported ingestion from a Google Cloud Storage
(GCS) bucket (GEE, 2019b). While it would have been trivial to reverse engineer the
API used for the web interface, it would be unsupported by GEE and subject to unan-
nounced changes. This is why the supported route with an intermediate upload to
GCS was implemented.

When the file was uploaded to GCS, a call to the GEE API initialising an ingestion
of the raster was made. Exactly what happened during the ingestion was not public
information, but since GEE relied heavily on massive parallelism it can be assumed
that a lot of tiling, pyramiding, statistics collection and indexing took place.

4.4 Basemap

The basemap of the application was created using the basemap services of the Nor-
wegian and Swedish national mapping agencies. The Swedish map was served with
a low-resolution map of neighbouring countries while the Norwegian map served
transparent tiles for areas outside of Norway. This was important to be able to stack
the basemaps above each other, as two Swedish-stylemapswould requiremorework
than just stacking images to merge.

All map layers used in the client were fetched using more or less standards com-
pliant WMTS. This technique used small tiles of a specified size and scale that were
referred to in integer coordinates relative to a fixed origin. Provided the scales, tile
sizes and the origin were known, a map for any position could be fetched over the
network on demand. Assuming compatible projections or reprojection, any two ser-
vices could be combined as needed.

Initially, the projection of the basemap used a Transversal Mercator (TM) pro-
jection—UTM zone 33N (EPSG:25833) or the practically equivalent SWEREF99 TM
(EPSG:3006)2. This projection accurately describes the geography of the two coun-
tries and is used extensively by the countriesʼ governments for nationwide applica-
tions requiring a Cartesian grid. The tiles served in this projection also had a more
detailed cartography than Mercator projection tiles served by the same agencies.
Since the GEE only served tiles in a Pseudo-Mercator (EPSG:3857) projection, those
tiles had to be reprojected on the fly by the client when using a TM basemap. This
additional computation was manageable by most clients, but led to a noticeable de-
crease in battery life on laptops and mobile devices. Development was continued
using Pseudo-Mercator tiles making it possible to avoid the issue of reprojection al-

2The only difference between the projections is that the former is based on the theoretical reference
system ETRS89 and the latter on the Swedish national realised reference frame of ETRS89, SWEREF99
(Lantmäteriet, n.d.).
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Figure 4.5: Avanor basemap using national map servicesʼ Pseudo-Mercator. SEPA supplied details re-
garding their forecasting areas, which are marked as white polygons with a red border.

together. A small scale overview of the basemap can be seen in Figure 4.5, where
the geographical distortion of the projection is visible, as high-latitude features are
exaggerated in size.

As the basemap was created by stacking multiple tile services upon each other,
there was initially unnecessary tile requests going over the network. Fetched tiles
would be either transparent, blank or low-resolution and hidden behind a high-
resolution map. A transparent or blank tile request would transfer around 1 kB over
the network while a low-resolution tile would transfer around 15 kB. To avoid these
transfers the client was designed to check if a tile request would be inside a simpli-
fied country model created from vector data obtained from each country s̓ national
mapping agency. This simplified model was created using data from the N50 Kart-
data and GSD-Översiktskartan datasets, buffering the international borders by 1 km
and simplifying the geometry as much as possible within an error margin of 1 km.
In doing so, a simplifiedmodel could be obtained while guaranteeing that the whole
country as portrayed in these datasets was contained within the geometry. The re-
sulting GeoJSON was around 10 kB for each country making it economical to use if
saving just a single low-resolution tile request.

4.5 Web Client

The web client and server was written in JS using Node.js and the npm ecosystem.
The rationale for selecting this language had to do with the origin of the project.
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The first proof of concept was written in GEE s̓ code sandbox utilising JS. When the
code outgrew the capabilities of the sandbox, the choice stood between GEE s̓ JS or
Python API s̓. As most of the code written in the sandbox could be re-used in the JS
API, this language was chosen. This had positive benefits in that the client, server
and GEE-interfacing code all shared the same language.

The basic operation of the client was as follows:
1. The user selects a date on the control panel.
2. The user navigates to an area of interest in a provided web map.
3. The client requests a list of names of images intersecting with the current map

viewport from the server.
4. The client selects the first image in the returned list andmakes the others avail-

able in a drop-down list. The server is sent a request about access tokens for a
map service covering the selected image.

5. The returned map service is added as a layer on the web map.
More details about the client code are available in Appendix B.

4.5.1 Runtime Example

When the webmapwas panned or zoomed, themetadata about intersecting satellite
data had to be refreshed. The client therefore made a call to the server API. The
subsequent calls made by the server are illustrated in Figure 4.6. If the cache was
not populated (though the cache was proactively filled), a number of calls would be
made to prepare the cache, not only for the current call, but also for subsequent calls
that could be expected to be received in the near-time. Not shown in Figure 4.6 is
that every call requesting the image names available for a specific day also initiated
calls to the cache to request values for a number of days close to the requested date.

To be able to serve the client from the cache, three things needed to be known,
the images available in one day, the boundaries of those images, and access tokens
for map services serving the images. For every category there was a cache instance
keeping track of the data received.

When the client requested a list of image names from a date available in the
cache, the external geospatial library Turf.js was used to determine if the images
intersected with the requested boundaries. Those that did not correspond to the
client viewport were discarded.

4.6 In Situ Validation

To be able to quantify confidence in the methodology the rendered maps was com-
pared with observations made in the field. This was done using avalanche observa-
tion databases and own observations. The former has the advantage of providing
data from multiple avalanche cycles and different snowpack conditions, while the
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latter can provide insight about a specific area and period with much more spatially
and temporally concentrated data.

Avalanches can be classified according to a five-level scale, specified by CAA
(2016) as presented in Table 4.1.

Size Destructive potential
Typical
mass

Typical
path length

Typical impact
pressure

1 Relatively harmless to people. < 10 t 10 m 1 kPa

2
Could bury, injure or kill a per-
son.

102 t 100 m 10 kPa

3

Could bury and destroy a car,
damage a truck, destroy awood-
frame house or break a few
trees.

103 t 1,000 m 100 kPa

4

Could destroy a railway car,
large truck, several buildings or
a forest area of approximately
4 ha.

104 t 2,000 m 500 kPa

5
Largest snow avalanche known.
Could destroy a village or a for-
est area of approximately 40 ha.

105 t 3,000 m 1,000 kPa

Table 4.1: The destructive avalanche size scale used by avalanche professionals.

By classifying observations and comparing with Avanor images we can estimate
how many of the in situ observations are detectable. The estimate will not be ap-
plicable globally as it will be dependent on local terrain characteristics and satellite
track geometries.

Not all images are equal in Avanor. Some images are exceptionally clear (e.g.
from late January, 2017). Others contain so much noise due to global snowpack
changes that they are practically useless. Other factors such as radar shadow or non-
optimal microwave scattering characteristics may also reduce visibility. Therefore
it is valuable to not only classify the avalanches but also the Avanor images of said
avalanche debris. Table 4.2 defines a classification system that indicate the visual
quality of an Avanor image of known avalanche debris.

Since a single radar image cannot sense all slope aspects of a mountain range,
multiple images have to be considered when looking for a specific avalanche. A
range can be specified where the first image is the one with activity data sensed right
after the earliest possible time of avalanche occurrence. The last image is the one
whose reference data was sensed right before observation. Consider an avalanche
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Image
class

Detectability of avalanche Image example

1
Avalanche debris has a high contrast relative
to its surroundings. The debris is obvious to a
trained user.

2 The debris is observable by trained users.

3
Detection is uncertain andmayhave to be cor-
related with other images.

4
Some pattern is present, but only detectable
as avalanche if occurrencewas knownbefore-
hand.

5 There is no sign of any avalanche.

Table 4.2: The image classification scale used to evaluate Avanor images. An avalanche should be
considered visible in an image if it is in class 1–3.
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4. Methods

observed on March 23, determined to be at most three days old. All Avanor images
with an activity date after March 19 and reference date before March 24 should be
considered when trying to find the avalanche in Avanor. In practice this means that
the three-day-old avalanche may be visible on any Avanor images within a ten-day
period with activity dates between March 20–29.

While it may be interesting to investigate the image class of each individual im-
age, this wouldmeanwewould need to know the exact time of avalanche occurrence
and be sure about what images to include in our analysis. Instead, only the best im-
age of each avalanche observation was given a classification.
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5.1 Validation Using the Swedish Avalanche Database

SEPA keep a database of all observed avalanches in the system InfoEx. The observa-
tions were made during forecasting operations in the six Swedish forecasting areas
listed in Table 5.2. The avalanche observations were logged with a lower and upper
size classification in the database.

105 observations with a smallest and largest size classification of 2.5 or larger,
recorded between December 1, 2016 and May 31, 2018, were compared to images in
the public Avanor client. In total 143 such avalanche observations existed. 38 obser-
vations were not considered. Of those 38 avalanches, 15 observations were recorded
without location, 20 had an area instead of a point recorded as position and 3 oc-
curred very close to other observations. 1234 observations were discarded for having
a smallest or largest size classification lower than 2.5.

As the avalanches were logged with a size range (instead of a discrete size) the
avalanches were assigned a size by taking the mean of the reported smallest and
largest sizes and rounding down to the closest half integer.

The lower boundary of the date range was selected to avoid the period before
the launch of Sentinel-1B, as the temporal distance of the change detection images
changed from 12 to 6 days at that point. The last season (the winter of 2018/2019) was
excluded as a small number of the observations in the database from that periodmay
have been found via Avanor. Including the last season would have increased sample
size, but the last seasons̓ data could potentially be biased towards observations with
good visibility in satellite data. It was therefore discarded.

Each avalanche observation was correlated with the images in Avanor with each
image given a classification according to Table 4.2, according to the method de-
scribed in Section 4.6. Only the best image of each observation was recorded and
classified.

The sample sizes for different avalanche sizes were rather unbalanced, with 64,
32 and 9 observations for sizes 2.5, 3.0 and 3.5 respectively. 39 percent of avalanche
observations of size 3 and larger were visible in Avanor. Of the size 2.5 observations,
only 25 percentwere visible. Size 3.5 had amuchhigher detection rate than the other
two sizes, with 78 percent of all avalanches visible.
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Number of correlations

Visibility Image class Size = 2.5 Size = 3.0 Size = 3.5

1 8 4 5

Visible 2 4 25% 3 28% 1 78%

3 4 2 1

Not visible
4 14

75%
5

72%
0

22%
5 34 18 2

Total 64 32 9

Table 5.1: Comparison with the Swedish avalanche database. The best image of each avalanche obser-
vation was classified and recorded.

In general, it seems like image quality is either very good or very bad. 53 percent
of visible observations had an image classification of 1 and 74 percent of non-visible
observations had an image classification of 5. More detailed statistics are reported
in Table 5.1.

5.1.1 Sensing Frequency

To determine how often Swedish forecasting areas were covered by Sentinel-1 im-
ages, historical data was analysed. By looking at data acquired during the period
February 1–6 in 2017, 2018 and 2019 and noting the median for each data point, a
rough estimate was made.

When looking at the sensing frequency without taking into account the effects of
geometric distortions, the four northern regions had a satellite passing once a day on
average while the two southern regions had a slightly lower sensing frequency (see
Table 5.2). The four northernmost regions had roughly the same number of ascend-
ing senses as descending ones. The two southernmost regions had more ascending
senses than descending. This is important as the direction of the satellite influences
foreshortening and radar shadow, as described in Section 3.3.3.

When taking layover and radar shadow into account, and only analysing the areas
Avanor considers close to avalanche terrain, the importance of slope aspect becomes
apparent (see Table 5.3). The slopes with lowest sensing frequency in the Swedish
forecasting regions happen to be the eastern aspects of one of the northernmost
regions, Kebnekaisefjällen. The region is the most alpine, masking large areas in
each image. Overall, Eastern aspects come out particularly badly, providing the least
data in every region, whereas Northern aspects consistently have a very good revisit
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Mean number of revisits per
6 days, no masks considered

Country Forecasting region Latitude
Ascending

orbits
Descending

orbits
Total

Norway Lyngen 69.6° N 3.3 3.1 6.3

Sweden

Abisko/Riksgränsfjällen 68.3° N 3.0 3.0 6.0

Kebnekaisefjällen 67.9° N 3.0 3.0 6.0

Västra Vindelfjällen 65.9° N 3.0 3.0 6.0

Södra Lapplandsfjällen 65.2° N 3.0 2.7 5.7

Södra Jämtlandsfjällen 63.2° N 2.2 1.4 3.7

Västra Härjedalsfjällen 62.8° N 2.7 1.1 3.8

Table 5.2: The mean number of revisits per effective period was analysed for the total areas of the
forecasting regions. The analysis measured how many times each pixel was measured per effective
period. This analysis took no consideration of masks of any sort.

frequency.
As described in Section 4.2.1, Avanor only generates change detection images in

close proximity to steep slopes. Therefore the area of analysis for the data in Table 5.3
was limited to such areas.

A portion of the analysed area was never sensed properly by Sentinel-1 satellites
as it was constantly affected by layover and radar shadow. The rightmost column,
headed Area always masked, in Table 5.3 shows how much of the analysed area had
this problem. The exact value is largely dependent on how the mask in Section 4.2.1
was defined. That being said the relative difference between various forecasting re-
gions should remain the same irrespective of the mask. The number indicates how
alpine the region is relative to other forecasting regions.

5.2 Validation Using Tromsø Field Observations

During April 4–5, 2019, about 105 avalanches were documented with photographs in
the field. Observations in the forecasting region of Lyngen (Breivikeidet, Lavangs-
dalen and Laksvatn) were made by car. Avalanches in Lavangsdalen were observed
via helicopter as well.

The avalanche bulletin for Lyngen had assessed the avalanche danger as consid-
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erable since March 22, with persistent weak layers above treeline and wind slabs on
eastern aspects above the treeline (Norwegian Water Resources and Energy Direc-
torate [NVE], 2019). The situation worsened between March 31–April 2, with large
amounts of precipitation and temperatures above freezing. The avalanche bulletin
issued on April 1 estimated the avalanche danger to be high. The snow stabilised
around April 5 with avalanche danger down to moderate. Most avalanches observed
can be assumed to have occurred between March 31–April 2.

The size of the avalanches were estimated using the definition listed in Table 4.1.
Avalanche size varied between 1 and 3.5. The avalanches were then correlated with
Avanor images according to themethod described in Section 4.6. All images between
March 25–April 10 were considered when validating.

Figure 5.1: Observed avalanches during April 4–5, 2019, validated using Avanor images betweenMarch
25–April 10. The avalanches are grouped into visible in satellite data (black) and not visible (white). The
size of the markers correspond to the destructive size of the avalanche. Map data from Kartverket.

The results of the validation are presented in Figure 5.1 and Table 5.4. The share
of avalanches that were detected was considerably higher than that achieved in Sec-
tion 5.1.
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Detectability correlated somewhat with destructive size, but avalanches of all
sizes were detected. The detection rates was very high for size 3.0, but almost all
of the avalanches of that size occurred on southwestern aspects, meaning it could
be a case of an unusually good aspect for detection biasing the sample.

Image quality seemed to be somewhat spatially autocorrelated. It is possible that
this was an effect of autocorrelation in avalanche size as the avalanche problems
were asymmetrically distributed during the period. An example of this could be seen
on western aspects, where it was hard to tell if the reason for the sparse detections
resulted from bad radar conditions or the lack of large avalanches.

5.2.1 Sensing Frequency

The same analysis regarding sensing frequency as the one described in Section 5.1.1
was conducted on the Lyngen forecasting region. Looking at sensing footprints, the
region gets more revisits than any of the Swedish regions with 6.3 senses per 6 days
(see Table 5.2). The difference between ascending and descending paths was small.
The high revisit rate led to the area being covered very often even when masks were
considered. However eastern aspects in the Lyngen area were covered 1.8 times per
6 days. This was worse than any other analysed region (see Table 5.3).

As the whole region is alpine, 15.2 percent of the area was perpetually affected by
layover and radar shadow. This was significantly worse than in the Swedish regions.
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6
Discussion

6.1 Validation

Two sets of avalanchefield-observationswere used to performa validation of Avanor.
The observations provided by SEPA, analysed in Section 5.1, covered a period of two
years. They helped set expectations of results recorded from Avanor over time. It
is uncertain whether the Swedish results could be generalized to other regions, as
topography and latitude greatly affect the satellite data.

The Norwegian observations in Section 5.2 were of avalanches occurring within
a single avalanche cycle. A greater share of Norwegian than Swedish avalanches was
detectable in Avanor. Why this was so could depend on multiple factors. The Lyn-
gen forecasting region is more alpine than any Swedish region and therefore could
change the character of avalanches. As destructive size is not strictly dependent on
the surface area of avalanche debris, such differences could change the possibility
of detection. There is also a risk of observer bias, that the assessment of destructive
size the author makes is different from the one that a Swedish avalanche observer
would make.

It is also probable that high detection rates are temporally autocorrelated. If that
is the case, the Norwegian avalanche cyclemay have happened in a period with high
contrast images, making detection easier. This happens when the snow goes from
dry to wet, minimising backscatter from the surrounding environment (Eckerstorfer
et al., n.d.).

Avalanche size seems to be correlated with probability of detection. While the
sample size of avalanches of size 3.5 is limited in both Sections 5.1 and 5.2, it is clear
in both cases that larger avalanches show up more often in Avanor. There is a small
discrepancy in Section 5.2 between sizes 3.0 and 3.5, where the detection rate goes
from 93 percent to 75 percent. This is probably an effect of low sample size.

Eckerstorfer et al. (n.d.) compares manual detection using change detection im-
ages produced by NORCE and an automatic detection algorithm. The former is what
is comparable to the results in Chapter 5. They report a manual detection rate of 70
percent for avalanches of size 1–2, and 100 percent for larger ones. This is markedly
higher than the results in Chapter 5, something that could be explained in part by
NORCE producing their change detection images in another way than Avanor. It
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could also be indicative of a discrepancy regarding what constitutes a detection.
While field-detection may give a more complete picture where it is performed,

satellite detection enables avalanche detection over larger areas than what is practi-
cally possible to do on the ground. This is an obvious advantage in remote areaswith-
out avalanche observers, but also enables forecasters to gather information from
neighbouring valleys not visited due to time constraints.

6.2 Limitations

As demonstrated in Chapter 5 it is possible to detect avalanches using Avanor. The
analysis shows varying true positive and false negative rates. However, the false
positive and true negative rates are currently unknown.

The detection scheme is dependent on regular satellite passes. Due to the in-
clined orbits of the Sentinel-1 satellites, high latitude areas get almost daily data
from different azimuths. The decrease in sensing frequency due to lower latitude
is noticeable even in southern Scandinavia. Currently ESA only provide 6 day effec-
tive periods for Europe, Hawaii and parts of Antarctica (ESA, n.d.-a). Other regions
only get comparable images in periods of 12 days. This means that the best areas for
avalanche detection using Sentinel-1 would be northern Scandinavia and the Antarc-
tic mountain ranges. The population in those areas is small, and the public would
benefit from the technique being operational in more populous areas, such as the
Alps. While it would be possible to set up detection in the Alps (Avanor did have
an instance covering Austria for a short period of time), detection would be subpar
using current infrastructure.

Themain problemwith SAR detection of avalanches is that the very same terrain
producing avalanches large enough to be detected is also the one most affected by
geometric distortions. How suitable an area is for satellite detection can therefore
not be assessed on single parameters such as latitude. Instead it is also dependent
on how alpine the area is, as well as the main directions of valleys. Table 5.3 shows
that areas with a high revisit frequency can have a few slope aspects with very poor
visibility, so suitability can vary locally.

The Sentinel-1 radar is right-looking, and as the satellites only orbit in paths going
north-northwest and south-southwest, the geometric distortions explained in Sec-
tion 3.3.2 mostly affect eastern and western aspects. That this affects the remote
detectability is clear in Figure 5.1. When searching for avalanches in Lavangsdalen,
the author mostly spent time looking at grey masked out areas in the Avanor client.

Avanor generates images containing a lot of noise. This may be somewhat miti-
gated by downsampling the data, adjusting threshold values depending on the data
values, using multiple polarisations and using weather data to select a suitable ref-
erence image. This has not been undertaken by the time of writing (version 0.4.1-
alpha).
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Snow conditions do have a clear impact on image quality. It appears that rain-
fall after the sensing of the reference data is useful to reduce noise and exaggerate
avalanche debris. Conversely, when snow goes from wet to dry on a large scale,
backscatter increases everywhere and hinders detection. An example of that type of
noise is visible in Figure 6.1.

Geometric distortions mostly affected areas higher up the slopes. Avalanches in
lower terrain therefore had a better chance of being visible in the satellite data. This
is mostly relevant for avalanches of size 2 and smaller, as larger ones can start in
affected terrain and still be visible outside it.

6.3 Operational Use

A system in operational use should deliver relevant data with negligible delay and
with high accuracy to be a complement to the conventional tools used by forecast-
ing agencies. While data becomes available on Avanor within hours of acquisition,
there is an added delay as a trained operator has to go through the published data
and make manual detections. Automatic systems have the advantage of apparent
instantaneous detection. The only advantage of a manual system in an operational
context given human-level machine detection would be a better understanding of
the systems̓ limitations by the operator.

This project does not attempt to automatise avalanche debris detection. The ob-
vious reason for this is that such a task needs more work than that which fits in a
bachelor s̓ thesis. But another problem with this approach, currently, is that field-
based avalanche observations are not necessarily being very exact in their reporting
of time and place. This makes for a deficient data source to use as ground truth in
any kind of statistical analysis. Any system doing automated detection therefore has
to either correct these deficiencies or perform large-scale quality assured internal
observations.

Bühler et al. (2014) show that the ideal avalanche detection system from the fore-
castersʼ point of view would be capable of a spatial resolution down to 10 m/px and
a temporal resolution of 1 h, covering the whole area of operations. Avanor and so-
lutions like Kummervold et al. (2018) come close to the spatial resolution and cover-
age requirements. A satellite solution will however not be able to get anywhere near
hourly temporal resolution in the near future. While not fulfilling the ideal, Avanor
and the like may develop into a valuable complement to ground-based methods.
Space-borne solutions may excel during bad weather conditions, when avalanche
occurrence data go up in value as ground-based solutions are hard to use.

When compiling Chapter 5, there were very few instances of avalanche debris
being visible in every image for a full effective period. This means that an avalanche
may not always be detected by the first image covering its debris, so even if there was
near-daily coverage, there might have be a delay between avalanche occurrence and
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6. Discussion

Figure 6.1: Two avalanches1 are clearly visible to the lower right. In this case, higher altitudes are
subject to problematic noise. Basemap from Lantmäteriet.

detection. This delay is rather problematic when using the system in an operational
context, as the value of satellite data for forecasting purposes decays rapidly after
acquisition.

The main advantage of Avanor over other satellite-borne avalanche detection
schemes is the coverage it provides. Change detection images covering the full ex-
tent of the Scandinavianmountain range is published within a few hours after being
made available for download by ESA.

6.4 Dependencies

The Excel team at Microsoft previously had a motto, find the dependencies—and elimi-
nate them (Spolsky, 2001). While dependencies in different forms are often inevitable,
it is good practice to reflect on whether they are critical for the operation of the ap-
plication or if they just introduce unnecessary risk.

6.4.1 Dependency types

Not all dependencies are created equal. In software engineering the word is often
treated as synonymous to external code dependencies. However, a software project
is dependent on more than code if it is supposed to ever run. Other than code it is
necessary to analyse the dependencies created by the hardware the code is run on,
the data used and the organisations providing that data.

1Verified by the County Administrative Board of Jämtland.
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Code dependencies

Static code goes stale. This may seem counter-intuitive, but is a direct effect of
the ever-evolving nature of the environment code is run in. By standing still, code
breaks. Even worse, externally controlled code can be updated to performmalicious
actions.

As Avanor is not a single program running on one machine, but rather a few
different programs solving subproblems independently, there are naturally many
different code dependencies. For the preprocessing steps, the SNAP suite is one im-
portant dependency. While all used software is a liability, SNAP is one of the better
external dependencies to have. It is widely used,making a lot of people care about its
future survival. It is open-source and backed by ESA, which as an intergovernmental
organisation is unlikely to go bankrupt. It is however subject to political whims, but
that is outside the scope of this analysis, as stopped funding for ESA would involve
more problems for Avanor than a dependency going stale.

The web client is built in JS using Node.js and the npm package manager. npm is
known for dependency-creep. Düüna (2016) analysed the dependency trees in npm
and found that there is an average of 35.3 dependencies installed for every explicitly
installed package. 10 percent of packages list more than 100 direct dependencies
(Düüna, 2016). Cascading dependencies is an inherent problem with npm, and its
not a hypothetical one.

Demonstrations are plenty: a self-replicating worm package (Saccone, 2016), a
code-altering dependencymodifying a Bitcoin wallet to steal from users (npm, 2018)
and an 11-row left-paddingmodule breaking thousands of packages, including some
of themost high-profile projects in the ecosystem, bybeingunpublished (npm, 2016).
The deep dependency treesmake it impossible for developers to vet the code running
in their projects to avoid importing high-risk code.

The Avanor client lists 8 dependencies. This amounts to a total of 161 packages
being installed by npm, see Figure 6.2. There is no easy way of analysing what this
code does and what the maintainer s̓ intentions are. There is no other choice than
to trust that the maintainers of the 8 direct dependencies have vetted their direct
dependencies, and so on recursively to the leaves of the tree. It is a web of trust, in
which everyone is trusted.

Computing dependencies

Avanor depends on four classes of servers, outlined below:
• A web server serves the client.
• Conventional WMTS servers run by third parties provide basemaps.
• GEE is run by Google and do remote analysis.
• A cluster run by LUDD in Luleå preprocesses images.
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Figure 6.2: A thumbnail of the Avanor client code dependency graph. The code has 161 code depen-
dencies in the npm ecosystem. This excludes code bundlers and manglers.

The web server can be run on any system capable of running Node.js, and can be
set up within minutes.

TheWMTS servers run by Lantmäteriet and Kartverket provide basemaps for the
client. The service is provided without any guarantees regarding uptime.

GEE is run by Google. It expressly states that Earth Engine is not subject to any
Service-Level Agreement (SLA) or deprecation policy (GEE, 2019b) and that the API is in
active development, and users should expect the API to change. When (not if) API changes
occur, applications that use the API will likely need to be updated (GEE, 2019a). In addi-
tion, Google is no stranger to shutting down successful products (Ogden, 2019).

The cluster in Luleå runs SNAP in an ordinary Unix-like environment. The only
thing non-standard is the computing power available, which is somewhat hard to
match without a budget.

Data dependencies

The data used in Avanor is listed below:
• Static vector data from Kartverket and Lantmäteriet is used to optimise tile
fetching.

• Elevation models from Kartverket, Lantmäteriet and NASA are used for or-
thorectification, mask generation and slope layers.

• Pre-renderedmap tiles fromKartverket andLantmäteriet are used for thebasemap.
• Satellite data and metadata from ESA is used to detect avalanches.
It is unreasonable to map the area of interest without using a mapping agency,
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so the vector data and elevation models are necessary to use. They are also low-risk,
as they are static. They can be stored offline without risk of getting outdated on any
reasonable timescale.

The map tiles are used by the client as basemap. Basemap services are abundant
and Avanor does not depend on the specific cartography delivered by the national
mapping agencies (an early version of Avanor used Google Maps, so the application
has already switched basemap provider once). However, an unexpected downtime
of basemap services would break Avanor functionality. This has in fact already hap-
pened historically.

Avanor is dependent on timely and consistent satellite data delivery from ESA.
The whole project relies on the Sentinel-1 data being freely available within hours of
sensing, and if this stops being the case, Avanor can not function as expected.

6.4.2 Dependency Mitigation

While Excel propose that we eliminate our dependencies, that is not always themost
reasonable response. A compromise has to be made between risk and mitigation
costs. The following subsections list some possible actions that couldmake Avanor s̓
future a bit more stable.

Code dependencies

In the case of external code dependencies, mitigation means to ensure that as much
of the code used is maintained by stable and trusted parties. When this can not be
verified, as is the case with npm, the goal has to be to strive to keep the dependency
tree small. This mitigates risk by keeping the target small.

Computing dependencies

Regarding computing dependencies, it is important to keep the implementation ro-
bust and easy to deploy. Some of the Avanor code is deployed using the software
provisioning tool Ansible, making it easy to move the service from one server to an-
other if need be.

The WMTS servers used can easily be changed to another map provider. This as-
sumes a planned service degradation. To mitigate unexpected downtime, one could
install a map cache between the client and the WMTS servers. This way, the cached
map could continue to be served even during a third party service degradation. It
could also have the positive side-effect of cutting down response times.

GEE poses an existential threat to Avanor and should be replaced as soon as possi-
ble. The function of Avanor is totally dependent on GEE, and it can not be replaced
without rewriting a significant part of the project code. If Google chooses to shut
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down GEE with short notice, the chance is minimal that Avanor could continue to
exist in its current form.

Data dependencies

Avanor already uses multiple redundant elevation models, and they will continue to
exist irrespective of official support from their maintainers. The same is true for the
vector data used.

Themap tiles served by theWMTS servers are as replaceable as the servers them-
selves. The actions proposed regarding basemaps in Section 6.4.2mean it is also pos-
sible to switch the data we use for basemaps. It is also possible to stop using third
party tiles at all, by downloading the vector map data from Kartverket and Lantmä-
teriet and rendering our map tiles on local servers. It does require some computing
resources and a lot of work, but is a reasonable mitigation strategy.

It is currently hard to switch out the Sentinel-1 data, as the available alternatives
are more costly by several orders of magnitude. However, it is not unreasonable to
assume that similar missions will be launched by other space agencies in the future.
This would create the opportunity to switch radar data source at will. But at the time
of writing an interruption of Sentinel-1 data delivery can not bemitigated. There are
however multiple portals making the data available after downlink to ground. This
means that a proxy querying multiple data portals could gracefully handle a data
portal degradation. This assumes the raw data would still be delivered to the other
data portals from ESA during service degradation.
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7
Conclusions and Future Work

Avanor is capable of delivering daily data using a simple map interface. It is subject
to the limitations of the SAR technique aswell as some implementation specific prob-
lems inducing noise. The system is capable of delivering change detection images
covering large regions with short delay. This makes it possible to gain knowledge
about avalanche occurrences in hard-to-reach areas, complementing the informa-
tion already available to forecasters.

The current implementation is dependent on multiple service providers. Each
service provider represent a point of failure, threatening the continuous operation
of the Avanor service. Some are necessary, such as suppliers of satellite data, while
others could be eliminated or mitigated in the future.

The idea of Avanor is to complement and guide field-based observations. One
way to connect manual observations better with ones made in Avanor would be
to integrate avalanche databases into the system, providing an interface for link-
ing observations with images. The benefit of such a function would be twofold.
Firstly, determining the age of avalanche debrismay be done with higher accuracy if
there is satellite data depicting the avalanche. Secondly, a high-quality ground truth
database could bemaintained by correlatingmanual observations with satellite data
in such an integrated environment. Given an efficient user interface the workload
of correlating manual observations with satellite data could be relatively low, and
observations could be backtracked several years back over vast areas.

Provided enough observations, such a correlated database could be used as a
training set for a future machine learning model. The model could be used to anal-
yse specific areas for historic avalanche activity, or could monitor entire countries
in real-time. The current Avanor interface could then be used to evaluate the output,
adding a feedback loop continually training the model.

Satellite data will most probably become more and more important to snow sci-
ence in the future, and Avanor demonstrates one way of making such data available
for interpretation.

50



8
References

Bessason, B., Eiríksson, G., Thórarinsson, Ó., Thórarinsson, A., & Einarsson, S.
(2007). Automatic detection of avalanches and debris flows by seismic meth-
ods. Journal of Glaciology, 53(182), 461–472.

Braun, A. (2017, March). Re: Terrain flattening and converting gamma0 to sigma0.
Retrieved April 21, 2019, from https://forum.step.esa.int/t/terrain
-flattening-and-converting-gamma0-to-sigma0/4864/2

Bühler, Y., Bieler, C., Pielmeier, C., Frauenfelder, R., Jaedicke, C., Bippus, G., …
Caduff, R. (2014). Final report: Improved alpine avalanche forecast service AAF.
European Space Agency ESA.

Canadian Avalanche Association. (2016, August). Observation guidelines and
recording standards for weather, snowpack and avalanches. Retrieved March
26, 2019, from https://www.avalancheassociation.ca/resource/resmgr/
standards_docs/ogrs2016web.pdf

Düüna, K. (2016, June). What I learned from analysing 1.65M versions of Node.js
modules in npm. Retrieved May 13, 2019, from https://blog.nodeswat.com/
what-i-learned-from-analysing-1-65m-versions-of-node-js-modules
-in-npm-a0299a614318

Eckerstorfer, M., Bühler, Y., Frauenfelder, R., & Malnes, E. (2016). Remote sensing
of snow avalanches: Recent advances, potential, and limitations. Cold Regions
Science and Technology, 121, 126–140.

Eckerstorfer, M., &Malnes, E. (2015). Manual detection of snow avalanche debris us-
ing high-resolution Radarsat-2 SAR images. Cold Regions Science and Technology,
120, 205–218.

Eckerstorfer, M., Malnes, E., & Müller, K. (2017). A complete snow avalanche activ-
ity record from a Norwegian forecasting region using Sentinel-1 satellite-radar
data. Cold regions science and technology, 144, 39–51.

Eckerstorfer, M., Malnes, E., Vickers, H., & Grahn, J. (n.d.). Near-real time snow
avalanche activity monitoring scheme using Sentinel-1 SAR data in Norway.

European Space Agency. (n.d.-a). Missions — Sentinel-1. Retrieved April 27, 2019,
from https://sentinel.esa.int/web/sentinel/missions/sentinel-1

European Space Agency. (n.d.-b). Sentinel-1 SAR technical guide. Retrieved
April 8, 2019, from https://sentinel.esa.int/web/sentinel/technical

51

https://forum.step.esa.int/t/terrain-flattening-and-converting-gamma0-to-sigma0/4864/2
https://forum.step.esa.int/t/terrain-flattening-and-converting-gamma0-to-sigma0/4864/2
https://www.avalancheassociation.ca/resource/resmgr/standards_docs/ogrs2016web.pdf
https://www.avalancheassociation.ca/resource/resmgr/standards_docs/ogrs2016web.pdf
https://blog.nodeswat.com/what-i-learned-from-analysing-1-65m-versions-of-node-js-modules-in-npm-a0299a614318
https://blog.nodeswat.com/what-i-learned-from-analysing-1-65m-versions-of-node-js-modules-in-npm-a0299a614318
https://blog.nodeswat.com/what-i-learned-from-analysing-1-65m-versions-of-node-js-modules-in-npm-a0299a614318
https://sentinel.esa.int/web/sentinel/missions/sentinel-1
https://sentinel.esa.int/web/sentinel/technical-guides/sentinel-1-sar
https://sentinel.esa.int/web/sentinel/technical-guides/sentinel-1-sar


8. References

-guides/sentinel-1-sar
European Space Agency. (n.d.-c). Sentinel-1 user guide. Retrieved April

8, 2019, from https://sentinel.esa.int/web/sentinel/user-guides/
sentinel-1-sar

Google Earth Engine. (n.d.). Sentinel-1 SAR GRD: C-band synthetic aperture
radar ground range detected, log scaling. Retrieved April 6, 2019, from
https://developers.google.com/earth-engine/datasets/catalog/
COPERNICUS_S1_GRD

Google Earth Engine. (2019a, April). Google Earth Engine API. RetrievedMay 13, 2019,
from https://github.com/google/earthengine-api/

Google Earth Engine. (2019b, April). Google Earth Engine API — Developer’s
guide. Retrieved April 9, 2019, from https://developers.google.com/earth
-engine/

Google Earth Engine. (2019c, March). Sentinel-1 preprocessing. Retrieved April
6, 2019, from https://developers.google.com/earth-engine/sentinel1#
sentinel-1-preprocessing

Gorelick, N. (2018, October). Re: .getmap() mapid, token lifetime? Retrieved April
22, 2019, from https://groups.google.com/d/msg/google-earth-engine
-developers/a-F2OWCG-7Y/G4tgcg3tAgAJ

Gorelick, N., Hancher, M., Dixon,M., Ilyushchenko, S., Thau, D., &Moore, R. (2017).
Google Earth Engine: Planetary-scale geospatial analysis for everyone. Remote
Sensing of Environment. Retrieved April 23, 2019, from https://doi.org/10
.1016/j.rse.2017.06.031 doi: 10.1016/j.rse.2017.06.031

Greifeneder, F. (2018, March). Re: Sentinel1 — Local incidence angle. Retrieved April
21, 2019, from https://groups.google.com/d/msg/google-earth-engine
-developers/cO0o2yoGdr0/bxER5Qb-AwAJ

Hansson, E., & Stephansen, M. (2016, February). Topptur for dum-
mies [Alpine touring for dummies]. Fjell og Vidde. Retrieved April
15, 2019, from https://s3-eu-west-1.amazonaws.com/turistforeningen/
publications/d3dc9f1146608baec1a3a23376aa64f4cdb61bd7.pdf

Jamieson, B. (2009). Lavinsäkerhet [Backcountry avalanche awareness] (S. Mårtens-
son, Trans.). Kiruna, Sweden: Topptur Förlag.

Kummervold, P. E., Malnes, E., Eckerstorfer, M., Arntzen, I. M., & Bianchi, F. (2018).
Avalanche detection in Sentinel-1 radar images using convolutional neural net-
works. In International snow science workshop (pp. 377–381).

LaChapelle, E. R. (1980). The fundamental processes in conventional avalanche
forecasting. Journal of Glaciology, 26(94), 75–84.

Lantmäteriet. (n.d.). Fördjupning om tredimensionella system [More about
three-dimensional systems]. Retrieved April 16, 2019, from https://
www.lantmateriet.se/en/maps-and-geographic-information/GPS
-och-geodetisk-matning/Referenssystem/Tredimensionella-system/

52

https://sentinel.esa.int/web/sentinel/technical-guides/sentinel-1-sar
https://sentinel.esa.int/web/sentinel/technical-guides/sentinel-1-sar
https://sentinel.esa.int/web/sentinel/user-guides/sentinel-1-sar
https://sentinel.esa.int/web/sentinel/user-guides/sentinel-1-sar
https://developers.google.com/earth-engine/datasets/catalog/COPERNICUS_S1_GRD
https://developers.google.com/earth-engine/datasets/catalog/COPERNICUS_S1_GRD
https://github.com/google/earthengine-api/
https://developers.google.com/earth-engine/
https://developers.google.com/earth-engine/
https://developers.google.com/earth-engine/sentinel1#sentinel-1-preprocessing
https://developers.google.com/earth-engine/sentinel1#sentinel-1-preprocessing
https://groups.google.com/d/msg/google-earth-engine-developers/a-F2OWCG-7Y/G4tgcg3tAgAJ
https://groups.google.com/d/msg/google-earth-engine-developers/a-F2OWCG-7Y/G4tgcg3tAgAJ
https://doi.org/10.1016/j.rse.2017.06.031
https://doi.org/10.1016/j.rse.2017.06.031
https://groups.google.com/d/msg/google-earth-engine-developers/cO0o2yoGdr0/bxER5Qb-AwAJ
https://groups.google.com/d/msg/google-earth-engine-developers/cO0o2yoGdr0/bxER5Qb-AwAJ
https://s3-eu-west-1.amazonaws.com/turistforeningen/publications/d3dc9f1146608baec1a3a23376aa64f4cdb61bd7.pdf
https://s3-eu-west-1.amazonaws.com/turistforeningen/publications/d3dc9f1146608baec1a3a23376aa64f4cdb61bd7.pdf
https://www.lantmateriet.se/en/maps-and-geographic-information/GPS-och-geodetisk-matning/Referenssystem/Tredimensionella-system/Fordjupning/
https://www.lantmateriet.se/en/maps-and-geographic-information/GPS-och-geodetisk-matning/Referenssystem/Tredimensionella-system/Fordjupning/
https://www.lantmateriet.se/en/maps-and-geographic-information/GPS-och-geodetisk-matning/Referenssystem/Tredimensionella-system/Fordjupning/
https://www.lantmateriet.se/en/maps-and-geographic-information/GPS-och-geodetisk-matning/Referenssystem/Tredimensionella-system/Fordjupning/


8. References

Fordjupning/
Lato, M., Frauenfelder, R., & Bühler, Y. (2012). Automated detection of snow

avalanche deposits: Segmentation and classification of optical remote sensing
imagery. Natural Hazards and Earth System Sciences, 12, 2893–2906.

NorwegianWater Resources and Energy Directorate. (2019). Snøskredvarsel for Lyngen
[Avalanche forecast for Lyngen]. Retrieved May 13, 2019, from http://www
.varsom.no/snoskredvarsling/varsel/Lyngen

npm. (2016, March). kik, left-pad, and npm. Retrieved May 13, 2019, from https://
blog.npmjs.org/post/141577284765/kik-left-pad-and-npm

npm. (2018, November). Details about the event-stream incident. Retrieved May 13,
2019, from https://blog.npmjs.org/post/180565383195/details-about
-the-event-stream-incident

Ogden, C. (2019, May). Killed by Google. Retrieved May 13, 2019, from https://
github.com/codyogden/killedbygoogle

Ormestad, M., & Tarestad, M. (2018, February). Husky — Om lavinprognoser.se
med Mattias Tarestad [Husky — About the Swedish avalanche forecasting
service with Mattias Tarestad]. Retrieved April 25, 2019, from http://
huskypodcast.com/2018/02/15/avsnitt-167-om-lavinprognoser-se
-med-mattias-tarestad/

Otten, M., & Molina, J. B. (2018, December). Sentinels POD product handbook. GMV
Innovating Solutions. Retrieved April 6, 2019, from https://earth.esa.int/
documents/247904/3372484/Sentinels-POD-Product-Handbook.pdf

Saccone, S. (2016, February). npm hydra worm disclosure. Retrieved
May 13, 2019, from https://vince-uploaded.s3.amazonaws.com/static/
vulcoord/files/319816_attach_npmwormdisclosure.pdf

Schweizer, J., & Jamieson, J. (2001). Snow cover properties for skier triggering of
avalanches. Cold Regions Science and Technology, 33(2-3), 207–221.

Schweizer, J., Jamieson, J. B., & Schneebeli, M. (2003). Snow avalanche formation.
Reviews of Geophysics, 41(4).

Schweizer, J., Kronholm, K., Jamieson, J. B., & Birkeland, K. W. (2008). Review
of spatial variability of snowpack properties and its importance for avalanche
formation. Cold Regions Science and Technology, 51(2-3), 253–272.

Schweizer, J., Reuter, B., Van Herwijnen, A., & Gaume, J. (2016). Avalanche release
101. In International snow science workshop (pp. 1–11).

Spolsky, J. (2001, October 14). In defense of not-invented-here syndrome. Retrieved
March 26, 2019, from https://www.joelonsoftware.com/2001/10/14/in
-defense-of-not-invented-here-syndrome/

Statham, G., Haegeli, P., Greene, E., Birkeland, K., Israelson, C., Tremper, B., …
Kelly, J. (2018). A conceptual model of avalanche hazard. Natural hazards,
90(2), 663–691.

Swedish Environmental Protection Agency. (2016, August). Statusrapport avseende

53

https://www.lantmateriet.se/en/maps-and-geographic-information/GPS-och-geodetisk-matning/Referenssystem/Tredimensionella-system/Fordjupning/
https://www.lantmateriet.se/en/maps-and-geographic-information/GPS-och-geodetisk-matning/Referenssystem/Tredimensionella-system/Fordjupning/
http://www.varsom.no/snoskredvarsling/varsel/Lyngen
http://www.varsom.no/snoskredvarsling/varsel/Lyngen
https://blog.npmjs.org/post/141577284765/kik-left-pad-and-npm
https://blog.npmjs.org/post/141577284765/kik-left-pad-and-npm
https://blog.npmjs.org/post/180565383195/details-about-the-event-stream-incident
https://blog.npmjs.org/post/180565383195/details-about-the-event-stream-incident
https://github.com/codyogden/killedbygoogle
https://github.com/codyogden/killedbygoogle
http://huskypodcast.com/2018/02/15/avsnitt-167-om-lavinprognoser-se-med-mattias-tarestad/
http://huskypodcast.com/2018/02/15/avsnitt-167-om-lavinprognoser-se-med-mattias-tarestad/
http://huskypodcast.com/2018/02/15/avsnitt-167-om-lavinprognoser-se-med-mattias-tarestad/
https://earth.esa.int/documents/247904/3372484/Sentinels-POD-Product-Handbook.pdf
https://earth.esa.int/documents/247904/3372484/Sentinels-POD-Product-Handbook.pdf
https://vince-uploaded.s3.amazonaws.com/static/vulcoord/files/319816_attach_npmwormdisclosure.pdf
https://vince-uploaded.s3.amazonaws.com/static/vulcoord/files/319816_attach_npmwormdisclosure.pdf
https://www.joelonsoftware.com/2001/10/14/in-defense-of-not-invented-here-syndrome/
https://www.joelonsoftware.com/2001/10/14/in-defense-of-not-invented-here-syndrome/


8. References

etableringen av lavinprognoser för svenska fjällen 2016 [Status report regard-
ing the establishment of avalanche forecasts for the Swedish mountains
2016]. Retrieved April 15, 2019, from https://www.naturvardsverket.se/
Documents/publikationer6400/978-91-620-6728-1.pdf?pid=19068

Swedish Environmental Protection Agency. (2019, January 15). Arbetsbeskrivning för
observatörer iNaturvårdsverkets lavinprognostjänst vintern 2018/2019 [Job descrip-
tion for observers in the Swedish Environmental ProtectionAgency s̓ avalanche
forecasting service the winter of 2018/2019].

Thüring, T., Schoch, M., van Herwijnen, A., & Schweizer, J. (2015). Robust snow
avalanche detection using supervisedmachine learningwith infrasonic sensor
arrays. Cold Regions Science and Technology, 111, 60–66.

Vickers, H., Eckerstorfer, M., Malnes, E., & Doulgeris, A. (2017). Synthetic aperture
radar (SAR) monitoring of avalanche activity: an automated detection scheme.
In Scandinavian conference on image analysis (pp. 136–146).

Vickers, H., Eckerstorfer, M., Malnes, E., Larsen, Y., & Hindberg, H. (2016). A
method for automated snow avalanche debris detection through use of syn-
thetic aperture radar (SAR) imaging. Earth and Space Science, 3(11), 446–462.

Wiesmann, A., Wegmuller, U., Honikel, M., Strozzi, T., & Werner, C. L. (2001). Po-
tential and methodology of satellite based SAR for hazard mapping. In Inter-
national geoscience and remote sensing symposium (Vol. 7, pp. 3262–3264).

Wille, M., & Clauss, K. (2019, April). Sentinelsat 0.13 documentation. Retrieved April
10, 2019, from https://sentinelsat.readthedocs.io/en/stable/

Woodhouse, I. H. (2006). Introduction to microwave remote sensing. CRC press.
WSL Institute for Snow and Avalanche Research SLF. (2018, Novem-

ber). Avalanche bulletin interpretation guide. Retrieved April
25, 2019, from https://www.slf.ch/files/user_upload/SLF/
Lawinenbulletin_Schneesituation/Wissen_zum_Lawinenbulletin/
Interpretationshilfe/Interpretationshilfe_zum_Lawinenbulletin
_2018_EN.pdf

Österlund, J. (2017, November 11). Tolkning av radarbilder [Finding ice with radar].
In Iskongress 2017. Retrieved March 26, 2019, from https://www.trampofoil
.com/is-sar/Finding_ice_with_radar_Iskongressen2017.pdf

54

https://www.naturvardsverket.se/Documents/publikationer6400/978-91-620-6728-1.pdf?pid=19068
https://www.naturvardsverket.se/Documents/publikationer6400/978-91-620-6728-1.pdf?pid=19068
https://sentinelsat.readthedocs.io/en/stable/
https://www.slf.ch/files/user_upload/SLF/Lawinenbulletin_Schneesituation/Wissen_zum_Lawinenbulletin/Interpretationshilfe/Interpretationshilfe_zum_Lawinenbulletin_2018_EN.pdf
https://www.slf.ch/files/user_upload/SLF/Lawinenbulletin_Schneesituation/Wissen_zum_Lawinenbulletin/Interpretationshilfe/Interpretationshilfe_zum_Lawinenbulletin_2018_EN.pdf
https://www.slf.ch/files/user_upload/SLF/Lawinenbulletin_Schneesituation/Wissen_zum_Lawinenbulletin/Interpretationshilfe/Interpretationshilfe_zum_Lawinenbulletin_2018_EN.pdf
https://www.slf.ch/files/user_upload/SLF/Lawinenbulletin_Schneesituation/Wissen_zum_Lawinenbulletin/Interpretationshilfe/Interpretationshilfe_zum_Lawinenbulletin_2018_EN.pdf
https://www.trampofoil.com/is-sar/Finding_ice_with_radar_Iskongressen2017.pdf
https://www.trampofoil.com/is-sar/Finding_ice_with_radar_Iskongressen2017.pdf


A
Pilot User Organisation

A user visit was conducted at the SEPA avalanche forecasting service at Kebnekaise
Mountain Station on March 21-24, 2019. Jenny Råghall, avalanche observer and area
manager for the SEPA operation, was shadowed in her regular duties. The object of
the visit was to learn more about how avalanche forecasting work was conducted,
so informed user-centered design decisions could be made later in the development
process.

SEPA (2019) defined several roles within their organisation. The observers were
the ones who were out in the field observing avalanches and digging snow profiles.
Observers undertook excursions planned by the area manager, who was responsible
for planning observations and compiling the information gathered. When the area
manager was content with the information gathered during the day, they reported to
one of two avalanche forecast writers on duty, who then authored the bulletin issued
to the public. The content of the forecast was set by the avalanche forecast writer in
consultation with the area manager (SEPA, 2019). In the area visited during the user
visit, the area manager was also observer, and this seemed to be common case.

According to SEPA (2019), other organisations cooperated with the forecast ser-
vice. The Swedish Meteorological and Hydrological Institute had a meteorologist
tasked with making daily prognoses tailored for the six avalanche forecasting areas.
This meteorologist had daily meetings with the avalanche forecast writers on duty.
SEPA also collaborated with the avalanche forecasting service at the Norwegian Wa-
ter Resources and Energy Directorate, sharing observations and other data across
the border. Additional organisations, such as ski resorts and heli-ski operations pro-
vided further observations on a voluntary basis (SEPA, 2019).

The avalanche forecasting service also had a considerable social media presence,
interacting with the public and getting noteworthy forecasts out to those affected.

SEPA (2019) had multiple requirements for the observers regarding training and
equipment. In addition to general avalanche training, they needed good local knowl-
edge. SEPA also stated clearly where and when the observers were allowed to con-
duct their work, as well as routines for handling exceptional situations. A risk as-
sessment and route plan had to be submitted to SEPA before each field excursion. If
this route plan was not followed by a check out later in the day, a routine for how to
initiate a search for the person was specified.
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A. Pilot User Organisation

A.1 Observersʼ Assessment of the System

Observers working in the field showed an overall positivity regarding the object of
the project. They expressed that the forecasting service need all the tools they can
get. However, many meant that it currently was hard for new users to determine
how to interpret what was showed in different images; the learning curve was steep.

Users in general seemed to have a hard time grasping the details of what the visu-
alisations showed without a short explanation in person. After having the different
aspects of the systems explained most users could conduct a fairly complex reason-
ing about the potential benefits and weaknesses of the system. One could see this as
a sign that it would be more important to present viable parables to the users rather
than to accurately describe the process of creating the visualisations, as would be
the case with the information given to the user in-application during development.

Most avalanche professionals asked during the course of the project seemed to be
positive regarding using satellite technology to aid them. Several people had been
directed to fresh avalanches by satellite data from the system (interpreted centrally
by SEPA) earlier during the season and were convinced that it was a viable method
for finding large avalanches.

Some users reported that they saw old avalanches reappear in the data afterwarm
weather or strong winds.

A.2 Infrastructure in Forecasting Areas

The forecasting areas were quite isolated due to the nature of the terrain avalanches
are prevalent in. Thismeant that the level of infrastructure available to avalancheob-
servers were suboptimal for a web service. Abisko and Jämtland were two areas that
could be expected to have very good throughput and connection quality since they
were next tomajor infrastructure such as rail road and, in the case of Jämtland, large
villages. The Kebnekaise area, which the author visited, had its avalanche observers
based 20 km from the road and which made it one of the more isolated forecasting
areas. A connection test showed that the station WLAN could provide a throughput
of 12 Mbps downstream and 5 Mbps upstream, with a rather high 55 ms round trip
time (RTT) to the test server in Sundsvall. The cellular network showed an even bet-
ter connection, with a throughput of 34 Mbps downstream and 11 Mbps upstream
and a 31 ms RTT, which would be an acceptable result even in a city1.

While the existing infrastructure at Kebnekaise Mountain Station was good, it

1A reference measurement using the same client equipment was made in Luleå on a consumer
network and the cellular network respectively. It showed a RTT of 17 ms over WLAN and 28 ms over
cellular to a test server in Stockholm, which were at a distance comparable to the server connected to
at Kebnekaise.
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was somewhat exposed due to adverse weather conditions. During the visit, winds2

and unstable weather degraded the connection. The station personnel expected the
electricity to go out at any moment due to the power being dependent on overhead
cables in exposed terrain. Previous power outages were reported to last for multiple
days. The network connection seemed to be degraded sometimes even during good
weather conditions, with RTTs of about a second. Thiswasmainly duringmeal times
and may be related to heavy load on the connection by station guests.

It should be noted that the operation of the forecasting service already relied
heavily on web services for it s̓ operation. The most important being InfoEx which
had an offline mode. This was not true of other vital services, such as the snow pro-
file drawing tool SnowPilot. The latter was open source, so it could be served on site
if high availability were a priority. The fact it was not, could be interpreted as a sign
that availability was not of high importance, giving way to ease of administration.

A.3 Daily Routine

Forecasts were issued at 17:30 each day, and were valid for 24 h. Following the fore-
cast, a guess regarding the forecast of the coming several days was issued but this
expected development was very vague.

A.3.1 Morning Update

The avalanche observers started their day by reassessing the current avalanche fore-
cast. They compared the previous night s̓ weather forecast with observations made
during the night and freshweather forecasts. Contact was thenmadewith SEPAwho
updated the avalanche forecast if necessary.

The avalanche observer also filled in a form with details about where they would
go during the day and what they expected to find.

Manual weather observations

The Kebnekaise forecasting area had three sites withmanual snowfall meters, one at
Kebnekaise Mountain Station, and one at each of the tourist cabins at Sälka and Tar-
fala. Råghall made daily contact with the satellite sites to get precipitation data from
them as well as wind, drifting snow and other weather parameters. Sälka could only
be reached via satellite phone, while Tarfala could use the regular phone network.

Each site had two snowfall meters, one for daily measurements and one that was
cleared before and after storms to get an idea about the total snowfall. Ideally, snow-
fallmeters should be placed inwind protected terrain to get accurate readings, but as
the Kebnekaise area was almost completely in alpine terrain, this was not possible.

2The strongest windmeasured at the weather station in nearby Tarfala during the visit was 37.7m/s.
Another night measured 36.5 m/s.
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This meant that the precipitation measured at these sites most likely was underes-
timated. The exposed position of the meters meant that they could be damaged by
the wind and this happened during the visit.

The precipitation as well as cloud cover and temperature for the three sites was
reported at 07:00 each day.

A.3.2 Observation Excursion

The observations were part of the observer s̓ work that were highly dependent on
the conditions. Three days that were studied are described individually below to-
gether with a description of some general excursion duties. The excursion route and
taskswere planned to verify hypothesized avalanchehazards and to cover knowledge
gaps due to the lack of recent observations, all while taking into account the weather
conditions and the limits they set. For information about the routes taken, see Fig-
ure A.1.

Figure A.1: Routes taken during visited excursions. The distances traveled was 25 km during day 1
(black), and 48 km during day 2 (white). Map data from Lantmäteriet.
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Test snow profile

The observers dug test snow profiles, a pit in the ground exposing an undisturbed
cross-section of the layers in the snow (CAA, 2016). The profiles dug by Swedish
observers were 130 cm wide, and just deep enough to cover the layers a skier could
reasonably affect (around 1 m). The observations made at each test snow profile
included:

• snow depth,
• date and time,
• location,
• weather (air temperature, sky condition, precipitation and wind),
• layer boundaries, temperature and date,
• grain form and size,
• snow hardness and
• liquid water content.

Extended column test

When the snow profile had been recorded the pit was used to perform an extended
column test (ECT) (CAA, 2016), a standardised snowpack test. This involved isolating a
90 cmwide and 30 cm deep block using a snow saw and cutting cord. Force was then
applied by tapping a shovel blade placed on one side of the block (see Figure A.2).
The force applied to the shovel was increased every ten taps and a total of 30 taps
were performed.

Figure A.2: An ECT, performed by Råghall below treeline.
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The ECT showed how much force that was required to collapse the layers in the
snow. It also showed whether generated fractures had the potential to propagate
through the snowpack.

Observing avalanches

The observers spent a lot of time examining the terrain to find new avalanches (using
their eyes and binoculars) and going as close as possible to determine the cause and
age of the debris. An avalanche was determined to be fresh, based on the observer s̓
previous knowledge. If debris was safely accessible, the hardness could be used to
evaluate age. The consistency of the debris also told the observers a lot about what
kind of layer that had collapsed to trigger the avalanche.

A more precise way to tell what layer had collapsed was to look at the layers at
the fracture line. This was too dangerous most of the time and could only be done
on small avalanches in certain terrain.

Day 1

The excursion started with a trip on snowmobile to Darfálvággi. This had a terrain
that made it exceptionally windy. It was hypothesized that wind slabs would have
been triggered on the east facing slopes due to winds coming from the west. The
conclusionwas that avalanches hadbeen triggered in almost every gully in the valley,
even on the west facing slopes due to wind being channeled through the valley and
loading the south-west facing sides of the westward facing gullies. Care was taken
to document the avalanches (see Figure A.3).

From Darfálvággi the excursion continued on snowmobile south-east, to Dar-
fáloalgi. Here, an ascent on skis to the treeline was made, with one snow profile
below treeline and one at the treeline. An ECT was performed on each snow profile.
The reason for doing this in such low terrain was that the previous nights wind had
brought drifting snow down below treeline and created windslabs. Råghall made
a point of doing some observations on skis as this allowed her to feel and hear the
snow condition in ways not possible on a snowmobile. There is a distinct feel of the
higher layers of snow as well as thewhumpf sounds indicating collapsing weak layers.

The excursion concluded with a short hike to a small north-east facing slope to
find out whether the avalanches triggered in that area were the frequent wind slab
avalanches, or if they were triggered on a persistent weak layer. They were not.

During the whole excursion, avalanches was observed en route, to be reported
and taken into account when producing the forecast. In total 21 small avalanches
was reported during day 1.
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Figure A.3: The observers made sure to document any fresh avalanches they observe. The avalanche
to the left was of size 2—meaning it could potentially bury a human—and was located in Darfálvággi.

Day 2

The main object of the day was to investigate the conditions on the slopes between
Mádir and Roavgoaivi. This lay in the western part of the forecasting area so there
was plenty of terrain to check for avalanches. Light conditions and visibility made it
difficult in some areas, but nonetheless there were some avalanches to record.

At Roavgoaivi three snowprofileswere dugwith anECT conducted at eachprofile.
One of the tests collapsed a persistent weak layer, in addition to the usual wind slabs.
Winds made the process of digging difficult at times.

After the snow profiles were completed, a short trip was made to Čučhavággi.
Here avalanches had previously made it down to and past the trail. This was some-
what unusual in the case of the national trail system, as it is generally designed to
avoid avalanche terrain. Such a route was not possible in Čučhavággi, where the
winter trail was marked with signs warning of avalanche risk [sic]. No major events
were found as the wind had cleared a lot of snow. The course was set for Singi and
then a return to the station.

In total, four avalanches were reported after the excursion. Most avalanches
should have been triggered the night before day 1, so snowdrifts may have hidden
some, and visibility made it harder to observe. However the overall gist was that less
avalanches had been triggered in the western operating area, and that those that had
were hard to see.

While the excursion gave the forecasters valuable information, the most impor-
tant data when setting the next forecast to high avalanche danger was the weather
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forecast. These forecasts projected strong winds and heavy snowfall. This weather
forecast made Råghall certain of her assessment, even before the day s̓ excursion. In
fact it was one of the first things she mentioned on arrival, 55 h before issuing the
forecast.

Day 3

During the night before day 3 hurricane-force winds blew bringing lots of warm,
heavy downfall and drifting snow. Extremely poor visibility and safety concerns
caused the excursion to be canceled. On other days with similar weather, Råghall
still made short trips on skis to nearby hills. She would not use the snowmobile, as
poor visibility made it dangerous and almost impossible to observe avalanches.

The assessment of the day was that most unstable starting zones (SZ) would be
triggered by heavy downfall and wind, so that the forecast could return to a consid-
erable avalanche danger the next day.

A.3.3 Reporting Observations and Assessment

After the excursions, the observer had a phonemeeting with SEPA to summarize the
hazard assessment and recommended forecast. The meeting lasted about 15 min
and started on varying times between 14:15 and 15:45. The observer was required to
complete their observations and assessment in writing in the internal (web based)
tool InfoEx at least 30 min before the SEPA appointment. This reporting could take
some time so the excursion had to be completed by noon. One day s̓ written report-
ing was initiated at 13:00 and was completed just in time for the scheduled 15:45
meeting. This was the latest possible appointment with SEPA. This day s̓ reporting
was extensive and so the maximum time required for afternoon reporting to be con-
sideredwas around three hours. A lot of this timewas spent waiting on unresponsive
web interfaces.

The assessment consisted of describing a number of avalanche problems as well as
their frequency and expected size. This resulted in a avalanche hazard chart, which
assisted in setting an avalanche danger level for the coming day. In addition, snow
profiles were generated using the tool SnowPilot and submitted to the database In-
foEx together with other observations. The observer also documented any unfore-
seen hazards that presented themselves during the excursion.
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Client code overview

B.1 Back End

B.1.1 server.js

The entry point, server.js of the web server first authenticated with GEE using a
private key issued byGoogle Cloud. After a successful authentication, a routerwould
start serving some static files, such as the web client as well as a simple API used to
deliver metadata about available maps to the client.

B.1.2 sentinel/roll_.js

Along with the router, two instances of a submodule called sentinel/roll_.js
would start, continually requesting and cachingmetadata about availablemaps. The
requested metadata was information about what images were available for each day
from December to May since 2017, the bounds of each image as well as access to-
kens to map services with one map service for every image. The specific function
that made the requests and then cached the responses were not part of the module
but rather given as parameters. The job of sentinel/roll_.js was simply to keep
track of when and with what arguments. The module exposed no public methods.

Care had to be taken for these requests not to exceed the API limits. Each instance
of sentinel/roll_.jswould run through all available dates once relatively quickly
(one day requested every 15 s), after which it would start over requesting the same
days again, but much slower. The reason for requesting the same days again was
two-fold, which is why there were two slightly different instances of the module.

The first reason, which applied to the majority of older images, was that the map
services serving the requested maps were temporary. The stated length of those ser-
vices was roughly 24 hours, but with some variance (Gorelick, 2018). One instance
therefore tried to fetch old images continually so that a cache entry was never older
than 16 hours. This required updating one cache entry every 70 s.

This procedure was necessary because of the response times of requesting access
tokens and metadata from GEE, which often amounted to 10 s or more.
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B.1.3 sentinel/cache_.js

This smallmodule had twomethods, cache() and search(). Instances for themod-
ule were responsible for keeping variousmetadata inmemory and serving it to other
parts of the program on request.

cache()

The first method would take a list of keys and a function for fetching values for those
keys as parameters. A value would only be fetched for a key if the value was unpop-
ulated in the cache, or if the value in the cache was too old.

search()

The latter method took one key, one function for handling cache misses and one
callback function. When it was called, the requested value could be in one of three
states. If the value was in the cache and not too old it would simply be sent to the
callback function. It could be missing or expired, which would lead to the value be-
ing fetched using the supplied function then populated in the cache and sent to the
callback function. The third state was if an earlier call to cache() or search() al-
ready had registered a cache miss and requested a new value. The callback function
would then be placed in a queue and called whenever the new value was received by
the other function call.

Bothmethods had a parameter for forcing cachemisses,making the cache always
fetchnewvalues for the requested keys. Thiswasmainly usedbysentinel/roll_.js
for updating values before they expired.

B.1.4 sentinel/generate_.js

While server.js handled the authentication against GEE, its ee object was passed
to this module immediately after initialisation. The object of instantiating at the
entry point was to facilitate future testing with dependency injection, thus enabling
the option to send a faux ee to sentinel/generate_.js as the GEE object would
talk with other services over the internet.

After instantiation, sentinel/generate_.js was the only module interacting
with GEE. It exposed six methods. Four were used for extracting metadata from
GEE and two were used for metadata validation.

Error handling was implemented by calling an external handle()method in the
errors.jsmodule. It was supplied the error that had occurred as well as a callback
function (supplied as argument to all the public methods) that were able to report
the error back towhere the request originated. This occurred irrespective ofwhether
the server repopulated the cache or if the request came directly from a client.
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parseName()

As described in Section 4.2.1, Avanor did not care for individual images, but treated
every orbit as one image. A naming scheme identifying such images was created. An
example of such anamewasB29A(2017-01-24--2017-01-30,6). The job of parseName()
was to validate that a supplied name was valid and to extract image properties from
said name. Each element of the given example is described below.

B The most recent image in the comparison was sensed by the satellite Sentinel-
1B. If the temporal difference between the images was 12 days, the reference image
would be sensed by the same satellite, whilst Sentinel-1A would have sensed the
reference image if the difference was 6 days.

29 The images compared were sensed in relative orbit 29. This was one of a total of
175 different orbital variations. This defined where the satellite was during sensing,
the areas covered, as well as the masks that had to be applied.

A The image was sensed during the ascending part of the orbit. This meant the
satellite was travelling north-northwest and sensed during dusk. The alternative was
a D, implying a descending orbit going south-southwest during dawn.

(2017-01-24--2017-01-30,6) The reference image was sensed on January 24, 2017,
and the more recent image January 30, 2017, six days later. The last number showed
this temporal distance of 6 or 12.

parseDate()

This method took a date in the string format 'YYYY-MM-DD' as a parameter and re-
turned a JS Date object if the string was correctly formatted. A valid string repre-
sented a date during avalanche season, later than a given starting point, normally
January 1, 2017. If the supplied string did not fulfill these requirements an error was
handled as described above.

getSlopes()

When interpreting the images, knowledge of steep areas was helpful. A layer indi-
cating this was specified. This method created a map service and sent access tokens
to this service to a supplied callback function.

getCoverage()

Given an image name, the method requested a GeoJSON of the image boundaries
from GEE. This was used by the web server to determine what images to return to
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the client depending on the area it was currently presenting.

queryName()

Thismethod returned access tokens for amap service to a supplied callback function
given the name of an image. The internal methods called by queryName() were
probably the most important part of Avanor. They were responsible for building
the data structure defining the syntax tree sent to GEE for creating the various map
services. Everything from styling to mathematical operators applied to the raster
was specified here.

queryDate()

The client had to be able to know what images were available on any given day.
The queryDate()method took a date string, an optional GeoJSON describing search
bounds, as well as a callback function as parameters. After building a request and
sending it to GEE, the method returned a list of names of images available in the
specified day and region. A normal call to this method would originate from the
module sentinel/roll_.js andwould not include any search bounds as the server
would have requested those via getCoverage() instead. The only time the method
had to consider the search bounds were if the caches were unpopulated and the call
originated directly from a client. Then supplying bounds shortened the process of
calling queryDate(), getCoverage() and queryName() in sequence by being able
to bypass the getCoverage() call.

The methods used by the web server and GEE to determine whether the client
viewport intersected with an image were not strictly equal with GEE s̓ implementa-
tion. This lead to an interesting effect where a client asking for image listings could
get an image listed on the first request and that first request would populate the
server cache. Any panning of the viewport would lead to a subsequent request being
handled by the server s̓ stricter intersection check, delisting the image immediately.
As uncached requests had response times measured in tens of seconds even with
the bypass, this oddity was of much lesser importance than delivering a response as
soon as possible.

B.1.5 sentinel.js

This module was the parent of the three mentioned above. It took calls from the
router and ensured that the proper responses were sent to callback functions as well
as cached.
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getSlopes()

This was just a shim asking the cache for access tokens to a slope layer, requesting
one from GEE on cache misses.

getRender()

Given an image name the method checked the cache for access tokens. Otherwise
the request was forwarded to sentinel/generate_.js. A force parameter could
force a cache miss.

getNames()

Most of the logic in the module was placed here. The method took a date string as
well as optional GeoJSON bounds. When called the image names for the current
day would be fetched together with a geometry representing the bounds of each im-
age. Themethod would then check what images intersected with the given viewport
bounds and return a list of those. As usual a force parameter could bypass the cache.

If viewport bounds were supplied and the cache unpopulated, themethod would
do an identical request again but without bounds. This cached a list of all the images
sensed that day and their respective coverage and not just those requested by the
caller.

When the response had been sent to the caller, getCoverage() and queryName()
in sentinel/generate_.js would be called for every image name sent and the in-
formation cached as it would be requested in a short period of time.

When this was done, getNames()would be called recursively with neighbouring
days as arguments. This recursion was made six calls deep. The reason for the re-
cursion was an expected autocorrelation of dates requested via the API. This meant
that a request for one date signalled that some neighbouring dates would probably
be requested next, and the subsequent calls filled the cache with metadata about
those dates.

getNames() therefore doubled as a high-level cache filler. The internal version
of the function was actually what sentinel/roll_.js called repeatedly to perform
this task.

B.1.6 coordinates.js

The client had a function where a pop-up presented the coordinates of a clicked
point. The coordinates were presented in a number of coordinate systems and this
server-sidemodule determinedwhich systems to show. It returned a dictionary with
the coordinates in those systems.

Its only publicmethod, getCoords() took latitude, longitude and a callback func-
tion as arguments and converted those to the suitable coordinate systems for the lo-
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cation. For example, SWEREF99 TM was only listed within the borders of Sweden,
whilst the current UTM zone always showed up.

B.1.7 errors.js

As the name implies, this module specified a number of errors that could occur. It
also was a handle()method for handling those errors.

B.1.8 settings.js

This module exported an object containing numbers and strings used elsewhere in
the program. The object was hierarchical and imported by the server.js entry
point. Object instances created by server.js had their sub-object supplied as an
argument to the constructor.

B.1.9 utils/utils_.js

In software projects some utility code is useful for multiple parts of the program.
This was where such code was supposed to go. Its only member turned out to be
formatDate(), turning a JS Date into a string in a deterministic way. Functionality
for this exists in Date but as implementations vary between browsers it required a
separate implementation to be written.

B.2 Front End

For the front end, only top-level modules are reported, as UI code is verbose and of
low value density.

B.2.1 main.js

This was the entry point of the client. It instantiated the different modules and did
some message forwarding between them.

B.2.2 persistency.js

The client had support for deep linking to locations and images. In addition, in-
formation regarding location and selected image was saved between sessions. This
module was responsible for delivering initial state based on URL and cookies for the
other modules as well as constructing a new URL and overwriting cookies at every
state change.
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B.2.3 ol.js

The web map library OpenLayers (OL) was used for the map interface. ol.js con-
tained all OL-specific code aswell as information aboutwhere to fetch basemaps and
other map-related information. It exposed methods for registering events, such as
onClick() and onMove(). Some methods were used to extract information about
the current map state (eg. location and zoom level), while others manipulated the
state or adjusted what layers were active on the map.

B.2.4 control.js

This module handled the client control panel, with a date selector, layer selector,
zoom buttons and a help button. Each of these was handled by a submodule. The
control.js module had access to ol.js and could update the map by its exposed
methods. For date selection it sent the selected date to a function supplied in the
constructor by main.js.

B.2.5 layer.js

layer.js talked with the web API at the server and determined what layers to add
to the map. Except for just API-interfacing code it also contained some logic, re-
membering the last image viewed, so that the correct image could be selected if the
viewport panned outside the image for a short while and then panned back.

B.2.6 label.js

When the Avanor map interface was clicked, a pop-up showed the coordinates in
different coordinate systems. This module was responsible for setting this pop-ups̓
position correctly on the map. It also queried the server API about what coordinates
to show and formatting that information for presentation.

B.2.7 settings.js

This module served the same purpose as the identically namedmodule in the server
side code. It contained variables that may have to be changed over time, and was
structured hierarchically. main.js imported thismodule and sent parts of it to other
modules.

B.2.8 utils/utils_.js

Exactly like the server side version of themodule, this version contained code for for-
matting dates. It also contained a Request object, which was used in the client code
to do API requests. JS have a built-in object for sending requests, XMLHttpRequest.
The Request object was a wrapper around this, adding extra features.
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