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Abstract

Using robots to navigate through un-mapped environments, specially man-made infras-
tructures, for the purpose of exploration or inspection is a topic that has gathered a lot
of interest in the last years. Micro Aerial Vehicles (MAV’s) have the mobility and agility
to move quickly and access hard-to-reach areas where ground robots would fail, but using
MAV’s for that purpose comes with its own set of problems since any collision with the
environment results in a crash. The control architecture used in a MAV for such a task
needs to perform obstacle avoidance and on-line path-planning in an unknown environ-
ment with low computation times as to not lose stability. In this thesis a Non-linear
Model Predictive Controller (NMPC) for obstacle avoidance and path-planning on an
aerial platform will be established. Included are methods for constraining the available
state-space, simulations of various obstacle avoidance scenarios for single and multiple
MAVs and experimental validation of the proposed control architecture. The validity of
the proposed approach is demonstrated through multiple experimental and simulation
results. In these approaches, the positioning information of the obstacles and the MAV
are provided by a motion-capture system. The thesis will conclude with the demonstra-
tion of an experimental validation of a centralized NMPC for collision avoidance of two
MAV’s.
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Chapter 1

Introduction

1.1 Vision

With electronics, motors and on-board computers shrinking in both size and price micro
aerial vehicles (MAV’s) become easier to use and more accessible for the public. This
evolution also sparked an interest to the use of MAV’s for many applications in industry
such as inspection of infrastructure [1], surveying and mapping mines [2] and urban en-
vironments [3], search-and-rescue missions [4], and subterranean exploration [5].
As MAV’s start appearing in more and more applications the need for stable and intelli-
gent control algorithms is increasing as well. Moving from a human controlled or human
aided MAV to full autonomy requires the controller to fluidly interact with the envi-
ronment around the MAV for obstacle avoidance and path planning. Non-linear Model
Predictive Controllers (NMPC) [6] allows the controller to predict how the MAV will
behave based on possible future control inputs acting on a non-linear dynamic model of
the MAV. Since NMPC requires on-line optimization it necessarily applies as an on-line
path planner, which is required in an unmapped environment. However it is the flexibil-
ity and generality of possible constraints and weights, that can be applied and changed
at every time step, that makes NMPC a perfect candidate for on-line path-planning and
obstacle avoidance. Developing an MPC that can take geometric data of its environment
(for example from a LIDAR or a stereo-camera) and use it to constrain the accessible
state-space provides an elegant solution to computing control actions, path-planning and
obstacle avoidance all in one. Such a controller could be useful for any constrained envi-
ronment as in the applications listed above.
This thesis will not focus on the application of on-board sensors to detect obstacles, in-
stead obstacle data will be provided via a 3D motion-capture system.
The generality of NMPC also allows it to be easily integrated for central control, coop-
eration and path planning for multiple MAV’s. With a fast enough solver, NMPC can
be used as the central control algorithm for any number of MAV’s.
Towards this vision, this thesis will present methods for constraining state-space for a
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2 Introduction

wide range of obstacles as well as optimization techniques for stable computation (Penalty
Method). These constraints will initially be tested in simulations for path-planning of
single and multiple MAV’s, and extended with experimental validation of obstacle avoid-
ance for a single MAV and collision avoidance for multiple MAVs.

1.2 Background

The area of Model Predictive Control or Receding Horizon Control started in the 1960’s [7]
as an alternative to the well established Linear Quadratic Controller (LQR) [8]. It’s
advantages were flexible constraints, stability of multivariable control, and the general
ability to operate for long periods of time without expert intervention. Twenty year later
MPC gained a lot of popularity in the process industry after articles such as [9] were
published. For a full introduction to the ideas and history behind MPC see [10]. Using
MPC to control a MAV was first demonstrated to work in [11]. Most MPC schemes, like
in [11], are using linear models, making them more comparable to classical optimized
controllers since the optimization and prediction still takes the form of pure matrix op-
erations of linear models.
However the area of non-linear Model Predictive Control (NMPC) is not as mature [12]
and comes with its own set of problems, requiring more sophisticated solving algorithms
and more computing power to allow an on-line optimization. The most common algo-
rithm for solving non-linear optimization problems is called SQP (sequential quadratic
programming) [13], but does have its drawbacks of requiring a solution to a quadratic
program at every iteration of the algorithm.
The solver used in this thesis is called PANOC (Proximal Averaged Newton-type method
for Optimal Control) [14][15] and is an optimization algorithm for non-convex optimiza-
tion problems. As the acronym implies, it uses a Newton-type method and is designed to
be used for optimal control problems. Its advantages lie in being matrix-free, requiring
only the computation of Jacobian vector products. This allows for a very fast conver-
gence time, which is required for control of a MAV.
There are many control schemes for path-planning and obstacle avoidance that have
successfully been used for MAV’s, for example potential fields [16][17] or graph search
methods like A* [18]. Using NMPC for path-planning and obstacle avoidance for MAV’s
has gained some traction as well [19] and has been shown to work outside simulation in an
experimental environment [20]. This thesis aims to extend the results of [20] with simula-
tions and experiments over a wider range of scenarios. Also by implementing parametric
constraints for the NMPC, where position and geometry of obstacles are invoked at every
time step. This brings this control scheme one step closer to being able to be used for
real world applications where the environment is unknown and/or changing. Controlling
multiple MAV’s with NMPC is a novel and very interesting research direction. With
faster computation and smarter optimization algorithms, the solver time of such a con-
trol scheme has reached a stage where it has been applied and tested on an experimental
platform [21]. Many of these approaches, like [21], are using distributed NMPC where
trajectories are shared between agents for collision avoidance. This thesis will offer a
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centralized NMPC where the non-linear dynamics of two MAV’s are considered as one
system.

1.3 Field Application
At the Field Robotics Lab at LTU one of the main research directions is underground
and urban navigation and mapping for multiple autonomous MAV’s. This includes a co-
operation with various mining companies from the European Union via the SIMS project
[22]. LTU is also part of the current DARPA Subterranean Robotics Challenge [23] in a
cooperative team including NASA’s Jet Propulsion Lab and Caltech, in which the goal
is very similar.
Excluding the mapping part, the main challenge of these projects is to autonomously
fly through an un-mapped closed environment. To do so the control architecture has
to include obstacle avoidance as well as on-line path planning. In this type of environ-
ment there are different types of obstacles; walls, obstructing features in the passage,
but also another type of "obstacle" which is specifically considered in this thesis: small
entrances/tunnels where the whole space is obstructed except said entrance. This means
that the MAV has to pass through the obstacle, instead of avoiding one specific area.
This could for example be a window in an urban environment, where the MAV has to
pass through the window into a room on the other side. If one wants to use NMPC
for this application, there are two major requirements: First, a non-linear solver that is
computationally stable and fast enough to match what is required to stabilize an MAV
(approximately 20Hz), and second, a way to constrain the state-space based on the loca-
tion, size and geometry of the obstacles.
This includes formulating a cost function that includes obstacles, performing simulations
that specifically considers solver time and path generation (obstacle avoidance), and
lastly setting up an experimental platform where the simulated qualities can be verified.
Towards this direction, this thesis includes the mathematics behind NMPC, an overview
of the solver and methods used in solving this type of optimization problems, MATLAB
simulations of various obstacle avoidance situations, and laboratory experiments using
nano quad-copters as the platform and a motion-capture system for state and obstacle
data.
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Chapter 2

Theoretical Background

2.1 MAV Kinematics

Figure 2.1: Freebody Diagram of MAV

The system kinematics used for all simulations and control is a much simplified non-linear
model of a micro aerial vehicle (MAV).

5



6 Theoretical Background

ṗ(t) = v(t)

v̇(t) = Rot(φ(t), θ(t))

 0
0

T (t)

−
Ax 0 0

0 Ay 0
0 0 Az

 v(t)−
00
g


φ̇(t) = 1

Tφ
(Kφφref (t)− φ(t))

θ̇(t) = 1
Tθ
(Kθθref (t)− θ(t))

(2.1)

where p(t) ∈ R3 denotes the position, v(t) ∈ R3 denotes the velocity and φ(t), θ(t) ∈
R2 are roll and pitch angles respectively. Rot(φ(t), θ(t)) ∈ SO(3) is a rotation matrix
that describes the attitude in an Euler form. φref ∈ R, θref ∈ R and T (t) ∈ R+ are
references in roll, pitch and thrust (sum of thrust from all rotors). The model assumes
that acceleration is only dependant on the magnitude and angle of the thrust vector
produced by the motors as well as linear damping terms Ax, Ay, Az ∈ R. The attitude-
terms are modeled as a first order system of the attitude (roll/pitch) and the reference,
with Kφ, Kθ as gains and Tφ, Tθ ∈ R as time constants. This of course assumes that there
exists a lower-level attitude controller (Figure 3.1) that takes thrust as well as roll and
pitch angles as input, although this is the standard for many flight controllers such as
ROSflight [24].

Solving for Rot(φ(t), θ(t)) and writing out the full system of equations the result is

ẋ(t) = vx
ẏ(t) = vy
ż(t) = vz
v̇x(t) = cos(φ(t))sin(θ(t))T (t)− Axvx(t)
v̇y(t) = −sin(φ(t))T (t)− Ayvy(t)
v̇z(t) = cos(φ(t))cos(θ(t))T (t)− Azvz(t)− g
φ̇(t) = 1

Tφ
(Kφφref (t)− φ(t))

θ̇(t) = 1
Tθ
(Kθθref (t)− θ(t))

(2.2)

By altering the thrust and reference angles into the decision variable vector u(k) and
discretize with the sample time δt ∈ R+.

x(k+1) = x(k) + vx(k)δt
y(k+1) = y(k) + vy(k)δt
z(k+1) = z(k) + vz(k) × δt
vx(k+1) = vx(k) + [cos(φ(k))sin(θ(k))u1(k) − Axvx(k)]δt
vy(k+1) = vy(k) + [−sin(φ(k))u1(k) − Ayvy(k)]δt
vz(k+1) = vz(k) + [cos(φ(k))cos(θ(k))u1(k) − Azvz(t)− g]δt
φ(k+1) = φ(k) +

1
Tφ
(Kφu2(k) − φ(k))δt

θ(k+1) = θ(k) +
1
Tθ
(Kθu3(k) − θ(k))δt

(2.3)

The form in 2.3 is the system kinematics that will be used in simulations as the state
update function as well as the control equations for the MPC. Whenever a state function
is mentioned it is in reference to equation 2.3.
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2.2 Introduction to Model Predictive Control

Figure 2.2: Classic MPC descriptive figure

A great thing about a model like the one described by equation 2.3 is the fact that it is
predictive. Thus by applying a certain u(k) and computing the corresponding outcome,
the system reaches a future predicted state. This can be done over and over as many
times as is desired and thus allows the prediction of the state of every controlled variable
from the current time step k to every future time step k+i where i ∈ N0, based on the
input reference. Alternatively this is another way to say that the future states of the
system is a function of possible control actions as well as the initial condition. Consider
equation 2.3 as f(x(k), u(k)) with x(k+i) as a vector of all eight state variables at time
k + i.

x(k+1) = f(x(k), u(k))
x(k+2) = f(x(k+1), u(k+1)) = f(f(x(k), u(k)), u(k+1))
x(k+3) = f(x(k+2), u(k+2)) = f(f(f(x(k), u(k)), u(k+1)), u(k+2))

(2.4)

As seen in 2.4 the predicted future states are only dependant on the initial condition
x(k) = x0 and the control inputs u(k), u(k+1)...u(N) where N is the Control Horizon and
signifies how many time steps forward are to be considered. In figure 2.2 the Control
Horizon is denoted by M time steps into the future and the Prediction Horizon by N
time steps, meaning that the two do not have to be the same. In this thesis, only the
case where the prediction horizon is the same as the control horizon is considered, and
both are denoted by N.

The controller is then designed to select an optimal series of control actions to get
the system from the current state to a future preferable state. What is considered a
preferable state is decided by the cost/objective function that is to be minimized. This
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approach turns the question of controlling the system to reach a desired state into a
pure optimization problem, where the task of the control engineer is to construct an
appropriate cost function for the task at hand.
The main difference between MPC and conventional or classic control theory is the lack
of a pre-computed control law. Instead a constrained optimization problem is solved at
every time step. This of course grants the advantage of making a sub-optimal move at
the current time step because it will lead to a "path of less resistance" for the whole
control horizon of the system.

2.3 Cost Function Formulation

The purpose of a cost function is to provide a means to measure the value of a certain
configuration of states and inputs. As soon as a value is assigned it is possible to solve
for the lowest possible cost/value. The solution for the lowest cost is then considered as
the optimal series of control moves, uopt. Let J denote the cost of the cost function as
g(u, p)

J = g(u, p) (2.5)

where u in this case denotes an N × 3 matrix (as the system has three inputs and is
computed for N time steps) and p ∈ Rnp is the parameter of the function and np is the
number of parameters (current states, references, and other data that is invoked at every
call to the function). Then the optimal solution that minimizes the cost function is

Jmin = g(uopt, p) (2.6)

In figure 2.2 this solution is denoted as uk+i|k, which means the optimal inputs to the
system at time step k+i, computed at the current time step k. Only the first row of uopt
is used, uopt(k), and is applied to the MAV. Then the optimization problem is re-solved
for the next time step k+i. This means that to obtain the current control action an
optimization problem with a receding horizon has to be solved at every time step using
the current state of the system and other parameters as the initial condition.

2.3.1 Kinematics Cost

The kinematic costs are costs related to states, inputs and changes in inputs. This part
of the cost function will not be discussed at too much length as it follows a quadratic
form with some modifications. Let Jkin denote the kinematic cost then

Jkin =
∑N

k=1(xref − x(k))
TQx(xref − x(k)) + (uref − u(k))

TQu(uref − u(k)) + (u(k) − u(k−1))
TQ∆u(u(k) − u(k−1)) (2.7)

where Qx ∈ R8x8, Qu ∈ R3x3 and Q∆u ∈ R3x3 are weighting matrices for the states,
inputs and changes in inputs respectively. Of course u(k−1) does not exist for k = 1, but
uold ∈ R3 the optimal control move applied at the past time step, is added as part of
parameter p. So it takes the place of u(k−1) for k = 1. Additions to the cost function are
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an end-state cost Jend which is a cost related to the predicted state at k = N + 1, i.e.
after the final control move uN ∈ R3 is applied.

Jend = (xref − x(N+1))
TQxf (xref − x(N+1)) (2.8)

where Qxf ∈ R8x8. Also define soft constraints on the inputs as

Jc =
N∑
k=1

3∑
i=1

Qc,imax(u(k),i − umax,i, 0) +Qc,imax(−(u(k),i − umin,i), 0) (2.9)

Qc ∈ R3x3 is the weight matrix for the constraints on the three inputs. The max(a, b)
function is defined as a logical function that compares a to b and outputs the larger of
the two. In this case it will output 0 if uk,i is within the constraints of umin < u < umax
and how much outside the constraints u is otherwise. The reason for calling it a soft
constraint is that the solver is still allowed to break the limits of the constraint, there
is just a cost associated with breaking it. The constraint is therefore made less soft by
increasing the weights in Qc. Soft constraints like equation 2.9 are easy to implement
and customize since they are written in the cost function itself.

2.3.2 Obstacle Costs and Geometry

The requirements for the representation of obstacles in a cost function are that the ex-
pression is differentiable and that it can be made parametric. Again the max(a,b) logical
function is very appropriate. Using it on the form max(h,0) where h is an inequality
expression for the obstacle geometry sets its derivative to zero when h is less than zero
and the derivative of h otherwise. Thus h=0 represent the boundary of the obstacle
and h can be any C1,1 function. For example the case of an infinite cylinder can be
mathematically represented as

hcylinder = r2
obj − ((xk(1)− xobj(1))2 + (xk(2)− xobj(2))2

Jcylinder =
∑N

k=1 Qomax(hcylinder, 0)
(2.10)

Qo ∈ R is the obstacle weight, robj specifies the radius of the cylinder and xobj specifies
its position in x and y respectively. This data is then included in the parameter p sent
to the solver.
To visualize this inequality a costmap is a great tool. It is a 2D slice of 3D space with
the new third axis representing the cost associated with that position.

As can be seen in Figure 2.3 the cost surface is smooth with no discontinuities and
the cost is zero outside the specified radius.
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Figure 2.3: Costmap for an infinite cylinder at (0,0).

To create more complex structures take the product of several max(hi, 0) constraints.
For example, inversing the cylinder inequality and including a hxmax and hxmin makes
a wall with thickness xmax − xmin with a hole with properties as (2.10). This will be
referred to as a "hoop".

Figure 2.4: Costmap of a wall with thickness 0.8m and a hole at (0,0,1) with radius 0.5m
at z=1.
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In this case the cost is zero on both sides of the wall as well as inside the cylinder that
represent the hole. The general idea is to use many inequalities to represent a region of
space, where the cost is zero everywhere except where all inequalities are simultaneously
true. For a polytope geometry the general form of

hline = ax(1) + bx(2) + c (2.11)

where (a,b,c)∈ R3 are line parameters can be used in 2D. The 3D case can be described
as

hplane = ax(1) + bx(2) + cx(3) + d (2.12)

where (a,b,c,d)∈ R4 are plane parameters. Below are some examples of 2D geometries
produced by intersecting lines.

Figure 2.5: Costmap of square with side 1m and centre at x=0.5 y=0.5
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Figure 2.6: Costmap of 4 arbitrary line intersections.

In a real world scenario, these types of constraints would come for example from a
line approximation from LIDAR data if the area is not already mapped. Of course it is
also possible to include multiple obstacles, as in the double-wall example below.

Figure 2.7: Costmap of two walls with thickness 0.8m at x=1 and x=-1, stretching to
y=1 and y=-1 respectively
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2.4 Non-linear Solver

2.4.1 CasADi

CasADi [25] is an open-source tool for nonlinear optimization and algorithmic differ-
entiation. It provides a framework for doing large symbolic differentiation, computing
Jacobian matrices and much more. By utilizing CasADi it is possible to do a symbolic
single-shooting of the entire cost function. This is equivalent of equation (2.4), where for
each time step the state update function (2.3) is applied. CasADi produces a symbolic
object of each state at every time step that is only dependant on the initial condition
and the decision variable. The kinematic- and obstacle costs can then be applied to this
symbolic object. For example the x -position at k+2 is defined as

xk = x0

xk+1 = x0 + vx0 × δt
xk+2 = x0 + vx0 × δt + (vx0 + [cos(φ(k))sin(θ(k))u1(k) − Axvx0]× δt)δt

(2.13)

So in equations (2.7-2.10) the cost is applied on the symbolic expression of the states at
each predicted time step. This is called a single shooting of the cost function, where a
single object containing the symbolic expression for the states and the associated cost for
the whole control horizon is created. For a control horizon of 40 the expression becomes
unbearably large. It is here that CasADi has an advantage, by symbolically representing
and differentiating the cost function (to find its gradient) by applying the chain rule.
The only down side to this is that every part of the cost function has to be expressed
symbolically in a way that CasADi can handle, as well as being piece-wise differentiable.
That is the reason for (ab)using the max(a,b) function in the cost function, as it fills
both conditions.

2.4.2 OpEn

OpEn [26], short for Optimization Engine, is an optimization tool with a focus on optimal
control. Its centre-piece is the non-linear non-convex solver PANOC, but also includes
a code-generation library. From the CasADi object (constructed in either MATLAB or
Python) of the cost function an auto-generated Rust module is built with customizable
settings for constraints, solver tolerances, build configuration and more. It is in this
module that PANOC is applied to the cost function to solve for a local minima. OpEn
also builds a TCP/IP-interface which is used to call the solver from either MATLAB
or Python. For this thesis MATLAB was used for simulation and Python for the ex-
periments, but both cases operate the same way. Via a Python/MATLAB library the
TCP/IP-connection is initialized, a call to the function with parameter p∈ Rnp (initial
conditions, references, obstacle data, initial guess) is made, and a solution is returned
that includes uopt, solver time, number of iteration etc.
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2.4.3 PANOC

It is outside the scope of this thesis and its author to go into detail about the inner
workings of PANOC, and the details have been published in an earlier article [27]. Instead
this is an overview of PANOC and its purpose in this thesis. Doing NMPC for aerial
robotics is not something new, the problem has always been the solver time required
to stabilize a MAV. The implementation of the cost function and obstacles presented
in this thesis was first done in simulation via the MATLAB fmincon function, which
unfortunately was approximately 60 times slower than required, so a faster solver was
needed. [20] was the first time a MAV was demonstrated to fly and do obstacle avoidance
using NMPC, of course using PANOC. So what is it that makes PANOC so fast? First,
the notion of solving for a local/strong minima comes from that PANOC uses a Forward-
Backward Envelope. It is a functions whose properties simply are to share a minima of
sufficient strength with the cost function (as well as being continuous and real-valued).
This can be seen as a smoothing of the cost function, which acts as a globalization
strategy meaning that methods that only guarantee local convergence can be applied to
the envelope function, since it only shares the strong minima with the cost function. If we
define the iterative operation applied to the initial guess of the system using a proximal
gradient method as:

uν+1 = Tγ(u
ν) (2.14)

where uν is the current iteration of the solution and uν+1 is the following iteration. Tγ is
a gradient-based function applied to uν to compute uν+1. We can define a critical point
of this operation as:

u∗ = Tγ(u
∗) (2.15)

i.e. where the iterative process converges. Then it is assumed that these points are a
zero for a residual operator as:

R(u) =
1

γ
(u− Tγ(uν)) (2.16)

On this form a Newton-type method can be applied as

µν+1 = µν + dν (2.17)

where dν is a term based linear operators and the residual. This type of method allows
for very fast convergence but only for local minima, thus the envelope function. PANOC
then combines these very quick Newton-type updates with slower projected gradient
method updates. Of course there is much more to the PANOC method than this, but
the end result is a very fast and stable convergence to the strong minima.

2.4.4 Penalty Method

The penalty method is a method for ensuring stability of computation when navigating
around obstacles at a cost of computation time. It involves making solver calls with
increasing weights on the obstacles instead of just one. The complexity of the problem
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is much lower with a lower obstacle weight as the path is much closer to the straight
line between current position and reference. Since PANOC uses the previous solution as
an initial guess, doing a step-by-step increase of obstacle weight makes for much easier
computation, where the trajectory is gradually pushed out as cost-minima moves out of
the obstacle.
As seen in Figure 2.8 as the weight increases the optimal path curves away from the
obstacle, this effect can be seen as an equilibria of the increased kinetic cost from the
more curved path and the increased obstacle cost the further into the obstacle the path
is. The idea is to increase the obstacle weight until the path lies entirely outside the
obstacle. This might seem like a waste of computation power but each step in re-solving
with a very similar solution takes much less time (fewer solver iterations) than solving for
the final path right away. For reference solving the above scenario of position tracking
around an infinite cylinder has a solver time around 4 ms when solving with an obstacle
weight of 500 right away, and around 15 ms using a 6-step penalty method. This is still
much lower than the 50 ms (20Hz) wanted sample time.

Figure 2.8: Solutions of reference tracking with varying obstacle weights for an infinite
cylinder

A slightly more subtle reason for using the pentalty method can be seen below in
Figure 2.9. When the transient of the system (here meaning the time it takes going from
initial condition to reference) is longer than the control horizon there is no guarantee
that the optimal path for the horizon will be similar, or "along" the wanted path. The
solver will only do what it is supposed to do and that is find a sufficiently strong local
minima in the cost function which of course only considers the current control horizon.
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In Figure 2.9 the solution at k=20 is obviously deviant from both the final computed
path and the other optimal solutions. PANOC has still converged to some strong minima,
just not one along the desired path. If the penalty method was not used here the solver
would use this solution as the initial guess for the next time step, and probably converge
to a similar local minima also not along the desired path. But since the system is re-
solved with an increasing obstacle weight starting at zero every time step, the solution is
always re-aimed back to the reference before obstacles are added (as in Figure 2.8). This
increases the computational stability and ensures that the solution does not get stuck
along the wrong path after one deviant solver call.

Figure 2.9: MAV path around wall-obstacle and optimal solutions along that path at
different time steps



Chapter 3

Experimental set-up

This section will discuss all components of the experimental set-up and lab envi-
ronment that the experiments were preformed in, namely: the chosen aerial platform,
motion-capture system, and additional software required for an experimental validation.
The full control architecture can be seen in Figure 3.1.

Figure 3.1: Full control architecture used for experimental set-up

3.1 Platform
The platform used for experiments is the Crazyflie 2.0 [28] presented in figure 3.2. It
is a commercially available nano quad-copter produced by Bitcraze. It comes with the
"Crazyradio PA" USB dongle used for communicating with the Crazyflie. The reasons
for choosing this as the experimental platform are threefold: It is easy to use, cheap if
it breaks and needs to be replaced (also parts are very easily replaced), and due to its

17
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small size it is quite harmless when crashing both to itself and other equipment. It does
come with the downside any cheap drone has, in that it is inconsistent in terms of flight
stability, battery length and output and cannot handle very large control inputs. It uses
a small lithium battery that can be charged via micro-USB, and has a flight time of
about 2-5 minutes depending on the intensity of the flight. It has an on-board gyroscope,
magnetometer, accelerometer and pressure sensor.

Figure 3.2: Crazyflie Nano Quadcopter

3.2 ViCon

The Field Robotics Lab (FROST) at Luleå University of Technology is equipped with a
ViCon motion capture system. It uses infrared cameras as seen in Figure 3.3a to detect
a particular type of reflectors (Figure 3.3b). These reflectors are glued to an object in
a certain configuration that is saved and used specifically for tracking that object. The
system uses 21 infrared cameras to provide sub-milimeter accuracy in position tracking.
It also tracks attitude, angular rates and velocity. In this experimental set-up ViCon
provides the position, velocity and attitude data (in quaterions) of the MAV, as well as
the position of obstacles.

3.3 ROS

Robot Operating System (ROS) [29] is a flexible framework for writing robot software.
It is a collection of tools, libraries, and conventions that aim to simplify the task of cre-
ating complex and robust robot behavior across a wide variety of robotic platforms. It is
open source and has an almost infinite number of custom packages, message types and
more. In this thesis ROS will fill two specific purposes: Handling messages and recording
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(a) One of the 21 infrared ViCon cameras used
for tracking

(b) Reflectors of different sizes used to track ob-
jects via ViCon

Figure 3.3: Motion Capture system

experiment data. As a message handler ROS works as a bridge between different plat-
forms and languages. It works on a subscriber/publisher basis, where as long as two ROS
nodes are connected to the same master (for example via wifi) they can share messages
by subscribing or publishing to a certain topic. Messages are sent via specific message
types, that need to be specified in the publisher/subscriber. The two message types used
in this ROS-architecture are nav_msgs for sending odometry data (position, velocity,
quaternions) of the Crazyflie and the obstacles from ViCon, and Geometry_msgs for
sending the PANOC solution and yawrate (simple P-controller) to the low-level attitude
controller. The full ROS-network can be seen in figure 3.2 below.

Figure 3.4: Proposed ROS architecture and message types used for MAV navigation

3.4 Crazyflie-ROS package

An additional tool used for the set-up is a ros-package [30] for integrating ROS with the
crazyradio PA, publishing and subscribing to the relevant topics, and doing the low-level
control (simple PID) and motor mixing as described by Figure 3.1. The package has
many more utilities, but for this set-up it is only used to do low-level control, as well
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as doing the data transfer of the motor signals to the Crazyflie via the Crazyradio PA.
It sets up a ROS subscriber to the Cmd_vel topic using Geometry_msgs, to which the
control inputs are published. To send the motor signals via the Crazyradio, it is only
required to specify the radio address of the Crazyflie. This package also has support for
multiple Crazyflies.

3.5 Thrust Mapping and Body Rotation
As the thrust u(1) = T computed by the NMPC is a pure acceleration term, it is required
to map this acceleration to the utε[0, 1] control signal taken by the low-level controller.
The relation between motor-voltage and (massless) thrust can be simplified to a quadratic
relationship as:

ut =

√
T

C
(3.1)

where C∈ R is a constant mapping control signal to acceleration. The simplest way
to find this constant is to find the take-off thrust for the drone i.e the control signal
ut0 ∈ [0, 1] that results in hoovering. Since we know that the mass-less thrust T ∈ R+

for hoovering is g the mapping constant C is

C =

√
9.81

ut0
(3.2)

Unfortunately due to the issues described earlier with the Crazyflie the ut0 varies both
among batteries and from charge to charge, so because of the platform perfect alti-
tude/thrust control is very hard unless re-tuned before every experiment. An additional
result from this is that if equation 3.1 holds the maximum thrust from the Crazyflie has
to be Tmax = C2 ∗ 12 which can then be used as the upper limit for the thrust-input.

The ViCon data sent as the state data is in a global coordinate frame, and since the
prediction model excludes a yaw term it can be seen as being in a global coordinate frame
as well. To compensate for the lack of a body coordinate frame the reference roll and
pitch angles φref , θref are rotated by the yaw angle ψ before being applied to the low
level controller (as can be seen in figure 3.1) via a 2-D rotation matrix as[

φref,b
θref,b

]
=

[
cos(ψ) − sin(ψ)
sin(ψ) cos(ψ)

] [
φref
θref

]
(3.3)

Since it is a unit transformation the magnitude of the total control input remains the
same, and the end result is simply an alternative way of doing a body-frame rotation
instead of rotating the whole state vector. It also makes the description of obstacles easier,
since it can also be kept in the global frame i.e. both the MAV states and obstacles are
kept in global frame in the prediction, and only after the solution is computed (in the
global frame) are the control inputs rotated to the MAV body-frame.
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Results

Since during this thesis obstacle avoidance around simple obstacles with a position
reference has already been shown in passing in figures 2.8 and 2.9, the following simula-
tions will include multiple obstacles and also use the more real-word applicable velocity
reference. Position tracking around for example a cylinder has also already been demon-
strated in [20]. The reason for doing this is that the main application for this thesis is
exploration and moving through unmapped areas. Of course without a motion capture
system or a map the absolute x-y position of the MAV will be unknown, and it will
be required to move through an unmapped area with only a reference in the direction.
There is also no a-priori knowledge of the position of the obstacles. Position and weights
are given to the obstacle only when the simulated MAV is in line of sight of the obstacle.
Keep in mind that despite this it is not realistic to know the full geometry of an obstacle
right away since any sensor would only see one side.

For simulation the weights in eq. 2.7 and 2.8 are chosen as

Qx = Diag(0, 0, 60, 30, 3, 3, 8, 8)
Qu = Diag(10, 10, 10)
Q∆u = Diag(20, 8, 8)
Qxf = 10 ∗Qx

(4.1)

In a simulation environment the goal is to match the behavior of the simulation to that of
a real MAV, not achieve maximal performance. Therefore both the input and input rate
weights, Qu and Q∆u, are chosen high for more fluid movement and to prevent spikes in
control inputs. The low level controller actually has to be able to deal with the reference
inputs without erratic movements or crashing. These weights will of course have to be
re-tuned for the experimental validation. It might seem arbitrary to specifically chose
the vx weight so high, but all simulations will be done with a velocity reference in the
x -direction. This weight can of course be made parametric as to always have a higher
weight in the direction of the velocity reference.
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Soft constraints in equation 2.9 are:

umin =

 8.5
−0.7
−0.7

umax =
130.7
0.7

 (4.2)

with weight Qc = Diag(10000, 10000, 10000). umin and umax are quite arbitrary as long
as chosen within reason. They are very dependant on both the platform and the chosen
low-level controller, and will have to be re-tuned for experiments anyway. The max
thrust should match the acceleration achieved from a maximum control signal (i.e 1 if
ut ∈ [0, 1]. The min/max of the reference angles will depend on how well the attitude
controller handles larger inputs. In this simulation case 0.7rad is chosen as a reasonable
constraint for a well-tuned and fast attitude controller. Qc is chosen very large, and
acts much like a hard constraint in the following simulations. In all simulations a 6-step
penalty method is applied to the obstacles.

4.1 Simulation

4.1.1 Multiple obstacles with reference velocity

In Figure 4.1 is the simulated path of a MAV through a hoop and past a cylinder-obstacle.
At no point along the path does the MAV enter into any obstacles. Figure 4.1 shows a
smooth path with no sudden or volatile movements while avoiding obstacles.

Figure 4.1: MAV Path through hoop at (0,0,1) with radius 0.4m and past cylinder at
(-2,0) with radius 0.8m. Reference velocity is vx = −1

All three control inputs are kept well within the bounds of umin < u < umax. The
general benchmark for solver time is that is must be below 50ms (20Hz) as that is the
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sample time of the controller. In this simulation the solver time stays well below that
and during the "avoidance phase" of the simulation it is kept at around 15ms.

Figure 4.2: Simulation data of 4.1. Top: Thrust and solver time, bottom: roll and pitch
angles compared to respective control signal

Figure 4.3 shows the simulated path avoiding two wall-like obstacles. The path does
enter the second wall for one sampling instant, but this is to be expected. The cost of
entering an obstacle is very low right at the border so this simply has to be compensated
by with the obstacle position and size.

Figure 4.3: MAV Path past two walls at x=0 and x=-2 with thickness 0.8m
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As before all control signals are kept within the constraints as observed in Figure
4.3. The solver time is significantly higher for this simulation, but only spikes to 42ms.
The reason being that the obstacles in this simulation require a more curved path that
is further from the straight path along the reference (vxref = −1).

Figure 4.4: Simulation data of 4.3. Top: Thrust and solver time, bottom: roll and pitch
angles compared to respective control signal

4.1.2 Multiple MAV’s with multiple obstacles

Controlling multiple MAV’s is a very hot research topic right now. The problem lies in
solving for the path of multiple MAV’s as a combined system fast enough. Solving for
one combined system rather than two separate gives the advantage of considering any
cooperative maneuver in the prediction as well, like the constraint shown in equation 4.4.
Due to the generality and ease-of-use of OpEn adding the dynamics and constraints of
a second MAV is very straight-forward. Since PANOC operates via a single-shooting of
the cost function the combined system of two MAV’s can be written directly into the
cost function.
To the cost function of a single MAV (that has been previously described) add a second
set of kinematic costs (eq. 2.7), input constraints (eq. 2.9), obstacle constraints/costs as
described in Section 2.3.2, and a state-update on the form of eq. 2.3 all relating to the
second MAV. When the single-shooting of the new cost function is performed it captures
the costs, dynamics and constraints of both MAV’s in the same object.
Now PANOC will solve for twice the number of decision variables (here 2×3×N = 240).
Let x1 and x2 denote the state vector for the two MAV’s. In addition add a distance
constraint as:
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hdist = r2
d − (x1(k)(1)− x2(k)(1))

2 + (x1(k)(2)− x2(k)(2))
2

Jdist =
∑N

k=1Qdmax(hdist, 0)
(4.3)

where rd ∈ R. This constraint works just like a cylinder constraint but comparing the x-y
positions of the two MAV’s. The result is that the two MAV’s keep a distance of at least
rd from each other. The distance constraint is included for collision avoidance between
MAV’s. In the simulation shown in figure 4.5 two MAV’s avoid a cylinder obstacle with
vx1ref = −1 and vx2ref = −1 while keeping a distance of 0.5m.

Figure 4.5: Simulation of two MAV’s past cylinder obstacle.

In figure 4.6 the solver time and distance between the two MAV’s can be seen from
the simulation in 4.5. The solver time stays well below 50ms despite solving for twice the
decision variables. This is not unexpected as the required path is not hugely curved. The
distance constraint of 0.5m between MAV’s is also maintained throughout the simulation.
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Figure 4.6: Solver time (top) and distance between MAV’s (bottom) for simulation in
4.5.

In the follwing simulation the obstacle positions are known a-priori (but still invoked
as a parameter), and include all of the obstacle types so-far considered (cylinder, hoop,
polytopes).This is done to test the stability and computation time of the solver with
both multiple obstacles and two MAV’s. Both MAV’s are given a reference velocity as
vx1ref = −1 and vx2ref = −1.

Figure 4.7: Simulation of two MAV’s through obstacle course

Both paths do slightly cross the edges of the walls much like in figure 4.3. Other than
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that both MAV’s complete the obstacle course without entering any obstacles and keep
a smooth and non-volatile path while maintaining the distance constraint. The solver
time can be seen below in figure 4.8. The average solver time for the simulation is 20ms
but it does peak up to 48ms.

Figure 4.8: Solver time (top) and distance between MAV’s (bottom) for simulation in
figure 4.7

4.2 Experiments

Since the flying arena in the Field Robotics Lab is relatively small, performing the same
type of situations as in the simulations is quite unfeasible. Therefore the experiments
regarding a single MAV will be contained to three steps; Position reference tracking,
simple obstacle avoidance past a pre-defined cylinder, and finally the full hoop experiment
where hoop-data is given by ViCon. In the case of multiple MAV’s a collision avoidance
experiment is performed using two MAV’s.
Of note is also that prior to these experiments being performed a new feature was added
to PANOC/OpEn, which is an internal penalty method. While the penalty method itself
is performed the same way it now happens internally in the solver. This greatly reduces
the extra computation time that making multiple solver calls adds. All experiments use
a 4-step penalty method.
Since the set-up is changed to a position reference naturally the state-weight matrix has
to be changed as well. After some tuning the input constraints were also greatly lowered
since the platform or low-level control caused instability and oscillations when subjected
to large input references in roll and pitch. In addition, the tuning of the input weight
was also slight changed. So, for the following experiments Qx, Qu, Q∆u, umin, umax are as
follows
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Qx = Diag(7, 7, 60, 3, 3, 3, 8, 8)
Qu = Diag(5, 10, 10)
Q∆u = Diag(10, 12, 12)

(4.4)

umin =

 8.5
−0.3
−0.3

umax =
13.70.3
0.3

 (4.5)

4.2.1 Reference Tracking without obstacle

This experiment is done to tune the above mentioned weights and check that the NMPC
is acting normally in a more basic situation. The task is to take off and then follow a
series of reference inputs that change during the flight in the shape of a square.
As can be seen in figures 4.9 and 4.10 the performance is good but not optimal. First, at
take-off there is a quite massive overshoot of the altitude, but despite tuning efforts this
effect could not be removed. As mentioned in section 3.1 and 3.5 the chosen platform
has some variability when it comes to the thrust, and re-tuning for every battery charge
is not possible. Second, there are some slight steady-state errors in x - and y-positions.
However, the goal here is not a perfect position tracking but to tune the controller in such
a way that the obstacle avoidance is optimal. This error could be reduced by increasing
the weights on the positions in Qx, but doing so would negatively impact the obstacle
avoidance (since moving out of the way of the obstacle also means moving away from the
position reference).

Figure 4.9: Path of Crazyflie for position reference tracking in square shape
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Figure 4.10: Position coordinates during experiment in 4.9

When it comes to the input plots in figure 4.11 it looks as expected with a big change
in roll/pitch to gain velocity in that direction followed by quick momentary inputs to
stabilize the attitude after accelerating. This is considered a good enough result to move
on to obstacle avoidance.

Figure 4.11: Control inputs to low level controller during experiment in 4.9

4.2.2 Cylinder Obstacle

Here the obstacle avoidance is introduced. The obstacle is a cylinder as described by eq.
2.10. The position of the cylinder is just given as a constant i.e. ViCon does not provide
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the obstacle data for this experiment. The Crazyflie is to take-off, then move past the
cylinder obstacle to arrive at a position reference.
In figure 4.13 there is the same slight steady-state error in x- and y-positions as in the
previous experiment. Interestingly the take-off is performed without major overshoot,
despite using the same platform with the same tuning. The path tangents the obstacle,
and at one points slightly breaks the obstacle constraints. The reason for this could be
multiple; instability of the low-level controller or platform causing a small shift into the
obstacle, the small delay of input data, or the small delay of the ViCon data. Other than
that PANOC correctly solves for the path around the obstacle.

Figure 4.12: Path of Crazyflie past cylinder obstacle at (0,4) with radius 0.7m

Figure 4.13: Position coordinates from ViCon of Crazyflie during 4.12
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Looking at the input graphs in figure 4.14, after the initial reference change at time
step 200, as the Crazyflie momentarily breaks the cylinder constraints there are some
massive input oscillations. This is because if the initial condition sent to the solver at
that time step states that the Crazyflie is inside the obstacle, PANOC will output a very
strong control signal to move out of the obstacle. The rest of the spikes in input are
to stabilize the attitude after moving out of the obstacle. This is not perfect of course,
but looking at figure 4.13 at time step 220, where the constraint-break happens, the
oscillatory behavior minimally effects the path of the Crazyflie.

Figure 4.14: Input to low level controller during experiment in 4.12

4.2.3 Double pass through Hoop

Finally the full control architecture as described in Figure 3.1 is used, where ViCon
tracks the position of the obstacle. In this case a hula-hoop will define the location of
the entrance that the Crazyflie must go through. The task of the controller is to take
off and then move through the hoop (right hoop in figure 4.15) to a position reference.
At this point the position of the hoop is manually changed, and a new position reference
to go back to the original position is given, thus the Crazyflie should now pass through
the hoop once more on the way back (left hoops in figure 4.15). In figure 4.15, there are
several sets of hoops. The black represent the actual hoop size, while the blue represent
the mathematical constraints given to the solver. Since the path will at best tangent
the edge of the obstacle, it is required to give a safety distance of at least the radius of
the MAV to prevent it from making contact with the hoop. Here the real hoop has a
diameter of 0.7m, and the constraints have a diameter of 0.5m. The thickness of the wall
(here 0.8m) is required to actually penalize going into the constrained region. If none or
only a few time steps are spent inside the wall, the solver might compute that the lowest
cost solution is to fly through it. The full equations for the obstacle cost are:
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hinvcylinder = −(r2
obj − ((xk(2)− xobj(2))2 + (xk(3)− xobj(3))2)

hxmin = xk(1)− xobj(1) + 0.4
hxmax = −(xk(1)− xobj(1)) + 0.4

Choop =
∑N

k=1Qomax(hinvcylinder, 0)max(hxmax, 0)max(hxmin, 0)

(4.6)

This is equivalent to figure 2.4 where the hxmin, hxmax terms create a wall with thickness
0.8m, and just as shown in eq. 2.4 the states at xk+i represent the predicted state at that
time step. Qo has an initial value of 10, but a four step penalty method is done with an
update factor of 10.
The path of the Crazyflie very cleanly passes through the hoop (black) on both passes
as seen in figure 4.15. Just as for the cylinder case though, it momentarily breaks the
constraints (blue rings) on both passes through, which causes the oscillation seen in 4.17.
Again, the cause of this could be many; the delay of publishing input data through
the Crazyradio, the slight delay of ViCon data, or more likely a small instability of
the Crazyflie or low level controller shifting the path slightly into the obstacle. The
solver will tangent the path to the contraint/obstacle so only a small wrong movement
causes it to momentarily break the constraint. The oscillations of the input do not at all
significantly alter the path of the Crazyflie as seen in figure 4.16 at around time steps 225
and 425 respectively, and despite this behaviour the path looks very nice and very similar
to the simulation case of tangenting the constraint-hoops like in figure 4.1. A video of
this experiment can be foundhere, or at the following url: https://drive.google.com/
open?id=1sa2fl7KF4Oq0Oj_vGv71DOcgaNaiQLVL.

Figure 4.15: Path of Crazyflie through hoop

https://drive.google.com/open?id=1sa2fl7KF4Oq0Oj_vGv71DOcgaNaiQLVL
https://drive.google.com/open?id=1sa2fl7KF4Oq0Oj_vGv71DOcgaNaiQLVL
https://drive.google.com/open?id=1sa2fl7KF4Oq0Oj_vGv71DOcgaNaiQLVL


4.2. Experiments 33

Figure 4.16: Position Coordinates from ViCon of Crazyflie during 4.15

Figure 4.17: Control inputs sent to low-level controller during experiment in 4.15

4.2.4 Collision Avoidance for two MAV’s

The task in this experiment is for the two Crazyflies to take off, then swap places without
breaking the distance constraint as described in eq. 4.3. Thus this experiment is a test
of collision avoidance between the two MAV’s. The distance constraint is set to have a
radius of 0.7m.
As can be observed in 4.7 the two MAV’s perform a stable collision avoidance. Both paths
are smooth and without sudden movements. This is indicative of the NMPC working
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as intended. The Control Horizon is large enough for the two paths to start interacting
early on. This can be observed in 4.19, as the reference in position is changed at time
step 250 both MAV’s start translating in their y-position right away as to start the
avoidance manoeuvre. A video of this experiment can be found here, or at the following
url: https://drive.google.com/open?id=1EcTlrNSbx81XwnEdEjv1mIlW2OTH2UKS.

Figure 4.18: Collision avoidance experiment for two MAV’s

Figure 4.19: Position coordinates from ViCon during experiment in Figure 4.18
The top graph in Figure 4.20 shows the application of the distance constraint. The

minimum value of the distance between the two MAV’s is 0.76m, for a distance constraint
of 0.7m. This is interesting since in all demonstrated cases of obstacle avoidance the
path always tangents the obstacle. The solver time is extremely low as compared to the

https://drive.google.com/open?id=1EcTlrNSbx81XwnEdEjv1mIlW2OTH2UKS
https://drive.google.com/open?id=1EcTlrNSbx81XwnEdEjv1mIlW2OTH2UKS
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simulated cases of multiple MaV’s (Figure 4.6 and 4.8 as can be seen in the bottom graph
of Figure 4.20. As mentioned earlier the experiment section is done using a newer version
of OpEn/PANOC that has an internal penalty method for constraints and it seems to
be working very well. The solver time is around 0.3ms during hoovering, 1-2ms during
take-off and around 2-4ms during the avoidance phase. Having a solver time this low for
two MAV’s with a Control Horizon of 40 begs the question of how many MAV’s can be
included in a centralized MAV using PANOC before the solver time becomes too large.

Figure 4.20: Distance between MAVs (top) and solver time (bottom)
The reference input data from the first and second MAV can be seen in 4.21 and

4.22 respectively. There is some oscillatory behavior during the avoidance phase in the
roll references specifically. It is not as extreme as in the cases of obstacle avoidance in
Figure 4.14 and Figure 4.17, but since the distance constraint is never broken during the
experiment the source of this oscillatory behavior is most likely from inherent stability
problems of the platform when maneuvering. This behaviour is as in earlier cases not
significant enough to impact the path of the MAV’s as can be seen for example in how
smooth the y-position is in Figure 4.19, despite oscillations in roll reference.
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Figure 4.21: Control inputs sent to low-level controller for MAV1 during experiment in
4.18

Figure 4.22: Control inputs sent to low-level controller for MAV2 during experiment in
4.18
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Conclusions and Future work

It can be observed in figures 4.1-4.8 when using PANOC in a simulated environment
it solves many different geometric constraints very smoothly, quickly and without break-
ing the constraints. Using a velocity reference and then simply allowing PANOC to find
a path through a series of obstacles shows very nice promise in terms of a real-world
application. Figure 4.3 shows NMPC being used not only in regards to obstacle avoid-
ance inside the prediction horizon, but as a general path planner moving smoothly past
multiple obstacles without a-prioi knowledge of obstacle positions for a path much longer
than the prediction horizon. The simulation results in this case should be considered a
very great success.
The fact that PANOC can solve for multiple MAV’s within the required solver time,
while keeping the same performance as for the single-MAV case as shown in 4.7 (multiple
obstacles, long path) implies a very promising direction of research.
When it comes to the experimental validation, there are some mixed results. The purpose
and goal of the experiments are completed very well, but as discussed in sections 4.2.2
and 4.2.3 there are some issues with momentarily breaking the geometric constraints
along the path. In the simulation case the same things happens but the input-response
is much more aggressive in the experiments when trying to correct the path out of the
obstacle. In the simulated case the prediction model and the simulation model are the
same, so comparing the inputs in figures 4.4 and 4.14 as the controller slightly breaks
the constraint the response is much smoother in the simulation. This combined with the
issues of altitude overshoot due to thrust issues leads to a want to re-try the experiment
with a more stable and larger platform to see if the problems lie in the low level controller
or platform, or if the issues are due to the solver or constraint method.
Despite these issues the question of using NMPC to do combined control and path plan-
ning, especially for the hoop case, are shown to work very well. One might say that
since the path is minimally affected by the issues mentioned above, the result is positive
since the solver dealt with a break of the constraints and still computed the correct path
without problem. In a field application of course one wants a robust controller that can
deal with this kind of problems without crashing the MAV.

37
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The experimental evaluation of centralized NMPC for multiple MAV’s should be con-
sidered a success for the limit scope it was applied to. As far as the author knows this
would be the first time centralized that a NMPC has been experimentally demonstrated
to control multiple MAV’s. The NMPC provides stable collision avoidance and has no
solver time issues running collision avoidance for two MAV’s with a Control Horizon of
40.
There are three very clear direction of future work. The first is implementation of a
LIDAR or stereo camera on a larger size platform to use for obstacle detection. This
would bring the proposed control architecture one step closer to field applications as a
path-planner. The next step of this would of course be a field experiment where a stereo
camera is used for edge detection to locate an entrance, and from that data construct
the geometric hoop-constraint. Secondly, for a field application in navigation a higher
level controller would have to be added that gives a velocity reference to the NMPC.
This controller would only have to give basic "go left" or "go forward" commands as the
NMPC solves for the path and obstacle avoidance. With both these provided the control
architecture of NMPC for obstacle avoidance would be at a stage of field application.
The third is simply more research in the capabilities of centralized NMPC. Benchmark
testing for solver time and stability for 3,5,8 etc. MAV’s compared to the current state of
the art as well as implementing coordinated mapping and obstacle detection/avoidance.
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