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eHealth is a recently emerging practice at the intersection between the ICT and healthcare fields 

where computing and communication technology is used to improve the traditional healthcare 

processes or create new opportunities to provide better health services, and eHealth can be 

considered under the umbrella of the Internet of Things. A common practice in eHealth is the 

use of machine learning for a computer-aided diagnosis, where an algorithm would be fed some 

biomedical signal to provide a diagnosis, in the same way a trained radiologist would do.  

This work considers the task of Atrial Fibrillation detection and proposes a novel range of 

algorithms to achieve energy-efficiency. Based on our working hypothesis, that 

computationally simple operations and low-precision data types are key for energy-efficiency, 

we evaluate various algorithms in the context of resource-restrained health-monitoring 

wearable devices. Finally, we assess the sustainability dimension of the proposed solution. 
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1 INTRODUCTION 

 Background 
The United Nations (UN) had drafted an agenda to tackle global issues in order to achieve 

prosperity by identifying key areas that would transform our society [2]. This agenda includes 

17 goals in different areas of life. Goal #3, “Good Health and Well-being”, is concerned with 

the betterment of the overall health and living conditions of humans around the globe. This 

goal can be practically achieved by eradicating diseases and increasing the average life-

expectancy of humans, which will then improve the overall global quality of life.  

Technology is a powerful tool, and when applied to the medical field we see the emergence of 

eHealth. Recently, the number of possible applications is constantly on the increase, and that 

is due to the rise and popularity of artificial intelligence (AI) techniques in addition a few 

enabling technologies such as sensors and signal processing techniques. 

This work aims to promote the use of AI in eHealth, in an effort to tackle the global challenges 

outlined by the UN and achieve sustainability at a larger scale. More concretely, we study 

several approaches to detect Atrial Fibrillation efficiently from an energy-perspective, in order 

to allow the implementation of such mechanisms on resource-restrained devices such as 

wearables. 

 Motivation 
eHealth is one of the fields that will be heavily influenced by the rise of the Internet of Things 

(IoT). Fitness trackers, which are wearable IoT devices, have seen a rapid increase in their 

popularity, probably due to their affordability and the variety of features and services they have 

to offer [3]. Like any other IoT devices, these wearables capture data (biomedical signals in 

this case) and then process it to provide insight or new information to the user. 

This processing is usually done in the cloud, due to the hardware limitations on the devices; 

they either do not possess enough computation power or do not have enough of a power supply 

to afford to perform those tasks locally [4]. For instance, such an application can be a smart 

wristband that tracks the user’s heart rate throughout the day, so all it is responsible for is 

capturing some bio signals and store the readings. Once a more powerful device is connected 

to it, such as a smartphone, it transfers that data wirelessly to the phone which then sends it 

over to the cloud to perform the processing and data analysis, to finally get the insight back on 

the user’s smartphone. This process is demonstrated in Fig. 1. 
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Fig. 1. Data flow for a typical smart wrist-band application 

 

As we mentioned earlier, IoT currently relies mostly on cloud computing to do the “heavy 

processing,” but that is not sustainable and will probably not be possible in the near future.  

 

Many reports point that IoT is about to experience a massive boom in the number of devices, 

which will then increase the amount of traffic exponentially: more devices and more 

applications, means more connections, which means more communications both with the cloud 

and within the devices. The current state of cloud computing nowadays will not be able to 

sustain this paradigm [5], especially with real-time applications that have strict latency 

requirements. 

Therefore, there is a need for an alternative to cloud computing to perform the processing. One 

of the most suitable proposed candidates is edge computing and it entails doing the processing 

at the “edge” of the network, which can be interpreted as either one of the first few hops the 

data must traverse such as a network router or locally on the device itself. With this processing 

relocation, only valuable insights from the data such as trends or anomalies are sent to the cloud 

after extracting those from the raw data [6]. 

One of the most common data analysis techniques is the use machine learning or AI to predict 

some value, event, or state. Artificial Neural Networks (ANN or NN) are one of the frameworks 

that have seen tremendous popularity in the AI community due to their rigorous mathematical 

foundation and the availability of processing power [7].  Besides NNs, there are other 

computational frameworks that allow solving similar problems. In this work, we investigate 

the performance of various algorithms that satisfy conditions outlined in the next subsection. 

As for our problem domain within eHealth, we consider the task of Atrial Fibrillation (AFib) 

detection formulated as a classification task and show the direct benefits of our approach 

compared to more conventional algorithms. With the help of hardware designs, we evaluate 
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the performance of these algorithms in the context of resource-constrained devices using 

various metrics, and finally we discuss the contribution and importance of such algorithms. 

 

 Research Objectives & Scope Delimitation 
Provided with the dataset meant for the detection of AFib from the Physionet/Computing in 

Cardiology 2017 competition [8], we aim to find an appropriate detection algorithm that 

satisfies the following two restrictions: 

1) Its performance should be on-par with the state-of-the-art already existing solutions. 

2) It achieves a higher degree of energy-efficiency than the aforementioned solutions. 

Based on those two constraints and the problem domain focused on the detection of AFib, we 

survey a range of algorithms and compare their performance both in terms of decision accuracy 

and energy-efficiency. 

For the scope of this thesis work, (1) we use a single dataset to evaluate the performance of the 

different algorithms, (2) we neither investigate nor evaluate the feature extraction phase as we 

are mainly concerned with the classification algorithm itself, and (3) we do not implement the 

algorithms on real production fitness-trackers but on Field Programmable Gate Arrays (FPGA) 

which are solely meant for evaluation purposes. 

We use energy-efficiency and resource-efficiency interchangeably; as we assume resource-

efficiency will most likely entail energy-efficiency. 

 

 Structure of the Thesis 
Section 1 presents an overview of the problem at hand and the main motivation.  

Section 2 consists of the literature review, providing background information about the research 

and the various methods that were investigated.  

Section 3 describes the proposed architecture in addition to a presentation of the dataset and 

the feature extraction methods.  

Section 4 lays out how our experiments are conducted and provides the parameters that were 

used.  

Section 5 reports the results to the afore-mentioned experiments and discusses them. 

Section 6 provides a conclusion and an analysis of the contribution of this work.  

Section 7 lists the works cited in this thesis report. 
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2 BACKGROUND AND RELATED WORK 

This section covers the background of this thesis work, it is organized as follows: 

- Subsections 2.1 and 2.2 present the application domain of this work, Section 2.3 makes 

an argument for the frameworks we have used 

- Sections 2.4 to 2.7 are concerned with different types of neural networks we investigate 

while conducting this research 

- Sections 2.8 and 2.9 show the enabling technologies and frameworks we have used 

- Section 2.10 deals with practical considerations for the performance evaluation 

 

 Electrocardiographic Signals 

Electrocardiographic (ECG or EKG) signals characterize and capture the properties of a certain 

person’s heart rhythm. It is acquired using an electrogram with certain number of leads, usually 

12, conveying the highest reading accuracy [9]. 

Fig. 2 depicts a segment of an ECG capture, limited to one heartbeat (pulse) also called a QRS 

Complex. The different colors show the different regions of interest in the signal, each 

associated with a certain zone of electric activity in the heart, which are described in Fig. 3. 

The dataset used for this work is a collection of ECG signals for a sample of people, which we 

will present in Subsection 3.1. 

 

 
Fig. 2. Color-Segmented QRS complex 
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Fig. 3. Zones of interest in a QRS complex 

 

 Atrial Fibrillation 

Atrial Fibrillation (AFib or AF) is a type of heart arrythmia, it is caused by irregular extra 

activity in the atria [10], as shown in Fig. 4. It was first discovered in 1749, and clinically 

documented by ECG in 1909 – the absence of the P-wave before the QRS complex (shown in 

Fig. 5) is a characteristic of ECGs from patients with AFib. 

AFib affects about 3% of the population in Europe and the North America, and the majority of 

these people are above the age of 65 [11]. 

 

 
Fig. 4. Electric activity for normal sinus rhythm and AFib 
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Fig. 5. Defining characteristics of an ECG signal 

 

Most of the people who have AFib are not aware of it. It is, however, dangerous and can be 

lethal; it induces: (1) a 5-fold increase of risks of strokes, (2) 20% of the people who have a 

stroke have previously contracted AFib, and (3) it can also cause dementia and heart-failure 

[12].  

AFib can be diagnosed by a trained clinician by a thorough analysis of an ECG capture. The 

task of this work is specifically the detection of AFib. The problem is however formulated as 

a classification task due to the nature of the dataset. 

This work is focused on investigating ways of doing this analysis using an algorithm instead 

of requiring human intervention. 

Recent works have shown that artificial algorithms can in fact reach higher accuracies and 

detect anomalies with a higher precision than humans [13]. Also, AFib can be episodic (i.e. the 

patient can contract and be diagnosed with AFib without any major symptoms), making it 

harder to diagnose it accurately [12]; a straight-forward solution would be to monitor patients 

for longer periods of time around the clock, which makes the energy efficiency of such 

algorithm primordial to their effectiveness. 

 The Computing in Cardiology/PhysioNet 2017 Competition 

Computing in Cardiology (CinC) is an annual conference dedicated to advances in technology 

that contribute to the biomedical field, more specifically those that are heart-related. PhysioNet 
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is an online network for research meant to facilitate the exchange of information about the 

analysis and processing of biomedical signals, by providing access to various databases and 

resources. 

In 2017, CinC and PhysioNet partnered to create a dataset meant for the detection of Atrial 

Fibrillation to encourage research in the field. Thus, they organized a public challenge where 

people can acquire the dataset and develop an algorithm to detect AFib [8]. 

The dataset1 is composed of 8,528 different single-lead ECG recordings, sampled at 300Hz. 

Another dataset composed of 3,658 similar signals is used a test-set and hidden to the public. 

We will discuss the dataset in greater detail in a further section. 

The average F1 measure is used as the sole evaluation criteria, and the best performing 

solution could reach 0.89 and 0.83 on the test and training datasets, respectively. 

Further analysis of this dataset is provided in Subsection 3.2. 

 

 Quantized/Binarized Neural Networks 

Neural networks are a type of connectionist computational systems inspired by biological 

neural networks as found in animal brain. These networks can learn to accomplish certain tasks 

based on a learning theory called Hebbian learning, where neurons that “fire” together must be 

wired together [14]. 

Recently a research group at Google has been investigating the effects of the quantization of 

neural networks. Quantization in this context underlies using a custom size fixed point (e.g. 4 

bits) decimal numbers instead of the conventional 32- or 64-bit floats. They have shown that it 

does not harm the performance while it brings savings in terms of computational complexity 

and memory resource needs [15]. In fact, Google recently introduced the Tensor Processing 

Unit (TPU)2 which is a hardware computation unit optimized for running neural networks 

which offers quantization settings, and they provide it as a cloud service for their Google Cloud 

Platform (GCP). 

 

 

 
1 https://physionet.org/content/challenge-2017/1.0.0/ 
2 https://ai.google/research/pubs/pub46078 
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Other works such as [16] have been investigating neural networks improvements using binary 

representations, i.e. limiting the activations and weights of NNs to {-1, 1}. They also show a 

drastic reduction in complexity and resource requirements, while actually increasing the 

performance of the algorithms as compared to their original counter-parts. They also claim that 

using custom hardware would further increase the resource savings. 

These findings are relevant to our work, as it introduces our major assumptions which we base 

our design choices upon. In matter of fact, we assume that: 

Resource-efficiency entails energy-efficiency, and vice-versa 

Using simple operations such as those of Boolean algebra will results in computational resource 

savings 

Using low-precision data types enhances the memory utilization and saves resources while 

marginally affecting the algorithmic performance 

 

 Echo State Networks 

Echo State Networks (ESN) are a type of recurrent neural networks, for which the architecture 

is shown in Fig. 6. They take a time-series as an input and can be used for both regression and 

classification tasks [17]. 

ESN have a special architecture, as they are composed of the following components: 

1. Input Layer: takes in the input feature vector, u, with dimensionality K at a specific time 

step t. Usually the input data is normalized during the pre-processing. It is composed 

of K neurons. 

2. Input Weight Matrix: denoted Win with dimensionality [N×K], it is drawn randomly 

from a standard normal distribution, it is fixed for the lifetime of the neural network. It 

is used to project the input data into the ESN’s reservoir. 
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Fig. 6. Echo State Network Architecture 

 

3. Dynamic Reservoir: its state is denoted x(t) where t is the time step. It holds the 

activations of the hidden layer. It is composed of N neurons, which is the dimensionality 

of x(t). It is defined by a square matrix W with dimensionality [N×N], which represents 

the recurrent connection weights and is also drawn randomly from a standard normal 

probability distribution while respecting certain mathematical conditions to maintain 

the echo state property, which is essential to create a memory in the reservoir.  The 

weight matrix W is also fixed for the lifetime of the ESN. 

 

x(n+1) = f(Wx(n)+Win u(n+1)) 

 

4. Output Weight Matrix: denoted Wout with dimensionality [L×(N+K)] and it constitutes 

the only parameters the ESN is trained for. It can be trained in one analytical step using 

ridge regression, as a linear system of equations. 

5. Output Layer: denoted y(t) where t is the time step, and it is composed of L neurons. 

y(n)=g(Wout z(n)) 

z(n)=[x(n);u(n)] 

[17] showcases a more thorough study and analysis of ESNs 

ESNs are relevant to our work because of their mathematical simplicity, and their training 

process is computationally simple. In [18] it has been shown that some the operations and data 

types for ESN can be simplified without drastically harming the accuracy of the predictions, 

which aligns with our hypothesis we presented in Subsection 1.2. 
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 Cellular Automata 

Cellular Automata (CA) [10] are a rule-based computational framework, each CA is defined 

by a set of rules (i.e., a function) defining the state of a certain cell on a grid depending on its 

neighboring cells. Fig. 7 illustrates this mechanism for Rule 110. 

[20] has shown that some CA rules such as Rule 110 belong to a class of rules that are Turing-

complete, i.e. they can approximate any know function, functioning at the “edge of chaos.” 

And this means that they are a valid option for reservoir computing, as demonstrated in [21] 

and [22] where CA was used as a feature reservoir to expand the correlations and capture the 

dynamics between the different components of feature vectors, their architecture is illustrated 

in Fig. 8.  

 

 
Fig. 7. 1-dimensional Cellular Automaton using Rule 110 
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Fig. 8. Cellular Automata-based Reservoir Computing Architecture [21] 

 

CA-based classifiers have been used successfully, and performed on-par with state-of-the-art 

classification methods, such as works reported in [23]. 

 

We consider CA in our work because of its operations, and the fact that it uses high-dimension 

binary vectors to perform the computation, which is an accordance with our assumption about 

achieving resource-efficiency. 

 

 Learning Vector Quantization 
Learning Vector Quantization (LVQ) is a type of ANN that applies a winner-takes-all Hebbian 

learning approach [24]. The LVQ architecture is shown in Fig. 9. 

 
Fig. 9. LVQ architecture 
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An LVQ system is characterized by a set of class prototypes obtained from a sample of input 

data points, and each prototype is supposed to be a representative of all the data of the same 

class. 

There are many variations to LVQ, but the main feature is that one of the prototypes is the 

closest to the input data point in the feature space. That prototype is considered a “winner”. If 

the winner prototype is of the same ground truth class as the input data then that prototype is 

moved closer to that input, and further if they belong to different classes. This process 

corresponds to the update the class prototypes’ components to be more similar to the members 

of its class.  

LVQ’s measure of distance is one of its key hyperparameters, as the performance of the 

network is ultimately dependent on the metric used. Examples of such distance metrics are: L1 

distance, L2 distance, and the dot product. 

LVQs have been included in this work due to the simplicity of their operations, which we 

assume is more effective when aiming for energy-efficiency. 

More information about LVQ and their performance can be found in [24]. 

 

 Random Vector Functional Link Networks 

Random Vector Function Link Networks (RVFL) are a type of feed-forward neural networks. 

The architecture of the conventional RVFL includes three layers of neurons, as shown in Fig. 

10: input, output, and hidden layers. 

The input layer with K neurons is set with the values of the input features. While the output 

layer, with L neurons, produces the prediction of the network during the operating phase. 

The middle layer is the hidden layer of the network, which performs a nonlinear transformation 

of input features. This hidden layer contains N neurons. 

The connectivity of an RVFL is described by two matrices and a vector. A matrix Win with 

dimensions [N×K] describes connections between the input layer neurons and the hidden layer 

neurons, and another one Wout with dimensions [L×N] between the hidden and the output layers 

transforms the current activations in the hidden layer into the network's output. 

Each neuron in the hidden layer has a parameter called a bias. Biases of the hidden layer are 

stored in a vector and denoted b. 
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Fig. 10. RVFL Architecture 

 

The distinctive feature of the RVFL is that the matrix Win and the vector b are randomly 

generated at the network initialization and stay fixed during the network's lifetime.  

Win and b are usually randomly drawn from either normal or uniform distributions; we use a 

uniform distribution for the context of this work. The range for Win is [-1, 1] while the range 

for b is [-0.1, 0.1]. 

Training RVFL consists of learning the values of the readout matrix Wout. 

In the context of this work, RVFL represent a good candidate for energy-efficient classification 

methods, because they require very little training time, and have a performance comparable 

with state-of-the-art classification algorithms. 

[25] and [26] provide a more detailed overview of RVFL. 

 

 Hyperdimensional Computing 
Hyperdimensional (HD) computing is a bioinspired computing framework that uses random 

vectors with very high dimensionality e.g. 10,000 dimensions. Any two random HD vectors 

are almost orthogonal (i.e. the similarity between them is 0.5, where similarity is defined in the 

range [0, 1] and is based on a predefined distance metric). 
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A few interesting mathematical properties arise from these random vectors, but most 

importantly: they allow for high-level reasoning, this framework is robust to noise, and it 

provides distributed representations (i.e. no column in the HD vector is more important than 

another, in contrast with localist representations widely used by ANNs). For instance, HD 

computing allows to perform analogies such as asking the question: “What is the Dollar of 

Mexico?” [27]. 

HD computing is one of the two key enablers in our proposed method. HD computing claims 

to be energy efficient, due to the fact that it is robust to noise and provides distributed 

representations of data. On top of that, that its operations are very simple in terms of 

computational complexity which makes them very much suited for hardware implementations 

and applications. 

For more information about HD computing, refer to [27] and [28] for a more thorough 

overview. [29] and [30] have used HD computing in the context of classification tasks reaching 

accuracies on par with the state-of-the-art classification methods.  

Fig. 11 depicts an HD-based classifier used for voice recognition, introduced and discussed in 

[31]; values from a continuous signal are first quantized according to a pre-set number of levels 

within the range [-1, 1], and each level has a corresponding HD-vector. Those vectors are then 

bound using an XOR operation with the corresponding frequency HD-vectors. We then bundle 

the resulting N vectors (one for each frequency) using the addition operation. Finally, we 

compare the resulting HD vector with those stored in the associative memory to retrieve the 

closest match, which is the classification result in our case. 

 

 
Fig. 11. Hyperdimensional computing-based classifier 
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 Stochastic Computing 
Stochastic computing is a set of techniques that aim to represent continuous scalar values using 

random binary vectors, using what is called a density representation [32]. 

We illustrate how the density representation from stochastic computing works using the 

following example: 

 

Assume we have binary representation of dimensionality N which allows us to represent 

N+1 different values. We generate a random vector Vref to be our reference vector. We 

randomly set the values of Vref from {0, 1} following a discrete uniform distribution, 

and we obtain a vector Vref with approximately N/2 0’s and N/2 1’s. 

The value we would like to represent determines how many bits from Vref we are 

supposed to flip. For example, 0 would be represented by Vref , while N + 1 by ¬Vref 

(meaning we flip all values), and N/2 by [¬Vref [0, N/2] ; Vref [N/2,N]]. 

This mechanism allows us to obtain random binary vectors with distributed 

representations for the values we have selected, and maintains a linear similarity as 

shown in Fig. 12. 

 

This density representation technique is the other key enabler for our proposed methods. 

 

 
Fig. 12. Similarity- and distance-preserving  

random binary representation for N = 1000 
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 Field Programmable Gate Array-based Hardware Acceleration 

Hardware acceleration is the process of using external hardware – usually a GPU or an ASIC 

chip – on top of a CPU to leverage the heavy computation part of a software, making it more 

efficient and complete the computation faster. A popular application for such techniques is the 

use of GPUs to run ANNs, because of how the ANN operations can be computed in parallel 

and much faster on a GPU as compared to a regular CPU, and FPGAs are currently gaining 

momentum in this field [33]. 

In this work we focus on a different type of hardware acceleration, based on FPGA instead of 

a GPU, but the same ideas and methods apply. We set-up hardware acceleration experiments 

to empirically evaluate the performance of the top performing and suitable algorithms, by 

implementing the algorithm onto hardware directly which is appropriate for the type of 

evaluation we want to perform where we want to measure the power consumption directly on 

the device. 
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3 MATERIALS & METHODS 

Based on the techniques and algorithms presented in Section 2, we describe in this section our 

proposed approach for energy-efficient neural network architectures, in addition to a 

presentation of the dataset and our performance evaluation methodology. 

 Research Methodology 

This work follows an adapted research methodology as portrayed in Fig. 13, and is as 

follows: 

1) Select a specific task in eHealth 

AFib detection 

2) Acquire the dataset needed for our purposes 

The Physionet/CinC 2017 AFib Detection Competition Dataset 

3) Literature review: explore resource-efficient AI solutions 

4) Literature review: investigate the recent trends in resource-efficient NNs 

5) Literature review: identify new potential enablers for resource-efficient NNs 

HD Computing, Stochastic Computing 

6) Define performance metrics 

Latency, Energy-Consumption 

7) Propose a novel resource-efficient approach 

8) Design experiments 

9) Evaluate and analyze the results, in terms of both performance and energy-efficiency 

10) Repeat 7-9 

11) Report the findings 
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Fig. 13. Research methodology 

 

 Data Acquisition 
As mentioned previously, the dataset we are using is composed of 8,528 different single-lead 

ECG recordings, sampled at 300Hz. Table 1 illustrates the dataset’s profile. 

The ECG signals are manually labeled by domain experts (i.e. cardiologists) and categorized 

as belonging to one of four different classes: (1) Normal, (2) AFib, (3) Other, and (4) Noisy, 

referred to by the abbreviations N, AF, O, and ~, respectively. Fig. 14 shows an example for 

each of those classes, and the class distribution is illustrated in Fig. 15. 

 

 

Table 1. CinC/PhysioNet AFib Challenge Dataset Profile 
 

Class Number of 
recordings 

Time length (s) 
Mean SD Max Median Min 

N 5076 31.9 10.0 61.0 30 9.0 
AF 758 31.6 12.5 60.0 30 10.0 
O 2415 34.1 11.8 60.9 30 9.1 
~ 279 27.1 9.0 60.0 30 10.2 

Total 8528 32.5 10.9 61.0 30 9.0 
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Fig. 14. Sample signal from all four classes in the dataset 
 

 

Fig. 15. Dataset class distribution 
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 Feature Extraction 
The signals in the dataset are raw and noisy, thus we need to first denoise the signals. And it 

will be shown experimentally later on that we could not use the raw signal directly to perform 

the classification, as the classifiers performed poorly. 

The feature extraction method is based on previous work reported in [34]. Here is a summary 

of that process: 

- ECG segments are created from the signal, with 10s lengths and 0.8s overlap between 

them. 

- Each ECG segment is first pre-processed using two Butterworth bandpass filters, one 

that is a narrow band and the other wide band, with cut-off frequencies 5Hz-45Hz and 

1Hz-100Hz, respectively. 

- Multiple QRS detectors are applied to extract the QRS complexes, the detection is 

based on voting system because different QRS detectors follow different approaches. 

- Various time-domain, frequency-domain, and non-linear Heart Rate Variability (HRV) 

metrics are calculated for each signal 

- Multiple signal quality indices (SQI) are computed 

- Using different signal processing techniques to extract morphological features, such as 

P-wave power and QT-interval. 

 

In total, 171 features were extracted for each segment, each having 16 statistical values (mean, 

min, max, etc.). We only consider the mean value, which then were averaged for each signal 

to finally obtain a 171-dimensional feature vector for each ECG signal. The features fall into 

six categories: 

1. Time-domain: capturing information in the time domain across different pulses of 

heartbeat. 

2. Frequency-domain: containing information about the different waveforms composing 

the signal and their energies.  

3. Non-linear: such as sample-entropy and Poincare plots, looking at the different 

correlation between regions of interest in the signal. 

4. SQI: a combination of statistical measures, in both the time and frequency domains, 

directly related to the QRS complex. 
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5. Morphological: illustrating the presence and morphology of different regions of interest 

in the QRS complex. 

6. Residual: considering holistic attributes of the signal, after canceling out the QRS 

complexes in it. 

Table 2 lists some examples for different categories of features. Further details about the feature 

extraction process can be found in [34], for which the source code was made public3. 

This work is more concerned with the energy-efficiency of the decision-making algorithm 

rather than the feature extraction process; therefore, we actually disregard this step when 

evaluating our algorithms when it comes to their energy consumption. Other choices of features 

could in fact result in a better performance, but we consider solely the classification algorithms 

and assume that the features are extracted already and presented to the network. 

 

 Proposed Neural Network Architectures 

Based on the aforementioned classifiers and computing frameworks described in Section 2, we 

propose two novel algorithms for classification, and this section describes them in detail. 

3.4.1 Integer Random Vector Functional Link 

We developed a novel neural network architecture borrowing from HD and Stochastic 

computing. It is illustrated by Fig. 16 and this section describes its different components. We 

refer to it later on as intRVFL. 

Table 2. Examples of extracted features 
 

Feature Type Examples 
Time-domain HRV, SDNN, SDANN, RMSSD, SDSD, NN50, pNN50  
Frequency-domain Low Frequency power, High Frequency power  
Non-linear Poincare Plots, Sample Entropy, Recurrence Quantification Analysis 
SQI bSQI, iSQI, kSQI, rSQI  
Morphological RR interval, P-wave power, T-wave power, QT interval  
Residual Features Spectral Coherence, Fundamental Frequency 

 

 

 

 
3 https://github.com/fernandoandreotti/cinc-challenge2017 
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Fig. 16. Our proposed architecture 

 

1. Input Layer: a vector x with dimensionality D, as the input data. It is represented by a 

single input vector uniformly normalized in the range [0, 1]. 

2. Density-based Representation Layer: each input feature value is quantized to be an 

integer q Î [0, N], where N is the dimensionality of the hidden layer. A vector of 

dimensionality N with all values set to +1 is generated, then the q left-most cells flipped 

to -1, for each feature. A matrix of dimensionality [N×D] is obtained. This method of 

representation is drawn from Stochastic computing [28]. 

3. Fixed Random Connections: D randomly generated vectors of dimensionality N are 

generated at the beginning and stay fixed for the network’s lifetime, with values in    {-

1, +1}. We call this matrix Win, with dimensions [D×N]. 

4. Hidden Layer: the matrix obtained from step 2 is transposed, then XOR’ed with Win 

position-wise, resulting in a matrix of dimensionality [D×N], then it is summed 

column-wise, resulting in a vector of size N. A clipping function with variable threshold 

k is used to restrain the values within the range [-k, k] and serves as a non-linear 

activation function. We obtain the hidden layer activations that we name h. The 

operations we described here are borrowed from the field of HD computing, they are 

analogous to binding and bundling operations, which have their own interpretations 

when it comes to cognitive reasoning using HD computing [23]. 

5. Trainable Connections: similar to RVFL, this is matrix with dimensions [N×O], where 

O is the dimensionality of the output layer. This matrix is denoted Wout, and is the only 

one that is trained in this network, using ridge regression [22]. One extra limitation we 
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impose is that these values must be integers restricted within a certain pre-defined 

range, and this restriction allows us to use low precision integers to increase the 

resource savings. During the training process, we create one-hot encoded vectors for 

each class, which are also the targets that the network is trained for. Then, ridge 

regression is used to solve for Wout using the Moore-Penrose pseudo-inverse, which 

solves a linear system of equations. 

6. Output Layer: a vector of dimensionality O, which represents the number of classes in 

the task, determined by the number of different classes in the dataset. Its values are 

obtained by a multiplication between the resulting vector from the Hidden Layer and 

the matrix Wout. We denote it y. 

 

A more detailed presentation and analysis of intRVFL along with its performance evaluation 

can be found in [35]. 

 

3.4.2 Hyperdimensional Learning Vector Quantization 

The approach we propose in this section combines ideas from both HD computing and LVQ, 

using the properties of HD prototype-based classification as a foundation For mapping the 

original features to a high-dimensional space and a learning process inspired by the LVQ. 

This algorithm is composed of the steps below and is referred to later on as HDLVQ. The 

algorithmic steps are as follows:  

 

1. HD Mapping: the input data is mapped into a high-dimensional space with 

dimensionality N (e.g. 10,000), using a bipolar representation with elements in {-1, 

1}. Class prototypes are formed by bundling together the HD vectors of a specific 

class, using the whole training data, and are then normalized. This process is the same 

one used in HD prototype-based classifiers such as in [28] and [30]. 

2. Misclassifications Identification: the data used to generate the class prototypes is 

classified using the same prototypes, and the misclassifications are identified. We 

note that we use the cosine similarity as a distance metric, and the prototype with the 

highest similarity is identified as the “winner” class. 
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3. Correction Vectors: the misclassifications from the previous step are rearranged and 

bundled in a specific way illustrated below for a 3-class problem in Fig. 17, where we 

perform a correction on class 1’s prototype vector. 

 
Fig. 17. Example of 3-class correction vectors 

 

The HD vectors corresponding to the False Positives (FP) are bundled together, and 

they form the FP correction vector for the class prototype Pi, we denote it as FPi, and 

those that correspond to the False Negatives (FN) are bundled together to form the FN 

correction vector for Pi and is denoted as FNi. Both vectors are then normalized. 

4. Class Prototypes Update: after obtaining the correction vectors, the class prototypes 

are updated as follows; for each class prototype we add the FN correction vector and 

subtract the FP one. This step is also characterized by two scaling factors a and b by 

which the correction vectors are multiplied before being taking into account, and this 

determines the strength of the correction. 

Following up on the previous description, we obtain the following formula: 

Pi = Pi + a FNi – b FPi 

a and b are decreased gradually over time, and that is to decrease the correction 

strength and approach a more fit solution to avoid overfitting. That is done according 

to the following formulas: 

a (t) = a0 e -k t           and              b (t) = b0 e -k t 
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Where a0 and b0 are the initial values, k is the decay factor determining how steep the 

decrease is, and t is the number of iterations. 

 

Steps 2 to 4 are repeated iteratively, until the performance does not improve anymore. We 

claim that the following algorithm is potentially energy-efficient based on the simplicity of its 

operations, it fully utilizes the properties of the HD computing framework, and it is 

prototype-based so the amount of memory used is considerably reduced (as compared to 

ANNs for instance where weight matrices must be stored). 

We note that the above algorithm uses floating point numbers for the class prototypes. 

However, there is an alternative that is solely based on integer representations, inspired from 

methods proposed in [36]. The following is list of required modifications: 

- After the bundling of the vectors to obtain the initial class prototypes, we do not perform 

normalization, but use a clipping function to limit the values of the class vectors 

between -k and k. This allows the use of a variable width data type to store the values. 

- The correction vectors are not normalized after bundling but are restrained between -1 

and 1. 

- We do not use the scaling factors a and b. Instead, we select érù random locations from 

the resulting correction vectors and add/subtract those to the class prototypes, and then 

perform clipping to restrain the values between -k and k. 

- Similar to the scaling factors update rules, r is decreased according to the following 

formula: 

r (t) = r0 e -k t 

The integer this approach aligns better with our hypothesis about energy-efficiency and the 

simplicity of operations as it is better-suited for digital hardware designs. 

We demonstrate the performance of the proposed algorithm on the MNIST dataset4 using 

classification accuracy as a metric, as shown below in Fig. 18. We report the results for both 

HDLVQ and its integer version, along with the reported results for K-Nearest Neighbor and 

 

 

 
4 http://yann.lecun.com/exdb/mnist/ 
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the use of class prototypes without any learning procedure (centroids). The model parameters 

are listed in Table 3. 

 

Table 3. Model parameters 
 

Model Parameter Value 
HDLVQ N 10000 

a 0.05 
b 0.05 
k 0.025 

Representation Bipolar {-1, 1} 
Int HDLVQ N 10000 

r 0.005 
k 0.025 

Representation Bipolar {-1, 1} 
 

 

 
Fig. 18. HDLVQ performance on the MNIST dataset 
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 Metrics & Performance Evaluation 

To evaluate the performance of our classifiers, we conduct both a software and a hardware 

benchmarking, we use the following metrics for the evaluation: 

1. Confusion Matrix: a confusion matrix represents a summary of the classification 

performance in the form of a table, where the rows and columns represent the predicted 

and actual classes, respectively. 

2. F1-score: also known as the F-measure, it is in the range [0, 1], a metric generally used 

to evaluate the performance of multi-class classification model, as it provides more 

information than plain accuracy [37]. It is defined as the harmonic mean of precision 

and recall: 

Precision = TP / (TP + FP) 

Recall = TP / (TP + FN) 

F-1 score = 2 × Precision × Recall / (Precision + Recall) 

Accuracy = (TP + TN) / (TP + TN + FN + FP) 

where:  

TP: Total number of True Positives 

FP: Total number of False Positives 

TN: Total number of True Negatives 

FN: Total number of False Negatives 

 

  True Condition 
  Positive Negative 

Predicted 
Condition 

Positive TP FP 
Negative FN TN 

 

Since we heave four classes, we obtain an F-1 score for each one, and the mean F-1 

score is the mean of all four, so it characterizes the classifier’s overall performance. 

3. Latency: measured in seconds, describes how long it takes for the whole model to 

provide an output. It is obtained by dividing the number of clock cycles taken by the 

hardware to complete the task divided by the frequency at which it operates. 

In our case, the frequency for all experiments is set to 100 MHz, and the number of 

clock cycles is measured using a hardware timer that we implement on the board along 
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with our hardware components implementing the neural networks. It is calculated as 

follows: 

Latency (s) = # Clock Cycles / Freq (Hz) 

 

4. Energy Consumption: in Joules, represents the amount of energy needed by the 

hardware to accomplish one classification task with all its operations. It is a function of 

the latency and the measured power consumption. 

The latency is measured as described above, and the power consumption in watts is 

obtained from the Xilinx Power Estimator (XPE) after implementing the hardware 

design onto the FPGA board [38]. For this work, the hardware used is a Zynq 7000 

System on Chip (SoC), mounted on a Xilinx ZedBoard [39] 

The formula for the energy consumption is as follows: 

E (J) = P (W) × Latency (s) 

 

The software experiments are conducted using either MATLAB or the Anaconda/Jupyter 

scientific software suites. We perform a 5-fold cross validation on the dataset, using 80% of 

the data for training and 20% for validation. 

The hardware experiments are conducted using the Vivado software suite, and they involve the 

following steps: 

1. Implementing the hardware in High Levels Synthesis (HLS) using a variant of the C 

programming language 

2. Exporting the resulting hardware definition into a Verilog module 

3. Packaging the Verilog module into an Intellectual Property (IP) core that is production-

ready 

4. Synthesizing the whole hardware system, which includes the custom IP core, the Zynq 

7000 Processing System, and a few peripheral hardware components for data 

communications between the Processing System and our IP cores 

5. Obtaining the utilization, power consumption, and latency reports 

 

The final hardware design template is illustrated in Fig. 19, where the Custom IP core serves 

as a placeholder for our hardware-synthesized algorithm, and it communicates with the 

processing system thanks to peripheral cores mainly used for data transfers. 
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Fig. 19. FPGA hardware acceleration architecture block design 

 



 

 

 

 

37 

EXPERIMENTS 

This section describes the experimental set-up for this work. 

 

In all experiments, besides those that use recurrent neural networks, we set the number of 

inputs to 171, corresponding to the number of extracted features, and the number of outputs is 

4 which is the number of classes in the classification task. 

Some of the models include hyper-parameters, therefore we perform a hyper-parameter 

search to find the optimal ones. We only report the results for the optimal parameters. 

Table 4 lists the different models that were evaluated in this work along with their optimal 

parameters that were used. 

 

Table 4. Optimal model parameters 
 

Model Parameter Value 
ESN N 512 
CA I 20 

R 10 
Representation Binary {0, 1} 

HDLVQ N 10000 
k 7 
a 0.05 
b 0.05 
k 0.02 

Representation Bipolar {-1, 1} 
RVFL N 250 

l 0.015625 
intRVFL N 800 

l 0.0625 
k 15 

 

 

 ESN 

With N set to 512, the number of hidden neurons in the network’s reservoir. We feed the raw 

signal into the network, then train it using regression techniques to approximate the right output 

weights. 
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 CA 

We use a binary representation, meaning the values of the cells are either 0 or 1. The number 

of iterations I is 20, the number of random permutation R on the input vector is 10, and the 

number of inputs which is the size of the feature vector is 171. Meaning we obtain a vector of 

size 10 × 20 × 171 = 34200 to describe each entry, then we compare that with means of 

hamming distance with each class prototype. 

 HDLVQ 

We set the number of inputs in the hidden layer N to 10000, which enables the use of the 

hyperdimensional computing properties. k is the cut-off value, which limits the input of the 

values of the hidden layer activations between -k and +k. We use a bipolar representation for 

the projection matrix weight values. 

 RVFL 

We use the original RVFL algorithm described in [25]. We perform hyper-parameter 

optimization to find the optimal parameters N (size of hidden layer) and l (regularization 

parameter) using 5-fold cross-validation.  

 intRVFL 

In addition to N and l , we also perform hyper-parameter optimization on k which is the cut-

off value for our network’s activations. This value influences the required width of the data 

type for the activation layer.  
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4 RESULTS & DISCUSSION 

This section reports the results for the experiments described in Section 4 and discusses their 

outcomes. 

 Results 

Random Forest (RF) is another type of classifier which has been shown to be powerful enough 

to perform at a comparable performance against other conventional classification algorithms 

[40]. [41] conducted an evaluation of various classifiers, including RF, on the same dataset we 

are using. We report their results for benchmarking purposes, to be used as a baseline for our 

results. RF was not considered in this work because although powerful, it does not satisfy the 

conditions we outlined previously to achieve energy-efficiency because its operations have a 

high computational cost.  

 

Below are the confusion matrices for the different algorithms that were considered. 

 

Table 5. Confusion matrix for RF 

 
Predicted 

N AF O ~ 

Actual 

N 4698 16 339 23 

AF 36 575 135 12 

O 647 83 1655 30 

~ 72 10 66 131 

 

Table 6. Confusion matrix for ESN 

 
Predicted 

N AF O ~ 

Actual 

N 4020 175 790 91 

AF 389 162 195 12 

O 1544 90 754 27 

~ 154 20 70 35 
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Table 7. Confusion matrix for CA 

 
Predicted 

N AF O ~ 

Actual 

N 3900 67 878 230 

AF 10 583 86 76 

O 776 414 924 301 

~ 8 14 30 223 

 

Table 8. Confusion matrix for HDLVQ 

 
Predicted 

N AF O ~ 

Actual 

N 4437 45 555 39 

AF 38 565 150 5 

O 731 114 1520 50 

~ 34 45 25 175 

 

Table 9 Confusion matrix for RVFL 

 
Predicted 

N AF O ~ 

Actual 

N 4366 65 590 55 

AF 65 548 120 25 

O 801 122 1427 65 

~ 31 26 29 193 

 
Table 10. Confusion matrix for intRVFL 

 
Predicted 

N AF O ~ 

Actual 

N 4521 47 477 31 

AF 24 569 143 22 

O 785 105 1471 54 

~ 26 35 17 201 

 

The corresponding F1 scores for the above results are depicted below in Table 11. 
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Table 11. F1-score results (higher is better) 
Model F1-score 
RF 0.75 
ESN 0.37 
CA 0.61 
HDLVQ 0.72 
RVFL 0.70 
intRVFL 0.73 

 

 

The latency and energy consumption are only reported for RVFL and intRVFL. Although 

neither of them depicted the highest F1-score among the tested methodologies, the comparison 

is more straight-forward due to the similarity between them, since intRVFL is heavily based 

on the RVFL architecture, making the results easier to interpret. These results are reported in 

Table 12. 

 Discussion 

RF demonstrated the highest performance across all the methods that were presented, but we 

only consider it for benchmarking purposes as we mentioned previously – it does not align with 

our hypothesis about the conditions for energy-efficiency. A detailed analysis of the 

performance of RF on the Phyionet/CinC 2017 competition dataset can be found in [41]. 

Although ESN was a good hypothetical candidate due to its algorithmic simplicity, it 

performed very poorly as the raw signal was fed to it, and its inner representation was not rich 

enough to perform a decent classification. ESN can be seen as an unsupervised feature extractor 

as shown in [42], because of the way randomness is an essential part of its input projection and 

reservoir matrices. We can conclude that either manual (i.e. hand-engineered features) or 

automated feature extraction (e.g., convolutional neural networks) is necessary to reach higher 

accuracies on this dataset. 

 

Table 12. Latency and energy consumption results (lower is better) 
Model Latency (ms) Energy (µJ) 

RVFL 4.94 528.8 
intRVFL 4.02 242.1 
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CA was one of the potential suitable candidates for our scope, but it performed poorly 

compared to the other methods in terms of F1-score, so we did not consider it for further 

evaluation. We also note that one of the issues with CA is that the dimensionality increases 

drastically for each parameter that is increased (as it is the product of I, R, and the number of 

features), so although it makes use of simple operations its memory consumption can be rather 

problematic for complex problems when considering resource-constrained devices. 

The learning process of HDLVQ increased the performance of the classifier, from a 0.61 F1-

score to 0.72. This kind of learning process using prototypes is quite efficient compared to 

traditional learning methods such as back-propagation because it makes use of simple 

operations, making it suitable for hardware implementations. Although it did perform relatively 

well compared to the other methods, but as we mentioned previously, we will be mainly 

focusing on comparing the hardware performance of intRVFL and RVFL.  

intRVFL achieved an F1-score 3% higher than that of RVFL. Meaning, the changes we have 

adopted for the RVFL architecture actually improved the performance of the network, although 

we used lower precision data types and simpler operations, both of which are better suited for 

hardware implementations on resource-constrained devices. Although we made the 

architecture simpler and practically introduced more noise and error into the activations of the 

network, we see an increase in F1-score which might sound counter-intuitive. However, this 

could be due to the increased dimensionality of the hidden layer, which provides a much richer 

representation of the input data, thus increasing the performance of the network. 

We achieved savings in both the latency and energy consumption, decreasing them by 19% 

and 54%, respectively. These savings are because intRVFL is architecturally similar to RVFL, 

but uses simpler operations and lower precision data types; so we increase the efficiency both 

in terms of computational complexity and memory usage, which reflect directly on the 

measured latency and energy consumption. 

It is then worth noting that the performance of the presented algorithms is relatively lower than 

those reported in works such as [13] on a similar dataset for the detection of various types of 

heart arrythmia. We use the confusion matrix for RF (the best performing algorithm) shown in 

Table 5 combined with a data visualization technique called t-SNE [43] to investigate the 

reason behind that and seek for an intuitive visual explanation for it.  
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Fig. 20. t-SNE visualization for the CinC/Physionet AFib Dataset 

 

Ideally, in a confusion matrix all entries should be zero except the diagonal – meaning all 

entries have been classified properly. But in our case, we see quite a few misclassified entries, 

and most importantly between the Normal and Other classes (e.g. 25% of the Other entries 

were classified as Normal). 

On the t-SNE visualization in Fig. 20 we see a few pronounced clusters such as the one for 

AFib in the top left corner, and one at the bottom for the Normal class. However, when it comes 

to Other we see a more distributed kind of repartition in the visualization. And this coincides 

perfectly with the observation we made in the confusion matrix. 
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We also see this kind of “mini-clusters” for the AFib and Noisy classes, but at a lesser extent 

than Other one. The Other class, according to [8], is all entries that could not be characterized 

as Normal nor AFib, which means it is a broad collection of other types of heart arrhythmia, 

which again makes sense for them to appear in different parts and form different clusters. 

This issue can be due to a few reasons: 

- A mislabeling of the entries: it can be that the entries were mislabeled by the experts as 

an ECG signal can contain multiple phases, for instance heartbeats behave normally 

except for a few that would manifest signs of an arrhythmia. 

- Quality of extracted features: it can also be because the features that were extracted are 

not completely adequate, and that some other types of features could help reach a higher 

performance. 
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5 CONCLUSION & FUTURE WORK 

 Conclusion 

We have shown that it is possible to achieve energy-efficiency for a certain type of neural 

networks without harming the performance of the algorithm at hand. That can be achieved by 

the use of data types with a smaller width (e.g. integers within a specified range) and simpler 

operations, both which are very-well suited for hardware implementations. 

In fact, we even show that these changes could improve the classification performance in some 

scenarios, because we can allow for richer inner representations of the data while respecting 

the same energy and latency constraints. 

What this means for eHealth, and AFib detection more specifically, is that monitoring can now 

be performed for longer periods of time without interruption; providing better insight about the 

user’s health conditions at a higher frequency. 

When it comes to the larger context of IoT and edge computing, what this work advances is a 

new range of opportunities and algorithms that can enable resource-efficient AI at the edge. 

This will widen the possible IoT applications that have very strict requirements when it 

comes to latency (i.e. real-time applications). 

This work did not however provide a quantitative evaluation of the current solutions in the 

eHealth market, as it merely analyzed mainstream machine learning techniques and attempted 

to provide a better understanding of what makes AI more energy-efficient and provided a 

proof-of-concept that could achieve that. 

 Sustainability Analysis 

Fig. 21 depicts the sustainability analysis for the contribution presented in this work, 

considering five different dimensions, and the relationships between them. 

The presented analysis is based on the SUSAD framework presented in [44]. It assesses the 

solution proposed in this work according to five dimensions: Economic, Technical, 

Environmental, Individual, and Social. And for each dimension, we then explore three different 

levels of effects: Intermediate (primary), Enabling (secondary), and Structural (ternary). 
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Fig. 21. SUSAD Diagram inspired from [44] 

 

 

The immediate effect of the proposed solution allows for the applicability of AI and machine 

learning algorithms on devices with lower computational capabilities, or at least allow devices 

to make energy savings since the algorithms we propose have a lower energy footprint as we 

have demonstrated. And this is achieved by applying the optimizations we have outlined 

previously. 

 

The first direct effect we outlined was technical, and it enables effects in three different areas: 

technical, economic, and environmental. So, by having these energy-efficient monitoring 

solutions we will allow the monitoring to be done for longer periods of time at a higher 

frequency and get a better picture for the user’s health profile. On the environmental side we 

decrease the energy footprint of this type of algorithms used, so we actually make the eHealth 

sector greener by reducing its carbon footprint. Finally, when it comes to the economic aspect 
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these devices would be simpler to implement meaning they would be cheaper to manufacture 

and to use. All these together would in return reduce the number of heart-related health 

incidents for individuals. 

 

It is important to note that we might be introducing a new dimension of problems by creating 

these energy efficient algorithms; we risk increasing the energy footprint of eHealth if a too 

large number of people opt for using such devices in case they become very cheap and 

abundant. However, it would enable the monitoring for a greater number of people and prevent 

health complications on the long-term for a larger population. This is outside the scope of this 

thesis work, and thus not investigated, but would be worth diving into in future work. 

 Future Work 

This work can be taken forward in many directions: 

5.3.1 Using another type of energy-efficient neural network architecture 

In this work we presented two types of architectures borrowing from HD and Stochastic 

computing. However, there are other energy-efficient frameworks which can be used as 

building blocks for newer architectures, such as binary [16], ternary [45], and quantized neural 

networks [15] [46]. 

5.3.2 Using a different set of features 

We noted that we extracted 171 features based on [34], but other works on the same dataset 

have reported and used other types of features, which could be worth investigating and using 

the same types of algorithms on those. 

We report the performance of the aforementioned classifiers on the same dataset where 509 

features (a concatenation from three different works) were extracted in Table 13 below, the 

results are based on 10 independent runs, reporting the average F1-score. 

Table 13. F1-score results for 509 features (higher is better) 
Model F1-score 
RF 0.78 
ESN 0.39 
CA 0.74 
RVFL 0.73 
HDLVQ 0.76 
intRVFL 0.78 
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We note that we do achieve higher test results on the dataset, however we use a higher 

number of features and thus increasing the models’ complexity. Further investigation of this 

trade-off might show better fit features for this task. 

5.3.3 Dimensionality reduction 

171 dimensions could seem as a rather large number of features and reducing them would 

make the classifiers more efficient. Reducing the dimensionality and using the same types of 

algorithms seems like a promising direction, as it might happen that the performance can be 

kept the same with a lower number of features as reported in [41]. 
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APPENDICES 

Appendix I: RVFL HLS Module 

 

#include "main.h" 

 

#include "hls_math.h" 

 

// TOP-LEVEL MODULE 

void elm(AXI_STREAM &input_stream, AXI_STREAM &output_stream) { 

 

#pragma HLS INTERFACE axis port=input_stream 

#pragma HLS INTERFACE axis port=output_stream 

#pragma HLS INTERFACE s_axilite port=return 

 

 float input[K], output[L]; 

 float hidden[N] = { 0.0 }; 

 

 read_stream<float, K>(input_stream, input); 

 

 input_to_hidden(input, hidden); 

 hidden_to_output(hidden, output); 

 

 write_stream<float, L>(output_stream, output); 

} 

 

 

void input_to_hidden(float input[K], float hidden[N]) { 

 Input2Hidden1: for (int i = 0; i < N; i++) { 

  hidden[i] = 0.0; 

 

  // dot product 

 

  Input2Hidden2: for (int j = 0; j < K; j++) { 
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   hidden[i] += input[j] * W_in[i][j]; 

  } 

 

  // Bias sigmoid 

  hidden[i] = 1 / (1 + hls::exp(-hidden[i] + b[i])); 

 } 

} 

 

void hidden_to_output(float hidden[N], float output[L]) { 

 Hidden2Output1: for (int i = 0; i < L; i++) { 

  output[i] = 0.0; 

 

  // dot product 

  Hidden2Output2: for (int j = 0; j < N; j++) { 

   output[i] += hidden[j] * W_out[i][j]; 

  } 

 } 

} 
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Appendix II: Integer RVFL HLS Module (Our Proposed Approach) 

 

#include "main.h" 

 

// TOP-LEVEL MODULE 

void iElm(AXI_STREAM &input_stream, AXI_STREAM &output_stream) { 

 

#pragma HLS INTERFACE axis port=input_stream 

#pragma HLS INTERFACE axis port=output_stream 

#pragma HLS INTERFACE s_axilite port=return 

 

 float input[K], output[L]; 

 read_stream<float, K>(input_stream, input); 

 

 ap_int<hidden_bits> hidden[N] = { 0 }; 

 int input_x[K] = { 0 }; 

 

 input_transform(input, input_x); 

 input_to_hidden(input_x, hidden); 

 hidden_to_output(hidden, output); 

 

 write_stream<float, L>(output_stream, output); 

 

} 

 

void input_transform(float input[K], int input_x[K]) { 

 for (int i = 0; i < K; i++) 

  input_x[i] = hls::round(input[i] * N); 

} 

 

void input_to_hidden(int input[K], ap_int<hidden_bits> hidden[N]) { 

 Input2Hidden1: for (int i = 0; i < K; i++) { 

 

  // weight XOR ((currentPosition < quantizedValue) ? 1 : 0) 
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  Input2HiddenAlt: for (int j = 0; j < N; j++) 

   hidden[j] += role_vectors[i][j] ^ ((int) (j < 

input[i])); 

 } 

 

 ClipLoop: for (int j = 0; j < N; j++) 

  // NOTE alternative way would be to not compute this when 

above 2h + M +/- k 

  hidden[j] = clip(2 * hidden[j] - K); 

} 

 

 

void hidden_to_output(ap_int<hidden_bits> hidden[N], float output[L]) { 

 Hidden2Output1: for (int i = 0; i < L; i++) { 

  output[i] = 0.0; 

 

  Hidden2Output2: for (int j = 0; j < N; j++) { 

   output[i] += hidden[j] * W_out[i][j]; 

  } 

 } 

} 

 

int clip(int before) { 

 // applies to hidden layer only, and introduces non-linearity 

 if (before > klip) 

  return klip; 

 else if (before < -klip) 

  return -klip; 

 else 

  return before; 

 

} 

 


