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Abstract

Dynamic simulation of district energy systems has an increased importance as an aid
in the transition towards renewable energy sources, lower temperature district heating
grids, and utilization of waste heat from e.g industrial plants and data centers. Physics-
based models using equation-based modeling languages are commonly used for use cases
such as grid design and validation. These models are in general too complex and com-
putationally expensive for long term simulation runs, or for optimization and control.

Using specialized models for each use case on the other hand, causes redundant work,
and the models become difficult to update and maintain. The aim of the thesis is to reduce
the gap between these model paradigms, towards computationally efficient models that
can be adapted for various use cases.

In the first of the three research papers composing the thesis, the experiences, chal-
lenges and lessons learned from city-scale simulation of district heating grids are pre-
sented. On the basis of a case study and literature, research gaps are identified, and
relevant research directions are suggested.

In the second paper, a robust and computationally efficient method for prediction of
heat load in residential buildings is proposed. The prediction uses a nominal model for
the prediction of outdoor temperature dependent space heating load, combined with a
latent variable model for the residual load, mainly for generating hot tap water. The
validity of the prediction is shown on a multi-dwelling building located in Lule̊a, Sweden.

In the third paper, a probabilistic Gaussian process model is trained to emulate the
temperature dynamics of a district heating pipe. A state-of-the-art physics-based model
is used as a reference for training and validation, and the kernel is derived from the
underlying physics. It is shown that model can both emulate the thermal dynamics of
the physics-based model and propagate the uncertainty of the inputs.

The results indicate that these approaches are two viable ways towards efficient mod-
eling adaptable for a wide range of use cases. Based on the results from the research
papers, future research is suggested.
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Chapter 1

Thesis Introduction

“Every gambler knows, that the secret to surviving is
knowing what to throw away, and knowing what to

keep”
– Don Schlitz

1.1 Background

Efficient energy systems are of increasing importance as a means for reducing CO2 emis-
sions. Sustainable energy systems rely on a wide range of energy sources, such as solar
and wind power, geothermal energy, and waste heat from e.g industrial plants and data
centers [1, 2]. Modern so called 4th and 5th generation district heating networks (4GDH,
5GDH) use lower supply temperatures to minimize heat losses in the distribution and
facilitate the integration of renewable and waste heat energy sources.

Several reports [3, 4] have shown that increasing the capacity of district energy systems
– district heating and cooling – is crucial to meet the goal of a reduction of energy related
CO2 emissions in the European Union by 40% in 2030 compared to the 1990 levels [5].

Currently around 12% of the households in the European Union are supplied with
district heating, with more than 50% of the households of the the Nordic countries,
Baltic countries and Poland [6]. With current policies, the total energy supplied by
district heating is estimated to increase by around 50% by 2050 [4].

The evolution of district energy has increased the interest in dynamic simulation
of district energy systems, where many significant results are found from the 1990’s
and onward [7]. Dynamic simulation is often considered an essential tool to promote
understanding of the system, including the impact of intermittent energy sources and
changes in operation.

However, the complexity of physics-based models causes problems with regards to
computational performance and analytic tractability, making the models less suitable for
long term simulation runs as well as for optimization and control design, where specialized
models are often used. The aim of the thesis is to narrow the gap between complex
physics-based models on one hand, and specialized models for long term simulation runs,
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4 Thesis Introduction

Figure 1.1: Schematic overview of a district heating system.

optimization and control on the other. This requires efficient and flexible models that
can be adapted for the desired purpose.

1.2 The district energy system

The fundamental role of a district energy system is to distribute heat or cold using water
as an energy carrier. The energy can e.g be used for space heating or cooling, domestic hot
water generation or industrial processes. A comprehensive reference for district heating
and cooling networks can be found in [8].

For notational simplicity a district heating system will be assumed in the thesis from
now on, unless explicitly mentioned otherwise. The terms hot and cold for the supply and
return temperatures should be interpreted as relative to each other – it is not uncommon
in practice to have return temperatures of 40◦C or more.

The main components of a district energy systems can be roughly split into three
categories; the distribution network, producers and consumers. A simplified schematic
view of a district heating system is presented in Figure 1.1. The thesis is focused mainly
on the distribution network – producers and consumers are considered with regards to
their respective energy production and consumption rates, and are not modeled in detail.
Modeling of buildings, substations and production units are research areas in their own
right and deserve a more comprehensive treatment than what is possible within this
thesis.

The distribution network consists of parallel piping for supply and return of water,
and pumps for circulation and pressurization. The supply pipes distribute hot water,
and the return pipes return cold water. To distribute the water, pressure and circulation
pumps are used in the network, managing pressure losses due to pipe friction and altitude
changes, while keeping the absolute pressure within certain limits.

The consumers are, from a distribution network perspective, essentially heat exchang-
ers that draw hot water from the supply pipe and return cold water to the return pipe.
If the temperature of the district heating grid is too low – e.g for generating hot water
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in low temperature grids – heat pumps can be used to raise the temperature.
Most producers draw cold water from the return side and push out hot water on the

supply side. Pumps are needed to overcome the pressure difference between the return
and supply pipe. Heat pumps can also be used to raise the supply temperature, e.g when
using waste heat from data centers or industrial plants. Examples of producers include
combined heat and power plants (CHP) utilizing biomass or other combustible fuels, heat
pumps utilizing waste heat or geothermal energy, and solar district heating and cooling.

Some producers, typically utilizing waste heat or solar energy, draw cold water from
the return side and return heated water to the return side. This decreases the efficiency of
CHP units in the energy system, but requires less pumping power and lower temperatures
delivered from the producer. Units that can act both as producers and consumers are
sometimes called prosumers.

Thermal heat storages play an important role in the optimization of district heating as
they introduce flexibility to the production planning. A common type of thermal storage
is a large tank that can be charged by pumping hot water from the supply pipe to the
top of the tank, and discharged by opening a valve between the storage and the supply
pipe, where the flow is driven by the hydrostatic pressure. The thermal storage can thus
act both as a consumer and a producer depending on if it is charging or discharging.

1.3 Large scale simulation of district energy systems

Most research involving district energy simulation has employed first principle models,
utilizing the known physics of energy and fluid flow. It is a sensible choice given that
the the physics are well described, while the amount of available measurements is usually
limited. The models are often implemented using equation-based model languages, that
describe the process as a system of differential algebraic equations (DAE).

Common use cases using simulation of district heating and cooling networks are opera-
tional optimization with regards to short term production planning such as [9] considering
production rates and scheduling of production units, including optimization of thermal
storage. Other examples include [10] where a dynamical simulator is used to explore the
impact of supply temperature on a combined heat and power (CHP) plant. Integration
and operation, including optimization of operation, of a seasonal storage is examined in
[11]. Other articles deal with demand response for district heating using district heating
simulation tools [12].

The flow rate and heat transport of the grid is driven by the demand, and the energy
production matches the energy consumption over time. While the physics of fluid flow
and heat transport is well described, the energy demand is specific to the consumer.
Using time series of data for simulation can sometimes be sufficient, but often simu-
lation of different scenarios require a more flexible setup, e.g with regards to varying
outdoor temperature, and modeling of buildings that do not have any measurement data
available. Even when buildings are not modeled in detail, accounting for the thermal
inertia of buildings can be important, since it provides flexibility that can be utilized for
optimization and control methods [13].
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Components of a district energy system, such as pumps, valves and pipes are available
in many different physics-based model libraries, lowering the threshold to get started with
modeling. However, components specific to a district energy grid, such as consumers and
thermal storages might require specialized model libraries, or creating models specific for
the project.

Manually replicating the physical reality from data and diagrams quickly becomes
inefficient and error prone. Instead some sort of automatic model generation is com-
monly used. Each pipe in the network is then automatically generated and connected,
as described in more detail in Section 3.7 of Paper A. An example of a branch of a dis-
trict heating grid that is automatically generated can be seen in Figure 1.2. Before the
thermal grid model can be generated, the topology is usually optimized for the proposed
use case with regards to the resolution of the grid. This process, called aggregation, of
pipes or consumers in the district heating grid has a profound impact on performance
[14], and, after a certain level, also on the accuracy.

Figure 1.2: Graphical representation of a branch of a district heating grid, automatically gen-
erated as Modelica-code from grid data.

The concept of co-simulation has also gained a lot of popularity. By using a standard
such as the Functional Mockup Interface (FMI) [15], models from an array of different
tools can be used in a common environment. For a large scale district heating grid
simulator, this can e.g include physics-based models for the thermal grid, producers
and consumers, causal models for the control systems, and machine learning models for
prediction of heat load.

This is a large departure from the monolithic way of modeling – using the same tool
for all models – but a more general framework makes it challenging to meet e.g demands
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on computational performance or analytic tractability. The progress towards large scale
and more general models is further accelerated through model-centric concepts such as
model-based systems engineering (MBSE) [16] and the vision of a digital twin [17] that
is generated and updated along with the real plant.

Extending the use of a co-simulation based simulator using a physics-based grid model
to a wide range of use cases, including long term scenarios spanning over months or even
years, is challenging. The computational performance limits the usability for longer
simulation runs, and the same applies for optimization and model-based control methods
that might require fast evaluation of the model. The sheer complexity of the model can
also be limiting e.g with regards to initialization of a model for simulation. Moreover,
some optimization and control methods require that the gradients are available or that
uncertainties are propagated – something that might not be feasible in a pure physics-
based model or a co-simulation environment.

Model based control and optimization methods instead usually employ reduced order
models, such as state space models linearized around an operating point, or state space
models with time varying parameters [18]. This is not only motivated by the computa-
tional performance, but also from that there are well researched methods for optimization
and control built around these models, including how to update models from data, and
how to deal with uncertainties such as measurement noise.

1.4 Thesis Outline

The thesis consists of two parts. The first part provides the background and theory of the
problem, serving as a foundation to understand the scientific contributions. The second
part is a collection of papers that make up the scientific contribution of the thesis.

In the first part, Chapter 1 presents the background of the thesis, an introduction
to district energy systems, and large scale simulation of district energy systems. In
Chapter 2 the physics of thermal grids is presented, followed by physics-based simulation
of thermal grids. Modeling of the demand is then presented, followed by the concept of
a surrogate model. The state space model and Gaussian process state space model are
then introduced. In Chapter 3, the thesis is summarized including an outlook on possible
future directions of the research.

The second part contains three peer-reviewed papers that the thesis is based on. Pa-
per A is a journal paper published in the Resources special issue on Planning, Simulation,
Optimization and Operation of District Heating and Cooling Systems. Paper A concludes
the experiences from earlier projects in district heating and cooling, and presents identi-
fied challenges and research gaps. This then lays the foundation to Paper B and Paper
C, that are conference papers published at the European Control Conference 2020 and
Conference on Decision and Control 2020, respectively.
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Chapter 2

Theory

In this section the theory underpinning the three papers is presented. A district heating
pipe is used as an example for describing the underlying physics and physics-based mod-
eling of the thermal dynamics of a district energy grid. For the scope of the thesis it is
assumed that the time resolution of interest is ranging from minutes-hours. This is true
for a wide range of purposes, such as various what-if scenarios, as well as optimization
and control of production and thermal storages for the corresponding time horizons.

Under this assumption the pressure-flow relationships can be treated as static, so that
the dynamics of interest are the thermal dynamics. To limit the scope of the thesis it is
further assumed that the fluid flow can be treated as incompressible with constant heat
capacity, that the flow can be treated as 1-dimensional, and that there is no change of
flow direction.

2.1 Physics of thermal grids

The thermal dynamics of water flowing in a pipe is well described in literature. For the
operational ranges of a district energy system, effects of axial diffusion, pressure loss,
wall friction and dissipation of these losses within the pipe have a negligible impact on
the accuracy and can be disregarded [19]. The thermal dynamics of the pipe can then
be described by the partial differential equation for advection, with the heat loss to
surroundings as a source term.

ρcpA
dT (x, t)

dt
+ q(x, t) = −ρcpAv(t)

dT (x, t)

dx
, (2.1)

where T (x, t) is the temperature along the pipe length, ρ is the density, cp is the heat
capacity, A is the cross sectional area of the pipe, q(x, t) the heat loss to the surroundings
per unit length, and v(t) the flow velocity through the pipe. The equation cannot be
solved analytically for the varying temperatures and flow rate of district energy systems.
By discretization along the pipe length, numerical approximations can be used, e.g using

9
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a first order upwind discretization scheme [20], using the following approximation of the
spatial derivative

dT

dx
≈ Ti − Ti−1

∆x
. (2.2)

Equation 2.1 can then be rewritten as

dTi
dt

= − v

∆x
(Ti − Ti−1)− 1

ρcpA
qi. (2.3)

Discretization in the time domain, using the approximation

dT

dt
≈ T k − T k−1

∆t
. (2.4)

gives the discretized version of (2.1)

T k+1
i = T ki + vk

∆t

∆x
(T ki−1 − T ki )− ∆t

ρcpA
qki . (2.5)

The term vk ∆t
∆x

is called the Courant number, where a well known necessary condition
for numerical stability of explicit time step methods is that C ≤ 1, known as the Courant-
Friedrichs-Lewy (CFL) condition [21]. An informal interpretation is that the fluid should
not travel longer that ∆x during one time step ∆t. A Courant number C < 1 causes
a degrade in accuracy due to numerical diffusion [20]. For a fixed time step ∆t and
discretization ∆x it is thus a trade-off between accuracy, and ensuring stability for the
worst-case scenario. In Figure 2.1 a graphical illustration of Equation 2.5 is given.

Ti Ti+1 Ti+2 Ti+3 Ti+4

qi qi+1 qi+2 qi+3 qi+4

ṁi−1

ṁi+5

ṁin,i

Figure 2.1: Overview of the discretized PDE of the thermal dynamics of a pipe.
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2.2 Equation-based modeling of thermal grids

In equation-based modeling and simulation tools, the differential and algebraic (DAE)
equations are symbolically manipulated and flattened to a system of ordinary differential
equations. Equation-based tools in general do not handle PDEs, so that an explicit
spatial discretization is needed to model a district heating pipe. This can be expressed
by mass and energy balance equations, that can be derived from (2.2), using that

ṁ = ρAv mi = ρA∆x (2.6)

so that Equation 2.3 can be rewritten as

micp
dT

dt
= ṁcp(Ti−1 − Ti)− qi. (2.7)

As a code example using the Modelica language, each segment of the district heating
pipe used in Section 2.1 can be modeled using the der operator for differentiation. The
mass and energy balance 2.7 can for each segment be written as

0 = m_flow_in + m_flow_out;

m_i*c_p*der(T) = m_flow_in*c_p*T_in + m_flow_out*c_p*T + q_i

providing code that is fairly readable for anyone familiar with mass and energy balance
equations. Notably, each line can be arbitrarily algebraically manipulated between the
left hand side and the right hand side. For practical use cases, using well verified libraries
is encouraged to leverage the capabilities of the Modelica language and corresponding
tools.

At the time of writing there are, to the author’s knowledge, no tools or high level
equation-based modeling languages that can handle stochastic differential equations –
thus handling noise and uncertainties in a consistent manner is in general not possible,
or at least very time consuming.

2.3 Modeling the consumer

Given the demand-driven nature of a district energy system, accurate heat loads are
crucial for accurate results. Heat load prediction for buildings is a popular subject for
scientific articles, where a plethora of different methods have been suggested. For most
buildings, residential buildings in particular, the heat load consists of space heating
and heating of domestic hot tap water. The heat load patterns depend on the control
strategies used, where buildings commonly use feed forward control for the space heating,
but can also use time clock control or feedback control of the indoor temperature.

In most cases the space heating load varies slowly and closely follows the outdoor
temperature. For the case of feedback control, the heat load is also dynamic and, con-
sequently, a dynamical model should be used for predicting the space heating load. It
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should be noted that this is a closed loop system identification problem, with all the
corresponding challenges. If the identification is performed as if the system was open
loop it is called a direct method, something that is feasible for prediction of heat load in
buildings, where the indoor temperature is relatively constant compared to the outdoor
temperature.

Figure 2.2: Common layout for a substation in Swedish district heating networks, with hydraulic
separation of district heating water, and separate heat exchangers for space heating and hot tap
water.

Many different types of dynamical models can be used, e.g an autoregressive model
with exogenous inputs (ARX). For the ARX case the predicted space heating load ŷ is
calculated using the outdoor temperature u(t) = To(t) as input with m time lags

ŷ = −a1ŷ(t− 1)− . . .−−anŷ(t− n) + b1u(t− 1) + . . .+ bnu(t−m). (2.8)

In more compact form using ϕ(t) = [−y(t−1), . . . ,−y(t−n), u(t−1), . . . , u(t−m)]>

and Θ = [a1, . . . , an, b1, . . . , bm] Equation 2.8 can be written as

ŷ(t) = Θϕ(t). (2.9)

Notably, this accounts only for the outdoor temperature dependent space heating
load – not for e.g time clock control of space heating.

Heating of tap water depends on social patterns, such as the time of the day when
many people shower, and the type of building. An elementary school will have a dis-
tinctively different heat load pattern compared to a residential building. The heat load
patterns in general cannot be connected to any physical properties, and machine learning
methods are often used for prediction.
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From a city-scale modeling perspective high accuracy is not enough – for efficient
modeling and simulation there are also other aspects that need to be considered, such as

1. Can the predictions be aggregated for faster prediction when scaling up?

2. Can we say something about the uncertainty of the predictions?

3. Is it possible to categorize predictions for different types of buildings?

One method that can handle the first two questions is presented in Paper A, where two
models – one deterministic model, and one stochastic model – are combined and solved
simultaneously. To achieve this, the deterministic model handles the slowly varying
outdoor temperature dependent space heating dynamics, and the stochastic model takes
care of the residual load. The full model can then be represented as

ŷ = Θϕ(t) + Zγ(t) (2.10)

where ϕ(t) are the time lagged inputs to the deterministic nominal model, and a so
called latent variable model Zγ(t) models the residual between the training data and the
prediction for the deterministic part ε(t) = y(t)−Θϕ(t). For the building used in Paper
A, the time of day, day of week, weekend or not weekend, and summer or not summer,
were used as inputs for γ(t). Sun radiation and wind did not have any considerable effects
on the heat load for the building used in the paper.

In the general case, not all consumers can be predicted from easily obtainable infor-
mation. A practical example from Lule̊a is de-icing of iron ore trains, that consume a
considerable amount of energy from the district heating grid. The heat load pattern de-
pends mainly on the outdoor temperature, as a binary threshold, and the time schedule
of the trains.

Clearly, it is hard to tackle the problem of lesser-known consumers other than from a
probabilistic point of view. If the prediction is given as a distribution, the variance can
be interpreted as the uncertainty of the prediction. If the model accurately propagates
the uncertainty, this can provide important information for decision, optimization and
control.

2.4 Surrogate models of thermal grids

The use of surrogate models is one way to reduce the gap between complex physics-based
model and more specialized models for optimization and control. In this setting, the
physics-based model is used as a reference for training a reduced order model specialized
for its purpose. This has several benefits – a digital twin of the process that is maintained
and up-to-date can be used, from where all states are easily accessible.

The surrogate model emulates the reference model, but has favorable properties e.g
with regards to computational performance, so that it can be used for longer simulation
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runs, or with common optimization and control methods. It can for certain methods also
account for uncertainty of the inputs and the model itself.

A graphical overview of the training setup for the surrogate model can be seen in
Figure 2.3. In terms of system identification, this can be described as gray box identifi-
cation – it is assumed that there is both knowledge about, and measurements from, the
system, but that the model cannot be directly generated from the physics-based model.
While machine learning is often considered a separate field of science, it is in this regard
another set of methods to solve the same problem.

Input data

Parameters
& Specifications

Physics based
model

Surrogate
model

+

y

ŷ

u

ΘΘ

e

Figure 2.3: Graphical overview of the training setup for the surrogate model.

As apparent from Figure 2.3 the surrogate model has an abundance of information
compared to what would be considered a black box model – all the information the
physics-based model has, including the simulation results. Depending on the method
used, generating informative data can however be challenging.

2.5 State space models

The state space model is a popular model structure for automatic control methods, such
as model predictive control (MPC) and optimal control. Generating a state space model
directly from a general DAE model is challenging given the flexibility of model formulation
that the DAE provides, although some noteworthy research has been conducted [22].

For the more limited case of thermal dynamics of a district heating pipe Equation
(2.7) can be directly written in state space form. While not strictly defined, a surrogate
model is often assumed to be data-driven as opposed to derived from physics, where the
following example can be seen as the traditional method of generating a SSM. A popular
SSM for automatic control is the linear time-invariant system
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ẋ(t) = Ax(t) +Bu(t) (2.11)

y(t) = Cx(t) +Du(t) (2.12)

For now, it is assumed that all states are of equal importance and can be directly
measured, and that the inputs do not directly influence the outputs (C = I, D =
0), and focus on the state transition equation ẋ(t) = Ax(t) + Bu(t). For consistent
state space notation, the state vector x(t) = [x1(t), . . . , xn(t)]> where xi(t) = Ti(t) is
introduced, along with the input vector u(t) = [xin(t), q1(t), . . . , qn(t)] where xin(t) is the
input temperature and qi(t) the heat losses per segment.

A =


− ṁ
m1

0 . . . 0
ṁ
m2

− ṁ
m2

0 . . . 0

0 ṁ
m3

− ṁ
m3

0 . . . 0
...

. . .
...

0 . . . 0 ṁ
mn
− ṁ
mn

 (2.13)

B =


ṁ
m1
− 1
m1cp

0 . . . 0

0 0 − 1
m2cp

0 . . . 0
...

. . .
...

0 . . . 0 − 1
mncp

 (2.14)

In discrete state space form, using the flow velocity v instead of the mass flow rate ṁ,
the state transition matrix A gets the same lower triangular structure as in (2.13) but
with the diagonal elements

Ai,i = 1− v ∆t

∆x
. (2.15)

Since the matrix is lower triangular the eigenvalues are precisely the diagonal elements.
For constant flow velocity a sufficient stability requirement is that all eigenvalues |λi| < 1.

In a district energy system the flow is however not constant, and the system matrix
A = A(t) therefore varies over time. A linear time-invariant model is thus not expressive
enough to model the thermal dynamics. Instead, e.g a linear time varying (LTV) model
or, as in the following section, Gaussian process state space model can be used.

While state space models are in many ways more restricted than using DAE:s, it is well
researched how to deal with noise. A common representation of a linear time-invariant
state space model with noise is

ẋ(t) = Ax(t) +Bu(t) + εx(t) (2.16)

y(t) = Cx(t) +Du(t) + εy(t) (2.17)
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where εx(t), εy(t) are the input noise and measurement noise respectively. The noise is
often assumed to be independent and Gaussian. From a probabilistic perspective the
noise variance can be interpreted as the uncertainty of the inputs and measurements,
respectively.

For the limited case of advection in a pipe, it is feasible to translate all the parameters
from the physics-based model to the the state space model. Parameters can be estimated
using methods such as least squares, maximum likelihood, and different flavors of the
Kalman filter. When the complexity of the model increases, describing a DAE model in
state space form becomes challenging. The Gaussian process state space model presented
in the following section describes one way to learn the model from data, while accounting
for what is known about the system.

2.6 Gaussian process state space models

A Gaussian process (GP) is a non-parametric probabilistic model that can be used for
regression problems. Formally, it is a distribution over functions that are jointly Gaussian,
and can be represented as

f(x) ∼ GP(m(x), k(x, x′)) (2.18)

where the GP is fully specified by the mean function m(x), and the kernel covariance
function k(x, x′) for two input vectors x, x′. In its essence, the kernel provides a distance
measure of how far a new vector of inputs x∗ is from the space of already observed inputs
X. A popular choice of kernel is the squared exponential kernel

k(x, x′) = σ2exp

(
−(x− x′)2

2`2

)
. (2.19)

Here, ` and σ2 are hyperparameters of the kernel. By choosing an appropriate ker-
nel, the GP provides a very flexible framework with good approximation properties.
Knowledge of the system can also be explicitly used when designing the kernel. The
hyperparameters can e.g be estimated by maximizing the log marginal likelihood.

log p(y|X) = −1

2
y>(k(X,X) + σ2

nI)−1y − 1

2
log |k(X,X) + σ2

nI| −
π

2
log 2π. (2.20)

where the Gaussian noise with variance σn can be interpreted as the model uncer-
tainty [23], but is also needed to avoid numerical problems. The target is the predictive
distribution f∗ for a new point x∗ given previous data X and outputs y that has al-
ready been observed. This can be derived from the premise that observations are jointly
Gaussian, so that



2.6. Gaussian process state space models 17

(
y
f∗

)
∼ N

((
0
0

)
,

(
k(X,X) + σnI k(x∗, X)>

k(x∗, X) k(x∗, x∗)

))
(2.21)

The predictive distribution is then given by

f∗|x∗, X, y ∼ N (f̄∗, cov(f∗)), (2.22)

where the posterior mean f̄∗ and covariance cov(f∗) can be calculated in closed form

f̄∗ = k(x∗, X)>(k(X,X) + σ2
nI)−1y (2.23)

cov(f∗) = k(x∗, x∗)− k(x∗, X)>(k(X,X) + σ2
nI)−1k(x∗, x∗) (2.24)

The posterior is a Gaussian distribution, fully specified by its mean and variance. For
a more intuitive view of the learning process, Figure 2.4 shows the posterior distribution
mean in green, the ground truth function in red, and two posterior standard deviations as
the shaded area. The inputs are randomly picked pairs of inputs and outputs respectively,
x and y, shown as filled circles. The example uses a squared exponential kernel. As more
observed pairs x, y arrive, the variance of the prediction shrinks, and the predicted mean
converges towards the real generative function – in this case a sine wave with an offset.

For dynamical systems, a Gaussian process state space model (GPSSM) can be used.
The state transition function is in this case modeled as a GP, and the model can be
written as

ẋ(t) = f(x(t), u(t), εx(t)) f ∼ GP(µ, k(x, x′)) (2.25)

y(t) = x(t) + εy(t) (2.26)

εx(t) ∼ N (0,Σx) εy(t) ∼ N (0,Σy) (2.27)

where εy(t) is the measurement uncertainty, and εx(t) the uncertainty of the inputs and
previous state estimations, modeled as Gaussian noise with covariance matrices Σy and
Σx respectively. While the posterior distribution can be estimated for unobserved states
as well [24], for the surrogate model the states are observable at every time step, and the
system identification problem can be treated as regular GP regression.

For a thermal grid where the physics are well described, the interaction between flow
and temperature can be encoded into the kernel, e.g using a so called additive kernel
[25], based on the formerly presented squared exponential kernel. For the example with
a district heating pipe, the advection part from Equation 2.3 becomes

ki(xi, x
′
i) = σ2

1exp

(
−
(

(v − v′)2

2`2
1

+
(∆xTi −∆xT

′
i )

2

2`2
2

))
(2.28)



18 Theory

Figure 2.4: Predictive posterior of a Gaussian process as more data becomes available.

at time instance t, where ∆xTi = Ti − Ti−1. The GP in its standard form accounts for
the uncertainty of predictions given data that has previously been observed, but can also
be adapted to account for input uncertainty. One such example from Paper C is seen in
Figure 2.5, where a a simulation of a district heating pipe using a pipe from the Modelica
standard library with inputs that are Gaussian distributed is compared with a GPSSM
model with error propagation.

While the GP framework presents many significant advantages such as good flexi-
bility, a probabilistic treatment of uncertainties, and the possibility to explicitly encode
knowledge of the underlying physics, there are also drawbacks. Most importantly, the
model grows with the number of training points, and the computational performance of
training and forward simulation (prediction) quickly becomes an issue. Since computa-
tional performance was one of the main reasons to find surrogate models to begin with,
this is of course of large importance. However, there are ways to mitigate this issue.

The training of a GP has a time complexity of O(n3), where n is the number of
training points, mostly due to the costly matrix inversion (k(X,X) + σ2

nI)−1 and the
determinant |k(X,X) + σ2

nI| in the likelihood function. Several methods [26] exist to
find so called sparse approximations to increase the computational efficiency, the most
intuitive method being choosing a subset of data with the m < n most informative data
points given by some metric, e.g differential entropy [27].
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Figure 2.5: Temperature of the last segment of a 500m district heating pipe discretized with
50 segments, where f(x) is the output of the GP model and y the output from the reference
Modelica model. The thin lines are individual results of a Monte Carlo simulation run, and the
shaded part is two posterior standard deviations.

When the GPSSM is used to model a district energy system, the training time is of
lesser importance compared to the computational complexity of simulating forward in
time. The matrix inversion (k(X,X) + σ2

nI)−1 can be done beforehand, but evaluating
the kernel matrices k(x∗, X), k(x∗, x∗) can become prohibitively expensive.

The regular sparse approximations reduce the computational complexity of calcu-
lating the kernel matrices as well, but there are also methods such as random Fourier
features (RFF) [28] that approximate the kernel directly, avoiding generating the kernel
matrix at all. Finding the best approximations for simulation of a district energy system
is however an open question, that needs to be carefully investigated with regards to the
use cases.
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Chapter 3

Conclusions, future directions, and
contributions

3.1 Conclusions

The aim of the thesis is to reduce the gap between complex physics-based models, and
specialized models for e.g long simulation runs, optimization and automatic control.
Shortcomings and challenges with current district energy simulation models and corre-
sponding tools were presented in the introduction chapter and, more thoroughly, in Paper
A.

The strategy towards the aim presented in the thesis is – first – to use efficient methods
that can be scaled up and aggregated for use in large scale district energy simulation, and
– second – to use a complex physics-based model as an up-to-date reference, and generate
surrogate models that are oriented towards a specific purpose. In Paper B and Paper
C the feasibility of two different methods to achieve this are presented. More than just
showing that the methods work, they are treated from a probabilistic perspective, where
the variance is included in the heat load predictions, and the GPSSM propagates the
input variance. Since DAE models in general require using computationally expensive
Monte Carlo methods to model uncertainty, this provides a computationally efficient
alternative.

Any model is a simplified representation of reality, and any model exists on complexity
continuum, where there are trade-offs between computational performance and accuracy,
as well as between specificity and generality. Moreover, different modeling concepts blend
together when examined thoroughly. The Gaussian process is a data-driven model, but
when the kernel is derived from physics and the reference is a first principle model, the
concepts are not as clearly separated. The border between system identification and
machine learning also becomes less obvious for the GPSSM as derived in the thesis.

In the end, it is all about expanding the toolbox so that the right tools can be picked
for the job, while at the same time avoiding redundant modeling efforts. The space of
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possible solutions becomes large considering that the models can be integrated in endless
ways. While the methods presented in the two conference papers are feasible proof-of-
concepts, there is plenty of work to be done with regards to extending and enhancing the
methods, and finding the most efficient trade-offs. As the famous saying from George
Box goes, ”All models are wrong, but some are useful” – the goal is a model structure
flexible enough for adaption to the use cases at hand, rather than to find a perfect model
to rule them all.

3.2 Future directions

The heat load predictions of Paper B are validated on a single building, but needs to be
extended and validated for a large grid, including categorization of buildings, so that not
every building has to be modeled separately. Moreover, the prediction models need to be
integrated in a way that allows both aggregation, and the flexibility to use the predictions
concurrently with e.g more complex building models, as well as buildings that depend
on unavailable covariates.

As the SSM example shows, there is a trade-off between accuracy and step size for
explicit methods when simulating advection in a district energy grid, that relates to the
CFL condition. For practical use cases this trade-off is in most cases straight forward –
if only hourly data is considered, a detailed spatial resolution is seldom needed. This is
however not reflected when it comes to modeling district energy grids. If the simulation
could be dynamically projected onto a lower dimensional SSM, with coarser spatial reso-
lution, larger step sizes could be used, and the computational load would be significantly
reduced.

While the GPSSM method has promising capabilities, directly learning and simulating
a complete district energy grid, with possibly tens of thousands of segments of piping
from the spatial discretization, is unfeasible – even with efficient sparse methods and
kernel approximations, the problem becomes prohibitively computationally expensive.
The problem thus needs to be reduced in order to simulate efficiently, where e.g dynamic
coarsening of the spatial discretization is one possible option.

Moreover, there is no reason towards efficient modeling to stay true to any specific
method or model for simulation. Models can be combined and integrated, either using
co-simulation or fully integrated in one model. A linear time varying state space model
for advection can be combined with a Gaussian process model for heat losses to outdoor,
driven by heat load predictions from a latent variable model. For uncertainty propagation
however, this can become a challenging task.

Last but not least, exploring and developing optimization and control methods for
district energy systems, using a model-based approach, would be a natural way to put
the models to use. With appropriate uncertainty propagation, optimization and control
methods can account for the uncertainty to ensure safe and robust control. Examples
include, but are not limited to, using MPC with a Gaussian process model [29], and
robust optimization methods where the worst case scenario is considered [30].
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3.3 Contributions

In this section a brief summary of the papers that make up the thesis is given, along
with the author’s contributions for each paper. Finally, possibilities for future work is
presented. Notably, Paper C is published last, but is in its essence a prelude to the two
other papers.

3.3.1 Paper A

In this journal paper the experiences, challenges and lessons learned from modeling and
simulation of city-scale district heating networks, mainly from the Horizon 2020 project
OPTi, are presented. Based on the experiences, it is shown that several research gaps
need to be bridged towards a city-scale dynamical digital twin of a district energy network,
and proposed research direction are suggested.

The author’s contribution include the introduction, case study, modeling and simu-
lation, computational performance and conclusions sections.

3.3.2 Paper B

The conference paper presents a method combining a deterministic and a stochastic
approach for heat load prediction. It is shown that the method performs well compared
to applying an artificial neural network for the same problem, when validated on a
multi-dwelling residential building in Lule̊a, Sweden, with the upsides of being physically
interpretable and having favorable computational properties.

The author’s contribution includes applying the method, writing the paper, and show-
ing the theoretical applicability to various control strategies for space heating.

3.3.3 Paper C

The conference paper explores the applicability of a probabilistic surrogate model of a
district heating pipe using Gaussian Process regression. To mitigate some of the chal-
lenges with GP regression, a kernel based on the underlying physics is presented and
implemented using sparse GP regression techniques. It is shown that the model per-
forms well with regards to prediction accuracy, while also accurately propagating the
uncertainty for uncertain inputs.

The author’s contributions include deriving the kernel from the underlying physics,
showing analytically how the kernel specific uncertainty propagation can be calculated,
and writing the paper.
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Experiences from City-Scale Simulation of Thermal

Grids

Johan Simonsson, Gerald Schweiger, Khalid Atta and Wolfgang Birk

Abstract

Dynamic simulation of district heating and cooling networks has an increased importance
in the transition towards renewable energy sources and lower temperature district heating
grids, as both temporal and spatial behavior need to be considered. Even though much
research and development has been performed in the field, there are several pitfalls and
challenges towards dynamic district heating and cooling simulation for everyday use. This
article presents the experiences from developing and working with a city-scale simulator
of a district heating grid located in Lule̊a, Sweden. The grid model in the case study is a
physics based white-box model, while consumer models are either data-driven black-box
or gray-box models. The control system and operator models replicate the manual and
automatic operation of the combined heat and power plant. Using the functional mock-up
interface standard, a co-simulation environment integrates all the models. Further, the
validation of the simulator is discussed. Lessons learned from the project are presented
along with future research directions, corresponding to identified gaps and challenges.

1 Introduction

Sustainable energy systems rely on a wide range of energy sources such as biomass, wind,
solar energy, combustion of waste fuel, and recovered energy from industrial plants and
data centers [1, 2]. An integral part of the utilization of renewable energy sources is
to use the available energy as efficiently as possible. Several reports [3, 4] point out
that an increased district heating and cooling capacity in the European Union is key to
reduced energy consumption and reduced green house gas emissions, where the goal is
a reduction of the energy related CO2 emissions by 40% in 2030 compared to the 1990
levels [5]. Currently, half of the total energy consumption in the European Union is for
the purpose of heating and cooling [6], and it has been concluded that there is enough
excess heat in the European Union to cover the heat demands of all buildings from the
service sector to households. Previous research [7, 8] has shown that from an economic
perspective, the competitiveness of district heating as a means of decarbonization is
sensitive to the density of the cities. District heating is mainly favorable in high density
urban districts, whereas other technologies such as electrical heat pumps can be favorable
in rural areas or less dense cities.

With current policies, the total energy supplied by district heating is estimated to
increase by around 50% by 2050. Within the European Union, in the Nordic countries,
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Baltic countries, and Poland, district heating serves more than 50% of the households
and around 12% European Union wide. To meet the demands of an increased utilization
of renewable heat sources, the Fourth-Generation District Heating (4GDH) [9] networks
include lower supply temperatures with the ability to recycle heat from low temperature
sources and forming a smart energy system with the integration of, e.g., electricity and
gas networks. This also has implications for how district heating networks are controlled,
where it was shown, e.g., in [10] that large energy savings are possible using more ad-
vanced control strategies and efficient utilization of thermal storage units and building
inertia.

To explore the possibilities and implications of novel types of district heating and
cooling networks, the impact of renewable energy sources, and the corresponding control
strategies, dynamic simulation of the thermal grid is considered an important aid in the
process. Early results in this area are from 1990s and early 2000s, with examples such
as [11, 12]. More recently, several European Union projects have employed district heat-
ing and cooling simulation for their use cases, such as the Optimisation of District Heating
and Cooling Systems project (OPTi) [13], which is used as a case study in this paper, and
the New Generation of Intelligent Efficient District Cooling Systems project (INDIGO)
[14], where a simulator is used for district cooling networks. Extensive research and de-
velopment are also performed within the International Building Performance Simulation
Association (IBPSA) [15] aiming to create a complete open source Modelica Framework
for building and community energy system design and operation. Furthermore, several
articles such as [16, 17, 18] deal with the concept of dynamic district heating models and
simulation.

Common use cases for the simulation of district heating and cooling networks are
operational optimization with regard to short-term production planning such as [18],
considering the production rates and scheduling of production units, including optimiza-
tion of thermal storage units. In [19], a dynamic simulator was used to explore the impact
of supply temperature on a combined heat and power (CHP) plant. The integration and
operation, including optimization of operation, of a seasonal storage were examined in
[20]. A slightly different use case is [21], where a simulator was used for the evaluation of
the safety risks with regard to safety in the case of network failures. Other articles deal
with the demand response for district heating using district heating simulation tools [22].
In the previously mentioned INDIGO project, the simulator was used for the design of
district cooling networks.

In this paper, the simulator developed within the Horizon 2020 OPTi project is pre-
sented as a case study, including a validation example and a discussion of the challenges
and limitations encountered during the project. On the basis of the case study and
references, research gaps and proposed relevant research directions are identified and
analyzed. The concept of a digital twin is then presented, and it is shown that the
case study fulfills the properties of a digital twin and how these properties relate to the
challenges presented in the paper. Finally, conclusions are given.

The paper’s main contribution is to present results and lessons learned from a case
study on dynamic city-scale district heating modeling and simulation. This includes a
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thorough discussion of modeling and simulation paradigms, automatic model generation,
fidelity, computational performance, validation, and model calibration. In addition, this
work complements the existing reviews of digital twins by identifying the requirements
and specifics of digital twins for district heating and cooling systems.

2 Case Study: Dynamic City-Scale District Heating

Simulation

As a practical example used in the article to illustrate the challenges of district heating
and cooling simulation, the simulator developed within the OPTi project [13] is used. The
project started in 2015 as a European Union Horizon 2020 project and was coordinated by
Lule̊a University of Technology, Sweden. The project objective was to analyze and rethink
the way district heating and cooling systems are architected and controlled. Within the
project, OPTi-Sim, a dynamic city-scale district heating simulator, was developed to
explore use cases like:

• Validation of optimization based control methods;

• Design of automated demand response schemes;

• Exploiting the potential of passive-heat storage.

From the width of the scope, the size of the district heating grid, and the lack of mea-
surements available, it was determined that a first principle model building on known
physical relations was needed. Due to many different stakeholders in the project, this was
also seen as an aid to facilitate mutual understanding. This choice had large implications
with regard to the choice of methods and tools, accuracy, computational performance,
and validation, where the specific challenges encountered are presented in the follow-
ing sections.

To put things in perspective, the International Renewable Energy Agency (IRENA)
categorizes power grid models using five different hierarchical levels [23], depending on
the time scale, detail, and width of scope. The levels were originally aimed at electrical
power grids, but can be easily adapted to the district heating and cooling context. A
summary with some minor adaptions is found in Table 1.

Using the defined levels, the case study encompasses both the hydraulic and thermal
dynamics and thus combines the two lowest levels. The experiences drawn from the case
study relate mainly to this particular level of modeling, whereas other levels are touched
on more briefly. The simulator was validated by replicating real-life scenarios, where
the main objective was exploring alternative production and demand control strategies.
Modelica was used as the modeling language, with industrial process components such
as pumps and valves provided by commercial simulation libraries.

Three main data sources were used for the models:
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Hierarchical Level Time Resolution
Planning and design models Seasons-years

Economic models Hours-seasons
Static grid models Single point

Dynamic thermal grid models Minutes-hours
Dynamic hydraulic and electrical grid models Milliseconds-minutes

Table 1: District heating and cooling grid modeling levels, based on IRENA power grid modeling
levels.

1. Models based on Geographic Information System (GIS) data;

2. Models based on piping and instrumentation (P&I) diagrams and design data;

3. Models based on historical measurement data (data-driven models).

The piping of the thermal grid was automatically generated from GIS data, whereas
production units and pumping stations were manually modeled and configured from P&I
diagrams and data. Data-driven and gray box models for the heat load of consumers
were generated from historical data. The GIS data of the DHC grid of Lule̊a span over
¿9000 consumers and ¿44,000 single pipes.

To enhance the computational performance, a topological optimization, known as
aggregation, of the grid was performed based on the so-called German method described
in [24]. The complete topological optimization procedure for the case study consisted
of a pre-processing by pruning of erroneous data such as empty nodes or singular pipes,
combined with several aggregation steps of merging nearby nodes and consumers, merging
serial pipes, and merging of branches. Notably, this part of the case study consumed a
large portion of the development resources.

To control the preprocessing and aggregation process, a graphical user interface (GUI)
in MATLAB was developed, as seen in Figure 1. In the GUI, the thermal grid is rep-
resented as a network plot where the effect of the preprocessing is visualized. With the
topological optimization steps and preprocessing described above, the full Lule̊a grid con-
sisting of 44,752 single pipes and 9533 consumers was aggregated down to 3149 single
pipes and 494 customers before simulation. The total number of simulated components
was reduced by around 90%. After optimization, the full city-scale grid could be simu-
lated on a Core i7 Gen 5 laptop computer at around 2–3 times real-time speed.

Examples of the automatically generated grid can be seen in Figure 2, and an example
of a production unit can be seen in Figure 3.

The buildings were clustered into seven building categories by the size and type of
building, validated by measurements for each building category, for simulation of the
consumer heat load. Due to the large amount of buildings and lack of measurements, it
was deemed unfeasible to model each building individually.

The manual and automatic control of, e.g., the power plant, pump stations, and feed
forward supply temperature was replicated from available diagrams and measurements.
As an example, the pump control for the pumping station consisted mainly of two parts,
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one for safety and the other for regulation. The safety part ensures that the pump’s
operational pressures do not violate the limits. The control system ensures that the
pressure before the pump will not go below a certain limit and the pressure after the
pump will not be higher than a threshold limit. This is achieved by the upper two PID
controllers shown in Figure 4. Furthermore, the safety part will switch off the pump
if the speed reaches the lowest allowed speed. The tracking of the optimal differential
pressure of a selected critical point in the grid is performed by the regulation part.

Figure 1: The graphical user interface made using MATLAB.

Figure 2: Graphical view of the Dymola model, featuring a branch of the district heating grid.
The model is automatically generated from GIS data, including district heating pipes, nodes,
and consumers, where the size of the consumer reflects the annual heat load.

To highlight some of the challenges encountered during the validation process, a
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Figure 3: Graphical view of the Dymola model of a production unit. The model is manually
modeled from a piping and instrumentation (P&I) diagram and includes components such as
pumps, valves, and boilers.

Figure 4: Automatic control structure for the pump station in Simulink, recreated from dia-
grams.

period of 10 days in January exhibiting an outdoor temperature drop from −5 ◦C to
−30 ◦C and a rebound to −15 ◦C was used. Large temperature changes during winter,
when the space heating demand is high, can be seen as the worst case scenario with
regard to model validation, exhibiting the dynamic behavior of space heating demand and
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possibly exciting unmodeled behavior at the production side. Notably, due to the limited
computational performance, simulating more than 10 calendar days was impractical.

The validation process was based on measurements from the Lule̊a district heating
network. The validation example is focused on the required generated power, collected
from time series from the plant data acquisition system. The total power equals the power
supplied to the grid from the main combined heating and power plant, plus auxiliary
energy units that are sometimes needed during the winter months. The inputs to the
simulation were the outdoor temperature and time, where the latter was used in the
consumer simulation. In Figure 5, the outdoor temperature, the actual total power, and
the simulated total power are shown.

0 20 40 60 80 100 120 140 160 180 200

Time (h)

100

150

200

250

300

350

P
o

w
e

r 
(M

W
)

0

T
e

m
p

e
ra

tu
re

 (
°

C
)

Real Power (Measured)

Total Power (Simulation)

Outdoor Temperature

Figure 5: Simulation of the Lule̊a grid over 10 days in January for a temperature scenario
going from −5 ◦C to −30 ◦C and returning in the end to −15 ◦C.

As is apparent from the figure, for certain periods of time, there is a good corre-
spondence between measured and simulated power, whereas for other time periods, the
deviation can be quite large, raising several important issues, such as:

1. What is the needed fidelity for the use case?

2. What is a good metric to evaluate the accuracy?

3. How can we account for human behavior such as manual control of production
units?

4. How can we ensure that the model is up-to-date with the real process?
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These questions do not have simple answers and largely depend on the use case,
which means that the needed fidelity and the used metrics have to be defined in relation
to the use case. This is directly related to the model validation and model update. In
Section 5, the validation and update aspects are discussed, as well as which methods
can be employed. For this particular case, it is hypothesized that the deviation stems
mainly from the building models being too coarsely modeled, as not all buildings have
measurements available for data-driven modeling or gray-box modeling or are only part
of an aggregated building set. Thus, identifying the root cause of such a deviation is
non-trivial, especially since there are relatively few measurements available in the grid.

The following sections conclude about the experiences from the modeling and sim-
ulation of the Lule̊a grid, including a discussion and proposed research directions with
regard to the challenges encountered during the conducted work.

3 Modeling and Simulation

For any simulation project, there are several important decisions regarding modeling
and simulation that need to be made. Here, the main choices are presented along with
experiences, appropriate references, and proposed research directions.

3.1 Co-Simulation

The general approach to the modeling and simulation of large-scale systems can be dis-
tinguished between monolithic and co-simulation approaches [25]. In a monolithic sim-
ulation, the entire system is modeled and simulated in a single tool, whereas in the co-
simulation approach’s separate tools for the respective subsystems are coupled together.
The advancements in co-simulation, mostly using the functional mockup interface (FMI)
standard [26], have greatly increased the capability of interconnecting models from dif-
ferent tools.

For the case study, the grid model was compiled as a so-called functional mockup unit
(FMU) according to the FMI standard and was used seamlessly in conjunction with the
representation of the control system and of the operator behavior simulation in MAT-
LAB. The approach was considered essential due to many stakeholders with different
backgrounds and areas of expertise. The integration of components was mostly straight-
forward, but some care needed to be taken—especially with regard to physically strongly
coupled components. Here, such cases were avoided by compiling strongly physically
coupled components, such as the district heating grid, into a single FMU. Otherwise,
methods such as transmission line modeling [27] (TLM) might need to be used.

The cost of multiple software licenses provided a large hurdle with regard to prolonged
use of the simulator outside of academia. Novel business models might be needed to deal
with this issue when co-simulation finds a wider adoption.
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3.2 Physical or Data-Driven Models

Recently, data-driven machine learning (ML) methods such as artificial neural networks
(ANNs) have gained much popularity and attention. With an application to district
heating, most machine learning models have been used for forecasting of heat demands,
e.g., [28]. For the simulation and prediction of complex large-scale systems such a district
heating and cooling network, there are several limitations of the most popular machine
learning approaches that need to be addressed to make models fit aspects such as the
interpretability of results, how to train a model for specific scenarios or designs not yet
realized, and how persistent excitation properties can be guaranteed for proper identifi-
cation of the system. A lack of measurements in the grid, as in the case study, also limits
the feasibility of a data-driven approach.

A middle ground is to use so-called gray-box models, where a data-driven model can
be used to complement a physics based model. Yet another interesting option is to use
the physics based model as a reference to train a data-driven model, for cases where the
data-driven model has desirable properties such as the propagation of uncertainties or
fast execution time [29]. Needless to say, this requires that the physics based model is in
place and correct in the first place.

For the case study, a physics based grid model was used. There were few measure-
ments available in the grid, thus data scarcity, while the physics of water flow is well
studied. The model was also used as an aid to augment the understanding of the phys-
ical process. On the consumer side, a mix of physics based, gray-box, and data-driven
models was used.

To summarize, the data-driven approach provides interesting methods that are often
used, e.g., for heat load prediction, but to the authors’ knowledge, there is no feasible
way to model a whole district heating or cooling grid without explicitly using the known
physics.

3.3 Acausal and Causal Modeling

Another important choice of modeling paradigms is between acausal and causal modeling.
For causal modeling, represented by tools such as e.g., Simulink [30], there is always a
direct causality as the models are functions with predefined outputs and inputs. For
acausal modeling, however, there are also relations, such as the relation between the
pressure drop and flow rate in a pipe. Equation based models are expressed in a way
that is relatively easily interpretable for domain experts and engineers. Acausal and
causal modeling for district heating simulation were thoroughly described and compared
in [25].

For the case study, using acausal first principles methods was considered crucial by the
participants, providing a common ground for discussions and the interoperability of tools.
By using acausal equation based modeling, the reusability, adaptability, and extendability
of models is increased compared to the causal modeling of dynamical systems.

It is the authors’ belief that equation based acausal modeling will continue to play an
important role in the world of district heating and cooling simulation. There are however



42 Paper A

circumstances when a causal model is a better choice, such as for the control system,
being causal in its nature, or when high quality causal models are readily available for
some parts of a system. Notably, combining acausal and causal models from different
modeling tools is enabled by a co-simulation approach.

3.4 District Heating Simulation Tools

The Modelica model language is widely used within both industry and the scientific
community for modeling of district heating and cooling networks. Other non-domain
specific tools such as MATLAB/Simulink [30] can also be used for district heating sim-
ulations, but are limited to causal modeling. Using Julia [31] for simulation has recently
gained popularity due to its performance focused approach, where Modia [32] provides a
Modelica-like domain specific extension of Julia for the modeling and simulation of phys-
ical systems, although in an early phase of development. The tool IDA Indoor Climate
and Energy (IDA ICE) [33] has also been used for district heating simulation with better
scalability performance than Modelica and Simulink for the presented use case in [34],
but is lacking support for FMI. A comparison of the tools can be found in [25].

There are also several domain specific tools for district heating simulation, where a
comprehensive overview of available simulation tools within district heating, and their
features and limitations, can be found in [35, 36]. Tools such as Termis [37], PSS SIN-
CAL [38], TRNSYS [39], and Netsim [40] are widely used for the simulation of DHC
networks. Most available domain specific tools are at the time of writing either (i) static,
i.e., do not provide a representation of the dynamic behavior of the DHC system, (ii) spe-
cialized for a limited amount of use cases, or (iii) do not allow for co-simulation/interfacing
with other software.

For the case study, the choice of the the Modelica model language was motivated
by co-simulation capabilities and well established and validated model libraries. While
Modelica has been the go-to language for modeling of district heating and cooling net-
works for some time, the engineer and researcher of tomorrow will have a wider array of
interesting choices.

It is often mentioned that fully dynamic simulations are needed for the simulation
of 4GDH systems, with a larger proportion of renewable and highly fluctuating energy
sources [35]. However, this and other accuracy and fidelity related questions should not
be assumed, but chosen in accordance to the project requirements; static models might
well be appropriate in many cases. Comparisons between static and dynamic models for
different scenarios and time and spatial resolutions would provide a valuable contribution
to the scientific community.

3.5 Simulation Models

Components such as pipes, pumps, and valves are well represented in commercial and
open-source industrial simulation libraries. While the equations describing these compo-
nents are well known and verified, it should be noted that the oversimplification of, e.g.,
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valve or pump characteristics can have a profound effect on the accuracy of the simu-
lation. For the case study, the accuracy of the models was not considered as a limiting
factor, instead the computational performance of the simulation was experienced as the
major bottleneck.

Research with regard to individual simulation models for use in district heating sim-
ulation has been mainly focused on efficient and accurate pipe models, with examples in
[41, 42]. The pipe is a crucial model in fully dynamic district heating grid simulations,
where the long pipe lengths require a spatial distribution, and as a consequence, model
improvements resulting in increased computational performance or accuracy are highly
important for the overall simulation. A comparison of different pipe models and their
respective accuracies compared to actual measurements can be found in [43].

For the case study, a commercial model library, providing validated models, was
used. While this provides convenience, there is also a trade-off between how general or
specific the model is with regard to the use case. The scope of simulating a district
heating and cooling system is relatively narrow compared to that of a general purpose
process industrial model library, and using more specialized models might yield better
performance at the cost of increased development time.

It is the authors’ experience that accuracy demands need to be carefully investigated
with regard to the use cases, with model libraries chosen as a result of the imposed
demands.

3.6 Simulation of Heat Consumption and Production

The simulation of heat load at the consumption and production side, including the sim-
ulation of produced heat from fluctuating sources that can depend on a multitude of
different factors such as wind speed or server utilization, are important for realistic sim-
ulation results. There are many published methods for heat load prediction that can
be employed for simulation such as [44, 45]. Since the patterns are subject to social
behavior, individual buildings can show erratic patterns that are hard to predict. Fur-
thermore, specific consumers such as industrial plants are not always possible to predict
from known data.

In the case study, consumer models both utilizing first principles and data-driven
methods were used, rendering seven separate categories of consumers. There was however
a significant scaling problem: while it might be possible to accurately predict the heat
load of a single building, it is challenging to scale up to more than 9000 consumers. Based
on this issue, the consumers were categorized into seven different types depending on the
size and type of building.

A less researched area is how to accurately model production units affected by un-
known control and safety structures and manual operation. How, e.g., operators choose
to start peak load boilers can have a profound effect on the grid dynamics, but infor-
mation about these procedures might not be available. While not as straightforward as
heat load prediction, research in this direction might provide valuable insights.
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3.7 Automatic Model Generation

Historically, most modeling efforts have involved manual efforts of replicating the phys-
ical reality from data and diagrams. This quickly becomes inefficient and error prone.
The acquisition of relevant data can be a tedious process in itself and often requires a
significant effort of preprocessing or converting the data in order to make them suitable
for parameterizing the simulation models.

There exist several different formats for the data depending on the domain. Automatic
model generation from GIS, as in the case study, and BIM data are covered in several
articles [46, 47, 48], with an extension to also generate models from CAD diagrams in [16].
A promising approach, e.g., used for the forecasting of heating and cooling demands [49],
is using CityGML: 3D city models. Native CityGML lacks the representation of energy
relevant building parameters. However, CityGML supports specific extensions, which
are called Application Domain Extension (ADE) [50], and have been applied in various
studies to calculate the energy demand at different scales [51].

Despite being an active research area and that the feasibility of automatic modeling
has been shown, the lack of common standards make most solutions specific for the use
case. Promising results within the standardization of the model specification using a
metamodel concept such as SysML [52] and AutomationML [53] are proposed. In the
general case, the choice of the data format is not a choice for the modeling engineer or
researcher, but needs to be dealt with already at the planning and management stage.

Regardless of the data source, it can usually be assumed that not all relevant design
data can be acquired. This raises an important question: How can the validity of a
digital twin be ensured without complete underlying data? This process is called data
enrichment and was discussed for building models, e.g., in [54, 55]. It should be noted
that the methods are dependent on standardized data, might require project specific
adaptions, and there are no model-agnostic answers to the question.

The case study used GIS data for the automatic generation of the grid and consumers,
whereas production units were modeled manually. It was experienced from the case study
that the data acquisition and preprocessing of data consumed a large amount of time,
and the results can seldom be reused. This is considered crucial for future usability and
effectiveness with further research and industry adoption of standards, but also sharing
of code and algorithms within the scientific community.

3.8 Topological Optimization

Before the thermal grid model can be generated, the topology is usually optimized for
the proposed use case, with regard to the resolution of the grid, as described previously
for the case study. This process, called aggregation, of pipes or consumers in the district
heating grid has a profound impact on performance [24] and with an increased level also
on the accuracy. The most popular methods for aggregation are the so-called Danish
and German methods, respectively. A comparison of both methods and a discussion
of the potentials and limitations of the aggregation methods on 4GDH systems can be
found in [56]. The methods are focused mainly on static simulations, and in the Danish
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case, there is no support for multiple production units. It is also not straightforward to
derive any objective properties with regard to the spatial or temporal resolution from
the aggregation process for the presented methods.

For the case study, the algorithm was loosely based on the German method, where
a significant amount of time was consumed for tweaking the algorithm for the use cases
and finding a feasible trade-off between performance and accuracy.

It is suggested by the authors that aggregation methods be further researched with
respect to the validity for 4GDH networks with fully dynamic simulation and multiple
production units. Effective numerical methods can to some extent mitigate the need for
aggregation methods from a computational performance standpoint.

3.9 Fidelity

The fidelity, such as the time scales of interest and the spatial resolution, needed for
the use case has large implications on the requirements on the model and simulation
related choices. Individual components are usually not specified with regard to fidelity,
but rather by what features or simplifications that should be included. Relating these
parameters and settings to, e.g., the time scales of interest can be challenging. With
appropriate planning and requirement specification, these problems can be mitigated for
many projects. However, this requires extra work and possibly different simulators for
different parts of the project.

For the case study, it was apparent that the different stakeholders of the projects had
different and sometimes contradictory requirements. On the substation level for example,
dynamics with a time resolution of seconds can be of interest, while the spatial resolu-
tion of the grids is relatively unimportant. However, the degradation in computational
performance caused by the stiffness of modeling fast dynamics can render the simulator
useless for simulation scenarios ranging over long time spans.

Ideally, the same simulator could be used for different phases and stakeholders of
projects. This would require that the model be automatically adapted to, e.g., the
required spatial and time step resolution. For linear systems, different model reduc-
tion techniques are well developed [57], where, e.g., fast dynamics can automatically be
reduced to static relationships. Model reduction is far less researched for differential
algebraic systems, where the survey in [58] can serve as an introduction. To the authors’
knowledge, there are no implementations for commonly used modeling tools, and it is
perceived that more research in this direction would be a valuable contribution.

4 Computational Performance

The largest obstacle with regard to usability in the case study was the computational
performance. With scenarios possibly spanning over weeks, months, or even years, several
orders of magnitude of increased simulation performance would have been desirable.
Debugging models with regard to computational performance is often a tedious task that
requires extensive knowledge from the developer.
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As an example to highlight the volatility of computational performance, a grid model
with 84 consumers was generated, running a simulation of 10,000 s within Dymola using
the variable step size solver LSODAR. The inputs to the model were the heat load and
return temperature of the consumers, varying slowly over time. The consumer model
used a simplified approach where the mass flow rate was directly calculated from the
inputs.

The first example used continuous input signals generated within the simulation
model. The second examples used the same signals as in the first example, but sam-
pled with a sampling time of 1 s, to emulate how input signals are often provided to
the model. The third example was similar to the second example, except that for one of
the consumers, the power input signal was filtered with a first-order filter with the time
constant τ = 3 s, emulating how components with faster dynamics could be introduced
to the system.

The results of the simulations are provided in Table 2. For the modeling expert or
someone well versed in numerical computing, this should not come as a surprise: the
second example limited the maximum step size for the variable step size solver; the third
example made the system stiff, causing a severe degradation in computational perfor-
mance. For the engineer or new practitioner, however, this might come as unpleasant
news when small changes (from an engineering perspective) cause a large degradation in
performance.

Table 2: Consumed CPU time for simulation of 10,000 s using the solver LSODAR for three
different cases.

Simulation Case CPU Time
Continuous inputs 11.7 s

Sampled inputs 41.3 s
Sampled inputs and fast dynamics 2360 s

4.1 Numerical Methods

The nature of the problem is that a district heating or cooling grid poses several numerical
challenges. Fluid networks are non-linear, and the problem is stiff due to the difference in
the time constants between the pressure and temperature dynamics, as well as the faster
dynamics that might appear at the consumer or production level. The model is hard
to parallelize due to the strongly coupled nature of the system. Usually, there are also
components that are discrete such as the simulation of the distributed control system
(DCS).

The choice of solvers is usually limited by the choice of the tool used for modeling. For
the Modelica language, using sparse solvers [59] or more efficient compilers as in [60] has
been proposed. Using differential algebraic equation (DAE) system solvers rather than
ODE solvers has also shown large improvements for power grid models [61]. Yet another



5. Validation 47

promising approach is using quantized state system solvers (QSS) [62]. The stiffness of
the problem can be addressed by using multirate solvers, where a summary of the state-
of-the-art solvers and tools, including multirate techniques, for the Modelica language
was published in [63]. However, as the article pointed out, while many of these concepts
are promising even with current state-of-the-art tools and solvers, the performance is
very limited as the model size grows to even moderately large.

Despite promising concepts, from an engineering perspective, an integrated approach
is needed where all major problems causing numerical problems are addressed to a point
where accuracy, robustness, and simulation speed are good enough for the employed
tools and use cases. Using a co-simulation approach provides the possibility for using
state-of-the-art solvers and methods from different tools—provided that they support
co-simulation and that the co-simulation itself does not introduce other issues. Following
up on promising concepts, it seems that the step from concept to deployment is large,
likely due to the diversity and complex nature of hybrid DAE systems.

For the case study, a classic fixed step explicit fourth-order Runge–Kutta method as
implemented in Dymola was eventually used. Despite many theoretical advantages of
variable step size methods, in practice, it turned out that the overhead, and in some
cases unpredictable behavior, of these methods was too large to provide an acceptable
computational performance.

From the case study, as well as other projects conducted by the authors and the body
of scientific work in this area, it was perceived that most work from previous projects
could not be readily reused, so that the wheel must be reinvented again and again. A
reference model that could be used for benchmarking numerical methods, aggregation
methods, and so forth could be one way forward towards better knowledge transfer
between projects, and in the longer run towards better performance.

5 Validation

A crucial step in modeling and model calibration is the validation of the resulting model.
As stated in the literature, like, e.g., [64], model validation is the process of assessing the
eligibility of a model and to what degree it represents the true model for a specific use.
The validation data may not have been used in the modeling or the calibration and is in
that sense new data for the model.

The basic setting for model validation is depicted in Figure 6, where the estimate of
the output model can be used to assess the validity of the model. Using a metric on
the deviation between the model or deriving a model error model [65] not only provides
an understanding of the validity, but also a means to characterize the root cause for
deviation and to compare different models with each other.

Reflecting back to the case study, validation and model calibration were shown to be
time-consuming tasks. It was often experienced that there was a discrepancy between
what the engineers considered important and the accuracy metrics. The accuracy of a
simulation is often quantified by metrics such as the root mean squared error (RMSE)
and mean absolute percentage error (MAPE), measuring the deviation of the simulated
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Figure 6: Basic setting for the validation and update of a model.

value compared to the measured value at fixed time instances, namely y − ŷ. Reaching
a sufficiently high accuracy for a complex system can in many cases be a difficult task.
There exists a multitude of exogenous inputs d and design parameters that affect the
dynamic behavior of a district heating network, which can only in part be acquired from
data or modeled, denoted as d̂. Examples are detailed pipe geometries, soil tempera-
tures around the piping, consumer and operator behavior, and the automatic control of
production units.

An important question raised in [66] was whether a higher accuracy results in a more
useful simulator. Higher accuracy also goes hand-in-hand with higher complexity and
usually comes with a loss of computational performance or with additional parameters
that require calibration, making the simulator less useful from an engineering perspective.
The required accuracy is determined by the purpose or the use case, and from a scientific
perspective, the law of parsimony should be applied, meaning the simplest model for the
intended use is also the right one, provided it gives the same answers as a model of higher
accuracy and complexity.

Accuracy metrics such as RMSE do not take into account dynamic behavior, so
that moderately delayed fast dynamics might be considered by the metric as a large
deviation. There exist approaches to mitigate these shortcomings such as nonlinear
alignment techniques (also referred to as dynamic time warping) [67], although not widely
adopted by the scientific community. Furthermore, discrete events for cases like “when
A happens, B should happen within a specified time frame” also cannot be captured by
just measuring the deviation between the measurement and the simulation. Using other
distance measures, such as the Levenshtein distance [68], which can be used to evaluate
the order by which events occur, is one option. In the end, the lack of widespread
adoption is a problem in itself with using any metric beyond the most common ones.
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Even when there are methods that are valid for individual components, the question of
how to evaluate a complex model such as a district heating grid is largely unanswered.

Another validation related issue is the assessment of the need to update the model.
The decision on the update can be based on the outcome from a simulation run in relation
to the system it replicates, as shown in Figure 6. There, the observations y and ŷ can be
used to establish a metric for the validity of the model, like, e.g., the root mean squares
of y − ŷ.

While this approach seems straightforward, there are a number of factors that drive
the deviation y − ŷ:

• Unknown exogenous effects:
A minority of the factors that affect the replicated system can be measured or
observed, meaning that there is a deviation between d and d̂, rendering a deviation
between y and ŷ. While there is often a qualitative understanding of these effects,
a quantitative description is usually lacking.

• Modeling errors:
Any model is only valid to a certain degree of accuracy and is therefore not perfectly
replicating the real-life system, again rendering a deviation between y and ŷ.

• Wear and tear:
Any component operating in a real-life situation will be affected by wear and tear
over its life-cycle, leading to maintenance action and eventual component replace-
ment. Such degradation phenomena render similar effects like modeling errors, but
occur gradually.

• Undocumented realizations:
In line with the modeling errors are undocumented realizations, which means that
the real-life system deviates in realization from its documented specification. Such
effects are already present when an initial validation of a model is performed, but
will nevertheless affect the monitoring performance.

• Unreported system changes:
A system update is clearly necessary whenever a change in the real-life system
occurs, like, e.g., replacement of components. The consequence is similar to the
modeling errors.

Referring back to Figure 5, it can be seen that the overall behavior in the long term
was well replicated, but in several instances, there were quite large deviations. Applying
a typical measure for the fit like the normalized root mean squared error indicated a poor
fit value, less than 90%, as expected. Nevertheless, from an engineering perspective on
designing a control strategy for the supply of heat to the grid, the accuracy was deemed
sufficient by practitioners in the field. Some of the reasons for the deviations were model
errors in the building models, assuming that individual buildings for a certain category
had the same heat load pattern and assuming a disturbance-free scenario. It is well



50 Paper A

known that individual buildings’ heat load pattern exhibits a stochastic behavior in the
short term.

Consequently, a monitoring procedure needs to be resilient to these factors and render
an appropriate decision on the update needs. An additional challenge in most actual
district heating networks is the fact that there are few measurements available from the
grid, often restricted to a handful of temperature and pressure sensors. While there is
a tendency in the industry in general to include more sensors, in line with the vision of
Industry 4.0 and the smart sensors concept [69], the current lack of measurements makes
model calibration, validation, and update a difficult task.

Further complicating the calibration and update is the composition of the real-life
system that is replicated. As seen in the principle sketch in Figure 7, the real-life system
could be composed of physical system components that are well understood and for
which models are available (white boxes) and physical components where partial or no
knowledge of the behavior is available (gray and black boxes). Naturally, all those will
interact and also be connected to software components like a control system. Already
when performing model calibration, the interconnection between components plays a role
in the quality of the calibration if it is primarily based on measurement data. Similarly,
the interconnections need to be considered in the model update.

Thus, to be able to update the models with sufficient accuracy, the measurements need
to be monitored, and informative data need to be used to update the model. Data from
faulty sensors, equipment under maintenance, and un-modeled modes of operation need
to be discarded—a non-trivial data analysis task. Furthermore, there are few methods for
updating or calibrating DAE models from known data. It can be assumed that without
model updates, the model accuracy will deteriorate with time due to, e.g., equipment
wear or changes or new operating procedures. Promising work in this area, using the
aforementioned AutomationML and FMI, was conducted in [70].

Methods for model calibration are well established, but are often focused on meth-
ods for a limited set of specified models (e.g., system identification for autoregressive-
exogenous (ARX) and state space models) and are not suitable for calibration of models
on DAE form. Some promising steps were undertaken by, e.g., [71, 72] on model cali-
bration for DAE models. However, there is still to little knowledge about the validity of
these methods for dynamic model calibration in district heating grids.

While a model update can be understood as a model calibration, there are preceding
steps before a calibration, or better said re-calibration, can take place

• The need for a model update has to be determined. Similarly to model validation,
it is important to understand if the deviation between the models and the real-life
system is caused by a deprecation of the model. Thus, the current model needs
to be monitored continuously during the operation and in relation to the real-life
system.

• When it is clear that a model update is necessary, the components that need up-
dating have to be identified and located within the large-scale system. Clearly,
multiple components may need updating simultaneously.
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Figure 7: Principle sketch of the composition of the replicated system consisting of both physical
and cyber components fully interconnected. Each connection can contain a multitude of physical
or signal interconnections that are potentially directed. In the figure u are the inputs to the
system, y are the outputs from the system, and d are exogenous inputs.

• After identifying the component for updating, it needs to be determined how an
update can occur. The update of parameters in a given model structure is most
likely the most straightforward task where system identification or machine learning
principles can be used. If the update requires structural changes, a pure data-driven
approach might not be possible, and a re-generation of the component including
calibration might be required.

Essentially, the model update requires a number of steps where there are several
methodologies available that could be used in combination with each other. Each of
these methods depends user selections that affect the performance of the methods. As
soon as those methods need to be used in a tool chain, their effects on each other need
to be understood and quantified. In this respect and as far as the authors are aware,
there are no studies that have investigated the aggregation of established methods into
tool chains automating the model update.

Clearly, there is a need for research in this direction and to propose automated
methodologies and tool chains that reliably monitor and update models.
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6 The Digital Twin

The concept of a digital twin is attributed to Michael Grieves in 2003 [73] and was
popularized by the inclusion in NASA’s Modeling, Simulation, Information Technology
& Processing Roadmap [74]. There, the following definition is provided

“A Digital Twin is an integrated multiphysics, multiscale simulation of a vehi-
cle or system that uses the best available physical models, sensor updates, fleet
history, etc., to mirror the life of its corresponding flying twin. The Digital
Twin is ultra-realistic and may consider one or more important and inter-
dependent vehicle systems, including propulsion/energy storage, avionics, life
support, vehicle structure, thermal management/TPS, etc.”

While this is a useful vision, a more applicable approach for an industrial process was
described in [75], comprising the following properties of a digital twin

1. The digital twin is the linked collection of the relevant digital artifacts including
engineering data, operation data, and behavior descriptions via several simulation
models. The simulation models making up the digital twin are specific for their
intended use and apply the suitable fidelity for the problem to be solved.

2. The digital twin evolves along with the real system along the whole life-cycle and
integrates the currently available knowledge about it.

3. The digital twin is not only used to describe the behavior, but also to derive solu-
tions relevant for the real system, i.e., it provides functionalities for assisting sys-
tems to optimize operation and service. Thus, the digital twin extends the concept
of model based systems engineering (MBSE) from engineering and manufacturing
to the operation and service phases.

While not strictly required to fulfill this definition, enabling features to achieve the
digital twin are that the model can be automatically generated from the data and that the
model can be automatically updated from the data. The evolution of the digital twin can
be seen as a way of addressing the weaknesses of many simulators, where the simulator
provides a useful tool at certain stages, but often remains underutilized for early and
late stages of the life-cycle. In [76], it was emphasized how data-driven methods used
in conjunction with first principles model techniques can enhance models to adapt to
changing dynamics and environmental characteristics. It is also concluded that error
quantification and plug-and-play functionality in a modular approach are open research
topics that are fundamental for the future of complex systems’ models.

Based on the definition above, we can distinguish three levels of the digital twin: (i)
the digital twin that is a snapshot of the real process at a certain stage, (ii) the digital
twin that can be regenerated from underlying data when the underlying process changes,
and (iii) the digital twin that is continuously updated and regenerated along with the
process as it evolves. The main components of the digital twin, including all previously
defined levels, are:
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1. Automatic model generation,

2. Models of the components, including control and user behavior,

3. Numerical methods for simulation, and

4. Model update functionality.

Concerning the current case study, the simulator fulfilled the properties of a digital
twin having the focus on the analysis and optimization of both control and operation.
While the simulator can be understood as one model, there were multiple simulation
models for production, distribution, and consumer-side present and fully integrated to
reflect the complete system behavior. The models were derived using automated model
generation, and the models reflected all components including the control system, the user
behavior, and the behavior of the human operators. The implementation of the simulator
using FMUs enabled the integration of models from different modeling paradigms and the
simulation of different operating scenarios, optimization schemes, and climatic conditions.
Such a digital twin has the purpose of the so-called what-if analysis with a high level of
flexibility in terms of the analyzed scenarios.

A lacking functionality is the integrated model update and the ability of the digital
twin to track the real-life system properly in parallel during real-time operation. Further,
the fidelity of the models varies in relation to the scenarios that can be analyzed. To give
an example, the analysis of the energy used for heating on the overall system level is well
replicated by the digital twin, while the energy used for heating at a specific individual
building might not.

In order to reach a full city-scale digital twin with all the above-mentioned properties,
several of the identified challenges in the paper still need to be addressed.

7 Conclusions

In this article, experiences from the modeling and simulation of district heating and
cooling grids are presented, including a case study with practical examples. Research gaps
and proposed relevant research directions are presented, drawing from the experiences.

It is shown how the concept of a digital twin relates to simulation and modeling in
general and that it in its essence is a way to deal with the challenges and limitations
identified in the paper.

It is perceived by the authors that while each individual component will need research
and development for a simulator suitable for daily use, or a complete digital twin, the
integration of the concepts is an equally important issue. The adoption of standards
within the industry, by tool vendors, and by academia is considered crucial.

While some of the presented research and suggested research directions are strictly
from a district heating and cooling perspective, the main body is applicable to process
industrial modeling and simulation in general. It is the authors hope that the growing
interest in the digital twin will result in moving the industry forward towards both digital
and environmental sustainability.
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A latent variable approach to heat load prediction in

thermal grids

Johan Simonsson, Khalid Tourkey Atta, Dave Zachariah and Wolfgang Birk

Abstract

In this paper a new method for heat load prediction in district energy systems is pro-
posed. The method uses a nominal model for the prediction of the outdoor temperature
dependent space heating load, and a data driven latent variable model to predict the
time dependent residual heat load. The residual heat load arises mainly from time de-
pendent operation of space heating and ventilation, and domestic hot water production.
The resulting model is recursively updated on the basis of a hyper-parameter free im-
plementation that results in a parsimonious model allowing for high computational per-
formance. The approach is applied to a single multi-dwelling building in Lule̊a, Sweden,
predicting the heat load using a relatively small number of model parameters and easily
obtained measurements. The results are compared with predictions using an artificial
neural network, showing that the proposed method achieves better prediction accuracy
for the validation case. Additionally, the proposed methods exhibits explainable behavior
through the use of an interpretable physical model.

1 Introduction

District heating and cooling systems are essential technologies towards reaching climate
goals and rendering an expected growth of district heating capacity in Europe [1, 2].
Moreover, 4th generation district heating networks (4GDH)[3], with lower supply tem-
peratures generated from a wide variety of energy sources including renewable energy
sources and waste heat utilization, requires novel control schemes and has ultimately
increased the demand for dynamic simulation of district heating grids. In the Digital
Roadmap for District Heating and Cooling [4], the digital twin, a simulation model with
embedded intelligence that is updated alongside the process, is identified as an important
tool for this new generation of district heating networks.

Within this scope, accurate and computationally efficient heat load predictions for
consumers are crucial. District heating grids often range over thousands of consumers,
and better computationally performance means a higher resolution can be used in the
grid simulation. Common use cases for a digital twin include, but are not limited to,
design of new district heating grids or subnetworks, design of novel control and operation
schemes, and production scheduling optimization.

Prediction of heat load for district heating consumers is not new and has been in-
vestigated by several studies, e.g using seasonal dynamic models such as SARIMAX [5]
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and by artificial neural networks (ANN) [6, 7]. Models using separation of heating and
domestic tap water consumption heat load has been thoroughly covered in [8], and us-
age for prediction of a single house using has been covered in [9]. It should be noted
that single buildings, in general, show more erratic patterns of consumption than the
total consumption in the grid, and that the same level of prediction accuracy can not be
reached. A comprehensive overview of predictive methods for district heating load can
be found in [10].

In the present study, a heat load prediction model is proposed, using a nominal
model for prediction of outdoor temperature dependent space heating load, and a latent
variable model for the residual heat load, where the model is updated simultaneously
and recursively. The theoretical framework is introduced in [11] and adapted to suit
the district heating heat load prediction use case. The model is verified against a single
multi-dwelling building in Lule̊a, Sweden.

The prediction accuracy is compared to a neural network approach, with the latent
variable method showing a higher prediction accuracy for the test case. Compared to
using artificial neural networks, the latent variable method allows for explainability due to
the composition of the model. Here, the nominal model represents the physical building
and substation, and the data driven latent variable part represents the time dependent
user and control behavior. Compared to SARIMAX and more specialized models also
using a split between heat load used for hot tap water consumption and space heating
load, as described in [8], the presented method produces a model that is recursively and
simultaneously updated for the split model, is straight forward to aggregate for simulating
larger groups of buildings, and requires less parameters.

The paper is organized as follows. The first section provide the general structure of
the model and a motivation for it. The following two sections introduce the nominal
model that is used to represent the thermal behavior of the building, and the latent
variable model. Therein, the latent variable model for the residual heat is discussed in
detail. The results from the test case are given together with the comparison with the
ANN model in the Result section. The paper ends with some conclusions and outlook.

2 General structure

The observed heat load is the output of the substation control system including domes-
tic hot water production, in conjunction with the thermal grid. The substation control
strategy is generally not known for the entire grid, and the hot tap water use is largely
stochastic in its nature. However, by using appropriate covariates we can identify the
most commonly used control strategies for district heating. Here, a hybrid model ap-
proach, described in detail in [11], is used where ŷnom(t) = Θϕ(t) is a predictive model
for the outdoor temperature dependent nominal heat load, mainly space heating, where
ϕ(t) is a vectorized input of the outdoor temperature including lags, and Θ a matrix of
unknown parameters. The residual load, mainly predicting time dependent space heating
and ventilation, and domestic hot water production, ε(t) = y(t)− ŷnom(t) is then assumed
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to be gaussian
ε(t) ∼ N (Zγ(t),Σ) (1)

with a time-varying expected value Zγ(t), where the latent variable matrix Z and co-
variance matrix Σ is unknown, and γ(t) is a basis expansion of temporal inputs such as
time of day. The total predicted heat load is consequently

ŷ(t) = ŷnom(t) + ŷres(t) = Θϕ(t) + Zγ(t). (2)

The split model serves three purposes. For one, the nominal model is assumed to
have a long term dynamic component due to possible feedback and the thermal inertia of
the building, whereas we for computation efficiency do not desire to include these time
lags in the user behavior-dependent part. Second, by using a suitable basis function γ(t)
it is possible to approximate both periodic and non periodic time dependent behavior
without pre-processing of the data. Third, the explicit separation of outdoor temperature
dependent and time dependent behavior allows for physical interpretability of the nominal
model that can be exploited in future separate categorizations of the two when a larger
building stock is targeted.

Joint estimation of the nominal model and the residual load model is based on the
maximum likelihood approach with a latent variable Z that is distributed as

vec(Z) ∼ N (0, D). (3)

The nominal model parameters Θ are found by the maximum likelihood approach,
maximizing

p(Y |Ω) =

∫
p(Y |Ω, Z)p(Z)dz (4)

where Ω = {Θ, D,Σ}. The problem may have local minima, and an estimation of the
parameters is found using the Expectation Maximization technique [12] where the cost
function obtained from the maximization (4) is guaranteed to decrease monotonically.
The latent variables Z can then be estimated at the optimal estimate of Ω. The calcula-
tions include a data-adaptive regularizing term that produces parsimonious estimates of
Z [13] without user-specified hyperparameters.

Notably, the nominal model must be linear in the parameters, but nonlinear inputs
can be provided if applicable. As the total heat load for the grid is predicted as the sum
of distributed loads it allows for the use of specific models for consumers that cannot
be predicted from readily available data, e.g. certain types of industrial plants. For
the individual consumer heat load prediction, the following information is updated and
stored for every time step

• Θ matrix – Parameters of the nominal model

• Z matrix – Parameters of the latent variable model

• Σ matrix – Variance of the total model error
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• n – Number of observations used for the model

The aggregation of distributed heat loads is straight-forward since the total predicted
heat load at a given time instance is the sum of individual predictions. The errors are
uncorrelated, and the total predicted heat load for N consumers and the total variance
is given by:

ŷtot(t) =
N∑
i=1

ŷi(t) and Σtot =
N∑
i=1

Σi, (5)

which can be learned recursively.

3 Nominal model

The space heating load is often mainly outdoor temperature dependent due to the most
common control strategies, involving possible combinations of outdoor temperature de-
pendent supply temperature from the grid operator, outdoor temperature dependent
feed forward control for the substation, and indoor temperature feedback control for the
substation. The latter is indirectly affected by the outdoor temperature. The control
strategies can also directly or indirectly (for feedback control) depend on factors such as
wind speed, solar radiation and precipitation.

The goal of the space heating control strategy is generally to keep the indoor temper-
ature at a stable comfort temperature. However, by manipulating the stored heat in the
building by raising or lowering the indoor temperature slightly, the building can be used
as a passive thermal storage for the grid [14].

A simplified energy balance for the building adapted from [15] describes the dynamics
of the building

Cth
∂Tb(t)

∂t
= Qsh(t) +Qv(t) +Qint(t)−Qout(t) (6)

where Qsh(t) is the space heating load that we want to predict with the nominal model,
Cth is the thermal mass of the building, Tb(t) the lumped temperature of the building,
Qv(t) is heat flow from ventilation air, Qint(t) the energy from e.g. electrical equipment
and residents, and Qout(t) the temperature losses to ambient. The temperature losses to
ambient can be approximated [16] with a linear function of the outdoor temperature and
the lumped building temperature

Qout(t) = khtAht(Tb(t)− To(t)). (7)

If the supply temperature or substation only uses a feed forward based on the outdoor
temperature, identification of the outdoor temperature dependency of the heat load is
straight forward Qsh(t) = θ1To(t) under the assumption that the feed forward curve is
reasonably linear. For the feedback case we can view the system as the block diagram
shown in Figure 1, where C(s) is the transfer function of the control system, Gs(s) the
transfer function of the heating system and Gb(s) the transfer function of the building.
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C(s) Gs(s) Gb(s)

−kthAth

Qsh Tb

Tr(s)

To(s)

V (s)

Σ

Σ

Σ
−

−

Figure 1: Block diagram of the feedback system.

The reference indoor temperature Tr(s) is an input to the controller, and V (s) = Qv(s)+
Qint(s) is seen as a disturbance.

If we first consider the blocks within the dotted line in Figure 1, in Laplace form we
have the building temperature

Tb(s) = (Qsh(s) + V (s)

+khtAht(Tb(s)− To(s)))Gb(s) (8)

that we can rearrange to get

Tb(s) = G̃(s)(Qsh(s) + V (s) + khtAhtTo(s)) (9)

where, by inserting (6) in Laplace form, we have

G̃(s) =
Gb(s)

(1 + khtAhtGb(s))
=

1

khtAht + Cths
. (10)

The substation dynamics are fast compared to the building dynamics, so we approximate
the blocks within the dashed line in Figure 1 as C̃(s) = C(s)Gs(s), where Gs(s) is seen
as static in relation to the building transfer function. We have thus simplified the block
diagram from Figure 1 to the form seen in Figure 2.

We can now look at Qsh that is our target quantity for the prediction, once again in
Laplace form

Qsh(s) = C̃(s)G̃(s)(Tr(s)− (Qsh(s)

+khtAhtTo(s) + V (s))), (11)
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C̃(s) G̃(s)

kthAth

Qsh Tb

Tr(s)

To(s)

V (s)

Σ

Σ
−

Figure 2: Simplified representation of the feedback system.

where rearranging the equation gives us three parts

Qsh(s) = − C̃(s)G̃(s)

1 + C̃(s)G̃(s)
V (s)︸ ︷︷ ︸

QRsh(s)

− khtAhtC̃(s)G̃(s)

1 + C̃(s)G̃(s)︸ ︷︷ ︸
QTsh(s)

To(s) +
C̃(s)

1 + C̃(s)G̃(s)
Tr(s). (12)

Here, QT
sh(s) is the outdoor temperature dependent space heating load, that is target

quantity for the nominal model, and QR
sh(s) is the residual heat load that is predicted

by the latent variable model. The set point of the indoor temperature Tr(s) can be
assumed to be constant in relation to the outdoor temperature To(s), and the building
temperature Tb(s) can be assumed to be close to the reference temperature Tr(s) so that
the third term is relatively small. The most common approach for feedback control of
the indoor temperature is a PID controller, so that we get the transfer function

C̃(s) = C(s)Gs(s) ≈
(
Kp +

Ki

s
+Kds

)
Ks, (13)

with the PID parameters Kp, Ki, Kd and the gain Ks for Gs(s), where inserting (13)
and (10) into QT

sh(s) from the equation above we get

QT
sh(s) =

−khtAht(Ki +Kps+Kds
2)Ks

KsKi + (khtAht +KsKp)s+ (Cth +KsKd)s2
To(s) (14)
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that can be approximated by an ARX model of sufficiently high order. Further, since
there is generally no space heating when the outdoor temperature is high enough, we can
substitute the outdoor temperature with ∆T (t) = max(Tc − To(t), 0) where Tc is a user
specified threshold temperature, to avoid the discontinuity. The nominal model can then
be written as

ŷnom(t) = Θϕ(t) = Θ


1

∆T (t)
∆T (t− 1)

...
∆T (t− nb)

 . (15)

Using nb = 24, that is 24h of time lags, has shown to give good predictions even dur-
ing sharp outdoor temperature gradients for the building and substation used in the
examples. Results show that including precipitation, wind speed or sun radiation has a
negligible impact on the prediction accuracy of the example building. However, this is
influenced by the control strategy in conjunction with factors such as where the building
is located geographically, if it is shielded from wind, and the isolation of the building.
Lule̊a is also located in the north of Sweden where the sun radiation during winter is low,
whereas in the summer when the sun radiation is high there is no need for space heating.

4 Latent variable model

The residual heat load that is predicted by the latent variable model is

yres(t) = QR
sh(t) +Qtw(t) (16)

including the residual part from (12), and Qtw(t) that is the heat used for domestic hot
water production. At the substation level it is concluded in [17] that there exists four
main heat load patterns based on the most commonly used control strategies for radiator
and ventilation systems: continuous operation control, night set-back control, time clock
operation control 5 days a week and time clock operation control 7 days a week.

The hot tap water heat load patterns are highly dependent on the type of building,
where a school is expected to have distinctively different hot tap water consumption
patterns than a multi-dwelling apartment building. However, these patterns tend to
show periodic behavior depending on time dependent covariates such as time of the day,
day of the week, period of the year and weekend / not weekend, something that also
holds for the time dependent control strategies above. These covariates are used as input
uγ(t) to the latent variable model.

The binary and continuous or periodic inputs to the latent variable model are denoted
uγb(t) and uγp(t), with sizes nγb and nγp respectively. By using a Fourier expansion of
uγ(t) as input to the latent variable model we can fit both periodic and continuous
behavior from the covariates. Periodic and continuous signals are then approximated by
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the vector γp(t) of orthogonal Fourier series basis expansions up to M harmonics. Using
the time of day expressed in hours td(t), day of week dw(t), and week number wy(t)
for the periodic or continuous part, and weekend/not weekend wk(t) and summer/not
summer s(t) as a binary inputs, we get

uγp(t) =

 td(t)dw(t)
wy(t)

 and uγb(t) =

[
wk(t)
s(t)

]
. (17)

where the weekend signal includes official holidays, and May-August are considered as
summer months. The basis expansion for each input of uγp,i(t) and basis number j can
be written as

bi,j(t) =

cos
(
jπuγp,i(t)

2`i

)
sin
(
jπuγp,i(t)

2`i

) (18)

where `i is the boundary for each input. The γp(t) vector contains the basis expansions
of the periodic inputs

γp(t) =



b1,1(t)
...

b1,M(t)
b2,1(t)

...
bnγp,M(t)


. (19)

For the binary variables we have

γb(t)=

 1
uγb,1(t)

(1− uγb,1(t))

⊗ . . .⊗
 1

uγb,nγb(t)
(1− uγb,nγb(t))

 (20)

where ⊗ denotes the Kronecker product, and finally

γ(t) =
([

0B IB
]
γb(t)

)
⊗ γp(t) (21)

where 0B and IB are nb×1 and nb×nb respectively, with nb = ((2+1)nγb−1). The latent
variable model will then have nγ = 2Mnγp((2 + 1)nγb − 1) variables, where in the results
section we have used M = 8 and thus 128 variables in Z. For the case study including
cross-terms of γ(t) have not provided better prediction accuracy and have been left out
for higher computational performance.

5 Results

Hourly heat load measurements were acquired from a single multi-dwelling building con-
nected to the district heating network of Lule̊a, Sweden. The data was provided by Lule̊a
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Energi AB and anonymized in compliance with the General Data Protection Regulation
(GDPR). Furthermore, weather data from the Swedish Metereological Institute (SMHI)
and temporal data such as date and time was used. The heat load measurement has a
dead band of 10kW causing a quantization effect on the signal, where the percentage
relative heat load can be seen in Figure 3.
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Figure 3: Sample of heat load data series.

The model has been trained with one year of measurement data, and is then continu-
ously predicting 24h ahead out of sample for the following year, updating the model for
every step ahead (walk-forward prediction). Each sample in the plot is the 24h ahead
prediction. Predictions use the actual temperature ahead, where in real life weather
predictions needs to be used.

As a reference for the prediction accuracy a feed forward Artificial Neural Network
(ANN) has been used. For a single hidden layer the ANN can be represented [7] as

f(x) =
N∑
j=1

wjψj

[
M∑
i=1

wijxi + wio

]
+ wjo (22)

where M is the number of inputs, N the number of hidden units and ψ the transfer func-
tion for each hidden unit. The mean square error (MSE) has been used as cost function,
and the tanh(x) as activation function. The neural network has been implemented with
1-3 hidden layers, that has previously been shown to produce good prediction results in
[7]. The results presented are from the best prediction, which in this case was using three
layers. The ANN has been implemented using the MATLAB Deep Learning Toolbox.
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The same covariates as for the latent variable model have been used.

In order to evaluate the results, the relative root mean square error (rRMSE) of the
data has been used as a performance metric. Since this is a metric commonly used for
time series prediction the results are comparable to other methods, and indeed show that
the estimates are in line with what has been previously reported. The reported rRMSE
is for the whole validation data set, including the summer months with low heat load.

rRMSE =
1

ȳ

√√√√ 1

n

n∑
i=1

(yi − ŷi)2 (23)

The resulting rRMSE% can be seen in Table 1, where the latent variable approach per-
forms significantly better than the ANN method for this test case.

Table 1: Prediction, relative RMSE results
LAVA Validation dataset 18.2%
ANN Validation dataset 28.8%

Two prediction plots are provided, one time period of 10 days with a relatively sharp
temperature gradient, and one for a summer month without any space heating load. Pre-
diction results can be seen in Figure 4 and 5, with the results from the ANN prediction
as a reference. Notably, some very sharp morning peaks in load occur during some week-
days, but not other weekdays, nor the same weekdays the week after. Such irregularities
in consumer behaviour can not be predicted from cyclic variables like the time of the day,
and would need additional covariates for prediction, if they are at all predictable.

The output from the nominal model ŷnom(t) = Θϕ(t) follows the ∆T temperature
closely, but also has a dynamic component. The output of the latent variable model
ŷres(t) = Zγ(t) that can be seen in Figure 6 shows that the models have adapted to the
diurnal pattern of the heat load, with distinct different patterns for workdays and the
weekend. The resulting Z in this case has 70 non-zero parameters.

A comparison between the outputs from ŷres(t) = Zγ(t) using different number of
harmonics M for the latent variable model can be seen in Figure 7, with the corresponding
rRMSE metrics for the validation dataset listed in Table 2. As apparent from the figure,
the number of harmonics can be interpreted as the resolution of the latent variable model
output. Since more harmonics renders a larger Z matrix this comes with a computational
performance penalty.

Over the year the largest deviations from the actual load are typically found around
certain holidays, suggesting that the workday-weekend split might not be fine grained
enough for the most accurate predictions.
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Figure 4: 24h forecast and measured heat load for 10 winter days.
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Figure 5: 24h forecast and measured heat load for 10 summer days.

6 Conclusions and future research

In this article, it is shown how a hybrid approach using a nominal model for outdoor
temperature dependent heat load together with a latent variable model for the residual
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Figure 6: Prediction contribution from the latent variable model, showing heat load patterns for
both weekend and workday.
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Figure 7: Output from the latent variable model using different number of harmonics.

heat load, can be used for prediction of the total heat load for a multi-dwelling building.
The model structure is suitable both for offline simulation and in an online setup where
the models are continuously updated. The implementation of the parameter estima-
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Table 2: Prediction relative RMSE results
M=2 19.0%
M=4 18.4%
M=8 18.2%
M=12 18.49%

tion is recursive and hyper-parameter free, allowing for an easy parameterization of the
model. The algorithm produces parsimonious models that can be efficiently simulated
on a standard computer.

In order to simulate a city scale district heating network, with use cases such as
the addition of new city quarters to the grid, further research on the classification of
different types of buildings is needed. The proposed model structure allows for separate
categorization of the nominal and latent variable model structures.

The model structure allows for a straight-forward aggregation of the distributed heat
loads, whereas aggregation of consumers for a specific point in the network requires
accounting for the spatial distribution of the thermal heat.

For a city scale simulation, different consumer models, such as models with more
detailed dynamics, consumers depending on different sets of covariates, and consumers
where the heat load cannot be predicted from acquirable signals, might need to be in-
tegrated in the same simulation. Accordingly, a generic consumer heat load framework
needs to be considered, where the proposed model is a piece of a larger puzzle.

Furthermore, the latent variable approach employs a probabilistic view with a quan-
tification of the uncertainty, that can e.g be used when designing control and scheduling
optimization schemes.
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Probabilistic Modeling of Thermal Grids using

Gaussian Processes

Johan Simonsson, Khalid Tourkey Atta and Wolfgang Birk

Abstract

Dynamic physics based modeling of district heating networks has gained importance
due to an increased use of renewable energy sources and a transition towards lower
temperature district heating networks. The modeling is enhanced by technologies for
automatic model generation and co-simulation. These models are in general not suitable
for automatic control and optimization methods, due to the complexity of the model.
Moreover, there is no notion of uncertainty in the models, something that can be of
importance for decision making, and that can be explicitly accounted for in e.g Bayesian
Optimization and Stochastic Nonlinear Model Predictive Control. In this paper a data
driven Gaussian process model for the thermal dynamics of the district heating grid
is proposed, with a kernel derived using known physics and numerical methods. The
model is trained and validated on a realistic first principle simulation model of a district
heating pipe. Results show a good correspondence with the output from the training
model on a validation dataset, providing explicit propagation of the input uncertainties.
It is suggested that the method can be scaled up to larger parts of the grid for use in
advanced control and optimization methods.

1 Introduction

Dynamic simulation of district heating and cooling grids is a topic of numerous research
projects and papers. Most articles use first principle models using known physical rela-
tionships [1, 2], usually in acausal equation based languages such as Modelica, to model
the grid. Since the number of measurements are usually scarce in actual district heating
and cooling grids, while the physical relationships are well known and validated, these
models augment understanding of the process and provide a valuable tool e.g for grid de-
sign, and validation of automatic control, scheduling and optimization schemes. Despite
the upside to physical modeling, for automatic control and optimization the complexity
of the model often makes it unsuitable. There is also no notion of uncertainty in the
results, even though the model often relies on uncertain predictions for e.g weather and
consumer heat load. The uncertainty can, if accounted for, be used as an aid in decision
making, and for control methods such as stochastic nonlinear model predictive control
(NMPC) [3].

The aim of the paper is to lay the foundation for probabilistic modeling of district
heating networks using Gaussian processes, where a first principle model is used for
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training and validation of the method. The uncertainty of the predictions are explicitly
accounted for by propagation of the variance of the predicted heat loads and outdoor
temperature, that are inputs to the model. The knowledge from the physical model is
incorporated into the Gaussian process model, inspired by concepts such as scientific
machine learning [4] where convolutional artificial neural networks are being used, and
numerical Gaussian processes [5] where the structure of a PDE is encoded into the kernel
of the Gaussian process. It is shown that carefully tailoring the method to the process
can circumvent many of the common drawbacks for data driven methods in general, and
Gaussian processes in particular.

The paper is organized as follows. A physical model of a district heating pipe is
first presented, including common numerical methods solving the corresponding partial
differential equations. Gaussian process regression is then introduced, where the meth-
ods and choice of kernels are derived using the physics based model and corresponding
numerical methods. The method is then validated against a well verified pipe model
with realistic thermal behavior for a district heating network. Finally, conclusions and
proposed further research are given.

2 Preliminaries

For this paper use cases with time scales ranging from minutes to hours are considered.
The pressure dynamics are on a time scale of seconds and can thus be approximated as
static, and are not considered in the paper. The thermal dynamics are several magnitudes
slower, and are of large interest when exploring use cases such as utilization of the thermal
inertia of the network, and as an aid to understanding the grid dynamics. For the
mentioned purposes the spatial thermal distribution needs to be modeled.

For different use cases the uncertainty can serve different purposes. For simulation
used to validate functionality, input uncertainty can be seen as a feature, where sampling
from a distribution prevents the overly deterministic behavior of using recorded time
series or deterministic models. For automatic control and optimization, accounting for
the uncertainty can enhance the performance of the methods [6], but also comes with a
computational cost.

3 Physical model of a district heating pipe

The main components of a district heating grid are the piping, consumers, producers and
pumps. For this paper we limit ourselves to the pipe and consumer part of the network.
A schematic view of the process can be seen in Figure 1. For both supply and return
pipes, water of varying temperature is injected at different locations, and there are losses
along the pipe length. To simulate a scenario the injected water flow and temperature
needs to be modeled using predictions or known time series.

The thermal dynamics of a district heating pipe can be described by a 1D partial
differential equation (PDE), where axial diffusion, pressure losses, dissipation and wall
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Figure 1: Consumers (rectangles) draw hot water from the supply pipes (black line), and return
colder water to the return pipes (gray line) at specific points, often referred to as nodes (circles).

Ti Ti+1 Ti+2 Ti+3 Ti+4

qi qi+1 qi+2 qi+3 qi+4

ṁi−1

ṁi+5

ṁin,i

Figure 2: Overview of a discretized 1D pipe model with finite volumes.

friction have been shown to have a negligible impact [7] on the temperature for the
operational ranges of district heating, and are thus neglected. This gives the equation

ρcpA
dT (x, t)

dt
+ q(x, t) = −ρcpAv(t)

dT (x, t)

dx
, (1)

where T is the temperature, ρ is the density, cp is the heat capacity, A is the cross
sectional area of the pipe, q(x, t) the heat loss to the surroundings and v(t) the flow
velocity. Heat losses to surroundings are usually approximated by a function of the
temperature difference between the water T (t) and the temperature of the surroundings
To(t)

q(x, t) = fht(T (x, t)− To(x, t)). (2)

In this article it is assumed that there is perfect mixing for every node, so that the
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input to each pipe joining two nodes is for k joining flows

ṁtot =
k∑
i=1

ṁi, Ttot =
1

ṁtot

k∑
i=1

ṁiTi (3)

where ṁi are mass flow rates and Ti the corresponding temperatures of each flow. These
relations set the boundary conditions for Equation (1) for a pipe joining two nodes. It
is further assumed that there is no accumulation of mass in the pipe or node due to the
incompressibility of water. The fluid velocity can be calculated, assuming that the cross
sectional area Ap is known, as

v(t) =
ṁ(t)

ρAp
. (4)

To solve the PDE (1) numerically the pipe is usually discretized along the pipe length.
Applying an upwind discretization scheme [8] we can rewrite (1-2), using subscripts for
spatial steps and superscripts for time steps, so that each segment of the pipe can be
written as

T k+1
i = T ki + vk

∆t

∆x
(T ki − T ki−1)− ∆t

∆x
fht(T

k
i − T ko,i), (5)

where v is the flow velocity, ∆t the time step, and ∆x the spatial step. By introducing
the variables

∆tT
k+1
i = T k+1

i − T ki , ∆xT
k
i = T ki − T ki−1 (6)

∆T ko,i = T ki − T ko (7)

equation (5) can be written as

∆tT
k+1
i = vk

∆t

∆x
∆xT

k
i −

∆t

∆x
fht(∆T

k
o,i). (8)

For the discretization of the grid the Courant-Friedrichs-Lewy (CFL) condition needs
to be considered. The CFL condition gives that distance travelled in one timestep must
be less than the distance between two points of the grid for stability of an explicit time
stepping scheme. This makes intuitive sense, the term T ki−2 will directly impact T k+1

i if
more than ∆x have been covered. The CFL condition for (most) explicit schemes can be
written as

vsup∆t

∆x
≤ 1, (9)

where the maximum vsup of v(t) is assumed to be known. When CFL � 1 noteable
numerical diffusion will be present. This can be mitigated by a variable step size, but is
not considered within the scope of this paper. The equations above will be used when
designing the kernels step size for the Gaussian process in the following section. Notably,
the above equations are assumptions based on known physics and numerical computing,
not a carbon copy of the actual model.
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4 Gaussian process model

In this section a brief summary of Gaussian process regression for dynamical systems is
provided. It is then shown how the known physics can be encoded into the kernel and
transform the problem to a computationally efficient data driven surrogate model, where
the uncertainty is seamlessly included for multi-step ahead predictions. Flow rates are
assumed to be known for the scope of this paper, possibly including uncertainty from
predictions.

The Gaussian process regression problem [9] can be summarized as trying to find a
distribution over functions

f(x) ∼ GP(m(x), k(x, x′)) (10)

where m(x) is a mean function and k(x, x′) is a covariance function for the vectors
x, x′, that is specified by a chosen kernel. For notational convenience the shorthands
K = k(X,X ′), k∗ = k(X, x∗) and k∗∗ = k(x∗, x∗) are used, where X is the training
dataset, y the target outcomes, x∗ a new point at where the prediction is made, and
f∗ = f(x∗) the prediction at x∗. For this paper a zero mean function will be assumed,
further motivated in section 4.1, also providing some notational benefits. For a new point
the joint distribution with regards to the already observed points can be written as(

y
f∗

)
∼ N

((
0
0

)
,

(
K + σnI k>∗

k∗ k∗∗

))
(11)

allowing us to analytically derive the predictive distribution for our target, that is

f∗|x∗, X, y ∼ N (f̄∗, cov(f∗)) (12)

where the posterior mean and covariance can be calculated in closed form

f̄∗ = k>∗ (K + σ2
nI)−1y (13)

cov(f∗) = k∗∗ − k>∗ (K + σ2
nI)−1k∗ (14)

Gaussian processes are non-parametric, however the kernel k(x, x′) includes hyperpa-
rameters that need to be estimated. In this paper the Squared Exponential (SE) kernel
is used, given by

k(x, x′) = σ2exp

(
−(x− x′)2

2`2

)
, (15)

and is parameterized by the length scale ` and the output variance σ. The squared
exponential (SE) kernel has analytically tractable properties, e.g with regards to mul-
tiplication of kernels and differentiation, as will be shown later. The hyperparameters
σ and ` can be found e.g using the quasi Newton solver L-BFGS, and minimizing the
negative log marginal likelihood

log p(y|X) = −1

2
y>(K + σ2

nI)−1y (16)

−1

2
log |K + σ2

nI| −
π

2
log 2π.
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4.1 Gaussian process for a district heating pipe

The discretization of (8) is attractive also from a simulation and visualization standpoint
—to augment the understanding of the process, the spatial temperature distribution
along the pipe provides valuable information. From the numerical solution (8) a first
order Markov chain model is implicitly assumed, that can be written in the form

xk+1 = xk + f(xk, uk, εkx) (17)

yk+1 = xk+1 + εky (18)

εky ∼ N (0, σ2
y) εkx ∼ N (0,Σx) (19)

forming a so called Gaussian Process State Space Model (GPSSM) when the transition
function f(xk, uk, εkx) is modeled as a Gaussian process. The noise εky can be interpreted as
the numerical uncertainty, and εkx is the uncertainty of the inputs and the previous state
estimation, that will be propagated through the Gaussian process model. The states are
fully observed, so that standard Gaussian process regression [10] can be used. Notably,
the x in (17) represents the state Ti and u = {v,∆xTi,∆To,i} the inputs, whereas x in
the rest of the article denotes both the state and the inputs.

By using the target ∆tT
k+1
i the mean function is implicitly encoded so that it preserves

the state instead of going towards zero for inputs far away from the training points, a
zero mean Gaussian process can thus be further assumed. For equal length segments
the same transition function can be applied for every point in the entire grid, and as a
consequence also trained on arbitrary points in the grid.

For the choice of kernel the interactions between the inputs and the state of (5) need
to be included, while unnecessary terms should be avoided. This is accomplished using
a so called additive kernel [11]. For each grid point, using the assumed structure given
by (5) yields

ki(xi, x
′
i) = σ2

1exp

(
−
(

(v − v′)2

2`2
1

+
(∆xTi −∆xT

′
i )

2

2`2
2

))
︸ ︷︷ ︸

k1(xi,x′i)

+σ2
2exp

(
−
(

(∆To,i −∆T ′o,i)
2

2`2
3

))
︸ ︷︷ ︸

k2(xi,x′i)

, (20)

where xi = {v,∆xTi,∆To,i}. This leaves five hyperparameters {σ1, σ2, `1, `2, `3} for learn-
ing the thermal dynamics of the entire grid. A schematic overview of the dynamic Gaus-
sian process model can be seen in Figure 3.

4.2 Uncertainty propagation

For a multi step Gaussian process the output is not a Gaussian distribution in general,
but can be approximated as such using moment matching [12] to handle uncertain inputs,
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Figure 3: Schematic overview of the dynamic Gaussian process model, where q−1 represent time
lags.

when the inputs are given as a Gaussian distribution. The method is based on a Taylor
expansion around the mean f̄∗. To reduce the computational cost we consider only
the first order terms in this paper. This leads to an unchanged posterior mean, and a
correction term to the posterior variance that becomes

cov(f∗) = k∗∗ − k>∗ (K + σ2
nI)−1k∗ + ∆>f̄ Σ∆f̄ , (21)

where ∆f̄ is the derivative of the training points with respect to the inputs

∆f̄ =
δf̄∗
δx∗

, (22)

and is approximated from the noiseless posterior. For the squared exponential kernel
used in this case, defined in equation (20), this can be calculated analytically, using

α = (K + σ2
nI)−1y,

δf̄∗
δx∗

=
δk∗
δx∗

α, (23)

and defining X̃>∗ = [x∗ − x1, . . . , x∗ − xN ]> and the elementwise product ◦ yields the
derivatives

δf̄∗
δv∗

= `−2
1 ṽ∗ (k1(xi∗, X) ◦ α) (24)

δf̄∗
δ∆xTi∗

= `−2
2 ∆xT̃i∗ (k1(xi∗, X) ◦ α) (25)

δf̄∗
δ∆To,i∗

= `−2
3 ∆T̃o,i∗ (k2(xi∗, X) ◦ α) . (26)
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For proper propagation it needs to be taken into account that when using differ-
ences to get ∆Ti and ∆To,i, the corresponding variances must be added. Using Σi =
diag({σv, σ∆Ti , σ∆To,i}) results in the update

σk+1
v = σkv (27)

σk+1
∆xTi

= σkTi−1
+ σkTi (28)

σk+1
∆To,i

= σkTo,i + σkTi (29)

for each time step, where σv is the variance of the fluid velocity, σ∆Ti the variance of
∆xTi, σ∆To,i the variance of ∆To, σTi−1

the variance of the predicted temperature, and
σTo the variance of the (possibly) predicted outdoor temperature.

4.3 Sparse Gaussian process approximation

Gaussian process learning is O(n3) where n is the number of data points. This is due to
the inversion of K appearing in (13) and the determinant and inversion in (16). Clearly,
it is preferable to limit the amount of data used for training. This is partly achieved
by using the known physical relationships from section 3, avoiding the exploration of an
unnecessarily large covariate space.

To increase the computational performance of both training and prediction further, so
called sparse Gaussian process methods can be used. In this paper a so called Subset of
Data (SoD) method is used, where m < n input points are chosen from a larger dataset
of length n. This subset of points is chosen to maximize the differential entropy [13]
from including an additional point, so that the information gain for each added point is
maximized. The entropy is given by

H(x) =
1

2
log|K|+ d

2
log(2πe), (30)

where d is the dimension of the input. While the determinant of K is a relatively costly
operation, the size of the kernel is initially small and the training can be performed
with reasonable speed. The algorithm depends on that the hyperparameters are already
known, this is achieved by first training the non-sparse Gaussian process on npre mea-
surement points, picked according to an uniform random distribution.

5 Results

The Gaussian process model is implemented in the Julia language [14], with the Optim
package [15] and the quasi Newton L-BFGS solver for finding the hyperparameters. For-
ward simulation, i.e calculating each grid point, is a relatively computationally cheap
operation since the costly matrix inversions of (13-14) can be done once and for all. The
forward simulation algorithm is summarized in Algorithm 1.
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Algorithm 1: Forward simulation of the GPSSM

Result: Vector T
T = Tinit;
for k in ksteps do

for i in nx do
Calculate posterior distribution of GP f(xki );

end
Update states T k = T k−1 + f̄(xk);
Update inputs xk+1;
Update uncertainties Σk;

end

Figure 4: Graphical overview of the Modelica model with one long district heating pipe and
sinusoidally varying inlet flow rate and temperature.

For training the model, the well validated pipe model from the Modelica Standard
Library [16] has been used as a reference. For training and validation purposes it is
advantageous that the states along the pipe length are accessible, so that it can seam-
lessly be used for training the Gaussian process surrogate model. The input signals are
increasing frequency sinusoidals, known as chirps, that empirically provided good model
performance. Amplitudes and frequencies were chosen to reflect typical variations for
temperature and flow for a district heating pipe. For the validation a pipe with a length
of 500m discretized with 50 segments is used. A graphical view of the Modelica model
can be seen in Figure 4.

The model is first trained with n = 100 random points from a uniform distribution
to get reasonable values for the hyperparameters. A sparse approximation is then found
from a larger dataset of n = 1000 points, reduced to the final sparse approximation of
m = 25 points, where the hyperparameters are once again optimized using L-BFGS. The
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Figure 5: Heatmap of the training dataset, where the colors represent the temperature. The
large dataset (stars) are the points randomly picked from a uniform distribution. Points chosen
for the sparse subset of data represented as circles.

dataset visualized as a heatmap over the varying temperature in time and space is shown
in Figure 5, with the n and m points overlayed.

For the validation dataset, the temperature and flow rate entering the pipe are sinu-
soidals with amplitudes 45±4 °C, 10±3 kg s−1 and frequencies 40× 10−5 Hz, 15× 10−5 Hz
respectively, reflecting reasonable variations of district heating temperature and flow.
Validation results show a good correspondence between the simulated pipe output tem-
perature and the Modelica model (Figure 6), as well as for the spatial distribution (Figure
7) along the pipe length. The root mean square error (RMSE) is calculated as

RMSE =

√
1

n
(TGP − Tval)2, (31)

where n is the number of measurement points, TGP the temperature output of the Gaus-
sian process model and Tval the temperature output of the Modelica model. For the
validation dataset the RMSE ≈ 0.36, which is roughly comparable to the RMSE between
the Modelica model and an experimental setup [7]. A heatmap of the error in Figure 8
shows that for the simulated example the error is mostly within ±1◦C for the time range
of 5000s.

Using 50 segments, the simulation (prediction) runs in ≈ 5000 time real-time speed
on a standard 4 core Intel 8th gen i5 laptop. As expected, the computational cost scales
linearly with the number of segments.
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Figure 6: Water temperature of pipe exit at 500m, simulation with 50 segments, Gaussian
process approximation (green) and Modelica simulation (red, dashed). Two standard deviations
plotted as shaded area.

For validation of the uncertainty propagation a Monte Carlo simulation was chosen as
reference, where To, Tin and v are sampled from a Gaussian distribution. The variances
were chosen as Σ = diag({5.0, 5.0, 1.0}), reflecting variances that typically occur from
temperature and flow rate predictions. The results show that the propagated uncertainty
matches well with the Monte Carlo simulations, as can be seen in Figure 9.

6 Conclusions

In this study a method for modelling of a thermal grid on the basis of Gaussian processes
is suggested. The results show that the method can approximate a dynamic simulation
model of a district heating pipe with reasonable accuracy, using domain knowledge of the
physical model and numerical methods. The results indicate that it is feasible to extend
the use of the Gaussian process state space model to larger parts of the grid.

The result is a Gaussian process state space model where the uncertainty of the inputs
is propagated in a way that can be employed e.g for automatic control at optimization
methods. The actual implementations of these methods are not considered in the article,
but are seen as interesting areas for future research.

For future work the approach needs to be scaled up to a larger grid. Here, the
probabilistic view of the simulation can provide an alternative approach to e.g simulation
related topological optimization of the network to further enhance the computational
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Figure 7: Water temperature along the pipe length at t=250s, simulation with 50 segments,
Gaussian process approximation (green) and Modelica simulation (red, dashed). Two standard
deviations plotted as shaded area.

Figure 8: Heatmap of the error for the validation dataset, with 50 segments and 1000 timesteps
of ∆t = 5s.
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Figure 9: Monte Carlo simulation of the water temperature at the pipe exit at 500m, simulation
with 50 segments. Temperature trajectories from the sampled inputs are shown in blue, Gaussian
process approximation (green) and Modelica simulation (red. dashed). Two standard deviations
plotted as shaded area.

performance. The current implementation also does not consider bidirectional flow, that
is present in some district heating grids. For the Julia implementation in the paper the
computational performance has not been the main target, and optimization of the code
would further extend the usability of the method.
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