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Abstract

Every agreement freely entered into is a contract. Some are stated in front
of witnesses, other are implied by actions, while yet other are meticulously
recorded in lengthy documents. They specify the terms of collaboration
and allow for disputes to be settled in a court of law. Given their ubiquity,
it stands to reason that the potential benefits from digitalizing contracting
are enormous. Computers are faster and more consistent than humans
are, and they could be capable of analyzing, negotiating, verifying and
performing contracts more effectively than humans ever could. However,
for digital contracts to be as useful as the ones they replace, they must
also be as general-purpose.

In this thesis, we contextualize and present the research that culminated
in our Contract Network Architecture, which facilitates automatable and
general-purpose collaborations by allowing for Ricardian contracts to be
negotiated digitally. Furthermore, we outline (1) a method for pruning
transactions from blockchains without loosing the ability to derive certain
states, (2) a formalism for translating message payloads between encodings
without risk of information loss, (3) Kalix, a Java 11 library for Eclipse
Arrowhead system-of-systems development, and (4) the predecessor to the
architecture we just mentioned, the Exchange Network Architecture.

In comparison to other proposed solutions for digital collaboration, our
architectures do not have to rely on a blockchain, or other disruptive kind
of distributed ledger technology. In addition, neither of them relies on
the smart contract, which sidesteps current contractual praxis by being a
computer program rather than a conventional contract. This means that
the current contractual paradigm can be preserved if using our solution,
which should make it an attractive area of pursuit for industrial actors,
and others, wishing to have a general-purpose method of collaboration.
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Preface

In this thesis, we account for our pursuit of a fully automatable, general-
purpose, and legally compliant architecture for digital contracting between
industrial stakeholders. Our work spans a period of about four years
and culminates in the formulation of our Contract Network Architecture,
which, most significantly, can allow for contracts to be digitally negotiated
directly between parties, meaning that no mediator is required. We give
our account in the form of a collection of articles thesis, divided into two
parts. The first part describes our research and some of its overarching
themes, while the second part consists of the following seven publications:

Paper A E. Palm, O. Schelén, and U. Bodin, “Selective blockchain
transaction pruning and state derivability,” in 2018 Crypto
Valley Conference on Blockchain Technology (CVCBT), 2018,
pp. 31–40. [Online]. Available: https://doi.org/10.1109/
CVCBT.2018.00009

Paper B E. Palm, C. Paniagua, U. Bodin, and O. Schelén, “Syntac-
tic translation of message payloads between at least partially
equivalent encodings,” in 2019 IEEE International Conference
on Industrial Technology (ICIT), 2019, pp. 812–817. [Online].
Available: https://doi.org/10.1109/ICIT.2019.8755159

Paper C E. Palm, O. Schelén, U. Bodin, and R. Hedman, “The ex-
change network: An architecture for the negotiation of non-
repudiable token exchanges,” in 2019 IEEE 17th International
Conference on Industrial Informatics (INDIN), vol. 1, 2019,
pp. 760–767. [Online]. Available: https://doi.org/10.1109/
INDIN41052.2019.8972031

vii



Paper D E. Palm, U. Bodin, and O. Schelén, “Approaching non-disrupt-
ive distributed ledger technologies via the exchange network
architecture,” IEEE Access, vol. 8, pp. 12379–12393, 2020.
[Online]. Available: https://doi.org/10.1109/ACCESS.2020.
2964220

Paper E E. Palm, U. Bodin, and O. Schelén, “Kalix: A Java 11 library
for developing eclipse arrowhead system-of-systems,” in 2020
25th IEEE International Conference on Emerging Technologies
and Factory Automation (ETFA), vol. 1, 2020, pp. 1389–1392.
[Online]. Available: https://doi.org/10.1109/ETFA46521.
2020.9211873

Paper F E. Palm, U. Bodin, O. Schelén, and C. Lagerkvist, “Ricardian
Contracts for Industry 4.0 via the Arrowhead Contract Proxy,”
in 2021, 30th IEEE International Symposium on Industrial
Electronics (ISIE). Accepted for publication.

Paper G E. Palm, U. Bodin, and O. Schelén, “Architecture for cross-
cloud negotiation and auditing of ricardian e-contracts,” sub-
mitted 2021.

The work represented by this thesis was supported financially via the
European Union ECSEL projects (1) Productive 4.0 (agreement no. 737459),
(2) Arrowhead Tools (agreement no. 826452), as well as (3) DigiPrime
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Chapter 1

Introduction

We live in the age of digitalization. In previous ages the wealth and power of human
societies were largely determined by what groups had access to the most land or, during
the later industrial era, the most sophisticated manufacturing facilities and the best
access to materials. While land ownership, factories and material commodities remain
essential geopolitical assets, our age has seen the gradual ascension of the computer
machine to the top of the resource hierarchy. Computer machines can work day and
night, do not have opinions about their assignments, do not demand salaries, and, most
significantly, can be orders of magnitude faster and more consistent than humans. By
connecting our computer machines to the Internet, we have endowed them with the
capability of coordinating across the entire planet in the order of milliseconds, which has
made it possible to collect a new strategic commodity at an unprecedented scale: data.
As a consequence of these developments, the race to digitalization has become one of the
defining geopolitical struggles of our time. The society able to computerize their resource
production and management most effectively gains the potential to amass the greatest
amounts of wealth and technology, which could be used to gain many types of political
leverage, not the least in the form of military might.

In this chapter, we connect this push for digitalization to the beginning of our work.
We describe the methodology and journey that produced this thesis. We make an attempt
to capture our strivings as research questions, give a brief statement about the scope of
our work, and then introduce the remaining chapters in this thesis part.

1.1 Motivation

In 2013, the German government launched its Industrie 4.0 initiative [1], which is meant
to accelerate the digitalization of the German supply chain and manufacturing industries.
That initiative both drew from and fed the global race of companies and nations to digital
supremacy. Later, it influenced the European Union projects that financed most of our
work, Productive 4.0, Arrowhead Tools and DigiPrime, each of which aimed or aims to
enable higher degrees of automation through some form of computerization.

3



4 Introduction

Among the many aspects of current supply chains that could be benefiting from such
higher degrees of automation, it became our role to work on the interactions between
factory plants and other entities. Component orders, transport bookings and other tasks
related to agreements between enterprises are all attractive targets for increased levels
of automation. While such automation solutions have been around for quite some time,
they tend to be highly tailored for the use cases they are meant to facilitate. This means
that the technical and judicial costs associated with setting up or changing them can
be prohibitive to many applications. In contrast, distributed ledger technologies, which
includes solutions such as Hyperledger Fabric [2] and Ethereum [3], had by 2017, when
we started this work, become famous for showing great promise as general-purpose and
automatable solutions for cross-organizational collaboration, not the least because of their
smart contract [4] capabilities. Consequently, our objective became to fit some kind of
distributed ledger solution into an industrial software framework, primarily Arrowhead
Framework [5] [6], with the aim of facilitating contract-driven industrial automation.

1.2 Methodology

Fitting a distributed ledger solution into an industrial automation framework is, first and
foremost, a software-architectural effort. From a methodological perspective, we produce
software architectures intended to facilitate use cases that cannot be trivially realized
with existing tools and methods. We begin with some requirements from which we make
a hypothesis in the form of a system architecture, which we then test by implementing
and evaluating. If the implementation satisfies our requirements, or unveiled an unknown
about why they cannot be satisfied, our research must be considered successful.

The manner of conducting research we just described falls under the category of
Experimental Computer Science and Engineering, which “involves the creation of, or the
experimentation with or on, computational artifacts” [7]. While we never adhered to
a formalized methodology in this category, there are significant parallels between how
we worked and methods such as Design Research [8] and Case Study Research [9]. The
first of these methodologies, Design Research, is concerned with the identification of
business problems and proposing generalized solutions. We worked with requirements
and tried to satisfy them in the most general way possible, which means that we had a
comparable aim. The second methodology, Case Study Research, entails systematically
investigating existing scenarios and working out possible improvements. A manufacturing
and transportation scenario from Volvo Group, summarized in both of Papers C and D,
helped us capture and validate our requirements.

As we describe in greater detail later in Sections 1.3 and 3.4.3, the assumptions
and requirements we worked with came to deviate substantially from those typically
associated with distributed ledger research. This proved to be a challenge, as a portion
of those reviewing our papers seemed to approach them with other assumptions, which
caused confusion about our contributions. Perhaps we could have benefited from being
more systematic about selecting audience and surveying assumptions? However, stepping
outside the academic niches already carved out, as we did, naturally places a heavier
burden of exposition on the researcher. We believe to have done well despite our setbacks.
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1.3 Journey

When we embarked on our research journey in 2017, we became members of a Productive
4.0 working group that also consisted of representatives from the commercial entities
Volvo, NXP, SEB, Midroc and BNearIT. As we have already established, our primary
objective was to facilitate automatable collaboration in Industry 4.0 supply chains. Given
the hype around blockchains prevalent at the time [10], we initially assumed that the
solution we would eventually propose would be designed around a distributed ledger
technology with smart contract capabilities. However, our collaborators desired that the
final design would provide (1) sub-millisecond transaction latencies, (2) full transaction
confidentiality, (3) the ability to express complex multi-level framework agreements and
(4) compatibility with prevailing legal frameworks. After surveying existing distributed
ledger technologies, it became apparent that they deviate significantly from current legal
praxis [11] and tend to fail our performance expectations [12]. This sparked discussions
within the working group about what we could change with these solutions to produce a
more suitable design. These discussions eventually culminated in four key insights.

I1 The only collaborative interactions relevant for our solution to represent are those
required to propose, offer, accept or reject changes in rights and obligations
between exactly two parties.

Most legal frameworks seem to require that contracts explicitly note when and
by whom they were offered and accepted [13]. Modeling our interactions in this
way removes the legal uncertainties currently associated with the transaction-based
models used by distributed ledger systems such as Hyperledger Fabric [2] and R3
Corda [14]. It also makes negotiation an integral part of the design, which means
that the potential for renegotiation never disappears during a collaboration.

I2 Proposals and offers must be able to refer to earlier proposals, offers, acceptances
and rejections, as well as to other signed and unsigned data of any kind.

We needed this capability for the Paper D use case, in which a carrier refers to a not
yet accepted offer when finalizing a transport booking. As the capability seemed to
be generally useful, we later made it an integral part of our Paper F architecture.

I3 It is enough to be able to detect contract breaches after they happen, as opposed to
when they happen, but only if all offers, acceptances, rejections and other referenced
material relevant to a breach can be given to and verified by an adjudicator.

In other words, the limited enforcement capabilities native to existing distributed
ledger solutions, such as being able to prevent some offences and exclude offenders,
are not needed. However, being able to use traditional law enforcement is required.

I4 There is no need for our solution to host a currency, as long as agreements can be
made about transfers of currency on other platforms.

The currency-hosting capabilities of many blockchain solutions were deemed to
be desirable but optional. As discussed further in Section 3.4.3, this insight has a
particularly major impact on what assumptions we could make for our architectures.
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While the discussions leading up to those insights were on-going, we focused on some
other aspects of relevance to digital collaboration. Firstly, Emanuel Master’s thesis on
blockchain transaction pruning [15] was reworked into Paper A. This seemed apt at the
time as we assumed a blockchain solution would be in our final design proposal. Given
our requirements, using such a solution meant we had to propose ways to mitigate their
technical and legal shortcomings. Secondly, we worked on a message payload translator
Emanuel had started working on when part of an Arrowhead course. The translator
formalism is a first step towards a solution for inspecting arbitrary message payloads and
translating them between different encodings. A completed formalism could be useful for
integrating a blockchain system into an industrial framework such as Arrowhead, which
motivated our efforts to capture the idea in Paper B.

After about a year of work group discussions, we came to the point were we could
start to formulate a concrete architecture. Eventually named the Exchange Network
Architecture, its design was inspired by how Ethereum ERC20 tokens [16] have come
to represent the ownership of stake in enterprises. Rather than being limited to stake,
however, our tokens can be associated with any sets of rights and obligations, which
make them suitable for all sorts of contracting purposes. While the architecture could
be implemented on top of the same kind of consensus mechanisms as are used by other
distributed ledger solutions, it does not require it to fulfill our initial design requirements.
We first introduced the architecture and our implementation of it in Paper C, and then
wrote Paper D to clarify how it met our use case requirements better than existing
distributed ledger solutions. While implementing the Exchange Network Architecture,
however, we realized it has two pedagogical shortcomings. Firstly, it does currently not
support having individual tokens changing owner more than once after being created,
and, secondly, it requires specifying different obligations for the offeror and acceptor of
each token. Even though we know that we could reuse the token transfer method of R3
Corda [14], it would force us to introduce a formalism for ensuring that obligations change
appropriately as tokens change owners, which we feared would become too unwieldy.

Somewhere around the beginning of 2020, we were tasked with implementing an
Eclipse Arrowhead [5] compatible variant of the system we produced for Papers C and
D. While not an academic endeavor, it was required by the project that financed our
work at the time, Productive 4.0. In an attempt to make the development of Arrowhead
systems less difficult than being the case at the time, we first created the Arrowhead
Kalix Java 11 library, later described in Paper E, as part of this effort.

When the time came to actually implement our system, we decided to first improve
upon it by replacing the tokens of the previous architecture with Ricardian contracts
[17] [18]. Ricardian contracts function in a manner very similar to traditional contracts,
which removes the pedagogical challenges we saw with the token-based approach of the
Exchange Network Architecture. With a working implementation of the Kalix library
at hand, we implemented the new Contract Network Architecture in the form of the
Arrowhead Contract Proxy system, which we later described in Papers F and G. The
first paper describes our architecture and its implementation, while the second covers
uses of our architecture and how its future relates to the cloud e-contract market.
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1.4 Questions

Given the motivation, methodology and journey we just related, how would we formulate
our strivings as a set of research questions? As already established, three of our seven
papers are peripheral in the sense that they do not directly address our main objective.
We give each of these three papers its own research question, while we give the remaining
papers one question meant to capture that main objective. The questions are as follows:

Q1 What possibilities exist for making distributed ledgers require less disk space, even
if assuming new data will be added indefinitely?

Q2 What would be required to facilitate seamless integration between legacy systems and
distributed ledger technologies?

Q3 What types of programming abstractions could reduce the effort required to learn
and use industrial automation frameworks?

Q4 What kind of distributed ledger solution would most aptly allow for the cooperational
structures between industrial stakeholders to be digitalized and automated?

The questions and our papers correspond as illustrated in Figure 1.1. We revisit the
questions again in Chapter 6, where we answer them by referring to and discussing the
work we have introduced at that point.

Q1. Performance

Paper A

Q2. Interoperability Q3. Abstraction Q4. Collaboration

Paper A Paper B Paper E Paper C

Paper D

Paper F

Paper G

Figure 1.1: Our seven papers, categorized under the four different research questions
introduced in this section. As should be apparent from this diagram, the fourth question
represents the bulk of our work.

1.5 Scope

While our research objectives leave room for many kinds of quantitative assessments, we
have, with the exception of Paper A, decided to focus on the more qualitative aspects
of interoperation, abstraction and digitalized industrial collaboration. A primary reason
for this is that we have prioritized introducing new concepts over refining existing ones,
which leaves less room for quantitative assessments than would have been the case for
ideas needing less explanation.
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Even though scientific results have been prioritized, such as our pruning method,
translation model and architectures, there are some contributions we make which are
more targeted towards engineers than researchers. For example, our Kalix library, the
source code for our architectures, as well as the standardization and implementation
guide in Paper G, are most likely to be relevant to engineers, including research engineers,
wanting to implement any of our designs. A third category of results is in a gray area
between the other two. This category includes the implementation descriptions of our
architectures in Papers C, D, F and G. While they have obvious engineering utility,
they also show that our architectures indeed can be realized using concrete technological
artifacts, which serves to strengthen our claims about the utility of our architectures.

1.6 Outline

The rest of the chapters in this first part of the thesis are organized as follows:

Chapter 2 Industry 4.0 & Digital Contracts

We introduce Industry 4.0, describe two of its major reference architectures,
RAMI 4.0 and IIRA, and show how they relate to digital contracting. In
particular, we present a list of technical requirements for digital contracting
in Industry 4.0 settings at the end of the chapter.

Chapter 3 Distributed Ledger Technologies & Smart Contracts

We relate the history and constituents of blockchain systems and other
types of distributed ledger technologies. We also consider the issues that
become relevant when using them for digital contracting. We end the
section with a reflection over how the assumptions underpinning our Paper
C, D, F and G architectures deviate from those underpinning other major
blockchain solutions.

Chapter 4 Modeling Systems, Communication & Contracts

We describe methods and theories for modeling and designing complex
systems. We end the chapter by considering relevant ways of modeling
digital contract systems.

Chapter 5 Contributions

We summarize the papers included in the second part of the thesis. We
describe why and and by whom each paper was written, as well as convey
errata and misunderstandings when we are aware of any such.

Chapter 6 Reflections

We answer and discuss our research questions, introduced here in Section
1.4, make ethical considerations and suggestions for future work.



Chapter 2

Industry 4.0 and Digital Contracts

Implied in the name Industry 4.0 is the notion of there having been three industrial
revolutions preceding an expected fourth. These are imagined as being the (1) steam,
(2) electricity and (3) information revolutions [1]. The first of these began during the
end of the eighteenth century, the second during the end of the nineteenth century, and
the third in the mid twentieth century. The third and last of these past revolutions
saw the the introduction of the computer machine into the factory, both as a means
of controlling machinery and as a tool for designing products and systems. As we are
heading into the fourth cyber-physical revolution, these computers are becoming increas-
ingly independent, interconnected, mobile, and aware of their environments. Captured
in trends such as Cyber-Physical Systems, the Internet-of-Things and Cloud Computing,
these developments both increase the set of manufacturing tasks that can be automated
and introduce their own sets of unique problems that have to be solved.

To speed up the transition of German manufacturers into this fourth paradigm, and to
help mitigate the new problems it introduces, the German Federal Ministry for Economic
Affairs and Energy (BMWi) and the member associations BITKOM, VDMA and ZVEI
launched the Plattform Industrie 4.0 (PI4.0) initiative in 2013 [19]. Among documents
such as white papers and recommendations, this initiative has produced the Reference
Architecture Model Industrie 4.0 (RAMI4.0) [20], which “provides an architecture for
technical objects ... and allows them to be described tracked over their entire lifetime ...
and assigned to technical and/or organizational hierarchies.” In other words, RAMI 4.0
provides a model for how ideas, designs, machines and other relevant artifacts exist in
an Industry 4.0 world, all intended to give language and direction to those intending
to transition their factories to the new manufacturing paradigm. Not unlikely due to
the high stakes in this race to higher levels of digitalization, other competing initiatives
have been setup to fill a similar role. In the United States, the Industrial Informatics
Consortium (IIC) was created in 2014 [21], which publishes its own Industrial Inter-
net Reference Architecture (IIRA) [22]. In China, the Made-in-China 2025 initiative
was started in 2015 [23], which later published its counter-part to the other reference
architectures, the Intelligent Manufacturing System Architecture [24]. We expect other
comparable initiatives to exist.

9
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In this chapter, we survey the models and requirements published both by PI4.0 and
the IIC. Our aim is to make it apparent what kinds of technical aspects these groups
believe should be taken into account when designing a digital contracting system for
an Industry 4.0 scenario. We will begin by introducing and comparing their reference
architectures, after which we compare relevant higher-level requirements we have found
while surveying the document repositories these organizations make available. We end
the chapter with a discussion about the relationship between these requirements and our
understanding of digital contracting.

2.1 Reference Architectures

As we have already mentioned, the purpose of an Industry 4.0 reference architecture is
to provide the language and direction required to help people design systems adhering
to the Industry 4.0 paradigm. Such an architecture does so by providing a model that
names and describes the different kinds of entities that exist in an Industry 4.0 world.
A key part of that description is the distinction made between the entities that are
compliant with that Industry 4.0 vision, and those that are not. Our primary interest in
these kinds of ontological excursions is, of course, not primarily to attain an Industry 4.0
language, but to understand how we can expect digital contracting to fit into the worlds
the architectures describe. For this reason, we are not giving more than superficial
accounts of the terminologies of the two architectures we mentioned in the last section,
RAMI4.0 [20] and IIRA [22]. We cover the RAMI4.0 architecture due to it, to our best
knowledge, being the first Industry 4.0 architecture, and because of its connection to
the European Union (via the German government), which funded this thesis through the
ECSEL1 projects we list in the thesis preface. The second of these reference architectures,
IIRA, we consider primarily because of it also being fully available in English, which made
it possible for us read it.

Before we begin our overviews of these architectures, we want to stress that they were
formulated in anticipation of a new industrial paradigm, rather than from experience with
it. As far as we know, none of the other three industrial revolutions were planned out
in advance, which, perhaps more than anything else, indicates how much technological
progress has come to be the assumed normal in many contemporary cultures. In any case,
this order of events means that both reference architectures we cover are likely to contain
inaccuracies and be incomplete, which creates an incentive to keep updating them as new
insights emerge from evaluation and research. In fact, the IIRA document we reference
[22] is published as being version 1.9. In that document, two versions preceding 1.9 are
noted to have been published previously by the consortium. There is a risk that the
summaries we present here cease to be accurate as these documents are revised in the
future. There is, of course, also the inevitable risk of us making mistakes in our retelling.
We are, of course, not aware of any such mistakes and believe our summaries to be both
accurate and educationally useful.

1See https://www.ecsel.eu (accessed 2021-04-16).
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2.1.1 Reference Architecture Model Industrie 4.0 (RAMI4.0)

There are two citizens of the RAMI4.0 world, humans and assets. Humans fill roles such
as being stakeholders, operators or manually performing manufacturing functions. Assets
come in two major varieties, information artifacts and physical items. Information assets
include standards, models, documentation, measurements, event descriptions and more,
while physical assets include materials, products, computer systems, cables, sensors,
manufacturing machines and so on. Perhaps somewhat counter-intuitively, records of
information are treated as physical assets, which means that software is physical, as well
as electronic messages in transit between machines. Assets are composable, which means
that assets can consist of other assets. For example, a manufacturing plant is an asset,
which in turn contains assets such as buildings and power grids, which in turn contain
other assets, and so on and so forth down to their smallest constituents. For an asset to
be considered Industry 4.0 compliant, however, it must provide a so-called administrative
shell, as depicted in the Figure 2.1 example.
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Figure 2.1: Administrative shells encapsulating two assets. The shell is the logical point
of communication with an asset. Assets with such shells are referred to as Industry
4.0 Components and must allow for other such components, if properly authorized, to
retrieve data about them and/or manage their operation.

An asset with an Administrative Shell is fully digitally accessible. The shell provides
its asset with a unique identity and facilitates having other assets communicate with
it through a service-oriented message interface [25]. The shell must be able to account
for the current condition of its asset, its construction, functionality, physical or logical
location and capabilities. Furthermore, it must, if relevant, allow for the state of the asset
to be modified, which means that its configuration, scheduled tasks, or other properties
can be altered at any time. This accounting and state modification must be carried out
within well-defined Quality-of-Service (QoS) and security guarantees, which means that
real-time requirements can be satisfied and only those authorized can query and modify
the asset state. As it must be possible for assets to be composed, as we have already
mentioned, also assets with administrative shells can be contained in other assets. In such
a scenario, the containing asset should use the administrative shells of the Industry 4.0
components it contains in order to fulfill received accounting and management requests.
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There are many aspects of assets, irrespective of them having administrative shells
or not, that are relevant to take into account when designing or using them. To make it
possible to systematically consider assets from all relevant angles, RAMI4.0 also defines
three major categories of perspective, or axes. These are (1) architectural layers, (2)
lifecycle and value stream phases and (3) hierarchical levels, as illustrated in Figure 2.2.
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Figure 2.2: The six architectural layers represent distinct points from which an asset can
be evaluated. Each layer has four major lifecycle and value stream phases, which are
used to describe the asset during different periods of its lifetime. The layers also have
seven hierarchical levels, which frame the asset in increasingly macroscopic contexts.

Architectural layers. These layers starts with the concrete asset itself at the
bottom, and then moves up an abstraction hierarchy that ends with the possible business
plans that could give the asset economic value. Between these are the integration layer,
which is concerned with the conditions and context required for an asset to fulfill its
intended role; the communication layer, which describes how to exchange messages with
the asset; the information layer, which consists of all data that is used, generated or
modified by the asset; and, lastly, the functional layer, which outlines what tasks the
asset can perform. Not all layers are relevant for each kind of asset. For example, the
information and communication layers are only relevant for assets that can hold and
exchange data, which significantly includes those with administrative shells.

Lifecycle & value stream phases. Rather than being concerned with abstract
layers of description, this axis is considered with the asset in the different phases of
its lifetime. While perhaps not immediately apparent from Figure 2.2, which is our
interpretation of a similar image in [20], the lifetime, or vita, of each asset is divided into
seven phases. These are (1) commissioning, (2) production, (3) provision, (4) usage, (5)
maintenance, (6) repair and (7) disposal. Furthermore, these phases occur once for the
type of the asset, and then once again for each instance of that asset type, where a type
is understood to be the sum of all information required to produce concrete instances,
physical or otherwise, of a specific kind of asset.
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Hierarchical levels. With the architecture and vita of each asset being covered, the
remaining axis complements the other two by being concerned with the domain in which
the asset finds itself. At the highest level, connected world, the asset is regarded as a
communicating entity in a global ecosystem of interconnected entities. At the level just
below it, enterprise, it is seen as a constituent in a larger manufacturing organization.
Below that, at the work centers level, it is viewed as being part of a certain branch of
that organization. At the station level, it becomes a component of a single manufacturing
process of one or more work centers. At the next, control device level, its relationship
with the concrete devices controlling its operation is considered. Further down, at the
field device level, its associations to other relevant devices are considered. At the bottom
product level, the asset is regarded in isolation. The name product is a reference to how
all assets are products of a manufacturing or other production process.

2.1.2 Industrial Internet Reference Architecture (IIRA)

The two primary entities of the IIRA world are systems and stakeholders. Systems are
the artifacts the IIRA is meant to help produce, while stakeholders are humans affected
by them, directly or indirectly. More precisely, the IIRA is meant to aid in the design
of Industrial Internet of Things (IIoT) systems, which can be regarded as systems that
combine industrial operational and information technologies.2 To aid in the development
of these systems, IIRA defines three categories of architectural concerns, which are (1)
viewpoints, (2) lifecycle processes and (3) industrial sectors, as depicted in Figure 2.3.
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Figure 2.3: The IIRA of the IIC. The four layers represent viewpoints from which an
IIoT system can be evaluated. Each layer has a certain number of associated lifecycle
processes, as well as industrial business sectors in which the artifact could be relevant
to employ. Every layer both guides the design of and is validated by the realization and
evaluation of the layer below it.

2In [22], a documented named IIC IIoT Volume G0: Overview is claimed to define IIoT. It is, however,
nowhere to be found on the IIC website [26]. We, therefore, derive our definition from [22], Section 6.1.
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Viewpoints. These layers are meant to create a link between each implementation
decision and an intended business case. In other words, they guide system designers
in motivating their designs. The first and topmost layer, the business viewpoint, is
concerned with who the system stakeholders are and what values and objectives they
have. Examples of stakeholder include company owners, customers, regulatory bodies
and the public. The second layer, the usage viewpoint, is meant to address how each
system will be used for it to fulfill its business objectives. The third layer, the functional
viewpoint, focuses on the abstract components, interfaces and routines each system must
have in order for it to be usable as described by the usage viewpoint. The fourth and last
layer, the implementation viewpoint, deals with how the abstract elements established in
the functional viewpoint are to be realized with concrete technologies. Each layer comes
with one or more models, such as those depicted in Figure 2.4, meant to characterize the
problem domain of its viewpoint and guide in the creation of new models and designs.
As some concerns are relevant to each viewpoint, the IIRA also defines a number of
cross-cutting concerns and functions, such as safety, reliability, and connectivity.
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Figure 2.4: Vision-value model and functional domains model of the IIRA.

Lifecycle Processes. This axis of the IIRA is concerned with the different phases
of the lifetime of a given system. While there are suggestions regarding what kinds of
lifecycle phases could be suitable to address in Figure 2.3, which is a reworked version of
a similar image in [22], no particular phases are made mandatory by the architecture. In
[22], Section 3.7.2, it is claimed that the “lifecycle processes will be covered in a different
set of IIC technical reports.” At the time of writing, we were unable to find any such
reports on the IIC website [26].

Industrial Sectors. The last axis of the IIRA represents the unique priorities of
distinct industrial sectors, which affect how IIoT systems are designed. No definite list
of such sectors is given in [22]. The IIC website [26] did, however, list the following
industrial sectors when this thesis was being written: (1) energy, (2) healthcare, (3)
manufacturing, (4) mining, (5) retail, (6) smart cities and (7) transportation.
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2.1.3 Comparing RAMI4.0 and IIRA

Despite the brevity of our introductions, it should be apparent that a major difference
between the two architectures lies in their scopes. RAMI4.0 is concerned primarily with
the manufacturing industry, while IIRA is currently directed towards seven industrial
sectors, including manufacturing. As a consequence, the PI4.0 initiative is in a better
position to make assumptions about the application of their RAMI4.0 than the IIC is
with their IIRA. For example, PI4.0 directly promotes and contributes to standards,
such Service-Oriented Architecture [25]. Such promotions contribute to their ambition of
facilitating interoperability between industrial organizations, as interoperability becomes
more difficult when infrastructures are heterogeneous. To the contrary, we could find no
indications of the IIRA containing any such technological endorsements. We interpret
this lack of promotions as an attempt to maximize the relevance of their architecture
across their seven industrial sectors, which should have very different needs and legacies.

If comparing the architecture diagrams of Figures 2.2 and 2.3, it may seem as if the
layers of the two diagrams correspond. While there certainly is some overlap between the
diagrams, the architectural layers of RAMI4.0 have a more straightforward analogy in
the operational concerns of IIRA [27], which we only mention by listing them as part of
the functional domains model in Figure 2.4. While RAMI4.0 seems to be putting more
emphasis on the technical perspective and promoting process interoperability, the IIRA
appears to be more concerned with making managerial and technical insights related to
Industry 4.0 transferable across their industrial sectors. For a more complete comparison
between the two reference architectures, please refer to [27].

2.2 Requirements

Apart from a reference architecture, the RAMI4.0 document [20] of PI4.0 also contains a
number of technical requirements for Industry 4.0 compliance. These are summarized in
the titles of sections 6.1.3 to 6.1.8 of [20] as (R1) identifiability, (R2) state in the lifetime
(“vita”), (R3) secure I4.0-compliant communication, services and quality of service, (R4)
representation by information with Industrie 4.0-compliant semantics, (R5) Industrie 4.0
system consisting of Industrie 4.0 components, (R6) nestability and (R7) encapsulability.
All of these requirements are assumed to be fulfilled by each relevant asset having its
own administrative shell, as we described it in Section 2.1.1.

We will use these RAMI4.0 requirements as starting point for our reflection over
Industry 4.0 requirements on digital contracting in Section 2.3. Rather than using them
as they are, however, we attempt to clarify and strengthen them by fusing them with
other requirements and recommendations we found while surveying other publications
of PI4.0 [28] and the IIC [26]. As we assume that digital contracting will be engaged in
direct machine actuation, we limited our scope to requirements of concern to machines
without physically moving parts. These requirements and recommendations, which we
refer to as quality objectives, ended up being all related to security, communication and
general Industry 4.0 compliance. Our survey results are outlined in Tables 2.1 and 2.2.
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Table 2.1: PI4.0 quality objectives taken from [29], [30] and [31], which are concerned
with security, network communication, and Industry 4.0 compliance, respectively. The
title and wording of each objective is our own interpretation of what can be found in
each document. The identifier associated with each objective is also our own.

Security [29] Communication [30] Industry 4.0 Compliance [31]

I1. Secure Connectivity
Every digital communication must be
protected from third party interference
of every kind, which includes sent data
being leaked, tampered with or made un-
available. This objective is sometimes
split into three objectives, which are then
referred to as Confidentiality, Integrity
and Availability (CIA).

I2. Secure Identification
Each communicating asset must have a
validated, verified and, as a consequence,
secure identity.

I3. Dynamic Asset Protection
The degree and kinds of protection used
to safeguard each relevant asset must be
dynamically adjustable to match changes
to perceived risks or threats.

I4. Standardized Access Control
Identification, authentication and autho-
rization of assets must both be possible
and adhere to a relevant set of standard-
ized procedures.

I5. Open Access Control
It must be possible for relevant assets to
be identified, authenticated and autho-
rized beyond their owning organizations.

M1. Security
Each asset with communication capabili-
ties must be guaranteed (A) network and
data security, (B) secure identities and
(C) functional security. In other words,
the asset must be able to (A) communi-
cate, (B) identify itself and others, and
(C) perform whatever it is designed to
do, all in the face of adversity.

M2. Availability
Information must be made available to
all properly authorized assets with com-
munication capabilities.

M3. Quality of Service
Communicating assets must be able to,
as appropriate, establish communication
channels with well-defined transmission
characteristics. These include (A) la-
tency and jitter requirements, (B) limits
to data loss, and (C) data rate guaran-
tees.

P1. Identification
Each compliant asset must be associated
with a globally unique identifier. The
components the asset contains must also
have globally unique identifiers, including
its administrative shell, significant data
objects and standard functions.

P2. Service-Oriented Communication
Each compliant asset must communicate
according to the principles of SOA [25].

P3. Standardized Interoperation
It must be possible for compliant assets
to coordinate by passing messages, even if
the assets are produced by different man-
ufacturers or have distinct owners. This
requires those assets to adhere to relevant
standards and have access to whatever fa-
cilities are required to bridge any initial
incompatibilities.

P4. Virtual Description
All information relevant to any compli-
ant assets must be accessible for autho-
rized use, including product descriptions,
catalog pages, images, technical features,
data sheets, security features and simula-
tion models, among other possible exam-
ples.

P5. Dynamic Composition
All compliant assets must be capable of
dynamically finding, negotiating and com-
municating with each other to fulfill their
designated tasks. This may require the
assets to advertise what data they carry,
what functions and capabilities they have,
or whatever else could be relevant.

P6. Standardized Functions
Each compliant asset must, as far as
reasonably possible, provide standardized
functions, both in terms of hardware and
software. When appropriate, machine
builders and other manufacturers should
adhere to or work out new standards for
the functions provided by their products.

P7. Security
The security of each compliant asset must
be ensured throughout its lifecycle in all
architectural layers and hierarchy levels.
Each such asset must be secure, as well
as guarantee safety, privacy, resilience and
reliability.
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Table 2.2: IIRA [22] quality objectives taken from [32], [33] and [34], which are concerned
with security, network communication, and general IIoT system concerns, respectively.
The title and wording of each objective is our own interpretation of what can be found
in each document. The identifier associated with each objective is also our own.

[32] Key System Characteristic [33] Key Architectural Quality [34] Key System Concern

S1. Security
The (1) confidentiality, (2) integrity, (3)
availability of all information must be
guaranteed for authorized systems and
components. This means that data must
not be leaked to unauthorized entities,
it must not be possible for unauthorized
entities to modify or destroy data, and
data must be provided on-demand in a
timely and reliable manner to properly
authorized entities.

S2. Safety
The operation of a system must not lead
to an unacceptable risk of physical injury
or damage to the health of people, either
directly or indirectly.

S3. Reliability
Each system or component must be able
to perform its functions under explicitly
declared conditions for a specified period
of time.

S4. Resilience
Each system must avoid, absorb and
manage dynamic adversarial conditions
while completing its assigned tasks. It
must also be able to reconstitute its op-
erational capabilities after any failures.

S5. Privacy
Individuals and groups must be able to
control what information about them
may be collected, processed, and stored.
They must also be able to control by
whom, and to whom that information
may be disclosed.

C1. Performance
Each connectivity function should be able
to facilitate achieving the right balance of
throughput, latency and jitter as required
by every data flow.

C2. Scalability
Each connectivity function should be able
to support horizontal scaling, which is
the ability to accommodate an increasing
number of connectivity endpoints, up to
Internet scale.

C3. Reliability
Each connectivity function should be reli-
able enough to adequately support all ap-
plications that use it to communicate.

C4. Resilience
Each connectivity function should always
be logically available, automatically re-
store data exchange after physical discon-
nection, and gracefully handle the failure
or disconnection of other endpoints.

C5. Security
Each connectivity function should have
explicit data exchange policies, strong
mutual authentication, authorization,
and ensure the confidentiality, integrity,
and freshness of the exchanged data.

C6. Longevity
Each connectivity function should sup-
port incremental evolution, including up-
grades and the addition and removal of
components.

C7. Integration & Interoperability
Each connectivity function should sup-
port the integration of and interoperabil-
ity with other components, isolation and
encapsulation of data exchanges internal
to a component, and hierarchical organi-
zation of data exchanges. In dynamic sys-
tems, each connectivity function should
also support discovery of system compo-
nents and the discovery of relevant data
exchanges for system composition.

C8. Operation
It should be possible to monitor, manage,
as well as and dynamically replace con-
nectivity functions. Monitoring includes
assessing the health, performance and ser-
vice level of the function; management
entails configuring and administering its
capabilities; dynamic replacement implies
changing its hardware and/or software
while it remains operational.

C9. Safety
Each connectivity function should be able
to support the evaluation of its safety, as
well as be able to provide the evidence
required to make informed safety assess-
ments.

K1. Safety
Mechanisms must exist that enable sys-
tem integrators to measure, predict and
control the behavior of each component.

K2. Resilience
Each component must be able to fulfill
its assigned tasks in the face of poor or
adversarial conditions, even if it leads to
costlier operation or lower quality output.

K3. Integrability
Each component should allow for other
components to communicate with it via
well-defined protocols.

K4. Interoperability
It should be possible for components to
exchange information with each other
based on common conceptual models and
interpretation of information in context.

K5. Composability
It should be possible for each component
to interact with any other component,
given that a relevant case can be made
for the communication to be of value.

K6. Data Management
Each component should provide opportu-
nity for (a) reducing and analyzing; (b)
publishing and subscribing; (c) querying;
(d) storing, persisting and retrieving; (e)
integrating via transformations; (f) de-
scribing and discovering; (g) monitoring;
and (h) managing the ownership of its
data.

K7. Intelligent & Resilient Control
Components should be able to operate
within dynamic and unpredictable envi-
ronments, using a distributed, collabora-
tive capability to sense, make sense of,
and affect the world and so achieve their
assigned goals.

K8. Dynamic Composition &
Automated Interoperation
It should be possible to rearrange and
compose components dynamically while
their larger systems remain operational.
This is facilitated by relevant metadata
about the components also being avail-
able and updated when the recomposition
takes place.
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Our merging of Industry 4.0 compliance criteria produced the list of 9 requirements
we outline in Table 2.3. Note that we diverge from the RAMI4.0 criteria by omitting the
requirement for service-oriented communication. At our level of reasoning, the choice of
class of communication protocols has no significance.

Table 2.3: Industry 4.0 requirements relevant to compliant assets without moving parts.
No requirement is related to the physical safety objectives of Tables 2.1 and 2.2.

Requirement Related Quality Objectives

1. Identifiability R1, I3, P1.

Each compliant asset must be globally and uniquely identifiable.

2. Introspectability R2, R4, P4, C8, K6.

Each compliant asset must be able to account for its type and state. Given that type
and state, it should be possible to identify its hardware and software components,
capabilities, and other details, potentially by consulting a separate repository.

3. Security R3, I1, I2, I3, M1, P7, S1, C5, K1.

Each compliant asset must be able to guarantee the confidentiality, integrity and
availability of the data it carries, potentially by relying on the guarantees of other
assets, such as network equipment and cryptographic functions.

4. Connectivity R3, R7, I2, I4, M2, P2, K6.

Each compliant asset must be able to communicate with other assets.

5. Dependability R3, I3, M2, M3, S3, S4, C2, C3, C4, C6, K2, K7.

Each compliant asset must be able to give reasonable guarantees about its ability to
perform its tasks, including by actively mitigating or circumventing disturbances.

6. Commonality R4, I4, I5, P3, P6.

Each compliant asset must, as far as reasonably possible, consist of, provide and
adhere to standardized components, services and patterns of behavior, respectively.

7. Interoperability R3, P3, C7, K3, K4, K8.

Each compliant asset must, given adequate provisions, be able to communicate with,
or in any other manner work together with, any other asset, despite initially being
limited to incompatible protocols of any kind.

8. Composability R5, R6, R7, P5, K5.

Each compliant asset must support being a component of a larger system.

9. Dynamicity R3, I3, M2, P5, C2, C3, C4, C6, C8, K2, K3, K4, K5, K7, K8.

Each compliant asset must allow for its components, hardware or software, to be
replaced, reconfigured, added to or removed from while it remains operational, as
far as reasonably possible. This includes changing access control rules, quality of
service guarantees, what other assets are communicated with, among many other
possible examples.
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2.3 Contracting 4.0

Through our list of requirements in Table 2.3, we have described a class of system with
great potential for being adjusted to fulfill whatever business objectives are at hand.
How could a digital contract system be made equally dynamic? To answer that question
in an interesting way, we must first consider what role contracts play in an industrial
manufacturing system.

2.3.1 The Role of Contracts

Contracts record agreements between parties, stipulating their obligations towards each
other in respect to what parts of the agreement remain to be fulfilled or invoked. We
can expect the owner of an Industry 4.0 manufacturing plant to have contracts with its
suppliers and customers, and that those contracts, in various ways, should dictate what
is being manufactured. Some contracts make other contracts relevant. For example,
agreeing to produce a batch of truck engines could make it relevant to agree with another
party about their transportation. Running a factory, despite it being fully Industry 4.0-
compliant, will likely require human professionals to fulfill some assignments. Contracts
must exist between the plant owner and these humans that specify their responsibilities.

2.3.2 Contracts and Dynamicity

In an Industry 4.0 environment, we want humans to be required to do as little possible
for the various assets to produce whatever business values are desired. A central element
to facilitating that is making the assets able to dynamically adapt to changes in business
objectives. How would those assets recognize when such objectives change? As far as
we can tell, the most straightforward way would be to make them aware of the contracts
that define those objectives.

If assuming that the kind of Ricardian contract we advocate for in Paper F is used,
we can create such awareness without having to rely on computers being able to interpret
contracts directly. That format makes each contract contain a reference to a template,
which both specifies a legal text and certain parameters associated with it. For example,
a template could dictate the terms of a delivery between two parties, but without directly
specifying pickup and delivery locations, times, price, or other details of relevance. A
contract referring to that template would simply state the values corresponding to those
parameters. When a relevant asset sees a contract with a template reference it recognizes,
it will be able to invoke some predefined routine for handling that particular contract.
For examples, it could book a loading dock of suitable size, notify the carrier about it,
and then schedule a set of automated guided vehicles to bring whatever components are
being sent to that loading dock. If a counter-party fails to perform any of its obligations,
such as a carrier failing to allocate a truck, the notification of that failure could cause our
asset to invoke another routine meant to minimize the costs associated with the event.
Routines could be made for interactions will all conceivable kinds of counter-parties, such
as money lenders, insurance agencies, customs authorities or component suppliers.
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2.3.3 Contract Systems Requirements

With this understanding of the role and position of the contract in mind, we are ready
to apply the requirements of Table 2.3 to digital contracting. The result is as follows:

1. Identifiability The contract system must be identifiable by all parties with which
it could be relevant to enter into a contract with.

2. Introspectability The contract system must make it possible to query for and be
notified of contract proposals, offers, acceptances, rejections and
other relevant messages being received from other parties.

3. Security The contract system must be able to identify the company, person
or other legal entity behind each received contract message, as part
of ensuring the confidentiality, integrity and availability of those
messages.

4. Connectivity The contract system must be able to exchange messages with the
contract systems of all other parties with which it could be relevant
to negotiate contracts.

5. Dependability The contract system must, most significantly, not loose or corrupt
any contracts in the event of power failures or other adversarial
conditions.

6. Commonality The contract system must, most significantly, exchange offers and
other messages according to well-defined protocols.

7. Interoperability It should be possible for contract systems to meaningfully exchange
messages despite differences in supported protocols.

8. Composability It must be possible for a contract system to trigger automation
routines as part of any relevant kind of larger system, which could
demand compatibility with certain service registries, authorization
systems, orchestration systems, among other possible examples.

9. Dynamicity The contract system must be able to change its configuration, as
well as other aspects of relevance, while remaining operational.

These requirements are, of course, strictly technical in nature. They say nothing
about economic viability, the potential for hiring professionals able to write this form of
contracts, and so on. They do, however, make two things clear of special relevance to
our work. Firstly, standards for contract exchange must eventually be produced, which
we address in Paper G. Secondly, a workable contract system is not enough for Industry
4.0 application. It must also meet the Industry 4.0 expectations on interoperability,
composability and dynamicity, which we address in Papers C, D, F and G



Chapter 3

Distributed Ledger Technologies
and Smart Contracts

A distributed ledger is a log of events, maintained and updated by the members of
a distributed ledger network. The name comes from the accounting field, where ledgers
of currency transactions are used to record the movement of money between accounts.
They can be used for many other things than for tracking account balances, however.
Ledgers can record asset ownership transfers, vehicle inspections, assignment updates,
among many other things. While being able to record such events within a business is
interesting enough, a distributed ledger allows businesses and other entities to reliably
record interactions between themselves. Through clever use of cryptographic primitives
and consensus mechanisms, distributed ledger technologies can be used to ensure no
practical opportunity exists for any collaborating party to tamper with the events they
record, which means that it should be possible to use them as evidence under many
prominent legal frameworks, such as the European Union. Most significantly for our
purposes, however, distributed ledgers solutions can be designed to host smart contracts,
which are a form of computer program that can own and manage whatever asset a
distributed ledger records. These programs could be an important way forward in the
pursuit for a way to digitalize contractual interactions between industrial stakeholders,
which makes it important to understand how and when they could be a suitable means.

In this chapter, we briefly consider the technological developments that lead to the
making of the Bitcoin cryptocurrency, the first successful distributed ledger solution, and
the explosion of derivatives that came after it. We attempt to categorize and compare a
handful of popular or otherwise relevant solutions, as well as account for how they are
designed and maintain their properties. Finally, we describe and reflect over the smart
contract, why it should not be used by the industry in the near-term and what needs to
change for it to become more useful in the longer term.
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3.1 Origins

While possible to begin a history like this at many different dates and times, we start
a few years after 1990. At this point, the Internet was taking the step from research
labs and early adopters into the world of the general public.1 The World Wide Web had
recently been created by Tim Berners-Lee at CERN, and was now starting to find its way
to the homes of the growing group of people owning personal computers. More investors
started to gravitate towards the Internet, which would eventually lead to the burst of the
dotcom bubble at the end of the decade. During this time of new ideas and increasingly
inflated expectations, efforts at digitizing contracts and money started to gain traction.

Nick Szabo, a young computer scientist, was working on his idea of a “computerized
transaction protocol that executes the terms of a contract”, or the “smart contract” [35]
[36]. Around the same time, Ian Grigg and Gary Howland were working on their Ricardo
payment platform, which, notably, involved “a method to identify and describe issues of
financial instruments as contracts”, producing so-called “Ricardian contracts” [37] [17].
Both the smart and the Ricardian contracts were concrete attempts to create digital
counter-parts to the conventional contract, but differed, however, in their generality,
relation to traditional legal authorities, and focus on automated regulation.2

During the same general period, in 1992, the cypherpunk movement was founded,
dedicated to using cryptography to protect the privacy of individuals from governments,
corporations and other large organizations [40]. The members of the movement directly
created, or otherwise influenced the creation of, HashCash, B-money, bit gold, as well as
other experimental solutions for representing money in digital networks [41]. The many
minor achievements of the movement culminated with the introduction of Bitcoin later
in 2008 [42], which combined Szabo’s smart contracts, immutable logs, a novel variant of
Byzantine fault tolerance, as well as cryptographic identities, into one useful application.
Through its subsequent and spectacular rise to popularity, Bitcoin proved it viable to
run a global payment network without a central authority, and, consequently, also helped
cement the technologies it built upon as reliable and acceptable in the public mind.

However, with Bitcoin’s rise to prominence, it became increasingly apparent that the
system has a number of significant limitations. For example, it only supports a naive form
of smart contracts, Scripts [43], it provides neither strong anonymity or strong identity
guarantees [44], it has proven to have significant operational costs [45], as well as having
high latency and low transaction throughput [46] [47] [12], all of which make it unfit for
many otherwise compelling use cases. Consequently, a plethora of alternative solutions
have been built in order to cater for different categories of use cases. Significant examples
include Ethereum [3], which provides extended smart contract capabilities, ZeroCash [48],
which facilitates stronger anonymity guarantees, Hyperledger Fabric [49] [2], which may
only be used within groups of well-known participants, Lightning Network [50], which
extends Bitcoin with high-frequency payment channels, and so on.

1See https://www.internetsociety.org/history for an excellent description of this history.
2Other relevant efforts predating the 2008 Bitcoin launch include OASIS LegalXML from 2001 [38] and

RuleML from 2005 [39], both of which are attempts to represent legal documents in a machine-verifiable
form. These examples are likely to represent only a small fraction of all that could be mentioned.
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3.2 Classification

At the time of writing, the number of distributed ledger technologies in existance has
since long been too unwieldy to adequately consider all of them in a context like this. We,
therefore, focus on well-known or otherwise relevant examples with particular bearing on
our work. Concretely, we briefly consider Bitcoin [42], Ethereum [3], Hyperledger Fabric
[2] and R3 Corda [14]. These solutions represent two major ends of the distributed ledger
spectrum, the permissionless and the permissioned, as well as four distinct strategies at
regulating ledger updates. A summary of their properties is outlined in Table 3.1.

Table 3.1: Significant properties of four distributed ledger solutions, presented in terms
of the constituents introduced in Section 3.3. Note that some of the differences between
these systems are not visible. For example, Bitcoin and Ethereum use different, albeit
similar, consensus mechanisms, but their properties here are identical. The reason for
this is that we only consider the most significant differences between these solutions.
Changes to state data structures, and other possible improvements, are not highlighted.

Permissionless Permissioned

Bitcoin Ethereum H. Fabric R3 Corda

Proofs
– Identity Public Key Public Key Certificate Certificate
– Authorship Signature Signature Signature Signature
– Validity Proof-of-Work Proof-of-Work* Vote, by Peers Vote, by Notaries
Consensus
– Visibility Global Global Channel Only Peer Only
– Resolution Probabilistic Probabilistic Definitive Definitive
– Throughput Lower Lower Higher Higher
Contracts
– Validation Yes, via Scripts Yes, via Contracts Yes, via Policies Yes, via Flows
– Embedding Yes, in UTXOs Yes, in Auto. Agents No No
– Legal Integration No No No Yes, via Legal Prose

*We ignore that Ethereum also can operate using Proof-of-Stake or Proof-of-Authority to simplify our comparison.

3.2.1 Permissionless and Permissioned

Distributed ledger solutions such as Bitcoin and Ethereum operate without their users
explicitly creating any accounts. Rather, each user is represented by a public key [51],
often referred to as an address, created by each user in isolation. Each possible address is
an account, and access to the corresponding private key is what allows the account to be
controlled. As no central authority regulates account creation, these systems are often
referred to as being permissionless. Bitcoin and Ethereum can be and are permissionless
because they rely on the kind of consensus algorithm first introduced by S. Nakamoto
in [42], which does not assume complete knowledge about all system participants. As
identities are anonymous but activities public, users are said to be pseudo-anonymous.
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When systems such as Hyperledger Fabric and R3 Corda were designed, this lack of
control over users was regarded as a problem. Therefore, they require that each user is
represented by a certificate, which contains both a public key and details about the entity
represented by that key. Those certificates must, in addition, somehow be established
to be authentic. Consequently, these systems are referred to as being permissioned, as
permission is required by an arbitrary registrar to join any of their networks. Also, as
solutions such as Fabric and Corda were designed to be used, primarily, within smaller
groups of well-known participants, consensus algorithms like PBFT [52] or Raft [53] may
be adequate, even if they can only be used practically with smaller number of peers. An
advantage of using such consensus algorithms is that they can guarantee voting outcomes
definitely, while Nakamoto algorithms only makes such guarantees probabilistically [54].

3.2.2 Validation Systems

Distributed ledger solutions tend to exist in order to guarantee that shared logs of events
are correct according to some arbitrary standards of correctness. We use the term vali-
dation system to refer to whatever facility is used to define and enforce such standards
of correctness. Each of the four solutions we compare has its own distinct system, and
additional proposals of interest do exist, such as Alex Norta’s Self-Aware Contracts [55]
and the Definition Bank approach we describe briefly in Papers C and D. We proceed,
however, to describe only the approaches of the four solutions listed in Table 3.1, which
should give a good glimpse into the range of design possibilities that do exists.

� Bitcoin. While designed primarily as a payment platform, Bitcoin does provide
a user-programmable validation system, or smart contract system. It relies on a
limited Forth-like programming language, referred to as Script [43], for coding the
conditions for spending so-called Unspent Transaction Outputs, or UTXOs, which
are what hold the currency owned by the platform’s users. The language must also
be used to provide the data required to fulfill those conditions when attempting to
spend the funds of one or more UTXOs [56]. A basic UTXO condition would be
to require the signature of a certain private key, which would lock its funds to a
single user. Albeit not Turing-complete, the language can still be used to facilitate
multi-signature accounts, Lightning Network payment channels [50], and more.

� Ethereum. In addition to a currency, Ether, the Ethereum platform provides the
Ethereum Virtual Machine (EVM), as well as the possibility of creating special users
that are controlled by programs defined in its Turing-complete byte-code format.
These special users, referred to as smart contracts, or sometimes as autonomous
agents [3], execute their programs when transactions are sent to them, which may
include funds, function arguments, among other possibilities. While being able to
support advanced kinds of collaboration, such as ERC20 tokens [57], TheDAO and
games like King of the Ether Throne, the platform has been plagued by different
kinds of exploits [58] [59]. These vulnerabilities could be seen as a consequence of
the potential of its Turing-complete smart contracts, and the fact that patching
contracts after deploying them is difficult and error-prone [60].



3.2. Classification 25

� Hyperledger Fabric. Rather than requiring that all network maintainers execute
the exact same version of each contract, as does Ethereum, Hyperledger Fabric
forces each maintainer to deploy its smart contracts, or chaincodes, independently
[61]. Consequently, different variants and versions of a chaincode may co-exist,
which can be seen as a solution to the problem of updating deployed contracts.
Contracts in Fabric are containerized applications, interacted with via message
passing [2]. Each successful chaincode invocation produces a read-write set, which
must be acceptable according to an endorsement policy enforced within a group
of peers, or channel. Such policies may require that read-write sets are signed
by certain peers, as well as being acceptable according to any custom validation
rules. If approved, the read-write set is eventually appended to the replicated
ledger maintained within the channel. Also, while no explicit means officially exist
for integration with legal institutions, there are efforts, such as the Accord project
[62], aimed at facilitating such. Lastly, while being able to implement a currency
system, Fabric does not natively provide an equivalent to Bitcoins or Ethers.

� R3 Corda. Just as Fabric, R3 Corda does not provide a native currency or embed
its contracts, or flows, into its ledger, again implying that such flows can be updated
when circumstances change or bugs are discovered. While Ethereum and Fabric
model their contracts as a state machines mutated by invoking designated methods,
Corda transactions apply functions to state objects, which may then be transformed
into one or more new such objects. Each state object can only be used in a successful
transaction a single time, which enables Corda to use a different kind of consensus
model [14]. Concretely, transactions are normally only sent between pairs of peers,
allowing each pair of peers to construct their own unique state data structures
without having to reveal sensitive information to other parties. When state objects
are used to change asset ownerships, however, their hashes can be presented to so-
called notary pools, which can attest whether or not that hash has been presented
to them before or not. Given that the pool of notaries can be trusted, which reach
agreement through a distributed consensus algorithm, double-spending and similar
forms of misconduct can be prevented, even if the notaries are never shown the
actual state objects they vote about. Also, Corda allows state objects to refer to or
include legal prose, which is any kind of suitable legal document. We are, however,
unaware if such legal prose has ever been tried fruitfully in a court of law.

Whether or not a given solution should include a native currency, embed its contracts
directly into its ledger, or refer to legal prose, are all examples of trade-offs that can
be made to cater for certain kinds of use cases. Bitcoin and Ethereum are designed
to support ad-hoc transactions or collaborations between users all over the world, even
when having little knowledge of each other. Fabric and Corda, on the other hand, are
created to help automate collaborations performed between parties that already have
knowledge of each other and existing incentives to collaborate. Having gone through our
descriptions of the just mentioned systems, it should be apparent that these assumptions
motivate different design decisions, which in turn result in distinct system properties.
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3.3 Constituents

Now that we have a limited picture of what distributed ledgers can do, let us move on
to exploring what they are and how they work. A distributed ledger solution is a multi-
node application that maintains a shared ledger of transactions, where each transaction
represents a commitment of its author. Each ledger transaction modifies a state, a data
structure that determines a current set of rights and obligations associated with the users
of the solution. The concrete type of data structure is not important. It could consist of
accounts and balances, key/value maps, relational database tables, and so on. A simple
example of such a state data structure is given in Figure 3.1.

Time

State

Transaction +3

3 1 8 -10

-2 +7 -9

Figure 3.1: A naive distributed ledger whose state is altered by executing transactions.
Each transaction carries either an addition or a subtraction, while new states are created
by adding the previous state to a new transaction. The first transaction, represented by
a dot, is sometimes called the genesis transaction. In this example it contains nothing.

As the state of a distributed ledger solution determines something as critical as the
rights and obligations of the users of the system, it is paramount to ensure that is behaves
predictably at all times. This is guaranteed via a system-of-proof, which relies on a
consensus system, which uses a validation system, as shown in Figure 3.2.

Validation System

Consensus System

System-of-Proofsuses

uses

Figure 3.2: The three main constituents of a distributed ledger solution. A system-of-
proof, which depends on a consensus system to establish ledger correctness, which in
turn uses a validation system to determine how to vote during the consensus procedure.

The system-of-proof guarantees that each transaction, as well as the ledger as a
whole, can be trusted to be correct. In other words, it asserts the immutability of the
distributed ledger. The consensus system enables the ledger maintainers to coordinate the
appending of new transactions. Finally, the validation system provides the rules necessary
to determine whether or not individual transactions express valid commitments.



3.3. Constituents 27

3.3.1 System-of-Proofs

For a distributed ledger solution to be of any practical value, any parties using it most
be able to rely on that it is correct. Concretely, this means that (1) each user that
can add transactions to the ledger can be reliably identified, (2) each transaction can
be verified to have remained unaltered since its creation by a specific user, and (3) all
ledger transactions follow the rules of a validation system, as established via a consensus
system. Let us consider these three elements in turn.

Identity

Ensuring parties can be reliably identified is typically accomplished through the use of
public key cryptography, as in all the distributed ledger systems we mentioned up until
this point [42] [3] [2] [14]. Each user creates its own public/private key pair, submits the
public key to a registrar together with any additional information, if at all required, and
then uses its private key to prove its identity as needed [51].

Authorship

Public key cryptography can, apart from identifying users, also be used to establish that a
given fact has been signed, or endorsed, by a specific user. A signature is the combination
of (1) a plaintext, (2) a public key, (3) a hashing function and (4) the encrypted hash
of the plaintext, where the private key corresponding to the mentioned public key was
used to encrypt the hash [51]. If the plaintext is altered, any other user can notice it by,
(1) hashing the plaintext using the hashing function, (2) decrypting the signature into a
hash using the public key and (3) comparing the two hashes, which then will not match.

An interesting consequence of using public key signatures is that hash pointers can
be used to refer to material beyond the signed plaintext. Such pointers are simply the
hashes of other plaintexts. If those other plaintexts are modified, their hashes will no
longer match those embedded in the signed plaintext. Consequently, the signature of
the original plaintext confirms that a certain user endorsed its contents and all other
plaintexts it refers to. An example of such a signed plaintext is given in Figure 3.3.

Arbitrary DocumentsSignature

Hash

Plaintext

Hash

Hash

Hash

Hash

Figure 3.3: A hashed plaintext, where the hash of that plaintext is signed using the private
key of an arbitrary user. As the signed plaintext contains additional hash pointers, also
the documents referred to can be verified to be unaltered since the signing of the plaintext.
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While a hash cannot be turned into its original plaintext, an entity given (1) a set
of relevant plaintexts and (2) a signature, becomes able to determine whether or not
those plaintexts are referred to by the signature. In the context of distributed ledger
solutions, this can be used to reliably refer to contracts, transactions, or external data.
One particularly interesting use of hash pointers is to guarantee that the order of some set
of transactions remains unchanged. This can be accomplished by having every transaction
include the hash of its direct predecessor, as in Figure 3.4.

Signature3

Hash3

Plaintext3

Hash'2

Signature2

Hash2

Plaintext2

Hash'1

Signature1

Hash1

Plaintext1

0

Figure 3.4: A series of signed plaintexts, each referring to a previous such via a hash
pointer, except for the first. Each backward reference Hash′i is the hash of both a
plaintext and a signature Hash′i = hash(Plaintexti−1 · Signaturei−1). A side-effect of
this schema is that each new signature becomes an endorsement of all previous such.

In blockchain systems, a form of distributed ledger solution, transactions are typically
grouped together into blocks, each of which contains a hash pointer to the block directly
preceding it. This removes the need for each individual transaction to contain a backward
reference. As changing the order of the transactions in the block also modifies its hash,
the order of transactions becomes immutable, both within and between blocks. Putting
transactions into blocks does, however, require the use of a block finalization interval,
which means that transactions that otherwise could be processed immediately needs to
be batched until the next interval, when they are all processed at once. These batches, or
blocks, can help increase transaction throughput by reducing the number of messages that
need to be distributed among the nodes of a distributed ledger solution. The downside
is, however, an increase in transaction latency introduced by the finalization interval.
Bitcoin [42], Ethereum [3] and Hyperledger Fabric [2] do, for example, use blocks, while
R3 Corda [14] does not.

Validity

After having established the identity of all transaction authors, or at least their public
keys, and verified the authorships of all transactions, it remains to be checked whether the
transactions themselves express something relevant and fair, as defined by the solution in
question. However, the complexity of validation is exacerbated by the fact that a group
of distributed nodes have to agree on the same set of valid transactions, which brings us
to the next major component of a distributed ledger solution, its consensus system.
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3.3.2 Consensus System

The consensus system allows for an effective majority of the nodes maintaining a dis-
tributed ledger to decide what transactions to include in it. Using a majority of main-
tainers rather than a trustee spreads reliance from a single party to a group of parties,
which can be an effective strategy to circumvent certain middle-men. Currently, there
are many concrete consensus systems in use by various distributed ledger solutions [63]
[64] [65]. In order to reduce scope, we generalize by categorizing them into three groups,
which are (1) request-response consensus, (2) explicit voting and (3) substitute voting.
We will now consider them in turn.

Request-Response Consensus

While perhaps not typically thought of as a consensus mechanism, the request-response
messaging paradigm, often used in distributed computer systems, could be seen as a
ballot of two voters. For example, some voter A formulates and votes for a transaction t,
includes it in a message mt,A→B and sends it to B. If B rejects mt,A→B, the ballot could
be seen as if ending in a tie, which means no action is taken. If B accepts mt,A→B, on
the other hand, all votes were in favor of t, which is then executed by both voters.

When only two parties collaborate, this consensus model may suffice. If the parties
desire to have proof of each transaction acceptance, signatures and hashes can be used
as explained in Section 3.3.1. This kind of consensus is supported by R3 Corda [14],
and is something we explore as parts of Papers C, D, F and G. In particular, it does not
require any data to be revealed to third parties that would otherwise have to take part
in the ballot, which makes its use appealing in contexts where privacy is important.

Explicit Voting

With explicit voting, we refer to systems in which votes are counted rather than being
represented by some kind of weight, as we consider in the next section. We have already
mentioned PBFT [52] and Raft [53], but other alternatives exist [65]. Some of these
solutions are Byzantine Fault Tolerant (BFT), which means that they keep working even
if a certain minority of voters actively try to manipulate the ballots, while others are
referred to as being Crash Fault Tolerant (CFT), which means that some voters may
crash, but none of them are expected to be malicious or act arbitrarily [66]. PBFT is an
example of the former kind, while Raft is an example of the latter.

Explicit voting algorithms typically require that all voters are known before-hand.
This makes them suitable for permissioned distributed ledger solutions, as the complete
set of ledger maintainers are always known. Hyperledger Fabric is one example of a system
that uses this kind of voting procedure [2]. However, as these algorithms typically require
that all voters count all votes, or at least enough to be sure of an effective majority, the
number of messages required to reach consensus per participant tends to increase with
each new maintainer. Transaction throughput is, consequently, lowered more and more
for each additional voter. This can, for example, be seen for the CFT algorithm Paxos
in [67] and [68], which should have similar performance characteristics as Raft [53].
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Substitute Voting

The core idea of substitute voting is to estimate popularity without organizing a ballot
and counting votes. While it may seem unintuitive, it is not difficult to find real-world
analogies. For example, if wanting to know whether or not a crowd of people favor pizza
or sushi for lunch, they could be asked to scream as loud as they can as each alternative
is named. Whichever alternative resulted in the loudest noise would be considered the
majority winner. Another example could be to look at the tare on doors to find the most
popular entrances and exists of a building. While estimates such as these may be highly
inaccurate, certain use cases may find them wholly adequate.

The Bitcoin consensus system [42] relies on an analogous kind of voting substitute,
proof-of-work, sometimes referred to as weight. The same substitute is used by Ethereum,
ZeroCash and many other distributed ledger solutions. The chain of blocks with the
highest weight will be considered authoritative by all honest nodes, at least if all of its
transactions are valid. To understand how these solutions determines this weight, we
first need to explain three major phases of the Nakamoto consensus system, which are
(1) transaction dissemination, (2) mining and (3) block election. We will go through
them one at a time and use Bitcoin as example.

1. Transaction dissemination. When any Bitcoin user wishes to transfer any of
its funds, it must create and sign a transaction, and then send copies of that
transaction to as many miners as reasonably possible. A miner is a node that
actively participates in the creation of new blocks. As we have already established,
such blocks are batches of transactions that are accepted or reject collectively.

2. Mining. Each miner collects and validates incoming transactions in a new block
while also trying to produce a proof-of-work. A proof-of-work is the solution to
a cryptographic puzzle that can only be solved by trying random solutions. The
puzzle is always to find a value x such that hash(hash(Blocki) · x) produces a
binary number with a certain number of leading zeroes [42], where Blocki is the
most recent block. The first Bitcoin node to find the puzzle solution becomes the
legitimate creator of the next block and can claim a reward in the Bitcoin currency.

3. Block election. A miner ends its attempt to produce a proof-of-work when it
either (A) finds a solution, or (B) gets a block with a solution from another miner. In
the case of the former, the miner assembles its own block from (1) the transactions
it collected, (2) the proof-of-work it found and (3) the hash of block preceding the
created one, and then spreads the block to other nodes. It then continues by trying
to find a proof-of-work for whatever block is now the latest authoritative such.

A consequence of this procedure is that individual nodes may receive blocks created
by different miners in isolation. The occurrence is referred to as a fork, as the result
is the existence of two or more valid branches of blocks, as depicted in Figure 3.5.
The consensus system stipulates that the block with the highest weight is selected,
where weight is calculated from the number of transactions, proofs-of-works, and
other details, included in each block and all previous blocks it refers to.
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Genesis Block

Branch A

Branch B

Figure 3.5: Chained blocks of transactions, with a fork after block 3. As per the Nakamoto
consensus system [42], miners must only build on the chain with the highest known
weight. Given that branch A is heavier, the blocks of branch B must be ignored.

How does this procedure produce a substitute for voting? In effect, each miner votes
on the chain of blocks it believes in by trying to find a proof-of-work for its next block. In
other words, finding a proof-of-work is the voting substitute. The weight observable in
a given chain of blocks is a proof of how its substitute votes ended in the past. However,
this kind of voting is not without its drawbacks. We have already implied that it may
seem like a transaction has been accepted by the ledger maintainers for a while, only
for the maintainers to ignore it by changing to a different branch of blocks. Even if
the probability of such a change of branch to happen for a given transaction decreases
over time, the possibility remains real [54]. Realistically, larger resets of blocks can
only happen if the network connecting the miners is partitioned, dividing the miners
into isolated camps. If the network later heals, the camps will find that one such camp
was able to produce a heavier blockchain than the rest, which causes them to ignore all
transactions after the partition except for those in the heaviest chain.

Another problem arises when some miners become able to try significantly more proof-
of-work solutions per second than the rest, as considered in [69]. Participating in the
mining process has costs associated with computer hardware, electricity, rent, and so on.
Only a single miner ever wins the right to produce the next block at a time, and the
only possible way to receive a return on investment is to win a block. If a certain miner
has vastly less resources than the competition, the likelihood of that miner ever winning
a block becomes vanishingly small. In other words, the prospect of getting a return on
investment becomes practically non-existent. A popular solution to this problem is to
join a mining pool, in which the pool participants share block rewards.

There are currently many alternatives to both proof-of-work and Nakamoto consensus
if looking for a substitute voting procedure, such as proof-of-authority, proof-of-stake,
Ripple, Nakamoto-GHOST, and so on [63] [70].

3.3.3 Validation System

The last primary constituent, the validation system, exists to ensure that transactions
only express things that can be understood and are acceptable to record in the distributed
ledger. In the case of Bitcoin, this includes prohibiting transferring funds not owned, for
example. To exemplify how this validation may occur, we will reconsider the transaction,
its execution, and how that execution produces a state data structure.
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Transactions

We started our characterization of distributed ledger solutions by claiming that their
transactions represent commitments. While there may be many ways of modeling such
commitments, we do so here by assuming that transactions are function invocations.3

For example, a transaction may express that A wants to transfer x amount of currency
to B. Another example could be that A wants to give up ownership of item y in exchange
for item z owned by B. To ensure that transactions are legitimate commitments of their
authors, digital signatures are typically used. In the first example, where A transfers
money to B, the signature of A would likely suffice. In the second example, where two
users exchange ownerships, both signatures would likely be required to facilitate the same
kind of confidence. A transaction could be said to consist of (1) a set of signatures, (2)
the name of an invoked function and (3) any arguments, apart from any other details
required by the consensus system in question, such as timestamps. In the case of our
first example, the function name could be “transferTo” and its arguments x and B.
In the second example, the function could be “exchange” and its arguments y and z.

Transaction Execution

When a transaction is executed, the function named in the transaction is looked up and
provided with the signatures and arguments in the transaction. If the function invocation
fails, which it only does if the commitment the transaction describes is unsound, the
transaction is considered invalid and should not be part of any ledger maintained by the
solution. If the invocation is successful, however, the transaction will eventually cause a
state data structure to be updated. The exact details regarding when transactions are
executed and when their results cause a state change depends on the implementation
of the distributed ledger solution in question. It also varies whether or not the users of
the solution are allowed to define their own functions, and what those functions then
are capable of. While some form of programmability seems to be the norm, via smart
contracts or otherwise, Cryptonite [71], for example, provides only a fixed set of functions.

State Data Structures

When a function invocation is successful, it causes a state data structure to be updated.
The data structure could be thought of as a means to determine the current set of rights
and obligations of all users of a distributed ledger solution. A right could, for example,
be ownership of and amount of currency and the possibility of transferring it to other
users. An obligation could, on the other hand, be a commitment to drive any paying
user between certain locations. The concrete form of the state data structure depends
on what is considered the most straightforward way for to fulfill its purpose. It could,
for example, be a set of accounts and balances or key/value stores.

3In Papers C and D, we refer to transactions as finalized exchanges and consider them to cause tokens
to change owners. In Papers F and G, our counter-part to transactions are accepted offers, which endorse
Ricardian contracts. Even though the function-and-arguments transaction is common, used by examples
such as [3] [49] [14], it is by no means mandatory.
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3.4 Smart Contracts

As we have already established, a smart contract is a computer program that is allowed
to deal in the assets recorded by a distributed ledger. In the context of function-and-
arguments transactions, this means that smart contracts can issue transactions and, as a
consequence, invoke functions. What functions can a smart contract call? Some functions
are provided by the distributed ledger solution in question, while other can be defined
by smart contract writers, if permitted and supported. If a given ledger would record
vehicle ownerships, perhaps some provided functions would facilitate registering vehicles,
transferring ownerships and decommissioning vehicles. Smart contracts could then be
formulated to setup custom arrangements, such as letting vehicles have their ownerships
transferred automatically as certain conditions are satisfied.

When are smart contracts given the chance to execute? In Ethereum [3], for example,
smart contracts are expected to define their own functions, which can be called by users
or by other smart contracts. As Ethereum cannot tell human and computer users apart,
both being identified via public-key cryptography, there is nothing preventing the writing
of custom applications, executing on any Internet-connected computer, that observe real-
world events and automatically invoke smart contract functions when appropriate.

3.4.1 Appeals and Caveats

As smart contracts can deal in the assets of a distributed ledger, can be completely
understood and executed computers, and have their invocations automated, a lot of
interest has been shown in the technology [72]. Looking at their capabilities only, they
seem to satisfy the objective we introduced in Chapter 1 of digitalizing interactions
between industrial stakeholders. Despite this appeal, however, smart contracts hosted
by distributed ledgers have some significant caveats. While perhaps fundamentally legal
[73], they have technical [10] and judicial [13] issues that bar them from most real-
world use cases [11]. Examples of such limitations are (1) being hard to interpret for
current legal institutions and practitioners, (2) not directly providing for contracts to be
negotiated and renegotiated, or (3) by imposing novel privacy or governance structures.
In other words, a computer program is not a direct counter-part to the conventional
contract, even if permitted to deal in some asset of concern.

3.4.2 Now and Tomorrow

Are the caveats we mentioned insurmountable? No, we do not believe them to be. There
could very well be ways of changing assumptions or inventing new algorithms that could
mitigate the technical issues we referred to. The judicial issues could likely be investigated
and resolved, given sufficient time and motivation. Our main reservation is, however,
that the smart contract is a fundamental leap away from contemporary legal praxis. We
believe that refining the technology, both technically and socially, as well as building up
a forum of professionals able to handle it, is going to take time. Furthermore, we do
not know if the smart contract is ever going to replace all current uses of conventional
contracts. Other, complementary, solutions may very well appear in the future.
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Given the outlook we have just described and the current state of the art, what
should current industrial actors focus on that are looking to digitalize their contractual
interactions? As we lay out with quite some detail in Paper G, the now some 20 years old
e-contract is likely to be a good start. Being a digitized traditional contract that is signed
digitally, it does not have any of the technical or legal issues of current smart contract
solutions. If being able to annotate an e-contract with machine-readable parameters,
which would effectively turn it into a form of Ricardian contract, it would become useful as
an instrument of automation. Given an adequate contract handling system, as the one we
exemplify in Paper F, a contract being signed could, for example, trigger manufacturing,
delivery, or bookings, among many other kinds of automatable routines. For such a
contract solution to approach the dynamicity we facilitate with the solutions we propose
in Papers C and F, however, there must be ways of digitally negotiating the terms of
these contracts with minimal human involvement.

3.4.3 Old and New Assumptions

We just mentioned that changing the assumptions underlining existing smart contract
solutions could be away of mitigate their technical issues. What assumptions are we
referring to? How does our work relate to those assumptions? In Section 1.3, we listed
four key insights we reached together with the project partners we worked with. That list
can be interpreted as a summary of how we deviated from the conventional distributed
ledger and smart contract assumptions, even though we never explicitly mention what
we deviated from. The original assumptions we then left implicit are as follows:

O1 A currency-like asset, which can be transferred between parties any number of times,
must be facilitated by the solution.

O2 Contractual breaches must be prevented from happening to every extent possible.

O3 The function invocation is the construct best suited to represent party interactions.

O4 A copy of every invocation must be stored by as many independent parties as possible
to prevent practical opportunity for repudiation, as well as other forms of fraud.

O5 All invocations pertaining to the same collaborative domain must be totally ordered.

As far as we can tell, all of these assumptions are meant to support the existence
of a global and permissionless currency platform, such as Bitcoin [42] or Ethereum [3].
For example, the total ordering assumption O5 makes it possible for miners to agree
on how much currency is associated with every account, which makes it possible to
prevent double-spending, as mandated by O2. There are likely many relevant ways in
which these assumptions can be changed or added to. However, if only concerned with
contractual agreements private to smaller groups of collaborators, as we are, all of them
become invalid. Why? Because both hosting a currency (O1 ) and preventing contractual
breaches (O2 ) then both become impractical, and if changed they make the remaining
three assumptions (O3-O5 ) invalid.
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Firstly, hosting a currency in a smaller group is complicated. If the group is dissolved,
any unused currency could cease to be useful. Rather than using some intricate stratagem
to guard the value of such a hosted currency, a simpler solution would be to agree on
payments via other platforms. As long as the agreements are properly signed by all
relevant parties, they can always be shown to a court of law if an obliged party refuses
to make its payment. This reliance on courts of law bring us to our second point,
which is that distributed ledger solutions cannot prevent illicit behavior in the physical
world. Even though a distributed ledger can record who owns a certain asset, it cannot
ensure it ends up and remains in the care of its designated owner. Collaborations within
smaller private groups are typically highly concerned with physical assets or services. As
using a distributed ledger, or other digital record, to prevent contract breaches is highly
impractical, the most sensible strategy becomes to ensure all agreements can be proven
to have taken place. This is, of course, what is already done with conventional contracts,
receipts, deeds, and other similar documents. Having such documents properly signed
by all parties of concern, they can be brought as evidence to a judge or arbitrator, which
then can make judgment and force the offending party to make amends.

Again, the context of concern to us, namely the setting in which a smaller group of
parties collaborate under private terms, makes both hosting currencies and preventing
contractual breaches redundant. As we already mentioned, giving up these assumptions
invalidates the remaining three. How? Firstly, the function invocation does not map
as neatly to changes in rights and obligations as it does to money transfers. Why?
Because changes in obligations are typically negotiated and mutually accepted rather
than approved by only one party without a negotiation. Secondly, as illicit behavior is
mitigated via adjudication rather than preventing the spread of fraudulent transactions,
there is no need to have any more copies of agreements than are required to ensure they
are not lost. Spreading them to other parties is not required at all, as each agreement is
signed by all of its parties and none of them can deny their consent. Thirdly, there is no
need to have agreements totally ordered, as there is no consensus system that depends
on it. As long as agreements are timestamped with an acceptable room for skew, as well
as refer to each other as relevant, no other ordering is required.

Juxtaposing our insights from Section 1.3 on the smart contract assumptions above
(O1-O5), we get the following list of new assumptions:

N1 Money transfers must be possible to agree on; but it is acceptable to execute them
via some other system.

N2 It must be practically impossible for those signing an agreement to later deny their
consent.

N3 The negotiated obligation set is the construct best suited to represent agreements.

N4 Copies of agreements must be stored by those of direct concern such that no practical
opportunity of loosing them exists.

N5 Agreements must be timestamped and may refer to each other to establish order.
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Working from this list of new assumptions, we end up

1. agreeing on rather than executing currency transfers,

2. proving consent rather than preventing fraud,

3. dealing with negotiations rather than function invocations,

4. only sharing artifacts within minimally small groups of parties, and

5. only ordering artifacts directly related to each other.

These new assumptions remove the need for using distributed consensus algorithms,
such as Nakamoto consensus [42], PBFT [52] or Raft [53], which greatly reduces the
complexity of whatever solution is designed to facilitate this new form of collaboration.
Practically, this means that a construct akin to the signatures and hash pointers of
Section 3.3.1 can be used without a voting procedure. This use of digital signatures
and hash pointers is something we refer to as Signature Chains in Paper C. We briefly
explore two ways of negotiating without voting in Paper D.

Furthermore, our new assumptions help us narrow the divide between how rights and
obligations are represented by the solution and how they are represented traditionally
(i.e. by negotiated contracts). As we consider negotiation a primary concept, a contract
offer and acceptance will explicitly be part of all agreements, which is demanded by many
legal frameworks [13]. What remains to be solved, apart from how to technically realize
these new assumptions, is deciding on what, exactly, is negotiated. As we have already
mentioned in Chapter 1, we explore negotiated exchanges of tokens in Papers C and D,
which we change for negotiated Ricardian contracts in Papers F and G.

Could our assumptions be changed in other equally valid ways? Generally, we believe
that to be the case. For our particular kind of scenario, industrial collaboration, we are
not certain. Is our list of assumptions complete? Unlikely. It does, however, seem to be
complete enough to allow for us to produce useful designs, as we demonstrate in Papers
C, D, F and G. Our new assumptions did, however, make us remove both distributed
consensus and computer programs allowed to deal with assets. Even though our proposals
could qualify as being distributed ledger solutions, they are unlikely to be implemented
and used as blockchain solutions with smart contracting capabilities. There could very
well be other changes to the original assumptions that would have produced a solution
being less different than current distributed ledger solutions. Time will tell what kind of
solution eventually will permeate the manufacturing industry.



Chapter 4

Modeling Systems, Communication
and Contracts

Over the many decades of its existence, the computing machine has grown both
tremendously more capable and complicated. When introduced into the factory, it added
to the complexity of a world already saturated by intricate processes and machines. That
factory is, however, still far away from taking full advantage of the computer as a tool for
automation. If initiatives such as Industry 4.0 are successful at adding new computer-
enabled capabilities to our manufacturing plants, the complexity of our factories will
increase significantly. As the complexity of a given problem domain keeps increasing,
strategies have to be employed to keep it manageable. As far as we know, there are
three primary categories of strategies for improving complexity management, which are
(1) homogenization, (2) computerization and (3) decomposition. The first of these is
about eliminating system variability, the second is about having computers collect and
digest facts into new such, while the last is about splitting problem domains into smaller
subdomains until each domain reaches a level of complexity that can be managed by
a human. Whichever of these strategies is applied, however, the problem domain in
question must be possible to describe. We understand such a description to be a model.

In this chapter, we present our superficial account and interpretation of Design of
complicated systems by H. Bruyninckx [74]. The book is largely dedicated to the use of
modeling as a way of managing the complexity associated with cyber-physical systems,
which makes it relevant to our ambition of introducing automated contract management
into the factory. More than anything else, the book is concerned with various forms of
graph representation, for which reason we will start our account by introducing modeling
using graphs in Section 4.1. Following that, we consider how to model systems in Section
4.2, communication in Section 4.3 and, finally, contracts in Section 4.4. As we see no
immediate reason why any digital contract systems should have direct access to physically
moving parts, we have chosen not to cover the aspects of Bruyninckx’ work targeted
specifically at robotics applications. Apart from the section about contract modeling,
the chapter is meant to provide those interested with a useful introduction to the subject
of modeling systems with graph representations. Our introduction primarily consists of
examples of how modeling can be approached. If in pursuit of a more full understanding
of the topic at hand, please refer to Bruyninckx’ book [74].

37
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4.1 Graphs

The basic constituents of a graph are entities and relations, as depicted in Figure 4.1.
An entity is an artifact of relevance to some problem domain, while a relation describes
how two entities relate. Despite its simplicity, the graph is a remarkably common way to
represent knowledge. Programming languages, graph databases, networking equipment,
3D engines, and a plethora of other examples, either are or operate on graphs.

Mereology

Relation

Entity

Topology Mereotopology

Figure 4.1: The two most abstract forms of visual graphs and their combination.

4.1.1 Representation

There are two primary ways in which a graph can be represented visually, the topological
and mereological. The first form can be described as objects connected by arrows, while
the latter as boxes containing boxes. The arrows denote the relations in the first form,
while a box being inside another box denotes the relation in the second. Topologies
are typically preferred when a logical or physical separation exists between the modeled
artifacts, such as how robots or messages referring to each other are physically respectively
logically separated from each other. Mereologies are more likely to be used to describe
how artifacts contain each other, such as how engines are made up of parts, or file systems
contain files and folders. Topologies can by cyclic, in the sense that following relations can
lead to going around in loops. Mereologies, on the other hand, are always hierarchical,
which make it impossible to follow relations in loops. The two forms can be combined
into a mereo-topological form, as shown to the right in Figure 4.1. There are numerous
variants of these three forms, such as finite state machines, every type of SysML [75]
diagram, and the classical map. How they are combined will depend on how the problem
domain in question is assumed to be most adequately visualized. Graphs can also be
represented textually, as in our Prolog [76] example of Listing 4.1.

Listing 4.1: An simple graph represented using the Prolog language. Some human a has
two friends, a human b and a dog c. Since a has a dog friend, its is true that a likes dogs.

human( a ) . human(b ) . dog ( c ) .
f r i endsWith (a , b ) . f r i endsWith ( a , c ) .
l i k e sDogs (X) :− dog (Y) , f r i endsWith (X, Y) .
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4.1.2 Properties

In most contexts were graphs are used, both entities and relations are either explicitly
or implicitly associated with properties. In the Prolog example of Listing 4.1, a and b
are each given the property of being a human, and a relation is created between them
with the property of making a considering b a friend. There are three classes of relational
properties that are particularly common. These are the (1) constrainment, (2) inheritance
and (3) containment properties.

Constrainment. A constrainment relation restricts what properties and relations a
target entity is allowed to have. This is much more useful than initially may seem to be
the case. The reason for this is that as such a restriction is also a form of definition. By
saying that something is something by virtue of having some property, you also disqualify
all things without that property from being that thing. Consequently, by saying that a
model satisfies the constrainment of another model, the first model qualifies as whatever
the second model defines. The constraining model can be referred to as a meta model.
Meta models can be regarded as languages in which models are defined, as made apparent
by the names of meta models such as UML [77] and SysML [75], both of which has the
word language in their names (the ’L’ in both cases). Meta models can also be constrained
by so-called meta meta models, which function as translations between meta models.

Inheritance. An inheritance relation makes a target entity or relation take on some
or all properties of a source entity or relation. This is key to many forms of model
simplification. It can, for example, be used to allow for an entity or relation to claim to
be part of a class of entities or relations that have one or more properties in common.
The practice is, of course, ubiquitous in object-oriented programming languages, which
often provide explicit inheritance between classes, interfaces, and other data types.

Containment. A containment relation makes a target entity become a part of a
source entity. This is, of course, what the mereological representation of the previous
subsection is bound to express, and becomes useful due to how common it is for humans
to conceptualize things as containing other things.

4.1.3 Queries

A query is a graph that can be applied to a second graph in order to derive a third
graph. As graphs are representations of knowledge, queries can be seen as a systematic
way of producing new knowledge about a modeled problem domain. There are two basic
categories of queries, (1) matching and (2) traversing. A matching query tests whether or
not a given graph matches some template graph, while a traversing query systematically
travels the relations of a graph and executes some form of logic for each visited entity
and relation. The result of a query could be knowing that a constrainment relation is
satisfied, a set of entities matching a certain parameter value, the difference between two
graphs, the aggregation of a graph, among many other possible examples. Queries can
sometimes be formulated using query languages, such as SQL [78], SPARQL [79], the
type system of a programming language, or Prolog.
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4.2 Systems

With a working, albeit perhaps limited, understanding of the graph as a modeling tool
at hand, we now proceed to apply it to the system. A system is a set of components
meant to jointly address a specific problem domain. When considering the system itself,
not looking at the internals of its components, we are limited to addressing how its
components are interconnected and configured, or, in other words, how the system is
composed. The connections and configurations of components do, of course, influence
something about the internals of each components, which means that there are some
assumptions we can make about each and every component without having to know
what its intended functions or physical characteristics are. In Figure 4.2, we depict the
5C model, which is such an abstract component representation.

Component

S
e
rv
ic
e
s

Communication

Coordination

Configuration

Computation

Algorithm0

Algorithm1

Algorithm...

Data

Events

Queries

Bus

Figure 4.2: The 5C representation of a system component.

This representation describes each component as if having 5 overarching concerns,
which are (1) computation, (2) coordination, (3) configuration, (4) communication and (5)
composition. Computation is about the execution of algorithms, which can update states,
read sensors, use actuators, send messages to other components, and in every other way
make the component directly perform its function. Coordination is about managing the
component, such as by disabling or enabling its algorithms and subcomponents, updating
its configuration, and so on. Configuration is about setting persistent parameters that
could regulate any aspects of the component. Communication is about the exchange
data, events and queries with other components. When a component communicates
with another component, it is said to either provide or consume a service. Each service
captures some form of communication contract, describing what kinds of messages can be
received and processed by its provider, and what messages can be expected as responses.
Finally, composition is about how the component facilitates the other four aspects by
itself consisting of its own subcomponents. The first four of these concerns, which each
can be represented by its own subcomponent, are assumed to be interconnected via some
component bus, allowing for communication within the component.

There are, of course, other concerns that could be vital for a given component to
realistically be able to help its system satisfy whatever requirements are imposed on it,
such as safety, reliability, or perhaps some of the Industry 4.0 requirements we consider
in Section 2.2. Those other concerns are, however, not as fundamental as the concerns
we have brought up here, which is why we do not consider them.
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4.2.1 Holonic Systems

Now that we have an abstract system description, hopefully valid for all relevant kinds of
systems, what would the advantage be of rigorously producing models for each of these
system concerns? As we noted in Section 4.1.3, having a digital graph representation
means that we can query and update it. If a given system is associated with a model
that describes and regulates all relevant aspects of its behavior, the model itself is enough
to (A) simulate the behavior of the system, (B) change it automatically in the face of
changing requirements, (C) systematically monitor and fine tune its behavior, among
other possible examples. In short, having a sufficiently complete model means that every
aspect of the management of the system can be automated. Such a model can be referred
to as being holonic. The word is the combination of the Greek words for whole and part,
and signifies how both the whole and the parts of the system are accounted for.

The 5C model we just described does not qualify as representing all relevant aspects
of a system’s behavior, however. In fact, it only describes some of the models that should
be present for an abstract representation of the system to be complete. Actual models
have to be chosen, and further models are likely needed to be able to account for other
important aspects of the system. For example, we may need to be able to model its
engines, actuators, sensors, its physical dimensions, speed, its software artifacts, what
operating system and file systems it uses, among many other possible examples. We will
consider the modeling of communication and of contracts in the following two sections.
All other aspects of potential relevance we give no further treatment, primarily to keep
the scope of this chapter at a manageable level.

4.2.2 Components, Systems and Systems-of-Systems

We have described the system as being made up of components that work together
to produce some kind of desired outcome. However, also components are made up of
components. How do we know if a given artifact is a system or a component? In fact,
virtually every component characteristic we have covered so far is shared by the system.
For example, systems also need to communicate with their operators, they need to be
configured, and they are able to compute whatever their components can compute.

Our understanding that the distinction between system and component is a practical
one rather than rigorous. In other words, a system can be a component, and a component
can be a system. Distinctions are made as needed for the problem domain at hand. For
example, if the item of consideration is a robotic welder, the the welder is the system and
each of its constituents is a component. If, on the other hand, the item of consideration
is a vehicle assembly, the welder could be one of its components.

A problem domain of especial relevance to this thesis is the Internet of things, in
which many relatively independent artifacts come together to solve problems, sometimes
via behavior that is emergent rather than explicitly designed. This creates a need for a
third distinction, which is system-of-systems. In that case, each relatively independent
artifact is a system made up from components. A collective of systems dedicated to
solving a business objective is then understood to be a system-of-systems.
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4.3 Communication

Now that we know about the 5C model and its fundamental concerns, let us explore
one of those concerns in more detail: communication. In particular, we are interested in
how communication can change the activities a certain component are engaged in, where
an activity is some pattern of behavior intended to make the component in question
work towards fulfilling some task. As we will not become concrete enough for a real
distinction to be required between components and systems, everything in this section
applies to both.

In Figure 4.3, we add states, functions and channels to the 5C model, while also
removing the coordination and configuration concerns. The removed concerns are, of
course, not gone. We simply do not consider them at this time. Our new model enables
us to follow an incoming message through the component until it updates a state and a
response is returned to the message sender.
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Figure 4.3: To the left is a model of the states, algorithms and channels of a component,
all connected via its bus. One state, a function and a channel are defined to the right.

4.3.1 Channels

When our component first receives a message, it does so via a service it exposes. As we
have already established, such a service is an outward contract, letting other components
know what kinds of messages are expected and can be received in return. Our objective
is to forward every message conforming to one of our services to a function, which is then
tasked with processing the message and, if relevant, producing a response we can return to
the sender. The association between service and function could, for example, be built-in
into the component, or be established by letting a control flow function, which we describe
in the next subsection, publish services and delegate the messages it receives. When our
service receives a message, a channel is created between the service and a function.
The channel passes messages between its function and the component that caused its
creation. In Figure 4.3, channel C0 connects some Authorization service with function F0

of Algorithm1. Our channel implements the HTTPS [80] protocol, which means that the
channel automatically handles TLS and HTTP negotiations. After a channel has been
successfully established, in this case with the component at IPv4 address 192.168.7.41,
we have a secure medium through which we can send and receive messages with explicitly
stated payload encodings, authorization tokens, and so on.
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4.3.2 Functions

A function is a logic procedure that accepts a set of arguments and produces a return
value. While functions typically are defined using a computer language, anything that
fits the description of consuming arguments and producing a return value is a function.
Functions can be defined in hardware, even via mechanical rather than electrical circuitry.
They are free to call other functions, update component states, send messages, or schedule
future computations. If its return value is solely the result of the arguments provided to
it, it is said to be pure. If a function uses any kind of scheduling capabilities, such as
timers, coroutines or threads, it is considered to be a control flow. When a component
starts, it may automatically invoke one or more control flows in order to set up its services,
prepare its states, read its configuration, or whatever else is required for it to operate.

Types. The arguments provided to a function must always conform to some form
of type system, implicit or explicit, or the function will not be able to determine what it
has been provided with. The same type system must also define the return value of the
function, or its caller will not know what it receives in return. Type systems typically
define a set of primitives, such as integers or booleans, and a set of structural types,
such as records, arrays and enumerators, which allow for new types to be defined. In
Figure 4.3, the function F1 accepts a Login structure and returns either a Session or
Error structure, depending on if the login attempt was successful or not. The definitions
of the mentioned types are left implicit, but could very well contain passwords, tokens,
error descriptions, among other possible examples.

Algorithms. Functions and types are owned by algorithms, which we regard as
units of related computational provisions. One algorithm could be concerned with user
management, another could handle a drill, for example. Our use of the word algorithm
largely corresponds to how the word module is often used in programming contexts.

4.3.3 State

The state of a component is the current values of all of its memory cells. If the component
is an engine, one such memory cell could, for example, keep track of whether or not the
engine is on. In order for a component to be able to change its activity over time, in any
way, it must be possible for its state to change. The state change may come through
an operator pressing a button, an encrypted command being received wirelessly, or an
internal sensor reaching a certain threshold, among many other possible examples. How
state is modeled for a given component will often depend on what is most suitable for
the problem it is designed to solve. In Figure 4.3, we model memory cell S4 as a finite
state machine. In that example, such a machine is a set of possible states represented by
entities, a start state denoted by an extra circle, a current state marked by a pin, and
a set of conditional state transitions. State machines are typically updated by a trigger,
such as a clock, which causes it to try all possible transitions form its current state. State
can also be modeled as collections of flags that can be enabled or disabled, or lists of
tuples, such as key/value pairs, forming a database. Depending on how state is modeled,
they way it can be queried and updated also changes.
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4.4 Contracts

Now that we have considered graphs, systems and communication from the perspective
of modeling, it is time to finally turn our attention to the main topic of this thesis:
contracts. Firstly, a model of the contract itself is required. Depicted in Figure 4.4, our
contract is a Ricardian variant [17] split up into a contract referring to a template [18].
As a consequence of this design, functions can be made for handling contracts with a
specific template, which rids the software itself from having to interpret any legal texts.

Contract
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Key:
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Figure 4.4: Our Ricardian contract is a reference to a template and a set of arguments.
Each argument is a key/value pair Ai = (Ki, Vi) referring to a key/type parameter
Pj = (Ki, Ti) that belongs to the referenced template. Templates contain elements.
Each element Ej is either a parameter Pj or a human-readable legal text Xj. For every
contract, each argument must match a template parameter and conform to its type.

In Figure 4.5, we take advantage of this in order to produce a component representing
a charging station. The station is programmed to handle contracts referring to a specific
template, which it can also provide via its reference tracing service. The contract could,
for example, stipulate that a certain amount of currency be exchanged for a certain
amount of charge. Please refer to Paper G for more contract-related models.
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Figure 4.5: A possible description of a charging station component with negotiation and
reference tracing capabilities, as they are described in Paper G. The Connectors state
keeps track the states of all charging connectors. Offering an acceptable contract to the
component results in it invoking its Charge function, which enables a charging connector.

Even though we have barely scratched the surface of systems’ or contracts’ modeling,
we believe the brief interpretation and application we have rendered of Bruyninckx’ book
[74] satisfies our intention of introducing the subject. We hope that it is now apparent
how tremendously useful modeling can be, and how it can be a key step forward in
managing the complexity associated with Industry 4.0 in particular.



Chapter 5

Contributions

The purpose of the first part of this collection of articles thesis, which you are now
reading, is to contextualize its seven articles. In this section, we summarize each of the
papers we include in Part II. The articles are presented in the same order as they are
included, which is the order in which they were written. Each summary contains the
name of the article, its authors, where it was published, accepted or submitted, what
motivated it being written, what it contains, a description of how each of its authors
contributed to its content, and, when appropriate, significant errors in the paper. An
overview of the papers, as they relate to our research questions listed in Section 1.4, is
provided in Figure 5.1.

Q1. Performance

Paper A

Q2. Interoperability

Q3. Abstraction

Q4. Collaboration

Paper A

Paper B

Paper E

Paper C

Paper D

Paper F

Paper G

Describes how the storage requirements of a blockchain can be reduced without key

data being lost through a selective pruning procedure.

Conveys a method for translating messages between encodings that have partially

equivalent abstract syntax tree types.

Outlines a Java 11 library we designed to help assist in the convenient creation of

correct and relatively performant Eclipse Arrowhead systems.

Relates our two architectures for inter-organizational collaboration, the Exchange

Network Architecture and the Contract Network Architecture. Papers C and F are limited

to describing each architecture, respectively, while Papers D and G are meant to help

make it more apparent how these architectures can be used, how they compare to

their alternatives, and why they should be adopted by the industry.

Figure 5.1: Our seven papers, as they relate to the research questions of Section 1.4.
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Paper A

Title: Selective Blockchain Transaction Pruning and State Derivability

Authors: Emanuel Palm, Olov Schelén, Ulf Bodin

Presented at: Crypto Valley Conference on Blockchain Technology (CVCBT), 2018

Motivation: Rewriting Emanuel Palm’s Master’s thesis [15] was regarded as a good
way to get a first paper published and survey the state-of-the-art again.

Summary: We introduce a method for blockchain miners to independently select
and remove blockchain transactions, while being able to preserve the
derivability of certain ledger states. We demonstrate that our approach
is able to reduce the size of a blockchain by 84.49%.

Authorship: Emanuel Palm wrote all parts of the paper. Olov Schelén and Ulf
Bodin gave feedback on its structure and quality. Jerker Delsing gave
feedback on the presentational quality of the paper. Both the extension
of Hyperledger Fabric and the benchmarking mentioned in the paper
were originally developed and performed for Emanuel Palm’s Master’s
thesis [15]. This paper adds new formalisms and a new discussion.

Paper B

Title: Syntactic Translation of Message Payloads Between At Least Partially
Equivalent Encodings

Authors: Emanuel Palm, Cristina Paniagua, Ulf Bodin, Olov Schelén

Presented at: IEEE International Conference on Industrial Technology (ICIT), 2019

Motivation: Emanuel Palm created a system with encoding translation capabilities
as part of a course on the Arrowhead Framework [5]. As the method is
complementary to the protocol translation work of Derhamy et al. [81],
it was deemed interesting enough to be refined and published.

Summary: We present our theoretical method for translating message payloads
between different encodings. While our method is only able to translate
payloads that are syntactically equivalent, as defined in the paper, we
believe it can be extended to support transformational translations and
semantic translations, as described in Section 6.1 under question Q3.

Authorship: Emanuel Palm contributed with the translation method and Sections 2
and 3, which introduce its problem domain and present its formalisms.
Cristina Paniagua wrote Sections 1 and 4, which generally introduce the
method and discuss its implications. Emanuel Palm, Cristina Paniagua,
Ulf Bodin and Olov Schelén all helped improve the presentation, quality
and direction of the paper.



47

Paper C

Title: The Exchange Network: An Architecture for the Negotiation of Non-
Repudiable Token Exchanges

Authors: Emanuel Palm, Olov Schelén, Ulf Bodin, Richard Hedman

Presented at: IEEE International Conference on Industrial Informatics (INDIN), 2019

Motivation: As participants of the Productive 4.0 project, more of which can be
read in Section 1.3, we were tasked with finding a way to digitally
facilitate every contractual interaction of a three-party supply chain use
case. To satisfy its requirements, we needed a solution that could both
provide the non-repudiation guarantees of distributed ledger solutions
and support the direct negotiation of rights and obligations. Not being
able to find such a solution, we decided to pursue our own.

Summary: We present our Exchange Network Architecture, a general-purpose and
implementation-independent architecture for digitally negotiating the
exchanges of tokens, which are symbolic representations of arbitrary
values. We consider the implications of implementing the architecture
in three different ways, based on a traditional database, a blockchain
system, and a simpler peer-to-peer strategy. We also demonstrate the
feasibility of the architecture by outlining our implementation of it.
Furthermore, we describe how our implementation could facilitate a
supply-chain scenario inspired by a process at Volvo Trucks.

Authorship: Emanuel Palm created and evaluated both the architecture and imple-
mentation described in the paper. He wrote Sections 1, 2, 3, 4 and 6,
which introduce, present and discuss the architecture, its peer-to-peer
implementation using the signature chain data structure, as well as two
alternative implementation strategies. Richard Hedman and Ulf Bodin
wrote Section 5, which presents a supply chain use case facilitated by
our architecture. Olov Schelén wrote Section 7, concluding the paper
and summarizing our contributions. All of Emanuel Palm, Richard
Hedman, Ulf Bodin and Olov Schelén contributed by helping refine and
improve the related ideas and they way they are presented in the paper.

Errata: We know of two ambiguities in the paper related to attribution. Firstly,
the signature chain data structure is not novel, even if our presentation
of it could be interpreted that way. The name, which is our own, is
meant to capture how hash pointers and signatures can be used to
guarantee immutability, in the same way they are used by virtually all
distributed ledger solutions. Secondly, our negotiation protocol does
not contribute to the state-of-the-art of computerized negotiation. It is
a simplification created to explore our architecture and make it more
convenient to present. Rather, our contribution is an architecture facil-
itating industrial collaboration that builds on many existing ideas.
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Paper D

Title: Approaching Non-Disruptive Distributed Ledger Technologies via the
Exchange Network Architecture

Authors: Emanuel Palm, Ulf Bodin and Olov Schelén

Published in: IEEE Access, 2020

Motivation: While Paper C describes our architecture, it does not make a very strong
argument about why it would be preferable over existing solutions. To
address this, we decided to write a dedicated paper in which we establish
core requirements for industrial collaboration and how our architecture
satisfies them better than current distributed ledger solutions.

Summary: We show how our Exchange Network Architecture is less disruptive than
existing distributed ledger solutions by presenting six requirements for
effective contractual collaboration, such as negotiable terms and effec-
tive adjudication, after which we cover how it meets these requirements.
To strengthen our case, we also consider how R3 Corda, Hyperledger
Fabric and Ethereum meet the same requirements.

Authorship: Emanuel Palm came up with the six requirements and wrote all parts
of the paper. Ulf Bodin and Olov Schelén contributed by helping refine
ideas, clarify scope and improve structure and presentation.

Paper E

Title: Kalix: A Java 11 Library for Developing Eclipse Arrowhead System-of-
Systems

Authors: Emanuel Palm, Ulf Bodin and Olov Schelén

Presented at: IEEE International Conference on Emerging Technologies and Factory
Automation (ETFA), 2020

Motivation: As part of his work in implementing the Arrowhead Contract Proxy,
presented first in Paper F, Emanuel Palm created Kalix to generally aid
in the development of Arrowhead systems using Java 11. As the library
could be highly useful to other researchers, we decided to describe its
internals and uses in a paper.

Summary: We present Arrowhead Kalix, a Java 11 library designed for the efficient
and effective development of correct, concise and relatively performant
Arrowhead-compliant systems. We outline the philosophy behind the
design of the library, its architecture, its fundamental components and
give some examples of how it can be used.

Authorship: Emanuel Palm wrote the entire library and paper. Ulf Bodin and Olov
Schelén contributed by giving feedback on the paper.
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Paper F

Title: Ricardian Contracts for Industry 4.0 via the Arrowhead Contract Proxy

Authors: Emanuel Palm, Olov Schelén, Ulf Bodin and Christian Lagerkvist

Accepted to: IEEE International Symposium on Industrial Electronics (ISIE), 2021

Motivation: After having completed the Exchange Network Architecture, we came
to realize that while exchanging tokens works well for situations where
assets are exchanged, such as components for payments, they made it
needlessly complex to represent service agreements, such as repair or
delivery contracts. As can also be read in Section 1.3, we decided to
mitigate this by replacing the tokens of our architecture with Ricardian
contracts. Around the same time, we were tasked with producing an
implementation of our Exchange Network Architecture, or something
that could be seen as a refinement of it, for Eclipse Arrowhead. Instead
of implementing our existing architecture, we took the opportunity to
realize our new one. We documented it, implemented it, and then wrote
a paper about it and its implementation, which is what you are reading
about here.

Summary: We present our Contract Network Architecture, a new system-of-systems
design that facilitates the cross-organizational negotiation of Ricardian
contracts. Furthermore, we describe our implementation of it, based on
Eclipse Arrowhead, and how it can produce non-repudiable contracts
between local clouds, potentially owned by distinct parties. Finally, we
discuss how our architecture could impact current business paradigms,
as well as arguing that our design, in contrast to most solutions based on
smart contracts, avoids to deviate significantly from contemporary legal
praxis, which should create better opportunity for industry adoption
than current distributed ledger technologies.

Authorship: Emanuel Palm wrote the original specification, implementation and
wrote all parts of the paper, with the exception of the discussion, which
he wrote together with Christian Lagerkvist. Olov Schelén, Ulf Bodin
and Christian Lagerkvist contributed to the quality and presentation of
the paper. Christian Lagerkvist was invited to be a co-author of the
paper in particular because of his indispensable contributions to the
insights we list in Section 1.3, all of which had a great impact on the
designs outlined in this paper.
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Paper G

Title: Architecture for Cross-Cloud Negotiation and Auditing of Ricardian
E-Contracts

Authors: Emanuel Palm, Ulf Bodin and Olov Schelén

Submitted to: IEEE Access (open call)

Motivation: While working on Paper F, Emanuel Palm came to realize that there
are significant similarities between the some 20 years old e-contract and
the Ricardian contract. Both contain conventional legal texts, can exist
exclusively in digital form, and are signed digitally. The only major
difference is that the Ricardian contract makes some details about its
contents machine-readable. Knowing that the step from not having
to having machine readable details can unlock a world of automation
possibilities, it was decided that an investigation was to be made and a
paper written about the likelihood for and potential consequences of this
step being taken. We hoped such a paper could be used by industrial
actors as a roadmap to increasing levels of contractual digitalization.

Summary: We attempt to predict how e-contracts will be adopted by and shaped
for the supply chain and manufacturing industries, as well as how that
shaping will make interoperation between cloud e-contract providers a
significant issue. We then proceed to outline how our Contract Network
Architecture could be used as a blue-print for standardized interoper-
ability between those providers, partly by presenting how it enables
four different example use cases. Lastly, we discuss the incentives for
pursuing or opposing early standardization of interoperability, as well
as how cloud e-contract providers could benefit from integrating smart
contracts with their e-contracts.

Authorship: Emanuel Palm came up with the thesis of the paper, did all background
research and wrote all parts of the paper. Ulf Bodin and Olov Schelén
helped refine the thesis, as well as the structure and quality of the text.

Errata: While perhaps not strictly an error, our first round of feedback from the
reviewers at IEEE Access made us realize that we are mixing in ideas
and conventions from the field of economics. Economics researchers
cannot base their observations and models on mathematical constructs
to the same degree as computer scientists, simply due to the complexity
behind the economic choices of human beings. Even though this does
not mean that economics research is of no value, it does mean that a
higher level of conjecture and inaccuracy must be accepted. How this
lack of rigor should be introduced and explained in a paper such as
this we do not yet know. A possible solution may be to simply reduce
the scope of the paper, making it primarily concerned with industrial
applications of our Contract Network Architecture.



Chapter 6

Reflections

Some four years of work have gone into the research and writing presented in this
thesis. What has been achieved? What remains to be done? Was it time well invested?
In this section, we answer and discuss our research questions, introduced in Section
1.4, consider our work from an ethical perspective, make suggestions for future work
and, finally, conclude this first part of the thesis. The aim of this section is to expand
your understanding of the implications of our work, both in terms of how it satisfies
our objectives and its potentially continued influence. We do still not assume that you
have read the papers of Part II. That being said, it should, of course, help you better
understand the cases we make here if you have a firm grasp of the contents of the papers.

6.1 Answers

We will begin our reflection by revisiting the four research questions we first introduced
in Section 1.4. Rather than having you go look for them, we repeat them here:

Q1 What possibilities exist for making distributed ledgers require less disk space, even
if assuming new data will be added indefinitely?

Q2 What would be required to facilitate seamless integration between legacy systems and
distributed ledger technologies?

Q3 What types of programming abstractions could reduce the effort required to learn
and use industrial automation frameworks?

Q4 What kind of distributed ledger solution would most aptly allow for the cooperational
structures between industrial stakeholders to be digitalized and automated?

We will now proceed to answer them in the order they are listed.
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Q1 What possibilities exist for making distributed ledgers require less disk space, even if
assuming new data will be added indefinitely?

In Paper A, we demonstrate the possibility for ledger transaction pruning of blockchain
data structures, as they are described in Chapter 3. The procedure we describe scans
a blockchain for transactions matching an arbitrary criteria, in our example a subset of
those that do not affect the current state of the state data structure, and then removes
them and compacts their blocks. In our artificial supply-chain use case, this was enough
to reduce the size of a blockhain by 84.49%. The procedure can be executed as many
times as is relevant, even at a regular interval, to prune both new and old transactions
that come to satisfy the pruning criteria. However, apart from only being applicable to
blockchain solutions, we are aware of our procedure having three significant shortcomings:

1. Unbounded growth. Pruning does reduce the absolute size of a blockchain, but
it cannot guarantee that it stays within an arbitrary threshold. New transactions
that can never be removed could be added indefinitely, which would eventually
lead to some arbitrary threshold being exceeded. This growth may be possible to
mitigate by having all maintainers regularly coordinate the creation of a transaction
where the state data structure itself is added to the blockchain. As the state data
structure contains the end result of all previous transactions, it makes it possible to
remove all transactions preceding it. For this mitigation to definitely limit growth,
however, the state data structure must itself not grow indefinitely.

2. Growing execution costs. Ensuring that all transactions matching the pruning
criteria are removed requires scanning all non-empty blocks, irrespective of how
many times it has been pruned in the past. As a consequence, pruning may require
more time as the blockchain grows. This can be mitigated by simply not scanning
all transactions every time. Even if the pruning outcome is not optimal, it should
typically be better than not pruning at all. Another alternative may be finding
some way to prove that a certain pruning criteria will produce an optimal outcome
even if not checking all transactions every time.

3. Reconstruction hazard. If a different pruning criteria is chosen than the one
we presented in Paper A, the state data structure could become impossible to
reconstruct after pruning. This may become a problem if all nodes maintaining
the blockchain also apply equally destructive pruning criteria. In that case, it may
become impossible for new maintainers to reconstruct the state data structure by
only looking at transactions. A potential solution to this problem could be to create
some formalism that can verify that a given pruning criteria is not destructive, given
certain assumptions about the pruning behaviors of other nodes.

A complement to our approach could be to compress transactions using a some form
of compression or substitution algorithm. Public keys appearing multiple times, common
scripts and other relevant data could be replaced by references into a lookup table, among
other possibilities. It would further reduce the rate of growth, but not stall it.
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Q2 What would be required to facilitate seamless integration between legacy systems and
distributed ledger technologies?

In Paper B, we propose a translation strategy where syntactically equivalent message
payloads are converted at the syntax level. The strategy requires (A) that specifications
be written for each syntax and (B) that a mapping between equivalent structures in each
syntax is created. However, this kind of translation is not seamless, even if combined
with the protocol translations capabilities we mention in our paper. Firstly, payloads
containing elements without counter-parts in the target encoding cannot be translated
and, secondly, translated payloads are not adapted to the semantic expectations of their
receivers. To mitigate this, we propose two extensions to our model, a transformational
and a semantic.

1. Transformational translation. To be able to translate between any syntax trees,
not just equivalent such, a consistent and reversible syntax transformation schema
needs to be applied during translation. Using JSON and XML as an example, that
could entail translating a JSON construct like {"x":12,"y":5} to the XML
<Point x="12" y="5"/>, which would have been irreversible unless a lossless
rule exists to map between the constructs in both directions. As a first step, such
transformation schemes could be defined by humans. In the future, some system,
perhaps taking cues from the work of J. Nilsson et al in [82], could be devised to
assist in or automate the writing of those specifications.

2. Semantic translation. The procedure in Paper B guarantees that translations
are syntactically lossless, and the transformational extension just proposed would
make the procedure applicable to translation between any structures, irrespective
of encodings. That is, however, not enough to facilitate interoperation between any
given two systems. The systems may interpret the fields of a message differently, or
need them to contain different information. Bridging that gap requires some form
of semantic translation, which requires knowledge not only about the structures of
the message formats translated between, but also about the wider expectations on
those messages. A system able to perform such translations would need some kind
of environment representation that can account for these expectational differences,
as well as the ability to gather any missing data. These two aspects should be
possible to specify via two additional schemes, also they initially formulated by
humans. While finding a way to automating their formulation could be difficult,
we assume that every technical task that can be completed by a human should be
possible to automate at some point.

We believe the journey we started with Paper B has the potential to lead to truly
seamless message translation, but much work remains. The approaches we proposed may
end up requiring that additional kinds of specifications be written in order to function
properly, which may not seem very seamless. We hope, however, that machine learning,
or perhaps some cleaver use of heuristics, could be used to at least assist humans in
making and validating these specifications.
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Q3 What types of programming abstractions could reduce the effort required to learn and
use industrial automation frameworks?

In Paper C, we introduce Kalix, a Java 11 library for creating Eclipse Arrowhead
systems. The paper is a venture into the conjecture-filled world of human productivity,
and is an attempt to propose a set of abstractions that make it more straightforward for
humans to understand Arrowhead and write applications that behave both correctly and
consistently. Concretely, we represent the major entities of Eclipse Arrowhead as Java
classes and interfaces, including systems, services, queries and access policies. Many of
these classes rely on a scheduler that facilitates the use of an asynchronously executing
monad, the Future<V>. The Future<V> interface is equipped with a number of default
methods, facilitating mapping between its value and error types as they become available,
the application of delays, thread switching, among other possible examples. Furthermore,
Kalix can automatically handle service registration and deregistration, service lookup,
certificate and token validation, and more. Despite its potential, there are, however,
issues with its ambition to help learn and use Arrowhead, two of which are as follows:

1. Arrowhead and Kalix are evolving. The Arrowhead framework is currently
going through a transition from being a research project into being managed as
an Eclipse project, meant to make commercial actors more able to influence the
future of the framework. As Arrowhead is being used by more and more, new
issues with the existing implementation are identified and mitigated. This means
that the framework changes over time, sometimes in breaking ways. In addition,
our own understanding of how to best represent the concepts of the framework in
a programming language also changes with our experience. By these observations,
we make the case that both Arrowhead and Kalix need to be continually refined
over time until the rate of new insights start to slow down. Until then, learning
Arrowhead or Kalix will require continual relearning, which, of course, hinders our
objective of making Arrowhead easy to learn. People must learn Arrowhead and
Kalix, however, or none of these artifacts can be refined until their stabilization.

2. Measuring productivity. In order to confidently claim that Kalix indeed does
reduce the time required to learn and use Arrowhead, we need some reproducible
measurement to back up that claim. We would, of course, prefer if some form of
statistical analysis, involving multiple individuals or teams given the same task.
Such tests can be quite costly, however, since it requires a non-trivial amount of
worked hours. An alternative may be ask companies to estimate how much time
Kalix would save them for various tasks, such as how the productivity gains of
Arrowhead are backed up in [83]. This does, of course, assume that these companies
have been using Kalix for some time and have an idea of its productivity advantages.
It would also be relevant to estimate bug frequency, stability, and so on.

In the end, it may prove that an alternative to Kalix exhibits better learning and
productivity characteristics. Even if that ends up being the case, however, we hope that
Kalix ends up positively influencing the development of that and other alternatives.
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Q4 What kind of distributed ledger solution would most aptly allow for the cooperational
structures between industrial stakeholders to be digitalized and automated?

Before we can consider the technical details of this solution, we must first understand
what is required from it. Our primary source of requirements has been the industrial
collaborators we mention in Section 1.3. We expand and discuss their requirements quite
extensively in Paper D. Furthermore, we added a list of nine technical requirements to
them in Section 2.3.3 of this thesis. As we are primarily interested in how business needs
shape technological choice, we will, however, not consider our technical requirements here.
Instead, we focus on our collaborator’s requirements, which are

1. it should be possible to cheaply execute at least thousands of transactions per
second with negligible latencies,

2. revealing, or risking to reveal, any information in any given contractual message to
a competitor or partner, including its sender or recipient, is unacceptable,

3. it must be possible to represent any current contractual praxis using the proposed
solution, which includes multi-level framework agreements and ad-hoc renegotiation
of terms, without having to change the praxis in any non-trivial way, and

4. all interactions recorded by the solution must be possible to use as evidence in
a court of law, which, among other things, means that contracts must be non-
repudiable and every contract endorsement must be tied to a legal entity.

Permissionless distributed ledger solutions, as described in Section 3.2, tend to use
complex consensus systems with relatively poor performance, as well as being open for
anyone to inspect. They do, as a consequence, tend to not meet our performance or
confidentiality requirements. The permissioned kind of solution, also described in Section
3.2, provides better opportunity to satisfy our two requirements by facilitating smaller
and closed groups of participants. However, both the permissioned and permissionless
solutions make it difficult to guarantee compatibility with current legal praxis. Given
that these solutions typically rely on smart contracts rather than conventional legal texts,
it is unclear whether or not they can support current praxis, or if their transactions can be
used as evidence in a court of law [11]. We expand on these deficiencies most significantly
in Papers D and G.

In order to provide a solution that does satisfy our requirements, we first produced the
Exchange Network Architecture, presented in Papers C and D, after which we produced
the Contract Network Architecture, outlined in Papers F and G. Both rely on conventional
encrypted message passing, facilitate negotiations between pairs of nodes and are able
to produce non-repudiable, or immutable, trails of signed messages. Apart from details
regarding negotiation and reference tracing, these architectures primarily differ in how
they model rights and obligations. The former represent them as exchangeable tokens,
were certain actions, such as giving up or accepting a token, entails different rights or
obligations. The latter represent them as Ricardian contracts [17], which are conventional
legal texts with machine-readable parameters.
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While our architectures may provide a starting point for building solutions satisfying
our requirements, they do have potential shortcomings that may need to be addressed
at some point. The most pertinent of these is that they are both unrefined, in the sense
that more work is likely required in order to make them production-ready. Whatever
details are missing are likely to surface as these solutions are developed and put to use,
as we discuss further in Paper G. Apart from their unrefined states, there are two other
topics we believe to be important to consider.

1. Representing rights and obligations. In Papers C, D, F and G, we present two
ways of representing rights and obligations. The first relies on tokens and the second
on Ricardian contracts [17]. As we note in Paper G, among other places, the token-
based approach serves us well as long as the negotiation is about assets changing
owners. The token becomes a sort of proof-of-ownership that can be bought or sold.
It does, however, become inconvenient when dealing with services. Potential service
renditions first have to be represented by something akin to coupons, which can then
be redeemed for the service in question. Considering that many current industrial
collaborations rather use conventional legal texts, we eventually realized that the
use of tokens itself to be a step away from the prevailing praxis. As contracts are
more straightforwardly represented as Ricardian contracts than tokens, the former
was deemed the superior alternative.

Whichever of these representations is used, however, both of them are lacking in
the sense that they do not allow for computers to independently determine what
they entail. Instead, humans must prepare computer code for each type of token
or contract where automation is desired. If strict adherence to the current legal
paradigm is not an essential requirement, there are, however, compelling ways
of mitigating this. Several attempts have been made to create formal judicial
languages, such as LegalRuleML [84], or the more recent Symboleo [85]. Languages
such as these allow for computers to determine exact sets of current rights and
obligations, and know when transitions between sets occur. Rather than having
to write computer code for each type of token or contract, this facilitates writing
code that handles specific obligations or rights. This should provide much better
opportunity for code reuse and composition.

2. Anticipating the needs of the new contracting paradigm. We set out to
produce a viable solution for digialized cooperation in an industrial paradigm that
does not yet exist: Industry 4.0. This is both a blessing and a curse, as it puts
us in a position where we can influence the nature of the new paradigm, but also
makes us unable to anticipate all of its needs. We do not know if smart contracts
will come to be widely accepted, if auctions will become more important than ever,
or if new laws will be enacted that prohibits automated contract negotiation. The
assumptions we put into our designs may simply have been misplaced.

We will not know if any of our architectures is the most suitable solution to the indus-
trial contracting problem until Industry 4.0 is well-established. We do believe, however,
that we have provided promising candidates that should be given serious consideration.
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6.2 Ethics

None of the work represented by this thesis ever involved human test subjects, weapons,
environmental hazards, or anything else that could have been subject to special ethical
norms or regulations. Our work has consisted of producing and evaluating technological
artifacts, ranging from mathematical models to software implementations. We have, of
course, made sure to avoid often considered malpractices such as fabrication, falsification
and plagiarism [86], but see no reason why considering them and their consequences would
add to our thesis. Instead, we now take some time to consider two other ethical themes
with a bit less straightforward relationship to our work, which are (1) the dynamics of the
blockchain hype and (2) the potential for digital contracting to cause social disruption.

6.2.1 Dynamics of the Blockchain Hype

For anyone who has followed the discussion around and evolution of blockchains during
the last five or so years, it will unlikely come as a surprise that the technology has shown
many signs of being the subject of a hype. By being hyped, we mean that common
expectations on the technology [87] tend to greatly exceed its proven capabilities [88].
As hypes tend to be well-known, they remove the perceived need to question why they are
relevant. Books can be sold, expensive conferences filled, and startups raise exuberant
amounts of money, all using only anecdotes and promises of a glorious future. The more
extraordinary the hyped technology is, the more money seems to be possible to make
from it. Researchers are, of course, not unaffected by this. Funding agencies, which strive
to maximize the perceived outcomes of the resources they distribute, need to do less work
convincing their stakeholders if they fund projects focusing on hypes. Perhaps contrary
to intuition, this focus on hypes may incentivize researchers to direct their attention to
non-essential research questions. If the researchers insist that the hyped technology is
less capable than expected, they compromise the prestige and agenda of their funders,
as well as risking conflict with others better served by the status quo. If, on the other
hand, the researchers can show that they have been able to improve some aspect of the
technology, even if it has little real-world consequences, they add to the prestige and
momentum of their funders. By doing the latter, however, they inadvertently perpetuate
the idea of the inflated expectations being valid.

The blockchain hype has created opportunities for research into digital contracting,
especially if any solutions produced rely on a blockchain. However, as we showed as
recently as when discussing Q4 in the last section, blockchains have key characteristics
that are undesirable for industrial contracting. We decided to walk against the stream by
introducing our two architectures in Papers C, D, F and G, which do not use blockchains.
A likely consequence of our stepping outside the hype is that our work will get less
attention and fewer citations than otherwise would have been the case. However, all hypes
eventually stagnate. When a realistic view on blockchains finally becomes widespread,
non-essential research is more or less guaranteed to be forgotten. As we made our best to
produce non-trivial research results, we hope to have given our work a chance of staying
relevant for a longer period of time.
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6.2.2 Digital Contracting and Social Disruption

If digital contracting becomes the norm, our own version of it or some other, could that
have societal consequences with ethical significance? We can think of two potential such.

Job loss. It is not inconceivable that it would lead to a change in what competences
are in demand for the legal, procurement and sales professions, among other. Would
that lead to general layoffs among the mentioned professionals? Maybe. Digitalized
contracting means that much of the work today carried out manually, such as following
up on, analyzing or performing contracts, is executed by computers. These computers
will only be given these tasks if they can execute them more efficiently than humans can,
which also means that they incur less costs than humans would. In a world where such
computers exist, a single legal professional should be able to cater to the needs of more
customers, which in turn should make many legal services cheaper, such as assistance with
contract formulation or litigation. If this drop in price leads to an increase in demand
that compensates for the efficiency gain, we do not expect to see general job loss. What
could produce such an increase in demand? Individual citizens may, for example, be more
inclined to seek legal help for issues such as understanding employer contracts and suing
service providers. Furthermore, existing companies may see an advantage in reducing the
scopes of their contracts and entering into vastly more of them, as that would give them
more fine-grained control over their collaborations. For example, rather than making a
single contract for a purchase and delivery of 200 components, one contract could be
made for each component, which could allow for their deliveries, defects, payments, as
well as other aspects, be negotiated and renegotiated individually. How would a demand
increase work to mitigate job loss? The employees whose vocations were automated would
most likely be the ones best suited to supervise the new magnitude of agreements. They
already have a workable understanding of the problem domain, and training them with
the new systems should be comparably trivial. In summary, while digital contracting is
sure to lead to some kind of disruption of both the public and and private spheres of
legal activity, it is not obvious to us that it necessitates for large swaths of people being
ejected from any job markets.

Market disruption. A foundational component of virtually every nation-state is its
public justice system. Typically, only that system may legally use violence to enforce its
rulings, which sets it apart from private adjudication, or arbitration. If and when the
contracting market is disrupted by digitized and automatable contracts, the adjudicators
best able to take advantage of it may win business from their competitors. For example,
creating court cases and uploading automatically verified digital evidence could make
disputes cheaper to handle by a significant degree. While private arbitration firms can
only compete to a certain extent with governmental courts of law, not being able to en-
force their rulings with the same efficiency, we could see some cases of nations competing
for legal business. If this could become a matter of geopolitical significance is unclear to
us. It would, not unlikely, require those businesses to move to the justice systems they
think are best suited, which may have insurmountable downsides.
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6.3 Future Work

As we have already been quite open with up until this point, our work has its share of
shortcomings. This is, of course, expected. We were expected work in a general research
direction rather than providing complete solutions. In Section 6.1, while answering each
of the questions of Section 1.4, we listed significant shortcoming under each question,
which could be summarized as follows:

A. Blockchain Transaction Pruning (Q1)

1. Add more mitigations for unbounded blockchain growth.

2. Counter growing costs of executing pruning procedure.

3. Use proofs to ensure pruned blockchains can be reconstructed.

B. Message Payload Translation (Q2)

1. Add syntax translation capabilities to our procedure.

2. Add semantic translation capabilities to our procedure.

C. Kalix Java 11 Library (Q3)

1. Wait for or contribute to stabilization of Arrowhead and Kalix.

2. Measure productivity gains of Kalix, if any.

D. Digital and Automatable Contracts (Q4)

1. Combine our Ricardian contract with a formal legal language.

2. Evaluate our architectures by applying them to more use cases.

The are, of course, more things that could be added to this list. The topics of future
work it contains are all formulated in relation to the questions under which we first wrote
them. If instead considering the artifact produced to answer each question, more topics
can be identified. The following are a few examples:

1. How could our blockchain transaction pruning procedure be transferred to other
kinds of distributed ledgers?

2. Can our message payload translation procedure practically be combined with the
work of H. Derhamy et al [81] to translate full messages?

3. How could our contract network architecture be extended to facilitate proposals,
multi-party negotiations and auctions?

4. Many companies require that contracts be signed by multiple people at different
hierarchical levels and departments for a contract to become binding, how could
our architecture be extended to facilitate that?

5. How should a system for automatically uploading evidence to a court-of-law be
designed, where the evidence are our tokens or Ricardian contract acceptances?
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6.4 Conclusion

Did we manage to adequately answer our four research questions? Did we properly spend
the time of our last four years of work? We believe so, yes. We have produced a viable
method for pruning transactions from blockchains in Paper A, another for translating
message payloads between encodings in Paper B, as well as a Java 11 library for system-
of-systems development in Paper E. Even though none of these are complete enough for
production use, we have made a clear, albeit perhaps limited, case about the viability
of each of them. The blockchain transaction approach and the Java 11 library both
have had their usefulness proved by an implementation, while we believe the encoding
translation formalism should be regarded as a promising beginning.

Most significantly, however, we have also produced two architectures for digital and
automatable collaboration between industrial stakeholders and other entities, presented
in Papers C, D, F and G. Given that we have made and evaluated two implementations of
the architectures, know of no prohibitive technical limitations in either of them, and have
been able to clearly show how they satisfy our requirements in Paper D, we cannot see any
significant reason why our architectures should not be built upon to produce the digital
contracting systems of tomorrow. Our contracting designs show that key guarantees
provided by many blockchain solutions, such as consistent transaction replication between
n nodes and total transaction ordering, are mostly redundant for facilitating digital and
automatable collaborations between distinct industrial stakeholders. How? By effectively
emulating the way in which humans enter into contracts without computer assistance,
which yields similar guarantees to non-repudiation while also allowing for the speed and
consistency of computers to be leveraged. Conventional contracting have been a pillar of
human society for at least hundreds of years, which must prove that the format, with all
of its shortcomings, must be good enough to last well into the digital age.
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[65] C. Cachin and M. Vukolić, “Blockchain consensus protocols in the wild,”
arXiv, no. arXiv:1707.01873, 2017, accessed 2021-06-03. [Online]. Available:
http://arxiv.org/abs/1707.01873

[66] M. Raynal, Fault-Tolerant Message-Passing Distributed Systems: An Algorith-
mic Approach. Springer International Publishing, 2018. [Online]. Available:
https://doi.org/10.1007/978-3-319-94141-7

[67] W. J. Bolosky, D. Bradshaw, R. B. Haagens, N. P. Kusters, and P. Li,
“Paxos replicated state machines as the basis of a high-performance data
store,” in Symposium on Networked Systems Design and Implementation (NSDI).
USENIX Association, 2011, pp. 141–154, accessed 2021-06-03. [Online]. Available:
https://www.cs.rice.edu/ alc/comp520/papers/Bolosky.pdf

[68] G. Vieira and L. E. Buzato, “The performance of paxos and fast paxos,”
arXiv, no. arXiv:1308.1358, 2013, accessed 2021-06-03. [Online]. Available:
http://arxiv.org/abs/1308.1358

[69] I. Eyal and E. G. Sirer, “Majority is not enough: Bitcoin mining is vulnerable,”
Communications of the ACM, vol. 61, no. 7, pp. 95–102, 2018. [Online]. Available:
https://doi.org/10.1145/3212998

[70] N. Chaudhry and M. M. Yousaf, “Consensus algorithms in blockchain: Comparative
analysis, challenges and opportunities,” in 2018 12th International Conference
on Open Source Systems and Technologies (ICOSST). IEEE, 2018, pp. 54–63.
[Online]. Available: https://doi.org/10.1109/ICOSST.2018.8632190

[71] J. D. Bruce. (2014) The mini-blockchain scheme. Accessed 2021-06-03. [Online].
Available: http://cryptonite.info/files/mbc-scheme-rev3.pdf

[72] P. C. Bhatt, V. Kumar, T.-C. Lu, R. L.-T. Cho, and K. K. Lai, “Rise and rise of
blockchain: A patent statistics approach to identify the underlying technologies,”
in Intelligent Information and Database Systems, P. Sitek, M. Pietranik,
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Selective Blockchain Transaction Pruning

and State Derivability

Emanuel Palm, Olov Schelén, Ulf Bodin

Abstract

Distributed ledger technologies, such as blockchain systems, have in recent years emerged
as promising platforms for machine-to-machine commerce and other forms of multi-
stakeholder applications. However, despite the potential demonstrated by projects such
as Bitcoin, Ethereum, and Hyperledger Fabric, the disk space typically required to host a
copy of a ledger may be prohibitively large for many categories of devices. In this paper,
we introduce an approach for reducing ledger size in blockchain systems, based on ar-
bitrary pruning predicate functions, allowing each network participant to independently
select and remove any already applied transactions. We also show that if only pruning
certain ledger transactions, the ability to derive an unmodified state data structure from
the remaining transactions is maintained. The approach is validated through a supply
chain use case utilizing a modified version of Hyperledger Fabric, in which ledger size is
reduced by about 84.49% via selective transaction pruning.

1 Introduction

The release of Bitcoin at the end of 2008 [1] marked the beginning of a major techno-
logical trend, which has grown to encompass a plethora of derivatives and alternatives
[2] [3]. These systems, commonly referred to as Distributed Ledger Technologies (DLTs),
remove the need for using trusted middle-men by instead relying on networks of voting
computers, sharing immutable histories of transactions that each participant can verify
to be correct. Bitcoin famously hosts a distributed electronic cash platform where there
is no central authority [1], and many other use cases have since been proposed. These in-
clude political election systems [4], self-driving cars buying their own fuel [2], and smart
factory [5] machines autonomously buying and selling material and goods within and
between factory plants. Use cases typically have in common that they require a shared
notion of identity, ownership, and transfer of ownership within a network of machines
controlled by different stakeholders, each with its own incentive to maintain the system.

Although distributed ledgers could be a key enabler for emergent technologies such as
autonomous machine-to-machine commerce, the storage space typically needed to host a
ledger might be prohibitively large for many categories of devices. At the time of writing,
the Bitcoin blockchain ledger required about 134 gigabytes of memory, growing steadily
at a pace of about 52 gigabytes per year [6], while the ledger of Ethereum [7], another
popular blockchain system, required almost 395 gigabytes of memory [8]. Both of these
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systems are permissionless (i.e. open to public participation) meaning that any accepted
activity by any participant will likely lead to an increase of ledger size. On the other hand,
permissioned systems, such as R3 Corda [9], Quorum [10], or Hyperledger Fabric [11],
assume that ledgers only be replicated within closed groups of known participants. This
may lead to ledgers being smaller, but could also mean that many ledgers are maintained
at the same time. In [12], a system is presented where each network stakeholder can
maintain private blockchains with any subsets of other network participants in order to
protect sensitive interactions.

The problem of ever-growing distributed ledgers is already well-known. Bitcoin and
Ethereum allow the use of light clients [1] [7] that only carry limited ledger and state
subsets, but are unable to participate in the consensus process. At the cost of more disk
usage, Bitcoin Core [13] and related efforts [14] [15] [16] retain the ability to validate
transactions by first constructing a complete state data structure, and then pruning all
but the n last ledger blocks. These approaches are, however, lacking in that they (1)
do not facilitate fine-grained control of what transactions to keep, and (2) do not allow
useful data structures to be derived from partially pruned blocks.

In this paper, a pruning strategy applied to Hyperledger Fabric [17] version 0.6 is
presented. The strategy is similar to the disk space reclaiming procedure proposed in the
original Bitcoin paper [1], with the significant difference that transactions of interest can
be left unpruned, and the ability to rebuild a valid state data structure can be maintained
if certain conditions apply. Pruning is regulated through the use of arbitrary predicate
functions, which can be specified such that only transactions cancelling each other out,
or are fully superseded by later trancations, are deleted. For example, certain money
transfers may sum up to zero, or, an ownership statement may fully replace one or more
previous such. We show that if only removing certain transactions with the mentioned
properties, the state data structures derivable from any blocks of interest can be made
to remain unaltered.

The contributions of significance presented in this paper are: (1) A strategy for
pruning blockchains relying on arbitrary predicate functions for transaction selection.
(2) The identifying and outlining of significant implications of pruning, including how it
affects expected memory growth and its impact on being able to build unmodified state
data structures from pruned blocks. And finally, (3) a supply chain use case facilitated
by a modified version of Hyperledger Fabric [17] version 0.6 that serves to validate the
presented approach and to exemplify its impact on ledger storage requirements.

The paper is organized as follows: Section 2 describes related efforts in more detail.
Section 3 outlines a general strategy for selective blockchain transaction pruning, as
well as methods for predicting blockchain growth. Section 4 presents a modification to
Hyperledger Fabric making it able to prune its ledger, together with a use case and
benchmark results. Section 5 discusses related topics and suggestions for future research.
Finally, Section 6 concludes the paper.
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2 Related Work

In the original Bitcoin white paper [1], two approaches for reducing ledger size were
presented, namely Reclaiming Disk Space (RDS) and Simplified Payment Verification
(SPV). Even though other approaches have been developed, such as for Bitcoin Core
[13] or Cryptonite [14], all such known to the authors are generally similar to those
originally suggested. For this reason, the names of the original approaches are used here
to represent the current state-of-the-art of ledger size reduction.

2.1 Reclaiming Disk Space

The key idea of the RDS approach is to remove some transactions, from the oldest and
onward, after applying them to a state data structure [1]. To avoid losing the ability to
verify that given blocks or transactions are part of the pruned past, block hashes and
Merkle Tree roots [18] may be saved.

Systems relying on probabilistic consensus [19] are required to allow already accepted
blocks of transactions to be replaced if a chain of such with sufficient weight is presented
[1]. It is, therefore, needful to refrain from pruning the n most recent blocks. n is chosen
to represent a weight (e.g. proof-of-work [1]) that is large enough to avoid the practical
possibility for an m > n block reorganization to occur, where m is the number of known
main blocks that are superseded by a reorganization. An m > n reorganization leads
to a given network participant no longer being able to assume its state to be relevant,
meaning the state must be acquired again from its network.

While this approach leaves room for keeping transactions of interest, no strategy for
choosing such is described in any work known to the authors. Our solution, on the other
hand, gives fine-grained control over what transactions to keep, which we also show can be
used to maintain particular system properties, such as being able to rebuild unmodified
state data structures from partially pruned blocks.

2.2 Simplified Payment Verification

Using SPV means that a network participant gives up the ability to verify the validity
of new transactions by itself, and instead delegates that responsibility to other nodes of
its network [1]. Giving this ability up means that only the portions of a blockchain that
are of interest to the owner of a given SPV node need to be saved.

In Bitcoin Core [13], SPV nodes download all block headers, but only transactions of
interest. As block headers contain Merkle Tree [18] root hashes, any retrieved transaction
can be proved to belong to any of the known block headers. Transactions and blocks
are requested by providing a number of regular nodes with filters [20], which are used to
decide what transactions to relay. Given that a majority of the connected regular nodes
convey all desired transactions, a valid partial state can be built from them. Transactions
of interest can be selected up to the granularity of instances of addresses, keys or script
hashes within individual transactions.
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Requesting other nodes to send certain transactions is, however, not the same as leav-
ing out transactions while pruning. Also, the procedure facilitated by Bitcoin Core does
not allow filters to consider any particular state of the data structure built by applying all
transactions, only the transactions themselves. Our solution allows arbitrary information
to be considered while determining if an individual transaction is to be pruned, such as
derived states, blocks, significant timestamps, or any other data of interest. Even though
it could require more storage space, our solution does not require giving up the ability
to participate in the consensus process.

2.3 Other Approaches

Not all distributed ledger systems store their transactions in blocks, or even in a sequential
history. Systems such as Swirlds [21], IOTA [22], or R3 Corda [9] use graph-like ledgers
rather than chains of blocks, which could yield significantly different pruning implications.
Nodes in R3 Corda, for example, can allegedly prune transactions of liquid asset transfers
(e.g. money transfers) by requesting an asset issuer to re-issue a given asset, effectively
aggregating relevant previous transactions into a single new transaction. Whether or not
the pruning strategy presented in this paper could be applied to these graph-like ledgers
is not considered, but is left as an open topic for future research.

3 Selective Transaction Pruning

Selective transaction pruning is to be understood as the practice of blockchain network
participants independently removing transactions that neither contribute with impor-
tant system properties or are of particular interest. An important system property could
be protection against not having any main blocks after a reorganization, while interest
depends on the information needs of a given network participant. In a supply chain
scenario, transactions related to lost, damaged or late goods could be particularly in-
teresting to shipping companies, terminal stations, etc, as they might be needed when
negotiating with partners or insurance agencies. Computers on delivery trucks or con-
tainer ships may only find it relevant to carry transactions related to transported goods,
while statisticians may want to refrain from pruning anything from their servers to allow
for future data analysis.

In order to clarify what general properties are maintained by a blockchain, and
how these are changed as transactions are pruned, this section begins with a general
anatomy of the blockchain data structure. It is followed by descriptions of how signif-
icant blockchain properties may be maintained, the definition of a selective transaction
pruning algorithm, and a description of how the presented algorithm can be used to
only remove transactions that cancel each other out or have been superseded. Finally, a
method for predicting blockchain memory requirements is presented.
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Table 1: Significant parts of a general pruned blockchain.
Name F* (Invariant) Description

Indicators

Block Height h (1 ≤ h) Authoritative blocks part of a blockchain. h = 1 implies
the existence of only a genesis block.

Block Position i (1 ≤ i ≤ h) The index of the ith block. The genesis block is repre-
sented by i = 1.

Transaction Position j (1 ≤ j ≤ ui) The jth transaction of the ith transactions set, contain-
ing ui transactions.

Reorganization Height m (1 ≤ m ≤ h) Number of main blocks superseded by a reorganization.

Guard Height n (0 ≤ n ≤ h) Number of consequtive blocks, beginning with the most
recent, used to protect against reorganizations.

Primitives

Block bi The ith block.

Header Hi Header of ith block, containing block predecessor hash,
checksum of block transactions, etc.

Transaction ti,j The jth event description out of ui belonging to the ith
block.

Transaction Set ti,∗ All transactions belonging to the ith block.

State si A data structure built by applying every ti,j ∈ ti,∗ ∈ bi ∈
{b1, . . . , bi}.

Significant Blocks

Genesis Block b1 The initial block.

Current Block bh The most recent block of a currently authoritative chain
of blocks.

Main Blocks b∗ All blocks, pruned or not, part of a currently authorita-
tive chain of blocks.

Guard Blocks b∗,guard n consequtive blocks, beginning with the most recent,
used to protect against reorganizations.

Free Blocks b∗,free h−n blocks thay may or may not contain pruned trans-
actions.

Significant States

Current State sh The hth state, representing the application of all
blockchain transactions.

Derivable State s′i Underived si that could be constructed from only local
data.

Retrievable State s′′i Underived si that might be constructible from network
peer data.

*F = Formal name.



80 Paper A

3.1 Blockchain Anatomy

Primitives

A blockchain is an ordered sequence of transactions grouped into blocks. Each transaction
describes a change to a state, which could be any kind of data structure, such as a table
of monetary accounts or a key/value store. Each block includes a header, which contains
enough information to identify any preceding blocks and to determine if these blocks are
unmodified. Concretely, the header could include the hash of the preceding block and a
hash of the transactions included in the block itself (e.g., [1] [7] [14]).

Significant Blocks

Every blockchain contain two generally significant blocks, the genesis block and the cur-
rent block. The genesis block is the first block in its chain, and does sometimes contain
special information that dictates how a blockchain can be used. For example, Ethereum
uses the genesis block to set an initial mining difficulty and can use it to preallocate
funds to given accounts [7]. The current block is the most recent block in its chain,
and is typically special since it must have a derived state, or the given node owning the
block will not be able to participate in the process of validating new transactions. If a
blockchain is part of a system relying on probabilistic consensus [19], such as Bitcoin [1]
or Ethereum [7], room must be given for block reorganizations. The currently authorita-
tive chain of blocks is typically referred to as main blocks. If a system with probabilistic
consensus supports transaction pruning, the n most recent blocks may serve as guard
blocks, meaning they act as protecting against m > n reorganizations by not containing
pruned transactions, where m is the number of main blocks superseded by the reorgani-
zation. Any block not being a guard is a free block, and could be pruned if desired by
its owner. Figure 1 depicts a blockchain with n guard blocks and h − n free blocks. In
blockchain systems using non-probabilistic consensus algorithms (e.g. PBFT [23]), such
as Quorum [10] or Hyperledger Fabric [11], it becomes unnecessary to make these dis-
tinctions. Technically, all blocks are both authoritative and free, as they cannot possibly
be superseded by reorganizations.

Significant States

A state data structure, or state, is constructed by applying all transactions in a given
block and all of its preceding blocks. Each block could be considered having an associated
state, even if that state does not currently exist. Currently existing states are here
referred to as being derived, while non-existing states are considered being either derivable
or retrievable. The difference in being derivable or retrievable lies in whether or not
enough information is had by a network participant to construct a given state, or if
that information has to be acquired from other participants. It becomes relevant to talk
about retrievable states when a given blockchain system supports pruning, as removing
transactions could imply that some states seize to be derivable. Lastly, the state derived
from the current block is referred to as the current state.
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Table 2: Logical descriptions of significant blockchain properties. See Table 1 for defini-
tions.
Expression Description

Block Predicates

Unmodified(bi) ⇐= The block bi is known to be unmodified if either
bi+1 can be proved to be the successor of bi, or if
the order and state of the transactions in bi can
be proved to be unmodified.

Successor(bi+1, bi) ∨ Unmodified(ti,∗)

Successor(bi, bi−1) ⇐= The block bi is provably the successor of bi−1 if
the hash of the predecessor bi−1 is equal to the
predecessor field of the header of bi.

hash(bi−1) = Hi,predecessor

V alid(bi) ⇐= apply(si−1; ti,∗) = si The block bi is provably valid if applying all of its
transactions to the derived state of the preceding
block yields a valid state si.

Transaction Predicates

Unmodified(ti,j) ⇐= The transaction ti,j is provably the jth
transaction of the block bi if the hash of all block
transactions and relevant block header fields
(here assumed to be all fields but the checksum)
equals the checksum field of the header.

Unmodified(ti,∗) ⇐=
hash(ti,∗ ·Hi,{checksum) = Hi,checksum

V alid(ti,j) ⇐= apply(si−1; ti,j) 6= ∅ The transaction ti,j is provably valid if applying
it to the derived state of its preceding block yields
any valid state.

State Predicates

Derivable(s′i) ⇐= si can be constructed if all transactions in bi can
be applied to the state derived from the block
preceding it, or if the transactions in the
successor block bi+1 can be used to undo their
changes to the successor state si+1.

apply(si−1; ti,∗) = si ∨
unwind(si+1; ti+1,∗) = si

Retrievable(s′′i ) The state si can be retrieved if either blocks,
state and blocks, or just the state in question can
be retrieved as needed from other network par-
ticipants, and whatever data is acquired can be
trusted to be correct.

Auxiliary Functions

apply(si−1; ti,∗) =

{
si, if V alid(si)

∅, otherwise

Represents the application of the given set of
transactions ti,∗, where each transaction is en-
sured not to modify the given state si−1 such that
it describes a non-permitted outcome.

hash(x) = y A function that takes whatever arguments given,
combines them and turns them into a checksum.
· denotes an argument combination function.

unwind(si; ti,∗) = si−1 Represents the undoing of the modifications made
to the given state si by the given set of transac-
tions ti,∗.
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Figure 1: A blockchain of h blocks. The latest n blocks serve as guard against reorgani-
zations. See Table 1 for definitions.

3.2 Pruning and Property Changes

Removing data from a blockchain may free up computer memory, but it could also lead to
other property changes. Table 2 lists properties that may be maintained by a blockchain
as logical predicates. It should be noted when reviewing the table that pruned blocks
could lead to the loss of those properties.

A Property Preserving Hashing Procedure

To be able to prove that a block is unmodified, or that one particular block is the successor
of another, requires the use of a hashing function hash(x) = y, as shown in Table 2. Since
the hashing function is expected to change its output y with the slightest alteration of
x, pruning a block will normally lead to its hash changing, consequently making those
properties unprovable. This could, however, be mitigated by using a hashing procedure
that accounts for missing transactions. One such procedure combines stored hashes of
pruned transactions with calculated hashes of the remaining such. Given that · is an
arbitrary combination operator, and the definitions in Table 2, the procedure could be
defined formally as:

hi = hash(Hi,{checksum · f(ti,∗))

f(ti,∗) = g(ti,1) · g(ti,2) · . . . · g(ti,u)

g(ti,j) =

{
ti,j,saved hash, if Pruned(ti,j)

hash(ti,j), otherwise

(1)
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II. Marking

After p and d have been identified and assembled, every transaction ti,j ∈ bi ∈ p is tested
using a predicate function T , provided by the initiator of the pruning algorithm. T must
satisfy:

T : 〈ti,j; d〉 7→ {true, false} (2)

The position (i, j) of each transaction where T yielded true is stored in a set R, which
keeps track of all transactions pending removal. An example of a function satisfying T is
given in Section 4.3. The formulation and analysis of other T -functions is left as a topic
for future research.

III. Sweeping

Lastly, each transaction identified by R is removed. Additional measures may be required
to ensure that memory is practically freed when the phase is over, such as compacting
blocks to make room for additional such.

3.4 Selective Pruning and Maintaining Derivability

The blockchain properties presented in Section 3.2 and Table 2 imply that removing any
transaction from a block leads to the state associated with that block to no longer be
derivable, at least in its original form. There are, however, special cases when this is not
true. Transactions may be categorized as being generally significant, universally insignif-
icant or retroactively insignificant in relation to state derivability, where transactions in
the latter two categorized may be pruned subject to certain conditions. The categories
are defined below.

Significant Transactions

If the removal of a particular transaction results in the state associated with its block,
or any succeeding block, no longer being derivable in its original form, the transaction
in question is to be regarded as generally significant to state derivability. Given the
definitions in Tables 1 and 2, it may be expressed formally as:

Significant(ti,j) ⇐= (Removed(ti,j) =⇒

∃s′x (x ≥ i ∧ ¬Derivable(s′x)))
(3)

For example, consider transaction t1,1 in Figure 3. If it is removed, then [a : 1] would
no longer be part of s′1, and as a consequence [a : 11] would no longer be associated with
s′2. As neither s′1 or s′2 would be derivable in their original forms, the transaction cannot
be removed without impacting the derivability of any state.
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Consider transaction t1,2 in Figure 3. If removed, then s′1 ceases to be derivable in
its original form, but s′2 remains unaltered. The reason for this is that t1,2 is completely
superseded by t2,2, which overwrites the same b first set by t1,2. Therefore, if s′1 ∈ R′,
then t1,2 can be removed.

3.5 Predicting Blockchain Growth

Given a blockchain of h blocks, where the mean size of a block is µb, the mean size of a
block header is µH , the mean size of a transaction is µt, the mean number of transactions
per block is µu and ε represents any sources of error, then the size S of a blockchain may
be defined as:

S = hµb + ε

µb = µH + µtµu + ε
(6)

If the mean block size is not known and cannot be estimated, Equation 6 may also
be formulated with µb substituted as:

S = h(µH + µtµu) + ε (7)

It should be noted that any of the variables in Equation 6 could be expressed as
functions over one or more variables, such as time. Typical sources of error ε could
include platform or storage media restrictions, such as page or block sizes, whether or
not blocks are stored in multiple file system files, etc.

Example 1

Some blockchain currently consist of 40000 blocks, and is expected to grow with a rate of
120 blocks per day, where the mean size of a block is known to be constant at 0.30 MB.
Given that d is the number of days elapsed since the current time, h = (40 000 + 120d),
and ε = 0, then its size in MB is:

S = hµb + ε = (40 000 + 120d)0.30 + 0 = 12 000 + 36d

Accounting for Pruned Blocks

Given that n is the number of unpruned blocks in some blockchain, that µp(b), µp(H), µp(t)

and µp(u) are the mean sizes of pruned blocks, pruned headers, pruned transactions and
average number of pruned transactions per block, respectively, then pruned blockchain
size S̃ could be calculated using:

S̃ = nµb + (h− n)µp(b) + ε | h ≥ n

µb = µH + µtµu + ε

µp(b) = µp(H) + µt(µu − µp(u)) + µp(t)µp(u) + ε

(8)
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Example 2

A blockchain is expected to grow with a pace of 1 block every two minutes, or about
262800 block per year. The mean sizes of both unpruned and pruned blocks are known
to be constant at 2.30 MB and 0.50 MB, respectively. Equation 8 is used to calculate
the expected size of the blockchain after 19 years. Given that the last n = 1 000 blocks
will need to be kept unpruned, h = 262 800 · 19, and ε = 0, then the blockchain size in
MB is expected to be:

S̃ = nµb + (h− n)µp(b) + ε

= 1 000 · 2.30 + (262 800 · 19− 1000)0.5 + 0

= 2 498 400

If, on the other hand, the maintainers of the blockchain would have refrained from
pruning any blocks, its size in MB would have been:

S = hµb + ε

= (262 800 · 19)2.30 + 0

= 11 484 360

The size reduction gained from pruning is in this scenario 1−(2 498 400÷11 484 360) ≈
78.25%.

Blockchain Growth Linearity

Pruning a blockchain may yield significant savings in storage space requirements, but
can only be used to limit the size of a blockchain to a desired threshold if the mean
size of a pruned block µp(b) can be or approaches zero. Figure 4 depicts five different
growth trajectories, calculated using Equation 8, for blockchains where pruning leads to
different changes in mean block size. Only one trajectory, where µp(b) = 0, represents a
fixed storage requirement relative to the number of unpruned blocks n. Hence, blockchain
growth may be assumed to always be linear over time, pruning or not, unless the size of a
pruned block is effectively zero. Whether or not it is reasonable to remove entire blocks,
including their headers, would depend on the expectation that any of the information
contained in a block will be useful in the future.
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Figure 4: The impact of pruning on blockchain size over time. µb and µp(b) are assumed
to be constants. Each line represents a growing blockchain where n blocks are kept
unpruned.

4 Selective Transaction Pruning in Hyperledger Fabric

This section presents the application of the theory presented in Section 3 on Hyperledger
Fabric. It begins with a brief overview of the system for readers not already familiar with
it and continues with a presentation of the modifications made to it for it to support
selective transaction pruning. Finally, it ends with a description of an asset-delivery
use case followed by benchmark results, which are presented to verify that selective
transaction pruning is possible and yields predictable results.

4.1 Overview of Hyperledger Fabric

Hyperleger Fabric [11] is a blockchain system developed and maintained by Hyperledger
[24], a project hosted by the Linux Foundation aimed at creating and maintaining open
source blockchain systems for enterprise applications. The system is significantly per-
missioned and relies on non-probabilistic consensus. The transactions of its blockchain
describe invocations of chaincode functions, where a chaincode is a form of containerized
application serving as a smart contract [25]. Each valid chaincode invocation may result
in the key/value store associated with the system running the chaincode being updated.

4.2 The Pruning Extension

Hyperledger Fabric was significantly extended to support selective transaction pruning
and blockchain size analysis. To allow the abilities in Table 2 associated with hashing to
be preserved to some extent, the block hashing procedure was also modified. The remain-
der of this subsection is dedicated to outlining how these features were implemented.
The reader should, however, first note that when the presented features were developed,
the more stable version of Fabric was deemed to be version 0.6 [17]. This means that
details mentioned below may not be true for more recent versions of Fabric.
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Selective Transaction Pruning

The pruning algorithm described in Section 3.3 requires a provided predicate function for
the purpose of determining which transactions to prune. Hyperledger Fabric allows its
blockchain to be modified only via chaincodes, which are deployed independently by the
maintainers of the nodes participating in the transaction validation process. Chaincodes
do only have to be functionally equivalent for the system to operate, meaning that each
maintainer could use its own implementation. To allow each participant to also provide
its own pruning predicate function, the chaincode messaging protocol and procedures
were extended for the purpose. If provided, the predicate function is called exclusively
with transactions generated or validated using the same chaincode, meaning there is
no way for one pruning predicate function to decide whether transactions generated by
other chaincodes are to be removed. When invoked via an added REST [26] endpoint,
the implemented pruning procedure proceeds as follows:

I. Prepare: An effective read-only copy of the most recently assembled state data
structure is created and used as d. All blocks, from the most recent to the oldest,
used to derive the copied state are used as p.

II. Mark: All non-pruned transactions in p are provided together with d, one at
a time, to the pruning predicate function associated with the chaincodes first
used to generate them, if such exists. Each transaction provided to a pruning
predicate function returning true is marked for pruning.

III. Sweep: Each block is deserialized. Marked transactions are hashed, have their
contents removed, their types changed to PRUNED, and their metadata fields
set to their hashes. Finally, the block in question is serialized and saved over its
previous version. When no more blocks to prune remain, d is removed.

Two things should be noted by the reader about the presented selective pruning
procedure. Firstly, Hyperledger Fabric uses a non-probabilistic consensus algorithm.
Therefore, no transactions already used to construct a state data structure are techni-
cally required to participate in the validation of new blocks (see Section 3.1). Secondly,
as pruning predicate functions have arbitrary implementations, guarantees about being
able to derive useful state data structures from pruned blocks depend on those imple-
mentations. An example of such an implementation is given in Section 4.3.
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Blockchain Size Analysis

Measuring the impact of pruning requires a way for block size metrics to be collected.
As blocks are stored in serialized form in a database, Hyperledger Fabric was extended
to gather block byte sizes by iterating through blocks and checking the number of bytes
used to represent them. In order to also measure the sizes of headers and transactions,
blocks are deserialized and their transactions serialized and measured, one by one. To
calculate the size of each block header, the size sum of the transactions belonging to the
same block is subtracted from the size of the entire block. Given that Si,b is the byte
size of the ith block, Si,t,∗ is the byte size of the transactions of the same block, ui is the
number of transactions it contains, Si,H is the block header byte size, and, finally, ψ(x)
is a function that serializes and determines the byte size of x, the measurements may be
expressed formally as:

Si,b =ψ(bi)

Si,t,∗ =

ui∑
j=1

ψ(ti,j)

Si,H =Si,b − Si,t,∗

(9)

As Google Protocol Buffers [27] is used as serialization format, there is some byte
overhead associated with designating consecutive transactions as members of a collection.
This collection overhead varies with the number of transactions in the collection and
affects calculated sizes of block headers. To make the collected metrics accessible from
outside Hyperledger Fabric, existing REST [26] endpoints were modified such that blocks
and transactions are served together with information about their sizes. It should be
noted that the reported sizes do not account for any other storage space than that of the
blocks themselves. Database indexes and other overhead is not accounted for.

Property Preserving Hashing Procedure

The Block hashing procedure used by Hyperledger Fabric only entails feeding a serialized
block to a hash function. If a block is pruned, its serialized form becomes different,
which means that it yields a new output if provided again to the hashing procedure.
Pruned blocks cannot be proved to be unmodified or to be the predecessors of their
successors unless the hashing procedure is modified as described in Section 3.2. As it was
assumed to be meaningful to retain these properties even if transactions are pruned, the
procedure described by Equation 1 was implemented. Pruned transactions are replaced
with only their hashes and a PRUNED type indicator. As Hyperledger Fabric blocks hold
a nonHashData header field, the implementation ignores this field.
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4.3 Use Case: Asset Delivery Network

One proposed use case for systems such as Hyperledger Fabric is supply chain manage-
ment [12]. Supply chains may cross political, geographical or cultural boundaries, and
could require the cooperation of stakeholders with conflicting interests. Blockchain tech-
nology could be a way to manage fairness where trusted middle-men or other kinds of
arbiters are hard to agree on. To verify that selective transaction pruning could be used
to reduce ledger size and preserve significant transactions, a naive supply chain scenario
was formulated with the intent of reflecting the interactions of different stakeholders in
an asset delivery network. No attempt is made to account for subjects of contention,
such as false claims about delivery times or asset locations. The scenario, depicted in
Figure 5, includes 18 sites connected via unidirectional routes, through which assets are
delivered via different kinds of media, such as shipping or trucking. All significant de-
livery events are registered with a member of a Hyperledger Fabric cluster through a
chaincode written for the purpose.

Figure 5: A delivery network of 5 warehouses, 8 distribution centers and 5 delivery points
connected via 33 unidirectional routes, allowing assets to be transferred via 387 different
paths.

Chaincode

The chaincode written to support the use case allows assets to be added to warehouses,
forwarded from sites to routes, and received from routes to distribution centers or delivery
points. When assets are received the opportunity is given to the receiving party to claim
the asset has been lost. Assets successfully received at a delivery point may be removed.
Chaincode functions also exist for adding sites and routes, as well as for querying the
state of the delivery network. Finally, a pruning predicate function was defined as part of
the chaincode. The function is implemented such that the state directly associated with
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Algorithm 1 Pruning predicate function associated with use case chaincode. The func-
tion only returns true if transaction affects key/value pairs not present in state. This
will be the case only if state represents a point in time after which the asset concerned
by transaction was successfully delivered and removed.

function IsPrunable(transaction, state)
keys← ResolveAffectedKeys(transaction)
values← GetStateValuesByKeys(state, keys)
return IsEmpty(values)

end function

the last main block remains fully derivable, as defined in Section 3.4, which is facilitated
by the implementation outlined in Algorithm 1.

Simulation

An external application was written to simulate the behavior of the stakeholders of the
delivery network. The application is started with an asset cardinality and a seed for its
pseudo-random number generator. When initiated, the application operates in delivery
rounds. Each round, assets are generated, forwarded, lost or removed. A bounded
random number of assets are generated and assigned to a random path through the
delivery network. Assets currently in transit are forwarded, from site to route or from
route to site, via their previously assigned paths. Each time an asset is received at a site
it has a risk of being lost, determined by a probability property configured for each route.
The first delivery round after an asset has been successfully received at a delivery point,
it is removed. When no more assets remain to be generated or moved, the application is
terminated.

Benchmark

The simulation application was executed with the instruction to move 1000 assets through
the scenario delivery network, out of which 120 were randomly selected to be lost at
random routes of their delivery paths. When the simulation completed, relevant size
metrics were collected, and the one modified Hyperledger Fabric peer used to maintain
the blockchain was instructed to prune it. After pruning, size metrics were collected again
and then compiled into the statistics available in Table 3. Some of the statistics are also
illustrated in Figure 6. Significantly, the size of the entire blockchain was reduced from
about 9.51 MB to 1.47 MB, which is a size reduction of circa 84.49%. The reader may
note that the average block header size decreased from 277.36 B to 253.22 B, despite that
no header values of any block were altered in any way. This reduction is related to the
way the header size is calculated, described in Section 4.2.
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Table 3: Asset delivery simulation statistics. Fractional numbers are rounded to two
decimal places.

Pruned Original
Block Size
Mean µp(b) = 3 470.28 B σp(b) = 1 705.41 B µb = 22 376.50 B σb = 4 862.87 B
Extremes maxp(b) = 27 407 B �minp(b) = 219 B maxb = 28 357 B �minb = 918 B

Total S̃ = 1 474 868 B S = 9 510 013 B

Header Size
Mean µp(H) = 253.22 B σp(H) = 24.71 B µH = 277.36 B σH = 29.56 B
Extremes maxp(H) = 313 B �minp(H) = 151 B maxH = 313 B �minH = 152 B

Total S̃H = 107 619 B SH = 117 877 B

TX Size
Mean µp(t) = 123.80 B σp(t) = 201.63 B µt = 850.43 B σt = 12.59 B
Extremes maxp(t) = 892 B minp(b) = 68 B maxt = 895 B mint = 815 B

Total S̃t = 1 367 249 B St = 9 392 136 B

Avg. TXs/Block µp(u) = 25.99 σp(u) = 5.48 µu = 25.99 σu = 5.48

Cardinalities
Blocks h = 425 h = 425
Transactions unpruned = 768 pruned = 10 258 unpruned = 11 044 pruned = 0
Assets delivered = 880 lost = 120 delivered = 880 lost = 120

TX = Transaction.
� The always empty genesis block, which in this case is 16 B, is not considered.

Projection

Assume that blocks are generated at a rate of 1 block per unit of time t, that the
blockchain is expected to keep growing with constant block mean size, and that the
blockchain is pruned every time a new block is added. Given the definitions in Tables 1
and 3, Equation 8, n = 0, h = t, and ε = 0, then could the byte size of the blockchain S̃
be:

S̃ = nµb + (h− n)µp(b) + ε

= 0 · 22 376.50 + (t− 0)3 470.28 + 0

= 3 470.28t

At t = 425 would S̃ = 3 470.28 · 425 = 1 474 869, which is approximately the same
as S̃ in Table 3. If n = 100 blocks were kept unpruned at t = 425, then would the size
have been:

S̃ = nµb + (h− n)µp(b) + ε

= 100 · 22 376.50 + (425− 100)3 470.28 + 0

= 3 365 491
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Figure 6: Plotted asset delivery simulation statistics. All numbers are rounded to two
decimal places.

5 Discussion

Limiting Blockchain Growth

It was shown in Section 3.5 that pruning can only reduce, not effectually limit, the rate
of blockchain growth unless pruned blocks can be removed completely. If this is possible
in a given scenario depends on whether older blocks contain useful data, in the context
of consensus or otherwise, as explained in Section 3.1.

The Ratio of Prunable Transactions

The blockchain produced by the scenario presented in Section 4.3 could be reduced in
size by about 84.49% largely because circa 92.88% of transactions could be pruned. This
ratio is high because (1) most of the transactions were subjectively decided to not contain
interesting information, and (2) most transactions dealt with information having limited
lifespans. Assets were introduced, moved through the sites and routes of the delivery
network, and finally removed if nothing exceptional happened. This implies that the
gains of pruning could vary greatly with different kinds of use cases.

Identifying Prunable Transactions

In Section 3.4 conditions for pruning transactions are presented, and in Section 4.3 an
example of a working pruning predicate function implementation is given. The exam-
ple implementation is only able to identify transactions that deal with data that has
later been removed, but any set of eligible transactions that effectively cancel each other
out, or are fully superseded by later transactions, could be prunable. What would func-
tion implementations look like for pruning other—potentially highly complicated—sets
of transactions? Could such an implementation be identified that is guaranteed to find
all prunable transactions modifying, for example, a key/value store? Further work on
these and related questions could lead to selective transaction pruning becoming more
generally applicable.
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Sharing Pruned Blocks

What would happen if a blockchain network participant, perhaps in the process of re-
joining its network, was provided with a pruned chain of blocks? Through the use of
a hashing procedure similar to that presented in Section 4.2, the received blocks could
be decided to contain only valid remaining transactions. There would, however, be no
way for the receiver to know whether transactions it deems significant have been pruned,
meaning that it cannot be decided whether the state data structures derivable from the
received blocks are useful or not. This could perhaps be mitigated by having network par-
ticipants collectively agree on which states are significant, via state hashes or otherwise.
After applying pruned blocks, network participants could determine if the significant
states are unmodified. The feasibility of such an approach could be a topic for future
research.

Irrevocably Lost Transactions

Even though a blockchain network may continue to function if some transactions are
removed by all participants, it could be undesirable that information can be irrevocably
lost without any chance for it to be detected. A solution could include assigning differ-
ent portions of the past to special historian nodes. Another could be to make pruned
transactions have a random chance of becoming forever protected from pruning, which
could be tuned to make the event of permanent transaction loss unlikely.

Pruning Performance

In this paper, the only performance metric of concern has been that of disk space. It
could be expected, however, that the pruning algorithm presented in Section 3.3 may
use significant computer resources while being executed, such as primary memory or
processor time. As the algorithm requires the consideration of every transaction in ev-
ery considered block, it could be assumed to have something reminiscent of a linear
relationship between the number of considered transactions and processing time. The
implementation presented in Section 4.2 is able to execute while also participating in the
process of accepting new blocks and updating its current state. If the algorithm cannot
be modified to yield better than linear performance characteristics, then there might be
additional ways to avoid degrading the performance of more critical systems tasks, such
as the consensus process.
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6 Conclusions

It is shown in Sections 3 and 4 that selective transaction pruning is possible, theoretically
and practically. The anatomy of a general blockchain is presented, as well as descriptions
of how such maintains significant properties, a selective pruning algorithm, conditions for
selective transaction pruning to not affect significant state derivability, and methods for
predicting blockchain growth. A modified version of Hyperledger Fabric [17] is used to
demonstrate that a blockchain with transactions from an artificial supply chain scenario
could be reduced in size with 84.49% by pruning 92.88% of its transactions. It is our
conclusion that selective transaction pruning is a generally viable approach to limiting
blockchain growth while keeping transactions of interest, and that it could fruitfully be
applied in any context where the benefit of freeing up memory outweighs the gains of
having a complete blockchain.
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Syntactic Translation of Message Payloads Between

At Least Partially Equivalent Encodings

Emanuel Palm, Cristina Paniagua, Ulf Bodin, Olov Schelén

Abstract

Recent years have seen a surge of interest in using IoT systems for an increasingly di-
verse set of applications, with use cases ranging from medicine to mining. Due to the
disparate needs of these applications, vendors are adopting a growing number of mes-
saging protocols, encodings and semantics, which result in poor interoperability unless
systems are explicitly designed to work together. Key efforts, such as Industry 4.0, put
heavy emphasis on being able to compose arbitrary IoT systems to create emergent ap-
plications, which makes mitigating this barrier to interoperability a significant objective.
In this paper, we present a theoretical method for translating message payloads in transit
between endpoints, complementing previous work on protocol translation. The method
involves representing and analyzing encoding syntaxes with the aim of identifying the
concrete translations that can be performed without risk of syntactic data loss. While
the method does not facilitate translation between all possible encodings or semantics,
we believe that it could be extended to enable such translation.

1 Introduction

Improved IoT device interoperability has become an increasingly important ambition
during the last few decades, motivating research within both industry and academia.
For instance, the upcoming Industrial IoT (IIoT) paradigm, including efforts such as
Industry 4.0 [1], put heavy emphasis on making IoT devices work together to create
emergent applications [2] [3]. Factory plant owners are expected to be able to buy sensors,
actuators, vehicles and other machinery that can work together with little integration
effort. Consequently, finding a means to dynamically facilitate device interoperability
becomes a paramount objective. We contribute to this effort by presenting a theoretical
method for translating message payloads in transit between interacting endpoints, fitting
into systems such as the one depicted in Figure 1.

A significant ambition of this work is to provide message payload translation capabil-
ities to systems such as the Arrowhead Framework [4], a SOA-based IoT framework that
supports the creation of scalable cloud-based automation systems. This kind of frame-
work facilitates device service discovery and orchestration at runtime,without any need
for human intervention. A would-be Arrowhead translator service could be thought of
as an intermediary situated between two communicating systems, as is shown in Figure
1. As work has already been done on creating a multiprotocol translation system [5] for
Arrowhead, the translation method we describe in this paper could be thought of as a
complement to existing systems only supporting protocol translation.
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At the time of writing, the list of message encodings in common use includes XML
[6], ASN.1 [7], JSON [8], CBOR [9], Protocol Buffers [10] and many others. The length
of this list could be attributed to the diversification of connected computing devices
observed during the last few decades. As dimensions and costs of computers have been
decreasing, new paradigms—such as the Internet of Things (IoT), Big Data and Machine
Learning—have spurred the development of a growing variety of computing hardware,
ranging from low-power wearable gadgets to quantum computers. Even though the use
of many encodings may be important for optimizing the utility of these devices, it may
become a stumbling block when the need to interoperate arises.

Translation System

System A System B
HTTP

JSON

MQTT

CBOR

Translator
Service

Payload
Translation

Protocol
Translation

Figure 1: A conceptual translation system producing a transient service for protocol
and payload translation at runtime, which allows two otherwise incompatible systems to
communicate.

Previous interoperability efforts of relevance include (1) protocol translation [5, 11, 12],
(2) encoding libraries supporting multiple concrete encodings [13, 14, 15] and (3) onto-
logical translation [16, 17, 18]). For instance, Derhamy et al. present a multiprotocol
translator useful within the Arrowhead IoT framework in [5]. Other protocol-related so-
lutions include translation agents, protocol gateways [19] and adapters [20]. These efforts
are not, however, concerned with message payloads, only with message protocols. Ad-
ditionally, while there are several software libraries that can translate message payloads
between encodings, none of these formally prove their translations to be lossless, which
is an important focus of this work. Libraries of this kind include Jackson [14], Serde [13],
Json.NET [15] and many others. Finally, ontological translation is concerned exclusively
with message encodings describing effective arrays of triples, while our model can work
with any kind of encoding.

In this paper, we present a theoretical method for translating encoding syntaxes. The
method is useful for formulating intersection encodings that allow for encoded messages
to be translated between multiple encodings with intersecting syntaxes without risk of
syntactic information loss. In particular, the method is described in terms of representa-
tions and validation functions, differing from traditional encoding specifications in that
they are concerned with abstract structures and elements instead of strings of bits.
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2 Problem Description

The purpose of this work is to provide a rigorous approach to reasoning about and pre-
venting information loss during syntactic encoding-to-encoding translation. However,
before presenting such an approach, we first provide our definitions of encoding, transla-
tion and lossless translation and describe when a translation is not lossless.

2.1 Message Encodings

We define encoding as a set of rules followed to convert interpreted messages to and from
binary strings. To convert such a message into a string, or to encode it, one is required to
(1) construct a syntax tree representing the original message, (2) convert the syntax tree
into a string of lexemes, and then, finally, (3) turn the lexemes into a binary string.1 The
result can then be decoded back into the original message by following the same steps in
reverse order as depicted in Figure 2.
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Figure 2: Interpretational levels of a JSON message. At the syntactic level, the types
and values of the individual parts of the message can be identified, but their context is
unknown.

2.2 Message Translation

Message translation is the process of transforming one encoded message into another
with a different encoding, preserving some level of meaning associated with the original
message. A translator could be described as a function accepting a string ca adhering to
encoding a and returning either string cb encoded with b or an error ε, such as

fa,b : ca 7→ {cb, ε} (1)

1We use the term syntax tree exclusively for referring to abstract syntax trees. Concrete syntax trees,
or parse trees, are not strictly necessary for either encoding or decoding; hence we do not consider them
here.
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A translator fa,b can operate at any of the levels depicted in Figure 2, each providing
different knowledge about the string being translated. A syntactic translator fΣa,b knows
only of a syntax tree Va constructed from its input string ca, as well as the specifications
of its source and target encodings a and b. Facts not recorded in Va, such as knowledge
of certain structures being equivalent, canceling each other out or having insignificant
ordering, cannot be acted upon. Specifically, fΣa,b converts Va it constructed from ca into
an equivalent form Vb in the syntax of the target encoding b, and then encodes Vb into
string cb as shown in Figure 3.

ConvertDecode Encode

ca Va Vb cb

Figure 3: Syntactic translation is the process of decoding a string, converting its syntax
tree, and encoding the converted tree.

In the rest of this paper, we assume that syntactic translation from string ca to string
cb can be performed if a syntax tree Va can be converted into another tree Vb expressed
with the syntax of the desired target encoding. As we are only concerned with syntactic
translation, none of the other kinds are given any further treatment.

2.3 Syntactically Lossless Message Translation

For translation from syntax tree Va into syntax tree Vb to be considered syntactically
lossless, Va and Vb must express the same structural information. This requirement
means that if Va holds an array of three integers, then Vb must also contain an array of
the same three integers, even though Va and Vb being formulated with different encoding
type systems. Specifically, a syntactic translation from Va to Vb using fΣa,b is syntactically
lossless only if there exists a translator fΣb,a such that

fΣb,a(fΣa,b(Va)) = Va (2)

In other words, if the original syntax tree can be recovered from the translated tree,
all original data exist in the translated tree, and translation is lossless.

Note that syntax trees rather than strings are being compared. The input ca and
output c′a of a lossless translation could differ even if their syntax trees are identical.
Many encodings allow for the same syntactic structures to be encoded in multiple ways,
such as numbers being allowed to have multiple bases (decimal, hexadecimal, etc.) or text
strings being allowed to have particular characters escaped in several ways. Comparisons
must be considered as being made between abstract objects, such as numbers, lists or
texts, rather than concrete binary strings.
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2.4 Syntactically Lossy Message Translation

What would cause a translation to be syntactically lossy? An encoding could be thought
of a set of data structures useful for expressing arbitrary messages. When translating
between two encodings, a translator is required to express the data of the original message
using the data structures of the target encoding. During translation, information may
be omitted or changed, so that the original message can no longer be reconstructed.
Consider the example in Figure 4, in which a binary string is converted from XML to
JSON and back.

JSON XMLXML

Figure 4: XML [6] string translated to JSON [8] and back to XML, resulting in syntactic
information loss.

The XML messages in Figure 4 are syntactically different and, therefore, do not
satisfy the lossless property defined in Section 2.3. The first message uses attributes,
while the second uses child nodes. Additionally, the second message no longer has the
original name of its root element. XML provides no type equivalent to a JSON object,
which in this case resulted in lossy syntax transformations. A lossless translation between
XML and JSON would have required a rigorous syntax transformation scheme, or syntax
simulation, described further in Section 4.

3 Representation, Validation and Migration

Having established the notion of a syntactic encoding-to-encoding translation, we now
proceed to define syntax trees, syntaxes and intersection syntaxes and discuss how the
latter can guarantee lossless translation. In particular, we are interested in the repre-
sentations of these entities and in knowing when a given representation is valid. Our
definitions are presented using common constructs of first-order logic.2

2See [21] for an introduction. Note that we allow for any lowercase letter to denote a variable, use one
capital letter to denote a set or another collection, use P (x) to denote a predicate P with a single term
x, use P (x, y) to denote a predicate with two terms x and y, use ∧ instead of & to signify conjunction
(AND), use ⊕ as exclusive disjunction (XOR) connective, use ∃! as the uniqueness quantifier and, finally,
consider the implication θ → ψ to be equivalent to ψ ⇐= θ.
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3.1 Syntax Trees

We consider a syntax tree to be a directed acyclic graph constructed from nodes. Given
a syntax type name t and a syntax value x, we define a node V as a tuple:

V = 〈t : x〉 (3)

The type name t is a reference to a certain syntax type definition Ti that describes the
set of objects that are allowed to occupy the syntax value x ∈ X. There are two varieties
of syntax values: sequences and elements. If a syntax value is a sequence of child nodes,
its node is considered a Branch, while if it is an element, its node is considered a Leaf.

Branch Nodes

A Branch node V holds a type name t and a sequence of child nodes S ∈ S, as follows:

V = 〈t : S = [V0, V1, ..., V|S|]〉 (4)

S is the set of all possible child node sequences, while |S| is the number of child nodes
in S. Above, t names a syntax type definition Ti that identifies a relevant subset of
S ⊂ X. Various data structures serving to group values together, such as arrays, tuples,
sets, dictionaries, classes, etc., are suitably represented by Branches. We consider all
sequences to be fundamentally ordered and view the property of being unordered as
superimposed at the level of semantics.

Leaf Nodes

Every Leaf node V contains a type name t and an element e ∈ E as follows:

V = 〈t : e〉 (5)

E is the set of all objects not considered to be collections of other objects. Above, t
names a syntax type definition Ti that identifies a relevant subset of E ⊂ X. Such a subset
could include all numbers within a specific range or all strings of bytes conforming to a
certain text encoding. What concrete members E contains is subject to interpretation,
but useful definitions could include null, true, false, all other enumerators, all
numbers and all binary strings.

Example

The syntactic level of the JSON [8] object in Figure 2 could be written with our tuple
notation as

〈Object: [

〈Pair: [〈String: ”name”〉, 〈String: ”Alice”〉]〉,
〈Pair: [〈String: ”age”〉, 〈Number: 37〉]〉 ]〉

(6)



3. Representation, Validation and Migration 107

The message is also shown in Figure 5 that makes the difference between Branch
and Leaf nodes more apparent.

name
String

Alice
String

age
String

37
Num.

B
ra
n
ch
e
s

Pair

Le
a
fs

Pair

Object

Figure 5: The Branches and Leaves of a JSON [8] syntax tree. Branches refer to
other nodes while Leaves hold elements.

3.2 Syntaxes

For a syntax tree to be valid, it must conform to the structure imposed by an encoding
syntax. Such validity is typically guaranteed during source string decoding via a set of
parse rules that effectively limit the set of acceptable lexemes to only those resulting
in valid tree nodes. However, syntactic translation entails converting a syntax tree into
another such tree, and the new tree may not be guaranteed to be valid. This possibility
necessitates the formulation of rules able to verify syntax trees directly. Consequently,
we define a syntax Σj as a collection of such rules, here named syntax type definitions
T = {T0, T1, ..., T|T |}, and a root set R as follows:

Σj = 〈T,R〉 (7)

Each syntax type definition Ti ∈ T describes one type of syntax tree node permitted
by one particular encoding, while the root set R identifies the types of nodes that are
allowed to be at the root of a complete syntax tree.

Syntax Type Definitions

A syntax-type definition Ti ∈ T is a predicate, accepting a syntax tree node V as its
only term. Ti must not be satisfied unless the type name t ∈ V equals a type name ti
associated only with Ti. Consequently, every Ti must be defined in general as

Ti(V ) ⇐= (V = 〈t : x〉)︸ ︷︷ ︸
1

∧ (t = ti)︸ ︷︷ ︸
2

∧ p(x)︸︷︷︸
3

(8)

Ti(V ) is satisfied only if three conditions are fulfilled: (1) the tested term is a syntax
value V = 〈t : x〉, (2) the syntax-type name t ∈ V is equal to ti, which is the name of
Ti, and (3) an arbitrary function p(x) yields true when provided with the syntax value
x ∈ V . To make syntax-type definitions less verbose, the following form is also used:
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Ti(〈t : x〉) ⇐= (t = ti) ∧ p(x) (9)

For instance, the syntax-type definition for a Boolean Leaf type could be specified
as follows:

Boolean(〈t : e〉) ⇐= (t = Boolean) ∧ (e ∈ {1, 0}) (10)

The syntax node V = 〈Boolean : 1〉 would satisfy the Boolean(V ) predicate, while
the nodes 〈Boolean : true〉 and 〈Binary : 0〉 would not.

Syntax Tree Validation

We are now able to represent a syntax as a tuple Σj = 〈T,R〉 and are able to determine
if any individual syntax tree node is valid. To determine if the entire syntax tree is valid,
however, we must examine both the validity of its root node and whether its syntax type
is allowed at the root of the tree. For this reason, we define the predicate V alidΣj

(V,Σj),
satisfied as follows:

V alidΣj
(V,Σj) ⇐= (V = 〈t : x〉)︸ ︷︷ ︸

1

∧ (Σj = 〈T,R〉)︸ ︷︷ ︸
2

∧ (t ∈ R)︸ ︷︷ ︸
3

∧ (∃!Ti ∈ T )(Ti(V ))︸ ︷︷ ︸
4

(11)

In other words, if (1) V is a syntax tree node, (2) Σj is a syntax, (3) the syntax type
name t ∈ V exists in the syntax root set R, and (4) there exists exactly one syntax type
definition Ti ∈ T ∈ Σj satisfied by V , then V describes a valid syntax tree according to
Σj.

Example

We have now provided a sufficient number of definitions to formulate a complete syntax.
An example of a naive syntax is given for the JSON [8] encoding in Table 1. A sample
JSON syntax tree has already been presented in Equation 6.

3.3 Intersection Syntaxes and Syntax Tree Migration

When comparing any two syntaxes, one may discover that some of their types are similar.
Both may define syntax types for numbers, text strings, arrays, maps, etc. Deciding on a
list of associations between the types of encoding syntaxes, one might be able to identify
syntax trees that would be considered valid by either syntax, i.e., the type name of every
node in a tree could be replaced with the name of its corresponding type. We regard
such a set of syntaxes with explicit type associations as an intersection syntax and refer
to the process of changing the type names of a syntax tree as syntax migration.
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If C = {C0, C1, ..., C|Σ|} is a set of syntax type intersections and Σ = {Σ0,Σ1, ...,Σ|Σ|}
is a set of concrete syntaxes, we formally define an intersection syntax Σ̂ as follows:

Σ̂ = 〈C,Σ〉 (12)

Table 1: Naive JSON syntax.

Syntax Type Definitions (T )

Branches
Object(〈t : S〉) ⇐= (t = Object) ∧ (∀Vi ∈ S)(Pair(Vi))
Pair(〈t : S〉) ⇐= (t = Pair) ∧ (S = [V0, V1]) ∧ String(V0) ∧ v(V1)
Array(〈t : S〉) ⇐= (t = Array) ∧ (∀Vi ∈ S)(v(Vi))

Leafs
Number(〈t : e〉)⇐= (t = Number) ∧ (e ∈ F ∧ e 6∈ {+∞,−∞,NaN})
String(〈t : e〉) ⇐= (t = String) ∧ (e ∈ UTF-8)
True(〈t : e〉) ⇐= (t = True) ∧ (e = true)
False(〈t : e〉) ⇐= (t = False) ∧ (e = false)
Null(〈t : e〉) ⇐= (t = Null) ∧ (e = null)

Auxiliary Function
v(V ) = Object(V )⊕ Array(V )⊕Number(V ) ⊕

String(V )⊕ True(V )⊕ False(V )⊕Null(V )

Root Set (R)
{Object, Array}

F is the set of all IEEE 754-2008 [22] binary64 floating-point numbers, while UTF-8 is the set of all
UTF-8 compliant byte strings. Note that u(V ) does not mention Pair since nodes of that type may
only occur inside Objects.

Syntax Type Intersections

Each Ci = {T0, T1, ..., T|Σ|} is a set of associated syntax type definitions, where exactly one
Tk is taken from each associated syntax Σj ∈ Σ.3 We refer to every such association Ci as
a syntax type intersection and consider each an effective syntax-type definition, describing
the intersection of the sets of syntax values every Tk ∈ Ci deems valid. Consequently,
each Ci can be used to validate a syntax node V as follows:

V alidCi
(V,Ci) ⇐= (V = 〈t : x〉)︸ ︷︷ ︸

1

∧ (∃!Tk ∈ Ci)(t = tk)︸ ︷︷ ︸
2

∧ (∀Tk ∈ Ci)(Tk(〈tk, x〉))︸ ︷︷ ︸
3

(13)

3We do not provide any algorithmic means of determining correct or optimal sets of Ci in this paper,
even though it could be a relevant topic for future research.
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V alidCi
(V,Ci) is satisfied by three conditions: (1) the tested term is a syntax value

V = 〈t : x〉, (2) the syntax type name t ∈ V is identical to the name of exactly one
associated type definition Tk ∈ Ci, and (3) x ∈ V together with the type name tk of
each Tk ∈ Ci satisfies every associated predicate Tk(V ). In other words, if a syntax
node V names one syntax-type definition in Ci and satisfies all such predicates in Ci,
V alidCi

(V,Ci) is also satisfied.

Syntax Tree Validation

Ensuring that the entire syntax tree V is valid according to a certain intersection syntax
Σ̂ requires both that every syntax tree node be valid as asserted by V alidCi

(V,Ci) and
that the root node of that tree be valid in every concrete syntax Σj ∈ Σ ∈ Σ̂, as follows:

V alidΣ̂(V, Σ̂) ⇐=

1︷ ︸︸ ︷
(Σ̂ = 〈C,Σ〉) ∧

(∃!Ci ∈ C)(V alidRoot(Ci,Σ) ∧ V alidCi
(V,Ci))︸ ︷︷ ︸

2

V alidRoot(Ci,Σ) ⇐= (∀Tk ∈ Ci)((∃!〈T,R〉 ∈ Σ)(tk ∈ R))

(14)

In other words, if (1) Σ̂ is an intersection syntax 〈C,Σ〉 and (2) there exists exactly
one syntax-type intersection Ci ∈ C where (a) every concrete type definition Tk ∈ Ci

is a valid root type and (b) V alidCi
(V,Ci) is satisfied, then V describes a valid syntax

tree according to Σ̂. If an intersection syntax is able to successfully validate at least one
syntax tree V , we refer to its encodings as being at least partially equivalent.

Syntax Migration

In Section 2.2, we claimed that if a syntax tree could be converted into another such with
another encoding syntax, syntactic translation could be performed. We have just defined
V alidΣ̂ that can be used to determine if a syntax tree would be considered valid by a
different syntax if only its type names were changed, or migrated, to those of a related
syntax. This definition means that if an intersection syntax Σ̂ can be formulated and a
syntax tree V satisfies V alidΣ̂, V can be translated to any other encoding in Σ̂.

More formally, given two syntaxes {Σa,Σb} ⊂ Σ ∈ Σ̂ and a syntax tree Va of Σa

satisfying V alidΣ̂(Va, Σ̂), syntax migration is the process of replacing every type name t
of every node in Va with its corresponding type of Σb, resulting in Vb. The correspondence
between types in Σa and Σb is established by the syntax-type intersections C ∈ Σ̂.
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Example

We have again reached the point where we can formulate a concrete example based on
the presented theory. As an intersection syntax requires at least two concrete syntaxes,
we provide a naive CBOR [9] subset (CBORS). CBOR is used due to being similar to
JSON.4 Disregarding the names of CBOR’s and JSON’s syntax types, they differ only in
JSON requiring the first Pair element to be a String, in not being able to express the
same numbers, and in only CBOR having a dedicated type for arbitrary byte strings.
Table 2 outlines the CBORS syntax, while Table 3 shows a JSON/CBORS intersection
syntax.

Table 2: Naive CBOR Subset (CBORS) syntax.

Syntax Type Definitions (T )

Branches
Map(〈t : S〉) ⇐= (t = Map) ∧ (∀Vi ∈ S)(Pair(Vi))
Pair(〈t : S〉) ⇐= (t = Pair) ∧ (S = [V0, V1]) ∧ d(V0) ∧ d(V1)
Array(〈t : S〉) ⇐= (t = Array) ∧ (∀Vi ∈ S)(d(Vi))

Leafs
Integer(〈t : e〉) ⇐= (t = Integer) ∧ (e ∈ Z ∧ −264 < e < 264)
ByteString(〈t : e〉)⇐= (t = ByteString) ∧ (e ∈ STRING)
TextString(〈t : e〉) ⇐= (t = TextString) ∧ (e ∈ UTF-8)
True(〈t : e〉) ⇐= (t = True) ∧ (e = true)
False(〈t : e〉) ⇐= (t = False) ∧ (e = false)
Null(〈t : e〉) ⇐= (t = Null) ∧ (e = null)

Auxiliary Function
d(V ) = Map(V )⊕ Array(V )⊕ Integer(V )⊕ByteString(V ) ⊕

TextString(V )⊕ True(V )⊕ False(V )⊕Null(V )

Root Set (R)
{Map, Array, Integer, ByteString, TextString, True, False, Null}

STRING is the set of all possible byte strings. Note that d(V ) does not mention Pair since nodes of
that type may only occur inside Maps.

Consider the JSON syntax tree in Equation 6. Assuming that we desire to convert
this syntax tree to CBORS, we first ensure that it is valid according to our intersection
syntax Σ̂ by testing if it satisfies V alidΣ̂(V, Σ̂). After ensuring this, we proceed to migrate
it to the desired syntax, resulting in

4This is no coincidence, as CBOR was designed to be able to encode everything expressible with
JSON. For illustrative purposes, however, we do not include enough of the CBOR specification for this
to be true here.
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Table 3: JSON/CBORS intersection syntax.

Syntax Type Intersections (C)

ΣJSON ΣCBORS

Object ↔ Map
Pair ↔ Pair
Array ↔ Array
Number ↔ Integer

6↔ ByteString
String ↔ TextString
True ↔ True
False ↔ False
Null ↔ Null

Associated Syntaxes (Σ)
{ΣJSON,ΣCBOR}

↔ denotes syntax type correspondence, while 6↔ signifies a syntax type not having a corresponding
type.

〈Map: [

〈Pair: [〈TextString: ”name”〉, 〈TextString: ”Alice”〉]〉,
〈Pair: [〈TextString: ”age”〉, 〈Integer: 37〉]〉 ]〉

(15)

A JSON syntax tree V not satisfying V alidΣ̂(V, Σ̂) would have to refer to a number
that is not an integer in the range (−264, 264). If we, on the other hand, were translating
from CBORS to JSON, an unsatisfactory CBORS syntax tree V would have to use a
Pair with a node that is not a TextString as the first element, an integer not expressible
as a binary 64-bit IEEE float [22], or contain any ByteString.

4 Conclusions and Directions for Future Work

The problem of heterogeneous system interoperability has received significant attention
in recent years. However, while efforts have made to translate message protocols, the
problem of rigorous message payload translation has been largely ignored. In this paper,
we presented a theoretical method for message payload translation that facilitates pre-
venting information loss during syntactic encoding-to-encoding translation. The method
is described in terms of representations, validation, intersections and migration of syntax
trees.
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The formalism of representation is a key aspect of the proposed method. If there
is any ambiguity, the result may be erroneous. Therefore, the method needs to be
used correctly and rigorously. Despite possible disadvantages, we believe that a method
of defining various encodings strictly is necessary for being able to correctly translate
message payloads between heterogeneous systems.

As the interpretation of a given encoding specification may leave room for ambiguity,
multiple incompatible syntaxes could be formulated for that encoding. To prevent such a
case, vendors and developers would be responsible for the implementation and provision
of syntaxes, avoiding the mismatch between the used encoding and syntax.

Future work includes the extension and refinement of the method, which involves
investigating various aspects of syntax simulation and translator implementation.

The syntactic translation solution we presented in this paper only allows for conver-
sions between encodings with intersecting syntaxes. To be able to translate any syntax
tree to any other encoding, there must be a way to simulate syntactic structures that
cannot be expressed in the native type system of the target encoding. Such simulation
would require one to reason about the types of simulated data structures the receiver of
a translated message would be able to interpret correctly, i.e., the activity of simulation
could be regarded as constructing new encodings out of existing encodings.

Lastly, we believe that the implementation and evaluation of a multiencoding trans-
lator using our translation method would be a significant complement to this work.
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Abstract

Many use cases coming out of initiatives such as Industry 4.0 and Ubiquitous Computing
require that systems be able to cooperate by negotiating about and agreeing on the
exchange of arbitrary values. While solutions able to facilitate such negotiation exist,
they tend to either be domain-specific or lack mechanisms for non-repudiation, which
make them unfit for the heterogeneity and scale of many compelling applications. In
this paper, we present the Exchange Network, a general-purpose and implementation-
independent architecture for digital negotiation and non-repudiable exchanges of tokens,
which are symbolic representations of arbitrary values. We consider the implications
of implementing the architecture in three different ways, using a common database, a
blockchain, and our own Signature Chain data structure, which we also describe. We
demonstrate the feasibility of the architecture by outlining our own implementation of it
and also describe a supply-chain scenario inspired by one transportation process at Volvo
Trucks.

1 Introduction

With the realization of trends such as Industry 4.0 [1] and Ubiquitous Computing [2],
more computing devices are becoming interconnected than ever before. While the coming
wave of smart machines may be able to facilitate a plethora of compelling use cases, we
believe many of them will be economic in nature. Whether in smart manufacturing, value-
chain integration, or product life-cycle analysis [1], goods, services, data, money, or other
assets may have to change owners for a given use case to become viable. Every change
of ownership is always preceded by some form of negotiation, whether it be accepting
a delivery or bartering about a price, and the exchange may have to yield a receipt or
other proof. While these negotiations could be handled by humans talking or writing to
each other, as we assume to be typical nowadays, a digitized solution results in machines
being able to monitor, assist or even participate in the negotiation process.
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Systems facilitating negotiation and exchange do exist, with applications such as
securities trading [3], resource access [4], and e-procurement [5]. However, these solutions
make many assumptions about who is in control of the system, who must be trusted,
and what can be negotiated about, which make them unfit for use cases outside of
their intended application domains. Other recent efforts build on blockchains or other
distributed ledgers to guarantee non-repudiation. However, most of these seem to either
assume that a domain-specific negotiation protocol is enough [6] or require that code
contracts be written for every automatable use case [7] [8] [9].

In this paper, we present the Exchange Network (EN), a general-purpose and imple-
mentation-independent architecture for the negotiation and exchange of token owner-
ships, facilitating a form of marketplace where both humans and computers can (1)
negotiate, (2) exchange arbitrary assets or other commitments, and (3) prove that past
exchanges have taken place. We show how different ways of implementing the architec-
ture, which is defined in terms of abstract components and messages only, have diverging
implications on governance, privacy, the credibility of proofs and system scalability. In
particular, we briefly present an implementation example based on the Signature Chain
data structure, a type of distributed ledger that facilitates privacy by not requiring peers
to share records of their interactions with others. Furthermore, we compare the imple-
mentation to two other possibilities: one based on a common database and the other
based on a permissioned blockchain system [10]. We also describe how an EN can fa-
cilitate a simple supply-chain use case in which a transport operations unit coordinates
transports with a carrier.

A primary objective of our research efforts is to identify an unobtrusive architec-
ture for digital cooperation. We assume that this architecture provides constructs with
strong and well-understood analogies in real-world practices, which also do not diverge
behaviorally from their real-world counterparts in significant ways. Cooperations can
be transient or perpetual, remain unchanged for long periods of time or be renegotiated
frequently, have strict privacy requirements or be carried out in public. Additionally,
cooperation takes place in settings where different means of adjudication are available,
making it relevant to ensure that the applied system is compatible with whatever means
of litigation, arbitration, or peer judgement is available. To realize an architecture able to
represent such characteristics, we chose ownership as the major construct and negotiation
as the means of changing ownerships and then explore how that decision might affect the
properties of any would-be implementations. Rather than building on an existing negoti-
ation protocol, such as FIPA00037 [11], in which parties agree about actions to perform,
we decided to design our protocol own around the concept of owned tokens, which are
symbolic representations of arbitrary values. As we assume it is generally desirable to
prove who owns what tokens, e.g., in courts of law, we also consider how different types
of architecture implementations affect that ability.
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2 The Exchange Network

An EN is either a monolithic or distributed application that facilitates a digital market-
place where well-known types of assets can be negotiated about, exchanged, and proven
to have been part of past exchanges. Concretely, an EN facilitates coordinated changes
to the owners of tokens, which could be thought of as symbolizing certain rights or obliga-
tions, such as the right of ownership, the obligation to render a service, or the obligation
to pay. The architecture facilitates this process through four components, shown in
Figure 1.

Negotiation Service User Registry Exchange Ledger Definition Bank

Allows users to 
negotiate about and 
accept exchanges.

Records all users that 
can be, or have been, 
negotiated with.

Records all past 
agreements, with 
any related proofs.

Records definitions 
for all types of ex-
changeable tokens.

Network Members

Figure 1: Exchange Network components. Arrows denote usage.

Before presenting each of these components in turn, we would like to stress that we
make no assumptions about how they store data or coordinate user interactions, as long
as data can be accessed and users can interact. The components fulfill abstract functions
that can be realized in multiple ways. Later in Section 4, we consider three ways of
implementing the components and describe how each way has its own implications on
governance and data distribution, as outlined in Figure 2, as well as interaction proofs
and performance.

- Centralized Control
- Centralized Data

- Consortium Control
- Replicated Data

- Distributed Control
- Distributed Data

Common Database Permissioned Blockchain Signature Chains

Figure 2: The three considered ways to implement ENs. Note that replication and
distribution of data are different in that the former requires each consortium member
to own a more or less complete copy of all data, while the latter implies that data are
shared only as needed. These implementations are further described in Section 4.



122 Paper C

2.1 Negotiation Service

The first component we consider is the Negotiation Service (NS), which allows the users
of an EN to propose, accept and reject exchanges. It relays proposals between pairs
of negotiating users, which take turns trying to formulate a proposal that both deem
acceptable.1 If such an acceptable proposal can be identified by those users, the NS
submits it to the Exchange Ledger (EL) component, which makes sure it can be proven
to have taken place to any relevant third party, such as courts of law, insurance agencies,
lenders, partners, and so on.

We describe the negotiation procedure in terms of three phases: (1) qualification, (2)
acceptance and (3) finalization, which are depicted as a naive state machine in Figure 3.

ACCEPTED
REJECTED

OR ERROR

«state»
Qualification

QUALIFIED

Firstly, the parties take turn in 
trying to formulate a qualified 
proposal.

UNQUALIFIED

OR ERROR

«state»
Acceptance

«state»
Finalization

FINALIZED
ERROR

The party first at creating such 
a proposal sends it to the  
counter-party, which may 
accept or reject it.

If accepted, the proposal is 
sent to the Exchange Ledger.

Figure 3: A state machine showing how two negotiating users could progress from an
initial proposal to an accepted and finalized one. A negotiation can be terminated at any
time by either participant. Additionally, any number of negotiations can be ongoing at
the same time between every pair of users.

Qualification

When a user has found another user that may provide one or more goods, services,
or other assets of interest, the first objective is to find a qualified proposal believed to
be acceptable to both. A qualified proposal is one that leaves no room for ambiguity
regarding who would own what, should the proposal be accepted. The proposal is found
by having the negotiating users take turn trying to formulate it. If not enough information
is available for a candidate proposal to be qualified, an unqualified proposal may be used
instead. Unqualified proposals may refer to abstract types of assets, include alternatives,
or identify undesired assets. To facilitate the communication required to send these
proposals, the NS provides the data types in Figure 4.

1We limit ourselves to negotiations between only two users to avoid making the procedure too com-
plicated. While negotiations with more users may be quite relevant to many scenarios, we leave the
topic for future research.
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proposer: ID
wants: Expression
gives: Expression

Proposal
«message»

id: ID?
type: ID
data: Any?

Token
«record»

Expression
«tagged union»

nil | Token | And | Or | Not

item: Expression
Not

«record»

items: Expression[]
Or

«record»

items: Expression[]
And

«record»

A description of what a 
sending proposer wants 
and offers to give in return 
to the proposal receiver.

A placeholder for nil, 
representing nothing, or 
any of the below four types.

Identifies either one specific 
asset or a general type of 
asset, depending on 
whether an id is stated or 
not. May also include 
additional data about the 
asset in question.

Logical expressions, used to 
indicate that some included 
expression or expressions 
are to be regarded as a 
conjuction, inclusive 
disjunction or negation of 
what is wanted or given in a 
proposal of relevance. 
These could, for example, 
be used to indicate that 
some asset is not wanted, 
or that multiple such are 
offered.

receiver: ID

Figure 4: The Proposal message and associated data types. ID represents an arbitrary
identifier type, question marks (?) are used for optional values, while brackets ([]) are
used to denote array types. Note that the types and fields represent a minimally viable
set of proposals, not all useful such.

The possibility of using the And, Or and Not types, shown in Figure 4, allows users
to formulate proposals analogous to those humans make while negotiating. Consider the
example in Figure 5.

proposer: "A"
wants:

gives:

Proposal

Not

And

type: "screw-bhcs"
Token

type: "screw-bh"
Token

data: {amount: 500, size:"s"}

type: "euro"
Token

A

receiver: "B"

Figure 5: An example of a unqualified proposal.
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The example could be thought of as a digital version of the human request “Can I
have a package of 500 small button head screws? Make sure it is not the cap screw kind.
I can pay in Euro.” A possible answer to this request is depicted in Figure 6, which could
be transliterated as “I could give you this package of 600 button head machine screws for
€4.50.”

proposer: "B"
wants:

gives:

Proposal

type: "screw-bhms"

Token

data: {amount: 600, size:"s"}

type: "euro"
Token

data: {amount: 4.50}

id: BHMS00219-101321

B

receiver: "A"

Figure 6: Another unqualified proposal is sent as a reply to that in Figure 5.

Let us assume that the first user deems the counter-offer acceptable, carries only a
5 Euro bill, but does not mind giving away the change. That proposal is depicted in
Figure 7 and is the first example to be qualified. Because it refers only to tokens with id
fields and uses no Or or Not expressions, it is clear who would own what if the proposal
would be accepted.

proposer: "A"
wants:

gives:

Proposal

type: "screw-bhms"

Token

data: {amount: 600, size:"s"}

type: "euro"

Token

data: {amount: 5.00}

id: BHMS00219-101321

id: EUR-ESSESESS-RX3154002

A

receiver: "B"

Figure 7: A qualified proposal intended as a reply to the proposal in Figure 6.
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Technically, a proposal is qualified if and only if it satisfies the IsProposalQualified
function outlined in Listing C.1.

IsProposalQualified(function
IsExpressionQualifiedreturn

and IsExpressionQualified

IsTokenQualified(function
token.idreturn nil

IsExpressionQualified(function
expressionif

return IsTokenQualified
is Token

expressionelse if is :

else
return
:

false

foreach item in expression.items
IsExpressionQualifiedif

return
not

false
return true

proposal):
)proposal.wants
)proposal.gives

expression):
:

And
:

expression)

item):

≠
token):

(
(

(

(

Listing C.1: Functions for determining if a Proposal is qualified. A qualified proposal
must contain only Token and And instances, and each Token must have an id. See
figure 4 for type definitions.

Before we continue, we would like to stop and highlight how the proposed system
of token expressions makes it possible to formulate logically impossible, or unsatisfiable,
unqualified proposals, such as “I want wrench B103, but I do not want wrench B103.”
Systems dealing with arbitrary proposals may find it relevant to be able to detect un-
satisfiable proposals using an SAT solver [12] or otherwise. Qualified proposals should,
however, not be subject to this problem. Formulating unsatisfiable proposals requires one
asset to be both wanted/given and not wanted/given at the same time, while qualified
proposals do not allow the use of Not expressions.

Acceptance

As soon as one user formulates a qualified proposal, the objective becomes to determine
if the counter-party also deems that proposal acceptable. While it may seem rather
straightforward, it could require extra steps, depending on the NS implementation. Steps
include providing signatures or first submitting the proposal to a special verifier service.
After having sent a qualified proposal, the counter-party must either reject it by sending
a new counter-proposal or accept it using the message in Figure 8.

proposal: Proposal
Acceptance

«message» Records of this type could 
hold other data relevant to 
the acceptance of their 
proposals.

Figure 8: Message used to accept a received qualified proposal. The proposal is rejected
by sending a new counter-proposal or terminating the negotiation.
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Another way to signal disinterest could be terminating the negotiation. If a counter-
proposal is sent or received, the negotiation returns to the Qualification phase.

Finalization

When a qualified proposal has been formulated and accepted, it is submitted by the NS
to the Exchange Ledger. The users are notified when it is known whether submission
succeeded or failed, after which the negotiation returns to the Qualification phase. If
there is more to negotiate about, negotiation continues. In any other case, the users are
free to terminate the negotiation session.

2.2 User Registry

The second logical component, the User Registry (UR), is tasked with knowing (1) the
internal identity and (2) the external identities of each EN user. If may provide individual
users access to some or all of that information.

Internal Identity

The internal identity allows the EN to refer to a given user, which is what fundamentally
enables the network to express that a particular asset belongs to a certain user. What
type of internal identifiers are used will depend on the implementation the UR. If both
the UR and the Exchange Ledger are hosted by a trusted authority, common integers
would likely suffice. In the blockchain and Signature Chains examples in Section 4, public
keys [13] would have to be used.

External Identity

External identities, on the other hand, allow users to recognize other users outside the
bounds of the EN. To determine where a user is physically located, it may be required to
know where to deliver an exchanged good or to whom to render a service. Other details
of relevance could be company identifiers, tax numbers, or contact details, which could
become relevant in the case of a dispute, to assess user trustworthiness, or to contact a
user using a different platform. How external identities are verified or whether multiple
such identities are allowed per user depends on the UR implementation.
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2.3 Exchange Ledger

The third logical component, the Exchange Ledger (EL), allows each user to (1) deter-
mine if proposed or already finalized ownership exchanges are sound and (2) prove that
past ownership exchanges have taken place. While an EL could perhaps fulfill these
responsibilities in multiple ways, we conceptualize it as doing so by maintaining and
granting access to a history of Exchanges, as shown in Figure 9.

acceptance: Acceptance
Exchange

«record»
The record could hold other 
data not available until 
acceptance finalization, 
such as a timestamp or the 
outcome of a vote.

Figure 9: Records an accepted and finalized ownership exchange. We also refer to these
records as agreements.

Exchange Soundness

In particular, for a given ownership exchange to be sound, it must be known whether

1. the identities of the exchanging parties can be trusted,

2. the proposer owns the given tokens, unless created,

3. the acceptor owns the wanted tokens, unless created, and

4. the exchanged tokens are well-defined, and their regulations conformed to, as de-
scribed in Section 2.4.

While we are leaving room for an EL to reject unsound exchanges as part of nego-
tiation finalization, as described in Section 2.1, it may or may not guarantee that all
soundness properties are satisfied for each finalized exchange. It might, for example, be
difficult to make guarantees about external regulations being adhered to, as explained
later in Section 2.4. Users should always validate proposals of concern by themselves to
limit the room for mistakes or other errors.

Exchange Proof

Courts of law, insurance agencies, partners, and other parties may be interested in see-
ing proof that particular ownership exchanges have taken place. How these proofs are
facilitated by a particular EL depends on its implementation. The architecture makes no
other assumption than that there is some way to present such proofs. We consider how
these proofs could be facilitated in Section 4.
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2.4 Definition Bank

The fourth and last logical component is the Definition Bank (DB). Its main task is to
define the implications of owning or creating each type of token, especially in terms of
what may be done with the token and the asset it represents. The DB component could
be seen as a dictionary, allowing EN users to look up Definitions, as outlined in Figure
10, by their names, hashes, or other identifiers.

tests: Test[]
Type

«record»

terms: Term[]

Contract
«record»

types: Type[]
parent: Contract?

Two sets of references to  
internal and external 
regulations, which we 
refer to as tests and 
terms, respectively.

A set of related token 
types, possibly including 
those of a parent 
Contract.

Definition
«tagged union»

Contract | Type | Test | Term

Any kind of data type 
related to describing token 
ownership implications.

Figure 10: The proposed types of DB definitions. Our naive Contract contains only
Types, implying that it can verify contractual events but not facilitate them. This situ-
ation is in contrast to systems such as Ethereum [14], where contracts contain executable
code.

Internal Regulation

These regulations, which we also refer to as tests, ensure that tokens cannot be abused
inside an EN. A test could be thought of as a function taking a proposal, an EL and a
DB as arguments, returning true only if the proposal is sound. For example, tests could
limit the number of times a certain type of token can change owners, restrict creation or
ownership of specific tokens to a fixed set of eligible users, or set expiration dates after
which some tokens may no longer be exchanged. In other words, they could be used to
prevent some unsound ownership exchanges from taking place at all.

External Regulation

These exist to ensure that the assets represented by any EN tokens are not abused outside
the bounds of the EN. We refer to these regulations as contractual terms or just terms.
For example, let us assume that two EN users have exchanged one token representing
the right to a vehicle repair for another representing a promise of payment. At this
point, there is no way for the EN itself to determine if any vehicle is repaired or any
payment is made, as these events happen outside the EN’s computers. This situation
could be mitigated by ensuring that the types referenced by the exchanged tokens contain
contractual terms honored by some legal authority, perhaps in the form of legal prose. As
long as the exchange itself counts as proof, which we consider in Section 4, that authority
could be used to resolve disputes.
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3 Signature Chains

To demonstrate the viability of the EN architecture, we now present a implementation
designed to maximize the opportunity for exchanges to be kept private. Concretely, the
implementation is intended to mimic the way common paper contracts and other forms of
signed instruments are used. Such instruments are typically known only to two agreeing
parties until the event of a dispute, in which case the instruments are revealed to a legal
authority or other arbitrator.

Our implementation operates without mediation, meaning that no set of parties needs
to see and ratify each finalized exchange. It relies on a data structure we named the
Signature Chain (SC), which uses cryptographic signatures and hashing [13] to ensure
the (1) authorship, (2) order and (3) definitions of an exchange be denied or altered after
its finalization.2

3.1 Implementation

Our system consists of a node both serving a web client and communicating with other
nodes, as depicted in Figure 11.3

NetworkClient

HTML CSS ES2015

Node

Server Peer

node.js ES2015

HTTP(S)WebSockets
HTTP(S)

Figure 11: The general design of our EN implementation. Humans operate each Node
using a web browser Client. Every Node uses an internal Server to both provide its
Client with static HTTP(S) [15] resources and send runtime data via WebSockets [16].
Each Node also contains a Peer module, which is used to communicate with the Peer
modules of other Nodes over HTTP(S). The design requires no central data repository
or any centralization of control.

Both the node and the client it serves are coded in TypeScript [17], which compiles to
ES2015 (JS) [18] before execution. The JS of the node is executed by the node.js runtime
[19], while the client HTML [20], CSS [21] and JS are executed by a web browser. We
used these technologies and standards mostly because they are familiar to us. There are
no inherent reasons why they should be technically superior to any other particular sets
of technologies.

2The data structure has significant similarities to the transaction type employed by R3 Corda [9].
They can both refer to arbitrary definitions and previous interactions by hash, and may also be signed
by two parties. Corda transactions, however, carry state objects, while SCs carry token exchanges.

3Available at https://github.com/emanuelpalm/en-signature-chains-poc. The paper describes GIT
commit 694e3a73a1fbae67b9c106d47bd5.
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The client allows human users to manage negotiations; formulate, modify, accept
and reject proposals; list finalized exchanges; list tokens together with the users that
own them; and list the users themselves; among other things. It also performs proposal
satisfiability tests, mentioned also in Section 2.1.

While the implementation indeed works and can demonstrate the SC concept, some
important delimitations were made to reduce implementation effort. For example, all
User Registry and Definition Bank data are provided at node startup and cannot change
during runtime. Additionally, no communications are encrypted, and client users are not
authenticated or authorized.

3.2 Data Structure

A Signature Chain is a chain of records, where each record may refer to (1) a previous
related record and (2) a definition of relevance. Each record is cryptographically signed
[13] by one or more attestors, in our case, a proposer and acceptor, and every reference to
either a record or definition is the cryptographic hash of that data [13]. By implication,
a third party given a chain of records with any associated definitions becomes able to
verify that the records

1. indeed have been signed by their attestors,

2. were created in a certain order, and

3. always have referred to the provided definitions.

Rather than chains of records being stored in a centralized or replicated repository,
each possible pair of EN users maintains and extends its own sets of chains, as depicted
in Figure 12. This procedure leaves room for each pair of users to maintain privacy, given
that they can agree on not sharing their mutual records with others. Thus, both users
of each pair can independently reveal any shared chain to any party of interest, such as
a court of law, a partner or another party.

A B

C

Each possible pair of users may keep 
their own sets of signature chains, 
denoted here by edges A, B and C.

Figure 12: The distinct sets of Signature Chains of a three-user EN.
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To concretely implement the data structure, a given EN may need to make the mes-
sages in Section 2 able to form chains of signatures, which could be realized by amending
the Proposal and Acceptance types as described in Figure 13.

proposer: ID
wants: Expression
gives: Expression

Proposal
«message»

definition: Hash?
predecessor: Hash?

proposal: Proposal
Acceptance

«message»

signature: Signature

signature: Signature

Now optionally refers to a 
definition, which identifies 
some or all of the wanted 
and given Token types. May 
also refer to the Exchange 
being the predecessor of 
this Proposal, and must 
contain the signature of 
the proposer.

receiver: ID

Must now contain the 
signature of the receiver of 
the proposal.

Figure 13: Amended variants of messages first described in Figures 4 and 8.

Additionally, each relevant EN definition type, such as the ones in Figure 10, ought
to refer to its subdefinitions via their hashes. An example of such an SC is illustrated in
Figure 14.

Chain of Signed Records

P

T

T

T

X

X

X

C

C

Different Types of Definitions

TypesProposal

Exchanges

Contracts Tests & Terms

Figure 14: An example EN SC. Arrows denote references by hash.

4 Comparisons of Possible Implementations

The Exchange Network (EN) architecture leaves room for many kinds of concrete im-
plementations. Here, we consider how three possible implementations would affect (1)
governance, (2) privacy and data distribution, (3) proofs of interactions and (4) sys-
tem scalability. The implementation from Section 3 is included in the comparison. We
summarize the properties of the implementations in Table 1.
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Table 1: Properties of considered possible EN implementations.

Common Database Blockchain Signature Chains

Governance Trustee Consortium None

Data Distribution Centralized Replicated Distributed

Interaction Proof* Trustee Word Vote Signatures Only

Scalability Bound-by-Database Bound-by-Vote Unbounded

*Cryptographic signatures can always be used, as in Section 3.2. Note that in blockchain systems,
transactions are typically signed only by their issuers by default, as in [22] and [23]. A satisfactory
proof requires the signatures of both agreeing parties.

4.1 Common Database

Building an EN around a traditional database, such as MySQL [24], could allow strict
control of the members of a given network, as well as rigorous soundness checks of all
finalized exchanges. If negotiations are relayed through a centralized Negotiation Service,
ongoing negotiations could also be monitored and verified. In either case, a single party
must be entrusted with maintaining the network. Due to its appointment and position,
the trustee’s word could count as proof of interaction, if considered trustworthy. At
least the acceptor, proposer and trustee must know of each finalized exchange. System
scalability would be limited primarily by the underlying database.

4.2 Permissioned Blockchain

If instead using a system such as Hyperledger Fabric [22] as a foundation, a consortium
rather than a single party is entrusted with maintaining the system while enabling the
same strict member control and soundness checks as above. However, this process comes
at the cost of having to replicate and vote on all data, which significantly limits system
scalability. It also means that each consortium member must know of each finalized
exchange. While there may be ways to limit interaction visibility through cryptography,
those ways would likely also limit the opportunity for exchange soundness to be verified
by the consortium. If a fact of significance has been seen and ratified by each maintaining
member, a majority testimony could be used as proof that the event has occurred.

4.3 Signature Chains

Without any centralized control, network members are themselves responsible for deter-
mining what other parties can be trusted and for ensuring exchange soundness. As no
trustee or consortium can testify to the exchange’s credibility, only cryptographic signa-
tures can be used as proof. There is no inherent limit to scalability, as there is no global
synchronization point. Only the acceptor and proposer of each exchange must know that
it has occurred.
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5 Supply Chain Use Case

To make the utility of the EN architecture more apparent, we present here an example
use case involving the transportation of truck components, akin to how Volvo Trucks
currently manages such transports. Some EN implementation is used to propose, accept
and register each completed interaction between some Carrier (C) and a Transport Op-
erations (TO) unit. The carrier takes a number of components from a manufacturer to
some assembly plant, as directed by the TO. The purpose of each EN negotiation is to
establish a new set of rights and obligations as a result of some contractual term being
fulfilled, using the EN messages we describe in Sections 2.1 and 3.2. The four interactions
proceed as follows.

1. Call-Off : TO sends an EN Propose to C, wanting C to accept the obligation
to transport a given number of components, guarantee a particular delivery time,
and insure the components while in transit. If C believes the requested transport
capacity will be unavailable, it may reject the proposal or propose another delivery
time. We assume C replies with EN Accept.

2. Transport Request : TO sends one EN Propose to C for each individual component,
requesting cross-docking and transportation. Each message specifies a pick-up time,
a serial number, and sequencing information, which are used to ensure that com-
ponents are delivered in the order of assembly. C would normally commit to each
request via an EN Accept but could reject them in case of complications. Such
early rejections would allow TO to immediately search for alternatives to avoid
costly delays at the assembly plant.

3. Pick-Up: C then sends one EN Propose to TO at the time of loading and departure
of each individual component, which would normally be accepted via EN Accept
messages. Rejections could indicate mismatches in tracking data, perhaps due to
human errors. Automatically detecting such errors could save the time and costs
that would normally be incurred by manual inspection.

4. Delivery : Upon arrival to the assembly plant, C sends and EN Propose to TO,
wanting the delivery to be confirmed, which it does by sending an EN Accept
only if the conditions agreed upon in steps 1 and 2 are met. If, for example, a
component would be out of sequence, TO could make a counter-proposal for the
carrier to agree on a new deal for the deviating item. This setup could lead to
faster deviation agreements, easier follow-ups and reduced costs.

While details regarding the obligations of TO to C, this use case should illustrate
how an EN could be used to automatically handle possible deviations online and without
human intervention. As an EN is used, all completed negotiations are registered on a
shared Exchange Ledger, which we hope can be used as evidence in the case of a dispute.
Additionally, C could use finalized exchanges not yet paid for as a guarantee of future
income, which, for example, could be useful when negotiating interest rates with a bank.
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6 Discussion

The concepts we present in this paper could be a significant step towards a paradigm in
which machines are increasingly able to monitor, assist and autonomously participate in
the economy. To make the remaining steps of that journey more apparent, we discuss
here (A) shortcomings of our design, (B) the idea of trustless systems, and (C) how our
architecture could fit into the context of industry.

6.1 Design Shortcomings

Ambiguity of Ownership

What does it really mean to be the proven owner of a digital token? This problem
is fundamental not only to EN tokens but also to paper contracts and other signed
instruments. For example, what is a deed of ownership really worth? The answer is
that it depends on whether the token or instrument in question is honored. This honor
is typically established by ensuring that litigation, or some other form of adjudication,
is possible in the case of a dispute. Because each party knows that any counter-party
can take legal action, a tangible incentive exists to obey the terms of any agreement.
For our architecture to be practically useful, effort needs to be spent on formalizing the
token tests and terms of Section 2.4 both to avoid the risk of parties interpreting tokens
differently and to ensure that courts of law or other adjudicators can be used if desired.

Limits to Negotiation Expressiveness

For an EN to be able to replace human-to-human negotiation, its Negotiation Service
(NS) must be able to represent any expression a human could utter in such a context.
While we demonstrated how it could represent three expressions in Section 2.1, we know
of cases that cannot be easily represented. For example, “I want at least 1000 small
screws and will pay no more than €0.” One way to approach the issue could be to use a
corpus of human negotiations and then extend the NS specification until all negotiations
in that corpus can be represented.

Involving Secondary Authorities

Having access to one or more trusted authorities can be critical for collaboration to
become practically possible. Courts of law, private arbitration firms, insurance agencies,
money lenders, or inspection firms could be of relevance to establish trust between parties.
In Section 4.2, we showed how more than one authority could be part of maintaining
the same EN but believe it will be difficult to gather all useful authorities in the same
consortium. A more realistic approach could be to extend the architecture to allow
the involvement of secondary authorities, which could veto or approve proposals during
negotiation finalization.
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Dynamic Definition Creation

In Section 1, we implied that smart contract systems such as [7], [8] and [9] require
that code-as-contracts are installed before they can be used. In contrast, the abstract
negotiation protocol we present in Section 2 does not require definitions to be in place
before collaborations can start. As every interaction is a negotiation and the result of
every negotiation can be regarded as a new definition, negotiations may result in the
creation of new contracts, amendments or exceptions. However, we do not explore how
this process can be facilitated in this paper.

Regulating User Identities

We made no assumptions in this paper about how party identification should be regulated
while knowing it is an important and delicate issue. Future work should consider how to
prevent identity abuse, which could lead to real-world entities being able to avoid being
held accountable for their actions.

6.2 Trustless is Not Enough

Readers from the blockchain community may react to our seeming ignorance of blockchain
systems being trustless [25], which implies they remove the need to rely on trusted mid-
dlemen. While blockchain systems indeed do this, they only do it to an extent. Claiming
that a system is trustless is the same as saying that it relies on a network of voting com-
puters instead of a traditional authority. Such computer networks are currently unable to
perform all useful functions that traditional authorities can. In particular, contemporary
blockchain systems are (1) largely limited to acting on signed facts that they cannot ver-
ify beyond system boundaries and (2) wield no other fundamental power than deciding
what can be recorded in their ledgers. In Bitcoin [23], this arrangement is sufficient to
maintain account balances and prevent incorrect transactions, but it is not enough to
punish fraudulent users for fooling others into sending them money. In contrast, tra-
ditional authorities can make rational decisions regarding the truthfulness of facts, and
they could compel misbehaving users into conformance by invoking the power of a police
force. Consequently, we do not see how the current state-of-the-art in blockchain tech-
nology would be sufficient for typical industrial use cases without also involving trusted
authorities.

6.3 Industry Integration

While our solution may help enable entirely new economic use cases, we deem it most
relevant to first consider how existing economic processes can be digitized. Digital ne-
gotiation and ownership exchange could lead to benefits that are generally in line with
process digitization, such as reducing the time needed to complete contractual interac-
tions with new or existing partners or being able to track and analyze those interactions
in real-time. Such improvements could lead to (1) increased room for asset accountability,
(2) more fine-grained economic forecasting and (3) reduced capital requirements.
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There are, however, some roadblocks that need to be cleared before industry adoption
can begin. We have already mentioned compatibility with legal authorities and arbitra-
tors, as well as with insurance agencies, money lenders, and inspection firms, which are
just a few examples of all potentially relevant authorities. Compatibility with these par-
ties will likely require considerable legal effort both to make the technology lawful and to
establish collaboration models and best practices for different industries. Another major
roadblock is finding a suitable EN implementation. We have already mentioned that
we believe that this implementation needs to be as non-intrusive as possible on existing
business models and practices. We had this objective in mind when we designed the
Signature Chain implementation in Section 3, but it is far from complete.

7 Conclusions

The EN architecture we proposed in this paper constitutes a generic model for asset
transfer, where each asset is represented by a unique digital Token. We have shown that
a possible implementation of the model based on Signature Chains could ensure a high
degree of privacy between peers and facilitate horizontal scalability, allowing it to meet
the performance requirements and heterogeneity of industrial applications and global
markets.

The primary objectives of this work are (1) unobtrusiveness, (2) implementation
independence, and (3) reusability. The first objective we address by building on the
ideas of negotiation and ownership to formulate the EN domain model. The latter two
we approach by separating our architecture into four abstract components, which can be
described as follows.

� Generic Asset Negotiation and Transfer : The Negotiation Service component pro-
vides a clearly defined model for collaboratively refining offers into concrete and
tentative asset transfers, which can ultimately be executed atomically and logged
immutably. In essence, this conceptual model provides an open high-level protocol
specification for asset-for-asset transfer negotiations, where an asset represents any
form of right or obligation. Like any protocol, it could be part of many kinds of
applications and be supported by many different protocol implementations.

� User Identity Tracking : The User Registry component keeps track of other EN
members in terms of both their internal and external identities. The former al-
lows users to be identified within an EN system, while the latter helps anchor EN
members to legal entities or other forms of identities outside the same EN.

� Exchange Regulation: The Definition Bank component stores definitions, serving
to programmatically and legally define the implications and regulations associated
with each kind of exchangeable asset. It fulfills this role by storing regulations,
which are both used to verify exchanges and serve as proof of any violations.
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� Exchange Record-Keeping : Finally, the Exchange Ledger component is tasked with
storing an immutable history of ownership exchange records while guaranteeing
that each meets the constraints and requirements imposed by the other components.
Each record in this ledger serves as proof that a described interaction has taken
place and could be useful as evidence if provided to a third party.

It is our belief that the architecture in this paper, or a solution like it, could prove
pivotal for digitizing economic interactions between industries and within society at large.
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Abstract

The rise of distributed ledger technologies, such as R3 Corda, Hyperledger Fabric and
Ethereum, has lead to a surge of interest in digitalizing different forms of contractual co-
operation. By allowing for ledgers of collaboration-critical data to be reliably maintained
between stakeholders without intermediaries, these solutions might enable unprecedented
degrees of automation across organizational boundaries, which could have major impli-
cations for supply chain integration, medical journal sharing and many other use cases.
However, these technologies tend to break with prevailing business practices by relying
on code-as-contracts and distributed consensus algorithms, which can impose disruptive
requirements on contract language, cooperation governance and interaction privacy. In
this paper, we show how our Exchange Network architecture could be applied to avoid
these disruptors. To be able to reason about the adequacy of our architecture, we present
six requirements for effective contractual collaboration, which notably includes negotiable
terms and effective adjudication. After outlining the architecture and our implementation
of it, we describe how the latter meets our requirements by facilitating (1) negotiation,
(2) user registries, (3) ownership ledgers and (4) definition sharing, as well as by only
replicating ledgers between stakeholder pairs. To show how our approach compares to
other solutions, we also consider how Corda, Fabric and Ethereum meet our requirements.
We conclude that digital negotiation and ownership could replace many proposed uses of
code-as-contracts for better compatibility with current contractual practices, as well as
noting that distributed consensus algorithms are not mandatory for digital cooperation.

1 Introduction

In the wake of Bitcoin’s [1] salient rise to prominence [2], other kinds of Distributed
Ledger Technologies (DLTs), such as R3 Corda [3], Hyperledger Fabric [4] and Ethereum
[5], were created to make the same kind of technology useful not only for cryptographic
money, but also for many kinds of contractual cooperation. Significantly, Bitcoin enables
its users to collectively maintain a tamper-proof ledger, without having to trust in any
authority. While the Bitcoin ledger was designed for recording transfers of the Bitcoin
currency, ledgers are useful in many contexts where accountability is important, such
as when registering ownership transfers, tracking task completions, or managing credits.
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By being able to reliably maintain ledgers of collaboration-critical data without trusted
middle-men, these digital contract solutions enable computers to autonomously initiate
and react to cross-organizational interactions, without significant risks for fraud or other
types of illicit behavior. In other words, these new DLTs could enable unprecedented
degrees of automation across organizational boundaries, with all the economical benefits
that would be entailing. This potential has lead to a surge of research interest, with
recent works focusing on use cases such as supply chain integration [6], medical journal
sharing [7], land ownership registration [8], among many other compelling examples [9].

However, despite the notable appeal of the technology, it has not yet seen any signif-
icant degrees of adoption [2] [9]. We believe this is caused primarily by the prevalence
of three disruptors, which are (1) contract models based on computer code, which we
refer to as code-as-contracts, (2) distributed consensus algorithms, as well as (3) latency,
throughput and other forms of performance issues [10]. In particular,

1. code-as-contracts disrupt existing contractual practices by introducing languages
that are foreign to the experts now responsible for managing contracts, which makes
it difficult and costly to build up organizations that are able to handle them. In
addition, no solution we know of allows for the contents of such contracts to be
negotiated or renegotiated digitally, which means that they only digitize a smaller
part of the collaborative process. Furthermore, they inhibit the application of
national laws by making it hard to determine (A) who would be responsible in
case of programming mistakes, (B) whether or not a given code-as-contract has
been entered into lawfully, (C) the correspondence between computer and legal
languages, among other similar issues [11]. Additionally, the use of

2. distributed consensus algorithms can disrupt prevalent business practices by requir-
ing groups of parties to validate and vote each others’ interactions, even when not
directly affected by those interactions. We believe that many organizations will
regard this as unacceptable, as it could lead to their competitors retrieving and
taking advantage of data about their commitments. Lastly,

3. performance issues, often directly related to distributed consensus algorithms [10],
inhibit use cases that would require higher interaction throughput or lower latency
to be profitable or useful.

In this paper, we show how these disruptors can be avoided via the application of our
Exchange Network (EN) architecture. In particular, the architecture describes how to
design cross-organizational systems that provide negotiation and ownership as primary
abstractions rather than function invocations and state machine transitions. Conse-
quences of our design are (1) supporting code-as-contracts becomes optional, (2) the
negotiation of contract creation, amendment and exceptions can be digitized, as well as
(3) the concrete type of used consensus model becomes non-essential, which means that
such can be chosen that is more compatible with current business practices. To estab-
lish the adequacy of our architecture, we first formulate six requirements for effective
contractual cooperation, after which we describe how our own implementation of the
architecture fulfills those requirements to a degree comparable to other DLTs.
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The rest of the paper is organized as follows. In Section 2, we relay why this paper was
written and mention prior art. In Section 3, we outline how existing DLTs (1) manage
without code-as-contracts, (2) seek compatibility with legal institutions and (3) avoid
disruptive consensus procedures. In Section 4, we characterize contractual cooperation
and derive six requirements from that characterization. In Section 5, we describe the
EN architecture, our implementation of it and an illustrative use case. In Section 6, we
consider how our EN implementation, R3 Corda [3], Hyperledger Fabric [4] and Ethereum
[5] fulfill the requirements we present in Section 4. Finally, in Sections 7 and 8, we discuss
the implications of our work and relay our conclusions.

2 Background

This paper is written as part of the Productive 4.0 project,1 which is a multidisciplinary
research effort aimed at making industries more digital and interconnected. Important
goals of the project are (1) improved supply chain integration, (2) enhanced product
life-cycle management and (3) digitalized production.2 The fulfillment of all three of
these goals will eventually require that contractual and financial assets can be digitally
represented and managed by, as well as transferred between, the stakeholders of industrial
value chains.

We have worked together with other project participants, representing Volvo Group,
SEB, NXP and other companies,3 to better understand the real-world circumstances
in which these cross-organizational systems would have to exist. One of the fruits of
this collaboration is the EN architecture, which we presented previously in [12]. That
first paper focuses on the architecture itself, the implications of implementing it with
different consensus models, and how it could be used by Volvo Trucks. However, it does
not thoroughly present one of our most significant findings, which is that the prevailing
code-as-contracts and consensus model, first popularized by Ethereum [5], is not nearly
as essential to digital contractual collaboration as we perceive many to believe. To make
this case as rigorous as possible, we here reiterate some EN concepts, give more details
about our EN implementation, as well as presenting an extensive qualitative analysis.

3 Related Work

However, not all DLTs have the contractual, consensus or performance issues we mention
in Section 1. Here, we consider how others have avoided or addressed those issues.

1The project website is currently available at https://productive40.eu.
2A more exhaustive description of these three goals, or pillars, can be read at

https://productive40.eu/2019/07/10/three-pillars-parts-of-one-solid-wall.
3A list of all partners is available at https://productive40.eu/stakeholders, which includes the com-

panies we refer to. We name key contributors to this work in the Acknowledgments section, located
towards the end of the paper.
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3.1 DLTs Without Code-as-Contracts

Bitcoin [1] provides a stack-based language called Script,4 limited to specifying program-
matic spending conditions. Cryptonite [14], originally created from the Bitcoin source
code, omits Script support completely to simplify the pruning of older transactions from
the blockchain it maintains. Both of these systems facilitate counter-parts to electronic
debit cards, making their purpose and usage familiar to many, even if they are slower
and less deterministic [10].

However, the reason these systems are able to function without code-as-contracts,
or any other equivalent, is because they are application-specific and, consequently, do
not need to support more complex collaborations. The architecture and implementation
we present facilitate contractual cooperation via negotiation and ownership exchanges,
which we argue could be practically equivalent to conventional contracts.

3.2 DLTs Seeking Legal Compatibility

The Ethereum blockchain system claims to support Smart Contracts [5], which were
originally described by N. Szabo in [15]. In the case of Ethereum, such a contract is
a set of computer instructions that are executed as decided by the majority vote of
the Ethereum network. A significant limitation of such a system, however, is that the
Ethereum majority wields no other power than deciding what to append to the immutable
ledger it maintains. If anything bound to an external domain, such as the physical world,
is out of order, the majority is unable to mitigate it without assistance. For example,
the majority is not able to detect whether sold goods are being physically transported
to their buyers. While national legal institutions are available for trying and correcting
contractual deviations in other human domains, it is currently unclear how and if such
institutions will consider smart contracts and their ledgers as evidence [11].

To improve compatibility with existing legal instances, some distributed ledger systems
allow for the association of legal prose with their code-as-contracts. For example, R3
Corda [3] allows its state objects, which encode the intents of Corda’s transactions, to refer
to both legal prose and contract code. Such state objects are exchanged in accordance
with predefined patterns, referred to as flows, which are defined in a programming lan-
guage. Another related example is the Ergo programming language of the Accord project
[16]. The language facilitates the creation of contracts that are both code-based and legal
that can be executed by smart contract systems, such as Hyperledger Fabric [4].

However, referencing or integrating legal prose is not the same as making code-as-
contracts optional. Both of these systems rely on domain models in which the state of
a distributed computer is updated through the execution of functions. Consequently,
the programming of states and functions becomes critical to the formulation of their
contracts. Further, ensuring a contract is legally compatible should require that each

4As Script is not specified in the Bitcoin paper, interested readers might want to consult [13], which
contains a formal description of the language. Note that we consider Script too limited to be a code-as-
contracts system.
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computer state can be mapped to legal rights and obligations in such a way that any
relevant third-party institution can know the standing of each party.

In contrast, the architecture we propose in Section 5.1 relies on a domain model
of negotiated ownership exchanges. Consequently, defining the implications of token
ownership becomes the primary concern of a contract maker, not the programming of
states or functions. Each token ownership could be seen as symbolizing a set of rights
and obligations, which means that determining the legal standing of each relevant party
becomes an exercise of determining the ownership history of each relevant token. While
our domain model perhaps could be extended by superimposing state machines or any
other code-as-contract capabilities, it is significant that our system can be used without
such capabilities. We assume that a simpler system stands a better chance of being tried
successfully in national courts of law and receive business adoption, for which reason it
we deem it relevant to focus primarily on essential functionality, however useful other
features may be.

3.3 DLTs Avoiding Disruptive Consensus Models

While the distributed consensus algorithms often employed by blockchain systems and
other DLTs may make them practically resilient to certain kinds of attacks, it also makes
them expose sensitive information to network participants not directly concerned [17].
Additionally, distributed consensus can be a time or resource intensive activity, signifi-
cantly impacting interaction throughput and latency [10].

Instead of trying to mitigate these issues directly, R3 Corda avoids them by not
requiring a distributed consensus algorithm to be used by normal nodes [3]. Consensus
is reached either between pairs of peer nodes, which does not necessitate the use of
complex algorithms, or within pools of notary nodes, which do have to use distributed
consensus algorithms. Notary pools are tasked, when requested by normal nodes, to
ensure state objects cannot be consumed twice, which ensures that transferable assets
cannot be duplicated by sending them to more than one recipient, among other things.
As the notaries only see the cryptographic hashes [18] of the state objects they are given,
they are unable to inspect the data of the state objects they validate. Note that when
not dealing with assets that can be transferred multiple times, notary nodes do not have
to be used at all.

The system design we propose in Section 5 relies on the same fundamental approach
to consensus as R3 Corda, by which we imply that interactions do not need to be relayed
through a network of reviewing voters and that ledgers are replicated primarily between
pairs of nodes.5

5Due to the similarities between our implementation and R3 Corda, one might wonder why we did
not create it by writing a so-called CorDapp [3], or by modifying the R3 Corda code base. The answer is
that the code-as-contract system of R3 Corda makes up a major part of its code base, and we believe that
replacing it or creating a layer on top of it would have introduced more complexity than our from-scratch
implementation required.
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4 Contractual Cooperation

How can one tell whether or not a given system adequately and effectively facilitates
contractual cooperation? To be able to answer this question to a satisfying degree, we
here present a characterization of such contractual cooperation, as well as a list of six
requirement, formulated with that characterization in mind.

4.1 Characterization

a) What is contractual cooperation? It is the coming together of free agents
into a joint undertaking, in which each agent is incentivized to collaborate by it
somehow contributing to the fulfillment of the agent’s own goals or ambitions. In
other words, contractual cooperation takes place in a setting where different parties
take advantage of each other’s capabilities for the sake of promoting the realization
of their own distinct ends, which may or may not be conflicting. The undertaking
is formalized by having each involved agent accept a contract, which states what
rights and obligations each participant will have and how these can change.

b) What problems characterize such cooperation? More than any other, we
believe it to be uncertainty about the incentives of the counter-parties. Cooperation
takes place in a volatile world where circumstances change, suddenly or gradually.
New competitors emerge, laws change, and trends shift, which could make prices
drop, new markets become available, or existing businesses unprofitable. Such
events might make any counter-parties want to discontinue their involvement or
change their terms. Other potential problems may include counter-parties being or
becoming fraudulent, incapable of fulfilling their roles, unaware of key limitations,
or leaking sensitive facts to competitors.

c) How are those problems mitigated? Through the use of different kinds of
risk aversion strategies. A common such is ensuring misbehaving parties can be
compelled to conform or compensate its counter-parties, which can be accomplished
by agreeing on an adjudicator when a contract is first accepted. Examples of such
adjudicators could include courts of law, private arbitration firms or various kinds
of member councils. A related strategy is to prevent or disincentivize misbehavior
by letting trusted third parties act as mediators, controlling sensitive exchanges or
other interactions. When a DLT relies on a distributed consensus algorithm, which
we take a critical stance towards in this paper, its user base collectively forms
a mediator that is guaranteed to act only on the majority’s behalf. However, for
such a mediator to be effective, the majority must have enough power to prevent all
relevant kinds of misbehavior, as we note may be problematic in Section 3.2. Other
possible strategies could involve the continual assessment of trustworthiness, the
use of insurance agreements, or the concealment of significant facts from counter-
parties and competitors, which otherwise would be able to use that information to
the detriment of the concealing party.
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4.2 Requirements

Having established what contractual cooperation is, we now proceed to formulate require-
ments we know must be satisfied in order for a given system to support it effectively.6

1. Negotiable terms. Each agent joins a given undertaking because it believes it to
help it achieving its own ends. To reach the point where all candidate agents
consider a potential cooperation as advantageous, there will likely have to be room
for its terms to be negotiated. Furthermore, as circumstances can change after
a collaboration has been formalized, there will likely have to be room for those
terms to be renegotiated later. In other words, a system for effective contractual
cooperation should be able to support the negotiation of (1) contract creation, (2)
contract amendments and (3) contractual exceptions.

2. Consistent interpretation. There must be some kind of framework in place that
guarantees that each contractual partner interprets the terms of the contract the
same way, especially considering what right and obligations are associated with
each party at every given instance. Even if adjudicators can be asked to judge in
case of interpretations differing, as we consider further down, it does not remove the
need for interpretation to be sufficiently consistent for collaboration to be possible
to begin with. In other words, a sufficiently well-defined legal vocabulary must be
shared before any contract can be meaningfully commited to.

3. Interactional privacy. Knowledge about the activities of one’s competitors is a
significant means to improve the effectiveness of one’s own business strategies. This
means that ensuring contracts and cooperations remain concealed from competitors
can be key to preventing that information from affecting their competitiveness. It
could, for example, involve the obligation of each party to not reveal certain facts
about a contract, or the use of cryptographic means to ensure messages remain
obscure to potential observers.

4. Provable acceptances. Being able to prove that an agreement has taken place gives
each party some power over its counter-parties, in the case anyone would break the
terms of that agreement. Those proofs could, for example, be used in a court of
law, or be shown to others to deter them from collaborating with the offender. Note
that with the term acceptance, we refer not only to the signing of a contract, but
to any interaction where the contractual standings of two or more parties change.
Such changes in standing may occur when contractual clauses are fulfilled, such as
by delivering a good.

6The list we present reflect what we considered most relevant to cover in this paper. It is by no way
complete. For example, we do not consider the economic incentives of participation, message integrity
guarantees, or having reasonably synchronized clocks.
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5. Effective adjudication. Having access to adjudication is paramount both because it
may allow disputes to be resolved and because it could deter any cooperating parties
from deviating from their obligations. However, it requires that the adjudicator,
whether it be a court of law or anything else, is able to (1) access, interpret and
consider relevant evidence, as well as (2) compel the party deemed at fault to
make reparations. This may require that a given agreement is considered lawful
by the adjudicator, which could, for example, include proof that a voluntary offer
and accept has taken place [11]. If the adjudicator is a computer system, such as a
network of Ethereum [5] nodes, it must be able to access whatever power is required
to enforce its judgements.

6. Trustworthy identification. Contractual partners have to be able to reliably de-
termine if any received request originated with their counter-parties or not, as a
means of avoiding fraud by malicious third parties. Additionally, adjudicators need
to be able to assert that signatures, or other attestations, are authentic and refer
to legally relevant entities. In a technical setting, this may involve being able to
map legal entities to certain kinds of cryptographic primitives, such as public keys.

5 The Exchange Network
Having established what contractual cooperation is, to a workable extent, as well as some
key requirements for such a cooperation to be effectively executed, we are now ready to
describe how we believe the collaborative process could be made digital. Concretely, we
outline our implementation-independent EN architecture,7 present how we went about
to implement it, and then describe a simplified use case, by which we demonstrate the
utility of our architecture.

5.1 Architecture Overview

An EN8 can be a monolithic or a distributed application, facilitating a digital marketplace
where well-known types of assets can be negotiated about, exchanged, and proven to have
been part of past exchanges. More specifically, an EN facilitates coordinated changes to
the owners of digital tokens, each of which could be thought of as symbolizing certain
rights or obligations, such as the right of ownership, the obligation to render a service to
a certain other party, or the right to receive payment for the fulfillment of a specific task.
The architecture consists of four primary components, illustrated in Figure 1, which are

1. the Negotiation Service (NS),

2. the User Registry (UR),

3. the Exchange Ledger (EL) and

4. the Definition Bank (DB).

7See [12] for a more complete description of the EN architecture.
8Inspired by the term social network, we chose the name Exchange Network for our architecture.

The name is intended to invoke the idea of an ever-changing network of interacting actors, primarily
concerned with the negotiation and exchange of goods, services, or other values.
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Negotiation Service User Registry Exchange Ledger Definition Bank

Allows users to 
negotiate about and 
accept exchanges.

Records all users
that can be 
negotiated with.

Records all past 
agreements, with 
any related proofs.

Records definitions 
for all types of ex- 
changeable tokens.

Network Members

Figure 1: EN components. Arrows point from the using to the used component, which,
for example, means that the NS makes use of both the UR and EL components. Each
component also provides some kind of interface for eligible network members.

Before presenting each of those components in turn, we want to stress that we make
no assumptions about how they store data or coordinate user interactions, as long as data
can be accessed and members interact. The components fulfill abstract functions that
can be realized in multiple ways. However, we only describe one way of implementing the
architecture in this paper, which is intended to demonstrate a non-disruptive approach
to designing systems for digital collaboration. In [12], we also consider how a blockchain
system like Hyperledger Fabric [4], or a common database system like MySQL [19], could
be used as implementation foundations.

Negotiation Service

The NS allows the members of an EN to propose, accept and reject exchanges of tokens,
and submits any mutually accepted exchanges to the EL component. While this could
be facilitated via FIPA00037 [20] or some other alternative, we present our own protocol
here. The benefits to having our own protocol are largely educational, as it allows us to
present something less complex that can be easily understood by researchers with many
kinds of backgrounds. Concretely, our protocol lets EN users negotiate by sending pro-
posals to each other. Each negotiation progresses through three phases, (1) qualification,
(2) acceptance and (3) finalization, as depicted in Figure 2 and described below.

1. Qualification. The first objective of a negotiation is to find a qualified proposal
believed to be acceptable to each party. A qualified proposal is such that leaves no
room for ambiguity regarding who would own what tokens if the proposal would
be accepted (i.e. it is a valid offer). The proposal is searched for by having the
negotiating members take turn in trying to formulate it. If not enough informa-
tion is had for a candidate proposal to be qualified, an unqualified such may be
used instead. Unqualified proposals may refer to abstract types of tokens, include
choices, or identify undesired tokens. To facilitate the communication required to
send these proposals, the Proposal message in Figure 3 is provided.
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ACCEPTED
REJECTED

OR ERROR

«state»
Qualification

QUALIFIED

Firstly, the parties take turn 
in trying to formulate a 
qualified proposal.

UNQUALIFIED

OR ERROR

«state»
Acceptance

«state»
Finalization

FINALIZED
ERROR

The party first at creating 
such a proposal sends it to 
the  counter-party, which 
may accept or reject it.

If accepted, the proposal is 
sent to the Exchange Ledger.

Figure 2: A naive state machine, illustrating how two negotiating parties could progress
from an initial proposal to an accepted and finalized such.

2. Acceptance. As soon as one party formulates a qualified proposal, the objective
becomes to determine if the counter-party deems it acceptable. After having sent
the qualified proposal, the counter-party either rejects it by sending a new counter-
proposal, or accepts it using the Acceptance message in Figure 3. If rejected, the
negotiation returns to the Qualification phase.

3. Finalization. When a qualified proposal has been both formulated and accepted,
it is submitted by the NS to the EL. The parties are notified when it is known
whether that submission succeeded or failed, after which the negotiation returns to
the Qualification phase. If there is more to negotiate about, negotiation continues.
In any other case, the parties are free to terminate the negotiation session.

User Registry

The User Registry (UR) is responsible for associating the internal identity of each EN
member with its external identities. An internal identity is an identifier used to refer
to an EN member within the system, such as in proposals, acceptances or exchanges.
External identities, on the other hand, is what allows for members to recognize other
members outside the bounds of the EN. In whatever manner a given UR component
is implemented, be it a database of x.509 certificates integrating with some public-key
infrastructure [21] or something completely different, it must be able to guarantee that
the identities of all members are trustworthy.



5. The Exchange Network 153

proposer: ID
wants: Expression
gives: Expression

Proposal
«message»

id: ID?
type: ID
data: Any?

Token
«record»

Expression
«tagged union»

nil | Token | And | Or | Not

item: Expression
Not

«record»

items: Expression[]
Or

«record»

items: Expression[]
And

«record»

A description of what a 
sending proposer wants 
and offers to give in 
return to the receiver of 
the proposal.

A placeholder for nil, 
representing nothing, or 
the Token, And, Or and 
Not types.

Identifies either one 
specific or a general type 
of ownership, depending 
on whether an id is 
stated or not. May also 
include arbitrary 
parameter data.

Logical expressions, used 
to indicate that some 
expression or expressions 
are to be regarded as a 
conjuction, inclusive 
disjunction or negation of 
what is wanted or given 
in a proposal of 
relevance. These could, 
for example, be used to 
indicate that some asset 
is not wanted, or that 
multiple such are offered.

proposal: Proposal
Acceptance

«message»

receiver: ID

Sent to indicates that a 
proposal has been 
accepted by its receiver.

Figure 3: The Proposal and Acceptance messages, with associated data types. ID
represents an arbitrary identifier type, question marks (?) are used for optional values,
while brackets ([]) are used to denote array types.

Exchange Ledger

The EL conceptually maintains an append-only ledger of Exchange records, each of
which consist of an Acceptance, as depicted in Figure 3, and any other data of relevance.
As a consequence, the EL can be used by EN members to (1) determine if proposed
or already finalized ownership exchanges are sound, and (2) prove that past ownership
exchanges have taken place. Soundness can be determined by ensuring the tokens of a
proposal adhere to their tests, which may include taking historic exchanges of relevance
into account. Soundness is described further in Section 5.1. The EN architecture makes
no assumptions about how past ownership exchanges are proven to have taken place, as
long as they can be. However, we consider one concrete way such proofs can be facilitated
when we consider our implementation in Section 5.2.
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Definition Bank

The last component, the DB, defines the implications of owning or creating every known
type of token, especially in terms of what may be done with them and any entities they
represent. A DB could be regarded as a dictionary, allowing EN members to look up
Definitions, as defined in Figure 4, by their names, hashes, or other identifiers.

tests: Test[]
Type

«record»

terms: Term[]

Contract
«record»

types: Type[]
parent: Contract?

Two sets of references 
to internal and external 
regulations, which we 
refer to as tests and 
terms, respectively.

A set of related token 
types, possibly 
including those of a 
parent Contract.

Definition
«tagged union»

Contract | Type | Test | Term

Any kind of data type 
related to describing 
token ownership 
implications.

Figure 4: Some proposed kinds of DB definitions. Our naive Contract contains only
Types, implying it could be useful for direct machine-verification of contractual events
if any of those Types would refer to Tests.

Concretely, the purpose of maintaining definitions is to ensure soundness can be
verified for proposed and finalized exchanges. Soundness is established by asserting that
a given exchange adheres to both internal and external regulations.

� Internal Regulation. These regulations, which we also refer to as tests, ensure tokens
cannot be abused inside an EN. A test could be thought of as a function taking
a proposal, an EL and a DB as arguments, returning true only if the proposal is
sound. For example, tests could limit the number of times a certain type of token
can change owner, restrict creation or ownership of specific tokens to a fixed set of
eligible members, or set expiration dates after which some tokens may no longer be
exchanged. In other words, they could be used to prevent some unsound ownership
exchanges from taking place at all.

� External Regulation. These exist to ensure any entities represented by any EN
tokens are not abused outside the bounds of the EN. We refer to these regulations
as contractual terms, or just terms, and they may or may not be machine-readable.
For example, let us assume two EN members have exchanged one token representing
the right to a vehicle repair for another representing a promise of payment. At this
point, there is no way for the EN itself to determine if any vehicle is repaired
or any payment is made, as these events happen outside the computers of the
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EN. This could be mitigated by ensuring the types referenced by the exchanged
tokens contain contractual terms, in the form of legal prose, honored by some legal
authority. As long as the finalized exchange itself counts as proof, an appeal could
be made to that authority to resolve any disputes.

5.2 Implementation

While possible to implement an EN in many different ways, we were particularly inter-
ested in doing so such that the existing contractual paradigm could be preserved, as far
as reasonably possible. For this reason our implementation9 does not use any kind of dis-
tributed consensus algorithm, and neither does it support any kinds of code-as-contracts,
even if we define machine-executable verification functions, or tests, as part of the archi-
tecture in Section 5.1. In fact, our implementation is made from scratch. It is not built
on R3 Corda [3] or any other existing DLT solution. Concretely, the implementation is
intended to mimic the way common paper contracts and other forms of signed instru-
ments are used, which are known only to two or more parties until the event of a dispute,
in which case those instruments are revealed to a court of law or other adjudicator.

We begin the description of our implementation by giving an overview of its design,
including its user and application interfaces, after which we describe the data structure
it uses to construct non-repudiable ledgers, and, finally, present a limited scenario that
our implementation can run.

Design Overview

Our system consists of a node both serving a web client and communicating with other
nodes, as depicted in Figure 5.

Client

HTML CSS ES2015

Node

Server Peer

node.js ES2015

HTTP(S)WebSockets
HTTP(S)

Network

Figure 5: The general design of our EN implementation. Humans operate each Node
using a web browser Client. Every Node uses an internal Server to both provide its
Client with static HTTP(S) [22] resources and send runtime data via WebSockets [23].
Each Node also contains a Peer module, which is used to communicate with the Peer
modules of other Nodes over HTTP(S). The design requires no central data repository
or any centralization of control.

9 Source code, as well as installation and evaluation instructions, are available at
https://github.com/emanuelpalm/en-signature-chains-poc. The paper describes commit
694e3a73a1fbae67b9c106d47bd5a1.
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The business logic of both the node and the client it serves are programmed in the
TypeScript programming language [24], which compiles to ECMAScript 2015 [25], also
referred to as JavaScript (JS), before execution. The JS of the node is executed by the
node.js runtime [26]. The visual structure, styling of the client application are defined
using HTML [27] and CSS [28], respectively, and must be executed via a web browser
complying to the referenced standards.

The client, shown in Figure 6, divides it user interface into three columns, (1) User
Registry, (2) Negotiation Service and (3) Exchange Ledger, which correspond to three
of the EN components. The first column lists trusted user identities, the second column
allows sending and accepting proposals to and from other users, while the third column
lists all known finalized ownership exchanges. A template token system is provided as
a form of naive DB component, which ensures that created tokens follow configurable
rules.

Figure 6: The three columns of the client user interface, behind a dialog in which a new
proposal is formulated. The formulated proposal is a request to a carrier to transport 300
components for 7200 SEK per component, while giving the carrier the option of choosing
between two pick-up dates. The screenshot is taken from the demo application in the
implementation code repository. See Footnote 9 on page 155 for details on how to access
the code and instructions for running the demo. The scenario it illustrates is described
in Section 5.2.

While human users communicate with their nodes using web clients, the nodes them-
selves communicate with each other by sending HTTP(S) requests to the endpoints out-
lined in Table 1, which each node is expected to expose.
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Table 1: HTTP(S) endpoints exposed by nodes via their Peer interfaces.

Method Path Description

POST /proposals Submit a signed exchange Proposal.

POST /acceptances Submit a signed and qualified proposal Acceptance.

POST /exchanges Share a known previously finalized Exchange.

In particular, the node is designed such that if a sent proposal includes a token
containing a reference to a previous exchange, it will automatically send that exchange
before the proposal. This means that finalized exchanges can be distributed to third
parties as proof that something has been accepted by a third party. This is utilized in
the example use case in Section 5.2 by a carrier, allowing it to prove to its client that a
delivery was accepted by its recipient.

Our implementation exists to fulfill three functions, (1) to force us to confront and
reevaluate the EN and SC concepts during its development, the result of which is this
paper, (2) to confirm that our concepts are complete enough to be implemented, as
well as (3) to give us a tangible artifact to demonstrate to industry experts in order
to receive relevant feedback. None of these three functions require having a produc-
tion ready system, for which reason we made some important delimitations to reduce
implementation effort. For example, any UR and DB data must be provided at node
startup, and cannot be changed or added to during runtime. Even though messages
between peers are signed and verified cryptographically against known users, no commu-
nication transports are encrypted. Client users are not authenticated or authorized by
their nodes. Finally, while HTTP endpoints are provided for sending proposals, accep-
tances and exchanges, there are no such for requesting exchanges, definitions, users or
other relevant data.

Signature Chains

To ensure that finalized exchanges can be proven to have taken place, our implemen-
tation relies on data structures that use signatures and hashes in a way comparable to
blockchains. However, as they do not gather records in batches, we instead refer to them
by the name Signature Chains (SCs). Concretely, an SC consists of a chain of records,
each of which may refer to (1) a previous record and (2) a definition of relevance. Each
record is cryptographically signed by one or more attestors, in our case a proposer and
acceptor, and any references to records or definitions are the cryptographic hashes of the
data referred to [18]. By implication, a third party given a chain of records, with any
associated definitions, becomes able to verify that the records

1. indeed have been signed by their attestors,

2. were created in a certain order, and

3. always have referred to the provided definitions.
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Rather than SCs being stored in a centralized or replicated repository, each possible
pair of EN members may maintain their own sets of chains, as depicted in Figure 7.
This leaves room for every such pair of members to maintain privacy, given that they
can agree on not sharing their mutual records with others. By implication, it also means
that both members of each pair can independently reveal any shared chain to any party
of interest, such as a court of law, partner, or other party.

In Signature Chain ENs, 
each possible member pair 
may maintain its own set of 
SCs. Each such potential set 
is here denoted by a line 
connecting two members.

Figure 7: The potential sets of SCs, or ledgers, in a six user EN.

To concretely implement the SC data structure, we amend the Proposal and Ac-
ceptance types as described in Figure 8.

proposer: ID
wants: Expression
gives: Expression

Proposal
«message»

definition: Hash?
predecessor: Hash?

proposal: Proposal
Acceptance

«message»

signature: Signature

signature: Signature

Now optionally refers to 
a definition, which 
identifies some or all of 
the wanted and given 
Token types. May also 
refer to the Exchange 
being the predecessor 
of the Proposal, and 
must contain the 
proposer's signature.

receiver: ID

Must now contain the 
signature of the receiver 
accepting the proposal.

Figure 8: Amended variants of messages first outlined in Figure 3.

As our particular implementation does not provide a DB component, but a simpler
template system assuming tokens are defined elsewhere, the definition field of all Pro-
posals is always empty. This limitation is not critical for our purposes, as we can assume
that the set of used templates, and their associated legal interpretations, are known be-
forehand by all participants.

In the case of a fully implemented DB component being available, however, then all
definitions ought to refer to their subdefinitions via their hashes. This would guarantee
that those definitions cannot be modified without it being detectable. An example of a
SC with definition references is illustrated in Figure 9.
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Chain of Signed Records

P

T

T

T

X

X

X

C

C

Different Types of Definitions

TypesProposal

Exchanges

Contracts Tests & Terms

Figure 9: An example SC. Arrows denote references by hash. Assuming that proposals
and exchanges are signed, any party trusting the identity of the signatures can verify that
any associated definitions are not modified since the proposal or exchange was signed.
This requires, however, that the verifying party can access referenced exchanges and
definitions.

SCs are created or extended through a procedure of six steps, beginning at the point
where a Proposal is formulated by some party A that will subsequently be accepted by
its receiver B. We describe the steps in Figure 10 and below.

A B

ap(1) pq

(2)
(3)

(4)

ea
p ea

p (5)(6)

Figure 10: The six steps, taken by A and B, from the creation of a qualified proposal
to its acceptance and finalization. Circles denote artifact creation, solid arrows artifact
transmission and the dashed arrow an internal transition. Both A and B must crypto-
graphically verify the artifacts they receive.

1. A creates and signs the qualified Proposal (pq).

2. A sends pq to B.

3. B creates and signs the Acceptance (ap) from pq.

4. B sends ap to A.

5. B puts ap and its hash into an Exchange (epa).

6. A puts ap and its hash into an Exchange (epa).

While a benefit to this procedure may be its lack of complexity, it does have the
following potential weaknesses.
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� Acceptance asymmetry. A is unaware that B accepted and signed pq unless step
(4) is completed successfully. If B is malicious, it could perhaps be advantageous
for B to create ap while concealing it from A.

� Clock divergence. In certain scenarios, a pq may have to be accepted within a
certain time window. As each party has its own clock, there could be diverging
opinions on whether or not an acceptance (ap) is timely.

� Exchange malleability. While pq and ap are signed, epa is not. This gives room for
both A and B to record whatever private data they want to associate with ap in
epa, but it also means that if epa is distributed, any fields other than ap are malleable
without it being noticeable.

� Token duplicability. In cases where tokens needs to be transferable multiple times,
it becomes possible for a malicious party to transfer the same token to multiple
counter-parties without it being immediately detectable. As information only is
shared as strictly needed, it will seem to both as if they now become the legitimate
owners of the new token, which, for example, could be tied to the ownership of a
physical good.

All of these weaknesses can be countered, however, through different uses of trusted
third parties. And if trusting a single third party would be an issue, for reasons such
as concerns about trustworthiness, privacy or fault-tolerance, voting networks of third
parties could be a viable alternative.10 For a concrete example of how a single trusted
third party could be used, consider the procedure in Figure 11.

A B

(1)
(2)

(4)

ea'
p ea'

p (10)(9)

W (5)

(7) (8)
ap'

(3)

appq

(6)

Figure 11: A variant of the steps described in Figure 10. Here, a trusted third party W
is provided with the qualified proposal (pq) in step (3) and the acceptance (ap) in step
(5). If ap contains pq and seems to be valid, W creates and signs a′p in step (6) and then
sends it to both A and B.

10This is effectively what R3 Corda achieves via their notary pools [3] while preserving a significant
level of privacy, as described in Section 3.3.
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A trusted third party (W ) could assert the timeliness of the acceptance (ap), ensure
both A and B receive the signed acceptance (a′p), as well as remember whether or not a
token part of a proposal has been transferred before.

One or more parties being witnesses of an exchange could also have desirable con-
tractual implications. For example, an insurance agency being a witness, and thereby
be given the opportunity to ratify an exchange, could be used as a way of ensuring the
insurance agency remains commited to some prior insurance agreement. Another exam-
ple could be a situation in which some token is owned by multiple parties. All parties
except for the one initiating the transfer of the token could be called upon as witnesses
to ensure they all ratify it being exchanged.

Before we continue, we want to note that the reason for our showing the extended
exchange protocol is to establish that the EN architecture is able to facilitate the use
of witnesses, which we deem to be a critical requirement for many relevant use cases.
We do not claim that witnesses is a unique or somehow special feature of either our
architecture or our implementation of it. Rather, many existing smart contract systems,
such as Ethereum [5], Hyperledger Fabric [4], and R3 Corda [3], do support these kinds
of setups by defining them in their contract programming languages.

Example Use Case

As our implementation was designed to demonstrate the EN and SC concepts, it comes
with a set of files for running an example use case.11 We here proceed to describe that
example scenario, as it gives another perspective on how our implementation is designed
to work. The example consists of six interactions between three partners, as described
below and in Figure 12, using the tokens in Figure 13.

Carrier Component SupplierFinal Assembly Plant

Component Order

Transport Booking

Transport Confirm.

Transport Paym. Req.

Component Payment Request

Manufacturing, Pick-Up & Transportation

1

2

3

4

5

6

Transport Complet.

Figure 12: The six steps of the example use case. Solid arrows represent sent proposals,
while dotted arrows represent sent proposal acceptances.

11See Footnote 9 on page 155 for a link to the source code repository, which also contains detailed
instructions for running the demo.
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The goal of the following interactions is to have certain components manufactured
and delivered from a Supplier (S), via a Carrier (C), to a Final Assembly Plant (A).

1. Component order. A sends a proposal to S, wanting a component order of 200
units, which are to be delivered at a certain date. In return, A offers a tentative
payment of 100 000 SEK per component.

2. Transport booking. S sends a proposal to C, wanting a transport booking for the
components and the delivery time requested in (1). In return, S offers a tentative
payment of 7 800 SEK per transported component.

3. Transport confirmation. C sends a proposal to A, in which C requests that A
confirms the transportation in (2). When accepted by A, C proceeds to also accept
the proposal in (2), and S then accepts the proposal in (1).

4. Transport Completion. C sends another proposal to A, wanting A to confirm that
the transportation accepted in (3) has been completed, which is then accepted by
A.

5. Transport Payment Request. C then sends the exchange finalized in (4) together
with a proposal of payment to C, in which C refers to the transport completion in
(4) and the tentative payment in (2). S accepts.

6. Component Payment Request. S, which now knows that the transport has been
completed, sends a proposal of payment to A, which refers to the transport com-
pletion in (4) and the tentative payment in (1). A accepts.

While the scenario illustrates how ordering, transport and payments could be handled
in an industrial scenario, there are a few things we want to note.

� No actual payments were issued or executed by the EN used by the three parties,
even if several interactions related to money. The purpose of the EN architecture is
to facilitate digital changes to the rights and obligations between partners. It does
not move any concrete assets in and of itself, even if events in an EN could trigger
other systems to perform such functions. However, the signed exchanges resulting
from the example interactions should be useful as evidence in a court of law, in the
case of any party not meeting its obligations, such as by refusing to pay.

� The EN architecture only relays data that is directly related to the rights and
obligations of contractual partners. If other information would be of relevance,
such as tracker coordinates or digital twins, that would have to be sent via some
other system.

� The example most likely contains too few steps to be practical in a real-world
setting. Pick-up, quality checks or other significant interactions could likely be of
benefit to also negotiate about. The purpose, however, of the example use case is
demonstrate how the technology works and how it could be used, not necessarily
how it should be used.
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type: "xct" / "xtt"
Token

data: "currency": "SEK"
"amount": Integer
"multiplier": Integer

type: "xco"
Token

data: "type": "X"
"units": Integer
"time of delivery": Date

type: "xtc"
Token

data: "type": "X"
"units": Integer
"time of delivery": Date

type: "xto"
Token

data: "transport": #xtc

type: "xcp" / "xtp"
Token

data: "payment": #xct / #xtt
"transport": #xto

type: "xtb"
Token

data: "type": "X"
"units": Integer

"time of delivery": Date
"time of pickup": Date

Component Order
Symbolizes the commitment of its giver to 
deliver a certain number of units of some 
component type at a certain date and time. 
The delivery address is assumed.

Tentative Payment
Represents the obligation of its giver to pay 
a certain amount in return for the 
completion of the task specified in the 
exchange the token was created.

Transport Booking
The giver of this token is bound to be able to 
accept a transport vehicle at a certain pick-
up date and time, which will be ready to 
transport a certain number of units to an 
implied destination at a specified delivery 
date and time.

Transport Confirmation
Represents the commitment of the giver of 
the token to receive a delivery of a certain 
number of units at a specified time of 
delivery.

Transport Completion
The giver of the token accepts that the 
delivery associated with the referenced 
transport confirmation has been completed.

Payment Request
The giver of the token accepts to pay, as 
specified in a referenced tentative payment, 
as compensation for a referenced transport 
completion.

Figure 13: Informal definitions of the token types used to facilitate the example use
case, with technical descriptions on the left and legal implications on the right. Two
of the tokens exist in two type variants each, useful only to allow our implementation
determine how to automatically populate certain data fields. Compare with the Token
type definition in Figure 3.

6 Requirements Conformance

In Section 4.2, we outline six requirements we believe to be key for facilitating effective
contractual cooperation. Here, we briefly introduce and evaluate how (A) our SC imple-
mentation of the EN architecture (SC EN), (B) R3 Corda [3], (C) Hyperledger Fabric [4],
as well as (D) the original version of Ethereum [5] meet our requirements, after which we
highlight the distinguishing characteristics of the evaluated systems. The purpose of this
section is to establish that our strategy for implementing the EN architecture does fulfill
our requirements for effective contractual cooperation to a degree that is comparable to
other available solutions, even if code-as-contracts and distributed consensus algorigms
are not used. A summary of our evaluations is given in Table 2.
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Table 2: An overview of how our EN implementation based on SCs, R3 Corda, Hyper-
ledger Fabric and Ethereum fulfill the requirements we list in Section 4.2, as well as some
technical characteristics of each solution. Parentheses are used signify functionality that
can only be supported if provided via an external means.

SC EN R3 Corda Hyperledger Fabric Ethereum

1) Negotiable terms Via NS component (negotiation) (negotiation) (negotiation)

2) Consistent interpretation Via DB component Code & legal prose Code (& legal prose) Code (& legal prose)

3) Interactional privacy Witnesses optional Notaries optional Via subgroups (anonymization)

4) Provable acceptances Via EL component Signatures & notaries Signatures Signatures & miners∗∗

5) Effective adjudication (adjudicator) (adjudicator) (adjudicator) (adjudicator)

6) Trustworthy identification Via UR component Certificates Certificates (identification)

X)Primary contract model Token ownerships Code-as-contracts Code-as-contracts Code-as-contracts

Y)Consensus scope Group-wide Group-wide Group-wide Network-wide

Z) Performance category Higher∗ Higher∗ Higher∗ [4] Lower [10]

∗ We can conclude that these solutions may have better performance only from the fact their consensus scopes are
significantly smaller.

∗∗ Using proof-of-work, as mentioned in Section 6.4.

6.1 Signature Chain Exchange Network (SC EN)

An SC EN is a peer-to-peer system for negotiation that uses signatures and hashes [18]
to make negotiation results immutable and useful as proofs.

1. Negotiable terms. The EN architecture defines a kind of system that, via its NS
component, intrinsically is a negotiation system. However, a NS can only fulfill
it purpose if there are token definitions that can be used to formulate proposals.
As definitions dictate what can be negotiated about, there could, theoretically, be
room for negotiating about further definitions, the creation of new contracts, the
amendments of existing contracts, as well as contractual exceptions.

2. Consistent interpretation. Every EN must provide a DB component, which is in-
tended to maintain definitions of sufficiently rigorous interpretation for negotiation
to be practically possible. No particular shape or format is required for any such
definitions, even though it may be relevant to support machine-executable valida-
tion code and conventional legal prose,12 as it could enable both automatic proposal
verification and provide opportunity for adjudication via existing institutions, re-
spectively.

12While it currently may be advantageous to use traditional legal prose in digital cooperation systems
to ensure compatibility with legal institutions, there are tangible benefits to be able to represent it in
a directly machine-readable format. It could, for example, allow for machine-assisted contract analysis
and verification, which could be used to estimate risks, economical benefits and other relevant factors.
OASIS LegalRuleML [29] is one example of an already existing document structure, intended to facilitate
machine-readable legal contracts.
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3. Interactional privacy. We understand complete privacy to be the situation in which
only those parties that must know a fact do have direct or indirect knowledge of
it. While the EN architecture itself does not regulate how proposals are relayed,
concrete realizations of the architecture, such as our SC EN implementation, could
use transport layer security [30], or any other comparable technology, to conceal
data in-transit between parties. Furthermore, since using SCs does not require
a distributed consensus algorithm, there is not necessarily any voting procedure
during which any details about proposals or exchanges could be seen by third
parties.

4. Provable acceptances. The SC data structure facilitates provable acceptances by
requiring each acceptance to be cryptographically signed both by its proposer and
acceptor. Additional parties can also add their signatures or act as witnesses,
given a suitable finalization protocol. We describe such a protocol that includes
one witness in Section 5.2. If an acceptance includes hashes of a related earlier
acceptance or contractual definitions, no party will be able to deny the history of
the acceptance or the commitments associated with it, given that the history and
definitions are available to be inspected.

5. Effective adjudication. The EN architecture leaves room for using machine-executable
tests, which could be used to prevent some unsound exchanges from taking place.
Neither ENs in general or SC ENs in particular are, however, able to correct con-
tractual misbehavior after it has occurred, which we discuss further in Section
7.2. That being said, the SC data structure is designed to be useful for proving
that the agreements it records have taken place. That proof, which consists of the
cryptographic signatures of well-known stakeholders and hash-based references to
contractual definitions, we hope to be useful as evidence in traditional courts of
law, which should be able to provide the desired kind of correction.

6. Trustworthy identification. The problem of reliably identifying other users is meant
to be solved by the UR component of all ENs. However, the EN architecture does
not explicitly specify how it is to be facilitated. In our SC EN concept implemen-
tation, we use data taken from x.509 certificates [21] to identify parties, which we
manually provide to each node. An implementation for production usage would,
however, likely need to support distribution of certificates at runtime, handle par-
ties transitioning to new certificates, as well as being able to assess the likelihood
of any certificates being compromised.

6.2 R3 Corda

Corda [3] is a peer-to-peer system for multi-organizational state machine applications, or
CorDapps, which are updated via signed [18] and logged function invocations.

1. Negotiable terms. Corda is not a negotiation system, it is a system for maintaining
and updating replicated state machines via distributed function invocations. In
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other words, it does not provide any primitives explicitly designed for making or
accepting proposals, as defined in this paper. The details of any collaboration
must be negotiated outside Corda itself, including how and what can be negotiated
about in each given collaboration. That being said, there could likely be room for
building a general-purpose negotiation system on top of the primitives Corda does
provide. However, providing a programming language and execution runtime is
not the same as providing a concrete feature, for which reason we do not consider
Corda to directly facilitate negotiable terms here.

2. Consistent interpretation. In order to guarantee that code-as-contracts and other
machine-readable artifacts are interpreted consistently, Corda comes with its own
machine language interpreter. It also leaves room for its transactions to refer to legal
prose and other attachments. If such legal prose is formulated in accordance with
the norms of some well-established legal tradition, it could provide compatibility
with legal institutions.

3. Interactional privacy. R3 Corda guarantees privacy by encrypting messages in-
transit between parties. Notary pools, when used, are only provided with hashes
of state objects, as described briefly in Section 3.3, which means that the contents
of any considered objects are not accessible to the notaries in any given pool.

4. Provable acceptances. In R3 Corda, each cooperational interaction results in the
creation of a transaction, which contains a list of input state objects, commands
to apply to those objects, as well as other details. Each such transaction proves
its validity by including at least the signature of its issuer. Transactions can be
configured to hold additional signatures as needed via the CorDapps that define
them. Pools of notary nodes, which we describe briefly in Section 3.3, can also be
used as a form of witnesses.

5. Effective adjudication. The fact that Corda maintains a replicated state machine
means that it leaves plenty of opportunity for programmatically validating states
and state changes, which is useful for preventing unsound state transitions from
taking place. However, Corda does not in and of itself provide any direct means
for correcting contractual misbehavior that cannot be prevented. Rather, Corda
depends on its code-as-contracts, transactions, immutably referenced legal prose,
and any other artifacts, to be accepted as evidence by a court of law or other
adjudicator.

6. Trustworthy identification. To guarantee non-repudiation and to unambiguously
associate transactions with the identities of existing legal entities, Corda employs
x.509 certificates [21]. Further, it “assumes [the existence of ] an identity infras-
tructure between the participants in the network but makes no assumption as to its
sophistication or mode of operation” [3]. However, if participating in the global
Corda network, a network maintained by the R3 organization, the use of a custom
infrastructure created by R3 is mandatory.
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6.3 Hyperledger Fabric

Fabric [4] is a “distributed operating system” for replicating state machines within groups
of peer nodes using traditional distributed consensus algorithms. Updates take the form
of signed [18] and logged function invocations.

1. Negotiable terms. Negotiation is not supported unless designed via the code-as-
contracts system it provides.

2. Consistent interpretation. Code-as-contracts, referred to as chaincodes, can be
specified in multiple different programming languages, all of which provide well-
defined execution or interpretation models. Fabric does not directly provide any
legal language support.

3. Interactional privacy. While not explicitly mentioned in [4], we see no reason
why Fabric would not be able to encrypt messages in-transit between computers.
Furthermore, as the consensus groups, or channels, of Fabric can be adjusted to
only include directly related parties, it can also be ensured that messages are not
seen by parties not immediately concerned.

4. Provable acceptances. In Fabric, transactions, which encode all interactions, are
signed by their issuers before being submitted to the so-called endorsing peers of a
relevant consensus group, or channel. Each such peer that considers the transaction
valid signs it. If all signatures mandated by the so-called endorsement policy of
the channel are added to the transaction, it is eventually appended to the ledger
replicated within that channel. The signatures prove that each interaction was
accepted by all parties of concern.

5. Effective adjudication. Fabric can prevent unsound transactions from taking place
by letting users specify validation rules in its code-as-contracts. It does not, on the
other hand, directly support embedding legal prose into its transactions, but can
support it indirectly via a system such as the one by the Accord project [16].

6. Trustworthy identification. Fabric provides a so-called membership service provider
for verifying the identities of all computers interacting with a given system. The
identities are connected to legal entities via certificates.

6.4 Ethereum

The original version of Ethereum [5] maintains a globally replicated state machine that
is updated via signed [18] and logged function invocations. As the system is global and
maintained voluntarily, it incentivizes maintenance by hosting a cryptocurrency that is
used to reward maintainers and charge for contract execution. The consensus model and
currency of Ethereum are comparable to those of Bitcoin [1].

1. Negotiable terms. Negotiation is not supported unless designed via the code-as-
contracts system it provides.
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2. Consistent interpretation. Ethereum requires that all contracts be provided in the
same byte code format, which guarantees that all network participants interpret the
contracts in the exact same way. No legal contract language is provided directly,
as we already mentioned.

3. Interactional privacy. Neither transactions or contracts are encrypted or concealed
in any way. The reason for this is that all network maintainers must be able to verify
that each transaction takes the contract it invokes into a valid state. Furthermore,
Ethereum does nothing to conceal public keys, which means third parties able to
associate public keys with legal entities become able to track all of their activities.

4. Provable acceptances. Ethereum, which also represent interactions by transactions,
only requires that the issuer of each transaction signs it. However, code-as-contracts
can be designed to require additional approvals before executing its clauses. When-
ever a new transaction is submitted for ledger inclusion, it is associated with a
so-called proof-of-work, which functions as an indirect proof that the majority of
the network considers it to be valid [5] [1]. However, for the reasons we outline and
discuss in Sections 3.2 and 7.2, this form of global validation is more limited than
it may initially seem.

5. Effective adjudication. While able to prevent some unsound transactions from
taking place via its code-as-contracts system, embedding legal prose into contracts
is not explicitly supported. Such could, however, likely be superimposed on the
primitives it does provides.

6. Trustworthy identification. Participation is allowed without explicit membership
registration. Public keys, without any other data, are considered to be valid user
identifiers. While no explicit association between public keys and legal entities is
made, there is no technical reason such could not be stored outside of Ethereum.

6.5 Distinguishing Characteristics

We hope that reading the requirements analyses in this Section helped establish how
similar these four solutions are, in terms of our requirements. In particular, they all use
cryptography to prove acceptances, support programmatic verification of interactions,
provide, or could theoretically provide, some kind of means of establishing legal identities.
Their differences largely come down to their (1) contract languages and (2) consensus
scopes, as follows:

1. Contract language. The SC EN system provides a negotiation-ownership model,
while the others support code-as-contracts. While technically different, both help
establish which parties have what rights and obligations at every given instance
of a cooperation. The difference between these two approaches are not their
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theoretical capabilities, but the domain models that must be worked with to make
them operational. Our SC EN solution requires formulating what token ownerships
imply what rights and obligations, while the other require writing state machine
applications in programming languages.

2. Consensus scope. Ethereum operates globally, rather than within closed groups of
participants as the other three. While a global scope might allow for supporting
novel and interesting use cases, it makes it harder to facilitate privacy when inter-
actions are sensitive. Fabric, on the other hand, does allow its channels to include
only parties of interest. However, as all parties of concern have to be part of the
channel while interacting, it offers less flexibility than R3 Corda and our SC EN,
which do not directly superimpose any notion of groups.

7 Discussion

We have now considered what contractual cooperation is, key requirements for it to be
effective, the EN architecture and SC implementation, as well as how our implementation
and the other DLTs fulfill our requirements. Here, we discuss the wider implications and
weaknesses of our contributions.

7.1 Is Negotiation a Sufficient Abstraction?

Throughout this paper, we have assumed that negotiation about token ownerships to be
an adequate abstraction for representing most kinds of contractual cooperation. As the
notion of ownership maps well to the notion of owning rights or obligations, we assume
our model can replace most uses of conventional contracts, which we, in turn, assume to
be an adequate vehicle for most kinds of collaboration. However, the position we take can
be argued to require stronger assumptions than the prevailing code-as-contracts model.
As programming languages can be Turing complete, they can also be able to simulate
all other domain models, including the one we present. But if our assumption about the
adequacy of our negotiation-based model is sufficiently correct, it offers less complexity
than the prevailing model, which could serve to reduce costs by leaving less room for
error and by requiring less skills to be utilized.

7.2 The Prospect of Machine Adjudication

In this paper, we identify distributed consensus algorithms and code-as-contracts as pri-
mary obstacles to compatibility with existing adjudicators, such as national courts of law.
Those two technologies are, however, what many envision will allow trusted middle-men,
among which courts of law are a primary example, to be fully circumvented. However,
apart form disrupting current practices, as we already noted, the concrete systems cur-
rently using these technologies do have some additional shortcomings. In particular, they
are limited in
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1. what they can consider as evidence,

2. their power over parties deemed at fault, as well as

3. their ability to take the wider context into account.

In systems like Bitcoin [1] or Ethereum [5], the only unbiased evidence available is
signed transactions, the only available punishment is refusing to append transactions to
the maintained ledger, and no given data will be considered in terms of its original do-
main or context. Taken together, this means that these systems are unable to identify or
mitigate transactions sent to fraudulent users, for example, even if they are able to detect
double-spending, overspending, and so on. Strides of advancement in AI technologies,
in areas such as trust assessment, faction mapping and computational ethics would be
required in order to make computer systems begin approaching the capabilities of present
day institutions. For this reason, we assume that human adjudicators will remain indis-
pensable for many kinds of use cases in the foreseeable future, even though the list of
exceptions may grow as DLTs allow for more kinds of middle-men to be circumvented.

7.3 A Minimum-Viable Integration Strategy

However useful the EN SC approach we present in this paper may be, we have not
considered the practical details of setting up an operational system between multiple
stakeholders. If a minimum-viable solution is considered adequate, the following five
steps could be a workable starting-point.

1. Each party of the collaboration in question installs and configures an EN SC soft-
ware on a server it manages.

2. Cryptographic certificates are generated by each party, and uploaded to the UR of
every server.

3. Legal documents are scanned, hashed and uploaded to the DB of each server.

4. Key interactions defined by the legal documents are identified, and tokens referring
to them are specified.

5. A new legal document is signed by each participant, containing their cryptographic
certificates.

Essentially, finalized EN exchanges are used as digital receipts referring to the terms of
existing paper contracts. If assuming that the EN SC software provides a graphical user
interface, no further technical integration would be strictly required as humans would be
able to manage all interactions. Each party would be able to independently automate
any of the interactions in which it takes part.
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7.4 The Economics of System Participation

It seems to us that participating in a digital collaboration system always will require (1)
installing, configuring and connecting a node to a network; (2) reliably identifying the
user identities of any relevant counter-parties; as well as (3) formulating and distributing
contractual definitions. We think that the complexity and costs associated with these
three steps will have significant impact on the real-world flexibility and utility of these
systems, even though that complexity and cost may be hard to quantify. We argue
that the lower complexity of our ownership-based domain model, compared to a Turing
complete programming language, could yield lower costs for formulating contracts, which
would make systems using the model more flexible in terms of being able to change and
enter into new collaborations.

7.5 Consensus Performance and Disruption

In Section 1, we claimed that the performance of distributed consensus algorithms could
be a major disruptor. While no benchmarks are presented in this paper, we want to note
that the theoretical performance of the implementation we propose in Section 5.2 should
be excellent, as it assumes consensus will be sought primarily between pairs of nodes.

7.6 The Limited Quality of DLT White-Papers

It seems to us as if the tradition within the distributed ledger community is to present
technical findings and solutions in white-papers. Apart from the textual and factual
issues that would not have been present in case of serious peer-reviews, these white-papers
often seem to be vague about technical limitations, perhaps for marketing reasons, and
be updated infrequently. Consequently, we cannot guarantee the accuracy of our findings
to the extent that otherwise would have been possible. Despite this, we see no significant
risks of our most important claims, such as those about the adequacy of our negotiation-
based model, being compromised by any technical details about these solutions being
incorrect.

7.7 Rights and Obligations as State Machines

Even though we present the Exchange Network concept as facilitating negotiation about
token ownership, via the use of an abstract message protocol, there is nothing preventing
that a computational model be superimposed on that protocol. Concretely, tokens refer
to types, which in turn refer to tests and terms, as described in Section 5. One could
regard a test as an invariant of a type system, a term as a function body, a type as a
full function declaration, and a token as a function invocation. As tokens have room for
arbitrary data items, they could even be said to include function arguments. If taking this
perspective, finalized negotiations result in functions updating a state machine of rights
and obligations. Even though this does not imply Turing-completeness, it does suggest
that there could be interesting mathematical parallels between the code-as-contracts
model and the one we propose. Formally defining such a state machine and comparing
it to the state-of-the-art is left as a topic for future research.
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8 Conclusions

In this paper, we make the case that code-as-contracts and distributed consensus algo-
rithms disrupt common business practices. We also claim that those disruptors can be
replaced by a system of negotiated token exchanges and non-mediated message passing.
By substituting the prevailing finite state machine code-as-contracts model with one of
negotiations about ownership exchanges, we change the primary concern of the model
from function invocations and state transitions to exchanges of rights and obligations.
By using cryptographic signatures and hash pointers, akin to R3 Corda [3], we ensure
messages sent directly between two peers can be proved to be authentic later to third
parties.

We believe existing professionals, such as procurement engineers, legal experts and
adjudicators, will be able to fruitfully apply the kind of technology we propose with little
training, given that the right kind of supporting software will exist. Writing software
and is far removed from what most relevant kinds of professionals are accustomed to,
and the use of voting to ratify interactions is rare in conventional kinds of collaboration.
However, digital signatures, ownership statements, as well as the other primitives our
system design provides, should be perceived as more familiar and, therefore, require less
training, as well as requiring fewer adaptations to existing business norms and practices.
If the assumptions we make are correct, our approach lowers the barriers to adoption of
distributed ledger technologies for businesses, legal institutions and others in comparison
to state-of-the-art solutions, such as Hyperledger Fabric [4] or R3 Corda [3].

That being said, there might be compelling use cases that cannot be facilitated by
our approach. For example, solutions such as Ethereum [5] are able to facilitate code-
controlled agents via a public and global process reminiscent of voting, which can be used
to circumvent traditional third parties in certain situations. Our current understanding
is that nothing similar could be achieved with the system design we propose, at least
without extending it to also support defining the behavior of and facilitating such agents.
However, the practical utility of such agents has proven very limited, as we discuss in
Section 7.2, which means that they cannot replace many interesting third parties to an
adequate degree, such as inspection firms or courts of law.

In Section 4.1, we characterize cooperation as being the process of collaborating parties
continuously renegotiating their current sets of rights and obligations, while never being
absolutely sure about the aims and incentives of their counter-parties. If nothing else,
we believe this paper should establish that digital cooperation systems must be able to
represent the contentious nature of this process to remain useful over time.
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Kalix: A Java 11 Library for Developing

Eclipse Arrowhead System-of-Systems

Emanuel Palm, Ulf Bodin, Olov Schelén

Abstract

Eclipse Arrowhead, an upcoming open source framework for designing cyber-physical
system-of-systems, is starting to become complete enough to be the subject of serious
evaluation and prototyping. As a consequence, it has become increasingly pertinent to
provide software that makes it straightforward to use and learn it. To address this, we
here present Arrowhead Kalix, a Java 11 library designed for the efficient and effective
development of correct, concise and relatively performant Arrowhead-compliant systems.
In this paper, we outline the philosophy behind the design of the library, its architecture,
its fundamental components and give some examples of how it can be used. The purpose
of the paper is both to educate and to provide academics using Kalix with a credible
point of reference.

1 Introduction

Being a significant part of European Union projects such as Productive 4.0 1 and Ar-
rowhead Tools2, Eclipse Arrowhead [1] [2] has become a major research and engineering
effort, aiming to be a facilitator of the considerable complexity envisioned for the In-
dustry 4.0 paradigm [3]. As the number of projects involving Arrowhead continues to
increase, with examples ranging from industrial production workflow management [4]
to service orchestration controlled by ontological models [5], the incentive for produc-
ing time-saving tools and artifacts is growing stronger. Arrowhead Kalix, the subject
of this paper, is a Java 11 library that aims to reduce the time required to learn about
and create Arrowhead-compliant systems by providing abstractions tightly matching key
Arrowhead concepts.

In this paper, we provide an introducational description of Kalix directed primarily
towards researchers and engineers intending to write Arrowhead software. The paper
assumes basic knowledge of core Arrowhead concepts, which otherwize can be learned
from the resources available at https://arrowhead.eu.

1See https://productive40.eu.
2See https://arrowhead.eu.
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2 Philosophy

The design decisions going into the Kalix library could largely be described as coming
from either (1) our cultural biases or (2) our quality objectives.

With cultural biases we refer to traditions concerning things such as preferred ed-
itors, programming languages, code formatting, programming paradigms and message
encodings. While there may exist many reasons for the emergence of these traditions, we
consider one important explanation to be that each community has its distinct challenges,
making it gravitate towards tools and practices that better address those challenges. For
example, the Kalix library relies heavily on function composition, prefers immutable
objects over mutable such and uses callback functions as the preferred means of event
propagation. These design decisions could be seen as being influenced by our experi-
ence with the node.js, Rust and Scala communities, all of which are concerned with the
creation of distributed systems just like the Arrowhead community. Java being used as
implementation language for Kalix can also be regarded as a result of cultural bias, as
the members of the Productive 4.0 project, part of which Kalix was originally developed,
have chosen the language for many of their implementation efforts.

With Quality objectives, on the other hand, we refer to the design goals explicitly
commited to by the creators of a given software artifact. We understand such goals,
with examples such as low memory usage, high operation through-put, fault-tolerance
or security guarantees, to significantly impact the way in which software is written. The
quality objectives of the Kalix library we committed to are, in order of precedence,

1. correctness, in the sense that it validates input from all sources thoroughly and
prefers to fail fast rather than waiting for inconsistent directives to eventually lead
to undesired behavior; this objective is especially relevant in the context of dis-
tributed systems, as errors can be caused by issues originating from operations
spanning multiple CPU threads or individual machines, which makes pinpointing
the issues difficult unless they can be identified and mitigated early,

2. convenience, by which we mean that a library user should never need to repeat
any information that can be reliably determined from context, and, lastly,

3. performance, in the most general way the word can be interpreted, including fast
start-up time, low memory usage, high through-put, and so on.

As demonstrated in Section 4 and then discussed in Section 5, the two first objectives lead
us to creating classes, and other abstractions, that tightly correspond with the concepts
and components that make up our current understanding of Arrowhead systems.
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3 Architecture

As depicted in Figure 1, the most fundamental Arrowhead Kalix component is the sys-
tem.3 Every system provides and consumes a number of services, each of which represents
a certain category of tasks the system is able to perform or take advantage of. The Kalix
library is, as a consequence of this, designed around the ArSystem class, which con-
cretely represents a single Arrowhead system.

System

Service Plugin

SecurityNetwork

Cloud

Event

ContractIdentity

Access

HTTPJSON

HTTP

Consumer

HTTP

DTO

Figure 1: Kalix library architecture, in terms of its most significant components.

To help organize the provision and consumption of services, each system may be used
in conjunction with service providers and service consumers, represented by implementa-
tions of the ArService and ArConsumer interfaces, respectively. A service provider,
or just service, realizes an Arrowhead service, while a service consumer, or just consumer,
abstracts away some of the details of using a service provided by another system. As
illustrated in Figure 1, both services and consumers are meant to handle (1) data trans-
mission objects, (2) networking protocol stacks and (3) security guarantees. We consider
these in turn before also covering plugins, which allow for the reuse of complex service
integrations, and how Kalix handles concurrency.

3.1 Data Transmission Objects

Building a system-of-systems requires that messages can be sent between its systems.
As Kalix is a Java library, that means having to convert Java objects into network
messages. To make this more convenient, Kalix allows for the specification of what we
refer to as Data Transmission Object (DTO) specifications, which are converted by a
Java annotation processor into concrete classes that can be encoded to and decoded from
supported encodings.4 An example of a simple DTO specification named Message is
given in Listing E.1.

3Arrowhead is a Service-Oriented Architecture, as described in [2].
4At the time of writing, only JSON [6] is supported.
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Listing E.1: An example of a DTO specification for representing simple chat messages
that can be encoded as JSON. All non-static and non-default methods, which may not
take any arguments, specify the types and names of the members of the specified data
object.

@DtoWritableAs(JSON)
public interface Message {
Optional<Long> id();
String text();

}

Processing the Message specification would result in the generation of two classes
named MessageBuilder and MessageDto.5 Builder classes are useful for construct-
ing instances of DTO classes, which in turn have generated methods for encoding and/or
decoding them from specified representations. Converting an instance of the Message
specification, outlined in Listing E.1, into JSON could result in the message payload
{"id":4,"text":"Hello!"}, given that the id and text fields are set to 4 and
"Hello!", respectively. Several Kalix classes related to sending and receiving net-
work messages take DTO instances or classes as arguments and then automatically han-
dle message encoding and decoding, such as the #body(DtoWritable) method of
HttpConsumerRequest.

3.2 Networking

By necessity, each Arrowhead service must be provided via a particular network protocol
stack, such as HTTP [7]. Rather than imposing a single model that abstracts away the
details of each individual protocol stack, Kalix adopts a model where one set of abstrac-
tions is used for each such stack. This is hinted at in Figure 1, which associates HTTP,
the only currently supported protocol, with services, consumers and the underlying net-
working stack. While HTTP services must be organized in terms of endpoints having
methods and paths, a would-be JSON-RPC [8] service, for example, would have to be
organized as a set of named remote procedures. For this reason, the ArService and
ArConsumer implementations provided by Kalix, HttpService and HttpConsumer,
are both designed around a transport protocol, HTTP, while details about message en-
codings and security, which are also fundamental to being able to facilitate services, can
be trivially configured or inferred.

5In most development environments for Java today, annotation processors, such as the Kalix DTO
processor alluded to here, are invoked automatically when a project is built. Examples of projects using
DTO processors can be found at https://arkalix.se.
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3.3 Security

Eclipse Arrowhead mandates that Transport-Layer Security (TLS) [9] be used with client
post-handshake authentication (also known as client-side verification), unless the system
in question is running in insecure mode.6 This means that two systems engaging in a
secure communication must be able to demonstrate owning signed x.509 certificates [10]
issued by trusted issuers, such as the administrators of certain local clouds or companies.
As a consequence, secure mode communications can be verified to be (1) private, (2)
authenticated and (3) reliable. For a given system to determine if some other system
may consume one of its service, however, it must also be known that the consumer is
authorized. From the perspective of a Kalix library user, this is accomplished by declaring
what access policy each provided service is to use. The currently available policy types
are listed in Table 1.

Table 1: Kalix service access policies.

Policy Type Description

By cloud certificate Any system with a certificate issued by the same local cloud ad-
ministrator as the service provider may consume the service.

By cloud whitelist Any system whose name appears in a provider-specific whitelist
and have a certificate issued by the same local cloud administrator
as the service provider may consume the service.

By token Systems that have been provided with a valid access token by the
Arrowhead Orchestrator, associated with the same local cloud as
the service provider, may consume the service.

Unrestricted Any system may consume the service. This access policy can only
be used by systems running their services in insecure mode.

The certificate access policy types7 in Table 1 rely on the fact that the x.509 certifi-
cates of Arrowhead systems must have a local cloud certificate as its lowest level certificate
issuer.8 As a consequence, verifying that two systems belong to the same cloud requires
no more than comparing their issuer certificates and verifying their signatures. When
using the token access policy, however, the task of determining what other systems may
consume ones services is delegated to the Eclipse Arrowhead Authorization and Orches-
trator systems. The Kalix library automatically takes care of validating tokens presented
by service consumers and requesting tokens required to consume other services.

6While the current version of Eclipse Arrowhead, namely 4.1.3, required TLS to be used, future
versions are likely to also provide room for other types of transport security schemes.

7A complete list of access policy Java classes is available at https://arkalix.se/javadocs/kalix-
base/se/arkalix/security/access/package-summary.html.

8More details on Arrowhead certificates can be found at https://arkalix.se/javadocs/kalix-
base/se/arkalix/security/identity/package-summary.html.
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3.4 Plugins

Some categories of services that are useful to integrate against require messages to be sent
in response to certain system life-cycle events, such as services being provided, a system
shutting down, etc. To facilitate making integration against such services reusable, a
plugin mechanism was added to Kalix. Each plugin implements the Plugin interface
and may be provided to created ArSystem instances. Plugins can depend on and use
other plugins that explicitly provide a so-called plugin facade, concretely realized by
implementing the PluginFacade interface. The dependency structure of the plugins
provided to a given system is guaranteed to be honored during initialization, which means
that the dependencies of each plugin will be loaded before it is loaded itself.9 There are,
at the time of writing, four plugins that comes with the Kalix library, one dedicated
to registering and unregistering services, managing access tokens and performing service
lookups, another for managing event subscriptions and two more for taking part of or
observing contractual negotiations.10

3.5 Concurrency

Kalix applications have to exchange messages in arbitrary patterns, potentially with
significant numbers of other systems at the same time. Because of this, it becomes
paramount to be able to await the completion of asynchronous operations without in-
curring significant performance costs, all the while the risk for race conditions and dead-
locks is avoided as much as possible. To provide a solution to this problem, the Kalix
library relies extensively on its own kind of futures as well as its own schedulers. A
Future<V> is a representation of a value that may become available at some point in
the future, presumably when some asynchronous operation completes. In order to ac-
cess the Result<V> of a Future<V> when it becomes available, the receiver of each
Future<V> must use one of its methods to set a result callback, which is invoked when
the result becomes available.11 The Future<V> type comes with a number of different
default methods that can be used to handle or transform future results. Examples of such
methods are .map(), .flatMap(), .ifSuccess(), and .onFailure(), which are
used to transform, transform and await, react to successful results and handle excep-
tions thrown during evaluation, respectively.12 All Kalix library methods that return a
Future<V> are guaranteed to execute the callbacks of those futures either on the same
thread that invoked the method or on a fixed-size thread pool thread, unless something
else is indicated by the documentation.13

9For more information about plugins, please refer to https://arkalix.se/javadocs/kalix-
base/se/arkalix/plugin/package-summary.html.

10See also https://arkalix.se/javadocs/kalix-core-plugins/index.html.
11The Kalix Future<V> is significantly influenced by the design of the JavaScript Promise type,

more of which you can read in [11].
12Please refer to the Java documentation at https://arkalix.se/javadocs/kalix-

base/se/arkalix/util/concurrent/Future.html for a complete list.
13More deails about Kalix scheduling are available at https://arkalix.se/javadocs/kalix-

base/se/arkalix/util/concurrent/Schedulers.html.
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4 Usage

Using Arrowhead Kalix comes, for most intents and purposes, down to creating and using
instances of the ArSystem class, as exemplified in Listing E.2.

Listing E.2: An example of instantiating a new system. Both of identity and
trustStore are created from PKCS#12 [12] key stores and represent the X.509 certifi-
cates owned and trusted by the created system, respectively. The host variable contains
the IP address or domain name, as well as the port number, of the Eclipse Arrowhead
Service Registry of the local cloud the created system belongs to. Note that interaction
with the Service Registry, and other mandatory core services, is managed by a plugin
(see Section 3.4).

var system = new ArSystem.Builder()
.identity(identity)
.trustStore(trustStore)
.plugins(HttpJsonCloudPlugin.enterViaServiceRegistryAt(host))
.build();

A properly setup system contains certificates, a private key, names, what other sys-
tems can be trusted, and other data required in order to provide and consume services,
as exemplified in Listings E.3 and E.4, respectively.14

Listing E.3: An example of a system being instructed to provide a new HTTP service.
The first four lines set the name, supported message encodings, access policy and URL
base path of the service. The .get() invocation registers an HTTP endpoint with the
method GET and the path /example/greeting, which responds with a JSON object
contain the text "Hi!" if called. Any number of endpoints could have been registered.
The last line is an instruction to print the stack trace of any exception causing the service
provision to fail.

system.provide(new HttpService()
.name("kalix-example-service")
.encodings(JSON)
.accessPolicy(token())
.basePath("/example")

.get("/greeting", (requ, resp) -> {
resp.status(OK).body("{\"text\":\"Hi!\"}");
return done();

}))

.onFailure(Throwable::printStackTrace);

14More complete examples, including details about how to setup the library, can be found at
https://arkalix.se.
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Listing E.4: An example of a system consuming a service provided by some other system.
The .consume() invocation creates a new ServiceQuery, which is given the name
of a desired service on the following line. The using() call then executes the query
and uses the successful result of the query to create a new HttpConsumer. If and
when the query succeeds and the consumer becomes available, it is used to send an
HTTP request to the queried service. When any successful response comes back from
the service, its body is parsed and turned into an instance of the Message class. If
parsing is successful, the text member of the message is printed to console. Note
that .flatMap(), .ifSuccess() and .onFailure() are default methods of the
Future<V> interface type described in Section 3.5.

system.consume()
.name("kalix-example-service")
.using(HttpConsumer.factory())
.flatMap(consumer -> consumer
.send(new HttpConsumerRequest()
.method(GET)
.uri("/example/greeting"))

.flatMap(response -> response
.bodyAsIfSuccess(Message.class))

.ifSuccess(message ->
System.out.println(message.text()))

.onFailure(Throwable::printStackTrace);

5 Discussion and Conclusion

Eclipse Arrowhead is very much a work in progress, comprised of a plethora of documents
and software artifacts, of varying degrees of sophistication and maturity. Writing a
library that prioritizes abstractions that correspond tightly with such a framework has,
perhaps inevitably, introduced friction between us, the library creators, and the rest of
the Arrowhead community. Subtle differences in expectations, goals and understanding
have been unearthed and tangible arguments for changes to existing Arrowhead software
have become apparent. While the momentum of the Arrowhead framework seems to be
reaching a good pace, it is bound to change a lot in the future. As the framework evolves,
Kalix will have to change with it.



References 187

Kalix has been released on the Maven Central Repository15 and is already being used
successfully in a number of Arrowhead projects.16 The way we see it, Kalix has become
a valuable tool for our own on-going research,17 has made serious contributions to the
general development of Arrowhead and will be a tangible help for anyone wishing to
evaluate and use it. Nevertheless, Kalix can, at the time of writing, not be expected to
cover all desired aspects of developing production-quality systems. As the Arrowhead
framework stabilizes in the future, we hope that Kalix will stabilize with it.

What you find when using Kalix could contribute fruitfully to the refinement of Ar-
rowhead. Please do not hesitate to reach out us with your ideas, problems and revelations.
We also kindly ask you to cite this paper if using Kalix in your own academic work.
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Ricardian Contracts for Industry 4.0 via the

Arrowhead Contract Proxy

Emanuel Palm, Christian Lagerkvist, Ulf Bodin, Olov Schelén

Abstract

Industry 4.0 will require unprecedented degrees of integration across organizational bound-
aries, which will put new demands on infrastructure for managing agreements between
industrial stakeholders. In this paper, we present a system-of-systems architecture for
cross-organizational negotiation of Ricardian contracts. We also describe our implemen-
tation of it, based on Eclipse Arrowhead, and how it can produce non-repudiable contracts
between local clouds, potentially owned by distinct parties. We discuss how our archi-
tecture could impact current business paradigms, as well as arguing that our design, in
contrast to most solutions based on smart contracts, avoids to deviate significantly from
contemporary legal praxis, which should create better opportunity for industry adoption.

1 Introduction

Virtually every industrial activity can be traced back to either an existing agreement
or an anticipated such. While the forms and complexity of these agreements may vary,
ranging from highly intricate service contracts to simple sales, they are, by and large, the
primary determinant of what products will be produced or what services will be provided
by any given industrial stakeholder. As a consequence, digitalizing the (1) entering into,
(2) fulfillment, (3) renegotiation and (4) analysis of contracts, whatever the variety, has
great potential to reduce costs and lead times in present day supply chains. A digital-
ized contract could, for example, allow for key details, such as product specifications or
delivery locations, to be automatically fed directly into systems controlling automated
production or service rendition. Furthermore, it could serve to open up for new forms of
dispute handling, financial services and business models.

However, a digitalized contract must be facilitated by a concrete technology, and
the degree to which that technology can realize this potential depends on many factors.
Among those we have identified (1) compatibility with contemporary legal praxis, (2)
the risk of fraud, (3) privacy, (4) generality, (5) cost, (6) latency and (7) throughput.
While surveying the state-of-the-art, we found no existing digital contract platform that
satisfied our factors well enough to be considered relevant for the supply chain use cases
we have worked with [1].
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Ethereum [2], R3 Corda [3] and Hyperledger Fabric [4], as well as almost every other
general-purpose digital contract platform we have been able to find [5], rely on the smart
contract [6] popularized by Bitcoin [7]. Even though smart contracts, which are computer
programs controlling various types of ledgers, might superficially seem legally sound [8],
these solutions tend to have technical [9] and legal [10] caveats that bar them from most
real-world applications [11]. Examples of such limitations are (1) being hard to interpret
for current legal institutions and practitioners, (2) not directly providing for contracts to
be negotiated and renegotiated, or (3) by imposing novel privacy or governance structures.

In this paper, we present our solution for industrial contract digitalization based on
Ricardian contracts [12], which consist of regular legal prose and machine-readable pa-
rameters. By our sticking to established technologies, such as unmediated message pass-
ing over secure transports, digital signatures and hash pointers, we believe to sufficiently
satisfy our seven factors for our solution to become practical in real-world industrial use
cases, even though our solution is currently limited to contract negotiations between
exactly two parties. Furthermore, as the Ricardian contract is partially rather than pre-
dominantly machine-readable, as are other comparable formats [13] [14], its users can
decide how much to rely on legal prose or machine formalisms. This leaves room for es-
tablished legal praxis, such as strategic ambiguity [15], and for the gradual introduction
of increasingly complex formalisms.

What we consider the primary contribution of this paper is, however, our outlining
of a concrete realization of Ricardian contracts based on a system-of-systems framework
designed for the Industry 4.0 paradigm, Eclipse Arrowhead [16] [17], as depicted in Figure
1. By presenting our implementation, we make the case that decentralized and practically
applicable designs can be produced without reliance on smart contracts.

UsesRealizes

Ricardian ContractsContract Proxy

System-of-Systems

Contract Network

Architecture

Figure 1: The Ricardian contract is a key part of our Contract Network Architecture,
which we realized as a Contract Proxy system-of-systems.

We begin to make the case about the suitability of our design by describing what
a Ricardian is and how we represent it. After that, we outline our Contract Network
Architecture, and then proceed to describe its Arrowhead realization through our Con-
tract Proxy system. We end the paper by describing prior art, discussing some of the
weaknesses of our architecture, as well as considering the potential our solution has for
facilitating new forms of dispute handling, financial services and business models.
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2 The Ricardian Contract

Our Ricardian contract [12] consist of two parts, templates and contracts, as exemplified
in Figure 2. Each template consists of a list of provisions and parameters, where each
provision is a human-readable text and every parameter is a name/type pair. Each
contract parameterizes exactly one template by providing a list of arguments, which are
name/value pairs matched against the corresponding name/type pairs of its template.
Template provisions cannot be affected by contracts. This structure mostly aligns with
the one proposed by Clack et al. in [18], with exceptions such as naming differences and
that their design explicitly allows for default values in templates.1

Template (Steel Purchase) T

Hereby

80cm x 5mm; C15D) for €
{seller:Fingerprint}

Contract

price

sha-256:0e92...

sha-256:957e...

460

27

quantity

buyer

seller{buyer:Fingerprint} accepts
{quantity}

{price}

hash(T)

steel (200cm x

sheet, sold by
per

.

sheets of

Figure 2: A contract describing a steel purchase. This contract refers to its template via
the hash of that template, and parameterizes it by stating values for each name/type
pair in the template. The {quantity} and {price} parameters are implicitly of the
plain text type. Fingerprints are the hashes of public key certificates and are used here
to refer to parties. All provisions of the template are expressed as English legal prose.

Given that type support exists for a given implementation, contract arguments could
contain references to any kind of data for which suitable identifiers can be produced,
including templates, or the offers, acceptances and rejections we outline in Section 3.
In fact, the structure we propose does not put any hard limits on what data can be
represented by a contract, as long as suitable types are available. Contracts can refer to
each other in chains, certificates, new templates, vehicle routes, models to be 3D-printed,
multi-step financial transactions with conditions, among many other possible examples.

A more advanced Ricardian type system could also allow for our template provisions,
which now must be plain texts, to be expressed as machine-readable formalisms, such
as those of LegalRuleML [13]. This could leave room for more exact forms of machine
analysis and verification.

1The original paper by I. Grigg [12] is not very exact about what the structure of a Ricardian
contract is. It also requires that contracts only represent issues of value and that certain servers be
identified in each contract, both of which arbitrarily limits what the contracts can be used for. Perhaps
unsurprisingly, this has lead to variants of the Ricardian contract emerging, such as [18] and the one
proposed for OpenBaazar at https://gist.github.com/drwasho/a5380544c170bdbbbad8 (accessed 2021-
01-28). As far as we can tell, Ricardian contract variants differ primarily in (1) their use of templates,
(2) whether they are general-purpose and (3) how they represent types.



194 Paper F

3 The Contract Network Architecture

The purpose of the Contract Network Architecture is to facilitate contract networks.
Such a network consists of a collection of communicating computer agents, each of which
represents a party that all potential contractees can determine the legal identity of. Each
agent can communicate with all other agents via message-passing over a trusted medium,
can identify all parties endorsing each received message, and stores all received messages
permanently. There are two kinds of communication each agent must be capable of, (1)
negotiation and (2) reference tracing, which we will now consider in turn.

3.1 Negotiation

Negotiation is the process through which agents produce contracts. In the naive proce-
dure we use here, two agents can send (1) offers, (2) acceptances and (3) rejections, on
behalf of their respective parties. All of these messages must be non-repudiable, whereby
we mean that the identity of their senders or their contents cannot be modified or denied
after being sent. An agent sending an offer to another agent starts a new negotiation,
unless the offer counters a previous offer, as shown in Figure 3. An offer receiver can
send a counter-offer, acceptance, rejection, or wait for the offer to expire.

Offer

Counter-Offer

Reject

Accept

IsExpired

Offering

Expired

Rejected

Accepted

Figure 3: A state-machine representation of a negotiation between two contract agents.
The parties take turn to perform a transition by either sending a message or by waiting
until the negotiation expires.

As illustrated by the example contract network in Figure 4, each offer contains one
or more contracts, as defined in Section 2, as well as identifying the sender and receiver
of that offer. It must be possible to tie each acceptance or rejection to a certain offer,
part of a specific negotiation.
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Offer [Oi,j]

Receiver:
Contracts:

X

Y

Z
O3,1 O9,1

A3,1 O9,2

Offeror:

Signature

Fingerprint
Contract[]

Fingerprint

sign(Oi,j)

Acceptance [Ai,j]

Offer
Signature

hash(Oi,j)
sign(Ai,j)

=

=
=

Tracing

Negotiation

Figure 4: A contract network of parties X, Y and Z, each having negotiation and ref-
erence tracing capabilities, apart from being able to communicate, identify each other’s
activities and permanently store messages. Naive definitions for offers (Oi,j) and accep-
tances (Ai,j) are given at the bottom, where i identifies a negotiation and j an offer made
during that negotiation. Rejections contain the same fields as acceptances. Parties X
and Z offer O3,1 and O9,1 to Y, which accepts O3,1 with A3,1 but counters O9,1 with O9,2.

We started this section by claiming that our negotiation procedure is naive. What
do we mean by that? We mean that we do not support making proposals, multi-party
negotiations, auctions, or other more advanced features that could be relevant to many
use cases. By making proposals, we refer to the practice of sending offers that are not
specific enough to be acceptable by their receivers. In conventional contracting, proposals
are a key way of signaling interest without knowing the details about what a counter-
party wants or is willing to offer. Why do we only present a naive procedure? Because a
negotiation procedure is required to make our solution general-purpose, and by presenting
a simple one we get a pedagogical advantage. We revisit this discussion in Section 6.1.

3.2 Reference Tracing

When an offer is received by an agent, it may or it may not be the case that the agent
already knows of the templates, or any other artifacts, referred to by the contracts of that
offer. To make sure that the referenced data can be inspected, as appropriate, before a
decision is made about an offer, each agent is able to request the artifacts referred to by
the offers they receive. Upon receiving such a request, an agent could (1) respond with
the artifact, (2) respond with the details required to acquire the artifact from some other
source or (3) respond with an indication that permission is not granted for the artifact
to be revealed.
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Some may consider why this particular scheme always waits for data to be explicitly
requested before being sent, rather than having offers include data when it is known to be
unknown to their receivers. There are two problems with this line of reasoning, however.
The first problem is knowing what the offer receiver already knows. The second problem is
knowing what the offer receiver considers relevant to know. Not pushing any data before
it is requested may not lead to optimal latency or the smallest number of transmissions,
but it does guarantees that no data is sent redundantly. If a strong enough case can
be made for being able to push data preemptively to offer receivers, such a mechanism
could, of course, be added to our architecture.

3.3 Implementation Strategies

You might have noticed that we were quite specific about things such as hashes and sig-
natures in Figures 2 and 4, but used more general language in the rest of this section. The
reason for this is that we believe it could be motivated to implement this architecture in
different ways to facilitate different kinds of use cases, even though hashes and signatures
are used by the realization we outline in Section 4. If interested to read more about such
strategies, please refer to [19], in which we describe the implications of implementing a
predecessor of this architecture in three different ways. Those approaches are (1) relying
on a trusted centrally managed application, (2) implementing it on top of a blockchain
network, as well as (3) using an approach reminiscent of the one presented in this paper.
The differences between the architecture presented in this paper and the one in [19] are
outlined in Section 5.

4 The Arrowhead Contract Proxy

Having described both our Ricardian contract format and our Contract Network Archi-
tecture, we are ready to consider how we realized those in our Contract Proxy imple-
mentation. First and foremost, our realization is built to be compatible with Eclipse
Arrowhead [17] [16], which is a service-oriented systems framework designed to help cre-
ate Industry 4.0 supply chain and manufacturing systems-of-systems. The framework
both provides ready-made systems, as well as specifications for how to make custom-
made systems. Of particular interest to us are the ready-made systems for (1) service
registration, (2) authentication and authorization, (3) orchestration, (4) event distribu-
tion and (5) secure inter-cloud communication, which can facilitate the infrastructure we
need for our use case.

As per Arrowhead terminology, each deployment of the framework with its own ser-
vice and system management capabilities is referred to as a local cloud. In the context
of our use case, depicted in Figure 5, we make the assumption that each such cloud
is managed by a distinct stakeholder. In addition to the already listed systems and
two of our Contract Proxy systems, we add two custom-made agent systems, which
use the contract proxies to negotiate contracts. The source code of our implemen-
tation, as well as a simple use case example, can be reviewed and downloaded from
https://github.com/emanuelpalm/arrowhead-contract-proxy.
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GatewayContractProxy

EventHandler Agent

ContractProxy

EventHandler Agent

Gateway

Figure 5: Two Arrowhead Framework local clouds, each with its own agent and Contract
Proxy systems. The agents can send and receive offers, acceptances and rejections via
their contract proxies, which are connected via Gateway systems. Event Handler systems
are used in each cloud to notify agent systems about new contract messages. We assume
the Service registry, Authorization, Orchestrator and Gatekeeper systems to be used in
each local cloud [17].

Contract proxies can be regarded as making up a key part of the trusted medium
through which agents must communicate, as described in Section 3. Their primary
utilities are

a) making it possible to regulate what agents within the local cloud can negotiate or
see negotiations by setting access control rules,

b) making it straightforward to configure and monitor any negotiational activities
occurring between agents in its own local cloud and other local clouds, as well as

c) alleviating agent programmers from having to deal with cryptography, which re-
moves a potentially significant source of security issues.

More specifically, each Contract Proxy

1. controls access to an owned set of certificates (to which it has the private keys) and
a trusted set of certificates (representing the agents it can relay messages to),

2. adds the necessary signatures and other cryptography to offers, acceptances and
rejections relayed on behalf of agents from inside its own local cloud,

3. verifies and removes signatures and other cryptographic elements from messages
relayed on behalf of agents from outside its own local cloud,

4. ensures that all signed messages it relays, in either direction, are stored persistently,
as well as

5. responds to reference tracing requests, as defined in Section 3.2.
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The process through which contract proxies relay messages between agents is depicted
in Figure 6. In that example, the agent in local cloud A (aA) sends a message to the
agent in local cloud B (aB) via a sequence of six steps, which are

1. aA sends a message (mA), composed using identifiers only guaranteed to be relevant
within A, to the Contract Proxy of A (cA);

2. cA verifies that aA is authorized to send the message, replaces all identifiers specific
to A with their global cryptographic equivalents, producing mG, signs it to create
s(mG), and then relays it to cB through two gateways, which both authorize the
sender before passing s(mG) on;

3. cB validates s(mG), removes its signatures to create mG, replaces its global crypto-
graphic identifiers with such relevant only in B, producing mB, and then announces
the availability of mB via the Event Handler in B (eB), which first verifies that cB
is authorized to publish events;

4. eB announces the availability of mB to all properly authorized subscribers that have
specified matching filter criteria, which here is the only agent of B (aB);

5. aB requests a copy of mB; after which

6. cB ensures aB is authorized to receive mB and sends it.

2

3

GatewayContractProxy

EventHandler Agent

ContractProxy

EventHandler Agent

Gateway

1

4

5 6

A

B

Figure 6: The two local clouds also depicted in Figure 5, here referred to as A and B.
The agent in A sends a message to the agent in B through two contract proxies and an
Event Handler in six steps. Arrows with dotted lines represent metadata transmissions,
while solid lines denote message transmissions.
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As these interactions occur within and between two local Arrowhead clouds, there are
provisions in place for making sure that only explicitly authorized systems are permitted
to be aware of each interaction. To be more concrete, for a system to able to get notified
of, for example, negotiational messages through an Event Handler, authorization rules
be provided to the local cloud Authorization system by an administrator. The same
is true for every other category of interaction, from requesting contractual messages to
submitting them. Furthermore, the Contract Proxy systems can only interact with other
Contract Proxies able to prove ownership of certificates that have been explicitly endorsed
by administrators.

Why is the Event Handler part of our design? Using it, rather than having the
contract proxies immediately pushing new messages to their intended recipients, allows
for having systems that observe on-going negotiations without being part of them. Such
an observing system could, when seeing a certain type of message, be programmed to
trigger product manufacturing, service rendition, or the granting of access to private
data, among many other possible examples.

Another detail worthy of mention is that the Contract Proxy does not strictly have to
communicate with another Contract Proxy, as in our example. In fact, considering Figure
6, the Contract Proxy in A does not know whether the system receiving its messages in
B is a Contract Proxy or some other kind of system. aB is completely invisible to both
aA and cA. Any system being able to represent a certificate trusted by our Contract
Proxy, as well as implementing the same negotiation protocol, would be able to negotiate
contracts via that Contract Proxy. In certain scenarios it may, for example, be relevant
to have a single system both initiating and reacting to negotiations while also managing
all cryptography.

5 Prior Art

A predecessor to our Contract Network Architecture, based on token exchanges instead
of Ricardian contracts, was presented in [1] and [19]. That model, known as the Ex-
change Network Architecture, introduced the need for keeping track of what obligations
are acquired by whom as tokens change owners, which made them rather unintuitive as
soon as they were meant to represent anything else than ownerships of assets. We even-
tually realized that service agreements, which have been important for us to express, are
markedly less complicated to describe as regular contracts, and that asset exchanges do
not become more complicated to express this way. The reason for this, we believe, is that
contracts carry less assumptions about their utility than tokens do, making them more
general-purpose. This made us decide that the Ricardian contract was a better fit for the
use cases we focus on. Another key difference between the two architectures is that the

Contract Network Architecture, presented in this paper, has an implementation compat-
ible with an industrial framework, Eclipse Arrowhead, while no such implementation was
ever produced for our Exchange Network Architecture. We are, as a consequence, better
able to argue for the suitability of the former design in the context of Industry 4.0.
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6 Discussion

Before closing this paper, we will briefly consider a why our architecture does not support
sophisticated negotiations, some weaknesses we discovered in our Contract Proxy design,
how our architecture could facilitate new forms of dispute handling, financial services
and business models and a brief reflection over the potential performance of our designs.

6.1 Limited Negotiational Capabilities

Why does our Contract Network Architecture, as well as its predecessor [1] [19], only
directly support negotiation between exactly two parties? As we already mentioned in
Section 3.1, primarily because negotiation has not been one of our main research subjects
up until this point. Since conventional contracts are always produced via some form of
negotiation, our architecture had to support it to be as general-purpose. However, since
our primary interests were in non-repudiation and industry application, we settled with
what we saw as the simplest possible solution. More sophisticated negotiation protocols
are presented in [20] and [21], for example.

6.2 Contract Proxy Weaknesses

Reliance on Event Handler

The point of our announcing messages through an Event Handler system, rather than
having the contract proxies immediately push new messages to their intended recipients,
was motivated by (1) making it possible to monitor and distribute incoming messages
in a standardized fashion, as well as (2) not requiring any Contract Proxy to keep track
of subscribers or publishing messages, which should leave room for better performance
when the volume of messages is high. However, after implementing and evaluating this
setup, we are not convinced about its suitability. While the availability of incoming
messages can be logged via the Event Handler, it cannot log the actual messages. Only
announcements about messages being available are sent to the Event Handler, not any
actual messages. Furthermore, while using the Event Handler could lead to performance
benefits, the complexity increase inherent in introducing another node to a distributed
system may not be warranted for all kinds of use cases. A better approach might have
been to have the Contract Proxy be designed to keep track of and notify subscribers
by itself. One advantage is that fewer systems need to know of each contract message,
which could help keep them confidential. If performance becomes a concern, a multi-node
Contract Proxy could be likely be produced.
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Insufficient type system

While we have argued for the merits and possibilities that comes with the type systems of
Ricardian contracts, we implemented a rather weak variant of such a type system for our
Contract Proxy system. The only types we support are strings and hashes, the latter of
which are used as input to our reference tracing algorithm. Even tough it is not critical
for that type system to be feature complete before being used in production, care must
be taken for it to be straightforward to extend it with more features in the future. We
suspect that our type system will have to be revised before we can be entirely confident
such extensions can be facilitated.

Removal of cryptographic primitives

Our Contract Proxy was designed to substitute cryptographic elements with local identi-
fiers, alleviating systems within that cloud from having to implement any cryptographic
scheme with direct relevance to contracting. We soon noticed, however, that even though
the local identifiers were indeed very useful, that didn’t mean that the cryptographic
primitives stopped to be relevant. While constructing a simple graphical user interface
for our Contract Proxy,2 allowing for a human operator to receive and respond to nego-
tiational messages, we wanted the hashes and signatures to be able to show the user how
the different messages relate. An alternative could have been for the Contract Proxy not
to substitute cryptographic elements, but rather complement them with local identifiers.

Single point of failure

Taking down the Contract Proxy of a local cloud, which requires breaking past an Ar-
rowhead Gatekeeper, removes the local cloud’s capability to negotiate. How and when
to mitigate that is left open for future research.

6.3 A New Business Paradigm

Given that a system such as our Contract Proxy becomes widely deployed, what kinds
of innovations could we expect in terms of (1) dispute handling, (2) financial services
and (3) business models? Before we present our assessment, let us consider some of the
properties of the design we are proposing. Firstly, none of the activities of our Contract
Proxy require significant computing power or sending a larger numbers of messages, which
we consider in more depth in Section 6.4. As a consequence, contracts can be negotiated
within very brief time spans. Secondly, negotiation produces records of permanently
stored signed messages, which could be shown to and relied on by any third party able to
verify their signatures. Thirdly, by supporting both textual and formal provisions, as well
as typed templates and instances, our contract system could facilitate a gradual transition
from something very reminiscent of traditional contracts to very machine-oriented such.

2A demonstration of the user interface could, at the time of writing, be seen at
https://www.youtube.com/watch?v=2wLtAUBhWaI (accessed 2021-04-26).
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Such a gradual transition should facilitate a gradual translation of existing legal praxis,
which ought to make it possible for more companies to contribute to and adopt the new
legal paradigm.

Dispute handling

Given that recorded messages can be directly uploaded to and verified by a court of law or
arbitration firm, it should become possible to reduce the time and costs associated with
contemporary dispute handling. In the longer term, as more machine-oriented contracts
become the norm, more aspects of litigation could likely be automated.

Financial services

Recorded messages could not just be shown to courts of law, but also to insurance
agencies, banks, or other financial service providers. These could use those records to
improve their financial models, which should lead to cheaper insurance, lower interest
rates, as well as other types of benefits associated with lower financial risks.

Business models

Contracts written by humans tend to include as many details of an agreement as reason-
ably possible and beneficial, as it means that the parties in question have to review and
sign fewer documents. When contracts are negotiated and signed by machines, however,
there is an incentive for that dynamic to change. Those machines are likely required to
need one computer program per contract template they are meant to react to, which cre-
ates an incentive to compose agreements from many smaller contracts in order to save on
engineering effort. Furthermore, computers should be able to negotiate contracts many
orders of magnitude faster than humans, which means that explicit contract-forming can
become part of many interactions that today instead would yield receipts or other kinds
of proofs of fulfillment. The end result should be that many businesses move over to
entering into vastly more contracts with much smaller scopes, which should allow for
parties to collaborate with unprecedented degrees of precision. While it is hard for us to
predict the exact implications of such a development, we feel inclined to believe that it
would lead to the emergence of new classes of legal and technical professions, specialized
in a new paradigm of industrial contracting praxis.
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6.4 Performance

While we did implement our Contract Proxy design, we did never formally benchmark
its performance. We can report, however, that no message exchange during any of our
tests took more than a second or two to complete. While we believe those interactions
should have completed in the order of milliseconds or less, given their simplicity, the
user interfaces through which we tested them did not provide opportunity for us to see
or measure that.3 Sending an offer and having it accepted or rejected automatically is,
given our HTTPS implementation, a matter of sending four messages over TLS (two
roundtrips), out of which two contain RSA signatures that need to be verified. Despite
our not having any direct metrics to base our conclusion on, we still believe our solution
provides room for processing at least thousands of messages per second, without any
significant latency, on modest hardware with modest network infrastructure.

7 Conclusions

We believe our Contract Proxy design to typically be a superior choice for industrial
deployment if compared to all current forms of smart contracts. Our design does (a) not
require any other parties than the actual contractees to approve each change in rights
or obligations, (b) provides for all types of contract breaches to be corrected after they
can be observed, not just a limited subset of breaches [1], as well as (c) uses Ricardian
contracts, which are similar to traditional contracts.
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Architecture for Cross-Cloud Negotiation and

Auditing of Ricardian E-Contracts

Emanuel Palm, Ulf Bodin, Olov Schelén

Abstract

While the blockchain-based smart contract still finds itself with a considerable amount
of technical and legal hurdles to overcome, the cloud e-contract, not having any similar
issues, has started to see massive increases in adoption over the last few years. Being a
traditional legal document that is signed digitally, the cloud e-contract does not disrupt
contemporary legal praxis or require hosting complex peer-to-peer infrastructure, which
sets it apart as a pragmatic alternative for digitalizing contractual interactions. In this
hybrid computer science and economics paper, we use our insights from working on
solutions for digital contract handling in Industry 4.0 to predict how e-contracts will be
adopted by and shaped for the supply chain and manufacturing industries, as well as how
that shaping will make interoperation between cloud e-contract providers a significant
issue. We then proceed to outline how our contract network architecture could be used as a
blue-print for standardized interoperability between those providers, partly by presenting
how it enables four different example use cases. Lastly, we discuss the incentives for cloud
e-contract providers and other stakeholders to pursue or oppose early standardization of
interoperability, as well as how cloud e-contract providers could benefit from integrating
smart contracts with their e-contracts.

1 Introduction

The idea of distinct parties coming to terms, or agreeing, is a foundational principle of
commerce. Such agreements range from being simple and implicit, as in the case of buying
things in a local store, to being highly intricate and formal, as in the case of many longer-
term service contracts. All voluntary business activities, of every corporation, institution
and individual, are motivated, at least in part, by existing or anticipated agreements.
Given this ubiquitous nature, it stands to reason that the digitalization of agreements
has tremendous potential to improve the efficiency of commerce. Computers can be
faster and more exact than humans, which means that they should be able to negotiate,
analyze and perform agreements cheaper and with less room for errors than humans.
Some types of application-specific agreements have indeed already been digitalized, with
two well-known examples being wire transfers and securities exchanges. What does not
exist, however, is a solution that is both as general-purpose as human agreements and
leaves room for all aspects of contracting to be automated.
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There are two technologies currently being pursued to produce such a general-purpose
solution: smart contracts and electronic contracts. A smart contract is a computer pro-
gram that manages money or other assets in relation to observed events [1]. The most
popular kind of computer for executing smart contracts is the one facilitated by a net-
work of voting nodes, such as those of Ethereum [2] and Hyperledger Fabric [3]. These
voting networks can give strong guarantees of robustness in the face of deliberate attacks
or attempts of fraud, produce non-repudiable audit trails and execute some contract
provisions automatically. An electronic contract, or e-contract, is, on the other hand, a
collection of electronically signed human-readable provisions. In other words, it can be
thought of as a digital equivalent to the traditional paper contract. These two technolo-
gies fall short of being both general-purpose and fully automatable. The smart contract is
not explicitly a form of agreement, but leaves room for being unambiguously interpreted
by machines. The e-contract can substitute all human agreements, but tend to not be
machine-readable, prohibiting technical integration.

Because of the rather spectacular properties of blockchain-based smart contracts we
just mentioned, many efforts have been made to either apply or improve the technology
[4]. However, despite being useful for hosting currencies and other related use cases, the
blockchain and smart contracts model still clashes with current industrial contracting
praxis. How? By having legal [5] and technical [6] limitations that prevent most kinds of
real-world application [7]. Blockchains tend to force the setting up consortia and sharing
of some sensitive information. Furthermore, smart contracts are hard to interpret for
existing legal institutions and practitioners, even if complemented with legal prose (as
supported directly by R3 Corda [8], for example). No solution known to us allows for
smart contracts to be negotiated electronically before being deployed, or renegotiated
later.

Quite to the contrary, the e-contract is commercially viable since about 20 years
and is currently gaining prevalence. The technology for signing e-contracts is becoming
more popular [9], and the market for electronically signed documents is expected to grow
tenfold over the coming decade [10]. What is missing, however, is for commercial e-
contracts to include machine-readable provisions, an issue that has been explored by I.
Grigg [11], which produced the Ricardian e-contract, as well as by C. D. Clack et al. [12],
ourselves [13], and projects such as OASIS LegalRuleML [14].

In this paper, we take advantage of our experience from working with digital agree-
ments [13] [15] [16] in the context of Industry 4.0 [17] to extrapolate the future of the
e-contract. In the future we predict there will be a balkanization of the then very con-
siderable e-contracting market, which will be split by lines of technical compatibility, as
well as financial and political interests. As a remedy for that fragmentation, we present
our contract network architecture [13] as a blue-print for standardized interoperation.

We believe our most significant contributions to be (1) showing how our contract
network architecture could be used to facilitate interoperation between e-contract cloud
providers in two ways, (2) a guide to standardizing and implementing our architecture,
(3) four example use cases demonstrating potential applications of our architecture, as
well as (4) grounding our extrapolation of the future of the e-contract on well-established
economical theories.
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The rest of this paper is organized as follows: In Section 2, we relate our motivations
for pursuing this work. In Section 3, we describe what an e-contract is, its history and
our extrapolation of its future. In Section 4, we outline our contract network architecture
and in what ways it can be realized. In Section 5, we consider how our architecture could
be used as a blue-print for e-contract cloud interoperation. In Section 6, we guide in its
standardization and implementation. In Section 7, we describe four use case examples. In
Section 8, we cover alternative blue-prints for e-contract cloud interoperation. In Section
9, we consider our extrapolation from the perspective of economics. In Section 10, we
discuss cloud smart contracts and limitations of our architecture. In Section 11, we end
the paper with our conclusions.

2 Background

In 2017, we became members of a working group in the Productive 4.0 project,1 which,
apart from ourselves, was made up of representatives from Volvo Group, NXP, SEB and
a few other commercial entities. The goal of our group was to identify and propose a
solution for digital and automatable coordination between parties of Industry 4.0 supply
chains. We initially assumed that the solution we would eventually propose would be
designed around a blockchain system with smart contract capabilities. However, after
reviewing the requirements presented by our industry collaborators, which included sub-
millisecond transaction latencies, full transaction confidentiality and being able to express
complex multi-level framework agreements, it became apparent that no solution we could
find would have enabled us to meet those requirements without extensive modifications.
This sparked discussions within the working group about what assumptions made by
previous blockchain system designers we could change to come up with a new, more
suitable, design. We eventually came to these four key insights:

1. the only interactions relevant to represent digitally are those required to propose,
offer, accept or reject changes in rights and obligations between exactly two parties;

2. proposals and offers must be able to refer to earlier proposals, offers, acceptances
and rejections, as well as to other signed and unsigned data of any kind;

3. it is enough to be able to detect contract breaches after they happen, as opposed to
when they happen, but only if all offers, acceptances, rejections and other referenced
material relevant to a breach can be given to and verified by a court of law or
arbitration firm;

4. there is no need to host a currency, as long as agreements can be made about
transactions on other platforms.

1See https://productive40.eu (accessed 2020-12-08).
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Armed with these insights, we first proposed our exchange network architecture [16]
[15], which facilitates negotiated token exchanges. The ownership of each such token
entails certain contractual rights or obligations. However, we soon discovered that ser-
vice agreements were particularly difficult to represent as tokens. Concluding that the
Ricardian contract format [11] better suited our purposes, we wrote [13] to show how
the tokens of our first architecture could be replaced with that format. In the end, our
journey from the smart to the Ricardian contract, as well as our working with Industry
4.0, made us realize that existing cloud-based e-contracting solutions could be adapted to
fill a role similar to our second solution. This made us ask how likely such an adaptation
would be to occur, and what the implications would be, which lead us to conducting the
study represented by this paper.

3 The E-Contract

We are now ready to consider (A) what an e-contract is, (B) how it came about and,
lastly, (C) our extrapolation of its future, which we base on our understanding of the
upcoming needs of the manufacturing and supply chain industries.

3.1 Informal Ontology

First and foremost, what is an e-contract? We understand it to be any digital artifact
that can be used to represent a legally binding agreement between two or more parties.
Each such contract must be able to capture and represent (1) consent and (2) obligations,
as outlined in Table 1. Consent might, for example, be expressed by a party through
clicking a button on a website, drawing a signature on a touchscreen, or using a private
key to produce a digital signature. Obligations, on the other hand, might be declared
via photocopies of paper documents, plain electronic texts, or machine-readable formal
languages such as LegalRuleML [14]. What types of consent and obligations can be used
depend on the legal framework chosen by the parties, with [18] and [19] being notable
examples of laws imposed by the frameworks of the European Union and United States
of America, respectively.

Constituent Example Representations

Consent Click on electronic button, writing name as electronic text, hand-drawn
signature, digital signature.

Obligation Photocopy of paper contract, electronic text, formal computer language.

Table 1: The two primary constituents of an e-contract, as well as possible examples of
how they might be represented under various legal frameworks. Note that some forms
of consent are harder to provably tie to a signing entity, which might mean that they
have weaker legal status (the European eIDAS directive [18] makes such a distinction,
for example).
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Consent that is captured by an electronic contract is often referred to as an electronic
signature, or e-signature. Note that we make a distinction between electronic and digital
signatures. The former is any form of electronic consent, while the latter is the particular
kind of electronic consent that can only be produced via public key cryptography [20].

3.2 General History

While a more complete history of the e-contract might extend well into the early days
of computing, we begin around the year 2000 and stop at the present day, covering the
general periods listed in Table 2. The purpose of our history is to explain how and why
e-contracting is currently undergoing a significant upward trajectory in popularity and
adoption, which will help strengthen our case about the future of the e-contract later in
Section 3.3.

Period Significant Developments

Circa 2000 The e-signature acquired legal recognition. The Internet and the World
Wide Web gained mainstream adoption. Software for e-contracting be-
came more available.

Circa 2010 The cloud permeated the industry. E-contracting became more accessi-
ble via cloud services.

Circa 2020 Electronic identification solutions, which can be used to produce e-
signatures, gained mainstream adoption in several parts of the world.
The rate of e-contract adoption increased significantly.

Table 2: Significant developments considered by our e-contracting history.

Circa 2000. In 1996, the United Nations published Model Law on Electronic Commerce
with Guide to Enactment [21], in which they admonished legislative bodies around the
world to enact laws for electronic contracts and signatures. No matter if this document
was a major motivator, or simply stated the writing on the wall, the years following it did
see many nations putting such laws into force. During the same general time span, both
the Internet and the World Wide Web had started to reach mainstream adoption, which
enabled the sending of digital artifacts and provision of digital services across the world.
Commercial software useful for writing and signing e-contracts also started to become
more available. For example, Adobe Acrobat version 4.0, released in 1999,2 came with
direct support for digital signage.

2The original announcement on the 1999 Adobe website can be seen through the Internet Archive
Wayback Machine at https://web.archive.org/web/19990922052232/http://www1.adobe.com/prodindex/acrobat/
(accessed 2021-03-24).
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However, what this era did not have was a means of making e-contracts convenient
to use, by which we mean that there are complexities involved in handling them that not
anyone could be expected to understand without training. General computer proficiency
was more limited at the time, and many modern phenomena now taken for granted were
not yet commonplace, such as automated software updates or highly refined graphical
user interfaces. Creating routines around e-contract handling within and between orga-
nizations was non-trivial, as was the management of the software required to facilitate
that handling. Accepting e-contracts meant that an organization would have to disrupt
existing contracting routines, which might have been refined over decades or longer. It
is not unfathomable that such a decision would lead to resistance both from company
employees and company partners. These kinds of barriers likely deterred all but those
with the most to gain on e-contract use.

Circa 2010. The time around 2010 saw the disruption caused by the permeation of
the cloud paradigm [22]. The transition to this paradigm meant that many enterprises
moved away from owning and managing their own computer hardware to renting software
infrastructure, platforms and applications over the Internet. While the appeals of this
scheme might be many, we are particularly interested in how it addresses the convenience
problem we just mentioned. Cloud services allows for software installations, updates,
configuration, backups, validation, as well as other sources of complexity to be outsourced
at relatively low cost. By subscribing to an e-contracting cloud service available at
the time, such as EchoSign3 or HelloSign,4 the use of e-contracts became less complex,
effectively lowering the barriers to their adoption.

Circa 2020. During the years leading up to 2020, several countries in Europe saw
widespread adoption of solutions for electronic identification [9]. Today, some of these
solutions can be used to sign e-contracts via certain e-contract cloud providers.5 An-
other trend of particular significance is the growth of the e-signature market, of which
technologies and services for e-contracting are an important part. DocuSign, a cloud
e-signature provider, increased their yearly revenue from $250 million in 2016 to $701
million in 2019 [23]. This kind of growth did not escape the market analysis firms, one of
which published [10] in May 2020. In that report, the firm predicts a compound annual
growth rate for the e-signature market of 24.6% up until the year 2030, implying that its
global market value will grow about ten times larger during that period, reaching over
$10 billion.

3EchoSign, now owned by Adobe Inc. and branded as Adobe Sign, is claimed to have been launched
in early 2006 by the author of the text at https://www.saastr.com/echosign-adobe-sign-launched-13-
years-ago-today-lessons-learned-and-go-long/ (accessed at 2021-03-24).

4The original 2012 HelloSign website can be seen via the Internet Archive Wayback Machine at
https://web.archive.org/web/20120912033418/https://www.hellosign.com/ (accessed 2021-03-24).

5For example, Precisely AB, a Swedish e-contract cloud provider, lets their customers sign e-contracts
with BankID, an electronic identification solution popular in Sweden at the time of writing. See
https://precisely.se/bankid-contract-management-integration/ (accessed 2021-03-24).
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Why did not e-contracting become more mainstream at some earlier point during
the 20 year history we covered? Up until this point, we have considered how (1) lack
cultural acceptance for the practice and (2) not convenient enough tooling as reasons for
its slow growth. There is, however, another important reason. Contracting is a social
activity, involving communities of collaborators rather than individual companies. The
gains of adopting e-contracting might be negligible if no other companies are ready to
use them. The reverse is, however, also true. If most or all collaborators of a given
company use e-contracting, the pressure to adopt them become much more substantial.
The implications are that when few use e-contracts, growth will be slow, but when many
use them, growth will accelerate. If our interpretation of the facts we have presented are
correct, that very kind of acceleration should be on-going in many parts of the world.

3.3 Industrial Future

The legal prerequisites for e-contracting are today in place and the technologies support-
ing it are becoming increasingly convenient and mainstream. How will that affect the
future of the supply chain and manufacturing industries? Before we can make a con-
vincing argument about that future, we must briefly consider the most significant trend
of those industries, namely Industry 4.0 [17]. When that consideration is done, we will
proceed to describe the four predictions also summarized in Table 3.

# Prediction

1. The e-contract will be adopted before the smart contract.

2. The industry will demand machine-readable e-contracts.

3. Emerging machine-readable e-contracts will be incompatible.

4. The industry will push for standardization and control.

Table 3: Summary of the predictions we make about e-contracting in the context of
Industry 4.0. Each prediction depends on the preceding predictions also being correct.

Industry 4.0 represents the anticipation of a significant industrial paradigm shift,
which we understand as primarily entailing (1) higher levels of automated communica-
tion between companies, their customers and their increasingly computerized products,
as well as (2) increased reliance on technologies that can be automatically reconfigured
to produce or provide wider ranges of products or services. In other words, vast quan-
tities of data are going to be generated, traded, analyzed and then fed into automated
manufacturing and service provision systems, which then will be able to generate more
value by being able to adapt and optimize their offerings to a higher extent.
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Irrespective of what kinds of technologies will enable this paradigm shift, it will entail
companies having to automate many aspects of their collaborations with each other
and their customers, as exemplified later in Section 7. Ideally, computers are able to
independently read, write, negotiate and sign contracts in accordance to higher-level
directives specified by human stakeholders, which would mean that the value-generating
processes these computers control are slowed down as little as possible. While it already is
possible to tailor digital infrastructures for automated collaborations between companies,
these tend to be expensive to setup and manage, making it hard for the collaborators to
change their arrangements when their incentives change. The ideal solution is both fully
automatable and just as general-purpose as traditional paper contracts.

What technology will the industries settle on to facilitate this computer-driven collab-
oration? When reading literature about Industry 4.0, blockchain-based smart contracts
are often touted as a promising solution [24] [25] [26]. There are many reasons for
this optimism. Smart contacts are naturally general-purpose and machine-readable, can
execute some of their provisions automatically, and leave behind non-repudiable audit
trails. However, as we already noted in Section 1, there are also reasons for a degree of
pessimism, not the least because of all the legal caveats they currently introduce [7].

Prediction 1. Given the growing momentum of the cloud e-contract we described in
Section 3.2, we are ready to make our first prediction. The cloud e-contract will be adopted
by our industries before the smart contract becomes practically useful. In the beginning,
this adoption is likely to be pursued without a thought of direct integration with any
automation processes, but will rather be incentivized by other workflow improvements
and cost reductions. Perhaps customers or suppliers are pushing for such a step to be
taken, helping them gain from the mentioned kinds of workflow and cost benefits. The
companies with more to win on tighter integration between their own operations and the
services of the cloud e-contract providers will likely integrate against the online Appli-
cation Programming Interfaces (APIs) these make available. However, these APIs are
currently designed to support human-centric automation flows, not to make computers
able to handle contracts by themselves, as revealed by the APIs of DocuSign [27] and
HelloSign [28], for example.

Prediction 2. At some point, the industrial enterprises will realize that they could
reduce their costs by tightening their integration against their e-contracts, which tend to
record important details about their production or service rendering that could be passed
on directly to their automation systems. This brings us to our second prediction. The
industry will demand that cloud e-contract providers start to cater for their specific needs,
which includes making key details about signed contracts machine-readable. The eventual
result of this demand should be that at least a few cloud e-contract providers change
their services to meet it. Due to the benefits afforded by this improved integration, there
will be a gradual and general migration to this kind of setup in our industries.
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Prediction 3. This will surface a new major problem, which takes us to our third
prediction. The machine-readable contracts provided by the different cloud e-contract
providers will have incompatible formats. Apart from machine-readable formats generally
having an aptitude to be incompatible in surprising ways, this is caused by the customers
of each cloud e-contract provider having slightly different needs and expectations. The
eventual result is that companies that collaborate often will cluster around the same
cloud e-contract providers. Companies conducting business with many other enterprises,
such as carriers, will likely be forced to integrate against all cloud e-contract providers
their biggest customers and partners prefer.

Prediction 4. This brings us to our last prediction. There will be a successful push
for standardization and control. Standardized interchange formats and routines would,
first and foremost, lead to integration only having to be performed once, or at least
becoming less costly.6 Cloud e-contract providers could be changed without having to
perform significant internal design adjustments, or multiple providers could be trivially
used at once. Just as transactions can be made between accounts on different banks
today, contract offers, signature requests, and other relevant procedures could then be
performed that spans multiple cloud e-contract providers.

The push for control we mentioned will primarily come from powerful industrial con-
sortia and individual actors with significant financial strength. The reason for this is that
these entities will represent interests that might be more financially significant than the
cloud companies they depend on. These larger entities will likely regard this dependence
on their cloud e-contract providers, which might involve some of their most revenue-
bearing operations, as an unnecessary liability. This might trigger attempts by some
entities to buy the cloud e-contract providers they depend on, or push others into set-
ting up their own e-contract clouds. Given that an adequate standard can be produced,
self-hosting an e-contracting solution would also become a viable alternative.

The rather destructive chain of events we just described is not inevitable. If an
adequate standard for interoperability between e-contract clouds is pursued and provided
early, the cloud e-contracting business might see less turmoil as their industrial customers
become more numerous and influential. While we will delay our consideration of what
incentives exist for this early pursuit of standardization to our discussion in Section 9.2,
we will now consider what we believe could serve as a blue-print for such a standard: our
contract network architecture.

6The incentive for vendor lock-in, which we consider again later in Section 10, will, of course, not be
removed by a push for standardization. If any cues are to be taken from initiatives such as OpenGL,
a standardized interface for computer graphics, we could see vendors trying to enhance their value
propositions by offering various standard extensions, which double as a subtle form of vendor lock-in.
See https://www.khronos.org/opengl/ for more details about OpenGL (accessed 2021-03-24).
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4 The Contract Network Architecture

The purpose of the contract network architecture is to enable cooperating parties to dig-
itally negotiate about and enter into legally binding agreements. All aspects of contract
handling, from negotiation to performance and dispute handling, are meant to be possible
to automate. For this to be possible, however, any implementation of our architecture
must make it virtually impossible for any given party to deny its prior consent to, or
the contents of, any agreement it has accepted, especially if such an agreement would be
presented to a court of law, arbitration firm or other adjudicator.

Our architecture facilitates this cooperation by allowing for distinct legal entities to
form networks of digital agents,7 each of which acts on behalf of its principal entity.
Agent action can be fully autonomous, directly controlled by authorized humans, or,
more realistically, a combination of both. Each such agent is concerned primarily with

A) a contract format based on Ricardian contracts [11], used to concretely represent
all agreements our agents can handle;

B) a negotiation mechanism, allowing for our contracts to be offered, countered, ac-
cepted and rejected; as well as

C) a reference tracing mechanism, which makes it possible for any negotiating parties,
or others of relevance, to automatically resolve any material referred to by a given
contract.

To make it possible for a network of such agents to fulfill our goals, we assume that
each agent is able to (1) send messages to other agents via a secure and reliable message
transport, (2) resolve the legal identities of the sender and signatories of each received
message, as well as (3) store all sent and received messages indefinitely. This means
that we assume an adequate network transport to be available for all communications,
that some system for guaranteeing message authenticity is in place, as well as that each
agent maintains some form of database allowing for messages, and data referred to by
messages, to be resolved. The exact properties of these components depend on how
they are implemented, which is something we consider later in Section 4.4. Before then,
however, we describe our three primary concerns in more detail, which are contracts,
negotiation and reference tracing.

7Note that our agents are not directly related to the agents of multi-agent systems [29]. Our naming
is meant to highlight our system’s role as a legal representative, not as a representative in the wider
sense.
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4.1 Contracts

Our Ricardian contract [11] is loosely based on the smart contract templates of Clack et
al. [12]. It is divided into templates and contracts, as shown in Fig. 1. Every template
contains a list of elements, each of which is either a provision or a parameter. A provision
is a human-readable text, while a parameter is a key/type pair. Each contract param-
eterizes one and only one template by referring to it and providing a list of arguments,
where every argument is a key/value pair. A valid contract specifies one value for each
key in its template. Each value must satisfy the template type associated with its key.

Arguments
Template = hash(Tx)

Contract

Elements:

Template [Tx]

Parameter

Element

Provision
OR

= (k, v)[] Element[]
(k, t)Name

Figure 1: Naive definitions of the types used to represent contracts. k, v and t denote
keys, values and type specifications. (a, b) denotes the tuple of types a and b, while e[]
represents an array of elements of type e.

An example contract is given in Fig. 2.

Contract

(seller,

(buyer,
(quantity,

(price,

[

]

Arguments:
Template: sha-256:09f7...

Template [sha-256:09f7...]

[
Elements:
Name: "Steel Rod Purchase"

"Hereby",

(seller,

(buyer,
"buys", (quantity,
"rods from",
"for €", (price, "." ]

sha-256:7d...),

sha-256:86...),
14 000),

36)
Fingerprint),

Fingerprint),
Integer),

Integer),

Figure 2: An example of a contract and its template. Note how both the contract and
the template contain the same keys. The former associates them with values while the
latter associates them with types.

While we do not specify a type system for our Ricardian contract here, we would
expect such to support integers, arrays, strings, maps, and other common primitives.
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4.2 Negotiation

Negotiation is the process through which our agents produce legally binding Ricardian
contracts. Each agent is able to send (1) offers, (2) acceptances and (3) rejections, on
behalf of their respective parties to any other agent. A negotiation is started by an agent
sending an offer to another agent, as illustrated by the state machine in Fig. 3. The
receiver and sender then take turns to send messages to each other. During its turn, an
agent can send a counter-offer, acceptance, rejection or wait for the negotiation session
to expire.

Offer

Counter-Offer

Reject

Accept

IsExpired

Offering

Expired

Rejected

Accepted

Figure 3: A state-machine representing a negotiation between two agents. The agents
take turn to perform a state machine transition either by sending messages or by waiting
until the session expires.

As illustrated by the example contract network in Fig. 4, each offer contains one or
more contracts, as well as identifying the sender and receiver of that particular offer. It
must be possible to tie every acceptance and rejection to a certain offer, part of a specific
negotiation. This makes it possible for either party to record a log of each negotiation,
despite both potentially being involved in many negotiations at once. Note that while
an agent never should accept an offer that has since been replaced by a counter-offer,
there might not be room for preventing it technically. What should never be possible,
however, is for more than one offer belonging to the same negotiation session to be
rejected or accepted.

z

y
o5,1 o7,1

o5,2 r7,1

Receiver:
Contracts:

Offeror:

Signature

Fingerprint
Contract[]

Fingerprint

sign(oi,j)=

Offer [oi,j]

Offer
Signature

hash(oi,j)
sign(ai,j)

=
=

Offer
Signature

hash(oi,j)
sign(ai,j)

=
=

Acceptance [ai,j] Rejection [ri,j]

x

Human

Machine Agent

Message

Figure 4: A contract network of agents x, y and z. Each agent is controlled by a human,
either directly or by policy. Naive definitions for offers (oi,j), acceptances (ai,j) and
rejections (ri,j) are given at the bottom, where i identifies a negotiation session and j
an offer made while that session was live. The primary utility of j is that it allows our
acceptances and rejections to be specific about what offers they refer to. Parties x and
y offer o5,1 and o7,1 to z, which accepts o5,1 with a5,1 but counters o7,1 with o7,2.
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4.3 Reference Tracing

We recognize that it will be common for contracts to refer things outside of those con-
tracts. It could, for example, be relevant to refer to a certificate identifying a preferred
carrier or insurance agency, even if that party will not consent to the contract in question.
Other potential uses could be referring to private data that will be made accessible after
some contract has been accepted, or referring to documents and other contracts that
provide important context. In other words, unless some means is provided for references
to be looked up, the context required to act on many contracts would be hard to acquire.

In order to mitigate this problem, each agent is expected to (1) scan each received
contract for references, (2) filter out references that represent already known data and,
finally, (3) request the contract sender, or some other source indicated by the contract,
to provide the data associated with any remaining references. When receiving such a
request, an agents could either (1) respond with the requested data, (2) indicate from
what other source the data could be acquired, or (3) notify the requesting agent that it
is not permitted to get the data. In the last case, the response should indicate how a
permission could be secured. Some circumstances could justify extending this schema by
allowing contract senders to send referenced data preemptively.

4.4 Possible Realization Strategies

To strengthen our case about how interoperation between cloud e-contract providers can
be facilitated by the design we present later in Section 5, we will now briefly consider
how our contract network architecture could be realized as (1) a cloud application, (2) a
consortium application, as well as (3) a community application, as illustrated in Fig. 5.
These strategies enable us to later describe interoperation in terms how the e-contract
clouds themselves can be organized hierarchically or form communities. The consortium
strategy is mentioned only for the sake of making it clear what could be gained by using
the consensus model popularized by blockchain systems such as Hyperledger Fabric [3].

Consortium CommunityCloud
Human

Machine Agent

Figure 5: Topological characterizations of our theoretical realizations of the contract
network architecture. Machines are implicitly controlled by humans.

Among other things, the forms differ in (1) who is trusted to maintain them, (2) where
data is stored, (3) how difficult it is to determine if a message is valid, (4) performance,
and (5) usage complexity, as outlined in Table 4.
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Property Cloud Consortium Community

Maintainer(s) Provider Members Contractees

Data Distribution Centralized Replicated Fragmented

Consensus Complexity Lower Higher Lower

Performance Higher Lower Higher

Usage Complexity Lower Higher/Lower Higher

Table 4: Summary of properties of the three implementation strategies we propose for
our contract network architecture.

A cloud application is strictly centralized, which means that one trusted entity medi-
ates all communications between parties and maintains authoritative copies of all relevant
data. Negotiation is facilitated by each party using a graphical user interface or an API,
either or both of which can be provided by the cloud maintainer. Due to the messaging
complexity of contracting being relatively low, involving only three parties, performance
can be excellent. Usage complexity is low, as most important functionality is provided
via the cloud.

A consortium application is maintained by a quorum of nodes, which validate and
vote on all negotiational messages. Only the messages ratified by a significant majority
are stored and relayed by the nodes. This application form can guarantee high levels
of robustness by tolerating crashing or adversarial quorum members, but makes it more
challenging to secure message confidentiality and achieve higher messaging performance.
Consortium applications can either require that each contracting party provides its own
quorum node, or trust a smaller set of nodes. The usage complexity of each party depends
on whether or not it provides its own node.

Finally, a community application requires each party to maintain its own indepen-
dent node. While the complexity of maintaining a community node is comparatively
high, communication is performed directly between the nodes of any negotiation parties,
which means that no mediation is required. As a typical communication will only re-
quire two nodes exchanging messages, performance can be superior to both alternatives.
While the cloud and consortium alternatives provide a degree of security by only hav-
ing one protected source of truth, either maintained by one party or replicated across
several, a community implementation has no unique kind of correctness mechanism to
invoke. Instead, it must rely completely on cryptographic means of ensuring that mes-
sages are authentic and unaltered. An appropriate set of such means could be digital
signatures and cryptographic hash pointers, as exemplified by the objects illustrated in
Fig. 1 and Fig. 4. It would likely be acceptable to use other forms of e-signatures as
well, even though it could make it more difficult to automate the signing process. Our
implementation of this strategy, which we named the contract proxy, is described in [13].

When is each of these strategies most suitable? The cloud strategy trades control for
a lower maintenance burden, the consortium strategy trades privacy and performance for
a robust ratification process, while the community strategy trades a higher maintenance
burden for increased control and performance.
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The cloud strategy is likely to be the most appropriate for enterprises with little to
gain on the increase in control and performance gained via the community strategy, unless
there are any concerns about the trustworthiness of the cloud. The consortium strategy,
on the other hand, allows for negotiations to be carried out publicly within a consortium.
Each member is given the opportunity to vote against every negotiational message. This
could, perhaps, be appropriate if the members of some consortium would need to con-
stantly renegotiate some key parameter, such as a base price, and it is paramount that
no member gains a significant technical advantage over the others. While we struggle to
find a well-suited business case for contracting consortia, we still want to point out that
there could very well be such cases.

5 E-Contract Cloud Interoperation

With a workable image of our contract network architecture and three ways to implement
it, we are ready to restructure that image in such a way that it can facilitate interoperation
between cloud e-contract providers. While it is possible to combine the implementation
strategies we mention in Section 4.4 in several interesting ways, we will only consider
two. We refer to the first interoperation strategy as cloud-of-clouds and the second as
community-of-clouds. While it soon may seem to some as if one of these is strategies is
obviously superior to the other, there are good reasons for believing either of them will
become the norm. We will, however, defer that discussion until Section 10.1. Now we
describe the strategies and consider how to implement them.

5.1 Cloud-of-Clouds

When employing our cloud-of-clouds strategy, depicted in Fig. 6, a single entity assumes
the role of maintaining a supercloud, meant only to connect other subclouds. If a party
associated with a particular subcloud wishes to negotiate with a party of another sub-
cloud, the supercloud either relays the message between the clouds or shares the details
required for the subclouds of concern to establish their own connection. The model is
meant to mimic the way in which clearing houses are used to settle transactions between
banks.

Human

Machine Agent

Figure 6: Our cloud-of-clouds model. A supercloud is tasked with facilitating interop-
eration between its subclouds. The lines represent possible communication paths in the
case of the supercloud relaying all messages.
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Facilitating negotiation and reference tracing between subclouds does not require
direct support from the supercloud. If the supercloud relays messages, it is only strictly
required to know where to send each received message. If, on the other hand, it is helping
subclouds establish their own connections, only the details required to secure them are
of relevance. That being said, the supercloud could be used to store data and handle
reference traces, ensure that contracts proposed over national boundaries are legal in
both jurisdictions, among other possible examples. In such cases the supercloud would
have to read at least some messages.

Adjudication. If the supercloud is trusted by a relevant adjudicator, such as a national
court of law, it could be required to keep copies of all messages it relays. In case of a
dispute, any messages of direct relevance are transferred to the trusting adjudicator,
which then can consider them as proof in the context of a litigation, or some other
procedure. If privacy is important, the message copies held by the supercloud could be
encrypted or be replaced with their hashes. When adjudication becomes relevant, the
data required to decrypt or verify all messages are shared by the supercloud and the
prosecuting party. If wanting to take advantage of the supercloud’s integration with the
adjudicator also for messages sent within subclouds, the subclouds could send copies or
hashes of those messages to the supercloud.

We do not believe that most relevant implementations of this strategy will diverge
enough from common practice, or the community-of-clouds strategy, to warrant further
description. At this point we have made the gist of the strategy clear enough to be able
to argue about its appeals and downsides later in Section 9.2, which is our purpose for
bringing it up.

5.2 Community-of-Clouds

The community-of-clouds strategy, illustrated in Fig. 7, instead requires that interoper-
able clouds communicate as if being self-hosted nodes adhering to the community imple-
mentation strategy we described in Section 4.4. As no distinction is between clouds and
other types of nodes at the protocol level, cloud-maintained parties can negotiate with
parties using self-maintained nodes. This makes the strategy analogous to how e-mail
works seamlessly between cloud e-mail accounts and accounts on self-hosted servers.

E

B
A

C

DHuman

Machine Agent

Figure 7: Our community-of-clouds interoperation model. A, B and C denote cloud e-
contract providers implementing our interoperation architecture. D is an independently
maintained node, while E is a cluster of independently maintained nodes. The lines
represent a current set of communication paths. More communication paths are expected
to be created as needed.
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Negotiation. As depicted earlier in Fig. 1 and Fig. 4, each negotionational message
identifies an existing or new session via i and a previous offer presented during that
session via j. In the case of this strategy, j the hash of that offer. If no previous session
offer exists, which can only be in the case of creating a new session, j must be nil. When
a cloud receives a negotionational message, it must first match the i of that message
against its registry of on-going negotiations. If matching fails and the message is an offer
identifying a hosted receiver, a new session is registered with the fields outlined in Fig.
8. Irrespective of session i being found or created, the message is stored in the session
and then presented to the hosted party identified by that session.

Responder:
Initiator:

Log:
Party
Party

Entry[]

Session

Fingerprints
Certificate

NetworkAddress

Party

Rejection
Offer

Acceptance

Entry

OR
OR

Figure 8: Each negotiation session maintained by a cloud consists of details about the
negotiating parties, referred to as the initiator and responder, as well as a log of the
messages they sent to each other during the session. Whatever information is associated
with each party, it must be possible to tie the signatures and fingerprints found in the
logged messages to the parties, as well as determining where to relay their messages.

If the last message stored in a session is an expired offer, an acceptance or a rejection,
the session should no longer be matched against incoming messages and can be deleted
or archived. The remaining details of session progression have already been presented in
Section 4.2.

Reference tracing. We established the need for looking up data referred to by con-
tracts in Section 4.3. The concrete messages we propose be used for making and respond-
ing to reference tracing requests are outlined in Fig. 9.

References:

Requestor:

Signature
Hash[]

Fingerprint

sign(qi)

TraceRequest [qi]

=

Responder: Fingerprint Request
Data:

Signature

TraceDatum[]

sign(si)

TraceResponse [si]

=

Payload

Error

OR

TraceDatum

Redirection ORhash(qi)=

Figure 9: The messages used for making and responding to reference tracing requests.
Both types of messages must be signed by their senders. The trace response message
significantly holds an array of datum entries. Each datum is either the requested data, a
description of where the data can be found, or an indication why neither of them could
be provided.
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When a cloud receives a reference tracing request qi of the kind presented in Fig. 9,
the cloud should continue by

1. looking up the responder of qi in its clientele, or respond with an error and quit
this procedure;

2. resolving as many of the references in qi as possible by consulting its own data and
redirection registries;

3. filtering out all resolved references the requestor of qi are not permitted to access;

4. requesting the responder to sign the response si, which is produced from qi and the
resolved references; and

5. relaying either the signed si to the requestor, or an error if the responder refused
or failed to sign si.

As it stands, this procedure requires a cloud party to intervene in step 4. If it would
be desirable to execute that step without the cloud having to ask for a signature, our
protocol could be extended by allowing for clouds to respond with the delegated trace
response in Fig. 10.

Request

Data:

Signature

TraceDatum[]

sign(vi)

DelegatedTraceResponse [vi]

=

Authorizer:

Signature

Fingerprint

TraceDelegation [wi]

Delegate: Fingerprint
hash(ti)=

Delegation: TraceDelegation
ValidFor:

sign(wi)=
TimeSpan

Figure 10: By creating and signing a TraceDelegation message wi, a party could give its
hosting cloud permission to automatically perform all steps of responding to reference
tracing requests. The cloud uses wi by including it in DelegatedTraceResponse messages,
which it uses to respond to the trace requests of Fig. 9. An improvement to this scheme
would be to allow for trace delegations to be restricted to some rather than all data of
the authorizer.

Note that the signatures in trace responses are not meant to protect data from being
leaked, but to protect requestors from allegations of having acquired the data they receive
through illicit means. Data are kept confidential by using encrypted transports. They
are validated by hashing every datum and ensuring its hash is in the list of references
of some original trace request. If data needs to be protected from the cloud itself, a
straightforward solution could be to setup a separate server and provide the cloud with
redirections it can provide in response to trace requests. How such redirections would
have to be formulated for confidentiality to be preserved we leave as a topic for future
research.
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Adjudication. For an implementation of the community-of-clouds strategy to be a
realistic alternative, it must be able to guarantee that all sent and received messages can
be used as proof in a court of law, or equivalent. This means that any court in question
must be able to (1) tie every message signature of relevance to one specific legal entity
and (2) establish that each such signed message has not been altered since its signature
was added. Furthermore, these two problems must be possible to solve even if no party
is trusted and all message copies are provided by only one party.

If eIDAS qualified electronic signatures [18] are in the messages presented to a court
of the European Union, our problems can be solved by (1) establishing that each message
signature has been produced by a certificate issued by a qualified trusted service provider
[18], which is trusted by the European Union to identify the legal entities behind the
certificates they endorse, and (2) having the court run all messages through a signature
validation algorithm. Any messages whose contents do not match their signatures could
be treated as attempted forgeries, being subject to storage corruption, or whatever other
reason for them being faulty is considered most plausible.

6 Standardization and Implementation Guide

Even if perhaps not of direct scientific significance, we suspect that many readers will
wonder what practical details remain to be specified to produce both (A) a useful stan-
dard and (B) a concrete implementation of that standard. In this section, we attempt
to address this by outlining a brief guide. We make no assumptions about which the
implementation strategies we have brought up in this paper is pursued.

6.1 Standardization

Up until this point, most of our description of the contract network architecture, and its
adaptation for interoperation, have been concerned with messages. The simple reason for
this is that coordination between computers always entails messaging, and the purpose
of the architecture is to allow for computers to coordinate the negotiation of contracts.
A standardization of our architecture would, as a consequence, produce a document
comparable to those of the Simple Mail Transfer Protocol (SMTP) [30], the File Transfer
Protocol (FTP) [31] and other application protocols. Such documents must define how
messages are transported, how they are structured and how they can be reacted to. While
we have already considered the structures of and possible reactions to all messages in
Sections 4 and 5, message transportation and key details about message structure remain
unmentioned. To address this, we now proceed to

1. describe how one or more protocol stacks must be chosen and acceptable parameters
identified,

2. consider how one or more encodings must be chosen and then be used to describe
the structure for each type of message, and, lastly,

3. outline key details we have refrained from defining that would have to be specified
by any would-be standard.
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Protocol stacks. There has to be a concrete way for each message to travel from its
sender to its receiver, as well as for the receiver to determine who it came from and
what kind of message it is. How these conditions can be fulfilled depend on the chosen
medium. If, for example, the medium is the Internet, using the Internet Protocol (IP)
becomes mandatory. IP is, however, not enough to make messages end up at a specific
process at the receiving machine, establish security or convey key details about any
sent messages. This requires other protocols to be layered on top. A common stack
of protocols is HTTPS [32], which, apart from IP, consists of TCP, TLS and HTTP. A
rigorous standard must not only chose one or more such stacks, it must also specify how
they are allowed to be parameterized. For example, TLS can be configured to require
client validation, the use of certain cryptographic algorithms, and that its certificates
contain certain extensions and parameters, all of which have different implications on
security. Furthermore, HTTP requires that methods, paths and other details to be
specified in the HTTP header of each message, which a standard using HTTP would have
to specify for each type of message. An example of a set of such HTTP method/path
pairs are given in Table 5.

HTTP Endpoint Description

POST /offers Add Offer to new or existing session.

POST /acceptances Accept offer in some existing session.

POST /rejections Reject offer in some existing session.

GET /data/{hash} Get datum identified by {hash}.

Table 5: Examples of possible HTTP method/path pairs, or endpoints, for a would-be
contract network standard.

Encodings. When a message is delivered and identified, it must be parsed into a data
structure useful to the receiving machine. Parsing requires a well-defined message syntax,
which allows for every individual parameter of each message to be identified and inter-
preted. Rather than defining such a syntax from scratch, many define their messages in
terms of existing encodings, such as JSON [33]. An example of how an Acceptance could
be encoded with JSON is shown in Listing G.1.
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Listing G.1: JSON example of Acceptance type of Fig. 4. Note that MD5 is not
a safe cryptographic function. The message checksums are Base64 encoded. The
"Accepted": true pair is used to distinguish the message from the Rejection mes-
sage, which otherwise has the exact same fields. Such a distinction is required if cryp-
tographic hashes and signatures are used, as it would otherwise be impossible to prove
that a received acceptance was not originally designated as a rejection, and vice versa. If
cryptographic signature are not deemed necessary, we would expect the "OfferHash"
to be replaced with an identifier and the "Signature" field to be removed.

{ "Accepted": true,
"OfferHash": {
"alg": "md5",
"sum": "rL0Y20zC+Fzt72VPzMSk2A=="

},
"Signature": {
"alg": "md5WithRSA",
"clk": "2021-03-12T14:21:15Z",
"sum": "N7UdGUp1E+RbVvZSTy1R8g=="

} }

Concrete message structures are often defined using schema languages, such as JTD
[34]. The Listing G.1 example could be seen as an instance of the data structure expressed
as a JTD schema in Listing G.2.

Listing G.2: A possible JTD schema for Acceptance messages. Note that many JSON
objects that conform to this schema are not valid acceptances. Further validation steps
would have to be performed, such as Base64 and signature checks. See [34] for more
details about JTD.

{ "properties": {
"Accepted": {"type": "boolean"},
"OfferHash": {"properties": {
"alg": {"type": "string"},
"sum": {"type": "string"}

}},
"Signature": {"properties": {
"alg": {"type": "string"},
"clk": {"type": "timestamp"},
"sum": {"type": "string"}

}}
} }
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Note, however, that schema languages are most often incomplete. They tend to define
a smaller set of primitives and invariants, useful for syntactic validation but not for
contextual assertions. Signature checking, uniqueness tests, arrival within time windows,
as well as other relevant aspects typically have to be performed after schema checking is
successful.

Missing key details. As we have already noted, there are details missing about the
messages in Sections 4 and 5 that a would-be standard would have specify. Those are

1. agent consent, or how the result of the sign(x) function is structured and interpreted
to capture the consent to x of the agent invoking the function;

2. agent identification, or how the Fingerprint type refers to a specific agent, owned
by a specific party;

3. consent expiration, or how the TraceDelegation and Offer messages record when
they are valid and how much clock skew is tolerated during time validation;

4. datum referencing, or how the result of the hash(x) function refers to the x datum;

5. template typing, or what types can be used in Template parameters and how they
are validated; as well as

6. trace redirection, or how the Redirection variant of the TraceDatum type specifies
where a certain datum is and what conditions must be satisfied to retrieve it.

Furthermore, if cryptographic hashes and signatures are used, as for example in List-
ing G.1, canonical forms of each type of message must be defined. The specification of
such a form states how the message in question is structured when hashes or signatures
of it are produced.8 Without a canonical form, signatures cannot be validated or hashes
be associated with the objects used to produce them.

One last concern is access control. No matter if tokens, certificates or something else
is used, it must be standardized.

8The non-standard specification for the so-called JSON Canonical Form was available at
http://gibson042.github.io/canonicaljson-spec/ at the time of writing (accessed 2021-03-24). It provides
an example of what canonical forms could look like for JSON messages.
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6.2 Implementation

With a standard at hand, whether it be a draft or fully ratified, the next step would
be to implement the nodes required to facilitate it. In Fig. 11, we outline three signif-
icant groups of components, meant to illustrate how a node must manage negotiation
and reference tracing logic, store data, as well as allow for integration against a larger
application system. We now describe these groups in turn, after which we consider the
acquisition of useful contract templates.

Reference Tracer

Session Registry

Identity Registry

Data Registry

Redirection Registry

NegotiatorAPI

API Configurator

Supervisor

Protocol Registries Protocol IntegratorsProtocol Services

Figure 11: Key components of a contract network node, relevant irrespective of the cho-
sen implementation strategy. The Negotiator and Reference Tracer manage the contract
negotiations and reference tracing tasks described in Section 4. The registries and inte-
grators are meant to store relevant data and help manage the contracting aspects of the
node in question, respectively. Lines signify usage, where diamonds denote users.

Protocol services. The negotiator and the reference tracer components are meant to
handle contract negotiation and resolve datum references, as described in Sections 4.2
and 4.3, respectively. They must both provide network-facing APIs, allowing for other
nodes to communicate with them. A brief example of such an API was given in Table
5, where the three first endpoints would belong to the negotiator and the fourth would
belong to the reference tracer. In most kinds of deployments, we would expect the APIs
of both components to regulated by an access control mechanism, which would ensure
only authorized clients can make use of them. What kind of authorization can be used
depends on what the implemented standard makes relevant.

Protocol registries. For the protocol services to be able to fulfill their roles, they
must be able to store some data between client requests. That data could be stored in
four separate registries, which are

1. the session registry, which maintains the state of each active negotiation session;

2. the identity registry, which keeps track of all known agents, what they are trusted
to do and, if owned by the node and is applicable, their private keys;

3. the data registry, which stores all messages sent and received by the Negotiator,
all data resolved by the Reference Tracer, as well as templates and any other data
relevant to refer to in new contracts; as well as

4. the redirection registry, which maps datum references to external registries where
they can be resolved.



232 Paper G

While perhaps not the case for the session registry, the other three registries should
be able to persist their data across system restarts. Each registry is likely to require a
number of indexes, allowing for data of especial relevance to be looked up efficiently. For
example, the session registry must be able to present the negotiation session related to
a received acceptance, rejection or counter-offer, which could require an index mapping
session identifiers to sessions.

Protocol integrators. The protocol services and registries are not enough for a given
node to initiate or react to received contract negotiation messages. Decisions about what
offers are relevant and acceptable, as well as about what offers should be extended, must
come from somewhere. Furthermore, unless there are at least one template, as described
in Section 4.1, in the data registry, and the one party agent in the identity registry, new
offers cannot be formulated. For this reason, there has to be some kind of provision
in place for entering records into the identity, data and redirection registries. While
implementors are free to facilitate negotiation decision making and registry management
in any way they see fit, we decided to capture these two needs in the form of the supervisor
and configurator components in Fig. 11.

Acquiring useful contract templates. As we hope should be clear from our descrip-
tion in Section 4.1, contracts cannot be formulated without templates. Furthermore,
templates do not only have to contain whatever data is required to automate some co-
operation of relevance, they have to have legal bearing if brought to a court of law or
arbitration firm. At least initially, we would assume that most templates would be for-
mulated by legal experts. Technicians would then translate them into whatever template
format is standardized and, during that process, imbue the contract with value/type
pairs, which would make it possible to write automation routines for that template in
particular.

7 Use Case Examples

We have now laid out why interoperation between e-contract clouds will be a significant
issue in the future, as well as presented the contract network architecture as a potential
remedy to that issue. We now proceed to present four possible use cases, each intended
to make the utility of the architecture more apparent. Variants of all four use cases have
been brought up in projects we have worked in. We do not claim direct authorship of
any of them. We were part of creating prototypes for variants of use cases B and C,9

both of which used our contract proxy design [13].
Each use case presentation includes (1) an introduction, (2) a description and (3) a

sequence diagram depicting a significant interaction. Use case A assume either of the
cloud-of-clouds and the community-of-clouds strategies of Section 5.2, while use case B
assumes the former. Use case C assumes the cloud strategy of Section 4.4, while use case
D assumes the community strategy of the same section.

9Recorded demonstrations of the two prototypes are available at https://youtube.com/watch?v=
2wLtAUBhWaI and https://youtube.com/watch?v=dtEbOXvWkqc (accessed 2021-03-24).
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7.1 Data Purchase With Electronic Delivery

As industrial manufacturing become more and more data driven, the incentives for com-
panies to sell data to each other are becoming stronger. For example, iron smelters,
chemical baths, pumps, as well as many other types of machinery can often benefit
tremendously from accurate parameter tuning. As manufacturers put more sophisti-
cated sensors into their production processes, they generate data that can be used to
directly improve those parameters. Consequently, such sensor data becomes attractive
for other companies to buy, especially if they own the same kinds of parameterizable ma-
chines. In fact, the idea of being able to sell data between companies has sparked quite
a lot of interest across many different industries, for many different reasons, motivating
projects such as the European International Data Spaces [35].

In this use case example, depicted in Fig. 12, we show how our architecture could
facilitate something very similar to the International Data Spaces infrastructure, but
without being limited to only supporting data transfer contracts. In particular, we lever-
age the reference tracing capability of our architecture to create contracts where one
party binds itself to certain obligations, such as payment and confidentiality, in exchange
for data. Party A, which is selling some set of confidential data to B, has set up its own
file server AS. The file server has been programmed to serve its files only if presented with
an acceptance of an offered contract of a specific kind that (1) mentions the requestor
as the eligible receiver of the requested file, (2) is signed both by A and the requestor.
The cloud of A has been configured by A to respond with a redirection datum to the
file server when provided with a reference matching any out of a given hash set, which
includes the data being sold in this example. We assume that the redirection in question
contains an indication of how to make AS provide the desired data, such as by sending a
copy of the acceptance to AS. Note also that this sequence does not include B performing
any actual payment, only accepting a contract stipulating that such a payment be made.
Integrating our architecture directly against a payment solution we leave as a topic for
future research.

AS BA

Offer
1

2

3

4
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Trace Request

Trace Response

Offer Acceptance

Data Request

Data Response

Figure 12: A sequence diagram of two party agents, A and B, each being maintained
by a cloud e-contract provider, as well as a separate file server AS, owned by A. B gets
access to some data held by AS by entering into a contract with A. We consider how to
make it possible for B to initiate this sequence in Section 10.3.
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7.2 Semi-Automated Treasury Management

To stay competitive in an increasingly global market, current manufacturers are forced
to improve the efficiency of every aspect of their production processes. Not the least
of these aspects is treasury management, which entails both making sure that bills can
be paid on time and that any latent cash can be invested, however briefly, to generate
interest. This balancing act can be more exact the more correct and current data can be
accessed about active contracts and how they are fulfilled. Higher quality data means the
treasury department has to make fewer guesses about future cash flows, which reduces
the risk of betting on incorrect predictions. However, contracts are commonly spread out
over many departments and tend not to be machine-readable, which make the collection
of workable data relatively slow and inefficient.

In this example, illustrated in Fig. 13, we describe how our architecture could be
used to automate some aspects of treasury management by facilitating contract sharing
between an agent A, its treasury department AT , and a bank M . Upon accepting a
contract offer ok of B, A automatically notifies AT about it. Some time later, AT decides
that a shorter-term loan is required to cover up for an anticipated cash deficit, and decides
to offer the contract oq to the bank M . In oq, M grants a loan of a desired sum with zero
percent interest to AT , as well as mentioning a set of customer contracts am...ak...an,
which prove that a certain amount of cash will be paid to AT in the near future. AT

has, of course, no illusions about oq being accepted by M . The point of the message is to
make M formulate a counter-offer. M sends a reference tracing request treq(a

′
m...a

′
n) to

AT , which responds by sending the resolved references via tres(am...an). Assuming that
M knows of the templates used by the included contracts, it proceeds to extract payment
details, verify their signatures, and perform a risk analysis by, for example, checking the
credit-ratings of all counter-parties. Finally, M offers a loan with an interest rate to AT

we assume to be competitive.

AT B

ok
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tres(am...an)

M A

notify(ak)
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oq+1

4
treq(a'm...a'n)

Figure 13: A sequence diagram of four entities, M , AT , A and B, where only B is
maintained by a cloud e-contract provider. AT collects payment contracts from A, which
it then uses as proof of incoming cash flow while negotiating a shorter term loan with M .
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7.3 Generic Order-Driven Manufacturing

With the increasing prevalence of the flexible manufacturing processes idealized by Indus-
try 4.0 proponents, more and more opportunity emerges for products to be customized
en masse. While many companies have decided to build their own order management
systems to make it easier for their customers to customize orders, such systems tend to be
slow and expensive to setup, maintain and integrate against other order management or
purchasing systems. When integrated against suppliers or customers, that rigidity serves
as a barrier to change, meaning that suppliers or customers become hard to replace. This
could translate into suppliers being able to charge more for their products or services,
as any competitors would have to be integrated against, with all the costs associated,
before they would be able to compete.

In this example, shown in Fig. 14, we outline how our architecture could facilitate a
more generic form of supply-chain integration, which, we believe, should be less rigid than
current custom-made solutions. Specifically, we assume that some party has a contracting
agent A, hosted by a cloud e-contract provider, a workflow integration system AW and
a manufacturing plant AP . Some party B, hosted by the same cloud as A, offers a
component order c(ok) to A, which binds B to pay a certain amount for the order if it
is manufactured by A within a certain time frame. A is configured, via the API of its
hosting cloud, to notify AW of any received messages, which it does by sending notify(ok).
Using the same API, AW makes A accept the offer and then sends the manufacturing
request p to AP . When done, AP sends the status report q to AW , which then submits
an instruction for A to send the offer ol to B, which A forwards as c(ol). ol refers to ak
and makes B bind itself to pay for the manufactured components. Finally, B accepts
c(ol).

AW B

c(ok)
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submit(ol,B)
7
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submit(ak,B)

Figure 14: A sequence diagram of two agents, A and B, both hosted by the same cloud
e-contract provider, and two automation systems AW and AP , which handle workflow
integrations and product manufacturing, respectively. A and B entering into a prelimi-
nary contract causes a customized product to be manufactured, which, upon completion,
cause A and B enter into a contract of delivery and payment. c(x) is used to denote
some message x being sent within a cloud. Our architecture imposes no requirements on
the structure of such internal messages.
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7.4 Automated Device On-Boarding

Given current trends, not the least Industry 4.0, we expect components, equipment and
other devices to become more and more connected and autonomous. After such a con-
nected device has been bought or rented and then transported to its deployment site, it
needs to be on-boarded. In other words, the device needs to be provisioned with correct
firmware, software, certificates, configurations and other relevant data. While perhaps
not guaranteeing the loyalty of the device, these steps are crucial to ensure that it does
not operate with known bugs, knows how to carry out its designated tasks, can be autho-
rized properly and knows what other systems or devices to interact with, among other
examples.

In this example, depicted in Fig. 15, we demonstrate how our architecture could be
used to trigger the part of the on-boarding procedure where some device D changes its
master as part of a contract of sale being entered into.10 Apart from D, the example also
involves two self-maintained party agents, A and B, and their key management systems,
AK and BK . After having entered into a contract of sale, agents A and B notify AK and
BK about the acceptance. Most notably, the contract identifies the current certificates
of D, AK and BK , which means that both AK and BK now know enough to be able
to coordinate the change of ownership of D. D is then shut off and transported to the
premises of B. Later, when D arrives and is turned on, it reports its coordinates to AK ,
which then instructs D to reregister itself with BK . BK provides D with a new certificate,
which allows for D to authorize itself within its new context. When successfully registered
with BK , D notifies AK about the event by issuing a deregistration request. At this point,
it could be relevant to inspect D, test if it obeys orders, install it at its designated working
location, and so on.
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reregister(BK)

register

notify(ak)

deregister

welcome
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location(x,y)

Figure 15: A sequence diagram of a device D, two agents A and B, as well as two
key management systems AK and BK . The diagram shows how A and B enter into a
contract intended to change the ownership of D. When D arrives at the premises of B,
a reregistration is triggered that results in D having a new certificate issued by BK .

10This example is an adaptation of the use case in [36], which also shown at
https://youtube.com/watch?v=qBVRJMTyo8o (accessed 2021-03-24).
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8 Related Work

As far as we are aware, no other similar attempts have been made to predict the future
technological developments of the e-contract. That being said, we know of designs other
than our architecture that could be used as blue-prints, or at least starting-points, for
interoperation. These are (1) multi-agent systems, (2) distributed ledger technologies,
which include blockchain systems, (3) Ricardian contract solutions and (4) the APIs of
existing cloud e-contract providers. In fact, the first three of these have contributed to
our own architecture in various degrees. However, they only solve subsets of the problems
relevant for facilitating the type of interoperation we are pursuing.

Multi-agent Systems. The Foundation for Intelligent Physical Agents (FIPA) has
published several documents related to the negotiation of contracts, conducting elec-
tronic auctions, among other relevant topics [37] [38] [39]. These documents only concern
message passing in trusted contexts, however, which means that aspects such as message
hash pointers, signing, canonicalization, and so on, are not part of the specifications.
Furthermore, no format is provided for representing the contracts that are negotiated,
which means that such a format would have to be derived from some other source. Rather
than contracts, the FIPA protocols allow for agents to negotiate about arbitrary actions,
which could suggest that the specifications are more concerned with the coordination of
behavior than formalization of agreements.

Distributed ledger technologies. Systems such as R3 Corda [8], Ethereum [2] and
Hyperledger Fabric [3] are famous for being able to facilitate tamper-proof ledgers.
Through systematic application of cryptographic signatures and hash pointers, every
ledger transaction is irrevocably associated with the identity of its author. This tying of
data to authors is an important precondition for ensuring that transactions can be used
as proofs of intent in a court of law. These systems also come with various mechanisms
for data synchronization, consensus, transaction validation, and more, all of which could
be useful for spreading correct data between cloud e-contract providers. However, no
distributed ledger technologies we know of, other than the ones we have designed our-
selves [13] [16], come with e-contract formats or negotiation mechanisms. Instead, most
distributed ledger technologies are constructed around smart contracts, which we have
already considered in Section 1.

Ricardian contract solutions. Apart from the work of Clack et. al [12], which we
have already mentioned, we are also aware of initiatives such as CommonAccord.org and
AccordProject.org (both sites accessed 2021-02-16), all of which define Ricardian formats
useful for representing e-contracts in transit between clouds. OASIS LegalRuleML [14]
is a non-Ricardian alternative that also could be relevant. Finally, the

APIs of existing cloud e-contract providers could serve as apt starting points
for protocol specification, including those of DocuSign [27] and HelloSign [28], as they
already facilitate a limited form of interoperation by allowing for their clients to integrate
their systems with their services.
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9 The Economics of Interoperation

Given that we make some rather bold claims about the future of e-contracting in this
paper, we reckon that many of our readers will be interested in knowing if there are any
social theories we can ground our predictions on. We do also, however, understand that
our more technical audiences are not as likely to be interested in such a grounding. Please
do not hesitate to skip to the next section if you feel you belong to the latter category.
Now, we first consider the general draw-backs of cloud usage in comparison to hosting
software on one’s own hardware. These draw-backs are formulated with Porter’s five
competitive forces [40] in mind, as well as other papers on vendor lock-in and outsourcing.
We then use those ideas to discuss the various incentives relevant to cloud interoperation.

9.1 Relevant Draw-Backs of Cloud Reliance

As we already described in Section 3.2, the cloud can undo much of the complexity
associated with maintaining hardware and software. How? By functioning as a cheap
form of outsourcing. The low costs are the result of cloud services being provided on
a self-serve basis, which means that in the common case, the customer sets up and
configures the service without direct human assistance. In essence, customers can pay
a low fee for having someone else take care of one of their business needs. As we have
already indicated, there are, however, downsides to this kind of arrangement. The ones
we will consider are (1) the potential for conflicts of interest, (2) the risk for vendor
lock-in, and (3) a general loss of control.

Potential for conflicts of interest. Let us assume that a cloud maintainer could
change a provided service to make a significant portion of its clientele find it more useful
and, as a consequence, be willing to pay more for it. However, we also assume that the
same change would make the service less useful to another segment of its clientele. If the
aim of the cloud maintainer is to maximize its profitability, alienating a fragment of its
clientele could be a reasonable sacrifice. What could an alienated clientele do about such
a proposition? More often than not, cloud customers have a weak bargaining position
[40]. Cloud services can be cheap mainly because of their maintenance costs being spread
out over a large number of customers. The cloud maintainer is, as a consequence, not
particularly dependent on any one customer for its growth or survival. In other words,
the cloud maintainer and its clientele have different reasons for wanting to cooperate,
and when those reasons change the maintainer is in a better bargaining position. If case
of a conflict of interests, the cloud customer would likely be forced to find another way
to satisfy its business need. While alienated customers could try to form coalitions, take
legal action or exert political pressure, the motivation and resources required to succeed
in such undertakings could be very considerable. If the absolute number of alienated
customers is large, it is more likely that a competitor would emerge to cater for them in
particular. How feasible a migration to a competitor would be depends, however, on the
cost of migration, which is our next subject.
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Risk for vendor lock-in. Switching from one cloud e-contract provider to another
will invariably incur some order of costs, whether those are in personnel having to learn
how to use a new system, having to recreate integrations against a new and incompatible
API, loosing the ability to cooperate with key partners, or something else [41]. We
understand a customer to be locked to a particular cloud maintainer, or vendor, when
the costs of switching to another such are too high for a transition to become a feasible
option. Why are we then considering vendor lock-in as a risk rather than a fact that
should be apparent when choosing a cloud service? Because switching costs can change
over time. Even though standardization can be an important way to reduce switching
costs, it does not prevent vendors from making incompatible extensions, using pricing
strategies that reward loyalty, or employing a number of other tactics [42]. We should
note, however, that some tactics that invariably lead to higher switching costs can be
necessary for other reasons, such as differentiation from competitors, which means that
vendor lock-in is not always deliberate, or at least not always a primary motivation.

General loss of control. Outsourcing [43], whenever in the form of cloud services
or anything else, invariably leads to some client giving up control to a provider. In
particular, it makes the outsourcing party reliant on the service provider and makes it
harder to adapt the service as the needs of the client change. The risks of reliance on
a provider include the potential for critical information to leak to competitors or other
adversaries, the service not being rendered to satisfactory degree, loosing competences
that later prove critical, financially supporting a company that later could become a
competitor, among other possible examples. Furthermore, no longer having a certain
business process in-house introduces another barrier to adapting it, which could become
necessary in the light of changing market requirements or new strategic initiatives. If the
service provider cannot be made to change its service offering in the face of such change,
overcoming that barrier could entail having to take that business process back, with all
the complexities such a move could necessitate.

9.2 The Incentives of Cloud Interoperation

In the fourth and last of our predictions on the future of the cloud e-contract, which
we presented in Section 3.3, we claim that powerful corporations will successfully push
for standardization and control over the cloud e-contract providers. We also assert that
the turmoil caused by this pushing can be avoided by standardizing e-contract cloud
interoperation early. How realistic is it to believe (1) that such a push will occur, (2)
that it would cause turmoil, and (3) that avoiding it is both possible and desirable? These
three questions highlight what we consider the weakest points of out extrapolation. Here,
we attempt to lay out the reasons we can see that speaking for and against our claims.
Key to this attempt are the characteristic draw-backs to cloud reliance we just outlined in
Section 9.1, each of which we have tried to give some grounding in the economic sciences.
Firstly,
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why would the industry push for control? As we have already laid out in Section
9.1, all forms of outsourcing entails giving up control. If a company grows sufficiently
dependent on a cloud e-contract provider, it risks being financially ruined if the cloud
would alienate it or act arbitrarily, and especially so if some form of vendor lock-in
makes migration to a competitor unfeasible. If the company would notice that such
a relationship is forming with its cloud, we believe it reasonable to assume that the
company would take action to minimize the associated risks. Gaining control over the
cloud is, if possible, an obvious way of limiting the cloud’s ability to act in a detrimental
manner.

With that being established, what speaks for that the dependency on cloud e-contract
providers would be able to grow to such critical proportions? Every revenue and expense
of a commercial business is related to the formation of contracts, ranging from simple
sales to complex service agreements. If all contracts are stored in the same format and
managed by the same infrastructure, it becomes less complicated to process them, which
reduces costs and the room for errors. Furthermore, contracting is a social activity, which
means that the value of using a certain cloud is proportional to the number of relevant
businesses also using the same cloud. Leaving a cloud could mean that important business
opportunities have to be given up, especially if there are no other clouds that could be
used instead.

What speaks against that this kind of cloud dependency would grow to critical pro-
portions? Legislation that limit the extent to which contract forming can be automated
would reduce the gains of integration against cloud e-contract providers, which in turn
would lower switching costs. Such legislation could be the result of successful lobbying
campaigns by stakeholders perceiving that they have more to gain on the status quo,
which could be the case for companies fearing to be overtaken by more agile competitors.
If multiple clouds successfully establish themselves in each market, most companies would
be likely be forced to integrate against more than one of them. That would leave less
room for any one cloud to act arbitrarily, as it could lead to significant numbers of their
clients immediately and automatically moving over their e-contracting to a competitor.
We don’t believe it likely that it would remove the problem entirely, however.

How would an industry push cause turmoil? What can a given company do
to mitigate the risks of relying on a cloud e-contract provider? It could, if generating
enough business for its cloud, negotiate a contract that guarantees more influence, buy
shares, found a competing cloud e-contract firm, lobby for advantageous legislation, and
so on. The possible mitigation strategies range from being at least financially beneficial
to predominantly detrimental to the cloud e-contract providers. While making deals
with powerful customers can be financially rewarding, it could also lead to the cloud
being forced to alienate other parts of its clientele. Having share holders whose primary
motivation is to protect a certain customers, perhaps at the expense of their competitors,
could be detrimental in a similar fashion.
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If perceiving that this future would be likely, what could the cloud e-contract providers
do to prevent it? A fruitful counter-strategy would likely be for the cloud companies to
merge with or buy each other. That way a critical economic mass could be reached
that would give the remaining clouds enough power to avoid having to recede significant
control to their most influential clients. Because of the possibility of one cloud emerging
as the dominus of the market, in the same manner as Google or Facebook dominate
their markets, there could be quite a few financiers interested in fueling such a game of
acquisitions. If one or a few companies grow too big and powerful, however, governments
could start to regard them as geopolitical liabilities, especially if based outside their
spheres of influence, and start to regulate or ban them. The intelligence advantage of
having access to all contracts of a significant portion of a market could be a major
motivator behind such government actions.

How would early standardization avoid turmoil? If a standard for e-contract
cloud interoperation is in place before any companies become critically dependent on
a cloud, the more financially powerful companies have less incentives to control their
maintainers. A sufficient standard would both lead to switching costs being lower and
the possibility of hosting one’s own e-contracting infrastructure. Some cloud e-contract
providers could try to capitalize on a migration to self-hosting by licensing software and
hardware, providing consultants, and so on. They would perhaps make less money out
of these larger customers, but they would retain more of their autonomy.

How about less financially powerful companies? Would they move to self-hosting?
Only if the benefits of self-hosting would outweigh the advantages of using a cloud.
Consider, for example, the case of Spotify, the cloud music streaming service that virtually
outcompeted the file sharing networks around year 2010 [44]. The file sharing networks
were hosted and maintained by their users, which meant that the music that could be
accessed through them was distributed free of charge. But they were complicated to use
and maintain, which provided Spotify with the opportunity to create a better service
that consumers were willing to pay for. Self-hosting e-contract infrastructure gives the
advantage of control also to smaller companies, but unless they have the expertise and
time required to manage it, as well as enough to gain on that control, they will likely
rely on clouds in either case. As long as the cloud e-contract providers make their most
important use cases more convenient than the alternatives, the clouds could be preferred
by most even if options exist that are free.

Should standards be enforced by legislators to prevent this turmoil? Or should,
perhaps, our industries come together now and found e-contracting consortia to ensure
standards exist that are adequate for their needs? The problem with both of these
approaches is that it assumes that an adequate standard can be produced now. We do
not know if this is the case, even if we believe our architecture provides a good starting
point. More research and evaluation is likely to be required.
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10 Discussion

In this section we consider the possibility for a future where the cloud-of-clouds strategy
of Section 5.1 prevails over all others. We also present what we think could be seen as
reasonable expectations about the future uses of smart contracts. Finally, we discuss some
limitations of our contract network architecture and consider their potential remedies.

10.1 A Centralized Cloud E-Contracting Future

In Section 5, we presented two strategies for cloud interoperation, cloud-of-clouds and
community-of-clouds. The former relies on a supercloud that sits between all cloud e-
contract providers, while the latter uses a decentralized contracting protocol. Up until
point, we have mostly discussed the community-of-clouds strategy. As we all have a back-
ground in distributed systems, it should be seen as no surprise that we prefer the more
decentralized solution. However, we recognize that there are financial and geopolitical
reasons for promoting the cloud-of-clouds approach. By relating also this approach we
want to strengthen the notion that the future is not inevitable, but that there are choices
that will have to be made along the way. We hope that having more people know that
there are choices will lead to the better choice being made, whichever it may be.

The cloud-of-clouds approach, where one superclouds connects multiple subclouds,
allows for setting up arbitrary subcloud membership criteria. If one particular supercloud
is able to connect the could e-contract providers of an entire market, using one of its
subclouds becomes more or less mandatory. If not, the company will not be able to enter
into contracts with most other companies. In such a situation, it is not inconceivable
that the subclouds would want the subcloud membership criteria to be difficult enough
to make it hard for more cloud e-contract providers to join. That would effectively
divide the market between themselves, which, even if ethically questionable, could be
an effective strategy for ensuring their longer term survival. Each of them avoids the
negative publicity of being a dominus, as discussed in Section 9.2, while still having
significant market control.

Some form of legal mandate would likely be required to guarantee the supremacy of
such a supercloud. Elevating one supercloud to such a position could, however, very
well lie within the interest of the political establishments. As we implied already in
Section 5, the supercloud could demand that all subclouds provide them with copies of
all negotionational messages, as it makes it much more straightforward for courts of law
to access those messages in the cases of disputes. Such a repository of contract messages
would allow for advanced economic and social analyses, which could be a boon for crime
investigation, economical forecasting, and so on. Careful political maneuvering could
enable one nation to get access to such repositories of other nations, for example by
setting up international superclouds. It is not inconceivable that such maneuvers could
be the subject of future international disputes, as has been the case for social networks
such as Facebook.
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10.2 New Uses of the Smart Contract

While we started this paper by downplaying the significance of the smart contract, we
see no strong reasons to assume that the technology will fade into obscurity anytime
soon. Quite to the contrary, it could find new uses by being adopted and offered by
cloud e-contract or payment providers. A smart contract is, essentially, a computer
program tasked with managing money, other assets, or obligations. It bases its decisions
on various observable events, such as receiving payments or signed intent statements.
By hosting such software, clouds could allow for their customers to automate some of
their workflows, without being required to setup and manage their own infrastructures.
Smart contract code could be bought and sold on a marketplace managed by the cloud
in question, among other possibilities.

These smart contracts would not be hosted by voting peer-to-peer networks, or
blockchains, however. It seems to us as if blockchains primarily become useful when
there is a need for a group of independent parties to continuously renegotiate their po-
sitions. While this is famously useful for having such parties maintain a currency, the
number of caveats involved in using the technology [7] make us less optimistic about
its prospects for other uses. We assume that continued interest will be shown for the
technology, primarily within the financial sectors, and that some new utilities, perhaps
disruptive within limited domains, will be found in the less distant future. We can, of
course, not rule out that some major computer science breakthrough will help mitigate
the main weaknesses of current blockchain technology, which could make it more useful
than the alternatives for general-purpose contracting.

Another possibility is for the smart contract to find another use in digital checks. It
could serve as a means of stating the conditions under which a check can be redeemed,
or what should happen if the drawer’s account would not be good for the payed amount.
Digital checks are of particular interest to us, as our Ricardian contracts are not able to
directly deal with money. They only facilitate agreeing on payments to be made over
other channels. A smart contract check could be embedded directly into our Ricardian
contracts. If some arbitrary set of conditions are observed to be fulfilled by the contracting
parties, the bank holding the account, or some other trusted party, the check can be
redeemed by the payee. While such checks are not yet a reality, the prospect of them
make us believe that some very interesting applications of smart contracts are yet to be
discovered.

10.3 Architectural Limitations

While the architecture we presented in Section 4 is complete enough for its usefulness
to be seriously considered, as demonstrated in Section 7, it is unlikely to be adequate
for most kinds of real-world deployments. Why? Because the architecture has not been
subject to more than research prototyping [13]. While there are two issues we know of
that we will touch upon here, more extensive evaluations would likely surface additional
such issues.
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Proposals. Firstly, many contract negotiations start at a point where no party knows
enough about what the counter-parties are willing or able to offer. For example, consider
the use case in Section 7.1, where party A offers to sell some datum to party B. If B
wanted to initiate the negotiation, rather than having to wait for A, B would have to
already know the hash of the datum it wants to buy. Why? Because we require that
every offers is acceptable as-is. If extending our negotiation mechanism with proposals,
in a similar manner to how we supported them in [16], B would have been able to ask
for the data without knowing the hash beforehand. Supporting proposals requires that
a language exists for describing sets of acceptable offers. As the medium of expression
is the Ricardian contract, which maps types to values, some kind of type system able to
express numeric ranges, regular expressions, enumerated alternatives, or other forms of
algebraic types, could be a suitable starting point.

Party discovery. Secondly, how would parties find and determine the trustworthiness
of whatever information is required to be able to send messages to other parties? Up until
this point we have assumed that such information would be spread by the parties outside
of our system, in a similar manner to how people today share their e-mail addresses
or phone numbers. This could be inadequate for many use cases, however, such as e-
procurement, auctions, or public offers. Whether or not party discovery should be part of
the architecture needs to be evaluated. We suspect that it will be possible to implement
as an extension, however, which means that it can be set aside until the core architecture
has been become stable.

11 Conclusions

Given our outlook, it seems as if a new contracting paradigm is forthcoming, and that
it presents our societies with a choice about who should be trusted to safeguard our
contracts. By presenting two ways our contract network architecture could facilitate
interoperation between e-contract cloud providers, we make it clear that there are at
least two major alternatives of that choice. One alternative is centralized as Facebook,
and the other is decentralized as e-mail. In other words, either a few large corporations
or government entities manage all e-contracts, or the stewardship of them are spread
out over many companies and institutions. As we have already established, there are
compelling reasons for wanting either of these futures to be realized. A larger stewarding
entity could be a geopolitical asset to its regulators, national or supranational, while the
decentralized approach creates a barrier to many forms of direct government influence.

In the case of a company or institution wanting to pursue or evaluate our decentral-
ized approach, our architecture must be implemented, and may eventually have to be
standardized. To this end we presented a guide in Section 6, which is very much based
on our previous work implementing the contract network architecture [13] for Eclipse
Arrowhead [45]. While perhaps a bit limited, we believe the guide to provide an ample
starting-point.
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We showed in Section 7 that our architecture can be used for (1) contract-based data
sharing between companies, (2) automated treasury management, (3) order-driven com-
ponent manufacturing, and (4) contract-based handovers of devices between stakeholders.
What should be clear after reading through those use cases is that our architecture can
enable a wide range of applications irrespective of the contracting parties being on the
same cloud, on different clouds, not an any cloud, or both on a cloud and not on a cloud.
Can our architecture be as general-purpose as conventional contracts? We currently see
no reason why this could not be considered the case. Our contracts, being Ricardian
[11] [12], could be described as electronically signed human-readable texts with machine-
readable parameters. They can hold any legal prose a paper could, and automation
routines able to reliably read and act on their parameters should be very straightforward
to create. Their limits rather lie in their capacity for having their legal prose interpreted
by machines, which should fall short of legal formalisms such as LegalRuleML [14]. How-
ever, it seems to us as if the price of using such formalisms is that few understand them
and that legal practices, such as strategic ambiguity [46], cannot be replicated with them.
If using legal formalisms becomes relevant in the future, our contracts could be trivially
modified to support them by noting if and what formalism is used by each held provision.

How certain can we be that the e-contract cloud market is going to be fragmented
by a future transition to Ricardian contracts and that there will be a push for interop-
erability and control? Our predictions about the fragmentation of the e-contract cloud
market are, of course, nothing more than qualified guesses. However, the reasons for us
being confident enough about them to base this paper on them are two-fold. Firstly,
the technical additions required to the services already provided by current e-contract
clouds are few and comparatively simple, and their potential automation benefits to the
supply chain and manufacturing industries are tremendous. Secondly, we are able to
base them on economic theories such as conflicts of interests, vendor lock-in and the
connection between outsourcing and loosing control. Even if our predictions would prove
to be incorrect, we still believe this work should motivate research into topics such as
the applications of Ricardian contracts, their use during legal proceedings, multi-party
negotiations, and digital witnesses.
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