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Abstract

Computer vision systems are steadily being integrated deeper into society. These systems
range from benign like diagnosis assistants and autonomous drivers to the infamous like
surveillance and weapons systems. This development is in large part powered by the huge
strides made in machine learning in the past decades, especially in the field of artificial
neural networks.

A ubiquitous part of machine learning and neural networks is feature learning, where
machine learning is used to train models to extract features from data. Features are sets
of numerical values describing properties, characteristics, or aspects of a given subject
(e.g., an image, a recording, or a news article). One of the most enduring and widespread
neural network architectures for feature learning is the autoencoder.

Autoencoders are models that are trained to encode features that represent the data.
They work by reducing the input data into features occupying a latent space and then
reconstructing the input from those features. The goal is that the reconstruction should
be as similar to the input data as possible. When autoencoding images, the most common
way to measure similarity is pixel-wise loss. However, similarity measures better aligned
with human perception exist in the form of deep perceptual loss.

Deep perceptual loss functions have proven effective for image comparison, image
generation, and a host of other tasks. However, there is a lack of thorough analysis of
its effectiveness when applied to one of the most common uses for autoencoders; training
downstream models. In this thesis, ways to improve the performance of downstream mod-
els using autoencoders and deep perceptual loss are investigated. Additionally, a method
for reducing the time to train autoencoders with deep perceptual loss is introduced.

The main findings of this thesis are twofold: First, this thesis shows that deep percep-
tual loss can be beneficial when training models for downstream tasks. Second, it shows
that when training with deep perceptual loss, the reconstruction part of the autoencoder
can be removed, leading to faster training while getting similar or better performance.

Though these results are promising, they are only initial and show that the methods
need to be evaluated in larger contexts. In particular, further investigations are required
to understand how autoencoders trained with deep perceptual loss are affected by the
choice of loss network and how features are extracted from the chosen loss network. How
to select a suitable loss network for a given application remains largely unexplored.

The technical implementation developed in this thesis work is available online.1

1https://github.com/guspih/Perceptual-Autoencoders
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Chapter 1

Introduction

A photography software is processing a portrait that
the user gave it. Using a trained model it is able to

estimate the size, position, and angle of the face.
With these features, the software gives suggestions to

the user on edits that the user might like.

Artificial Intelligence (AI) and machine learning are rapidly being integrated into
many parts of society, to the degree that it can be difficult to avoid being affected by
it. One of the many fields leading the charge by machine learning into everyday life is
computer vision [1]. Advances in image and video analysis software have turned cameras
into advanced tools capable of solving a wide array of tasks such as facial recognition,
image segmentation, and activity detection. This increase in capabilities has helped speed
up the deployment of computer vision algorithms across society. Of the many machine
learning models that have powered this recent surge of computer vision, the artificial
neural network (henceforth called neural network) has been the most widely adopted.

As ubiquitous as machine learning has become to computer vision, so too has the use
of features become ubiquitous to machine learning. A feature is a numerical value that
describes some property, characteristic, or aspect of a given subject. Several features
are often grouped to form feature vectors (henceforth referred to as features) that ideally
should sufficiently describe each subject in some setting for some purpose. The size of the
feature vectors is referred to as the dimensionality of the features and the set of possible
feature vectors is known as the latent space.

For example, given a set of plants to be categorized into their corresponding species,
features could be created of the RGB-value of the color of each plant, their lengths in
meter, whether they reproduce using pollinators, etc. The number of different values that
are used would then be the dimensionality of the features, and every possible combination
of those values would be the latent space. Ideally, the features that are decided upon
describe each plant sufficiently to determine its species.

In the above case, it might be tempting to use as many features as possible to minimize
the possibility of overlapping in features between different species. The problem with
this approach is that it might undermine the point of using features in the first place.

3



4 Introduction

If too many features are used, the amount of time needed to create all of those features
increases, problems related to high-dimensional data might arise, and the benefits of a
small feature space are lost. Thus what makes features sufficient depends predominantly
on the purpose for using the features.

The process of calculating the features of a data point is referred to as feature extrac-
tion, as features are extracted from the original data. Features are often used in machine
learning as a step in-between the input data and the final output of a model. In data
processing, the steps from raw data to the final output are often called a pipeline, as they
can be viewed as the data flowing from input to output, analogous to how liquids flow
through pipes from a source to a faucet. Continuing the analogy, a part of the system
is said to be downstream of the parts that come before it in processing. In machine
learning, it is common for the models that perform the final prediction to be downstream
of some other model that extract the features.

Since the outcome of a downstream prediction model depends on its input, the ex-
tracted features, a flawed feature extraction could lead to inaccurate downstream predic-
tions. As such, if the extracted features are a poor representation of the data or otherwise
unsuitable for the task at hand, a model that would normally work could fail to produce
the correct result. Unsuitable features could cause serious harm if the system is used
for one of the many important tasks for which machine learning systems are used, such
as autonomous driving or medical diagnosis. Therefore it is important to improve the
algorithms and models used to create features in the first place. This thesis concerns
improvements in the field of feature learning, and specifically to the feature extraction
model known as the autoencoder.

1.1 Feature Learning

There are many different methods for extracting features from data. Early in the fields of
computer vision and machine learning, experts designed systems from scratch to extract
specific features for each task. Examples of such feature extraction systems include Scale
Invariant Feature Transform [2], Speeded Up Robust Features [3], and Binary Robust
Independent Elementary Features [4]. Often the process of designing feature extraction
systems was guided by experts on the particular task with knowledge and intuition as to
what features would be useful for a particular task. This process of designing a feature
extraction system by hand is called feature engineering, and the resulting features are
often referred to as handcrafted features.

While good feature engineering was often a key part of early machine learning systems,
the process has three notable disadvantages:

• It requires someone to program the extraction process for individual features, which
can be labor-intensive.

• It often requires a domain expert to help decide which features are important, which
can be expensive.
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Figure 1.1: Representation of a feature learning setup where a feature extraction models extracts
features, as represented by a point in a latent space, from the input data. The features are then
used by a prediction model to produce predictions.

• The desired features might be infeasible to extract by a handcrafted system, as
even experts might not know how to extract certain features [1].

The introduction of more powerful computers and the implementation of machine
learning algorithms on those machines led to a replacement of feature engineering with
feature learning. Feature learning is the process of using machine learning methods to
automatically learn to extract useful features from data. Such extracted features could
then be used directly or used to train or make predictions with a downstream machine
learning model. An example of a feature learning pipeline including input data, a fea-
ture extraction model, features represented in the latent space, a downstream prediction
model, and final predictions is shown in Fig. 1.1.

While it is possible to construct a system to learn to extract specific features, the
more common approach is to give the system some restrictions, like the dimensionality
of the features, and then let the system learn features independently. Often this results
in features where individual dimensions do not represent easily tangible concepts, but
these methods have proven effective regardless. In fact, it is possible for feature learning
methods to discover useful features that an expert designing a handcrafted system might
never have considered.

Feature learning can be roughly split into two groups that will be referred to as
integrated- and independent feature learning.

Integrated methods are those where features are learned as an integral part of training
the downstream system. These methods are often considered as a part of the whole model
rather than a separate part. The typical example of this is a multi-layer neural network
where all layers are trained at once and each layer uses features extracted by the previous
layer as input. In these cases, features are learned as an integrated part of learning a
given task.

Independent methods are those that are trained independently of the downstream
task and sometimes even without knowing the downstream task. An example of inde-
pendent feature learning is word2vec [5], a method for learning vector representations of
different words for later use in many different natural language processing tasks. Another
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example of independent feature learning is the autoencoder which is trained to extract
features from data by having it generate features and then reconstruct the data from
those features. In these cases, the features are learned independently of the eventual
downstream tasks for which they would be used.

The two groups often intermingle as features learned as an integral part of one model
might also be used as independent features in another model. For example, the early
layers of a Convolutional Neural Network (CNN) used to classify images would be con-
sidered integrated features to that classification system, but could also be used as an
independent feature extraction system by a different model to benefit from high-quality
image features without needing to train an entire CNN model from scratch.

This thesis concerns improvements to the autoencoder model when used for indepen-
dent feature learning. However, the methods used to achieve those improvements rely
on features trained with integrated methods. As such, this thesis will touch on methods
from both groups.

1.2 Autoencoders

The autoencoder is a prominent neural network architecture that has been used in some
form since the 1980s [6, 7]. Autoencoders are commonly used for a kind of feature
extraction known as dimensionality reduction, where the feature vectors have a smaller
size (lower dimensionality) than the original data. Such autoencoders are the most
common, known as undercomplete autoencoders, and for the remaining thesis, mentions
of autoencoders refer to undercomplete autoencoders.

Dimensionality reduction can be compared to compression, where a file is reduced in
size by storing the data in a more space-efficient format. While autoencoders, and many
other forms of feature extraction, can be considered a form of lossy compression, the
goals of feature extraction and compression often differ. The goal of feature extraction
is to find representations for each data point such that the downstream systems perform
as well as possible, while the goal of compression is to make a minimal representation of
each data point such that it can be decompressed as accurately as possible.

Dimensionality reduction provides many benefits to machine learning. Using features
with reduced dimensionality usually enables the use of smaller models compared to when
using the original data, which in and of itself can bring additional advantages; less labeled
data needed for training, faster training, energy efficiency, and more [8]. Additionally,
using high-dimensional data might cause problems related to the “curse of dimensional-
ity”, a term encompassing several difficulties in statistical analysis of data that can arise
in data with high dimensionality [1]. Due to the curse of dimensionality, many problems
where labeled data is scarce can be difficult to solve by training a single model from
raw high-dimensional data. For these problems, feature extraction can be a desirable
alternative.

The autoencoder has been used for dimensionality reduction in machine learning tasks
since its inception and is still used prominently today [9, 10, 11]. An autoencoder is a
neural network architecture split into two parts; an encoder and a decoder. In a well-
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Figure 1.2: The training pipeline of a autoencoder trained using element-wise loss where each
input value is subtracted from the corresponding value in the reconstruction to calculate the loss.

trained autoencoder, the encoder will take the data to reduce its dimensionality and
produce an embedding; the features extracted from the data. The decoder can be used
to reconstruct an approximation of the original data when given the embedding. The
embedding produced by an autoencoder is often referred to as z, the dimensionality of
the embedding is called the embedding size, and the latent space the embeddings occupy
is called the embedding space. The idea is that the latent space constitutes a bottleneck,
and all the information in the data that the decoder needs for reconstruction will have
to be reduced into the latent space. If the reconstruction is adequate, it would seem
reasonable to assume that all the necessary information was embedded. In addition
to dimensionality reduction, autoencoders have been used for a host of different task
including generative modelling [12], denoising [13], generating sparse representations [14],
and anomaly detection [15].

The basic autoencoder is trained using unsupervised learning to learn the parameters
of the encoder and decoder. During training, the unlabeled data points are given as
input to the encoder, which produces an embedding that is then given to the decoder
to reconstruct the original data points. The reconstruction loss is then calculated by
comparing the original data point to the reconstruction. This comparison is traditionally
performed using element-wise loss, where each element of the output vector is compared
by the corresponding element in the input vector. The total loss is then given by applying
some function, like Mean Square Error (MSE) or Cross-Entropy, to the difference between
each input and output element and then averaging the results.

For example, to calculate the element-wise MSE of a reconstruction of an image, the
values of each pixel are compared with their respective reconstruction. The loss for each
pixel is calculated by squaring the difference between the pixel in the original image and
the corresponding pixel in the reconstruction. The element-wise loss for the entire image
could then be obtained by averaging the loss for each pixel. For this reason, element-wise
loss is referred to as pixel-wise loss in image processing. When the loss of the autoencoder
has been calculated, it can be optimized using backpropagation or any other algorithm
used to optimize differentiable neural networks. A depiction of an autoencoder trained
using element-wise loss can be found in Fig. 1.2.

In addition to the basic autoencoder architecture and functionality described above,
there have been many adaptions and alterations over the years. Since the autoencoder
is a type of neural network, many of its implementations use some of the vast num-
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Figure 1.3: The training pipeline of a variational autoencoder, where z is drawn from the
Gaussian distributions produced by the encoder and a regulatory Kullback-Liebler divergence is
added to the loss.

bers of advancements and more complex architectures developed for neural networks,
such as convolutional layers [16], drop out [17], or batch normalization [18]. Addition-
ally, the architecture and training methods specific to autoencoders have been altered to
improve it for specific tasks or generate specific types of embeddings. These improve-
ments include many different regulatory losses that place requirements on the form of
the embeddings [14, 19, 20]

One such autoencoder architecture that uses a regulatory loss is the Variational Au-
toencoder (VAE) [21]. In a standard autoencoder, the encoder directly generates an
embedding. However, in a VAE, the encoder instead generates the means and standard
deviations from which the embedding is drawn. For each dimension in the latent space,
the mean and standard deviation of a Gaussian distribution is generated, and the actual
embedding is then randomly sampled from those distributions. To prevent the encoder
from removing the randomness by setting each standard deviation to 0 a regulatory loss
based on Kullback-Liebler divergence [22] is used. This regulatory loss is calculated as
the KL divergence between the generated Gaussian distributions and a Gaussian with
mean 0 and standard deviation 1. This means that to minimize the total loss, the network
has to balance increasing randomness to lower the regulatory loss with accurately recon-
structing the input to minimize the reconstruction loss. The introduction of randomness
in the embeddings incentivizes the autoencoder to put embeddings that represent similar
data to be close to each other in the latent space. Conversely, it is also beneficial to
put embeddings that represent dissimilar data far from one another. Ideally, this would
result in the embeddings between two data points to represent a gradient between that
data. For example, a standard autoencoder trained to encode images of cars on roads
and planes in the sky would be incentivized to create completely separate embedding
spaces for the two groups of images whereas a VAE would be incentivized to place the
embeddings closer together to resemble a set of Gaussian distributions better. As such,
the standard autoencoder might struggle to embed an image of a plane on a runway as it
has, while the VAE might have learned a gradient of embeddings between the two groups
that might contain a plane on a road which in turn could be a good way to represent a
plane on a runway.
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Figure 1.4: A striped image and two reconstructions with their respective element-wise Mean
Squared Error. In the first reconstruction each stripe has been moved one pixel to the side and
the other is completely gray.

1.3 Deep Perceptual Loss

One part of the autoencoder that might cause problems in certain domains is the use of
element-wise loss to compare the similarity of the input and output. Element-wise loss
has been repeatedly shown to be problematic in the image domain [23]. These problems
often come from two properties of element-wise loss. Firstly, that element-wise loss does
not take into account higher-level structures or relationships between the input elements.
Secondly, that element-wise loss assumes that all elements are of equal importance.

A flaw related to the first property is visualized in Fig. 1.4, where the first reconstruc-
tion is the correct image shifted horizontally by one pixel, and the second reconstruction
with lower loss has only one color given by the mean value of the pixels. Most humans
would probably think that the shifted image is the most similar since it maintains almost
all of the structure of the original, while the averaged image has no structural similari-
ties at all. However, since element-wise loss only values that individual elements are as
similar as possible to the original, the structure is disregarded when calculating the loss.

Flaws with the second property of element-wise loss, that all elements are assumed
to have equal importance, are visualized in Fig. 1.5 where an otherwise black and white
image has a small gray box. A human would likely perceive that an image that retains
the gray box is a better reconstruction than an image that completely omits it, even if
the gray box is not placed exactly correctly. However, element-wise loss does not value
the existence of the gray box more or less than any other region of pixels. As such,
a reconstruction that is lacking a few black pixels but otherwise maintains the general
structure of the image is given a higher loss than one that completely omits the gray box.
This is because element-wise loss considers each element to have the same importance
in reconstruction, even though some elements might represent a significant part of the
input space.

In the field of computer vision, the flaws in pixel-wise loss have prompted the develop-
ment of a host of so-called perceptual loss functions. The general idea in perceptual loss
is that the error should strive to mimic how a human would assess an image. Perceptual
loss is applied to both assessment of image quality as well as image similarity. This thesis
focuses on perceptual loss used for comparing image similarity as this is what is needed
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Figure 1.5: An image and three reconstructions with their respective element-wise Mean Squared
Error. The first is the original image. The second is missing the gray box. In the third the gray
box have been moved one pixel down and one pixel to the right. The last has six black pixels
removed.

for autoencoding. The goal of perceptual loss for image similarity can be summarized
as: If humans perceive one image to look closer to the original than another, that image
should also yield a lower loss than the alternative. This idea has been the motivator
behind many different loss functions that all fall under the umbrella of perceptual loss.
Some examples of perceptual loss functions include the Dynamic Partial Function [24],
the Structural Similarity Index Measure [25], and Structural Texture Similarity [26].

Another type of loss that was being developed alongside perceptual loss is deep feature
loss. Deep feature loss is when the loss of a machine learning model is calculated using
some or all features of a deep neural network that is not the model being trained. The
deep neural network from which the features are extracted as part of the loss calculation
is referred to as the loss network. The loss network can be trained either as an integrated
part of training the model or completely independently and is often optimized for another
task than the model that is being trained.

Deep feature loss was first introduced in the field of explainable AI, where it was
initially used to visualize the optimal input image of a network for some class [27], or
some individual neurons [28]. Simultaneously with the introduction of deep feature loss in
explainable AI, it was also introduced as a method to generate adversarial examples [29].
Adversarial examples are inputs to machine learning models constructed to produce the
incorrect model predictions even though they are almost indistinguishable from inputs
for which the model predicts correctly. In the computer vision domain, this has been
used repeatedly to show that image classification networks will confidently predict the
wrong label for an image that humans find imperceptible to an image the same network
classifies correctly.

Soon after these two pioneering uses of deep feature loss, it was also used as an inte-
gral part of a groundbreaking neural network architecture called Generative Adversarial
Networks (GAN) [30]. GANs are usually constructed from two different networks, the
generator network and the discriminator network. The generator network takes random
noise as input and is supposed to create an output that is similar to the provided data.
The discriminator network takes the output from the generator as well as data directly
from the dataset and is trained to predict the source of its input. The generator network
can then learn to generate output similar to the dataset by optimizing it to fool the



1.4. Scope 11

discriminator. In this case, the discriminator acts as a loss network for the generator.
Eventually, deep feature loss was combined with perceptual loss with the introduction

of neural style transfer [31]. In the first version of neural style transfer deep features are
used as a stand-in for human perception of the content and style of an image. By
optimizing such that the features of a random initialization should be as similar to the
content features of one image and the style features of another, the result will ideally
look as if the content of the first image was redrawn with the style of the second. When
deep feature loss is used to create a loss that resembles the perception of a human, this
loss also falls under the category of perceptual loss. When a loss function is both a deep
feature loss and a perceptual loss, this is referred to as a deep perpetual loss.

Deep perceptual loss was first used with autoencoders when the GAN was combined
with the VAE to create the VAE-GAN [32]. In the VAE-GAN the decoder network of
a VAE is the same as the generator network of a GAN. It is a VAE that attempts to
reconstruct images to fool the discriminator. In addition to a pixel-wise reconstruction
loss and a deep feature loss for fooling the discriminator, there is a deep feature loss
generated by comparing the features extracted from the discriminator when it is given
the original image to when it is given the reconstructed image. This additional loss
was introduced to make the combined losses closer to human perception. In this case,
the loss network is the discriminator and is therefore trained as an integrated part of
the system. However, deep perceptual loss in autoencoders was further developed by
replacing the discriminator with a pretrained network instead [33], which enabled the
use of loss networks trained independently from the autoencoder.

Deep perceptual loss has quickly become a popular method that has been applied to
many areas in computer vision, including image generation [32], style transfer and super-
resolution [34], object detection [35], image segmentation [36], and image similarity [37].
Deep features in pretrained image networks have also been experimentally shown to be
good models of human similarity judgments compared to traditional methods that do
not utilize deep features [37].

A method that bears similarity to deep perceptual loss with pretrained loss networks
is knowledge distillation [38]. In knowledge distillation, the predictions of a pretrained
network are used either as a replacement for or together with the ground truth to train
a new model. In this setup, the pretrained model is referred to as the teacher and the
model being trained is the student. Knowledge distillation has been shown to give faster
training time and higher performance of the student model than training using only the
ground truth [39].

1.4 Scope

The focus of this thesis is to investigate representations learned when using deep au-
toencoders. This, on its own, is a huge area within feature learning which is too big for
one thesis to tackle without delimitation. As such, this thesis only regards the domain
of computer vision and focuses solely on using autoencoders for image embedding for
improved downstream predictions. The research questions that led to and were devel-
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oped during this work are presented below. How these questions came about and evolved
throughout the research process is described in more detail in Section 2.1.

Q1 How can the flaws inherent in pixel-wise loss be mitigated?

Q2 Does deep perceptual loss benefit embeddings intended for use by independent
downstream prediction models?

Q3 Can the encoder part of autoencoders be trained in a fashion similar to knowledge
distillation using a loss network as a teacher network?

1.5 Inconsistency of Terminology

The subfields of perceptual loss and deep perceptual loss are recent enough to lack consis-
tent use of notation between different works. This results in the descriptions of different
terms as described in Part I of this thesis, not necessarily being accurate for how those
terms are used in other works. In fact, some of the terms used in Part I of the thesis
differ from how they are used in Part II of the thesis.

For example, the term “perceptual loss” is used in Paper A to describe what Part I
of the thesis describes as deep feature loss. In Paper B, in an attempt at using more
unambiguous language, the term “deep perceptual loss” is used instead. While this is
less ambiguous, the use of the word “perceptual” to describe deep feature loss might be
confusing as not all deep feature losses are perceptual losses. It was with this in mind
that the terms used in Part I of the thesis were settled on.

The terms used in Part I, Paper A, and Paper B should be interpreted as described
in those respective parts of the thesis. The author recommends using the language from
Part I of the thesis for future works as it is less ambiguous and less confusing.

1.6 Outline

This thesis is divided into two parts where Part I consists of four chapters that are sup-
posed to give a broader context and perspective to Part II, which consists of two different
published research papers with more technical details and results than are included in
Part I.

Chapter 1 (this chapter) introduces the field of feature learning and the relevant re-
search for understanding the thesis. Additionally, Chapter 1 introduces the scope of the
thesis, including the research questions that it addresses. Chapter 2 covers the methodol-
ogy that was followed in carrying out the research, including how the research questions
were approached, what technical details were used, how the research was evaluated, and
the results of those evaluations. Chapter 3 presents the abstracts, publication details,
and authors’ contributions of the two papers the thesis is based on. Chapter 4 analyzes
and discusses the results and research itself as well as the field in general, concluding
with a discussion of potential future work.
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Paper A is the paper “Improving Image Autoencoder Embeddings with Perceptual
Loss”, which presents results indicating that autoencoders trained with deep perceptual
loss produce embeddings that yield better performance when used to trained downstream
models than models trained on embeddings from pixel-wise trained autoencoders. Pa-
per B is the paper “Pretraining Image Encoders without Reconstruction via Feature Pre-
diction Loss” which builds on Paper A by showing that image encoders trained similarly
to knowledge distillation create embeddings that are as useful for downstream models as
training with deep perceptual loss while being much faster to train.
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Chapter 2

Methodology

An autonomous car is using cameras to guide its
decision-making system. To make the images
palatable to the system they are encoded by a
machine learning model as a set of numbers.

Analyzing the numbers the system recognizes a
pedestrian on its way into the street and engages the

breaks. Had the encoded numbers been changed by
only a fraction the pedestrian would not have been

identified.

This chapter contains the methodology that was used when the different research
questions were defined and addressed. It starts by describing the general research method
used when forming the research questions and addressing them. This is followed by a
more detailed description of the technical approach used throughout the different parts
of the research, such as what datasets, architectures, and evaluation setups were used.
Finally, what experiments were conducted and what results they yielded are presented.

2.1 Research Method

The research forming the basis for this thesis was inspired by trying to solve a prob-
lem encountered while training deep autoencoders to encode images generated by the
LunarLander-v2 environment of the OpenAI Gym [40]. The LunarLander-v2 environ-
ment is a game where an agent is supposed to land a purple spacecraft without crashing
between two flags on a white, mostly uneven, terrain. The spacecraft starts at the top of
the screen and falls through the black background towards the terrain, but the descent
can be controlled by the agent which controls three thruster engines on the spacecraft.

Autoencoders trained with pixel-wise loss on images from the LunarLander-v2 failed
to learn to reconstruct the purple spacecraft. This is problematic since the spacecraft lo-
cation is important information to any agent trying to complete the game. An image from
the environment together with a reconstruction created by a convolutional autoencoder

15
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Figure 2.1: (a) An image from the LunarLander-v2 environment and (b) a reconstruction of
the image by an autoencoder trained with pixel-wise loss.

trained with pixel-wise loss can be found in Fig. 2.1.

The first step in addressing this issue was to see if this failure was on the side of the
encoder or the decoder. To test this, a few simple MLPs were trained to predict the
position of the spacecraft from the embeddings produced by the encoder. Since none of
the MLPs could learn to predict the position of the spacecraft accurately, it could be
concluded that the spacecraft was not adequately encoded into the embeddings. This
makes sense since the encoder would be unlikely to learn a feature that does not show up
in the reconstruction as this feature would not affect the loss in any significant manner.

The next step was to check that the autoencoder architecture was suitable for the
task. To do this, several versions of the autoencoder were trained using different numbers
of layers, neurons, kernel sizes, embedding sizes, and activation functions. While some
of these versions successfully managed to reconstruct the spacecraft, this was not a sat-
isfactory solution to the problem as (i) the first autoencoder used should be suitable for
the problem as it had been used to tackle a similar environment previously [9], (ii) the
autoencoders that successfully reconstructed the spacecraft had embedding sizes larger
than 256 dimensions while a previous work used 32 and 64 dimensions [9], (iii) since the
only things the embeddings need to encode to reconstruct the images is the spacecraft
and terrain the spacecraft could be encoded by sacrificing a small part of the accuracy
of the terrain. It was clear that the autoencoder learned to prefer to encode the terrain
over the spacecraft despite the spacecraft being seen as more important by humans.

Since what part of the output is prioritized when training a neural network is de-
termined by how much that part contributes to the training loss, it was clear that this
was an issue with the loss calculation and, by extension, with pixel-wise loss. Several
flaws with pixel-wise loss, which have already been outlined in Section 1.3, were identi-
fied during the analysis of pixel-wise loss. It was also clear that these problems were not
exclusive to the LunarLander-v2 environment but could likely affect other tasks as well.
This gave rise to the first research question:
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Q1 How can the flaws inherent in pixel-wise loss be mitigated?

This research question was finally answered by doing a literature review on the subject
where the area of perceptual loss seemed to provide a multitude of solutions to the flaws.
Specifically, deep perceptual loss was interesting as its use of learned deep features for
calculating loss rather than an engineered algorithm reminds of the move from feature
engineering to feature learning. Additionally, since the deep features of convolutional
networks tend to be a good model of the human visual system [41, 42] this method might
work well on the LunarLander-v2 environment as the purple spacecraft is noticeable to
humans in contrast to white terrain and black background. While autoencoders trained
with deep perceptual loss had already been used on plenty of tasks, those tasks almost
exclusively focused on improved reconstruction or image generation. This became the
basis of the second research question:

Q2 Does deep perceptual loss benefit embeddings intended for use by independent
downstream prediction models?

To answer this question, a straightforward experimental setup was produced where
autoencoders were trained using pixel-wise loss as well as with deep perceptual loss. The
autoencoders were then used to embed data which was used to train and test downstream
models. The details can be found in Section 2.2, and the experiments became the basis
for Paper A. These experiments showed that deep perceptual loss is useful for training
autoencoders intended for use by downstream prediction models.

The results of Paper A produced many new questions that one could answer. One
was that since Paper A, in contrast to the contemporary use of deep perceptual loss, only
used the decoder part of the architecture during training, there might be a way to remove
it altogether. Since Paper A uses deep perceptual loss with a pretrained loss network, it
might be possible to use the loss network in a similar fashion to how a teacher network is
used in knowledge distillation. This idea forms the basis for Paper B as well as the final
research question:

Q3 Can the encoder part of autoencoders be trained in a fashion similar to knowledge
distillation using a loss network as a teacher network?

Paper B approaches the last research question by testing several combinations of
different architectures and losses in a similar setting as in Paper A. The results show
that encoders trained by using a loss network as a teacher are trained significantly faster
than with a standard autoencoder approach while producing similar or better results.
The technical details can be found in Section 2.2 as well as in Paper B.

Both papers explore the research questions in a quite limited setup, showing that
the approaches are useful in some scenarios rather than delving deep into when and how
to use them most efficiently. This and other potential future research are discussed in
Section 4.3.
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2.2 Technical Approach

This section covers some of the technical details behind the two papers and explaining the
choices made. This includes detailsof the datasets used, what loss network was used for
training, the different architectures, and finally, the training and evaluation procedures.
Compared to the papers in Part II, the section goes into more detail about the pro-
cess behind the choices made, though the papers contain more detailed implementation
descriptions.

2.2.1 Datasets

Both papers make use of the same three datasets for training autoencoders, training
downstream prediction models, and evaluation. These three are a collection of images
from the LunarLander-v2 environment of OpenAI Gym [40], STL-10 [43], and SVHN [44].

Each dataset is split into three parts, and this thesis uses the three different parts for
different purposes. The first part of each dataset is used to train and validate the image
encoders, the second part is used to train and validate the downstream models, and the
final part is used to evaluate the downstream models. A more detailed description of
how the different parts of the datasets were used during experiments can be found in
Subsection 2.2.4.

LunarLander-v2 collection The LunarLander-v2 collection is a collection of images
from the LunarLander-v2 environment of the OpenAI Gym. The images and spacecraft
positions were collected from three runs of 700 rollouts each. All rollouts were made for
150 timesteps with a random policy controlling the spacecraft. Therefore, each of the
three runs collected 105, 000 images which were scaled down to 64 × 64 pixels, as well
as the positions of the spacecraft. For the second and third runs, the images where the
spacecraft is outside the screen were removed, which removed roughly 10% of the images.
The task associated with the dataset is object positioning, a regression task where the
goal is to predict the position of the space. Both papers use the runs for encoder training,
downstream model training, and downstream model evaluation, respectively.

While the LunarLander-v2 collection was the dataset that inspired the research behind
this thesis, it might still seem like a strange dataset to use for evaluating the research as
it is not used in this capacity elsewhere in the field. This dataset is mainly used because
it demonstrates the problems with pixel-wise loss by having a notable feature that fails
to be embedded by autoencoders using pixel-wise loss. Additionally, the images in the
dataset are dissimilar to those that the loss network was trained on, which shows that
the methods work even in such cases.

STL-10 The STL-10 dataset is 108, 500 photos of animals and vehicles acquired from
the larger ImageNet [45] dataset scaled to 96 × 96 pixels. The dataset is intended for
unsupervised feature learning, with the majority of the training data being unlabeled to
make training a purely supervised model difficult. 100, 000 of the images are unlabeled
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and are, in this work, used for encoder training. 500 of the images are labeled and
intended for training, used for training downstream models. 8000 of the images are
labeled and intended for testing and are used for evaluation. The labeled images are
divided into 10 classes of animals and vehicles. The unlabeled data contains images of
animals and vehicles both inside and outside of the 10 classes. The task associated with
STL-10 is image classification.

STL-10 is a suitable dataset for evaluating the methods in this research as it was
specifically created for using a large amount of unsupervised data to enable better learning
on a smaller labeled dataset. However, since the loss network used in this work is trained
on another larger and labeled dataset, this thesis is not compliant with the proposed
testing protocol for the dataset.

SVHN The SVHN dataset is photos of house numbers with 630, 420 individual digits
that have been labeled and given bounding boxes. The dataset is available with either
the original photos or individual digits cropped out and scaled to 32 × 32 pixels. Both
papers only use the cropped and scaled digits, which are labeled with the corresponding
digit. In the dataset, 531, 131 of the digits are marked as extra, 73, 257 are marked for
training, and 26, 032 are for testing. Both papers use the parts for encoder training,
downstream model training, and downstream model evaluation, respectively. The task
associated with SVHN is image classification.

SVHN was selected as a dataset for this task as it is a commonly used dataset that
is easy to use and comes split into the three parts needed for the methods evaluated in
this work.

2.2.2 Loss Network

The loss network used in both papers is AlexNet [46] pretrained to do image classification
on ImageNet [45]. The feature extraction (y) from the loss network is the activations
after the second ReLU layer. The values of y are normalized between 0 and 1 using the
sigmoid function. AlexNet and which parts are used for the loss network are visualized
in Fig. 2.

AlexNet was used in early experiments as it is a relatively simple but still well-known
network. Once it was clear that good results could be achieved without changing to a
more complex loss network, the use of AlexNet continued into the papers. While there are
networks with better performance that could be used, the use of such a simple network
could be used to argue that great complexity is not needed for useful features for deep
perceptual loss and feature prediction loss.

2.2.3 Encoders

Both papers use convolutional networks to encode and decode images. Both encoder
and decoder networks have four convolutional layers as well as one fully-connected layer
right before or right after the embeddings. The networks use typical CNN processes
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Figure 2.2: Pretrained AlexNet with the parts used for calculating the deep perceptual loss.

like convolution and deconvolution kernels, batch normalization, and ReLU activation
functions. The networks are derived from the ones used in Recurrent World Models
Facilitate Policy Evolution by D. Ha and J. Schmidhuber [9], and detailed descriptions
of the autoencoder architecture can be found in Paper A and Paper B. This architecture
was chosen as it was created for dimensionality reduction on a dataset similar to the
LunarLander-v2 collection and images of size 64 × 64 pixels.

Paper A uses a VAE in addition to the standard autoencoder to test the method
together with a more recent autoencoder architecture. Additionally, the work from which
the autoencoder architectures were derived used a VAE. The VAE architecture tested uses
the same encoder and decoder as the standard autoencoder, except for the fully-connected
layer at the end of the encoder, which has twice as many output neurons to encode the
means and standard deviations of the Gaussian distributions from which the embedding
is drawn. Paper B does not use a VAE as it does not focus on testing performance or
evaluate whether deep perceptual loss is useful for the given task.

Paper B uses Multi-Layer Perceptrons (MLP) to encode and decode the features of the
loss network in addition to the convolutional and deconvolutional encoders and decoders.
The MLP encoders and decoders have a single hidden layer with 2048 neurons. For the
encoder, the input layer has the size of the features extracted from the loss network, and
the output layer has the same size as the embedding, with the reverse being true for
the decoder. When using a feature encoder, the input features are extracted from the
image using the loss network. When using a feature decoder, no image reconstruction is
produced. Instead, the loss is calculated by comparing the reconstructed features directly
to the features extracted from the loss network; this is referred to as feature prediction
loss. Four different autoencoder architectures can be produced by using the different
combinations of feature or image encoders and decoders. Since the architectures that
use an image decoder can be trained either with pixel-wise or deep perceptual loss, there
are six different possible training procedures. The six different procedures are shown
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Figure 2.3: The six procedures evaluated in Paper B: (a) standard autoencoder trained with
pixel-wise loss, (b) standard autoencoder trained with deep perceptual loss, (c) Image encoder,
feature decoder trained with feature prediction loss, (d) autoencoder with feature extraction step
before encoder trained with pixel-wise loss, (e) autoencoder with feature extraction step before
encoder trained with deep perceptual loss, and (f) autoencoder for features rather than images
trained with feature prediction loss.

in Fig. 2.3. All of the procedures in the figure are tested in Paper B in their standard
autoencoder form, while (a) and (b) are tested in Paper A in both standard and VAE
forms.

For more exact details on the implementation of the encoder architecture and training,
refer to the respective papers.

2.2.4 Training and Evaluation

Both papers use the same method for evaluating the performance of the trained encoders
and the embeddings they create. Training and evaluation were carried out for all three
datasets independently of one another. First, each encoder is trained and validated
with one part of the dataset using the corresponding procedure from Fig. 2.3. The
trained encoders were then used to embed the two other parts of the dataset. One of the
embedded parts was used with their corresponding labels to train and validate a host of
MLPs with a different number of layers and layer sizes to perform classification or object
positioning depending on the dataset. The MLP for each encoder that had the best
performance on validation was selected for use on the final test part of the dataset. The
performance of the encoder was then tied to how well the selected MLP performed on
the test set. The reasoning behind this is that encoders are evaluated on how well they
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embed data for use by downstream models by checking how well those models perform
when trained with the different embeddings.

This trial was carried out for each dataset with several different embedding sizes
ranging from 32 to 512 dimensions. The exact embeddings sizes for each dataset can
be found in the respective paper. In Paper B, the training time for each procedure is
collected in addition to the performance. Additionally, in Paper B, the evaluation was
performed four times in total to calculate the variance of performance and training time.

MLPs were chosen as predictors instead of other methods for their simplicity and
the ease with which they can be made larger or smaller. It was important to have a
varied selection of MLPs in evaluation because some embeddings might require more
computation to decode than others so using shallow MLPs might unnecessarily punish
more complex embeddings. Another argument might be that one might want embeddings
with lower complexity for downstream predictions because, for example, the predictor
might work in a resource-constrained environment. Since one of the main reasons for
using autoencoders for dimensionality reduction is to enable smaller models to learn
from the data, this seemed reasonable.

2.3 Experiments and Results

This section covers the results from the evaluations performed in both papers, as well as
some additional experiments performed and the results of those experiments.

2.3.1 Paper A: Improving Image Autoencoder Embeddings with
Perceptual Loss

Table 2.1 contains the performance of the autoencoders and VAEs trained with either
pixel-wise or deep perceptual loss on the test sets of the three different datasets. For the
LunarLander-2 collection, the performance is measured by the mean Euclidean distance
(in pixels) between the predicted position of the spacecraft and the actual position. For
the other two datasets, the performance is given by the accuracy of the classification.

The experiments show that the use of deep perceptual loss over pixel-wise loss is
highly beneficial for downstream prediction on the three datasets. Although the difference
between the losses on the SVHN dataset is only around 1 percentage points, this difference
is exaggerated when using only MLPs without hidden layers for prediction. Under these
settings, the difference between the losses increases to between 20 to 30 percentage points
in favor of deep perceptual loss. This suggests that for the SVHN dataset, the embeddings
learned with both losses contain the information about the class in equal measure but that
this information is embedded such that they can be decoded with simpler computation
in the embeddings learned with deep perceptual loss.

In addition to the performance experiments, an additional experiment was performed
to check if the embeddings learned using deep perceptual loss could compete with pixel-
wise trained embeddings when it comes to reconstruction as measured by pixel-wise
metrics. To evaluate this, each decoder was retrained using pixel-wise loss while leaving
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Table 2.1: Performance of the pixel-wise trained autoencoder (PW. AE) and VAE (PW. VAE)
compared to the deep perceptual trained autoencoder (DP. AE) and VAE (DP. VAE) on all
three datasets for a number of embedding sizes (z size).

Dataset z size PW. AE PW. VAE DP. AE DP. VAE
LunarLander-v2 32 13.44 12.70 2.11 1.28

64 13.28 13.22 1.60 1.15
128 13.31 13.31 1.44 1.15
256 13.22 13.28 1.44 1.28

STL-10 64 38.5% 41.9% 61.4% 63.4%
128 39.0% 42.4% 62.6% 62.3%
256 41.5% 38.9% 63.4% 64.8%
512 45.0% 39.2% 63.3% 64.4%

SVHN 32 76.5% 76.8% 77.0% 69.6%
64 81.5% 81.8% 82.2% 76.8%
128 81.9% 82.7% 84.0% 81.2%

the embeddings unchanged. The average pixel-wise reconstruction loss, measured by the
L1-norm of each decoder, was then calculated. The results can be found in Table 2.2,
where the best reconstruction loss for each embedding are presented. For readability, the
L1-norm loss is scaled so that the lowest loss per dataset is 1.

Only on the LunarLander-v2 collection are the embeddings learned with deep percep-
tual loss better for reconstruction after decoding and just barely so. On the other two
datasets, pixel-wise loss significantly outperforms deep perceptual loss when it comes to
reconstruction. This is expected as reconstruction is measured with a pixel-wise met-
ric, meaning that the encoders trained with pixel-wise loss have been optimized for this
specific task. This shows that embeddings with lower pixel-wise reconstruction loss are
not necessarily better for downstream tasks, which is in line with previous findings [47].
This further gives credence to the idea that pixel-wise reconstruction loss is a flawed
measurement not only of image similarity but of the usefulness of embeddings.

On the LunarLander-v2 collection, deep perceptual loss performs significantly better
on the object positioning task and even performs better on the reconstruction after
retraining. Notably, it performs better on the pixel-wise reconstruction task as the pixel-
wise trained embeddings were explicitly trained to optimize for that task. This is probably
because the pixel-wise trained embeddings do not contain any significant information
about the spacecraft’s position, which is useful for both tasks. This can be seen in Fig. 2.4
where the encoder trained with pixel-wise loss fails to reconstruct anything resembling
the spacecraft, while the encoder trained with deep perceptual loss reconstructs some
semblance of the spacecraft in the correct position in both cases.
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Table 2.2: Pixel-wise reconstruction loss after retraining the decoders using pixel-wise loss of
the autoencoders with the lowest L1-norm loss of each type (scaled per dataset such that the
lowest L1-norm loss is 1).

Dataset PW. AE PW. VAE DP. AE DP. VAE
LunarLander-v2 1.07 1.30 1.00 1.37
STL-10 1.00 1.09 1.67 2.30
SVHN 1.00 1.03 1.33 1.75

Figure 2.4: A comparison of the reconstructed images from standard autoencoders embeddings
with and embedding size of 32 trained with pixel-wise and deep perceptual loss, before and after
pixel-wise retraining. Figure taken from Paper A.

2.3.2 Paper B: Pretraining Image Encoders without Recon-
struction via Feature Prediction Loss

Fig. 2.5, 2.6, and 2.7 contains mean and standard deviation of the performance and
training time per epoch for the six different procedures for three different embedding
sizes on the three different datasets. The three embedding sizes that were evaluated were
64, 128, and 256 for all datasets. Each procedure is marked with a color and a shape, as
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Figure 2.5: The mean Euclidean distance between the predicted position and actual position on
the LunarLander-v2 collection test set versus the training time for the six different procedures
for three different values of z. The procedures are labeled with I for image encoder/decoder, F
for feature encoder/decoder, PW for pixel-wise loss, DP for deep perceptual loss, and FP for
feature prediction loss.

explained in the legend. The procedures in the legend use the same letter as in Fig. 2.3
as well as with a letter code corresponding to what encoder, decoder, and loss are used:
F for feature encoder/decoder, I for feature encoder/decoder, PW for pixel-wise loss,
DP for deep perceptual loss, and FP for feature prediction loss. The proposed method
is highlighted.

To ensure that the faster training time per epoch was not offset by requiring more
epochs to converge, a convergence evaluation was performed on the SVHN dataset. This
evaluation showed no significant difference in convergence for the six procedures with the
exception of (f) the feature autoencoder, which abruptly jumps to a high validation loss
from which it never recovers.

It is clear that the procedures using feature prediction loss are faster to train, with an
average of about 2/3 of the training time of the deep perceptual loss procedures averaged
over the three datasets. Additionally, the (c) image encoder, feature decoder procedure
are among the two best procedures for all datasets, sharing the top performance on two
datasets while being the best with a margin on STL-10. This shows that the proposed
feature prediction loss is beneficial to use instead of deep perceptual loss on these datasets.
Additionally, it is faster than the procedures using pixel-wise loss, which is not so strange
as the feature decoder is smaller than the image decoder. Since the loss network only
extracts features directly from the dataset, all those extractions only need to be computed
once, not significantly impacting the total training time.
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Figure 2.6: The accuracy on the STL-10 test set versus the training time for the six different
procedures for three different values of z. The procedures are labeled with I for image en-
coder/decoder, F for feature encoder/decoder, PW for pixel-wise loss, DP for deep perceptual
loss, and FP for feature prediction loss.

Figure 2.7: The accuracy on the SVHN test set versus the training time for the six different
procedures for three different values of z. The procedures are labeled with I for image en-
coder/decoder, F for feature encoder/decoder, PW for pixel-wise loss, DP for deep perceptual
loss, and FP for feature prediction loss.



Chapter 3

Contributions

A doctor is looking through images from a
microscope. The software they are using uses a

neural network where a few neurons in the deeper
layers are activated by signs of cancer cells. Due to

a strong activation in these neurons, the doctor is
prompted to double-check the image that caused the

activation.

3.1 Paper A: Improving Image Autoencoder Embed-

dings with Perceptual Loss

Title: Improving Image Autoencoder Embeddings with Perceptual Loss

Authors: Gustav Grund Pihlgren, Fredrik Sandin, and Marcus Liwicki

Published in: 2020 International Joint Conference on Neural Networks (IJCNN)

Abstract: Autoencoders are commonly trained using element-wise loss. However, element-
wise loss disregards high-level structures in the image which can lead to embeddings that
disregard them as well. A recent improvement to autoencoders that helps alleviate this
problem is the use of perceptual loss. This work investigates perceptual loss from the per-
spective of encoder embeddings themselves. Autoencoders are trained to embed images
from three different computer vision datasets using perceptual loss based on a pretrained
model as well as pixel-wise loss. A host of different predictors are trained to perform
object positioning and classification on the datasets given the embedded images as input.
The two kinds of losses are evaluated by comparing how the predictors performed with
embeddings from the differently trained autoencoders. The results show that, in the
image domain, the embeddings generated by autoencoders trained with perceptual loss
enable more accurate predictions than those trained with element-wise loss. Furthermore,
the results show that, on the task of object positioning of a small-scale feature, perceptual
loss can improve the results by a factor 10. The experimental setup is available online:
https://github.com/guspih/Perceptual-Autoencoders
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Personal Contribution: Conceptualization, Methodology, and Experimentation by
Gustav Grund Pihlgren. Refining Scope, Contribution, and Methodology by Marcus
Liwicki. Original draft written by Gustav Grund Pihlgren. Review and Supervision by
Marcus Liwicki and Fredrik Sandin.

3.2 Paper B: Pretraining Image Encoders without

Reconstruction via Feature Prediction Loss

Title: Pretraining Image Encoders without Reconstruction via Feature Prediction Loss
Authors: Gustav Grund Pihlgren, Fredrik Sandin, and Marcus Liwicki
Published in: 2020 International Conference on Pattern Recognition (ICPR)
Abstract: This work investigates three methods for calculating loss for autoencoder-
based pretraining of image encoders: The commonly used reconstruction loss, the more
recently introduced deep perceptual similarity loss, and a feature prediction loss pro-
posed here; the latter turning out to be the most efficient choice. Standard auto-encoder
pretraining for deep learning tasks is done by comparing the input image and the re-
constructed image. Recent work shows that predictions based on embeddings gener-
ated by image autoencoders can be improved by training with perceptual loss, i.e., by
adding a loss network after the decoding step. So far the autoencoders trained with loss
networks implemented an explicit comparison of the original and reconstructed images
using the loss network. However, given such a loss network we show that there is no
need for the time-consuming task of decoding the entire image. Instead, we propose
to decode the features of the loss network, hence the name “feature prediction loss”.
To evaluate this method we perform experiments on three standard publicly available
datasets (LunarLander-v2, STL-10, and SVHN) and compare six different procedures
for training image encoders (pixel-wise, perceptual similarity, and feature prediction
losses; combined with two variations of image and feature encoding/decoding). The
embedding-based prediction results show that encoders trained with feature prediction
loss is as good or better than those trained with the other two losses. Additionally,
the encoder is significantly faster to train using feature prediction loss in comparison
to the other losses. The method implementation used in this work is available online:
https://github.com/guspih/Perceptual-Autoencoders

Personal Contribution: Conceptualization, Methodology, and Experimentation by
Gustav Grund Pihlgren. Refining Methodology by Marcus Liwicki and Fredrik Sandin.
Original draft written by Gustav Grund Pihlgren. Review and Supervision by Marcus
Liwicki and Fredrik Sandin.

https://github.com/guspih/Perceptual-Autoencoders


Chapter 4

Discussion and Future Work

An algorithm is analyzing an image by extracting
characteristics that it will use to make a decision.

One of the characteristics it extracts is ’woman’.

This final chapter discusses the contributions and limitations of the presented re-
search, ethical concerns within the presented research, and in the broader fields of fea-
ture learning and machine learning. It then concludes with a discussion about potential
directions for future work building on or inspired by the presented research.

The research behind this thesis began as an attempt to mitigate the problem that
pixel-wise loss does not accurately match human perception. As part of that attempt,
the research aimed to show whether feature learning with deep perceptual loss could be
beneficial to downstream prediction models. Another aim was to test whether, when the
task is only dependent on the embeddings, the reconstruction step can be skipped in
favor of using the loss network as a teacher network in a knowledge distillation setup.
These three goals were summarized in three research questions:

Q1 How can the flaws inherent in pixel-wise loss be mitigated?

Q2 Does deep perceptual loss benefit embeddings intended for use by independent
downstream prediction models?

Q3 Can the encoder part of autoencoders be trained in a fashion similar to knowledge
distillation using a loss network as a teacher network?

The first question was addressed during the initial literature review, where it was
found that many different methods exist under the umbrella term perceptual loss, which
seeks to mitigate the flaws in pixel-wise loss. A category of these losses, dubbed deep
perceptual losses, excel at the task of estimating human perception compared to contem-
porary alternatives [37].

While deep perceptual loss had been adopted by many different methods focused on
producing images or otherwise utilizing the decoder part of the network, it had not yet
been evaluated on downstream prediction tasks, which gave rise to the second question.

29



30 Discussion and Future Work

This question was mainly addressed in Paper A, which provided initial results that showed
great promise for this use of deep perceptual loss. Paper B also addressed this question
by providing more statistically significant results backing the findings of Paper A.

Since downstream prediction does not require a decoder to be trained, it could be
possible to use the loss network similar to how a teacher network is used in a knowledge
distillation setup rather than the more computation-heavy deep perceptual similarity
setup. This was the reasoning that gave rise to question three, which was addressed in
Paper B, showing that, for the datasets used, feature prediction loss is competitive when
it comes to performance and significantly better regarding encoder training time.

4.1 Analysis

While the results are promising, it is important to note the limits of the research. Both
papers utilized the same three datasets, the same autoencoder architecture, the same
loss network, and the same evaluation procedure. With this in mind, the results are
initial, with a broader scope needed to show that the proposed methods are beneficial
in other settings. Further, the experiments show usefulness within the realm of research,
but not whether this usefulness extends to applications within actual society. While
the autoencoder continues to be utilized in many areas of machine learning, the research
presented would be made much stronger if it could be used in a fashion directly beneficial
to society or some state-of-the-art achievements in research.

The improved performance gained by using deep perceptual loss can potentially be
diminished under other settings than the ones presented in this thesis. However, given
the significant improvement in performance on all three datasets in both papers, along
with the host of other research showing benefits from deep perceptual loss in related
tasks, it seems unlikely that it should not be better than pixel-wise loss for most use
cases regarding downstream prediction in computer vision.

From a broader point of view, the presented research risks being biased by unfair
comparisons. An example of this has come to light within the related field of metric
learning, which tries to embed data such that distance in embedding space is conversely
related to similarity in the input space. In that field, it has been shown that much of
the improvements made over time have been an overestimation [48]. Different papers
introducing new methods had used different training and evaluation setups, where later
papers had benefited from improvements from other fields of machine learning, painting
a false trend of improvements in methods. However, it is unlikely that the presented
research suffers similarly as both papers mainly compare the results between the methods
evaluated in the paper, which had the same setup for all the evaluations. When the
results are compared to previous research, it is primarily to provide perspective and not
to judge which method is superior. In fact, the research presented performs significantly
worse than the state-of-the-art on both datasets with preexisting results. While this may
appear unfavorable to put the presented research, it is worth noting that the research
goal was to compare embedding methods and that the way they were compared likely
made solving the downstream tasks more difficult than the other way around.
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4.2 Ethical Considerations

Potential ethical concerns related to almost any research can be divided into three main
categories: (i) concerns relating to how the research is carried out, (ii) concerns relating
to how the findings of the research are used in the future, and (iii) concerns relating to
the products and results of the research.

The first category, regarding how the research is carried out, covers many potential
concerns, from biasedresearchers and data to the treatment of any potential human or
animal subjects. Since the research presented in this thesis neither use any sensitive
information nor involve living subjects, the primary concerns regards how resources were
spent during the research. Particularly of interest is how the financial and computation
resources were used to carry out the presented experiments.

Ph.D. student positions typically come with a high financial cost for the research
institutions that host them. This cost includes potential salary for the student, time
from supervisors, offices, research equipment, and more. Much of the funding for this
often comes from citizens in the form of taxes. As such, the value of a thesis has to be
weighed against these costs. In this case, it is clear that machine learning and computer
vision are important to society, and research into these areas is therefore also important.
However, the cost of a Ph.D. position is not typically viewed as an investment in the
published theses but rather in the education of new researchers.

As for computation resources, the rise of deep learning has come along with an increase
in availability and performance of computation hardware, predominantly in the form of
Graphics Processing Units (GPU) [49]. The success of using ever-larger deep learning
models and larger datasets has led to a field where the resulting applications and the
research behind them consume a vast amount of electricity [50]. This is happening at a
point in time when the world is desperately trying to minimize its strain on the world’s
resources. Particularly problematic is pollution in the form of carbon emissions, 40% of
which are caused by electricity and heat production [51]. With this in mind, more and
more machine learning research is not only asking how significant the results are, but
also how computationally expensive they were to achieve.

The computation for this research was carried out in Sweden, where only about 1%
of electricity is produced with fossil fuels and another 9% from waste heat in industry,
biomass, waste, and other sources that may produce carbon emissions [52]. While this
is low compared to electricity production internationally, this does not mean that the
electricity consumption can be disregarded completely. The consumed electricity could
have been used to lower the carbon emission in Sweden further or exported to lower the
carbon emissions elsewhere.

Estimating how much electricity is consumed while training a neural network can
be difficult, and trying to put a number on how much electricity a research project
can consume without being considered wasteful is even more so. It can be nigh on
impossible to evaluate how much certain research will eventually contribute to society
through results, future research built upon it, the training of researchers, and more.

However, an estimate of the electricity consumption can still be helpful to anyone
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attempting a cost-benefit analysis. Throughout the research, networks were trained and
tested using a single Nvidia GTX 1080 Ti, which has a power consumption of around
250W under stress [53]. Assuming that the experiments ran for a week in total is likely an
overestimation but provides a neat upper bound. Under these assumptions, the research
consumed 42kWh of electricity which is approximately what the average human consumes
every 5 days [54]. So from a larger perspective, the training of neural networks consumed
only a fraction of the electricity that the researcher involved did in their daily lives
throughout the research.

Additionally, the research is into dimensionality reduction for enabling smaller down-
stream models. One of the main benefits of enabling smaller downstream models is that
they often require less data and training time. Often this advantage is used to argue
that the models can be used in resource-constrained environments or on problems where
labeled data is scarce. However, one could also argue that smaller models that train
faster consume less electricity which could be an additional benefit of research into this
field. Furthermore, Paper B deals explicitly with lowering the computation time needed
for training a specific model, which directly lowers the electricity consumption needed
for that training.

In general, the entire field of machine learning needs to focus more on evaluating how
many additional resources it is worth spending to achieve small performance improve-
ments. Thankfully energy-efficient machine learning is a steadily growing field. Even
in the field of deep learning, more research is comparing energy consumption as well as
performance [55].

While the field of feature learning presents opportunities that might help mitigate
the energy consumption problem, the field faces other ethical concerns. Examples of
such concerns are mismanagement of sensitive data, learned features that discriminate
on unethical grounds, trained models that fail to properly extract features for certain
groups of people, models trained to target certain people specifically, and more.

Many of these problems fall into the second category of ethical concerns; the appli-
cation of research category. For these concerns, the ethical problems are not with the
research itself, but rather that the research might be utilized in ways that, intention-
ally or unintentionally, harm people. An example of accidental harm could be using a
new machine learning technique to generate decisions for money lending applications.
If the machine learning technique is not properly examined or humans do not monitor
the decisions, this could lead to people being denied a loan they should be applicable
for. Another example, this time of the malevolent case, could be using a new machine
learning technique for surveillance of people in a manner that violates their human rights.
In both these cases, the research or its results are not concerning, but their use is. The
responsibility to minimize problems caused by these ethical concerns falls both on the
scientific community as a whole as well as on individual researchers. As a community,
we have a responsibility to be vigilant about how our research is used and make sure
there exist appropriate measures to minimize the risk of accidental harm. Additionally,
we have a responsibility to speak up against malevolent use of research and refuse to
work with those that would intentionally harm others. When it comes to making sure AI
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research is applied ethically, guidelines like the “Ethics Guidelines for Trustworthy Arti-
ficial Intelligence” [56] presented by EU’s High-Level Expert Group on AI are welcome
initiatives.

The final group of ethical concerns to be addressed is those posed by the results of the
research. Machine learning in general and feature learning specifically has its fair share
of problematic results. From datasets with unethical biases to large models which have
incorporated unintentional correlations in the datasets, there are plenty of examples of
ethically questionable research results [57].

One prominent example of how things can go wrong when trying to produce machine
learning models comes to us from an attempt by Amazon.com, Inc. to automate part of
its resume reviewing process using machine learning [58]. When trying to train a machine
learning model to scan resumes and pick out the best ones, the specialists trained it using
resumes from previous applicants to positions at the company and wanted it to learn to
differentiate between which resumes had led to an employment and which had not. The
problem was that Amazon hires significantly more men than women, which led the model
to learn to ignore resumes from women. Even when the model was made neutral to names,
pronouns, and other direct gender specifications, the model could still figure out ways to
discriminate in unethical fashions by, for example, finding a correlation between writing
style and gender.

To train fair models with discriminatory data might seem like a difficult problem to
solve since the trained model would, in effect, need to have less unwanted bias than the
people who label the data (the hiring managers in Amazon’s case). However, a potential
solution to this problem comes to us from the field of feature learning. By training a
neural network on the given task while simultaneously training later stages of the network
not to be able to predict sensitive features like gender or ethnicity, the final predictions
have to be made using features that contain no significant information that can be used
for unethical discrimination [59]. In addition to this method, a few other approaches
are being investigated to create more fair machine learning models, though more work is
needed [57].

As for the work presented in this thesis, the datasets consist of images of a space-
craft flying game, animals, vehicles, and house numbers, as well as their corresponding
positions or classes. Even when prediction is really bad for these datasets and models,
it is unlikely to be unethically discriminatory. While there is a possibility that the mod-
els learned some bias that could be considered problematic, for example, a significant
increase in the prediction score of the class “car” when an image contain a man com-
pared to a woman, since the models are not intended to be used in this setting this is
unlikely to come up. There might be other flaws in the results of this research that could
cause ethical concerns. However, since this research is preliminary, any such problems
will hopefully be discovered in later research before the results can significantly impact
society.
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4.3 Future Work

Regarding ethics and feature learning, there are many different promising approaches
to develop further. The use of specialized models to potentially help mitigate not only
unwanted bias in models and data but unwanted discrimination by human actors as well
is interesting though should be handled carefully as having AI models overrule human
decision can be dangerous. Closer to the research presented in this thesis, it would be
interesting to explore whether unwanted bias in a loss network might be transferred into
the model trained with deep perceptual loss. If this is the case, one would need to ensure
that both the model and loss network are trained to avoid unwanted bias. Such unwanted
bias might not be a problem for models trained to play games with spacecrafts, but for
other applications, this might be cause for concern. For example, many models trained
with deep perceptual loss have been trained on the CelebA dataset [60] consisting of
more than 200000 portrait photos of more than 10000 celebrities. On such a dataset,
such unwanted bias in the loss network might transfer to the trained model and cause,
for example, favoritism towards specific genders or ethnicities.

Outside the realm of AI ethics, it is clear that the research presented in this thesis is
initial and presents a few different directions for further study. While the initial results
are promising, a more extensive scope is required to draw more significant conclusions
regarding the methods. More complex setups using both pixel-wise and deep perceptual
losses might be able to achieve even better performance and resource efficiency. The re-
search in this thesis also exclusively used a single simple loss network while many different
networks exist that could potentially be good loss networks. Even in the broader field of
deep perceptual loss with pretrained loss networks, there are often weak justifications for
the choice of loss network, often simply stating that the network has been widely used.
While some evidence suggests that the choice of loss network has only a minor effect
on performance [37], no comprehensive study exists into how the implementation of loss
networks affects different types of models and problems. Since the research presented
has neither achieved state-of-the-art performance on any task nor been applied directly
to a real-world problem, it is still undecided if the methods are useful beyond expanding
the research area. Therefore, experiments into achieving state-of-the-art performance or
application are an interesting possibility, especially since the field of deep perceptual loss
is steadily growing.

Looking at deep perceptual loss and deep feature loss as a whole, it is clear that
the methods and technology have been quickly applied to many different problems and
domains. Only a few years after its introduction in the field of computer vision, deep
perceptual loss was applied in the audio processing field [61]. The relative youth of the
technology and its rapid adoption has resulted in a lack of surveys of the field.

In general, the growth of deep perceptual loss, knowledge distillation, and other deep
feature-based methods show that there exists interest in using models trained with inte-
grated feature learning to perform independent feature learning. With supervised models
and labeled datasets steadily growing in size, more models will come with rich feature
spaces that may be useful for training and prediction on tasks other than what they
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were trained for. Works such as [37] show that models that were trained for one purpose
have features that are incredibly powerful for solving previously difficult tasks. However,
subfields such as adversarial examples [29] also show that networks are vulnerable to
slight changes that can cause large changes in the later layers. While [62] show that deep
features may be used to detect such attacks, their findings also show that deep features
are vulnerable to the attacks as well.

To summarize, the area of deep features has been growing rapidly, presenting many
exciting directions for further research.
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Improving Image Autoencoder Embeddings with

Perceptual Loss

Gustav Grund Pihlgren, Fredrik Sandin, and Marcus Liwicki

Abstract

Autoencoders are commonly trained using element-wise loss. However, element-wise
loss disregards high-level structures in the image which can lead to embeddings that
disregard them as well. A recent improvement to autoencoders that helps alleviate this
problem is the use of perceptual loss. This work investigates perceptual loss from the per-
spective of encoder embeddings themselves. Autoencoders are trained to embed images
from three different computer vision datasets using perceptual loss based on a pretrained
model as well as pixel-wise loss. A host of different predictors are trained to perform
object positioning and classification on the datasets given the embedded images as input.
The two kinds of losses are evaluated by comparing how the predictors performed with
embeddings from the differently trained autoencoders. The results show that, in the
image domain, the embeddings generated by autoencoders trained with perceptual loss
enable more accurate predictions than those trained with element-wise loss. Furthermore,
the results show that, on the task of object positioning of a small-scale feature, perceptual
loss can improve the results by a factor 10. The experimental setup is available online. 1

1 Introduction

Autoencoders have been in use for decades [1, 2] and are prominently used in machine
learning research today [3, 4, 5]. Autoencoders have been commonly used for feature
learning and dimensionality reduction [6]. The reduced dimensions are referred to as the
latent space, embedding, or simply as z. However, autoencoders have also been used
for a host of other tasks like generative modeling [7], denoising [8], generating sparse
representations [9], anomaly detection [10] and more.

Traditionally, autoencoders are trained by making the output similar to the input.
The difference between output and input is quantified by a loss function, like Mean
Squared Error (MSE), applied to the differences between each output unit and their
respective target output. This kind of loss, where the goal of each output unit is to
reconstruct exactly the corresponding target, is known as element-wise loss. In computer
vision, when the targets are pixel values, this is known as pixel-wise loss, a specific form
of element-wise loss.

A problem related to element-wise loss is that it does not take into account relations
between the different elements; it only matters that each output unit is as close as

1https://github.com/guspih/Perceptual-Autoencoders
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Figure 1: A striped image and two reconstructions with their respective element-wise Mean
Squared Error. In the first reconstruction each stripe has been moved one pixel to the side and
the other is completely gray.

Figure 2: An image and three reconstructions with their respective element-wise Mean Squared
Error. The first is the original image. The second is missing the gray feature. The third has
four black pixels removed. In the last the gray feature have been moved one pixel up and one
pixel to the right.

possible to the corresponding target. This problem is visualized in Fig. 1, where the first
reconstruction with loss 1.0 is the correct image shifted horizontally by one pixel, and
the second reconstruction with lower loss has only one color given by the mean value of
the pixels. While a human would likely say that the first reconstruction is more accurate,
pixel-wise loss favors the latter. This is because, for a human, the pattern is likely more
important than the values of individual pixels. Pixel-wise loss does, on the other hand,
only account for the correctness of individual pixels.

Another problem with element-wise loss is that all elements are weighted equally
although some group of elements may be more important, for example when solving
computer vision tasks like object detection. This problem is visualized in Fig. 2 where
an otherwise black and white image has a small gray feature. Despite being perceived
as important by humans, element-wise loss gives only a small error for completely omit-
ting the gray feature. This is because element-wise loss considers each element to have
the same importance in reconstruction, even though some elements might represent a
significant part of the input space.

One method that has been used to alleviate these problems for image reconstruction
and generation is perceptual loss. Perceptual loss is calculated using the activations of
an independent neural network, called the perceptual loss network. This type of loss was
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introduced for autoencoders in [11].

Despite the success of perceptual loss for autoencoders when it comes to image re-
construction and generation, the method has yet to be tested for its usefulness for main-
taining information in embedded data in the encoding-decoding task itself. This work
investigates how training autoencoders with perceptual loss affects the usefulness of the
embeddings for the tasks of image object positioning and classification. This is done by
comparing the performance of Multi-Layer Perceptrons and linear regression on the two
tasks when trained and tested with the embeddings as input. The evaluation compares
autoencoders and variational autoencoders (VAE) trained with pixel-wise loss to those
trained with perceptual loss.

Contribution

This work shows that, on three different datasets, embeddings created by autoencoders
and VAEs trained with perceptual loss are more useful for solving object positioning and
image classification than those created by the same models trained with pixel-wise loss.
This work also shows that if an image has a small but important feature, the ability
to reconstruct this feature from embeddings can be greatly improved if the encoder has
been trained with perceptual loss compared to pixel-wise loss.

2 Related Work

The VAE is an autoencoder architecture that has seen much use recently [12]. The en-
coder of a VAE generates a mean and variance of a Gaussian distribution per dimension
instead of an embedding. The embedding is then sampled from those distributions. To
prevent the model from setting the variance to 0 a regulatory loss based on Kullback-
Liebler (KL) divergence [13] is used. This regulatory loss is calculated as the KL diver-
gence between the generated Gaussian distributions and a Gaussian with mean 0 and
variance 1. Through this the VAE is incentivized not only to create embeddings that
contain information about the data, but that these embeddings closely resemble Gaus-
sians with mean 0 and variance 1. The balance between the reconstruction and KL losses
incentivizes the VAE to place similar data close in the latent space which means that
if you sample a point in the latent space close to a know point those are likely to be
decoded similarly. This sampling quality of the VAE makes it a good generative model
in addition to its use as feature learner.

The VAE has been combined with another generative model, the GAN [14] to create
the VAE-GAN [11]. In order to overcome problems with the VAE as generative model
the VAE-GAN adds a discriminator to the architecture, which is trained to determine if
an image have been generated or comes from the ground truth. The VAE is then given
an additional loss for fooling the discriminator and a perceptual loss by comparing the
activations of the discriminator when given the ground truth to when it is given the
reconstruction. This means that the discriminator network is also used as a perceptual
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loss network in the VAE-GAN. While the VAE-GAN was the first autoencoder to use
perceptual loss, it was not the first use of perceptual loss.

Perceptual loss was introduced in the field of explainable AI as a way to visualize the
optimal inputs for specific classes or feature detectors in a neural network [15, 16]. Soon
after, GAN were introduced which used perceptual loss to train a generator network
to fool a discriminator network. In order to use perceptual loss without the need for
training a discriminator, which can be notoriously difficult, [17] proposed using image
classification networks in their place. In that work AlexNet [18] is used as perceptual
loss network.

While the use of perceptual loss has been primarily to improve image generation
it has also been used for image segmentation [19], object detection [20], and super-
resolution [21].

3 Perceptual Loss

Perceptual loss is in essence any loss that depends on some activations of a neural network
beside the machine learning model that is being trained. This external neural network is
referred to as the perceptual loss network. In this work perceptual loss is used to optimize
the similarity between the image and its reconstruction as perceived by the perceptual
loss network. By comparing feature extractions of the perceptual loss network when it’s
given the original input compared to the recreation, a measure for the perceived similarity
is created. This process is described in detail below.

Given an input X of size n an autoencoder can be defined as a function X̂ = a(X)
where X̂ is the reconstruction of X. Given a loss function f (like square error or cross
entropy) the element-wise loss for a is defined as:

E =
n∑

k=1

f(Xk, a(X)k) (1)

Given a perceptual loss network y = p(X) where y is the relevant features of size m
the perceptual loss for a is defined as:

E =
m∑
k=1

f(p(X)k, p(a(X))k) (2)

In either equation the average may be used instead of the sum.
This work, like a previous work [17], uses AlexNet [22] pretrained on ImageNet [23]

as perceptual loss network (p). For this work, feature extraction is done early in the
convolutional part of the network since we are interested in retaining positional informa-
tion which would be lost by passing through too many pooling or fully-connected layers.
With that in mind feature extraction of y from AlexNet is done after the second ReLU
layer. To normalize the output of the perceptual loss network a sigmoid function was
added to the end. The parts of the perceptual loss network that are used are visualized
in Fig. 3.
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Figure 3: The parts of a pretrained AlexNet that were used for calculating and backpropagating
the perceptual loss.

4 Datasets

This work makes use of three image datasets each with a task that is either object
positioning or classification. These three are a collection of images from the LunarLander-
v2 environment of OpenAI Gym [24], STL-10 [25], and SVHN [26].

4.1 LunarLander-v2 collection

The LunarLander-v2 collection consists of images collected from 1400 rollouts of the
LunarLander-v2 environment using a random policy. Each rollout is 150 timesteps long.
The images are scaled down to the size of 64 × 64 pixels. The first 700 rollouts are
unaltered while all images where the lander is outside the screen have been removed
from the remaining rollouts. This process removed roughly 10% of the images in the
latter half. The task of the LunarLander-v2 collection is object positioning, specifically
to predict the coordinates of the lander in the image.

4.2 STL-10

The STL-10 dataset consists of 100000 unlabeled images, 500 labeled images, and 8000
test images of animals and vehicles. The labeled and test images are divided into 10
classes. The task is to classify the images. Specifically the task is to create a model that
uses unsupervised learning on the unlabelled images to complement training on the few
labelled samples. The images are of size 96 × 96.

NOTE: The original task of STL-10 is to only use the provided training data to train
a classifier. However, the AlexNet part of the perceptual loss that this work uses has
been pretrained on another dataset. Thus, any results achieved by a network trained
with that loss cannot be regarded as actually performing the original task of STL-10.

4.3 SVHN

The SVHN dataset consists of images of house numbers where the individual digits have
been cropped out and scaled to 32 × 32 pixels. The dataset consists of 73257 training
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Figure 4: The convolutional variational autoencoder used in this work.

images, 26032 testing images, and 531131 extra images. The task is to train a classifier
for the digits. The extra images are intended as additional training data if needed.

5 Autoencoder Architecture

The autoencoder architecture used in this paper is the same for all datasets and is based
on the architecture in [3] and the full architecture can be seen in Fig. 4. The architecture
takes input images of size 3 × 64 × 64 or 3 × 96 × 96. For the SVHN dataset our copies
of each image is combined in a 2-by-2 grid of 64 × 64 pixels that are used as input to
the architecture. The stride for all convolutional and deconvolutional layers is 2. When
training a standard (non-variational) autoencoder σ and the KLD-loss is set to 0.
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Figure 5: The system used in this work including both the autoencoding and prediction pathways.

6 Testing Procedure

For each dataset a number of autoencoders were trained with different numbers of latent
dimensions. Since the use of autoencoder embeddings to minimize the input for a task
is typically helpful when data or labels are limited this work investigates small sizes of
the latent space (∼ 100). With the actual sizes (z) tested being 32, 64, 128, 256, 512.
Not all values of z were tested for all datasets, with smaller values used for datasets with
lower dimensionality.

For each size of the latent space two standard autoencoders and two VAEs were
trained. One of each with pixel-wise loss (AE and VAE) and one of each with perceptual
loss (P. AE and P. VAE). Then for each trained autoencoder a number of predictors were
trained to solve the task of that dataset given the embedding as input. There were two
types of predictors; (i) Multilayer Perceptrons (MLP) with varying parameters and (ii)
linear regressors.

The full system including the predictor is shown in Fig. 5. The encoder, z, and
decoder make up the autoencoder which is shown in Fig. 4. The autoencoder is either
trained with pixel-wise loss given by MSE between X and X̂, or perceptual loss given
by MSE between y and ŷ. The perceptual loss network is the part of AlexNet that is
detailed in Fig. 3. The predictor is either a linear regressor or an MLP as described
below.

The MLPs had 1 or 2 hidden layers with 32, 64, or 128 hidden units each and with
ReLU or Sigmoid activation functions. The output layer either lacked activation function
or used Softmax. The entire search space of hyperparameters were considered with the
restriction that the second hidden layer couldn’t be larger than the first.

Each dataset is divided into three parts: One for training and validating the autoen-



54 Paper A

Table 1: Parts of the datasets used for training and testing the autoencoders and predictors

LunarLander STL-10 SVHN
Autoencoder Unaltered Unlabeled Extra
Predictor 80% altered Training Training
Test 20% altered Test Test

coders, one for training and validating the predictors, and one for testing. Table 1 shows
which parts of each dataset are used for what part of the evaluation. Of the autoencoder
and predictor parts 80% is used for training and 20% is used for validation.

For each trained autoencoder the MLP and regressor with the lowest validation loss
was tested using the test set. For the LunarLander-v2 collection the results are the
distance between the predicted position and the actual position averaged over the test
set and for the other datasets the results are the accuracy of the predictor on classifying
the test set. Additionally the decoders of all autoencoders were retrained with pixel-wise
MSE loss to see if the reconstructions using perceptually trained embeddings would be
better than with pixel-wise trained embeddings.

7 Results

The results are broken into seven tables. Tables 2, 3, and 4 show the performance of
the MLPs with the lowest validation loss on the test sets. Tables 5, 6, and 7 show the
performance of the regressors on the test sets. For reference the state-of-the-art accuracy,
at the time of writing, on STL-10 and SVHN are 94.4% [27] and 99.0% [28] respectively.
Table 8 shows the relative performance on image reconstruction (as measured with the
L1 norm) for the best of each type of autoencoder on each dataset.

Actual reconstructed images from the LunarLander-v2 collection are visualized in
Fig. 6. The image contains the original image and its reconstructions by a pixel-wise
and a perceptually trained autoencoder before and after retraining. For this image the
reconstruction by the perceptual autoencoder has higher pixel-wise reconstruction error
before as well as after retraining of the decoder.

Over all tests, the use of perceptual loss added 12 ± 3% to the training time of the
autoencoders. Since the perceptual loss is only used during autoencoder training it had
no effect on the time for inference or training predictors.

8 Analysis

The most prominent result of the experiments is that for all three datasets and all tested
sizes of z the perceptually trained autoencoders performed better than the pixel-wise
trained ones. Furthermore, for both the LunarLander-v2 collection and STL-10 the pixel-
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Table 2: Average test distance error in pixels for LunarLander-v2 collection for the MLPs with
lowest validation loss.

z size AE VAE P. AE P. VAE
32 13.44 12.70 2.11 1.28
64 13.28 13.22 1.60 1.15
128 13.31 13.31 1.44 1.15
256 13.22 13.28 1.44 1.28
Any 13.22 12.70 1.44 1.15

Table 3: Accuracy on STL-10 test set for various z sizes for the MLPs with lowest validation
loss.

z size AE VAE P. AE P. VAE
64 38.5% 41.9% 61.4% 63.4%
128 39.0% 42.4% 62.6% 62.3%
256 41.5% 38.9% 63.4% 64.8%
512 45.0% 39.2% 63.3% 64.4%
Any 45.0% 42.4% 63.4% 64.8%

wise trained autoencoder is outperformed significantly. On the LunarLander-v2 collection
the perceptually trained autoencoders have an order of magnitude better performance.

While the performance on object positioning and classification is better for per-
ceptually trained autoencoders this is not the case with image reconstruction. On
LunarLander-v2 collection the perceptual autoencoder is only slightly better at recon-
struction. For the other two datasets the pixel-wise trained autoencoders have a much
lower relative reconstruction error. Furthermore in Fig. 6 the reconstructed image where
the lander is actually visible has higher reconstruction loss. This is an actual demonstra-
tion of the problems with pixel-wise reconstruction metrics that were visualized in Fig 1
and Fig. 2. This lack of correlation between low reconstruction error and performance
on a given task is in line with the findings of [29].

The results suggest that perceptual loss gives, for the tasks at hand, better embeddings
than pixel-wise loss. Taking it even further however, these results combined with earlier
work [11] suggests that pixel-wise reconstruction error is a flawed way of measuring the
similarity of two images.

However, while the results are better for perceptual loss this comes at the cost of
training time. While a 12% increase of training time is not a significant amount, especially
since training and inference of downstream tasks is not noticeably affected, this increase
depends on the perceptual loss network’s size in comparison to the size of the remaining
model. If the autoencoder is small or the perceptual loss network significantly large the
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Table 4: Accuracy on SVHN test set for various z sizes for the MLPs with lowest validation
loss.

z size AE VAE P. AE P. VAE
32 76.5% 76.8% 77.0% 69.6%
64 81.5% 81.8% 82.2% 76.8%
128 81.9% 82.7% 84.0% 81.2%
Any 81.9% 82.7% 84.0% 81.2%

Table 5: Average test distance error in pixels for LunarLander-v2 collection for the regressors
with lowest validation loss.

z size AE VAE P. AE P. VAE
32 13.73 12.67 7.23 7.46
64 13.60 12.99 6.85 5.50
128 14.18 12.96 6.72 5.54
256 15.17 13.38 6.40 5.18
Any 13.60 12.67 6.40 5.18

effect on training time could become significant.

Another interesting aspect is the difference in performance when switching from MLPs
to linear regression. The error of perceptually trained autoencoders on LunarLander-v2
collection is increased by a factor 5 when switching from MLPs to linear regression. This
suggests that while the embeddings of the perceptually trained autoencoders contains
much more details as to the location of the lander, this information is not encoded linearly
which makes linear regressors unable to extract it properly. This is in contrast to STL-
10 on which the performance remains roughly the same for both predictor types, which
suggests that all the information needed to make class prediction is encoded linearly.

On SVHN performance were similar for all autoencoders with MLP predictiors. How-
ever, the performance of pixel-wise trained AE and VAE lose 50 and 40 percentage points
respectively when using linear regression. This indicates that the autoencoders manage
to encode similarly useful information for solving the task but that the pixel-wise trained
embeddings demand a non-linear model to extract that information.

All this comes together to suggests that perceptually trained autoencoders either have
more useful embeddings or the useful information in the embeddings require less compu-
tational resources to make use of. The accessibility of the information is important as one
of the primary uses of autoencoders is dimensionality reduction to enable the training
of smaller predictors for the task at hand. If the information is computationally heavy
to access a significant part of the already small model may be dedicated to unpacking it
instead of doing prediction.
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Table 6: Accuracy on STL-10 test set for various z sizes for the regressors with lowest validation
loss.

z size AE VAE P. AE P. VAE
64 34.6% 36.8% 56.3% 58.1%
128 35.4% 39.7% 59.7% 57.4%
256 40.2% 43.6% 59.5% 63.7%
512 44.4% 45.9% 60.1% 64.9%
Any 44.4% 45.9% 60.1% 64.9%

Table 7: Accuracy on SVHN test set for various z sizes for the regressors with lowest validation
loss.

z size AE VAE P. AE P. VAE
32 25.5% 32.0% 61.6% 58.9%
64 24.8% 41.2% 67.2% 66.3%
128 29.3% 47.5% 70.6% 71.2%
Any 29.3% 47.5% 70.6% 71.2%

It is important to note the scope of this work. Only three datasets have been investi-
gated, and for only a single perceptual loss network. The work shows that there is promise
in investigating this use of perceptual loss, but further studies are needed. Specifically
to see if these results generalize to other datasets and perceptual loss networks.

9 Conclusion

Element-wise loss disregards high-level features in images which can lead to embeddings
that do not encode the features sufficiently well. This work investigates perceptual loss as
an alternative to element-wise loss to improve autoencoder embeddings for downstream
prediction tasks. The results show that perceptual loss based on a pretrained model
produces better embeddings than pixel-wise loss for the three tasks investigated. This
work demonstrates that it is important to research on alternatives to element-wise loss
and to directly analyze the learned embeddings. Future investigations of perceptual loss
should investigate the importance of which perceptual loss network one chooses, how
the features are extracted, and in general apply perceptual loss in other domains than
images.
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Table 8: Performance of reconstruction of the best autoencoders after retraining as measured
by the performance relative to the autoencoder with the lowest L1-norm error.

Dataset AE VAE P. AE P. VAE
LunarLander 93% 77% 100% 73%
STL-10 100% 92% 60% 44%
SVHN 100% 97% 75% 57%

Figure 6: A comparison of the reconstructed images from pixel-wise and perceptually trained
embeddings.
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Pretraining Image Encoders without Reconstruction

via Feature Prediction Loss

Gustav Grund Pihlgren, Fredrik Sandin, and Marcus Liwicki

Abstract

This work investigates three methods for calculating loss for autoencoder-based pretrain-
ing of image encoders: The commonly used reconstruction loss, the more recently intro-
duced deep perceptual similarity loss, and a feature prediction loss proposed here; the
latter turning out to be the most efficient choice. Standard auto-encoder pretraining for
deep learning tasks is done by comparing the input image and the reconstructed image.
Recent work shows that predictions based on embeddings generated by image autoen-
coders can be improved by training with perceptual loss, i.e., by adding a loss network
after the decoding step. So far the autoencoders trained with loss networks implemented
an explicit comparison of the original and reconstructed images using the loss network.
However, given such a loss network we show that there is no need for the time-consuming
task of decoding the entire image. Instead, we propose to decode the features of the loss
network, hence the name “feature prediction loss”. To evaluate this method we perform
experiments on three standard publicly available datasets (LunarLander-v2, STL-10, and
SVHN) and compare six different procedures for training image encoders (pixel-wise, per-
ceptual similarity, and feature prediction losses; combined with two variations of image
and feature encoding/decoding). The embedding-based prediction results show that en-
coders trained with feature prediction loss is as good or better than those trained with
the other two losses. Additionally, the encoder is significantly faster to train using feature
prediction loss in comparison to the other losses. The method implementation used in
this work is available online.1

1 Introduction

Deep perceptual loss is the use of the activations in a representation layer of a neural
network (e.g., a classification network) to compute the loss of another machine learning
model [1]. The network used to calculate the deep perceptual loss will be referred to here
as the (perceptual) loss network. The general principle of deep perceptual loss is to feed
the output of the model to the loss network and use the activations of the loss network
as the basis for the loss function being optimized. This is a contrast to element-wise loss
where the outputs are used directly as part of the loss function being optimized.

1https://github.com/guspih/Perceptual-Autoencoders
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Figure 1: Three of the six evaluated image encoder pretraining procedures.

Since its inception, the use of deep perceptual loss has become more and more promi-
nent in the image processing field. This increased use is often motivated by their perfor-
mance in comparison to element-wise calculated loss: “Element-wise metrics are simple
but not very suitable for image data, as they do not model the properties of human
visual perception” [1]. The idea that deep perceptual metrics better model human per-
ception of image similarity was given further evidence in [2]. In the specific case of images
represented by pixels, element-wise loss is called pixel-wise (PW) loss.

A prominent use of deep perceptual loss has been in the training of autoencoders.
Perceptually trained autoencoders have been used for, among other applications, image
generation [1], style transfer and super-resolution [3], image segmentation [4], and image
classification and positioning [5].

In all of the above works an autoencoder type network is used to reduce the input
image into a lower-dimensional embedding, from which the image can be reconstructed.
The reconstruction loss is calculated, in whole or in part, from the differences of some
features of the loss network given the original and reconstructed images as input. In short,
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the image is encoded and reconstructed, and then the reconstruction is compared to the
original by how similar the features extracted by the loss network are. This procedure is
referred to as training with deep perceptual similarity (PS) loss.

This procedure is effective when the aim is to generate images since the decoder is
trained to do that. Autoencoders are also commonly used for feature learning and di-
mensionality reduction [6]. Reconstructing the image is not necessary for these tasks,
but when using PW or PS loss it is needed anyways since both losses require the re-
construction. PS loss has been shown to perform better than PW loss on this task [5].
However, when a loss network is available the decoding part of the training protocol can
be avoided altogether.

This work proposes an alternative to training autoencoders with PS loss, dubbed
feature prediction (FP) loss, which does not require reconstruction of the image. The
training procedure for FP loss is as follows. First, a feature extraction of the original
image is generated with the loss network. Second, the image is embedded using an
encoder. Third, the feature extraction is predicted from the embedding with the decoder.
This method implies that the loss network is used as a teacher network for knowledge
distillation [7] rather than using the deep perceptual loss. Though in this case, the
knowledge being distilled is the deep features of the teacher network rather than the
outputs. For consistency, we refer to the neural network used for feature extraction and
loss calculation as the loss network regardless of how it is used.

The proposed procedure is compared to training with both PW loss and PS loss.
This is done by generating embeddings with the trained autoencoders and evaluating
how good the embeddings are. The performance of the embeddings is measured by
training Multi-Layer Perceptrons (MLP) for predicting the labels of the dataset from the
embeddings. Three different datasets are tested with labels for classification or object
positioning. The two baseline autoencoder procedures as well as the proposed procedure
is shown in Fig. 1.

Contribution

The major contribution of this work is proposing feature prediction (FP) loss as an
alternative to deep perceptual similarity (PS) loss when pretraining image encoders.
Therefore, we

• compare six different procedures for autoencoding, based on three ways of calcu-
lating loss; pixel-wise (PW), PS, and FP loss; combined with different variations
of image and feature encoding/decoding.

• test the procedures on three different datasets and with three different sizes of the
latent space.

• show that encoders are significantly faster to train with FP loss than the other two
losses.
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• demonstrate that the embeddings created by encoders trained with FP loss are
equal or better, for prediction on all three datasets, than using the other two losses.

2 Related Work

The autoencoder is a prominent neural network architecture that has been used in some
form since the 1980s [8, 9]. Autoencoders are generally trained in an unsupervised fash-
ion by making the target output the same or similar to the input and minimizing the
difference between the two. This is made non-trivial by having a so-called latent space
in between the input and output, where the number of dimensions is much lower than
that of the input and output. The latent space thus constitutes a bottleneck, and all
data from the input that is needed for reconstruction will have to be compressed into the
latent space. The part of the network that takes the input and reduces it into the latent
space is called the encoder, and the part that reconstructs the output from the latent
space is called the decoder.

In addition to dimensionality reduction, autoencoders have been used for a host of
different task including generative modelling [10], denoising [11], generating sparse rep-
resentations [12], and anomaly detection [13].

Deep perceptual loss, in the form of optimizing the input of a neural network with
respect to the activations generated by that neural network, was first introduced in the
field of explainable AI. In that field, deep perceptual loss was used originally to visualize
a network’s perceived optimal input image for some class [14] or some individual units
[15].

Simultaneously with the introduction of deep perceptual loss in explainable AI, it was
also introduced as a method to generate adversarial examples [16]. Adversarial examples
are inputs to machine learning models which are constructed to produce the incorrect
model outputs even though they are almost indistinguishable from inputs resulting in
correct correct outputs.

Another deep perceptual loss-based approach, Generative Adversarial Networks (GAN),
was introduced soon after [17]. In GANs a generator network is trained to generate im-
ages that fools a discriminator network that the image was taken from the ground truth.
In this case, the discriminator acts as a loss network for the generator.

Deep perceptual loss was first used with autoencoders when the GAN was combined
with the Variational Autoencoder (VAE) to create the VAE-GAN [1]. In the VAE-GAN
the decoder network of a VAE is the same as the generator network of a GAN. It’s a VAE
that attempts to reconstruct images to fool the discriminator. In addition to the deep
perceptual loss for fooling the discriminator, there is an additional deep perceptual loss
generated by feature extraction from the discriminator when its given both the original
and reconstructed images. This second loss is therefore equivalent to deep perceptual
similarity loss as described in the Introduction.

In [18] a pretrained computer vision model replaced the discriminator as the loss net-
work. This removed the need for the time-consuming task of training the discriminator.

Another method that similarly uses a pretrained network to optimize another model
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is knowledge distillation [7]. This method most commonly uses the prediction values of
a pretrained network either as a replacement for or together with the ground truth when
training a new model. In this setup, the pretrained model is referred to as the teacher
and the model being trained is the student. Knowledge distillation has been shown to
give faster training time and higher performance of the student model than training using
only the ground truth [19].

3 Datasets

This work uses three different datasets for the evaluation of the methods: The LunarLander-
v2 collection, STL-10 [20], and SVHN [21]. The datasets and how this work makes use
of them are described below.

3.1 LunarLander-v2 collection

The LunarLander-v2 collection is a collection of images from the LunarLander-v2 envi-
ronment of the OpenAI Gym [22]. The images were collected from three runs of 700
rollouts each. All rollouts were made for 150 timesteps with a random policy controlling
the lander. Each of the three runs therefore collected 105000 images which were scaled
down to 64×64 pixels as well as the positions of the lander. For the second and third runs
the images where the lander is outside the screen were removed. This removed roughly
10% of the images.

The first run is used for unsupervised training and validation of the autoencoders.
The second run is used for training and validation of object positioning of the lander.
The third run is used for testing of object positioning.

3.2 STL-10

The STL-10 dataset is 108500 photos of animals and vehicles acquired from the larger
ImageNet [23] dataset scaled to 96 × 96 pixels. 100000 of the images are unlabeled
and are, in this work, used for training and validation of the autoencoder. 500 of the
images are labeled and intended for training, those are used for training and validation
of classification. 8000 of the images are labeled and intended for testing, and are used
for testing of classification. The labeled images are divided into 10 classes of animals and
vehicles. The unlabeled data contains images of animals and vehicles both inside and
outside of the 10 classes.

This dataset is being used for comparison of the models and as such this work does
not follow the test protocol provided by the creators of the dataset. Results achieved
in this work can therefore not be directly compared to results that are achieved when
following that protocol.
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3.3 SVHN

The SVHN dataset is photos of house numbers with 630420 individual digits that have
been labeled and given bounding boxes. The dataset is available with either the original
photos or with the individual digits cropped out and scaled to 32× 32 pixels. This work
uses the cropped and scaled digits. In the dataset 73257 of the digit are marked for
training, 26032 for testing, and 531131 as extra. The extra images are used for training
and validation of autoencoders in this work. The training images are used for training
and validation of classification. The testing images are used for testing of classification.

4 Loss Calculation

In this work loss is calculated in three different ways: PW, PS, and FP loss which are
described in Eq. 1, Eq. 2, and Eq. 3 respectively. In the equations X is an image with n
pixels being embedded into a latent space with m dimensions, en is an encoder, de is a
decoder, p is a loss network, and f is a loss function (like square error or cross-entropy).

E =
n∑

k=1

f(Xk, de(en(X))k) (1)

E =
m∑
k=1

f(p(X)k, p(de(en(X)))k) (2)

E =
m∑
k=1

f(p(X), de(en(X))k) (3)

In Eq. 1 and Eq. 2 the decoder outputs an image of size n. In Eq. 3 the decoder
outputs a vector of the same size as the feature extraction from p.

The loss network (p) used in this work is AlexNet [24] pretrained on ImageNet [23].
The feature extraction (y) from p is the activations after the second ReLU layer. The
values of y are normalized between 0 and 1 using the sigmoid function. This is the same
setup as in [5]. The loss network is visualized in Fig. 2.

5 Architecture

There are two different encoders and two different decoders used in this work to encode
and decode either images or features.

The image encoder and image decoder are convolutional and can be seen in detail in
Fig. 3 and Fig 4. In both figures, the boxes contain the intermediate layer sizes in the
shape [channels, width, height] with / separating different sizes depending on the size of
the input image. In between the boxes are the functions that are applied to the data.
For the convolutional and deconvolutional layers the parameters are presented in shape
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Figure 2: The parts of a pretrained AlexNet that were used for calculating and backpropagating
the deep perceptual loss [5].

[nr of kernels, kernel size]. The stride of all convolutional and deconvolutional layers
is 2.

The feature encoder and feature decoder are Multi-Layer Perceptrons (MLP) with
a single hidden layer with size 2048. For the encoder, the input size is the size of the
extracted features and the output size is the size of the latent space. It’s the other way
around for the decoder.

Four different autoencoder architectures are used in this work given by all combina-
tions of the encoders and decoders above. The autoencoders with an image encoder takes
the plain images as input. The autoencoders with a feature encoder takes the feature
extraction (y) from AlexNet of the plain image as input. The autoencoders with an image
decoder are trained either with PW loss (Eq. 1) or PS loss (Eq. 2). The autoencoders
with a feature decoder are trained with FP loss (Eq. 3).

Figure 3: The convolutional image encoder used in this work.
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Figure 4: The convolutional image decoder used in this work.

6 Experiment Procedure

This work compares six different procedures; two different architectures for each of the
three losses. They are referred to according to the following scheme “(Encoder type)-
(Decoder type)-(Loss function)”. Where “I” represents image encoder or decoder, “F”
feature encoder or decoder, “PW” pixel-wise loss, “PS” deep perceptual similarity loss,
and “FP” feature prediction loss. The six procedures are listed below.

• I-I-PW: Normal image autoencoder trained with PW loss (baseline).

• I-I-PS: Normal image autoencoder trained with PS loss (baseline).

• F-I-PW: Autoencoder that encodes features of the loss network and decodes the
image trained with PW loss. Can be viewed as using the loss network for transfer
learning.

• F-I-PS: Autoencoder that encodes features of the loss network and decodes the
image trained with PS loss. Can be viewed as using the loss network for transfer
learning.

• I-F-FP: Autoencoder that encodes the image and decodes the features of the loss
network trained with FP loss. The proposed alternative to training with PS loss.

• F-F-FP: Autoencoder trained with FP loss to simply encode and decode the features
of the loss network.

For each dataset, each procedure is run three times with different values of z: 64,
128, and 256. The autoencoders are trained for 50 epochs and the final model is from
the epoch with the lowest validation loss. Of the data used for autoencoder training and
validation, 20% are used for validation.

For each trained autoencoder 7 predictor MLPs with different architectures were
trained to do classification or object positioning. The MLPs had input size z and output
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size 10 or 2 for classification or object positioning, respectively. The MLPs varied in the
number and size of hidden layers: No hidden layer, one layer with size 32 or 64, or two
hidden layers with sizes [32, 32], [64, 32], [64, 64], or [128, 128]. The MLPs were trained
for 500 epochs and the final model is from the epoch with the lowest validation loss. 20%
of the classification and object positioning data are used for validation. The training
setup for the training of the predictor MLPs is shown in Fig 5.

Figure 5: The convolutional image decoder used in this work.

For each autoencoder, the MLP with the lowest validation loss was tested on the test
set. For classification, the test measure used is accuracy, while for object positioning it
is the distance between the predicted position and the actual position. The complete
experiment procedure was repeated 4 times.

7 Results

The results consist of the performance and training time of the procedures. The per-
formance of each procedure is measured by the performances on the test sets for the
autoencoder’s MLP with the lowest validation loss. The training time of the proce-
dures are measured in the training time per epoch for each of the different autoencoders.
Fig. 6, 7, and 8 show these results for the LunarLander-v2 collection, STL-10, and SVHN
datasets, respectively.

Each procedure has a color and shape, and has one point for each of the three z
values tested. The data shown are the mean and uncorrected sample standard deviation
for both performance and training time.

When training a model it is not only the training time per epoch that is important but
also the number of epochs until the training converges. Even when taking the convergence
rates into account the difference in training time between procedures mimic the differences
in training time per epoch. However, when convergence rate is taken into account the
variances in training time increases hugely. To begin with F-F-FP has a convergence rate
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Figure 6: The mean Euclidean distance between the predicted position and actual position on
the LunarLander-v2 collection test set versus the training time for the six different procedures
for three different values of z.

Figure 7: The accuracy on the STL-10 test set versus the training time for the six different
procedures for three different values of z.
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Figure 8: The accuracy on the SVHN test set versus the training time for the six different
procedures for three different values of z.

similar to those of the other models, but around epoch 15 it collapses into a state with
high validation loss which it cannot recover from. This collapse combined with our use of
early stopping gives F-F-FP a total training time of about 50% of I-F-FP. Convergence
can be seen in Fig. 9 where autoencoders were trained using all six procedures on SVHN
with z = 64. Since different losses are used for the different procedures the reported
validation loss in the figure has been scaled such that each training procedure starts with
a loss of 1 after the first epoch. For the convergence trials, training ran until no better
validation loss could be found for 15 epochs.

The embeddings can be calculated once before training the classification or object
positioning MLPs. This means that the effect of the choice of procedure on the training
time of classification and object positioning is negligible.

During inference the only difference between the procedures is which of the two en-
coders that are used; image encoder or feature extraction followed by feature encoding.
The difference in encoding time between the two was negligible, especially when the
additional time for prediction based on those encodings are taken into account.

For completeness, an additional test on SVHN was performed for each procedure to
closer resemble the settings of [21], where the dataset was introduced. This test uses
a higher dimensionality latent-space as well as a lot more data to train the MLPs. In
the original tests a more difficult setup was used where the data used for unsupervised
pretraining of the autoencoders and supervised training of the MLPs were disjoint to
mimic potential real use cases better. In this trial, the z value was set to 500 and
the extra data rather than the data marked for training was used to train the MLPs.
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Figure 9: Convergence of autoencoder training of the six procedures on SVHN with z = 64.

While this still doesn’t quite match the setup of the original work as we use another
autoencoder architecture, no hyperparameter search, and MLPs instead of linear SVM,
the more similar settings give similar results. While the intent of this work is to show
that training autoencoders for embedding using PS loss can be perfromed faster using FP
loss, it is still reassuring to see that the method performs comparably with the original
work. These results compared to the results in [21] can be found in Table 1. Due to time
constraints, this trial was only performed once.

Table 1: Performance on SVHN with z = 500 and the extra data used for MLP training
compared to the baseline results.

Model Accuracy
I-I-PW (baseline) 0.891
I-I-PS (baseline) 0.913
I-F-FP (proposed) 0.892
Original work [21] 0.897
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8 Analysis

On the LunarLander-v2 collection, the PW loss-based procedures perform significantly
worse than the other procedures. All the remaining procedures perform comparably with
a significant gap in training time. The FP loss-based procedures have only around 60%
of the training time of the PS loss-based procedures. The gap in performance between
PW and the other losses is likely due to the task’s dependence on the lander, a small but
visually distinct feature of the image. Its small size gives it a small contribution to PW
loss while its visual distinction gives it a significant contribution to the features which
the other losses depend on.

On STL-10 there are three distinct levels of performance. The I-F-FP procedure has
the best performance with just above 65% accuracy. The two PS loss-based methods
come in second with just below 60% accuracy. The three remaining procedures all fall
in the span between 35% and 50% accuracy. Most of the procedures that use the loss
network perform well on STL-10, which is not surprising since the dataset is a subset of
ImageNet which is the dataset that the loss network has been trained on. It is notable
though that the F-F-FP procedure performs poorly despite its purpose being essentially
autoencoding the features from the loss network. With regards to training time, the FP
loss-based procedures are faster with only about 75% of the training time of the other
procedures. The lesser time gained by using FP loss on STL-10 in comparison to the
other datasets could be due to the increased size of the images.

On SVHN all methods except F-F-FP performed similarly well, with I-F-FP and
I-I-PS peaking at slightly over 85% accuracy. F-F-FP achieves around 55% accuracy
on average and the remaining procedures achieve around 80%. It should be noted that
for two values of z F-I-PW performs worse by 5 and 10 percentage points respectively.
Again on this dataset it is obvious that the FP based procedures have significantly shorter
training time, with I-F-FP taking only 55% of the time of I-I-PS while having almost the
exact same performance.

All methods except F-F-FP seem to converge similarly fast and reach a close to
optimal validation loss within 50 epochs. However, as has been pointed out in [25],
better reconstruction loss for an autoencoder does not necessarily imply embeddings
that give better performance. While this might also apply for deep perceptual similarity
loss or for feature prediction loss, further research in this direction is needed.

9 Discussion and Conclusion

The most notable result is that the I-F-FP procedure is both among the two fastest and
the two best performing for all datasets. On SVHN and STL-10 it is the only method
that is both among the fastest and the best performing. This shows that the proposed FP
loss is faster for pretraining image encoders than PS loss and sometimes also outperforms
it.

However, the other FP loss based procedure, F-F-FP performs significantly worse and
is in the bottom three for STL-10 and by far the worst on SVHN. This is interesting since
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the only difference between the two procedures is that F-F-FP uses transfer learning by
encoding features taken from AlexNet rather than the original image. This would imply
that encoding the original image such that the AlexNet features can be decoded gives
embeddings with more task-relevant information than autoencoding the features directly.
Furthermore, this issue is not present in the other transfer learning procedures F-I-PW
and F-I-PS, which performs comparably to their non-transfer learning counterparts I-I-
PW and I-I-PS on all datasets.

Another potential reason for the increased performance could be that the feature
decoder resembles the predictor MLPs more closely and thus the information is encoded
in a way that is easier for a shallow MLP to extract. However the poor performance of
F-F-FP is a strong argument against this case. Likely the use of the loss network is the
significant factor for performance as I-F-FP and I-I-PS have similar performance on all
datasets.

As can be seen in Table 2 the proposed method is equal to or better than the two
baseline procedures for autoencoder training. However, no procedure comes close to
the state-of-the-art results for the datasets where those are available. Furthermore, on
SVHN a simple CNN, consisting of the encoder in Fig. 3 followed by an MLP with a single
hidden layer of 256 neurons, outperforms all procedures. This should not be interpreted
as evidence that the procedures evaluated in this work are poor. The purpose of this work
is to evaluate different methods for pretraining image encoders in terms of how useful
the generated embeddings are for prediction. This work, therefore, uses the datasets,
not to achieve state-of-the-art results on those datasets, but to evaluate how good the
embeddings generated by the different procedures are.

Table 2: Performance of the compared procedures, including also a simple CNN and the state-
of-the-art for reference

Model LunarLander STL-10 SVHN
I-I-PW (baseline) 13.76 ± 5.08 0.38 ± 0.00 0.82 ± 0.00
I-I-PS (baseline) 1.96 ± 0.18 0.59 ± 0.00 0.87 ± 0.00
I-F-FP (proposed) 1.92 ± 0.22 0.67 ± 0.01 0.86 ± 0.00
Simple CNN 8.10 ± 0.01 0.48 ± 0.03 0.89 ± 0.01
SOTA — 0.94 [26] 0.99 [27]

While FP would seem to be the better alternative to PS, this is only the case when
the encoder is going to be used as a pretrained part of a prediction system. However,
one of the major uses of PS loss is image generation. FP loss is ill-suited for this task as
an image generator would have to be trained in addition to the autoencoder, and there
is no guarantee that the embeddings are well suited for image generation as this is not
part of the loss. With PS the image generator can be trained as part of the procedure by
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letting the decoder fill this role. However, FP is not meant to replace PS but rather it is
an alternative encoder pretraining procedure when image generation is not the purpose
of the system.

While this work shows that FP can be a good alternative to PS many factors remains
to be investigated, such as: The optimal architectures for the procedures; which loss
network to use and where to make the feature extraction; training with multiple losses
simultaneously; testing on further datasets; testing the embeddings of FP for image
reconstruction and generation; investigating domains other than computer vision, and
more.
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