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Abstract

Earth-moving machines are machines used in a wide range of industries, such as the
construction industry, to perform tasks related to earthworks. Currently, the vast major-
ity of earth-moving machines are human-operated where expert operators perform these
industry vital tasks. One such task is the short-loading cycle which is a repetitive work
cycle performed in high quantities within the construction industry. This work cycle aims
to use a wheel-loader to move material from a pile or from the ground to the tipping
body of a dump truck. Not only is this task repetitive and performed in high quantities,
but it is also representative of the knowledge required to perform a wide set of other
work cycles, hence a good candidate for automation.

Skilled operators use their sensory input to perform the tasks required, such as tactile,
sound and sight. One of the most important senses leveraged during normal operations
is sight, as it is used to locate dynamic objects and detect dangers. Thus to be able to
replace the driver of an earth-moving machine with an autonomous system, the system
requires similar vision capabilities. Machine vision is a field where the goal is to use some
type of vision sensor, such as cameras, to extract relevant high-level information from
images or video streams. This thesis aims to examine how machine vision can be used
within the short-loading cycle to facilitate performing said work cycle autonomously.

The main findings in this thesis are threefold: Firstly, two knowledge gaps are iden-
tified in the domain of automation during the short-loading cycle. These relate to the
loading of heterogeneous material and navigation during loading and unloading. Sec-
ondly, we show that it is possible to train a deep learning model to detect the cab, wheels
and tipping body of a scale-model dump truck while mimicking the approach towards
the load carrier during the short-loading cycle. This model can then be applied to real
vehicles to detect the same objects, with no additional training. Lastly, we show that lin-
ear interpolation can be used to perform semi-automatic labelling of camera-based video
data of the approach of a wheel-loader towards a dump truck during the short-loading
cycle. This technique decreases the annotation workload by around 95% while retaining
comparable performance.

The future direction of this work includes using techniques such as reinforcement
learning to teach a model to perform the navigation required during the short-loading
cycle. Future work also includes using world models to learn representations of underlying
structures in the environment, open-ended learning to transfer the learned knowledge to
adjacent work cycles and using machine vision to find the point of attack for scooping
heterogeneous material.
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Chapter 1

Introduction

Earth-moving machines are a type of heavy-duty machinery used by a wide range of
different industries to perform industry-specific tasks [1]. Examples of industries that
rely on earth-moving machines for the day to day operations are forestry, construction
and mining [2]. Earth-moving machines are an integral part of these types of industries
and without earth-moving machines, productivity would drop tremendously. This is
because the work that a single machine can do in seconds, would take a single human
multitude longer. There exist many types of earth-moving machines which excel at
different tasks. The two most relevant earth-moving machines for this work are wheel-
loaders and dump trucks, as shown in Figure 1.1. A wheel-loader is a type of earth-moving
machine equipped with a loading unit that allows the wheel-loader to move small amounts
of material easily. An in depth description of how a wheel-loader functions can be found
in Section 2.1.1. The dump truck is a type of earth-moving machine equipped with a
tipping body that allows for transportation of larger amounts of material, however, the
dump truck is not as agile or versatile as the wheel-loader. Rather, the dump truck relies
on machines such as the wheel-loader to fill the tipping body of the dump truck with the
material.

One of the tasks that are performed in large quantities within the construction indus-

(a) Example of a wheel-loader. (b) Example of an articulated dump truck.

Figure 1.1: Example of two types of earth-moving machines.
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Figure 1.2: Top-down view of the short-loading cycle, where each number denotes a specific
step. The dot shows the reversal point, between steps 3 and 4. (1) Approach the pile. (2) Load
material into the bucket. (3) Reverse from the pile. (4) Approach the dump truck. (5) Off-load
material into the tipping body. (6) Reverse from the dump truck.

try is the short-loading cycle [3]. The short-loading cycle, sometimes called V-cycle or
Y-cycle, is a task where a wheel-loader moves material from a pile using its bucket to the
tipping body of a dump truck. This is repeated 3-4 times until the dump trucks’ tipping
body is filled with material. Once the dump trucks’ tipping body is filled, the material
is often transported to another location. This work cycle is highly representative of the
majority of applications [4]. A visualization of this can be seen in Figure 1.2. The short-
loading cycle is a repetitive operation that is frequently performed, and thus an attractive
task to automate. Furthermore, good performance is key for the overall efficiency due to
the frequent repetition of the short-loading cycle. Thus, effective automation solutions
are required for improved driver assistance and remote control, as well as future fully
autonomous vehicles.

During the short-loading cycle, expert operators use their set of sensory input, which
includes vision, sound and touch, to safely and efficiently perform the short-loading cycle
[5]. The different sensors vary in importance, where the expert operators vision is the
most important to make decisions in real-time [6], which is required for safe operations.
Because of the importance of vision for expert operators any system that tries to imitate
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and match the operators performance will require similar capabilities. Machine vision
aims to extract high-level information about the contents of images or videos, such as
detecting objects [7], estimating depth [8] or extract the shape of objects [9]. Historically,
this has been achieved by using rule-based systems such as SIFT [10], however as the
availability of both hardware and data has increased dramatically, the focus has shifted
towards machine learning solutions [11].

1.1 Problem Formulation

As previously discussed, the short-loading cycle is a repetitive task performed frequently,
hence it is a very attractive task to automate. The short-loading cycle consists of a close
interplay between the wheel-loader, dump truck and pile positioning to maximize the
efficiency of each individual cycle. The work in this thesis focuses on the short-loading
cycle from the point of view of the wheel-loader. As shown in Figure 1.2, the short-
loading cycle consists of 6 steps to go from start to completion of a single round [6],
where all steps include a different set of challenges. It is important to note, that the
challenges within each individual step depend on variables that determine the related
difficulties. For example, scooping fine-grain homogeneous material has a different set of
challenges compared to scooping large heterogeneous material. A detailed explanation
of the short-loading cycle can be found in Section 2.1.2.

To perform the short-loading cycle autonomously, a large set of capabilities are
needed. These capabilities include, but are not limited to, detecting objects, track-
ing objects, understanding material mechanics and understanding vehicle mechanics. In
addition, the system also needs to be able to perform the short-loading cycle efficiently.
Previous rule-based solutions have performed one round of the short-loading cycle under
very specific conditions, however, this single round took around 60 seconds [12] while an
expert operator can complete a round in around 12 seconds [13], depending on the tra-
jectory chosen. Because of the highly dynamic environment that contain other dynamic
agents (humans and other vehicles) together with the requirement of interaction with
dynamic objects which are highly difficult to model [6], it is likely difficult to cover the
entire state space using rule-based solutions.

Newer works have focused on specific steps of the short-loading cycle and tried to
automate that using data-driven approaches, most notably deep learning. The step that
has garnered the most attention is scooping as it is a step within the short-loading
cycle where success can be directly measured through metrics such as the volume or
weight of the material within the bucket. The scooping step has been examined using a
wide set of both hardware and software setups, such as imitation learning with pressure
sensors [14], reinforcement learning using simulation and scale-models with lift, tilt and
throttle as input [15] or reinforcement learning in only simulation [16] using motion and
force sensors, together with both cameras and LIDAR. These solutions have shown good
potential, however, the discussed work has only touched on the two first steps of the
short-loading cycle.

Previous solutions have mostly focused on using sensors that can detect the interaction
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Question 1

Question 2

Paper B

Paper A

Paper C

Figure 1.3: Relationship between research questions and appended papers.

between the bucket and the material while scooping. These kinds of sensors are perfect
for the scooping step, however, they are not suitable to be used exclusively throughout the
entire cycle. As previously discussed, the expert operator leverages their visual system
heavily during the short-loading cycle. This thesis aims to examine the challenges and
knowledge gaps that exist within the automation of the short-loading cycle, where the
goal is to address the challenges using camera-based solutions.

1.1.1 Research Questions

Given the challenges and related work described in Section 1.1, the following research
questions have been defined. How each question relates to the appended papers are
summarized in Figure 1.3.

Question 1: What are the challenges and knowledge gaps preventing automation of the
short-loading cycle?
As mentioned the short-loading cycle is a repetitive task performed frequently, hence
an excellent opportunity for automation. Although several attempts have been reported
in the literature, there exists no generally applicable solution capable of performing the
entire cycle in a wide range of environments.

Question 2: How can computer vision aid in the automation of the short-loading cycle
and address the challenges identified in Question 1?
Machine vision sensors allow a system to extract high-level information from the envi-
ronment while requiring no interaction, which differs from, for example, pressure sensors.
Such capabilities are irreplaceable, however, it is unclear what set of sensors have the
highest potential and exactly what information an autonomous system can benefit from.
Cameras is the sensor that most closely mimics the human vision system, however, ex-
tracting depth from camera images can be difficult. This means that using cameras in
conjunction with some other sensor might be beneficial.

1.2 Delimitation

The work in the thesis focuses on the short-loading cycle as the main task to automate
within the construction industry. Multiple other types of tasks could be considered,
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however, the short-loading cycle offers a unique set of challenges that are transferable
to other types of tasks. As discussed, the short-loading cycle is also quite representative
of the type of functionality required for a wide set of construction tasks. Because the
short-loading cycle is the only task considered, this means that all information required
by the system to perform said task is within the direct vicinity of the vehicle. This
has the consequence that the most relevant type of computer vision sensor is cameras.
Cameras are cost-efficient sensors that can detect the direct environment. Furthermore,
cameras are also the visual sensor that most closely resemble the human eye.

Since all information required to perform the short-loading cycle is in the direct
vicinity of the vehicle, this means that localization sensors, such as GPS, are not required,
hence not in the scope of this work. In addition, GPS does not function in all types of
environments, such as mines, which can be considered for this work.

Furthermore, the short-loading cycle is an iterative process performed multiple times
to fill the tipping body of a dump truck with, for example, soil. For simplicity, this work
only looks at a single cycle, such that we consider the cycle complete once the wheel-
loader has reached step 6 for the first time, as seen in Figure 1.2. These two reasons
make it so the dump truck can be seen as static throughout the entire process, or even
substituted by a static box that has the same dimensions as the tipping body of the
dump truck. This also simplifies the process as preserving such long term knowledge
(multiple rounds) would introduce unnecessary complexity without altering the problem
considerably. Furthermore, this work examines the short-loading cycle from the point of
view of the wheel-loader, thus excluding other aspects such as positioning of the dump
truck relative to the pile and using sensors external to the machine.

As already discussed, deep learning has been used successfully to teach models to
perform high-level tasks in this domain and other domains. Thus, the focus of this
thesis is to investigate how deep-learning techniques can be used to try to solve different
subtasks of automation of the short-loading cycle.

1.3 Methodology

Kothari [17] defines research methodology as ”Research methodology is a way to system-
atically solve the research problem”. This section aims to explain how this work has been
performed systematically to try to address the research questions stated previously.

The work presented in this thesis was performed in two complementary phases. The
first phase consists of formulating the initial motivation from a described knowledge gap
that applies to a problem within industry or society, where the solution to this problem
is unknown. This knowledge gap, together with experience-based analysis in terms of
known concepts and experience of similar problems, led to a problem description and a
starting point for the second phase.

The work in this thesis was, together with the problem description and subsequent
gap description from industry, initially motivated by the work done by Dadhich [18],
who state that computer vision should be a part of any automated mobile earth-moving
machine. However, as they had delimited the work to using pressure sensors, no further
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Hypothesis Results
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Figure 1.4: Methodology flowchart. Blue coloured boxes entails phase one and green coloured
boxes entails phase two.

exploration of machine vision sensors and techniques were used. Similarly, Lima [19]
discusses a perception module as a fundamental module for the realisation of autonomous
heavy-duty industrial vehicles. Furthermore, machine vision has been used heavily in
adjacent domains such as self-driving cars [20] and robotics [21].

The second phase is an iterative process, where a hypothesis is formulated of how the
problem can be solved using existing knowledge. Guided by the hypothesis, a literature
study and development is used to facilitate exploration of said hypothesis. The litera-
ture study can range from an exploratory review to a systematic review depending on
the hypothesis. Development entails both the development of prerequisite knowledge,
from the literature study, and the development of the tools needed to use said knowl-
edge. Examples of such tools include, but is not limited to, a simulation environment or
scale-model vehicle used to perform experiments. Once all tools required for exploration
of the hypothesis are completed, these tools are exploited for experiments designed to
disentangle the defined hypothesis. The experiments lead to results which are analysed
which in turn leads to new questions in terms of the hypothesis. This iterative process is
then repeated till the problem has been thoroughly examined by systematically analysing
the results in terms of some performance metric, hopefully resulting in a well-performing
solution.

Figure 1.4 illustrates the two phases using a flowchart. Phase one includes the boxes
with a blue background colour and phase two includes the boxes with a green background.

This explains the high-level methodology that has been used throughout the research
presented in this thesis. However, as discussed in Section 1.2 the main technique used
in this work is deep learning. Throughout this work, we have tried to use well-defined
methodologies such as using a training, validation and test split of used data sets to make
sure that the final reported accuracy reflects what the model could perform on data it
has not been optimized towards [22, p. 119]. This is further explained in Section 2.3.1.

Lastly, the individual study plan is used to plan activities that lead to the learning
objectives defined for the third-cycle studies at Lule̊a University of Technology.
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1.4 Outline

This thesis is a composite thesis, which is presented in two parts. Part I gives context to
Part II by defining the problem area, introducing important concepts and reflecting on
the contributions presented in Part II. Part II contains the contributions in form of the
appended published work. The following table outlines Part I of this thesis.

Chapter 2 Background

This chapter introduces important concepts to facilitate understanding
of the problem area. This is achieved by starting with an explanation of
concepts that exist within the short-loading cycle. Continuing on with
learning-based machine vision, some deep learning fundamentals are
introduced, together with mentioning important metrics used within
the computer vision domain. Lastly, the background chapter discusses
different metrics that can be used to assess the performance of a work
cycle, which in this case is the short-loading cycle.

Chapter 3 Contributions

This chapter summarizes the contribution which Part II consists of.

Chapter 4 Conclusion

Discusses and concludes the results by answering the research questions,
discussing some ethical considerations that exist within this domain,
and concludes by proposing a clear direction for future research within
this domain.
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Chapter 2

Background

In this chapter, some concepts are presented that are required for subsequent under-
standing and discussion. These concepts relate to the short-loading cycle, wheel-loaders,
advantages and disadvantages of different vision sensors, learning-based machine vision,
and a discussion of what type of metrics are used within the construction industry.

This knowledge is not only based on previous literature, but also on expertise acquired
from discussions with domain experts and industry partners. For this thesis, the domain
experts currently work at Volvo Construction Equipment.

2.1 Concepts in the Short-Loading Cycle

2.1.1 Wheel-Loader

Wheel-loaders are a type of earth-moving machine used to move smaller amounts of
material, often from the ground, to another location, usually close by. This can be to
refill a hole in the ground with dirt or to fill the tipping body of a dump truck with gravel
for longer transportation. Wheel-loaders consists of two main parts, the front end and
the rear end, which are connected by a bearing [18].

The front end consists of the loading unit that in turn consists of the bucket, a lift
cylinder and a tilt cylinder [23]. The lift cylinder is responsible for raising the loading
unit vertically, while the tilt cylinder is responsible for tilting the loading unit around
the connected bearing, as see Figure 2.1. Wheel-loaders are versatile vehicles that can be
equipped with a wide range of different attachments such as forks, grapples and loader
buckets. As this work focuses on the short-loading cycle, the assumption is that the
wheel-loader is equipped with a loader bucket attachment.

The rear end consists of the engine, a hood to cover the engine and a counterweight
to stabilize the wheel-loader during transportation of material in the bucket. If the
counterweight is not attached it can be difficult for the operator to manoeuvre the vehicle
when the bucket is filled with material. This also means that the centre of mass is not
constant, but rather changes depending on the load within the bucket and the position

11
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Tilt Lift

Figure 2.1: Example of the loading unit of a wheel-loader using a bucket attachment. The teal
marked part is the lift cylinder while the yellow is the tilt cylinder.

of the bucket. The centre of mass can thus shift both vertically and horizontally during
normal operation.

With normal combustion engine based wheel-loaders, both the lift and tilt cylinder is
typically coupled with the speed of the engine. This means that the speed at which the
lift and tilt can be changed is dependant on the current speed of the engine. The effect
of this is, for example, during navigation where it is required to lift the bucket within a
certain time frame. It is unclear how well a deep learning model can learn this type of
vehicle mechanic while performing the short-loading cycle.

There are other types, such as purely electrically powered wheel-loaders, where lift-
ing and tilting are de-coupled from the speed of the engine, however, the majority of
vehicles are still combustion-based. Hence, this work assumes that the lifting and tilting
functionality is still coupled with the speed of the engine.

2.1.2 The Short-Loading Cycle Task

As discussed in Section 1.1, the short-loading cycle is a task where a wheel-loader moves
material from a pile to the tipping body of a wheel loader. Below a step by step ex-
planation for the short-loading cycle is presented, based on the steps defined in Figure
1.2.

Step 1: The expert operator decides the best point of attack to scoop material from a
pile to the bucket of the wheel-loader. This choice is non-trivial, even for expert operators
[24] and it is unclear if a single optimal point of attack exists as different operators might
choose a different point of attack given the same initial position. The choice is dependant
on many variables, such as the material make up of the pile, the relative positioning of
the wheel-loader compared to the dump truck and how the shape of the pile will change
after the scoop. Furthermore, the expert operator has to decide where to scoop from to
optimize the efficiency of the cycle over multiple rounds. This choice can be difficult as
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the pile changes unpredictably [6], especially if the pile consists of large boulders. After
the point of attack has been established, the expert operator approaches it and gets ready
to scoop.

Step 2: The expert operator scoops the material into the bucket. The scooping tech-
nique is dependant on the material make up of the pile together with environmental
properties such as humidity and temperature, where a pile consisting of dry gravel and
cobble presents a medium difficulty while scooping [18]. As discussed in Section 1.1, this
step has been heavily studied previously using deep-learning-based solutions, showing
great potential by both having a network learn how to scoop material [15, 16, 25], but
also adopting a similar model to different kinds of material [26].

Step 3: Once the expert operator has filled the bucket of the wheel-loader with material,
the operator locates the dump trucks’ tipping body relative to the wheel-loader to allow
for reversing in a single, fluid motion, while minimizing the distance travelled by the
wheel-loader throughout both step 3 and 4. The trajectory chosen throughout step 3
is important as it dictates how much extra distance will have to be travelled in step 4.
This is because if the point where the wheel-loader starts approaching the dump truck
(the reversal point) is poorly chosen, the expert operator has to fix this while driving
towards the dump truck, at the cost of efficiency. For combustion-based wheel-loaders,
the speed at which it is possible to lift the bucket is directly coupled to the speed of
the engine. This has the consequence that the expert operator wants to minimize the
trajectory while maximizing velocity but is limited by the speed at which the boom can
be lifted. This consequence is important throughout both steps 3 and 4.

Step 4: When the wheel-loader has stopped reversing, the expert operator approaches
the tipping body of the dump truck. During step 4 it is possible to perform some trajec-
tory changes towards the tipping body, however, if breaking or reversing is required, from
poorly choosing the reversal point in step 3, to reach the tipping body in a good position,
the efficiency will drop considerably. Because the short-loading cycle is performed in high
quantity, any inefficiency will be amplified.

The trajectory difficulty throughout the short-loading cycle can also be affected by
variables, such as the current ground conditions. For example, driving on wet thawing
dirt can result in the vehicle getting stuck easier, compared to driving on dry hard dirt.

Steps 3 and 4 have previously been studied together using rule-based solutions by ex-
amining the trajectory shape such as V/Y-shaped [27] or alternatively shaped trajectories
[28]. However little work has been done in regard to data-driven approaches.

Step 5: Once the wheel-loader has finished the approach to the tipping body of the
dump truck, the material which was extracted from the pile is offloaded into the tipping
body. At this point, it is very hard for the operator to change the position where the
material is dumped, hence the importance of the trajectory towards the tipping body.
Incorrectly dumping the material into the tipping body can lead to difficulty avoiding
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spillage in later iterations of the cycle which has the consequence of decreasing the amount
of moved material over time. In addition, incorrectly dumping material can lead to
difficulties driving the loaded dump truck as the centre of mass can have shifted as a
consequence of the unevenly loaded material in the tipping body.

Step 6: Lastly, the expert operator reverses away from the dump truck while scouting
the pile for the next point of attack. If this was the last round of the cycle, while the
dump truck is transporting the material elsewhere, the expert operator cleans the pile
and surrounding area to simplify the next cycle once the dump truck returns. This is
however out of scope for this thesis.

Lastly, during normal operation there exists both static and dynamic objects that
need to be taken into consideration. Examples of static objects can be buildings or
infrastructure and examples of dynamic objects can be moving vehicles or humans. This
is mostly relevant during trajectory traversal, however, an expert operator needs to be
vigilant throughout the entire cycle as dynamic objects act in unpredictable ways.

2.2 Sensor Trade-offs

As discussed in Section 1.2, this work concerns using cameras as the primary sensor for
automation of the short-loading cycle. However, it is a worthwhile discussion to be had
whether or not any other machine vision sensor can be used in conjunction with cameras
and to discuss the different trade-offs. To automate the task discussed in Section 2.1.2
there exists a set of sensor functionality that will enable a software system to gain as much
high-level information as possible from the surrounding environment. This functionality
includes, but is not limited to, texture extraction, low latency, high resolution, depth
extraction and resistance to varying weather conditions. However, currently, there exists
no single sensor that has all these desirable functions, but rather each and every sensor
has its own set of advantages and disadvantages.

Conventional cameras are often used as they have high resolution and the ability
to detect texture, thus allowing deep learning-based techniques to extract high-level
information from the camera output. Conventional cameras do however suffer in, for
example, difficult lighting conditions where the light source is shining directly into the
lens or when trying to determine depth using a single camera. To detect depth two
possible solutions are to either rely on a stereo camera setup or use some deep learning
technique that can estimate the depth from a single camera image [8]. Conventional
cameras are, in this work, defined as cameras that capture light photons from the visible
spectrum. This includes both mono and stereo vision.

Light Detection and Ranging (LIDAR) outputs a point cloud excellent for depth
measurement. LIDAR has the added benefit of not being affected by varying lighting
conditions and it can detect items far away. The drawbacks of LIDAR are that it is not
capable of detecting textures, hence two piles that are geometrically the same will have
an identical point cloud. Furthermore, LIDAR struggles with difficult weather conditions
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Sensor Advantages Disadvantages

Conventional cameras
High resolution

Capable of detecting textures
Cost effective

Difficulties detecting depth
Difficulty with varying light conditions

Difficulties with some weather conditions

LIDAR
Accurate depth measurements

Long range
No issues with varying lighting conditions

Not capable of detecting textures
Low resolution

High cost
Difficulties with, for example, snow

Radar
Accurate depth measurements

Can penetrate, for example, snow
Not capable of detecting textures

Short range

Infrared
No issues with varying lighting conditions

Fast and accurate

Not capable of detecting textures
Affected by weather such as fog and wind

Significant changes depending on angle

Event cameras

Low latency
High temporal resolution

High dynamic range
Unaffected by varying light conditions

Provides less information about surfaces
Affected by weather such as snow
Coping with asynchronous output

Table 2.1: Summary of the trade-offs that exist for different machine vision sensors.

such as snow, together with having a high cost associated with the sensor and, compared
to cameras, low resolution.

Radar is a cheaper alternative to LIDAR to determine depth, however, radar has
a lower range compared to LIDAR. Radar has the added benefit that it can penetrate
material in the air, such as snow, which means that radar is still capable of measuring
accurate depth, no matter the weather conditions. Like LIDAR, radar is not capable of
detecting textures.

Infrared, or thermographic camera, is a sensor that outputs thermal video. The heat
signature is fast and accurate, however, it can be difficult to detect objects that do not
give off a heat signal or the heat signal from the object and the background is very
similar. Infrared has more constraints such as not being capable of detecting textures
and the heat profile can often be negatively affected by weather and viewing angle.

Lastly, event cameras, offer a different paradigm completely, where each pixel in
the camera updates asynchronously, rather than outputting a single output at some
frequency. This has the positive consequence of low latency and high temporal resolution.
Event cameras also offer a higher dynamic range compared to conventional cameras. The
drawbacks, however, are similar to LIDAR, where event cameras provide less information
about surfaces, it gets negatively affected by some weather and because the output is
asynchronous, the normal techniques used will need adaptation.

Table 2.1 presents a summary of the different advantages and disadvantages of differ-
ent machine vision sensors.

As previously discussed, this work will mainly use monocular camera vision as the
main sensor as it is the sensor that most closely mimics the human eye. From the
discussion above it is evident that this might not be the optimal choice, however, this
is one choice, especially excluding the use of an ensemble of sensors due to cost and
increased complexity.
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Figure 2.2: Example of an object detection system locating sub-parts of the dump truck. The
object that are being detected is: Wheels, cab and tipping body.

2.3 Learning-based Machine Vision

Machine vision aims to allow a system to perceive the environment by using relevant
sensors, such as cameras and light detection and ranging (LIDAR). The data generated
by these sensors can be analysed by some algorithm that extracts high-level information.
This high-level information can, for example, include object position and type, distance
from all the objects or mapping the environment. This type of system has been used in
a wide range of different domains to perform vital tasks such as learning to drive in an
off-road environment using an onboard camera in conjugation with aerial photos [29] and
long-distance travel through previously unknown terrain [21]. Both of these solutions
used scale-models to perform and validate the experiments.

With the increase in available data together with more powerful hardware, machine
learning has been successfully used to extract such high-level information to detect and
warn workers at construction sites [30], perform vehicle pose prediction [31] and detect
dump truck parts during the approach of the short-loading cycle [32]. Figure 2.2 shows a
learning-based system extracting objects from image data, where the goal of the system
is to locate parts of the dump truck. Such a system is usually referred to as an object
detector, which is described further in Section 2.3.2.

2.3.1 Feedforward Neural Networks

Feedforward Neural Network (FNN) is the simplest form of an artificial neural network,
where information always flows in a singular direction. The goal of a FNN is to ap-
proximate some function, f ∗, that produces a correct output, y, for a given input, x, by
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optimizing the internal variables, θ, using data. In other words, a FNN defines a map-
ping y ≈ f(x; θ) and learns the value of θ through optimization to maximize the result
of the function approximation [22, p. 164]. Here scalar values are denoted by x while
vectors and matrices are written in bold, x. What maximizing the result of the function
approximation means depends on the task at hand. For example, if the task to answer
the question ”Does this image contain a dog or a cat?”, then maximizing the function
simply means that the trained network should reach as high accuracy as possible. This
describes a classification task where the network should classify the objects that exist
within a set of images. Formally, a classifier, y = f ∗(x), maps a given input x to an
output category y.

FNNs can be seen as a composition of different functions chained together, such that
y = fn(fn−1(..(f (2)(f (1)(x))))). For example, a 3 layer neural network network would
consist of layer 1, f (1), layer 2, f (2), and layer 3, f (3). Composing these layers together
would result in the network described by: y = f (3)(f (2)(f (1)(x))).

FNNs relies on rudimentary mathematical operations such as addition and multi-
plication. However, these are linear operators that can lead to problems as there exist
functions that are not linearly separable, such as the XOR function [22, p. 167]. To
combat this, non-linearity is introduced in each layer which allows us to approximate
most linear and non-linear functions.

As mentioned, the function f ∗ is optimized using data to solve some tasks. This
optimization is, typically, achieved by using gradient descent and backpropagation [22,
p. 200]. During optimization, a loss function is used to calculate the difference, or
error, between the network, predicted output and the expected output, described in a
real number. As the goal is to minimize the error, the gradient is calculated and then
propagated backwards in the network to update all the internal variables, hopefully,
leading to a more accurate prediction.

When optimizing the internal variables θ, for classification, we often use a technique
called supervised learning. Supervised learning simply means that for each given input,
there exists an output, that has been defined by some oracle, such as a human annotator.
Typically, this data is referred to as a dataset. Datasets are often split into three different
subsets, the training set, validation set, and test set. All three serve different functions
during optimization.

During optimization, the training set is used as the primary data to fit the internal
variables of a model to perform some task. The validation set has two purposes, the first
is to see how the model reacts to different sets of hyperparameters, while the other reason
is to avoid overfitting to the training data. Lastly, the test set is used to measure how
well the model generalizes to an independent set that has not been seen by the model
during training. If the models’ performance is high on both the training and test set,
minimal overfitting has occurred.

Experimentally deep learning has achieved great results in a wide range of domains
such as natural language processing [33] and robotics [34].
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(a) Original image before
any convolution.

(b) Resulting image from
edge detection convolution.

(c) Resulting image from
sharpened convolution.

Figure 2.3: Two convolution examples.

2.3.2 Convolutional Neural Networks

Convolutional Neural Networks (CNN) are a type of neural network that, while leveraging
the same techniques as FNNs, also includes at least one convolutional layer. Convolu-
tional layers are inspired by mammals visual cortices [35], which both consolidate local
information into the output for the next layer. This means that CNNs are often used in
tasks where the spatial information in the input data is of importance, such as for image
or video data. For example, on image data, convolution can be used to extract the edges
of an image or to sharpen the image, as can be seen in Figure 2.3.

As per the name, convolutional neural networks leverage the convolution operation to
extract important spatial features that facilitates optimizing the function approximation.
This is achieved by replacing the matrix multiplication operation in, at least one of the
layers with the convolution operation. Formally is the convolution operation defined as∑m−1

i=0

∑n−1
j=0 x(m−i)(n−j)y(1+i)(1+j).

Pooling is used together with convolutional layers to achieve a more abstract repre-
sentation of the resulting feature map from the convolution layer. By reducing the size
of the feature map the network has to learn fewer parameters, hence reducing the com-
puting complexity. An example of this is max pooling, where we extract the maximum
value from a set of indices within the feature map.

CNNs has shown great potential in a wide range of domains such as self-driving cars
[36] and lung cancer detection [37].

Transfer Learning

Transfer learning is a technique used in CNNs and others domains where data is either
scarce or expensive, resulting in small datasets. Small datasets can be problematic as
they often suffer from overfitting or the model fails to learn completely. Transfer learning
leverages the fact that task agnostic features are learned by the early layers, whereas the
more task-specific features are learned by the later layers to mitigate the given limitations.

This is achieved by pre-training the model, m, on a large dataset, Ds, to learn how
to perform the source task, Ts. Once the model has been pre-trained, some tasks require
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replacing layers, for example, replacing the output layers such that the model outputs
the correct output to fit the target task, Tt. The model is then trained to learn Tt by
using the target dataset, Dt. This is under the assumption that: Ds 6= Dt and Ts 6= Tt.

Object Detection

Within CNNs there exists a wide range of different tasks, where the one that this thesis
is most concerned with is object detection. The goal of object detection is to locate,
classify and track objects within a scene, as can be seen in Figure 2.2. There are many
different ways to implement an object detector. One way is to divide up the task into
three consecutive parts. First, a number of convolution layers are used to get the resulting
feature map from the input image. The feature map is then fed into a region proposal
network that proposes regions where some object might reside. Lastly, a classifier uses
the feature map, together with the proposed regions to either classify the object inside
the proposed region or reject the region if no object was detected inside. The output from
this network is a set of labels containing X and Y coordinates describing the position of
the bounding box, width and height of the bounding box, the class label and a confidence
score describing how confident the network is that this classification is correct.

As mentioned, this object detection description is quite general and many works
use other techniques to perform the task at higher speeds with higher accuracy. Some
examples of deep learning based object detectors are YOLOv3 [7] and RetinaNet [38].

The main metric used within the object detection task is mean average precision
(mAP) which is the mean value over all classes average precision (AP). AP is the area
under the precision-recall graph [39], as shown in Equation 2.1. Precision is calculated by
Equation 2.2, where TP is true positives and FP is false positives. Recall is calculated
by Equation 2.3, where TP is true positives and FN is false negatives.

AP =

∫
Precision d[Recall] (2.1)

Precision =
TP

TP + FP
(2.2)

Recall =
TP

TP + FN
(2.3)

2.4 Assessing Cycle Performance

The short-loading cycle and similar work cycles are performed in high quantities, hence,
any inefficiencies performed by either an expert operator or an autonomous system will be
amplified. Because of this, it is important to find and establish a set of measurable prop-
erties, metrics, that can be used to determine the performance of different autonomous
systems while comparing them to expert operators. In addition, using these metrics, the
goal is to capture what is important for the industry that relies on these vehicles. Metrics
that are used within deep learning, such as mAP, does often not directly relate to what is
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actually important for the industry. It can be difficult to relate a high mAP score to, for
example, an increase or decrease in productivity. Frank et al. [40] defined a hierarchy of
optimization consisting of five levels that try to cover the optimization of a wheel-loader,
working as a part of a production chain. In this work, the interesting levels are Work
cycle optimization, Actuation optimization, and Operator optimization.

However, rather than examining these optimization levels individually, many of the
metrics overlap within the different levels. An example of such a metric is fuel consump-
tion as the amount of fuel consumed by the vehicle is dependant on variables in every
optimization level. Below an ensemble of metrics is presented that has been used within
the domain, together with a small description of what the metric tries to measure and
why it is of value. It is important to note that the metrics defined below are often cou-
pled with each other. For example, if an operator reaches higher fuel efficiency for the
short-loading cycle, the environmental impact will also decrease.

Productivity The goal of any work cycle is to maximize efficiency such that the end
goal is reached as quickly as possible. The measurement of productivity is usually defined
by some quantity per time unit.

Productivity has previously been measured using a wide range of techniques, depend-
ing on the problem definition. Frank et al. [41] used tonne of moved material per hour to
measure the productivity of operators. This was done to compare how the choices made
by novice and expert operators affect the overall productivity of a work cycle. Tonne per
hour has been used in other works to measure the productivity of the short-loading cycle
[42]. Other work has employed stereo vision to calculate the amount of material in terms
of volume [43]. They argue that using pure weight might fail in practice if the density
of the material is not known as the total amount of volume moved per hour is the main
focus.

Fuel Efficiency As previously discussed, the vast majority of heavy-duty machinery
used in industry are combustion driven. This means that the usage of the vehicles has an
associated cost which we have to be diligent to. Expert operators make better decisions
throughout the short-loading cycle, compared to inexperienced drivers, and can hence
decrease the fuel usage substantially [44]. This is because inexperienced drivers are often
required to increase the engine speed to lift the arm and then decrease the speed by
breaking to not collide with the dump truck. This type of irrational driving increases
fuel consumption. Frank et al. [41] reported that the difference in fuel usage between
novice and expert operators can be two and a half times higher. There also exists a
trade-off between operational time and fuel consumption during the short-loading cycle
[45]. This means that the fuel efficiency has some ceiling where it is no longer beneficial
to try to decrease the fuel consumption in terms of operational cost.

Environmental Impact A metric closely coupled with the fuel efficiency is the en-
vironmental impact of heavy-duty machinery operation, where more than half of the
emissions from the construction industry arise from the use of heavy-duty machinery
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[46]. In addition, many countries have implemented, for example, a carbon tax to try
to decrease the number of greenhouse gases that are emitted. Andersson [47] reported
that the carbon tax introduced in Sweden was successful in significantly reducing the
emissions from CO2, although industry only pays 80% of the full rate. Emissions from
the construction industry is a non-negligible part of the annual greenhouse gas emissions
[48].

Multiple factors are contributing to the emissions of construction equipment. These
factors can be summarized into four groups, Equipment and Condition, Operating Con-
ditions, Equipment Maintenance, and Equipment Operations [49]. It can be difficult to
quantify how much each group contributes to the overall emissions, however, optimiza-
tion of each group can have a positive impact in terms of emissions. Similarly, increasing
the operational efficiency can also have a positive impact on the emissions during normal
operation [50].

Even with the promising alternatives to combustion-driven vehicles, such as biofu-
els and electrical, it seems that there exist challenges that need to be overcome before
widespread adoption [51]. These challenges include but is not limited to, the cost of
system development in conjunction with high component prices.

Wear and Tear The condition of the vehicle will not only have an impact on the
emissions [49] but also on productivity as a poorly maintained vehicle will perform worse
than a well-maintained vehicle. During normal work cycle operation, such as the short-
loading cycle, novice operators will make choices that increase the wear and tear of both
the wheel-loaders transmission and braking system [44]. The complexity of construction
systems has also increased over time, hence making it more difficult to repair them [52].
In addition, repairing a vehicle has a considerable cost associated with it in terms of the
cost of the new part and the cost of the workers tasked with repairing the said vehicle.
The reasons above are the motivation to take the wear and tear into consideration when
optimizing both normal operation and autonomous operation of the short-loading cycle.

Fault and condition monitoring are two heavily studied fields [53, 54]. Jiang and He
[55] reported that 70% of failures in hydraulic systems are due to contaminated oil. Using
real-time condition monitoring during operation can thus minimize the wear and tear of
the vehicle as warnings to the operator can facilitate earlier repair.

Safety An important concern when discussing normal and, especially when discussing,
the autonomous operation is to be certain that the work cycle can be performed safely.
As previously discussed, computer vision techniques have been used to perform safety
monitoring from a source outside the vehicle. However, using outside monitoring solutions
can be problematic as they are subject to both latency and network downtime, in addition
to only working where they have been placed. This means that any autonomous solution
requires safety decisions to be an innate part of said solution. As outlined in Paper B,
very little work has been done in this domain examining how we can create systems that
take safety into account innately.
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Autonomous Specific Metrics There exist properties that an expert operator pos-
sess which is taken for granted. For example, whenever an expert operator encounters
some new variable, they leverage their previous knowledge to try to continue to perform
the cycle efficiently. If this variable is deemed too difficult to overcome, they can gain
new knowledge and information, to hopefully improve and try again.

Any autonomous system needs to possess the same capabilities to see widespread
adoption. Versatility is a metric which goal is to measure how versatile a given solution is
when encountering a new problem. This is difficult to quantify, however, it is important
that the system can be flexible enough to not completely fail because small variables
differ over time. If the solution is incapable of performing the task in an unfamiliar
environment, the solution should be adaptable to, with some engineering effort, perform
the task. Adaptability is a metric used to measure how easy it is to adopt a solution to
a new environment or task the solution has been unable to solve previously. Similarly to
versatility, adaptability is difficult to quantify, however, the idea has been used in previous
work. Dadhich et al. [26] used a data-driven based model capable of scooping medium-
coarse gravel at operator level and automatically adapted the bucket-filling model to be
capable of scooping cobble-gravel at an operator level.

The metrics described above are based on the metrics found in Paper B.
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Contribution

3.1 Paper A

Title Machine Vision for Construction Equipment by Transfer Learning with
Scale Models

Authors Carl Borngrund, Ulf Bodin, Fredrik Sandin

Published in 2020 International Joint Conference on Neural Networks (IJCNN)

Summary Paper A examines the possibility of performing data collection, anno-
tation and training of object detectors using scale-models as the only
source of data. The data was collected to mimic the approach towards
the dump truck by the wheel-loader in the short-loading cycle. The
two object detectors used was YOLOv3 [7] and RetinaNet [38]. Both
models were then tested on data containing a real-world dump truck
where the data was collected in a similar fashion. The data that con-
tains the real dump truck was only used as test data hence the models
did not see this during training. The results indicate that using scale-
models to create the dataset used for training computer vision models
allows for quick and easy development, while the model’s knowledge
transfers to real vehicles with no additional training. However, the re-
sults also indicate that difficult material, such as glass, present unique
challenges.

Motivation This paper was an extension of the work done in Carl Borngrund’s mas-
ter thesis [56] and performed to examine the transferability of CNNs.

Contribution I performed the data collection, annotation and experiments. I wrote
the first draft of the paper. The problem formulation was defined by
Ulf Bodin together with Fredrik Sandin. The analysis was a collabo-
rative effort by all three authors.

Errata Reference 9 and 10 is the same paper. The recall, r, equation presented
on page 4 is incorrect. FP should be replaced with FN.
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3.2 Paper B

Title Deep-learning-based vision for earth-moving automation

Authors Carl Borngrund, Fredrik Sandin, Ulf Bodin

Published in Automation in Construction, Volume 133, 2022

Summary Paper B presents a survey of the current literature in terms of
Earth-moving machine automation using deep-learning-based vi-
sion. From the surveyed literature Paper B presents two knowledge
gaps were the first concerns loading of non-heterogeneous materials
and the second concerns navigation during loading and unloading.
The results seem to indicate that using data-driven approaches
to automate the short-loading cycle has a high potential for fur-
ther research in terms of productivity, adaptability, versatility, and
wear and tear. The results also seem to indicate that there is spe-
cial importance on sensors that allow the system to perceive the
environment through vision and detection of forces.

Motivation This paper was motivated by the lack of relevant surveys that
were tailored to the problem domain, together with the need for
knowledge gaps to continue the research.

Contribution I performed the literature review and wrote the first draft of the
paper. The scope, findings and analysis were discussed with both
Fredrik Sandin and Ulf Bodin.

Errata In section 7.2 first paragraph we state that Chen et al. [57] achieved
78% recall rate using k-NN, however, they achieved this recall rate
using SVM.
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3.3 Paper C

Title Semi-Automatic Video Frame Annotation for Construction Equipment
Automation Using Scale-Models

Authors Carl Borngrund, Tom Hammarkvist, Ulf Bodin, Fredrik Sandin

Published in IECON 2021 – 47th Annual Conference of the IEEE Industrial Elec-
tronics Society

Summary Paper C examines a possible way to mitigate one of the largest costs
associated with creating datasets that are used to train models in a
supervised manner. This is the cost of annotating the collected data.
Data were collected similarly to Paper A, mimicking the approach
of a wheel-loader towards the dump truck during the short-loading
cycle with scale-models. From this, we proposed a linear interpola-
tion technique to perform semi-automatic annotation of video data.
This is achieved by annotating frames in a set interval and interpo-
lating the frames in between. We examine different sizes between the
human-annotated frames by training a model, YOLOv3 [7], on the
different datasets. The results indicate that it is possible to decrease
the workload by 95% while retaining comparable performance (1-2%
mAP decrease).

Motivation This paper was motivated by challenges found during Paper A and a
need to increase the speed at which annotated data could be added to
a dataset.

Contribution I performed the analysis of the results from the experiments and wrote
the paper. I also, together with Tom Hammarkvist, formulated the
experimental setup. Data collection, data annotation and experi-
ments were performed by Tom Hammarkvist. Problem formulation
performed by Ulf Bodin and Fredrik Sandin.
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Chapter 4

Conclusion

The focus of the work reported in this thesis is to examine how machine vision tech-
nology can be used to facilitate the automation of the short-loading cycle from the point
of view of the wheel-loader.

This work is motivated by previous literature within the domain that discusses the
requirement of machine vision for a working solution, yet only a small amount of literature
has actively used machine vision to try to automate different work cycles. It is surprising
that so little work has been performed on machine vision in this domain since expert
operators rely on vision to perform the work cycles safely and efficiently. Furthermore,
machine vision is used in adjacent domains such as self-driving cars and UAVs. This
connects to the main hypothesis driving this work which is that because expert operator
heavily leverages their visual sensors to perform the short-loading cycle, any autonomous
earth-moving machine system must have similar capabilities to perform the short-loading
cycle at comparable performance and with the same safety concerns.

The appended papers present and discuss selected knowledge gaps and challenges
that exist within the domain of the short-loading cycle. The main knowledge gaps relate
to the loading of heterogeneous material and navigation during loading and unloading.
Furthermore, we show that it is possible to teach an object detector to detect a set of parts
of a real dump truck by training and validating the model with data containing only scale-
model replicas. Lastly, because of the annotation cost of the object detection dataset, we
examine the possibility to use linear interpolation to decrease the annotation workload,
while retaining comparable performance. We show that the annotation workload can be
decreased by 95% while only suffering a 1-2% mAP decrease for video data annotation.

4.1 Research Questions

In this section, the research questions are revisited and addressed using the appended
papers as the basis for said discussion.
Question 1: What are the challenges and knowledge gaps preventing automation of the
short-loading cycle?
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The main knowledge gaps relate to loading of heterogeneous material and navigation
during loading and unloading.

As discussed in Section 2.1.2 loading of fine homogeneous material has been per-
formed successfully using a set of different techniques, such as imitation learning and
reinforcement learning, in a wide range of different environments, such as simulation,
scale-models and real vehicles. However, the loading of non-fine heterogeneous material
such as blasted rock and cobbles has yet to be examined in the literature. During loading
of non-fine heterogeneous material, the interaction between the bucket and the pile can
be become complex depending on the material make up of the pile, together with the
specific element we want to extract out of the pile. For example, given a pile of boulders
mixed with fine material where the goal is to load the boulders into the bucket, the
interaction can become quite complex, especially if the boulder is hidden under the fine
material. To load a boulder into the bucket in such a situation, an expert operator has
to leverage a wide set of sensors to both see how the pile reacts to their actions and feel
how the vehicle reacts as a response to those actions.

Navigation during loading and unloading has, to a greater extend, been discussed
in the literature, however, this has mostly been rule-based solutions. The problems
associated with rule-based systems, more precisely the lack of versatile and adaptable
solutions, also manifests in the domain of the automation of the short-loading cycle. As
discussed, these rule-based systems suffer from low productivity as the time it takes to
complete a cycle is magnitudes longer for the said system compared to expert operators.
Many variables throughout the short-loading cycle can affect productivity such as the
trajectory chosen. When the expert operator chooses where to scoop from, they take
concepts such as the position of the dump truck, pile structure and make-up, and safety
into account. All of these choices then affects the trajectory between the pile and the
tipping body of the dump truck. The trajectory is also heavily dependent on the speed
that the vehicle can travel throughout as a higher engine speed translates to the faster
lifting of the bucket. This is important as we need to lift the bucket high enough to
make it over the lip of the tipping body without slowing down as that increases fuel
consumption and decreases productivity.

Furthermore, other challenges include the lack of available data, development directly
on heavy-duty machinery and the cost required for data annotation.

Question 2: How can computer vision aid in the automation of the short-loading cycle
and address the challenges identified in Question 1?
Computer vision sensors and techniques, especially cameras, can be used to extract high-
level information about the world around the vehicle without requiring some type of
interaction. Such high-level information includes finding parts of the dump truck that
may be used to facilitate navigation, detect dangerous situations, avoid collisions, and
understand pile structure before scooping for maximizing efficiency. As previously dis-
cussed, cameras are the sensor type that most closely mimics the visual system of humans
which expert operators relies on heavily during normal operations.

This means that computer vision techniques can be used to address multiple of the
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previously discussed challenges within the domain of the automation of the short-loading
cycle. For example, for the knowledge gap Navigation during loading and unloading,
computer vision sensors can be used to locate the dump truck, locate the tipping body,
minimize the trajectory, and facilitate the correct approach towards the dump truck.
Using computer vision sensors, rather than localization sensors, also ensures that the
solution can function in environments without, for example, reliable GPS signals, such
as underground mines.

It is important to note that computer vision techniques can be costly in both time
and resources as these techniques are often deep learning-based, which requires a high
amount of data and computational resources. This means that finding ways to create
efficient solutions, either new and affordable hardware or better software solutions, that
can address these issues is beneficial.

Some other, small challenges, has also been addressed within this work such as transfer
learning to decrease the dataset size required to train a model successfully. The lack of
available data by using scale-models. Lastly, the lack of annotated data, together with
the cost associated with annotation, by using semi-automatic annotation of video stream
data.

4.2 Ethical Considerations

The end goal of this work is to perform the short-loading cycle autonomously which
entails the use of computer vision sensors to have a system extract high-level information
from camera images and have the system make decisions based on this information.
Also, the short-loading cycle is currently performed by human operators using different
heavy-duty machinery.

These properties lead to a large and varied set of ethical considerations that we have
to be attentive to. Firstly, as mentioned, the objective of this work is to automate a
work cycle that humans are currently performing. A successful solution will be seen as a
technological leap but can, and will, have social consequences that cannot be overlooked.
It is difficult to argue that a successful solution will not lead to a decrease in the need
for human operators, especially if we consider other work cycles also being automated.
Inversely, as many work cycles are monotonous and dangerous, using an autonomous
system, rather than human operators, can also have a positive effect as this can decrease
the loss of human life.

Secondly, we are working with large construction vehicles that can exert a high amount
of force, which means that a mistake made by an autonomous system can have negative
consequences such as destruction of property, vehicular destruction, and the cost of hu-
man life. Also, it is unrealistic to believe that the use of autonomous systems will lead
to zero accidents. Because of this, we have to be tentative to every system architecture
decision made, especially in terms of safety and understand the limitations of said system.

Lastly, computer vision techniques have been used to perform both surveillance, in-
fringing on privacy, together with uses in military applications which has led to the loss
of life. It can be difficult to predict how the research in the machine vision domain will
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be used in unintended ways and an impossibility to not have it happen. Unfortunately,
the best that we as individual researchers can do in regard to this problem is to not
exacerbate these issues by actively choosing such a path.

We have also tried, to the best of our ability, to be considerate of high-level ethical
questions in research regarding plagiarism, corrections and the energy cost of training
deep learning models.

4.3 Reflections

The work presented in this thesis has focused on using computer vision sensors to examine
how and what type of information we can extract that could enable us to perform the
short-loading cycle autonomously. However, no attempt has been made to try to use
the extracted high-level information to perform some tasks. For example, extracting the
tipping body from camera images and then using the tipping bodies known position to
navigate towards it. Because of this, it is difficult to say whether or not extracting high-
level information from cameras is worth it compared to just using raw camera images as
input for some decision system. From literature in adjacent domains, both raw camera
images and extracted high-level information has been used, however, it is still unclear
what will lead to the best performing system.

Paper C together with Paper A shows that it is possible to train an object detector
to extract objects from a real dump truck using camera input, where the object detector
is trained on either a very small dataset containing scale-models or on a larger dataset
containing scale-models where most annotations were generated by interpolation. This
means that it is possible to transfer object detection knowledge from scale-models to
real vehicles at a reasonable work level. However, there exist many more properties that
need to be transferred successfully, such as vehicle properties, to show scale-models to
be a viable training environment for deep learning models. Scale-models require more
work than simulation and that work has to be worth it in terms of results. Simulation
does come with its own set of problems where it can be difficult to transfer, for example,
vision tasks to reality.

Most of the work presented in this thesis has relied on scale-models to test and validate
the hypothesis, where only a singular test has been on real vehicles. Unfortunately, this
shows some lack of real vehicle testing that could strengthen the results, especially for
Paper C, where now we refer to Paper A to hypothesize that the transfer between scale-
models and the real vehicle would still function.

4.4 Future Work

Based on the research questions examined and subsequent results, there exists a range
of possible future research directions.

1. Reinforcement learning for navigation - One of the research gaps found during
this work is to perform the navigation during loading and unloading autonomously.
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This entails steps 3 through 4 in the short-loading cycle. As previously discussed,
navigation during the short-loading cycle is vital for the efficiency of the work cycle.
As reinforcement learning [58, p. 1] is driven by a reward function where the goal
is to maximize the accumulated award over time, given a well-designed reward
function, we can directly embed a set of the metrics discussed in Section 2.4 in the
reward function. This will hopefully guide the model to learn how to perform said
navigation while also doing so in an efficient manner. Reinforcement learning does
however come with its own set of problems such as sample inefficiency which in turn
leads to a requirement to bootstrap the model, either by simulation, so-called gyms
[59], or expert examples. To be able to leverage simulation we need to overcome
problems such as the reality gap which affects sensors, vehicle mechanics and pile
mechanics.

2. World models to learn underlying structures - As mentioned, two large issues
that exist currently is that reinforcement learning is very sample inefficient and
that there exists a gap between simulated input and real-world input. There also
exists a set of hardware limitations of cameras that can be difficult to capture in
simulation, such as dynamic range, motion blur and aperture. To try to decrease
this gap, world models [60] can be used. World models rely on autoencoders [22,
p. 499] that, given an input, such as a camera, produces a more information-dense
representation, z. World models also leverage recurrent neural networks that allow
the model to predict the future step from, z. These two properties can then be
used to train a model using the predicted future step, hence allowing a model to
be trained to perform some task by internally simulated states, or ”dreams”.

3. Open-ended learning for generally capable agents - Although reinforcement
learning has been used to solve a wide range of tasks, generally agents are only
capable of solving a singular task in a singular environment. This is problematic in
this domain as there exists a large range of environment variables during the short-
loading cycle, and looking past that, many different work cycles. This is one issue
that Team et al. [61] has tried to solve by training agents on a wide range of tasks
within an ever-changing environment. This has shown good results in simulation,
however, it is unclear whether or not the techniques used can be transferred to
other simulation environments, or reality [62].

4. Point of attack for scooping of heterogeneous material - The other research
gap found in this research includes scooping of heterogeneous material. Loading of
homogeneous material has been studied previously, however, since there is a large
difference between the two materials, it is unclear to what degree it is possible to
use those to scoop heterogeneous material. Hence, the first hurdle to overcome
seems to be having a system that can detect a set of attack points of where to
scoop this material.
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[41] B. Frank, L. Skogh, and M. Alaküla, “On wheel loader fuel efficiency difference
due to operator behaviour distribution,” in 2nd Commercial Vehicle Technology
Symposium. Kaiserslautern, Germany, 2012, pp. 329–346, [Accessed: 2021-08-24].
[Online]. Available: https://lup.lub.lu.se/search/publication/2540066

[42] S. Dadhich, U. Bodin, F. Sandin, and U. Andersson, “From tele-remote operation
to semi-automated wheel-loader,” International Journal of Electrical and Electronic
Engineering and Telecommunications, vol. 7, no. 4, pp. pp. 178–182, 2018.

[43] J. Lu, Q. Bi, Y. Li, and X. Li, “Estimation of fill factor for earth-moving machines
based on 3d point clouds,” Measurement, vol. 165, p. 108114, 2020. [Online].
Available: https://www.sciencedirect.com/science/article/pii/S0263224120306527

https://www.sciencedirect.com/science/article/pii/S0925231218300158
https://physoc.onlinelibrary.wiley.com/doi/abs/10.1113/jphysiol.1959.sp006308
https://physoc.onlinelibrary.wiley.com/doi/abs/10.1113/jphysiol.1959.sp006308
https://arxiv.org/abs/1708.02002
https://doi.org/10.1145/2808194.2809481
https://lup.lub.lu.se/search/publication/2540066
https://www.sciencedirect.com/science/article/pii/S0263224120306527


References 37

[44] F. Y. Wang, J. Zhang, R. F. Sun, and F. Yu, “Analysis on the performance of wheel
loader in typical work cycle,” in Mechanical Engineering, Materials and Energy, ser.
Applied Mechanics and Materials, vol. 148. Trans Tech Publications Ltd, 3 2012,
pp. 526–529.

[45] V. Nezhadali and L. Eriksson, “Wheel loader optimal transients in the
short loading cycle,” IFAC Proceedings Volumes, vol. 47, no. 3, pp.
7917–7922, 2014, 19th IFAC World Congress. [Online]. Available: https:
//www.sciencedirect.com/science/article/pii/S1474667016428600

[46] A. A. Guggemos and A. Horvath, “Decision-support tool for assessing the envi-
ronmental effects of constructing commercial buildings,” Journal of Architectural
Engineering, vol. 12, no. 4, pp. 187–195, 2006.

[47] J. J. Andersson, “Carbon taxes and co2 emissions: Sweden as a case study,”
American Economic Journal: Economic Policy, vol. 11, no. 4, pp. 1–30,
November 2019. [Online]. Available: https://www.aeaweb.org/articles?id=10.1257/
pol.20170144

[48] W. Orabi, Y. Zhu, and G. Ozcan-Deniz, “Minimizing greenhouse gas emissions from
construction activities and processes,” in Construction Research Congress 2012:
Construction Challenges in a Flat World, 2012, pp. 1859–1868.

[49] H. Fan, “A critical review and analysis of construction equipment emission
factors,” Procedia Engineering, vol. 196, pp. 351–358, 2017, creative Construction
Conference 2017, CCC 2017, 19-22 June 2017, Primosten, Croatia. [Online].
Available: https://www.sciencedirect.com/science/article/pii/S1877705817330801

[50] P. Lewis, M. Leming, H. C. Frey, and W. Rasdorf, “Assessing effects of operational
efficiency on pollutant emissions of nonroad diesel construction equipment,” Trans-
portation Research Record, vol. 2233, no. 1, pp. 11–18, 2011.

[51] A. Lajunen, P. Sainio, L. Laurila, J. Pippuri-Mäkeläinen, and K. Tammi,
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Abstract

Machine vision is required by autonomous heavy construction equipment to navigate
and interact with the environment. Wheel loaders need the ability to identify different
objects and other equipment to perform the task of automatically loading and dumping
material on dump trucks, which can be achieved using deep neural networks. Training
such networks from scratch requires the iterative collection of potentially large amounts
of video data, which is challenging at construction sites because of the complexity of
safely operating heavy equipment in realistic environments. Transfer learning, for which
pretrained neural networks can be retrained for use at construction sites, is thus attrac-
tive, especially if data can be acquired without full-scale experiments. We investigate
the possibility of using scale-model data for training and validating two different pre-
trained networks and use real-world test data to examine their generalization capability.
A dataset containing 268 images of a 1:16 scale model of a Volvo A60H dump truck is
provided, as well as 64 test images of a full-size Volvo A25G dump truck. The code
and dataset are publicly available1. The networks, both pretrained on the MS-COCO
dataset, were fine-tuned to the created dataset, and the results indicate that both net-
works can learn the features of the scale-model dump truck (validation mAP of 0.82 for
YOLOv3 and 0.95 for RetinaNet). Both networks can transfer these learned features to
detect objects on a full-size dump truck with no additional training (test mAP of 0.70
for YOLOv3 and 0.79 for RetinaNet).

1 Introduction

Wheel loaders are multi-purpose vehicles often used to move materials from the ground
into the tipping body of a dump truck. Dump trucks are used to move large volumes
of materials from one place to another. For autonomous construction equipment to be
able to function in environments where autonomous vehicles are interacting with non-
autonomous vehicles and people, it is crucial that the autonomous vehicle is equipped
with a reliable visual system [2].

Systems for machine vision have been developed for autonomous driving, where vehi-
cles need to gain information from road signs, avoid obstacles and ensure that they stay

1The dataset can be found at [1]. The code can be found at https://github.com/phnk/yolov3 and
https://github.com/phnk/keras-retinanet
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on the road. Compared to autonomous construction equipment, the task of autonomous
vehicles on, for example, a highway is more passive, as the vehicle is not directly inter-
acting with the environment but rather navigating through it. Autonomous construction
equipment such as wheel loaders not only navigates through an environment but also
interacts with it by, for example, moving dirt around. This type of interaction makes the
automation of construction equipment challenging [3].

To perform tasks that require interaction, a visual system that relies on cameras as
the main sensor is needed [3]. One task in which operators rely on the visual system
is, for example, when determining the point of attack on a pile when filling the bucket
with material. The shape of the pile changes over time as material is removed, which
typically causes the best point of attack to be different even between two consecutive
scoops. Another example is when offloading material from the bucket to the tipping
body of the dump truck. A visual system is needed to detect how the material inside the
tipping body is positioned to decide where to offload the next bucket.

Compared to other types of visual sensors, such as radio detection and ranging
(RADAR) and light detection and ranging (LIDAR), cameras have the added benefit
of being relatively cheap sensors, and each frame contains a large amount of information.
Although cameras are less efficient than RADAR and LIDAR in detecting distances, they
are an attractive option for the automation of construction equipment due to their lower
cost, high resolution and ability to distinguish objects with different surface properties,
e.g., those made possible with deep neural networks.

The aim of this work is to investigate whether it is possible to use scale models in
the training of a deep neural network and to use the features learned during training to
detect the wheels, cab and tipping body of a full-size dump truck. When training such
networks using scale models, motivated by the simplicity of the experiments compared
to a full-scale approach, a key issue is how well the resulting network generalizes to
the real world. In this paper, we examine the generalization properties of two different
deep learning models by comparing the mean average precision (mAP) of YOLOv3 and
RetinaNet in scale-model and full-scale experiments.

When off-loading materials from the bucket of a wheel loader on to the tipping body
of a dump truck, it is vital that the network understands more about how the dump truck
is composed of its parts rather than seeing it as one entity. It is, for example, important
to understand where the tipping body and cab are located to make it possible for the
machine to dump materials into only the tipping body and avoid dumping material over
the cab. This property is especially important if autonomous vehicles are to interact with
human-driven load carriers.

Our results indicate that it is possible to use the features learned by a network pre-
trained on images containing scale-model construction equipment to detect the corre-
sponding objects on full-size construction equipment. However, we obtain different aver-
age precisions for the wheels, tipping body and cab and note that transfer learning from
the scale-model environment is more successful for scaled-down objects that more closely
resemble full-size objects.
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Table 1: Qualitative comparison of environments for development and validation of artificial
intelligence-based automation solutions for construction equipment. Here, we investigate the
generalization properties of deep neural networks for machine vision trained on a scale model.

Method Repeatability Generalization Cost Safety Execution time
Advanced simulations HIGH MEDIUM HIGH HIGH MEDIUM

Basic simulations HIGH LOW LOW HIGH SHORT
Scale models MEDIUM ? MEDIUM HIGH LONG

Reality LOW HIGH HIGH LOW LONG

2 Comparison of experimental environments

The process to automate earth-moving equipment can be divided in steps [3], including
assisted tele-operation and fully autonomous operation. In this process, many exper-
iments with heavy equipment partially and subsequently fully controlled by machine
learning models such as neural networks need to be carried out to develop potential so-
lutions and compare them in different environments. Thus, aspects such as the ability
to accurately repeated experiments, to what extent the results generalize to realistic op-
erational environments, the cost of the experiments, the safety and the execution time
are highly relevant metrics when performing the experiments. In Table 1, we qualita-
tively compare four different kinds of experimental environments from the perspectives of
advanced simulations, basic simulations, reality and scale models when used to develop
object detection features for the automation of construction equipment. Repeatability
determines to what extent an experiment can be repeated with the same result. Gen-
eralization refers to how well results generalize to realistic operational conditions. Cost
includes the amount of labour required by the experiment, as well as the cost of the
equipment and materials. Safety concerns the risks involved when performing experi-
ments, and the execution time deals with the experimental runtime. It should be noted
that these metrics are not independent of each other. For example, if the experiment is
dangerous, then the cost of maintaining constant oversight of the experiment will rise.

Real-world experiments offer the highest chance for good generalization, as these
experiments are conducted in the target environment. However, the environment has
properties that change over time, such as lightning and material properties, which af-
fect the visual appearance and dynamic properties of objects. Real-world experiments
also require constant supervision in case intervention is needed. To address this prob-
lem, different simulated environments are used to learn and generalize to the real world.
Recently, simulations have shown great progress in tasks, such as computer vision and
robotics tasks, where the aim was to perform simulation-to-real transfer [4, 5, 6, 7] using
high-end simulators [8, 9, 10]. It is easier to run experiments within a simulator than in
the real world. If a simulator exists for the use case, as it does for autonomous driving
[8], it is quite inexpensive to run experiments; however, if no such simulator exists, it is
quite a costly process to create one. To our knowledge, no simulator to test autonomous
construction equipment in the correct environment exists, which would mean that using
simulations to train a network in the described use case would require thes implementa-
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tion of such a simulator or try to use an autonomous vehicle simulator, both of which are
very time consuming. Different simulators have also managed, with varying success, to
simulate real-world properties such as sensor and kinetic properties [11]. Simulators are
also different in how advanced they are in how they deal with realistic graphics, physics
and decision making of agents [11]. A simulator that closely models real-world properties
usually has an increased execution time. Examples of this phenomenon are the difficulties
that exist when modelling bucket and pile interactions [12, 13].

As both simulation and real-world experiments have different strengths and weak-
nesses, we wanted to see if it was possible to use scale models to perform experiments
and then generalize what the network learned to the real world. The task of object de-
tection was used to test the viability of such a method, as object detection is important
in the given use case. Scale models in this case are scaled-down versions of different
construction equipment. When using scale models, the safety is high, but the execution
time is still long. How well the network generalizes to a full-size environment is what
this paper investigates.

3 Dataset

To investigate the possibility of using scale models of construction equipment for the
(initial) training of a machine vision system, data had to be collected and labelled.

3.1 Data collection

The training data were collected by using a remote-controlled (RC) wheel loader scale
model of comparable scale equipped with a Foxeer box camera [14] mounted on the cab.
The camera recorded in 1080 p/30 fps with all the other factory settings. The same
camera was used to collect the test data with full-size dump trucks.

A 1:16 scale model of a Volvo A60H dump truck was positioned in different environ-
ments, the RC wheel loader was driven towards the side of the dump truck at different
angles, and the approach was recorded. To add some variance to the training and valida-
tion sets, the data were collected in different environments and under different lightning
conditions. A few of these conditions can be seen in Fig. 1.

The dataset was created to encapsulate both a few different light conditions and a
few different ground materials. The lightning conditions were direct sunlight, indirect
sunlight and artificial light. The different ground conditions were snow, grass, gravel and
pavement. The tipping body of the dump truck and the bucket of the wheel loader were
also placed in both the down position and up position, as seen in Fig. 1.

The test videos, containing a full-size Volvo A25G dump truck, were collected in a
similar way, where a wheel loader was allowed to approach the dump truck from the side.
However, these data did not contain as much variety in the environments as the videos
were collected at the same place and at similar times of day.

The full-scale dump truck used is model A25G, whereas the scale-model dump truck
is of an older model: A60H. Using different models allows the object we are trying to
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a) b)

c) d)

Figure 1: A few example images from the training set on which the targets have been drawn. a)
The dump truck positioned indoors with an artificial light source. b) The dump truck positioned
on grass with direct sunlight. c) The dump truck positioned on snow in the shadow. d) The
bucket of the wheel loader blocks the view of two wheels.

classify to vary by different amounts. In this case, the wheels are similar, the tipping
body has small detail differences but still similar, and the cab has large differences, as
shown in Figs. 1 and 2.

The videos used to create the training and validation set were collected in [15]; how-
ever, because of inconsistencies in which frames were extracted from the videos and how
they were split into training and validation images, the dataset was recreated for this
paper. A few examples of images in the dataset can be seen in Fig. 1.

3.2 Dataset

The collected videos were split in such a way that no frames from one video could be
used for both training and validation. Each video frame was extracted at a rate of one
frame every two seconds to decrease the number of similar-looking frames in the dataset.
After the frames were extracted into training and validation images, the images were
labelled using the YOLOv3 label structure [16]. The test data were extracted from the
test videos and labelled in the same way. The dataset contained 268 training images, 90
validation images and 64 test images. A few examples of the training images can be seen
in 1. Only the central dump truck was labelled, and we assume that when we are looking
for wheels, cabs and tipping bodies, we are only looking for dump truck wheels, cabs and
tipping bodies. As neither vehicle in the background is a dump truck, all detections on
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Figure 2: Example of an image from the full-scale test data with a wheel loader that approaches
the dump truck from the side.

any of these vehicles will be treated as false positives.
From Fig. 1c and 1d, it is important to realize that the bucket of the wheel loader

can block the entire view of, for example, the back wheels. This realization is important,
as the bucket can block the direct view of the tipping body while offloading materials
from the bucket, which is a concern that needs to be addressed.

4 Experimental set-up

4.1 Networks

The networks used in these experiments were YOLOv3 [17] and RetinaNet [18]. Two
networks were chosen, not to compare them against each other but rather to make sure
that different networks can learn similar features. We felt that it was important to see
whether or not two completely different networks could learn and perform well to make
sure that the results are not dependent on a single network.

YOLOv3

YOLOv3 [17] is an object detector that was first introduced in 2015 [19] to show that it
was possible to achieve real-time performance while still maintaining high accuracy. As
the name alludes, YOLOv3 is the third version of YOLO, or You Only Look Once, which
has incrementally improved over the last few years. The implementation of YOLOv3
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used was that from [16], and it was implemented using PyTorch [20]. When training this
implementation on a dataset other than COCO [21], it is recommended by the author
to change the internal filters in YOLOv3 to match the number of classes in the dataset.
YOLOv3 uses Darknet-53 as its backbone network [22].

RetinaNet

The second network used was RetinaNet [18]. The aim of RetinaNet was to present a
one-stage detector that matches the current state-of-the-art performance of two-stage
detectors on the COCO dataset. This network was introduced after YOLO9000 (v2)
[22] in early 2018. The RetinaNet implementation used can be found at [23] and was
implemented using Keras [24]. No implementation changes were made to this network,
nor any configuration. RetinaNet uses ResNet-50 [25] as its backbone network.

4.2 Training set-up

When training both networks, the same hyperparameters were used where possible; how-
ever, no large changes were made to the implementation of either training schema, which
includes no changes to the optimizer, learning rate scheduler, loss function or the size of
the input images. The hyperparameters used during training for both networks were 500
epochs, a batch size of 1, 268 steps and a learning rate of 0.001. As there were 268 training
images in the dataset, using a batch size of 1 and 268 steps ensured that 1 epoch means
that we looked through the entire dataset only once. These are hyperparameters that
can be matched easily between the two networks, but as mentioned, hyperparameters
that would have required a lot of work were not changed. These differences are described
below. Both networks were pretrained on the COCO dataset and then fine-tuned on the
given dataset.

In this context, fine-tuning means that we let all weights be updated during the
training phase of both networks.

YOLOv3

YOLOv3 was trained on images with a width of 416 pixels and a height of 416 pixels
(the default size). We used the loss function defined in [19] and SGD as an optimizer
with a short burn-in phase at the start of training, which ramps up the learning rate
over the first 1000 iterations. This procedure was done to help keep the network from
diverging. To help the network generalize, a few augmentation techniques were utilized:
translation, rotation, shear, scaling, reflection, HSV saturation, HSV intensity and quality
degradation. The images were augmented at a rate of 50%, or in other words, every other
image was augmented in some way.

RetinaNet

RetinaNet was trained on images with a width of 1333 pixels and a height of 800 pixels
(the default size). The implemented RetinaNet [23] used the focal loss for the classi-



50 Paper A

fication loss and smooth l1 for the bounding box regression loss. RetinaNet used the
Adam optimizer and reduced the learning rate whenever the validation loss plateaued.
The augmentation techniques utilized in the implementation of RetinaNet were rotation,
translation, shearing, scaling, horizontal flipping and vertical flipping.

Another RetinaNet network was also trained on images of size 416x416 to see whether
it could match YOLOv3’s performance.

4.3 Testing set-up

The metrics used to measure how well the object detector was performing are the average
precision (AP), mean average precision (mAP) and inference time. AP and mAP are
used to measure how well the network performed, and the inference time is used to
determine whether the network can meet the real-time requirement of 0.033 seconds per
frame. The inference time was calculated by taking the average inference time of the
different networks when processing every frame of one test video containing the full-size
construction equipment. AP was calculated as described in [26], where the precision,

p, and the recall, r, were calculated by p =
TP

TP + FP
and r =

TP

TP + FP
. mAP was

calculated as the average over all the classes of AP values. Both networks used an
intersection-over-union (IoU) threshold of 0.50, confidence threshold of 0.55 and a non-
maximum suppression (NMS) threshold of 0.50. Examples of the test images can be seen
in Fig. 2.

Both networks’ test image input size was decreased incrementally to see how the two
networks perform in regards to mAP. The implementation of YOLOv3 required that
input images be a multiple of 32; thus, in every trial, the input image width and height
were both decreased by 32. RetinaNet, however, did not have such a limitation; the
width and height of the images in RetinaNet were decreased by 10% per trial, which
translates to a decrease in the width of b0.10 ∗ 1333c = 133 and a decrease in the height
of 80.

Images larger than the training images were not tested. For images smaller than the
input, we can simulate the fact that the objects we are trying to detect are farther away,
and we can obtain an understanding of how the networks will perform on smaller objects.

5 Results

As mentioned in Section 4.3, the metrics used in this paper are the inference time, AP
and mAP. Section 4.3 also discussed that both networks used an IoU threshold of 0.50, a
confidence threshold of 0.55 and an NMS threshold of 0.50. A few images with bounding
boxes from the two networks can be seen in Fig. 7. Both the training and inference tests
were conducted using an Nvidia 980 Ti [27]. The data collection and labelling procedures
are described in Sections 3.1 and 3.2, respectively. After training, the validation mAP
on images with the trained input size was 0.82 for YOLOv3 and 0.95 for RetinaNet.
RetinaNet, which was trained on 416x416 images, performed fine on the validation data
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Figure 3: YOLOv3 image scale vs the mean average precision. Each marker is a data point.
Here, an image scale of 1 denotes images with the default size of 416x416, and smaller scales
denote scaled-down images resulting in objects with lower resolution.
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Figure 4: RetinaNet image scale vs the mean average precision. Each marker is a data point.
Here, a scale of 1 denotes images of the default size of 1333x800, and smaller scales denote
scaled-down images.

but had a hard time transferring the knowledge to the test data. It reached an mAP of
0.72 on the validation set and 0.38 on the test set.

Table 2 shows the test results for both networks using the same size of input images as
those used during training. As RetinaNet is trained on larger images, it will take longer to
perform inference compared to YOLOv3. Both networks’ performances are comparable
to each other; however, RetinaNet has a larger difference between the precision and
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Table 2: Test results of the two networks for the default image sizes.
Network Size Precision Recall Wheel AP Cab AP Tipping body AP mAP Inference time
YOLOv3 416x416 0.74 0.77 0.83 0.59 0.67 0.70 0.029
RetinaNet 1333x800 0.80 0.49 0.89 0.29 0.93 0.79 0.098
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(a) YOLOv3 wheel AP val-
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(b) YOLOv3 tipping body
AP validation vs testing.
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(c) YOLOv3 cab AP valida-
tion vs testing.

Figure 5: Individual class AP for each class using YOLOv3. The AP is used as we are looking
at the performance per class.

recall. Table 2 indicates that both YOLOv3 and RetinaNet can transfer the features of
the wheels from a scale-model dump truck to a full-size dump truck. It also indicates
that transferring the features for the cab is very difficult for RetinaNet, while transferring
features about the tipping body is easier. YOLOv3 outperforms RetinaNet in detecting
the cab, while RetinaNet outperforms YOLOv3 in detecting the tipping body. Both
networks do, however, have a harder time finding the cab than any other part of the
dump truck. The low score in the cab class for RetinaNet may also explain why the
RetinaNet recall is so low. Figs. 5c and 6c reinforce the finding that both networks can
learn the features of the cab in the training images but have a hard time transferring
that knowledge to the full-size cab regardless of the input image size.

As discussed in Section 4.3, the width and height of the input images were decreased
incrementally for each data point. The values of the width and height were then divided
by the original size of the training images to be presented in Figs. 3, 4, 5 and 6, which
means that the image scale cannot be compared between the two networks, as they do
not mean that the networks have the same input size but rather that the input has been
decreased by the same percentage.

Both Figs. 4 and 3 show that both networks can learn the features in the training
set and use them to understand the test set, and the difference between the validation
mAP and test mAP is similar for both networks.

From Fig. 3, we can see that YOLOv3 always has decreased performance when the
input is down-scaled. However, from Fig. 4, the RetinaNet’s test mAP seems to start on
a plateau of an mAP of approximately 0.8 but drops off at a scale of 0.6 of the training
size. The RetinaNet validation mAP is always decreasing, however. The fact that the test
mAP for RetinaNet starts off plateauing indicates that an image decreased to 70% of the
size of the original input image will have minimal impact on RetinaNet’s performance.
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Figure 6: Individual class AP for each class using RetinaNet. The validation vs the test AP.

From Figs. 5a, 5b, 6a and 6b, we can see that both networks have similar performance
on the test data compared to the validation data for the wheel and tipping body classes.
From Figs. 5c and 6c, we can see that both networks have a large discrepancy between
the validation AP and test AP for the cab class. This discrepancy seems to be size
independent except for very small images where the performance is very low. YOLOv3
does, however, perform better on the cab class for the test images and decreases the
performance on the cab class similarly to the other classes in the dataset. RetinaNet
does not seem to be able to understand the features of the full-size cab regardless of the
input size.

As discussed in Section 4.3, if we consider reduced images as simulating smaller objects
in the images, we can see that the networks will perform much worse on smaller images,
as shown in Figs. 3 and 4. For example, if all the objects in the image are 40% smaller,
then RetinaNet will lose approximately 50% accuracy.

6 Discussion

Overall, both networks learned the features in the training set, performed well on the
validation set and could generalize the features learned during training to the test set,
which can be seen in Figs. 3 and 4. There was no class that was impossible for the
networks to learn on the scale-model dump truck during training. From Fig. 5, we can
see that YOLOv3 has a similar mAP for the wheel and tipping body class during both
validation and testing, while it performs much worse on detecting the cab class. Figs.
4 and 6 show that RetinaNet produces similar results, as it performs quite well on the
wheel and tipping body classes but has a much lower performance on the cab class.

From the inference examples in Fig. 7, we can see that neither network is perfect.
All 4 sub-figures contain false positives of some sort, while Figs. 7a and 1d both con-
tain false negatives. When the wheel loader is far away from the dump truck, all the
detected objects are very small. As seen from Figs. 3 and 3, both networks have a lower
performance when trying to find small objects.

Moreover, to be able to reach level (5) of automating earth-moving equipment as
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a) b)

c) d)

Figure 7: A few inference examples from both YOLOv3 and RetinaNet. a) Inference example
of RetinaNet where the network has difficulties detecting the cab class. b) Inference example of
RetinaNet where all the objects were correctly detected and classified. c) Inference example of
YOLOv3 where all dump truck objects were correctly detected and classified. One wheel of a
distant vehicle in the background is also detected. d) Inference example of YOLOv3 from very
far away. YOLOv3 has a hard time with smaller objects that are far away. A false negative
is in the cab class. There are two false positives: one in the tipping body class and one in the
wheel class.

described in Section 1, it is very important to understand what type of representation
a planning system needs from the perception system. Many papers use world models
[28], [29], [30] to describe the internal representation of all systems, which can help the
planning system perform. Systems other than the perception system on a wheel loader
could be all other perception systems on all the other vehicles, a mapping system or
other sensor information. These systems can all be fused to give the wheel loader a
better understanding of its surroundings and help the planning system perform well.

For example, when the wheel loader is far away but has the bucket filled with ma-
terial, it is still critical that the networks can identify the dump truck that is ready for
the material and ignore other vehicles that exist in the background. To address this
problem, we could take inspiration from the human visual system where humans have
good resolution on the focal point, which allows for more resources to be used to process
what is near the focal point.

Another example might be that once the wheel loader is close to the correct dump
truck, it is vital that the networks can correctly identify both the cab and the tipping
body, as dumping materials over the cab can result in serious bodily harm or death to
the driver of the dump truck. To combat this problem, the system could use other high-
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level information about dump trucks, such as the two back wheels being always above
the tipping body to help the system reassure itself that it is in fact performing a safe
unloading of materials into the tipping body.

As both networks perform well on the cab during validation but poorly during testing,
as seen in Figs. 5c and 6c, it leads us to believe that we do not have enough training and
validation data, the training and validation data do not contain enough variance or that
the differences in the cab between the scale-model as seen in Figs. 1 and 2 are too large.
We assume that these hypotheses are true, but we cannot confirm them as there exists
no exact scale-model copy of the A25G dump truck. Another reason why the wheels are
easy to detect while the cab is difficult to detect might be because the wheels are very
distinct and look similar regardless of the lighting conditions or approach angle, while
the look of the cab changes considerably when the lighting conditions and approach angle
change. The cab is also quite different between the scale-model and the full-size dump
truck, where the plastic of the scale-model dump truck does not reflect light in the same
way as the windows of the full-size dump truck.

From Figs. 6a and 6b, we can see that RetinaNet performs better on the test data
than the validation data for some image scales. As the tipping body can be in an up
position, as shown in Fig. 1a, the validation data add more complexity to both the
tipping body and the wheels. The wheel class becomes harder to recognize because it is
now possible to see the wheels behind the tipping body.

7 Conclusion and Future work

As mentioned in Sections 1 and 2, working with large construction equipment is an expen-
sive and time-consuming process. Simulations have their own drawbacks, and it can be
difficult to properly model camera or kinetic processes. In this paper, we tried to deter-
mine whether using scale models for training and testing on real construction equipment
could fill this gap. Two different pretrained object detection networks, YOLOv3 [17]
and RetinaNet [18], were trained and evaluated on a labelled dataset including images
of both scale-model and full-size construction equipment. The training and validation
sets contained images of scale-model construction equipment, and the test set contained
images of full-size construction equipment. The results indicate that it is possible to
use the features learned by the networks during training and transfer them to test data
with no additional training. The results also indicate that objects that are more similar
between the scale-model and full-size dump truck are easier than objects that are very
different. The generalization score for the scale models as described in Table 1 would
thus be medium. YOLOv3 reached a validation mAP of 0.82 and a test mAP of 0.70,
while RetinaNet reached a validation mAP of 0.95 and a test mAP of 0.79.

The results obtained in this work pave the way for continued work on studying the
use of scale models for the development of AI solutions for the autonomous operation of
construction equipment. Our goal is to investigate whether and how scale models can be
used for the development of a navigation system that uses camera-based machine vision
to autonomously navigate the wheel loader towards the dump truck tipping body and
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correctly position it for offloading materials in construction environments.
Future work should investigate kinetic property transfer, as the scale models weigh

much less than the real construction equipment, which will help contribute to the larger
goal of this paper.
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F. d'Alché-Buc, E. Fox, and R. Garnett, Eds. Curran Associates, Inc., 2019, pp.
8024–8035.

http://foxeer.com/Foxeer-4K-Box-Action-Camera-SuperVision-g-22
http://foxeer.com/Foxeer-4K-Box-Action-Camera-SuperVision-g-22
https://doi.org/10.5281/zenodo.2672652


58

[21] T.-Y. Lin, M. Maire, S. Belongie, J. Hays, P. Perona, D. Ramanan, P. Dollár, and
C. L. Zitnick, “Microsoft coco: Common objects in context,” in Computer Vision
– ECCV 2014, D. Fleet, T. Pajdla, B. Schiele, and T. Tuytelaars, Eds. Cham:
Springer International Publishing, 2014, pp. 740–755.

[22] J. Redmon and A. Farhadi, “Yolo9000: Better, faster, stronger,” in 2017 IEEE
Conference on Computer Vision and Pattern Recognition (CVPR), 2017, pp. 6517–
6525.

[23] H. Gaiser, M. de Vries, V. Lacatusu, vcarpani, A. Williamson, E. Liscio, András,
Y. Henon, jjiun, C. Gratie, M. Morariu, C. Ye, M. Zlocha, B. Weinstein, R. M.
de Andrade, P. Conceição, A. Pacha, hannesedvartsen, D. Shahrokhian, W. Fang,
M. Clark, meagerYak, I. Jordal, M. V. Sande, Jin, Etienne-Meunier, A. Grigorev,
G. Erhard, E. Ramos, and D. Dowling, “fizyr/keras-retinanet 0.5.1,” Jun. 2019.
[Online]. Available: https://doi.org/10.5281/zenodo.3250670

[24] F. Chollet et al., “Keras,” https://keras.io, 2015.

[25] K. He, X. Zhang, S. Ren, and J. Sun, “Deep residual learning for image recognition,”
in 2016 IEEE Conference on Computer Vision and Pattern Recognition (CVPR),
2016, pp. 770–778.

[26] M. Zhu, “Recall, precision and average precision,” p. 11, 09 2004.

[27] “nvidia geforce gtx 980 ti,” https://www.nvidia.com/en-us/geforce/900-series/, ac-
cessed: 2019-12-16.

[28] S. Balakirsky and A. Lacaze, “World modeling and behavior generation for au-
tonomous ground vehicle,” in Proceedings 2000 ICRA. Millennium Conference.
IEEE International Conference on Robotics and Automation. Symposia Proceedings
(Cat. No.00CH37065), vol. 2, April 2000, pp. 1201–1206 vol.2.

[29] A. Kelly, A. Stentz, O. Amidi, M. Bode, D. M. Bradley, A. Diaz-Calderon, M. Hap-
pold, H. Herman, R. Mandelbaum, T. Pilarski, P. Rander, S. Thayer, N. Vallidis,
and R. Warner, “Toward reliable off road autonomous vehicles operating in chal-
lenging environments,” The International Journal of Robotics Research, vol. 25, pp.
449 – 483, 2004.

[30] T. H. Hong, M. Abrams, T. Chang, and M. Shneier, “An intelligent world model for
autonomous off-road driving,” Computer Vision and Image Understanding, Hook,
S. Aster Spectral Library., 2000.

https://doi.org/10.5281/zenodo.3250670
https://keras.io
https://www.nvidia.com/en-us/geforce/900-series/


Paper B

Deep-learning-based vision for
earth-moving automation

Authors:
Carl Borngrund, Fredrik Sandin and Ulf Bodin

Reformatted version of paper originally published in:
Automation in Construction, Volume 133, 2022

© 2022, Elsevier, Reprinted with permission.

59



60



Deep-Learning-Based Vision for Earth-Moving

Automation

Carl Borngrund, Fredrik Sandin and Ulf Bodin

Abstract

Earth-moving machines are heavy-duty vehicles designed for construction operations
involving earthworks. The tasks performed by such machines typically involve navigation
and interaction with materials such as soil, gravel, and blasted rock. Skilled operators
use a combination of visual, sound, tactile and possibly motion feedback to perform tasks
efficiently. We survey the literature in this research area and analyse the relative impor-
tance of different sensor system modalities focusing on deep-learning-based vision and
automation for the short-cycle loading task. This is a common and repetitive task that
is attractive to automate. The analysis indicates that computer vision, in combination
with onboard sensors, is more critical than coordinate-based positioning. Furthermore,
we find that data-driven approaches, in general, have high potential in terms of pro-
ductivity, adaptability, versatility and wear and tear with respect to automation system
solutions. The main knowledge gaps identified relate to loading non-fine heterogeneous
material and navigation during loading and unloading.

1 Introduction

Earth-moving machines are heavy-duty machinery used in a wide range of different in-
dustries to perform vital industry-specific tasks [1]. Examples of such vehicles are wheel
loaders, dump trucks, excavators and tractors. In the construction industry, wheel load-
ers, together with dump trucks, are used to perform the short-cycle loading task. This is
a task where the wheel loader picks up material from a nearby pile and then dumps that
material into the tipping body of a dump truck [2]; this is a very repetitive task that is
attractive to automate. To perform the short-cycle loading task efficiently, expert oper-
ators leverage their sensory inputs, such as sound, touch and, most importantly, vision
[3]. Vision is used by the expert operator to obtain a better understanding of the world
around the vehicle and uses this understanding to make decisions in real-time [4].

The use of computer vision inputs for the automation of wheel loaders has received
limited attention in the past, although such inputs are extensively studied for autonomous
driving on public roads and many other applications [5, 6, 7]. This motivates us to
survey recent research in this area to identify the subtasks of short-cycle loading for
which computer vision has the most potential compared to other sensory inputs and to
identify the main research gaps.
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The importance of vision for the expert operator when performing the short-cycle
loading task means that a system requires similar capabilities to do the same task. Simi-
larly, animals all across the world rely on vision-based systems to survive because of how
flexible the system is and how many tasks can be solved using vision. Hence, computer
vision aims to extract high-level information from sensor data, such as Light detection
and ranging (LIDAR) data or video streams. This high-level information is used to ac-
quire the context of a given scene and use this context to make decisions. Computer
vision has historically relied on handwritten features by using algorithms such as SIFT
[8]. However, since the feature spaces are very large for many computer vision tasks, it
has become increasingly common to utilize a data-driven approach instead, such as deep
learning, to process the input data [9].

Deep learning is an approach where a system is taught how to perform a given task
using data. Such data-driven approaches have shown great promise in applications where
solutions that rely on handwritten rules have had difficulties in the past, usually because
the state space or input space is too large to cover using handwritten rules. Examples
of applications include finding contamination in the lubricant of bearings [10], junction
detection in subterranean environments [11] and solving a Rubik’s cube by learning only
from simulations [12].

The automation of earth-moving machines is valuable to these industries, as it will
hopefully bring three benefits: cost reduction, safety and productivity [13]. The tasks
that are performed by human operators utilizing these types of vehicles, such as the short-
cycle loading task, are often repetitive and are performed over long periods, leading
to operator fatigue. Fatigue often leads to lower awareness, which in turn leads to
lower productivity and less consideration for safety. Given that a machine is capable of
performing repetitive tasks with no supervision, the cost-benefit would be immense, as
there would no longer be a need for a human to supervise the machine or to operate the
machine.

Dadhich et al. [4] divided the short-cycle loading problem into 6 different steps, where
they all had specific strategies attached to them. These 6 steps were as follows: Approach
the pile, Loading, Retract from the pile, Approach the dumper, Dumping, and Retract
from the dumper. An overview of the short-cycle loading process is visualized in Figure
1. Because of the repetitive nature of the short-cycle loading task, together with the
possibility of dividing the task into steps and strategies, the high automation potential
of the short-cycle loading task was demonstrated.

Currently, the vast majority of all construction equipment is human-operated. The
doctoral thesis by Dadhich [13] divided the progression of automation with respect to
wheel loaders into five different phases. These five phases are (1) manual operation,
(2) in-sight teleoperation, (3) tele-remote operation, (4) assisted tele-remote operation
and (5) fully autonomous operation. Dadhich [13] concluded that the current research
solutions fall between (3) and (4).

Most of the previous work on the automation of the short-cycle loading task utilizing
data-driven approaches has relied on onboard sensors to perform tasks such as scooping
and material classification. However, onboard sensors alone cannot be used to solve the
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Figure 1: Overview of the short-cycle loading process.

short-cycle loading task, and complementary sensors are required [14]. Computer vision
sensors, most notably cameras, could allow the system to obtain a deeper understanding
of its surroundings, similar to how an expert operator utilizes its visual system. In
addition, computer vision sensors would allow the system to be able to detect dangerous
situations, and it could make assumptions about the world without having to interact
with it.

Dadhich et al. [4] identified vision-based systems as key sensory inputs during remote
operation and for the automation of earth-moving machines. However, their importance
in the different short-cycle loading steps remains unanswered. Moreover, further analysis
of the potential of rule-based and data-driven approaches is not available in the literature
for this type of application. In this regard, there is a need to understand what types of
tasks can be automated in the near future using domain knowledge. Which tasks allow
for the possible reuse of knowledge and methods from adjacent areas such as self-driving
cars on public roads? Finally, what types of tasks require new knowledge before they
can be automated?

This paper contributes to an analysis of how deep learning-based vision can be used,
together with other types of sensors, to automate the short-cycle loading process. From
this analysis, there seems to be particularly high importance for sensors that allow the
system to detect the environment using vision sensors, control the tool and detect forces
rather than position itself. Furthermore, a comparison between rule-based and data-
driven approaches seems to indicate that data-driven approaches have high potential in
terms of productivity, adaptability, versatility and wear and tear. The main knowledge
gaps identified in the paper relate to the use of vision sensors for the loading of hetero-
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geneous material, such as blasted rock, and navigation during loading and unloading
In particular, the following gaps discussed in detail in Section. 9 has been identified:

• Loading of non-homogeneous materials: This is a highly complex problem compared
to loading of fine homogeneous material where vision has a much larger impact.

• Navigation during loading and unloading: The navigation steps of the short-loading
cycle are very important for the overall performance and choices made during nav-
igation effects all other steps.

A longer description and motivation for these knowledge gaps can be found in Section.
9.

The paper is structured as follows: Section 2 defines the problem of the short-cycle
loading task, where previously published studies are used to motivate the importance of
computer vision. In Section 3, we analyse the problem with regard to both technical and
environmental challenges. Section 4 discusses the methodology used to find and screen for
relevant literature. Section 5 describes the two main types of system architectures that
are used within this domain and adjacent domains. Section 6 discusses different metrics
that can be used to measure how well a system performs the short-cycle loading task,
but these metrics can also be used to measure how well the system can be generalized
to other situations. In Section 7, the current literature is surveyed by looking at both
rule-based and data-driven approaches. In Section 8, the literature is analysed from three
different perspectives. In Section 9, the found knowledge gaps are defined, and finally,
Section 10, concludes the paper.

2 Problem Definition

From the large amount of available autonomous vehicle studies, it is fair to say that the
domain of autonomous earth-moving machines is a quite small domain in comparison
to, for example, self-driving cars. This makes it especially important to understand how
we can use research conducted for other types of autonomous vehicles and understand
where they fundamentally differ. The self-driving car industry seems to indicate that
changes to fully autonomous vehicles will be incremental, as some tasks, such as lane-
keeping assistance, are being automated before others. The development process will
probably look similar in the domain of automation for the short-cycle loading task. This
type of interaction between humans and machines will put extra operation and safety
requirements on the system to assure trust in the autonomous system [15]. To achieve
fully autonomous construction equipment, we need to examine the different interactions
that are involved in the system, regardless of the system architecture utilized.

Before describing the individual steps of the short-loading cycle, a short overview of
how a wheel-loader function is important. A longer description is presented in Section.
5.1.

Wheel-loaders are divided up into two main parts, a front end and a rear end, which
are connected by a bearing. The rear end holds the engine, cab and counterweight, while
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the front end holds the lifting frame and bucket. In a standard combustion wheel-loader,
all actions are coupled with the current engine speed. For example, the speed that an
expert operator can lift the bucket is directly coupled with the current engine speed.
This makes the engine speed very important for the optimization of the trajectory as
that will dictate how fast it is possible to lift the bucket high enough to get past the lip
of the tipping body.

As mentioned in Section 1, the short-cycle loading task can be divided into 6 different
steps [4], which all have different strategies. Figure 1 shows an overview of the short-
loading cycle, where the short-loading cycle has been divided into 6 steps.

In the first step (step 1) the operator decides on where to scoop from and how to
approach the chosen scooping spot.

The second step (step 2) revolves around filling the bucket with the material which the
pile is comprised of. Depending on what type of material the pile consists of, the expert
operator might have to change strategies during loading to maintain high efficiency.

After the bucket has been filled, the operator needs to understand the wheel-loader’s
relative position compared to the dump truck, reverse from the pile, turn and end up in
a position where the wheel-loader is ready to approach the dump truck (step 3). This
step is important for the overall efficiency of the cycle. If the trajectory from the pile to
the reversal point is too long or too far from the dump truck, the wheel-loader is both
using extra fuel and the time for each cycle increases. The trajectory should also be as
close to the dump truck as possible to minimize the trajectory’s length.

Once the third step has been completed, the operator manoeuvres the wheel-loader
towards the dump truck while lifting the boom (step 4). It is important that be boom
is lifted fast enough so that the wheel-loader does not decrease speed while approaching
the dump truck. This is because decreasing speed is similar to increasing the trajectory
length, it decreases the efficiency of the cycle. The expert operator also makes sure that
the vehicle is approaching the dump truck at a correct angle and position to minimize
spillage and simplifying later sub-cycles.

The fifth step has the operator off-load the material which is in the bucket while
minimizing spillage. During the fifth step, the operator can do some fine-tuning of where
the material is being dumped, however, if the operator is required to reverse before
dumping the efficiency suffers.

Lastly, the operator reverses from the dump truck while trying to identify the next
point of attack of the pile and by lowering the bucket making the wheel-loader ready for
the next sub-cycle (step 6).

If the tipping body is full, the dump truck leaves to offload the material elsewhere.
Meanwhile an expert operator ”cleans” the area to make it easier to perform the short-
loading cycle once the dump truck arrives again, however, this task is highly complex
and not in scope for this work. In this work, we are focusing on a single short-loading
cycle.

Table 1 shows the importance of computer vision for each strategy and tries to cate-
gorize each strategy to find overlap.

As filling a tipping body fully with material involves completing the short-cycle load-
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Steps and strategy
CV
importance?

Motivation Categories

1. Approach to the pile
1.1. Locate the best loading spot. High Material cannot communicate. Domain-specific task understanding.
1.2. Navigate to the loading spot safely and efficiently. Medium Can be done with GPS + tags. Navigation problem.
1.3. Place the bucket in the correct position for loading. Low Onboard sensors [13] Actuator movements.

2. Loading
2.1a. Using the sensor input, run the control algorithm
for loading of fine homogeneous materials.

Low Onboard sensors with homogeneous material Actuator movements.

2.1b. Using the sensor input, run the control algorithm
for loading of heterogeneous materials.

High Large heterogeneous materials require CV Actuator movements.

2.2a. Adjust the load in the bucket to prevent spillage
of fine homogeneous materials.

Low Onboard sensors Actuator movements.

2.2b. Adjust the load in the bucket to prevent spillage
of heterogeneous materials.

High Large heterogeneous materials require CV Actuator movements.

3. Retract from the pile
3.1. Locate the pose of the dumper. Medium Can be communicated by the dumper. Pose detection problem.
3.2. Identify a good target location for reversing. Medium Can be done with GPS + tags. Navigation problem.
3.3. Reverse in a safe way, avoiding any obstacles. Medium Can be done with GPS + tags. Navigation problem.

4. Approach the dumper
4.1. Navigate to the dumper safely and efficiently. Medium Can be done with GPS + tags Navigation problem.
4.2. Fine-tune navigation to assure alignment High Material cannot communicate. Navigation problem.
4.3. Prepare the boom and bucket for dumping. Low Already in position Actuator movements.

5. Dumping
5.1. Ensure that the alignment is as desired. High Material cannot communicate. Navigation problem.
5.2. Activate the boom and bucket for dumping. Low Already in position. Actuator movements.

6. Retract from the dumper
6.1 Locate a reversal point. Medium Can be done with GPS + tags. Navigation problem.
6.2. Reverse in a safe way, avoiding any obstacles. Medium Can be done with GPS + tags. Navigation problem.
6.3. Lower the boom and bucket for the next cycle. Low Onboard sensors Actuator movements.

Table 1: Table based on Dadhich et al. [4]. The importance of computer vision for each strategy
is measured from low to high. If the importance of computer vision is high, it is a requirement
to perform the strategy. If the importance is medium, it is not required but can be highly
advantageous. If it is low, there is no advantage to using CV. Each strategy is also categorized
to see the overlap.

ing task multiple times, the importance of computer vision changes over time for individ-
ual steps. For example, steps 4.2 and 5.1 have high computer vision importance; however,
this importance increases over time. This is because the way in which material is dumped
into the tipping body when it is empty does not matter much for efficiency and spillage;
however, as more buckets are dumped into the tipping body, poorer planning will affect
these metrics.

Similarly, the importance of computer vision for loading (2.1 and 2.2) changes de-
pending on the type of material the pile consists of. For example, if the wheel loader
loads fine homogeneous material into its bucket, utilizing onboard sensors yields good
results, as shown in Dadhich et al. [16], while also demonstrating the importance of on-
board sensors. In contrast, when loading large heterogeneous materials, such as large
boulders, computer vision has high importance. This is because it is important for the
system to see what shape the boulders have to load them most efficiently into the bucket
of the wheel loader.

Because of this cooperation between sensors during the short-cycle loading process,
Figure 2 shows a qualitative analysis of the sensor importance at each step. Computer
vision sensors include sensors such as cameras, radar and LIDAR. Positioning sensors
include sensors such as GPS. Finally, onboard sensors include sensors such as pressure
and velocity sensors.

Figure 2 shows that localization sensors are not vital during the short-cycle loading
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Figure 2: Qualitative analysis of the sensor importance at each step defined in Table 1.

process because, for this task specifically, no long-distance travel is needed. All infor-
mation that the system would need about the world is directly around it. Figure 2 also
shows that the most important sensor changes depend on what the current step is. This
means that there will always be interplay between the computer vision sensors and the
onboard sensors; hence, both types of inputs are vital for completing the short-cycle
loading process and should be taken into account. Because the most important sensor
changes depend on which step the system is currently in, there is a possibility of granting
additional execution power to the most relevant parts that utilize the information of the
current sensor. This could, for example, allow for a lower energy footprint over time or
allow for the usage of deeper models, as the processing capabilities can be prioritized for
different systems during specific steps.

2.1 Motivation for the Importance of Computer Vision

As seen in Table 1, the strategies that have a low reliance on computer vision are strate-
gies that either relies on actuator movement or use different types of onboard sensors.
Computer vision allows the vehicle to reach this state, but once it is in the state and
ready to perform the strategy, computer vision has very little importance.

Strategies that have medium reliance on computer vision are strategies where com-
puter vision can be helpful but that can be solved using other techniques. For example,
strategy 1.2 in the first step can greatly benefit from using computer vision during nav-
igation, but this strategy can be solved using high-definition maps together with very
precise GPS and tags on all vehicles and workers that send information to each other in
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real-time.
The strategies that require computer vision to be performed are those where the vehi-

cle must possess an understanding of the world to interact with it, and this understanding
cannot come from communication. To perform strategy 1 in step 1, it is imperative that
the vehicle understands what type of material the pile consists of and what shape the
pile is. Loading large boulders into the bucket is much different from loading fine, ho-
mogeneous material into the bucket. In the strategies where the importance of computer
vision is medium, the other actors can communicate what the wheel-loader is trying to
see, but that is not possible for the pile to do; hence, computer vision is required.

Then, to continue performing strategy 4.2, the vehicle needs to see the dump truck,
the tipping body and the material inside the tipping body, given that the short-cycle
loading process has been performed enough times such that there is enough material in
the tipping body to be able to fine-tune the navigation towards the tipping body. This
fine-tuning also changes depending on what material is in the tipping body.

3 Problem Analysis

The challenges surrounding the automation of short-cycle loading can be categorized into
two main groups: environmental challenges and technical challenges. Environmental chal-
lenges describe challenges existing in the environment that both an expert operator and
the system must understand. An example is understanding the pile properties. Techni-
cal challenges describe challenges that exist in the system itself, as well as engineering
challenges.

3.1 Environmental Challenges

One of the main difficulties in the environment during short-cycle loading is recognizing
the properties of the pile. These properties change rapidly and unpredictably when
something interacts with the pile. This can occur when additional material is added
to the pile or material is taken out of the pile. This type of behaviour is very difficult
to model because of the forces exerted by the pile on itself [4]. These types of forces
also make it very difficult to model how the pile will change during the scooping of the
material. Deciding the best point of attack is not trivial even for an experienced operator
[17].

Not only do the pile properties change depending on the amount of material in the
pile, but they also change depending on the type of material in the pile and the weather
conditions. If the material is very fine, it has very different properties than those of a
pile comprised of large boulders. Similarly, a material that can absorb water will have
very different properties depending on how cold or humid it is.

The environment also contains other static and dynamic objects that all bring different
challenges. Examples of static objects are buildings and infrastructure, which very rarely,
or never, move positions. Examples of dynamic objects are vehicles, humans and other
piles of material. These dynamic objects change positions or shapes very quickly, and
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their movements are never predefined. These types of objects can also perform irrational
movements. This can make it very difficult to predict the trajectory and intent of a given
actor.

The difficulty of modelling a pile of material is not limited to the pile from which
we are loading; it is also a problem for a pile that is being created in the tipping body
of the dump truck. The order in which the material is loaded into the tipping body to
maximize the load is highly dependent on the type of material.

3.2 Technical Challenges

The technical challenges that exist when working on such a complex system are extensive,
as many different subsystems are interacting with each other. Examples of this are sensors
that need to interact with the software solution, and this needs to work seamlessly. There
are also hard time constraints on the system, where it needs to be able to produce an
output from the given input before the next input is provided. For example, using a
camera that is sampling at 30 Hz, the entire execution cycle from the image input to the
control output needs to finish within approximately 33 ms.

This type of hard execution time requirement makes the choice of hardware very
important, as the better the hardware used is, the faster the executions are. These chal-
lenges also extend to the sensors used. For example, cameras provide very similar inputs
to those of human eyes; however, cameras are very resolution intensive and can have
difficulties predicting depth. This makes the choice of sensor or sensors very important,
as different sensors come with different trade-offs. It is also important to understand
which sensors are important to leverage at what times.

Last, there is a major lack of available data in this domain, making it a requirement
to look for solutions that do not rely on a large amount of data to be able to function.

4 Methodology

The methodology for this study was divided into four steps: The first step was to define
keywords that could be used to identify relevant literature. These keywords were parts
of three different sets, which were: hardware-specific keywords, context-specific keywords
and metric specific keywords.

The hardware-specific keywords are keywords that could be used to limit the search
results to earth moving machines, the construction industry and the short-loading cycle.
Examples of such keywords were ”Earth-moving machines”, ”Wheel-loader”, ”construc-
tion equipment” and ”Short-loading cycle”. There was no need to fully focus on the
automation of the short-loading cycle process as the domain is quite small and there is
a lot of overlap between the short-loading cycle and other tasks within the construction
industry. The context-specific keywords were used to find literature that exists within
the context of automation of the short-loading cycle and the subtasks therein. Examples
of such keywords were ”Automation”, ”Autonomous”, ”Computer vision”, ”Perception”,
”Localization” and ”Trajectory planning”. The metric specific keywords were used to
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identify which metrics are used in the literature to measure how well a proposed solution
is performing compared to either expert operators or other autonomous systems. Ex-
amples of such keywords were ”Productivity”, ”Environmental impact”, ”Safety”, and
”Fuel efficiency”.

The second step was to use these keywords to search for literature that should be taken
into consideration. To limit the search results a mix of keywords were used together with
academic search engines that support Boolean algebra tags, such as ”AND”, ”OR” and
”NOT”.

The third step was to screen the literature collected in step 2) for relevance and
subsequent inclusion. The screening process consisted of reading the abstract, reading
the conclusion and if the work was deemed relevant, the entire article was read. This
resulted in a set of relevant work that laid the foundation for this survey and gap analysis.

The fourth step was to perform both backwards and forward searches on the set
of literature collected in step 3. This reduces the probability that a large amount of
important and relevant work was missed from the set of keywords used. Similarly to step
3, the same screening process was used for the collected literature which resulted from
the backwards and forward searches.

5 Architectures of Learning-Based Solutions for Au-

tonomous Construction Equipment

Generally, there are two architectural ideas that are discussed in the literature. The first
is to create modules that are responsible for different subtasks, and the second is to use
an end-to-end architecture to try to solve the entire problem using one large network.
This is not to say that these are the only two system architectures; they are, however,
the most discussed setups in the literature.

5.1 Wheel-loader Capabilities

Before discussing the learning-based architectures, a small introduction to how a wheel-
loader functions, hardware-wise, is needed. Wheel-loaders are heavy-duty machinery
often used within the construction industry to move smaller amounts of material from
one place to another. This includes both moving material from a pile to another pile
or loading material from a pile into a tipping body. Wheel-loaders are divided into two
parts, a front end and a rear end which are connected by a bearing [13]. The rear end
holds the engine together with a counter-weight which exists to increase the stability of
the wheel-loader while the bucket is filled with material. The front end consists of the
lifting frame and bucket, together with the tilt and lift cylinders [18].

The standard wheel-loader is driven by a combustion engine which power is divided
between the powertrain and hydraulic powertrain [19]. This means that all actions (steer-
ing, lift, tilt and acceleration) are coupled with the current power which the combustion
engine provides. The powertrain drives the wheel-loaders velocity, while the hydraulic
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powertrain drives the tilt cylinder, lift cylinder and steering cylinder.

The bucket capacity of a wheel-loader can reach up to 52.3 m3 with a maximum
payload weight of 54431 kg [20]. The ISO-14688 standard categorises different types of
soils into groups dependant on the particle sizes [21]. Each group consists of a range
of the particle size, ps, which is measured in mm. The three soil groups are: fine soil
(0 ≤ ps ≤ 0.063), coarse soil (0.063 < ps ≤ 63) and very coarse soil (63 < ps). In
each group there are different types of soil, such as clay, silt, sand boulders and large
boulders. A wheel-loader has no difficulties loading all types of soil, with the exception of
very large boulders that will not fit in the bucket. However, the amount of material that
can be loaded at once depends on the maximum payload of the specific wheel-loader and
the size of the bucket. If the material is very fine, but heavy, it is usually the maximum
payload which is important. If the material is very light, it is usually the capacity of the
bucket which is the limiting factor. Different soils also present different challenges during
the loading phase, where coarse soil presents a medium difficulty [13].

This is a very general description of a wheel-loader driven by combustion. Different
manufacturers have introduced small differences in exact capabilities of the wheel-loader,
however, as mentioned, this is generally how a combustion-driven wheel-loader function
and what capabilities it has. An example of such a difference is: by utilizing an electrical
engine, rather than a combustion engine, it is possible to decouple the different actions
from each other.

5.2 Utilizing Modules

A module architecture aims to create modules that all serve different purposes. Different
studies have proposed different modules, such as Lima [22], which proposed a system
architecture that consists of route planning, vehicle sensors, perception, localization, sit-
uational awareness, motion planning, motion control and vehicle actuators. An extended
architecture can be seen in Fig. 3, where the added modules are for data fusion and
prior knowledge. An explicit data fusion module was added, as fusing the outputs from
multiple other modules into a usable representation is not a trivial problem. The prior
knowledge module was added, as having a higher understanding of things in the world
could improve the performances of different modules or allow the system to perform the
entire task better.

Similar architectures have been proposed for self-driving cars. Grigorescu et al. [23]
showed a sequential perception planning action pipeline system used in the literature.
This system consists of a perception and localization module, a high-level path planning
module, a behaviour arbitration module (low-level planning) and a motion control mod-
ule. All of these modules are then monitored by a safety monitor module. The reason for
utilizing modules is that, rather than having to collect data and retrain an entire system
from sensor input to actuator output, only the relevant modules that require changing
are changed. An example of this is if a system that works on one type of vehicle is being
swapped to work on another vehicle in the same environment, neither the localization
nor the perception module will have to be retrained as both vehicles will exist in the
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Figure 3: Modular system architecture.

same environment.
The biggest drawback of a module-based architecture is that the complexity of the

system is much larger than that of an end-to-end solution.
Below, we discuss each module and its functionality.

Onboard Sensors

Onboard or vehicle sensors are sensors that exist on the vehicle and communicate their
outputs through protocols such as Controller Area Network (CANBUS). Examples of such
sensors are pressure sensors, velocity sensors and tilt sensors. As already mentioned,
pressure sensors, together with other onboard sensors, have shown great potential in
allowing a wheel loader to fill its bucket autonomously [16].

Communication

Being able to receive information from other vehicles, from infrastructure or directly from
humans allows the vehicle to obtain a greater understanding of the world around it. It
also allows vehicles to be paired with other types of autonomous vehicles, such as drones,
and this can provide another view of the world, for example, a bird’s eye view above the
vehicle. This communication goes both ways, as the vehicle also needs the capability to
communicate its intentions to humans.

Wang et al. [24] examined intervehicle communication and what positive effects it
might have on autonomous vehicles. They argued that such intervehicle communication
can mitigate some of the difficulties that all sensors face.

Localization

When humans manoeuvre a large construction vehicle within a construction area, they
keep an internal map of what the area looks like, where all the important structures are,
where the informal roads are in the construction area or where the points of interest
are. The vehicle needs to have similar information, and it must understand where to go
once it is given a high-level task. Kuutti et al. [25] analysed state-of-the-art localization
techniques for autonomous vehicle applications. These were divided into sensor-based
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localization techniques, vehicle-to-vehicle-based localization techniques and vehicle-to-
infrastructure localization techniques. The authors concluded that LIDAR-based solu-
tions showed the most potential; however, because of the high costs of LIDAR solutions,
there is a need for optimization. Connecting back to the communication module, vehicle-
to-vehicle and vehicle-to-infrastructure localization techniques also showed potential, but
for self-driving cars, they suffer from reliability issues.

Perception

The perception module is responsible for taking computer vision sensors input and pro-
cessing it in different ways. The types of sensors can range from cameras to LIDAR, all
of which excel at capturing different information. By utilizing a wide range of sensors,
we can obtain a rich description of the vehicle’s direct surroundings (scene), and this can
help the vehicle make decisions. The perception module is responsible for detecting ob-
jects, finding ranges from objects, and all other actions humans perform with their main
sensor, vision. Drawing parallels to self-driving cars, the perception module is often used
to detect lanes [26], signs [27], pedestrians [28], traffic lights [29] and depths [30]. The
perception module is also necessary to detect dangers as it gives information about the
world around the vehicle, as detecting dangers after a collision is inadequate.

Data Fusion

To be able to use the information that has been collected by the previously described
modules, the information needs to be fused in some way. This means that, either by
using classic sensor fusion methods or machine learning fusion methods, all the different
module outputs are taken and merged into a single usable latent representation. This
type of data fusion is categorized as feature-in: feature-out, as described in Kolar et al.
[31].

Prior Knowledge

When humans encounter a new task or problem unseen to them, they do not have to
wait for some authority to tell them how to solve this problem. They instead utilize their
prior knowledge and understanding of similar problems to try to infer some probable
solution or completely solve it [32, 33]. By introducing prior or innate knowledge to the
system, the hope is that the system can be generalized to various tasks. An example of
this type of predefined understanding is that a wheel loader is a vehicle with wheels, a
tipping body and a cab.

Situational Awareness

Oloufa et al. [34] described situational awareness as “... the ability by equipment oper-
ators to sense their environment with the objective of increasing safety and improving
productivity“. The situational awareness module tries to do the same thing but for the
system instead of a human. Hence, the situational awareness module is used to obtain
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a high-level understanding of what the things around the vehicle mean. An example of
such high-level information is a temporal understanding of the scene around the vehicle,
which is achieved by utilizing information from the other modules, similar to how a hu-
man would use their sensors. For example, an object detector performs its predictions
on each frame while disregarding any previous information. Because of this, there is no
information from the previous modules about other vehicle trajectories or other similar
properties that are important for making decisions.

Motion Planning

Given that a vehicle has a good understanding of the scene around it and a temporal
understanding of the moving agents within that scene, it can start to make decisions
about how to travel within that scene to perform its high-level task. The motion planning
module is responsible for planning the direct operations needed for the vehicle to move
closer to finishing its goal. By utilizing the latent representations of the inputs, the
vehicle should be able to make fully informed decisions in an efficient and safe manner.
This is one of the most difficult problems, as much of the current literature relies heavily
on either simulation or letting the vehicle explore the world together with a safety driver.
For example, the reward function used by Kendall et al. [6] relied on intervention from a
safety driver to learn to perform the task of driving forward on a road.

Xie et al. [35] discussed the possibility of utilizing imitation learning and inverse
reinforcement learning for motion planning. This would allow the system to learn mo-
tion planning without having to explore the environment, which is needed when using
reinforcement learning.

Motion Control

The motion control module uses the actuators of the vehicle to physically control it and
follow planned operations to perform some task. Given the current world state, the start
point (A), the endpoint (B) and the path between A and B, this module should use
the vehicle’s actuators to make the vehicle follow the given path. This module is also
responsible for stabilizing the vehicle during movements; this is a difficult problem, as
purely learned motion controls tend to be unstable. Kendall et al. [6] tried to solve the
problem of unstable controls by adding noise; however, the controls never became as
stable as when the vehicle was operated by a human.

5.3 End-to-end Architecture

An end-to-end architecture aims to leverage a single large network that utilizes struc-
tured input and outputs controls directly, as seen in Fig. 4. The structured input can
vary; if there are multiple sensors used, there is a need to perform some type of sensor
fusion first. However, using the raw input from a monocular camera has shown good
results in different scenarios [36, 37]. Dadhich et al. [38] used an end-to-end structure to
autonomously fill a wheel loader bucket by using a neural network that takes onboard
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Figure 4: Standard end-to-end structure where all calculations are performed with the same
network.

sensor data as input and produces motion controls. By using an end-to-end architecture,
the hope is to decrease the complexity of the system as the input is mapped directly to
controls. As mentioned, it has been shown that purely learned models do not perform
well with regard to controls as the quality of the policy becomes very uneven. An end-
to-end architecture also does not allow for any type of explainability in the system, and
the system requires retraining for every different type of vehicle model.

6 Assessing the Performance of the Solution

Regardless of whether the machines are human-operated or completely autonomous, it
must be possible to measure the performance of the solution. Because of how different
the uses of wheel loaders are in industry, these metrics can differ.

Frank et al. [39] defined an optimization hierarchy for wheel loaders as site and
machine-to-machine, machine, work cycle, actuator and operator optimization. This was
done to show that optimization of wheel loader operations is a large problem with many
dimensions. However, using this type of hierarchy often requires overlapping metrics.
For example, fuel efficiency is relevant throughout the entire hierarchy. Hence, this work,
rather than examining individual parts in the hierarchy, focuses on the specific metrics
relevant for the short-cycle loading process, such as fuel efficiency and productivity.

There has been much work on the modelling and optimization of different parts of
construction equipment and the tasks they perform. Examples of these are Frank [40],
which presented an optimal algorithm for construction equipment using dynamic pro-
gramming, and Sandzimier and Asada [41], who presented an optimal control algorithm
for the scoop trajectory of an excavator. This is not a focal point of this work, but it is
important to mention.

6.1 Productivity

How well the system performs and how efficient it is at a given task are very impor-
tant metrics. The performances of human operators vary over time because of operator
fatigue, as opposed to a system that is able to perform consistently over time. Given
that the system has a sufficiently detailed understanding of the environment, its effi-
ciency should not be affected by outside forces, such as weather or the time spent doing
the same task [39]. Frank et al. [42] compared operators of wheel loaders with different
skill levels using two metrics: productivity (tons/hour) and efficiency (tons/litre). They
found that the difference between a novice operator and an expert operator is large, as
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the productivity increased by up to 300%. Dadhich et al. [43] also measured the pro-
ductivity regarding the short-cycle loading process using the amount of material moved
per unit time (tons/hour). This was done to compare the productivity of remote control
operations and an automatic bucket-filling algorithm. Lu et al. [44] used 3D point clouds
with stereo vision to determine how well the bucket of a wheel-loader was filled, rather
than judging purely based on weight.

Surveillance cameras together with computer vision could also be used to measure
the productivity of different subtasks. This has been done in other domains, such as
car manufacturing [45, 46], with good results. Similar techniques could be used in this
domain to better measure the productivity of the short-loading cycle or other tasks within
the construction industry.

6.2 Fuel Efficiency

Optimizing the fuel efficiency of wheel loaders is vital [47] given that fuel efficiency is not
only directly tied to cost but also to the environmental footprint of the vehicles. Expe-
rienced operators make better choices than novice operators during operation and thus
increase fuel efficiency during the short-cycle loading process [48]. Frank et al. [42] also
reported that the difference in fuel efficiency increases by 150% when comparing novice
operators to expert operators. Scooping techniques are also coupled to fuel efficiency
[49], and fuel efficiency is coupled to the type of fuel that is used for the vehicle, where
a move away from conventional fuel towards hybrid or fully electric vehicles is reported
to increase fuel efficiency [50].

It is important to note that there is a trade-off between the fuel efficiency and oper-
ational time of the short-cycle loading process [51].

6.3 Environmental Impact

The environmental impact of the construction industry has been studied extensively.
Guggemos and Horvath [52] reported that more than 50% of emissions from the con-
struction industry come from the use of heavy-duty equipment, where a non-negligible
part comes from non-optimized operations [53]. The main culprit of these emission
rates is poor planning; hence, much work has gone into creating improved optimization
frameworks to aid in the planning phases of projects [54]. This does not mean that opti-
mization at the work-cycle level is not important but rather shows the high importance
of optimizing large-scale planning.

Given this and the discussion above, the change from diesel vehicles to hybrid or fully
electric vehicles can have a great positive impact on the environmental footprint of wheel
loaders [55].

6.4 Wear and Tear

The complexity of vehicle systems has been increasing over time, and this has led to
difficulties when repairing these systems [56]. This leads to the importance of utilizing
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the vehicle in such a way that wear and tear is minimized. How long of a life a vehicle
will have is highly dependent on how the operator chooses to use the vehicle.

Because of the importance of maximizing the lifespan of each vehicle, a large amount
of work has gone into condition monitoring and fault detection [57, 58] with respect to
construction equipment. For example, 70% of the failures in hydraulic systems are due to
contaminated oil [59]. Utilizing the onboard sensors that exist on each vehicle, the system
can track such issues in real-time and provide warnings in case of problems. This could
minimize the number of breakdowns seen by the construction industry, which could, in
turn, save costs.

6.5 Safety

Safety is a large concern when working with construction equipment, regardless of whether
they are human-operated or autonomous. Recent work by Luo et al. [60] utilized com-
puter vision to predict the poses of construction equipment for site safety. Wang et al.
[61] also utilized computer vision to predict the movements of construction equipment
and construction workers. Using this information, they calculated an area around each
piece of construction equipment and gave all the surrounding construction workers danger
scores depending on where they were and their predicted movements. The construction
industry still faces several challenges before it can leverage computer vision and deep
learning for improved safety [62].

The two solutions mentioned above are examples of safety monitoring; however, safety
must be an innate part of the autonomous system, as having an external system that is
subject to latency and network downtime be in charge of safety is not acceptable. Son
et al. [63] proposed a vision-based system that warns the operator of workers within the
vehicle’s proximity. This type of system is what will be required for safe autonomous
operation.

Using self-driving cars as an example, Liu et al. [64] reported that reaching human
performance levels in terms of safety is not enough to make people trust the technology;
autonomous vehicles need to outperform human drivers.

6.6 Site Management

The construction industry uses site managers whose roles are to define tasks, delegate
tasks and assure that the finished results are of high quality. Site managers are also there
to ensure that the tasks that are delegated are delegated in a manner that optimizes the
overall efficiency of the operation or project. Thus, it is important that site managers
understand the entire construction project and how each task that needs to be finished
should be prioritized. Shivambu and Thwala [65] found that poor site management is
one of the major causes of time delays in construction projects. This ties back to the
optimization hierarchy, where site management is the foundation but is not the focus of
this work.

A sub metric for site management is fleet management, where the goal is to manage
the performance of the vehicle fleet. Azar and Kamat [66] found that the commercial
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fleet management products which exist still have shortcomings. Firstly, the localization
data were not analyzed using, for example, a pattern recognition algorithm to find unseen
patterns. Secondly, the utilization time of the equipment was divided into working and
idle times, which does not give a detailed enough understanding of the operations. Lastly,
the sensors required has to be retrofitted on older vehicles, which has a cost associated
with it.

6.7 Versatility

As earth-moving machines are used in different environments throughout the industry, it
is important that any system is flexible enough to function in different environments while
interacting with any type of material. This means that when designing and developing
a system, it is important that we try to understand such differences and how they affect
the short-cycle loading task. Rule-based systems have historically had issues when the
environment differs between the development and usage of the system.

6.8 Adaptability

In case the system is not functioning when encountering, for example, a new type of
material, it is vital that the system can quickly and easily be adapted to work with
such material. It is also important that the system can adapt to software and hardware
updates. Using a modular system architecture as an example, suppose a new perception
module released by a company is outperforming all other perception modules by far; the
system that has been defined should be able to handle a complete swap from an old
perception module to a new one with minimal engineering cost.

7 Towards Autonomous Operation

Despite the collective efforts of academia and industry over the past 30 years, an au-
tonomous earth-moving machine that can perform the short-cycle loading task efficiently
independent of the pile material used has yet to be realised. The literature is divided
between examining parts of the short-cycle loading process, as described in Table 1, or
performing it end-to-end.

7.1 Rule-based Solutions

Early work identified the v-shaped trajectory created when a wheel loader travels between
a pile a dump truck. An algorithm was proposed that calculates this v-shaped trajectory
with respect to a local coordinate system. The trajectory was assumed to consist of two
symmetrical “clothoids“ [67]. Sarata et al. [68, 69] predicted the v-shaped trajectory
in a similar fashion but also tried to determine the best point of attack for loading
material from the pile to the bucket. This was done by creating an internal model of
the pile using stereo vision. This solution was installed and tested on an experimental
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model. Continuing this work, Sarata et al. [70] utilized laser range finder (LRF) and
GPS data to detect the position of the dump truck during short-cycle loading. Putting
all of this together, the authors could perform the full short-cycle loading process using
a full-sized wheel loader and a dump truck. This was done using rule-based algorithms
that were defined in previously discussed studies. Unfortunately, the entire cycle took
approximately 60 seconds, which is slow compared to the time required for an expert
operator [71].

Because of how slow this solution was, much work has focused on optimizing different
tasks within the short-cycle loading process. Osumi et al. [72] used real-life simulations of
the scooping motion to try to create a mathematical formulation of the best way to scoop
material into a bucket. In previously described studies, it was assumed that the path was
symmetrical. This can be a problem; thus, Alshaer et al. [73] instead used an algorithm
based on Reeds and Shepp [74], which had previously been used to make car path plans
between two points, for use during short-cycle loading. Takei et al. [75] presented a
genetic path generation algorithm for short-cycle loading. This was achieved by having
a single gene describe the path from the starting point to the endpoint. The gene starts
with no information and is then mutated using different operations. This technique
generated shorter paths than those output by other techniques. None of the previously
described works emphasized the velocity of the vehicle during path planning. The main
aim of Shi et al. [76] was to take the velocity of the vehicle into account when performing
trajectory planning. This was done by utilizing an adaptive predictive control model-
based trajectory tracking system and comparing the results to those of a conventional
predictive control model. Filla [77] examined alternatively shaped trajectories, as they
could be beneficial when the environment changes.

The previous literature has assumed that there is one scooping spot that is the best.
However, Hoshi and Takei [78] calculated multiple scooping points for each unloading
point. The reasoning for this is that because the pile characteristics change over time, it
might be beneficial to scoop from an alternate point to increase efficiency in the future.
This was achieved by configuring a score space in the global space for each scooping
point. This was then tested in simulations using a miniature wheel loader robot.

7.2 Data-driven Solutions

Early data-driven approaches were used to perform 3D modelling using flash LIDAR.
The aim of this was to be able to recognize construction objects in real-time [79]. Chen
et al. [80] used a point cloud dataset containing common construction vehicles to train
a k-NN classifier to perform object recognition and classification. They achieved a 78%
classification recall rate. Fernando and Marshall [81] utilized pressure sensor data to
classify the material that an LHD loader was currently scooping. This was done by
using machine learning and training a novel classification network to classify whether the
machine was digging in either rock or gravel.

Liang et al. [82] utilized a stacked hourglass network to perform 2D and 3D pose
estimation of an excavator. This was achieved by training the network to predict where
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the excavator boom, stick and bucket joints were positioned. Compared to previous work,
the only input to the network was the output signal from a camera and the boom had
not been altered in any way (such as adding markers to it). The results indicate that this
method can achieve comparable performance to sensor-based pose estimation. However,
the bucket joint has a higher estimation error due to occlusion.

Dadhich et al. [38] used an ensemble of neural networks trained on 150 bucket filling
operations performed by one expert operator to autonomously fill the bucket of a full-
sized wheel loader. This was an end-to-end model that took onboard sensor data as
input and predicted the next operator action. Dadhich et al. [16] trained a time-delayed
neural network with 96 bucket filling examples performed by an expert operator. The
material that was being scooped was medium-coarse gravel, and the model performed
comparably to an expert operator. Dadhich et al. [83] demonstrated a novel bucket-
filling algorithm, where the authors adapted the knowledge learned by a model utilizing
imitation learning to learn a similar task using action-critic reinforcement learning. The
imitation learning model learned how to fill a wheel loader bucket with medium-coarse
material. The adapted model learned how to fill the bucket with gravel-cobble.

Azulay and Shapiro [84] presented a novel actor-critic deep reinforcement learning
method to fill the bucket of a miniature robot. The agent is trained in a simulated
environment and then used to scoop in reality with no additional training.

Very little work has been done in regard to path prediction using data-driven methods.
Shi et al. [85] implemented a brake prediction model by using data-driven methods. The
authors used time-series data from different operators in different environments. A long
short-term memory (LSTM) network was then trained on the data to predict the aperture
of the brake pedal.

From Section 7.1, it is evident that building from the results that leverage simulations
and scale models, applying those solutions on full-scale vehicles is a good way to demon-
strate the functionality of each solution. Borngrund et al. [86] tested similar transfer
ideas using machine learning techniques by training an object detector on a data set that
contains scale-model dump trucks and then showed that the object detector could detect
the same objects on real vehicles with no additional training. Rather than using scale
models, Egli and Hutter [87] opted to use simulation data to teach an RL model to move
the arm of an excavator. The model could use its excavator arm to follow a red dot in
the simulation and then perform the same movements on the real vehicle.

A summary of the advantages and disadvantages of each work can be found in Table.
2.
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Table 2: Summary of the advantages and disadvantages
of the surveyed literature.

Work Advantages Disadvantages
[67] A pure mathematical formulation of

the V-shaped trajectory.
No real-world test, purely a

mathematical formulation of the
V-shaped trajectory. Makes

assumptions about the trajectory
that does not hold true in all

situations.
[68] Tested scooping position and

approach during the short-loading
cycle using an experimental model.

Modelled the pile using a column
model. This is a very difficult

problem because of the forces which
the pile exerts on itself during

scooping [4].
[69] Same as the two above. Same as the two above.
[70] The detection algorithm based on

Laser Range Finders is precise,
robust and fast.

Assumes the dump truck to be a
straight line from the ground. This
assumption does not hold true for
quite a few types of dump trucks.

Utilizes GPS which limits the
solution to domains where GPS is

available.
[71] The full short-cycle loading is

automated using full-scale vehicles in
a specific domain under specific

circumstances.

Efficiency is very low. One cycle
took around 60 seconds, where an
expert operator can perform the

entire short-loading cycle in around
25 seconds [88].

[72] Theoretical results verified using an
experimental setup that mimics the

arm of the wheel-loader.

Make assumptions about the pile,
such as material and shape. These
assumptions do not hold true in a

large number of situations.
[73] Mathematical formulation to

generate the shortest path available
during the travel section of the

short-loading cycle. Takes
domain-specific and vehicle-specific

variables into account.

Only simulated results, no real-world
testing.
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Table 2: Cont. from previous page.
Work Advantages Disadvantages

[75] Solution tested on a miniature wheel
loader robot. Allowed the path to no
longer be symmetrical and generates

shorter paths compared to
algorithms that assume the path to

be symmetrical.

Ignored many of the variables which
exist in real-world operations such as
friction. As reported by the authors
the generation of a single path was

time-consuming and require
optimization to fit with real-world

use.
[76] Takes velocity into account during

the modelling, which is a very
important variable during the

short-loading cycle as this task is
very high volume. The shortest path

in length might not always
correspond to the short path in time.

The algorithm has a very low
runtime.

Only simulated results, no real-world
testing.

[77] Shows that trajectory patterns other
than the well studied V-shaped and

Y-shaped can be beneficial,
especially when the environment

changes.

Only tested in simulation. Other
delimitation’s defined in the paper.

[78] Examines a larger part of the
short-loading cycle and allowed the
algorithm to find multiple scooping

points, which is important as the pile
characteristics change over time.

Only tested in simulation. Tried to
model the pile using continuous
columnar models. As already

discussed this is a very difficult
problem [4].

[79] Validated in field experiments with
objects which would be found in a

construction environment. Proposed
model runs in both real-time and can

detect the important objects.

Solution based on 3D point clouds
which means that the solution

cannot leverage textures to
determine what object is in front of

the vehicle. The LIDAR
performance also suffers in different

weather conditions.
[80] Trained on CAD models and

validated on real vehicles. The work
shows that sim-to-real is a

possibility. This is an important
result as labelled real-world data is

expensive.

The real-world validation set is very
small and the recall rate is only
around 78%. Because of the low

recall rate, together with the small
validation set, it is difficult to say if

the model would generalize.
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Table 2: Cont. from previous page.
Work Advantages Disadvantages

[81] Identifies and tests an important
dimension of the short-loading cycle.

As previously discussed, expert
operators use the ”feel” of the

machine to understand if there are
large boulders inside the pile which

can not be identified by vision.
Tested on real-world data using a

real vehicle.

As the authors describe in the work,
the dataset only consists of two

types of material, where the material
is not very similar (gravel and
rocks). It might be difficult to

achieve similar accuracy if the model
was trained on more material types,
such as the materials defined in the

ISO-14688 standard [21].
[82] Using camera images with no

physical markers or extra sensors to
perform pose estimation. This makes
the solution both cheap and requires
zero change to the machines that are

interesting for pose estimation.

As discussed by the authors: The
estimation error was higher for the
bucket joint compared to the other

joints. When performing pose
estimation which is dependant on

finding a set of points, it is important
that accuracy for all points are

similar. The authors stated this will
be examined in future work.

[38] The model was trained and tested in
a real-world setting. Only required a
small amount of data from an expert

operator to successfully fill the
bucket with material.

Only trained on a single material.
The material used is homogeneous

and small. As mentioned in the
paper, the start and stop of the
scooping phase were hardcoded.

[16] The model was trained and tested in
a real-world setting. A very small
time-delayed network trained on a

small amount of bucket filling
examples outperforms teleoperation.

Similar to the work above. The
model was only trained on a single

type of small homogeneous material.
It also only handled one pile shape

and in the same conditions.
[83] The model was trained and tested in

a real-world setting. Showed that a
model trained on one type of

material can easily be adapted to
function on another type of material.
The model was adapted with a lower
amount of data than the pre-trained

model.

It was not tested if the model
retained the previous knowledge of

scooping medium coarse gravel
retained after adaptation to

cobble-gravel. Nor was it tested
whether or not it is possible to teach

a model to scoop both types of
material.
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Table 2: Cont. from previous page.
Work Advantages Disadvantages

[84] Trained in simulation and tested in a
real-world setting. The authors also
reported good performance of the
model in terms of the amount of

material in the bucket after scooping
and in terms of the duration of the

scooping phase.

The results were only compared to
the author’s manual attempts where

the proposed model was
outperformed by the authors. The

authors reported that they were not
expert operators.

[86] Shows that visual features learned
from a data set only containing
scale-models is enough to locate
parts of a real dump truck. This

allows for an easier data collection
phase when collecting object

detection data. Using scale-models,
rather than synthetic data, means

that there is no need to try to
simulate properties that are very

difficult to simulate, such as weather
effects.

Makes assumptions about there only
existing one dump truck in the

frame. The model seems to have
difficulties finding the cab, compared

to the wheels and tipping body.
Even if it is easier to collect the

unlabelled data, the labelling process
is still very costly.

[87] Showed that training purely in
simulation and then transferring the
knowledge directly to reality can give

good results in this domain. The
presented method only requires

previous knowledge about the link
length of the arm. No other

vehicle-specific knowledge or tuning
is required.

No soil interaction was performed,
hence it is difficult to know if the

simulation transfer will work when it
relies on pile simulation.

8 Analysis and Discussion

The analysis and subsequent discussion are based on the literature presented in Sections.
5 and 7, together with the metrics discussed in Section. 6. The goal of the analysis
is to examine the potential for further research in terms of rule-based approaches vs
data-driven approaches and onboard sensors vs computer vision sensors, with a small
discussion regarding the reuse of models vs new developments. The levels of potential for
further research is based on either result within references or by a remark utilizing the
previously presented material within this work. The levels are defined as the following:
”Low” means that there is a low potential for further work to explore a technique with
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Figure 5: Qualitative analysis of the potential for further research on rule-based and data-driven
approaches. “Low“ (L) means that there is low potential, and “uncertain“ (U) means that, from
the literature, the potential for further research is unclear. “High“ (H) denotes high potential.

regard to a specific metric. ”High” means the opposite, where there is a high potential
for further work, and ”uncertain” means that it is not currently possible to decide either
way.

8.1 Rule-based vs Data-driven Approaches

Based on the literature discussed in Sections 5, 6 and 7 we identify that the rule-based
based solutions, which performed the short-cycle loading task, have progressed further
than the data-driven solutions, as it was shown possible to perform the entire task au-
tonomously.

Figure 5 shows a qualitative analysis of the two approaches discussed in Section 7
based on the metrics discussed in Section 6. For example, from the previously discussed
studies, data-driven approaches have shown good adaptability, where it was possible for
the system to quickly adapt from being able to fill the bucket with one type of material to
be able to fill the bucket with another type of material. Compare this to the rule-based
systems presented, where there are very specific requirements to make them work and it
would require a high engineering cost to adapt the systems to a different environment.
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This is true even though less research has been done utilizing data-driven approaches.
This qualitative analysis shows that the potential for further research utilizing data-
driven approaches with regard to productivity, adaptability, versatility and wear and
tear is high.

Remark 1: The rule-based solutions do not function well if the environment changes,
nor was this solution highly optimized, as one cycle took over 60 seconds to finish. The
work that went into optimizing the rule-based solutions has unfortunately not shifted
to the problem of changing environments and having the vehicle be able to perform the
cycle in an unseen environment with unseen material is required. Hence the potential for
further research utilizing rule-based approaches in terms of productivity is uncertain.

Remark 2: As discussed in Section. 6.2, fuel efficiency is an important metric, as it is
tied directly to the cost of operations, yet little work has been done, utilizing rule-based
or data-driven approaches, on how to minimize the fuel used during operations. This
means there is uncertainty about which type of approach will perform the best in terms
of fuel efficiency.

Remark 3: The comparison between rule-based and data-driven approaches is not
black and white, as it is possible and often advantageous to use a mix of the two. Ex-
amples of such cooperation are safety checks performed by rule-based systems on the
decisions made by the data-driven models. Similarly, because of the lack of explainabil-
ity of data-driven models, rule-based systems can play a vital role in the critical safety
parts of the system, and this could help the system become certified for use.

Remark 4: Site management is a metric that is highly coupled with other metrics,
such as productivity, fuel efficiency, environmental impact and wear and tear. This is
because understanding all these metrics is important to do high-level optimization of
tasks. Hence, the uncertainty of the coupled metrics, together with the lack of previously
published solutions, the potential for further research is uncertain for both rule-based
and data-driven approaches.

Remark 5: It is unclear if data-driven approaches can help decrease the environmental
impact during short-cycle loading. The environmental impact metric is closely coupled
with metrics such as wear and tear which data-driven approaches show high potential,
yet it is not enough to decide the potential of data-driven approaches with regard to
environmental impact.

It is important to note that data-driven approaches have not been given the same type
of attention as rule-based systems in the domain of autonomous earth-moving machines.
As mentioned earlier, data-driven approaches have shown great potential in a multitude
of domains, most notably self-driving cars. The majority of data-driven works in the
domain of autonomous construction equipment have shown the power of data-driven ap-
proaches from the perspective of optimization, where the automatic bucket filling models
outperformed expert operators after a small number of epochs.
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Figure 6: Qualitative analysis of the potential for further research on onboard and computer
vision sensors. “Low“ means that there is low (L) potential, and “uncertain“ (U) means that
based on the literature, the potential for further research is unclear. “High“ (H) denotes high
potential.

8.2 Onboard vs Computer Vision Sensors

Section 7 shows that a wide variety of sensors have been used for a multitude of different
strategies to complete the short-cycle loading process. When finding a scooping spot
or finding the best scooping spot, some type of computer vision sensor is used, either
stereo cameras or LIDAR. This is echoed by Figure 2, which shows that computer vision
sensors are indeed important for strategies that rely on observations of the world. This
also seems to show that some strategies cannot be performed without computer vision
sensors.

Figure 6 shows a qualitative analysis of the potential for further research on onboard
sensors and computer vision sensors based on the metrics discussed above. For example,
the potential for further work in terms of the safety of computer vision sensors is high, as
the previously discussed literature has shown promising results regarding safety monitor-
ing. Similarly, if the system cannot see and understand its surroundings, there is no way
for it to safely perform the given tasks. In contrast, onboard sensors have low potential,
as they provide no information about the surroundings of the vehicle. From Figure 6, it
is clear that a solution must rely on computer vision sensors as the main sensors for safe
operation, as the entire layouts of construction sites are designed with operators using
their eyes as the main sensors.
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The strategies that involve interacting with the pile of material have been developed
from previous studies, and they relied on onboard sensors. These have been used both to
classify what material the system is currently digging into and to autonomously fill the
bucket of the wheel loader. Unfortunately, previously developed data-driven approaches
have assumed that the wheel loader is already in the starting position to begin digging.

Remark 6: As discussed throughout the article, computer vision sensors are required
for the vehicle to safely and efficiently navigate throughout the target domain, such as a
construction site. This means that the systems navigation capabilities are important for
productivity, fuel efficiency and environmental impact. Thus because computer vision
sensors are important for navigation, this leads to a high potential for further research
in regard to these three metrics.

Remark 7: Onboard sensors are required to perform measurements for the metrics
used to determine the fuel efficiency, the environmental impact and wear and tear, which
all tie into site management, as this type of information is needed to manage the con-
struction site. Thus the potential for further research for onboard sensors in regard to
fuel efficiency, environmental impact and wear and tear, is high.

Remark 8: Computer vision sensors give no information about the health of the
vehicle, hence there is a low potential for further research.

Remark 9: Similarly, for site management, computer vision sensors do not give any
information about the fleets health, fuel management or productivity, but computer
vision sensors can be used in monitoring infrastructure to track the movements of vehicles.
However as there has been very little work done in this domain, it is not possible to decide
the potential either way.

From the literature described in Section 7 and the relative importance of sensor inputs
as illustrated in Figure 2, it is evident that the solution relies on an ensemble of sensors,
as no one sensor can perfectly measure all the information that the system requires
for operation. This also includes trying to address the limitations of the sensors. For
example, cameras have difficulty measuring depth and have difficulty performing well in
poor light conditions, but they are great for determining the pattern of an object. These
issues could be addressed by utilizing LIDAR for depth and activity cameras in difficult
light conditions.

Table. 3 shows a summary of the literature, section or remarks which describe the
different levels in Figures. 6 and 5.

8.3 Reuse of Models vs New Developments

From Section 7.2, it is clear that very little work has been done using data-driven methods,
especially methods leveraging computer vision. Computer vision has been extensively
studied in perception modules and end-to-end applications for self-driving cars. The
perception module described in Section 5.2 does not have a deep understanding, such
as a temporal or spatial understanding, of the world. Hence, the perception module in
self-driving cars and the perception module in autonomous construction equipment do
not greatly differ. It may be sufficient to use already known techniques, such as transfer
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Rule-based Data-driven Onboard Computer vision
Productivity Remark 1 [16] [16] Remark 6
Fuel efficiency Remark 2 Remark 2 Remark 7 Remark 6
Environmental impact [54] Remark 5 Remark 7 Remark 6
Wear and tear [59] [57, 58] [59] Remark 8
Safety Remark 3 Remark 3 Section 5.2 [62, 63]
Site management Remark 4 Remark 4 [66] Remark 9
Versatility [71, 72, 75] [81, 85] [83] [86]
Adaptability [67, 71] [83, 87] [83] [86]

Table 3: Analysis summary for Figures. 6 and 5.

learning [89], to easily transfer the relevant capabilities from a perception module for self-
driving cars to a well-performing perception module capable of being used in construction
environments. The difficulty of designing a perception module is in deciding what types
of perception tasks are relevant for the short-cycle loading process.

Because earth-moving machines interact with their environments in very different
ways compared to other autonomous vehicles, they need to have a different type of
understanding of the world around them. An example of this difference is the way that
a self-driving car can assume that all obstacles it detects are obstacles that it should
avoid. Compare this to earth-moving machines, which need to understand, depending on
the task it is doing, that a pile is sometimes an obstacle and sometimes something with
which it should interact. This makes the usage of models from other fields quite difficult,
and they require much effort for use in this domain. However, assuming that this type of
understanding of the world is achieved, it should be possible to utilize trajectory planning
algorithms already in use by other autonomous vehicles.

Localization is not a very important module when looking at short-cycle loading;
however, due to the fast-changing natures of construction environments, there is a con-
siderable difference between the type of localization done by self-driving cars and other
autonomous vehicles and the type of localization that should be done for autonomous
earth-moving machines. Thus, for both perception and localization, knowledge from
adjacent fields can be leveraged to build a working system for the automation of the
short-cycle loading task.

The most challenging problems we see in the short-cycle loading process, and those
that will require the most effort to automate, have to do with the optimization of long-
term choices. These include such problems as the system having a long-term under-
standing of how the mechanics of the pile will change with each scoop and, from that,
finding the optimal scooping spot to work towards long-term optimization. As mentioned
previously, this is not a trivial problem even for expert operators. Similarly, we decide
where to dump material into the tipping body, how that material will be dispersed in the
tipping body during the dumping process and how to optimize the amount of material
in the tipping body while minimizing spillage.

Lastly, because of the cost and safety concerns present during development, either
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scale models or simulations should be utilized for the development and early testing of
any solution.

8.4 Potential Future Capabilities

The potential future capabilities for the domain of automation of the short-loading cycle
is encouraging. However, the technology has a long way to go before a fully autonomous
solution can be realised, especially looking beyond the automation of smaller tasks within
the larger scope of the automation of construction equipment. The goal is to achieve
fully autonomous construction equipment throughout all construction tasks, however,
automating the subtasks is a natural first step. From the surveyed literature presented
in Section. 7, more and more of the solutions have been tested using real vehicles, while
addressing the concern of not training from scratch on said vehicles. The fact that both
simulation and miniature robots have been used to bootstrap models and then directly
transfer them to a real environment allows for more rapid exploration of the domain.

Similarly, it seems that the data-driven solutions that are being utilized in other
domains, such as self-driving cars, will be one of the enabling technologies which will allow
for the realisation of automation of the short-loading cycle. The important computer
vision tasks required to perform the short-loading cycle autonomously now seems in reach
because of the impressive performance of, for example, object detectors and semantic
segmentation models in other domains. However, there is still a lot of work, both in
terms of time and money, to find the important features required for the short-loading
cycle and the computer vision tasks which will allow the system to perform each step
defined in Figure. 1.

Rule-based systems might not be the way forward things such as object detection
where the input space is very large, however because of the explainability problems of
data-driven solutions, they might still play an important role in terms of safety. As
previously mentioned, allowing a rule-based system to supervise a data-driven model
using a set of rules which can be explained, will allow for easier and faster certification
of safe use.

If a autonomous solution is realised, there is no longer a need for a cab used for a
human operator. This changes the geometry of the vehicle which allows for to have higher
accessibility in, for example, mines.

Lastly, it might be advantageous to use wheel-loaders where the lift and tilt of the
bucket are de-coupled from the engine speed. This is because it decreases the complexity
of both modelling the vehicle for simulation and it decreases the complexity of the vehicle
which the model has to learn. However, this discussion is quite large and not the main
scope of this work.

9 Knowledge Gaps

From the surveyed literature and subsequent analysis, knowledge gaps have been iden-
tified to hopefully encourage further exploration in the field of automation with respect
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to the short-cycle loading task. Solving these knowledge gaps will not lead to a fully
working solution, but it will be a step in the right direction.

9.1 Loading of Heterogeneous Material

From the literature, the loading of fine homogeneous material has successfully been per-
formed utilizing onboard sensors to detect the bucket position and the force applied to
the pile [38]. Similarly, classification of the material that is currently being loaded into
the bucket has also been successfully performed [81]. However, neither of these solutions
has explored autonomously loading non-fine heterogeneous material, such as blasted rock
and cobbles into a bucket.

When loading non-fine heterogeneous material, the interaction between the material
and the bucket becomes highly complex, as the behaviour of the material can change
considerably during the loading process. For example, if the pile of heterogeneous ma-
terial contains a boulder hidden under fine material or cobbles, the operator typically
utilizes vision inputs to determine how to use lift and tilt to either place the boulder into
the bucket or to scoop material over or to the side of the boulder. That is, during such a
loading process, the operator is likely to make several decisions on how to act depending
on how the material hiding the boulder behaves. Because of this, solutions based on the
bucket position and force only may benefit from complementary vision inputs.

A different approach based mainly on vision inputs constitutes yet another possibility
for automating the loading of non-fine heterogeneous materials. Clearly, the automated
and autonomous loading methods for such material need further research.

9.2 Navigation During Loading and Unloading

The trajectory chosen throughout the short-cycle loading task can have a large impact
on the productivity of the task. When an expert operator chooses a point of attack
during loading, they take concepts such as how the material will change after the scoop,
how close they are to the dump truck and how fast they can perform the loading process
into account. Similarly, when unloading into the tipping body of the dump truck, they
need to minimize the spillage while maximizing the amount of material that goes into
the tipping body. All of these factors show that the navigation of the vehicle during
loading and unloading is critical for performing the given task efficiently. There are
also other dimensions of this type of navigation, where the system has to possess the
capabilities to detect and react to dangerous situations. This type of safety will probably
need to be added to the vehicle rather than having the vehicle rely on safety monitoring
infrastructure, as such monitoring is susceptible to latency and downtime.

9.3 Addressing the Knowledge Gaps

We see a clear research direction to address the research gaps together. Reinforcement
learning has been used successfully to scoop material from a pile of homogeneous material,
matching the performance of an expert operator. Reinforcement learning has also been
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used in other domains to perform 3D navigation through the real world using camera
input only.

As previously discussed, it is unclear if raw computer vision input is the preferred
input to an agent or if performance could be increased by first extracting high-level
information from the input and then letting the agent make decisions based on that
information. This needs to be examined while training an agent to see which approach
results in the best performance.

Training reinforcement learning algorithms often rely on simulation as reinforcement
learning is notoriously sample inefficient. However, utilizing simulation to perform train-
ing comes with its own set of problems such as the simulation-to-reality gap for both
computer vision sensors [90] and physical properties. We propose to utilize techniques
such as world models [91] or open-ended learning [92] in simulated and scale-model en-
vironments.

The reasoning for the use of these techniques is twofold. Firstly, world models have
the opportunity to allow the model to be trained on real-world data in simulation, or more
specifically, trained in a ”dreamed” state. Secondly, open-ended learning has the potential
to facilitate an agent to learn multiple tasks and iteratively improve as the challenge
changes. Open-ended learning has also shown that an agent can perform complex tasks
that were not introduced during training. These are both important properties that an
agent needs to realise a fully autonomous solution.

Lastly, reinforcement learning leverages a reward function to describe how well the
agent performed the previous episode. Designing a reward function is difficult, especially
designing it such that it promotes the desired behaviour. To design a well-defined reward
function that facilitates correct behaviour, more fundamental research is required. This
relates to examining how expert operators perform scooping of heterogeneous material
and how they perform the navigation with a filled bucket. Only when we have a deeper
understanding of how expert operators perform these tasks can we design a reward func-
tion that can teach an agent the same tasks at the same efficiency. It is also important to
note that designing a single reward function that allows for an agent to learn the entire
short-loading cycle is, with our current knowledge, difficult.

10 Conclusion

In this paper, we have examined the importance of deep learning-based vision for the
automation of wheel-loaders during the short-loading cycle. It is evident from the litera-
ture that only a few steps of the short-loading cycle have been studied, such as scooping.
From the surveyed literature and subsequent analysis, two knowledge gaps were identi-
fied to realise an autonomous solution for the short-loading cycle. These knowledge gaps
are the automation of loading heterogeneous material and autonomous navigation during
loading and unloading.

We found that data-driven solutions have a higher potential to address the knowledge
gaps, in terms of productivity, adaptability, versatility and wear and tear, compared to
rule-based solutions. This is based on the surveyed literature, where data-driven solutions
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utilizing onboard sensors, has shown good results during the scooping subtask. We also
found that computer vision sensors are irreplaceable in terms of safety, while also allowing
the system to observe the environment without having to interact with anything. This
differs from, for example, onboard sensors that detect forces from hydraulic tubes, where
the machine first has to physically interact with something to obtain new information.
Safe operations require the system to be able to see and understand the environment long
before physically interacting with it. Similarly computer vision sensors, in conjugation
with onboard sensors, were found to be of higher importance than localization-based
sensors, to address the knowledge gaps. This is both because all relevant information
required to perform the short-loading cycle is in the direct vicinity of the wheel-loader,
together with the fact that there exist environments, such as mines, where the signal is
required for localization-based sensors could be weak, sporadic or absent.

As mentioned we identified two research gaps, however, to realize an autonomous
solution both have to be solved together. In the future, we plan to utilize world models
or open-ended learning in a simulated and scale-model environment to address the re-
search gaps. The goal is to transfer the knowledge the agent has learned to a real-world
environment.
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Abstract

Data collection and annotation is a time consuming and costly process, yet necessary
for machine vision. Automation of construction equipment relies on seeing and detecting
different objects in the vehicle’s surroundings. Construction equipment is commonly used
to perform frequent repetitive tasks, which are interesting to automate. An example of
such a task is the short-loading cycle, where the material is moved from a pile into the
tipping body of a dump truck for transport. To complete this task, the wheel loader
needs to have the capability to locate the tipping body of the dump truck. The machine
vision system also allows the vehicle to detect unforeseen dangers such as other vehicles
and more importantly human workers. In this work, we investigate the viability to
perform semi-automatic annotation of video data using linear interpolation. The data is
collected using scale-models mimicking a wheel-loaders approach towards a dump truck
during the short-loading cycle. To measure the viability of this type of solution, the
workload is compared to the accuracy of the model, YOLOv3. The results indicate
that it is possible to maintain the performance while decreasing the annotation workload
by about 95%. This is an interesting result for this application domain, as safety is
critical and retaining the vision system performance is more important than decreasing
the annotation workload. The fact that the performance seems to retain with a large
workload decrease is an encouraging sign.

1 Introduction

Construction equipment is a type of heavy-duty machinery that plays a vital role in a
wide range of different industries, such as construction, forestry and agriculture. A few
examples of construction equipment are wheel-loaders, excavators and dump trucks.

These industries have long been working on solutions that allow for the automation
of entire tasks or sub-tasks, such as the short-loading cycle [1]. Automation of the short-
loading cycle could bring many positive benefits such as safety, cost and productivity [2].
Early solutions relied on predefined rules that described how specific sub-tasks of the
short-loading cycle should be performed. Unfortunately, these rule-based solutions had
issues with performance, where a single cycle took 60 seconds to perform [3], where an
expert operator can perform the same cycle in around 25 seconds [4].
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Recent research has utilized machine learning (ML) to automate similar sub-tasks of
the short-loading cycle. ML has shown great potential for scooping of material during
the short-loading cycle [5] and other scooping tasks [6, 7, 8].

During the short-loading cycle, expert operators mainly rely on their vision system
throughout the entire process to detect unforeseen danger and perform the cycle effi-
ciently, hence an autonomous system must have similar capabilities. Object detection
is a machine learning task where the goal is to train a model to infer bounding boxes
around different objects inside the given input. The model should also infer which type of
object is inside the predicted bounding box. Such networks have been utilized in different
domains such as autonomous vehicles [9] and construction site safety monitoring [10].

Working with full-sized vehicles is a time-consuming process with high safety require-
ments. Simulation has been used successfully to train models to, for example, solve a
Rubik’s cube and transfer that knowledge directly from simulation to reality [11]. How-
ever, the reality gap [12] is still large for computer vision tasks. Scale-models has shown
that the knowledge learned on scale-models can be directly transferred to real vehicles
with no additional training [13].

Creating large datasets for object detection usually relies on crowdfunding tools [14].
This is a costly process where it can take up to 42 seconds to correctly draw a single
bounding box [15] and might not be an option because of laws such as GDPR [16] or
because the data contains trade secrets. Utilizing a semi-automatic solution could thus
decrease cost by only annotating a subset of the full dataset while addressing the other
industrial demands.

Most of the previously proposed techniques for video frame annotation has been so-
called, human-in-the-loop techniques, where a human first finds the keyframes [17, 18, 19]
which should be manually annotated and then performs quality control to make sure that
the generated annotations are of high quality.

These early techniques let the human annotator decide which frames should be
keyframes and the algorithm performed linear interpolation between these frames.

Other techniques have utilized machine learning approaches to create a tool that
leverages two different modules, where one performs the interpolation through ’visual
interpolation’ and the other module proposes which frame should be the next keyframe
[20]. This technique reduced the annotation cost by 50% while the quality increased
compared to linear interpolation. However, this technique relies on a dataset to be able
to train the ranking model in a supervised manner. Such a dataset does not exist for all
domains.

Rule-based interpolation techniques have also been proposed, such as Geometric cubic
spline interpolation [21]. This showed good performance compared to linear interpolation
for rigid objects moving with a varied trajectory.

Previous studies focused on decreasing the workload of each annotator compared to
annotating every image. To measure whether the error introduced through interpolation
or similar techniques was acceptable, a threshold was chosen such that if the generated
dataset was below this threshold it was deemed ”incorrect”. Other techniques used mea-
sured the error between the two sets and examined how it increased when the workload
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decreased.
This work proposes a method of how a semi-automatic annotation tool can be eval-

uated, in the domain of automation of the short-loading cycle. This is achieved by
comparing the workload decrease with the accuracy decrease using data containing con-
struction equipment scale-models. The results from experiments are used as a basis for
analysis and discussion around the applicability of such a solution within this domain.

In this study, video data is collected using scale-models, in a fashion that mimics the
approach towards the dump truck during the short-loading cycle. From this, the gap
between keyframes is increased to create 7 datasets from the videos resulting in varying
amounts of human annotations. For each increase in the interval, IoU is used to measure
the error between the interpolated dataset and the ground truth. YOLOv3 [22] was
trained on the 7 datasets and compare the performance given the IoU error introduced by
the interpolation technique. The results indicate that using linear interpolation can, for
this specific domain, decrease the workload by around 95% while maintaining comparable
performance.

The remainder of the paper is organized as follows: Section. 2 explains how the data
was collected and annotated. Section 3 explains how the experiments were set up and
conducted. Section. 4 presents the result from the experiments. The results will then
be discussed in Section. 5. Some extended related work and different techniques are
presented in Section 6. Lastly, Section. 7 concludes the paper and discuss some potential
directions for future work.

2 Dataset

2.1 Data collection

The data was collected using one RC wheel-loader (1:16) equipped with a GoPro 8 Black
[23] and a scale-model dump truck (1:14). The sample rate of the GoPro is 30 Hz hence if
every 60 frames have been manually annotated, the real-time gap is 2 seconds. The data
was collected in an indoor environment by having the wheel-loader approach the dump
truck at various angles and with/without a static blockage. An example frame from the
collected video can be seen in Fig. 1.

The data was collected at angles of 0°, 10°, 30°, 50°, 70°, 90°, 180°, 270°, where 0° was
defined as approaching the dump truck from the left side, as seen in Fig. 1. Some of
these videos were also collected while the tipping body was in an upright position and/or
with a static blockage.

2.2 Interpolation technique

The linear interpolation equation can be seen in Eq. 1, where y is the value that we want
to approximate. (x1, y1) and (x2, y2) are known points.

y = y1 + (x− x1)
y2 − y1
x2 − x1

(1)
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Figure 1: Example frame in the collected data at 0° with the tipping body in the down position.

To perform the semi-automatic annotation a linear interpolation algorithm was used
where the missing labels would be inserted into the dataset. A label is defined by a x
coordinate, y coordinate, width (w), height (h) and a integer for each class, c, such that
l = (x, y, w, h, c). The algorithm assumes that the class does not change.

The interpolation algorithm works by defining a gap, n, of how many frames are in
between each manually annotated frame. Using this gap, the non annotated frames are
projected onto a linear function that describes the change between the two annotated
frames. Each of the variable in the label is interpolated individually such that given, l0
and ln, with a gap of n, l1, l2, ..., ln−1 is generated.

For example, if the gap between the human-annotated frames, n, is 10, we have
two labels l0 and l10. For each relevant entry in the two labels, we create a linear
function between the two human-annotated frames. Once we have these linear functions
describing the movement between the two human-annotated frames, the labels for all
frames in between is projected onto the corresponding linear function to generate the
labels, l1 to l9.

The code for the interpolation algorithm is publicly available1.

2.3 Dataset

Out of the collected data2, 7 datasets were created using three videos for training and
two for validation, where the rest were used for testing purposes. The videos used for

1https://github.com/Hammarkvast/interpolation
2The dataset is publicly available [24]

https://github.com/Hammarkvast/interpolation
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training was: angle 0° with no blockage, angle 0° with a static blockage, angle 270° with
no blockage and angle 50° with a static blockage together with the tipping body being
in the upright position. The videos used for validation was: angle 70° and angle 10°
with a static blockage together with the tipping body being in the upright position. This
resulted in 678 training images and 120 validation images. All the validation images were
manually labelled for all datasets.

The 7 datasets were defined by the gap n between each annotated frame, where
n ∈ {0, 10, 20, 30, 40, 50, 60}. We define the datasets by this gap, dn. The dataset with
a gap of 0 was completely manually annotated to get a baseline which the interpolation
algorithm and the consequent models could be compared against.

The classes used in the datasets were: front wheel, middle wheel, back wheel, tipping
body and cab.

3 Experimental setup

3.1 Training set-up

The object detector used for the experiments was You Only Look Once (YOLOv3) [22].
YOLOv3 was chosen because of its real-time properties. Furthermore, YOLOv3 has
shown good results when transferring the knowledge from scale-models to real vehicles
with no additional training [13]. All the models were pre-trained on COCO [25] and
fine-tuned to the different datasets. Fine-tuning was used because of the relatively small
size of the datasets and preliminary results indicated that this technique reached a lower
validation loss compared to training from randomly initialized weights. The YOLOv3
implementation used can be found at [26]. In this context, fine-tuning means that all
weights were updated during the training.

Both the intersect-over-union and the non-maximum suppression threshold was 0.5,
while the confidence threshold was set to 0.55. The network was trained using a kernel size
of 416x416 and used the loss function defined in [22]. To help the network generalize some
augmentation techniques were used at a rate of 50%. These augmentation techniques
were: translation, rotation, shear, scaling, reflection, HSV saturation, HSV intensity and
quality degradation. The first 1000 iterations also had a short burn-in phase that ramps
up the learning rate over time. This helps the model to not diverge during the early
stages of training.

All models were trained using the same hyperparameters, where the optimizer used
was SGD. All models were trained for 200 epochs with a learning rate of 0.001 and a
batch size of 3 due to memory limitations.

3.2 Metrics

Three different metrics were used to evaluate this work. Intersect-over-union (IoU) was
used to evaluate how well this type of interpolation works for the annotation of video
data for object detection purposes. Mean average precision (mAP) was used to evaluate
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Table 1: Workload per dataset for human and semi-automated annotation, rounded to nearest
integer.

Dataset, dn Annotations Total annotations Workload
d0 2811 2811 100%
d10 299 2811 11%
d20 162 2811 6%
d30 116 2811 4%
d40 94 2811 3%
d50 77 2811 3%
d60 70 2811 2%

how well the model performs during and after training. Lastly, the workload was used
to evaluate how a decrease in workload affects the accuracy of the trained model.

Intersect-over-union is a metric that measures how much two sets overlap, such that

for, set 1, s1 and set 2, s2, IoU =
s1 ∩ s2
s1 ∪ s2

. In this case, s1 and s2 is the sets of annotation

data from the manually annotated dataset and the given interpolated dataset, such as
d10. IoU was used, rather than mAP, as the assumption is that bounding boxes do not
change class overtime during interpolation, hence mAP gives no additional information
about the interpolation performance.

Mean average precision is the mean of average precision (AP) where AP is the area
under the precision-recall graph, more formally AP =

∫
Precision d[Recall] [27]. Preci-

sion is calculated by: Precision =
TP

TP + FP
where TP is true positives and FP is false

positives. Recall is calculated by: Recall =
TP

TP + FN
, where TP is true positives and

FN is false negatives. Hence mAP is the mean overall AP samples.
Lastly, workload, W , is defined as the number of annotations, an annotated divided

by the total number of annotations if the training set was fully manually annotated, at,

or W =
an
at

. For example, if every 10 frames have been manually annotated, there are

299 annotations within those frames. The total number of annotations in the training

set is 2811. Thus the workload would be W =
299

2811
≈ 10.64%. This is then rounded to

the nearest integer as we do not require the precision of 2 decimal places. The number
of annotations, total annotations and workload can be seen in Table. 1.

4 Results

As discussed in Section. 3.2 the metrics used in this paper is IoU error compared to
ground truth, mAP and workload. All the models were trained using an Nvidia 2080 Ti
[28].

Table 2 shows that the error introduced by the interpolation algorithm increases when
the number of human-annotated frames decreases. For example, when every 10 frames
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Table 2: Measured error in terms of IoU of each generated dataset with n number of frames in
between the ground truth.

Dataset, dn IoU
d0 1 (Ground truth)
d10 0.95
d20 0.95
d30 0.94
d40 0.91
d50 0.90
d60 0.90

Table 3: Maximum and average mAP achieved for each model during training. The average
mAP is from the 15 highest mAP values achieved over the last 150 epochs.

Dataset, dn Workload Max val mAP Average val mAP
d0 100% 0.95 0.94
d10 11% 0.96 0.94
d20 6% 0.96 0.94
d30 4% 0.94 0.93
d40 3% 0.91 0.88
d50 3% 0.84 0.82
d60 2% 0.78 0.70

are manually annotated the IoU decreases by 5%. If we can manage an error rate of 10%,
the workload decreases from 100% to 2%.

Fig. 2 shows the validation performance of the models during training when trained
on the different datasets. This indicates that the validation mAP for the models trained
on the datasets d0, d10, d20 and d30 are similar, where the validation mAP only starts
decreasing notably when the gap between human-annotated frames are larger than 30.
Gaps larger than 30 seems to result in a large validation mAP decrease.

Table. 3 shows the maximum validation mAP reached during training for each
dataset, together with an average of the 15 top mAP values achieved for the last 150
epochs. The maximum mAP goes up for d10 and d20 and then goes down below the
baseline for the other datasets. The average mAP is the same for d0 to d20 and then
goes down below the baseline for the other datasets. From Fig. 2 there is a large drop
off after d40. This means that it’s not simply the model being overfitted to the training
data, but rather an issue with the training data itself. In this case, the issue is that the
IoU error is growing when the gap between human-annotated frames increases.

5 Discussion

Fig. 2, together with Table. 3 indicate that a model can learn the validation set from
the training set in d0.
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Figure 2: Validation mean average precision during the training phase for each model trained
on the different datasets.

Fig. 2 also shows the validation loss over each training session for all different datasets.
d0 to d30 has similar performance on the validation set. This is echoed by the average
mAP from the 15 highest mAP values achieved during the training, shown in Table. 3.
Once the gap between annotated frames grows past the refresh rate of the camera the
accuracy drops significantly. As the gap increases to double the refresh rate of the camera
the accuracy has dropped by around 0.25 mAP.

A small decrease in the IoU error of 0.10, results in a much larger mAP drop. Hence
there seems to be high importance of training your model on a clean dataset that contains
as few errors as possible. It is important to note that the value of the IoU error can be
the same for two different datasets, but one is ”more incorrect” than the other. The
problem with IoU and mAP has been discussed in other publications such as [22].

The maximum validation mAP for d10 and d20, which can be seen in Table. 3,
outperforms the baseline of d0. We theorize that this behaviour manifests because of
differences in augmentation during the training process. This hypothesis has not been
tested. Using the average mAP seems to give a more consistent value where the differences
in augmentation during each epoch is minimized.
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The average validation mAP showed in Table. 3 indicates that, if the gap between
the manually annotated frames is lower than the refresh rate of the camera, the perfor-
mance will be comparable. Using the model that achieves the highest validation mAP
is what is usually done for deployment, assuming the model generalizes to the target
domain. As already discussed, small changes during training, such as augmentation, can
lead to differences in performance. Using some type of average over the training phase
gives a clearer understanding of the expected outcome. This means that, for these ex-
periments, the model’s performance can be maintained while decreasing the workload of
the annotator by around 95%.

It is important to keep safety in mind when developing solutions for the automation
of the short-loading cycle. Because of this, finding the breakpoint where the workload
decrease is low enough while maintaining similar performance is more important than
minimizing the workload. We argue that these results indicate, a workload decrease of
around 95% will maintain comparable accuracy. This type of trade-off is different across
domains as some domains do not have a strict safety requirement. Hence, other domains
might have the possibility to decrease the workload even more. Examples of such a
domain could be licence plate detection, where missing one licence plate does not put
human life at risk.

6 Related work

In addition to the previously discussed literature [17, 18, 19, 20, 21], other adjacent tech-
niques allow for more efficient use of unlabeled data. If unlabeled data can be leveraged
more efficiently, the effect is, in essence, a workload decrease.

Other techniques try to learn from less, or no, annotated data. Such techniques
include unsupervised learning, semi-supervised learning and active learning.

Unsupervised learning is a technique that tries to find good representation or clus-
tering from non annotated data [29]. Unsupervised learning eliminates the need for an
annotated dataset which eliminates the annotation workload. Because models trained by
unsupervised learning does not get any feedback throughout the training procedure, it
needs to find the inherent features in the data. This works well for tasks such as anomaly
detection [30], however, it is very difficult to perform tasks such as object detection that
has a lot more nuance in the data. Some work has successfully performed foreground
object detection, however, it only detected objects in the foreground and did not classify
them [31].

A not so extreme decrease in the annotation workload is semi-supervised learning
(SSL), where the goal is to use a mix of annotated data and non-annotated data to try
to make effective use of the non-annotated data [32]. SSL has shown good results in
image segmentation of COVID-19 lung infection CT images [33] and object detection
[34], however, models trained using SSL has yet to reach similar performance to models
which has been trained on the fully annotated dataset. [35] showed that STAC achieves
2x higher data efficiency during training as STAC reached around 24.38 mAP using 5%
of the available labels, while the supervised baseline trained on 10% of the labelled data
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only achieved 23.86 mAP.
Active learning is a technique where, similarly to unsupervised learning, the goal is to

maximize the use of unlabeled data and is often used in domains where unlabeled data are
abundant but expensive to annotate. The main concept is that the model that is being
trained using active learning is given a set of data. When the model encounters an input
that does not produce an output with high enough confidence, the model queries a human
annotator (oracle) to label this data point, and it is then added to the training set [36].
Active learning has shown good results in, for example, soil prediction [37], where the
proposed model could reach similar performance with fewer samples (5-15% compared to
50%). Active learning has also been used to improve the convergence of object detectors
[38, 39], with promising results. However, some of the challenges facing active learning
are insufficient data for labelling examples, model uncertainty and processing pipeline
inconsistencies [40].

7 Conclusion and future work

Collection and annotation of data for the task of object detection in the domain of
automation of short-cycle loading is a time-consuming process. Moreover, once raw data
has been collected, data annotation is still costly. In this work, the possibility to decrease
the video annotation workload using linear interpolation was investigated in the case of
a wheel-loader approaching a dump truck in the short-loading cycle. The goal was to
investigate the viability of such a solution in the domain of automation of the short-
loading cycle. Scale-models were leveraged as they have successfully been used to train
vision systems and the knowledge transferred to real vehicles with no additional training
[13].

Data was collected mimicking the approach towards the dump truck by the wheel-
loader during the short-loading cycle. From this data, 7 datasets were created. These
datasets were defined by the gap between the human-annotated frames, where the frames
in between were generated by linear interpolation. YOLOv3 was used to compare how the
accuracy changes dependant on which dataset it was trained on and then compared with
the workload decrease. As previously discussed, safety is important during the short-
loading cycle. This means retaining the model’s ability to correctly detect objects is
very important, otherwise, it increases the possibility of, for example, a collision between
the dump truck and wheel-loader. The results indicate that it is possible to decrease
the annotation workload by around 95% and still maintaining comparable performance.
This is a similar workload decrease that has been reported in other domains. The so-
lution proposed in this work successfully addressed the industry requirements discussed
in Section. 1 which are related to cost, time investment while maintaining the ability to
keep the data internal.

Even though the proposed method performs well, it still relies on a fully annotated
dataset. Compare this to the methods discussed in Section. 6 that tries to decrease
or eliminate the annotations while retaining, or sometimes, surpassing the baseline. As
these methods can leverage non annotated data, they have the possibility to improve
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over time while more and more data is generated. The proposed method still requires
annotating and interpolating all new data.

The work presented here has some limitations that deserve further investigation.
Firstly, as the environment is very static in this work, it would be interesting to consider
a highly dynamic world, to see if a similar decrease in workload still retains accuracy.
Secondly, in this work linear interpolation is used because, as we argue, the change
between frames are quite linear in this domain. However, it is possible that a different
interpolation algorithm could outperform the linear interpolation algorithm. Thirdly,
further exploration of other techniques, such as active learning to pick which frames
should be annotated, rather than naively pick every n:th frame. Lastly, exploring different
techniques, such as unsupervised learning, could allow models to learn to perform object
detection from completely unlabelled data.
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