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ABSTRACT

The concept of precision farming deals with the creation and use of data from machinery
and sensors on and off the field to optimize resources and sustainably intensify food pro-
duction to keep up with increasing demand. However, in the face of a growing amount
of data collected, smarter data processing and analysis techniques are needed and have
prompted the evaluation and incorporation of artificial intelligence (AI) and machine learn-
ing (ML) techniques for multiple use cases right from seeding to harvesting. One such use
case that has yet to gauge the propositions of AI and ML fully is crop disease prediction.
Since multiple biotic and abiotic factors could be responsible for the occurrence of a dis-
ease, modeling requires finding pertinent data associated with these factors from multiple
farms for an extended time frame and developing smarter models able to capture underly-
ing relationships between them.

This thesis presents research to develop data-driven methodologies and optimization
approaches for building crop disease models. The objective is realized by breaking down
the task into three modules: (i) data collection, (ii) data processing and model building, and
(iii) the maintenance of models in production. The traditional data collection approach for
disease modeling involves setting up expensive and labor-intensive trials, which prompted
the evaluation of other novel and free-to-access data sources. Therefore, in module one,
two studies were conducted to assess the suitability of social media platforms and remote
sensing products. The results show that social media is not a viable option yet due to lim-
ited geo-referenced data and ambiguity in categorizing the discussions. On the other hand,
despite their high spatial granularity, vegetation indices derived from multispectral satellite
imagery are an interesting addition to the modeling pipeline.

In module two, a study was conducted to demonstrate the process of fusing and prepar-
ing data from multiple sources with different formats collected in an extended time frame
for model building. The study establishes the relevance of using advanced machine learn-
ing models such as deep learning to predict crop diseases. The results show that given the
appropriate data preparation process at the right data granularity and the use of some smart
tricks like cosine annealing, neural network-based models hold the potential to outperform
widely used models such as XGBoost. Since neural networks offer advantages such as mul-
timodal learning, transfer learning, and automated feature engineering, which are crucial
in building scalable models with heterogeneous data and reduced human effort, the ob-
servations of this study led to a follow-up study. This follow up study investigates neural
network-based algorithms specifically designed for tabular data and compares them against
popular tree ensemble-based models. Apart from acting as a comprehensive analysis of the
two families of techniques, the results show that although neural network-based models
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could not outperform tree-based models, they achieve comparable results and allowed for
the creation of easier and more accurate models for new diseases by application of transfer
learning.

Climate change leads to unexpected weather events and modified disease occurrence
patterns that cause static models to drift rapidly. Models need to be maintained to ensure
they are performing as required. Therefore, module three focuses on capturing real-time
data and triggering retraining when enough new data has been collected, which can help
maintain models by acting as a feedback loop for model improvement. This was attempted
by collecting crowd-sourced data from a disease recognition app, but it was not usable in its
current form and required further annotation. Since annotations are expensive and time-
consuming, a study for real-life agricultural data retrieval and large-scale annotation flow
optimization based on similarity search technique is presented, which significantly opti-
mizes the annotation process.

The results of this thesis have been verified through comparison with some traditional
crop disease prediction methods and interaction with experienced agronomists working
for a major AgTech company. Furthermore, the actionable results of this thesis have an
impact in a broader context and are expected to ease farmers’ anxiety related to yield loss
due to crop diseases and enhance their capability of planning and scheduling management
practices. Finally, the results derived from these studies are highly relevant for progressing
the United Nations Sustainable Development Goal of Zero Hunger.

Keywords: Crop Disease Prediction, Precision Agriculture, Digital Farming, Artificial Intelli-
gence, Machine Learning
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CHAPTER 1

Introduction

1.1 Modern Agriculture and its Challenges

The world population is steadily increasing. 1970-2009 saw a 3.3 billion rise in the world
population. A similar but slightly lower trend is being projected for the next four decades
between 2010-2050, with an expected rise of 2.3 billion totaling the world population to 9
billion [1]. The ongoing pandemic might slightly impact the numbers but will still cause
a tug of war with nature for resources and sustenance. With food being a basic necessity,
agriculture stands at the forefront of this battle. Global hunger is already a problem, with
about 8.9% of the world population unable to get access to healthy food and nutrition [2].
The growing population will only worsen the situation. Therefore, food production should
increase by 70% until 2050 to feed the growing population. In particular, an increase in cere-
als production, which make up about half of the world’s caloric intake, is pivotal. Although
more than 2 billion tonnes is currently produced, this needs to grow by almost another one
billion tonnes until 2050 [3].

These general challenges come together with specific challenges in agriculture. Although
food production should increase, the amount of arable land is limited. In fact, due to the
degradation of soil, available productive land has steeply deteriorated in the last decades.
Further strain is caused by yield loss due to pests and diseases. 40% of crop yield globally is
lost due to pests and diseases. Unfortunately, more than 20% of it is on the five staple crops
that make up about half of the globe’s caloric intake. This, combined with unprecedented
weather events caused by global warming, scarcity of water, and crop loss due to weeds, has
made farming tedious. More workforce is needed in the fields, but with urbanization, a large
chunk of the population is moving towards the city, making it hard for farmers to find labor
and effectively manage farming activities. Therefore, ensuring food security in the face of
challenges and limited resources is the need of the hour.
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4 INTRODUCTION

1.1.1 United Nations Sustainable Development Goals (SDGs)

Unified efforts from all nations are required to ensure food security. The farming landscape
is vastly different in different world regions, ranging from extremely large organized farm-
ing in the United States and South America to medium and small-sized farming in Europe
and Asia. Regardless, sustainable farming practices are needed to meet the current require-
ments without compromising the ability of future generations to do the same. Therefore,
the United Nations has put forth the United Nations Sustainable Development Goals as a
call for action to protect the planet and address critical challenges facing humankind by
2030. Goal 2 is "Zero Hunger," calling for increased agricultural productivity and sustainable
food production. Goal 2 is also related to Goal 12, "Ensure sustainable consumption and
production patterns," which aims to the efficient uptake of agricultural production, thus re-
ducing wastage, alleviating global hunger, and promoting economic growth. Farmers resort
to chemical products to protect produce on and off the field. Pesticides and insecticides
have proven beneficial in protecting crops from pests and diseases. However, excessive use
of the same can also lead to soil degradation and biodiversity threats. Therefore, controlled
and responsible use of chemical crop protection products is needed. This challenge is partly
addressed by Goal 15, "Sustainably manage forests, combat desertification, halt and reverse
land degradation, halt biodiversity loss." As one can imagine, these agriculturally related
goals are a huge undertaking. Although progress is underway in this context, swifter ac-
tion is needed. Hence, United Nations has called this the "Decade of Action" to amplify the
cause and call for more action at all levels: global, local, and individual. The work presented
in this thesis addresses SDGs 2, 12, and 15 in various capacities.

1.2 Technological Advances Aiding Agriculture

1.2.1 Precision farming

Agriculture is a complex ecosystem. It involves numerous variables and moving parts with
variability in every few inches of land and every few minutes during the growing period.
Regardless of managing a huge farm spanning hectares or being a smallholder farmer, all
farmers have the same objectives:

1. Increase Efficiency

2. Optimize Yield

3. Manage Volatility

4. Ensure Sustainability

Farmers generally rely on past experiences in deciding farming practices and operations.
However, this might lead to sub-optimal results in a constantly evolving environment with
rapidly changing crop growth conditions, unexpected weather events, and infestation by
diseases, pests, and weeds. Therefore, actions have to be quickly taken and plans adapted



1.2. TECHNOLOGICAL ADVANCES AIDING AGRICULTURE 5

to save as much produce as possible. Technological advances have created the opportu-
nity for farmers to collect more data from their field and make informed decisions in such
scenarios. Many sensors on the field, such as those mounted on tractors, combines, har-
vesters, weather stations, and soil sensors to those off the field like satellites and drones
can be tapped into for real-time field data access. Making precise farming decision based
on this data to ensure optimal use of resources and increase efficiency for farmers is called
Precision Agriculture.

1.2.2 Artificial Intelligence and digital farming

Although a huge amount of data is collected from sensors making sense of that data and
drawing valuable decisions is quite complex. Noisy data from faulty sensors can further
challenge this, making finding patterns and correlations manually and promptly next to
impossible. It requires careful selection and usage of apt techniques to process the data
and provide actionable outcomes and is called Digital Farming [4]. Figure 1.1 depicts digital
farming in a nutshell.

Figure 1.1: Digital farming is the process of data collection from sensors on and off the field,
which is processed to give out data-driven actionable decision support to farmers in the
form of maps or product recommendations for example

In the last few years, advances in computation and storage capabilities have paved the
way for complex computer systems that can learn to mimic humans and perform specific
tasks. Termed "Artificial Intelligence (AI)," it involves detecting patterns and trends in large
amounts of data using relevant mathematical algorithms and the aim of solving a specific
task [5]. The task can be generic, such as computer vision, Natural Language Process-
ing (NLP), predictive modeling, or specific, related to a certain domain that would other-
wise need an expert from the field. Artificial intelligence encompasses the field of Machine
Learning (ML) and Deep Learning (DL). While AI is the generic term used to categorize all
tasks that facilitate a machine or system to imitate human behavior and intelligence, ma-
chine learning and deep learning are the specific methods used to achieve this. Machine
learning uses algorithms that learn from data, draw generalizations and create rules that
allow for the prediction of a target variable or variables given a set of input variables. This



6 INTRODUCTION

process is referred to as fitting a model to the data. One must ensure that the model is not
underfitting where it misses obvious relations in the training data set or overfitting where
it almost memorizes the relations including noise in the training data and thus does not
perform well when an unknown test dataset is presented. Achieving a balance between
these two extremes leads to a good model. Specific algorithms have been shown to per-
form well on certain tasks. Deep learning is a collection of algorithms that use process-
ing units called neurons to build multiple layers, each capturing a specific abstraction of
the dataset and improving overtime based on feedback from the final layer where a loss
function is used to calculate the difference between actual vs predicted values or categories
and communicated back to the network so tweaks can be made [6]. Deep learning algo-
rithms are also called Universal Approximators and work well on many data types and use
cases. Many algorithms such as Convolutional Neural Network(CNN) [7], Recurrent Neural
Network(RNN) [8], Transformers [9], and their derivatives have gained popularity over the
last few years. They are now the de-facto standards in computer vision, NLP, and machine
translation. However, solving expert tasks for a specific domain is much more complex. It
requires processing unstructured, multi-modal, sometimes very old legacy data. Making
sense of such complex data and drawing relationships in them requires more effort and re-
search. Recently, there has been a rise in machine learning and deep learning solutions for
industry-specific use cases [10]. Machine learning-based solutions have found prominence
in medicine, finance, education, and many other domains. Although a little late to the band-
wagon, agriculture is also catching up with the trend. Training machines to support farmers
by giving accurate predictions at various stages of crop production where the cost of mis-
calculation holds the potential of endangering global food security and the environment is
a huge undertaking for digital farming. Hence, significant research is being conducted on
this topic.

1.2.3 Disease models in agriculture

One such complex use case considered within digital farming is the prediction of crop dis-
eases. The occurrence of a crop disease is a result of favourable weather, a virulent pathogen
and a susceptible host all coming together at the same time and is called the Disease Tri-
angle. Therefore, to model such an occurrence, data associated with the field, crop, and
pathogen is collected and evaluated for optimal interactions that eventually lead to appear-
ance of the disease. The aspects to consider for modeling diseases are shown in Figure 1. A
reliable and timely prediction given out to farmers regarding disease progress over the grow-
ing season could play a crucial role in protecting yield. Based on the disease progression,
the critical time window where the disease could be managed by application of pesticides
can be identified. Providing such spray windows taking into consideration the weather con-
ditions, can ease a big hurdle for a farmer in planning pesticide application and also lead
to maximum protection of the crop. Due to the complexity of the use case and the multiple
data inputs that need to be consumed and modeled, this is a good use case for applying
machine learning methods and acts as the central theme of this thesis.
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Figure 1.2: Disease triangle and the associated data parameters

1.3 Research Questions (RQ)

The research presented in this thesis is focused on contributing to the end-to-end digital
farming life cycle as presented in Figure 1.3. RQ1 aims to use unique and newer technolo-
gies to make more robust and reliable disease predictions. RQ2 is focused on investigating
more data layers and sources to be added into this pipeline to enhance predictions and
improve cost-effectiveness. Despite these efforts, models might fail in production for mul-
tiple reasons that need to be handled with more real-time data acting as a feedback loop for
model improvement.

Disease models built in the past have mostly been rule-based or process-based. Due to
the nature of these models, they are not easy to tweak or update. When new data layers or
data sets become available, the entire model must be reworked, and an expert must add or
update rules or processes manually. This level of human intervention makes the process
expensive and time-consuming. Moreover, the output from such a model can give out a risk
prediction for a certain disease which is not a quantitative measure of severity and there-
fore not very intuitive for all. Machine learning and deep learning methods are data-driven
and, therefore, can eliminate many of these drawbacks. Machine learning has been recently
evaluated for this use case, but the proven superiority of deep learning methods in multiple
use cases are not very well explored. Even when used within agriculture, their use case has
been limited to unstructured data sources such as images and text rather than structured
data like tabular data within an excel sheet. Since the data for disease modeling comes from
trials conducted to capture aspects of the disease triangle as shown in Figure 1 and stored
within rows and columns of a table, deep learning methods have not been explored on such
datasets [11], which leads us to our first research question,
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Figure 1.3: Research questions are highlighted in the context of the digital farming pipeline.
Research questions are focused on bridging the knowledge gap and drawbacks at each stage
of the process. While RQ1 aims to build better models with artificial intelligence techniques,
RQ2 aims to investigate and evaluate newer data layers and sources. Finally, RQ3 looks at
handling prediction errors in production with feedback loops to either add more real-time
data or trigger retraining

RQ1: Can advances in machine learning and deep learning be incorporated into the de-
velopment of disease models on long-range trial data?

As described previously, trials are conducted to collect data regarding disease progres-
sion in the absence of management practice and used for modeling. Trials are an expensive
data collection method since trial sites have to be identified. A portion of the field must be
marked off for trials; assessors must be appointed to visit the fields regularly, record dis-
ease observations, and consistently maintain the data. While trials are a common method
for data collection, they are cumbersome due to the multiple dependencies. Negligence
or oversight at any stage can cause the entire trial to be unusable. Therefore, other open-
source datasets and newer data layers and parameters can be explored and evaluated as a
replacement or addition to the current process to reduce cost and make predictions more
robust. This forms the second research question,

RQ2: What new data features and sources can be incorporated into the pipeline to en-
hance prediction capability?

Climate change or global warming is a gradual rise in the earth’s average temperature
observed over a long period, starting from the 1900s. The global average temperature has
increased by 1.2 degrees Celsius in the last decades. What seems like a small change has had
major impacts such as expanding desert areas, melting of arctic glaciers, extreme weather
events, and unexpected weather conditions [12]. Like many other human activities, agricul-
ture is also a contributor to global warming but is highly affected by these changing weather
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patterns as well. Global warming has caused the movement of pests towards the poles. This,
combined with unexpected weather events like rain, snow, and heatwaves, has led to unex-
pected disease infestation periods for farmers [13]. Since they are hard to predict, it causes
the disease prediction models to fail. Real-time data is needed to update models in produc-
tion with the latest information and handle prediction errors, thus keeping farmers up to
date. This knowledge gap is addressed by research question three,

RQ 3: How can crowd-sourced real-time data be used as a feedback loop for model up-
dates?

1.4 Research Methodology

Good research is classified as one that is systematic, logical, empirical, and reproducible [14].
In order to achieve this, setting up a good research methodology is crucial. Research method-
ology is defined as the process of systematically conducting research using a combination
of research methods and techniques with clear motivations behind their selection to obtain
verifiable results [15]. The research methodology used in this thesis is depicted in Figure 1.4.
The first step in any research is to identify the area of focus. Since the subject of research
in this thesis is a combination of computer science and agriculture, the first step is to nar-
row down the area of focus to specific sub-topics and formulate related research questions.
A literature review of the field generally identifies research gaps that have not yet been ex-
plored. This thesis deals with an explicit problem in an industrialized setting. Therefore,
the formulation of research questions is carried out in collaboration with industry experts.
As seen in the figure, literature review and regular touch points with industry experts was a
continuous process throughout the research and acted as a pulse check to ensure the results
are viable to be used by a farmer or agronomist.

Five research methodologies have been identified in the computing sciences: Formal,
Experimental, Build, Process and Model [16]. One or more of these methodologies can
solve a research question, as in this thesis. The physiological process of disease develop-
ment is analyzed by collecting relevant parameters and models built to capture and mimic
the interactions by extensive experimentation. The process begins with a data collection
phase by identifying all relevant features and obtaining them from multiple sources. The
data is then quantitatively and qualitatively analyzed to understand the landscape and de-
sign models. Data analysis and model implementation uses appropriate research methods
and techniques identified by experimentation with multiple options under different set-
tings. The final result is obtained after concrete verification steps. Due to the nature of re-
search, academic and industry-specific activities were conducted, leading to academic and
industry-specific research outcomes such as research papers and patented solutions.

1.5 Thesis Outline

The thesis is divided into two parts. The first part introduces the thesis topic and describes
details associated with it. The thesis is an interdisciplinary study covering agriculture, tech-
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Figure 1.4: Research methodology followed in this thesis

nology, and computer science. Chapter 2 introduces the concept of digital farming with re-
lation to Industry 4.0 and Agriculture 4.0. The chapter also introduces crop diseases in gen-
eral and the specific fungal diseases used as a case study in this thesis. Chapter 3 presents an
overview of machine learning and its application for the modeling of crop diseases. Chap-
ter 4 lists contributions of this thesis. As shown in Figure 1.4, the results of this thesis are in
the form of research papers and patents which are summarized in Chapter 4. Finally, Chap-
ter 5 contains concluding remarks which are a combination of conclusions to the research
questions, some ethical considerations, and future work. The second part of the thesis is a
compilation of all the research papers generated as part of this work.



CHAPTER 2

Digital Farming

2.1 Industry 4.0

Production and management practices in the 21st century are largely being governed by
technological advances. Traditional labour intensive manufacturing activities have seen
a fundamental shift with integration of smart technologies, connected systems as a result
of machine–to– machine interaction and an overall intensification of automation. This
paradigm shift is referred to as Industry 4.0 or the fourth industrial revolution [17]. The
last industrial revolution around the mid 20th century, brought about a digitization boom
by making computers more accessible and advancing telecommunication technology. Ad-
vancing from this vantage point, Industry 4.0 focuses on using the Internet to push the en-
velope further by fusing physical and digital systems and creating new capabilities that can
change the current status quo [18]. Technologies such as Internet of Things(IoT), cloud
computing, Artificial intelligence and machine learning, edge computing, cybersecurity and
digital twins will all play a huge role in realizing this objective [19]. As described by the chair-
man of World Economic Forum, Mr. Klaus Schwab at their 2016 annual meeting, the fourth
industrial revolution brings an inexorable shift "disrupting almost every industry in every
country" [20, 18]. Being the largest industry in the world and employing more than a billion
people, this new wave of industrial revolution has made way into agriculture too [21].

2.2 Agriculture 4.0

Apart from being the largest industry globally, agriculture is also one of the oldest industries.
Since time immemorial, producing food for consumption by cultivating land and managing
livestock has been the means of survival for human beings. Over the course of civilization,
agriculture evolved too and can be categorized similarly to the industrial revolution as fol-
lows [22],

11
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1. Agriculture 1.0 – Initially, simple tools and cattle were used to assist in farming, but
this was time–consuming and less efficient.

2. Agriculture 2.0 – Agriculture 1.0 evolved, and larger agricultural machinery was de-
veloped to reduce manual labor and usage of chemicals for crop protection began by
the 19th century [23]. However, farmers lacked knowledge and means for the efficient
use of both machinery and chemical products. An effort to support farming opera-
tions with research and technology was undertaken.

3. Agriculture 3.0 – Technological advances such as the Global Positional System(GPS)
and the general digitization of the world in the late 20th and early 21st century had
their trickle effects in agriculture. The use of computers, technology, and robots was
introduced, which improved the ease of use of agricultural machinery and optimized
other farming operations. However, efficient use of data generated from the fields to
drive intelligent solutions that further enhance efficiency and optimization was de-
sired. This gave rise to a new era in agriculture called Precision Agriculture which will
be addressed next.

4. Agriculture 4.0 – Similar to Industry 4.0, smart technologies are integrated into ma-
chinery such that IoT technologies can be used allow machine–to–machine interac-
tions between them. As more data associated with farms and farming activities be-
come available, intelligent data–driven solutions can be drawn from them using Ar-
tificial intelligence and machine learning, leading to increased production efficiency
and sustainability. Therefore, Agriculture 4.0 is also called Digital Farming. The core
technologies that drive digital farming are depicted in Fig 2.1

Agriculture 5.0 is envisioned for the future with a vision to enhance the current capa-
bilities of precision agriculture and digital farming by enabling equipment and machinery
to support crewless operations and self–governing decision support systems with the use of
robotics and artificial intelligence [24].

2.3 Precision Agriculture

Precision agriculture is formally defined by the International Society of Precision Agricul-
ture as such: Precision Agriculture is a management strategy that gathers, processes, and
analyzes temporal, spatial, and individual data and combines it with other information
to support management decisions according to estimated variability for improved resource
use efficiency, productivity, quality, profitability, and sustainability of agricultural produc-
tion [25]. Due to the heterogeneous nature of fields, crop production is not uniform during
a growing season or across different seasons. This could stem from variations in soil pat-
terns, agronomic practices, infestation by pests, diseases, weeds, and multiple other fac-
tors. Therefore, one needs to consider such spatial and temporal variabilities to provide
more accurate and targeted solutions. Even before the popularity of precision agriculture,
this was identified as a crucial consideration and specifically referred to as Site–Specific
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Figure 2.1: Core technologies of digital farming. AI and machine learning lies at the core
while data is collected through sensors, data is communicated through IoT, cloud based so-
lutions are used for analysis and predictions and finally presented to users through decision
support systems that can be integrated into larger farm management softwares.

Crop Management(SSCM) [26]. To aid SSCM, guidance systems are paramount. GPS and
Geographic Information Systems(GIS) send out signals to machinery such as tractors and
sprayers and support solutions that require guidance, such as automatic steering. Com-
munication between multiple vehicles on the farm is also possible and called telematics.
Data collected from farm equipment and other smart sensing technologies such as remote
sensing through satellites and drones help understand the variability in the field over time
and identify problem areas that require specific actions such as spraying with herbicides to
get rid of weeds or pesticides to handle diseases. Historically, due to high technology costs
and lack of such information around variability in the fields, entire fields were subject to
one management practice and were referred to as a flat–rate application. However, with
improvements in technology, data processing, and analysis capabilities, Variable Rate Tech-
nology(VRT) emerged, and Variable Rate Application(VRA) has become possible, which al-
lows application only at the right place and in the required quantity, thus saving resources
and reducing the impact on the environment [27]. Although this is a step in the right di-
rection, timing VRA at the right time is critical for its success. This requires modeling the
different interacting components of crop production to forecast an appropriate time win-
dow for carrying out applications so maximum benefits can be availed. Therefore, precision
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agriculture is a combination of techniques and processes required to achieve the 4’Rs: Right
input, in the Right amount, to the Right location, and at the Right time [26]. This principle
can be applied to different aspects of farming, such as crop management, water manage-
ment, and soil management, to handle food security and environmental challenges better.
Managing pests and diseases in crop management is a major aspect since it is marred with
multiple biotic and abiotic challenges leading to significant yield losses.

2.4 Managing Crop Diseases

2.4.1 Crop stress

Plants undergo numerous challenges during crop development that affect their overall de-
velopment and maximum yield–producing capability. Crop stress is when essential growth
factors such as water, temperature, and nutrients are not available in the right quantity or
compromised by diseases or weeds. Overexposure or resource deficiency is problematic and
puts plants under stress, thus stunting normal growth or causing premature death. Crop
stress can be divided into two categories,

1. Abiotic stress – Stress caused by environmental factors such as drought, floods, or
unusual weather extremes for a limited period.

2. Biotic stress – Stress caused by living organisms such as pests, insects, or weeds that
feed plants for their survival or compete with the plant for available resources for their
survival. Weeds and disease infestation are major factors of yield loss worldwide.

2.4.2 Crop diseases

Plant diseases are caused when a plant is attacked by a causal agent called a pathogen, such
as a fungus, bacteria, virus, or nematodes, at any part of the plant, from the roots to the leaf.
The resistance of the plant is capable of withstanding diseases to an extent. However, when
favorable weather conditions are available, or the pathogen is highly evolved, it can break
the plant at a cellular level which finally manifests as symptoms [28]. This perfect align-
ment of a susceptible host, virulent pathogen and favorable environment that can cause
a disease is called disease triangle(Fig2.2). Once the plant’s resistance is compromised, it is
hard for the plant to recover from diseases on its own and needs to be externally treated with
management practices that could be organic or chemical. Based on the type of pathogen,
diseases could be infectious or noninfectious. Infectious diseases could spread through the
movement of pathogens via soil, air, or seed and affect other susceptible hosts leading to
epidemics.

Crop diseases and epidemics have been a common occurrence for centuries. It has
been responsible for the monumental Irish potato famine in Ireland between 1845–1852
too, where the potato leaf blight disease caused major havoc leaving millions starving or
dead. The far–reaching effects of crop diseases are serious and therefore must be dealt with
great caution [29]. With the growing world population putting food security at risk and crop
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Figure 2.2: Disease triangle

diseases destroying one–third of all food crops each, we are again at a crucial cross road [30].
Worryingly, 137 pathogens associated with the five major crops: rice, wheat, maize, pota-
toes, and soybean were identified. These crops are responsible for half of the globe’s caloric
intake, but crop losses in the average range of 20–40% were reported due to re–emerging
pests and diseases [31].

In this thesis, two important diseases affecting wheat are considered. Wheat is a sta-
ple crop and is predominately consumed all across the globe in different forms. Like most
crops, wheat production is plagued with the same challenges of limited arable land, cli-
mate change, more susceptible plants due to declining in genetic diversity, movement of
microbes due to trade and transport, and subsequent microbial adaptations to newer con-
ditions, eventually leading to higher disease incidences [30]. A disease caused by fungi is the
most predominant, and the two diseases considered in this study are Septoria tritici blotch
and Wheat stripe rust.

Septoria tritici blotch

Septoria tritici blotch, also called Septoria tritici, or just Septoria, is a disease caused by the
fungus Zymoseptoria tritici. It is currently the biggest threat to wheat production in Europe.
70% of chemical treatment in Europe is aimed towards treating Septoria. Despite this, it is
still responsible for heavy losses of up to 50% of the yield. Although farmers spend in the
range of 289–1200 million per annum just in Europe towards its management, losses are
hard to contain [32]. The prevalence of the disease has been reported to have increased
over time as well [33]. The ideal conditions for this disease are temperatures between 15–25
degrees Celsius with high humidity. It is an air–borne disease with a typical lifecycle of 15–
18 days. However, the growth during this period is latent, and no visible symptoms might be
noticed until 28 days or more after the initial infection. The symptoms manifest as yellowing
of leaves and later as pale brown to greenish grey lesions with black dots as depicted in Fig
2.3.
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Figure 2.3: Manifestation of Septoria tritici blotch disease on a winter wheat plant

Since this reduces the plant’s ability to photosynthesize, it is important to maintain the
health of the top three–leaf layers of the crop since they are most exposed to the sun and
responsible for maximum photosynthesis [34]. Studies have shown that the percentage of
disease on the topmost leaf layer called Flag leaf is equivalent to the percentage of yield re-
duction [35]. Since the disease has been building without visible symptoms for a prolonged
time, quick action needs to be taken once symptoms appear; otherwise, the situation can
quickly go out of hand. Therefore, farmers spray fields against Septoria up to 3 or 4 four
times in a growing season to safeguard the crops. However, forecasting the occurrence of a
disease and predicting a good time window early in the season before the disease can spread
to the top leaves will greatly help farmers reduce the number of pesticide applications. This
would also greatly reduce the environmental impact and save additional costs and resources
without compromising yield protection. Hence, studying the disease progression over time
and space also called epidemiology, will help understand the disease and manage it more
efficiently.

Wheat stripe rust

Rust is a type of fungal pathogen that depends on its host for growth and reproduction [36].
In wheat, they cause stem rust(black rust), stripe rust(yellow rust), and leaf rust(brown rust).
Together they amount to US$ 4.3 to 5.0 billion in losses globally [37]. Wheat stripe rust is the
most damaging of them all. Also called yellow rust, it is caused by P. striiformis Westend.
f. sp. tritici (Pst) [38]. Except for Antarctica, they have been reported on every continent.
Reports of recurring epidemics as many as three times in five years have been seen in many
countries. In susceptible crops, they have the potential to completely wipe out the entire
field leading to 100% crop loss [39]. Sadly, 88% of the world’s wheat varieties are susceptible
to yellow rust leading to crop losses amounting to a billion dollars annually [40, 41]. Ideal
development conditions for yellow rust are temperatures between 10–20 degrees Celsius
and access to free water in the form of rains and high humidity. The disease spreads through
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air in the form of spores. Once a crop is attacked, with the availability of right conditions,
first symptoms might appear in about 14 days. Symptoms appear in the form of dusty yellow
spores on the leaf that resemble fresh iron rust as shown in Fig 2.4.

Figure 2.4: Manifestation of Stripe rust disease on a winter wheat plant [42]

Similar to Septoria, they also reduce the crop’s photosynthesis ability by lowering the
chlorophyll content. The top two leaf layers are responsible for aiding grain development.
Therefore, the top two leaf layers must be protected to save yield. Stripe rust can survive all
year long but grow rapidly when the right conditions are available. Due to their ability to
move long distances, mutate and adapt quite efficiently to new environments, newer and
stronger variants have taken agronomists by surprise and caused major crop losses [43].
Once yellow rust is seen on a farm, it can move quite rapidly to neighboring farms. There-
fore, effective disease mitigation can save not just one but many fields. Scouting the fields
regularly for diseases can help identify disease sooner, conduct management practices, and
issue warnings to others as well. Collecting real–time disease information and making ap-
propriate use of it can help plan fungicide treatment better and save crops.

Disease mitigation

As shown with the description of the two diseases, effective disease management to main-
tain plant health and improve production quantity and quality is paramount and forms the
core of this thesis. Modeling aspects of the disease triangle to understand the disease pro-
gression and develop forecasts for when to expect a disease or when to spray against disease
is involved. The needs of the two diseases discussed here are different. While farmers in-
variably expect septoria and are prepared to spray fields with pesticides as a precaution,
not spraying at the right time will stand ineffective against the disease and lead to unnec-
essary over–exposure of the crops to chemicals and waste of resources and money. On the
other hand, yellow rust does not occur every year, but it is extremely damaging when it
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does. Therefore, knowing the presence of the disease and its location in advance can help
plan actions for its mitigation. Drawing a parallel to human diseases, Septoria could be
compared to Influenza where it occurs each year but timing one’s flu shot before being af-
fected will save one from falling sick. Whereas yellow rust could be compared to COVID–19,
where knowing the presence of the disease in one’s contact group well in advance can help
one isolate and avoid further spread. In this thesis, epidemiology and predictive modeling
techniques have provided such solutions. The next sections provide a brief overview of this
topic.

2.5 Epidemiology and Disease Modeling

Epidemics are the development of disease in a host population over time and space [44]. On
the other hand, Epidemiology is the study of such epidemics by understanding the factors
that lead to disease so it can be predicted in advance. The previously described disease tri-
angle is the basis of this study and can be translated into terms of the rate parameter. Any
or all data that contribute to painting a better picture of the specific conditions associated
with the three aspects of the disease triangle is explored in epidemiology studies. By manip-
ulating any of these aspects against the development of diseases, plants can be protected as
described in Vanderplank’s equivalence theorem [45].

Understanding the cycle of disease development and progress over time between the
crop’s sowing to harvesting yield is important to plan management tactics and, therefore,
an important aspect of epidemiology. The disease cycle could be of two types: monocyclic
and polycyclic [45]. While monocyclic diseases complete only one cycle per season, poly-
cyclic can have more than one cycle in a season. This means once a crop is infected by
a monocyclic disease, treating the disease in time will ensure no further appearance until
harvest; however, polycyclic diseases can appear multiple times in a season even after treat-
ment and require continuous attention. Soil–borne diseases are usually monocyclic, and
polycyclic diseases are mostly air borne.

Disease assessments and other information associated with the host and pathogen over
the growing season give a measure of plant disease. Field trials are a popular method of
collecting such data. The purpose of a field trial is to measure the progress of a disease in
controlled settings so disease dynamics and response measures can be better understood.
For disease modeling, field trials without any form of management practice are conducted,
and assessments are made by an expert regarding the intensity of disease at regular intervals
in time over the growing season corresponding to the specific age of the crop called BBCH
value.

Disease incidence and disease severity are two common techniques of reporting the in-
tensity of the disease [46]. Typically it involves an expert who quantifies disease infestation
in plant population based on their perception and expertise. Recently, remote sensing tech-
nology and image processing techniques have also been used to derive such observations.
Disease incidence is a measure for number of diseased plants within a sample population
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which is expressed as a percentage. It is given by the formula,

D I (%) = p1

p2
∗100 (2.1)

where p1 is the number of infected plants and p2 is the size of the sample that is assessed.
Disease incidence is a good indicator of disease pressure in a region.

On the other hand, disease severity is the percentage of crops covered with disease
symptoms. In the case of yellow rust or septoria, the leaves are assessed, and disease sever-
ity is the percentage of leaves showing disease symptoms. It is given by the formula,

DS(%) = a1

a2
∗100 (2.2)

where a1 is the area of sampling unit showing disease symptoms and a2 is the total area.
Figure 2.5 shows an example for disease severity estimation.

Figure 2.5: Example Septoria tritici blotch disease severity assessment on wheat leaves taken
from Domiciano, G. P., et al. [47] where the numbers represent disease severity percentage.

Once the disease assessments are available, the disease can be represented as a disease
over time curve called the Disease Progression curve. Monocyclic disease progression curve
is similar to saturation curve, while polycyclic disease progression curve is sigmoidal as rep-
resented in figure 2.6 [48]. The diseases considered in this thesis are polycyclic, where dis-
ease starts slow but grows exponentially if not managed at the right time, leaving irreparable
damage. Therefore, modeling disease progress over time and identifying means to further
delay the start of disease and /or slow down the rate of disease development during the
growing period, so the disease stays at a manageable level and does not cause yield dam-
age is the ultimate goal of disease modeling and epidemiology studies as depicted in Figure
2.6. There are multiple control measures possible, but this thesis focuses on the timing of
fungicide applications such that fewer sprays are required, and they are as highly effective
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so diseases can be managed within the threshold of economic damage [49]. The techniques
and approaches pertaining to such a modeling task are described in the next chapter.

Figure 2.6: Effect of management on disease development



CHAPTER 3

Machine Learning for Disease
Modeling

As discussed in the previous chapter, multiple components, actors and factors are involved
in understanding disease dynamics, its impact on the crop, and its management. Bringing
these multi-faceted components into one framework so crop health issues can be better
addressed is a complex task attempted with different approaches in the past and contin-
ues to be improved with new technology and data processing and analysis capabilities. A
model is a technique to summarize disease dynamics, develop sustainable strategies for
their management, and verify coherence and consequence of such management practice in
reality [50]. The first popular disease model that changed the way modeling was conducted
was developed in early 1963 by Van der Plank. He attempted to estimate the infection rate
of a disease as a function of disease severity by analyzing the progress of disease over time
and also presented the importance of the disease triangle [45]. By 1969, the ideas presented
in this work were further explored, and the first computer simulation model, EPIDEM, was
developed. It could simulate potato blight and tomato blight diseases using logistic equa-
tions, which formed the basis for multiple other models that follow a polycyclic disease cy-
cle [51]. More models were developed over time using similar principles but different ap-
proaches. Multiple crop-disease combinations and the use of different relevant factors were
explored. Different works have all provided a comprehensive overview of different kinds of
approaches used to build such models [52, 50, 53, 54]. This is summarised in Figure 3.1.

3.1 Model Development Approaches

Based on modelling objectives, disease models can be categorized into three main cate-
gories [50, 54],

1. Conceptual/explanatory/analytical models – Such models explore the crop-pathogen
interrelation to explain the disease behavior based on biological knowledge concern-
ing physiological and morphological processes. Complex interactions are broken down

21
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Figure 3.1: Categories of epidemiological models

to multiple levels in biology, such as cellular or microbes. Each sublevel process is
looked at independently without the influence of higher levels to explain aspects of
disease progression. The aim is to understand the reasons behind disease occurrence
and behavior theoretically, so strategic decisions and policies can be made to handle
them better in the future. They are not aimed at providing immediately actionable
results. They are aimed at answering the question, "What should be done"?.

2. Descriptive models - Unlike explanatory models where processes are looked at from
different levels of abstraction, descriptive models are used to describe the disease
based on the observation data. Descriptive models are aimed at answering the ques-
tion, "What has happened?". It does not aim to explain the underlying processes but
looks only at the level the observations originate from and generalize them.

3. Predictive models – These are specialized descriptive models that generalize the data
and make predictions or forecasts for disease incidence and severity. Predictive mod-
els aim to predict a target variable such as disease severity, given a set of independent,
correlated features such as weather parameters. The purpose of predictive models is
to answer the question, "What could happen?".

Based on the above categorization, the two sub modeling approaches that are most com-
monly used are [44, 55, 56]:

1. Mechanistic/Simulation models – Based on the task at hand, the process starts with
looking into a knowledge base for identifying the conceptual framework that can ex-
plain the underlying process in the form of mathematical notations or equations.
Once the process for the required task, such as disease behavior analysis, is set up,
observation data from disease assessments are used to establish the mechanistic re-
lationship that was initially set up by evaluating model fit based on specific metrics.
When the metrics yield satisfactory results, the process description is used for the
task; else, a new process is evaluated with a different theoretical explanation. There-
fore, such models are also called process-based models. They are also called simula-
tion models since understanding the processes associated with disease epidemics at
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different scales allows simulating the system for testing different hypotheses and ex-
perimenting with new parameters to enhance scientific knowledge. Simulation mod-
els can also be used to predict diseases and when certain actions need to be taken.
Therefore, mechanistic models can be used as descriptive, conceptual, or predictive
models. However, as the number of interacting factors grows in space and time, incor-
porating all these aspects accurately gets challenging. Working with larger datasets is
also time-consuming and can lead to missing important interactions.

2. Empirical models – On the other hand, empirical models are different from mecha-
nistic models since they start with using the data first and establishing statistical rela-
tionships and correlations among the features and the target variable. Mathematical
expressions are derived without caring much about the underlying theoretical pro-
cesses. The aim is to find a good fit between the input and output variables, which can
be used as an exploratory data analysis step to describe biological mechanisms at dif-
ferent levels of physiological or biochemical changes, but that is not the primary aim
of such models. Empirical models are best suited to plan disease management [57].
Such models come in handy when it is impossible to develop mechanistic models due
to the complexity of the task when dealing with large datasets or many contributing
factors in time and space. Therefore, empirical models are considered a black box
that takes independent variables, X as input data, and describes its relationship with
a target variable y as a mathematical function y = f(X). The relationship between X
and y can be a simple linear or multivariate regression. Most disease development
results from multiple variables, so the development of empirical disease models in-
volves multivariate analysis where all such variables are simultaneously studied. This
approach is more informative than a simple linear regression where only a relation-
ship between two variables is considered. The process of building empirical models
for disease management is described with the help of a flowchart in Figure 3.2.

In order to keep diseases at a manageable level, mathematical modeling of the epidemic
as a function of interdependent determining factors is a key aspect. Mathematical, statisti-
cal, or machine learning methods can create empirical models for epidemic dynamics and
develop forecasting and timing-related management strategies. They can also be used to
identify new control strategies. Such models find relevance within larger decision support
systems aimed to assist growers in making informed decisions that can lead to efficient use
of resources and maximization of crop production.

Technological advances have led to many data sources available for use within agricul-
ture that allows for developing data-driven disease models for achieving this objective. This
requires a more evolved approach to empirical modeling that can handle large dynamic
data sets containing multiple data types and yet provide a means to derive fast and accurate
results for many use cases. Machine learning has evolved as an approach that addresses
such requirements in many domains and has slowly achieved prominence in agriculture
too, and will be discussed next.
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Figure 3.2: Steps involved in building empirical model for disease management

3.2 Machine Learning

Machine learning is a branch of Artificial Intelligence specializing in learning patterns in
datasets without explicitly programming it. Given sample data, machine learning models
summarize interactions between different system elements, and machine learning algo-
rithms are used to build generalization models on such data that can work well even on
unseen data and make predictions on a target variable. Machine learning algorithms and
techniques are also closely related to data mining and statistics. Since the data for building
models needs to be collected from multiple data sources and pre-processed appropriately,
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data mining techniques are needed. The machine learning algorithms themselves are based
on mathematical modeling and statistics.

An ML process or lifecycle consists of the following stages: Task identification, data col-
lection, data pre-processing, optional feature engineering based on the chosen architec-
ture, model training, validation, testing, deploying, and monitoring. Once the ML task is
identified and relevant data is collected and prepped, a typical machine learning approach
involves dividing the data into train, test, and validation data sets. Using a machine learning
algorithm to learn from the training data set and using the validation data set to fine-tune
the learning is standard procedure. However, validation datasets can be ignored when work-
ing with small datasets to allow more training data. In such cases, cross-validation strate-
gies can be used instead. Finally, the empirical model trained using a machine learning
algorithm is tested on an unseen dataset drawn from the same distribution as the train and
validation set to assess how well the model can generalize. Usually, a well-trained model will
have similar prediction performance on both validation and test sets. If this is not the case
and the model performs well on the validation set but not on the test set, it is called overfit-
ting. A satisfactory model, after all tests, is deployed for consumption by an end-user. Once
deployed, the model is monitored to ensure it performs as intended. If not, the process is
revisited in parts or fully, based on need.

A major task accomplished with the ML process is solving tasks that are too difficult for
humans to manually process or build computer programs with hand-crafted rules due to
the sheer volume of data or the complexity of the task itself. Since disease modeling is one
such use case, machine learning models have gained popularity based on the assumption
that learning and finding patterns and relationships in historical observations from multi-
ple sensors or experimental data will be useful in predicting events in the future too. This
requires training on historical data or sample data that describes multiple facets of the prob-
lem scenario. Therefore, machine learning models are as good as the data used to train them
and require special attention to capture as many moving parts as possible pointing to a cer-
tain behavior. Also, the choice of the algorithm is important and must be suitable for the
task and the required outcome. Machine learning is a vast area of research and involves nu-
merous techniques and algorithms that serve these purposes. However, covering all these
aspects is out of scope for this work, and only relevant topics are touched upon.

3.2.1 Machine learning basics

Machine learning algorithms are broadly categorized into four categories based on how
this training procedure is carried out: supervised, unsupervised, semi-supervised, and re-
inforcement learning. The most commonly used methods are the supervised, and unsuper-
vised learning methods,

1. Supervised learning – Given input variables X and target variable y, learning involves
finding a mapping solution from X–> y. Since the model learns the mapping using
training data, it is called supervised learning. Good labeled data is necessary for such
training.
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Figure 3.3: Important machine learning techniques relevant to disease modeling catego-
rized based on learning type, problem scenario and algorithm type

2. Unsupervised learning – In the absence of labeled data, unsupervised learning is used
to identify relationships among the available input data and thus find possible map-
pings. Similarity identification techniques are used to group data into clusters and
study them further.

There are also other learning methods like semi-supervised learning and reinforcement
learning, but these have not been commonly used for epidemiology modeling in agricul-
ture. These learning approaches solve one of the three types of problems: regression, clas-
sification, or clustering. Regression problems are those where the output is a continuous
variable that requires model outputs to be probabilistic. On the other hand, classification
problems return output belonging to one of the predefined classes and are therefore de-
terministic. Clustering is useful in unsupervised learning to group data samples together
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based on similarity.
The task of regression or classification based on supervised learning can be performed

using different machine learning algorithms. Experimentation is conducted to find the right
model suited for the task and input data at hand. Classical machine learning algorithms and
artificial neural network-based algorithms are two streams of modeling techniques that are
most commonly experimented with. Classical machine learning requires training examples
to be prepped appropriately to facilitate training. This is called feature creation and involves
handcrafting features to improve performance. In the absence of domain knowledge or
prior experience with a particular variable type, this process of identifying and preparing a
good feature set called feature engineering can be cumbersome, leading to low-performing
models. Therefore, artificial neural networks and deep learning-based approaches were
proposed to overcome this barrier. These algorithms perform representational learning
whereby the features can be automatically extracted from the input data, thus making it
easier to perform regression or classification and improving overall performance. Different
algorithms fall into these categories. Some of the most commonly appearing algorithms in
agricultural use cases, along with a pictorial representation of the categories discussed so
far, is shown in Figure 3.3.

3.3 Machine Learning Based Crop Disease Models

Many review papers of machine learning and deep learning methods in agriculture and
specifically dealing with crop diseases have been published in the recent years [58, 59, 60,
61, 62, 63, 64, 65, 66, 67, 68]. Since these papers cover a lot of individual studies that have
used an array of data sources and data types for disease modeling using different machine
learning and deep learning algorithms, these works are not explained again at this juncture.
However, a summary from these papers is presented instead.

3.3.1 Input data

As previously mentioned, the choice of a machine learning algorithm is dependent on the
type of input data available for training and the objective of the task. The relevance of the
disease triangle in the occurrence of diseases is well established. Initially, studies looked
at establishing the relationship between certain weather parameters such as temperature,
moisture, rainfall, and sunshine duration, and disease progression by collecting weather
data from global models, weather stations on the field or third party government or non-
governmental agencies, and disease observation data from field trials [69, 70, 71]. Later the
effects of crop growth development and the relationship between the age of crop and the
occurrence of disease were also studied with the use of field trial data [72, 73]. However,
as technology improved, other sources of data became available. Remote sensing evolved
as a major player in the field of disease modeling [74, 75]. Remote sensing involved im-
agery collected from multiple sources like satellites, Unmanned Aerial Vehicles (UAVs), RGB
cameras on the fields and pictures taken on mobile phones by agronomists or farmers that
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are all indicative of crop health and status. Fenu et.al [66] is a recent paper that very con-
cretely summarised the different machine learning-based models to forecast crop diseases.
Based on the data used for the task, three categories are identified: models based purely on
weather data, models based on imagery data originating from one of the remote sensing
sources, and models that combine data from multiple sources such as weather and growth
stage.

3.3.2 Learning algorithms

The machine learning algorithms used in the multiple studies summarized in the review
mentioned above for the different input data types can be grouped into four categories:
Support Vector Machines (SVM), Bayes classifier, decision trees, and artificial neural net-
works based.

1. SVM [76] – Features provided to machine learning algorithms are represented using
vectors. Such input vectors can be represented as a point in n-dimensional latent
space where n is the number of features. The SVM algorithm is best suited for clas-
sification tasks since it tries to find a hyperplane or separation line between the data
points. Examples belonging to a class lie on either side of the hyperplane. Therefore,
the best hyperplane has a maximum margin between the data points since this de-
notes higher confidence in the selected hyperplane. However, when the data points
are so arranged that drawing a linear hyperplane is not possible, a higher dimension
is added, and a kernel trick is applied in such cases.

2. Naive Bayes (NB) [77] – Also used for classification tasks, NB is a probability-based
model derived from the Bayes theorem. Bayes theorem states that the value of fea-
tures are independent of each other and contribute equally to the conditional proba-
bility of predicting a target variable when all the other features are given. This is called
posterior probability and is expressed as,

Posterior Probability = Prior∗Likelihood

Evidence
(3.1)

3. Decision Trees (DTs) [78] – Decision trees are a combination of if-then-else rules or-
ganized in a flow chart-like structure. Based on the objective, the input space is di-
vided by features, each occupying a decision node in an inverted tree-like structure
that starts with a root node. Starting from a higher level of abstraction at the root
node, features are continuously split into multiple branches at the decision nodes, fi-
nally leading to a leaf node with a continuous value or a unique label based on the
task at hand being regression or classification. The objective is to find a tree struc-
ture that captures the input-output mapping crisply without overfitting. Algorithms
such as ID3, C4.5, and CART are used to build individual decision trees. However,
such individual decision trees are weak learners and cannot generalize well on new
datasets. Therefore ensemble techniques like boosting and bagging are used to com-
bine multiple decision trees to create strong learners. Random forest is an example of
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a bagging ensemble where multiple decision trees are created with random training
data samples, and a final decision is based on majority voting from those individual
trees [79]. On the other hand, Boosted trees are created using all the training samples,
but each successive tree receives feedback on the errors of the previous trees and im-
proves upon it to achieve higher performance. The popular approach to receive feed-
back and update is through gradient descent, where a loss function is used to calculate
error and provide feedback to subsequent trees, and the end goal is to lower the gra-
dients of such a loss function. Such trees are called gradient boosted decision trees,
with popular examples being XGBoost [80], CatBoost [81], and LightGBM [82].

4. Artificial Neural Network [83] – Inspired by neurons that are the information carri-
ers of a human brain and responsible for human intelligence, artificial neural net-
works are a class of machine learning models that consist of multiple data processing
units called neurons arranged sequentially in the form of layers and connected to each
other. Three layers are standard in ANNs: an input layer, an output layer, and one or
more hidden layers. Weights and bias govern the connections between these layers.
Activation functions are used to decide if data is allowed to pass through a certain
node onto the next layer of the network.

Input is first ingested via the nodes in the input layer and weights attached to it. The
weights are multiplied with the input and act as a coefficient or gradient for each vari-
able in the dataset. Along with the weight, a bias variable is also added that is a con-
stant value. This process can be represented as a linear equation z1 of the form,

z1 = b +
n∑

i=1
xi wi (3.2)

where b is the bias, x is the input variable, and w is the corresponding weights attached
to it.

Since most problem scenarios do not follow a linear mapping, linear models are not
enough to create complex mappings between input and output. Therefore, non lin-
earity is introduced to the equation at the hidden layers so better mappings can be
learned from complex or high dimensional datasets as follows,

f

(
b +

n∑
i=1

xi wi

)
(3.3)

where f is a activation function. ReLU, tanh, sigmoid are all popular options for f .

Finally, the data reaches the last layer where, based on the task at hand being a re-
gression or classification task, the appropriate activation function such as softmax,
sigmoid or linear activation is applied. A cost function is used to calculate the dif-
ference between actual and predicted values. This entire process is called forward
propagation since data moves forward from one layer to the next. Based on the er-
rors, the weights are adjusted and backpropagated as feedback to the network so the
error can be minimized, and this process is called backpropagation. Backpropagation
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is repeated until the error saturates. Since multiple neurons are part of an ANN and
performing such calculations on each neuron is time-consuming and resource heavy,
matrices, and vectors are used instead.

Adding multiple hidden layers increases the power of ANNs, allowing the ability to
learn complex features and is therefore called deep learning. Feedforward neural net-
works(FNN) with multiple hidden layers are the simplest deep learning architecture
suited for tabular data. Variations of deep learning architectures exist, such as Convo-
lutional neural networks(CNN), popular on computer vision tasks, Recurrent Neural
Networks(RNN) popular on sequential data such as text or time series.

As noted from the review papers mentioned at the start of this section and specifically
from Fenu et.al [66], like many other domains, the vast success of neural networks has pre-
dominantly been limited to unstructured data types such as images and text, while classical
machine learning models continued to remain undisputed favorites for structured tabu-
lar data such as weather or field data originating from trials. However, the last years have
seen an increase in neural network-based models specifically created for tabular data, with
some claiming to outperform tree-based models along with other advantages such as multi-
modal learning, transfer learning, and automated feature engineering. Combining many
heterogeneous data sources relevant to the disease triangle has been shown to improve
performance, but most models have focused on a single data source. Also, with classical
machine learning, models need to be built from scratch for every new crop-disease-region
combination, which is cumbersome and time-consuming. Transfer learning can be used
to make this process easier and improve performance by transferring knowledge between
models, but this has been limited to imagery data and not used when dealing with the tab-
ular data format. Advantages offered by neural networks such as multi-modal learning,
transfer learning, and automated feature engineering can significantly assist our objective
of building scalable disease models with heterogeneous data and reduced human effort.
Therefore, they are an important topic of research within this thesis.



CHAPTER 4

Contributions

The research questions formulated at the start of the thesis were addressed through multiple
studies and led to publications associated with them. The research carried out in this the-
sis resulted in eight publications as depicted in Figure 4.1. The publications include three
conference papers, two journal papers, one book chapter, and two submitted patent ap-
plications(one internationally published). In Figure 4.1, the boxes without dashed borders
indicate publications included in the thesis while the dashed ones are not included. A green
border along the box indicates publications where the thesis author is the first author or
author with equal contribution.

Figure 4.1: Publication road map
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The papers are grouped with respect to the research question. The association of the
papers with specific research questions is depicted in Table 4.1.

Papers RQ1: Can advances
in machine learning
and deep learning be

incorporated into
the development of
disease models on

long range trial data?

RQ2: What new data
features and sources
can be incorporated
into the pipeline to
enhance prediction

capability?

RQ3: How can
crowd-sourced

real-time data be
used as a feedback

loop for model
updates?

Paper A X
Paper B X
Paper C X
Paper D X
Paper E X X
Paper F X X

Table 4.1: Mapping between publication and research questions

4.1 Summary of Appended Papers

This section presents specific details of the included papers and the contributions made by
the thesis author, referred to as the thesis author or just author in this section.

Paper A

Title: Artificial Intelligence Driven Use of Crop Protection Products for
Sustainable Agriculture

Authors: Priyamvada Shankar, Nicolas Werner, Sandra Selinger, Ole Janssen

Published in: IEEE / ITU International Conference on Artificial Intelligence for
Good (AI4G), IEEE, 2020

Summary: The challenges in crop production due to crop diseases and weeds
are increasing. The use of agrochemicals to manage these is com-
mon but must be controlled, so it is effective yet does not lead to
adverse effects on the environment. The advancements in pre-
cision agriculture have made this possible, and with the effec-
tive use of artificial intelligence techniques, solutions can be fur-
ther improved. The paper presents a summary of four such digi-
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tal farming solutions offered by xarvio™, where this thesis work
is conducted: (i) aimed at predicting the right time for the use
of pesticides based on disease occurrence prediction and called
Spray Timer (ii) usage only where needed on the field accounting
for heterogeneity in disease or weed infestation and called Zone
Spray (iii) spraying consciously taking into account government
regulations regarding protecting surrounding ecosystems such as
water bodies and forests and called Buffer Zones (iv) using the
right products for the specific problem at hand, so usage of agro-
chemicals is most effective and called Product Recommendation.
These solutions aim to address the United Nations Sustainable
Development Goals of zero hunger and responsible consumption
and production. The adoption of these solutions for disease man-
agement in Europe and weed management in Brazil is studied,
along with its environmental and economic implications.

Personal Contribution: This paper represents the author’s first contact with the use of Ar-
tificial intelligence and machine learning for precision agriculture
and its associated issues. The paper is based on a product devel-
oped by the industry partner where the thesis work is conducted.
The author was responsible for studying state of the art regarding
the solutions included in the product. Of the two use cases pre-
sented, the author researched and wrote the European case study
on disease management. The author also took the lead in plan-
ning the overall paper and wrote the common sections with the
co-authors.

Paper B

Title: Data Fusion and Artificial Neural Networks for Modelling Crop
Disease Severity

Authors: Priyamvada Shankar, Andreas Johnen, Marcus Liwicki

Published in: 23rd International Conference on Information Fusion (FUSION
2020), IEEE, 2020

Summary of paper: Based on Paper A, it was understood that the task of predicting the
right time for use of pesticides is based on understanding the spe-
cific disease cycle and predicting disease progression over crop
growing period to identify a threshold beyond which the disease
will lead to loss of yield. Decision support systems providing such
predictions used expert knowledge-oriented rule-based or mech-
anistic models. However, machine learning models, especially ar-
tificial neural networks or deep learning algorithms, are limited to
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certain data types. This paper studied the possibility of using ANN
and dealt with the issues of data preparation for training which
involves fusion of hard and soft data. The task of predicting one
of the most devastating crop diseases of winter wheat, i.e., Sep-
toria tritici (Zymoseptoria tritici), is dealt with for this study. The
result shows that a simple feed-forward neural network architec-
ture with regularization and techniques like cyclic learning rate
and cosine annealing could outperform classical machine learn-
ing approaches and be incorporated within traditional decision
support systems for greater outreach.

Personal Contribution: The author was responsible for the end-to-end development of
the solution presented in this paper. This involved conception of
the idea, literature review, compilation of the data, development
of relevant data pre-processing techniques, selection of appropri-
ate machine learning algorithms, implementing the model, and
producing the results. The co-authors guided and supervised the
process from agronomy and technical perspective. The thesis au-
thor also took the lead in planning and writing the paper.

Paper C

Title: Tree-based Ensembles vs Neuron-based Methods for Tabular Data
- A Case Study in Crop Disease Forecasting

Authors: Priyamvada Shankar, Abhik Ashish Modi, Marcus Liwicki

Submitted to: Journal of Artificial Intelligence in Agriculture

Summary: Based on Paper B, it was evident that the use of ANN and relevant
deep learning models for disease modeling with tabular data orig-
inating from a combination of weather, field trials, and phonol-
ogy data is worth exploring. However, tree-based algorithms are
the de-facto standards for tabular data, which led to a detailed
analysis of the popularity of these models and the challenges as-
sociated with using ANN-based models on this data type. Popular
tree-based algorithms were compared against an array of ANN-
based algorithms ranging from simple feed-forward neural net-
works to architectures specifically designed for temporal tabular
data like LSTM, TabNet and NODE. The two streams of algorithms
were pitted against each other to draw quantitative and qualita-
tive conclusions regarding the best approach for disease model-
ing. Again the task of predicting Septoria tritici is considered. Re-
sults show that quantitatively the performance of all models is
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comparable. However, ANN offers qualitative advantages like trans-
fer learning, multi-modal learning, and automated feature learn-
ing, which will soon become highly sought after as digital-based
solutions gain popularity and the need for scalable solutions to
work with heterogeneous data types increases. Results were able
to show the advantage of transfer learning in improving the per-
formance of yellow rust disease prediction models by transfer learn-
ing from the model built for Septoria Tritici disease prediction.

Personal Contribution: The author was responsible for the conception of the idea, com-
pilation of the data, pre-processing the data, selection of relevant
machine learning algorithms, implementing some of the models
and producing results. Eight machine learning models are built
and compared against each other. The task of technical imple-
mentation of the models was shared with the second author, a
master’s student pursuing an internship under the author’s guid-
ance. The overall work was guided from a technical perspective by
the third author. The thesis author was also responsible for plan-
ning and writing the entire paper.

Paper D

Title: Digital Crop Health Monitoring by Analyzing Social Media Streams

Authors: Priyamvada Shankar, Christian Bitter, Marcus Liwicki

Published in: IEEE / ITU International Conference on Artificial Intelligence for
Good (AI4G), IEEE, 2020

Summary: The Papers A, B, and C have mostly relied on field observation
collected through specifically designed field experimentation also
called trials. However, this is an expensive and time-consuming
process. Farmers regularly check their fields to assess general crop
health and specifically look for crop diseases. This process is called
scouting and is an important ritual followed by farmers and
agronomists to study disease behavior. It was observed that inter-
esting findings were being shared on social media platforms and
specific agricultural forums. Twitter is a preferred choice for many
farmers which led to the exploration of this data source as an al-
ternative for the collection of disease observation data to improve
disease models, especially in the current scenario where climate
change has led to unexpected disease occurrences and epidemics.
Although the input stream is currently not usable to facilitate con-
crete improvements to disease models, the work can act as proof
of concept for further exploration in due course.
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Personal Contribution: The author was responsible for conception of the main idea in the
paper in collaboration with the co-authors. The author compiled
the data, pre-processed the data, selected the relevant machine
learning algorithms, implemented the models and produced re-
sults. The work was guided from a technical perspective by the
co-authors. The thesis author was also responsible for planning
and writing the entire paper.

Paper E

Title: Early Onset Yellow Rust Detection Guided by Remote Sensing In-
dices

Authors: Venkatesh Thirugnana Sambandham, Priyamvada Shankar, Sayan
Mukhopadhaya

Submitted to: Journal of Remote sensing

Summary: Following up from work in Paper C and D, multispectral satellite
imagery was identified as another source that can be indicative
of crop health from a literature review. Therefore, vegetative re-
mote sensing indices such as NDVI, NDWI, and NDRE were added
to the models developed as part of Paper C. Although they did
not yield significant model improvements, it was worth noting
that the indices ranked higher in feature importance compared to
weather features which was until then not considered. Therefore,
a novel approach is proposed to use the remote sensing indices as
an auxiliary feature instead. Remote sensing indices from satel-
lite imagery alone are insufficient to identify diseases and trigger
spray recommendations. The drop in vegetation could also be
from other abiotic stresses, which led to the rule-based approach
that combines model predictions and the indices to identify the
early onset of disease.

Personal Contribution: The work is a collaborative effort from all the co-authors with equal
contributions. The author was responsible for the conception of
the main idea, which was further refined with the third author.
The first and second authors collectively prepared the data. The
author implemented the machine learning algorithms for disease
prediction as part of Paper C. The rule itself was conceptualized by
the author and third author, which was technically implemented
by the first author, who also produced the results shown in the pa-
per. The paper was collectively planned and written. The authors
appear in order of seniority.
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Paper F

Title: Real-life Agricultural Data Retrieval for Large-Scale Annotation Flow
Optimization

Authors: Hiba Najjar, Priyamvada Shankar, Jonatan Aponte, and Marek
Schikora

Accepted as: Book Chapter in Computer Vision and Machine Learning in Agri-
culture: Vol 2 in Springer Book Series Algorithms for Intelligent
Systems

Summary: Along the same lines as Paper D and E, crop disease diagnosis
apps are another interesting source of disease observation. Dis-
ease diagnosis apps are designed to be used by farmers when they
need help identifying diseases based on symptoms. The apps con-
tain advanced computer vision capability that can classify crops
as healthy or diseases based on a picture captured through the
app. They can also identify the specific disease based on visible
symptoms. Since this is a source of regular real-time data, it can
be used to monitor drifts in data or model predictions, maintain
disease models in production, and generate data for low-frequency
classes to generate new models. However, the data from disease
apps are not usable in their current form and require further an-
notations to provide more details such as crop name, growth stage,
etc, which is time-consuming and labor-intensive. Prioritizing
and grouping similar images within an annotation queue will sig-
nificantly help speed up the process and make annotations easier
for an annotator. An approach to achieve this using semantic sim-
ilarity is proposed in this paper.

Personal Contribution: The author was responsible for conception of the main idea in
the paper together with the last author. The author implemented
an initial proof of concept, which was then further improvised by
the first author as part of her mandatory master’s studies intern-
ship. The third author was responsible for integrating the solution
within the existing annotation toolchain. The author supervised
this work and was also responsible for planning the paper. The
paper was jointly written together with the first author.





CHAPTER 5

Concluding Remarks

This thesis focuses on developing next-generation crop disease models that are data-
oriented. The motivation is to assess novel data sources for disease modeling along with
cutting-edge machine learning and artificial intelligence-based approaches to combine these
data sources and produce state of the art crop disease models. With growing population and
higher food production demands but reduced performance metrics of yield saving rule-
based and process-based crop disease models due to climate change, the digitization of
agriculture and related practices is highly sought after, which this thesis caters to. This is a
challenging problem and addressed in the past by some studies, but an end-to-end data-
driven approach is few and far between. Therefore, it is the central research objective of this
thesis. This end-to-end approach is dealt with by a top-down decomposition of the problem
into modules such as data collection, data processing, model building, actionable output,
and model maintenance. Each module has been addressed via separate studies guided by
the research questions. The next section presents the research questions specific contribu-
tions and conclusions followed by ethical considerations and future work.

5.1 Conclusions

The major contribution of this work is the evaluation of novel data sources and the design of
a flexible system that can work with such novel data sources and produce actionable results
for the management of crop health. The thesis also stresses the need to continuously mon-
itor system output and ensure that the results are appropriate and relevant since models
can quickly drift due to unexpected weather events or disease behavior triggered by climate
change. Therefore, easier access to the models is necessary to be updated based on the
latest ground truth.

The contributions of the thesis tie in with the originally posed research questions and
can be summarized as follows,

39
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RQ1: Can advances in machine learning and deep learning be incorporated into the de-
velopment of disease models on long-range trial data?

The results presented in this thesis demonstrate that both classical machine learning ap-
proaches and deep learning methods are suitable for developing robust disease models with
the use of long-range trial data. This involves specific data collection and pre-processing
challenges to produce results that can eventually serve users of a larger farm management
system or decision support systems.

Paper B and Paper C are dedicated to presenting and addressing these challenges. The
low level of data abstraction from trials is not ideal for modeling with machine learning,
and therefore distinctive approaches to produce data with higher abstraction are presented.
Also, machine learning approaches generalize better with more samples. Since trials are
a manual and expensive process of data collection, discrete data points are common with
only a handful of observations from each trial which might not be enough for building high-
quality models. Therefore, a disease cycle and mathematical progression curve-oriented
approach is also presented as a data augmentation technique specifically for this scenario.

Paper B evaluates a wide array of machine learning and deep learning algorithms for
modeling with the prepared data. Data disparity issues are common in all domains. Despite
collecting long-range data, sporadic but highly disastrous diseases are hard to model due to
low data quantity. Transfer learning approach to improve performance is also explored in
Paper C.

General advances in artificial intelligence have invaluable potential within this subject
area, but the avenue of creating hybrid approaches with legacy solutions must not be over-
looked. Paper B discusses how to incorporate AI and ML modules within legacy systems to
address specific issues but not reinvent those sections that are well established and perform
up to satisfaction. Making solutions that can work in tandem will increase the adoption rate
of newer technologies among Ag(Agriculture) players.

RQ2: What new data features and sources can be incorporated into the pipeline to en-
hance prediction capability?

The general digitization of the world and advances in IoT have opened up a plethora of data
sources that seem like potential candidates for initiating a revamp of how disease models
are built and results consumed. New sensors, products, and tools are regularly launched
that bring in new data layers. The thesis focuses on the scientific evaluation of their usage
for crop health identification and management. While some are obvious candidates, cross-
functional data sources are also identified and assessed for relevance.

Paper D assesses social media platforms as a source for real-time crop health informa-
tion. It is currently not an ideal choice due to multiple challenges with data quality and
quantity, as discussed in the paper. Paper E deals with the use of remote sensing imagery. It
is currently a popular data source and is being extensively studied under different settings.
In this context, Paper E deals with remote sensing vegetation indices derived from multi-
spectral satellite imagery to identify and model Stripe Rust in Wheat. The paper presents an
approach to integrate it with the models developed in Paper C.
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Crop disease recognition apps that allow users to upload a picture of the crop stress and
receive information on the disease and associated management practices are a new trend
with multiple players in the market. Paper F deals with this data source and presents a solu-
tion to facilitate the use of data generated from such apps for multiple use cases, including
disease modeling.

RQ 3: How can crowd-sourced real-time data be used as a feedback loop for model up-
dates?

When building models for a dynamic ecosystem, models cannot be static and must be reg-
ularly monitored and updated to ensure high quality and usability. When this is not done,
users lose trust and abandon the systems and look for new ones or go back to traditional
practices. Since agriculture relies on constantly changing weather, monitoring models and
systems built for agriculture is imperative. Therefore, in Paper F, a real-time crowd-sourced
dataset is evaluated for this purpose. While monitoring and updating models are neces-
sary, the objectives cannot be met if not done right and can cause more harm than good.
Hence the paper presents a technique for making such high-reliability data available. Since
monetary constraints always exist, crowd-sourced data from a disease recognition app is
prioritized in the study. Other sources of similar data exist, and the presented technique is
transferable to other similar use cases.

5.2 Limitations

This thesis has stressed upon the use of AI and ML for disease modeling. While this work
presents two use cases where they have been successfully applied, there are many reasons
that could lead to the ineffectiveness of the ML approaches for disease modeling with the
most prominent being low data quality and quantity. Although the hope is to have well
performing models for a wide range of diseases for different crop-country combinations,
this might not be feasible due to insufficient data to build ML models. In such cases, existing
rule based systems with hand crafted rules from expert knowledge could lead to a quick
solution while more effort is invested towards uniform data collection across a broad array
of diseases.

The solution presented in this work finds time window when a disease progresses be-
yond a certain threshold which indicates that it has reached crucial leaf layers. This is a
significant input needed to identify spray windows based on suitable weather conditions.
However, automatic identification of such spray window using ML is not part of the pre-
sented solution. Expert based rule system is used for the identification of such spray win-
dows which is triggered by the predictions of the ML model. Also, the development of VRA
maps and product recommendations is not part of this work. However, the use of ML for
these could be possible extension of this work.

Also, multi modal learning for disease modeling has been introduced but not explored
yet. While satellite images were used, only derived indices were included into tabular data.
Images from disease recognition apps were also used in a stand alone study but not incor-
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porated into the modeling pipeline used for disease prediction. Therefore, the effectiveness
of ANN for multimodal learning is yet to be explored on this use case.

5.3 Ethical Considerations

In my opinion, research should be conducted with conscious efforts to remain ethical. There-
fore, ethical considerations were made at three important junctions of this research process,
namely, (i) development, (ii) reporting of results, and (iii) use of research results.

5.3.1 Ethical consideration at development phase

In the development of research, special consideration has been taken to ensure all data used
for modeling has been sourced ethically, and no copyright or data infringement laws are
broken in the process. This research uses two types of data: user data and company data.

Image data uploaded by users to the disease recognition app is a source of personal
data used in one of the studies. The principles laid out by the European Parliament for the
protection of natural persons concerning the processing of personal data and on the free
movement of such data called General Data Protection Regulation or GDPR is very strictly
adhered to [84]. The data has been lawfully processed and used only for research aimed at
improving solutions. All information associated with the user is stripped, and only images
are used for training. No data is stored on any personal device or server. Model development
has been carried out only on secure physical and virtual machines accessed with a secure
connection.

Since the research is conducted in collaboration with a company, the company data
has also been used only after receiving the right approvals. The company holds intellec-
tual property rights on some of the data used in the research, such as the trial data, and is
therefore handled according to guidelines.

The other aspect of development is the ethical use of computational resources. Amazon
Web Services are used to develop the solutions, making it convenient to spin up resources
as per need. Therefore, compute-intensive machine learning and deep learning models
can be trained by spinning up powerful Graphical Processing Units(GPU) instances and
programmed to turn off automatically as soon as training is done to save resources. Also,
pre-trained models are used where possible to avoid re-training.

5.3.2 Ethical considerations while reporting results

Concerning reporting of the results, all results have been truthfully reported. No result has
been fabricated and all values reported are as observed from experimentation. The results
are presented along with the specific hyperparameters so experiments can be recreated.
Every researcher has to share knowledge, and hence research results have been regularly
published in the form of research papers and reports. If any error was noticed in the results,
they have been promptly corrected, and concerned persons are intimated.
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5.3.3 Ethical concerns with the use of research results

The thesis aims to predict disease occurrences, which can be used to plan or reduce the
usage of pesticides for crop protection and lead to sustainable agricultural practices. The
over usage of pesticides is an environmental and health concern. Therefore, the research
is aimed to use technology to help reduce the usage of pesticides. Although the research
is funded by a chemical company that produces chemical products such as pesticides, the
research is not biased to push more products but to facilitate sustainable use. Moreover,
the main target and business model of xarvio Digital Farming Solutions (the specific com-
pany wing my research is situated in) is to provide targeted solutions for specific agricultural
problems, including environmentally friendly use of pesticides. Nonetheless, false posi-
tives may arise in the prediction results, which unfortunately might increase pesticide use
in some cases. The overall goal is to reduce false positives, and on a broader scale, the thesis
should help reduce the amount of pesticides used. In the current stage of the research, the
outcomes of the thesis are used to advise farmers, but the ultimate decision rests with the
farmer.

5.3.4 Special ethical considerations related with Artificial Intelligence
based solutions

As beneficial as they have been, AI-driven solutions are also the focus of many ethical dis-
cussions [85]. With solutions built from large amounts of data, they have been able to
automate both routine and complex tasks, thus assisting humans in many tasks. Ethical
guidelines to consider in developing trustworthy AI solutions have been laid down by the
High-Level Expert Group for AI at the European Commission [86]. Transparency is one of
the guidelines. Analyzing why a certain prediction was made will help users better assess
the performance of models and decide if they trust the results enough to work with them.
While more research is still being done on this topic, machine learning algorithms that are
interpretable and explainable have been prioritized in this research.

Another important guideline address the fact that AI-based solutions can be easily bi-
ased based on the data used for modeling. If the data contains any intrinsic bias, it will
also be reflected in the model results. This has been heavily discussed since many exam-
ples have been recorded where AI solutions picked up undesired preexisting inequalities
such as gender bias or racial bias from the training data and therefore termed as "Weapons
of Math destruction" [87]. Therefore, special attention has been paid in this thesis to en-
sure fair means of data preparation that represents reality and is not intentionally biased or
manipulated.

5.4 Future Work

Higher adoption of the solution presented in this work can be ensured by effectively inte-
grating it into farm management software or products and decision support systems. While
one approach is presented in this thesis, more approaches are still to be studied and tested.
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On such approach is the development of a recommender system of sorts where farmer’s ac-
tions and responses to model predictions can be studied and used to recommend the same
to similar users or farms. This can further improve model performance by learning directly
from farmers and also lead to wider adoption of the solution.

The use of technology in agriculture and, in specific for plant pathology and epidemiol-
ogy is evolving rapidly. The thesis has presented a few of these aspects. A line of research
is focused on developing newer weather parameters by the unique combination of exist-
ing parameters that are more intuitive to modeling. Data-driven models such as the one
presented in this work can be used to test these parameters’ effectiveness quickly. Satellite-
based remote sensing of crop health suffers from the drawback of images that need to be
discarded due to clouds, Passive microwave-based products1 that handle this has been pro-
posed, which is also yet to be evaluated for disease prediction tasks. Also, a big hindrance in
selecting the right disease models is the complexity brought about by the different output
types, such as disease severity and infection risk. Uniform key performance indicators are
missing that can be used to compare models regardless of the type of output they generate.
More work is needed to bring standardization to this approach so models can be objectively
compared.

Finally, model maintenance with real-time data is a vast research topic that has not got-
ten enough attention. Identification of such data sources and approaches for its use needs
further exploration. The latest research on streaming data called online learning is a field
of machine learning that can come in handy here and be explored in this regard. Moreover,
farmers need to be encouraged towards to share more disease specific info publicly. Overall,
many areas of research are still open within this topic.

1https://vandersat.com/
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Abstract

This paper introduces digital farming solutions offered by xarvioTM and how these so-
lutions contribute towards achieving the United Nations Sustainable Development Goals.
By leveraging recent advancements in Artificial Intelligence, farmers can apply crop protec-
tion more efficiently by targeted usage. Respective modules presented in this paper, namely
Spray Timer, Zone Spray, Buffer Zones and Product Recommendation ensure crop protec-
tion products are applied at the right time and only where they are needed while also ensur-
ing the right product at the optimal rate. This not only reduces the impact on the environ-
ment, but moreover increases the productivity and profitability of the farmer. The impact of
our digital solutions is exemplified by real world case studies in two major food production
regions: Europe and Brazil. In Europe the use of Artificial Intelligence driven spray timing,
variable rate application maps and product recommendation have led to a 30% decrease in
fungicide usage on field trial cereal crops and a 72% decrease in tank leftovers reducing envi-
ronmental pollution. In Brazil the Zone Spray weed maps solution created using Computer
Vision techniques resulted in a 61% average savings, cutting back on almost two thirds of
herbicide and water consumption. As a result the solutions presented in this paper cater to
the UN Sustainable Development Goals of zero hunger and responsible consumption and
production.

1 Introduction

Agriculture in the 21st century is facing numerous challenges [1]. In order to feed a growing
population that is expected to reach 10 billion by 2050, the global farming system must tran-
sition to a more sustainable production [2]. Despite the apparent need to increase produc-
tivity, the impact of farming on the environment and on biodiversity has to remain as low as
possible to prevent the ability of future generations to keep cultivating the same land. Only
then agriculture can achieve the United Nations Sustainable Development Goals(SDG)1,
such as Zero Hunger (SDG 2), Responsible Consumption and Production (SDG 12) and Life
on Land (SDG 15).

Sustainable farming requires a broad set of actions, including (1) a more diverse land
use, (2) an improved management of soils and (3) a more targeted usage of agrochemicals

1https://sustainabledevelopment.un.org/
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such as fertilizers and pesticides in order to control diseases, pests and weeds that can sig-
nificantly reduce yields in agricultural fields [3, 4]. FAO estimates that up to 40% of crop
yields are reduced each year globally due to damages brought by plant pests and diseases.
Weeds, when left uncontrolled, can lead to billions of dollars in economic losses [5, 6] and
up to a 50% decrease in yield2. The use of agrochemicals is crucial in ensuring plant growth
while controlling diseases, pests and weeds, thus securing food production [7]. However
a major part of applied agrochemicals can be avoided, as they are usually applied equally
across a field even though the distribution of nutrients, diseases, pests and weeds is vari-
able [8]. Targeted use of such inputs ensures efficient crop production while handling the
inputs more responsibly. To address this the 4R nutrient stewardship3 can be extended to
all agrochemicals, meaning that they are applied at:

1. The right time

2. The right rate

3. The right place

4. The right source

Accounting for the 4Rs in reality however is a challenging task as farmers often are con-
fronted with incomplete knowledge of field conditions at small scales, especially if they farm
hundreds or even thousands of hectares. Farmers therefore require new types of technolo-
gies to provide this kind of information.

In recent years digital technologies have gained popularity across farmers in order to
use crop inputs in a more targeted way. In this paper we introduce solutions developed by
xarvio which make use of Artificial Intelligence (AI) and other technologies to create insights
and recommendations in order to reduce inputs of pesticides by applying the 4Rs. This is
illustrated by two detailed case studies in Europe and Brazil, demonstrating how our digital
offering contributes to more sustainable farming.

2 Methodology

Agriculture continues to be strongly focused on one aspect: create more outputs (yield)
with less inputs (land, resources). Over the years significant progress in this regard has been
achieved through tools, machinery, variety selection and innovation in general. However,
in the last 20 years there has also been a big shift in terms of thinking about sustainable
life on Earth. Increasing production and becoming sustainable by finding “win-win” so-
lutions is not an easy task. An advantage in solving today’s problems is that the first part
of the technological revolution has already been achieved which makes many technolo-
gies broadly accessible. In agriculture, a strong trend towards digitization is under way:

2http://wssa.net/wssa/weed/croploss-2/
3https://www.nutrientstewardship.org/4rs/

http://wssa.net/wssa/weed/croploss-2/
https://www.nutrientstewardship.org/4rs/
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farmers today already have their own weather stations and are experimenting with farm-
ing robots or Unmanned Aerial Vehicles(UAV). The data which farmers generate today is
growing rapidly which also unlocks new possibilities when coupled with big data and cloud
computing. Solutions presented in this paper are focused on using these modern technolo-
gies and digital tools to target “win-win” scenarios for farmers by offering a transparent crop
production support which is field zone specific. xarvio Field Manager is an offering in this
direction. It is an app and web based solution supporting farmers across the growing cycle
by pro-actively recommending crop production decisions. The offering includes crop mod-
els, agronomic rules and algorithms for automatized crop production recommendations.
As a Vertical Software as a Service provider in the field of agriculture, Field Manager focuses
on serving the distinct needs of this single industry by bringing together a wide array of data
inputs which connect to various models. The technical setup of Field Manager can be de-
scribed using four aspects (Figure 1): Vertical Enabler, Vertical, Application and Platform.
Vertical Enabler is a set of functionalities which consumes raw data from internal or exter-
nal sources and makes that input usable by other verticals or applications. Vertical is a set
of functionalities that provides a distinct value addition for the farmer based on input from
vertical enablers or raw data. Application addresses specific set of consumer needs using
multiple verticals and vertical enablers. Platform is a system that manages, facilitates and
orchestrates vertical enablers, verticals, applications and data exchange between them.

Figure 1: Field Manager Technical Setup

In this paper, specific verticals from Field Manager that enable farmers to reach the
aforementioned 4R Stewardship metrics are demonstrated:

• xarvio Spray Timer and Spray Weather to find the right time of application

• xarvio Zone Spray to use the right amount of product across the field

• xarvio Zone Spray (Weed Maps) and Buffer Zones to apply in the right spots of the
field
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• xarvio Product Recommendation to use the right product for the application

In the vertical xarvio Zone Spray fungicide is saved by spraying only the amount needed
in a highly scalable way using satellite imagery. The Buffer Zone solution also utilizes high-
resolution satellite imagery to automatically create application buffers near protected areas.
Going a step closer to the ground, the Weed Maps solution makes use of the accessibility of
UAVs to find weeds on large fields and save herbicide. On-farm weather stations connected
to Field Manager are seen as the next-level of in-field weather parameters. In the next sec-
tions, the paper focuses on the xarvio Field Manager platform with more details on how its
features mentioned above help in achieving the SDGs.

3 Real World Case Studies

In this section two use cases of how AI powered features support a more efficient and sus-
tainable disease management in Europe and a more efficient and sustainable weed man-
agement in South America are demonstrated.

3.1 Europe: Tackling diseases with AI

Europe is a major contributor in the overall food production of the world. Major crops
grown here are wheat, maize, barley, oats and vegetables like potato and sugar beet. Ce-
reals however form a large chunk of the agricultural production [9]. After Asia, Europe is
the top producer of wheat contributing 32.9% of production share in the year 2018 4. In
the year 2018 Europe produced over 242.5 million tonnes of wheat which was expected to
reach 269.6 million tonnes in 2019 [1]. Therefore it is crucial to protect these crops from the
onslaught of pests and diseases and improve productivity in order to ensure food security
across the globe. In order to do this, farmers need to have detailed knowledge on the 4R’s
as presented before. The solution detailed in this work provides this knowledge and guides
him in effectively planning his fungicide application so as to get the maximum benefit with
just the right amount of product therefore saving money and protecting the yield.

• xarvio Spray Timer and Spray Weather

xarvio Spray Timer identifies relevant diseases for individual fields based on suscep-
tibility of crop variety, previous crop and tillage. Based on the identified relevant dis-
eases, each disease has a different life cycle and weather conditions it flourishes in.
Each disease requires a certain set of weather conditions to develop and when these
conditions are met a high disease risk is possible. Based on years of research on these
conditions for various diseases, rules and process based models that calculate the dis-
ease risk for a field are employed. For this the following data is needed:

– Field specific information like location, previous crop, tillage and seeding date

4faostat3.fao.org/

faostat3.fao.org/
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Figure 2: Illustration of xarvio Zone Spray and Spray Timer

– Forecast weather data such as air temperature and humidity, soil temperature
and humidity, rainfall, wind and sunshine index

– A calculated value of growth stage of the crop at different periods of the growing
season based on seeding date and weather

– Observed infestation data if available.

Based on all this data an expert model is used to evaluate the individual disease risk
for each field. In the first step, the basic risk of the field is assessed by analyzing field-
specific parameters like the current growth stage or crop variety. If known patterns
of infestations are recognized, the risk assessment is expanded. Current and histori-
cal weather is checked to see if it indicates a risk of infestation. Observed infestation
levels can correct estimations or be starting points for recalculations. A treatment
window is then calculated for a field with at least one disease in high risk. Calculation
of treatment window is based on the protective effects of previous applications, its
recommended dose rate and the list of diseases in high risk. In case of expiring pro-
tection or conditions conducive to infection, we recommend an application. To bring
flexibility, a period (first and last date) is recommended to the farmer when applica-
tion can be made.

In the recommended spray timing window the weather conditions are analyzed and
as part of the Spray Weather module dates with good weather conditions are recom-
mended when application can be taken up. Such customized fungicide and insecti-
cide spray recommendations for individual fields based on current in-season risk and
weather conditions enable the farmer to spray at the right time, with the right dosage,
and only when needed.
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Figure 3: Illustration of Buffer Zones in a field

• xarvio Zone Spray (VRA)
When the usage of fungicides becomes inevitable due to high risks of disease infes-
tations it is nonetheless possible to save on chemical input by adjusting the dosage
to the heterogeneity on the field. One aspect that determines the amount of fungi-
cide that is needed for a crop is specific leaf area, which means that the amount of
fungicide can be reduced in lower performing parts of the field with less biomass and
therefore less leaf area prevails. Even though farmers can roughly identify spots in
their fields with lower biomass, an accurate and field-wide assessment using conven-
tional methods is too cumbersome to use the information only once.

Variable Rate Application(VRA) maps provide farmers with the exact rate at which to
apply fungicides within their fields. Remote sensing, i.e. imagery from satellites or
UAVs, is used to identify the spatial variability of a field. AI enables creation of such
insights out of remote sensing imagery. Machine learning is used to convert raw im-
ages from different providers into maps that provide the leaf area distribution within
a field. Based on the variability of leaf area, distinct zones of similar characteristics
are derived. For each of these zones agronomic expert models are used to determine
the optimal dose rate of fungicide for a more targeted application. Digital VRA appli-
cation maps bundle these information and make them accessible to farm machinery.
Sprayers can use these maps to automatically adjust fungicide dose rate on the field.
Figure 2 shows an example of the timing and VRA map.

• Buffer Zones
In most European countries pesticides may not be used in field areas adjacent to sen-
sitive structures such as water bodies or forests because of governmental regulations.
These parts of the field are called buffer zones and are in place to protect surrounding
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ecosystems from chemical inputs. Field Manager currently provides a fully autom-
atized solution for buffer zone management in Germany where application restric-
tions are especially complex (please refer to [10] or https://www.bvl.bund.de/ for ad-
ditional information). In Germany the size of the buffer zone is specific to over 3000
crop protection products and depends on a number of factors such as type of sen-
sitive landscape element, product characteristics or sprayer type. Our solution uses
a machine learning model to identify several sensitive areas types in high-resolution
satellite images. By combining the derived sensitive area data sets with regulatory
data and various other pieces of information (e.g. pesticide product information and
the farm machinery used), digital application maps with integrated buffer zones are
generated. This is illustrated in Figure 3. These maps can be used by a sprayer during
application so that buffer zones are automatically considered on the field.

• Product Recommendation
Solutions proposed above support farmers to find the optimal date for a spray appli-
cation (Spray Timer) and calculate dosage recommendation and field zone specific
application maps (Zone Spray). However, the farmer has to still select the product he
wants to apply on his own. Choice of fungicide, timing and dosing are crucial deci-
sions a farmer has to make[11, 12, ?]. Along with that, the farmer is also required to
observe legal restrictions and rules for good farming practice. In case farmer selects
a product which does not suit his current situation, it may have an impact on future
disease pressure. In order to close this gap and provide farmers with complete knowl-
edge, data regarding efficacy of different products in the market and knowledge about
selection criteria for each of these products is collected. The choice of products is
not limited to a brand or provider. Therefore, pest control and application strategy
planning is easier for a farmer when he is presented with suitable product choices.
However, the farmer only gets a list of recommendations and is free to select or reject
them based on his experience. When the farmer has made a choice of the product,
recommended spraying window is adjusted once more based on the product to get
maximum returns on application.

3.2 Brazil: Tackling weeds with AI

Brazil is a country with developed agriculture industry. The country ranks on the fifth place
in the world with 78,000,000 hectares of cultivated area (arable land + permanent crops).5

It also unique in terms of farm sizes where more than 100,000 farms are larger than 500
hectares spanning across more than half of the country’s cultivated area. [13] Brazil is the
world’s largest soybean exporter and in 2018 produced 33% of the world’s soybean on 34,000,000
hectares of land6. Furthermore, to protect those vast fields, Brazil consumes upwards of 1
billion liters of pesticides (45% of which are herbicides) in a year 7 [14]. More than a third of
it is applied to soybean fields with an average of 12L of pesticide per hectare. In the soybean

5https://www.cia.gov/library/publications/resources/the-world-factbook/geos/br.html
6faostat3.fao.org/
7https://ensia.com/features/developing-world-pesticides/

https://www.cia.gov/library/publications/resources/the-world-factbook/geos/br.html
faostat3.fao.org/
https://ensia.com/features/developing-world-pesticides/
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industry, weeds are considered to be the biggest problem as they introduce competition for
soil and resources causing an average yield reduction of 37%. [15] Therefore weed manage-
ment is an important part of the production cycle for the farmers in Brazil.

• xarvio Zone Spray To identify weeds on brazilian fields recent advances in AI, in par-
ticular Deep Learning (Convolutional and Multi-Layer Neural Networks) and Cloud
Computing are used and combined with technological advances like the rise of Un-
manned Aerial Vehicles (UAVs) to reduce herbicide usage in soybean production in
Brazil. In order to have the biggest impact on the use of pesticides, this solution is
focused on large farms and their herbicide use.

In Safra, the main season, herbicides are usually sprayed flat rate in the following or-
der: 1st pre-sowing burndown, 2nd burndown (optional, depends on occurrence of re-
sistant weeds and the weather), close to sowing spray (usually with residual herbicide)
and 1−2 after emergence controls. This means every spot on the field gets sprayed
up to five times. However, weeds are generally not equally distributed within fields.
There are areas with weed patches while on some other parts of the field there might
be no weeds at all. Furthermore, in different parts of the season, different years (dry
vs. wet) and different weed management strategies tolerance to weeds can change. In
conventional farming all parts would be sprayed, no matter if there are weeds there or
not.

This solution is targeting the points above in 2nd burndown, especially when resistant
weeds are present whose control is expensive, and after emergence control applica-
tions. We organize UAV flights, recognize positions of weeds and provide the farmer
with a map in just a few days. The final part of the puzzle is loading the map into his
sprayer for use during application thereby saving a significant portion of products.
The process of how this was achieved during the season is as follows:

1. Before the season, interested farms are contacted to learn more about their fields.
The goal is to find which fields have known weed resistances or have a low overall
weed pressure as those fields are good candidates for this solution.

2. Throughout the season farm employees monitor fields as they drive through
them in preparation for sowing. They report incidents of weeds to managers
who also monitor the weather as rain is a catalyst for weed growth.

3. When farmers decide on application, they can also request a Zone Spray service
through a few taps in the Field Manager app. The application is usually planned
2-5 days in advance, and this sets the window for producing the application map.

4. Within 1-2 days after receiving farmer’s confirmation, a trained drone operator
flies over the fields for which the farmer ordered the map inside Field Manager.
Resulting images have a Ground Sampling Distance of 2.5−2.8 cm/px.

5. After data collection, images are uploaded by the operator to our Cloud solution
which automatically classifies images with a proprietary Convolutional Neural
Network and creates the Zone Spray map. An example of an UAV image, our
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classification and ground truth can be found in the Figure 4. The process follow-
ing raw image upload is completely automatic and highly scalable delivering the
map in maximum of 24 hours for biggest fields with size of roughly 1,000 ha.

6. After the map is published in Field Manager, the farmer can see weed pressure on
the flown fields. Additionally, weed tolerance threshold can be chosen depend-
ing on the weed coverage, personal tolerance, time in the season, region, year
conditions – his overall weed management strategy. Higher tolerance thresholds
give more product savings, but even with 0% tolerance the savings are significant
when the overall weed pressure on the field is low.

7. Finally, an ON/OFF application map is created based on the classified UAV im-
age and farmer’s threshold choice. The map can be instantly downloaded in a
desired format and it’s ready for application.

Figure 4: An example of a weed detection. Here we have a weed inside of a black rectan-
gle on a drone orthomosaic (left), followed by our weed classification in red (center) and
a ground truth image of the same spot in the field taken by a smartphone (right). A light
blue dot on images in left and center represents an accurate position of the weed showing a
displacement which can occur in any direction when using Global Positioning System(GPS)
guided drones which is taken care of in post-processing spraying buffers.

• Product Recommendation Once the UAV based herbicide application map has reached
the farmer, he also needs to decide which products to use. Here we propose an au-
tomatic tool for tank mix recommendation. Choice of products often depends on
a number of parameters: weed species present, any known resistances to active in-
gredients, sowing date and traits of the soybean variety used. Such parameters are
required to be provided by the farmer before the tool offers tank mixes. Additionally,
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the tool focuses not only on efficacies of active ingredients, but also how they inter-
act in mixtures with other active ingredients. On top of that farmers might want to
use some additives in the mix. Here proposed Product Recommendation tool is aim-
ing to find tank mixes and additives with highest efficacies while keeping the number
of ingredients the lowest possible. Aside from efficacy, proposed tank mixes are also
ranked based on good agronomic practices such as active ingredient and mode of ac-
tion rotation. Farmer can see proposed tank mixes and decide whether he would like
to select one of those or create a custom tank mix. It’s important to note that virtually
all products on the market are present in the Product Recommendation tool and that
tank mixes are ranked based on efficacy and good agronomic practices rather than
the producer.

4 Environmental and Economical Implications

With steadily growing world population, a major challenge farmers face today is increas-
ing food production with limited crop land. 80% of arable land is already in use but food
production must increase by 70% in order to feed the predicted 9.1 billion world popula-
tion of 2050 [16]. Adoption of new arable land at the cost of transforming forests, grass-
lands or peatlands further harms biodiversity of the world and must be a last resort. This
pressing need of increasing yields but being cautious of adverse environmental impact and
avoiding cultivation of more land is the biggest challenge of global agriculture and is de-
fined by Baulcombe, David, et al, as "Sustainable Intensification" of farming practices [17].
Such sustainable farming practices help reduce increased resistance development, environ-
mental contamination, soil degradation, water shortages and energy supply problems[18].
Advancement and adoption of precision agriculture techniques by farmers has made it pos-
sible to employ technological advances for this cause.

Disease management is an important component that the farmer has to strategically
plan to ensure high yielding agricultural production while not compromising on the quality.
Disease management can be carried out in both proactive and reactive ways. With proactive
methods like crop rotation, use of resistant varieties and planning the planting date strate-
gically to avoid the onset of full blown disease conductive conditions farmers try to avoid
diseases. However, in spite of these precautions some diseases invariably occur on crops as
a result of biological changes in the disease dynamics and adverse weather situations due
to climate change. Fungal diseases are notorious for such damage causing about 15-20%
of yield loss[19]. Septoria tritici Blotch (STB) is currently regarded as the primary threat
to wheat production in Europe, costing farmers €280–1200 million per annum, including
direct losses and control costs like application of fungicide and insecticides[20]. Without
proper planning, farmers generally need to spray 3 or 4 times during the season which usu-
ally costs them about 100 euros per hectare[21].

During 2019 European season, presented solutions were used on more than 340.000
hectares in cereals alone for a more efficient and targeted utilization of fungicides by ap-
plying the product at the right time and/or by leaving out a standard application due to low
disease pressure. Our field trials show an average saving of 30% compared to the standard
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disease management practices. Another important aspect is also the minimization of tank
leftovers. Before farmers can go into their field to apply fungicide they need to put a mix-
ture of water and the utilized product into the tank of the sprayer. However, often not all
agro chemical mixture in the tank is used creating leftovers which need to be disposed. This
poses another source of environmental pollution. With application information provided
by xarvio they know exactly how much product they need and thus reducing the leftovers
on average by 72%.

In Brazil, as weeds pose a significant threat to soybean yields, farmers have adopted a
common strategy described in the previous section with up to five treatments. Every sea-
son farmers spend a combined total of USD 1.2 billion on chemical weed control in soy-
bean. [15] During the 2019/2020 Safra soybean season the Zone Spray solution was enabled
for use in three out of five possible herbicide applications on over 178.000 hectares (∼1000
fields). In this initial test phase, the farmers who decided to apply the map had an average
savings of 61.1% resulting in cutting back on almost two thirds of both product and water.

Furthering positive environmental impact, Brazilian version of Product Recommenda-
tion tool can recommend tank mixes with highest efficacy while also adhering to good agri-
cultural practices such as mode of action and active ingredient rotation. Spraying less, with
the right products and adhering to good agricultural practices together also act preventively
by delaying the time of resistance development.

As demonstrated, the methods have significant impacts not only on the profitability of
the farmer but also on the environmental footprint of farming. Technology can change
conventional farming practices for the better. By combining AI with various technologies,
datasets and agronomic knowledge it is possible to accomplish more responsible farming
and this paper demonstrates the same. The solutions also strongly support the Sustainable
Development Goals (SDG) of the United Nations in the agricultural domain. By optimizing
the amount of chemicals used, the solutions presented in this paper reduce chemical re-
lease to the environment thus enabling a more responsible food production and consump-
tion (SDG target 12.4). In addition to being considerate about protecting biodiversity and
helping improve the quality of the land, we guide farmers at the same time to being more
productive and to being better prepared for climatic changes (SDG target 2.4).

5 Outlook

This paper shows possibilities in scaling digital farming products. However, many chal-
lenges remain as a result of scarce spatio-temporal datasets as found in Agriculture. Those
datasets are often tabular sensor and trial data which we believe haven’t yet been used to
their full potential, especially taking advances in Deep Learning into account. Additionally,
fusion of optical remote sensing information with other sensors such as radar sensors or
ground sensors is still a developing topic which may enable higher scalability of precision
agriculture solutions.
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6 Summary

In this paper selected properties of the Field Manager solution which improve sustainability
in agriculture have been shown. Overall, usage of agrochemicals is still a big part of conven-
tional agriculture whose focus is on producing enough safe and high quality food to feed
our growing population. However, new ways of reducing the amount used is proposed for
the benefit of the environment and also for the farmer’s profitability by introducing tools
which follow the 4 R’s: applying the Right products at the Right time with the Right dosage
only on the Required places. In the 2019 season of cereals in Europe and across 340.000
hectares the solutions optimized fungicide usage only by applying the product at the right
time and/or by leaving out a standard application due to low disease pressure. Our field
trials show an average saving of up to 30% compared to the standard disease management
practices. Reduced tank leftovers by 72% is also achieved by calculating exact amount of
ingredients needed for the field. In Brazil, 61% of herbicide was saved by targeting only the
right places were there are weeds present. With the fully automatic buffer zone solution
in Germany adherence to regulations and consequently conservation of protected areas is
made both effective and convenient. Solutions presented here are scalable and can be used
on much larger scale as well and therefore are good potential candidates for making a signif-
icant dent in the responsible usage of crop protection products and reducing impact on land
and water, thus making farming more sustainable without risking our food security. As such
these solutions feed into specific UN Sustainable Development Goals: target 2.4 calling for
"By 2030, ensure sustainable food production systems and implement resilient agricultural
practices that increase productivity and production, that help maintain ecosystems..." and
target 12.4 aiming to "By 2020, achieve the environmentally sound management of chem-
icals...and significantly reduce their release to air, water and soil...". While in order to fully
achieve these goals there is still a lot to be done, we believe that the tools presented herein
are steps in the right direction.
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Abstract

This paper analyzes the possibility of applying data fusion combined with artificial neu-
ral networks (ANN) on a dataset combining hard and soft data for prediction of one of the
most devastating crop diseases of winter wheat, i.e., Septoria Tritici (Zymoseptoria tritici).
In advanced decision support systems for crop protection choices, disease models form
a major component. They reproduce the biophysical processes of disease development
and temporal spread as a set of rules or processes to predict disease risk value. However,
the adaptation of these rules or processes to incorporate the effects of climate change is
complex and requires extensive rework. To remedy this issue, statistical machine learning
techniques have been introduced to model disease severity percentage for some diseases.
However, the use of artificial neural networks has been limited (mainly to image data) and is
unexplored for Septoria Tritici. This paper explores the use of Feed Forward neural networks
on fused tabular data for the task of disease severity modelling. First, ten years of trial data
ranging from 2008 to 2018 across Europe is used for the creation of the new tabular dataset
with a fusion of all important data sources baring impact on disease development: Field-
specific data, weather data, crop growth stages, and disease severity observation made by
human trial operators (response variable). Next, two implementation architectures of Feed
Forward neural networks on tabular data are employed: a) standard architecture with back-
propagation, drop out regularization, and batch normalization and b) advanced architec-
ture with improvements such as cyclic learning rate and cosine annealing. The advanced
architecture is able to better model the data and make estimations of disease severity with
a difference of +-10% giving a better quantifiable estimate of disease stress. For better out-
reach to farmers, a technique to incorporate such modelling techniques into the well estab-
lished Decision Support Systems is also presented.

1 Introduction

Agriculture faces a huge challenge of feeding a growing population expected to rise to 9
billion by 2050. There is a growing scarcity of important resources like land, water, and
biodiversity. This combined with the effects of climate change leads to more frequent ex-
treme weather events and an increase in plant pests and diseases making the challenge
more daunting. Food and Agriculture Organization(FAO) estimates a significant reduction
in potential agriculture output as a result of climate change1.

1http://www.fao.org/news/story/en/item/36193/icode/

73

http://www.fao.org/news/story/en/item/36193/icode/


74 PAPER B

Figure 1: Disease Triangle: Crop disease occurrence and severity is driven by three factors
of the disease triangle, the host plant, the pathogen, and the environmental conditions. A
fusion of data sources for these factors is used for the prediction of crop diseases with ANN

To deal with these challenges, the agriculture community has embraced technological
advances and the data generated from it under the banner of Precision Agriculture and Dig-
ital Farming. With the strong focus on information fusion of different data types coming
from different sources, precision agriculture has allowed the natural progression into Digi-
tal Farming. Here the focus is not only on the access to data but to the creation of valuable
and actionable intelligence from this data. This has been attempted by many crop simu-
lation models over the years aiming at different aspects of the production cycle [1]. Pest
and disease models, however, remains one of the most challenging and problematic among
them and more so in current times of climate change.

In general, crop disease occurrence and severity are driven by three factors of the disease
triangle [2](Fig 1). The development of a crop disease is a dynamic process between these
factors resulting in morphological and physiological changes and Disease Models(DM) aims
to capture these changes to help farmers with disease management. Disease models or early
warning models are required to collect, combine and analyze a wide array of correlative
factors collected historically and provide accurate and timely estimates of future trends and
important thresholds where actions must be taken by the farmer to reduce the catastrophic
effects of crop diseases. Such a system must be able to simulate crop diseases and send
out warnings when diseases are expected to cross certain thresholds. Disease models are
therefore very crucial as early warning systems for farmers to better manage diseases and
their accuracy is paramount.

Historically Decision Support Systems(DSS) have incorporated variants of such early
warning modules helping farmers make informed disease management decisions. Some of
these DSSs like PROCULTURE [3] and PROPLANT [4] are in use for more than 20 years. The
disease models in these systems are generally process-based models which are very com-
plex systems that reproduce the biophysical processes of disease development and spread
over time as a set of functions or rules. The effect of weather conditions has a very impor-
tant focus on these models. As climate change causes unexpected weather scenarios it is
obvious these models fail in capturing these dynamics and lead to false alarms [5]. These
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models output a calculated disease risk for each day based on factors of the disease triangle
and may be of limited use to farmers looking for a quantitative prediction of disease sever-
ity value. For the prediction of disease severity, they expect input from the user with which
further days are modeled. Therefore, in recent years agriculture has shifted attention to em-
pirical methods that are derived from data mining techniques and are much simpler to use
at a field level.

1.1 Related work

With the boom of artificial intelligence, machine learning and deep learning techniques
have been explored for various aspects of agriculture modelling including early warning
systems. Data fusion is an important part of the process and has been used to predict sales
of agricultural products [6], yield estimate [7] and also new data parameters that can help in
better estimation [8].

The use of Artificial Neural Network(ANN) and Deep Learning in terms of crop diseases
has also gained popularity for disease recognition from RGB (Red, Green, Blue) or Hyper-
spectral images [9, 10] of diseased plants. However, there are sparingly few works that look
at these methods for disease modelling in an early warning system [11, 12, 13]. ANN-based
models can be an ideal choice here because they are a data-driven self-adaptive method
able to capture unknown and complex relationships in the data space also in cases where
the data is noisy. As disease forecasting aims at a prediction of future disease severity from
examples of past behavior of the disease progression, ANN must ideally work very well in
this scenario [14, 15].

1.2 Motivation

Disease management is a combination of both proactive and reactive measures. Preven-
tive measures are not always effective and huge losses are continuously reported [16, 17].
Fungal diseases are notorious for such damage, causing about 15-20% of yield loss [18].
Therefore reactive measure such as the use of pesticide becomes inevitable. Septoria Tritici
(Zymoseptoria tritici) for example which is a fungal crop disease in winter wheat is currently
regarded as the primary threat to wheat production in many countries, costing farmers in
Europe anywhere between 280–1200 million euros per annum towards direct losses and
control costs like application of fungicide and insecticides [19]. Without proper planning,
farmers generally need to spray 2 or 3 times during the entire season which usually costs
them about 100 euros per hectare [20]. However, to be able to purchase products and pre-
pare for an application good disease models that can predict in advance when Septoria is
likely to reach one of the top three leaves is needed. The top three leaves are most critical in
winter wheat because a disease to these leaves has a high chance of escalating quickly to the
head which contains the wheat and thus affecting the yield. Therefore with the use of good
disease models, it is possible to better time the application of pesticides so farmers don’t
spray more times than needed thus protecting yield, saving costs and the environment too.

Despite Septoria Tritici being such a huge concern in wheat-growing regions and the
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established effectiveness of ANN in better-capturing relationships between numerous data
sources and parameters fused there exists no published work exploring the efficiency of
ANN in building a Septoria Tritici prediction model to the best of the authors’ knowledge.
This work bridges this gap.

1.3 Contribution

This paper presents an ANN-based Septoria Tritici severity prediction model. The ANN uses
as input parameters crop-specific field data and the corresponding growth stage and disease
severity values recorded in trials over 10 years from 2008 to 2018 across Europe. The analysis
over a large dataset with a longer time range is a novel characteristic of this work because
it is a challenge to have access to a large trial database since trials are extremely expensive
to conduct. However, machine learning algorithms rely on such a long-range of data to bet-
ter generalize the data points and capture trends. Furthermore, historical weather data for
these trials are fused. After detailed data cleaning and processing keeping in mind the dis-
ease progression specifications, a feed-forward neural network under two implementation
settings is trained to learn the relationship between disease severity and weather data. Best
practices and latest technological advancements from the field of ANN research are incor-
porated in the implementations. Mean absolute error(MAE) and Mean Square Error(MSE)
are used as the performance metrics. The best performing model produces an MAE 0.10
and MSE of 0.2 on this task. Since information on when the disease reaches one of the top
three leaves is crucial because this has a large impact on yield, disease severity value can be
mapped to leaf layer-specific estimates too. This acts as an alternate technique to other dis-
ease models that only output a categorical infection risk estimate and from that estimate the
probability of disease reaching the top layers. Aspects of how this new method can be used
along with legacy DSS for identification of spray timing recommendation is also presented.

2 Dataset

Machine learning is a great tool to use when modelling complex systems to analyze correla-
tions and causal relationships between the different data parameters. This paper presents
the process of capturing the data from different data sources such as field specific data,
weather data, observation data, and growth stage information, fusing these parameters and
training a machine learning algorithm (Figure 2).

Field specific data: This refers to the data collected with the experimental trials. Field
trials are a standard way in agriculture to study the effect of seed varieties, susceptibilities,
the effect of fungicide and other specific farming activities [21]. Fields across Europe are
chosen as part of an on-farm field trial experiment to study the effects of crop diseases un-
der various settings(Fig 2 (a)). A small plot within a large winter wheat field is marked off

2Image from University of Minnesota, crop production publication: https://extension.umn.edu/grow
ing-small-grains/spring-wheat-growth-and-development-guide#growth-timeline-and-proce
ss-796361

https://extension.umn.edu/growing-small-grains/spring-wheat-growth-and-development-guide#growth-timeline-and-process-796361
https://extension.umn.edu/growing-small-grains/spring-wheat-growth-and-development-guide#growth-timeline-and-process-796361
https://extension.umn.edu/growing-small-grains/spring-wheat-growth-and-development-guide#growth-timeline-and-process-796361
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Figure 2: a) On farm field trial location b) Small plot within large winter wheat field marked
off for trials. c) Zoomed in image showing strip trial design on the plot with untreated strips
marked with red dots.(Picture taken at time of harvest) d) Field specific meta data used.
e) A master data database used to obtain the crop variety specific disease susceptibility
rating. f) BBCH scale for growth rate used to note the severity of disease at crop devel-
opment stage2. g) Sample image of Septoria Tritici disease severity at growth stage 59 on
leaf layer 4 observed and recorded by a trial operator. h) Leaf layer specific observed sever-
ity(differentiated by color) versus the growth stage combined and aggregated. i) List of im-
portant weather parameters requested for the specific geo coordinate of the field using the
weather service provider API.

for trials(Fig 2 (b)). A strip trial design technique is adopted on the plot. This design con-
tains multiple long strips side-by-side that each has different disease management prac-
tices. Some strips are marked as untreated trials(Fig 2 (c)).

In this study, the data from such untreated trials are used to study how the disease would
progress in case no actions are taken by the farmer. This is very important to study the
dynamics of the disease in absence of intervention and hence device better management
strategies like identification of a suitable time window to spray pesticides so as to control
the exponential spread of disease. As part of this process, the sowing(planting) date, crop
type, location details and other metadata of the trial is captured.

Observed Severity and Growth Stage: Different methods of disease assessment exist in
plant pathology to quantify disease intensity. There are three measures to disease intensity,
(i) prevalence, (ii) incidence, and (iii) disease severity. In this work, we use disease sever-
ity measure because it is a human observable measure of the amount of disease per leaf
layer(other sampling units can also be used). It is given as a function of diseased leaf area
(l 2), divided by the total leaf area of a leaf or sampling unit(L2) multiplied by 100 to obtain
percentage disease severity [22].

l 2

L2
×100 (1)
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Figure 3: Septoria Tritici disease severity observation data distribution for 10 years across
Europe

A disease severity value is observed at the different development stages of the crop through-
out the growing period. Different scales are available to quantify the phenological develop-
ment. BBCH scale is most commonly used in Europe and used in this study(Fig 2 (f)). The
scale ranges from 0-100 where 0 is the planting stage and 99 is the harvest stage. The ab-
breviation BBCH comes from a german phrase derived by the participating stakeholders:
"Biologische Bundesanstalt, Bundessortenamt und CHemische Industrie". Usually, a dif-
ference of two to three weeks is maintained between observations and the severity value
along with the corresponding BBCH value is recorded(Fig 2 (h)). To assist the operator in
this task and ensure uniformity in the recordings, the use of mobile apps3 have been incor-
porated in recent years. These are apps that allow the trial operator to click an image such
as Fig 2 (g) and the app uses computer vision and deep learning techniques to recognize
the disease and analyze leaf damage. For this study, however, data from ten years of field
trials from Europe has been used which is a combination of both soft and hard data with
regard to observed disease severity. A long time range of ten-year data from 2008 to 2018
is used because machine learning techniques such as ANN have been shown to work bet-
ter and capture nonlinear relationships between weather and crop-specific data leading to
crop disease appearance when presented with a bigger dataset [23]. A total of about 5000
trials over ten years has been used in this study with about 35k observations in total report-
ing the severity of Septoria Tritici. The distribution of this data across Europe is shown in
Fig 3. As seen, a majority of the observation data originates from France, Germany, United
Kingdom, Poland, and the Czech Republic.

Weather data: Weather data is the other important data collected and the Iteris Historic

3https://www.xarvio.com/global/en/SCOUTING.html

https://www.xarvio.com/global/en/SCOUTING.html
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daily weather API4 is used for the collection of coordinate specific weather which is calcu-
lated with grid based method that combines observational data from e.g. weather station
networks and simulated data from models like ICON (Icosahedral Nonhydrostatic Model).
The parameters requested are: air temperature(maximum, minimum and average), precip-
itation(mm and duration), sunshine duration in hours, wind speed(maximum, minimum
and average), air temperature at height of 5cm, relative humidity(maximum, minimum and
average), dew point and cloud coverage percentage.

2.1 Preprocessing

To prepare the data for machine learning the above-collected data is combined. Many ob-
servations are made per observation date. As a pre-processing step, the values from the
same day are averaged. Also, the data contains trials with missing planting dates. The plant-
ing date is a crucial parameter for analysis and therefore all trials with missing planting dates
are discarded. ANN used on time series data may use time-aware models like Recurrent
Neural Networks. However, feed forward neural networks have shown promising results on
time series data with features generated based on the time element. The following features
are created from the planting date: Day of the month (e.g. 30), Day of the year (e.g. 361),
Week (e.g. 51), Month (e.g. 10), Year (e.g. 2016). The observation date is transformed as a
function of planting date as Days after sowing.

Furthermore, some trials miss geo coordinate details. For such trials, a location estima-
tion is performed based on other information available for the location such as city or town
information with the help of reverse geocoding.

2.2 Disease Progression Analysis

Observations made in trials aim to capture the temporal disease development which is the
amount of disease present in a population of plants when assessed several times over the
growing season. Such assessments are made for disease severity over different leaf layers.
The winter wheat crop grows in stages and each leaf emerges at a non-consistent num-
ber of days after the previous one determined by the weather conditions especially thermal
time. A disease severity value on each of these leaf layers has a different effect on the final
yield. Counted from the top, a severity value of 5 % for example on leaf 6 is no problem
but the same on leaf 4, for example, growth stage BBCH 32 is a concern because the disease
can climb on to one of the yield relevant top three leaves with weather conditions promot-
ing disease spread and infections. Therefore a weighted sum technique is used to sum the
different leaf layer-specific disease severity values based on their effect on the final yield.
This results in a more understandable, simplified and smoother curve of disease progres-
sion over time. Based on the time-related disease observation values, a simple temporal
progress curve called disease progress curve can be prepared which indicates the dynam-
ics of disease development with time. Simple growth models are used for this task. There
exist different growth models in the depiction of crop diseases like logistic, monomolecular

4https://www.iteris.com/clearag/products/weather-data-analytics

https://www.iteris.com/clearag/products/weather-data-analytics
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etc [24]. In this paper, this technique is used to interpolate between the given disease obser-
vation values. Based on a detailed analysis of the values, a combination of different growth
models was used to interpolate disease observation values to convert discrete observations
to continuous values.

Figure 4: Tabular data specific two layer feed forward neural network architecture for pre-
diction of disease severity. Categorical and continuous variables separated because unlike
other datasets used with ANN, a tabular data contains mixed type inputs that need to be
separately processed by creation of embedding with categorical values. The embedding is
fed into two layers of hidden neurons. Non linearity is introduced by ReLU and Batch Nor-
malization(BN) is also used to avoid overfitting.

3 Theoretical Background

The data as prepared in the previous steps is the form of tabular data. ANN on tabular data
is challenging to work with because such a dataset contains mixed feature data types and
is a sparse dataset. Compared to other applications where ANN has found popularity such
as computer vision, the amount of data is too small. In the absence of a state of the art ar-
chitecture for tabular data our research showed, a simple fully connected neural network is
sufficient for almost all tabular data analysis tasks. In this work, a form of ANN called the
feedforward network with backpropagation training is used. Although a detailed explana-
tion of all concepts involved in this process is out of scope for this work a short summary of
the methods with references for further details is presented here.

An ANN is able to perform nonlinear multiple regressions. The goal of a feedforward



4. RESULTS AND DISCUSSION 81

network is to approximate a function f such that,

y = f (x;θ) (2)

where f maps all input data and parameters θ to give a value y of the disease severity which is
a value between 0 to 100%. Loss functions such as mean square error and mean absolute er-
ror is used to find the difference between the actual and predicted severity value. The aim is
to find the possible minimum point for this difference. This method of finding the minimum
point of the function is called gradient descent. Backpropagation technique is used to make
repeated adjustments to the parameters θ so as to minimize the difference between actual
output and desired output [25]. The input data is a combination of categorical and contin-
uous values. Continuous values can be used as input data without further pre-processing
but the categorical values require pre-processing. A better way is to represent values in a
categorical column is in the form of an N-dimensional vector, instead of a single integer.
A vector called embedding is used and is able to capture relationships between different
categorical values in a more appropriate way. This process is called embedding. The input
data is fed into a two-layer feed forward neural network. The network contains two layers
of hidden neurons. The hidden layers increase non-linearity and change the representation
of the data for better generalization. Since this is a complex tabular data analysis task this
layer contains 1,000 and 500 output neurons respectively. The matrix multiplication is a lin-
ear function. The non-linearity used is a rectified linear unit (ReLU). The function returns 0
for any negative input, and any positive value x is returned as such. It is given as,

f (x) = max(0, x) (3)

As we increase the generalization capability, we also increase the risk of overfitting the data.
To avoid this dropout regularization is used [26]. Batch Normalisation(BN) is also applied
after the non-linearity to avoid overfitting [27]. It is used to normalize the input layer by
adjusting and scaling the activations. The output layer receives input from the last layer,
500 inputs in this example. A linear transformation is performed to obtain one output, the
predicted disease severity value between 0-1 which is mapped to a value between 0-100%.
Figure 4 shows the entire architecture used in this work.

4 Results and Discussion

4.1 Experimental Results

The above architecture is implemented in two ways: a)standard architecture with back-
propagation, drop out regularization, and batch normalization and b)advanced architec-
ture with improvements. Pytorch5 and FastAI6 are used for the two implementations. The
standard implementation uses the following hyperparameter setting: Epochs:100, Opti-
mizer: Stochastic Gradient Descent, Learning rate: 0.001, Batch size: 512, Dropout: 0.4.

5www.pytorch.org
6www.fast.ai

www.pytorch.org
www.fast.ai
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As part of the second implementation, the following improvements over the generic are
made:

• Cyclical learning rates - Learning rate is a crucial hyper-parameter for training neu-
ral network models. However, finding a good learning rate requires experimentation
with different settings. This implementation uses a cyclical learning rate [28]. In this
method, a trial run is first conducted by starting with a small learning rate and expo-
nentially increasing it with each batch. Based on the loss for each of these learning
rates an optimum learning rate is determined by finding the value where the learning
rate is highest and the loss is still descending(Figure 5).

• Cosine annealing - Finding a good learning rate with the above method helps reduce
the loss but there can be further improvements by use of learning rate annealing. Here
the learning rate is varied as the training progresses. The decrease in the form of half
a cosine curve is called cosine annealing. This prevents the algorithm from not over-
shooting and settling as close to a minima as possible [29].

• Stochastic Gradient Descent with restarts - The minima found in the previous ap-
proach can, however, be a bad local minima and to encourage the model to find a
better minima the learning rate is increased suddenly so the gradient descent may
hop out of a minima [29].

• Creating better embeddings - The FastAI library uses PyTorch’s embedding functions
and creates better embedding matrixes from the categorical variables.

Figure 5: Learning rate estimation technique by plotting loss against learning rate so as to
find an optimum point where the learning rate is highest and the loss is still descending

The performance of the two implementations are compared with two metrics: Mean Ab-
solute Error and Mean Square Error. Mean Absolute error(MAE) is the average of absolute
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difference between the actual values and the predictions where all the individual differences
are weighted equally.

It is given by the equation,

1

N

N∑
t=1

|Yi − Ŷi | (4)

Mean Square Error(MSE) is another common metric used in regression tasks. MSE mea-
sures average squared differences between the actual values and the predictions.

It is given by the equation,

1

N

N∑
t=1

(Yi − Ŷi )2 (5)

The performance of the two implementations with the above-mentioned metrics is shown
in Table 1. As explained before, the predicted disease severity value is between 0-1 which is
mapped to a value between 0-100 therefore, the MAE value of 0.10 indicates a difference of
10% between the actual and predicted severity. The loss curves of the two implementations
are shown in Figure 6

Implementation MAE MSE
2 layer Feed Forward Neural Network 0.17 0.06
2 layer Feed Forward Neural Network with im-
provements

0.10 0.02

Table 1: Experimental Results

Figure 6: Plots of the loss curve obtained from the standard 2 layer Feed Forward Neural
Network and its advanced implementation which uses techniques like cyclic learning rate,
cosine annealing and stochastic gradient descent
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4.2 Discussion

Decision Support systems used commercially that predict crop disease use all or some of
the same data sources and parameters as this work and based on agronomic expert knowl-
edge create disease-specific rules that estimate the field-specific infection risk for Septoria
Tritici as being low, medium or high on a daily basis. One day of high infection risk is not
a problem but having continuous high-risk days can lead to disease appearance. Therefore
when it is observed that disease is constantly having high risk conditions then a threshold
is identified beyond which the diseases are expected to start affecting the top leaves and
in turn yield. Based on this threshold a spray timing is recommended to the farmer by the
model[30]. However, such a model requires expert knowledge and human intervention to
adjust the rules and study different situations to come up with rules for new weather con-
ditions(climate change), new diseases and new regions. Also, different data layers and pa-
rameters need to be tested for their effect on the diseases but observing the effect of new
parameters and data sources on these model is quite tedious making improvements and
maintenance difficult. Having said that these models have the advantage of being explain-
able and well studied and established models. Therefore a data-driven approach merging
both the components would be able to overcome these challenges while still benefiting from
the stability and usability of the traditional models.

The main difference between the two approaches lies with the prediction of infection
risk vs infection severity. Infection risk is not a parameter one can observe. However, dis-
ease severity which is the amount of diseases that is visible on a crop is the result of infection
risk days. Therefore field trials observe and record this to study the disease dynamics. In tra-
ditional DSS therefore, user input is requested regarding which leaf layer they currently see
disease on, so that based on that information the progress of disease severity over the next
days can be simulated with the help of infection risk parameter. However, this dependency
on the user to provide this input is not reliant and scalable. Hence a data driven approach
is required to replace the need for user input. In this data driven ANN approach, we use the
same input data as before but don’t have to write rules, the machine learning model trains
on the data to find the best fitting function to capture the data variability. It uses a gradi-
ent descent technique to adapt the model to the changing scenario. The created regression
model predicts a value of between 0-100 for disease severity. The model is capable of com-
ing up with a disease progression curve and using this we can identify the threshold after
which the disease level is unacceptable and moving to the top three critical leaves. This can
then be used to find spray timing using the DSS. Such a method is also easier to move to new
diseases and regions by using transfer learning technique. The addition of new parameters
is as easy as adding a new column to the tabular data input to the model.

5 Outlook

Although the current work has shown the effectiveness of feed forward neural networks
on time based tabular datasets, the accuracy needs further improvement. Since the data
is time-dependent, the exploration and comparison against time aware/sequence models
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such as Recurrent Neural Networks and Long Short Term Memory(LSTM) would be the log-
ical next step. Furthermore, a comparison of the threshold value obtained from these meth-
ods would allow testing the effectiveness of the fungicide timing they render. The timing of
fungicide has an effect on yield and therefore the timing can be tested against yield response
to choose the best performing model.

6 Conclusion

This work has examined the suitability of information fusion for the task of disease mod-
elling using Artificial Neural Networks. The use of a long time range dataset combined with
the fusion of all disease contributing parameters has shown caliber for disease severity mod-
elling by predicting within an acceptable difference of +/- 10%. Based on the comparison
of standard model architecture with architectures incorporating the latest advances in the
field of ANN, the effect of using such improvements to enhance prediction accuracy is de-
picted. The effectiveness of such a method can be tested in its entirety when included as
part of a decision support system and therefore the paper presents a strategy for the fusion
of newer modelling modules within legacy decision support systems.
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Abstract

Machine learning and especially deep learning techniques have led to significant suc-
cess in the last decade and have been predominantly applied to visual data, natural lan-
guage, speech, and audio-related tasks but haven’t found major prominence in the con-
text of tabular data yet. In agriculture, too, deep learning models are mostly limited to use
cases with image data, while tree-based algorithms continue to be the de facto standard for
predictive modeling on tabular data. Therefore, the objective of this study is to present a
thorough investigation on these two streams of predictive modeling techniques on tabular
data against a speed-accuracy-complexity tradeoff, namely neuron-based methods (Feed
Forward fully connected network, LSTM, TabNet, NODE) and tree-based methods(Random
Forest, XGBoost, CatBoost, LightGBM). As a case study, in crop disease modeling, predic-
tion models of Septoria and Yellow Rust disease severity are presented. The results of the
study show that tree-based ensemble methods are slightly better in terms of performance
metrics. Still, we argue in favor of neuron-based methods since they offer significant advan-
tages such as automated feature engineering, multi-modal learning, and transfer learning.
We demonstrate how this provides a launchpad for the adoption of artificial learning into
everyday business. In a broader context, this work demonstrates that the effective use of
machine learning can play a major role in helping farmers make informed decisions against
threats to food production and thus ensure food security for mankind.

1 Introduction

Deep learning based methods have found tremendous popularity and demonstrated state-
of-the-art performance on text and image data in recent years. However, a similar trend has
not been seen on tabular data, although it is the most commonly encountered data type in
many industries like agriculture, healthcare, and finance. Such real-world tabular data is
either static with multiple rows and columns and may contain a time component making it
tabular/multivariate time series data. Despite the increasing popularity of Neural Networks
and Deep Learning, these methods have not been applied to such tabular data extensively.
Gradient Boosted decision trees (GBDTs) and ensembles of them continue to dominate Kag-
gle competitions and KDD (Knowledge Discovery and Data Mining) Cup competitions as a
preferred choice when working with tabular data [1, 2]. Unsurprisingly, the trend is simi-
lar in tabular data-intensive domains such as agriculture, where neural networks and deep
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learning methods are predominantly limited to use cases dealing with image data. However,
tabular data is the most prominent data modality used for modelling [3].

Table 1: Advantages of tree-based models leading to their widespread popularity and its dis-
advantages that neuron-based models can overcome, thus making them a good modelling
choice for tabular data

Pros of Tree-Based Models Cons of Tree-based models
Inherit capability to deal with dis-
crete(categorical) and continu-
ous(numerical) data features of mixed-
types

Require domain knowledge, handcrafting
of features, and excessive feature engineer-
ing on the part of the Machine learning
modeler

Combine the power of multiple weak learn-
ers, thus generating a reasonably well-
performing model that has sufficiently cap-
tured nuances of the decision space

Unable to handle multi-modal data, which
refers to data that combines different
modalities like image, text, or audio data
combined with tabular data and streaming
data.

Works well also when data contains miss-
ing values and features with different scales

Require training for every new task from
scratch and does not support transfer
learning between similar tasks and thus
aid in performance improvements on tasks
with low data quantity

Fast and easy to train with interpretable re-
sults

Need to store entire datasets in mem-
ory, and no option to parallelize training
makes it hard to scale for large datasets and
streaming data applications, respectively

Agriculture is a high-stakes domain responsible for feeding a growing world population
of more than 7 billion people, expected to rise to 10 billion by 2050 [4, 5]. Detrimental in
this regard is the 20%−40% yield loss occurring each year due to crop diseases. Timely and
accurate prediction of crop diseases not only helps farmers in combating yield loss but also
allows them to take precautionary measures, thus optimizing the use of management re-
sources and increasing overall productivity of the farm [6, 7]. Machine learning is being used
for such disease prediction in recent times [8]. Although different techniques have been ex-
plored, the choice of model is mostly governed by the input data type. When the input data
is structured tabular data within data frames, e.g., weather data and field-specific cropping
pattern data, more traditional machine learning methods such as tree-based models and
Support vector machines are preferred. Artificial neural networks and deep learning meth-
ods, on the other hand, are a go-to choice where the input data is unstructured, e.g., optical
and thermal remote sensing images as well as multispectral and hyperspectral images from
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mobile phones and satellites [3, 9]. The unpopularity of neural networks on tabular data
might be due to the lack of specialized architectures that can handle such data. However,
the last two years have seen a rise in research around this topic, and some deep learning ar-
chitectures such as TabNet: Attentive Interpretable Tabular Learning and Neural Oblivious
Decision Ensembles (NODE) have been proposed especially for tabular data, which have
shown improvements over GBDTs. However, these have never been explored on agricul-
tural data before [10, 11]. Since the weather is an important aspect of disease models and
brings in a time aspect to the problem, Long Short Term Memory (LSTM) models have an
inductive bias on sequential data and thus are evaluated for the task.

In this paper, we evaluate the potential of deep learning models on tabular data vs. the
de-facto Gradient Boosting Decision trees in the context of crop disease modeling by eval-
uating four tree-based models: Random Forest (baseline), XGBoost, CatBoost, LightGBM,
and four neuron based models: Feed Forward fully connected network (baseline), LSTM,
TabNet, NODE not only based on performance but also ease of use, Training speed, Ex-
plainability, and Scalability. The major contributions of this paper are:

• Present and evaluate latest trends and techniques in machine learning and especially
deep learning as applied to tabular data

• Bring this latest research to the specific task of crop disease prediction

• Deliver high performing models, validating them through experimentation and con-
tributing to "Digital Farming."

• Demonstrate significant leverages that Deep Learning offers over GBDTs such as au-
tomatic feature extraction, transfer learning, multi-modal learning, online learning,
in an attempt to draw more attention to this subfield within agriculture.

Three major crops contributing about 2.5 billion tonnes in annual harvest, responsible
for about 42.5% of the world’s caloric intake are Wheat, maize, and rice.[12]. However, they
are also the three major crops experiencing maximum yield losses due to pests and diseases,
thus endangering food security. Leaf rust(yellow rust, brown rust) and tritici blotch (Septo-
ria) are two diseases of Wheat that cause the highest yield losses[13]. In Europe especially,
Septoria, leaf rust, yellow rust, and fusarium head blight are the main diseases observed
each year[14]. The most problematic of these is Septoria, with up to 50% reported losses,
although it accounts for about 70% of annual fungicide usage, adding substantial burden
on farmers[15]. Efficient disease management, therefore, is crucial for securing food secu-
rity and safeguarding the livelihood of farmers. Traditionally, weather forecasts and manual
scouting of fields for diseases were used to plan pesticide applications. This manual pro-
cess was later incorporated within expert decision models with well-curated rules to pro-
vide such decision support [16, 17]. However, with climate change and the resistance of
pathogens, a fixed set of rules do not always yield correct results, and a data-driven ap-
proach is sought after. As agriculture makes the shift to "Digital Farming," data science, ma-
chine learning, and artificial intelligence have found prominence in many tasks, including
disease modeling [8]. Since multiple factors like the presence of a pathogen, a susceptible
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crop, and a conducive weather condition(Disease Triangle) is at play for a disease to occur,
relevant features for one or all of these factors are essential for disease modeling, and its
complexity is best handled by a machine learning model [18]. Weather is considered the
most relevant feature of all, and hence a majority of the disease models are built only with
weather data. However, recent work has shown that adding other relevant features corre-
sponding to the disease along with weather data gives better results, but this is not well ex-
plored [19]. Therefore, in this work, we model weather data along with crop data, field data,
growth stage data, and disease assessment data, thus capturing elements from all aspects of
the disease triangle(Fig 1).

This work is an extension of our previous work, "Data Fusion and Artificial Neural Net-
works for Modelling Crop Disease Severity [20]" where we detailed,

1. The process of data collection and fusion for (Septoria) disease modeling

2. Explored the feasibility of Artificial neural networks for the task with a simple feed-
forward neural network

3. Showed how latest techniques in deep learning such as cyclic learning rate and cosine
annealing could help improve performance

4. Presented a technique to incorporate disease prediction results from a machine learn-
ing model into a decision support system

Therefore, this paper only deals with these aspects briefly, and we ask readers to refer to our
previous work for more details.

In this paper, we present the potential of two streams of predictive modeling techniques
as applied to tabular data in the context of crop disease modeling: neuron-based(Feed For-
ward fully connected network, LSTM, TabNet, NODE) and tree-based(Random Forest, XG-
Boost, CatBoost, LightGBM). As a case study, prediction models of Septoria and Yellow Rust
disease severity are presented. Disease observation data from around 4000 and 700 field
trials for Septoria and Yellow Rust across Europe over six years from 2012-2018 are collected
and pre-processed. Agricultural data is quite complex, multivariate, and arises from multi-
ple endpoints. The disease observation data from field trials provide a value of how severe
the disease is between 0-100. This severity value is corroborated with the corresponding
weather data, spatial data, crop metadata, crop growth stage, and field-specific data on the
same disease observation date. This data is merged and put into a tabular data structure
such as a data frame to build disease models. It was observed that such disease observation
data is sometimes too granular, which makes it hard to apply machine learning methods.
Therefore, we discuss unique data preparation approaches that make the data more suit-
able for applying machine learning methods. The results from the application of different
streams of algorithms are presented and evaluated against a speed-accuracy-complexity
tradeoff. XGBoost yielded a Mean Absolute Error(MAE) of 0.109 which equates to about
10.9% difference between actual and predicted disease severity. The best performing neu-
ron based method, LSTM 5 days on the other hand gave comparable result of 0.114 or 11.4%
difference actual and predicted. XGBoost model was also quick and less complex to train



2. LITERATURE REVIEW 95

compared to all other neuron based methods. Although tree-based models fared better
against speed-accuracy-complexity criteria, we argue in favor of Neuron-based methods,
present their advantages, and provide guidelines to better handle caveats against their use.
Since transfer learning is a significant advantage over GBDTs, we demonstrate the possi-
bility of training one disease model(Septoria) and transferring that knowledge in building
another disease model(Yellow Rust) to improve performance in smaller data setups. Yellow
rust disease data is significantly lower compared to Septoria. Machine learning models are
data hungry to draw better generalizations. Inspite of using a best performing algorithm
like XGBoost, training Yellow rust models with just 7% of data as compared to Septoria led
to an MAE of 0.16. But with transfer learning we were able to improve the MAE to 0.15. This
paper is the first work in Agriculture to demonstrate such an improvement through transfer
learning where the input data has not been images. The purpose of this study stems from
the need to build data-driven disease models that could be robust and reliable against the
ever-changing physical environment impacting disease evolution which the current math-
ematical or rule-based models require extensive human intervention and effort to capture
and adapt.

2 Literature Review

Deep learning and neural network methods are currently producing state of the art re-
sults on data exhibiting spatial proximity structure such as Natural Language processing
[21], computer vision [22], audio [23] and video analysis [24] and its related applications
such as social network analysis [25], Autonomous driving [26], sentiment classification [27],
biomedical image classification [28] etc [29]. Ever since the immense success of deep con-
volution neural network(CNN) or AlexNet as it is called on the ImageNet dataset [30], it has
created a wave of change in the field of machine learning leading to new architectures and
new application domains[31]. However, many of these new architectures are not aimed
towards tabular data or domains that predominately deal with such data like agriculture, fi-
nance, or epidemiology until very recently. Deterministic tree-based (ensemble) models are
better suited for such data than complex probabilistic models like Neural networks. A set of
decision trees packs more power for complex problems, and therefore ensemble methods
like Random forest found prominence [32]. Gradient boosting algorithms offer more effi-
cient ways of creating such ensembles by additively combining weak learners(trees). XG-
Boost, LightGBM and CatBoost are popular gradient boosting algorithms that are the go-to
choice for many data scientists when dealing with tabular data, XGBoost probably being the
most popular of them [33, 34, 35]. All these algorithms have been demonstrated to be suc-
cessful function approximators on tabular data with few differences in speed and accuracy
on a case by case basis [36].

However, neural networks are considered universal approximators, so they must also
yield comparable or better results in theory. Consequently, deep learning models and ar-
chitectures tailored towards tabular data have emerged in recent times, some also outper-
forming GBDTs [10, 37, 38, 11]. Neural network models proposed for this task have mostly
taken one of two routes,
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1. Combining the enhanced performance seen with tree-based models and the advan-
tages of neural network models, with variations of decision trees made differentiable
so that backpropagation can be performed, and they can be implemented as a neural
network [39, 40, 41, 42, 11]

2. Attention-based models that use sequential or self-attention modules to capture the
categorical and numerical features of tabular data as meaningful embeddings [10, 43,
44]

Then some other works employ a slightly different approach from these two broad cate-
gories. [37] for example, uses an approach that mimics gradient boosting algorithms but
with shallow neural networks as weak learners instead of decision trees. While on the other
hand, [45] and [46] argue that the high variability of tabular data leads to lower performance
by neural networks, and this can be handled with just better regularization techniques. [45]
also introduces a new hyperparameter tuning technique to find the best regularization co-
efficients to use. It is worth noting that most of the works presented here have mostly been
published in the last five years, thus exhibiting the high interest in this topic and a debate
around the superiority of XGBoost vs. Deep Learning for tabular datasets. Therefore [47, 48]
surveyed the most popular methods. In this [11] and [10] stand out as the two leading
methods from the two categories mentioned above.

On the other end of the spectrum in the field of multivariate data/ time series tabular
data where LSTM models have already established dominance [49, 50, 51]. Owing to the
sequential nature of time series data, LSTM models with different window sizes exhibit high
performance.

Although agriculture is tabular data-intensive, the widespread adoption of machine learn-
ing methods has been rather recent. In the context of crop disease prediction, early warning
systems have been sought after. Models built for this use case in the past ten years were cat-
egorized based on the data used for modeling in a recent review by [9] as follows:

1. Models built only on weather data: varying list of weather parameters obtained from
weather stations or field sensors with different time granularity, i.e, daily, hourly

2. Models built only on image data: multispectral, hyperspectral, thermal images of dis-
eased crops from cameras, drones, or satellites

3. Heterogeneous data from multiple sources: Permutation and combinations remote
sensing data, weather data, sensor data, crop-specific data (growth stage), field-specific
data (soil characteristics) etc.

Interestingly, about 85% of the papers were built using a single source of data (category 1
and 2), but the best performance was achieved when multiple aspects of the disease trian-
gle, i.e., host, environment, and pathogen, were captured and analyzed in unison(category
3). The choice of machine learning models for these tasks follows a similar trend as de-
scribed before. Most image data specific models used CNNs, while most models built on
weather data used Support Vector Machines followed by Artificial neural networks, Random
Forest and LSTMs. Support Vector Machines/ Regressors demonstrated good performance



3. MATERIALS AND METHODS 97

Figure 1: Disease triangle and corresponding data features

on Ag data compared to ANNs in non-image data settings but the models used were simple,
and none of the latest advances in the field such as attention mechanism, transformers, or
architectures based on it like NODE, TabNet and others have been explored before in the
domain.

3 Materials and Methods

3.1 Problem description: Crop disease prediction

The occurrence of a disease is interdependent on three aspects: a. presence of a disease-
causing pathogen b. susceptible plant(host) to the said pathogen and c. a favorable envi-
ronment for the pathogen to develop on the host. This constitutes to what is called a Dis-
ease Triangle [52](Fig 1). The fourth element of this triangle missing from the figure is time.
A timely warning can help farmers control a disease-causing pathogen before favourable
environmental conditions are reached, thus mitigating their impact on a susceptible crop.
Accurate prediction of disease severity at any given date during the crop’s growing cycle is
the aim of the study. Fungicide spraying windows is derived from such a prediction for dis-
ease management.

3.2 Data

Data corresponding to each of the disease triangle is needed for efficient disease modelling.
Figure 1 details the parameters we capture for each of the aspect in this study. The under-
lying interaction of these parameters is quite complex, and hence a lot of data must be pro-
vided to the machine learning model for a more accurate generalization. Therefore, data for



98 PAPER C

Figure 2: Trial data distribution across Europe

multiple years is collected to capture a long-range change in disease dynamics in this study.
Septoria disease data from 2012 to 2018 from on-farm trials in Europe are gathered. A small
section of the field is planted with a medium susceptible winter wheat variety and set out
for trial, and no disease management practices are followed to study the natural behavior of
the disease in the absence of pesticide/fungicide treatment. The geographical distribution
of such trials is shown in Fig 2. Each such trial is given a unique ID and the correspond-
ing planting date of the crop, the previous crop in this field and the exact coordinates of
the field are recorded against this ID. A field trial operator then makes regular visits to the
field to observe the disease development and reports the severity of the disease, the leaf
layer at which it was observed, and the plant’s growth stage at that time. The reported dis-
ease severity is a percentage measure of leaf area exhibiting symptoms given for each leaf
layer. Once this data is obtained, starting from the planting date, one year of future weather
data for the parameters defined in Fig 1 is fetched through ClearAg’s Weather Data API1

which uses weather models built on meteorological data from weather stations and sensors
to provide field-specific weather information. This data is finally merged with disease and
crop-specific data to create the final data set. However, the data from the first disease as-
sessment date to the last assessment date is used for training. A quantitative description of
the data is provided in Table 2.

3.3 Pre-processing

The most important parameters required for each trial are (cf., also Fig. 1): coordinates,
planting date, and disease assessment date. Those trials with missing values for these param-
eters were discarded. A new parameter Daysaftersowing is added, calculated with reference
to planting date. Planting date feature is extrapolated to [’plantingYear’, ’plantingMonth’,

1https://docs.clearag.com/documentation/Weather_Data/Current_and_Forecast_Weather/

https://docs.clearag.com/documentation/Weather_Data/Current_and_Forecast_Weather/
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Table 2: Data description

Data set Years Covered Unique Trials No. of Data
points in the
dataset

No. of Data
points used for
Training

Train 2012-2016 2732 830673 124086
Val 2017 611 185569 25134
Test 2018 654 198627 26551

’plantingWeek’, ’plantingDay’, ’plantingDayofweek’, ’plantingDayofyear’] using the FASTAI
library. The idea behind extrapolating is to let the model better understand and learn the
DateTime feature since ’planting date’ plays an important role in the disease progression.
Certain weather parameters i.e Precipitation Duration(in hrs), Sunshine Duration(in hrs)
and Cloud Cover Percentage Avg also had missing values which was handled by adding an
implausible negative value (-1 in this case) for such parameters, thus aiding the model to
learn that negative values from these features mean missing values. The disease severity
observation data is available at a leaf level granularity, whereby disease is measured on a
given assessment date on multiple leaves. This level of granularity makes it hard to train
machine learning models, and therefore a series of steps are followed as described below to
obtain a single disease severity value for the crop on any given date during the crop cycle.

Decreasing granularity of disease severity from leaf to plant scale

Disease severity is measured on different leaf layers in field trials. Disease progression
curves, however, need to be analyzed as a single curve for the entire crop. Due to sever-
ity being assessed at leaf layer level instead of crop level, different leaf layer values must be
merged to get a value for the crop instead and then used in the analysis of disease progres-
sion. Therefore, the formula combines the disease severities on different leaf layers. How-
ever, it is important to keep in mind that the disease on different leaf layers has varied effects
on the final yield. These proportions need to be considered while coming up with a calcu-
lation to merge values. Diseases damage the leaves and therefore lower the photosynthesis
capacity of the crop. When the damage is high on the top three leaves, it directly impacts
the final yield. The top most leaf(Flag leaf-FL) contributes 40%, the penultimate(FL-1) 25%,
the antepenultimate 10(FL-2)% and the one lower than that(FL-3) can is 5% [53]. With this
as the basis, a formula was devised that gives more weightage to disease reported on FL-3
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and onwards. The equation is as follows,

S =



0.05∗S<−5 where S−5,S−4 ,S−3,S−2 ,S−1,SF = 0

0.05+0.05∗S−5 where S−5 > 0,S−4 ,S−3,S−2 ,S−1,SF = 0

0.1+0.05∗S−4 where S−4 > 0,S−5 ,S−3,S−2 ,S−1,SF = 0

0.15+0.1∗S−3 where S−3 > 0,S−5 ,S−4,S−2 ,S−1,SF = 0

0.25+0.1∗S−2 where S−2 > 0,S−5 ,S−4,S−3 ,S−1,SF = 0

0.35+0.25∗S−1 where S−1 > 0,S−5 ,S−4,S−3 ,S−2,SF = 0

0.6+0.4∗SF where SF > 0,S−5 ,S−4,S−3 ,S−2,S−1 = 0

(1)

Figure 3 (b) shows the result after application of this formula on individual leaf layer severi-
ties as seen in Figure 3 (a).

Creation of disease progression curve

The above equation converts multiple disease observations over different leaf layers into
a single value for the entire day. However, these severity values are discrete. In order to
study disease progress curves, we need to convert these to continuous values by interpola-
tion. Growth models come in handy here. Based on analysis from trial data, we observe that
disease development mostly followed a nonlinear regression of the Gompertz type. Gom-
pertz is a sigmoid-like function that describes growth as slowest at the plant cycle’s start and
end [54]. This is given by the formula,

a ∗e−ed∗c∗e−c∗x
(2)

where,

1. a = max disease severity for leaf layer (including earlier leaf layer)

2. b = ed*c displacement on x axis till inflexion point (for easier calculation relation be-
tween b and, d and c was found)

3. c = the slope on the inflexion point of the curve

Figure 3 (c) shows the curve as generated by the above Gompertz curve formula. The disease
severity value obtained by this curve is finally used as the target variable for modeling. Here
too, rows outside the window of first and last assessment date has missing value for this
parameter which is replaced with -1.

3.4 Methods

Random Forest [32] - Random forest is a tree-based ensemble algorithm. A single decision
tree tends to overfit since it tends to have a high variance in the training data. This can
be overcome by reducing the depth of a tree, which leads to high bias. Random forest was
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(a) (b)

(c)

Figure 3: (a)Unprocessed disease observation data from trial (b)Black dots represent new
disease severity value derived after applying formula (1) on all disease observation data per
assessment date (c)Disease progression curve obtained by application of Gompertz func-
tion as defined by formula (2)

therefore proposed as an alternative technique. It is called Random forest since decisions
from multiple trees are averaged to obtain the final result, the collection of trees is called
Forest and Random because the sampling of data points for the trees and the features used
for splitting nodes is chosen at random. This random selection allows individual trees to
optimize their performance on a small random sample of data, but the final ensemble cap-
tures various aspects and thus generates effective models. However, to increase ensemble
performance, more trees need to be added since each tree acts individually and thus is com-
putationally expensive. This drawback is overcome with the XGBoost algorithm.

XGBoost [33] - XGBoost offers an effective ensembling approach. Unlike random forest
algorithm, trees are not added randomly but to learn from the errors of the previous tree,
thus boosting overall performance more efficiently. The process of adding trees to mini-
mize a loss value through gradient descent is called gradient boosting. A variation of gra-
dient boosting decision tree is Extreme Gradient Boosting: XGBoost. It offers advantages
over a normal gradient boosting process such as regularization, better handling of sparse
values, and splitting of the features at nodes using a histogram-based algorithm called the
Weighted Quantile Sketch algorithm. However, the training speed with such a histogram-
based approach is large, especially for large datasets.

LightGBM [34] - Microsoft introduced LightGBM in 2017 as a faster, high-performing
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alternative to XGBoost. LightGBM was said to be 20 times faster than XGBoost by chang-
ing how a decision node is split. Unlike XGBoost, LightGBM splits the tree leaf-wise instead
of depth-wise or level-wise. The data instances used for the split are filtered using a novel
technique called Gradient-based One Side Sampling(GOSS). Here instances with larger gra-
dients are prioritized for the split since this allows the model to learn better and faster.

CatBoost [55] - Tabular data is a combination of heterogeneous data types. Categorical
features need to be pre-processed and converted to numerical values with specialized tech-
niques such as one-hot encoding or embedding before modeling. CatBoost is a tree-based
algorithm that handles them without any pre-processing through six different quantization
methods. CatBoost uses a Minimal Variance Sampling (MVS) technique to find data in-
stances to be used for boosting. MVS is considered an improvement over GOSS.

Feed Forward Neural Network [56] - Feed Forward Neural Networks are the simplest
neural network architecture. Its base form has an input later, two or more hidden layers,
and an output layer, all consisting of neurons interconnected to each other. It gets its name
from the fact that information flows through these layers sequentially, and there is no output
information returned to the same or previous layer as feedback. The model learns from the
data with the calculation of gradients against a loss function and backpropagation.

LSTM [57] - Unlike Feed Forward Neural Network, in Recurrent Neural Networks(RNN),
the data does not flow only in one direction. Also, the output of the current state/neuron
is passed on as input to the next state, allowing the network to gain context. Such archi-
tectures are therefore best suited for data with a sequential feature like text or time series.
RNNs cannot remember long sequences since they suffer from vanishing gradient prob-
lem, which was addressed by Long Short Term Memory(LSTM). LSTM uses gates to capture
only essential information and let nonessential details pass through without affecting the
cell state. The cell state is the memory unit of an LSTM, and the three gates: input, output,
and forget gate, decide what information is retained by the cell state, thus allowing LSTM
to learn long-term sequences and overcome the problem of short term memory problem of
RNNs.

Neural Oblivious Decision Ensembles (NODE) [11] - NODE is a relatively new architec-
ture claiming to outperform all the tree inspired neural networks with the use of an ensem-
ble of oblivious decision trees and entmax functions in a node layer so that a neural network
can mimic the splitting of nodes as in a decision tree and is fully differentiable. Oblivious
decision trees differ from regular decision trees in that they use the same splitting feature
and splitting threshold on all nodes of same depth. Like decision trees, they have high vari-
ance, but an ensemble of Oblivious decision trees has lower variance and increased bias.
The entmax function works on the same line as softmax or sparsemax and converts real
values to a probability distribution, thus helps in splitting the nodes of the tree.

TabNet [10] - The above techniques lack or propose a complicated method for efficient
feature selection. An advantage of neural network architectures is the ability to automate
feature engineering, and neural network architectures can also identify higher-order feature
interactions. Especially in fields such as Neural Machine Translation, it is important to cor-
rectly translate longer sentences by focusing attention on keywords or features crucial for
translation by giving it relative importance. An elegant way to implement this idea was pro-
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posed by [58] in what is known as the Attention mechanism. This technique has given rise
to many crucial developments in the field of NLP in recent years. Google Brain’s Transformer
concept is one such development [59]. Transformer is a model that only uses a self-attention
mechanism to understand the interaction of different components in a sentence and trans-
late it. Therefore, attention is a crucial mechanism to model feature interactions. The latest
work in Tabular data modeling by Google combines all these mechanisms into an architec-
ture called TabNet. Attentive Interpretable Tabular Learning neural network : TabNet is a
single deep learning architecture with end-to-end learning that uses an encoder-decoder
architecture as a sequence to sequence model. Both the encoder and decoder have trans-
former blocks, i.e., feature transformer and attention transformers, which use a sequential
attention mechanism to identify important features contributing to the target value at each
row of the data, thereby bringing explainability and interpretability into the model. Tabnet
has been shown to outperform other state-of-the-art models on Tabular data is emerging as
a new neural network alternative again shallow models.

4 Results

We start with the task of Septoria disease forecasting models to imitate the distribution of
the interpolated disease severity-dependent feature with the help of various independent
features. The end goal is to have minimal Mean Squared Error(MSE) and Mean Absolute
Error(MAE) between actual and predicted values for the test dataset along with predicted
values fitting as close as possible to the actual disease severity (contains interpolated values
obtained after Formula (1) and (2)). After loading the data, numerical scaling and categori-
cal encodings of features is the first step undertaken. Standard MinMaxScaler from NumPy
is used to scale all numerical features. Also, all categorical features are encoded to avoid
errors with mismatched encodings during testing. A subsequent dictionary is created stor-
ing this encoding and is serialized to save into a file that can be used during validation and
testing.

Eight machine learning algorithms, four tree-based and four neuron-based have been
evaluated for the given task. The simplest models from each of the two categories are Ran-
dom Forest and Feed Forward Fully Connected network. The training of tree-based models
is undertaken by doing a GridSearch tuning for Hyperparameter Optimization. Each algo-
rithm has a different set of hyperparameters to tune. The parameter setting used for training
in each of the cases is given in Table 3.

As shown in the table, the number of weak learners used in the ensemble is relatively high,
given by n_estimators parameter. The learner’s depth (max_depth) is maintained to be nei-
ther too deep nor too shallow since making the tree very deep leads to overfitting. Also,
features and samples are chosen at random for each tree(with parameters max_features set
to ’auto,’ subsample, colsample_bytree) to decrease variance and thus yield better predic-
tion results. The final MAE and MSE values post-training can be found in Table 4. Apart
from the MAE and MSE values, models are also evaluated based on feature importance.
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Table 3: Hyperparameters of Tree based models

XGBOOST RandomForest CatBoost LightGBM
objective =
’reg:squarederror’,
verbosity = 2,
validate _parame-
ters =True,
nthread = 14,
learning_rate = 0.05,
max_depth = 5,
reg_alpha = 10,
subsample = 0.8,
colsample_bytree =
0.7,
num_parallel_tree =
7,
n_estimators =200,
num_boost_round
= 50

max_depth = 11,
n_estimators = 120,
max_features =
’auto’,
min_samples_leaf =
4

iterations = 1000,
depth = 10,
learning_rate =0.1,
loss_function =
’RMSE’

num_leaves = 5,
max_depth = 15,
n_estimators = 40,
n_jobs = 16,
learning_rate = 0.06

Some features are used more often than others when splitting trees and those most often
used are considered to have high importance and directly impact the results. The feature
importance graphs of the four tree-based models are given in Fig 4. As can be seen with the
graphs and performance metrics, XGBoost performs best on the given data. From past stud-
ies as explored in the Literature review section, weather is crucial for disease occurrence and
progress, but models like LightGBM give no feature importance to any weather feature. Cat-
Boost and Random Forest have no feature importance for most weather features except Air
Temperature and Dew Point. XGBoost, on the other hand, has variable feature importance
for all-weather parameters making it a more realistic model. Higher feature importance of
Growth stage followed by average air temperature and the dew point is in line with the ex-
pected behavior of Septoria since humid weather for a long time period is the most preferred
condition for the disease [60].

Moving on to the neuron-based model, feed forward fully connected neural network is
the simplest neuron-based model, to begin with. The model architecture is given in Fig 5,
but at the core of it, the network works as a linear regressor with some tweaks. Categorical
features pass through an embedding input layer, while the numerical features have a stan-
dard tensor node input. The embedding layers are introduced to learn the categorical en-
coding. Activation function, ReLu is placed after each layer followed by the batch normaliza-
tion layer (expect the Output Layer and after Embedding Layer). Dropout is implemented
only after the embedding Layer to let the model learn from the categorical features that
contribute to training. Although the model converged well, the MSE and MAE for the Feed
Forward Neural Network are quite poor compared to the performance of XGBoost(Table 4).
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(a) (b)

(c) (d)

Figure 4: Feature Importance graphs for tree based models (a)Random Forest (b)XGBoost
(c)CatBoost (d)LightGBM

This simple architecture fails to capture the complexity of the data and ignores the time se-
quence aspect in the data, which the LSTM model is better suited at and is considered next.

The data in our case is multivariate, and since multiple trials are ongoing simultane-
ously, multiple sequences for the same time duration exist. Thus, the entire data for each
disease is not a single time series but multiple time series in parallel. An extra step is there-
fore needed to prepare the data to meet certain conventions for modeling. A sliding window
approach is used to look back a certain number of time steps before predicting for time t.
This preparation is done using Seglearn library’s SegmentXYForecast method [61]. With the
help of the SegmentXYForecast method, each trial is looped over a certain x days to predict
the output for the x+1th day. All features remain the same; instead of 2D data, the data is
transformed to 3D, where the 3rd dimension is the window size. The number of days to
look back is chosen based on experimentation. Previous studies have shown that the latent
period between the first visible symptoms of Septoria and the infection is between 11 to 42
days [62, 63, 64]. Therefore an ideal lookback period would be somewhere between 11-42
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Figure 5: Feed Forward fully connected neural network architecture

Figure 6: LSTM Architecture

days. However, extreme weather events are very common with climate change, causing sud-
den drops or peaks in temperature. Studies have shown that a two-day period with really
low temperatures is unsuitable for the development of symptoms and vice versa [65]. There-
fore, we experiment with periods from 2-42 days. Our analysis yielded good performance
when look back period was five days and 31 days. Therefore two models, LSTM-5days and
LSTM-31days, are generated. The LSTM architecture used is shown in Fig 6. The MSE and
MAE for these LSTM models are significantly better than the Feed Forward fully connected
model. Though the values are still not better than XGBoost, they are in the close range.
Moreover, the convergence of these models during training is far better and desirable than
that of XGBoost’s. The models can capture the Time-Series property well and can adapt to
unseen data. Also, being a deep learning architecture, this model provides flexibility over
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the XGBoost model such as Transfer Learning and portable embedding weights for other
projects, which is further explored in the Discussion section.

Since long-range time sequences with complex and dynamic multivariate features are
considered, TabNet was a recent work proposed for such tabular data shown to outper-
form XGBoost. Data is processed row by row, and a Sequential attention mechanism is
used to select features important for the given sample. Features most often selected have
higher importance and, therefore, similar to tree-based models, a feature importance graph
can be generated as shown in Fig 7. Such local interpretability is rare in a neuron-based
model and thus offers the best of both worlds. As can be seen from the feature impor-

Figure 7: Feature importance as obtained from TabNet Model

tance graph, GrowthStage as usual has the highest importance. However, all the categorical
columns (date-time, geo, crop-based features) have higher importance than the weather
features. Unlike some other tree-based models like LightGBM or CatBoost, where none of
the weather features were considered by the model, TabNet considers all-weather features
but does not align with the expected disease development criteria. However, the overall per-
formance in terms of MSE and MAE values ranges around the same as LSTM models’ MSE
and MAE values, but the training of TabNet takes a considerably longer amount of time than
other neuron-based models experimented with here. Moreover, although the convergence
of the model on test data is decent, the prediction is neither smooth nor consistent.
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Since XGBoost continued to stay as the top-performing model, the next architecture ex-
perimented with was Neural Oblivious Decision Ensembles(NODE). NODE is a tree-based
ensemble architecture of Neural Oblivious Decision trees differentiable by using α-entmax
for a probabilistic split at the node and thus allowing gradient descent optimization, multi-
layer hierarchical representation learning, and claims to outperform XGBoost. However, on
our dataset, model performance on the test data was poor. Although innovative, NODE per-
formed worse than other neuron-based models. Even after undergoing certain rounds of
hyper-parameter optimization, the model could not yield MSE below 0.03 and MAE below
0.13, whereas all the other models are performing in the range of 0.019-0.02 for MSE and
0.10-0.11 for MAE. The hyperparameters used for all the neuron based models is shown in
Table 5.

Table 4: Model performance of Tree based and Neuron based model

Model MAE MSE
Random Forest 0.117352 0.023034
XGBoost 0.109826 0.01974
LightGBM 0.111118 0.020708
CatBoost 0.128797 0.02612
Feed Foward Fully Con-
nected

0.141725 0.031087

LSTM_5Days 0.114818 0.021565
LSTM_31Days 0.117697 0.023037
TabNet 0.118648 0.023723
NODE 0.12786 0.026738

5 Discussion

As explained by No free lunch theorem [66], there is no one right algorithm for all tasks. Ma-
chine learning algorithms learn by making assumptions on the relationship between train-
ing features and the target feature and use this assumption on unseen data to make predic-
tions. The quality of such learned assumptions determines performance, and therefore an
algorithm may perform well on one task but fail on another. In general, both tree-based and
neuron-based models are good at capturing nonlinear relationships in data and are simi-
lar in many ways. Both models break down the feature space and build piecewise models.
Entropy-based splitting of nodes governs tree-based models, and application of activation
functions at hidden neurons governs Neural Networks. While the split in tree-based mod-
els is deterministic, neural networks are probabilistic. Both tree-based and neuron-based
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models run the risk of overfitting, and hence careful hyperparameter optimization is essen-
tial. Neural networks are often considered an overkill for tabular data, but [45] and [46] have
shown that this can be avoided by using simpler models with fewer layers and the addi-
tion of regularization techniques. Therefore, Early Stopping, Kernel Weight Regularization,
Dropout, and Batch Normalization as shown in the architectures(Fig 5 and Fig 6) and hy-
perparameter list in Table 5 is incorporated in the neuron based models presented in this
work.

As seen in the previous section, XGBoost performed slightly better than neuron-based
approaches, but the difference in performance against neuron-based models is not huge.
Therefore, it is crucial to also weigh them against other criteria such as (a) Ease of use, (b)
Training speed and Explainability, and (c) Scalability.

5.1 Ease of use

In the absence of comparable packages like Scikit-learn and XGBoost, that allow building
tree-based models with just a few lines of code, building neural networks entailed a steep
learning curve. However, this has now been addressed with a new framework called PyTorch
Tabular [67] that contains models like TabNet and NODE for easier and accessible Deep
Learning on Tabular Data. Machine learning models are good at processing a single type of
data, but tabular data contains a combination of continuous and categorical features.

The task of processing different input data types separately and combining them to-
gether as one data input adds a layer of complexity. Both tree-based and neuron-based
models handle this differently. Scikit Learn library offers easier approaches to handle cat-
egorical values for tree-based models with functions like One-Hot encoding, Ordinal en-
coding, etc. While this was considered difficult for neuron-based models, as shown in this
paper, creating embeddings with all the categorical features and then combining them with
numerical features at the input layer is an easy, straightforward way to work with them.

Domain knowledge and feature engineering are crucial for tree-based models’ perfor-
mance, whereas neuron-based models present an easy solution to adopt in any domain
because they offer Automated Feature Engineering. The multiple neurons learn complex
hierarchical data representations without the need for domain expertise and handcrafting
of features. Therefore, the gap between tree-based models and neural networks regarding
ease of use is slowly reducing. However, tree-based models still have an edge in terms of
explainability and training times.

5.2 Training speed and Explainabilty

Knowing which features contribute the most towards predictions is important, as explain-
ability is crucial for some stakeholders to accept insights and make changes. Most neural
network models lack explainability compared to tree-based models. TabNet is an exception,
but the majority of models still lack this aspect.

Neural network models are notorious for longer training times. In the experiments of
this paper, too, we observed that tree-based models trained much faster. Ranking the fastest
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for the tree-based models based on training time, LightGBM was the fastest, followed by
CatBoost and XGBoost with comparable times. Random forest was the slowest tree-based
model. However, the fastest neuron-based model was the Feed Forward Neural Network,
which took thrice as long compared to random forest. TabNet in specific took the longest
training time. However, in a dynamic environment like Agriculture, where new data is pe-
riodically available, and models need to be retrained, this advantage is diminished as tree-
based models are differentiable and need to be retrained from scratch. Furthermore, as the
complexity increases with more data coming in, this cannot be loaded into memory, making
tree-based models unsuitable for streaming data applications.

5.3 Scalability

With the growing popularity of Digital solutions, more and more data is collected each day,
but it is not uniform. An abundance of data often exists in one sub-area but not in another,
making it impossible to train a decent model on limited data. Unlike tree-based models,
with neural network and deep learning architectures, it becomes possible to transfer knowl-
edge from one domain to another similar domain and build a usable model with limited
data. This technique is called transfer learning and is predominantly used in computer vi-
sion applications, where relevant images are not abundantly available for all use cases. To
demonstrate this process, a model for Yellow Rust is developed by transfer learning from the
Septoria model as shown in Fig 8.

Figure 8: Transfer learning from Septoria to Yellow rust

Yellow rust is another equally devastating disease of winter wheat. The pathogen Puc-
cinia striiformis f.sp.tririci causes the disease and can generate yield losses of up to 60%.
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Like Septoria, it occurs during the same growth stage period and is impacted by a similar
set of weather features. However, it is less frequent compared to Septoria, and therefore the
disease observation data for yellow rust is significantly lower. Table 6 shows the amount of
data present, which is only 7% of the Septoria data.

Table 6: Data description for Yellow Rust

Data set Years Covered Unique Trials No. of Data
points in the
dataset

No. of Data
points used for
Training

Train 2012-2016 150 45630 5153
Val 2017 30 9115 843
Test 2018 48 14578 1184

This vast difference in data size and a slightly similar life cycle as Septoria makes this an
ideal candidate to test the effectiveness of transfer learning. The available data is divided
into train and test, split similarly as done for Septoria modeling as seen in Table 6. Since
the XGBoost model had the best performance metrics in the Septoria use case, a similar
XGBoost model is generated as a baseline for Yellow rust. The hyper parameters for the
same is shown in Table 7.

Table 7: Hyperparameters of transfer learning model

XGBOOST LSTM-5Days
objective = ’reg:squarederror’,
verbosity = 2,
validate _parameters =True,
nthread = 14,
learning_rate = 0.05,
max_depth = 20,
reg_alpha = 10,
subsample = 0.8,
colsample_bytree = 0.7,
num_parallel_tree = 7,
n_estimators =100

LSTM Layer cell size = 75
Epochs = 30
Batch size = 16
Dropout = 0.1
Loss Function = "mean_squared_error"
Optimizer = Adam
Kernel Regularization = L1: 1e-3, L2: 1e-2
(only for the LSTM Layer)
Learning Rate = 1e-05

Training XGBoost model yielded an MSE of 0.04093 and MAE of 0.16131. The corre-
sponding feature importance graph is shown in Fig 9. The feature importance graph shows
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Figure 9: Feature importance as obtained from Yellow Rust XGBoost Model

that the ’GrowthStage’ feature is the most important and has F-Score importance of almost
35%. Barring the ’GrowthStage’ feature, the location of the field plays an important fac-
tor[’Latitude,’ ’country,’ ’Longtitude’] Thereon, the importance is a mix of date-time and
weather features. The model does converge for some trials but does not for quite a lot of tri-
als. Many trials also do not have a gradual progression of the disease, and since the amount
of trials and observation points within each trial is significantly less than that in the Septoria
dataset, it is difficult for the model to grasp the complexity of the data. Deep Learning mod-
els are more capable of capturing such complexity of the data and are further experimented
with.

The best performing neuron-based model for Septoria was LSTM. Therefore we transfer
learn from the Septoria LSTM model to Yellow Rust. LSTM model with a window of 5Days
and 31 days is trained from scratch, then in the next step, knowledge from the Septoria
model is transferred. Like the Septoria model, the SegmentXYForecast method is used, and
each trial is looped over 5 or 31 days to predict output for the next day. All features remain
the same; instead of 2d data, the data is transformed to 3d, the 3rd dimension being window
size (5 and 31). Categorical Embedding layers is also utilized. The architecture remains
the same as before, but the pre-trained weights are loaded from the Septoria model. The
hyperparameters used are shown in Table 7.
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Table 8: Model performance of models trained from scratch and transfer learned

Model MSE MAE
XGBoost 0.04093 0.16131
LSTM 5Day Scratch 0.04549 0.17586
LSTM 5Day Transfer 0.04531 0.17689
LSTM 31Day Scratch 0.06309 0.19900
LSTM 31Day Transfer 0.03722 0.15352

As observable from the table 8, purely from the perspective of model performance, LSTM
architecture with a 31 Day time window outperforms the rest of the algorithms, even XG-
Boost. Both LSTM models also converge well on the data. Therefore, the concept of Trans-
fer Learning does play an important role and helps kick-start and converge faster on the
data. Also, another observation that to note is that for the Yellow Rust, 31 Day model yields
better performance than the 5 Day time window model. This might be due to the disease
progression of Yellow rust in specific over certain weather parameters and its effects on the
growth/emergence of the disease in the crop. This last observation is different from that
observed in the Septoria dataset, as LSTM architecture with 5Day and 31Day time window
perform fairly equal to each other. However, for the Yellow Rust data, the 31day window
model outperforms all the other models.

Lastly and most importantly, we are now in an era where smartphones have become a
regular part of life. Plenty of data is disseminated and collected through smartphones as
text, images, or audio. Such data could be an additional information layer to tabular data.
Methods that can combine such multi-modal data into one model for better predictions
will be crucial. This is possible with neuron-based architectures but not with tree-based
methods.

6 Conclusion

With Digital Farming fast progressing, agriculture falls in this category too. Building mod-
els for such complex ecosystems with underlying nonlinear relationships between ecologi-
cal and biological features need complex models, and therefore, these two streams of algo-
rithms with detailed case studies for Septoria and Yellow rust disease models are presented.
After gaining immense popularity on image and textual data, recent years have seen an in-
creasing rise in interest in developing deep learning techniques for the less explored tabular
data. Gradient Boosting decision trees are the de-facto standard on this data category and
hence have given rise to a GBDTs vs. Neural Networks debate. This paper explored both
these streams of algorithms for the task of crop disease modeling and evaluated their per-
formance both quantitatively and qualitatively. Latest deep learning architectures claiming
superiority over XGBoost, such as NODE and TabNet, have been explored for crop disease
modeling for the first time. All models from both streams gave comparable results, with
XGBoost having the best MAE and MSE, closely followed by LSTM. The larger business goal
also governs the choice of model for any given task. Therefore both models are analyzed
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against:

1. Ease of use

2. Training speed and Explainability

3. Scalability

With well-established packages and libraries at disposal and lower complexity, tree-based
models are easier to use, but the gap is fast closing with similar advances for neuron-based
models. In terms of training speed and explainability, tree-based models outshine neuron-
based architectures. However, neuron-based methods shine in terms of Scalability. Tree-
based models are usually good for quick wins and might suffice in a lot of simple cases but
if data of different modalities and quantities exist in a dynamic ecosystem with streaming
data and multiple models need to be built, Neuron based methods are better suited.

Even though this study has been carried out on the two most important diseased (Sep-
toria, Yellow rust), the outcomes of this study are likely to be applicable in other areas of
agriculture, Digital Farming, and other domains beyond agriculture. Similar questions arise
whenever tabular data is being used for predictive modelling - and the presented study of
tackling the issues can be applied there in a similar way.
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Streams

Priyamvada Shankar, Christian Bitter, Marcus Liwicki

Abstract

This paper introduces the idea of using social media streams like Twitter to identify oc-
currences of crop diseases. Climate change and changes in agriculture practices have con-
tributed to a change in crop disease dynamics leading to an increase in crop damages. Mon-
itoring crop disease occurrences across regions is helpful for farmers to prepare for such ad-
verse situations and make effective use of crop protection products thus ensuring enough
produce for the growing population and protection of the environment. We investigate Ma-
chine Learning and Natural Language Processing techniques in order to spot agricultural
discussions on Twitter; then analyze, categorize, and group them; so they can be used by a
stakeholder to identify crop disease incidences, patterns, and trends at the regional scale.
Current systems using keyword based search of agricultural diseases do not always yield
agriculturally relevant tweets and those that do could talk on a range of sub-topics. There-
fore, text classification forms the core component of this work. A two fold classification
process is employed, classifying agriculturally relevant tweets from the rest and then per-
forming fine-grained categorization on them. The resulting model for agricultural tweets
classification performs with 93% accuracy and the fine grained categorization model that
categorizes tweets into 6 categories gives 75% accuracy. A prototype of an interactive web
based disease monitoring application is also presented. The location estimation is not al-
ways accurate but nonetheless, this work acts as a proof of concept for the introduction of
social media as a novel data source in precision farming.

1 Introduction

The world population is expected to rise to 9.7 billion by 2050 [1]. The challenge of feeding
this population can only be addressed when agriculture is made more efficient, crop loss
is minimized and overall agricultural production is increased by 70% until 2050. However,
unforeseen crop damages are caused by untimely crop diseases. Each year about 10-16% of
global harvests are lost to plant pests and diseases, at an estimated cost of over USD 220 bil-
lion endangering more than 40 percent of the world’s food supply. A majority of this loss is
caused by fungal crop diseases. Even more worrying is the fact that more than 20 percent of
the five staple crops i.e wheat, rice, maize, potato and soybean that provide half the globe’s
caloric intake are also lost to such damages each year [2]. This is a major threat towards the
United Nations(UN) sustainability goal of "Zero Hunger". Therefore, the UN has identified
Plant Health as a crucial driver and announced the year 2020 as the "International Year of

123



124 PAPER D

Plant Health"(IYPH) with the aim of raising awareness on how protecting plant health can
help end hunger, reduce poverty, protect the environment, and boost economic develop-
ment1.

This is a very important step because there is a constant increase in the rate of invasion
and crop losses which is driven by factors like changes in agriculture practices, disturbances
in the habitat, invasion to new territories (via trade), transport, and global climate change [3,
4, 5, 6]. Studies show that climate change forces the pathogens to move towards the poles
by an average of 8km every year [7].

In situations like these farmers are forced to make modifications to management prac-
tice to deal with the ever changing situations. For example, the early arrival of Downy
mildew, a major fungal caused cereal disease has caused farmers to adjust the planting date
of crops to best avoid a situation where an entire crop can be wiped out due to the disease.
Downy mildew which generally appeared in August, has in the past few years started ap-
pearing in June which has caused farmers of North Carolina to change their strategy and
plant earlier so the plant is mature enough before the disease hits and can be managed by
use of crop protection products2.

To help farmers make the right choices in managing pests and diseases and consider-
ing options that are viable and sustainable Integrated Pest Management(IPM) strategies are
recommended. There are three main components of IPM - Prevention, Monitoring and In-
tervention. Farmers can prevent crop diseases by choosing the right variety of crop and
understating the field specific conditions. There are also models that take weather into ac-
count and create disease prediction models that allow farmers to be prepared for an up-
coming high disease risk condition[8]. Apart from these, monitoring crops for diseases is
very important because catching something early enough is the key to intervene at the right
time and avoid losses. There are many websites and apps that recommend when to scout
and identify diseases from the scouting trips. However there is a vast change in temperature
and precipitation patterns across the globe which change the incidence, population levels
and competitive ability of pests and diseases which invariably reduce the accuracy of exist-
ing pest forecasting systems. Hence, novel surveillance techniques to obtain real-time inci-
dence reports from novel data sources are required that can also be used as a feedback loop
to smarten forecasting systems. Citizen science is very crucial here and has already con-
tributed in documenting novel pests and pathogens but currently such efforts in the field of
agriculture are limited to apps or website based reporting structure [9, 10, 11]. Social media
like Twitter and Facebook is a great source of crop disease surveillance which is currently
not being leveraged by the agriculture community. The existence of crop fungal diseases
within a region is an important red flag that farmers can utilize to scout their own crops and
take precautionary measures. Farmers realize this and therefore, many use Twitter to share
as well as consume such information and inform themselves on means to combat crop dis-
eases3. Thus, this paper focuses on obtaining valuable and timely information to monitor

1http://www.fao.org/plant-health-2020/home/en/
2https://www.sare.org/Learning-Center/Bulletins/Cultivating-Climate-Resilience-on-F

arms-and-Ranches/Climate-Risk-Management-and-Resilience-on-Farms-and-Ranches/Underst
anding-Climate-Risk/Weeds-Insects-and-Diseases

3https://blog.farmmarketid.com/blog/how-farmers-use-social-media

http://www.fao.org/plant-health-2020/home/en/
https://www.sare.org/Learning-Center/Bulletins/Cultivating-Climate-Resilience-on-Farms-and-Ranches/Climate-Risk-Management-and-Resilience-on-Farms-and-Ranches/Understanding-Climate-Risk/Weeds-Insects-and-Diseases
https://www.sare.org/Learning-Center/Bulletins/Cultivating-Climate-Resilience-on-Farms-and-Ranches/Climate-Risk-Management-and-Resilience-on-Farms-and-Ranches/Understanding-Climate-Risk/Weeds-Insects-and-Diseases
https://www.sare.org/Learning-Center/Bulletins/Cultivating-Climate-Resilience-on-Farms-and-Ranches/Climate-Risk-Management-and-Resilience-on-Farms-and-Ranches/Understanding-Climate-Risk/Weeds-Insects-and-Diseases
https://blog.farmmarketid.com/blog/how-farmers-use-social-media
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crop stress by performing short text classification of tweets.
Short text classification is a particularly complex task in machine learning and Natural

Language Processing(NLP) due to its sparse nature and lack of context information. Infor-
mation in tweets is condensed into short texts which is combination of text, hashtags, and
emoticons. Extracting knowledge from such text requires unique feature extraction tech-
niques. The challenge is much harder when the dataset is small and short text must be pro-
cessed for very specific problem scenario within a limited domain. This paper deals with
such a scenario in the context of agriculture and demonstrates the identification of fungal
crop disease incidence via twitter. A framework which is a synergy of machine learning and
NLP techniques is used to mine, analyze and present tweets that are agriculturally signifi-
cant. Dataset exploration shows that similar keywords are used to discuss non-agricultural
topics as well. The ones that are agriculturally relevant are spread across multiple subtopics
that have very little differences between them and in general discuss the same problem from
different perspectives. Our focus, however, is identifying crop disease incidence tweets in
specific. Disambiguation of agriculturally relevant tweets from the rest and fine grained cat-
egorization of them to identify and present tweets on outbreaks and a continued flareup of
fungal crop stresses are the two main components in this framework.

2 Methods

2.1 Dataset

In order to collect a tweet dataset, we need to gather tweets of relevant crop diseases which
fulfill specific agronomic requirements. They are,

• Monitoring of Fungal Diseases Only - Fungal diseases monitoring is a difficult task
as these diseases have been quickly spreading to regions they never occurred before.
Hence monitoring these diseases hold the most value.

• Occurrence Tweets are more important than other tweets (e.g., during rest time) -
Tweets where the author reports an actual occurrence is extremely significant com-
pared to general chatter on the topic.

• Data collection window - It is crucial that the data collection window and the crop
growing season are in sync to tap on most valuable in-season discussions.

Finally, a keyword list containing of 14 significant fungal diseases is created. The collec-
tion period is the significant part of a representative growing season (In this paper 2016),
i.e., between 01/03 to 30/06. We use a Java library called Twitter4j4 to call Twitter’s REST
API Search and programmatically access relevant domain specific tweets5. A total of 5530
tweets were collected for this period. Figure 1 shows the diseases considered and their dis-
tribution in the final dataset. A country wise analysis showed Canada, United States and
United Kingdom to be top runners in agricultural discussions.

4http://twitter4j.org/en/
5https://dev.twitter.com/rest/public

http://twitter4j.org/en/
https://dev.twitter.com/rest/public
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Figure 1: Tweets per Keyword

Qualitative exploration of domain specific tweeting behaviour show that not all tweets
with agricultural keywords were related to agriculture( Figure 1) and followed a trend whereby
we could group all discussions into 6 categories.

Keyword Non Agri Tweet
Root Rot "Which Trump is the "good" Trump? Just

seems like that entire tree has root rot.
Mildew Trump is worst than mold and

mildew! You try to treat it, but the
spores/remnants keep coming back! It
leaves a stinchy smell for days!!

Yellow Rust Floral Blouse Short Sleeve Size M Au-
tumn Colors- Yellow Rust ,Brown Beige
Pockets

Brown Rust Copper jewelry, Copper necklace, brown
rust jewelry.

Table 1: Examples of Non Agri Tweets in the Dataset

They are,

• Self - Actual crop disease(CD) incidence report. Ex - Advanced Fusarium dry rot in
one of my King Edward seed potatoes - don’t think I’ll be planting this one again

• Awareness - Info on prevention of crop diseases and tips/management practices on
dealing with them effectively. Ex - #DYK? #Fusarium on the seed is reported to be lower,
but remember there’s still soil-borne fusarium!

• News - News of outbreak. Ex - ABC NEWS 4 Late blight disease threatens plants in
South Carolina

• Research - Latest scientific research findings. Ex - # RNASeq Differential transcrip-
tomic responses to Fusarium graminearum infection in two barley quantitative trait
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• Ad - Advertisements on event/products. Ex- Germination Webinar Management is Key
to Controlling Fusarium Head Blight. Register Soon

• Other - General chatter, anything that does not qualify in one of the above category
with high confidence. Ex - Good discussion with colleagues this morning; main topics
being Septoria risk, Sclerotinia in rape, and prospects for later drilled beans

Observing these trends, 5530 tweets of the dataset is manually annotated based on two
aspects. If tweet is domain relevant it is tagged as AGRI else it is marked as NON-AGRI. All
AGRI tweets are further tagged into one of the five categories as Self, Awareness, Ad, News,
or Research if they clearly fall into one of these categories. If ambiguous the category Others
takes precedence.

2.2 Text Preprocessing

Text preprocessing aims to make the training corpus consistent and efficient for represen-
tation. Apart from the content, tweets usually hold some extra information in the form of
hashtags, images, links, mentions of other Twitter users and emojis. These details show
important characteristics of the categories and we identify patterns in the meta data and
incorporate it into the text to facilitate context information. Figure 2 shows some identified
trends.

Category Meta data characteristic
Self/Occurence Most likely have a picture attached.

Awareness Such tweets most certainly carry an URL.
News Generally didn’t have any mentions/pics but sometimes an

URL.
Ad Advertise some event or product therefore date/time is usu-

ally found in such tweets.
Research Has recurring hashtags like #EurekaMag, #PLOSPathogens,

etc.
Other All miscellaneous tweets. These tweets were the most diffi-

cult to find patterns with. They had a mixture of all features
and no one pattern stood out to the human eye.

Table 2: Category meta data characteristics

Instead of stripping these details we found that normalizing such Twitter specific meta
data with unique words and adding them as a lexical feature with the content itself makes
the classification perform better. Hence, the tweets are tokenized this way. Given a tweet,
the twitter specific component is identified, stripped from the tweet and replaced with
$name of entity stripped $. Hashtags are retained as they are but without the # symbol.
Pictures are also shown as URL in the tweets and should be taken care of while preprocess-
ing. Hence, a tweet like,
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Leaf spot on the tomatoes already #dammit pic.twitter.com/zOQgsAhNyf becomes Leaf spot
on the tomatoes already dammit $PIC$

Apart from this stop word removal, lemmatization and Part Of Speech(POS) tagging is
also performed. Replacing all words with POS tags do not result in good classification re-
sults. Hence we attach the POS tag with the actual word instead.

2.3 Feature Extraction

Text documents cannot be fed into a machine learning algorithm in their raw form but need
to be transformed into a statistical representation called Word representation. We consid-
ered two variants of such representation - one-hot vectors and word embeddings. TF-IDF
method is used as a one hot vector representation in our application(BOW::TFIDF) which
shows the importance of a word across the entire corpus. In this approach a tweet is rep-
resented as a feature vector x = (x(1), . . . , x(p)), where x(i ) shows the TF-IDF score of the
word [12]. Such a representation is high dimensional, sparse representation. In a similar
process as before, instead of using just the words/terms which are essentially unigrams,
we also experimented with the different length of terms like bi-grams, tri-grams and quad-
grams. It does not make sense to go beyond this as tweets adhere to the 240 characters limit
and therefore is not composed of many words.

However representations like BOW-TFIDF completely ignore the context of the words
and the sparse vector space representation further makes it difficult to capture any similar-
ity between the terms. Hence, a low dimensional/dense representation is considered. Such
a representation also makes the machine learning process quick as the model will need to
learn fewer dimensions [13]. To create dense vectors a distributed representation technique
called word embeddings is used which captures latent syntactic and semantic properties
[14]. We consider two ways of creating word embeddings,

• Word2Vec - Word2Vec is a well known algorithm for generation of word embeddings.
These techniques use a shallow neural network with an input, hidden and an output
layer. Word2vec models learn embeddings based on their neighboring words. This
way, given a word they are able to make predictions on their neighbors. We use the
skip gram version of the model since they can better handle small training data. It
is also good for representing rare words or phrases [15]. Word embeddings in their
native form cannot be used for classification of tweets. The individual word vectors
must be grouped to represent a tweet and then provided as an input to a classification
algorithm. There are two strategies we use for this,

– Vector Averaging - In this method the individual vectors of all words in a tweet
are averaged to get tweet vectors.

– Clustering - As words vectors of similar words lie close to each other we harness
this aspect by creating k-means clusters. Such a representation may be consid-
ered analogous to bag of words where instead of words, the corpus is now a col-
lection of centroids.
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• Doc2Vec - Doc2vec is also called paragraph vector [16]. Here, unlike word2vec, doc2vec
generate vectors for a set of words rather than a single word. This way the vector holds
the semantic meaning of all words in context. Hence an entire tweet can be repre-
sented using a fixed-length vector with this method. For the task of vector creation we
used the python package provided by Gensim [17] and train the doc2vec or word2vec
model.

2.4 Classification Algorithms

Following the principle of No Free Lunch theorem [18] we try permutations and combi-
nations of different feature extraction techniques and machine learning algorithms. The
classification task is two fold,

• Binary Classification - The classification of domain relevant tweets from the non rel-
evant ones is a case of binary classification where there are only two predefined cate-
gories, AGRI and NON-AGRI.

• Hard, Multi-class, Single-label Classification - The fine grained tweets categorization
task involves more than two predefined categories therefore it is a case of multi-class
classification. Each tweet can be classified as belonging to only one of the six fine
grained categories within agriculture relevant tweets and hence it is single-label clas-
sification. The classification to corresponding category is not probabilistic but defi-
nite and hence it is called hard categorization.

In our study we compare four classifiers namely Random Forest, Naive Bayes, Support Vec-
tor Machines(SVM) and Logistic Regression. Deep learning techniques were also tried, a
Convolution Neural Network(CNN) was used to perform fine grained categorization.

3 Results and Discussion

3.1 Agricultural Tweet Identification

Agriculture tweet classification performed well when trained with the Bag-of-words(BOW)
representation in the feature extraction phase. The training corpus we consider is highly im-
balanced towards Agriculturally related tweets. Therefore, under-sampling is performed on
the dataset by deleting instances from the over-represented class. We compare the results
of both the original and under-sampled dataset. Preprocessing steps compulsorily include
tokenization,stop word removal and lemmatization. The POS tagging was considered but
did not affect the classification accuracy. We experimented with the BOW:TFIDF as well but
BOW performed well. Random Forest was trained with 100 tress. No paramater was opti-
mized in Naive Bayes classifier. SVM was trained with RBF kernel. Logistic regression with
L2 penalty was used. The performance of these classifiers is shown in Table 3. Figure 2 show
the confusion matrix for the SVM classifiers.
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Classifier Class Complete Dataset Undersampled Dataset
Prec. Rec. f1-

score
Prec. Rec. f1-

score
Random
Forest

Non
Agri

0.72 0.67 0.69 0.85 0.84 0.84

Agri 0.95 0.96 0.96 0.86 0.87 0.86
Average 0.92 0.92 0.92 0.85 0.85 0.85

Naive
Bayes

Non
Agri

0.96 0.56 0.71 0.92 0.74 0.82

Agri 0.94 1.00 0.97 0.80 0.94 0.86
Average 0.94 0.94 0.93 0.86 0.84 0.84

SVM Non
Agri

0.84 0.57 0.68 0.86 0.89 0.88

Agri 0.94 0.98 0.96 0.90 0.87 0.89
Average 0.93 0.93 0.93 0.88 0.88 0.88

Logistic
Regres-
sion

Non
Agri

0.86 0.59 0.70 0.85 0.82 0.84

Agri 0.94 0.99 0.96 0.85 0.87 0.86
Average 0.93 0.94 0.93 0.85 0.85 0.85

Table 3: AgriTweet Classification Metrics

Figure 2: Confusion Matrix for Agri Tweet Identification with SVM Classifier - Complete vs
Undersampled Dataset

3.2 Tweet Categorization

Tweet categorization is a much more challenging task when compared to agricultural tweet
identification. The first classifier considered for evaluation of BOW and BOW:TFIDF is Ran-
dom Forest. The preprocessing techniques include tokenization, stop word removal and
lemmatization. The performance is compared between POS tagged vs actual text and uni-
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gram vs ngram setting. The best performance was observed in a unigram setting with actual
text(no POS tags). The same heuristics were applied within an SVM classifier. All combina-
tions resulted in an accuracy ranging between 70-75%. The best performing combination
was a BOW feature extraction with unigrams and on the actual text.

The classification with a Word2vec word embedding as feature is carried out in two ways
as explained before - Vector averaging and clustering. The word2vec embedding creation
expects single sentences, each one as a list of words. Input format is therefore a list of lists.
We run the model in a skip-gram setting with 10 words as context window size. The model
output consists feature vector for each word in the vocabulary. To create input feature vector
to be used by a model we group individual word vectors of a tweet in the Vector averaging
method and clustering method. Here, the performance of both techniques were evaluated
for the actual dataset and a dataset with POS tags. The performance with the actual dataset
was slightly better and the best accuracy was achieved with Random Forest. The process
of creating a vector for the tweet as an entity is accomplished by Doc2vec. Here we create
separate text files for tweets of each category in the training and test set. The 6 text files
have one tweet per line. Such a new line separated corpus is converted into a collection
of labeled sentences, i.e list of words and a label for the sentence. The gensim package
is then used to create the vocabulary table. The hyper parameter settings are as follows,
mincount=1(ignore all words with total frequency lower than this),window=10(maximum
distance between current and predicted word within sentence),size=100(dimensionality of
feature vectors), epoch=10(the sequence of sentences fed to the model is randomized in
each epoch). Logistic regression classifier performed well with such a vector input. How-
ever, it is quite less in comparison with the other methods. A Convolution Neural Network is
tried for fine grained categorization as well. Two layers are used. In the first layer tweets are
converted to vectors. In the second layer convolutions are performed on these with mul-
tiple filter sizes. A long feature vector is created by max-pooling the result of convolution
layer. A dropout layer is added to regularize the CNN. The final predictions are made us-
ing the vector from max-pooling and applying softmax function on it to finally obtain the
predictions.

Table 4 shows the comparison of best performing model resulting with all the above dis-
cussed settings. Table 5 shows the classification results of the best performing SVM model
with unigram BOW setting. Figure 3 show the confusion matrices for the same.

3.3 Multi Class to Binary Class

Although we perform fine grained categorization we are mostly interested in finding how
accurately our model classifies the very significant crop stress occurrence tweets from the
rest. In this case News and Self are the two categories that show the occurrence of a crop
stress. Hence we can convert the multi class classification problem to a binary class. SVM
model had the best performance for this task. Figure 4 shows the confusion matrix for the
best performing SVM model. To convert to binary classification we group News and Self
tweets vs the rest.

Accuracy is then defined as TP+TN/TP+TN+FP+FN. From the confusion matrix we know
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Model Precision Recall f1-score Accuracy
RF+Unigram+BOW 0.72 0.72 0.71 0.72

SVM+Unigram+BOW 0.76 0.75 0.74 0.75
RF+Word2Vec

(Vector Averaging)
0.69 0.70 0.68 0.70

RF+Word2Vec
(Vector Clustering)

0.71 0.71 0.70 0.71

LR+Dov2vec 0.67 0.68 0.67 0.68
CNN+BOW 0.68 0.69 0.65 0.69

Table 4: Model Comparison

Classifier Category BOW
Prec. Rec. f1-score

SVM Ad 0.85 0.46 0.59
Awareness 0.77 0.88 0.82
News 0.93 0.42 0.58
Research 0.93 0.87 0.90
Others 0.58 0.45 0.51
Self 0.66 0.75 0.70

Average 0.76 0.75 0.74

Table 5: SVM → BOW, unigram, on actual text

Figure 3: Confusion matrix

that TP is 28+171 = 199, FN is 1+28+1+40 = 70, FP is 20+26+2+28 = 76 and
TN is 11+7+1+387+6+6+16+18+1+47+157+5+4+76= 742. Hence, the accuracy of identifying
actual crop stress occurrence tweets from the rest is, 199+742/199+70+76+742 is 86.5%.
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Figure 4: Confusion matrix

Figure 5: Visualization Interface

3.4 Visualization Interface

To make this work more accessible we consolidate and map the results via an interactive
web interface prototype that could be used by farmers, scientists or any interested parties
to identify and track the spread of crop diseases. To map the results we require location
of the tweet’s origin. However the lack of geo tagged tweets in this domain requires esti-
mating the location of origin based on the user entered location that can be obtained from
their profile. Since this is a text field, some location entries had text like Somewhere on
Earth, Not in your house etc. Hence, the first challenge is to discard such illegitimate ad-
dresses. This is done by discarding any location text that contains stop words other than
The and of. The legitimate locations are then geo coded using the GeoNames API(www.ge
onames.org). The locations are classified based on a feature class. Locations in the feature
class A(country/state/region), L(parks,area),P( city, village etc),V(forest,heath) and S(farm)
are considered with priority since its more likely that a crop stress tweet originates from
these locations. The application is built using the Shiny framework by RStudio [19]. The
application shows all locations where agriculturally related tweets were identified. One can
also find discussions filtered by region and disease and also see hashtags based live tweets.

www.geonames.org
www.geonames.org
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The live tweets are further consolidated for each day and presented to the user to show
changing trends. We do not consolidate in real time, but with a lag of one day since the
trends in agriculture don’t change so rapidly and the time lag of a day is non significant in
terms of disease management response. Figure 5 shows a screen shot of the application.

3.5 Discussion

1. Although it is relatively easy to classify domain related tweets from the rest, it is a
challenge to perform fine grained categorization on short texts. The tweets we obtain
are very short and discuss about the same topic of crop stress making the vocabulary
very similar across categories. Understanding the nuances of the categories becomes
quite difficult in this case.

2. Care has been taken in defining the categories as distinct from each other as possible,
however there are some tweets that cannot be generalized. They posses features from
most other categories and hence are hard to categorize. In our case the category Oth-
ers was one such category. This does not mean one can discard such tweets. Since the
aim is to have a real time crop stress alert system, the system must be trained on all
possible types of tweets that can occur in real time.

3. Machine learning algorithms are able to draw generalizations upto an extent but they
fail when the categories are intertwined in their intent, yet theoretically distinct. This
can be explained well when we look at the confusion matrix of our best performing
SVM model shown in Figure 3. As evident, the model categorizes Awareness, Research
and Self tweets with higher accuracy but fails to perform well for categories Ad, News
and Others which isn’t very surprising when data is closely examined. The category
Ad for example is mostly misclassified as Awareness or Others. Awareness tweets try
spreading awareness on how to handle a disease, Ad tweets do the same thing but are
focused on spreading awareness on using a commercial product or attending an event
for the same purpose. Category News on the other hand is also spreading awareness
about an actual crop occurrence and hence is very understandably misclassified with
Awareness and Self tweets. Hence, even the misclassifications are so aptly placed that
it shows how well the model understands the dataset. To avoid such misclassification
we could merge these categories with their closest match but we do not do this since
the application is a proof of concept and its important to show these cases to assist
any future work. Moreover, this is taken care of when we group the classes to have a
binary classification of occurrence vs awareness tweets.

4 Related Work

Twitter has been found as a very important source of real time data a wide array of hu-
man diseases ranging from Flu to other noncontagious disease like diabetes too [20, 21].
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A quick scan through any systematic literature review paper will show that majority of re-
search works use Twitter as their choice of Social Media for disease identification and moni-
toring [22]. However a literature survey of advanced techniques being used to identify plant
diseases revealed that social media is seldom used in this regard. This work has tried to
bridge the gap in this context. Although Twitter has been explored as a business platform
to connect with farmers and for tracking planting decisions[23] it has not been used for dis-
ease monitoring yet. Since this is the first work of its kind in plant disease identification with
Twitter data we perform a comparative analysis with similar work in other domains. Table 6
shows an overview of some of the works considered. The considered related works are to an
extent similar to the current task in their intent, the categorization and the corpus size. All
presented work use Twitter data to obtain insights on task such as disease surveillance and
crisis management. Most of these work focus on fine grained categorization. The classes
defined in papers on diseases surveillance are very similar to the classes we have defined
for crop stress surveillance. The main challenge when working with domain specific social
media analytics is having a good performing model with a small amount of suitable data
available. The corpus size of our work is comparable to the works presented here.

Comparing our results with the related works, it is safe to say that our model performs at
par and sometimes better. The work by Aramaki et al. [26] is the closest to our work in terms
of the corpus size and model used. They were able to classify actual influenza occurrence
tweets from the rest with an accuracy of 75%. A similar binary classification of crop stress
occurrence tweets from the rest in our case is possible with an 85% accuracy which is much
superior. However since the domain is totally different, it isn’t fair to compare accuracy as
such.

5 Closing Remarks and Future Work

This work has examined the suitability of open source social media communication in the
process of crop health surveillance in order to meet the UN sustainability goal of Zero Hunger.
Crop damage due to diseases is a huge menace and specific/targeted surveillance which is
very expensive and time consuming would not be enough to cope up with the changing sce-
narios. Therefore, in this work we present a framework to efficiently tap into the more gen-
eral/passive surveillance data streams openly accessible (e.g., twitter in this paper). With
our proposed method, we are able to classify domain related tweets from the rest with high
accuracy of 85%. We also observed the challenge in curating the keyword list, since agri-
cultural keywords are also used to describe a lot of other things making disambiguation
a challenge. Furthermore tweets are sometimes divided across multiple tweets by same
author which we miss when we only collect tweets based on keyword. Therefore an influ-
encer based tweet collection and classification would also be a good idea to track important
events. This would require a graph analysis task to identify domain specific influencers and
their network which can be tracked in-season.

Fine grained short text classification in a single domain setting is extremely difficult be-
cause the vocabulary of all categories would be similar with very few but important changes
between the categories. However we have demonstrated that with the right kind of tech-
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Name of the
work

Tweet Classes Corpus size ML model Accuracy

Extracting info
nuggets from

disaster related
messages in

social media[24]

A set of
multi-label
classifiers

4406 Naïve Bayesian 65-77%

Seprating Fact
from Fear [25]

Concerned
awareness vs

infection,Self vs
other,flu related
vs flu unrelated

119900 Log-linear 75-84%

Language
disambiguation

for disease
analysis [21]

Self(has
disease),

Other(another
person has

diseases), gen-
eral(statement

of disease)

3000 SVM 69%

Twitter catches
flu [26]

Actual influenza
vs influemza

related

5000 SVM 75%

Identifying and
categorizing

disaster related
tweets [27]

Sentiment,
preparation,
information,

action,
reporting,
movement

7490 SVM 36-75%

Natural
language

processing to
the rescue?
Extracting

"situational
awareness"

tweets during
mass

emergency [28]

Situational
awareness vs

not

1965 Maximum
Entropy

80%

Table 6: Comparitive analysis

niques it is possible to automate the process with decent accuracy. However, categorization
results are good for some categories but not for all. Therefore it is important to identify
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classes accurately and apply clear heuristics when labelling the dataset.
With this work we also attempted to establish the suitability of such short text social

media data as a reliable source of data within precision farming. Although social media
provides some significant data that can be used in the farming operations we would not
term it a "reliable" source for precision farming yet. The lack of geo-tagged tweets is a major
disadvantage in this case which is a prerequisite for precision farming. The location esti-
mation process is a good indication but does not guarantee accuracy. If many farmers are
educated on benefits of social media and encouraged to share more frequently with loca-
tion details, we are confident social media can be a great source for disease monitoring and
modelling. This combined with applications like ours can help farmers adjust disease man-
agement practices by consolidating such discussions and presenting trends, thus leading to
a cost free, easy to use resource to optimize day to day farming activities.

Note: Access to data, code and visualization component presented in this work is
available at https://github.com/priyamshank/Digital_crop_stress_monitorin
g.git
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Abstract

Early warning systems help combat crop diseases and enable sustainable plant protec-
tion by optimizing the use of resources. The application of remote sensing to detect plant
diseases like Wheat stripe rust, commonly known as yellow rust is based on the presump-
tion, that the presence of a disease has a direct link with the photosynthesis capability and
physical structure of a plant at both canopy and tissue level. This causes changes to the so-
lar radiation absorption capability and thus alters the reflectance spectrum. In comparison
to existing methods and technologies, remote sensing offers access to near real time infor-
mation at both field and regional scale to build robust disease models. This study shows the
capability of multispectral images along with weather, in-situ and phenology data to detect
the onset of yellow rust disease. Crop details and disease observation data from field trials
across the globe spanning four years (2015-2018) are combined with weather data to model
disease severity over time as a value between 0-1 with 0 being no disease and 1 being the
highest infestation level. Various tree based ensemble algorithms like CatBoost, Random
Forest and XGBoost has been experimented with. The XGBoost model performs best with a
mean absolute error of 0.1568 and root mean square error of 0.2081. Being a fast-spreading
disease and having caused epidemics in the past, the above model alone is not enough. It
is important to detect yellow rust disease early so farmers can be warned in advance and
favorable management practices can be implemented. Vegetation indices like Normalized
Difference Vegetative Index(NDVI), Normalized Difference Red Edge(NDRE) and Normal-
ized Difference Water Index(NDWI) from remote sensing images have been used as aux-
iliary features along with disease severity predictions over time derived from the previous
step to detect early onset of the disease. A rule-based approach is presented that uses a
combination of both model output and changes in vegetation indices to predict an early
disease progression window. Analysis on test trials shows that in 80% of the cases, the pre-
dicted progression window was ahead of the first disease observation on the field offering
an opportunity to take timely action that could save yield.

1 Introduction

Agriculture is faced with the enormous challenge of feeding a growing world population.
In this regard, sustainable intensification of agriculture production is needed to combat a
growing global food scarcity and world hunger problem. A major threat towards this chal-
lenge is caused by plant diseases and pests [1, 2]. The Food and Agriculture Organization of
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the United Nations(FAO) estimates a global yield loss of 20 to 40 percent each year due to
plant pests and diseases resulting in about US$300 billion loss to the global economy.1 The
top five crops: Wheat, Rice, Maize, Potato and Soybean which account for half the global
human calorie intake are at threat too. It is concerning that the top two major(wheat and
rice) staple crops are the most hard-hit by pests and diseases accounting for 20-30% of yield
losses each year, putting a major strain on the United Nations sustainable development goal
of "zero hunger" [3, 4].

Wheat stripe rust(WSR) or yellow rust as it is commonly known as is a disease caused by
a fungus called Puccinia striiformis f.sp. tritici (Pst) [5]. Over the years, yellow rust outbreaks
have been observed in Asia to Africa which resulted in losses of 5.5 million tons of yield each
year [6, 7]. Due to its capability to migrate long distances and mutate to adapt to different
climates, farmers are extremely cautious with this disease. A severity of more than 5% is
considered to be a "damaging epidemic" [8]. Hence, it is necessary to detect this disease at
an early stage. Scouting, which means field measurements of disease incidence and crop
injury is a highly crucial task in any agricultural activity. Traditionally, this has been done by
farmers themselves or by experienced assessors, called Scouts. However, as the size of farms
increases, the workload around farming increases too, so looking after the farm manually
becomes a tedious job overall. Plant diseases are heterogeneously distributed across fields
making it cumbersome to know the right location and extent to scout [9]. This can lead
to farmers missing out on crucial information at the right time regarding the extent and
severity of disease occurrence, hence there is a need to plan disease management strategies.

Figure 1: Time series plot of NDVI( 2) maps from a trial location in UK during 2018 with
reported observations of increasing yellow rust disease severity

Latest advancements in the field of remote sensing have made it possible to collect valu-
able information regarding crop health without any physical contact or extensive manual
labor [10, 11]. Such non-invasive scouting is carried out with the help of optical sensors.
Capabilities of optical sensors combined with advancements in Geographical Information

1https://www.fao.org/news/story/en/item/1187738/icode/
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System(GIS) and Internet of Things(IoT) allows us to obtain scouting results that could be
incorporated into precision agriculture [12]. Optical sensors used for disease detection are
of four types [13]:

• RGB(Red, Green and Blue) sensors - Digital images of plant diseases with the red,
green, and blue channels. Images processed with the latest machine learning and
computer vision techniques are used to quantify crop diseases [14, 15].

• Multi and hyperspectral reflectance sensors - Disease detection is based on the amount
of emitted light from crop canopy in specific wavelengths of the Electro Magnetic
Spectrum(EMS). The two types of spectral sensors, multispectral and hyperspectral
are based on the number of bands and their narrowness of EMS. Multispectral sen-
sors result in imagery with 3 to 10 bands such as red, green, blue, red-edge, Near
Infrared(NIR), short-wave infrared, etc. Hyperspectral on the other hand has mul-
tiple narrower bands(100-1000 bands) [16]. Instead of monitoring reflectance from
individual bands they can be combined in the form of Vegetation Index(VI) too. Veg-
etation index like NDVI and NDWI are good indicators of vegetation condition and
amount of disease in a field [17, 18]. Therefore, such spectral sensor-based vege-
tative indices are considered to be most valuable for site-specific diseases manage-
ment [19, 20]. Figure 1 represents the changes in NDVI at a specific field affected by
yellow rust by assessing a time series of satellite images.

• Thermal Sensors - Sensors that measure the radiation emitted from crop canopy and
convert it into temperature. Since this temperature is dependent on the evaporation
ability and soil water status of the crop, the presence of diseases is shown to have an
impact and can be detected with thermal imagery [21].

• Fluorescence imaging - Captures photosynthetic capabilities of the crop and diseases
are estimated as a function of the difference in the photosynthetic activity of healthy
and disease stressed plants [22, 23].

In this paper, our major focus lies on disease detection from multi-spectral imagery. Re-
mote sensing in this regard relies on the aforementioned optical sensors mounted on satel-
lites to measure the amount of light reflected and/or emitted from plants at specific wave-
lengths to estimate the chlorophyll content which is an indication of plant health. Healthy
plants are usually green because they absorb the blue and red light and have higher re-
flectance of NIR and green in the visible wavelength. However, when the plant is diseased
the spectral reflectance and absorption are reversed [24]. Therefore, remote sensing can be
a supplement to manual scouting, used as a diagnostic tool that can detect and quantify
plant diseases in an automated and objective manner versus manual scouting which is less
efficient and subjective to human judgement [13]. However, it must be considered that this
is not true for all plant diseases. Only those diseases causing a visible effect on the physiol-
ogy of plants such as reduction in biomass, decrease in Leaf Area Index(LAI), lesions caused
by infections, destruction of pigments, wilting etc., have shown to be a good candidate for
remote sensing based detection [25, 26] . Diseases that don’t cause such physiologically
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changes but still correspond to crop stress are difficult to detect with remote sensing [26].
Since yellow rust causes visible effects on the physiology of plants as shown in Fig 1, it is a
good candidate for being detected with remote sensing.

Disease models aimed at forecasting yellow rust disease and giving early warning to
farmers that allows for sufficient time to plan and execute management practices have been
around for a while. Historically, models focused on identifying relationships between weather
parameters and disease progression to identify high-risk time windows when spraying needs
to be carried out [27, 28]. However, climate change has shown to alter host-pathogen in-
teractions which prompted the exploration of other data sources that can improve model
predictions [29]. Hence, remote sensing has been heavily utilized. Images from Unmanned
Aerial Vehicles(UAV) such as drones [30], hyperspectral remote sensing data [31], and re-
mote sensing based indices derived from multispectral imagery have been used for yellow
rust prediction [32, 33, 34, 35]. Apart from identifying a good combination of vegetation in-
dices from the existing list that can indicate the presence of disease in a field, a new spectral
index aimed at detection of yellow rust has been proposed as well [35]. A detailed review
of various disease forecasting models showed that most disease models can be categorized
into three classes: models built on weather data, models built on imagery data and mod-
els built on a heterogeneous combination of the multiple data sources including weather
and imagery data [36]. While most works fell in the first two categories, there were very few
works that explored a combination of multiple data sources for disease forecasting. How-
ever, those that combined different data sources showed improved performance. In this
regard, three works have been identified that combine weather and remote sensing data for
prediction of yellow rust [34, 37, 33]. In the recent work by [37] it was pointed out that the
addition of crop growth information may enable prediction at a regional scale but has not
been explored yet. A combination of in-situ observations, weather data, remote sensing and
phenology data for yellow rust prediction has also not yet been explored.

In this study, a method for early onset detection of yellow rust is proposed. In-situ ob-
servations, weather data, remote sensing and phenology data from field trials around the
globe over a period of four years have been combined and modeled together to predict yel-
low rust disease. Tree ensemble algorithms such as XGBoost, CatBoost and Random Forest
have been employed to predict yellow rust disease severity over the growing period. How-
ever, it was noticed that the addition or deletion of remote sensing indices as features for
modeling did not significantly improve model performance metrics but still ranked higher
in the feature importance graphs superseding weather parameters in all the used models.
Therefore, a detailed analysis is presented, focusing on the relationship between a yellow
rust disease severity forecasting model built excluding the remote sensing parameter and
time series of remote sensing indices such as NDVI, NDWI and NDRE derived from multi-
ple satellite image sources on fields where disease observation data is available. A spike in
model prediction was observed and a drop in remote sensing indices was observed around
the disease observation time window. Based on this observation, a rule based method to use
remote sensing indices as an auxiliary feature to monitor the behaviour of the field along
with the model built on weather, phenology and in-situ based features is proposed. Using
this method, a disease progression window at the onset of yellow rust disease can be pre-
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dicted which could help the farmers to take mitigation strategies to avoid the further spread
of the disease. The rule was able to estimate the occurrence of yellow rust in about 80% of
the test trials even before the first observation.

2 Materials and Methods

This study involves three kinds of data: in-situ data or field collected data, weather data and
remote sensing data.

2.1 Field Data

Field trials are the most important part of any agricultural research work. These trials help
gather absolute ground truth data for a targeted use case or feature. In this case, the target
feature is the severity of yellow rust on the winter wheat crops. The field data is collected
across 16 countries in total over a period of four years from 2015 to 2018. A handheld Global
Positioning System(GPS) with an overall average accuracy of 2.0 meters to 5.0 meters was
used to get the geo-coordinates of the in-situ observations. The accuracy of this handheld
GPS device is optimal since most of the remote sensing sources have a spatial resolution
ranging from 10 meters to 30 meters. So location inaccuracies in the in-situ measurements
are negligible. The distribution of all the fields in the study across Europe can be found in
Figure 2.

Figure 2: A heat map representing the distribution of all the field trials taken within Europe
that were used in our study.
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During field trials, the yellow rust severity is observed at different leaf levels. The fi-
nal yellow rust severity in the crop is calculated using an aggregation function with higher
weights given to the top leaf (Flag Leaf) level severity. Figure 3 and 4 represent the sever-
ity of yellow rust and its distribution on different leaf layers addressed with respect to the
flag leaf. FL represents the flag leaf level severity, FL-n represents the severity at n levels
below Flag leaf. The output of the aggregation function is the intensity of yellow rust sever-
ity ranging from 0-100 with 0 being no severity and 100 being a complete infestation of
Puccinia striformis in the crop. It is then normalized to a value between 0-1. Apart from
the disease severity, phenological and temporal features like growth stage, previous crops
and sowing date were also acquired from in-situ measurement. The growth stage is rep-
resented in BBCH(Biologische Bundesanstalt, Bundessortenamt und CHemische Industrie)
scale [38] of 0-100 with 0 representing seed treatment before planting and 100 representing
post-harvest or storage harvest stage. The values are recorded at a gap of two to three weeks.

Figure 3: An example trial with growth stage and disease severity information. The red zone
represents a window where the yellow rust severity observations are collected from field
trials.

Figure 4: A zoomed in image of Figure 3 which represents the leaf level yellow rust severity
values collected on field trials. FL represents the Flag Leaf level and the subsequent labels
represents the leaf levels below the Flag Leaf

A total of 221 trials were conducted, resulting in around 700 Puccinia striformis obser-
vations in total. The severity value in the intermediate days was interpolated using a Gom-
pertz function [39]. After doing this there were around 6700 data points to train and test
the models. Figure 3 shows the field collected data with interpolated disease severity in
the observation window. For this study, the section of the field in which the crops were ob-
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served for yellow rust severity was not treated. This helps in understanding the progression
of the disease based on the environmental and crop phenological factors and takes out any
dynamics caused by the mitigation strategies.

2.2 Weather Data

Yellow rust caused by Puccinia striiformis has a very high correlation with the behavior of
mean and max temperature of a day [8]. In addition to that precipitation, sunshine duration
and other weather parameters were also found to have a significant impact on the progres-
sion of yellow rust on winter wheat crops. So the weather parameters are very important
features considered while training a model to predict the severity of yellow rust disease.
The geo-location details that were collected from in-situ measurements were used to fetch
the grid from which the weather data is acquired. The weather data is based on Iteris2 and
Arable weather Application Programming Interface(API)3. These weather APIs are a grid-
based system that contains observed data from weather stations and modeled data. These
grids have a very high spatial resolution of 1km×1km and hence they are up-sampled using
models that were built in-house.

The weather API return parameters such as air temperature(maximum, minimum and
average), air temperature at a height of 5cm, cloud cover percentage, dew point, precipita-
tion(mm and duration), relative humidity(maximum, minimum and average), sunshine du-
ration in hours and wind speed(maximum, minimum and average). Both daily and hourly
data of these parameters can be fetched but for this study, only the daily weather features
were used since the temporal resolution of the available disease data is daily as well.

2.3 Remote Sensing

The structure of the yellow rust in-situ dataset is in such a way that each trial has a point
geometry(Latitude and Longitude). A buffer is given to this point geometry and this buffered
region is the region of interest to clip the acquired multispectral images. Different remote
sensing indices(NDVI, NDRE and NDWI) are calculated by different band combinations of
acquired multi-spectral images of the field. The spatial co-ordinate of the observation from
field data (section 2.1) is used to retrieve the reflectance value off the ground point. This
approach avoids the outliers caused by objects other than the field of study. A daily data of
these images are not possible because of the constraints on the satellite revisits. Hence to
acquire as much data as possible to do an efficient interpolation of these remote sensing
features on the missing days, images from multiple providers are collected for dates ranging
from 2015 to 2018(scope of the dataset) for every field involved in this study. These numbers
can also be used to analyze the behavior of different remote sensing based indices long term
over a specific field. There were primarily two methods in which the remote sensing data is
acquired,

2https://www.iteris.com/clearag/products/weather-data-analytics
3https://www.meteomatics.com/en/weather-api
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• Multi source remote sensing images i.e., satellite images from different satellite sources
like LANDSAT projects [40] and ESA Sentinal-2 projects [41] which are open source
Earth Observation projects with a considerable spatial resolution (<= 30m). Descartes
Labs[42] was used to fetch this data and train the model.

• Sentinal-2 images for the analysis of rule based system which will be discussed in the
later part of this paper( 3.2).

Multi Source Remote Sensing Images

The disease trials considered were between 2015-2018, and Sentinal-2 was commissioned
around the middle of 2015 so the availability of remote sensing images are very sparse from
late 2015 till mid 2016. LANDSAT-7 and 8 are open-source option to increase the remote
sensing data availability. To fetch these multi-source images, Descartes Labs was used. The
information about all the available High-Medium Resolution multispectral satellite sources
and their specifications can be found in Table 1. All these sources capture images in at least
four spectrum(Red, Green, Blue, NIR). On doing this kind of data acquisition there could be
cases where images from multiple sources are available on the same day. In those cases the
images were mapped based on priority as given in column S.No of Table 1(lower the number
higher the priority). As mentioned before, daily remote sensing indices are not possible
due to various revisit periods of the satellites. Hence an efficient interpolation technique
is required to capture the variations in these indices across time. The points between the
mapped values are linearly interpolated and then a windowed rolling mean(15-day window)
is applied to the interpolated values. As depicted in Figure 5, this smoothens the jumps that
were caused on the indices.

This method of acquisition is done to train and test models that used these remote sens-
ing indices as a feature in them. Since most of the trial in the training set was before 2016
when the availability of Sentinal-2 images were scarce, Descarates labs was used to fetch im-
ages from Landsat-8 and Landsat-7 for trials that happened earlier than 2016. This resulted
in a lot of jumps in the NDVI time-series values due to the variations in the proprieties of
sensors that were used in different satellites. So for other analysis that does not include trials
before 2016 Sentinal-2 imagery was used.

Figure 5: True NDVI points from Sentinal-2 image source with missing values are interpo-
lated by a moving average
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Descartes Labs Image Sources
S.No Source Resolution Revisit Start Date
0 Sentinal-2 A/B 10to60 5 days 1/1/2015
1 Airbus OneAtlas Pléiades

High Resolution V2
0.5 m 1 year 2/21/2012

2 Airbus OneAtlas SPOT V2 1.5 m 1 year 10/16/2012
3 Landsat 8 Pre-collection

LaSRC Surface Reflectance
15m 16 days 1/1/2013

4 Landsat 8 Collection 1 Tier 1 15m 16 days 1/1/2013
5 Landsat 7 Collection 1 Tier 1 15m 16 days 1/1/1999
6 Landsat 8 Pre-Collection 15m 16 days 1/1/2013
7 Landsat 7 Pre-Collection 15m 16 days 1/1/1999
8 Landsat 8 Collection 1 Tier 2 15m 16 days 1/1/2013
9 Landsat 7 Collection 1 Tier 2 15m 16 days 1/1/1999
10 Landsat 8 Collection 1 Real-

Time
15m 16 days 1/1/2013

11 Landsat 7 Collection 1 Real-
Time

15m 16 days 1/1/1999

Table 1: Descartes Labs image sources

The Sentinal-2 images were acquired from the publicly available Amazon Web Services(AWS)
S3 buckets [43]. The coordinates for each trial are point geometries. Hence, an artificial
buffer of 500m on each side is given. In the case of Sentinal-2, the images are downloaded,
clipped and all the bands are resized to equal size numpy array and are stored as Hierar-
chical Data Format Version 5(HDF5) files. These numpy arrays have all 12 spectral bands
from sentinel images which are then used to calculate various indices. In addition to these
bands, they also have cloud masks in the last dimension. The cloud masks for these images
are calculated from s2cloudless[44] library, a cloud detection pipeline based on sentinel-
hub’s Light GB model. The model takes in various bands from Sentinal-2 tiles and returns a
pixel-wise cloud mask with a probability. A threshold of 60% is set to throw out images that
have a higher probability of being cloudy. Once the cloud masking is done an additional
threshold is applied just to ensure that none of the cloudy images are included in the analy-
sis. The thresholding is done in the following way, an internal buffer of 200m on each side is
set around the point of interest as shown in Figure 6 and if there exists even one cloud pixel
in that zone the image is rejected.

Sentinal-2 Images

NDVI and all other remote sensing indices mentioned on Table 2 are calculated and the
center pixel value of a tile is mapped to the table. The non-existent values in between the
cycle time are filled similar to the previous work. All the available points are linearly inter-
polated and then smoothed with a rolling average with a 15-day window.
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Remote Sensing indices used to train models
Feature Name Formula Range
Normalized
Difference Veg-
etation In-
dex(NDVI)

N DV I = N I R −RED

N I R +RED

• -1 to +1

• < 0.1 – Outliers(maybe
because of clouds)

• 0.2-0.5 – Sparse Vege-
tation

• > 0.6 - Dense Vegeta-
tion

Normalized Dif-
ference Water In-
dex(NDWI) N DW I = N I R −SW I R

N I R +SW I R

• -1 to +1

• -1 to 0 no Vegetation or
no water content

• +1 water content

Normalized
Difference Red
Edge(NDRE) N DRE = N I R −REDEDGE

N I R +REDEDGE

• -1 to +1

• < 0.1 – Outliers(maybe
because of clouds)

• 0.2-0.5 – Sparse Vege-
tation

• > 0.6 - Dense Vegeta-
tion

Table 2: Remote Sensing indices used to train models

2.4 Models and Data Preprocessing

This section of the paper consists of details about the machine learning based disease pre-
diction models and all the pre-processing steps involved before using these features to train
our models.
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Figure 6: Process employed for cloudy tile rejection

Data Preprocessing

After collecting the data as mentioned in sections 2.1, 2.2 and 2.3 all the features are com-
piled into a tabular structure. The table consists of groups of trials with records containing
the weather, remote sensing, phenological and temporal features (planting date, days after
sowing, etc.) starting from the date at which the seed was sown until harvest. In addition to
all these features, the disease severity interpolation for the trials is also added to this table.
The severity in the days where the ground truth is available is interpolated using a Gompertz
function as mentioned in 2.1. The train-test split of the data set is done at the trial level and
not at data points level. The target variable is interpolated across trials.

The data is split into train and test set at a 70:30 proportion. The trials range through a
time span of 2015 till 2018 and the train-test split is done in such a way that the trials that
occurred in earlier years(2015-2016) were kept in the train set and the later years(2017-2018)
were held out for testing the models. In the end, there were 142 trials with 4857 data points
for training and 71 trials and 1854 data points for testing the models. All the numerical
features like the weather parameters were scaled between 0-1 using a min-max scaler and
all the categorical features are numerically encoded.

Models

As mentioned in section 2.1 there are only about 6700 data points to train and test the
models. Studies have shown that tree based models such as gradient boosted decision trees
give superior performance on smaller tabular datasets [45]. Hence, the following 3 tree-
based algorithms were experimented with,

• XGBoost [46] - XGBoost is a scalable, GPU based gradient boosting algorithm. It is
known to have produced state-of-the-art results in many regression and classification
tasks.

• CatBoost [47] - CatBoost is also a gradient boosting algorithm with functions that sup-
ports the categorical feature. The target function for our task is a continuous variable
while there are categorical features in our analysis like previous crops and country .

• Random Forest [48] - In addition to the gradient Boosting algorithms mentioned above
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a Random Forest algorithm was also tested on the data. Scikit learn’s [49] implemen-
tation was used to fit the data into a random forest model.

Apart from the metrics calculated from the model outputs and predictions, these models
can also give feature importance scores for each feature based on the normalized gain val-
ues.

3 Results and Discussion

Yellow rust infestation affects the spectral responses of winter wheat crop and hence forms
the basis of remote sensing studies [50]. In this section, the results from experiments using
different algorithms are explained. Early onset estimation of yellow rust using a rule based
system guided by a trained model with remote sensing features as auxiliaries is presented.

3.1 Data Driven Disease Prediction Models

The problem at hand is to build a system that could estimate the target feature i.e., yellow
rust disease severity, given the weather, remote sensing, in-situ and phenological features.
Since disease severity is a continuous variable, a regression model is trained which is given
by the following equation,

ŷ = F (Xweather , XRemoteSensi ng , XPhenolog i cal , Xi n−si tu)

where ŷ is the predicted target variable and X represents the corresponding input fea-
tures to the model F.

Regression model

Regression models based on the previously described algorithms are trained. The hyper-
parameters are tuned using a grid search strategy, where a discrete grid of possible hyper-
parameters are fixed. Models are trained and evaluated on all combinations of parameters
on the grid to choose the best set of hyper parameters. The regression models are evaluated
with the following metrics,

• Mean Absolute Error(MAE) : MAE is the mean absolute difference between the ground
truth and the model prediction and is given as,

M AE = 1

n

n∑
n=1

|y − ŷ |

where n is the number of data points, y is the interpolated severity value, ŷ is the
predicted severity. The target values are scaled between 0-1 hence the MAE too will
be between 0-1.
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• Mean Squared Error(MSE) : MSE is the square of the difference between the ground
truth and model prediction given as,

MSE = 1

n

n∑
n=1

(y − ŷ)2

• Root Mean Squared Error(RMSE) : RMSE is the square root of Mean Squared Error and
given as,

RMSE =
√

1

n

n∑
n=1

(y − ŷ)2

The final obtained metrics on the test set from all three algorithms are as given in Table 3.

Model MAE MSE RMSE
XGBoost 0.1613 0.0408 0.2021
CatBoost 0.1636 0.0416 0.2039

Random Forest 0.1654 0.0415 0.2037

Table 3: Regression model Metrics - using remote sensing features

The feature importance metrics(Figure 8) give a score to each feature based on the im-
purity reduction in the trees generated by the gradient boosting models. This could some-
times create some inconsistencies since the hyper-parameters in these models could differ.
Therefore the feature importance is also calculated using shapely scores [51]. This is a game
theory based data dependent metric. The shapley scores gives an insight into how every
feature contributed to the predictions. The overall feature importance is the mean shapley
score of all the features across all the instances of the dataset.

In summary, the regression models performed at an MAE of around 0.16 and there wasn’t
any significant differences between all three models. The performance of the model could
be attributed to the imbalance in data. In all the available trials the ground truths are avail-
able only if the severity is present. Figure 7 represents the distribution of the target feature
at different stages of severity. The dataset is imbalanced with the majority of observations
made at later stages (>15%) of infestation after the onset of disease. As a result, the model
is biased and tends to predict the existence of disease even if there is none present. An ef-
fort to balance the dataset with conventional resampling techniques like Synthetic Minority
Oversampling Technique(SMOTE) and Nearest Neighbour(NN) did not have a huge impact
in the model predictions. Although the model performance is not optimal, the feature im-
portance plots in Figure 8 show that remote sensing based features(NDVI and NDWI) ap-
pear in the top-5 features super-ceding all the weather parameters that were used to train
these models. Therefore, another set of models were trained without using remote sens-
ing features as input to observe the effect of remote sensing indices on model performance
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metrics, the results of which can be found in Table 4. As seen from the table, the features
do not significantly impact final model performance and hence lead to exploration of other
alternative approaches to work with such imbalanced data by corroborating it with remote
sensing data in a alternate manner.

Figure 7: Categorical distribution of the target feature

Model MAE MSE RMSE
XGBoost 0.1568 0.0433 0.2081
Cat Boost 0.1597 0.0465 0.2153
Random Forest 0.1667 0.0466 0.2177

Table 4: Regression model metrics - without using remote sensing features

3.2 Rule Based system for disease Onset Identification

Based on the observations in the previous section and the need to estimate the early on-
set of yellow rust owing to its quick development and spread, remote sensing data of the
field could be exploited to analyze the behavior of the vegetation in the field even before the
first observation of disease. Since the launch of ESA’s Sentinal-2 program, there has been
extensive research on the behavior of various derived indices from the multispectral bands
of Sentinal-2 due to the changes happening on the fields. NDVI represents the bio-mass
in a field and NDWI gives the leaf moisture content in the field. Sentinal-2 also covers the
red-edge spectrum which could be used to calculate NDRE. Similar to NDVI, NDRE is cal-
culated from the red-edge band rather than red band. It is known to complement some
saturation issues occurring on the NDVI at later growth stages of the crop [52]. For all the
following analyses only images from Sentinal-2 are used because of the consistent availabil-
ity of images after 2016. The data acquisition, cloud masking and preprocessing is done as
mentioned in Section 2.3.
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Figure 8: Model feature importance and shapley feature importance of all three algorithms.
Remote sensing features supersede all weather parameters in importance

Figure 9: Time series plots of remote sensing indices on a sample trial

Remote Sensing Indices from Sentinal-2

Previously, NDVI and NDWI mentioned in Table 2 were used to train models. In this analy-
sis, Red-Edge band based indices calculated from Near-Infrared and Red-Edge channels of
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Sentinal-2 images like NDRE were also included. The behavior of all these indices across
all the test trials were explored. An example time series plots with NDVI, NDWI and NDRE
indices can be seen in Figure 9. The NDRE and NDWI indices from different wavelengths
of Red-Edges and Short Wave Infrared spectrum of Sentinal-2 images were analyzed. The
NDRE1, NDRE2 and NDRE3 indices are calculated using the NDRE formula in Table 2 with
band B8A of Sentinal-2 as NIR and bands B5, B6 and B7 as red-edge respectively. The NDWI1
and NDWI2 indices are calculated using band B8A as NIR and bands B11 and B12 respec-
tively. For further analysis NDRE1 and NDVI are considered since these are proved to be
directly affected by the presence of fungus on leaves that might have an effect on the re-
flectance of light that falls on them and then being captured by these satellite sensors [52].

Trial segregation and Cleaning

Images were collected for all the test trials, mapped in the dataset and then visually ana-
lyzed through all the test trials(71 trials), the behavior of NDVI was observed across and
around the disease observation period. Based on these trials are categorized into 5 different
categories,

• Decreasing NDVI trend at disease

• Decreasing NDVI trend post disease observation disease

• High NDVI at late Growth Stage

• Increasing NDVI trend

• No major changes

The count of all test trials across these categories can be found in Table 5. After do-
ing this categorization the presence of leaf-level severity was checked on the first and the
final day of observation. The objective of this analysis is to see if the trials in the first cat-
egory(Decreasing NDVI trend at disease) have flag level severity on the first day of obser-
vation. This could prove the hypothesis that the presence of yellow rust on leaf layer has
a significant impact on the NDVI. The behavior of flag leaf level yellow rust severity can be
observed by the histograms in Figure 10 and 11. There were some abnormalities observed
in the third category(High NDVI in late growth stages). Based on the images it is found
that some of the geo-coordinates of these trials lie in urban areas or on the edge of the fields
which created abnormalities in the NDVI values. Abnormalities of these kinds were removed
as well as trials without any valid Sentinal-2 images around the observation period. In the
end, there were a total of 41 trials to test this approach.
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Category Count
Decreasing NDVI trend at disease 30
Decreasing NDVI trend post disease observation disease 15
High NDVI at late Growth Stage 8
Increasing NDVI trend 16
No major changes 2

Table 5: Trial categorization after manual observation of NDVI trend around the disease
observation

Figure 10: Flag Leaf level yellow rust severity on the first day of disease observation. The
horizontal axis represents the intensity of the severity and the Y axis represents the count of
trials in each category

Figure 11: Flag Leaf level yellow rust severity on the last day of disease observation

Approach

The basic idea is to not use these remote sensing indices as a feature to train a regression
model but to use them as an auxiliary feature to the yellow rust disease prediction model to
determine the early onset of disease. The same train-test split is used in this analysis. An
XGBoost model was trained on this data with the weather, phenological and in-situ features.
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ŷ = F (XW eather , XPhenolog i cal , Xi n−si tu)

A simple rule was fixed based on the trend of the model predicted disease progression
and these remote sensing indices to estimate the onset of yellow rust severity.

d(ŷ)

d t
> 0∧ d(XRemoteSensi ng )

d t
< 0 (1)

Equation 1 was used as a rule, the ∧ represents a logical AND operator. The first part
of the equation is the gradient of the model predictions and the later part is the gradient of
the remote sensing indices over time. The rule states that if there is an increasing trend in
the model disease prediction and if there is a decreasing trend in the remote sensing index,
a signal to indicate the onset of yellow rust has to be triggered.

3.3 On-Set Detection

Algorithm 1 Pseudocode for yellow rust on-set detection

Require: » W i ndow Si ze(W S),W i ndow Locati on(W L)

» ŷ ← F (XW eather , Xphenol og i cal , Xi n−si tu)

» spi ke d ate ← detect model spi ke(ŷ)

» d(ŷ)
d t ,

d(XRemoteSensi ng )
d t ← detect tr end(spi ke d ate, ŷ ,W S,W L, XRemoteSensi ng )

if d(ŷ)
d t > 0∧ d(XRemoteSensi ng )

d t < 0 then

» Signal Disease Onset

The pipeline of one set detection can be explained using the pseudocode in Algorithm 1.
The predictions(ŷ) from the aforementioned XGBoost model with weather, phenological
and in-situ features are gathered. The date at which the model spike occurs in the predic-
tions is found using the detect model spike function. The method convolves a differential
operator over ŷ , which gives the gradients of all predictions. The point of spike is the point
with the maximum gradient. This approach is able to detect the spike in model predic-
tion. Figure 12 shows the spike produced by the model along with the detected period and
the other parameters. This spike detection method was applied across all 41 test trials to
estimate the average time interval at which the model spikes in relation to the first actual
observation. The histogram in Figure 13 shows that most of the model spikes happen in
between 10 to 20 days before the first disease observation and there were few cases where
the model spiked after the first observation.
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Once this spike is detected a temporal window(days) of size WS at a location WL with
respect to the model spike is fixed. The detect trend function returns the slope of ŷ and
XRemoteSensi ng within the window and the disease onset is signalled if the slopes satisfy the
condition in Equation 1.

Figure 12: Weather XGBoost model spike detected before the first actual observation

Figure 13: Histogram represents the difference in days between XGBoost weather model
spike and the actual disease observation. A negative value represents the spike occurring
after the first disease observation

Experimentation

A pipeline to detect the yellow rust onset detection was proposed in the previous section
and an experiment was designed based on two parameters, window size(WS) and window
location(WL). Window sizes of 15,31 and 42 days were set up and the locations were set up
in such a way that the window lies,

• Before the model spike, to identify the drop in the remote sensing indices even before
the model spike occurs. This could be a case where the field has already been infested
before the model has spiked.

• A window with the point of spike in the middle, a case where the remote sensing in-
dices started dropping a little before the model spike.
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• After the model spike, to identify the drop in remote sensing indices after the model
has spiked. This a case where the model has detected the spike even before the drop
in the remote sensing indices.

The number of trials that passed the condition in 1 was noted for all the test cases. From
Table 6 it can be observed that about 80% of the test trials cleared the rule with a window
location after the model spike and a size of 42 days. Therefore, an ideal procedure is to alert
the farmer when the model spike occurs and then observe the remote sensing based indices
after the spike. If there is a drop in remote sensing indices and if the infestation is observed
in the field, mitigation strategies have to be performed.

Window Location
(WL)

Window Size
(days)

No. of trials passed rule
(NDVI)

No. of trials passed rule
(NDRE)

Before 20 6 5
31 7 6
42 7 6

Before and After 20 15 11
31 17 18
42 16 18

After 20 18 20
31 29 31
42 34 34

Table 6: Experiment results representing the number of trials that passed the condition
mentioned in Equation 1 in relation to the window size

4 Conclusions and Future Work

In this study multispectral satellite imagery along with in-situ measurements, weather data
and phenology data were used to predict a time window for early onset of wheat yellow rust
disease. A yellow rust forecasting model overlaid with remote sensing incides as auxiliary
features drive this prediction. Among CatBoost, Random Forest and XGBoost, the XGBoost
regression model was found to be optimal for yellow rust forecasting which predicts dis-
ease severity in the range of 0-1 with a MAE of 0.1568, MSE of 0.0433 and RMSE of 0.2081.
Since the data is highly imbalanced with more disease observations reporting the presence
of diseases at higher disease severity the model performance is sub-optimal for early onset
detection. Therefore, remote sensing indices are introduced as auxiliary features along with
the model prediction to derive disease progression windows at the early stages of disease
development. A rule-based approach is proposed that combines the two feature types. The
proposed rule-based method was able to estimate the occurrence of yellow rust in about
80% of the test trials even before the first observation. This offers a unique opportunity
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at reducing the impact of disease by undertaking timely management strategies and thus
reducing any impact on global food security as well.

In the future, the proposed method can be evaluated on other similar diseases as well.
There is scope to extend the work by incorporating other relevant vegetation indices such as
Leaf Area Index(LAI) and disease specific indices which were not considered in this study.
More disease relevant parameters could also be included in the models to assess perfor-
mance improvements. Leaf wetness has been shown as an important feature for yellow rust
since the corresponding pathogen Puccinia striiformis thrives at cooler temperatures [8]
and the presence of prolonged leaf wetness would accelerate the progression of the infes-
tation. The inclusion of such specific features can also be derived from remote sensing and
be included for improvement of models.
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Abstract

This chapter investigates the performance of deep image retrieval approaches for se-
mantic clustering of agricultural images in two use cases: crop identification and crop emer-
gence. In this domain, the classical public benchmarks are seldom applicable, as the data
at hand is usually heavily imbalanced, and the variety of different appearances of objects of
interest is significant. Hence, expert human annotators are required to manually annotate
such images for training. Since annotation is time-consuming and labor-intensive, efficient
retrieval techniques that prioritize annotation with good retrieval performance, even on un-
seen classes is required. Approaches enabling classification networks to have such a flexible
scope, including image retrieval followed by a clustering approach, to enable recognition of
new classes exist but have not been extensively explored on agricultural data. More ad-
vanced architectures such as Transformers have also not been applied to this data before.
This chapter presents a solution to speed up annotation time by providing annotators se-
mantically similar images to their target image. An image retrieval task is conducted to map
crop images to a single feature vector. In case of crop emergence, first a pre-trained object
detection model is applied to detect the crop plants and then map each bounding box to
a feature vector using an image retrieval model. On the crop identification use-case and
within an unbalanced test set of 25K images and 22 classes, the largest class scored a re-
trieval accuracy of 97.66%, while an almost 55 times smaller class scored 99.65% on the
same metric. The crop emergence identification use-case model achieved 98.83% accuracy
on a new class against 98% on a 7x larger class from the training scope, within a test set of
almost 3K images and 13 classes.

1 Introduction

Computer vision (CV) has emerged as a technique to solve multiple problems in the context
of crop management [1]. Crop identification, crop plant emergence identification, identi-
fication of multiple weeds, land cover classification, fruit counting, disease identification,
and crop type classification are typical problems solved through CV techniques [2, 3]. Deep
learning strategies such as Convolutional neural networks(CNN) or Transformer models
have been shown to achieve the best performance applied on automatic detection, recog-
nition, and classification, which are essential tasks for the aforementioned use cases [4].

However, these techniques are all data-hungry, and the performance is strongly related
to the size of the train set. In order to overcome this problem, large datasets for pre-training
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such as ImageNet [5], iNat2017 [6], MS-COCO [7] have been created but they lack enough
agriculturally relevant images and therefore are not effective at domain-specific computer
vision use cases. The available plant-specific datasets such as PlantVillage, Flowers 102 [8]
and LeafSnap [9] are relatively small with about 1K-30K images and aimed for image clas-
sification tasks and not detection since annotations are not provided. A recent work called
CropDeep [10] tried to bridge this gap by providing a classification and detection data set
consisting of 31,147 images with over 49,000 annotated instances in real-time settings. How-
ever, most of these datasets were collected for research purposes and normally under spe-
cific conditions such as lighting, distance to the object, resolution of the camera, and de-
pending on the use case, also with scene manipulations. Therefore, such datasets tend to
fail at representing the conditions experienced by farmers on a normal day of work. In such
datasets data imbalanced is compensated by collecting more images from less frequent
classes.

In reality, data imbalance is a major challenge to overcome. In use cases like disease
identification or weed identification, it is normal to encounter long-tailed class distribu-
tions. This leads to the model being mostly influenced during the training by classes over-
represented in the dataset, and consequently deteriorating the performance for the rest of
the classes. Furthermore, annotation is a laborious process, taking in some instances up to
40 sec per object [11], which makes it a reasonably expensive and slow process.

In order to mitigate this problem, strategies like image segmentation [12] have been
studied and used in the industry as tools for speeding up the annotation workflow. With the
growing popularity of Artificial Intelligence-based mobile applications that assist farmers
with concerns on the field such as identification of unknown crops, diseases and weeds [13,
14, 15],

large annotated datasets are indeed crucial for providing accurate and reliable models
for these use cases. Data collected from such apps also need to be continuously annotated
to find new classes, thus updating the knowledge base to serve users better. However, find-
ing and annotating relevant images from such big data, captured by inexperienced users
and in uncontrolled settings, is extremely challenging and requires advanced agronomic
expertise.

Figure 1: General flow of exploiting agricultural images to provide smart digital farming
services.

In this study, a strategy to speed up the annotation workflow while reducing annotated
class imbalance is presented. The strategy is based on image prioritization and semantic
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similarity. As shown in Figure 1, after prioritization of images, they are added to an anno-
tation queue for annotation by an expert. The annotated images are then used for training
models. In this chapter, we present the prioritization process for two use cases: Crop Iden-
tification and Emergence analysis.

The major contributions of this chapter are:

1. An analysis on the applicability of image retrieval and similarity search approaches
for enhancing annotation flow in the field of agriculture is presented.

2. Crop identification and leaf damage identification are a significant field in which vision-
based solutions can benefit farmers, as the systems help them identify the cause of the
plant defect. In order to have a relevant data set to train those models, an agronomist
has to annotate at least parts of the data by hand. Usually, the performance of the
human annotators is much better if they can focus on a particular crop plant. Hence,
we present how we can retrieve crop images from a new data set of real field images.

3. A more challenging problem arises if not a single plant is visible on the image at hand,
but many crop plants are visible. Here approaches derived from image classification
are not suitable. To solve the task in this context, an approach to identify individual
plants and derive their feature vectors is described. However, some images have up to
1000 plants in an individual image, thus requiring an additional step. Here, a cluster-
ing method is analyzed to find the most important feature vector candidates, which
describe the image best.

2 Previous Work

Finding relevant images from a large database based on its content with the use of com-
puter vision techniques is called Content Based Image Retrieval(CBIR) or Query by Content.
When deep learning is used for image retrieval, it is called Deep Image Retrieval [16]. Im-
ages are mapped to feature vectors in a latent space. Based on the query image, a sorted list
of semantically similar images is retrieved by calculating the distance between the feature
vectors of the image database and the feature vector of the image query. In the past, tech-
niques to capture and convert low-level handcrafted visual features such as color, texture,
local shape to global feature representations have been used [17, 18].

Deep learning-based image retrieval techniques are the present state of the art for CBIR.
Deep convolution neural networks are commonly used as feature extractors to capture sub-
tle visual features within images and create rich feature representations. The captured fea-
tures are then fine-tuned using specialized metric learning networks such as Siamese or
Triplet networks that minimize the distance between similar images and maximizes the
distance between dissimilar images. This process is called verification-based supervised
learning and is the most common method used in deep image retrieval. [19] presents a
detailed technical account of the same. These methods have been extremely popular in the
last decade and have been used for various applications such as face recognition [20, 21],
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product recommendation [22], medical image retrieval [23], remote sensing [24], security
video surveillance [25], forensic [26], etc.

Similarly, content-based image retrieval has been used in agriculture before. Retrieval
tasks based on low-level features are quite popular [27, 28]. Common techniques used for
low-level feature detection and description are as follows,

1. Color: color histograms and color co-occurrence matrices

2. Shape: SIFT(scale-invariant feature transform), saliency maps

3. Texture: Local Binary Pattern (LBP) and Gabor filter

Some works also suggested unique techniques like local angle co-occurrence histograms [29]
to derive co-occurrence descriptors, but deep convolution neural networks are the most ef-
ficient feature extractors [30]. However, these methods are not very common in the field
of agriculture. Our literature survey on the topic yielded just a handful of results, mostly
presented as a next step post image classification. [31] trains a VGG model for weed clas-
sification task and obtain descriptive feature vectors of weed images with a Global Average
Pooling layer on this model. Autoencoder is then used for dimensionality reduction of the
feature vectors. Similar images are retrieved based on the shortest Euclidean distance of
query image from the other images in the gallery. A similar approach is used by [32] for
Vegetable Image Retrieval, but instead of Autoencoder, PCA is used for dimensionality re-
duction of the feature vectors. [33] uses a similar approach for the seed classification and
retrieval task. [33] proposes a specialized CNN model called SeedNet for the seed classi-
fication and retrieval task and compared against other commonly used CNN based archi-
tectures such as AlexNet [34], VGG16 [35], ResNet [36] and Inception-ResNet [37] for both
the tasks. Although the proposed method worked best for the retrieval task, the overall per-
formance was low, with an mean Average Precision (mAP) of 30%. [38] uses VGG with K-
Nearest Neighbor model for retrieval of hot pepper diseases and pests. Triplet networks and
Siamese networks have shown good performance for similarity matching and retrieval, but
these methods have not been used extensively in agriculture yet. [39] is an exception here
since it uses a Siamese network on features extracted by a Recurrent Neural Network for
Plant image retrieval. Our literature survey yielded no work that uses triplet loss or object
detection for retrieval tasks in Agriculture, and this work bridges the gap.

3 Optimized Annotation Flow

In this study, a strategy to speed up the annotation workflow while reducing annotated class
imbalance is presented. In Figure 2(a), a standard annotation flow is described. Initially,
agronomically relevant images go through a manual pre-annotation process by annotators
in order to prioritize relevant image for each use case within the main annotation queue.
The downside of this approach is that this additional prioritization step consumes efforts
and annotators often end up reviewing the same image twice, which makes the task par-
tially repetitive and inefficient. After images are annotated for each use case, models are
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trained. In this workflow, the manual prioritization is a bottle neck for annotation. Hence,
improvements to the annotation flow may significantly reduce the time spent on training
models.

The Figure 2 (b) depicts the strategy proposed to speed up annotation flow. The priori-
tization model allows to sort the queue in a way that annotators approach images seman-
tically similar to targeted scope which allows them to contentrate into specific annotation
tasks working faster.

Figure 2: a. A standard annotation flow. b. Optimized annotation flow that relies on
similarity image retrieval

The first step in the process is the conversion of images into expressive feature vectors
by a trained CNN or transformer model, just as in the image classification task but replacing
the last layer with a 128/256 dimension output layer. Feature vectors are then semantically
clustered in the latent space with the use of the triplet loss function. Finally similar images
are sorted into the queue for annotation.

The process of building such model is detailed as follows:

1. For each image in the dataset features are extracted by means of the Deep feature
extractor.

2. For each feature, a vector is extracting the similarity model.

3. Clustering is applied over the vectors in produced by the similarity model
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4. N clusters are randomly selected (Where n varies according to the use case)

5. Selected vectors are stored in the image database for fast searching with its relation-
ship to the initial image.

6. When a certain type of task wants to be prioritized a relevant image (query image), the
steps 1 to 4 are replicated over the image

7. Euclidean distance between feature vectors of the query image and feature vectors of
all other images in the dataset is computed,

8. Based on a distance or number of images threshold, images associated to nearest
neighbors are prioritized in the annotation queue as shown in Figure 3

Figure 3: An example of the search engine targeting chili pepper crops.

A detailed description of the Deep feature extraction and similarity model is explained
in the following subsections:

Deep feature extraction with CNN based architectures -

The vast success of AlexNet [34] has prompted the use of DCNN based architectures for im-
age retrieval tasks. A simple CNN is able to capture details of an input image due to its three
building blocks: local receptive fields, shared weights, biases, and pooling. Local receptive
fields are a small window over the larger image used to capture information pixel by pixel.
This local receptive field moves over the entire image with a specified stride length and thus
captures details from the whole image. Shared weights A specific feature can occur in mul-
tiple places within an image. Therefore, by sharing weights and biases the network learns
to identify similar features regardless of where they occur in the image. Another advantage
of shared weights and biases is the reduced number of parameters to learn, thus speeding
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the process and reducing complexity. Pooling The information generated from the first two
methods is summarised by a pooling layer, thus further reducing the number of parameters.

To create powerful CNN models, more layers can be added to create deeper models.
However, this makes models computationally expensive. It increases the number of pa-
rameters needed, weights need to be back propagated to many layers and the problem of
vanishing gradients may occur as well. Architectures such as ResNet and InceptionNet have
been proposed to overcome this problem. ResNet introduced a technique called identity
shortcut connection, that overcomes vanishing gradient problem by adding identity map-
pings to the network which can be skipped during backpropogation without having an ad-
verse effect on performance. InceptionNet on the other hand introduced techniques to have
flexible filter sizes based on the feature needed to be learned, thus reducing the number
of parameters significantly. The two architectures can also be merged to form Inception-
ResNet [37], which is one of the tested architectures in our work.

Deep feature extraction with Transformer Blocks

After witnessing the outstanding results achieved by transformer models [40] on natural
language processing tasks, the vision community tried to incorporate them into computer
vision problems, successfully, on different tasks such as image recognition [41], object de-
tection [42] and segmentation [43]. In general, there are two main components that have
contributed towards the development of transformer models. The first one is the self atten-
tion mechanism, which captures ‘long-term’ information and dependencies between se-
quence elements. The second key component is that they are pre-trained on a large corpus,
and can later be fine-tuned for a specific task with a small labeled dataset. Since convolution
operates on a fixed-sized window and are thus unable to capture long-range dependencies,
such as arbitrary relations between pixels within spatial domains, this shortcoming and a
few others are addressed by using transformer blocks. In [44] is conducted a survey where
details about different transformer vision models are being explained and well-illustrated.

For the second use case addressed in this chapter, we will be using the Convolutions
to Vision Transformers(CvT) [45] model. While the famous Vision Transformer (ViT) [41]
model adapts transformer architectures initially introduced for language processing with
minimal modifications, CvT improves ViT both in performance and efficiency, by introduc-
ing convolutions into it to yield the best of both designs.

Triplet Loss

A popular technique for image similarity using deep learning is using a three-headed Siamese
network in combination with the triplet loss function. Triplets form the basis of this archi-
tecture. They are a combination of three images: query, positive and negative. The positive
image is chosen such that it’s from the same class as the query image, as opposed to the neg-
ative, which belongs to another class. Based on the selected triplets, the triplet loss is used
as a loss function that a deep learning architecture learns to minimize, in order to organize
the high dimensional space in a way that maps similar images closer to each other. The
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triplet loss function is defined as:

L (δ+,δ−) = max(δ+−δ−+µ,0) (1)

where δx = ‖ f (α), f (x)‖ is the distance between an anchor and an example (positive (+)
or negative (−)) in representation space. µ is called the margin, and is an hyperparameter
often set equal to 1. A minimizer of this loss will favour representations where positive ex-
amples are closer to the anchor than negative examples, thus clustering similar samples. T
he parameter µ controls the scale of separation.

Evaluation metrics

The similarity models are evaluated on classification tasks, by using the euclidean distance
as in the triplet loss function and modifying the number k of nearest neighbors to be consid-
ered, k ∈ [5,10,20]. The following metrics are therefore computed over a whole evaluation
subset:

- Average correct proposals: given an anchor image with a specific label, first is calcu-
lated the number of images within the k-nearest-neighbors which are correct propos-
als, i.e. have the same label as the anchor. This metric averages the total number of
correct proposals over the product of k times the number of anchors, which is typi-
cally the size of the subset..

- Correct classifications: computes the number of images which have same label as the
most frequent label within its k nearest neighbors, conflicts excluded.

- Number of Conflicts: a conflict happens when there are two or more equally most fre-
quent labels in the k nearest neighbors and one of them matches the anchor image’s
label.

- mean Adapted Average Precision (mAAP): the average over AAP of all images. The AAP
of an image is the product of its average precision and the ratio of correct labels within
the k-nn. This metric was constructed here as an adaptation of the mean Average
Precision (mAP) metric used for information retrieval [46], and which measures the
quality of retrieving documents relevant to the query, while also assessing their rank.
The adjusted average precision in our case can be calculated for each query using the
following formula:

AAP@k = 1

k

k∑
i

P@i × rel@i (2)

where rel@i is a relevance function returning 1 if the image at rank i is relevant and
0 otherwise, and P@i× is the precision at i which assesses the retrieval’s precision by
considering the i first neighbors only. The precision in this context is defined as the
ratio of positives within the considered retrieved images.

- Confusion matrix: the confusion matrix of the classification based on the k-nn is cal-
culated and normalized over each row (true labels), including conflict prediction label
whenever it occurs.
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4 Crop Identification

Crop images provided for this task are mainly disease images used to train a disease identifi-
cation model, but all images have crop and disease labels. The challenging part is that each
crop has different common diseases associated with it. Thus when training the model using
supervised learning on crop label, the triplet loss will group in the same region of the feature
space images of the same crop instead of the specific disease. This outcome is very impor-
tant for the annotation process as it can help prioritize the queue for expert annotators to
annotate diseases specific to the crop. Therefore, crop identification is targeted rather than
a specific disease, even if the data will later be used for a disease identification.

4.1 Data Preparation

Labeled Dataset

The crop annotated dataset provided for the Image Retrieval trials has around 60k images.
The labels are EPPO codes encoded identifiers used by the European and Mediterranean
Plant Protection Organization in a system designed to uniquely identify organisms – namely
plants, pests, and pathogens.

Crops belong to different taxonomy levels, and in our dataset, its either species or gen-
era. A mapping has been applied to the labels to group species to the common genus they
belong to.

Some crops have very few images in our dataset, and therefore only those with more
than 400 annotated samples were used for the training. The resulting dataset has about
44K images, with the following 22 classes: TRZAX, 1BEAG, 1BRSG, 1CPSG, LYPES, ZEAMX,
GLXMA, 1PRNG, HELAN, VITVI, 1ALLG, MABSD, SOLTU, 1CUMG, 1CIDG, ORYSA, PYUCO,
HORVX, 1CUUG, PIBSX, MNGIN and FRAAN.

Splitting the data

For better training, having balanced subsets is essential. Given that the range of the num-
ber of images per class goes from 460 till 11K, it is important to set a threshold on the num-
ber of images per class, and then either randomly sample that number from large classes or
fill the missing images by using augmentation for classes with fewer images. First, for the
validation and test sets, 40 images per class were sampled, resulting in 880 images per set.
The augmentation and down-sampling approach was applied to get 1000 images per class
for the training set, resulting in 22K images.

An additional fourth set was created, the unbalanced test set, and it merges the test set
and all images left from the random sampling. The relevance here is that both have a set
with at least 40 images per selected crop and be as unbalanced as the real-time dataset
might be since the later use of the similarity model will be to operate in such an environ-
ment.
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Table 1: Dataset splits with size of each set.

subset number of samples samples per class
train 22k 1000
validation 880 40
balanced test 880 40
unbalanced test 25k ≥40

4.2 Model and hyper-parameters

For the similarity model, an Inception Resnet V2 model was used, with its weights pre-
trained on the classification task on ImageNet dataset. To obtain the Image Retrieval model,
the last classification layer was removed and replaced with a dense layer of as much units as
the dimension of the feature space, which was set to 128.

For the training, the following parameters were fixed: a small learning rate (0.0001), a
batch size of 32 that fits a single GPU memory, a semi-hard triplet loss function was im-
ported from the tensorflow-addons package, and the training lasted for 75 epochs since
beyond that the model led to overfitting.

4.3 Results

The performance of the image retrieval model was based on the evaluation of the classifi-
cation tasks. Hence, computing these metrics on the validation set guided the selection of
the hyperparameters, leading to the best performance. The final model was then evaluated
similarly on both the balanced and unbalanced test sets, and the results are summarized on
Tables 2 and 3 and Figures 4 and 5.

Table 2: Classification task metrics evaluation on the balanced test set.

k
avg correct
proposals

correct
classifications

% #conflicts % mAAP

5 57.86% 539 61% 28 3.2% 51.53%
10 56.10% 539 61% 36 4.1% 47.59%
20 53.08% 556 63% 30 3.4% 42.59%

The metrics results and the confusion matrices suggest that the similarity model per-
forms equally well on all the classes on balanced sets, with some exceptions on classes that
look too similar, even for expert annotators, as is the case for HORVX and TRZAX. On a large
unbalanced set, the metrics reach high values while the confusion matrix shows that fewer
classes succeed in being distinguished by the model. In Figure 6 are plotted the 10-nearest-
neighbors of 4 examples, all captured from the test set.
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Table 3: Classification task metrics evaluation on the unbalanced test set.

k
avg correct
proposals

correct
classifications

% #conflicts % mAAP

5 87.75% 22601 90% 183 0.7% 85.26%
10 87.37% 22628 90% 187 0.7% 84.08%
20 86.90% 22699 90% 118 0.5% 83.02%

Figure 4: Confusion Matrix of classification task on test set through the 20-nearest-
neighbors (Classification accuracies above 10% are highlighted).

5 Emergence Analysis

Crop emergence is the first predictor of crop success, as the number of seeds that germi-
nate and grow directly correlates to the total yield and harvest outcome. Hence, providing a
smart service able to detect, identify and analyze emerging crops is of prime importance. As
the annotation step is essential to label the data used in training such models, this section
details an image retrieval model adapted to this use case.

Emergence data has a challenging characteristic: each image contains numerous plants,
which are also from different species. Reasons for this could be due to the presence of weed
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Figure 5: Confusion Matrix of classification task on unbalanced test set through the 20-
nearest-neighbors(Classification accuracies above 10% are highlighted).

in the field or the crop rotation practice, resulting in some seeds from the previous season
emerging until the next one. To address the diversity of plants in each image, an object
detection model will be used to detect the plants to crop the images around the created
bounding boxes. The training of this model will not be detailed in this chapter, as it follows
the general process of training any object detection model. Also, the data used to train the
similarity model will have its bounding boxes created by annotators. In contrast, the object
detection model will prepare images from the database that are not annotated yet. Since this
approach will result in numerous feature vectors associated with each image, a clustering
approach will be applied to select five representative vectors per image. A summary of the
image retrieval flow for the emergence analysis images is shown on Figure 7.

5.1 Data Preparation

The annotated emergence images provided for this task contain 13 different plant types, 8
of which are substantial to be used for the training. First, the sub-images of interest were
extracted. 1000 per class was extracted for the training set and 125×2 for the validation and
test sets. A larger dataset was also prepared with up to 3000 samples for the train set and
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Figure 6: Four examples on fetching for the 5-nearest-neighbors within the test set.

Figure 7: Flow steps of preparing and storing feature vectors for emergence analysis images.

500×2 for the validation and test sets.
Extracting too many sub-images of the same crop from the same image was avoided,

as they look very similar (same growth stage and soil color in the background). It is an im-
portant step since some images contain more than 50 sub images of the same crop within
an image, which does not add any value to the training but increases processing complex-
ity instead. Also, to preserve the leaves’ shape, sub-images must be resized into a square
before being fed to the model. Therefore, an adjusted version of the large dataset was cre-
ated, where the bounding boxes were squared up to the largest edge. Small boxes, defined
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as having the largest edge smaller than 40 pixels, were also disregarded in this version.

An evaluation of the model on classes not seen during the training is also intended;
therefore, all available sub-images from the small classes were thus prepared and later added
to the validation set. It was impossible to allocate a small portion of them to the test set as
they already were in a very small number. Tables 4, 5 and 6 summarize the content of each
set. Some issues while loading the data affected the classes TRZAX and HORVX, but it did
not affect the training as these two crops look very similar and thus complete each other.

Table 4: Classes distribution over the training, validation and test sets.

subset WEED TRZAX BEAVX HORVX BRSNN GLXMA ZEAMX 1GOSG total
crops

Training 1000 779 1000 380 1000 1000 1000 1000 7159
Validation 125 125 125 125 125 125 125 125 1000
Test 125 125 125 125 125 125 125 125 1000

Table 5: Classes distribution over the training, validation and test large sets .

subset WEED TRZAX BEAVX HORVX BRSNN GLXMA ZEAMX 1GOSG total
crops

Training 3000 751 3000 380 3000 1751 3000 3000 17097
Validation 500 500 500 379 500 500 500 500 3879
Test 500 500 500 371 500 500 500 500 3873

Table 6: Small classes available sub-images count.

subset HELAN PIBSX BRSOX SORVU VICFX total
crops

Validation 605 220 35 33 15 908

5.2 Model versions and Hyper-parameters

For this second task, the PyTorch framework was preferred, along with more recent model
architectures. A Convolutions to Vision Transformers(CvT) model was thus chosen. One of
its promising aspects is that it joins the good properties of convolutional neural networks
(invariant to shift, scale, and distortion) and the merits of Transformers (dynamic attention,
catches the global context, and better at generalization).

Out of the different CvT models, we trained the CvT-21 with a 224x224 resolution, given
that the sub-images are often very small, and thus a higher resolution is not needed for our
case. The weights pretrained on ImageNet-1k were also used.
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For the training, the model runs for 80 epochs on the small dataset and 100 epochs in all
other versions, using the Cosine Annealing learning rate scheduler, which decreased from
5.10−5 to 10−10 on the last epoch, except for the model with frozen stages for which the
learning rate was set to decrease to 10−7. The Stochastic Gradient Descent optimizer was
used, with a momentum of 0.9 and weight decay equal to 0.1. Table 7 summarizes the four
different versions of the model for which the performance will be compared in the next
section. More variants were actually tested, but only the results of the most relevant versions
will be shared and compared below.

Table 7: Characteristics table of tested model’s versions.

model ID dataset bounding
boxes

frozen stages epochs

1 small normal 0 80
2 large normal 0 100
3 large normal 2 100
4 large adjusted 0 100

5.3 Results

Using the same metrics as presented in the previous section, the different versions of our
CvT model were evaluated. On Table 8 are the classification metrics results, evaluated on
the validation set, within the 20-nearest-neighbors. It is noticeable that training on a large
dataset gave better results, which is not surprising, and freezing the weights of the first two
stages out of four negatively affected the training. When looking closer at the effect of ad-
justing the bounding boxes at the last model, it does not bring meaningful improvements
to the second model, and this is explained by the fact that convolutional layers are highly
invariant to translation, scaling, or other forms of deformation.

Table 8: Classification task metrics evaluation of the four models on the validation set, through the

20-nearest-neighbors.

model avg correct
proposals

correct clas-
sifications

% #conflicts % mAAP

1 61.91% 704 70% 6 0.6% 51.96%
2 73.04% 3043 78% 30 0.8% 65.54%
3 70.18% 2980 77% 24 0.6% 61.82%
4 72.72% 3025 78% 38 1.0% 64.98%

Given that models 2 and 4 achieved the best results, they were further evaluated on the
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validation set to which we added the small classes unseen during the training. The classifi-
cation task metrics through the 20-nn are shown on Table 9 and the confusion matrices for
model 2 and 4 are plotted in Figures 8 and 9 respectively.

Table 9: Classification task metrics evaluation of the second and fourth models on the validation+New

classes set, through the 20-nn.

model avg correct
proposals

correct clas-
sifications

% #conflicts % mAAP

2 67.35% 3555 74.26% 46 1.0% 59.00%
4 66.55% 3548 74.21% 48 1.0% 57.88%

Figure 8: Confusion Matrix of classification task through the 20-nn of model 2 on the validation + new

classes set. Highlighted by a yellow box are the new classes.

Both models have a similar performance level on the crops seen during training. For
instance, 1GOSG and GLXMA are the best-classified crops by both models, with more than
90% of true positives, and ZEAMX and BRSNN come in second place for both models as well.
TRZAX and HORVX have very similar accuracy, and there is high confusion between both,
which is mainly due to their similar looks, and merging these two classes makes perfect
sense from the point of view of agronomists. The new classes, HELAN and PIBSX are the
best classified, which can be explained by the large number of samples available for them
compared to the other three new classes. To sum up, the generalization performance of
both models is very good, since the gap between the average true positives scored on the
new classes and the training classes does not exceed 10% (9.41% to be exact for model 2) as
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Figure 9: Confusion Matrix of classification task through the 20-nn of model 4 on the validation + new

classes set. Highlighted by a yellow box are the new classes.

long as new classes with very few samples are disregarded. Indeed, the annotation process
benefiting from this study rarely targets crops with very few samples in the database.

5.4 Feature Vectors clustering

Emergence images often contain many plants and mapping each detected plant to a feature
vector results in a large multi-dimensional vector associated with each image. Their stor-
age is necessary within the whole annotation flow optimization process and thus becomes
problematic as the database gets larger. To reduce the number of feature vectors per image,
multiple clustering algorithms were tested. Under the assumption that those vectors form
multiple clusters, each of which groups a plant type present in the image, the goal is to keep
at least one feature vector per cluster.

To test different clustering algorithms, a small validation and test sets were first pre-
pared, as detailed in Table 10: the images have between one and four different type of plants,
the last one being very uncommon, and the same number of images was then sampled ac-
cording to the number of plants present on them.

Many different clustering algorithms are implemented in the scikit-learn library on python,
and most of them were fitted on the validation set with different parameter values. For the
evaluation, we compared the algorithm clusters with the real clusters defined by the plant
types for each image. We averaged the adjusted Rand index [47] and Homogeneity metrics
over all the images. Other metrics exist, but these two are the most relevant to this study.

In Figure 10 are gathered the best results achieved by each tested clustering algorithm
and some of the key parameters which led to these results. Algorithms that are prone to
skip images, mainly due to many samples, are not reliable here. The same goes for al-
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Table 10: Datasets arrangement for validating and testing different clustering algorithms.

#different plant types 1 2 3 4
Validation set 30 30 30 5

Test set 30 30 30 5

gorithms conditioned by creating too many clusters to have a decent/good performance.
The Agglomerative Clustering algorithm results in the best compromise between the two
metrics, as expected, since creating cluster using the euclidean distance along with a dis-
tance threshold of 1 perfectly fits how the triplet loss function with a margin value equal to
1 grouped the plants from the same type during the training of the similarity model.

Figure 10: Summary of best metric results for each tested clustering algorithm.

Figure 11 supports the assumptions that the feature vectors are clustered by plant type
and that those belonging to the same image form clusters as well, and so it makes sense
to decide to retrieve representatives of these clusters, the Agglomerative algorithm being a
good approach to identify them.

The approach of selecting five feature vectors is as follows: When an image has more
than 5 sub-images and 2 or more clusters returned by the algorithm, the size of the first and
second largest clusters are compared to decide how many feature vectors will randomly be
selected out of each cluster as representatives. In the following are separated the different
possible situations of when the image has more than 1 cluster and more than 5 sub-images:

Case of 2 clusters only :
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Figure 11: TSN-E embeddings plot on a two dimentional space: 1950 feature vectors colored by image

source on the left and crop type on the right.

• M/L < 0.2 −→ randomly sample 4 representatives from the largest cluster and 1 from
the second.

• M/L > 0.2 −→ randomly sample 3 representatives from the largest cluster and 2 from
the second.

Case of 3 or more clusters :

• M/L ≤ 0.1 −→ randomly sample 3 representatives from the largest cluster and 2 from
all the rest combined.

• 0.1 < M/L ≤ 0.3 −→ randomly sample 3 representatives from the largest cluster, 1 from
the second and 1 from the rest.

• 0.3 < M/L −→ randomly sample 2 representatives from the largest cluster, 2 from the
second and 1 from the rest,

where L is the size of the largest cluster and M of the second large one.

6 Conclusion

This chapter proposes a novel methodology for improving annotation flow of big datasets
in agriculture by means of deep learning driven content based image retrieval. The pro-
posed approach is applied on two different use cases, crop identification and crop emer-
gence, and can further be adapted to other agricultural tasks. The methodology makes use
of a previously trained object detection model on the second use case to address its spe-
cific challenges and spot important image features (Plants, weeds). Clustering is used to
map multiple feature vectors to few representative feature vectors. This chapter shows that
models trained using triplet loss function can effectively be applied to real-life datasets in
order to build efficient similarity models. Moreover, agriculture data from use cases not
presented in this chapter can introduce new challenges, which may call for additional steps
of pre or post-processing the data to make the overall similarity search flow efficient and
customized to the use case addressed.
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