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Abstract

The main focus of this thesis is on the area of integrated automated control systems in
modern data centres. The data centres are mission-critical facilities since they provide
services for transporting, storing and processing vast amounts of data, which can be
considered the ”new oil” of the Industry 4.0 era. Reliability of data centres is crucial for
providing their availability to customers; thus, they require the detecting and predicting
faults and properly recovering from them on time or mitigating their effects. The sus-
tainability of data centres is in reducing energy consumption and mitigating the negative
impact on the environment. So the data centres require flexible management of IT- and
cooling workload to save energy, as well as they are oriented on the use of renewable
energy generation techniques and free cooling methods. Thus, the integrated automated
control in modern data centres is expected to achieve sustainability and energy efficiency
while maintaining reliability and availability.

The thesis addresses the reliability and sustainability issues in modern data centres.
The handling of such issues requires the development and validation of control strategies
as well as the construction of comprehensive control and automation systems based on
these strategies. Modern data centres have the modular architecture by providing clear
and unified procedures for data centre components installation and replacement. Because
of the modular structure of data centres, it is unreasonable for their control systems to
remain centralised, static and rigid. Thus the thesis focuses on developing modular and
flexible automation systems for data centres.

Modular and flexible control assumes that controllers make their decisions autonomously
based on their objectives and interact with each other to achieve some common goals
for the holistic control system. Thus, the thesis’s first contribution is the proposition
of a multi-agent control (MAC) as a distributed approach to implementing the required
control functions by communication and interaction of controllers. This work suggests
the general design of the multi-agent control, which focuses on base agents playing as
individual controllers and interactions between the agents.

The process of the automation system engineering requires progressive and continuous
validation. The closed-loop approach, allowing the validation of the control system, uses
a plant model as an essential part. The second contribution is a modular toolbox that
enables building models of data centres of any scale and configuration with relative
ease. The toolbox comprises Simulink blocks which model individual components of a
regular data centre. Each block is a complete model of the corresponding component
encapsulating all parameters and equations describing its behaviour. The system is
extendable by adding new modifications to the existing blocks as well as by developing
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new blocks. Thus the constructed model is capable of substituting for the real data centre
at examining the performance of different control strategies in a dynamic mode.

And the third contribution, in addition to the modelling toolbox, the thesis also sug-
gests a control toolbox, a set of Simulink blocks implementing the individual controllers,
which utilise reinforcement learning algorithms. The control toolbox is capable of exam-
ining the different reinforcement learning algorithms and reward functions to select the
most relevant ones to certain controllers.

Thus the main outcome of the thesis is a collection of methods, algorithms and mod-
els enabling creation of the platform, which supports the development and validation of
the distributed automated control systems for data centres. The platform is a modular
toolbox aimed at constructing the data centre models and developing the control system
in the data centre as a set of interacting autonomous agents. As well as the platform
utilises the multi-agent approach as a promising approach in organising the agents’ in-
teractions in both traditional methods, such as a voting procedure or an auction, and
the multi-agent reinforcement learning approach.

vi
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Chapter 1

Thesis Introduction

Despite the most of the data at the moment is produced by people (photo, video,
etc.), the modern world is moving to an era of Industry 4.0, which is the era of close
connecting the physical and digital systems. Physical objects are becoming smarter since
developing the Internet of Things (IoT). They can collect measurements, share them with
other devices, and communicate with people to facilitate the decision-making process. All
those smart devices produce vast amounts of data, which require broadband networks
for transporting, storage systems for storing, and computational systems for processing
[1]. Under the circumstances, the data centres are mission-critical facilities since they
provide such services. There are prognoses that the global data centre market shows a
Compound Annual Growth Rate (CAGR) of over 2% in 2019–2025 [2]. In this work,
we will focus on energy-efficient control in data centres, thus we will concentrate on two
aspects of data centres: energy and control.

The growth of the data centre industry, which is caused by the need for more com-
putation, leads to an increase in the number of large-scale data centres, which provide
a whole variety of cloud services. They are mostly highly efficient and allow cutting
the cost for data operations, thus more and more companies prefer getting services from
such hyper-scale data centres rather than holding their own. The large-scale data centres
require affordable energy, high-quality communication infrastructure, and enough space,
therefore, more often they are outside the cities in the distance from their customers.

At the same time, the growth of the data centre industry is influenced by the devel-
opment of communication networks. 5G is the next-gen network with promised higher
speed: 10–20 Gbps is the theoretical maximum speed, and 50–100 Mbps is the typical
real-world speed [3]. One measure of speed is latency, the time a packet takes to go
between the sending and the receiving points. 5G promises 1–10 ms latency [3], for com-
parison, the one in previous mobile networks more than 50 ms. This reduction in latency
is essential in future applications and services such as Industry 4.0 and autonomous vehi-
cles. Therefore, the hyper-scale data centres, which introduce latency 20–30 ms [4], form
a bottleneck in the data processing. One way to reduce the latency is to perform the
computation at the edge (e.g. near where the computation is required). Thus, the emerg-

3
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4 Thesis Introduction

ing trend is in growing the amount of edge data centres, which are typically smaller in
size (around 10kW of IT power) and are placed closer to the end-user. Such data centres
are supposed to be installed in existing buildings and their infrastructure [4]. According
to [5], by 2025, 75% of enterprise data is expected to be created and processed at the
edge data centres.

Contemporary data centres of all types consume a vast amount of electricity. In 2010
the worldwide data centres energy use was approximately 1.5% of global electricity use,
as assessed in oft-cited [6], and the annual growth rate was expected between 7.5% and
20% [7]. In [8], authors re-estimated global data centre energy use and found only 6%
growth in 2018 compared with 2010 at significantly increased compute instances, they
also claim the possibility to maintain an electricity use plateau in the near term. It can
be explained by increasing the proportion of high-efficient hyper-scale data centres in the
total amount. However, the increasing demand for computing power and the emerging
trend of growing the number of edge data centres, which are not so energy efficient,
require unflagging attention to the issue of energy efficiency in data centres.

The growing energy consumption of data centres affects not only operational costs,
but it is also environmentally unfriendly. According to the International Energy Agency
(IEA), data centres are responsible for 0.3% of all global CO2 emissions. To mitigate
the negative impact on the environment, modern data centres increasingly incorporate
approaches to achieve lower energy costs and greenhouse gas emissions, such as renewable
energy generation techniques instead of fossil fuel-based energy resources, free cooling
methods, as well as workload and resource management. For such sustainable data
centres, the term ”green data centres” is used. The development of techniques improving
energy efficiency in green data centres is a task of high value.

Data centres are mission-critical facilities in the modern world. The failure occur-
rences in data centres can lead to services unavailability and data losses; the cost of
possible failures is high. For example, experts estimate that the Facebook outage costs
the company about $164 000 a minute in revenue [9], thus, the last downtime on October
4, 2021, is estimated to cost Facebook over $60 million [10]. At the same time, any data
centre is a complex system, and the occurrence of failures is inevitable [11]. Therefore,
the system, which uses fault detection and prediction techniques, is an essential com-
ponent of any data centre. Such a system is supposed to be able to detect faults and
properly recover them on time, or at least mitigate their effects, moreover, it is expected
to be able to predict failures and provide availability and reliability of the whole data
centre.

To achieve sustainability and energy efficiency while maintaining reliability and avail-
ability, data centres require an automated control implemented. The control is supposed
to be able to

1. manage the distribution of IT workload and compute resources to achieve maximum
energy saving and power bills reduction;

2. adjust the cooling system workload to actual IT-load, as well as control adaptively
the joint action of free-cooling and ordinary air-cooling;
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5

3. sustain high availability and reliability of the data centres at the constraints from
the energy grid;

4. control the additional electricity sources such as batteries and renewable electricity
sources available in the data centre;

5. predict and detect failures in data centre components to properly recover them on
time.

As any data centre is a complex distributed system of interdependent components, 
the centralised control strategies are too complicated and inflexible for implementation. 
Distributed control strategies can handle complexity, and one such distributed strategy 
is Multi-Agent Control (MAC). This approach relies on interacting autonomous agents, 
each of which has its objectives and makes decisions on actions to meet those objectives 
instead of following the predefined instructions. The interaction of the agents simulates 
the social behaviour of people. Thus the agents require the ability to cooperate, coordi-
nate, and negotiate with each other [12]. In this work, we consider issues of developing 
and validating the multi-agent control systems in energy efficient and reliable data cen-
tres.

Developing the control system in a data centre is a labour-intense and time-consuming 
process. If any changes in the data centre configuration appear, the control system re-
quires a modification, which usually takes a lot of time. This thesis aim is to propose a 
platform supporting the development and validation of the distributed automated con-
trol systems for data centres as a set of interacting autonomous agents. The suggested 
approach provides modular toolboxes for modelling data centres and constructing control 
systems from individual blocks representing components of data centres and controllers 
of the control system. To the best of the author’s belief, there are no frameworks sup-
porting the development of distributed control systems in data centres which meet all 
previously indicated requirements.

The proposed platform comprises two substantial subsystems: a modelling toolbox and 
a control toolbox. The modelling toolbox aims at building models of data centres of any 
scale and configuration with relative ease. The data centre model is an essential 
component in validating the control strategies using the closed-loop interaction. The con-
trol toolbox enables creating the individual controllers and combining them into the 
comprehensive control system implementing the multi-agent approach. The control sys-
tem is represented as a set of agents interacting with each other, and provides reliability 
and sustainability of the data centre under control.

The thesis addresses the following research questions:

RQ1. Why does multi-agent control suit to building automated control in data
centres? How to design the multi-agent control structure to address energy-saving
and reliability issues? How to simplify the development and validation of the multi-
agent control systems?

RQ2. How to test a multi-agent approach to automated control if it is impossible
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6 Thesis Introduction

using an actual data centre as a test site? How to develop a data centre model
which substitutes a present data centre of any scale for control approaches testing?

RQ3. How to develop individual agents controlling data centre components?
Which ways for agent decision-making can be suggested and implemented? Why
is reinforcement learning a good way to design agents? How can agent detect the
faults in components under control? Is it possible to use model-generated data to
train the fault detector?

1.1 Scope of Thesis

This thesis concentrates on developing the platform supporting the development and
validation of distributed automation systems for data centres. The emphasis is on the
engineering of the modular toolboxes, which address such issues as

• developing the models of data centres or their components to use them as plant
models in close-loop validation;

• creating the individual agents implementing the reinforcement learning approach
to control individual data centres components;

• constructing the distributed control system based on multi-agent principles to con-
trol data centres subsystems, e.g., cooling system.

The scope of the platform is limited to modelling and controlling the cooling systems
in data centres. Thus the modelling toolbox aims mainly to construct models of IT sys-
tems and cooling systems with a focus on simulating temperature evolution and energy
consumption. On the other hand, the controlling toolbox concentrates on the reinforce-
ment learning approach to the decision-making process for individual agents-controllers.

1.2 Methodology

The work in this thesis divides into three stages, one stage for each research question. The
first stage suggests multi-agent control as an approach to constructing the distributed
control system in data centres. Paper A represents the general design of the multi-agent
control, gives different types of agents with their objectives, and considers the structure
of agents’ interactions. Multi-agent control aims at optimising the energy consumption of
the data centre ventilation system. As well, the first stage addresses the general structure
of the platform which supports the development and validation of multi-agent control.
Paper G presents the idea of the platform and its main sub-systems. These papers (A
and G) contribute toward addressing the first research question (RQ1).

The second stage is about issues related to modelling the data centres and their
components. This research started by developing the data centre models for testing
control strategies for cooling systems and in works [13, 14], each time models of data
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1.2. Methodology 7

centres were developed from scratch, that took a lot of time. Thus, the idea of a modular
toolbox for data centre modelling appeared. Paper B presents the modelling toolbox
implemented as a set of building blocks in Simulink. Each block models an individual
component of a typical data centre, such as processors, server fans, servers, and cooling
system units. The toolbox also provides methods of adjusting the internal parameters
of the building blocks and constructors utilising the blocks to fabricate models of data
centre components from the server to the server room. Papers C and D demonstrate
the application of the modelling toolbox to achieve energy efficiency by utilising such
control strategies as flexible humidity control (Paper C) and smart distribution of IT
load (Paper D). Paper E represents additional techniques of parameter estimation to
enhance the modelling toolbox. These papers (B-E) contribute toward addressing the
second research question (RQ2).

Figure 1.1: The contribution of the papers to each stage of research

The third stage deals with issues related to developing the individual controllers for
data centre components. The controllers address such challenges as energy efficiency
and reliability of the components under control. This thesis proposes extending the
modelling toolbox with blocks implementing control functions. Thus the controlling
toolbox appears as part of the generic platform and aims at an accumulation of all
blocks-controllers and auxiliary blocks. The controllers implement the reinforcement
learning approach to the decision-making process. Paper F represents the idea of the
reinforcement learning approach and considers the possibility of applying it to control
such components of data centres as server fans. Paper G describes the workflow of
developing the server fans controller as a reinforcement-learning agent and demonstrates
the energy saved at utilising the trained agents. Paper H proposes the hybrid approach
to fault detection in the data centre cooling systems using model-generated data to train
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8 Thesis Introduction

the fault detection algorithms. These papers (F-H) contribute toward addressing the
third research question (RQ3).

Figure 1.1 illustrates the relationship of the papers and their contribution to each
stage of the research.

1.3 Papers Contribution

1.3.1 Paper A

Title: Towards Multi-Agent Control in Energy-Efficient Data Centres
Authors: Yulia Berezovskaya, Chen-Wei Yang, Valeriy Vyatkin
Published in: IECON 2020 - The 46th Annual Conference of the IEEE Industrial Elec-
tronics Society
Summary: The paper determines the main requirements for controlling the energy-
efficient data centre and explains why the multi-agent approach is suitable for control
system implementation. The paper proposes the general design of the multi-agent control
and determines different types of agents and their objectives. Based on agent types, the
architecture of the multi-agent control is developed, and agents’ interactions are consid-
ered. The paper also presents an example of an agent controlling a server fan.
Contribution: I am the main contributor for the paper. I determined the require-
ments for controlling the energy-efficient data centres, proposed the general design of
the multi-agent control, and specified types of agents with their objectives and agents’
communication types.
Relevance: This paper addresses the first research question.

1.3.2 Paper B

Title: Modular Model of a Data Centre as a Tool for Improving Its Energy Efficiency
Authors: Yulia Berezovskaya, Chen-Wei Yang, Arash Mousavi, Valeriy Vyatkin, Tor
Björn Minde
Published in: IEEE Access, 2020
Summary: The paper represents a modular toolbox implemented as a set of Simulink
blocks. The toolbox aims at constructing the models of data centres of different con-
figurations with relative ease. The models concentrate on estimating the temperature
evolution inside the data centre as well as the energy consumption of individual com-
ponents and the whole facility. The article provides methods for adjusting the internal
parameters of the building blocks. The paper also presents the model of the specific data
centre developed with the toolbox and shows the model’s adequacy. Some case studies
of model application to testing some control strategies are also considered.
Contribution: I am the main contributor for the paper. I determined the requirements
for the modelling toolbox, developed the toolbox, proposed and implemented methods
of parameters adjustment, performed models verification, and considered case studies.
Relevance: This paper addresses the second research question.
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1.3.3 Paper C

Title: The Improvement of Energy Efficiency in Data Centers via Flexible Hymidity
Control
Authors: Yulia Berezovskaya, Arash Mousavi, Valeriy Vyatkin, Xiaojing Zhang and
Tor Björn Minde
Published in: IECON 2016-42nd Annual Conference of the IEEE Industrial Electronics
Society, 2016
Summary: The paper investigates the role of humidity control in data centres and finds
out a way to save energy consumed by climate control systems within data centres. The
paper demonstrates the use of the modelling toolbox to develop the model of a server
room with its climate control system, suggests the different control strategies and shows
results of those strategies applied.
Contribution: I am the main contributor for the paper. I made a review of theory
background for estimation air conditions, modelled the humidity changes in data centres,
extended the modelling toolbox with blocks for humidity modelling, suggested and tested
different control strategies.
Relevance: This paper addresses the second research question.

1.3.4 Paper D

Title: Smart distribution of IT load in energy efficient data centers with focus on cooling
systems
Authors: Yulia Berezovskaya, Arash Mousavi, Valeriy Vyatkin, Xiaojing Zhang
Published in: IECON 2018-44th Annual Conference of the IEEE Industrial Electronics
Society, 2018
Summary: The paper considers one more case study of applying the modelling toolbox
to test control strategies. As a control strategy, the paper proposes redistributing the
CPUs load to save energy on cooling units in data centres. It also demonstrates the
results of the strategy applied.
Contribution: I am the main contributor for the paper. I modelled the data centre
utilising the modelling toolbox, proposed the strategy of IT load redistribution, Modelling
the data centre, strategy of IT load redistribution, implemented and tested the strategy
on the data centre model.
Relevance: This paper addresses the second research question.

1.3.5 Paper E

Title: Towards Extension of Data Centre Modelling Toolbox with Parameters Estima-
tion
Authors: Yulia Berezovskaya, Chen-Wei Yang, and Valeriy Vyatkin
Published in: Doctoral Conference on Computing, Electrical and Industrial Systems,
2021
Summary: This paper presents an improvement of the modelling toolbox with pa-
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10 Thesis Introduction

rameter estimation methods, which use data measured in the real data centre. After
parameters adjustment, the models represent data centres most accurately. The verifi-
cation of adjusted parameters is performed.
Contribution:I am the main contributor for the paper. I constructed the data centre
model based on the modelling toolbox, suggested methods of parameters adjustment,
and verified the model with adjusted parameters.
Relevance: This paper addresses the second research question.

1.3.6 Paper F

Title: Towards reinforcement learning approach to energy-efficient control of server fans
in data centres
Authors: Yulia Berezovskaya, Chen-Wei Yang, and Valeriy Vyatkin
Published in: ETFA 2021 - 26th IEEE International Conference on Emerging Tech-
nologies and Factory Automation, 2021
Summary: The paper proposes the idea of applying the reinforcement learning approach
to energy-efficient control of server fans. It considers main components such as the envi-
ronment and the agent as well as their interaction. The controlling toolbox is formed and
such blocks as observations and reward functions are added to it. Some reinforcement
learning algorithms are trained and tested.
Contribution: I am the main contributor for the paper. I proposed to use the rein-
forcement learning approach to decision-making, developed the environments and agents
according with the approach, formed the controlling toolbox including the Observation
blocks and Reward blocks, trained the agents, and explained the results.
Relevance: This paper addresses the third research question.

1.3.7 Paper G

Title: Reinforcement learning approach to implementation of individual controllers in
data centre control system
Authors: Yulia Berezovskaya, Chen-Wei Yang, and Valeriy Vyatkin
Published in: INDIN 2022 - IEEE 20th International Conference on Industrial Infor-
matics, 2022 (accepted and presented)
Summary: This paper represents an idea and structure of the framework supporting
development and validation of the multi-agent control for the energy-efficient data centre.
The framework comprises the modelling toolbox and the controlling toolbox. This work
focuses mainly on the controlling toolbox namely the implementation of individual con-
trollers and applying the reinforcement learning approach to this aim. It also considers
the infrastructure for individual agents’ development and provides two types of server
fan agents with demonstrating their capability of energy saving.
Contribution: I am the main contributor for the paper. I proposed the idea and struc-
ture of the co-simulation framework, implemented the individual controllers utilising
the reinforcement learning approach, trained the agents, compared the agents results on
server fans energy saving.
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1.4. Thesis Outcome 11

Relevance: This paper addresses the first research question and the third research
question.

1.3.8 Paper H

Title: A hybrid fault detection and diagnosis method in server rooms’ cooling systems
Authors: Yulia Berezovskaya, Chen-Wei Yang, Arash Mousavi, Xiaojing Zhang and
Valeriy Vyatkin
Published in: INDIN 2019 - IEEE 17th International Conference on Industrial Infor-
matics, 2019
Summary: This paper proposes the hybrid approach to fault detection in the data
centres cooling systems, in particular in the system of local fans. The approach uses
the model to generate a dataset containing records of both regular and fault cases. The
paper considers selecting the machine learning algorithm or ensemble of algorithms and
training them on the part of the generated data. This paper also provides the rack model
and uses it as a substitute for the real plant to check the operability of the fault detection
method. The developed interface can be used further to examine a different approach to
fault detecting.
Contribution: I am the main contributor for the paper. I constructed the rack model
utilising the modelling toolbox, proposed the method for data generation, selected and
trained the machine learning algorithms, and built the interface for examining fault de-
tecting approaches.
Relevance: This paper addresses the the third research question.

1.4 Thesis Outcome

The main outcome of the thesis is a collection of methods, algorithms and models en-
abling creation of the platform, which supports the development and validation of the
distributed automated control systems for data centres. The platform is a modular tool-
box aimed at constructing the data centre models and developing the control system
in the data centre as a set of interacting autonomous agents. The platform utilises the
multi-agent approach as a promising architecture in organising the agents’ interactions in
both traditional methods, such as a voting procedure or an auction, and the multi-agent
reinforcement learning approach.

1.5 Thesis Outline

This thesis is separated into two parts. Part 1 provides a summary of the research work
and consists of five chapters. Part 2 contains the paper published and peer-reviewed
IEEE Access paper, and peer-reviewed IEEE international conference papers.

The chapter breakdown of part 1 is as follows. Chapter 1 provides the background
and formulates the research questions on which this thesis is based. Chapter 2 discusses
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12 Thesis Introduction

the idea and structure of the platform supporting the development and validation of
multi-agent control systems in energy-efficient data centres. Chapter 3 considers the
modelling toolbox which provides blocks for constructing the models of data centres of
different configurations and scales with relative ease. The models are supposed to play
the role of the plant model in the close-loop verification process. Chapter 4 proposes
the controlling toolbox which provides blocks for constructing individual controllers and
combining them into the control system. The controllers implement the reinforcement
learning approach to the decision-making process and can be used as independent agents
to develop multi-agent control. Lastly, chapter 5 provides the conclusions of the thesis
and addresses the research questions from chapter 1.

1.6 List of Related Publications Not Included in the

Thesis

[1] A. Mousavi, V. Vyatkin, Y. Berezovskaya and X. Zhang, ”Towards energy smart
data centers: Simulation of server room cooling system,” 2015 IEEE 20th Conference on
Emerging Technologies & Factory Automation (ETFA), 2015, pp. 1-6

[2] A. Mousavi, V. Vyatkin, Y. Berezovskaya and X. Zhang, ”Cyber-physical Design of
Data Centers Cooling Systems Automation,” 2015 IEEE Trustcom/BigDataSE/ISPA,
2015, pp. 254-260

[3] A. Mousavi, Y. Berezovskaya, V. Vyatkin and X. Zhang, ”Energy efficient decision
making in data centers with multiple cooling methods,” IECON 2017 - 43rd Annual Con-
ference of the IEEE Industrial Electronics Society, 2017, pp. 8785-8790

[4] G. Zhabelova, M. Vesterlund, S. Eschmann, Y. Berezovskaya, V. Vyatkin and D.
Flieller, ”A Comprehensive Model of Data Center: From CPU to Cooling Tower,” in
IEEE Access, vol. 6, pp. 61254-61266, 2018

[5] Y. Berezovskaya, V. Berezovsky, M. Undozerova, ”Data Exchange Between JADE
and Simulink Model for Multi-agent Control Using NoSQL Database Redis,” in: Bhatia,
S.K., Tiwari, S., Ruidan, S., Trivedi, M.C., Mishra, K.K. (eds) Advances in Computer,
Communication and Computational Sciences, Advances in Intelligent Systems and Com-
puting, vol 1158. Springer, Singapore, 2021

[6] N. Galkin, C.-W. Yang, Y. Berezovskaya, M. Vesterlund and V. Vyatkin, ”On Mod-
elling of Edge Datacentre Microgrid for Participation in Smart Energy Infrastructures,”
in IEEE Open Journal of the Industrial Electronics Society, vol. 3, pp. 50-64, 2022
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Chapter 2

Motivation and Proposed
Framework

This chapter motivates research performed in the thesis. It introduces the area of data
centres’ energy consumption and energy efficiency. The aim is to provide an overview of
existing approaches to improving energy efficiency in contemporary data centres: from
individual methods to holistic control systems. The chapter also proposes multi-agent
control as a solution for organising energy-efficient control systems in data centres and
introduces the idea of the platform supporting the development and validation of dis-
tributed automation systems for data centres.

2.1 Data Centres: Energy-Efficiency Metrics

Before talking about energy efficiency in data centres, it is worth considering the system
of metrics, which help assess the performance of energy-efficient techniques. The met-
rics are designed to manage the development of sustainable approaches to engineering
environment-friendly data centres [15].

Many metrics were proposed, but maybe the most known and the most often men-
tioned one is Power Usage Effectiveness (PUE). This metric measures ratio of the total
energy consumption in the data centre to energy consumption of its IT equipment, as
shown in (2.1).

PUE =
Total Facility Energy

IT Equipment Energy
(2.1)

The critical analysis of this metric shows that low values of PUE metric can be
achieved at increasing IT load but not by improving the efficiency of supporting systems.
At the same time the metric does not drive increasing energy efficiency of IT system [16].
Thus, some data centres can achieve low PUE value by inefficient use of IT equipment.
Therefore, PUE metric only does not reflect the whole picture of data centres efficiency
and more metrics are required.

13
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14 Motivation and Proposed Framework

The Green Grid (TGG), a non-profit industry consortium of end-users, policy-makers,
technology providers, facility architects, and utility companies collaborating to improve
the efficiency of data center resource use, also proposes another evaluation metric : Data
Center infrastructure Efficiency (DCiE) conceived in conjunction with PUE[17]. This is
the reciprocal of PUE and is essentially the same as PUE. DCiE can be used to describe
power distribution in a data center, and like PUE, can only be applied to data center
infrastructure.

Although PUE is widely used, PUE does not take into account the weather conditions
in the regions where data centers are located, so data center’s PUE cannot be compared
between regions [17]. Theoretically, PUE can help drive the reduction of energy consump-
tion of the data center infrastructure. However, because this metric does not evaluate
the energy efficiency of IT equipment, the results of the evaluation will differ significantly
from the actual operational efficiency of the data center. After a period of data center
operation without infrastructure upgrades, the PUE value will decrease due to increased
power consumption caused by aging IT equipment [18]. When IT devices adopt tech-
nologies such as virtualization, the number of IT devices and their power consumption
can be significantly reduced, which benefits data centers. However, since the correlation
between overall data center’s power consumption and IT equipment’s power consumption
is not linear, overall power consumption will not decrease to the same extent [19].

However, about 40% of the energy entering the system is used for facility infrastruc-
ture such as Heating, Ventilation and Air Conditioning (HVAC) systems [20, 21]. And
for the remaining 60%, which is used for IT equipment, only 30% of the energy is used
for calculations. The rest is for settings such as power supply, fans, and IT equipment
drivers [31]. The distribution of power consumption varies depending on various factors
in different data centers, but the power consumption of servers and cooling systems still
makes up the majority of the total power consumption. This leads to constant attempts
by researchers to find a convenient metric to evaluate the energy efficiency of the sys-
tem under consideration. The HVAC system (including heat exchangers, fans, and air
conditioners) is responsible for maintaining the correct atmospheric conditions to ensure
proper operation of the equipment in the data center and having a huge amount of en-
ergy consumed by the HVAC system, HVAC System Efficiency (HSE) was proposed to
evaluate the efficiency of data centers in 2009 and is calculated as the ratio of the annual
energy of IT equipment to the annual energy consuming by HVAC system [22]. The less
efficient an HVAC system is, the more energy it consumes, which means that the HVAC
system needs more optimization. Thus, this metric is considered a metric of energy sav-
ing. The HVAC efficiency metric is calculated by establishing the relationship between
the energy consumption of the IT equipment of the data center and the consumption of
the HVAC system (2.2):

HSE =
Annual IT Equipment Energy

Annual HV AC System Energy
(2.2)

The effectiveness of the HVAC system varies from 0.6 to 3.5 [23]. A low HVAC
efficiency value means that the HVAC system a lot of energy, and therefore has a high
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2.1. Data Centres: Energy-Efficiency Metrics 15

potential to be optimized.
HSE only focuses on the potential for energy saving and optimization of data centers

and the energy consumption of HVAC systems. It has little to do with energy efficiency
and only measures the energy consumption of the infrastructure but not the entire data
center [22].

Improving the energy efficiency of data centers has been a goal organizations and com-
munities have been pursuing for a long time. However, with the current developments,
the efficiency of data centers has not been significantly improved, but their cost and
greenhouse gas emissions are increasing day by day. Data center managers find solutions
to several problems. In 2008, McKinsey & Company introduced a new industry standard
for measuring of efficiency - Data Center Enterprise Average Efficiency (CADE)). It has
been used to measure the individual and integrated energy efficiency of enterprises, the
public sector, and third-party managed data centers [24]. This is the first metric that is
appropriate for both site infrastructure and IT equipment.

To measure the efficiency of a data center for various power consumptions, CADE
divides the load on the IT equipment by the total power consumed by the data center. IT
equipment utilization is divided by the facility’s total capacity to determine the extent to
which the physical equipment installed in the site’s infrastructure is fully utilized, with
a value between 0 and 1. The facility efficiency is then multiplied by the server’s average
CPU utilization to obtain the organization’s CADE rating (2.3).

CADE = Facility Efficiency × IT Asset Efficiency (2.3)

CADE measures the personal and comprehensive energy efficiency of data centers
operated by companies, public sectors and third parties. However, this performance
metric is is not clearly defined and can be easily misunderstood. It is also difficult to
measure and calculate. The authors of this metric did not explain how the effectiveness
of IT asset was measured [25].

As data center sustainability plays an important role in the industry, TGG has un-
veiled the creation of two new metrics to help improve the sustainability of data center
facilities by measuring the carbon and water efficiency that is tied specifically to the IT
energy infrastructure they contain. These are the Carbon Use Efficiency (CUE) [26] and
the Water Use Efficiency (WUE) [27], both are joining PUE. CUE is defined as the ratio
of total CO2 emissions from total data center energy to IT equipment energy. WUE is
the ratio of the annual water consumption of a facility divided by the energy of the IT
equipment. The ideal value of both metrics is 0, which is theoretically unattainable.

Currently, PUE is still the main and most easily measured indicator. However, due
to the shortcomings of PUE, it may be gradually replaced by new metrics in the future.
Other existing metrics are too discrete and can only assess one or two aspects of a data
center while failing to comprehensively assess data center energy efficiency, eco-design,
etc. Therefore, more new metrics should be proposed. A.H. Beitelmal [15] developed
a new performance metric based on a thermodynamic approach to measure the energy
efficiency of servers and data centers. Lajevardi et al. [28] have proposed a Power Den-
sity Efficiency (PDE) to further explain the energy efficiency and efficiency of thermal
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16 Motivation and Proposed Framework

management. Peñaherrera et al. [29] developed new metrics called Cumulative Energy
Efficiency (CEE) and Cumulative Productivity Efficiency (CPE) to measure resource ef-
ficiency that also takes into account the sustainability and depletion of primary resources.
Jeong et al. [30] proposed a general survey method based on a controlled chart to assess
the efficiency of resource use and correlation with key performance indicators.

2.2 Data Centres: Energy-Efficiency

Data centres are vital components in contemporary life as they are responsible for stor-
ing, processing and communicating vast amounts of data. Thus, any data centre is a
complicated system comprising interdependent subsystems. The critical data centre sub-
system is a computational system performing all the work around the data. From an
energy consumption point of view, the computational system is the primary consumer in
any data centre; however, up to 40% of total energy goes to supporting subsystems such
as the cooling system [31]. Thus in the thesis, we primarily concentrate on the energy
efficiency of these two subsystems: computational (or IT) system and cooling system.

In [32], authors consider two groups of factors influencing energy efficiency in data
centres: external factors and internal ones. The external group includes such factors as
a data centre location, building construction and power supply and distribution system.

Data centres location plays a role in designing the cooling system. As free cooling
use depends on conditions of ambient air temperature and humidity, for different regions,
energy consumption for cooling can differ significantly. For example, in cold climates and
during cold periods, the free cooling methods demonstrate satisfactory results in saving
energy for cooling [33, 34]. In [35], the authors consider optimisation ways for the free
cooling efficiency and suggest cooling system designs appropriate for different climate
zones. [36] demonstrates that such devices as evaporators and air washers extend the
period of energy saving even in summer or in regions with warmer climates.

Building structure impacts directly on the energy consumption for space cooling.
As room design is responsible for the airflow directions and building cooling efficiency,
the energy efficiency of data centres also depends on it [37]. Airflow optimisation via
separating hot air from cold air streams leads to the most popular layout of modern data
centres implementing cold/hot aisles configuration [31]. In addition, such techniques
as using raised floors and containment of hot aisles can improve the efficiency of this
method [38]. Hyper-scale data centres with properly designed airflow optimisation meth-
ods demonstrate high energy efficiency for [31]. In [8], the authors show the increasing
proportion of high-efficient hyper-scale data centres in the total amount, which explains
maintaining data centres’ electricity use plateaus at significantly increasing the compute
instances. However, demand for reducing the latency leads to a growing amount of edge
data centres closer to end-users. Such data centres are supposed to be installed in exist-
ing buildings and their infrastructure [4], and they are not always supportive of airflow
optimisation.

The author’s research interest is not about selecting the optimal values for external
factors influencing energy efficiency in data centres. The thesis deals with energy effi-
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2.2. Data Centres: Energy-Efficiency 17

ciency in pre-determined data centres; it addresses the conditions defined by data centre
location and building structure but does not affect them. The thesis mainly concentrates
on controlling the internal factors from [32], such as IT equipment, cooling systems and
temperature control.

IT equipment in data centres is mainly underutilized. According to [39], at least
one-third of all servers work at low utilisation, which is approximately 10-15%. Average
utilisation of all servers is between 10 and 50% most of the time [40]. However, even at
a low workload, the servers still consume a lot of energy. As shown in [40], an idle server
consumes at least 50% of its peak power. On the other hand, the more utilised servers the
more energy-efficient they are. Therefore, data centres require control methods, which
is capable of detecting and switching off idle servers, as well as, redistribute workload
among servers, so that minimise number of working servers.

To minimise the number of working servers in modern data centres, the most com-
monly used approach is virtualisation, which consists in creating images of operating
systems as Virtual Machines (VM), and then distributing them among Physical Ma-
chines (PM) so that several VM are hosted on the same PM [41]. The smart placement
of virtual machines allows for improving the energy efficiency and resource utilisation in
data centres [42]. A lot of works suggest different approaches to VM placement. For
example, Chaisiri et al. present an optimal virtual machine placement algorithm, which
makes a decision based on the optimal solution of stochastic integer programming to
place VM on actual resources [43]. In [44], authors consider a genetic algorithm for the
optimal solution to the VM placement problem with a fuzzy-logic evaluation approach.
In [45], a dynamic VM placement manager is expressed as a constraint satisfaction prob-
lem to minimise the number of physical hosts needed for virtual machines placement.
Chekuri and Khanna consider VM placement as a bin packing problem, which is an NP-
hard optimization problem [46]. In [42], the authors design a modified version of the
ant colony algorithm to solve the multi-objective problem of virtual machines placement.
The development of virtualisation ideas leads to such a concept as a container which
is lightweight and resource-efficient virtualization [47]. The orchestrator suggested in
[48] enables the location-aware deployment of geographically distributed containerized
microservice applications to guarantee low-latency control of these applications.

Virtualisation is a software-based method aiming at minimising the working com-
putational nodes, but there are also hardware-based techniques which divide into (a)
Static Power Management (SPM) and (b) Dynamic Power Management (DPM). SPM
implements the optimisation methods at the design time [49, 50]; it can be considered
as getting the hardware ready for using the DPM [49]. Dynamic Power Management
adapts the system energy use based on resource requirements at run-time [50]. The
DPM techniques include dynamic performance scaling methods, such as Dynamic Volt-
age Frequency Scaling (DVFS) for servers [51], or adaptive link rate for networks [52]; as
well as partial or complete dynamic deactivation of idle components [50].

In addition to the computational part of the data centre, content delivery networks
also play as large energy consumers. Thus, achieving energy efficiency in communication
networks attracts more and more research interest. Those research works concentrate on
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energy-efficient network systems inside data centres and inter-data-centre connections.
For example, in [53], the authors propose architectures based on optical networking tech-
nologies to improve energy efficiency both for intra-rack and inter-rack communications.
The work [54] investigates architectural and service-level approaches to enhance the en-
ergy efficiency of networks at both levels: inside data centres and among them.

Cooling system often works in the redundant mode to provide high reliability of
data centres. Thus flexible control adjusting the cooling for the actual IT load and
temperature inside data centres is a promising approach to achieving energy efficiency.
Cooling systems in data centres often maintain lower temperatures than is required to
increase the reliability of operations in the whole facilities [31]. In contrast, flexible
control maintains the warmest allowable temperature in the server room and at each
server inlet. Such an optimized climate control system reduces the wasted energy that is
consumed in unnecessary over-cooling of the server rooms as well as CPUs [55].

Even though data centres do not often use their full data processing capacities, their
cooling systems always operate as they are in the peak load of their IT equipment. The
rigidity of control systems is an important cause of inefficiency in energy consumption.
Therefore, flexible control of cooling systems based on actual IT-load can reduce energy
wastes [56]. Furthermore, flexible control can be applied to local fans, which are attached
to servers and directly cool the CPUs. Since in modern data centres hundreds of thou-
sands of local fans operate concurrently in each server room, optimal control of the local
fans can also save a significant amount of energy [14, 13, 57].

Summarising all the previous discussions on energy-efficient methods in data centres,
combining different techniques is suggested in this work to construct a comprehensive
control system. As any data centre is a complicated distributed system of interdependent
components, it is too complex for centralised management. Moreover, data centres can
be considered as Cyber-Physical Systems (CPS) [58], and it is promising to apply Multi-
Agent Control in data centres. For example, in [59], the authors discuss the applicability
of Multi-Agent System (MAS) in developing industrial systems with such characteristics
as modularity, flexibility, robustness, scalability, reconfigurability, and self-adaptation;
the work [60] discusses main challenges to the use of agent-based systems within CPS
and their control.

This thesis supports the need for the foregoing characteristics for data centre control
and proposes utilising the multi-agent approach to developing the control system in
energy-efficient data centres. The following section considers the suggested architecture
of multi-agent control to achieve energy efficiency in data centres.

2.3 Multi-Agent Control: Architecture

Figure 2.1 demonstrates the multi-agent control architecture suggested in Paper A in-
cluded in the thesis. The proposed multi-agent control aims at addressing the following
issues:

• flexible control of server fans by adjusting their rotation speed to the actual tem-
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perature of corresponding CPUs;

• detection and prediction of failures in server fans;

• flexible control of individual cooling units by adjusting their utilisation to actual
IT-load;

• detection and prediction of failures in cooling units;

• adaptive control of joint action of free-cooling and ordinary air-cooling concerning
ambient environmental conditions;

• detection and prediction of failures in cooling system;

• flexible control of individual servers by using Dynamic Voltage Frequency Scaling
(DVFS);

• flexible control of computational resources by detecting idle servers and partial or
complete deactivating them;

• adaptive control of the number of working servers by resource management tech-
niques such as virtualisation, scheduling, and consolidation;

• flexible control of the distribution of data centre workload considering variations of
electricity price;

• sustaining the high availability and reliability of the data centres under the con-
straints of the energy grid.

As shown in Figure 2.1, the following types of agents are found out to control indi-
vidual components in data centres:

• SF agent controls one or more server fans (SF) operating in the same mode.
The agent adjusts the rotation speed of server fans under control to the actual
temperature of the respective CPU to avoid overheating and overcooling at saving
energy. The agent also aims to the prediction of server fan failures and detection
of conditions where it is necessary to request additional cooling from the central
cooling system.

• AC/FC agents control the air-coolers (AC) and free-coolers (FC), respectively.
They are similar and differ only by cooling units under control and inner parameters.
The agents select the type of cooling: the air-, free-, or mixed cooling [55, 61] and
then adjust the workload of the selected cooling method to the actual temperature
inside the server room. The agents also aim to the detection of hot spots inside the
server room and the prediction of cooling unit failures.
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Figure 2.1: Multi-agent control design

• CN agent controls the computational node (CN), which is the CPU. The agent
adjusts the CPU’s frequency and voltage to the actual requirements of its workload
and performance. The agent also aims to the detection of conditions where it is
necessary to request redistribution of CPU workload and deactivation of the CPU
because of its idleness.

• WD agent controls the total IT workload distribution (WD) among available
CPUs to minimise the number of working CPUs at the actual requirements of IT
performance.

• ES agent controls the additional electricity sources (ES) such as batteries and
autonomous electricity sources available in the data centre. The agent holds high
availability and reliability of the data centre at possible energy grid constraints, as
well, it aims at utilisation of renewables as much as possible.

Figure 2.1 also points at the following kinds of interaction between agents:

• Interaction between AC and FC agents: the agents make a group decision
about cooling type in a voting procedure or an auction [12]; after that, the agent-
winner decides on the workload of the corresponding cooling units.

• Interaction between the AC/FC group and SF agents: AC/FC agents in-
directly affect SF agents via the server room temperature; on the other hand, the
SF agents can directly request AC/FC agents about the extra cooling if necessary.
The requests initiate the voting procedure [12] to decide about additional cooling
by AC/FC agents.
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• Interaction between SF and CN agents: the SF agent indirectly affects the
CN agent via CPU temperature; on the other hand, the CN agent determines the
CPU utilisation and directly conveys it to the SF agent.

• Interaction between WD and CN agents: the WD agent distributes the CPUs
workload between CN agents; therefore, it works as a coordinator for CN agents.
The CN agents can touch up the workload before conveying it to the CPU. More-
over, the CN agents can request the WD agent on the workload redistribution if
it is necessary. The requests initiate the voting procedure [12] to decide about the
workload redistribution by the WD agent.

• ES agent acts independently as it does not interact with other agents.

Paper A included in the thesis explains in detail the organisation and design of multi-
agent control for achieving energy efficiency in data centres.

2.4 Co-simulation Platform

This section describes the central outcome of the thesis, namely the platform supporting
the development and validation of the control system to improve data centre energy
efficiency. In the previous section, the architecture of such a control system is presented as
multi-agent control. The developing process assumes testing both individual controllers
and the entire control system to prove that they satisfy their requirements. Testing
controllers or groups of controllers is an issue since it requires checking the influence of
control decisions on actual data centre facilities. Therefore, the thesis suggests the closed-
loop co-simulation as an approach to validate the control system and its components.
Figure 2.2 demonstrates the closed-loop co-simulation process.

The closed-loop validation demonstrated in Figure 2.2 assumes interaction between
two models: the plant model and the control system model. As a plant, we consider
a model of a data centre or its component. As a control, we take a model of Multi-
Agent Control (MAC) or individual agent. Thus, the work on the platform is going in
two directions. The first one is the development of the modelling toolbox to construct
data centre models. The second one aims at constructing the control system and goes
through the two stages: developing the individual agents, and organising the agents’
communications via multi-agent procedures.

The modelling toolbox provides a set of building blocks implemented as the Simulink
library. The blocks model individual components of a typical data centre and work as
building components in constructing the data centre models. The models aim to predict
the thermal behaviour and energy consumption for different levels of data centre complex-
ity, from a single server to a server room. The toolbox exhibits properties of modularity,
extensibility, reusability, encapsulation, parameters adjustability, and dynamicity. Once
configured, the model is ready to use as a substitute for the actual data centre for ex-
amining different control and maintenance strategies. Chapter 3 describes the modelling
toolbox in detail.
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22 Motivation and Proposed Framework

Figure 2.2: Close-loop validation

The controlling toolbox provides the set of blocks implemented as the Simulink library.
The blocks support developing the individual controllers as agents implementing the
reinforcement learning approach to the decision-making process. Chapter 4 considers the
controlling toolbox. This chapter suggests the general design for multi-agent control.
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Chapter 3

Modelling Toolbox

This chapter presents the modular toolbox for modelling arbitrary data centres. The
toolbox provides a set of Simulink blocks for constructing models on different levels from
the server to the entire data centre. The models developed with the toolbox play the role
of the plant at close-loop validation process for different control strategies. This thesis
concentrates on modelling the computational system and the cooling system; simulta-
neously, the toolbox enables extending modelling capability by adding new blocks. The
rest of the chapter describes the toolbox in detail.

3.1 Modelling Toolbox: Background

This chapter starts with a short review of the works which work as background for the
research leading to the development of the modelling toolbox in this thesis. The first ideas
on data centres modelling go from [62], which considers the same modelling objectives:
simulating the data centre energy consumption and temperature distribution inside it.
This work suggests a modelling framework and a collection of MATLAB routines for
addressing those aims. Another source of inspiration is the work [63] which proposes
a coherent model covering data centre operation from CPU to cooling tower. Together
with [64], these research works give equations forming the basement of the modelling
toolbox presented in this thesis. The equations for modelling the energy consumption of
individual components in data centres and for modelling the thermal behaviour inside
data centres. These works concentrate on static modelling, whereas this thesis aims to
develop dynamic models supporting the closed-loop interaction with other models.

The research in this thesis also goes through the simulation of airflows and temper-
ature distribution inside a data centre,the work [65] simulates thermal distribution and
airflow using Computational Fluid Dynamic (CFD). The CFD method undoubtedly pro-
vides an accurate prediction of the air temperature distribution inside data centres, but it
requires massive calculations, and its integration with real-time control is unreasonable.
[66] gives an idea to predict the temperature in specific areas inside a data centre as a
superposition of temperatures at all other outlets of racks and cooling units. The slightly

23
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24 Modelling Toolbox

modified idea suggested in [66] is used in this thesis to calculate the air temperature
inside the data centre.

The next step in this research is an accurate prediction of air humidity inside data
centres, as it plays a vital role in data centre operation. Too dry air leads to an accu-
mulation of static electricity, discharge, and damage to sensitive circuits [67]. While too
high humidity causes corrosion or even short circuit [67]. That is important for the model
to form accurate predictions of the humidity inside the data centre. The current edition
of the modelling toolbox contains blocks for estimating the moisture amount supplied by
the humidifier into the data centre and evaluating the relative humidity and dew point
temperature in specific areas of the data centre. The ideas suggested in [68] are supposed
to be used to improve the accuracy of humidity modelling in the next edition of the
modelling toolbox.

As this thesis deals with energy efficiency in data centres, modelling the energy con-
sumption in data centres requires attention. [69] provides a review of more than 200
energy consumption models on different levels: from individual components to the entire
data centres. This thesis utilises the server power consumption model as a sum of the
power consumption of all CPUs on the server and all server fans. The model of CPU
power consumption is utilised from works [62, 64]. The model of server fan power con-
sumption is based on the well-known fan affinity law. The thesis also considers models of
power consumption for cooling, and the most of them are based on the fan affinity law,
since the fans are taken as main power consumers in cooling units.

This thesis omits more detailed models for power consumption of the external cool-
ing systems including chillers, heat exchangers, pumps, and cooling towers. It can be
considered a future work to extend the modelling toolbox suggested by the thesis with
models of those components of cooling systems. It is also important to consider the
power consumption of the data centre as a building. In [70], the authors suggest a phys-
ical–statistical approach to predict energy consumption in buildings. The approach is
based on developing the physical model, introducing stochastic parameters to the model,
and estimating those parameters using statistical techniques. The approach proposed
by [70] looks promising for improving different models characterised by uncertainty and
heterogeneity.

3.2 Modelling Toolbox: Requirements

Data centres are complex systems that require energy-efficient control. Main energy
consumers in data centres are such sub-systems as a computational system and a cooling
system. Thus, energy-efficient control mainly aims at optimisation energy consumption
in these two sub-systems. The modelling toolbox is supposed to provide models of these
sub-systems as the most interesting ones from an energy-saving point of view. The
models concentrate on two aspects: predicting the thermal behaviour in the data centres
and estimating their energy consumption. Thermal behaviour is the evolution of the
temperature of all computational nodes (CPUs) and the air temperature inside the data
centre. Thus, the models aim at playing the role of testbeds for different energy-saving
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policies and their combinations. Therefore, the models should guarantee realistic results
and be valid and verifiable.

The experience from the first works in data centres modelling [13, 14] shows that the
modelling toolbox should satisfy the following requirements:

• Modularity. The most contemporary data centres tend to the modular archi-
tecture and support unified components and procedures for their installation and
replacement [71]. The modular nature of data centres requires the corresponding
models. Therefore, the toolbox supports the modular principle. It provides in-
dividual blocks for modelling the data centre components such as CPUs, Servers,
Cooling units etc. These blocks work as building blocks and support quick and
easy constructing models.

• Extendibility. Data centres are dynamically evolutive systems, new components
appear, so the modelling toolbox should support adding the new blocks. Thus,
the toolbox is extensible by blocks for modelling new components of data centres.
Besides that, the modelling toolbox should support adding new blocks for modelling
components of other sub-systems but the IT system and cooling system.

• Reusability. Modelling for such complex systems as data centres is a time-
consuming process. Thus, the modular toolbox for modelling should support the
reusability of its building blocks. Each block is an accomplished model of the cor-
responding component. Thus, it depends on the modelling aim if the block works
as an individual model or occurs in a more complicated model. All blocks can be
used several times in different models, which saves time for the model development.

• Encapsulation. The toolbox supports an encapsulation principle, which means
that all blocks in any model communicate with each other via their interfaces. The
block interface is presented by its input and output ports. Input ports provide
the block with values necessary for its inner calculations; they get the values from
output ports of other blocks. Output ports contain results of the block calculations
and provide them to other blocks. All equations and parameters are hidden inside
the block. The encapsulation principle enables the implementation of different
types of equations. It guarantees an easy replacement block on another one with
the same interface. So the equations and parameters can be updated seamlessly,
which saves time for the model development and updating.

• Parameters tunability. Most building blocks are defined by their inner pa-
rameters which are set before the integration of the block into the model. These
parameters divide into two groups: the first one is parameters which can be taken
from specifications of modelled components or defined by physical laws; the second
group is parameters which can only be estimated based on real data. The toolbox
should provide techniques for estimating such parameters, or tuning them from
actual measurements.
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26 Modelling Toolbox

• Dynamicity. This requirement provides the model with the capability of inter-
acting with the control system. During the simulation, the blocks calculate their
outputs at each time point in response to its inputs, some inputs are set by the
control system.

The toolbox is also supposed to provide procedures called constructors, which aim
to automate the model construction procedure. Constructors create the models of data
centre components such as server, rack and server room based on the building blocks given
by the toolbox. Constructors also set the corresponding values of block parameters, that
is, they configure models to use as testbeds for the corresponding strategies.

Thus, the modelling toolbox includes a set of building blocks, a set of constructors,
and a set of files with the inner parameters of building blocks.

3.3 Modelling Toolbox: General Picture

The modelling toolbox develops the idea of a graphical block diagramming tool provided
by Simulink. The central element of the toolbox is a toolkit of building blocks for
modelling individual components of data centres organised as a Simulink library. The kit
divides into four sub-systems: Building Blocks, Environmental Blocks, IO Blocks, and
Estimation Blocks, as shown in Figure 3.1. Additional components of the toolbox are
constructors implemented as Matlab scripts and files organised as tables storing values
of building blocks parameters. This section goes through all these components.

Figure 3.1: Modelling Toolbox: General Picture

3.3.1 Building Blocks

The building blocks aim to model individual components of a typical data centre. Fig-
ure 3.2 demonstrates the general view of the sub-section. Two central building blocks
used for building server-level models:

CPU block models the central component of any computational system, which is the
CPU. The toolbox contains an ordinary CPU block, which evaluates the CPU temper-
ature, heat amount and power consumption. There exists also a simplified block which
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Figure 3.2: Building Blocks: General View

calculates only the CPU power consumption. Such a simplified block is used when tem-
perature is out of the scope of modelling goals. Figure 3.3 shows the general view of the
ordinary CPU block, the simplified CPU block contains only the part which calculate
the CPU power consumption.

Figure 3.3: CPU Block: General Picture
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SF block models a server fan, which is responsible for cooling a CPU. Again, the SF
block is represented as an ordinary block which model the airflow produces by the fan
and its power consumption and as a simplified block which calculates only the server fan
power consumption. Figure 3.4 shows the general view of the ordinary ServerFan block,
the simplified SF block contains only the part which calculate the Server Fan power
consumption.

Figure 3.4: Server Fan Block: General Picture

The Building Blocks section also includes a bunch of server blocks modelling different
types of servers, for example, server blocks in the EDGE blocks group simulating server
Dell PowerEdge R-430, the general view of such a block is demonstrated in Figure 3.6.
Blocks in Module 1 blocks group model server Dell PowerEdge R-730xd, the general
view of such a block is demonstrated in Figure 3.5. The diversity of server blocks in the
toolbox is due to the necessity of different server configurations to test various control
and maintenance strategies. Any server block in the toolbox is constructed from the
CPU and SF blocks and corresponds to the actual layout of the modelled server.

Another part of the Building Blocks section deals with such components of the cooling
system as air coolers, global fans, heat exchangers, chillers, cooling towers and pumps.
For each component, there is a corresponding Simulink block modelling it. The cooling
system of the data centre is constructed from those blocks. The additional block is the
Humidifier block modelling the air-washer system which maintains the humidity inside
data centres within reasonable limits.

In this section, I omit the discussion on implementing all the blocks. Paper B included
in the thesis considers equations and parameters of the blocks in detail.
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Figure 3.5: Module 1 Server Block: General Picture

Figure 3.6: Edge Module Server Block: General Picture

3.3.2 Environmental Blocks

The blocks of the Environmental Blocks section of the modelling toolbox are responsi-
ble for modelling environmental conditions inside a data centre, such as temperature,
humidity and airflow. In the data centre model, these blocks work as sensors in the
live data centre. Therefore, the data centre model contains several environmental blocks
substituting the actual sensors located in different areas of the data centre. Figure 3.7
demonstrates the content of the Environmental Blocks section.

As shown in Figure 3.7, the current edition of the toolbox contains the following four
environmental blocks:

• Airflow block.The block estimates the airflow rate in the specific area of the data
centre regarding the air volume rate provided by cooling units. The Airflow block
in Figure 3.8 deals with air volumes from two sources as it has two input ports and
regulates them with coefficients.

• Humidity block. The block models the air humidity in the specific area of the
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Figure 3.7: Environmental Blocks: General View

Figure 3.8: Airflow Block: General View

data centre. It calculates relative humidity and dew point temperature as shown
in Figure 3.9.

• Temperature block. The block calculates the air temperature in the specific area
of the data centre regarding the amount of heat supplied by the computational sys-
tem and the amount of chill supplied by cooling units regulated by coefficients.
Figure 3.10 shows the general view of the Temperature block and the central equa-
tion implemented inside the block.

• EnvConds block. The block is just a combination all of environmental blocks. It
calculates all environmental conditions in a specific area of the data centre.

This section just demonstrates the general view of environmental blocks and omits a
detailed description of their implementation. Paper B included in the thesis considers
the equations and parameters defining the environmental blocks in detail.

3.3.3 IO Blocks

This group comprises auxiliary blocks which help automatically develop complex models
from server to server room level. The blocks in the IO Blocks group provide organising
model input and output. For example, the blocks demonstrated on the left side of
Figure 3.11 8 supply the server model with such inputs as the workload of all CPUs on
the server, the rotation speed of all server fans, and air temperature at the server inlet.
These blocks define files containing the data about CPUs workload, server fans rotation
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Figure 3.9: Humidity Block: General View

Figure 3.10: Temperature Block: General View

speed and inlet temperature measured in a live data centre. The model uses these data
files to calculate its outputs and to compare them with actual values measured in the
same data centre. The right side of Figure 3.11 demonstrates the output blocks, which
save calculated values into the files for further analysis and visualisation of the results.

Figure 3.11: IO Blocks: General View
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The blocks shown in Figure 3.11 are suitable either for reconstructing the conditions
set in a live data centre during measurements to compare modelling results and measured
data or for setting pre-defined input values to check hypotheses. In the case of closed-loop
simulation, control signals from controllers can replace such input blocks as those defining
the server fans’ rotation speed or those setting the CPUs workload. After demonstrating
the model’s ability to accurately predict air temperature inside the data centre, such
calculated temperature values can replace the input block providing the model with
server inlet temperature.

3.3.4 Estimation Blocks

The Estimation Blocks group comprises auxiliary blocks prepared for adjustment of inter-
nal parameters of building blocks or environmental blocks. As the accuracy of modelling
results depends mainly on selecting those internal parameters, the model development
process requires a clear procedure for parameter estimation. Determining parameters can
go in two directions: a) using data sheets of data centre components, or b) extracting
the parameter values from actual data. The blocks in the Estimation group support
data-driven methods to estimate the modelling parameters for any given data centre
configuration.

In the current edition of the modelling toolbox, all estimation blocks support the
method based on cost function minimisation. These blocks provide modelling data for
calculating the cost function, which general view is presented by (3.1).

J(Parameters) =
1

2m

m∑
t=1

(Targetreal(t)− Targetmodel(t))
2 (3.1)

In (3.1),
Parameters is a vector of parameters requiring the estimation;
Targetreal(t) is a measured value of function modelled by block at time t;
Targetmodel(t) is a value of the same function calculated by block at time t at the current
set of parameters values;
m is a number of moments at each modelling cycle.

The rest of this section demonstrates the implementation of the parameter estimation
procedure on examples of estimation parameters used at CPU temperature modelling,
Airflow modelling, and Air temperature modelling.

CPU Temperature Estimation Block

The estimation block presented in Figure 3.12 works for adjusting parameters kCFM to
improve accuracy in modelling the CPU temperature.

Thus, for the block presented in Figure 3.12
Parameters = (kCFMSF1, kCFMSF2, kCFMSF3)
Targetreal(t) = TCPU,real(t)
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Figure 3.12: CPU Temperature Estimation Block: General View

Targetmodel(t) = TCPU,model(t)
and cost function looks as presented in (3.2).

J(kCFMSF1, kCFMSF2, kCFMSF3) =
1

2m

m∑
t=1

(TCPU,real(t)− TCPU,model(t))
2 (3.2)

Here, kCFMSF is a correction factor for the volumetric airflow rate, which determines
how much of the airflow from the corresponding server fan reaches the CPU. It cannot
be more than 1, and less than 0, thus 0 ≤ kCFMSF ≤ 1.

Parameters kCFM depend on the location of CPUs and differ from CPU to CPU;
thus, the procedure of parameters estimation is repeated for all CPUs in a modelled
data centre. The estimated values of parameters are saved in a specific file. The next
subsection describes the organisation of files for parameter storing.

Airflow Estimation Block

Figure 3.13: Airflow Estimation Block: General View
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Figure 3.13 demonstrates a view of the estimation block, which works for adjusting
parameters kAirflow to improve accuracy in modelling the airflow inside a specific area
of a data centre. Parameter kAirflow is a correction factor for the volumetric airflow
rate, which determines how much of the airflow from the corresponding cooling unit
reaches that area. Thus, for the block presented in Figure 3.13
Parameters = (k1, k2)
Targetreal(t) = Airflowreal(t)
Targetmodel(t) = Airflowmodel(t)
and cost function looks as presented in (3.3).

J(k1, k2) =
1

2m

m∑
t=1

(Airflowreal(t)− Airflowmodel(t))
2 (3.3)

Parameters kAirflow depend on the area location and differ from area to area; thus,
the procedure of parameter estimation is repeated for all zones in a modelled data centre
where airflow can be measured. The estimated values of parameters are saved in a specific
file. The next subsection describes the organisation of files for parameter storing.

Air Temperature Estimation Block

Figure 3.14 demonstrates a view of the estimation block, which works for adjusting
parameters kR an kC to improve accuracy in modelling the air temperature inside a
specific area of a data centre. Parameter kR is a vector of n correction factors for
the heat amount, each component of the vector determines how much heat from the
corresponding Rack reaches that area. Parameter kC is a vector of c correction factors
for the cold quantity, each component of the vector determines how much cold from the
corresponding cooling unit reaches that area.

Figure 3.14: Air Temperature Estimation Block: General View

Thus, for the block presented in Figure 3.14
Parameters = (kR, kC)
Targetreal(t) = TAir,real(t)
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Targetmodel(t) = TAir,model(t)
and cost function looks as presented in (3.4).

J(kR, kC) =
1

2m

m∑
t=1

(TAir,real(t)− TAir,model(t))
2 (3.4)

Parameters kR and kC depend on the area location and differ from area to area; thus,
the procedure of parameter estimation is repeated for all zones in a modelled data centre
where air temperature can be measured. The estimated values of parameters are saved
in a specific file. The next subsection describes the organisation of files for parameter
storing.

Scripts for Estimation Blocks

To complete the parameter estimation procedure, the toolbox provides a Matlab scripts,
which go through the following actions:

• defining inputs for the model based on the estimation block as MAT files with data
measured in a live data centre.

– CPU Temperature Estimation Block: such files define the CPU workload,
the rotational speed of corresponding server fans, and the temperature at the
inlet of the server;

– Airflow Estimation Block: such files define the workload of corresponding
cooling units;

– Air Temperature Estimation Block: such files define the workload of
corresponding cooling units, the coolant temperature of corresponding cooling
units, the workload of all CPUs in corresponding racks.

• setting initial values for parameters;

• running the standard MATLAB function called fmincon, which

1. runs the model based on the estimation block with the current parameter
values;

2. calls the cost function based on modelled results for the target function and
its measured values;

3. generates new parameter values;

4. reruns the process described in 1-3 until the global minimum for cost function
is found.

The modelling toolbox enables adding the new blocks for parameter estimation if
necessary, for example, to estimate parameters which define the power consumption of
CPU or Server Fan, as demonstrated in Paper C included in the thesis.
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3.3.5 Parameters Storing

The previous subsection demonstrates the procedure of parameters estimation to improve
accuracy of the models. The estimated parameters require well organised storing system
for further reuse. The modelling toolbox provides the set of files which store blocks
parameters.

CPU Block Parameters

The CPU block comprises about a dozen parameters, and all of them depend on the type
of the CPU; that is, the file storing the CPU parameters is a set of rows. Each row in the
file corresponds to a certain type of CPUs and contains values of all parameters defined
for that type of the CPU.

There is also a group of parameters which depend on the CPU location. These pa-
rameters are correction factors kCFM described in the section about estimation blocks.
These parameters can have different values even for CPUs of the same type, that why
the modelling toolbox supports several files for storing the kCFM parameters: one file for
each possible type of the CPU. Each file contains rows titled: Rack[XX]Server[YY]CPU[Z],
where

• XX is a number of a rack, which contains the CPU;

• YY is a number of a server in the rack, equipped with the CPU;

• Z is the number of the CPU on the server.

Server Fan Block Parameters

The Server Fan block comprises only parameters which depend on the Serve Fan type:
thus, the file storing the Server Fan parameters is a set of rows. Each row in the file
corresponds to a certain type of Server Fans and contains values of all parameters defined
for that type of the Server Fan.

Environmental Blocks Parameters

All parameters of the environmental blocks depend on the block location and type of
server room; those parameters are correction factors considered in the section about
parameters estimation. As described in the corresponding section, each environmental
block works as a sensor measuring the value of the respective environmental condition
inside the data centre. For example, the data centre, which provides us with measured
data, has a set of sensors located at three levels of each rack: top, middle, and bottom on
both sides of the rack: front (rack inlet) and back (rack outlet). Thus, there are two files
storing environmental block parameters for each type of server room. The first file is for
air temperature correction factors, and the second one is for airflow correction factors.
The rows in the files are titled: Rack[XX].[ZoneName] [SideName], where
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• XX is a number of a rack, on which the sensor is located;

• ZoneName is a name of a level: Top, Mid, Bot, in which the sensor is located;

• SideName is a name of a rack side: Front, Back, on which the sensor is located.

The modelling toolbox is extensible, that means that new files storing the blocks
parameters can be added to the toolbox.

3.3.6 Constructors

The modelling toolbox provides procedures which help construct models of data centres of
different configurations in a relatively easy way. Those procedures work as constructors.
They use existing building blocks and input/output blocks to construct new blocks and
models. The models represent data centre components of different levels from the server
to the server room. All constructors are implemented as MATLAB scripts and collected
in a specific place in the toolbox. The rest of this subsection presents three types of
constructors: server constructor, rack constructor, and server room constructor.

Server Constructor

The current edition of the modelling toolbox deals with simplified server models con-
structed only from CPU and Server Fan blocks since CPUs and Server Fans are server
components of interest in this work. Thus, the server constructor uses information about
the number and type of CPUs and Server Fans mounted on the modelled server. Besides
that, the Server constructor utilises the parameters file to set parameters of CPU and
Server Fan blocks according to their pre-defined types.

The server constructor goes through the following actions:

• it takes the pre-defined number of CPU blocks of pre-defined types from the toolbox
and adds them to the model;

• it configures the internal parameters of the CPU blocks according to their types;

• it takes the pre-defined number of Server Fan blocks of pre-defined types from the
toolbox and adds them to the model;

• it configures the internal parameters of the Server Fan blocks according to their
types;

• it configures all communications between CPU blocks and Server Fan blocks.

The Server constructor supports the extensibility of the modelling toolbox since it
creates new blocks which can be added to the toolbox. Moreover, the server blocks
demonstrated in the subsection dedicated to Building Blocks were created by the server
constructor.
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Rack Constructor

The modelling toolbox provides the Rack constructor creating models of racks of different
configurations. A typical rack works as a container for a set of servers, and it is an
essential element in each data centre. The rack model aims to organise Server blocks
forming the rack in one model location and configure their inputs, which are the workload
of all its CPUs, rotational speeds of all server fans, and the air temperature at the server
inlet. Configuration of the inputs depends on the model intention and can base on
measured data stored in files, modelled values, or control signals.

Such input as air temperature at the server inlet depends on the level of detail which
means that some groups of the servers can be considered as located in the same tem-
perature area; thus, they can get the same input value responsible for the server inlet
temperature. Therefore, the Rack constructor requires information about the number
of those areas or zones where the inlet temperature is the same for all servers. The
constructor also uses information about the number and types of servers in each zone.

The rack constructor goes through the following actions:

• it takes the pre-defined number of server blocks of pre-defined types from the tool-
box and adds them to the model;

• it configures only correction factors (kCF ) according to the location of the servers
in the rack, since the internal parameters of server components are configured
according to the server types before adding to the toolbox;

• it configures inputs for all servers in the model by adding the pre-defined input
blocks or ports for communication with other models;

• it configures outputs for all servers in the model by adding the pre-defined output
blocks or ports for communication with other models.

When the model of the rack is ready it can be added to the toolbox for further use.

Server Room Constructor

The modelling toolbox provides the Server Room constructor, which supports the mod-
elling of a typical server room as a group of server racks and a set of cooling units
organised according to the layout of the cold/hot aisles. In such a layout, the main idea
is to isolate the hot air inside the hot aisle in the server room and supply it directly to
the return ducts of cooling units. Understanding the airflow management model is very
important because when modelling such a system, it is necessary to consider the distribu-
tion of hot and cold air masses within the server room and calculate the air temperature
separately for cold and hot aisles.

The Server Room constructor creates the server room model to simulate the thermal
behaviour inside the modelled room and the power consumption of individual components
and the entire server room. The constructor requires the number of rack rows in the server
room, the number and types of racks in each row, as well as the number and types of
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coolers corresponding to each rack row or group of rack rows as input values. Besides
rack rows and sets of coolers, the Server Room model comprises environmental blocks
calculating the air temperature and humidity, as well airflow at the inlet and outlet of
each rack.

The Server Room constructor goes through the following actions:

• it takes the pre-defined number of rack blocks of pre-defined types from the toolbox
and adds them to the model (all parameters, inputs and outputs are configured for
the specific rack types before adding to the toolbox);

• it takes the pre-defined number of cooling unit blocks of pre-defined types from the
toolbox and adds them to the model (all parameters are configured for the specific
types of cooling units before adding to the toolbox);

• it takes the pre-defined number of environmental blocks such as air temperature,
airflow and humidity blocks from the toolbox and adds them to the model;

• it configures correction factors for each environmental block according to its location
in the server room;

• it configures all communications between blocks in the Server Room model.

When the model of the server room is ready it can be used for testing some hypotheses
and control strategies, and saved for further use.

3.4 Modelling Toolbox: Case Studies

This section deals with model examples developed with the modelling toolbox. The
models aim to simulate the thermal behaviour and estimate the energy consumption in
two different modules of the RISE ICE Data centre located in Lule̊a, Sweden [72]:

• Module 1 consists of IT equipment organised into two rows of racks providing hot
and cold aisles layout for air cooling system [73];

• EDGE module is a fully contained data centre including two server racks which
separate the container into hot and cold aisles; a Computer Room Air Handler
(CRAH) supplies cold air into the data centre module [4].

The section also demonstrates the use cases of developed models to examine different
control and maintenance strategies. As models and their applications are mainly con-
sidered in the papers included in the thesis, this section only gives short descriptions of
those case studies with references to the corresponding works.

5511695_Inlaga_NY.indd   515511695_Inlaga_NY.indd   51 2022-09-21   08:222022-09-21   08:22



40 Modelling Toolbox

Cooling Strategy with Humidity Control: Paper C

Paper C contains the first mentions of the Simulink library, which later grew into the
modelling toolbox. However, this paper provides models simulating the behaviour of an
imaginary data centre under different control strategies. This work demonstrates realistic
modelling results but does not verify the models. All the following articles work with
models of the actual data centres and develop them based on the modelling toolbox under
consideration.

This paper investigates and describes the role of humidity control in data centres. Its
main contribution is it provides the theoretical basis for modelling the free-cooled data
centres. It suggests the Humidifier block and blocks for estimation humidity inside the
data centre. The model of the free-cooled data centre supports the analysis of differ-
ent cooling strategies with flexible humidity control. The paper also demonstrates that
the control strategy inspired by proposed models and methods could reduce the energy
consumption on the cooling.

3.4.1 Module 1 Modelling

This subsections deals with models of Module 1 in RISE ICE data centre and checks
cooling strategies using those models.

Model Creating Process: Paper B

Paper B gives the early holistic description of the modelling toolbox in its current edition.
It provides the complete model for Module 1 in the RISE ICE data centre; its organisation
and equipment are described in [73]. The model construction is based on the layout of
Module 1 shown in Figure 3.15 and a list of its actual equipment. The model contains:

• ten rack blocks, each of which estimates the power consumption of the correspond-
ing rack, the temperature of all its CPUs, and heat amount produced by them;

• four cooling unit blocks, each of which evaluates the power consumption of the
respective cooling unit and cold quantity supplied by the cooler;

• ten temperature blocks, each of which calculates air temperature in six areas on
the rack: three on the front side corresponding levels (top, middle, bottom), and
three on the backside.

Paper B also demonstrates that, after adjusting the parameters, the Module 1 model
realistically simulates thermal behaviour: evolution of CPUs temperature and air tem-
perature in areas corresponding to the location of the sensors in Module 1; and power
consumption of racks and coolers.

Since the model generates similar data to the actual measurements, it is becoming
suitable for examining energy efficiency of control strategies. For example, Paper B
demonstrates the use case of the Module 1 model to analyse the existed cooling scheme
in the module and suggest a more energy-saving one.
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Figure 3.15: Layout of Module 1: Top View

Strategies of IT Load Distribution: Paper D

Paper D focuses on investigating the impact of IT load distribution among servers on
the energy consumption of data centre cooling systems. The first stage of the work is to
utilise the modelling toolbox to develop a model of Module 1 of RISE ICE data centre
with the structure presented in Figure 3.15. The paper also demonstrates the reliability of
the developed model by comparing the modelling results with the actual measurements.
The second stage is to use the reliable model as an alternative to the live data centre at
testing the hypothesis that some control strategy can save energy.

The strategy tested in Paper D consists in dividing the area at the rack inlet and the
space of the racks themselves into three zones: top, middle, and bottom, and setting the
CPUs workload depending on their location. As inlet air temperature affects the CPU
temperature, those placed in areas with lower temperatures (bottom of the racks) can
get a higher workload than those located in higher temperature areas (top of the racks).
Paper D examines this strategy in the data centre model and confirms its applicability
to saving energy in data centres. That is, this work demonstrates that taking the CPUs’
location into account in the distribution of IT workload among the CPUs leads to less
heating of the processors at the unchanged total IT load and reduces the utilization of
the cooling system and its energy consumption. Thus, distributing IT workload among
computational resources should care about their location.

3.4.2 EDGE Module Modelling

This subsection gives results of modelling the EDGE module in RISE ICE data centre.
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Modelling the Server in EDGE module: Paper E

Paper E suggests the first version of the server model for the EDGE module. The
servers used in the module differ from those in Module 1. This paper focuses on the
power model of the server and proposes data-driven methods to estimate the internal
parameters for blocks forming the server model. Those parameters are difficult to define
using data sheets of data centre components. Paper E proposes two procedures for
parameter estimation at server power modelling. The modelling toolbox is extended
with two scripts implementing the estimation of parameters as suggested in Paper E.
This work also demonstrates the results of modelling the server in the EDGE module
and compares them with data measured in the module.

Modelling the EDGE module: Current Work

After modelling the power consumption of individual servers, the natural continuation
is to model the power consumption of the whole EDGE module. In [74], the power
model of the EDGE module is used in combination with models photovoltaics, battery
storage, and central grid to evaluate and validate distributed intelligent control of edge
data centres.

The next step is to provide the holistic model of the EDGE module. The model is
supposed to simulate thermal behaviour inside the module and power consumption of
individual components and the whole module. I start with modelling the server used in
the EDGE module; the server layout is shown in Figure 3.16.

Figure 3.16: EDGE Module Server: Layout
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The server model corresponds to the layout shown in Figure 3.16 but contains only
CPU and Server Fan blocks as they mainly influence the energy consumption and tem-
perature of the server. Each server in the EDGE module is equipped with 12 server fans
since it contains 6 server fan slots with 2 server fans in each. The CPUs location defines
that CPUs are primarily cooled by a group of server fans located in five server fan slots
on the right. The Server Constructor is used for building the server model corresponding
to the server layout. Figure 3.17 demonstrates the developed server model.

Figure 3.17: EDGE Module Server: Model

The next step in preparing the server model is setting its parameters.
Firstly, the techniques described in Paper E are used to select internal parameters for
the CPU and Server Fan blocks. These parameters primarily influence on modelling
of the server power and energy consumption. Figure 3.18 demonstrates that modelling
results are realistic and close to actual measurements. The modelling results tend to be
lower than the measurements since the model cares only about the energy consumption
of CPUs and server fans, while the actual server contains other components consuming
energy. Thus, one of the prospects for future work on the modelling toolbox is enhancing
the server model by adding modelling blocks for new components, such as Random Access
Memory (RAM) plates and hard drives.
Secondly, the parameters estimation procedure explained in Paper B is used to select
correction factors for airflow from server fans reaching the CPUs. These coefficients
influence on modelling of the CPU temperature. The procedure is performed for each
CPU on the server, and correction factors (kCFM) are stored in the specific file to be
used later for modelling the given server. Figure 3.19 demonstrates the modelling results
compared with actual measurements. Both graphs for each CPU demonstrate a similar
trend, but it is also clear that the model requires enhancing and additional analysis of
actual measurements to reveal which server fans are primarily responsible for cooling the
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certain CPU. It is one of the prospects for future work on the modelling toolbox.
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Figure 3.18: EDGE Module Server: Power and Energy Consumption

In future work, I plan to concentrate on the following aspects:

• modelling the environmental conditions inside the EDGE module, such as air tem-
perature at the inlet and outlet of racks; airflow inside the module; humidity inside
the module;

• modelling such components of the cooling system as CRAC units, chiller, heat
exchanger, pumps, and cooling tower and their influence on energy consumption
and air conditions inside the EDGE module;

• modelling the energy consumption of the whole module together with the cooling
system;

• developing a variety of procedures for parameter estimation, such as statistical
methods, optimisation methods, and neural networks.
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Figure 3.19: EDGE Module Server: CPUs Temperature
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Chapter 4

The Control Toolbox

This chapter concentrates on the controlling toolbox, which provides the implemen-
tation of individual controllers or agents, which is the same in the context of this work.
The thesis accepts the agent concept suggested in [75]: the agent is an entity continu-
ously interacting with its environment: it perceives the environment through sensors and
acts upon that environment through actuators. Such intellectual agents provide ways to
address challenges emerging in Cyber-Physical Systems [76].

The agents-controllers in the controlling toolbox aim to make decisions about the most
energy-saving actions in different situations and predict failures in devices under control.
This work proposes the reinforcement learning approach to agents’ decision-making and
the hybrid fault detection method. Thus, this chapter gives a general description of the
reinforcement-learning technique, the workflow of the agent development, and a descrip-
tion of Simulink blocks supporting this process. The chapter also describes the hybrid
fault detection technique and Simulink blocks implementing the detection of failures in
components under control. These Simulink blocks form the controlling toolbox.

4.1 The Control Toolbox: Background

4.1.1 Reinforcement Learning Approach

This subsection describes the basic ideas of reinforcement learning that define the decision-
making process adopted by controllers in the control toolbox. In such an approach, the
controller is called an agent; the surroundings comprising everything outside the agent
are called the environment; the decision-making process assumes the continuous interac-
tion between the agent and its environment to achieve a maximum reward. Figure 4.1
demonstrates the agent-environment interaction, which consists of the following:

• at the beginning, the agent gets information about the state of the environment,
observations (O0);

• based on observations, the agent decides on the action to take (A0);

47
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48 The Control Toolbox

• after the action At is applied, the agent receives from the environment an observa-
tion of the changed state (Ot+1) and a produced reward value (Rt+1);

• based on the new observation and reward value, the agent decides the following
action.

The process of sequential decision-making continues throughout the lifetime of the agent-
environment system [77]. The interaction can be represented as the sequence:

O0, A0, O1, R1, A1, O2, R2, A2, ...

Figure 4.1: Reinforcement Learning: Agent-Environment Interaction

Understanding the main aspects of the reinforcement learning approach is essential
for the development of the agents. Thus, the rest of the subsection focuses on such
concepts as Markov Decision Process (MDP), states and observations, immediate reward
signal and value function, and policy and reinforcement learning algorithms.

Markov Decision Process

MDP is a mathematical formalization providing the model of the decision-making process.
The decision-maker acts in an environment and influences its states by performing some
actions. Changing the state depends partially on made action and partially on random
conditions. The state of the environment affects the immediate reward obtained by the
agent. That is, the MDP is the mathematical framework for reinforcement learning
problems.

A Markov Decision Process model contains:
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• S – a set of possible environment states;

• A – a set of possible agent actions;

• R : S × A → R – a reward function of state and action;

• Tr : S × A → S – a deterministic transformation function, which specifies a new
state for each state and action,
or
Tr : S × A → Pr(S) – a stochastic transformation function, which specifies a
probability distribution over next states, P (s′|s, a).

States and Observations

States and observations primarily relate to the environment. The state is the informa-
tion defining the environment at a certain time point; this information determines the
development of the agent-environment system at the next time point. The state at the
determined time is predetermined by all the history of the agent-environment interaction
till that time and contains all useful information from the history. In that case, the state
has Markov property, since its value in the next time point depends only on the present
state, because the whole history is inside the state.

As depicted in Figure 4.1, the environment provides its agent with observations of its
states. Only in simple cases, observations fully coincide with states. In those cases, the
environment is fully observable; that is, the agent directly observes the environment state.
Formally, the sequential decision-making process with a fully observable environment
state is a Markov Decision Process (MDP). Often the complete environment states are
not able to be observed or too complex for processing. In such a case, the observations
differ from the environment states; the environment is partially observable, and the agent
indirectly observes the environment. Thus, the sequential decision-making process is a
Partially Observable Markov Decision Process (POMDP).

Reward and Value Function

A reward is just a quantitative objectification of the goal of the agent at each time step.
As shown in Figure 4.1, the environment provides the agent with the reward, which is
just a single number defining how good or bad the current environment state. As the
state is the response to the action performed by the agent, the reward also describes that
action. Thus, the decision on the action selection relies primarily on the value of the
immediate reward; its value is defined by a stochastic or deterministic function of the
environment state and the agent action.

Whereas the immediate reward is an important descriptor of the environment state,
its more significant quantifier is the total amount of reward an agent can expect to
accumulate in the long run, starting from that state. Such an expected total reward is
called a value. In terms of value, the agent thinks about the long-term rather than the
short-term benefit. According to [77], the value is calculated as in the following equation:
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Q(St, At) = R(St) +
T∑
i=1

γi ·R(St+i) (4.1)

In (4.1),

• R(O) is the reward function of the environment state represented as observation
O.

• γ is a discount rate (0 ≤ γ ≤ 1) determines the present value of future rewards: the
reward received i step in the future is reduced by γi−1 times. If γ = 0, the agent
maximises only immediate rewards; if γ = 1, the agent takes future rewards into
account more strongly; the agent becomes more farsighted future.

• T is a number of time steps (T ≤ ∞). If T = ∞ the infinite sum in (4.1) has a
finite value, if and only if γ < 1.

The agent in the reinforcement learning paradigm always aims to select the action that
produces the most reward in the long term.

Policy and Reinforcement Learning Algorithm

An action is an effect that the agent has on the environment and changes its state. The
goal of the learning agent is to determine the way of selecting optimal actions in given
states of the environment. For that aim, the agent uses the policy, which is a function
that maps a set of observations to a set of actions. The policy function is defined by
the selection of the function kind and tuning of the parameters. The agent involves a
reinforcement learning algorithm, its goal is to adjust the policy parameters so that the
most optimal action is taken for each observation. The algorithm takes into account the
action, the observations from the environment, and the amount of reward collected.

The reinforcement learning algorithms support three approaches [78]:

• Policy-based approach: the reinforcement learning algorithm trains the policy
which takes in the observations and outputs actions. It works for continuous action
space.

• Value-based approach: the reinforcement learning algorithm estimates the value
function of every possible action at a given observation and the policy consists in
the choosing the action with the highest value. It works for finite action space.

• Actor-critic approach: the reinforcement learning algorithm trains the policy to
select the best action at the current observation as in the policy-based approach,
then it estimates the value function of the observation and the chosen action as in
the value-based approach as in the value-based approach. It works for continuous
action space.
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4.1.2 Hybrid Fault Detection Method

Fault Detection and Diagnosis (FDD) is a study dealing with automated and robust
methods to detect and diagnose faults in different systems. The idea of a hybrid FDD
method is proposed in Paper H included in the thesis. That paper describes model-
based and data-based FDD methods in detail and gives the motivation for utilising the
hybrid FDD method. Not to repeat the paper here, I offer only a short description of
the method.

The hybrid approach to FDD consists in combining the model-based and data-based
methods and goes through two stages:
The first one generates datasets comprising records of both ordinary and fault cases
that appeared during the system’s work. This stage relies on an appropriate model
as a substitute for the target system and determines which types of anomalies will be
diagnosed and predicted.
The second stage selects a machine learning algorithm or ensemble for faults detection
and trains them on the generated data. The proposed hybrid approach is supposed also
predict the type of anomaly since the generated data contains records referring to specific
faults.

4.2 The Control Toolbox: General View

The control toolbox works in cooperation with the modelling toolbox to build the co-
simulation platform, which supports the development and validation of distributed auto-
mated control systems in energy-efficient data centres. The control toolbox is organised
as the graphical Simulink library comprising blocks for constructing agents control the
work of data centre components. That library consists of two sets of tools:

• RL toolkit supports the development of Reinforcement Learning (RL) agents
working with individual data centre components according to the design of MAC
described in Section 2.3 and demonstrated in Figure 2.1.

• FDD toolkit maintains the engineering of the fault detectors in data centre com-
ponents.

The rest of this section describes those sets of tools in detail.

4.2.1 RL toolkit

This subsection provides the main stages of the agent development process as well as a
description of Simulink blocks supporting this process.

RL workflow

The reinforcement learning workflow addresses two main components: the environment
and the agent, and goes through the following stages:
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• setting up the environment that includes observations the environment can provide
and the reward it gives at each observation;

• establishing the agent that includes defining the policy and selecting the reinforce-
ment learning algorithm;

• training the agent in interaction with the environment;

• deploying the agent into the system: agent-environment.

The next subsection describes the tools supporting the process of the RL agent de-
velopment.

RL toolkit: components

The Reinforcement Learning toolkit contains following groups of components:

• Simulink blocks and Matlab scripts for constructing the environment;

• Simulink blocks and Matlab scripts for development of the agents.

Environment components

Figure 4.2: Controlling Toolbox: Environment Model

The core element in this group is an environment constructor which is a Matlab script
building the environment model from the following blocks:

• a building block from the modelling toolbox defining the environment of the agent;
for example, the agent controlling server fan or group of fans considers the model
of server as the environment; Figure 4.2 demonstrates that model of a server is a
key component of the environment model;

• an observation block defining which values provided by the environment form the
environment state to the agent; in Figure 4.2, the block EnvStates plays the role
of the observation block for the server fan agent;

• a reward block defining a reward for the environment is in the certain state; in
Figure 4.2, the block EnvReward plays the role of the reward block for the server
fan agent.
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In Figure 4.2 both blocks: EnvStates and EnvReward are taken from the control
toolbox at time of constructing the environment model. The toolbox also contains other
blocks for defining observations and rewards. The formed environment block takes as
input the value of server fans rotation speed, which is defined by the action the agent is
selected for performing; the block returns as output the vector of reward and environment
states. The reward block and observation block for the server fan agent are described in
Paper G included in the thesis.

Agent components

The core element in this group is a reinforcement learning algorithm since it defines
the whole strategy of agent training. The algorithm also restricts sets of environment
states and agent actions since some algorithms are suitable only for a finite number of
them. The algorithm also defines the policy.

The current edition of the control toolbox contains implementations of two algorithms:
the SARSA algorithm and the Q-learning algorithm.

SARSA algorithm works for finite state and action spaces. This algorithm uses
every element of the quintuple (St, At, Rt+1, St+1, At+1), that make up a transition from
one state–action pair to the next. This quintuple gives rise to the name SARSA for the
algorithm [77]. This algorithm updates the state-action value function Q based on its
previous estimates by (4.2).

Q(St, At) ← Q(St, At) + α · [Rt+1 + γQ(St+1, At+1)−Q(St, At)] (4.2)
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Q-learning algorithm also work for finite state and action spaces. But unlike the
SARSA algorithm, the Q-learning algorithm updates the state-action value function Q
based on the maximum value of previous estimates of the function Q for all actions
acceptable from the state St+1. The update is performed by (4.3).

Q(St, At) ← Q(St, At) + α ·
[
Rt+1 + γmax

A
Q(St+1, A)−Q(St, At)

]
(4.3)

Both algorithms are implemented as base functions for the Simulink block S-function.
That block implements the agent and forms a part of the controlling toolbox. The pool of
algorithms can be extended with more reinforcement learning algorithms, and new agents
can be added to the controlling toolbox. My aim here is to demonstrate the toolbox is
capable of providing the agents.

Agent training

The control toolbox provides the agent trainers implemented as Matlab scripts. The
trainer develops the model combining the agent and the environment, sets up their com-
munications, and prepares the model for the training. Figure 4.3 demonstrates the model
arranged for agent training. The training script runs the model which starts the rein-
forcement learning algorithm included in the agent. The model works until all possible
state-action pairs are visited a predetermined number of times close to infinity to guar-
antee the convergence of the algorithm to an optimal policy and action-value function.

The fully trained agent gets a table representing the state-action value function. The
table rows correspond to the environment states, the columns are for actions, and each
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Figure 4.3: Agent training model

table cell contains the value of the state-action function (Q(S,A)). The policy for this
agent is simple: for each state, it just selects the action corresponding to a maximum
value of the state-action function, that is π(S) = argmaxA Q(S,A).Thus, the agent saves
the policy as a table function which maps each state to the corresponding action.

Agent deploying
The control toolbox provides agent deployers implemented as Matlab scripts. The

deployer develops the model combining the trained agent or policy with the model of the
data centre component under control. Such models can extend the control toolbox and
be utilised for constructing complex systems. The current edition of the framework uses
only models as testbeds for agents, and future work is in deploying the agents to actual
controllers to work in a live data centre facility.

4.2.2 FDD toolkit

This subsection provides the main stages of the proposed hybrid fault-detection and
diagnosis method as well as a description of Simulink blocks supporting this process.

Hybrid FDD method workflow

The hybrid Fault Detection and Diagnosis method combines model-based and data-based
methods and goes through the following stages.

Model-based data generation, which in turn divides into several steps:

• defining which data are essential for detecting faults

• specifying the structures for collecting the data
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• constructing the model for generating the data

• developing the algorithm for gathering the data

• running the script implementing the algorithm of data generation

Data-based fault detection, which in turn goes through the following steps:

• selecting the ML algorithm or ensemble of algorithms

• dividing the generated data into training and test data sets

• training the selected algorithm on the training dataset

• estimating the accuracy of trained model on the test dataset

Prototyping the real-time fault detection system, which in turn goes through the
following steps:

• preparing the model to play the role of the live facility

• developing the fault detector block equipped with a pre-trained classifier

• testing the system on actual measurements

Paper H, included in the thesis, describes the presented process in detail.

FDD toolkit: components

The FDD toolkit contains a data generator implemented as a Matlab script. The gener-
ator prepares the model generating essential data, runs the model and stores generated
data in the pre-defined data structure. More detailed, the data generating process is
presented in Paper H included in the thesis.

The FDD toolkit also contains two Simulink blocks: the classifier trained for detection
faults in server fan operation and the server block equipped with the fault detector block.
Figure 3 demonstrates the extended server block. Paper H describes the blocks and
system of run-time fault detection built based on those blocks.

The current edition of the control toolbox supports fault detection only in server fans,
thus the FDD toolkit provides scripts and blocks maintaining the hybrid method of faults
detection only on the server level. However, the idea of using models to generate data
for further use in training the classifiers capable of revealing the failures in other data
centre equipment. Therefore, the FDD toolkit in the control toolbox can be extended
with new blocks and scripts.
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Figure 4.4: Server Block equipped with fault detector

4.3 The Control Toolbox: Case Studies

This section shortly presents examples of utilisation of the control toolbox to examine
strategies for improving energy efficiency in data centres and ways of failure detection.

4.3.1 Case Studies: Reinforcement Learning Agents

Paper G describes going through all the steps of the reinforcement learning workflow to
develop the server fan (SF) agent implementing the RL approach to decision making.
The SF agent controls one or more server fans if they operate in the same mode. Its
main objective is to minimise the power consumption of the fans under control at the
maintenance of the temperature of the respective CPU within a predefined range. Paper
G also demonstrates agents’ performance.

4.3.2 Case Studies: Fault Detection

Paper H describes the application of the hybrid approach to fault detection in the data
centres’ cooling systems, in particular in the system of server fans. The paper goes
through all steps of the hybrid FDD method: constructing the model and generating
data; selecting ML algorithms and training them; deploying the classifiers to the server
models and examining them in the real-time fault detection system.
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Chapter 5

Conclusions and Future Work

This thesis presented the research work performed to investigate approaches to in-
tegrated automated control in modern data centres addressing such issues as reliability
and sustainability. The work hypothesises that the platform supporting the development
and validation of control strategies is a core element in engineering distributed automated
control systems for data centres. The thesis proposed the development of such a platform
as a co-simulation framework consisting of two toolboxes: the modelling toolbox aimed
at constructing the data centre models and the controlling toolbox oriented at develop-
ing the controllers implementing the control strategies. Controllers are considered agents
and are supposed to work cooperatively in a multi-agent manner.

5.1 Conclusions

Based on the results provided in the thesis the research questions posed in Chapter 1 are
answered as follows:

RQ1. Why does multi-agent control suit to building automated control in data centres?
How to design the multi-agent control structure to address energy-saving and reliabil-
ity issues? How to simplify the development and validation of the multi-agent control
systems?

As contemporary data centres support modular architecture and provide clear and uni-
fied procedures for installing and replacing the components, it is unreasonable for their
control systems to remain centralised, static and rigid. Thus, the control systems in
modern data centres tend to shift to such characteristics as modularity, flexibility and
distributed nature. Those characteristics are met with a multi-agent approach to con-
trol since it comprises interacting agents, each of which has its design objectives. The
agents are autonomous and decide for themselves about actions to meet their goals in-
stead of executing the explicit instructions. The agents are also adaptable and respond
to unpredictable changes in the environment where they act. The agents can cooperate,

59
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coordinate, and negotiate with each other to achieve collective goals. Thus, the multi-
agent control as a distributed approach to organising communication and interaction of
controllers is a promising approach.

Paper A answers the question about the design of the multi-agent control. This work
focuses on the requirements of the control system and proposes its general structure by
defining the necessary types of agents with their objectives and the pattern of agents’
interactions.

Paper G answers the question of simplifying the development and validation of multi-
agent control systems. This work represents the idea and general structure of the platform
supporting the development and validation of multi-agent control.

RQ2. How to test a multi-agent approach to automated control if it is impossible using
an actual data centre as a test site? How to develop a data centre model which substitutes
a present data centre of any scale for control approaches testing?

For the purposes of control validation, the thesis considered substituting data centres
with their models. As data centres are complex, modular and scalable systems, modular,
scalable and configurable models are required. The modelling toolbox implemented as
a set of building blocks in Simulink addresses this issue. This toolbox is supposed to
provide models of components of computational and cooling systems focusing on two as-
pects: predicting the thermal behaviour in the data centres and estimating their energy
consumption. The models aim at playing the role of testbeds for different energy-saving
policies and their combinations. Therefore, the models should guarantee realistic results
and be valid and verifiable. Paper B presents the modelling toolbox exhibiting proper-
ties of modularity, extensibility, reusability, encapsulation, parameters adjustability, and
dynamicity. Once configured, the model is ready to use as a substitute for the actual
data centre for examining different control and maintenance strategies.

RQ3. How to develop individual agents controlling data centre components? Which
ways for agent decision-making can be suggested and implemented? Why is reinforcement
learning a good way to design agents? How can agent detect the faults in components
under control? Is it possible to use model-generated data to train the fault detector?

The controllers address such challenges as energy efficiency and reliability of the compo-
nents under control. This thesis proposes extending the modelling toolbox with blocks
implementing control functions. Thus the controlling toolbox appears as part of the
generic platform and aims at an accumulation of all blocks-controllers and auxiliary
blocks. The controllers implement the reinforcement learning approach to the decision-
making process. Paper F represents the idea of the reinforcement learning approach and
considers the possibility of applying it to control such components of data centres as
server fans. Paper G describes the workflow of developing the server fans controller as a
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reinforcement-learning agent and demonstrates the energy saved at utilising the trained
agents. Paper H proposes the hybrid approach to fault detection in the data centre
cooling systems using model-generated data to train the fault detection algorithms.

5.2 Future Work

In future works, the research is going to develop in the following directions: evolution
of the modelling and controlling toolboxes; developing the multi-agent communications
and interconnections; implementation of the developed control strategies to the industrial
applications.

The modelling toolbox requires extension in two ways.
The first way consists in adding the new building blocks modelling different data

centres components such as

• elements of the computational system: more detailed models of CPUs, RAM
boards, hard drives, Graphics Processing Units (GPU), and network switches;

• elements of the cooling system: chillers, pumps, heat exchangers, cooling towers,
new versions of humidifiers, and units for liquid cooling;

• elements of the power supply system: energy grid, batteries, renewable sources such
as photovoltaic.

For the former two groups of components, models are supposed to focus on the energy
consumption of modelled elements and their thermal behaviour. For the last group,
models are supposed to concentrate on amounts of produced, supplied and stored energy.

The second way consists in developing new approaches to estimating the parameters
to make the models more realistic. Here, the work goes in two directions: design and
conducting the experiments for collecting actual measurements and developing the meth-
ods of parameter estimation relying on statistical methods, optimisation methods, and
neural networks apparatus.

The controlling toolbox requires extension in three directions.
The first direction involves implementing different reinforcement learning algorithms

and developing interfaces for training RL agents. Thus, the controlling toolbox is sup-
posed to provide the library of reinforcement learning algorithms supporting the selection
of the most suitable one for each agent.

The second direction consists in developing more agents of different types such as
agents controlling air-coolers, free-coolers, CPUs workload, distribution workload among
CPUs and energy sources. This direction supposes building the new blocks implement-
ing transformation of the environment states to observations – Observation blocks, and
calculating the reward signal for each observation – Reward blocks. Constructing the
reward functions is a complicated problem on its own. Thus, the controlling toolbox is
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supposed to provide the toolkit of Simulink blocks implementing different Observation
and Reward functions and supporting the exploring of different state and action spaces
to select the most suitable ones.

The third direction is in developing the rules and algorithms for organising multi-
agent communications. The controlling toolbox is supposed to implement the Multi-
Agent Reinforcement Learning (MARL) algorithms and auction and voting procedures
to achieve multi-agency. It provides the infrastructure for developing, examining and
comparing different multi-agent procedures and algorithms.

And finally, the future work assumes the implementation of the developed control strate-
gies to industrial applications. This work supposes developing the distributed network
of physical controllers with deployed agents, which make decisions to achieve individual
goals and communicate with each other to meet the cooperative aims.
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tions for industrial agent based cyber-physical production systems,” in 2019 IEEE
International Conference on Industrial Cyber Physical Systems (ICPS), pp. 17–22,
IEEE, 2019.

5511695_Inlaga_NY.indd   795511695_Inlaga_NY.indd   79 2022-09-21   08:222022-09-21   08:22



68 References

[61] A. Mousavi, Y. Berezovskaya, V. Vyatkin, and X. Zhang, “Energy efficient decision
making in data centers with multiple cooling methods,” in IECON 2017-43rd Annual
Conference of the IEEE Industrial Electronics Society, pp. 8785–8790, IEEE, 2017.

[62] L. Parolini, Models and control strategies for data center energy efficiency. PhD
thesis, Carnegie Mellon University, 2012.

[63] G. Zhabelova, M. Vesterlund, S. Eschmann, Y. Berezovskaya, V. Vyatkin, and
D. Flieller, “A comprehensive model of data center: From CPU to cooling tower,”
IEEE Access, vol. 6, pp. 61254–61266, 2018.

[64] Z. Wang, C. Bash, N. Tolia, M. Marwah, X. Zhu, and P. Ranganathan, “Optimal
fan speed control for thermal management of servers,” in International Electronic
Packaging Technical Conference and Exhibition, vol. 43604, pp. 709–719, 2009.

[65] E. Wibron, A.-L. Ljung, and T. S. Lundström, “Computational fluid dynamics mod-
eling and validating experiments of airflow in a data center,” Energies, vol. 11, no. 3,
p. 644, 2018.

[66] H. Bhagwat, U. Singh, A. Deodhar, A. Singh, and A. Sivasubramaniam, “Fast and
accurate evaluation of cooling in data centers,” Journal of Electronic Packaging,
vol. 137, no. 1, 2015.

[67] T. Evans, “Humidification strategies for data centres and network rooms,” Schneider
Electric–Data Center Science Center White Paper, vol. 58. Available at: http:

//www.apc.com/whitepaper/?wp=58. Accessed: 2022-08-01.
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Towards Multi-Agent Control in Energy-Efficient

Data Centres

Yulia Berezovskaya, Chen-Wei Yang, and Valeriy Vyatkin

Abstract

Modern data centres consume electricity at the industrial scale; at the same time, most of
them demonstrate redundancy in energy consumption. The two most significant energy
consumers in a data centre are its computational system and cooling system. This work
focuses on techniques, which adapt the system energy use based on resource requirements
at run-time. Actually, this work is an inception phase, which determines the main re-
quirements to control the energy- efficient data centre and develops its general project.
For that aim, the general design of the multi-agent control is proposed. The different
types of agents are identified and their objectives are determined. Based on agent types
the architecture of the multi-agent control is developed and agents’ interactions are con-
sidered. The paper presents an example of an agent controlling a server fan. The agent
is examined using closed-loop co-simulation with a server model.

1 Introduction

Modern data centres consume electricity at the industrial scale; at the same time, most
of them demonstrate redundancy in energy consumption [1]. High power consumption in
data centres not merely leads to high power bills but also causes a negative environmental
impact.

The two most significant energy consumers in a data centre are its computational
system and cooling system [2]. The optimisation of electricity use in these systems
is the most promising way to improve the energy efficiency in the data centres. The
energy use of both systems depends on the type of equipment and power management
strategies. Therefore, the selection and installation of modern energy-saving equipment,
both computational and cooling, play a significant role in improving the energy-efficiency
of the whole data centre. This work focuses on techniques, which adapt the system energy
use based on resource requirements at run-time and the study and selection of the energy-
saving equipment is out of scope of this work.

As data centres constitute a part of the energy grid, their energy efficiency is not only
about reducing power consumption but also about satisfying some constraints formed
by energy infrastructure. In addition, the control strategies should be capable of smart
distribution of data centre workload, which considers the variations of electricity price
depending on the time of the day, day of the week or some other factors. These methods
enable reducing power bills. However, some cases assume additional constraints from
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the energy grid such as power profile, which cannot be exceeded, or potential force-
majeure circumstances. Therefore, the control strategies should be capable of handling
such situations saving high availability and reliability of the data centres.

The energy-efficient control in data centres handles the following tasks:

• reducing the energy consumption of individual server fans by adjusting their rota-
tion speed to the actual temperature of corresponding CPUs;

• reducing the energy consumption of individual cooling units by adjusting their
utilisation to actual IT-load;

• reducing the energy consumption of server room cooling via adaptive control of the
joint action of free-cooling and ordinary air-cooling;

• reducing the energy consumption of individual servers by using the dynamic voltage
frequency scaling (DVFS);

• detecting idle servers and partial or complete deactivating them;

• reducing the number of working servers by resource management techniques such
as virtualisation, scheduling, consolidation;

• reducing power bills via smart distribution of data centre workload considering
variations of electricity price;

• sustaining high availability and reliability of the data centres at the constraints
from the energy grid.

Therefore, the energy-efficient control in data centres deals with the distributed systems of
interdependent components. Such systems are too complex for centralised management;
however, there exist distributed methods, for example, multi-agent control. Multi-agent
systems consist of interacting agents, each of which has own design objectives. The
agents are autonomous that is each of them decides for itself how it should act to meet
the objectives instead of executing the explicit instructions. The agents are adaptable
that is they can respond to often unpredictable changes of environment where they act.
Goals and motivations of agents can be very different, therefore agents require the ability
to cooperate, coordinate, and negotiate with each other as people do [3].

As this work is the inception phase, its goal is to develop a design of the multi-agent
control for the energy-efficient data centre. The process of design making is as following
stages:

1. identifying the different types of agents and determining their objectives;

2. developing the architecture of multi-agent control and agents’ interactions.

The paper also demonstrates the possibility of testing the multi-agent control system
under development. For this aim, a simple agent for control a server fan is developed.
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The agent is tested using closed-loop co-simulation. In the co- simulation, a model of a
server presents a plant. The model is developed utilising a modular Simulink toolbox,
which is described in our previous work [4]. This toolbox contains blocks modelling
the main components of data centres and enables constructing the data centres of any
configuration from the blocks. The agent has simple logic and does not show remarkable
results, but it is just an example. The development of decision-making algorithms for
each agent type as well as strategies of agents interactions are the subjects of future
works.

The rest of this paper is organized as follows. Section II provides an overview of related
works in the area of energy- effective techniques in data centres and describes novelty
and main features of the multi-agent control system under discussion. Section III defines
the necessary types of agents and their objectives. Section IV describes the architecture
of multi-agent control and agents’ interactions. Section V presents the implementation
and preliminary results of the server fan control agent. Section VI gives the results and
conclusions.

2 Relative Works

This section considers works, which concentrate on adaptive methods for energy-efficient
control in data centres. For computational systems, adaptive methods fall into two
groups: hardware-based techniques and software-based techniques. The first group in-
cludes dynamic performance scaling methods such as Dynamic Voltage Frequency Scaling
(DVFS) for servers [5] and partial or complete dynamic deactivation of idle components
[6]. The second group comprises resource management techniques such as virtualisation,
scheduling, consolidation [7, 8, 9], which aim at maximising the utilisation of working
servers and minimising their number. These methods achieve energy saving by switching
off idle servers at maintaining data centre performance at a defined level.

As for cooling systems, this work focuses on air-cooling, which is the most popular
cooling method in data centres [10]. The adaptive techniques aim at flexible adjusting
the utilisation of cooling units to actual IT-load [11] and the rotation speed of server fans
to the actual temperature of corresponding central processing units (CPUs) [12]. Besides
free cooling, which supplies the outside air directly to the server room, improves the
energy efficiency of the cooling system in regions with cold climate [13, 14]. Moreover,
the use of economizers allows free cooling at a higher temperature of outside air [15].
Therefore, adaptive control of the joint action of free-cooling and ordinary air-cooling is
one more promising approach [16, 17].

The previously mentioned techniques are effective but they deal with the only indi-
vidual components and sub- systems of data centres. This work proposes the project of
the system, which is intended to provide energy-efficient control of the whole data centre.
The system aims at tuning the operation modes of the joint action of cooling compo-
nents and computational nodes to reduce energy consumption, as well as sustaining high
availability and reliability of the data centres at the constraints from the energy grid.
The system combines ideas from the previous two paragraphs to achieve comprehensive
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energy saving in the main subsystems of data centres. The system under control is too
complex for centralised management, thus this work suggests developing the multi-agent
control system. To the best of the authors’ knowledge, no other technique supplies the
comprehensive energy-efficient control of the data centre.

3 Agents

This section concentrates on identifying the types of agents, which form the multi-agent
control under development. As shown in Fig.1, the server room of a datacentre can be
considered as a cyber-physical system composed of the following modular components:

1. set of server fans distributed on servers;

2. cooling units installed in a server room as for ordinary air-cooling and free-cooling;

3. set of servers distributed on racks;

4. additional electricity sources such as batteries and autonomy electricity sources to
satisfy the energy grid constraints.

Multi-agent control is one method of the handling the complexity and the composition
of the server room. For the server room, the following types of agents were identified to
be necessary: Server Fan agent, Air-Cooling agent, Free- Cooling agent, Computational
Node agent, Workload Distribution agent, Energy Sources agent. The next subsections
describe the agents in details.

Figure 1: The target system for the multi-agent control
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3.1 Server Fan agent

Server Fan (SF) agent controls one or more server fans if they work at the same mode. Its
main objective is to minimise the power consumption of the fans under control at main-
tenance the temperature of the respective CPU within a predefined range. To achieve
the main objective, the agent adjusts the rotation speed of server fans under control to
the actual temperature of the respective CPU.

Figure 2: The Server Fan agent

The SF agent determines the server fan rotation speed measured in Rotations Per
Minute (RPM) based on information about the temperature (T CPU) and utilisation
(Util CPU) of the corresponding CPU and the temperature at CPU inlet (T in). As the
RPM agent possesses information about the server, it can achieve the additional goals,
which are fan failures prediction [18] and detection of conditions where it is necessary to
request for additional cooling from the central cooling system. Fig. 2 shows the diagram
of the SF agent.

3.2 Air Cooling/Free Cooling agents

Air-Cooling (AC) and Free-Cooling (FC) agents control the air-coolers and free-coolers,
respectively. They are quite similar and differ only by cooling units under control and
inner parameters. Their main objective is to minimise the power consumption of the
cooling system in the server room by selecting the air-cooling or free-cooling or mixed
cooling [16, 17] and adjusting the load of the selected cooling method to actual IT-
load. The agents should maintain the inner temperature of the server room within the
predefined range.

Fig. 3 demonstrates the diagram of AC and FC agents. They take information about
the outside temperature (T out) and server room (T SR) temperature and interact to
decide which cooling mode is more efficient at existing conditions. Then the agent, which
is responsible for selected cooling mode, adjusts a load of coolers. Instead of one value of
the server room temperature, the agents get a vector of temperature values in different
areas inside the server room and use it to decide about the load of the corresponding
coolers. In addition, the agents receive requests on extra cooling from SF agents and
consider them at the decision making process. As AC and FC agents possess information
about temperature distribution inside the server room, they can achieve the additional
goals, which are the detection of hot spots inside the server room and the prediction of
cooling units’ failures.
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Figure 3: The Air-Cooling and Free-Cooling agents.

3.3 Computational Node agent

Computational Node (CN) agent controls the CPU and its main objective is to minimise
the power consumption of the CPU by adjusting its frequency and voltage. The agent
should also keep in mind the requirements to the CPU performance. The CN agent
decides about the voltage and frequency being set to the CPU based on its workload
(Util CPU) and temperature (T CPU), which it gets as inputs. The agent also corrects
the workload and conveys it to the CPU and the SF agent. As the CN agent possesses the
information about the actual workload on the CPU, it can implement additional goals,
namely detection of conditions where it is necessary to request for redistribution of CPUs
workload and deactivation of the CPU because of its idleness. Fig. 4 demonstrates the
diagram of the CN agent.

Figure 4: The Computational Node agent

3.4 Workload Distribution agent

WD agent works with total IT- workload in the data centre and distributes it between
CPUs. Its main objective is to minimise the number of working CPUs at existing re-
quirements to performance. The agent uses resource management techniques such as
virtualisation, scheduling, consolidation. It should also consider the location of the CPUs
to load on a first-priority basis those, which are in colder zones of the server room, for
example, in the bottom of racks [19]. As well as, the agent aims at minimising the power
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bills by taking into account variations of electricity price depending on the time of the
day, day of the week or some other factors. The agent prioritises the tasks and postpones
non-urgent tasks to a time when the price for electricity is low enough.

Figure 5: The Workload Distribution agent

As shown in Fig. 5, the WD agent takes as inputs the total amount of tasks for data
centre and the price for electricity, assigns the individual workload to each CPU and
provides the vector of CPUs workloads as output. Besides, the agents receive requests on
redistribution of the workload from CN agents and consider them at the decision making
process.

3.5 Energy Sources agent

The Energy Sources (ES) agent controls the additional electricity sources such as batteries
and autonomy electricity sources available in the data centre. Its main objective is to hold
high availability and reliability of the data centre at possible energy grid constraints such
as power profile, which cannot be exceeded, or potential force-majeure circumstances. As
shown in Fig. 6, the ES agent gets information about energy grid constraints and power
demand of the server room as inputs and determines the operating mode of additional
energy sources in the data centre.

Figure 6: The Energy Sources agent

4 Architecture of Multi-Agent Control

This section considers the architecture of multi-agent control in energy-efficient data
centres according to previously detected tasks and types of agents. The architecture
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represents types of agents and their interaction with each other and components of the
data centre. The detailed descriptions of the agents are given in the previous section,
this section considers their interactions. The architecture of multi-agent system is shown
in Fig. 7.

Figure 7: The Energy Sources agent

Detailed descriptions of the agents in the previous section identify the following kinds
of interaction between agents in the multi-agent system under development:

• interaction between AC and FC agents;

• interaction between the AC/FC group and SF agents;

• interaction between SF and CN agents;

• interaction between WD and CN agents.

The ES agent acts independently as it does not interact with other agents.

4.1 AC and FC Agents Interaction

As shown in Fig. 7, the AC and FC agents interact with each other to determine the
operational mode of the cooling system. They share the same environment:

EnvAC,FC = {Tout, TSR} , (1)

where Tout is the outside temperature and TSR is the vector of temperature values in
specific areas of the server room. The agents are capable of changing only TSR, moreover,
they should maintain TSR in the predefined range.
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For each cooling type, the agent holds technical characteristics as inner parameters
and cumulates experience about the cooling performance for specific conditions. Each
agent estimates the power consumption of corresponding cooling type and points based
on information about the environment and inner parameters and experience. The agents
make a group decision about cooling type using the calculated points for a voting pro-
cedure or in an auction [3]. After that, the agent-winner decides about the workload of
corresponding cooling units. In addition, the AC and FC agents interact with external
system, which is capable of processing the hot spots messages and messages about faults
in cooling systems of both types.

4.2 AC/FC Group and SF Agents Interaction

Fig. 7 shows that the group of AC/FC agents and SF agents act in different but inter-
sected environments presented by (1) and (2) respectively. Multi-agent system comprises
a set of SF agents distributed on servers. Each SF agent is responsible for own CPU, so
its environment is determined by the CPU’s properties.

EnvSF = {TCPU , UtilCPU , TSR} , (2)

where = TCPU is , the CPU temperature, UtilCPU is the CPU utilisation, and TSR is
the temperature in the server room at the CPU inlet. The AC/FC agents determine the
changes in the server room temperature. This temperature influences on decisions of the
SF agents about rotation speed of the corresponding server fans. Therefore, the AC and
FC agents indirectly affect SF agents through the environment. On the other hand, the
SF agents can directly request the AC and FC agents about the extra cooling if it is
necessary. The requests initiate the voting procedure [3] to decide about extra cooling
by AC/FC agents. In addition, the SF agents interact with external system, which is
capable of processing the messages about faults in the server fans.

4.3 SF and CN Agents Interaction

The SF and CN agents act on the same server and coordinate their efforts on optimisation
its total energy consumption. Each server is served by one or more pairs of SF and CN
agents depending on the number of CPUs mounted on the server. Each agents’ pair works
with pair: server fan and corresponding CPU. If the SF agent controls a group of server
fans, they can be considered as one fan because they operate on the same speed. As
the SF and CN agents control different components, they act in different but intersected
environments presented by (2) and (3) respectively.

EnvCN = {TCPU ,WLoadCPU} , (3)

where = TCPU is , the CPU temperature, WLoadCPU is the CPU workload, which is set
by WD agent.

The SF agent determines the changes in the CPU temperature. This temperature
influences on decisions of the CN agent. Therefore, the SF agent indirectly affects CN
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agent through the environment. On the other hand, the CN agent determines the CPU
utilisation and directly conveys it to the SF agent. In addition, the CN agents interact
with external system, which is capable of deactivate idle CPUs.

4.4 CN and WD Agents Interaction

Fig. 7 shows that WD agent and CN agents interact directly to each other. However,
the interaction is not equivalent, the WD agent acts as a coordinator for CN agents. The
WD agent distributes the CPUs workload between CN agents. The CN agents can touch
up the workload before conveying it to the CPU. Moreover, the CNagents can request
the WD agent on the workload redistribution if it is necessary. The requests initiate the
voting procedure [3] to decide about the workload redistribution by the WD agent.

5 Implementation of the Server Fan Agent

Previous sections consider general questions of development the multi-agent control; this
section presents the possible implementation of the SF agent.

5.1 Testbed

Multi-Agent Control (MAC) under development requires testing. This work considers
the closed-loop co-simulation, where plant is presented by a model of part of a server,
which forms the environment for the SF agent. Control is presented by a model of the
SF agent. Fig. 8 demonstrates the closed- loop co-simulation. In our previous work [4],
we developed a modular Simulink toolbox for modelling the data centres of arbitrary
configurations. Models built with this toolbox are capable of predicting the evolution of
the temperature of all computational nodes and the air temperature in the data centre.
As well as, they can quite accurately estimate the energy consumption of individual
components of the data centre and its total energy consumption. Besides, the models
can represent two types of cooling systems: air-cooling and free- cooling. Therefore, the
models are useful to examine multi- agent control as a whole and its agents or groups of
agents in particular.

At each time of the co-simulation, the SF agent gets from the environment the value
of the CPU temperature calculated in the CPU block by integration of equation (4):

˙TCPU =
PCPU − 1

R
(TCPU − Tin)

CCPU

(4)

PCPU = Pidle + (Pmax − Pidle)Util (5)

R =
C1

CFMk
+ C2 (6)

The heat capacity of CPU (CCPU), the peak power consumption (Pmax), and the power
consumption in idle mode (Pidle) are internal parameters of the CPU block depending on
type of the CPU. The parameters k, C1, and C2 are determined in experiments.
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Figure 8: Closed-loop co-simulation: the Server and the SF agent

The environment also calculates the energy consumption of server components. The
CPU energy consumption and the server fan energy consumption are calculated by inte-
gration of (5) and (7) respectively. Our previous work [4] describes (4) – (7) in details.

P = Pmax ·
RPM

RPMmax

3

(7)

5.2 SF Agent Implemetation

As the first version of the SF agent, we have implemented the agent with very simple
logic. The agent uses only the CPU temperature to decide about the fans rotation speed.
Table 1 demonstrates the SF agent logic.

Table 1: The SF Agent Logic
∆̄T > 0.1 T − Tlim > 0 Actions

0 0 RPM=RPM-RPM max/10
0 1 RPM=RPM
1 0 RPM=RPM
1 1 RPM=RPM+RPM max/10

In Table 1 ∆̄T is an average of changes in CPU temperature for m time steps; it
is calculated by (8). Tin is the value of CPU temperature, which th SF agent should
maintain; it is calculated by (9).

∆̄T =
m−1∑
j=0

Tj+1 − Tj

m
,m = 5. (8)

Tlim = k · Tmax, 0 < k < 1 (9)
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5.3 SF Agent Results

Figure 9: The CPU temperature and energy use: with agent and without agent

To demonstrate the SF agent performance, we prepared and run two models of the
server. The simulation time was set as 1 hour (3600 seconds). Both models get as inputs
information about the CPU utilisation and the temperature at the server inlet as MAT
files with data from the real data centre [20], which is SICS ICE data centre located
in Lulea. The models differ by setting the RPM input: in the first model RPM is a
MAT file with real data from the SICS ICE data centre, in the second one RPM are
calculated by the SF agent. Fig. 10 demonstrates the fan speed for the first model (the
red line), and the second model (blue line). It can be noticed that the agent adjusts the
fan speed, however, it seems that the fluctuations during the first part of simulation time
are too frequent. Fig. 9 shows the CPU temperature and server fans energy consumption
calculated by two models: without the SF agent (the red lines) and with the agent (the
blue lines). The agent enables saving energy consumption. For three server fans, the
energy saving is 0.0025 kWh that is 38%. However, the analysis of the temperature and
fans speed graphs shows that agent changes the fans speed too often that can lead to
fan degradation. Therefore, the SF agent requires improvement. This is the subject of
future works.
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Figure 10: The server fans rotation speed: with agent and without agent

6 Conclusion
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Modular Model of a Data Centre as a Tool for

Improving Its Energy Efficiency

Yulia Berezovskaya, Chen-Wei Yang, Arash Mousavi, Valeriy Vyatkin and Tor Björn
Minde

Abstract

For most modern data centres, it is of high value to select practical methods for improving
energy efficiency and reducing energy waste. IT-equipment and cooling systems are the
two most significant energy consumers in data centres, thus the energy efficiency of
any data centre mainly relies on the energy efficiency of its computational and cooling
systems. Existing techniques of optimising the energy usage of both these systems have to
be compared. However, such experiments cannot be conducted in real plants as they may
harm the electronic equipment. This paper proposes a modelling toolbox which enables
building models of data centres of any scale and configuration with relative ease. The
toolbox is implemented as a set of building blocks which model individual components
of a typical data centre, such as processors, local fans, servers, units of cooling systems,
it provides methods of adjusting the internal parameters of the building blocks, as well
as contains constructors utilising the building blocks for building models of data centre
systems of different levels from server to the server room. The data centre model is
meant to accurate estimating the energy consumption as well as the evolution of the
temperature of all computational nodes and the air temperature inside the data centre.
The constructed model capable of substitute for the real data centre at examining the
performance of different energy-saving strategies in dynamic mode: the model provides
information about data centre operating states at each time point (as model outputs) and
takes values of adjustable parameters as the control signals from system implementing
energy-saving algorithm (as model inputs). For Module 1 of the SICS ICE data centre
located in Lule̊a, Sweden, the model was constructed from the building blocks. After
adjusting the internal parameters of the building blocks, the model demonstrated the
behaviour quite close to real data from the SICS ICE data centre. Therefore the model
is applicable to use as a substitute for the real data centre. Some examples of using the
model for testing energy-saving strategies are presented at the end of the paper.

1 Introduction

In recent years, modern data centres formed a new type of industrial plants with a
substantial amount of energy consumption. According to [1], the data centre sector
consumed around 1.5% of the global electricity consumption in 2010. Authors of [2]
estimate the annual growth rate of energy consumption in this sector to be between
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7.5% and 20%, and even the optimistic forecast implies a significant annual increase in
electricity use. Since fossil fuel is still the main source of electricity production, the
increase of energy consumption in this fast-growing sector raises CO2 emissions, which
have a negative impact on nature [3, 4]. Nevertheless, most modern data centres consume
energy in an inefficient manner [5]. Therefore, scientific research that can lead to finding
practical methods for improving energy efficiency and reducing energy waste in modern
data centres is of high value.

With relation to improving energy efficiency in data centres, computational systems
and cooling systems are the subsystems most promising to optimise, as they are the
two most significant energy consumers in data centres [6]. Generally, a modern data
centre embodies plenty of heterogeneous computational resources consuming a significant
amount of energy such as servers and storages, thus selecting the efficient IT-equipment
and resource management techniques allows optimizing the energy consumption in data
centres [7]. On the other hand, according to recent research, the cooling system alone
consumes around 40% of total energy consumption in a modern data centre, hence the
choice of a cooling method, cooling equipment and control strategy for cooling system
determines the energy efficient data centre [3, 8]. Consequently, the energy efficiency of
any data centre mainly relies on the energy efficiency of its computational and cooling
systems.

The techniques for optimisation of the energy usage of computational systems can be
categorised as (a) Static Power Management (SPM) which relates to the hardware level
and implements the optimisation methods at the design time [7, 9]; and (b) Dynamic
Power Management (DPM) which adapts the system energy use based on resource re-
quirements at run-time [9]. The SPM is considered as getting the hardware ready for
using the DPM [7]. The dynamic power management addresses two levels: hardware and
software. Hardware-based DPM techniques include dynamic performance scaling meth-
ods, such as Dynamic Voltage Frequency Scaling (DVFS) for servers [10], or adaptive
link rate for networks [11]; as well as partial or complete dynamic deactivation of idle
components [9]. The software-based DPM implements resource management techniques
such as virtualisation, scheduling, consolidation [12, 13, 14], for minimising the number
of operating servers without performance loss thus energy efficiency can be achieved by
switching off idle servers.

At the same time, there is number of techniques for improving the energy efficiency of
cooling systems. This paper only addresses energy efficiency in air-cooled systems, as they
are the most popular cooling systems for data centres [15]. An airflow optimization is one
of such techniques reducing the coolers utilization due to separating the hot air exhausted
by IT-equipment and cold air supplied by coolers to servers’ inlet, hereby keeping the
servers’ inlet temperature in a lower level [8]. In addition, usage of raised-floors and
containment of hot aisles can improve the efficiency of the airflow optimization [16]. One
more way to achieve energy saving is to flexibly adapt the utilization of the coolers to
actual IT-load [17], as well, the local fans to the actual temperature of corresponding
CPUs [18, 19, 20]. Finally, the free-cooling supplying the outside air directly to the server
rooms is considered as an effective decision improving energy efficiency in regions with
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cold climate [21, 22, 23]. Moreover, the use of economizers allows free-cooling at a higher
temperature of outside air [24].

The energy-saving techniques mentioned in the previous two paragraphs require test-
ing their effect on power consumption in data centres. Generally, real data centres cannot
be used as a test site because such experiments may violate safety and security protocols.
In such cases, modelling allows evaluation of the energy-saving strategies [6, 25]. The
idea of this work is to develop a toolbox which enables building models of data centres
of any scale and configuration with relative ease. The models should accurately estimate
the energy consumption in data centres, along with that, for cooling strategies, it is es-
sential to predict the thermal behaviour of the server rooms under various conditions. In
this work, under the thermal behaviour, we mean the evolution of the temperature of all
computational nodes and the air temperature in the data centre. And finally, the models
should be capable of playing the role of testbeds for different energy-saving policies. To
ensure the reliability of conclusions of energy-saving, results produced by the models
should be valid and verifiable.

The toolbox bases on the modularity principle, i.e. it is implemented as a set of
building blocks which model individual components of a typical data centre, such as
processors, local fans, servers, units of cooling systems. The set of building blocks exhibits
these properties:

• extensibility: the set comprises building blocks for base individual components
of a typical data centre and it can be extended by new blocks;

• reusability: each block is a complete model of the corresponding component and
can be used both as an individual model and as an element of a more complex
model; the same block can be used several times;

• encapsulation: each block encapsulates all its parameters and equations inside
itself and interacts with other blocks and models only via its inputs and outputs;

• parameters adjustability: for each block, its internal parameters are set before
its integration into a model, parameters for blocks can be taken from specifications
of respective components, the toolbox also provides a technique to adjust some
blocks parameters using the real data;

• model evolution: during the simulation, building blocks calculate their outputs
at each time point in response to time-dependent inputs.

The toolbox also provides procedures which use building blocks for constructing mod-
els of data centres of different configurations in a relatively easy way. Designed in such
a way model is suitable for simulation of the data centre’s thermal behaviour and its
energy consumption at different levels of detail from servers to the whole data centre and
supports examining the different energy-saving strategies applied to the data centre.

To test the reliability of the toolbox and to improve the quality of the model predic-
tions, we used data from a real data centre called SICS ICE located in Lule̊a, Sweden [26].
The building blocks in the toolbox contains internal parameters which cannot be selected
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using only specifications. However, the accurate selection of values for these parameters
drastically improves the quality of both thermal and energy models. To find out realistic
values for the internal parameters, firstly, we have utilised the building blocks to con-
struct the model of Module 1 of SICS ICE research data centre. Next, we have collected
real data from the Module 1 such as the utilization of CPUs and their temperature, lo-
cal fans speed, environmental conditions, energy consumption, etc., and compared those
data with results provided by its model after simulation. To reduce the gap between real
data and the modelling results, we have applied an optimization method to adjust the
internal parameters, after that we have repeated the simulation using the model with
adjusted parameters. The comparison of new modelling results with real data has shown
that the model constructed from the building blocks simulates the SICS ICE Module 1
quite realistically.

The paper is structured as follows. Section II provides an overview of related works
in the area of modelling of data centres and describes novelty and main features of the
toolbox under discussion. Section III represents a description of the toolbox, it considers
the toolbox structure, the intention and implementation of building blocks, as well as
auxiliary blocks calculating environmental conditions, and procedure of creating data
centre models using the building and auxiliary blocks. Section IV describes the toolbox
verification, it contains a description of the testbed and its model constructed from
building blocks, as well it presents real data collected for verification the model and
compares the modelling results with actual data. Section V demonstrates the process of
adjustment of the internal parameters of the building blocks and displays comparing the
modelling results after parameters adjustment. Section VI considers the case studies and
section VII concludes the paper.

2 Related Works

There are many models to research energy efficiency in data centres. For example, in
[6], authors take the task of studying the existing literature covering more than 200
energy consumption models from individual components to whole data centres. Although
such models are essential in their own right, it is more important that they can be
incorporated into energy-efficient techniques [6]. For example, tools for simulation of
airflows and temperature distribution inside a data centre, described in [27, 28, 29, 30],
combined with its energy model, could be used in testing energy-efficient control strategies
of cooling systems. Authors of [27, 28] simulate thermal distribution and airflow using
Computational Fluid Dynamic (CFD). The CFD method requires massive calculations
and its integration into real-time control is not reasonable [29]. In [30] authors suggest a
model predicting the temperature at points inside a data centre as the superposition of
temperatures at all other outlets of racks and Computer Room Air Conditioning (CRAC)
units. Based on the model, authors in [29] propose the optimized control of CRAC units
in a data centre. Article [31] suggests a modelling framework for data centres and a
collection of MATLAB routines simulating the heat exchange within a data centre and
its energy consumption based on the framework.
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The previously mentioned models can help to improve energy efficiency in data cen-
tres. However, they are limited to control of only CRAC units’ operation modes as they
model primarily airflows and air temperature distribution inside a data centre. These
limitations can be improved by creating a data centre model, which supports the testing
of various energy-saving strategies applicable to both individual servers and the entire
data centre. The model should be capable of simulating a data centre on a server level,
namely: (1) thermal evolution of computational nodes (CPUs); (2) the performance of
local fans attached to the server for cooling the CPUs; and (3) power consumption of
the CPUs and the local fans. Also, the model simulates a server room level namely: (1)
evolution of the environmental conditions such as airflows, humidity and temperature
distribution inside the data centre; (2) performance of CRAC units and other compo-
nents of the cooling system such as chiller, heat exchanger, pump and cooling tower;
and (3) energy consumption of individual components of data centre and total energy
consumption based on dynamically changed users’ activity (IT load).

There exist comprehensive models of data centres simulating their thermal behaviour
and energy consumption. For instance, in [32] authors propose a coherent model which
covers data centre operation from CPU to cooling tower and calculates the static op-
erating states (power consumption, the temperature at inlet and outlet of servers, air-
flow through the servers and water flow from cooling units) of the data centre and its
components under various operating conditions. In [33], the authors suggest a flexible
simulation platform integrating models of power usage and thermodynamic properties
of IT-equipment and data centre facilities on different levels of detail. SimWare [34]
is a holistic simulator of warehouse-scale computers which unites detailed temperature,
power, and performance models for servers and cooling units and considers the impact of
heat recirculation and air supply timing. The models in [33] and [34] differ in approaches
to modelling the thermal distribution in the data centre, the first one uses Computational
Fluid Dynamic (CFD), whereas, the second utilises a static distribution matrix.

The models mentioned in the previous paragraph are intended to support designers
and administrators of data centres in the process of planning new infrastructure or im-
proving the existing ones. They enable the simulation of energy and thermal behaviour
of a data centre to assess its efficiency and optimise the design by adapting its parameters
after each simulation not during the simulation. The goal of this work is in developing
the model capable of substitute for the real data centre at examining the performance
of different energy-saving strategies. Most of such strategies consist of tuning control
parameters in response to the conditions change or the appearance of particular events.
Examples of such parameters are the utilisation of local fans or cooling units, and the
workload of computational nodes. During the simulation, the model provides information
about data centre operating states at each time point (as model outputs) and takes values
of adjustable parameters as the control signals from system implementing energy-saving
algorithm (as model inputs).

In [35] authors propose a simulation tool GDCSim, which implements an automated
holistic simulation technique providing online feedback for data centre design and man-
agement. GDCSim comprises cyber-physical simulation engine providing fast predictive
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models for the performance of servers and cooling units, the power consumption of data
centre components, the temperatures distribution inside the data centre in response to
control decisions made during the simulation. The models can’t predict the performance
and power consumption of local fans thus they are incapable of assessing the efficiency
of strategies aimed at maintaining the higher temperature at servers’ inlets. Such strate-
gies enable reducing the energy consumption of room cooling units, whereas the energy
consumption of local fans increases to maintain the allowable temperature of CPUs at
the cost of increased rotation speed. In fact, due to the huge number of local fans in the
data centre, the energy cost of the higher fan rotation speed can eventually surpass the
savings of reducing CRAC units’ power consumption. In this work, we propose a toolbox
applicable for evaluating the strategies related to performance and power consumption
of local fans.

Summarising all the previous discussion, this work suggests a novel modelling toolbox
which enables building models of data centres of any scale and configuration with relative
ease. The models are intended to predict the thermal behaviour and energy consumption
for different levels of data centre complexity, from a single server to server room. The
modular toolbox is implemented as a kit of Simulink blocks, modelling individual com-
ponents of a typical data centre and exhibiting the properties of extensibility, reusability,
encapsulation, parameters adjustability, and dynamical behaviour. The toolbox also
provides a technique to adjust blocks parameters, which cannot be selected using only
specifications. For a specific data centre, the model is capable to be used to examine
different control and maintenance strategies of the data centre. Before use, the model
needs to be tuned by adjustment of parameters based on real data from the data centre.
The model is also applicable for evaluating the control and maintenance strategies with
relation to local fans and their performance, fault prediction and power consumption. To
the best of the authors’ knowledge, no other modelling tool provides all the above-listed
capabilities for modelling data centres.

3 Toolbox Description

This section presents the description of the proposed toolbox for creating models of data
centres of any configuration. The toolbox is based on the modularity principle and incor-
porates the Simulink blocks divided into two groups. The first group includes building
blocks representing individual components of a typical data centre such as CPUs and
local fans to build server level models, as well cooling blocks and humidifiers to construct
models of data centre cooling systems. The second group includes supporting blocks
calculating the environmental conditions inside the data centre such as air temperature,
airflow and relative humidity. And finally, the toolbox provides procedures which use
building blocks for constructing models of data centres of different configurations in a
relatively easy way. The procedures implemented as Matlab scripts build models of data
centre components of different levels from server to the server room. They take as input
the information about component configuration, for example, type and number of CPUs
and local fans building-up a server or type and number of servers in a rack or type and
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number of racks and cooling units constituting the server room.

3.1 Building Blocks

1) CPU

The CPU block models power consumption and thermal behaviour of a real processor
unit. At each simulation time point, the block calculates CPU power consumption, CPU
temperature, and amount of heat generated by the CPU. These three values determine
the outputs of the CPU block. To motivate its inputs and internal parameters, it is
necessary to describe the internal equations estimating the block outputs.

The first internal equation of the CPU block calculates its power consumption. The
change in the CPU’s power consumption has a direct impact on change its temperature
and generated heat. According to [20, 31], the linear function of the CPU utilization
shown in (1) calculates the CPU’s power consumption close to its real values.

PCPU = Pidle + (Pmax − Pidle) · Util (1)

Equation (1) shows that the block needs input port setting the CPU utilization (Util),
and two internal parameters one for the peak power consumption (Pmax), and another
for the power consumption in idle mode (Pidle).

According to [20, 31], the CPU thermal evolution can be modelled using (2). To calcu-
late the CPU temperature, standard Simulink block Integrator uses derivative presented
in (2), and as the second input, the Integrator block takes the value of the CPU tem-
perature at the starting point of the simulation. Therefore, the initial CPU temperature
(TCPU(0)) is one more internal parameter of the CPU block.

ṪCPU =
PCPU − 1

R
(TCPU − Tin)

CCPU

(2)

Here, the value of the current power consumption (PCPU) is calculated inside the
block using (1), and the CPU temperature (TCPU) is the value of the temperature at
previous time point. The thermal resistance of the CPU (R) is calculated inside the
block using (3). The heat capacity of the CPU (CCPU) is an internal parameter of the
CPU block. And finally, equation (2) shows that the block needs one more input port
for the inlet temperature (Tin).

The equation (3) adapted from [20] models the thermal resistance of the CPU. Where
the constants C1 and C2 depend on the properties of the airflow and the CPU package;
the parameter k depends on the level of turbulence in the airflow [20]. The equation (3)
also shows that the block needs an input port for the volumetric airflow rate through the
CPU (CFM).

R =
C1

CFMk
+ C2 (3)
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The CPU block contains an internal block for calculating the thermal resistance using
(3). The parameters k, C1, and C2 are determined in experiments with this internal block
using the data about thermal resistance from [20].

Finally, the third output which is the heat amount generated by the CPU is calculated
using (4).

Q̇ = cp · fkg · (Tout − Tin) (4)

where

Tout =

(
1− 1

cp · fkg
· 1
R

)
· Tin +

1

cp · fkg
· 1
R

· TCPU (5)

Equations (4) and (5) show that the block needs two values: the air heat capacity (cp)
and the rate of air masses moving (fkg). The second value can be found by converting the
volumetric airflow rate (CFM) from cubic feet per minutes into kilograms per second.
However, before converting the CFM value, it should be corrected to determine how
much of the airflow from the local fans reach the CPU, therefore one more internal
parameter of the CPU block is the correction factor (kCFM). In real cases, this value
is less than 1 and we apply it to CFM value at the block input before converting it into
the kilograms per second. The air heat capacity (cp) is set as the constant parameter of
the block.

The toolbox also provides the auxiliary file containing sets of parameters for different
CPU types. At data centre model design, each CPU block added to the model either
leave the default values of parameters or set up them from the file.

2) Local Fan

The Local Fan block allows modelling the behaviour of the fans which are attached to
the servers and responsible for cooling the processors. The block calculates two outputs:
the local fan power consumption, and its airflow rate measured in Cubic Feet per Minute
(CFM). The rate of airflow of the local fan enters the input port of the corresponding
CPU block and helps to calculate the CPU thermal behaviour. To motivate inputs, and
internal parameters of the block, it is necessary to describe its internal equations.

The estimation of the local fan power consumption and its airflow rate are based on
the well-known fan affinity laws depicted in (6) and (7):

P = Pmax ·
(

RPM

RPMmax

)3

(6)

CFM = CFMmax ·
(

RPM

RPMmax

)
(7)

Equations (6) and (7) show that the block needs the current local fan speed measured
in Rotations Per Minute (RPM). as input. Also, it needs three internal parameters: the
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maximum local fan power consumption (Pmax), the second one is the maximum local fan
speed (RPMmax), and the maximum rate of airflow (CFMmax).

The toolbox also provides the auxiliary file containing sets of parameters for different
local fan types. At data centre model design, each local fan block added to the model
either leave the default values of parameters or set up them from the file.

3) Cooling

The blocks described in this subsection represent models of cooling units utilised in
server rooms of data centres. As in this work, we deal with air-cooling in data centres,
the cooling blocks simulate devices which ensure the supply of cold air into the data
centre. Most such devices use fans to supply cold air and vary in sources of the cold air,
for example, free-cooling systems utilise ambient air, whereas, some other systems use air
chilled by the liquid refrigerant. The cooling block identifies the number and parameters
of fans to calculate the power consumption of the respective cooling device, as well uses
temperature of cold air to estimate the chill amount supplied into the server room. Also,
the cooling block calculates the airflow rate measured in cubic meters per second.

The toolbox contains two cooling blocks, namely Global Fan block and SEE Cooler
block. The first one models a big fan ensuring the supply of outside air into the server
room. It calculates the power consumption of the global fan using the well-known fan
affinity law (6) and the amount of chill supplied by a global fan into the server room
using (4). In this equation, Tin is the temperature of outside air, and Tout is the air
temperature in the server room. The second block models the behaviour of real coolers:
SEE Cooler HDZ using in the SICS ICE data centre. It calculates the power consumption
using (6) because the main energy consumers in the SEE Cooler are fans. The block uses
(4) to estimate the amount of chill supplied by coolers into the room. In this equation,
Tout is the air temperature in the server room, and Tin is the coolant temperature. Both
blocks utilise equation (7) to estimate the airflow rate measured in Cubic Feet per Minute
(CFM), and then they convert CFM into cubic meters per second.

The toolbox also provides the auxiliary file containing sets of parameters for different
global fan types. At data centre model design, each global fan block added to the model
either leave the default values of parameters or set up them from the file.

4) Humidifier

Maintaining the humidity inside data centres within reasonable limits is vital because too
low values can lead to the accumulation of static electricity, whereas too high humidity
can cause corrosion or even short circuit [36]. Therefore, data centres utilise humidifiers
to control inside air moisture. The toolbox provides the Humidifier block, which models
the air washer system. Such systems use a veil of water droplets or wetted surface to
cool and humidify the air passing through them as a result of heat and mass exchange
between air and water [37, 38]. The Humidifier block models the power consumption of
humidifier, the temperature of the air at the air washer outlet and its moisture content
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which is the ratio of the mass of water containing in the air to the mass of dry air, wherein
the water is evaporated [37].

At calculating the power consumption, we assume that the main power consumer in
the humidifier is a pump, and it runs at a constant power which is set as the Humidifier
block parameter based on the technical specifications.

To calculate the temperature of the humidifier outlet air and its moisture content, we
have used the equations (8) and (9) respectively, adopted from [38].

Tout = Tin + η · (Tw − Tin) (8)

wout = win + η · (ww − win) (9)

Here humidifying efficiency of the air washer (η) and the water droplets temperature
(Tw) are set as the block parameters, their values can be set in accordance with specifi-
cation of the selected device. The moisture content of water droplets (ww) corresponds
to 100% relative humidity. Also, equations (8) and (9) demonstrate that the Humidi-
fier block needs following inputs: the temperature of the humidifier inlet air (Tin), and
its moisture content (win). The humidifier takes the outside air thus its conditions are
inputs to the block. As far as moisture content is concerned, it is not often possible to
find information about it, and it is much easier to obtain information about the relative
humidity of the air (RH%). Equations (10)-(12) adopted from [37] enable estimating the
moisture content (w) in the air based on its relative humidity.

RH =
PV

PSAT

· 100 (10)

PSAT = e
1500.3+23.5·T

234+T (11)

w = 0.622 · PV

Patm + PV

(12)

The equation (12) shows that block needs value of the atmospheric pressure as a
parameter.

The toolbox also provides the auxiliary file containing sets of parameters for different
air washer types. At data centre model design, each Humidifier block added to the model
either leave the default values of parameters or set up them from the file.

5) Toolbox Extension

The toolbox can be extended with new blocks. That means if it is necessary to model
a new component of a data centre such as RAM card, hard drive or some specific type
of servers, the Simulink block can be created and added to the toolbox. To be an
adequate representative of the modelled component, the block should calculate the energy
consumption, the temperature and the amount of heat generated by the component.
Thus, at creation of the block, the first thing is to determine its equations and inner
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parameters. For this purpose, it is necessary to investigate the technical specification
of modelled components, the parameters also can be adjusted using the real data. The
second thing is to construct those equations using the standard Simulink blocks and then
encapsulate them into the block. When the block is ready, it can be added to the toolbox.

3.2 Blocks Modelling Conditions Inside Data Centres

1) Temperature

This subsection describes the Temperature block evaluating the air temperature inside a
server room. At each simulation time point, the block calculates the air temperature in
a specific area inside the server room, for example, at rack inlet or outlet, as well as, at
cooler inlet and outlet, and provides those temperature values to control or maintenance
system. To describe thermal evolution, we use (13).

Tair = T0 +
1

cp ·m

(
n∑

i=1

kR,i

∫ t0+∆t

t0

Q̇Rack,i(t)dt−
c∑

i=1

kC,i

∫ t0+∆t

t0

Q̇Cooler,i(t)dt

)
(13)

This equation demonstrates that the block requires input ports establishing the
amount of heat supplied by racks (where n is the number of racks) and the amount
of chill supplied by coolers (where c is the number of coolers). The heat capacity (cp)
and air mass (m) are the constant parameters of the block. The initial air temperature
(T0) is the internal parameter which depends on initial conditions in the server room.

In equation (13), the coefficients at integrals in the first and the second sums (kR,i, i =
1, ..., n) and (kC,i, i = 1, ..., c) determine the degrees of influence of heat supplied by racks
and chill provided by coolers, respectively. These coefficients are internal parameters of
the block and they depend on the location of the area where temperature is calculated.
For example, the temperature at the inlet of a specific rack is more susceptible to the
influence of heat provided by the next racks than by more distant racks. It is possible
to assign the values of the coefficients from theoretical reasoning or adjust them based
on real data. The toolbox provides the procedure for such coefficients’ adjustment when
the data of air temperature in the real server room are available.

2) Humidity

The block described in this subsection evaluates the relative humidity and dew point
temperature inside a server room. Dew point temperature is the temperature at which
the water vapour changes into liquid (condensation). Relative humidity and dew point
temperature are important properties of air inside the server room. ASHRAE (American
Society of Heating, Refrigerating and Air-Conditioning Engineers) takes them in account
specifying recommended and allowable operational ranges of air conditions [39]. At each
simulation time point, the block calculates the relative humidity and dew point temper-
ature in a specific area inside the server room and provides those values to control or
maintenance system.
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To estimate the relative humidity in a specific area of the server room, the block
uses equation (10). This equation together with equations (11) and (12) show that the
block requires input ports for the moisture content (w) and temperature (T ) in the
corresponding area. The block uses calculated relative humidity to estimate dew point
temperature utilizing approximate equation (14) adopted from [37].

TDP =
4030 · (T + 235)

4030− (T + 235) · ln (RH/100)
− 235 (14)

3) Airflow

This subsection describes the block evaluating the airflow in a specific area of the server
room. It utilises equation (15) which takes airflow rates (fm3/s,i) from all cooling blocks
supplying air into the analysed area and summates them.

fm/s =

∑c
i=1 ki · fm3/s,i

S
(15)

In the equation, c is the number of coolers affecting the airflow, coefficients ki (i =
1, ..., c) determine the degrees of influence of the coolers, and S is the square area through
which the airflow passes. The coefficients ki are internal parameters of the block and they
depend on the location of the area where the airflow is calculated. It is possible to assign
the values of the coefficients from theoretical reasoning or adjust them based on real data.
The toolbox provides the procedure for such coefficients’ adjustment when the data of
the airflow in the real server room are available.

3.3 Constructors

1) The Server Block Constructor

A typical server comprises processor units, hard drives, RAM cards, and local fans for
cooling. This work neglects hard drives and RAM cards hence the Server block is con-
structed from CPU blocks and Local Fan blocks. Servers often differ from one data centre
to another thus we suggest a constructor block instead of a particular server block. The
Server constructor builds the Server block based on information about the number of
CPUs and local fans comprising the server and their types. To design the Server block,
the constructor utilises parameter files specifying the parameters of CPU and Local Fan
blocks, according to the selected types. The constructed Server block can be added to
the Toolbox for further use. For example, the Toolbox already contains a Server block
modelling the server consisting of two CPUs and six local fans, such kind of servers are
utilised in Module 1 of the SICS ICE data centre.

The Server block calculates the total power consumption of all local fans and CPUs
forming the modelled server, the temperature of each CPU, and the heat amount gen-
erated by the server. The block calculates output values at each simulation time point
under their input values. The Server block inputs are theworkload of all its CPUs, rota-
tional speeds of all server local fans, and the air temperature at the inlet to the server.
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2) The Rack Block Constructor

In data centres, servers are mounted in racks. Therefore, in our model, rack is a common
modelling element.We introduce the Rack block as a container for Server blocks. Its
main aim is to organise all the Server blocks forming the rack in the same model location
and configure the input data for the Server blocks. Such Server block inputs as CPUs
workload and local fans rotational speed are specific for each server in the rack and depend
on operating modes of the servers determined by the model user. On the other hand, the
temperature at the server inlet is calculated during the modelling and depending on the
level of detail some groups of the servers can obtain the same inlet temperature value.

The Rack block allows separating the servers on different groups depending on their
location inside the rack such that all servers in one group obtain the same inlet temper-
ature value. Thus, the Rack block constructor needs a number of such groups, named
zones, as well as a number and types of servers in each zone as input values. The con-
structed Rack block can be added to the Toolbox for further use. For example, the
Toolbox already contains Rack block modelling the rack comprising three zones with
6 servers in each zone. The similar zoning is used in Module 1 of the SICS ICE data
centre, its sensors in front of racks measure the temperature at the inlet to servers in
three different levels: top, middle, bottom. The system of sensors collects the real-time
data from the module to verify the model.

3) The Server Room Model Constructor

This work considers a typical server room as a group of server racks and a set of cooling
units. In this work, we deal also with the cold/hot aisles layout [16]. In such a layout,
the racks form rows which localise the cold and hot aisles. The coolers supply cold air to
the front of racks in each row (a cold aisle), and the racks exhaust the hot air from the
backside into the space between rows (a hot aisle), which isolates the hot air from other
spaces of the server room and supplies heat to coolers’ return ducts. Understanding the
airflow management model is very important because when modelling such a system, it is
necessary to consider the distribution of hot and cold air masses within the server room
and calculate the air temperature separately for cold and hot aisles.

The intention of the Server Room model is simulation of thermal behaviour inside
the modelled server room and power consumption of the server room and its separate
components. Thus, the Server Room model constructor needs the number of rack rows,
the number and types of racks in each row, as well as, the number and types of coolers
corresponding to each rack row or group of rack rows as input values. Besides rack rows
and sets of coolers, the Server Room model comprises environmental blocks calculating
the air temperature and humidity, as well airflow at inlet and outlet of each rack. For
example, this work contains the model for server room consisting of ten server racks
organised into two rows, each row provided with two cooling devices. Such a configuration
corresponds to Module 1 of the SICS ICE facility. Later, section III describes the Module
1 configuration and its model in detail.
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4 Toolbox Verification

To test and evaluate the reliability of described earlier simulation toolbox, we use it to
create a model of the data centre and then compared model behaviour with the real
system. The verification process has passed through the following steps. The first one
is selecting the testbed and development of its model using blocks and constructors of
the toolbox. The second step is collecting data from the testbed and their preparation
to be used by the model, and configuring the model with consistency to the data namely
setting necessary data from the testbed as inputs for the model, setting the period of
simulation in accordance with the period in data, and defining the data for comparing
with model results. The last step is running the model and comparing the model results
with real data. This section describes each one of the abovementioned steps in detail.

4.1 Modelling the Testbed

The testbed used in this work is a testing and experimentation facility named SICS
ICE (Infrastructure and Cloud data centre test Environment). The SICS ICE is a data
centre envisioned for different research projects and established by SICS Swedish ICT in
partnership with Lule̊a University of Technology and it is located in Lule̊a, Sweden [26].
In this study, we focus on the simulation of Module 1 of the SICS ICE facility [40] which
is demonstrated in Figure 1.

Figure 1: A view of Module 1 of the SICS ICE facility

As shown in Figure 1(a), the module is a 5m× 6.5m room, consists of 10 server racks
(Rack 1-10), and 4 cooling devices (SEE Cooler 1-4). The racks assemble the computa-
tional capabilities of Module 1, each rack contains 18 servers each of them equipped with
four 4TB 7200rpm hard drives, 256GB RAM, two Intel Xeon E5-2620 v3 2.4GHz CPUs
and six Delta PFR 60 × 60 local fans [40]. In terms of modelling of thermal behaviour
and energy consumption, we use only models of CPUs and local fans as components of
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server model. In Module 1, racks form two rows of five racks in each, a view of one row
is shown in Figure 1(b). Four SEE Coolers HDZ-2 are distributed to supply cold air so
that each row of racks is cooled by two coolers as shown in Figure 1(a).

Module 1 provides a system of sensors and meters measuring air conditions and
collecting the real-time data applicable for verification of data centre models. First,
the temperature and humidity sensor kits Raritan DX2-T3H1 contain three temperature
sensors, and the middle sensor is also measuring humidity [40]. They are placed at three
different heights in front and rear of all rack cabinets measuring the temperature at their
inlets and outlets in three different levels: top, middle and bottom. Humidity sensors are
installed at the middle height, both in front and rear of the rack, and measure relative and
absolute humidity at racks inlets and outlets. From datasheet the sensors can measure
temperature in the range 20℃ to 70℃ with accuracy ±0.5℃ and humidity in the range
0% RH to 100% RH with accuracy ±2.5%. Besides that, each rack provides Raritan
DPX-AF1 sensor measuring the airflow rate at the middle height of each rack inlet [40].
Data from all the environmental sensors are collected twice a minute (i.e. sampled at
30 s). The energy consumption of racks is measured by vertical Power Distribution Units
(Schleifenbauer hPDU) [40], at 300 seconds sampling interval.

To construct the model of Module 1 based on its real layout shown in FIGURE 1(a),
the Server Room constructor embeds 2 rows of 5 Rack blocks into the model. For each
row, the constructor also adds to the model 2 SEE Cooler blocks supplying chill to the
row. For each rack, the constructor embeds into the model two environment blocks, the
first one estimates air temperature, humidity and airflow at the inlet to the rack, and
the second one evaluates air temperature, humidity and airflow at the outlet of the rack.
These environmental blocks model the system of sensors in Module 1. Each Rack block
in the model comprises 18 Server blocks organised into three zones (bottom, middle, and
top), of 6 Server blocks in each zone. So we have built the model of Module 1.

4.2 Data Collection And Preparation

To find out what data are required to verify the server room model, it is worthwhile to
examine the input and output ports of the main blocks forming the model. To simulate
Module 1, the corresponding data from the real plant must be available in input ports
of its main blocks by the time of the simulation. Using these input data, the model
generates output data, which have to be compared with the corresponding data from
the real plant in the same period. So, the model requires input data for simulation and
output data for comparison purposes.

The input ports of the Server block determine the data required for simulating the
whole IT-system. As mentioned earlier, the Server block has three input ports, namely,
CPUs utilization, local fans speed, and the temperature at the server inlet. Therefore, to
simulate the IT-system of Module 1, we have collected data about utilisation reported by
all CPUs in the server room, the rotation speed of all local fans reported by servers, and
temperature at all racks inlets measured by sensors described in the previous subsection.
All these data are collected at 30 seconds of the sampling interval. The gathered data
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were converted into separate Matlab time series objects saved as MAT files, and each
server block obtained as inputs the corresponding MAT files: 2 files with CPU utilisation
as each server comprises two CPUs; 6 files with rotation speeds of local fans as each
server contains six local fans; 1 file with air temperature at the server inlet, this file is
the same for all servers in a specific zone of the rack. These files set the simulation of
the IT system.

Using the input data, the Server block generates outputs which determine what real
data are required for comparison purpose. The data are the CPUs temperature and
server power consumption. Therefore, for comparison purpose, we have collected data
about the temperature reported by all CPUs in the server room at each 30 seconds, and
energy consumption of all racks measured by PDUs described in previous subsection.
After the simulation, the model results can be compared with real data. For each rack,
real data about the energy consumption of only the whole rack are available, therefore
it is necessary to sum modelled energy consumption of all servers comprising the rack.
Thus, for the IT system, the temperature of all CPUs and the energy consumption of all
racks can be compared with real data to estimate the accuracy of modelling results.

Similar to the IT-system, model of the cooling system requires input data for sim-
ulation and output data for comparison purposes. Since the main component of the
cooling system is the SEE Cooler block, its input ports determine the required input
data. As mentioned earlier, the SEE Cooler block has three input ports the percentage
of the maximum fans’ speed, the coolant temperature, and the air temperature at the
cooler inlet. To simulate the cooling system of Module 1, we have collected data about
utilisation (percentage of maximum rotational speed) reported by all coolers in the server
room. The gathered data were converted into separate Matlab time series objects saved
as MAT files, and each Cooler block obtained as its first input the corresponding MAT
file. The coolant temperature is a constant value, it is equal to 18℃ for the testbed. The
third input of Cooler block is calculated by the model for each time point.

The output ports of the Cooler block determine what real data we need for comparison
purpose. So, we have collected data about the energy consumption of all coolers measured
by the SEE Cooling units with a granularity of 10 W sampled at 60 seconds, so that after
the simulation, the model results can be compared with real data to estimate the accuracy
of modelling. The second output which is the chill amount ejected by cooler into the
server room is verified indirectly by applying it to the calculation of air temperature
inside the server room in environmental blocks.

The environmental blocks use as inputs the values calculated by other blocks of the
model and estimate the air temperature, its related humidity and airflow at inlets and
outlets of racks. For comparison purpose, we have collected data about the air temper-
ature, relative humidity and airflow at inlets and outlets of all racks in Module 1. Data
about temperature were gathered for three rack zones: bottom, middle, and top, as the
temperature sensors are located in such a manner. Humidity and airflow were measured
only at middle rack zones. After the simulation, the model results can be compared with
real data to estimate the model accuracy.
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4.3 Comparing Simulation Results And Real Data

The final step in model verification is to compare the results of the simulation and the
data measured in the real server room. The outputs of the simulation fall into two
categories: thermal and energy outputs. The thermal outputs represent the values for
the temperature of CPUs as well the air temperature in cold and hot aisles. The energy
outputs represent the values of energy consumption of racks and coolers. The modelling
results for later comparing are formed by the running two models. The first one simulates
the IT-system of Module 1 separately so that all its input ports such as the utilisation of
all CPUs, rotation speed of all local fans, and air temperature at inlets of all racks are
set to the corresponding real data. The second model simulates the entire Module 1 with
a focus on thermal behaviour inside the server room namely air temperature in cold and
hot aisles. This model comprises models of all racks in the server room and models of all
coolers. It takes real data of all CPUs utilisation, all local fans rotational speed, and all
coolers utilisation as inputs. The model calculates air temperature at inlets and outlets
of all racks. Later paragraphs in this subsection discuss results of models runs at default
values of all blocks parameters.

Figure 2: Comparison of modelled and real CPUs temperature
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The run of the first model has generated data of temperature evolution of all CPUs
and energy consumption of all racks in the server room. Figure 2 shows a comparison of
the modelled CPU temperature to corresponding real data. As the model of Module 1
includes 360 CPU blocks, it is impractical to demonstrate results for all CPUs. To
simplify the results representation, the mean of absolute values of differences between
model and real temperature values is calculated for each CPU. FIGURE 2 demonstrates
two extreme cases: Figure 2(a) shows a comparison of temperature evolution for CPU
with a maximum mean the gap between model results and real data; Figure 2(b) shows
a comparison of temperature evolution for CPU with a minimum mean the gap.

Figure 3: Comparison of modelled and real energy consumption

Both the graphs demonstrate the similar trends in modelled CPU temperature and
real values, however, Figure 2(a) has a significant gap between two curves, whereas in
Figure 2(b) the gap is quite small. It can be explained by differences in the airflow organ-
isation over the different CPUs. As mentioned earlier, the CPU block has a parameter
(kCFM) determining how much of the airflow from the corresponding local fans reaches
the CPU. This parameter depends on the server arrangement, its configuration, as well,
on some other factors including also the back pressure of the server. In the performed
simulation, the kCFM = 1 for all CPU blocks, that is, the whole airflow achieves the
CPUs. The analysis shows that all CPUs in the model tend to be colder than real CPUs
at the same input values, hence, the values of kCFM are overestimated and it is neces-
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Figure 4: Comparison of modelled and real air temperature in the cold aisle of the server room

sary to adjust it for each CPU individually. Next section discusses the adjustment of the
parameter kCFM for all CPU blocks integrated into the model.

Concerning rack energy modelling, after comparing the energy outputs of the first
run of the model with real data, it is possible to conclude that the model of a rack
dependably estimates its energy consumption. Figure 3(a) shows a comparison of the
modelled Rack energy consumption to corresponding real data. The figure presents the
results of Rack which has a maximum mean gap between modelled and real data of all
racks. The graph demonstrates that modelled energy consumption less than real, and it
is true for all racks, that because of the model considers only the power consumption of
CPUs and local fans, ignoring the rest equipment of servers.

The run of the second model has generated data of air temperature evolution at
inlets and outlets of all racks and energy consumption of all coolers in the server room.
FIGURE 3(b) demonstrates a comparison of modelled total energy consumption of all
coolers in the server room to real data. The graph shows that the two curves are almost
the same and the mean gap is negligibly minor. Such accuracy of modelling can be
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Figure 5: Comparison of modelled and real air temperature in the hot aisle of the server room

explained by constructing the Cooler block as a model of particular cooling device: SEE
Coolers HDZ-2.

Concerning air temperature modelling, after comparing the rack inlet temperature
outputs of the second run of the model with real data, it is possible to conclude that the
model estimates the temperature at the rack inlets quite realistic. Figure 4 demonstrates
a comparison of the modelled inlet temperature at all three levels of Rack 1 to corre-
sponding real data. Average gaps in all three pairs of graphs in Figure 4 are less than
one degree, however, each pair of graphs has two areas with gaps of about or more two
degrees. Modelling results in those areas are lower than the actual data, because of the
model calculates the air temperature based on 13, which considers only heat emitted by
racks and chill supplied by coolers. Analysis the real data used as inputs to the model
indicates that coolers operate at approximately constant performance during the whole
simulation time while all the racks have close to zero workloads during the time corre-
sponding areas of big gaps between curves so they emit less heat into the air and the
model shows lower air temperatures in these periods. The model uses a simplified formula
for calculating indoor temperature and does not consider all the influencing factors, but
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even so, it shows fairly good results.
After comparing the rack outlet temperature outputs of the second run of the model

with real data, it is possible to conclude that the model estimates the temperature at the
rack outlets quite realistic. Figure 5 demonstrates a comparison of the modelled inlet
temperature at all three levels of Rack 1 to corresponding real data. Average gaps in all
three pairs of graphs in Figure 5 are less than one degree, so the model shows fairly good
results.

At the end of the section, consider the simulation speed. All models were run on CPU
Intel(R) Core(TM) i7-7500U, 2.70GHz, 2 Core(s). The first model comprises ten Rack
blocks and calculates only IT system characteristics namely: the energy consumption
and the temperature of all 360 CPUs, the energy consumption of all 1080 local fans,
and the amount of heat rejected by all 180 servers. The simulation of 6 hours with a
fixed-step size equal to 1 second took around 300 seconds at normal simulation mode,
and approximately 170 seconds at simulation mode with an accelerator in Simulink. The
second model is an extension of the first one, in addition to 10 Rack blocks, it consists
of 4 SEE Cooler blocks and 10 Temperature blocks. Besides all characteristics of racks,
the model calculates the amount of chill produced by all 4 coolers and their energy
consumption. Also, each Temperature block calculates the values of air temperature
near the corresponding rack: three values for inlet and three for outlet temperature. The
simulation of 6 hours with a fixed-step size equal to 1 second took around 410 seconds
at normal simulation mode, and approximately 190 seconds at simulation mode using an
accelerator.

5 Toolbox Tuning

5.1 Adjusting the CPU Block

As described in the previous section, the modelled temperature of some CPUs shows a
significant gap with the corresponding real data, and this gap can be reduced by the
adjustment of the CPU block parameter determining how much of the airflow from the
corresponding local fans reaches the CPU. To adjust the parameter value, an optimization
method is used. This method utilises an existing MATLAB function called fmincon,
which finds the global minimum for a constrained nonlinear multivariable function. The
fmincon function requires the so-called Cost Function, which estimates the mean devi-
ation among modelling results and real values [41, 42]. To optimize the model, this work
uses the cost function (J) represented by 16.

J(kCFM) =
1

2m

m∑
t=1

(TCPU,real(t)− TCPU,model(t))
2 (16)

In 16, TCPU,real(t) is the real CPU temperature at time t, TCPU,model(t) is the CPU tem-
perature calculated by the model at the same time t, and m is the number of timestamps.
Thus, the optimisation method minimises the mean of the squares of the differences be-
tween the real temperature values and their values generated by the model.
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The fmincon function also requires initial values for parameter, and its lower and
upper bounds. The initial value of the parameter is set to 1, and 0 < kCFM ≤ 1.

This work uses an auxiliary model to calculate the cost function which is constructed
from one CPU block and corresponding Local Fan blocks. The model inputs are MAT-
files with real data about the CPU usage, the rotational speed of corresponding local
fans, and the temperature at the inlet of the server. The total time of the simulation
of the auxiliary model is 6 hours (or 21600 seconds). At each time point, the model
calculates the CPU temperature and the square of the difference between the calculated
CPU temperature and its real value received from corresponding MAT-file. At the end of
the simulation, the vector of the calculated squares of differences is available to calculate
the cost function.

The parameter adjustment process goes throughout the following steps. The first
step is in the auxiliary model preparation: (1) the initial value of kCFM parameter and
its lower and upper bounds are determined; (2) the MAT-files with data about the CPU
usage, the rotational speed of corresponding local fans, and the temperature at the inlet
of the server are set as input values of the auxiliary model; (3) the MAT-file with data
about the real CPU temperature is set as a sample for comparison with modelling results.
The second step is in running the fmincon function which runs the auxiliary model with
the current parameter to calculate the cost function value, then generate new parameter
value and reruns the auxiliary model until the global minimum for cost function is found.
The parameter value corresponding the found minimum is considered the adjusted value.

5.2 Results of the CPU Blocks’ Adjustment

We applied the procedure of parameters adjustment, described in the previous subsection,
to all CPU blocks in the model of Module 1 of the SICS ICE data centre, and after that
we ran the model. Figure 6 demonstrates the comparison of modelling data generated
after the adjustment of the CPU blocks parameters with real values of the temperatures
obtained from SICS ICE data centre. The graphs clearly show that modelling results and
real data are much closer comparing to the results, which have been generated before
the adjustment. Since the maximum mean value of the gap between CPUs temperatures
calculated by the model and obtained from the SICS ICE data centre is equal to 1.66℃
it can be concluded that the model calculates the CPUs temperatures fairly reliable.

6 Case Studies

The previous sections describe the toolbox for the modelling of data centres and present
an example of the developed model. Since the model generates data which are fairly
similar to the real data, they can be used to examining different cooling strategies on
their energy-efficiency. This section demonstrates the usage of the toolbox to construct
models for examining different cooling strategies.

One use case is in using the model of Module 1 of the SICS ICE data centre to analyse
the current cooling strategy and search for a more energy-saving strategy. Just as a
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Figure 6: Comparison of modelled and real CPU temperature after optimisation

reminder, Module 1 contains two rows of racks and each row is cooled by two SEE Coolers.
To reduce the energy consumption of the SEE Coolers, the possible cooling strategy
suggests equalising loads of both coolers chilling the specific row of racks. Currently,
both SEE Coolers for each row use different fan speeds. In this new strategy, we equalise
a load of coolers by setting their speeds to the minimum speed amongst them. With this
energy-saving assumption, we simulate the new strategy. Finally, we compared thermal
behaviours and energy consumption patterns of current and new strategies.

Figure 7(a) shows the comparison of the temperature of the CPU with the highest
temperature, which in this case is CPU2-Server9-Rack, in the aforementioned strategies.
The red line in this diagram shows the maximum allowable CPU temperature which is
70℃. Also, Figure 7(b) shows the air temperature in the cold aisle for both strategies, and
the red line shows the maximum allowable air temperature, which is 27℃. Figure 7(c)
shows the energy consumption of all SEE Coolers of Module 1 for both strategies. For
the 12 hours of simulation time, the current strategy consumes 2.5 kWh, while the new
strategy consumes 0.7857 kWh. Therefore, the new strategy saves (2.5034 − 0.7857)=
1.7177 kWh. Thus, the percentage of energy-saving by the new in 12 hours is 68.6%
which is a very considerable amount. And the developed model shows the possibility to
examine energy-saving strategies.

More use cases using only particular model blocks from our toolbox are provided in
our previous works. For example, in [18] and [19] a simple model of a server room was
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Figure 7: Results of strategy applying

built and several operational modes of local and global fans were investigated. In [23] a
model of a server room with two cooling types was created. The modelled types of cooling
were the regular air-cooling and free-cooling with adiabatic humidification. The model
was used for exploring the role of flexible humidity control in data centres for energy
saving. In [43], the model of Module 1 helps to examine the impact of the distribution of
IT load between servers on energy consumption of data centre cooling systems. In [44],
the model was used as a substitute for the real system to generate dataset comprising
records of both normal and fault cases for further analysis and construction of a fault
detection system.

7 Conclusion

In this paper, we presented a modular toolbox for modeling of arbitrary data centres. The
toolbox comprises of Simulink blocks which model individual components of a regular
data centre. Each block is a complete model of the corresponding component encap-
sulating all parameters and equations describing its behaviour. The system provides
constructors which have access to parameters of the blocks and can set them to values
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corresponding to the type of modelled component. Therefore, each block can model dif-
ferent types of components. Also, each block interacts with other models only via its
inputs and outputs, so it is possible to modify the inner implementation of the block
without changing its functionality. Thus, the system is extendable by adding the new
modifications of existing blocks as well as by creating new blocks.

The modular modelling system contains constructors which can build models of data
centre systems of different levels from server to the server room. These constructors take
as input the information about the system configuration, for example, type and number
of CPUs and local fans building up a server or type and number of servers in a rack or
type and number of racks and cooling units constituting the server room. Using the server
room constructor, we built the model of Module 1 of SICS ICE data centre and compared
modelling results with actual data from the data centre. Comparison has shown similar
trends in modelling results and real data, however, the building blocks in the toolbox
contain internal parameters which cannot be selected using only specifications. The
system provides methods to adjust the internal parameters of the building blocks. The
comparison of modelling results after adjusting with real data has shown that the model
constructed from the building blocks simulates the SICS ICE Module 1 quite realistically.
Once configured, the model is ready to use as a substitute for the real data centre for
examining different control and maintenance strategies.

Thus, the article describes the modelling toolbox, presents the created with its help
model of the specific data centre, and also shows the model adequacy. However, the
presented toolbox is more general and enables building models of data centres of different
configurations. If some components of the data centres are not represented in the toolbox,
their models can be created and added to it. To provide relatively accurate results, the
models of new components should be verified. The process of verification requires the
data from the component and comparing the modelling results with these data. In
some cases, the inner parameters of the model block are not available from technical
specifications or other sources, therefore, the block requires the adjustment technique
similar to one described in Section V. Thus, the process of preparing the new block
adequately representing the data centre component takes the following steps: determining
the main purposes of the block, creating the Simulink model which implements the
purposes, initial selection of parameters, collecting data from a real device, comparing
modelling results and real data, performing adjustment of parameters, if necessary. And
time consumed by this process depends on the model equations complexity, number of
inner parameters, availability of technical documentation and data from the modelled
component, and number of parameters needing the adjustment.
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Improvement of Energy Efficiency in Data Centers

via Flexible Humidity Control

Yulia Berezovskaya, Arash Mousavi, Valeriy Vyatkin, Xiaojing Zhang and Tor Björn
Minde

Abstract

The main goal of climate control systems in data centres is to keep the temperature
and humidity in a suitable level for computational devices. Therefore, cooling and hu-
midification systems are essential parts of every Building Automation System (BAS),
which is utilized in server rooms. Although the current climate control systems ensure
appropriate thermal conditions to computational nodes such as servers, they waste sub-
stantial amount of energy. The main cause of this inefficiency is that the current climate
control systems, which are responsible for thermal management of the data centres, follow
rigid control strategies that maintain constant thermal conditions irrespective of climate
changes caused by various computational loads in the plant. To address this issue, in our
previous works we proposed a method of optimizing energy consumption in data centre
cooling systems while maintaining an acceptable level of thermal comfort for CPUs in
the server room. In this paper, we present the enhancement of our previous method by
incorporating humidity control into it. The enhanced method consists of a thermal model
of server room, and a simulation tool to find an energy efficient control strategy for the
climate control system in different situations by comparing different control strategies.
The effectiveness of the proposed method has been investigated via simulation and the
result, which shows 41% reduction in total energy consumption is presented.

1 Introduction

Active development and wide dissemination of mobile devices and social networks and
Internet penetration into all aspects of life are main characteristics of the modern world.
All these factors result to the necessity of storage and processing of vast amount of data,
which explains the emergence of increasingly larger data centres. A large modern data
centre is consuming amounts of energy comparable with large industrial enterprises [1],
therefore it is important to find ways to achieve energy efficiency in data centres.

Climate control system is the most energy consuming sub-system within a data centre
BAS. A data centre climate control system consists of cooling and humidification as its
main functionality is to maintain temperature and humidity at an acceptable level [2, 3].

When it comes to climate control system, the first that comes to mind is the desire
to reduce the temperature, as high temperature prevents reliable operation of electronic
devices, and often causes defects in them. Therefore, cooling systems consume significant

125

5511695_Inlaga_NY.indd   1375511695_Inlaga_NY.indd   137 2022-09-21   08:222022-09-21   08:22



126 Paper C

amount of total data centre’s energy [4, 5] and in most cases they operate with constant
capacity which is mostly excessive [6]. Consequently, optimizing the cooling system
operation time will prevent unnecessary work, thus saving substantial amount of energy.
Recently we proposed a method for energy efficient control of cooling systems [7, 8]
based on thermal models and IEC61499 standard, which provides flexibility via modular
Function Blocks architecture.

Alongside temperature, humidity plays a vital role in data centre operation too. Very
low humidity leads to accumulation of static electricity, which can result in a discharge,
which in turn leads to damage of sensitive circuits [9], while too much humidity can cause
corrosion or even short circuit [9]. The climate control systems of data centres utilize
humidifiers for changing the relative humidity. The most common types of humidifica-
tion systems used in data centres are steam canister humidifiers, infrared humidifiers and
ultrasonic humidifiers [9]. Each of these types has its advantages and disadvantages as
well as different pattern of energy consumption. As an alternative, adiabatic humidifi-
cation requires significantly less energy compared to other types [10, 11]. Therefore, In
this paper we consider the free cooling system with adiabatic humidification.

Adiabatic humidifiers utilize variety of technologies to spray water into air [12]. In this
paper air washer is used as an adiabatic humidifier. Air washer uses a fine water spray
or a wetted surface for changing of parameters of passed airflow through it. Parameters
of air at the outlet of the system depend on temperature of water droplets in the air
washer.

In order to enhance the energy efficiency of data centre’s climate control systems, two
technical aspects are required; first accurate measurement and prediction mechanisms
over the changes in environmental conditions and temperatures of computational nodes
and, second an automatic control system capable of adequate response to the changes.

For prediction of changes in environmental conditions within data centre and CPUs
temperatures, we have created a Simulink library. This library consists of 4 types of
blocks for building models of data centres with different configurations. These block
types are 1) blocks for modelling CPUs as thermal nodes, which generate heat in ac-
cordance to computational load; 2) blocks for modelling of local fans as nodes used for
cooling the CPUs; 3) blocks for modelling global cooling system comprising of global
fans and humidifiers and 4) some service blocks, which compute system parameters such
as temperature and relative humidity as well as power consumption of the electrical and
electronic devices.

For automatic maintenance of desired operating conditions of data centre, we have
created a Simulink block for modelling controller of global cooling system. This block
turns on/off cooling system and selects its operating mode in accordance with predicted
values of environmental parameters. The goal of whole control system is to organize
coordinated work of all components of the cooling system to achieve optimal energy
consumption.

The rest of this paper is organized as follows: Section II is a brief background study on
modelling and impact of humidification in data centre climate control system. Section
III provides a description of Simulink library for climate control system. Section IV
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describes the simulation scenarios and Section V demonstrates the simulation results.
Finally, in Section VI conclusion and some suggestions for future works are presented.

2 Background Study

To estimate power consumption of cooling and humidifying a data centre, it is important
to determine allowable ranges of values of air temperature and relative humidity within
the data centre. American Society of Heating, Refrigerating and Air-Conditioning Engi-
neers (ASHRAE) specifies ranges of environmental parameters in its ‘Thermal Guidelines
for Data Processing Environments [13].

The 2011 ASHRAE guidelines set recommended and allowable operational ranges.
The recommended range permits to achieve maximum device reliability and lifespan,
while minimizing IT devices energy consumption and maximizing cooling system power
consumption. Recommended temperature range is 18–27℃and recommended humidity
for 5.5℃to 15℃dew point temperature is 60% (relative humidity). Allowable range is less
demanding on the cooling system that can reduce cooling system power consumption,
while this range accepts some reliability risks and may cause increment in IT energy
consumption [13].

In this section we present a background of humidification in data centres from two
perspectives a) humidifiers and b) mathematical modelling

a. Humidification and humidifiers

The task of the climate control system is to maintain the required values for both param-
eters the temperature and the humidity. Humidity control increases the power consump-
tion of the entire climate control. In this work, we consider a bundle of global fan and
air washer for control of environmental parameters. The Fig. 1 illustrates a schematic
diagram of air washer system. Air at the outlet of the system is used for room air con-
ditioning and the parameters of the air depend on temperature of water droplets in the
air washer.

Air washer prepares the outside air if necessary, this need is determined by the param-
eters of the outside air. For example, it is obvious that warm air requires a pre-cooling
before entering the data centre. It might seem surprising that cold air also requires pre-
treatment, cold air cools the room well, but it can reduce the relative humidity of the air
inside the room below the recommended values.

The changing of the parameters of outside air depends on the water temperature of
a fine water spray or a wetted surface. To avoid using additional devices, it makes sense
to use the temperature coincides with the temperature of cold water in the water supply
system. In this case, power consumption of humidification is equal to power consumption
of the pump creating the fine water spray.
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Figure 1: Air washer

b. Environmental parameters and their relationships in modelling humidifi-
cation

The main environmental conditions, which are involved in humidification, are tempera-
ture, relative humidity and dew point temperature. We can use psychrometric charts to
demonstrate dependencies between these parameters [13] but it is more appropriate to
use the equations. The equations, which are used in modelling the humidification, are as
followings:

Relative humidity (φ) is the ratio of the density of water vapour (g/m3), contained
in the air, and density of saturated steam (g/m3) at a given temperature [14]. Unit of
measurement is percentages (%). When φ equal 100%, the air is fully saturated.

φ =
PV

PSAT

(1)

Saturated vapour pressure (PSAT ) is the partial pressure of saturated water
vapour at the dry-bulb temperature. Some regression equation for saturated vapor pres-
sure of water, which is valid for 0 to 100℃ are available [14]:

PSAT = e
1500.3+23.5·t

234+t (2)

Here t – temperature in ℃.
Moisture content (w) is the ratio of mass of water to mass of dry air, wherein the

water is evaporated [14]. Unit of measurement is kilograms per kilogram (kg/kg).

w = 0.622
PV

PAtm − PV

(3)
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It is possible to calculate the moisture content of saturated vapour, it’s enough to
take PSAT instead of PV .

Atmospheric (barometric) pressure (PAtm) is the pressure exerted by the weight
of air in the atmosphere. In our calculations we use atmospheric pressure which is equal
to 101.325 kPa.

Dew point temperature (tDP ) is the temperature at which the vapour changes into
liquid (condensation). In other words, dew point is the temperature at which the water
vapour in a sample of air at constant barometric pressure condenses into liquid water
at the same rate at which it evaporates. There is approximate equation for dew-point
temperature [14]:

tDP =
4030(tDB + 235)

4030− (tDB + 235) · lnφ
− 235 (4)

3 Simulink Library for Climate Control System

We developed a library of Simulink blocks that contains blocks modelling base compo-
nents of data centre and some service blocks. The library allows creation of the blocks
instances’ and construction of data centres’ models in various configurations.

Basic elements of the library are CPU, Local Fan, Global Fan, and Humidifier blocks.
By combining CPU and Local Fans blocks one can create models of server blades, which
in turn will be used to create rack models. To simulate climate control we use Global
Fan and Humidifier blocks. Service blocks are Climate Control, which calculate base
environmental parameters, Energy Calc which calculate energy consumption of whole
data centre, and several little blocks necessary to auxiliary calculations.

CPUs are the main heat generators in data centres. The CPU modelling block allows
setting parameters such as CPU’s power consumption in idle mode and under maximum
workload as well as maximum allowable temperature, which can be found in specific
CPU’s technical data sheets. Energy Calc Block calculates the power consumption, CPU
temperature, and heat amount released into air, depending on CPU workload and using
the present parameters.

Local fans provide cooling for CPUs. Block simulating local fan allows setting the
following parameters: maximum airflow rate, maximum rotation speed, maximum power
consumption and diameter, which can be found in specific local fan’s technical data
sheet. This block receives control signal and calculates current rotation speed and then
computes power consumption depending on the rotation speed. For computing block
uses values of the preset parameters.

Using these blocks, we can model blades and racks of various configuration. One
variant of blade can contain two CPUs and two local fans, in another case blade can
contain two CPUs and one local fan. Other configuration of blade or rack can be built
using the same method. In [7, 8] we have considered in detail the internal structure
of the local fan model, CPU model as well calculation of the temperature within data
centre and energy consumption. In this paper we consider some blocks described in the
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following paragraphs.
Uninterrupted operation of data centre requires the maintenance of certain environ-

mental conditions within the server room such as temperature and humidity. We have
considered the recommended temperature and humidity ranges within data centres and
dependencies between environmental parameters. We have created following blocks for
modelling of climate control system: global fan and humidifier. To reduce energy con-
sumption, many data centres use direct or indirect free cooling systems, which use outdoor
air. If outdoor air does not require pretreatment then only global fan used for cooling
otherwise global fan is used in conjunction with humidifier.

Block simulating global fan allows you to set following parameters: maximum air-
flow rate, maximum rotation speed, maximum power consumption and diameter. Block
receives control signal and it calculates current rotation speed and computes power con-
sumption depending on the rotation speed. Fig. 2 illustrates the block Global Fan in
Simulink library serving for simulation of the fan operation.

Figure 2: Simulink block for a global fan

The inputs of Global Fan block are as follows:

• RPM – the fan rotation speed in rotations per minute, it is defined by needs of
server room cooling;

• tamb – the temperature of the ambient air (0C);

• tSR – the current temperature of the server room (0C);

• wamb – the humidity ratio of the ambient air (kg/kg). The block outputs:

• P – the power consumption of the fan (W ) is calculated by the following equation:

P = Pmax ·
(

RPM

RPMmax

)3

(5)

Pmax – the maximum power consumption of the global fan (W) set as parameter
of block and default value is 660 W and it can be changed in accordance with the
specification of the selected global fan; RPMmax – the maximum rotation speed
(RPM) set as parameter of block and default value is 1160 RPM and it can be
changed in accordance with the specification of the selected global fan;
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• dQ – the rate of heat exchanging between ambient environment and the server
room (J/s) is calculated by the following equation:

dQ = cp · fkg · (Tout − Tin) (6)

cp - the specific heat of dry air at constant pressure, J/(kg·℃) (cp=1005); fkg –
the speed air masses movement caused by the global fan (kg/s) is calculated as
explained below;

• KgS – the speed of air masses movement caused by the global fan, measured in
kilogram per second (kg/s), to calculate this value, it is necessary to transfer RPM
into CFM (7) and then CFM to kg/s

CFM = RPM · CFMmax

RPMmax

(7)

CFMmax – The maximum airflow rate (CFM) set as parameter of block and default
value is 6820 CFM and it can be changed in accordance with the specification of
the selected global fan;

• w – the humidity ratio of the air at the outlet of the global fan (kg/kg), this value
is not changed within global fan block and w = wamb.

We consider the air washer as a humidifier. In an air washer system, the airflow passes
through a veil of water droplets (or a wetted surface) thus, there is heat and mass
exchange between air and water [14, 15]. Air at the outlet of the system is used for
room air conditioning and the condition of the air depends on temperature of water
droplets in the air washer [14, 15]. Air Washer block modelling humidifier allows setting
this temperature, as well as power consumption of pump taken from the air washer’s
technical data sheet. The block receives control signal and calculates temperature and
humidity ratio of outlet air and power consumption of humidifier. Fig. 3 illustrates the
Air Washer block in Simulink library utilized to simulate the humidification process.

Figure 3: Simulink block for an air washer

The block input values are ambient conditions such as temperature (℃) and relative
humidity (%) as well as, the control signal that sets the mode of the humidifier operation.
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The model outputs are temperature and moisture content of air outlet as well as the
power consumption of air washer. Main parameter of the air washer influencing the
change of airflow conditions is the water droplets temperature. By default, the model
uses the temperature value 10 ℃(the temperature of tap water). For calculating the
output values, following equations have been used [15]:

t = tout = tin + µ · (tw − tin) (8)

w = wout = win + µ · (ww − win) (9)

µ – is the effectiveness or humidifying efficiency of the air washer and in the model the
default value is 0.8 (80%) and it can be changed in accordance with specification of the
selected device. The humidity ratio at known relative humidity and temperature of the
air is calculated using the equations 1, 2 and 3. For calculating of the power consumption,
we use the assumption that the pump runs at a constant power (e.g. 75 watts) based on
the technical specifications of the air washer and the air washer operates only together
with the global fan. Using global fan and humidifier blocks, we can model both direct
and indirect free cooling systems. For example, Fig.4 illustrates the model of direct free
cooling system. This system includes one humidifier and one global fan sequentially
connected.

In our model, direct free cooling system operates as follows: global fan intakes outdoor
air, air washer allows changing temperature and humidity of incoming air if necessary. We
have created controller block, which sets the operation mode of the air washer and global
fan, for maintaining air temperature and parameters of air’s humidity in data centre
within prescribed limits. It should be noted that humidifier cannot operate without
the global fan so running of humidifier necessarily requires launching the global fan and
controller takes it into account.

Figure 4: Simulink model of direct free cooling systems
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4 Simulation Scenarios

This section focuses on the simulation scenarios. We have made a model of data centre
using aforementioned SIMULINK blocks. The data centre comprises 100 CPUs and 100
local fans (1 fan per CPU) and direct free cooling system depicted in Fig. 4. We have
performed a series of experiments aimed at identifying the most efficient operational
modes of the climate control system under different ambient conditions.

The time period of simulation is 1 hour (3600 seconds), which is divided into 4 equal
parts each one which is 15 minutes (900 seconds) and all CPUs work in the following
way: 1) in the first quarter, the utilization of each CPU: U = 100%; 2) in the second
quarter U = 60%; 3) in the third quarter U = 40%; 4) in the fourth quarter U = 80%.
All local fans operate in low speed.

The goal of this simulation is to identify the need for the humidifier at different
ambient conditions. Therefore, first step is to simulate operation of only global fan at
following ambient conditions: 1) T = –20 ℃, RH = 80%; 2) T = –10 ℃, RH = 80%; 3)
T = 0 ℃, RH = 80%; 4) T = 10 ℃, RH = 80%; 5) T = 20 ℃, RH = 80%.

The controller of global fan ensures that the temperature within the data centre
does not exceed the maximum allowable temperature. The global fan reduces the air
temperature to desired temperature. In simulation, the maximum allowable temperature
and desired temperature are taken as 27 ℃and 18 ℃, respectively.

The next step is to turn-on the humidifier in the climate control system. The humid-
ifier is coupled with the global fan and it runs whenever the global fan runs. The main
task of the simulation is to assess the contribution of the humidifier in maintenance of
allowable conditions within data centre and to measure energy consumption of the whole
climate control system. The ultimate goal is then to find out ambient conditions under
which the humidifier saves energy.

5 Simulation Results

Figures 5-7 illustrate results of operating of climate control system in different situa-
tions. These 4 situations have been selected as experimental part of our research. In
these situations the climate control follows rigid patterns. By analysing these situations
the ultimate goal is to propose a more flexible control strategy to reduce the energy con-
sumption while maintaining acceptable environmental conditions. In Figures 5-7 each
figure contains four graphs. In all graphs 2 cases are compared: “Case 1”, which is
shown with blue lines and represent dynamics of corresponding quantities when only
global fan operates during simulation time and “Case 2”, which is shown with red lines
representing the situation when global fan and humidifier work together. In addition, in
all figures, the top left graph demonstrates the dynamics of CPUs temperature; here the
yellow line shows the maximum allowable temperature of CPU, the top right graph illus-
trates the dynamics of dew point temperature within the data centre; here the yellow and
magenta lines show the recommended range of dew point temperature, the bottom left
graph demonstrates the dynamics of relative humidity within the data centre; here the
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yellow line shows its recommended upper bound humidity in percentage and the bottom
right graph illustrates the energy consumption of climate control system in both cases.

Fig. 5 demonstrates that global fan alone is unable to cope with maintenance of
acceptable humidity values since the dew point temperature drops below the permissible
value (5 ℃) in the beginning of the simulation and it drops near -5 ℃ by at the end of
the simulation period. The result shows that utilization of humidifier in cooling system
is inevitable despite the fact that it will increase the energy consumption. However, the
goal in this case is to minimize the operating time of humidifier for energy saving purpose.

Fig. 6 demonstrates that at ambient temperature 10 ℃ the global fan alone can
maintain the required conditions within data centre and utilization of humidifier is un-
necessary and only increases energy consumption. At an ambient temperature close to
the temperature of water droplets in the air washer, climate control system does not need
air washer. The goal in this case is to find out values of ambient temperature at which
it makes sense to switch on the humidifier.

Fig. 7 demonstrates that at ambient temperature 20 ℃ operating of only global fan
requires more energy than joint work with humidifier, which also provides better envi-
ronment conditions within data centre. By analysing figures 4-6 it can be perceived that
to decrease the operation time of humidifier at the low ambient temperature, the energy
efficient control strategy should start the air washer only when dew point temperature
drops below the permissible value and should turn it off when dew point temperature
goes above that value, which in this simulation this is equal to 6 ℃. Fig. 8 demonstrates
the performance of the aforementioned flexible control strategy. Utilizing this flexible ap-
proach reduces energy consumption of the climate control system, and the environmental
conditions within the data centre will be maintained within the recommended range.

Figure 8 compares Case 1 and Case 2 with Case 3, which represents the situation
when global fan and humidifier both work together and are controlled using the above-
mentioned flexible approach. Figure 8 suggests that all 3 cases are fine for maintaining
CPU temperature as well as the relative humidity in an acceptable level. However, Case
1 fails to maintain the Dew point temperature as in Case 1 it drops far below the per-
missible value of 6 ℃. Therefore only Case 2 and Case 3 are qualified. By comparing
the energy consumptions of the qualified cases it can be seen that Case 3 consumes 38
W/h, which in comparison with Case 2‘s energy consumption of 65 W/h it shows the
substantial reduction of 41%. This considerable amount of energy saving proves that our
proposed flexible control strategy is more energy efficient in comparison with rigid and
predetermined current control strategies.

6 Conclusion and Future Work

In this paper, the role of humidity control in data centres has been investigated and
described. The main goal of this investigation was to find a way to reduce the amount
of energy, consumed by climate control system within the BAS of data centres. We
realized that in order to reduce the energy waste, the automation system has to become
more flexible. To provide flexibility and smartness, we created a tool by combining a
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Figure 5: Comparison of cases at T = 0 ℃, RH = 80%

Figure 6: Comparison of cases at T = 10 ℃, RH = 80%

mathematical thermal model and a simulation tool based on MATLAB/SIMULINK. The
tool allows modelling of different components of a data centre such as blades and racks
as well as climate control system. The tool consists of libraries of blocks for calculating
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Figure 7: Comparison of cases at T = 20 ℃, RH = 80%

Figure 8: Illustration of the impact of flexible control strategy by comparison of cases at T = 0
℃, RH = 80%

CPUs temperatures, environmental conditions of server room, power consumption of the
cooling and humidification systems etc., in different periods. Finally, we simulated the
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behaviour of an imaginary data centre under different control strategies. The results
revealed that the control strategy inspired by our proposed models and methods could
reduce the energy consumptions of the climate control system up to 41%. In our future
work we are planning to scale up the data centre model to its real size and to investigate
the effectiveness of the proposed methods and models in a real data centre.
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Smart distribution of IT load in energy efficient data

centers with focus on cooling systems

Yulia Berezovskaya, Arash Mousavi, Valeriy Vyatkin, Xiaojing Zhang

Abstract

Cooling system is the second most energy- consuming part of a modern data center;
herewith it often consumes energy inefficiently. Therefore, any possibility allowing to
reduce energy consumption of cooling systems should be studied and put into practice if
successful. In this paper, the idea about impact of IT load distribution between servers on
energy consumption of data center cooling system is proposed. The idea is in distribution
of total IT load between servers according to the location of the servers inside racks. To
test idea, the model simulating the thermal behaviour and energy consumption of a real
data center located in Northern Sweden is developed. Comparing the data obtained from
the real plant and the data generated at the simulation shows the reliability of the model.
Two strategies of IT load distribution between servers are considered, and their impact
on energy consumption of cooling system is demonstrated.

1 Introduction

The high level of energy consumption is the big challenge in the modern world. At the
same time, modern data centers consume substantial amount of energy. In 2010, global
data centers used around 1.5% of total electricity consumption [1]. High level of energy
consumption leads to high level of operation cost of data centers, as well adversely affects
upon natural environment [2, 3]. Nevertheless, most of data centers consume excess
amount of energy because of inefficiency of electricity use [4]. Therefore, searching ways
for reducing energy wastes in modern data centers is very important task.

The main energy consumers in data centers are IT-system and cooling system, there-
fore reducing consumption of these systems plays most significant part in attainment
of energy efficiency in entire data center. Energy use of IT-system is fairly optimized
[1] whereas cooling systems often operate in redundant mode resulting in inefficiency of
energy use. Because energy consumption of cooling systems amounts to approximately
40% of total energy consumption of data centers [5], the improvement of the cooling
system’s energy efficiency is important problem in the data center energy saving.

There exist a number of studies regarding the energy efficiency of cooling systems in
data centers. Most of them researches the efficiency of different cooling methods. How-
ever, studying the different cooling methods is beyond the scope of this paper, because
we are interested to consider ways of achieving energy savings for the cooling system al-
ready installed in the data center. Therefore, we only deal with a cooling method called
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liquid-based air-cooled. This cooling method uses cold liquid to cool the air, which is
supplied to the IT equipment [6].

There are several ways of energy saving the pre-installed cooling system. First, the
cooling of data centers often maintains lower temperature than it is necessary for reli-
able operation of IT-equipment; thus, flexible control maintaining the warmest allowable
temperature at inlet to servers saves energy [7]. Second, the cooling of data centers is
often designed for peak load of IT-equipment and operate in redundant mode. There-
fore, control based on actual IT-load can reduce energy consumption [8]. Third, local
fans often produce redundant airflow resulting in outsized energy consumption. In view
of huge number of local fans operating in modern data centers, optimal control of local
fans speed saves a considerable amount of energy [9].

In our previous works, we have examined simulation-based methods of improving the
energy efficiency of cooling systems. Our methods rely on thermal modelling the data
center and its components. Based on the thermal model of the data center, we have
selected the energy efficient mode of operating the cooling devices: local fans and global
fans [10, 11]. Next, we have developed model of climate control system and examined
the impact of flexible humidity control on improvement of energy efficiency in the data
center [12]. Further, we have modelled data center with multiple cooling methods and
considered a technique for decision making to select the most energy efficient cooling
method [13]. All the methods demonstrate saving the energy in data centers.

In this work, we consider impact of distribution of IT load between servers on energy
consumption of data center cooling systems. The main aim of cooling in a data center is
maintaining of allowable values of temperature of all CPUs and air temperature inside
the data center. The CPU temperature is determined by the CPU utilization, as well the
temperature at the inlet of the CPU affects its temperature also. Lower temperature at
the CPU inlet can allow maintaining the allowable temperature of the CPU at its higher
utilization. Therefore, distribution of IT load between CPUs taking into account values
of temperature at CPUs inlets can be the way of energy saving of cooling system.

Our idea here is to divide the space at the inlet to racks and the space of the racks
themselves into three zones: top, middle, and bottom. The air temperature in the lower
zones is lower than in the top zone, therefore utilization of CPUs located in the bottom of
racks can be higher than utilization of CPUs from the top of racks. Such distribution of
utilization between CPUs leads to less heating of the processors at the same total IT load,
and this in turn reduces the utilization of cooling system and its energy consumption.

To test the idea, a model of a real data center was created. The model demonstrates
thermal behaviour of the data center and energy consumption of different components of
the data center and its total energy consumption. In this research as a real data center, we
deal with SICS ICE data center located in Lule̊a, north of Sweden [14]. We have created
the model of its Module 1, showed the reliability of the model, and checked strategy
of CPU utilization distribution. Experiments performed on the model have confirmed
reasonability of idea that redistribution of CPUs’ load saves the energy of cooling system.

The rest of this paper is organized as following. Section II describes the Module 1
of SICS ICE data center which has been used as testbed in this research. Section III
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describes the Simulink toolbox created for modelling of data centers. Section IV describes
modelling the Module 1, and shows the reliability of the model. Section V describes the
strategies of coolers energy saving. The results of the simulations are presented in section
VI, and finally section VII concludes the paper.

2 Description of the Testbed

Hypotheses regarding energy-efficient exploitation of a data center cooling systems re-
quire verification; however, experiments with cooling systems of real data centers are
often impossible. As alternative to real experiments, different strategies can be tested on
a model of the data center. To achieve a reliability, the model should properly represent
thermal behaviour and energy consumption of the data center. To test model reliability,
real data center suitable for use as a testbed is required. In this work, all experiments
are performed on the model of the Module 1 of SICS ICE data center.

The model configuration relies on the Module 1 architecture, which is defined by
equipment of the Module 1 and its layout. Fig. 1 demonstrates a top-view of equipment
layout inside the module. The Module 1 is equipped with ten server racks, and four
SEE Coolers as cooling devices. Each rack is similar to another and contains 18 servers.
Fig. 2 shows the arrangement of servers inside the rack. Each server contains two
CPUs and six local fans. In such a way, each rack is equipped with 36 CPUs, and 108
local fans, and whole module contains 360 CPUs, and 1080 local fans. Thus, the model
should demonstrate thermal behaviour and energy consumption of all 360 CPUs, energy
consumption of all 1080 local fans and 4 SEE Coolers, as well thermal behaviour inside
the server room.

The thermal behaviour inside the server room is determined by amount of heat ejected
by all server racks and amount of chill supplied by cooling devices. This research focuses
on the part of cooling system located inside the Module 1 and represented by four SEE
Coolers. Each cooler has two strong fans to supply the cold air into the server room,
thus the energy consumption of cooling system of the Module 1 is determined by energy
consumption of all fans mounted inside the SEE Coolers. The cooling capability of SEE
Coolers depends on the rotation speed of fans and temperature of cold air supplied into
the module. The cold air temperature is equal to 18 ℃. The controller sets the rotation
speed of fans in dependence to air temperature. The model should calculate changing
the air temperature inside server room depending of amount of heat ejected into server
room, as well amount of chill supplied by coolers.

On the other hands, the equipment layout also affects on thermal behaviour inside
the server room. As shown on fig. 1, the Module 1 utilizes the cold aisle/hot aisle model
[15, 16]. In this model, hot air are isolated from cold air. A layout design of server racks
in the module forms two cold aisles and a hot aisle in the middle, as shown on fig. 1.
Here, ten server racks form two rows of five racks in each. Cooling devices (SEE Coolers)
attached to the walls supply cold air to the rows of racks. The racks intake the cold air at
front side facing the SEE Coolers (the cold aisles) and exhaust the hot air from opposite
side into the space between rows (the hot aisle). The model of the Module 1 should take
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Figure 1: Equipment Layout Module 1, top-view

into account the details of distribution of cold and hot air inside the room.

In the context of modelling, important component of the Module 1 is a system of
sensors measuring temperature of the CPUs, environmental conditions and energy con-
sumptions. All CPUs have sensors measuring the temperature. Sensors measuring the
air temperature are located in three different heights in front and rear of all rack cab-
inets. The sensors in front of racks measure the temperature at the inlet to servers in
three different levels: top, middle, bottom. The sensors in rear of racks measure the
temperature in hot aisle in three different levels: top, middle, bottom. In the Module 1
there are energy meters measuring the energy consumption of each rack and each SEE
Cooler. The system of sensors allows collecting the real-time data from the module to
verify the model.

Arrangement of temperature sensors gives data about temperature at the inlet of a
server in dependence the location of the server inside the rack. Thus, each rack is divided
into three zones: ”Top”, ”Middle”, and ”Bottom” demonstrated on fig. 2. Servers in
each rack are numbered from bottom to top, and servers 1-6 are in zone ”Bottom”,
servers 7-12 are in zone ”Middle”, servers 13-18 are in zone ”Top”. Upper sensors in
front of Rack 1 and Rack 10 give data to controllers of SEE Cooler 1 and SEE Cooler 4,
respectively. Controllers determine the speed of corresponding coolers. The coolers run
in master- slave configuration. Coolers number 1 and 4 are masters, and coolers 2 and
3 are slaves to coolers 1 and 4, respectively. In this model, a master cooler sets the fan
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Figure 2: Rack equipment

speed and the slave coolers follow it. The model should consider the zones of racks and
design of coolers control.

3 Description of the Modelling Toolbox

To simplify the creation of models of data centers of any configuration, we have developed
the Simulink toolbox for modelling different data centers [13]. The toolbox contains
Simulink blocks each one which represents an individual component of a typical data
center, and several auxiliary blocks for calculation of environment conditions inside data
center. The base blocks contained in the toolbox are CPU block, Local Fan block,
and SEE Cooler block. Each block can be used to model different types of respective
component without changing of block’s internal implementation. For this purpose, it is
sufficient to set internal parameters of blocks to respective values. Composite blocks such
as servers and racks can be built using the main blocks.

First, the model should represent energy consumption of simulated data center. En-
ergy consumption of entire data center is composed of energy consumption of all individ-
ual components; therefore, each base block calculates this value for respective component
of data center.

The CPU block encapsulates equation for calculating power consumption. According
to [9, 17], power consumption of the CPU can be estimated using the linear function of
the CPU utilization shown in equation (1).
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PCPU = Pidle + (Pmax − Pidle)Util (1)

Here peak power consumption (Pmax), and power consumption in idle mode (Pidle)
are internal parameters of the CPU block.

Both the Local Fan block and the SEE Cooler block use the same equation (2) based
on well-known fan affinity law to calculate the power consumption. These blocks have
different values of internal parameters: maximum power consumption (Pmax), maximum
rotation speed (RPMmax).

P = Pmax ·
(

RPM

RPMmax

)3

(2)

Each base block calculates the energy consumption of respective component of data
center for the simulation period (T) with known value of power consumption (Pcomp)
using equation (3).

Wcomp =

∫ T

0

Pcomp(t)dt (3)

The energy consumption of rack can be calculated as sum of energy consumption of
all components comprising the rack (here, 36 CPUs, and 108 local fans). The energy
consumption of cooling system can be calculated as sum of energy consumption of its
components (in this work, 4 SEE Coolers).

Second, the model should represent thermal behaviour of simulated data center. Ther-
mal behaviour includes the temperature development of all CPUs; therefore, the CPU
block calculates the processor temperature. On the other hand, thermal behaviour in-
cludes the dynamic of air temperature inside the data center. Therefore, the auxiliary
block uses values of amount of heat calculated by the CPU blocks, and amount of chill
calculated by the SEE Cooler blocks to estimate the air temperature inside the data
center.

The CPU block encapsulates equation for estimation of the CPU temperature. Ac-
cording to [9, 18], thermal evolution of the CPU can be modelled using equation (4)
which calculates the derivative of CPU temperature. After standard Simulink block
called Integrator uses derivative to get value of the CPU temperature.

TCPU =
PCPU − 1

R
(TCPU − Tin)

CCPU

(4)

Here CPU power consumption (PCPU) is calculated with equation (1) inside the block.
CPU temperature (TCPU) is value of the CPU temperature at previous time point; tem-
perature at the inlet of the CPU (Tin) is input value for the CPU block. Thermal
resistance of the CPU (R) is calculated inside the block with equation (5) adapted from
[9]. Heat capacity of the CPU (CCPU) is an internal parameter of the block.

R =
C1

CFMk
+ C2 (5)
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Here volumetric airflow rate through the CPU (CFM) is input value for the CPU
block, this value is calculated by the Local Fan block with well-known fan affinity laws
(5).

CFM = RPM ·
(
CFMmax

RPMmax

)
(6)

Here maximum rate of airflow (CFMmax) is internal parameter of the Local Fan
block. The local fan speed measured in rotations per minute (RPM) is input value for
the Local Fan block. The auxiliary block calculating the room air temperature using
equation (7).

TSR(t0 +∆t) =
Q(t0 +∆t)

cp ·m
(7)

Here amount of heat Q(t+∆t) accumulated in server room at time point t = t+∆t
is estimated using equation (8).

Q(t0 +∆t) = Q0 +
n∑

i=1

∫ t0+∆t

t0

Q̇Rack,i(t)dt−
m∑
i=1

∫ t0+∆t

t0

Q̇Cooler,i(t)dt (8)

Amount of heat ejected into air by server rack (Q̇Rack)is sum of heat ejected by all
CPUs of the rack. The CPU block calculates amount of heat with equation (9).

Q̇ = cp · fkg · (Tout − Tin) (9)

Here

Tout =

(
1− 1

cp · fkg
· 1
R
)

)
Tin +

1

cp · fkg
· 1
R

· TCPU (10)

In equations (9) and (10), the rate of air masses moving (fkg) is proportional to the
volumetric airflow rate (CFM). The air heat capacity (cp) is the constant parameter of
the CPU block.

Amount of chill supplied by cooler into the room (Q̇Cooler) is calculated by the SEE
Cooler block with equation (9). In this equation, Tout is air temperature in the cold aisle
adjacent to the SEE Cooler, and Tin is the coolant temperature. This equation needs two
input ports: one with the coolant temperature another with the cold aisle temperature.
Equation (4) shows that the SEE Cooler block needs an internal parameter for maximum
cooler power consumption.

Equation (7) needs the value of mass of air contained in the room. Therefore, the
block calculating the room air temperature contains information about mass as internal
parameter.
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4 Modelling of the Testbed

Previously, the Module 1 of the SICS ICE data center have been selected as testbed
for experiments examining strategies of energy efficient cooling. However, experiments
cannot be performed on the Module 1 directly, because it can harm the IT- equipment.
Therefore, it is necessary to use the model demonstrating the thermal behaviour and
energy consumption similar to the Module 1 demonstrates.

To model the Module 1, it is necessary to develop Simulink block for individual rack.
Each rack of the Module 1 contains 18 servers divided into three zones, as shown on
fig. 2. Therefore, the Simulink block modelling the rack contains three sub blocks:
Zone ”Top”, Zone ”Middle”, and Zone ”Bottom”, one for each zone of the rack. Fig. 3
demonstrates the Simulink model of the rack. Each sub block contains six Server blocks
composed of two CPU blocks and six Local Fan blocks. Each sub block calculates power
consumption of all CPUs and local fans located in respective zone of rack. As well, sub
block calculates temperature of all CPUs and amount of heat ejected by corresponding
zone of rack. To calculate outputs, each sub block requires input values. The first input
is vector, containing values of utilization of all CPUs in respective zone of rack. The
second input is a vector, containing values of rotational speeds for all local fans of the
zone. The third input is the air temperature at the inlet to the zone.

Figure 3: Simulink model of rack

Using created Rack block and blocks from described earlier toolbox, we have modelled
the Module 1. Created model displays the real layout shown in Fig. 1, and contains
10 Rack blocks, 4 SEE Cooler blocks, and 2 auxiliary blocks calculating the room air
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temperature one for each cold aisle. The model calculates temperature of all CPUs,
temperature in the cold aisles at three levels (bottom, middle, and top), as well power
consumption of all racks and all SEE Coolers.

To use the model for goals of this work, it is necessary to examine the reliability of
the model. The real data from SICS ICE data center were set as inputs of the model.
The simulation of the model has been executed (the time of the simulation is 6 hours or
21600 seconds). After simulation, comparison of data generated by the model with data
obtained from the real plant was made. The outputs of model are temperature of CPUs,
air temperature in cold aisles, and energy consumption of the IT- system and the cooling
system. Results of comparison of model data and real data are shown in Fig. 4.

The graphs on Fig. 4 show that modelling results and real data are very close to each
other. Fig. 4 (a) demonstrates evolution of CPU temperature in the simulation as well
as in the real plant on example of CPU1 of Server1 of Rack1. Mean gap value of CPU
temperature between the model data and data from the real server room is 1.3 ℃. The
air temperature at different levels of cold aisle determines the air temperature at the inlet
of respective zones of racks. Fig. 4 (b) shows evolution of air temperature at the top
level of cold aisle in the simulation as well as in the real plant. Fig. 4 (c) demonstrates
evolution of air temperature at the middle level of cold aisle in the simulation as well as in
the real plant. Fig. 4 (d) shows evolution of air temperature at the bottom level of cold
aisle in the simulation as well as in the real plant. Mean gap values of air temperature at
the top, middle, and bottom levels of cold aisle between the model data and data from
the real server room are 1.7 ℃, 0.7 ℃, and 0.5 ℃, respectively. Fig. 4 (e) demonstrates
growing of energy consumption of all SEE Coolers in the simulation as well as in the real
plant. Mean gap value is 0.03 kWh. Graphs and mean gap values demonstrate that the
model represents the Module 1 rather reliably, and can be used for checking of different
cooling strategies.

5 Description of Strategies

This section describes two strategies of organizing the distribution of computational load
between servers of data center in the context of energy consumption for cooling. In the
Module 1 of SICS ICE data center, all coolers operating depends on temperature inside
the adjacent cold aisle. The controllers use data from temperature sensors attached at
the top of Rack 1 and Rack 10 to set the speeds of SEE Cooler 1 and SEE Cooler
4 respectively, and SEE Cooler 2 and SEE Coolers 3 follow the speed of their masters.
Consequently, the temperature at the top of the racks directly influences the speed of SEE
Coolers, and hence their energy consumption. Therefore, the strategy of distribution of
computational load between servers reducing the temperature at the top can save energy.

In this work, we consider division of space inside racks into three zones: ”Top”,
”Middle”, and ”Bottom”. Each zone contains six servers. We propose distributing the
computational load between servers depending on their location. In other words, servers
located in top zone of racks are given less load than ones located in lower zones of racks.
Our assumption is the such distribution of computational load allows decreasing the
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Figure 4: Comparison of model results and real server room data

temperature at the top level of cold aisles.

As the base strategy of computational load distribution between servers, we adopted
that one which is shown in data from SICS ICE data center. In this strategy, all CPUs
have the same utilization at each time point, the blue line on the graph in Fig. 5 shows the
utilization of all CPUs at the Strategy 1. In the Strategy 2, utilization of all CPUs located
in the top zone of racks is 20% less than they have in the Strategy 1, when utilization
in the Strategy 1 can be decreased by 20% (utilization is measured in percentages, %).
At the same time, utilization of all CPUs located in rack zones ”Middle” and ”Bottom”
is 10% more than they have in the Strategy 1. Herewith the computational load of
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Figure 5: The distribution of computational load between CPUs at the Strategy 1 and the Strat-
egy 2

entire server room remains unchanged. Fig. 5 shows the distribution of CPU utilization
between servers at the Strategy 2 (red and yellow lines).

6 Simulation and Results

In this section, the results of the simulations for two strategies are demonstrated and
discussed. Duration of each simulation is 12 hours (43200 seconds). Utilization of all
CPUs are shown in Fig. 5, blue line is utilization of all CPUs at the Strategy 1, yellow
and red lines are CPUs utilization at the Strategy 2. Herewith, yellow line is utilization
of all CPUs at the top level, and red line is utilization of all CPUs at the middle and the
bottom levels. The controllers of SEE Coolers are configured to maintain temperature
at the top level between 26 °C and 27 °C for both strategies. It means that controllers
increase speed of corresponding SEE Coolers when the temperature at the top level of
cold aisle reaches 27 ℃, and decrease speed when temperature declines to 26 ℃.

In this work, assessment of strategies relies on results of simulations regarding to
CPUs temperature, air temperature in cold aisles, and energy consumption of all coolers.
Temperature of each of 360 CPUs does not exceed the maximum allowable value equals
to 70 ℃ for both strategies. Fig. 6 (a) and 6 (b) show air temperature at different
levels of cold aisle for both strategies. As expected, air temperature at the middle and
bottom levels of the cold aisle at the Strategy 2 has come close to air temperature at the
top level, but has not exceeded it. Thus, the Strategy 2 allows maintaining appropriate
temperature of CPUs, as well air temperature. Fig. 6 (c) shows that the Strategy 2
saves energy of all coolers. For the 12 hours of simulation time, the Strategy 1 consumes
0.85 kWh, while the Strategy 2 consumes 0.75 kWh. Therefore, the Strategy 2 saves 0.1
kWh. Thus, the percentage of energy saving by the Strategy 2 in 12 hours is 12%.
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Figure 6: Results of simulations for the Strategy 1 and the Strategy 2

7 Conclusion

In this work, we proposed the idea of energy saving of coolers in data center through
redistributing the CPUs load. The redistributing we mean reducing the load of processors
located in top zone of racks, and distributing the difference between processors located
in middle and bottom zones of racks. Herewith total computational load is unchanged.

To test the idea, we have developed the model of one module of real data center
SICS ICE located in the Northern Sweden and have demonstrated the reliability of the
model. To develop the model, the Simulink toolbox was utilized. That toolbox contains
the blocks modelling individual components of data center such as CPUs, racks, local
fans, and room coolers. The proposed idea has been examined via simulations of created
model. The results are convincing and prove that the proposed idea has potential for
being used in real situations.
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Towards Extension of Data Centre Modelling

Toolbox with Parameters Estimation

Yulia Berezovskaya, Chen-Wei Yang, and Valeriy Vyatkin

Abstract

Modern data centres consume a significant amount of electricity. Therefore, they re-
quire techniques for improving energy efficiency and reducing energy waste. The promis-
ing energy-saving methods are those, which adapt the system energy use based on re-
source requirements at run-time. These techniques require testing their performance,
reliability and effect on power consumption in data centres. Generally, real data centres
cannot be used as a test site because of such experiments may violate safety and security
protocols. Therefore, examining the performance of different energy-saving strategies
requires a model, which can replace the real data centre. The model is expected to ac-
curately estimate the energy consumption of data centre components depending on their
utilisation. This work presents a toolbox for data centre modelling. The toolbox is a
set of building blocks representing individual components of a typical data centre. The
paper concentrates on parameter estimation methods, which use data, collected from a
real data centre and adjust parameters of building blocks so that the model represents
the data centre most accurately. The paper also demonstrates the results of parameters
estimation on an example of EDGE module of SICS ICE data centre located in Lule̊a,
Sweden.

1 Introduction

Data centres are sizable consumers in the energy grid and comparable to industrial plants
in terms of energy consumption [1]. Modern data centres use more and more renewable
energy sources, which tend to intermittent energy production [2]. Data centres are ex-
pected to flexibly respond to changes in energy supply and possible restrictions from the
energy grid and remain highly available and reliable. To meet these expectations, the
promising approach is flexible control methods, which adapt the data centre energy use
based on resource requirements during the data centre operation.

The subject of my PhD study is the development of energy-efficient control in data
centres. Any data centre can be thought of as a distributed system of interdependent
components, which are too complex for centralised management. As a part of my PhD
research, a design of multi-agent control to reach energy efficiency in data centres was
presented in [3]. Further elaborating the multi-agent control requires the data centre
model, which is expected to substitute a real data centre as a system under control.
In our previous work [4], we developed a modular Simulink toolbox, which is formed

157
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as a set of blocks for modelling individual data centre components such as servers, and
components of a cooling system. The toolbox allows constructing the models of data
centres of arbitrary configurations. The models are capable of estimating the energy
consumption and predicting the thermal evolution inside the data centre.

Most of the blocks in the toolbox have their internal parameters, which depend on the
type of modelled component. The accuracy of modelling results is mainly determined
by the selection of those parameters. The current edition of the toolbox uses rough
estimates of the parameters. The parameters estimation for the toolbox is not scalable
as the parameters are only accurate for a specific datacenter configuration. Any other
configuration requires a redefinition of model parameters, which can be achieved by either
a) using datasheets of data centre components, or b) extracting the parameter values from
the real data. This research work aims to introduce data-driven methods to estimate the
modelling parameters for any given datacentre configuration. The work also considers
an extension of the toolbox with the proposed methods.

This work deals with parameters of the toolbox block called the Server block. That
block is responsible for the modelling of the main IT component. The main contributions
of the work:

– presenting two data-driven procedures for parameters estimation: the regression-
based estimation and the simulation-based optimisation;

– extension the toolbox with both procedures implemented as Matlab scripts;

– employment of both procedures to real data from the EDGE module of SICS ICE
data centre located in Lule̊a, Sweden [5];

– demonstrating the pros and cons of both procedures.

The rest of the paper is organised as follows. Section 2 provides an overview of related
works in the area of parameter estimation for data centre models as well as the relation-
ship of the work to applied artificial intelligence. Section 3 describes the parameters,
which require the estimation. Section 4 describes the general procedures for parameters
estimation. Section 5 considers the results of parameters estimation and compares two
proposed procedures and the conclusion.

2 Related Works

This section considers works, which concentrate on approaches to modelling and models
parameters estimation. The main approaches are white-box modelling and black-box
identification [6]. The white-box models use scientific relations for describing the process.
Parameters of the processes are known constants or they come from specifications of the
modelled components. For example, server power consumption modelling requires power
parameters of the corresponding CPU and server fan. From the authors’ experience, it
is not so easy to get the required parameters for the CPU and the server fan. As an idea
of the toolbox is in modelling data centres of any configuration, the modelling approach
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used in it is a so-called grey-box, which utilises scientific relations and requires additional
techniques for parameter estimation.

As this work deals with the server power modelling, we are interested in modelling
approach and parameters estimation for such components as CPUs and server fans.7In
[7], authors provide a detailed survey of works, which concentrate on modelling the energy
consumption of all components of data centres including servers and their components.

The work [8] demonstrates that the CPU power consumption depends linearly on its
utilisation. This work describes the experiments on specific CPUs to get their power
parameters. However, it is not always possible to conduct experiments with each type of
CPU presented in the modelled data centre. In [9], the authors also deal with the linear
relationship between the CPUs power consumption and its utilisation, but there are no
clear recommendations on parameters selection.

For the server fans, there also exists works, which consider modelling their power
consumption. In [9], the authors present the cubic polynomial model of fan power con-
sumption, but there is no explanation on how its parameters were obtained. The work [10]
describes the experiment on a specific server fan to get parameters for its power model,
which is a cubic polynomial. However, it is not always possible to conduct experiments
with each type of server fan utilised in the modelled data centre.

Thus, this work is inspired by the necessity to have reliable procedures for parameters
estimation in the server power model. The work presents estimation procedures based on
data about CPUs utilisation, server fans speed and power consumption of servers. Those
data are collected from the real data centre. One of the suggested procedures is based on
a regression model, which is a common machine learning algorithm. So the paper relates
to artificial intelligence systems in way of using machine learning algorithms.

3 Parameters Estimation

This work deals with parameters of the Server block, which estimates the power con-
sumption of the server as a sum of the power of its main components: CPUs and server
fans. The total power consumption of the server can be calculated by (1), which is com-
bination of equations for CPU and server fan power consumption used in the toolbox [4].

PSRV =
n∑

i=1

(PCPU,idle + (PCPU,max − PCPU,idle)Utili) +
m∑
i=1

PSF,max

RPM3
max

RPM3
i (1)

Here, n is number of CPUs on the server; Utili is utilisation of ith CPU; m is number
of server fans on the server; RPMi is rotation speed of ith server fan. From Eq. (1) inner
parameters of the server block: the CPU power consumption in idle mode (PCPU,idle); the
CPU peak power consumption (P CPU,max ); the server fan peak power consumption
(PF,max ); the server fan maximum rotation speed (RPMmax).

This work suggests two ways for parameter estimation: regression-based estimation
and simulation-based optimisation.

The regression-based estimation performs the following steps:
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1. Constructing the regression model which reflects the relationship between the values
of the independent variables (predictors) and the explanatory variable (responses);

2. Planning the experiments on the real facility to measure values of the predictors
and responses;

3. Pre-processing measured data;

4. Determining the coefficients of the regression model;

5. Statistical analysis of the results.

The simulation-based optimisation performs the following steps:

1. Collecting data from the real facility;

2. Constructing a model of a component whose parameters require estimation;

3. Setting inputs of the model to the data from the real facility;

4. Running the optimisation method, which minimises the mean deviation among
modelling results and real values (cost function) and takes parameter values corre-
sponding to the minimum as required ones.

The following subsections discuss the implementation of both ways for estimation
parameters of building blocks in the data centre modelling toolbox. This section deals
with estimating the parameters from the Eq. (1). The model takes the assumption that
all CPUs on the server are identical to each other, the same works for all the server fans.
It means that all the CPUs and all the server fans have the same parameter values.

3.1 Regression-Based Estimation

Based on (1) the server power can be presented as linear regression model:

PSRV = a0 + a1 ·X1 + a2 ·X2 (2)

In (2) regression coefficients represent the server block parameters:

a0 = n · PCPU,idle; a1 = PCPU,max − PCPU,idle; a2 =
PSF,max

RPM3
max

. (3)

In (2) predictors represent the server block inputs:

X1 =
n∑

i=1

Utili;X2 =
m∑
i=1

RPM3
i (4)

To find regression coefficients, the measured values of predictors (X1 and X2) and
response (PSRV ) are required. For that aim, the experiment in the real data centre is
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conducted. An experimenter can control the CPUs utilisation directly. Whereas server
fans speeds depend on the corresponding CPUs temperature, thus they are uncontrollable
by the experimenter.

The experiment plan:

1. Set the experiment duration (T);

2. Split the experiment time into two or more periods;

3. Set the utilisation of all CPUs so that it is 100% and 0% during the first and second
periods (if there are other periods the utilisation can have arbitrary value but it
should be constant during the period);

4. Measure the rotation speed of all server fans and power consumption of all servers
during the periods;

5. Save measurements as time-series.

The result of the experiment is measured data, such as the servers power consumption
and the rotation speed of server fans saved as separate time-series for each server and
server fan.

Before starting the calculation of parameters, the measured data requires preprocess-
ing.

Measurements pre-processing:

1. Remove explicit outliers from the data set;

2. Smooth out the data in the data set by filtering;

3. Carry out centring the predictors and the response to get rid of intercept in the
regression model;

4. Perform standardisation of the predictors and the response in the regression model.

At last, when all data are prepared, it is possible to calculate the parameters. For
each server, parameters are found using matrix form of linear regression model (5).

PN = XN · α (5)

In (5) PN is a centred and standardised vector of measured values of server power
consumption; XN is a centred and standardised matrix of measured values of CPU utili-
sation (the first column), and cube rotation speed of the server fans (the second column);
α is a vector of parameters. Traditionally, the method of least squares is used to obtain
the values of α, which is reduced to solving a system called normal Eqs. (6) with a
positive definite symmetric matrix.

X ′
N · PN = (X ′

N ·XN) · α (6)
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The vector α can be determined as in (7), as the system matrix is small, it is only
2 × 2.

α = (X ′
N ·XN)

−1 ·X ′
N · PN (7)

Use the vector α to calculate coefficients represented by (3).
Statistical analysis of the results is in testing the hypothesis that coefficients cal-

culated for different servers are from the same distribution with the same mean value.
Section 5 demonstrates the implementation and results of the equation-based estima-

tion procedure for data measured in the real data centre.

3.2 Simulation-Based Optimisation

The simulation-based optimisation is another procedure to estimate server parameters.
This procedure minimises the cost function (8), which estimates the mean deviation
among modelling results and real values [11, 12].

J(PCPU,idle, PCPU,max, PSF,max, RPMmax) =
1

2m

m∑
i=1

(PSRV,real(t)− PSRV,model(t))
2 (8)

In (8), PSRV,real(t) is the real server power at time t; PSRV,model(t) is the server power
calculated by the model at the same time t; and m is the number of timestamps.

The parameters estimation process goes through the following steps. The first step
is in the server model preparation:

1. the initial value, lower and upper bounds of all parameters are determined;

2. the time-series with data about the CPU usage, the rotational speed of correspond-
ing local fans, are set as input values of the auxiliary model;

3. the server model provides modelled values of the server power consumption, which
is used for calculation the cost function (8).

The second step consists in running the optimisation process (Matlab function: fmincon)
which runs the server model with the current parameters to calculate the cost function
value, then generate new parameter values and reruns the server model until the global
minimum for cost function is found. The parameter values corresponding to the found
minimum is considered as the desired parameter values.

The next section demonstrates the implementation and results of the simulation-
based optimisation procedure for data measured in the real data centre.

4 Results and Discussion

To evaluate the proposed earlier procedures for the server parameters estimation, the data
were collected in the Edge module of the SICS ICE facility located in Lule̊a, Sweden[5].
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Table 1: The CPUs utilisation profile during the data collection experiment.
Time: 0–3 h 3–6 h 6–9 h 9–10 h 10–11 h 11–12h
Utilisation: 100% 50% 75% 100% 0% 80%

Table 1 demonstrates the profile of the CPUs utilisation during the data collection ex-
periment.

Figure 1 demonstrates the results of the server parameters estimation with the equation-
based and the simulation-based procedures. Both procedures shows the similar results.
The Mean Absolute Error (MAE): for the equation-based procedure is 5.5 W; for

Figure 1: Comparing the modelling results and real data: server power consumption and server
energy consumption

the simulation-based optimisation is 5.1 W. The Mean Absolute Percent Error (MAPE):
for the equation-based procedure is 5.1%; for the simulation-based optimisation is 4.8%.

Both procedures demonstrate quite realistic results, and they are added as scripts to
the toolbox so that they can be used for parameters estimation. Comparing the MAE
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and MAPE for both procedures the best one can be selected, and parameters obtained
with it can be applied as the server model parameters.

It is worth mentioning, that the equation-based estimation procedure takes much less
time than the simulation-based optimisation. However, for the server fan, it can estimate

only the composite parameter
(

PSF,max

RPM3
max

)
, when the simulation-based optimisation is able

to estimate all parameters separately. In addition, the equation-based estimation can be
used only if corresponding equation is quite easy such as linear equation. Thus, the
toolbox provides with both procedures, so the decision, which one should be used, is
made in each individual case relying on timing and accuracy requirements.

5 Conclusion

In this paper, we proposed and implemented two procedures for parameters estimation at
server power modelling. The toolbox [4] has been extended with two scripts implementing
the estimation of the parameters. The procedures have been employed to the estimation
of parameters of server power model. Section 5 demonstrates the results of parameters
estimation using the proposed procedures. The models constructed with the estimated
parameters demonstrate that the calculated power consumption of the server is close to
the real data.

The future work is going to be developed in two directions. The first one is in imple-
mentation of additional techniques for parameters estimation such as on-line parameters
estimation, and utilising neural networks for estimation parameters. The second one is in
the estimation of parameters for all building blocks in the data centre modelling toolbox
[Ber]. The special interest here is parameters determining the thermal behaviour of data
centres, namely temperature evolution of all CPUs and air inside the data centre. The
idea here is to extend the toolbox with all possible techniques of parameters estimation
and each time at model constructing use those, which demonstrate most accurate results
at modelling.
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Towards reinforcement learning approach to

energy-efficient control of server fans in data centres

Yulia Berezovskaya, Chen-Wei Yang, and Valeriy Vyatkin

Abstract

Modern data centres require control, which aims to improve their energy efficiency and
maintain their high availability. This work considers the implementation of a server fan
agent, which is intended to minimise the power consumption of the corresponding server
fan or group of fans. In the paper, the reinforcement learning approach to energy-efficient
control of server fans is suggested. The reinforcement learning workflow is considered.
The Simulink blocks simplifying the building of the environment for the reinforcement
learning agent are developed. This work provides the framework for creating and training
reinforcement learning agents of different types. As the paper is only a work-in-progress,
possible type of agents and their training process is described, but training and deploying
the agent is a work for the future.

1 Introduction

Any data centre is a complex cyber-physical system, which combines equipment, net-
working and computation. Data centres are expected to be highly available and reliable
and at the same time be energy-efficient and environmentally friendly. In the majority of
modern data centres, high availability and reliability are achieved with redundant energy
consumption [1]. Therefore, energy-efficient control, which adapts the energy use in data
centres based on resource requirements at run-time, is required. The control concentrates
on the computational and cooling systems since they are the main energy consumers in
any data centre [2].

As distributed control for data centres, we suggest a multi- agent system. Such a
system comprises adaptable, autonomous agents with their own objectives. Besides,
the agents can interact with each other as human beings do; that is, they can cooperate,
coordinate and negotiate [3]. In our previous work [4], we presented the design of a multi-
agent system that aims to provide energy-efficient control in data centres as distributed
systems of interdependent components.

In the current work, we start developing the multi-agent system based on the ar-
chitecture suggested in [4]. To avoid scattering, we concentrate on implementing the
component of the multi-agent control, which is responsible for energy- efficient cooling
of the CPU (Central Processing Unit). This work deals with a server fan agent, which
is intended to minimise the power consumption of the corresponding server fan or group
of fans. At each time point, the agent is expected to adjust the rotation speed of the
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server fans to the actual temperature of the corresponding CPUs. Our suggestion is in
applying reinforcement learning to the agent’s decision- making process. As the agent
should communicate with a dynamic environment and make its decision in constantly
changing conditions [5], reinforcement learning is a promising approach.

The current work aims to investigate the reinforcement learning approach to energy-
efficient control of server fans. The goal of the paper is to consider the reinforcement
learning workflow, which consists of determining the environment as well as setting up
and training the agent. This work considers the CPU and corresponding server fans as
the environment for a reinforcement learning agent. The set of observations that fully
describes the agent’s environment and the value of the reward that the environment
returns to the agent as a response to its action is determined. This work also considers
the anatomy of the agent and different types of reinforcement learning algorithms.

Another goal of the work is in extending a modular Simulink toolbox described in our
previous work [6]. This toolbox contains blocks modelling the main components of data
centres and enables constructing the data centres of any configuration from the blocks.
The extension includes created Simulink blocks such as reward blocks and observation
blocks. These blocks allow the construction of the environment for the reinforcement
learning agent.

The extension also provides scripts that set up the environment, establish an inner
organisation of the agent, determine the reinforcement learning algorithm utilised by
the agent, and finally run the learning process. The extension deals only with types of
reinforcement learning agents that are provided by the Reinforcement Learning Toolbox
in Matlab/Simulink. Thus, this work provides the framework for creating and training
the reinforcement learning agents of different types. As the paper is only a work-in-
progress, possible type of agents and their training process is described, but training and
deploying the agent is a work for the future.

The rest of this paper is organized as follows. Section II provides related works.
Section III considers the reinforcement learning workflow in general. Section IV deals
with the implementation of reinforcement learning workflow concerning server fan agents.
Section V concludes the paper with ideas for future work.

2 Related Works

This section considers works, which concentrate on ap- proaches to energy-efficient control
of server fans in data centres.

In [7], authors propose a Multi-Input Multi-Output (MIMO) fan controller, which
tunes the speeds of individual fans proactively based on the prediction of the server
temperatures. In [8], authors use the digital twin to tune the Model Predictive Control
(MPC) of server fans. Many research works concentrate on the development and tuning of
Proportional Integral Derivative (PID) controllers, such works as [9], [10], [11]. Another
approach is in applying the fuzzy logic to design server fan controllers, for example, such
ideas are considered in [12] and [13]. All aforementioned approaches demonstrate good
results, however, we suggest reinforcement learning as one more control method. The
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idea for the future is to implement a reinforcement learning agent and comparing its
performance with PID controller and controller based on fuzzy logic.

Reinforcement learning assumes interaction between an agent and its environment to
achieve a maximum reward. As we deal with the server fan agent, we consider the CPU
and corresponding server fans as the agent’s environment. On the majority of modern
servers, each CPU is cooled by several server fans. Thus, we can consider two directions
for the agents’ development. In the first one, the single-agent controls all the server fans
corresponding to the given CPU by setting the same rotation speed to them. In this
case, ordinary reinforcement learning is suggested as a decision- making approach. In
the second direction, each server fan is controlled with its own agent and can be set
its own rotation speed. In this case, multi-agent reinforcement learning is a promising
approach.

3 Reinforcement Learning

This section describes the basic ideas of reinforcement learning that we rely on in devel-
oping the energy-efficient control of server fans.

In the reinforcement learning framework, the decision- maker is called the agent.
Surroundings comprising everything outside the agent is called the environment. The
agent interacts with the environment all the time:

1. the agent gets information about the environment state called observations (Ot);

2. based on observations the agent decides the action to take (At);

3. after the action is applied to the environment, the agent receives observations of
its changed state (Ot+1) and reward value produced by the environment (Rt+1 );

4. based on new observations and reward value, the agent decides the next action.

The process continues throughout the lifetime of the agent- environment system [5]. The
interaction can be represented as sequence:

O0, A0, O1, R1, O2, R2, A2, ..

Fig.1 demonstrates the described agent-environment interaction.
The environment generates observations that demonstrate to the agent how the inner

state of the environment is changed in response to the action from the agent. The
environment also generates the reward for each state. The reward is just a quantitative
objectification of the agent’s purpose at each time step. The immediate reward is an
important descriptor of the state, but it is even more important is the total reward over
time. Such an expected total reward is called a value. The value is also an important
concept of reinforcement learning. In terms of the value, the agent thinks for the long
term rather than a short-term benefit. According to [5], the value can be calculated with
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Figure 1: The agent-environment interaction

Q(Ot, At) = R(Ot) +
T∑
i=1

γi ·R(Ot+1) (1)

In (1),

• R(O) is the reward function of the environment state represented as observation
O.

• γ is a discount rate (0 ≤ γ ≤ 1) determines the present value of future rewards: the
reward received i step in the future is reduced by γi−1 times. If γ = 0, the agent
maximises only immediate rewards; if γ = 1, future rewards are worth as they are
received immediately.

• T is a number of time steps (T ≤ ∞). If T = ∞ the infinite sum in (1) has a finite
value, if and only if γ < 1.

The agent in the reinforcement learning paradigm always aims to select the action that
produces the most reward in the long term. The agent involves two main components:
a policy and a reinforcement learning algorithm. The policy is a function that maps a
set of observations to a set of actions. It can be represented as a function with tunable
parameters.The goal of the learning algorithm is to adjust the policy parameters so that
the most optimal action is taken. The algorithm takes into account the action, the
observations from the environment, and the amount of reward collected.

There are three groups of reinforcement learning algorithms: policy-based algorithms,
value-based methods and actor-critic algorithms [14]. From all aforementioned, reinforce-
ment learning workflow addresses two main components: the environment and the agent.
Therefore, to develop a controller based on reinforcement learning, the environment is
set up and the agent is implemented. The workflow consists of follows:
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• setting up the environment that includes defining which observations the environ-
ment can provide as well as how the reward can be calculated for each environment
state;

• establishing the agent that means defining the policy and selecting the reinforce-
ment learning algorithm;

• training the agent in interaction with the environment;

• deploying the agent into the system: agent-environment.

The next section considers the implementation of the reinforcement learning workflow to
energy-efficient control of server fans. Two first steps namely setting up the environment
and establishing the agent are implemented.

4 Implementation

To energy-efficient control of server fans, this work suggests developing the server fan
agent. The agent takes current values of CPU temperature and server fans power con-
sumption and decides fans rotation speed using the reinforcement learning approach.
The agent also considers CPU utilisation and temperature at the server inlet.

Since the agent learns through interaction with the environment, it is necessary to
provide the environment or its substitute. This work uses a simulation of the environment
as its substitute. The simulation allows avoiding the usage of real hardware and the risk
of damage it. At the same time, the simulation can run faster than in real-time or be
parallelised, speeding up a slow learning process. Some situations that need to be tested
are difficult, dangerous or expensive to perform on real equipment; thus, it is easier to
simulate them. The simulation should demonstrate behaviour close to the real one.

Figure 2: CPU–Server Fans simulation
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Fig. 2 shows the model of the CPU and corresponding server fans that substitutes
the environment. The model is built using the Simulink toolbox presented in [6]. Fig.3
demonstrates that the modelled behaviour, which is an evolution of CPU temperature,
is quite realistic.

Figure 3: Comparing the modelling results and real data: CPU temperature

To complete setting up the environment, observations the agent receives and the
reward for each possible state are required. Observations determines the state of the
environment at each time point:

• TCPU is CPU temperature (℃);

• e = Tref − TCPU is difference between current CPU temperature and reference
temperature (℃);

• PSF is power consumption of the server fans (W );

• Util is CPU utilisation (%);

• Tin is temperature at CPU inlet (℃).

The selection of the reward function is a challenging issue. This work suggests calculating
the reward by (2).
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R = c1 · (e ≤ 0) + c2 · (ecr − |e|) + c3 · PSF (2)

In (2),

• c1 penalizes for exceeding reference temperature, c1 < 0;

• c2 rewards for closeness to reference temperature and penalizes for moving away
from it, c2 > 0;

• c3 penalizes for increase of server fans power consumption, c3 < 0.

The agent makes a decision on which server fans rotation peed should be set. As a first
step, we consider the simplest set of possible actions:

• -1: reduces current rotation speed by a tenth of the maximum permissible rotation
speed of the server fan, that is, RPM = RPM − RPMmax

10
;

• 0: keeps the same value of the rotation speed, that is, RPM = RPM ;

• +1: increases current rotation speed by a tenth of the maximum permissible rota-
tion speed of the server fan, that is, RPM = RPM + RPMmax

10

To implement the agent, we use RL Agent block from Reinforcement Learning Toolbox
in Matlab/Simulink [15]. The block is configured as Q-value agent that uses value-based
algorithm and connected to environment, as shown on Fig.4.

Figure 4: Agent–environment connection

After all preparations, it is possible to train the agent. The training process is shown
on Fig.5.

In Fig.5, the Episode Manager plot shows the reward for each episode (blue line) and
a running average reward value (red line). Also, because the agent has the critic, the
plot shows the critic’s estimate of the discounted long-term reward at the start of each

5511695_Inlaga_NY.indd   1875511695_Inlaga_NY.indd   187 2022-09-21   08:222022-09-21   08:22



176 Paper F

Figure 5: Agent training process

episode (yellow line). In a normal case, the blue line converges to the yellow one, but in
our case, the training process is failed. This is the future work, the agent is trained to
provide energy-efficient control of server fans.

5 Conclusion

In the paper, we proposed the idea of applying the reinforcement learning approach
to energy-efficient control of server fans. We considered main components such as the
environment and the agent as well as their interaction. We extended our toolbox [6]
with new blocks: the Observation block that forms the vector of observations from the
separate values; the Reward block that implements the reward function. We also added
scripts that construct using those blocks the environment that is appropriate to use with
the RL Agent block from Reinforcement Learning Toolbox. As the first experiments, we
tried to train the Q-value agent and failed. As the main result for the current time, we
consider the development of the framework that allows us to construct different reward
functions and train different types of agents.

For future works, we are going to investigate reward functions, which means to select
a type of function, important components that should be rewarded or penalised, as well
as parameters. Another way to improve our work is to investigate different types of the
agent such as policy-based agents, value- based agents and actor-critic agents and select
an appropriate one. The selection should base on the most successful training.
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Reinforcement learning approach to implementation

of individual controllers in data centre control

system

Yulia Berezovskaya, Chen-Wei Yang, and Valeriy Vyatkin

Abstract

Contemporary data centres consume electricity on an industrial scale and require con-
trol to improve energy efficiency and maintain high availability. The article proposes
an idea and structure of the framework supporting development and validation of the
multi-agent control for the energy-efficient data centre. The framework comprises two
subsystems: the modelling toolbox and the controlling toolbox. This work focuses on
such essential components of the controlling toolbox, as an individual controller. The
reinforcement learning approach is applied to the controllers’ implementation. The server
fan controller, named SF agent, is implemented based on the framework infrastructure
and reinforcement learning approach. The agent’s capability of energy-saving is demon-
strated.

1 Introduction

The contemporary data centres industry is an important player in energy consumption.
In 2010, the worldwide data centres’ energy use was approximately 1.5% of global elec-
tricity use, as assessed in [1]. By 2018 global data centres’ energy use grew only by
6% compared with 2010 at significantly increased compute instances [2]. It can be ex-
plained by increasing the proportion of high-efficient hyper-scale data centres in the total
amount. On the other side, [3] prognoses that by 2025, edge data centres are responsible
for creating and processing 75% of enterprise data. The edge data centres are typically
smaller in size (around 10kW of IT power) and placed closer to the end-user; they often
occupy existing buildings and use their infrastructure [4]. Thus, the increasing demand
for computing power and the emerging trend of growing the amount of edge data cen-
tres, which are not so energy efficient, require persistent attention to the issue of energy
efficiency in data centres.

Data centres are mission-critical facilities since they provide services for transporting,
storing and processing vast amounts of data. Failure occurrences in data centres can
lead to service unavailability and data losses; the cost of possible failures is high. For
example, experts estimate that the Facebook outage costs the company about $164 000
a minute in revenue [5], thus, the last downtime on October 4, 2021, is estimated to cost
Facebook over $60 million [6]. At the same time, any data centre is a complex system,
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and the occurrence of failures is inevitable [7]. Reliability of data centres is in providing
their availability to customers; thus, they require the detecting and predicting faults and
properly recovering them on time or mitigating their effects.

Thus, modern data centres face reliability and energy-efficiency issues. Handling of
such issues requires the development and validation of control strategies as well as the
construction of comprehensive control systems based on these strategies. The control
system is supposed to be able to adjust the cooling workload to the actual IT load, use
free-cooling methods and virtualisation, and manage the renewable energy sources and
heat recovery to address the energy-efficiency issue. From the reliability view, the control
system tasks are fault detection and prediction, processing the possible electricity con-
straints via managing the batteries or autonomous electricity sources, and redistributing
the IT workload.

The process of establishing the control system requires progressive and continuous
validation. This article concentrates on a framework which aims to develop and validate
the control strategies and the whole control system. Modern data centres tend to the
modular architecture to provide clear and unified procedures for data centre components
installation and replacement [8]. Because of such a modular nature of data centres, it is
unreasonable for their control systems to remain centralised, static and rigid. Thus the
framework deals with multi-agent control as the most promising approach to organising
distributed, modular and flexible control systems for data centres.

The framework is a closed-loop validation platform consisting of two essential sub-
systems: a modelling toolbox and a controlling toolbox. The modelling toolbox makes
it possible to construct a plant model for closed-loop validation, which is the whole data
centre or some component. The controlling toolbox is a set of interacting autonomous
agents which utilise reinforcement learning algorithms. The main focus of this article
is on the description of the controlling toolbox of the framework, particularly on the
implementation of reinforcement learning algorithms, construction of individual agents
utilising the algorithms and examination of their performance in data centre energy
saving.

The rest of this work is structured as follows. Section II provides an overview of
related works in the area of control in energy-efficient data centres. Section III represents
a description of the framework, it considers the requirements of the framework and its
structure, as well as its essential sub-systems. Section IV considers the implementation
of individual agents. Section V provides the results of applying the developed agents to
energy-saving control of data centre components. Section VI includes the conclusion and
future work description.

2 Related Works

As this article suggests the framework supporting the development and validation of the
control system in data centres, we are interested in works focusing on adaptive methods
for energy-efficient control in data centres. A computational system adapts such methods
as Dynamic Voltage Frequency Scaling (DVFS) for servers [9] and partial or complete
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dynamic deactivation of idle components [10]. It also utilises resource management tech-
niques such as virtualisation, scheduling, and consolidation [11, 12, 13]. These methods
achieve energy savings by distributing the total workload into a minimum number of
servers and switching off idle servers.

Adaptive control for conventional air-cooling aims at flexible adjusting the utilisation
of cooling units to actual IT load [14] and the rotation speed of server fans to the actual
temperature of corresponding central processing units (CPUs) [15]. Many data centres
support free-cooling methods supplying the outside air directly to the server room; in
regions with cold climates, free-cooling improves the data centres’ energy efficiency [16,
17]. As well as, there are methods of adaptive control of the joint action of free-cooling
and conventional air-cooling in data centres [18, 19].

The previously mentioned techniques are effective, but they deal with only individual
components and sub-systems of data centres. This work proposes a framework supporting
the development and validation of the energy-efficient control of the whole data centre.
The framework combines a modelling toolbox to construct data centre models and a
controlling toolbox to construct a control system and examine it over the model. The
control system design uses principles of multi-agent control.

3 Co-simulation Framework

This section describes the framework supporting the development and validation of the
control system to improve data centre energy efficiency. Any data centre is a complex
distributed system of interdependent components; therefore, we suggest developing the
control system as a distributed system of interacting controllers. The developing pro-
cess assumes testing both individual controllers and sub-systems and the entire control
system to make sure that they satisfy their requirements. Testing controllers or groups
of controllers is an issue since it requires checking the influence of control decisions on
real data centre facilities. Therefore, we consider the closed-loop co-simulation as an
approach to validate the control system and its components.

The suggested framework supports the co-simulation of control and a plant connected
in a loop. As a plant, we consider a model of a data centre or its component. As a control,
we take a model of Multi-Agent Control (MAC) or individual agent. Thus, the work on
the framework is going in two directions. The first one is the development of the modelling
toolbox to construct models of data centres or their components. The second one aims
at developing the control system and goes through the three stages: developing the MAC
design, creating the individual agents, and organising the agents’ communications via
multi-agent procedures. The next subsections consider the modelling toolbox, design
of multi-agent control and implementation of individual agents. All aspects of agents’
communications and interactions, as well as multi-agent procedures, are the subjects of
future work.
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3.1 Modelling Toolbox

The modelling toolbox aims at constructing the models of data centres of different con-
figurations with relative ease. The essential properties of the toolbox are as follows:

• the toolbox supports the modular principle, it provides individual blocks for
modelling the data centre components such as CPUs, Servers, Cooling units and
so on. The model is supposed to be constructed from the blocks.

• the toolbox is extensible, that is, it is possible to add new blocks;

• the blocks in the toolbox are reusable from one model to another, which means
that each block is a complete model of the corresponding component and can be
used both as an individual model and as an element of a more complex model;

• the blocks support encapsulation, which means that each block provides the in-
terface to the model, and all equations and parameters are hidden inside the block,
so each block is changeable with more advanced if necessary;

• the toolbox supports the parameters adjustability, which means that it pro-
vides techniques for adjusting those block parameters which are difficult to find in
specifications based on real data;

• the toolbox provides dynamicity, which means that the model constructed from
blocks of the toolbox is capable of interacting with the control system, that is at
each time point blocks provide it with their outputs calculated as a response to
control signals.

Our previous work [20] provides a detailed description of the toolbox and demonstrates
that models developed with the toolbox are capable of quite accurate predicting the
evolution of the temperature of all computational nodes and the air temperature in the
data centre. As well, they can quite accurately estimate the energy consumption of
individual components of the data centre and its total energy consumption. Besides, the
models can represent two types of cooling systems: air-cooling and free-cooling. Thus,
the toolbox is suitable for constructing models of data centres or their components for
closed-loop co-simulation together with control systems.

3.2 Multi-Agent Control

This subsection describes the general design of multi-agent control in energy-efficient
data centres. The design introduces types of agents and their interaction with each other
and components of the data centre.

As shown in Fig.1, the following types of agents are necessary for data centres:

• SF agent controls one or more server fans if they operate in the same mode.
The agent adjusts the rotation speed of server fans under control to the actual
temperature of the respective CPU to avoid overcooling and save energy.
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Figure 1: Multi-agent control, general design

• AC/FC agents control the air-coolers and free-coolers, respectively. They are
quite similar and differ only by cooling units under control and inner parameters.
The agents select the type of cooling: the air-, free-, or mixed cooling [18, 19] and
then adjust the workload of the selected cooling method to the actual temperature
inside the server room.

• CN agent controls the computational node (CPU). The agent adjusts the CPU’s
frequency and voltage to the actual requirements of its workload and performance.

• WD agent distributes the total IT workload among available CPUs to minimise
the number of working CPUs at the actual requirements of IT performance.

• ES agent controls the additional electricity sources such as batteries and au-
tonomous electricity sources available in the data centre. The agent holds high
availability and reliability of the data centre at possible energy grid constraints, as
well, it aims at utilisation of renewables as much as possible.

Our previous work [21] provides a detailed description of the general design of the multi-
agent control for energy-efficient data centres. It describes in detail the different types
of individual agents and their interaction and communication.

3.3 Controlling Toolbox

This subsection concentrates on the controlling toolbox, which provides the implemen-
tation of individual agents. We suggest using the reinforcement learning approach to
support the agent’s decision-making process. Thus, this subsection provides the main
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stages of the process of agent development, as well as a description of Simulink blocks
supporting this process. These blocks form the controlling toolbox.

The agent interacts with the environment and, at each time point, decides on an ac-
tion which leads to the most reward in the long term. The agents’ development process
goes through the following stages: specifying the environment; specifying the environ-
ment states; setting up the reward function; specifying the agent policy; setting up the
reinforcement learning algorithm. The rest of this subsection describes these stages in
detail.

Environment

in this work, we construct the environment for the agent as the model of a data centre
component that is under the agent’s control. We build the model from blocks of the
modelling toolbox and then adjust its parameters to provide a more accurate simulation.
After all preparations, we add the environment block to the controlling toolbox as a new
block to use later for the agent training. The Case Study section gives the example of
the prepared environment block for the SF agent.

Environment states

each environment provides its agent with observations of its state. The agent aims to
select the most appropriate action relying on those observations. However, sometimes the
whole set is redundant for the agent or too complex for processing. In such a case, one who
develops the agent should decide how to select the state space for the environment and
transform the observations into those states. We can prepare the Simulink block which
makes that transformation and add the block into the controlling toolbox. The idea of
the toolbox is to collect such blocks and select the most appropriate of them for specific
agents. The Case Study section suggests several blocks for constructing environment
states to train different SF agents. After training, we can select the most appropriate
agent and set of environment states.

Reward function

at each time point, the environment provides the agent with a scalar number that repre-
sents a reward for a particular environment state. The reward is an immediate response
to moving the environment to a specific state. It influences an expected total reward
or value function that determines the long-term benefit. According to [22], the value
function is calculated as in (1).

Q(St, At) = R(St) +
T∑
i=1

γi ·R(St+i) (1)

In (1), St is the environment state at time t; At is the action taken at time t; R(S) is the
reward function of the environment state S; γ, (0 ≤ γ ≤ 1) is a discount rate determining
the present value of future rewards; T is a number of time steps (T ≤ ∞).
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The selection of the reward function is a challenging issue. The Case Study section
demonstrates SF agent reward function examples implemented as Simulink blocks and
added to the controlling toolbox for later use.

Agent policy

at each time point, an agent decides which action is preferable for the current environment
state according to a policy which is a function mapping states to actions. The process
of the policy specification goes through two steps: selecting a set of possible actions
and selecting a function type which represents the policy. The function type selection
relies upon the possible actions space. One possible function type is a table with values
corresponding to all possible pairs: state – action if both state space and action space
are finite sets. If one of the spaces is infinite, the policy is a linear function, a polynomial
function, a neural network, or a function of some other type. The agent aims to define
the policy, which usually means defining the parameters of the selected function type.

The Case Study section considers the SF agent policy implemented as a table, as
well, the SF agent policy implemented as a linear function. The policies are packed into
Simulink blocks and added to the controlling toolbox for later use.

Reinforcement learning algorithm

The agent uses the reinforcement learning algorithm to seek the parameters of the policy.
The algorithm learns from interaction with the environment and updates the policy
parameters relying on the actions, observations, and rewards. The algorithm uses tabular
methods for problems with finite state spaces. The algorithm uses approximate methods
for problems with arbitrarily large state spaces.

The Case study section provides two types of reinforcement learning algorithms: one
implements a tabular method, and another is for an approximate technique. Those
algorithms are added to the controlling toolbox for later use.

4 Case Study

This section provides an implementation of all necessary blocks and algorithms to con-
struct a reinforcement learning agent on the example of the SF agent.

4.1 Server Fan agent: requirements

SF agent controls one or more server fans if they operate in the same mode. Its main ob-
jective is to minimise the power consumption of the fans under control at the maintenance
of the temperature of the respective CPU within a predefined range.

As shown in Fig.2, the SF agent determines the server fan rotation speed based on
CPU temperature and CPU utilisation. It also considers the power consumed by the
server fan under control to minimise it. As the SF agent possesses information about the
server, it can also predict fan failures, as we suggest in our previous work [23].
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Figure 2: SF agent interactions with its environment

4.2 Environment: implementation

In this work, we consider servers installed in Module 1 of SICS ICE data centre located
in Lule̊a, Sweden [24], as the environment for SF agents. Fig. 3 demonstrates the server
layout. For the environment, we take the following assumptions: we divide the server
into two parts with one CPU and three server fans in each one; all server fans in the same
part cool the corresponding CPU and operate at the same speed; the SF agent controls
that speed.

Figure 3: SF agent environment: server layout
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To avoid possible damages to the real server, we constructed a simulation model of
the CPU to train the SF agent. We construct the model from blocks provided by the
modelling toolbox described in the Framework section. As shown in Fig. 4, the model
consists of one CPU and three server fans that correspond to assumptions made in the
previous paragraph. In [20], we demonstrate that the model predicts CPU temperature
quite accurate and can be used as a substitute for the real server.

Figure 4: SF agent environment: model

The environment provides the following observations: CPU utilisation, CPU temper-
ature, and Server Fans’ power consumption. The environment provides the following
reward function:

R =




−pHT , if TCPU ≥ Talarm

−pHT/2− p1PSFs, if Tcr ≤ TCPU < Talarm

−p1PSFs, if Tref ≤ TCPU < Tcr

−p2PSFs, if TCPU < Tref

(2)

In (2), Talarm is a temperature value close to temperature dangerous for CPU; Tcr is
a temperature value warning about a critical increase in CPU temperature; Tref is a
reference value of the CPU temperature; pHT is a penalty for high CPU temperature; p1
and p2, p2 > p1 are penalties for increase of server fans power consumption.

The function presented by (2) is one of the possible reward functions. It is a chal-
lenging issue to select the reward function; the controlling toolbox of our framework
supports constructing different rewards functions and examining their applicability to
the decision-making process.
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4.3 Agent: implementation

The main component of any agent in our framework is a reinforcement learning algorithm,
which adjusts the parameters of the agent’s policy. This subsection provides an example
of reinforcement learning algorithm: the SARSA algorithm for finite state and action
spaces. This algorithm uses every element of the quintuple (St, At, Rt+1, St+1, At+1), that
make up a transition from one state–action pair to the next. This quintuple gives rise to
the name SARSA for the algorithm [22].

Figure 5: SARSA algorithm

Fig. 5 demonstrates the SARSA algorithm which updates state-action value function
Q based on its previous estimates. After agent training is completed, it gets a table
representing the state-action value function. Rows of the table correspond to the envi-
ronment states; columns of the table are for actions. Each cell of the table contains the
value of the state-action function (Q(S,A)). The policy for this agent is simple: for each
state, it just selects the action corresponding to a maximum value of the state-action
function: π(S) = argmaxA Q(S,A).

Consider two types of agents utilising the same algorithm SARSA, the same action
space, but different state spaces.

Action space for both types of agents:

• A1 – RPM = RPM − RPMmax

100
;

• A2 – RPM = RPM ;
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• A3 – RPM = RPM + RPMmax

100
;

Agent 1.

State space of the first agent considers only CPU temperature.

• S1, if TCPU < Tref ;

• S2, if Tref ≤ TCPU < Tcr;

• S3, if Tcr ≤ TCPU < Talarm;

• S4, if TCPU ≥ Talarm

Here, Talarm is a temperature value close to temperature dangerous for CPU; Tcr is
a temperature value warning about a critical increase in CPU temperature; Tref is a
reference value of the CPU temperature.

The policy obtained after training the Agent 1 is presented in (3).

π(S) =




A1, if S = S1

A1, if S = S2

A2, if S = S3

A3, if S = S4

(3)

Agent 2.

State space of the second agent considers both CPU temperature and CPU utilisation.

• Si (i = 1, 2, ..., 10),
if TCPU ≤ Tref and 10(i− 1)% ≤ UCPU < 10i%;

• S10·k+i (i = 1, 2, ..., 10; k = 1, 2, ..., Talarm − Tref )
if round(TCPU) = Talarm − k and
10(i− 1)% ≤ UCPU < 10i%;

• S10·p+i (i = 1, 2, ..., 10; p = 10 · (Talarm − Tref ),
if TCPU ≥ Talarm and
10(i− 1)% ≤ UCPU < 10i%.

Here, Talarm is a temperature value close to temperature dangerous for CPU; Tref is
a reference value of the CPU temperature.

The policy obtained after training the Agent 2 contains too many rows to be demon-
strated in the article.
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5 Results

To demonstrate the SF agents’ performance, we run the agents on the server model and
compare their results with data measured on SICS ICE data centre located in Lule̊a,
Sweden. The simulation time is 12 hours. The server model gets as inputs MAT files
with measurements of CPU utilisation and temperature at the server inlet. Agents set the
rotation speed of server fans; the server model calculates CPU temperature and Server
fans’ energy consumption.
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Figure 6: Server fans energy consumption

Fig.6 demonstrates that the agents are capable of saving server fans’ energy. Com-
pared to the measurements from SICS ICE data centre, three server fans under the
control of Agent 1 save 22.4 Wh (41.5%) for 12 hours. Three server fans under the con-
trol of Agent 2 save 26.4 Wh (49%) for 12 hours. Fig. 7 shows that both agents hold
CPU temperature inside the acceptable range. Agent 2 shows better results than Agent
1; at the same time, it is more complicated, which can be considered a drawback. The
framework can help to improve the agents.
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6 Conclusion

In the article, we considered an idea and structure of the framework supporting develop-
ment and validation of the multi-agent control for the energy-efficient data centre. The
framework comprises the modelling toolbox and the controlling toolbox. The modelling
toolbox is presented in our previous works; this work focused mainly on the controlling
toolbox namely the implementation of individual controllers and applying the reinforce-
ment learning approach to this aim. The infrastructure for individual agents’ develop-
ment was created; the two types of SF agents were developed, and their capability of
energy saving was demonstrated.

In future works, we are going to use the developed framework to investigate different
RL algorithms, state spaces, action spaces, and reward functions. Further, we aim to
implement Multi-Agent Reinforcement Learning (MARL) algorithms and auction and
voting procedures to achieve multi-agency. We also intend to enhance the framework to
provide infrastructure for comparing different multi-agent procedures and algorithms.
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A hybrid fault detection and diagnosis method in

server rooms’ cooling systems

Yulia Berezovskaya, Chen-Wei Yang, Arash Mousavi, Xiaojing Zhang, and Valeriy
Vyatkin

Abstract

Data centers as all complex systems are prone to faults, and cost of them can be very
high. This paper is focused on detecting the faults in the cooling systems, in particular
on local fans level. In the paper, a hybrid approach is proposed. In the approach a model
is used as substitute of the real system to generate dataset containing records of both
normal and fault cases. On the generated data, machine learning algorithm or ensemble
of algorithms are selected and trained to detect the faults. To demonstrate the approach,
the rack model of real data center is created, and reliability of the model is shown. Using
the model, the dataset with normal as well as abnormal records of data is generated. To
detect faults of local fans, simple classifiers are built for all pairs: a local fan – a processor
unit. Classifiers are trained on one part of generated data (training data), and then their
accuracy is estimated on another part of generated data (test data). A real-time fault
detection system is built based on the classifiers. The rack model is used as the substitute
of the real plant to check operability of the system.

1 Introduction

Contemporary data centres providing with the foundation for cloud computing and online
services are comparable to big industrial plants. They comprise several server rooms each
one which contains thousands of servers and many supporting devices such as cooling
devices and humidifiers [1]. In complex systems such as data centres, the occurrence of
faults is inevitable, and their cost can be very high due to the possible unavailability of
the services (e.g., e-commerce applications) [2]. Therefore, it is important to detect and
properly recover the faults in the data centres on time [3].

The main focus in this research is in detecting such faults in server rooms’ cooling
systems, in particular on local fans level. Every CPU is equipped with a fan which is
used to cool it down, in this work we use the term ”local fan” for such a fan. If one of the
local fans is damaged, it is difficult to detect it due to a big number of the fans running
simultaneously in a server room. The most obvious method of detecting faults is frequent
check of the plant and equipment by expert maintenance technicians. However, this is
a very expensive process especially when the number of IT and thermal equipment are
considerable high [4]. Therefore, utilizing automated fault detection is a vital necessity
in such complex systems.
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To address this vital need [5], Fault Detection and Diagnosis (FDD), the study of
automated and robust methods to detect and diagnose faults, has been in practice for
the past 20 years. Generally, fault detection and diagnosis methods can be classified into
three groups: quantitative model-based methods, qualitative model-based methods, and
history data- based methods [5].

Quantitative model-based methods use an explicit mathematical model that simu-
lates the behaviour of the monitored plant. The idea of the methods is to compare
actual behaviour of the monitored system with its modelled behaviour, find inconsisten-
cies between them often named residuals, and assess whether the residuals indicate the
damage to the system [5]. However, quantitative model-based methods have some disad-
vantages. First, building an accurate mathematical model, which can describe a complex
system might be extremely difficult, expensive and in some cases might not be even pos-
sible. Second, the models are often built for a specific system or system configuration,
thus they can’t be easily adapted to new systems [3, 5].

Qualitative model-based methods are usually developed based on some fundamental
understanding. They derive conclusions utilizing some strategy of searching through a
large set of rules called a knowledge base [6]. The qualitative model-based methods
also have their disadvantages. The main drawback is that the methods are very system
specific and hardly adaptable to changes. They often require total rebuilding to use
with the modified system; in this case, the cost is too high [3]. As well, the success of
the qualitative model-based methods depends on the quality of their knowledge bases.
Insufficient or inconsistent knowledge and rules can lead to spurious solutions [6].

On the contrary, history data-based methods can be called model-free FDD [7]. This
approach dispenses with an accurate mathematical model for anomaly detection; in con-
trast, it relies on historical data of the system generated by sensors and operates upon
them with statistical or machine learning methods [8]. Although historical data-based
methods look like the most economical FDD methods in highly complex systems [9], they
have some disadvantages. According to [10], historical data-based methods commonly
utilise supervised learning, which makes them expensive. As well, the data generated by
sensors commonly cover regular cases, and hardly ever include anomalous cases. Creat-
ing the faults in the real system may not be possible and if so, may create unexpected
damage to the system. On the other hand, an FDD method cannot wait until a fault
happens and then record it as an anomalous case within the data set, as the anomaly
case may not happen frequently. Therefore, data- based approaches in most of the cases
can detect faults in the systems, but they are not good at predicting the exact fault in
the system.

For these reasons, we believe that utilizing a method of generating faulty cases without
disturbing the normal execution of the systems is of high importance in improving the
quality of data-based FDD methods. We propose a hybrid approach using a combination
of model-based and data-based methods. The approach consists of two stages. The first
one is in using an appropriate model as a substitute for the real system to generate
dataset comprising records of both normal and fault cases. This stage determines which
types of anomalies will be diagnosed and predicted. The second stage is in selecting a
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machine learning algorithm or ensemble of algorithms to detect the faults and in training
them on the generated data. We believe that the proposed hybrid approach not only
can find an anomaly in the system but also it can predict the type of anomaly since the
generated data contains the records referring to specific faults.

In our previous works [11, 12, 13, 14], we have suggested the simulation tool designed
to build models of data centres of any configuration. The model demonstrates the thermal
behaviour of a data centre, namely its inside air temperature and temperature of all
CPUs, as well, calculates the energy consumption of computational and cooling system
of the data centre. In [14], we developed the model of Module 1 of the SICS ICE data
centre [15] and demonstrated that the model represents the Module 1 fairly reliably. In
this work, we use the model to calculate the temperature of CPUs under certain IT load,
and ordinary mode of local fans operating, and then record the whole situation into the
dataset as normal case. To generate faulty records, the model calculates the temperature
of CPUs when some local fans are off. Using this method, we can populate the dataset
with normal as well as abnormal records of data, each one which describes a specific
situation.

To detect faults of local fans, we have created several different classifiers. All classifiers
were trained on one part of generated data (training data), and then their accuracy was
estimated on another part of generated data (test data). Also, we have shown that a set
of individual classifiers for all pairs: local fan - CPU is better than one total classifier for
the whole system of local fans and CPUs. Each individual classifier detects if the certain
local fan is turned on or off based on information about utilization and temperature of
the corresponding CPU. Based on the set of individual classifiers, we have built a fault
detection system. To check the operability of the system, we have used the data centre
model as the substitute of the real plant.

The rest of this paper is organized as follows. Section II describes the model which is
used for data generating, a process of data generating, as well a structure of generated
dataset containing records of both regular and fault cases. Section III describes the algo-
rithms of generated data analysis and estimation of their accuracy. Section IV describes
building the fault detection system and the model to check the operability of the real-
time fault detection system. Section V presents the discussion of the implementation and
results, and the conclusions.

2 Model-Based Data Generation

As aforementioned, the purpose of this work is to develop the system for real-time de-
tection and prediction of defective equipment in data centres. We concentrate on server
level equipment namely CPUs and local fans, and this paper considers the detection
of cases of unapproved switching off the local fans. The fault detection and prediction
system adopted in this work are based on the hybrid approach using a combination of
model-based methods and data-based methods. This section describes the model-based
stage of the approach resulting in the dataset containing records of both regular and fault
cases.
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2.1 Data Structure

Fault detection of local fans relies on information about CPUs temperature and workload.
Each CPU is cooled down by a group of one or several local fans, and increasing its
temperature can indicate the defect of corresponding local fans. However, temperature
information alone might be not enough, since the rise of the CPU temperature can also
be caused by the growth of its workload. Thus to detect faults of local fans, it is necessary
to analyse both CPUs temperature and their utilization.

Consequently, each record of the data set will be a vector of 3N+1 components, where
N is the number of CPUs and local fans (in this work we assume that each CPU is cooled
by one local fan):

• Util CPU 1 ... Util CPU N are all CPUs utilizations which are measured in per-
centages of maximum workload;

• T CPU 1 ... T CPU N are all CPUs temperatures;

• FS LF 1 ... FS LF N are fault signals indicated the defects of local fans;

• NF is the number of faults.

The first 2N components of the vector are features or input variables, and the last N +1
components are target variables.

2.2 The Model for Data Generating

To generate data described in the previous paragraph, the model capable calculate the
CPU temperature based on its utilization and rotation speed of the corresponding local
fan is required. In our previous works [11, 12, 13, 14], we developed the simulation tool
enabling the creation of models of data centres of any configurations. The tool contains
building blocks such as CPU and local fan blocks. To demonstrate the hybrid FDD
approach, we have used the blocks to build the model of Rack 1 of Module 1 of the SICS
ICE data centre. To demonstrate the hybrid FDD approach, we have used the blocks to
build the model of Rack 1 of Module 1 of the SICS ICE data centre.

As shown on fig. 1, the server model calculates 4 outputs: power consumption of
local fans, power consumption of CPUs, temperature of CPUs, and amount of heat
rejected by the server. In this work, the CPUs temperature is of main interest, details
of the rest calculations are out of the scope of this paper. In the server model, the CPU
temperature is determined by the integration of (1) [16] which calculates a derivative the
CPU temperature.

˙TCPU =
PCPU − 1

R
(TCPU − Tin)

CCPU

(1)

Equation (1) requires following values: the CPU power consumption (PCPU), cal-
culated in the server model using (2) [16]; the CPU thermal resistance (R) calculated
inside the CPU block with (3) [16]; the CPU temperature (TCPU) at previous time point;
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Figure 1: The Simulink model of the server

temperature at the inlet of the server (Tin), which is the input for the server block; and
heat capacity of the CPU (CCPU) which is internal parameter of the CPU block. As well
as, the server block has two more inputs: one is the utilization of the CPUs (Util) used
in (2); another is rotation speed of local fans (RPM) used in well-known fan affinity law
(4) to calculate volumetric airflow rate through the CPU (CFM).

PCPU = Pidle + (Pmax − Pidle)Util (2)

R =
C1

CFMk
+ C2 (3)

CFM = RPM · CFMmax

RPMmax

(4)

The model of the rack demonstrated by fig. 2 is built as array of 18 server blocks
grouped by 6 into three zones: “Bottom”, “Middle”, and “Top”. Servers in the rack
are numbered bottom-up so that zone “Bottom” contains servers 1-6, zone “Middle” –
servers 7-12, and zone “Top” – servers 13-18. To examine the reliability of the rack
model, the CPUs temperatures calculated by the model have been compared with real
values of the temperatures from SICS ICE data centre. As in [14], we have set files with
real data as inputs the Rack 1 model, and executed simulation during the 6 hours (21600
seconds) of the model time. The comparison of modelled CPUs temperatures with real
values of the temperatures obtained from SICS ICE data centre has shown that the rack
model calculates the CPUs temperatures fairly reliable, and can be used for generating
the dependable data. Since the mean value of the gap between CPUs temperatures
calculated by the model and obtained from the SICS ICE data centre is equal to 1.3 ℃.

2.3 The Process of Data Generating

To generate data, we have used the model of Rack 1 described in the previous subsection.
The process of data generating is as follows. For each possible number of faults in the
system of local fans (from 1 to 36), the Rack 1 model was run several times. For each
run, the simulation time was set to 5 minutes (300 seconds), and last 30 seconds of each
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Figure 2: The Simulink model of Rack 1

run the predefined number of faults appeared. The results of the modelling were recorded
to the data set. Table 1 presents the process of data generating in more details.

Using proposed in Table 1 procedure, we generated two data sets, one with data
for training algorithms (training data), and another with data for testing the trained
algorithms (test data). At generating the training data, for each number of faults (besides
N=36) the number of the model runs M was equal to 360 (for N=36, M=10). Thus, the
data set with training data contains 5 · (360 · 35 + 10) = 63050 records. For test data,
the number of the model runs equals to 10 at all cases (M=10), thus the test data set
contains 5 · 36 · 10 = 1800 records.

3 Data-Based Fault Detection

This section describes selection, training and estimation of accuracy the algorithms to
be the basis for the real-time fault detection system. In this section, the training dataset
and test dataset created in the previous section are used.

3.1 Total Fault Detection

As the first approach, algorithms were trained for the detection of faults in the total
system of local fans based on data of all CPUs. In this case, algorithms capable of
detecting only the number of faults, and making rather rough predictions. Table II
describes classifiers trained using the scikit-learn machine learning library for the Python,
and their accuracies on the test dataset.
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Table 1: Algorithm of Data Generating
totalTime = 300; %simulation time in seconds
for N = 1:36 % N is number of generated faults
for j = 1:M % M is number of model runs
for i = 1:36
%generate utilization for i-th CPU
%each minute of model time utilization has
%constant value choosed randomly at start
%of minute

%set the utilization as input for i-th CPU
%in the Rack 1 model

end
%randomly choose N local fans
%to be damaged in the model run

%set the FS LF for choosen (damaged)
%local fans to 0, for the last 30 seconds
%of the model time

%set the RPM of choosen local fans to zero
%for last 30 seconds of the model time

%run the model
%get results of the model run
NF = 0;
for i = 1:5
%form the row at time = 60*i
%(3*36+1 = 109 items):
% all CPUs utilizations (36 items)
% all CPUs temperatures (36 items)
% all local fans fault signals (36 items)
% 1 if local fan turned on
% 0 if local fan turned off

if (i == 5) NF = N;
%write formed row to data set

end
end

end

All classifiers presented in Table 2 distribute the features rows by classes, each class
corresponds to the number of faults in local fans system, total of 37 classes (0-36 faults).
Features rows for all classifiers besides last one are of the form: [Util CPU 1, ..., Util CPU 36, T CPU 1, ..., T CPU 36]
Classifier Random Forest 2 operates with rows of the form:

[T CPU 1, ..., T CPU 36].
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Table 2: Classifiers
Classifier Name Description Accuracy
Ridge Classifier uses linear regression with a penalty on

the size of coefficients
0.8072

Decision Tree Classifier modifies features described by branches
of a tree to conclusions about the target value rep-
resented in the leaves

0.8156

Random Forest Classifiers uses en ensemble of decision trees (400
trees with max- depth equals to 37)

0.8406

Random Forest 2 Classifiers uses en ensemble of decision trees on
vector of CPUs temperatures only (400 trees with
max-depth equals to 37)

0.8472

All classifiers in Table II confident divide features rows into two groups: ”no faults”
and ”some faults appeared”, however, make many misses when dividing the second group
into classes according to the number of faults (only within the order of 10-20% success).

There are other classifiers and some techniques to improve accuracy, however, this
approach doesn’t detect sources of faults. One way to overcome that is in using binary
vectors of local fans fault signals as class labels. This binary vector is part of data
generated by the model, and it is of the form: [FS LF 1, ..., FS LF 36]. In this case,
the number of classes will be too large (around 236) to such an approach being practicable.
Therefore, in this paper, we propose an approach described in the next subsection.

3.2 Individual Fault Detection

An approach utilized in this work is in creating a separate classifier for each pair: CPU
– local fan, and training it on the data corresponding to the pair. The approach based
on the fact that all such pairs operate independently from each other, and temperature
of each CPU depends on only its utilization, the temperature at its inlet, and rotation
speed of the corresponding local fan, and not on other local fans. Therefore, we created
36 classifiers and trained them on corresponding data.

Process of creating and training the classifiers is in two stages: 1) for each pair,
features [Util CPU i, T CPU i] and class labels [FS LF i] were formed; 2) for each
pair ridge classifier was created and trained on data formed at first step. Each classifier
is determined by the function given in (5):

f(Util, T ) = w0 + w1 · Util + w2 · T (5)

If Util and T are such that f(Util, T ) < 0 then corresponding local fan is faulted, in
another case it works in normal mode. Thus, the training the classifier is in fitting the
coefficients: w0, w1, and w2. To implement this process, Python script was developed.
The script saved w0, w1, and w2 for each pair: CPU – local fan, and checked the accuracy
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for each classifier on test data. All classifiers demonstrate accuracies equal to 1 besides
classifier for pair 35, which has accuracy equal to 0.999 (1 miss on test data). Such
high accuracy is explained by the fact that the classifiers are quite simple (only two
characteristics), they were trained on a large data set and, mainly, by the fact that the
classes are very well separated from each other.

4 Prototype of Real-Time Fault Detection System

This section describes the development of a prototype of the real-time fault detection
system. In this work, we have built the set of classifiers each of which is designed to
detect the faults in one specific local fan and developed the fault detection system based
on them. The model of Rack 1 of Module 1 of the SICS ICE data centre is used as a
substitute for the real rack to examine the fault detection system’s potential for use.

4.1 Model Preparing

We have prepared the rack model to play the role of the real plant. Primarily, each
server was complemented with a fault detector block. A new view of the server block is
demonstrated in Fig. 3.

Figure 3: The server block complemented with the fault detector

The fault detector block constantly monitors values of utilization and temperature of
both server CPUs. The block uses (5) to determine if there are faults in fans of the server.
To make calculations the block contains coefficients of classifiers as internal parameters.

Next, the rack model was built based on the new server blocks. The internal pa-
rameters of the fault detector in each server block were set using the coefficients of the
corresponding classifier built in the previous section. The inputs of all server blocks in
the rack model were set using real data from SICS ICE data centre. The rack model is
ready to examine the proposed fault detection approach.
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4.2 Testing System

To visualize the testing process, we have developed an interface to the rack model. The
interface enables introducing the faults into the model and observing its response. Fig.
4 shows the main interface window. The left panel of the window contains a set of
checkboxes when the checkbox is ticked the corresponding local fan is turned off that
simulates the fault. The central panel indicates detected faults using red colour. For
example, on fig. 4 the checkbox 24 is ticked, and red coloured LF24 says that the fault
in local fan 24 is detected. The right panel shows the time points of appearance and
detecting the faults.

The situation demonstrated on fig. 4 appears at the 2701st second of simulation time.
During the simulation, all fans had faults at different time points, and right panel on fig.
4 demonstrates the time of fault appearance and detecting, so we can see how long it
takes to detect the fault after its occurring. The fault detection for local fans with odd
numbers was performed at close to zero utilization of CPUs. Whereas, for local fans with
even numbers the faults have appeared at close to 100

Figure 4: The main window of the inteface to the rack model

Analysis of the time intervals between appearance and detecting the faults indicated
that for low level of CPU utilization (¡10%), the average time of detecting the fault is
equal to 25.7 seconds with standard deviation equal to 2.4, and for a high level of CPU
utilization (¿90%), the average time of detecting the fault is equal to 7 seconds with
standard deviation equal to 1.63. The difference in fault detection time can be explained
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by different rates of temperature rise at different levels of CPU utilization.

The central panel of the main interface window contains the buttons LF1-LF36, each
of which being clicked opens the window with graphs demonstrating the behaviour of the
corresponding pair: CPU - Local fan. For example, fig. 5 demonstrates the 24th pair
graphs: rotation speed of the local fan, utilization and temperature of the corresponding
CPU, and value of fault signal of the local fan.

Figure 5: Graphs for 24th pair: CPU – Local fan

Here rotation speed and utilization are taken as real data from SICS ICE data centre.
The CPU temperature is calculated by the model (blue line) and compared with real data
from the SICS ICE (red line). The fault signal is calculated at each time point based on
utilization and temperature of the CPU. We injected four faults during simulation time,
which is reflected by graphs: at each fault, rotation speed was dropped to zero, and after
a while, fault signal was set to one indicating the fault detecting.
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5 Conclusion

In this work, we proposed the hybrid approach to fault detection in the data centres
cooling systems, in particular in the system of local fans. The approach uses a model of
the real system to generate dataset containing records of both regular and fault cases.
Next step is in selecting the machine learning algorithm or ensemble of algorithms and
training them on the part of the generated data.

To demonstrate the approach, we have built the rack model of the SICS ICE data
centre and demonstrated the reliability of the model drawing on the real data from
the data centre. Using the model, we have generated the dataset for further analysis.
The dataset contains regular and abnormal records. We have selected the classifiers
and trained them. Finally, we have built the real-time fault detection system based
on the classifiers and used the rack model as the substitute of the real plant to check
operability of the system. The developed interface can be used further to examine a
different approach to fault detecting.
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