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Abstract

People, organizations, and society are becoming more and more dependent upon
access to Information Systems. Most Information Systems are accessible via the
Internet. It is becoming easier and easier to perform successful network attacks
against these Information Systems, which causes the system to become unavail-
able for its intended users. It is also very inexpensive to launch a successful net-
work DRDoS attack against an organization’s servers. One type of distributed
denial of service (DDoS) network attack sends a very large volume of traffic to-
wards the victim’s servers. The most common of these volumetric DDoS attacks
are described as reflective DDoS service (DRDoS) attacks, and the DRDoS de-
fense is the main contribution of this thesis. For years, you have been able to
even rent network attack services from criminal organizations, which are often
in the form of DRDoS network attacks.

The Design Science Research (DSR) approach was used for our research. In-
cluded are the DSR cycles performed, including the artifact evaluations. The
relationship between the DSR cycles and the published research papers is pre-
sented in the paper summary section. The first two papers formed the DSR
problem definition. The next three papers used a variety of information hiding
techniques to mitigate network attacks. The last paper proposed a different
design principle, based on filtering traffic before it reached the public cloud
providers. This proposed DRDoS defense approach is to have the public cloud
provider request their IP neighbors to filter or drop certain traffic for a big IP
block of IP addresses. Then the provider gives IP addresses to their customers,
who want this protection, from the big IP block. This way the provider can
provide DRDoS protection for hundreds of thousands of customers, with a few
firewall rules and the filtering of malicious traffic occurs at the network edge.
This solution prevents most of the DRDoS attack traffic from even reaching the
public cloud provider. This last research is focused on protecting servers from
DRDoS attacks, where the servers are accessible via the Internet and where
the servers are or can be hosted via a public cloud provider. This public cloud
provider hosting includes accessibility via cloud offerings, such as with Ama-
zon’s Web Services (AWS), Google’s Compute Cloud (GCP), and Microsoft’s
Azure. To simplify the discussion, this thesis will focus on Web servers, as the
example.

Our research has been generalized into the following two research design prin-
ciple contributions. Our thesis, including the design principles, contributes to
the state-of-the-art network DDoS defense in the following ways:

1. Divide and Search for Malicious Network Traffic. After the attack is de-
tected, the IP, Web, and/or DNS address information is changed. This
mitigates the attacks since the attacker will not be able to quickly learn
the new DNS, Web, or IP connectivity information. This has the effect to
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reduce or mitigate the effect of the DDoS attacks.
2. Ask IPX Neighbors to Pre-process Network Traffic. With this design

principle, we have two types of features. One feature is to stop malicious
traffic. This mitigates the attacks at the public cloud provider’s neigh-
bors, so that most of the malicious traffic never even arrives to the cloud
provider. This way, the cloud provider no longer needs to process the
malicious traffic to filter it out. The other feature is to provide a different
quality of service (QoS) for incoming traffic. This allows the public cloud
provider’s neighbor to treat the traffic as higher or lower priority traffic.

In this thesis, the contributions are how to improve the state-of-the-art DDoS
defense solutions, concerning network attacks against Internet accessible servers.

Based on our research, Our DRDoS defense contribution is better, more effi-
cient, and more effective than the current state of the art DRDoS solutions that
we have reviewed. Our contributions are focused on network layer attacks as
opposed to application, presentation, or transport layer attacks.

Keywords: Network Security · DDoS · DRDoS · DSR

iv

5593084_Inlaga_26okt_AA.indd   45593084_Inlaga_26okt_AA.indd   4 2022-10-26   07:232022-10-26   07:23



Table of Contents

1 THESIS INTRODUCTION 1
1.1 Research Area . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1
1.2 Background and Motivation . . . . . . . . . . . . . . . . . . . . . 2
1.3 Structure of the Thesis . . . . . . . . . . . . . . . . . . . . . . . . 4

2 BACKGROUND AND RELATED RESEARCH 5
2.1 Current Challenges . . . . . . . . . . . . . . . . . . . . . . . . . . 5

2.1.1 IP Address Spoofing . . . . . . . . . . . . . . . . . . . . . 6
2.1.2 DDoS . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7
2.1.3 UDP DRDoS Attacks . . . . . . . . . . . . . . . . . . . . 7
2.1.4 TCP DRDoS Attacks . . . . . . . . . . . . . . . . . . . . 7
2.1.5 Volumetric Network Attacks . . . . . . . . . . . . . . . . 8

2.2 State of the Art Solutions . . . . . . . . . . . . . . . . . . . . . . 8
2.2.1 DDoS Mitigation at the Public Cloud Provider . . . . . . 10
2.2.2 UDP DRDoS Defenses . . . . . . . . . . . . . . . . . . . . 11
2.2.3 Origin Attacks . . . . . . . . . . . . . . . . . . . . . . . . 11
2.2.4 Public Cloud Computing Elasticity . . . . . . . . . . . . . 12

2.3 Knowledge Gap . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12

3 RESEARCH METHOD AND PROCESS 15
3.1 DSR Checklist Questions . . . . . . . . . . . . . . . . . . . . . . 15
3.2 DSR Cycles . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17

3.2.1 Environment: Questions 1, 6, and 8 . . . . . . . . . . . . 17
3.2.2 Design Science: Questions 2, 3, and 5 . . . . . . . . . . . 19
3.2.3 Knowledge Base: Questions 4 and 7 . . . . . . . . . . . . 20
3.2.4 Additional DSR Related Information . . . . . . . . . . . . 21

3.3 Design and Develop Artifact . . . . . . . . . . . . . . . . . . . . . 22
3.4 Design Science Methodology . . . . . . . . . . . . . . . . . . . . . 26
3.5 Design Science Research and Evaluations . . . . . . . . . . . . . 30
3.6 Design Principles . . . . . . . . . . . . . . . . . . . . . . . . . . . 32
3.7 Design Science Research Cycles . . . . . . . . . . . . . . . . . . . 33
3.8 Design Science Research Design Principles . . . . . . . . . . . . . 33
3.9 Design Science Research Application Domain . . . . . . . . . . . 33

v

5593084_Inlaga_26okt_AA.indd   55593084_Inlaga_26okt_AA.indd   5 2022-10-26   07:232022-10-26   07:23



3.9.1 Private Peering Agreement . . . . . . . . . . . . . . . . . 34
3.9.2 IXP Public Peering Agreement . . . . . . . . . . . . . . . 35
3.9.3 Additional Router State-of-the-Art Information . . . . . . 36
3.9.4 UDP DRDoS and DDoS Attacks . . . . . . . . . . . . . . 38
3.9.5 TCP DRDoS and DDoS Attacks . . . . . . . . . . . . . . 38
3.9.6 Other Attacks . . . . . . . . . . . . . . . . . . . . . . . . 38

4 RESULTS 39
4.1 Research Publication Summary . . . . . . . . . . . . . . . . . . . 39
4.2 The scarlet thread in this thesis . . . . . . . . . . . . . . . . . . . 39
4.3 Results in Papers . . . . . . . . . . . . . . . . . . . . . . . . . . . 41

4.3.1 Paper 1 . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41
4.3.2 Paper 2 . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41
4.3.3 Paper 3 . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42
4.3.4 Paper 4 . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42
4.3.5 Paper 5 . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42
4.3.6 Paper 6 . . . . . . . . . . . . . . . . . . . . . . . . . . . . 43
4.3.7 Summary of Papers . . . . . . . . . . . . . . . . . . . . . 43

4.4 Design Principles, Examples, and Implementations . . . . . . . . 44

5 DISCUSSION 49
5.1 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49
5.2 Future Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 51

6 REFERENCES 53

APPENDIX A: RESEARCH PUBLICATIONS 61
9.1 Paper 1 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 61
9.2 Paper 2 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 77
9.3 Paper 3 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 99
9.4 Paper 4 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 115
9.5 Paper 5 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 122
9.6 Paper 6 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 137

vi

5593084_Inlaga_26okt_AA.indd   65593084_Inlaga_26okt_AA.indd   6 2022-10-26   07:232022-10-26   07:23



List of Publications
This thesis is a composite of six publications which are referred to as papers 1
to 6 in the text. The full text of the publications are available in Appendix A.

Paper 1

T. Booth and K. Andersson. “Elimination of DoS UDP Reflection Amplification
Bandwidth Attacks, Protecting TCP Services”. In: Future Network Systems
and Security. Springer, 2015, pp. 1–15.

Paper 2

T. Booth and K. Andersson. “Network Security of Internet Services: Eliminate
DDoS Reflection Amplification Attacks”. In: Journal of Internet Services and
Information Security 5.3 (2015), pp. 58–79.

Paper 3

T. Booth and K. Andersson. “Network DDoS Layer 3/4/7 Mitigation via Dy-
namic Web Redirection”. In: Future Network Systems and Security. Springer,
2016, pp. 111–125.

Paper 4

T. Booth and K. Andersson. “Critical Infrastructure Network DDoS Defense,
via Cognitive Learning”. In: 2017 14th IEEE Annual Consumer Communica-
tions & Networking Conference. 2017.

Paper 5

T. Booth and K. Andersson. “DNS DDoS Mitigation, via DNS Timer Design
Changes”. In: Future Network Systems and Security. Springer International
Publishing, 2017, pp. 43–55

Paper 6

T. Booth and K. Andersson. “Mitigating DRDoS Network Attacks via Consol-
idated Deny Filter Rules”. In: Research Briefs on Information and Communi-
cation Technology Evolution 6, 2 (2020).

vii

5593084_Inlaga_26okt_AA.indd   75593084_Inlaga_26okt_AA.indd   7 2022-10-26   07:232022-10-26   07:23



Acknowledgements
I would like to thank my main supervisor Professor Karl Andersson and co-
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Chapter 1

THESIS INTRODUCTION

This chapter introduces the research area, followed by the background and mo-
tivation, and ends with the structure of the thesis.

1.1 Research Area

In summary, the main knowledge gaps addressed are the following:

1. How to defend from Distributed Reflective Denial of Service (DRDoS)
attacks, while on-premises

2. How to defend from Distributed Denial of Service (DDoS) attacks by hid-
ing Web URLs

3. How to defend from DDoS by hiding IP addresses
4. How to defend from DDoS via DNS timer changes
5. How to defend cloud providers’ networks from DRDoS attacks

One type of network attack is called a denial of service (DoS) attack. DoS at-
tacks use just one source computer attacker. One specific type of DoS attack
is a distributed DoS (DDoS) network attack, which can use tens or hundreds
of thousands of computers for network attacks, and which are therefore much
more powerful [36] and [46]. Our research is mainly on network layer cloud
DDoS attacks, not on application layer DDoS attacks. In this referenced arti-
cle, the existing challenges of different network layers in cloud computing are
identified, analyzed, and classified [32]. In this referenced article, they provide
a structured and comprehensive survey of the existing application layer DoS
attacks and defense mechanisms []. DoS attacks, in general, and DDoS attacks
in particular are a common and effective way to cause Information Systems to
become unavailable to their intended users. Our main contribution is concern-
ing DRDoS network attacks, which is a subset of DDoS attacks. There is a vast
amount of research that has been performed relative to network DDoS attacks,
so the general research area is mature.

1
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One specific type of DDoS attack is a distributed reflective network attack (DR-
DoS). Networks DRDoS attacks can make the intended Web services unavailable
to their intended users. The importance of DRDoS network research is to mit-
igate the attack effects and make the intended Web servers available for their
intended users.

In these attacks, the attacking computers change and spoof their source IP ad-
dress to that of the victim. The attacking computers send traffic to an innocent
third-party server, which replies to the victim servers. These DRDoS attacks
sometimes send a small amount of traffic to the third-party server, who answer
with a very large amount of traffic to the victim. These networks attacks are
called DRDoS amplification attacks [46]. DDoS attacks can be categorized as
OSI layer 3 (network), 4 (transport), 6 (presentation), and 7 (application) at-
tacks. DDoS attacks are a type of network or infrastructure attack. One thing
in common with most DRDoS attacks is that the IP protocol UDP is used most
often, as opposed to using the TCP protocol [20]. Our main research contribu-
tion is concerning DRDoS network attacks, which are a subnet of DDoS network
attacks, which are in turn a subset of DoS network attacks [47]. We proposed a
design to mitigate the attack effects against Information Systems. In particular,
when the Information Systems are located in a public cloud provider, we show
how the attack traffic can be filtered before reaching the cloud provider.

Our main thesis contribution is concerning how to mitigate the DRDoS network
attack in order to help protect the public cloud providers’ network infrastruc-
tures by filtering the malicious traffic at the network edge.

To simplify the thesis discussion, a focus will be made on protecting Web servers,
as opposed to other types of servers, such as DNS or email servers. However, our
contributions are relevant for any type of server based on the IP TCP protocol
and will mitigate against DRDoS attacks. In this thesis we provide details of
our example defense, concerning Web servers.

1.2 Background and Motivation

More and more Information Systems require higher levels of availability, since
people, organizations and society rely on them more and more [21]. This avail-
ability can be reduced by those performing DRDoS attacks. Well known DRDoS
amplification protocols persist to be the first choice for DDoS attacks and ac-
count for 89.9% of observed DDoS attacks [35].

In November 2021, Microsoft mitigated a DDoS UDP attack targeting an Azure
customer with a throughput of 3.47 Tb/sec and a packet rate of 340 million
P/sec – believed to be the largest DDoS attack ever recorded. Microsoft Azure
was subject to a 2.4 Tb/sec DDoS attack in August 2021. It targeted one of
Azure’s customers in Europe. The attacks used the UDP protocol and used
about 70,000 source attacking computers [44].

2
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Amazon Web Services was the victim of a DDoS attack in February 2020. The
attack was more specifically a DRDoS attack since it used vulnerable third-party
servers to amplify and reflect the attack. The attack lasted for three days and
peaked at 2.3 Tb/sec. The attack used the CLDAP UDP protocol [60].

GitHub was attacked on Feb. 28th, 2018. This attack lasted for 20 minutes and
peeked at 1.35 T/sec. The attack used the Memcached UDP protocol [16].

The most important Information Systems to protect are the ones which are part
of the Critical Infrastructure (CI) [4]. When implementing security to protect
the CI, it is referred to as Critical Infrastructure Protection (CIP) [7]. For most
of the CIP sectors, there are publicly accessible Information Systems, which host
part of the sector’s functionality. These are critical to the sector, so we can say
that the sector is dependent upon the availability of the relevant Information
System. Our research contributions are relevant to the following CIP sectors:
Banking and finance, Transportation, Information and communications, Federal
and municipal services, and Law enforcement agencies.

All kinds of industries are attacked via cyber-attacks. A very common type of
a cyber-attack is a network attack. For example, a DDoS network attack can
affect the Banking and finance systems. A network attack was initiated against
the Estonian banking and information system. Even with the help of NATO,
the attack was successful in greatly reducing the availability of the banking and
finance industry for an entire week [26].

There were several reasons for choosing network security as the general topic
for this thesis topic. I have 15 years of computer network experience, I have
an MSc in Information Security from LTU, and as shown in the news, there
are many serious successful network attacks. Countries are even using cyber
security network attacks as part of their military activities. Also, individuals,
organizations, society, and governments are becoming more and more dependent
upon Information Systems, which are connected to the Internet.

It is very easy and inexpensive to launch a successful DDoS against an or-
ganization. You can even rent network attack services from organized crime
organizations [31]. If DDoS network attacks against availability are success-
ful, the Information Systems will become unresponsive, partially unavailable, or
completely unavailable. This is part of the motivation for our work, which is to
prevent or mitigate the effects of DDoS network attacks.

This is an important research problem to solve. DDoS network security attacks
are a major problem. According to the Cisco Annual Internet Report White
Paper, the total number of DDoS attacks will double from 7.9 million in 2018 to
15.4 million by 2023 [50]. As an example, as to the percentage of DDoS attacks,
Verizon said that two thirds of their attacks were DDoS related. One third of
all downtime is attributed to DDoS attacks. Organizations take 3-5 hours to
even detect a DDoS attack. Downtime costs an average of $300,000 USD/hour
[22].

3
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1.3 Structure of the Thesis

My thesis was performed in the form of a composite thesis, also known as a
thesis by publication or article thesis. Therefore, it is based on a collection of
peer reviewed academic papers, a copy of which are found in Appendix A. This
thesis combines some material from the selected published papers, in order to
show the logical progression of increased knowledge and contributions.

The rest of this thesis is structured as follows: Chapter 2 presents the back-
ground and related research. Chapter 3 presents the research method and pro-
cess. Chapter 4 presents the results. Chapter 5 presents a discussion and
suggested future work.

4
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Chapter 2

BACKGROUND AND
RELATED RESEARCH

This chapter discusses the current challenges, followed by state-of-the-art solu-
tions, and then presents our relevant and main knowledge gap contribution.

In table 2.1, we present a summary, of some popular network attacks, solutions,
and knowledge gaps:

Our main contribution is in the lower right of the table, which isProtect public
cloud.

2.1 Current Challenges

There are several challenges which make it difficult to prevent DRDoS attacks,
such as the following. DRDoS attacking computer can be all types of physi-
cal, virtual, servers, clients, office computers, home computers, surf pads, smart
mobile phones, routers, and even IoT devices [54]. The specific main research
phenomena studied are DRDoS network attacks, against Internet accessible In-
formation Systems. DRDoS is a subnet of DDoS. A DDoS survey is found in
[61].

All of the defenses discussed in this chapter are based on the actual firewall
filtering to be performed either on premises, at the public cloud provider, at
the IXP center, or at the private peer’s location. IXPs are regional Internet
exchange points which connect networks so they can efficiently exchange traffic.
There are about 451 active IXPs around the world and they are a critical part
of the internet.

Mitigating UDP DRDoS volumetric attacks is a challenge. UDP DRDoS vol-
umetric attacks can generate a huge amount of malicious attack traffic. Let’s

5
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Attacks Solutions Knowledge Gaps
IP Spoofing ARP Spoofing defense Network DoS

DDoS Horizontal scaling Cost, false positives
and negatives

UDP/TCP DRDoS Traffic analysis, move to cloud False positives, negatives
DRDoS volumetric Move to cloud Protect public cloud

Table 2.1: Attacks, solutions and gaps

take an example where companies are running web services, in a public cloud.
I.E, the attack is against the web services, which are running in a public cloud
provider. There are TCP DRDoS and UDP DRDoS amplification attacks which
work in a similar manner. UDP DRDoS attacks exploit DDoS reflection and
work as described in [40].

It is a challenge to defend services which are located on-premises. Let’s assume
that an organization has an on-premises solution and is under attack by a DR-
DoS UDP network attack. If they instantiate more local servers (on premises),
this will not increase their limited shared network bandwidth to their ISP. So,
if the DRDoS attack is more bandwidth than they have provisioned to their
ISP, the attack will be successful, and in this case, it cannot be defended at the
on-premises location.

A current challenge is to filter the malicious DRDoS UDP traffic before it im-
pacts the web services. A related challenges is to filter the malicious DRDoS
UDP traffic before it even reaches the public cloud providers. Even if the traffic
can be filtered before it reaches the public cloud providers, there is a challenge
to configure the firewall with a few rules, to mitigate the attack against one of
tens of thousands of web services.

2.1.1 IP Address Spoofing

Another challenge is IP address spoofing. If the victim knows the IP addresses
of the attackers, they can attempt to filter the malicious traffic with firewall
rules. One network attack strategy to avoid this filtering is called IP address
spoofing. Our topic under study, DRDoS attacks, uses IP address spoofing.
Under normal circumstances, clients and servers include their own IP address
as the source IP address field in an IP header. With reflection, and IP address
spoofing, the attacker sends traffic to a 3rd-party server, but when the 3rd-party
tries to reply, the traffic is sent to the victim.

With this IP address spoofing, the attacker can change the source IP address
used by traffic sent to a victim or to some other random IP address [17]. With
IP address spoofing, the challenge is that the receiver, who is under attack,
does not know the true IP address of the attackers and the address can change
with each IP packet sent. This prevents the victim from easily filtering out the
malicious traffic from the attacker’s actual source IP address. This allows the

6
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attacker to trick the intermediate server into believing that the IP packet came
from the victim. So when the intermediate server replies, the reply is sent to the
victim. In general, it is a big challenge to find the true IP address of attackers
which are using IP address spoofing [62]. This is a limitation in the design of
the Internet IP protocol. It is a big challenge to make changes in the design
of IP, to make it more secure. When attacks are made with DRDoS, the IP
address spoofing attacks can use the UDP or TCP protocols.

One defense to IP address spoofing is an ARP Spoofing defense, which only
works for LAN based IP spoofing attacks. For network DoS attacks, it is more
difficult to defend against IP address spoofing attacks.

2.1.2 DDoS

In general, DDoS attacks can be defended against, with horizontal scaling, which
means you can bring more instance servers on-line to share the traffic. However,
this incurs an additional cost. There are also issues with false positives and false
negatives.

2.1.3 UDP DRDoS Attacks

Two popular IP protocols are UDP and TCP. UDP DRDoS attacks are a chal-
lenge. UDP is a stateless protocol. The most popular and powerful DDoS
network attacks are DRDoS UDP network attacks. Unlike TCP, UDP has no
required three-way handshake initiation protocol. In a UDP reflection attack,
the attackers perform IP address spoofing, and change the source IP address to
be the address of a victim [57]. They then send these UDP requests to innocent
3rd party servers. The servers reply to these UDP packets, but they reply to
the spoofed source IP address, which is the victim. Since the source IP address
is spoofed by the attackers, the victim cannot easily find out the IP address of
the attackers. If the server is running only TCP services, with our proposed
solution, malicious UDP traffic can be filtered.

2.1.4 TCP DRDoS Attacks

IP TCP DRDoS attacks are also a challenge. TCP is a stateful protocol. The
client and server start the session with what is called a three-way handshake,
thus they must be able to communicate with each other to properly start a
session. Since DRDoS attacks uses IP source address spoofing, the systems
can’t communicate bidirectional with each other and the three-way handshake
cannot be performed. This somewhat limits the usefulness of a TCP DRDoS
attack. This is one reason that the most powerful DRDoS attacks use the UDP
protocol. If the user is running only UDP services, with our proposed solution,
malicious TCP traffic can be filtered.
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2.1.5 Volumetric Network Attacks

Another challenge is volumetric network attacks. The most popular and pow-
erful DRDoS network layer attack are the DRDoS UDP protocol amplification
attacks [40]. With a small amount of UDP attack traffic, the attacker can cause
a very large amount of traffic, to be sent to the victim. [11] These DRDoS UDP
attacks can generate a huge bandwidth level of malicious traffic, which is sent to
the victim servers [63]. These DRDoS network attacks are referred to as DRDoS
volumetric network attacks [18]. In these attacks, the size of the reply is often
tens or hundreds of times larger then the request. The amount of traffic is often
so large that the victim’s bandwidth to the Internet is exhausted. This causes
the web services to be partially or fully unavailable to the intended customers.

The following shows a big challenge. Let’s assume the victim’s server is on
their own local premises. Let’s assume the rate of attack is 50 Gb/sec. If the
victim tries to overcome this, by increasing the bandwidth from their ISP to
their on-premises server, it is very expensive to increase this to, for example,
100 Gb/sec. Also, the ISP may take weeks to make the change or they may not
offer this high bandwidth service. In the meantime, the victim’s server will be
partially or fully unavailable.

The related knowledge gap is how can we protect the public cloud services from
these attacks? I.E., how can we filter the malicious traffic before it reaches the
public cloud provider? Our major contribution is to fill this knowledge gap.

2.2 State of the Art Solutions

There are a variety of state-of-the-art solutions related to the previous chal-
lenges just described. This section presents state of the art in DDoS network
security, including defenses, academic papers, and network manufacturers’ lat-
est products. In research contributions, there are often practical questions such
as can this be implemented today, or can this possibly be implemented in the
future? We will address this issue in the following discussion.

To start, we can harden the physical, virtual, servers, clients, office computers,
home computers, surf pads, smart mobile phones, routers, and even IoT devices.
For example, we can disable all services which are not needed. We can implement
firewall rules, to limit which type of traffic is allowed, and from where. We can
update packages to the latest version, which often includes vulnerability fixes.

There are some approaches to mitigate the effects of UDP DRDoS volumetric
attacks. One UDP DRDoS related state of the art published paper, is [49].
They use the results of their traffic analysis to discuss possible attack mitigation
approaches that can be deployed at the IXP level, before the attack traffic
overwhelms the victim’s network bandwidth. They try to analyse the type of
UDP traffic, in order to determine if it is valid or malicious traffic. Then they
dynamically request to have anti-DRDoS firewall rules configured to mitigate
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the malicious traffic.

However, their proposal is subject to possible false negatives and false positives.
For example, as a false negative, they may believe that the traffic in question
is not malicious, when it is in fact, malicious. The problem with this is that
actual malicious traffic will be received by the servers.

Or, as a false positive, they may believe that the traffic is malicious, when in
fact, the traffic in question is not malicious. The problem with this is that actual
innocent traffic will be filtered, and the server will not receive this valid traffic.

They specifically state that they will allow up to 5Mb/sec bandwidth of traffic,
which is of type anomaly, which appears malicious, to pass through. The reason
that they allow this possibly malicious traffic is to reduce the number of false
positives. The problem is that this allows up to 5Mb/sec of malicious traffic to
be received by the server.

Again, one challenge is defending from attacks, when the services are located on-
premises. One state of the art way to get around this issue, is for the customers
to run their services in a public cloud provider’s network. If the bandwidth
to the virtual server instance is exhausted, the customer can add more virtual
AWS type C5 server instances come with at least 10 Gb/sec in bandwidth. To
overcome the 50 Gb/sec attack, the customer may, for example, wish to run ten
servers with 10 Gb/sec each for a total of 100 Gb/sec bandwidth. They can
use a cloud-based load balancer in front of their servers. The load balance can
be a network or application load balancer, depending upon their needs. This
configuration also allows the numbers of servers to dynamically scale up or scale
down, based on demand and based on the amount of attack traffic.

Some customers may wish to normally run their services on premises, but as a
backup, only during an attack, they can implement the following state of the
art solution, during the attack. Start up new servers in the public cloud and
then make DNS changes to point to their servers located in the public cloud
provider. This can be a very compelling solution for customers who have some
valid reason to normally run their services from on premise servers.

The state-of-the-art field of machine Learning can be used to detect DRDoS
attacks [59] and [1]. Software Defined Networking (SDN) can be used as a state
of the art solution to mitigate DDoS attacks [19].

Most DDoS contributions follow this pattern: dynamically detect, implement
dynamic filter rules, and execute. For example, most DRDoS contributions
dynamically filter DRDoS traffic after it is received, by the public cloud provider.
For example, only after the attack traffic is received by the public cloud provider,
is it configured to be dynamically filtered.

9
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2.2.1 DDoS Mitigation at the Public Cloud Provider

DDoS network attack reflection can be used for various protocols such as IP
UDP and TCP, but the most powerful DRDoS attacks most often use the UDP
protocol. Most major public cloud providers offer limited DDoS defense features
for no additional cost, over the cost of running the server instance. This can be
used to mitigate the effects of DRDoS UDP attacks. For example, Amazon AWS
offers some DDoS defense features for no additional cost. One such included
feature is named AWS Shield Standard. Users do not need to pay anything
extra, to have AWS Shield Standard protect them from DDoS attack traffic
which is mitigated. Users do not pay for incoming bandwidth, so they don’t
need to pay for incoming DDoS malicious traffic, which can be a very large
amount of traffic.

AWS also offers some additional DDoS features at various prices. One such
paid feature is named AWS Shield Advanced, which will be discussed below.
Another paid service is AWS CloudFront, which is a content delivery network.
CloudFront has about 180 edge locations around the world. Worldwide client
requests are routed to the nearest of the 180 edge locations, which distributes
the load, and uses caching. AWS edge services, when used with AWS Shield,
can reduce the DDoS impact time from minutes to one second.

AWS CloudFront can verify incoming TCP connections are valid, before for-
warding the requests to the instance servers. This will mitigate TCP DDoS
attacks. AWS CloudFront can also help mitigate large DRDoS attacks. Any
malformed traffic can also be filtered.

Our focus is on network layer DDoS attacks, not application layer DDoS attacks.
However, we’ll mention that AWS also has an application layer DDoS defense
called Web Application Firewall (WAF), which is very reasonably priced. For
each ten million requests, it costs about $30 USD/month.

AWS Shield Advanced can be used to protect Web and other application servers.
AWS Shield Advanced costs $3,000/month plus additional data transfer out
usage fees. This provides some additional features over the free and included
AWS Shield Standard. For example, it provides some protection against more
sophisticated and larger attacks. If you don’t use AWS CloudFront, all your
traffic will go to a limited number of IP addresses. For each of these IP addresses,
you can run an AWS Elastic Load Balancer (ELB). One type of ELB is an
Application Load Balancer (ALB), which can filter out some malicious traffic,
which are not well-formed Web requests. For our example, we are considering
a web server. Since all the traffic is for web servers, all traffic will be of the
protocol type TCP, and will be on ports 80 (HTTP) and 443 (HTTPS).

AWS has network connections to both public peering exchange points and to
private peering facilities. AWS has a state-of-the-art IPv4 and IPv6 peering
policy and peering implementation [38]. AWS has presence on 98 public Internet
exchange points with some offering 800Mb/sec in bandwidth to its peers. The
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relevance is, that the mitigation of UDP DRDoS attacks can be performed at
the peering locations, instead of at the public cloud providers. This opens the
possibility to try and filter the malicious traffic before it reaches the public cloud
providers’ core networks, at the edge.

We will now discuss some mitigation strategies and use the public cloud provider
AWS as an example public cloud service, where the Web servers are run [34]
and [2].

Some forms of limited network attack mitigation are included as no additional
charge from the public cloud providers. AWS customers can use AWS Shield
Standard, at no additional charge. It defends against some of the common
network and transport layer attacks. However, it is AWS that must absorb all
malicious network traffic.

Most papers we found were trying to filter the traffic at the location of the public
cloud provider. The papers that did filter malicious traffic before reaching the
public cloud provider were having the neighbor dynamically filter many very
small blocks of IP addresses, for the public cloud VM instances, most often based
on CIDR /32 host IP addresses, dynamically [49]. One academic paper which
describes the related problem, and recommends filtering via BGP4 FlowSpec at
the IXP, but doesn’t offer a specific proposed solution is Hinze, et. al. [30].

2.2.2 UDP DRDoS Defenses

A large amount of outgoing traffic from the cloud VM instances can result in
a large invoice from the public cloud provider. In some ways, even if the only
impact is a significant monetary loss by the victim, but not a loss of availability,
we can still say that the attack was successful. This is one example of an
infrastructure layer attack.

The attacker may choose to try and overload the server by sending valid, but
malicious, application layer 7 requests. Some of these DRDoS attacks involve
DNS servers. A related state of the art published paper, is [15]. They conclude
with an overview of countermeasures and suggestions for DNS servers to limit
the impact of DNS chaining attacks. Most clients sending requests to DNS
servers use the UDP protocol.

2.2.3 Origin Attacks

Due to the increase of DDoS attacks, many more website owners are using
cloud-based security providers (CBSP) to protect their web servers [55]. In this
case, the web servers are still run on as what are called origin servers. The
clients connect to the origin servers indirectly, for example, via a load balancer
or content delivery network. The CBSPs try to hide the actual IP address of
the origin servers. The web clients are directed to the CBSPs who try to filter
out the attack traffic. The problem is that it has been reported that 71% of the
CBSP protected web sites expose the real IP address of the origin web servers,
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rendering this CBSP defense somewhat useless, since the attackers can connect
directly to the origin server. A partial defense is for CBSPs to scan their own
systems to see what weaknesses exist and to explore possible solutions, to better
hide the origin server’s IP address [55]

Origin servers can be used with content delivery networks (CDN). AWS has more
than 310 globally dispersed Points of Presence (PoPs), as part of their CDN.
These are collections of servers in worldwide data centers where CloudFront
caches copies of your web pages.

2.2.4 Public Cloud Computing Elasticity

One challenge is that large DDoS attacks can easily overwhelm the capacity of a
single server. One state of the art defense approach, against DDoS attacks is to
quickly increase the number of servers, which is called elasticity [51]. This way,
the amount of attack traffic received per server, can be much less. Public cloud
services such as Azure, GCP, and AWS sell virtual guest instances. All public
cloud platforms allow elasticity, that is, they provide the ability to quickly and
automatically, to increase the number of server instances in the available server
pool. The servers can scale when any events you define occur, such as the usage
of CPU, RAM, Network I/O and even custom metrics.

As you increase the number of available servers, you are also increasing the
amount of available bandwidth. Each normal server will have an Ethernet
adapter provisioned with up to, for example, 5 Gb/sec of available bandwidth.
Vendors have optional available paid features to increase this. For example,
AWS offers an increase to 25 Gb/sec interfaces, on their larger sized server in-
stances. As a detriment, as you upscale the number of servers, you also increase
your operational costs.

The design of using public cloud computing, so that you have elasticity, and
that your bandwidth to the servers’ increases is a state-of-the-art DDoS defense
solution. The AWS features which supports elasticity is called Elastic Load
Balancing.

An Amazon stated benefit of the AWS load balancing is that it distributes
workloads across multiple compute resources, such as virtual servers. It also
increases the availability and fault tolerance of your applications. You can add
and remove compute resources from your load balances as your needs change,
without disrupting the overall flow of requests to your applications.

2.3 Knowledge Gap

There are a variety of contemporary challenges related to DDoS in general
and DRDoS in particular. Our proposals do not address all these challenges.
The main research design objective of our research was to find an important
knowledge gap and attempt to contribute in helping to fill the knowledge gap
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just described. Our main design objective was concerning how to filter the
malicious traffic via a set of efficient firewall filtering rules, before it reached the
public cloud providers.

The knowledge gap was found after a review and analysis of the existing lit-
erature and by performing the Design Science Research cycles. Two types of
literature were analyzed, for both network attacks and related network defenses.
Most of the existing literature discusses how to filter the malicious network traf-
fic after it is received by the public cloud providers. A better artifact would be
able to filter the malicious traffic before it even reaches the public cloud provider.
We hoped to produce literature which provided a DRDoS mitigation solution
and was practical to implement with today’s state of the art network security
products.

Some of our research was intended to find a knowledge gap while other research
was intended to find practical solutions to help fill the knowledge gap. In ad-
dition to the material in our papers, additional material regarding practical
solutions are found in this thesis. There is only limited literature about how to
filter the malicious DDoS traffic efficiently and effectively before it reaches the
public cloud provider, which is our research area. Two such related papers are
[49] and [23].

Of the limited literature discussing how to filter the malicious network attack
traffic before it reaches the public cloud provider, we couldn’t find literature
which discussed how to efficiently filter the UDP DDoS traffic, for tens of thou-
sands of hosts, in a limited number of filter rules. Thus, there is a lack of
literature, or a knowledge gap, as to how one can best filter the malicious net-
work traffic for thousands of hosts before it is received by the public cloud
providers, via a limited number of filter rules.
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Chapter 3

RESEARCH METHOD
AND PROCESS

This chapter is focused on Design Science Research (DSR), in general, and as
related to the research area, problem, and questions. The DSR cycles performed
will also be presented.

The reason design science research was used is because it in the main paradigm
in Information Systems research, when you want to create new and innovative
artifacts. Different researches have different definitions of an artifact, which
brings up difficulties.

”The difficulty arises because, as discussed under the third issue,
the abstract knowledge contributions that are created in DSR (e.g.
artifact architectures, design theory) can also be treated as a type
of artifact.” [29]

However, others argue that, for example, an artifact architecture and a design
theory are not artifacts. Two research paradigms in Information Systems are
behavioral sciences and design science research (DSR). The DSR methodology is
most often used when one is designing practical solutions to Information Systems
related issues. Our DSR research was influenced by P. Johannesson and E.
Perjons [33] and K. Peffers [42]. Our research specifically uses the following A.
Hevner’s and S. Chatterjee’s DSR clecklist questions, and the following includes
our summary answers [28].

3.1 DSR Checklist Questions

1. What is the research question (design requirements)? How can we ef-
ficiently filter out malicious traffic, before it reaches the public cloud
providers?
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2. What is the artifact? How is the artifact represented? A physical artifact
was not created. Algorithms and configuration design principles have been
developed, which could be used to implement the physical artifact.

3. What design processes (search heuristics) will be used to build the artifact?
An example is our problem-structuring heuristic, which was problem de-
composition. The problem starting out as to protect on-premise services,
then to protect the public cloud based web servers, and then to protect
the public cloud providers themselves.

4. How are the artifacts and the design process grounded by the knowledge
base? What, if any, theories support the artifact design and the design
process? The artifact and design process were grounded on the practical
and available capabilities, of state of the art switches and routers and on
the existing literature.

5. What evaluations are performed during the internal design cycles? What
design improvements are identified during each design cycle? Static evalu-
ations were performed during the internal design cycles. The initial design
cycles were to protect on-premises services. The improved design was to
design public cloud based services, where the public cloud provider ab-
sorbed the malicious DRDoS attack traffic. The final design, was on how
to implement a solution, which would filter the malicious traffic before it
was received by the public cloud, in an efficient manner, and via off the
shelf state of the art switch and router products.

6. How is the artifact introduced into the application environment and how
is it field tested? What metrics are used to demonstrate artifact utility
and improvement over previous artifacts? The final design was not field
tested, in the form of a physical artifact. Instead the abstract knowledge
contributions were tested statically by analyzing the design. The met-
rics used to demonstrate the artifact utility is two-fold, first to see how
much malicious traffic will pass through and thus bypass our system, and
second to see how efficient the firewall rules are? To protect 100,000 web
servers, how can we minimize the firewall rules to filter all IP UDP DRDoS
malicious traffic?

7. What new knowledge is added to the knowledge base and in what form
(e.g. peer-reviewed literature, meta-artifacts, new theory, and new method)?
The most significant new knowledge added to the knowledge base is the
ability to protect the public cloud provider from UDP DRDoS attacks
against their customers web services, and to do this in a very efficient
way. Our contributions are via our published papers and other related
contributions are found within this kappa, and this is a new DRDoS pro-
tection method.

8. Has the research question been satisfactorily addressed? The research
question has been satisfactorily addressed, with one exception. We were
not able to get any public cloud providers to actually test our proposed
solution. The design was statically analyzed, instead of being dynamically
analyzed (field testing). So, we recommend, for future studies, a case
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study, where a public cloud provider is a stakeholder in actually testing
of our design, which would be considered the physical artifact.

3.2 DSR Cycles

As you can see in the above summary, we answered all of the above DSR ques-
tions. As related to the previous questions, there are the following three main
DSR cycles and the mapping to the above questions follows [28]:

1. Environment: Questions 1, 6, and 8.
2. Design Science: Questions 2, 3, and 5.
3. Knowledge Base: Questions 4 and 7.

We’ll now go through the above DSR cycles and related activities in more detail,
in the following three subsections, which are named as just mentioned above.

3.2.1 Environment: Questions 1, 6, and 8

As stated before, our 1st question, about our most significant contribution, was
the following: How to efficiently filter out malicious traffic, before it is reached by
the public cloud providers? We did not come up with this question immediately,
in our first cycle.

Our first two papers were dealing with the DSR problem definition phase. In
our first paper, our research question was concerning only protecting the on-
premises hosts, which were running TCP services. The question was how to
protect them from DRDoS UDP attacks. However, we were not considering to
protect the ISP link from the ISP side to the on-premises data center.

The design principles were implemented as a set of cloud based firewall rules,
and the example used was for the Microsoft Azure public cloud provider. An
experiment was performed with a Ubuntu server and the Apache web server was
installed. This experiment helped us understand how a DRDoS attack works
and we were able to generate a limited amount of DRDoS traffic locally. The
Azure acceptable use policy prevented us from running the same experiment
with a large amount of malicious traffic, against actual cloud resources. This
paper was part of the problem definition DSR cycle.

Our second paper is titled, Network Security of Internet Services: Eliminate
DDoS Reflection Amplification Attacks. In our second paper, we explained how
it was easier to protect against DRDoS attacks, by moving the on-premises
services to the cloud. While on-premises, customers have a fixed bandwidth to
their ISPs, which can be overloaded by attackers. By moving the servers to the
public cloud, the servers can then have much higher bandwidth available. Also,
if the bandwidth is attacked, in the cloud it is easy to quickly add servers and
thus quickly and dynamically add more available bandwidth. We can say that
the problem of dealing with the DRDoS attack was transferred to the public
cloud provider.
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Our third paper is titled, Network DDoS Layer 3/4/7 Mitigation via Dynamic
Web Redirection. In this paper, instead of protecting all hosts running TCP
services, we asked questions focused on only protecting hosts running web ser-
vices. When the user is authenticated to the web server, they will receive a
unique and hidden web URL to use. If a user is not authenticated, they will not
know the URL to attack. A requirement is that the pre-authenticated server
and post-authenticated server, which provides the services, must use different IP
addresses. Our design was based on our proposed algorithm and configuration.
We did not implement a physical representation of the related design, which
would have been the physical artifact. We consider this a minor contribution.

Our forth paper is titled, Critical Infrastructure Network DDoS Defense, via
Cognitive Learning. We asked questions about how to conceal the IP addresses
of the servers used after authentication. The approach was similar to paper
three, in which the web addresses were kept hidden, however this time, we keep
the IP addresses hidden. After the user was authenticated, we wanted to be able
to keep the servers hidden, with a secret IP address. A requirement was that
the services to be protected, are run on a public cloud provider’s network, such
as Microsoft’s Azure. However, when the user is authenticated to the server,
they will receive a unique and hidden IP address to use. Thus, unauthenticated
users didn’t know the valid hosts IP addresses, of the actual services, which
was needed to attack them. The design principles were implemented via using
Azure’s own firewall, to perform the filtering of malicious UDP DRDoS traffic.
We did not implement a physical representation of the related design, which
would have been the artifact. We consider this a minor contribution.

In our fifth paper, we asked questions about how to mitigate network attacks
related to the Domain Name System (DNS). There were both client and server
DNS changes which were explored. Specifically, we introduced two DNS timer
changes, which could help reduce downtime, during a DDoS attack. We created
a design with algorithms and configuration recommendations. We did not im-
plement a physical representation of the related design, which would have been
the artifact. We consider this a minor contribution.

In our sixth and final paper, we asked questions about how to protect TCP
services in the public cloud, in a different way. More specifically, we asked ques-
tions on how to mitigate the attack traffic, before it reaches the public cloud
provider, and how to do this is an efficient manner. Our questions were con-
cerning protecting any type of TCP services, from UDP DRDoS attacks. In
our related paper, we assumed that there were currently or would be in the
future, communications switches and routers, which could implement our algo-
rithm and configurations, which would operate at very high speed, for example,
at 500 Gb/sec. As part of this thesis, we additionally investigated actual state
of the art and available equipment which could be used to implement a related
physical artifact. However, the cost of the relevant Cisco equipment, which sup-
ports the Silicon One architecture is cost prohibitive, for the purposes of this
research, for an experiment. Therefore, a static analysis of an expected artifact

18

5593084_Inlaga_26okt_AA.indd   285593084_Inlaga_26okt_AA.indd   28 2022-10-26   07:232022-10-26   07:23



have been made. We consider this last paper, our major contribution.

This research question could be more satisfactorily addressed, if an actual ar-
tifact, based on physical equipment, were to be implemented by a major cloud
provider, such as AWS, and its IXP peering partners. This could be imple-
mented to work on protecting actual customer services.

3.2.2 Design Science: Questions 2, 3, and 5

We are now referring to the DSR questions found in the previous section.

For our first paper, we created a physical artifact to be used for limited testing.
The server was based on the Ubuntu Linux. We installed an Apache web server.
We used the Azure firewall. We used tcpdump to capture traffic and Nmap to
generate malicious traffic. A limitation was that this artifact was only used at
very low speed.

In our second paper, we created a design which could be used to implement the
actual test web servers and test firewall rules. This example included firewall
rules for the Azure firewall. We allowed traffic for the web service and MySQL
database service. We configured the Azure firewall to create the physical arti-
fact.

In our third paper, we provided design guidelines, including an algorithm, but
we didn’t create an actual artifact based on this design. Instead, we analyzed
the design statically, i.e., without running it dynamically.

In our forth paper, we went into detail on how we could isolate groups of au-
thenticated clients, into smaller and smaller groups, until we could isolate the
malicious users. Then, we could combine the smaller groups into larger groups,
until such time as the next malicious attack was discovered. We did not build
an artifact which would perform this grouping and regrouping of authenticated
resources. Instead, we again analyzed the design statically, i.e., without running
it dynamically.

In the fifth paper, we proposed some best practices, which could be used to
mitigate some types of DNS DDoS attacks. We proposed what we called DNS
TTL2 and DNS TTL3 protocol enhancements. We shows how the DNS clients
can take advantage of our enhancements. However, we did not implement the
above logic is a working artifact. Instead, we again analyzed the design stati-
cally, e.g., without running it dynamically.

In the sixth paper, we have our major contribution. It was during the later DSR
cycles that the main knowledge gap became apparent. More specifically, after
evaluating our first five papers, we could see a more important knowledge gap.
Via our knowledge gap, we focused on how to protect public cloud providers,
from receiving malicious DRDoS UDP traffic intended for their customer’s TCP
services. This would prevent the malicious traffic from even reaching the public
cloud provider. Our main contribution was a design to efficiently filter out the
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UDP DRDoS malicious traffic before it reaches the public cloud provider. This
is a great benefit for the public cloud providers.

In this last paper, we had a limited amount of analysis of our proposed solutions,
in the form of algorithms and configurations. Further in this thesis, we have
provided a great deal of additional information, on how our proposal could
be designed when using state of the art computer switches and routers. Our
information includes how switches and routers based on silicon, which is a form
of a very high speed CPU. However, we did not implement the above logic is a
working artifact. Instead, we again analyzed the design statically, i.e., without
running it dynamically.

The design processes used to build design the algorithms and configurations was
based on a variety of build, analyze, and improve.

It was in the first paper’s design, where there was a proposed solution to prevent
certain malicious attack traffic from making the server unavailable. However,
we realized that the attacks would just attack the ISP connection instead, to
have the same effect. Our initial design could not have prevented the attack
against the ISP link. We then proceeded to address this ISP issue, in order to
improve upon our design in the next design cycle.

An incremental improvement was then to have the customer run their services
in the public cloud providers’ networks and to use the public cloud provider’s
anti DDoS services to perform the filtering of most malicious DDoS network
traffic.

In another design cycle, we were able to come up with a design to efficiently
filter the malicious traffic, before it is even received by the public cloud providers.
This was our main contribution. The evaluation of our algorithms was again
performed statically, based on reading the computer switch and router manuals
and data sheets. One major breakthrough is that major vendors, such as Cisco
and Juniper, have very high performance solutions which can be used and are
based on silicon (high performance custom hardware CPUs), which we discuss
further in this thesis.

3.2.3 Knowledge Base: Questions 4 and 7

The proposed artifact and design process, for our main contribution in paper
6, is based on off the shelf state of the art computer switches and routers.
We will discuss the related specifics soon. For our main contributions, the
new knowledge that is added to the knowledge base are our algorithm and
configuration design, which can be used to mitigate the malicious network UDP
DRDoS attack before it reaches the public cloud providers. For example, we
show how to filter malicious traffic targeted at 100,000 web servers in just a few
firewall configuration rules.
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3.2.4 Additional DSR Related Information

We now discuss some additional DSR related information about our research.
Even after writing our sixth paper, we could see more possible related contribu-
tions, some of which were made in this thesis. Additional thesis contributions
were of the form of evaluating state of the art computer switches and routers
capabilities, which could be used to implement our solution.

We offer the following proposed DDoS network design, for the public cloud
providers’ customers. During normal operation, customers may wish to use
the freely included DDoS protection, with the AWS server instances. Only
when there is a DDoS attack, you can enable the AWS Cloudfront and AWS
WAF features, which provides more protection, including some DDoS defense
protection. Or during normal operation, you could have the Web servers on
premise. When there is a DDoS attack, you could quickly and dynamically
move your Web servers to a public cloud provider, via DNS changes.

Our proposal strategies with AWS is similar to how it would work with other
public cloud provider offerings, such as the Azure and GCP cloud offerings. One
academic paper which describes the related problem, and recommends filtering
via BGP4 FlowSpec at the IXP, but doesn’t offer a specific proposed solution
is Hinze, et. al. [30]. Our research builds upon this research with our proposed
solution, at the IXP. With our main solution, if the intended service is a Web
server, we know the traffic is of type TCP, so we can filter out all UDP traffic,
without any related false negatives or false positives. We will identify all UDP
traffic as malicious traffic. Thus under these conditions, our solution is better,
in that we don’t have the same UDP false negatives, or false positives, under
these specific conditions. With our main contribution design, the malicious
UDP traffic is even dropped before it reaches the public cloud providers.

We have some proposals which require customers to run their Web services in
the public cloud providers’ networks. If they do this, there are some public
cloud provider solutions which allow the customer to conceal the origin IP’s
address, which in effect, mitigates the possibility for adversary’s to perform a
direct origin IP attack.

Our specific contribution is helping to offload the public cloud providers from
having to process these DRDoS UDP protocol attacks [11]. Our proposal pro-
tects organizations that offer their accessible services via the Internet in public
cloud providers, for example Web services, which we’ll use as an example. The
main three public cloud providers are Amazon Web Services (AWS), Google
Cloud Provider (GCP), and Microsoft’s Azure [27]. We’ll use AWS as our gen-
eral example.

SDN is also a state of the art solution which can be used to help defend against
IP spoofing network attacks [62]. However, they don’t propose an efficient way
to mitigate malicious traffic to large numbers of servers.
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3.3 Design and Develop Artifact

The major part of many design science projects is the activity Design and De-
velop Artifact, which can be expressed as follows: Create an artifact that ad-
dresses the explicated problem and fulfils the defined requirements.

The primary result of this activity will be prescriptive knowledge, which can
be embedded in the created artifact. [33]. We’re proposing a design algorithm
and configurations, which can be implemented as a set of switch and/or router
configurations.

The Build-Evaluate Pattern in DSR is described in [48].

DSR can be considered via the following five DSR genres [41]:

1. IS design theory, which emphasizes the development and presentation of
IS design theories and validates them conceptually or through an artifact
instantiation;

2. DSR methodology, and

3. design-oriented IS research, which focus more on developing and evaluat-
ing useful artifact than on building theory;

4. explanatory design theory, which emphasizes design features and their
effect on the environment; and

5. action design research, which combines action research and design research
and views design as a situated process that occurs in an organizational con-
text and as a reflective process that generates prescriptive design knowl-
edge about a class of artifacts to address a class of problems.

For this thesis, the focus is on the above (3) design-oriented IS research, which
focus more on developing and evaluating useful artifact than on building theory.
Our main proposed artifact designed is described in the paper 6 titled, ”Mitigat-
ing DRDoS Network Attacks via Consolidated Deny Filter Rules”. This thesis
includes a description of how the state of the art switches and routers can be
used to implement our design, as an artifact.

There are six papers presented in this thesis. We have specific phenomenons,
such as DDoS against DNS systems, DRDoS against Web services, and DDoS
against TCP services. Detection of DDoS DNS attacks is found in [37]. One of
the papers included in this thesis, paper 5, provides proposed defenses to DNS
server related application layer attacks [9].

In all types of DDoS attacks, the attackers must first learn the Web or IP ad-
dresses of the planned victims before they can have a successful attack. This
is the recognisance phase. Some of our contributions are to hide the Web ad-
dresses, to hide the IP addresses from the attacker, and to mitigate the at-
tempted related DDoS attacks. Our proposal assumes that the customers would
only learn the valid Web address and IP addresses after they authenticate. In-
stead of directing all customers to the same Web address, via a large load
balancer, they would be broken into groups, for example ten groups, and sent
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to the ten related Web addresses or related ten load balancers. If there was
an attack, we would know which of the ten groups of customers was involved.
We could then use our same process and break that one group into ten smaller
groups. If there was another attack, in the small sub-groups, we could then re-
peat our breakout the group process until we knew exactly which customer was
acting in a malicious way. We could then black list this customer and prevent
them from learning new server IP addresses. If there is no malicious activity
in some groups for a given amount of time, we could combine sub-groups back
into larger groups. The technique of breaking up hosts into groups is shown in
figure 3.1.

Figure 3.1: Groups of Protected Hosts

Concerning the DDoS attacks against DNS systems, the DNS hosting services
use the same DNS servers to provide a service for thousands of different cus-
tomers. Out of the thousands of customers using the name DNS server, there
may be only one customer who is being attacked. Our related contribution is an
algorithm to determine which specific customer is the specific intended target.
Then we move the other customer’s DNS hosting to different DNS servers, and
thus they are no longer effected by the DDoS network attack. As part of our
contribution, we have designed DNS changes, so that clients can much more
quickly learn where their DNS server moved to. This contribution is designed
based on DNS timer changes. The clients learns of their new DNS servers to be
used via the normal DNS process.

Concerning the DDoS attacks which are of the type DRDoS attacks, one must
first understand how DRDoS attacks work, from a technical IP UDP and TCP
flow point of view. The attacking computers would set the IP UDP and TCP
destination ports, to that of the service that they were taking advantage of.
They would then send that traffic to the third party servers. We noticed the
pattern that the third party server would set the IP UDP and TCP source
ports, to the same value as the service being misused. Therefore, the attack
traffic from that the third party server to the victim servers would always have
the source port equal to the value of the third party servers’ service, which is
normal for IP traffic. Some of our contributions are a set of filters, which take
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advantage of that limitation, in that the attacker can not control that source
port field. We perform filters which are based on the source port, for example
the TCP source port.

Let’s take an example, of the chargen protocol, which can use the TCP protocol
on port 19. The attacking computers would send traffic to, for example, TCP
destination port 19 on the third party server. The server would respond to the
victim with a source TCP port of 19. We could have a filter, set to source
TCP port 19 to filter all of this malicious traffic. This would help protect TCP
services, such as Web services, from chargen DRDoS TCP network attacks.

Let’s assume that the customers are hosting their Web services in a public cloud
provider, let’s say Amazon AWS. Our main contribution, is to even keep most
of the attack traffic from reaching AWS. AWS can offer a block of IP addresses
to their customers who want to run Web servers in AWS’s cloud. For example,
let’s consider the IP network of 100.101.0.0/16, which is 65,536 IP addresses
and 65,534 valid IP host addresses. AWS would request their IXP (internet
exchange point) IP neighbors to perform the filtering of DRDoS traffic for the
block of IP addresses 100.101.0.0/16, using our specific filters. For example,
their IXP neighbor could filter for tcp source port 19 to filter the malicious
chargen protocol reflective traffic. We can consider this as a Defend DRDoS as
a Service. When a customer opts in to this service, they are allocated an IP
address, from the block of 100.101.0.0/16 IP addresses, which are protected by
this service. This way, via a very small set of firewall filter rules, 65 thousand
web servers can be protected and the filtering is done at AWS’ IXP peering
neighbors, before the malicious traffic even reaches AWS.

We’ll create an example related to our sixth paper, which is titled, Mitigat-
ing DRDoS Network Attacks via Consolidated Deny Filter Rules. The Inter-
net Assigned Numbers Authority (IANA) and RFC 6335 suggests the range
49152–65535 for dynamic or private ports. Let’s assume that Amazon AWS
wants to offer a DDoS protection service for its customers using the IP address
block 100.101.0.0/16 and that the customers are only running Web services on
their servers. Web servers only use the TCP protocol, not the UDP protocol.
They also only listen on the TCP ports 80 and 443. One popular manufactur-
ers of routers used by Internet exchange points (IXP) is Juniper Networks and
another is Cisco. Both of them implement the specific features we need which
include filtering based on the layer 3 protocol, and the layer 4 TCP or UDP
source ports.

In case others want to reproduce and test out our work, i.e., create a physical
artifact, here is the required design information. Most specifically, here is some
configuration information concerning how to configure our solution with Juniper
Networks equipment.

Juniper can also match based on ”destination-address”, which can include a
CIDR specification, so we can match based on our destination IP address block
as 100.101.0.0/16. As part of the entire boolean match of patterns, we will
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use this information so that we only drop malicious traffic to this IP block of
addresses since AWS would want to accept all traffic for other IP addresses.

Juniper can also match based on ”destination-port”, so we can match based on
TCP destination ports of 80 (http) and 443 (https). We will drop all traffic
which is not both TCP and destined for these port numbers. We will accept
some, but not all of this traffic just mentioned. DRDoS attacks generally use the
UDP protocol. For example, in the above, we can filter all UDP traffic which
will be dropped. This means that any and all possible DDoS attacks based on
UDP will be dropped, against the Web servers.

The relevance of dropping all UDP traffic at the IXP neighbor follows. As an
example of a fairly recent attack, there was a 2.4 Tb/sec DDoS attack against
a Microsoft Azure customer, in August, 2021. The DDoS attack used the UDP
protocol. Without our proposed solution, all of the malicious UDP traffic would
be forwarded by Azure’s IXP neighbor to Azure. With our proposed solution,
for all Web servers which opt in to our service, 100% of the UDP attack traffic
would be filtered at Azure’s IXP neighbors and no malicious UDP packet traffic
would have even arrived at Azure’s core network.

Even if we run TCP services, we can also drop many types of DRDoS attack
traffic, which are based on TCP. Juniper can also match based on ”source-port”,
so we can drop malicious traffic based on DRDoS TCP source ports, such as
WWW, email, file transfer protocol, secure shell, peer-to-peer file sharing and
streaming media. This protects those type of servers from being used as the
third party servers, where the reflection takes place.

The above example was based on the Web server running, which uses the TCP
protocol. The following is an example of how to protect a server running the
UDP protocol. By only matching expected traffic, we can drop all TCP traffic,
which will eliminate all TCP based DRDoS attacks against the UDP services.

If the customer is running UDP services, with our solutions, the Web server
customers could use a bastion host, for RDP and SSH management traffic, in-
stead of letting it in directly. The customer could then block all TCP DRDoS
network attack traffic. A firewall rule could be setup to only allow this manage-
ment traffic to come if from an IP address at the corporate office. This would
reduce the attack surface against the public IP address directly.

As mentioned, Juniper can also match based on ”source-port”, so we can drop
malicious traffic based on common DRDoS UDP source ports, such as DNS,
NTP, CLDAP, CharGen, Memcached, SunRPC, SASDP, SNMP, SRCDS, Call
of Duty, NETBIOS, RIP, Quake, Steam, and QOTD. This will also mitigate the
effect of 15 very popular UDP DRDoS attacks.
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3.4 Design Science Methodology

ManyWorld WideWeb 2.0 systems are considered Information Systems. Hevner
specifically refers to the World Wide Web 2.0, in his examples of the DSR needed
in Information Systems [28].

Our research methodology, methods, and processes used are based on DSR,
which is concerning the creation of artifacts. So what is an artifact? For our
work, we’ve provided the artifact design. The actual artifact would be what
can be created based on our proposed algorithms and configurations [52]. The
knowledge contributions that are created in DSR (e.g. artifact architectures,
design theory) can also be treated as a type of artifact [25].

In this thesis we refer to our design principles, architecture, methods, and fire-
wall evaluation code as the design from which the physical artifacts can be
created. Then we apply our design principles to solve different problems.

Knowledge contributions can be positioned into three types, as shown in figure
3.2 [6]. Note that the routine design is not considered a knowledge contribution,
which is why there are three knowledge contributions, and not four.

Figure 3.2: Solution maturity vs application maturity [6]
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Based on the figure 3.2, our type of knowledge contribution is an improvement,
which is new solutions knowledge for known problems, or Research Opportunity
and Knowledge Contributions.

DSR projects seek to solve interesting problems via innovative artifacts that
contribute new knowledge to the world [3]. We performed the following SCO-
PUS search, since 2017, which resulted in finding 2,168 DDoS related papers,
so DDoS is a very interesting and active research problem:

TITLE-ABS-KEY ("DDoS") AND PUBYEAR > 2017 AND LANGUAGE (english)

Information Systems research can also be divided into the following two types:
[58]

1. Behavioural InfoSys research which aims at ‘truth’, i.e., at the exploration
and validation of generic cause–effect relations.

2. InfoSys design science research, which aims at ‘utility’, i.e., at the con-
struction and evaluation of generic means–ends relations

Our research is concerning the InfoSys DSR which aims at utility. DSR arti-
facts are considered artificial science, as opposed to natural science. Informa-
tion Systems artificial evaluation includes laboratory experiments, simulations,
criteria-based analysis, theoretical arguments, and mathematical proofs. [53].

Design-oriented Information System (InfoSys) research is aimed at the construc-
tion of ‘better’ InfoSys-related problem solutions. Utility for practice is estab-
lished as a clear and common measure of its results’ relevance – but the rigour
of its construction and evaluation varies. The rigour of design-oriented InfoSys
research is less well defined and less commonly accepted than its behavioural
counterpart. Design research implies that problem solutions should be generic
to some extent, i.e., applicable to a set of problem situations. [58].

In DSR, something needs to be designed, which adds knowledge concerning the
interesting question. We designed the following two design principles via DSR,
to help solve the interesting DDoS research problems.

1. Divide and Search for Malicious Network Traffic

2. Ask IPX Neighbors to Pre-process Network Traffic

From the design principles, we have created more specific design principles for re-
lated DDoS problem solutions. Designs are the instructions based on knowledge
that turns things into value that people use. The computer science discipline has
made design a central element in what they do. [28] Our design principles are
closely related to computer science and more specifically related to Information
Systems.

Information Systems design is both an iterative process (set of activities) and a
resulting product (artifact) - a verb and a noun [56]. The iterative process was
used in the development of our design principles. The designed artifact must
be evaluated to show that not only does it solve the problem but also does it in
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an efficient manner by providing utility to its user [28]. The artifact efficiency
and accuracy should be compared against other state of the art solutions to see
if it is an improvement.

The DSR evaluation is intended to validate the design and artifact. There is a
distinction between evaluating the design and evaluating the final artifact. The
researchers can evaluate the proposed designs. The developer can also evaluate
the final artifact. When possible, the stakeholders should also evaluate the
final artifact. Some designs are theoretical and others are practical. With a
theoretical design, it may not always be possible to create the final artifact. Or
perhaps the artifact can be created, but not until some future conditions are
met. Even practical designs may not be able to be evaluated by the stakeholders.

Ultimately, a design science researcher has to prove the utility of an artifact.
However, even design objectives or principles of form and function, if related to a
generic problem and evaluated rigorously might already inform other researchers
and thus present a useful contribution to a DSR knowledge base. [48] This is
applicable to our design principles.

Concerning our Ask IPX Neighbors to Pre-process Network Traffic design prin-
ciple, the main stakeholders are the public cloud providers such as Amazon,
Google, and Microsoft. Their public cloud offers are AWS, GCP, and Azure.
Other main stakeholders are big companies offering Web hosting. Their cus-
tomers, who are running Web based Information Systems, are minor stakehold-
ers.

Evaluation typically is ex post, after construction of IT artifact. However,
evaluation can be before construction. [43] Prior to design of artifacts, we
developed our design principles. From our design principles, we have created
specific design principles, to solve different problems. So, for example, the
artifact implemented as a simulation, can be evaluated by the developer, before
construction of the real world artifact version.

Research can be very generally defined as an activity that contributes to the
understanding of a phenomenon (Kuhn 1970; Lakatos 1978) [28]. In the case
of DSR, all or part of the phenomenon may be created as opposed to naturally
occurring. Information Systems research methods are in a pre-paradigmatic or
multi-paradigmatic research community, meaning there are multiple phenomena
and overlaps in methods of investigate. If the knowledge required for creating
such an artifact already exists, then the design is routine; otherwise, it is inno-
vative. DSR is one way to conduct the research in a scientific way, to fill the
knowledge gaps, and which can result in publication. Design can be considered
as an appropriate technique for conducting research in InfoSys [52].

Our DSR research is distinguished from routine design due to our production
of interesting (to the research community) of new and true knowledge, via our
design principles. What makes the DSR process model different from the cor-
responding design process model is the fact that contribution of new knowledge
needs to be a key focus of DSR [52].
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The phenomenon we studied were various types of DDoS network attacks, which
are found interesting by the research community. Understanding how DDoS
attacks work is knowledge that allows predictions of the mitigation effect, via
our various proposed design principles. We add anti-DDoS knowledge to the
community by asking relevant questions and by searching for their solutions
within the parameters of the scientific method. [28].

According to Vaishnavi, the DSR effort proceeds in the following phases: [52]
Awareness of Problem, Suggestion, Development, Evaluation, and Conclusion.
A summary of our initial DSR phases follows and are discussed in more detail
in the next section, the DSR Cycles.

With regard to our Ask IPX Neighbors to Pre-process Network Traffic design
principle, here is how our research corresponds to the above:

Awareness of Problem: I first became aware of the serious DDoS problem
just be reading news articles stating that again and again, there were large DDoS
attacks which were successful to seriously impact the availability of Information
Systems.

Suggestion: The background is that I have over 20 years in computer network-
ing and information security experience. So we were searching for topics which
combine my computer networking and security expertise. Then I came up with
the general topic of computer network security and DDoS attacks in particular.
A lot of the literature was focused on the sub-topic of network security DDoS
attacks. So our suggestion was to focus on the research problem of DDoS net-
work attacks. Our initial interest was to protect on premises Web servers from
DDoS network attacks.

Development: Our first design principle was the following: Divide and Search
for Malicious Network Traffic. For this, we created several different DDoS pro-
posed solutions, from the same design principle.

Our second and main design principle was the following: Ask IPX Neighbors
to Pre-process Network Traffic. For this, we developed actual simulated Cisco
network designs, using Cisco Packet Tracer.

Evaluation: We first did an evaluation concerning our Divide and Search for
Malicious Network Traffic design principle.

For our main contribution, we then did an evaluation concerning our Ask IPX
Neighbors to Pre-process Network Traffic design principle. For our evaluation
step 1, we just tried to fully understand the related DDoS problems and DDoS
network characteristics.

For our evaluation step 2, we thought of an initial proposed solution, where
the Web services were run at the customers’ premises. In summary, our initial
proposed solution to mitigate the network attack for this scenario, was to run the
Web services in the public cloud. Then we evaluated the public cloud providers’
DDoS tools to see what was available and what were the limitations.
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For our evaluation step 3, we evaluated the newly constructed solution. We used
the Cisco Packet Tracer simulator to dynamically analyze, verify, and evaluate
the proposed design principle and coded firewall solution. In this step, we
used the manually configured access control lists, however, scripts could create
the configurations. A solution was constructed with the Cisco command line
interface.

The DSR evaluation steps were then repeated, as better and better solutions
were proposed. In DSR this is called cycling through the process, which is
presented in more detail in the next section.

Conclusion: Again, our main contribution is found in our most recent paper,
which is where we have the public cloud provider require their IP neighbors (IXP
and private peers) to filter the malicious DRDoS UDP attack traffic before it
reaches the public cloud provider.

Our conclusion is that both of our design principles provide innovation mitiga-
tion to various DDoS network attack problems.

A problem is characterized by goals identified in a context. Evaluation criteria
not only assess to what extent the artifact meets the goals in the context (im-
mediate fitness), but also to what extent it can accommodate changes in goals
or context (fitness for evolution) [3].

With the release by several network equipment manufacturers’ silicon based
hardware features and filtering, which have extremely high line rate throughput,
our proposed solution is future proof for years to come, with regard to higher
throughput DRDoS network attacks.

3.5 Design Science Research and Evaluations

We have different proposed solutions, depending upon the IP peering agreement
and location used to filter the malicious traffic.

This section will now show the Design Science Research (DSR) cycles performed
when developing the design principles and the proposed solutions. It will also
introduce a number of basic ideas and terms related to DSR. There are con-
flicting values between academic rigor and relevance. Design is on the relevance
side of the debate. Science is on the rigor side of the debate. DSR tries to
build artifacts to solve practical problems, which are relevant and useful, but
to also incorporate the use of scientific methods. One measurement of DSR is
on how useful the artifact is. For our DSR research, and concerning our main
contribution, we want the public cloud providers, who are the stakeholders, to
accept our design. My co-authors and I are the designers. Our contribution is
a new solution to an existing problem, DRDoS attacks.

The main contribution of DDoS mitigation brings knowledge into a wider field.
For example, our main contribution can also be used to handle higher priority
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traffic, in a different way (for example quality of service), based on the same
block of IP addresses strategy idea that we used for malicious DRDoS traffic
mitigation.

For our main contribution, the inner environment is the set of designed configu-
rations, which is intended to mitigate the DDoS attacks. The artifact would be
the actual instantiated set of firewall rules to implement our design. The outer
environment is the public cloud provider, such as Amazon’s AWS, and includes
the IXP’s which AWS is connected to via direct computer networks.

The problem is that AWS receives a large number of DRDoS attacks daily. This
requires AWS to process the malicious traffic. The proposed solution is to have
the IXPs connected to AWS perform the filtering of malicious DRDoS traffic,
on behalf of AWS. Then the malicious DRDoS traffic will not even be received
by the AWS core network. Thus our design, when implemented as an artifact,
seems that it will work well and have good value and utility.

The chosen papers were all done in sequence, i.e., none were done in parallel.
This made it easier to gain and apply knowledge before next cycles were per-
formed. I will now present the DSR activities, in a different way. A total of
three DSR cycles were performed, via six chosen papers.

In the first DSR cycle, the first two papers were written, which are titled: 1)
Elimination of DoS UDP Reflection Amplification Bandwidth Attacks, Protect-
ing TCP Services and 2) Network Security of Internet Services: Eliminate DDoS
Reflection Amplification Attacks. Note that the two papers are regarding DDoS
network attacks. These two papers helped with the problem definition, which
was later used when creating proposed solutions. This was the DSR problem
definition cycle, which was used in the future DSR cycles.

In the next three papers, another DSR cycle was performed. A variety of dif-
ferent proposed mitigation strategies were presented, all of which were based on
the problem definition cycle. All of these were based on a similar technique or
information hiding. None of the proposed solutions overlap each other, instead
they compliment each other.

The first of these three papers is titled Network DDoS Layer 3/4/7 Mitigation
via Dynamic Web Redirection. This DDoS mitigation proposal was based on
the concept of changing the Web addresses used, in order to make it harder for
the attacker to know what Web address to use, in order to perform an attack.

The second of these three papers is titled Critical Infrastructure Network DDoS
Defense via Cognitive Learning. This DDoS mitigation proposal was based on
the concept of changing the IP address used, in order to make it harder for the
attacker to know what IP address to use, in order to perform an attack.

The third of these three papers is titled DNS DDoS Mitigation, via DNS Timer
Design Changes. This DDoS mitigation proposal was based on the concept
of changing and DNS protocol, so that clients can recover much more quickly
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during a DDoS attack. More specifically, the proposal end result was that the
client could learn the new DNS address of servers much more quickly.

In the last, and third DSR cycle, a different mitigation technique was presented.
This paper is titled Mitigate DRDoS Network Attacks via Consolidated Deny
Filter Rules. This paper builds upon the previous papers and provides a detailed
proposed solution. The main contribution is to filter malicious DRDoS traffic
before it is received by the public cloud providers. It includes a design principle,
which can also be used to implement a QoS service, at the public cloud provider’s
IXP. In summary, there were two different design principles used, which the
proposed mitigation solutions were based on.

3.6 Design Principles

Design activities and technologies have always been important in applied science
disciplines such as information systems. The type of knowledge that is produced
in this applied discipline is ”know how” – imperative or prescriptive knowledge
– as opposed to the descriptive ”know what” knowledge found in other areas of
science [24].

Here is a list of the DSR knowledge contributions in this thesis. Note that there
is a distinction between a design principle and the application of the design
principle. Design principles can be applied to different problems, in different
more specific ways.

Here are the thesis’ design principles and how they can be applied to problems:

1. Design principle: Divide and Search for Malicious Network Traffic a) Ap-
plication of design principle: Divide by IP Address and Search for Mali-
cious Network Traffic, b) Application of design principle: Divide by Web
URL and Search for Malicious Traffic, and c) Application of principle:
Divide by DNS Host and Search for Malicious Network Traffic

2. Design principle: Ask IPX Neighbors to Pre-process Network Traffic a)
Application of design principle: Ask IP Neighbor to Specially Filter In-
coming Malicious Traffic, and b) Application of design principle: Ask IP
Neighbor to perform QoS to Incoming Valid Traffic

Our first design principle is to divide and search for Malicious Network Traffic,
which does not refer to a concrete instance to implement. Instead, the designers
need to have knowledge about the design principle and they need to apply it
to particular environments in order to implement a concrete instance. Design
Science Research is seen as one way of responding to calls for academics to
engage in work that has greater impact outside academia [24].

32

5593084_Inlaga_26okt_AA.indd   425593084_Inlaga_26okt_AA.indd   42 2022-10-26   07:232022-10-26   07:23



3.7 Design Science Research Cycles

We note that not all DSR projects have the opportunity to test the new design
artifacts in realistic environments. This also applies to our papers. For example,
it would be difficult to get one of the leading public cloud providers to implement
our proposed solutions. An effort was made to contact Amazon (AWS) and
Microsoft (Azure), in order to implement our proposal, but we didn’t receive
any response.

3.8 Design Science Research Design Principles

The two design principles created, were the following:

1. Divide and Search for Malicious Network Traffic

2. Ask IPX Neighbors to Pre-process Network Traffic

Multiple design cycles of build and evaluate activities strive to produce the
design artifacts that provide both a satisfactory solution to the problem and
the contribution to the research knowledge base (Simon 1996, Hevner et al.
2004) [3]. Important pragmatic questions are: What is the application domain
and what is the current state of design knowledge (e.g. existing artifacts and
design theories in use) for this domain? Who are the key stakeholders in the
problem space, who will impact and be impacted by the design solution? [3].

3.9 Design Science Research Application Domain

The application domain is the Information Systems which can possible be at-
tacked, via DDoS network attacks. The main contribution was concerning DR-
DoS attacks, which are a subset of DDoS network attacks. The current state of
knowledge differs, depending upon the type of DDoS network attack. Also, the
DDoS attack defense solutions, each have a different scope or context, in which
they are applicable. So I’ll start with one solution and then show how the other
solutions increase the scope of DDoS protection.

The first set of solutions I’ll describe are based on the following design principle:
Ask IPX Neighbors to Pre-process Network Traffic. The build and evaluate
activities concerning this design principle follow:

At a high level, the design principle is to filter a subset of traffic, and perform
some operation on it. For example, one operation can be to drop or filter the
traffic, which is the main function of a firewall. However, other operations are
also possible, such as to apply quality of service to the identified traffic stream.
For the moment, we will focus on the firewall operations to drop malicious
traffic. For example, to protect Web servers, we can drop all UDP traffic, since
Web servers use the protocol TCP, not UDP.
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Our research discovered different proposed practical solutions, depending upon
the network topology of the peering relationship. We’ll cover both private peer-
ing arrangements and public IXP peering arrangements, for the public cloud
provider and peering partners. For the public peering arrangements, we’ll cover
both remotely located equipment and locally located equipment, with respect
to the Internet exchange point (IXP).

3.9.1 Private Peering Agreement

For a private peering connection, there are two places to filter the malicious
UDP DRDoS traffic. It could be filtered on the peer side or the AWS side.
To filter it on the peer side is a more efficient solution, since malicious traffic
will be filtered and not use up bandwidth on the fiber inter connection. In
this case, for example, the filtering could be performed on the peer’s router’s
outgoing interface. One vendor that supports filtering out the protocol UDP on
routers, at high speed, is Juniper. Cisco’s high performance router autonomous
switching does not support filtering out based on the protocol UDP or TCP.
Cisco’s highest performance router, based on the Silicon One architecture, does
support filtering on the protocols UDP and TCP. Also, for Cisco, a layer 2
switch could be used at the peering partners’ locations, which does support
filtering UDP on the incoming interfaces via the port ACL (PACLs) feature.

Cisco Silicon One architecture is their next generation higher performance routers
and switches based on silicon processor processing (ASICs). Routers based on
the Silicon One architecture support standard and extended outbound access-
lists, and thus could filter the malicious protocol UDP traffic. Our filter rules
will change infrequently so the automatic BGP4 FlowSpec or static configura-
tion are reasonable solutions. Cisco’s 2nd generation Silicon One products have
up to 400 Gb/sec ports, their 3rd generation have up to 1.6 Tb/sec ports, and
the current supported private peering speed maximum is 100 Gb/sec per port.
Both generations support packet-by-packet load balancing, creating an optimal,
flow-independent, end-to-end scheduled and lossless fabric. So, the Silicon One
products are future proof, for the foreseeable future. Thus, the Silicon One
solution offers very high performance with DDoS related filtering.

Cisco is not the only major vendor with next generation silicon-based solutions.
Two competitors are the network manufacturers Juniper and Nokia. Our focus
is on the network manufacturer Cisco and their Silicon One architecture. The
network manufacturer Juniper’s next generation silicon solution is called Ex-
press 5. The network manufacturer Nokia’s next generation silicon solution is
called FP5.

An alternative is to filter on the AWS side of the private peering connection.
The filtering could be performed on the AWS edge of the network. This is more
efficient that filtering internally in the AWS network, when traffic reaches the
final router in the path.

An example of a private peering agreement policy is AWS’ agreement policy
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[5]. AWS supported physical port speeds for peering are 10 Gb/sec and 100
Gb/sec. However, they support the IEEE 802.3ad Link Aggregation (LACP) or
multipath which allows the load to be distributed multiple interconnect ports.
This can be used to bundle up, for example eight 100 Gb/sec ports for an
aggregate bandwidth of 800 Gb/sec, which appears to be the highest through-
put used in AWS’s private peering today. Amazon may consider other factors
in agreeing to peer with external parties, for example,the following preferred
specification: Amazon states that their peering partners should support BGP
community triggered packet discard (blackholing) of traffic. Here is an example
of this blackholing feature, which includes the Cisco configuration [39].

We’ll now compare this blackholing approach with our proposed approach.
Blackholing will filter all traffic to a given IP address during a DDoS attack.
Our solution, when implemented to protect a Web server, will filter all DDoS
UDP traffic, but allow TCP traffic, which includes allowing all traffic to the
Web server. Thus, the advantage of our solution is that it can filter out all
malicious UDP traffic but which can still allow all valid TCP Web server traffic
to pass through. With our proposed solution, we could either configure the
remote router automatically via the dynamic BGP4 FlowSpec protocol, or have
the peer configure their router manually, perhaps via a scripting solution.

To support a CIDR block of /18 opted in VM instances, we would just need a
couple of access control list rules. Therefore, we would rarely need to send a
BGP4 FlowSpec filtering change request. If the peer does not support automatic
configuration via the BGP4 FlowSpec protocol, and since the rate of configu-
ration changes will be extremely low, AWS’ peer can perform a static filtering
configuration. It should be noted that AWS does not currently recommend to
their peers to run the BGP4 FlowSpec protocol, so this could be a new peer
recommendation, which AWS may wish to require, if they wish to implement
our solution automatically, without a scripting solution.

3.9.2 IXP Public Peering Agreement

For the public IXP peering agreements, there are various solutions. One of our
proposed solutions is to filter the malicious DDoS traffic at the IXP and before
it leaves the IXP towards the public cloud provider.

A common network topology at the IXP is to have central layer 2 switches and
have numerous switch ports connect to IXP members’ remote routers. This
is a remote peer solution. At the IXP public hub location, filtering could be
performed on the IXP’s own layer 2 switches. In this case, the filtering could be
performed on the switches’ or routers’ incoming interfaces. The IXP’s switches
would not support BGP4 FlowSpec, so we need another technical solution, to
implement our proposal. This can be done with Juniper’s router. This could
be done with Cisco’s Silicon One based routers. This could also be done using
Cisco’s port access control list (PACL) filters, which are supported on switches.
When using PACLs, the filter would need to be applied to all incoming interfaces
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instead of just the outgoing interface. A benefit of this design is that it would
reduce internal switch traffic by filtering the malicious traffic at the incoming
edges of the switch.

Another solution is to filter the malicious traffic at the private peers’ connections
to the IXP hub, on the peers’ side. In this case, the filtering could be performed
on the peer’s outgoing switch or the router interface, as discussed previously.
This is a more efficient solution since no malicious outgoing UDP traffic would
use up bandwidth between the peer and the IXC.

We’ve talked about the remote peer to IXC network design, but there is an-
other network design. The remote peer can place their own router at the IXC
collocation facility. In this case, the peer’s router could also filter the malicious
traffic in the way stated above.

3.9.3 Additional Router State-of-the-Art Information

This section discusses additional state-of-the-art capabilities, in routers, and
briefly describes how our proposed solution is supported by these routers. Var-
ious routers have always had features which can be helpful to mitigate DDoS
and DRDoS attacks. There are different methods that routers use to forward
traffic and filter out DDoS attacks. The slowest method is where the router’s
main CPU examines each IP packet and makes a forwarding decision. The
fastest method is where the router has a special hardware based, CPU in sili-
con. Our proposed DRDoS mitigation proposals will require high performance,
so the CPU in silicon makes a good solution, depending upon the required port
bandwidth and other port requirements on the system.

The network manufacturer with the most high-end market share is Cisco, so
we’ll look at Cisco’s state-of-the-art solution, which could be used to implement
our proposed solutions at high speed. It should be noted that another vendor
with large market share is Juniper, and they have a similar CPU designed in
silicon, for extremely high performance.

Cisco’s overall architectures is called the Cisco Silicon One. The first generation
of products were released in October of 2020. Cisco now has 11 related Cisco
Silicon One products covering three generations of products. Cisco has both
switching and routing Silicon One products. Their router silicon products are
designed for service provider networks, which is where our proposed DRDoS
firewall solution will reside. Even though Cisco’s Silicon One ASICs have been
shipping in products since 2019, the 3rd generation Silicon One P100 product
only recently began sampling, and its implementations in Cisco’s 8000-series
routers have not been publicly announced yet.

For our solution on Cisco’s routers, it would require the extended access con-
trol list feature. Our proposed solution cannot be implemented using Cisco’s
autonomous switching feature since extended access lists are not supported.
However our proposed solution can be implemented with Cisco’s next genera-
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tion Silicon One based router or switch based processors, which are designed
for high performance routing and filtering. The Silicon One based routers sup-
port both extended access lists and incoming access lists. The Silicon One
based switches support PACLs (port-based ACLs). Cisco’s second-generation
products can support up to 400GE on one interface. Cisco’s third-generation
products can support up to 800GE on one interface. Nokia’s FP5 can support
up to 800GE on one interface. Juniper’s Express 5 can support up to 400GE
on one interface. So, for example, there could be a 400GE to 800GE connection
from the IXP to the public cloud provider, where many connections are only
up to 100GE in bandwidth today. Our solution is based on simple IP packet
level field filtering, which is supported by the Silicon One router based products.
Our solution is therefore based on a design that can be implemented by current
state-of-the-art, off the shelf products. We don’t need Cisco’s latest 3rd gener-
ation silicon solution; our contribution solution will work with Cisco’s older 1st
and 2nd generation Silicon One router-based products.

The products haves multiple embedded processors to perform main CPU of-
floading. Included are large, in-package packet buffers. It uses a silicon switch
processor which operates in hardware, without the assistance of the main CPU.
The P4 application development is handled by a P4-based IDE programming
environment. This allows it to be used in future DDoS mitigation strategies
which were not thought of as of the time of development. It, in effect, makes
the Silicon One router products somewhat future proof, including for the miti-
gation of DDoS attacks. Cisco P4 applications include support for Security and
QoS ACLs and for BGP Flowspec, both of which can be used to implement the
mitigation of DDoS attacks. Our proposed solution, using the Cisco Silicon One
supports our required firewall ACL rules feature. For advanced use cases and to
provider a future proof solution, the Silicon One products include an SDK and
support APIs in the C++ and Python languages. For monitoring and DDoS
monitoring, telemetry includes support for sFlow and NetFlow. This means
DDoS mitigation includes support for sFlow and NetFlow for monitoring.

With Cisco’s Silicon One 3rd generation P100, Cisco has increased their lead
with the industry’s first 112 Gb/sec high bandwidth routing silicon, reaching
an aggregate rate of 19.2 Tb/sec.

Our proposed solution requires the use of Cisco’s outbound extended ACLs,
which are supported with the Cisco Silicon One architecture. This means that
the IXP sending traffic to public cloud providers can filter the outgoing traffic,
before it reaches the public cloud provider, as we propose. Note that inbound
extended ACLs are not supported by the Cisco Silicon One architecture. Again,
a Cisco competitor Juniper supports the inbound extended ACL features.

Cisco’s implementation of extended access lists has some issues when making
changes. With our proposed solution, changes to the extended access lists, for
DRDoS filtering would be extremely rare, so this issue becomes more of a non-
issue. We found that there is a lack of academic research papers related to
implementing DRDoS solutions with Cisco’s state-of-the-art Silicon One archi-
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tecture products.

3.9.4 UDP DRDoS and DDoS Attacks

We’ll now discuss how this state-of-the-art router can mitigate the UDP DDoS
and/or UDP DRDoS attacks. Let’s first consider the UDP DRDoS network
attacks which were discussed above. To protect Web servers, or any other TCP
services, which opt into our proposed solution, in the public cloud providers
such as AWS, we propose to filter and drop all UDP traffic (which includes
UDP DRDoS traffic), at a very high speed. This is a simple and straightforward
application of the Cisco Q2xx or P100 processors. These will filter any and all
UDP DDoS attack traffic, even before it reaches the cloud provider, such as
AWS. The way this is done, is to filter the traffic before it is even sent to AWS,
at the closest IXP service providers which are connected to AWS.

We can also filter several specific types of UDP DRDoS traffic, as follows. We
can filter based on the IP UDP source port. For example, we can filter based
on the top one hundred services, which are used for UDP DRDoS attacks. For
each of these UDP services, we know the normal UDP destination port to access
the services. All DRDoS attacks will use this incoming UDP destination port
as the same outgoing source UDP ports, which makes it easy to setup the filters
ahead of time.

3.9.5 TCP DRDoS and DDoS Attacks

Now let’s suppose that the services the customer wishes to run is a UDP service,
and as before, the attack is a UDP DRDoS or UDP DDoS network attack.

To protect UDP servers, or any other UDP services, which opt into our proposed
solution, in the public cloud providers such as AWS, we propose to filter and
drop all TCP traffic (which includes TCP DRDoS traffic), at a very high speed.
This is a simple and straightforward application of the Cisco Q2xx or P100
processors. These will filter any and all TCP DDoS attack traffic, even before
it reaches the cloud provider, such as AWS. The way this is done, is to filter the
traffic before it is even sent to AWS, at the closest IXP service providers which
are connected to AWS.

3.9.6 Other Attacks

There are a few other attacks, but they are not as popular as the IP UDP and
TCP ones we have addressed. We do anticipate that after the public cloud
providers implement our proposed solution, that attackers will move to imple-
ment these other types of attacks. However, these other attacks are not as
powerful, in terms of the amount of malicious attack traffic that they can gen-
erate, as compared to DRDoS UDP amplification attacks.
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Chapter 4

RESULTS

4.1 Research Publication Summary

This chapter presents additional results. The design principles are also dis-
cussed, as they were developed in each paper.

4.2 The scarlet thread in this thesis

The main premise of this thesis is to investigate and improve upon the defense
of DDoS network attacks. As stated earlier, in summary, the knowledge gaps
addressed in this thesis are the following:

1. How to defend from DRDoS, while on-premises

2. How to defend from DDoS by hiding Web URLs

3. How to defend from DDoS by hiding IP addresses

4. How to defend from DDoS via DNS timer changes

5. How to defend cloud providers’ networks from DRDoS

Our main contribution is in the last row of the table 4.1

In our scarlet thread, we have one general and common phenomenon, DDoS.
We started the first DSR cycle by performing a DDoS problem definition in the
first two papers. In the next DSR cycle, we contributed in three papers, by
performing a DDoS defense, via information hiding defenses, based on the Web
URL, IP address, and DNS settings. In the last DSR cycle and last paper, we
defended the public cloud providers from the malicious DRDoS attack traffic,
in a set of very compact firewall rules.

Our main contribution is different from previous research, and ours filters the
DRDoS traffic before it reaches the public cloud provider. It is filtered by
the IXP neighbors, which would have otherwise forwarded the malicious traffic
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Objectives Papers Gaps
Investigate on-premise DRDoS defense 1, 2 1

Investigate defense, via information hiding 3, 4 2, 3
Investigate defense, for DDoS against DNS 4 4

Investigate defense, for public cloud providers 5 5

Table 4.1: Objectives, papers, and knowledge gaps

to the public cloud providers. Our main contribution is to statically analyze
DRDoS attacks, setup static filter rules ahead of time, and execute.

In our proposal, we suggest that AWS has its IPX and peering neighbors filter
and absorb the malicious network traffic before it reaches the AWS network.
Further, our solution uses a large IP block at the neighbor to perform the filter,
for example, 100.1.0.0/18, which supports 16,256 IP addresses in one IP block.
This IP block would be used for any public cloud based VM instances which
opt into our proposed solution. So, we don’t need separate filter rules for each
customer who opts into this DRDoS protection service.

We were unable to find any academic papers which proposed a similar solution
to ours, based on filtering a big block of IP addresses, before the traffic reaches
the public cloud provider. Our solution is a more efficient and effective solution,
as compared to firewall rules which increase in number for every customer. With
our solution, the firewall access list rules will not change as new customers opt
into our anti DRDoS solution.

For example, compared to other solutions, our advantage is that we only had a
small set of filter rules which is applied to a very large block of IP addresses, for
example a CIDR /18 IP address block, supporting 16,256 IP addresses. So, for
example, we could provide 16,000 Web servers from UDP DDoS attacks with
just a couple of filtering rules, which applies to the whole CIDR /18 IP address
block. The public cloud provider’s customers can opt into the solution, and then
they would be allocated a public address based on the CIDR /18 IP address
block, which is a very efficient proposal.

Out of our seven published papers, six have been chosen, to be a part of this
thesis. The following includes a summary of the relevant publications, and
the overall synthesis is found throughout this thesis. All of these were peer-
reviewed and of at least Norway rating level 1, except one paper. In all papers,
the candidate was the primary author and there was never more than one co-
author, which was supervisor and Professor Dean Karl Andersson.

This section will provide a publication by publication summary and analysis, all
of which are included in this kappa. Here is a list of the six publications chosen
for the thesis, sorted by date, the oldest publication first:

1. T. Booth and K. Andersson. “Elimination of DoS UDP Reflection Am-
plification Bandwidth Attacks, Protecting TCP Services”. In: Future
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Network Systems and Security. Springer, 2015, pp. 1–15. [10]

2. T. Booth and K. Andersson. “Network Security of Internet Services: Elim-
inate DDoS Reflection Amplification Attacks”. In: Journal of Internet
Services and Information Security 5.3 (2015), pp. 58–79. [14]

3. T. Booth and K. Andersson. “Network DDoS Layer 3/4/7 Mitigation via
Dynamic Web Redirection”. In: Future Network Systems and Security.
Springer, 2016, pp. 111–125. [13]

4. T. Booth and K. Andersson. “Critical Infrastructure Network DDoS De-
fense, via Cognitive Learning”. In: 2017 14th IEEE Annual Consumer
Communications & Networking Conference. 2017. [8]

5. T. Booth and K. Andersson. “DNS DDoS Mitigation, via DNS Timer
Design Changes”. In: Future Network Systems and Security. Springer
International Publishing, 2017, pp. 43–55. [9]

6. T. Booth and K. Andersson. “Mitigating DRDoS Network Attacks via
Consolidated Deny Filter Rules”. In: Research Briefs on Information and
Communication Technology Evolution 6, 2 (2020). [12]

4.3 Results in Papers

4.3.1 Paper 1

This conference contribution was related to DDoS network attacks. The pro-
posed solution was intended to protect servers running only TCP services, but
not UDP services. It was based on a fictitious case study. There was a mi-
nor contribution in that by separating TCP and UDP services, onto different
servers, it was easier to protect the TCP servers, for example, web servers, from
UDP attacks. Also, with our guidelines, the defense could be done with stateless
filters, instead of stateful filters. With stateless filters, traffic can be dropped by
looking at specific sets of bytes, with constant offsets, into the IP packet. One
limitation of the design guidelines is the following. If the servers are located
on premises, the DDoS attack traffic can overwhelm the bandwidth to the ISP.
This will be a problem with all proposed solutions which filter attack traffic at
the customers’ on premises location. This limitation was addressed in the next
paper. Regarding DSR, this was part of the problem definition phase cycle.

4.3.2 Paper 2

This journal article was related to DRDoS network attacks, which are a sub-
set of DDoS attacks. The minor contribution is a set of what are referred to
as five Design Patterns. We showed how the DRDoS attacks often could not
be prevented by filtering the malicious traffic at the customers’ own premises.
The problem again is that the DRDoS attack traffic bandwidth can overwhelm
the customers’ bandwidth to the ISP. We then show how filtering of the mali-
cious traffic at a public cloud provider worked much better. For example, this
overcomes the ISP bandwidth limitation issue of running the services at the
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customers’ on premises location. Regarding DSR, this was part of the problem
definition phase cycle.

4.3.3 Paper 3

This conference contribution was related to DDoS attacks. The major contribu-
tion was the concept of connectivity information hiding. After the web clients
authenticated, they would receive a web redirect to one of several other web
servers. Since the attackers normally don’t authenticate, they will not have the
new Web address, which they should attack. Even if they authenticate, they
will only get the web address of one valid server. The other valid web servers
would therefore, not be able to be attacked.

If any valid web server is attacked, and let’s assume that they have 500 clients,
new groups of valid web servers will be instantiated. For example, ten new web
servers can be spun up and the 500 clients would be redirected in groups of 50 to
ten web servers. The attacker would only have the web address of one of the ten
web servers. We can continue breaking up the group of 50 until the attacker is
the only client on a valid web server, thus, the attacker could no longer impact
the other web servers or the other clients.

Note that it is easier to protect the web servers accessed after authentication, as
compared to the web servers that perform the authenticate service to the users.
To better protect the servers performing the authentication, we can use a server-
less technology, which are extremely lightweight, however this was outside the
scope of the paper. Some examples of server-less technology are AWS Lambda,
Azure Functions, or GCP Cloud Functions. From the DSR perspective, this
paper provided a small contribution.

4.3.4 Paper 4

Like the previous paper, this paper’s major contribution is the concept of con-
nectivity information hiding. In the previous paper, the hidden connectivity
information were web addresses. In this paper, the hidden connectivity infor-
mation are IP addresses. So, we’ve proposed a single design principle, hidden
connectivity information, but implemented it in two ways, Web address and
IP address information hiding. In both cases, we are protecting against DDoS
network attacks. A limitation is that this will only work after the clients are
authenticated to the service. From the DSR perspective, this paper provided a
small contribution.

4.3.5 Paper 5

Like the previous two papers, this paper’s major contribution is the concept
of connectivity information hiding. This conference contribution was related to
DDoS attacks. A subset of DDoS attacks is performed against Domain Name
System (DNS) servers. DNS is perhaps the most critical component of global
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internet. DNS is like a white pages phone book. Clients request the IP address
for a given domain name, and in return, they get the proper IP address. During
these DNS attacks, all the clients of the DNS servers are affected. For example,
this may affect tens of tens of thousands of clients trying to get to thousands
of domains, so the outages can be widespread. This paper is focused on the
specific DDoS attacks against DNS servers. So this paper is focused on a subset
of DDoS attacks. For a given attack, it could be that only one of the many
hosted DNS domains are being attacked. As a byproduct, all other hosted DNS
name on the same DNS server are affected. This paper shows how the DNS
protocol can be changed, in a minor way, to mitigate any impact to DNS for the
unintended attacked domains. From the DSR perspective, this paper provided
a small contribution. We now have three different information hiding strategies
which can be thought collectively as one combined design principle.

4.3.6 Paper 6

This journal article was a major contribution, and focused on DRDoS network
attacks, which are a subset of DDoS attacks. A high-level summary works as
follows. The public cloud vendors, for example, Amazon AWS, reserves a large
CIDR (Classless inter-domain routing) block of IP addresses, for example a class
B block, for example, 130.241.0.0/16. AWS creates some filters to block most
of the DRDoS traffic.

Instead of AWS just performing filtering itself, inthe core of their network, with
our proposal they ask their IP neighbors to filter the malicious traffic, on behalf
of AWS. Either via BGP4-Flowspec or simple scripts, AWS’ IPX neighbors
filter the malicious traffic, so that most of that traffic never even reaches AWS.
With our proposal, when AWS customers provision VM instances, they have
the option to opt in, to this DRDoS protection as a service offering. If they opt
in, they are allocated a single IP address from the 130.240.0.0/16 IP address
block and the filters will help defend the customer, against DRDoS attacks.
Thousands of AWS customers can share the filters in they opt in for an IP
address from the same IP address block.

4.3.7 Summary of Papers

This is a summary of the papers, with a focus on how they tie together. The
thesis can be thought of a journey, which started with the question, how can we
protect the network access availability to organizations? More specifically, how
can we protect Internet access to organizations’ Information Systems?

In the first published paper, the focus was on how to protect companies who are
running their services on premises. These define the DDoS and DRDoS attack
problems and discuss simple ways to mitigate the UDP and TCP DDoS attack
effects.

For the rest of the papers, the focus was on protecting companies from net-
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work attacks, when the companies provisioned their services via a public cloud
provider.

In the second paper, we considered the benefits of moving the customers’ ser-
vices, to be placed in a public cloud provider. The main advantage was that
much more bandwidth was available, as compared to having the services on-
premises. By spinning up additional instances when needed, basically an un-
limited amount of bandwidth becomes available.

Starting with the third paper, it presents an information hiding technique to
mitigate the effects of DDoS attacks. In this case, after the clients authenticate,
the full Web address of the Web servers is changed after being attacked. The
authenticated users are provided with the new valid Web address via a Web
redirect.

The fourth paper is also using a form of information hiding. However, this
time, the servers’ IP addresses are changed after are attacked. Like the third
paper, the authenticated clients are given the new valid IP addresses. In the
fifth paper, the focus is on DNS servers which are attacked. Minor changes to
the DNS protocol are proposed, to mitigate the attack effects. It wasn’t until
the first five papers were written, that we noticed how papers 3-5 were related,
all of which are involved in hiding information. This can be considered a new
cycle in DSR.

The first paper is concerning how to defend against attacks against DNS servers.
We proposed some DNS timer changes to allow clients to more quickly learn the
new DNS servers’ IP addresses, after a DDoS attack against the old DNS servers.

In our last paper, we focused on protecting the public cloud providers. In this
paper, we proposed a different anti-DDoS method. This solution is limited to
discussing the DDoS attacks, when the Web servers are located in a public cloud
provider, like Amazon Web Services (AWS). The proposed method asks AWS’
neighbors to filter the attack traffic, on behalf of AWS. This way the malicious
traffic never even reaches AWS, and the Web servers are completely protected
from DDoS UDP attacks. We believe that this last proposed method is a major
contribution.

4.4 Design Principles, Examples, and Implemen-
tations

Again, the two design principles are the following:

1. Divide and Search for Malicious Network Traffic

2. Ask IPX Neighbors to Pre-process Network Traffic

Examples of design principle 1 are found in paper 3, Web URL hiding, paper 4,
IP address hiding, and paper 5, DNS timing changes.
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Examples of design principle 2 are found in paper 6, filter malicious DRDoS
traffic and provide quality of service at the public cloud provider’s edge.

As related to our design principles, we will now show problems, evaluate the
current state of the art solutions, and then present and evaluate my Ask IPX
Neighbors to Pre-process Network Trafficdesign principle, and improved solu-
tion.

Example 1:

The fist example is concerning how to protect a server, which is only running
Web services, from any type of DDoS UDP attack. We will now analyze existing
state of the art solutions.

One solution is to implement a firewall at the customer premises. Let’s assume
that the company has their Web services running at their own premises. At
the local premises, we will perform the firewall drop of all UDP traffic for the
destination Web server address. I’m using the term firewall, but the same is
applicable for intrusion detection and prevention systems. The DDoS attacks
can be over one Tb/sec. However, the on premises to ISP link is normally less
than or equal to ten Gb/sec. In such a case, this solution will not work since
most of the valid traffic will be dropped at the ISP since the link is saturated.

Another solution is to implement the firewall feature at the ISP. Still, let’s
assume that the company has their Web services running at their own premises.
For example, at the ISP, we will perform the firewall drop of all UDP traffic
for the destination Web server address. The same is applicable for intrusion
detection and prevention systems. Again, DDoS attacks can be over one Tb/sec.
However, even the ISP link to their IXP is normally much less than one Tb/sec.
In such a case, this solution will not work since most of the valid traffic will
be dropped before reaching the ISP since that link is saturated. Also, many
ISPs will not provide this feature/service to their customers. Even if the ISP
provides this feature to their customers, it is not a very efficient solution, since
the ISP will be required to receive and then filter all of the attack traffic.

Another solution is to use DNS to quickly reroute a given Web server’s traffic to
a malicious traffic scrubbing service. One such service is run by Imperva. One
problem is that for Imperva, it is an always on service, which means during the
non-attack time periods, which may be 99.99% of the time, there are additional
delays and costs for the traffic to be routed via Imperva to the on-premises Web
servers.

Another solution is to use BGP4 and reroute all traffic, for example, all valid
and malicious traffic to, a malicious traffic scrubbing service which tries to
remove the malicious traffic. Still, let’s assume that the company has their Web
services running at their own premises. One limitation is that the organization
must run the BGP4 protocol, and many organizations don’t want to do this.
Upon detection and reroute requests from the organization, this should only
take a few minutes to propagate the rerouting of all traffic. One problem is the
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cost during the traffic rerouting.

Other solutions are to host the Web server in a public cloud’s provider network,
such as with Amazon’s AWS, Microsoft’s Azure, or with Google’s GCP. For the
public cloud, each of the three cloud providers over advanced anti DDoS ser-
vices which start at about $3,000 / month. Google’s advanced offering is called
the Google Cloud Armor Managed Protection. Microsoft’s advanced offering
is called Azure DDoS Protection. Amazon’s advanced offering is called AWS
Shield Advanced. Small sized companies may have trouble to afford the $36,000
USD / year, especially when taking into account that the attacks experienced
are seldom performed. Even medium sized companies should be interested in a
solution which is much closer to free.

The three cloud providers include limited DDoS protection in the base price,
for virtual instances. There are fewer features, as compared to the $36,000 USD
/ year offerings. This may be acceptable to the end user, but the public cloud
provider would need to be processing the DRDoS attack traffic. In the public
cloud, it is easy to scale up. If a company normally runs 100 web servers, they
can scale up to 1,000 during an attack. This approach will defeat any attack
that passes by the public cloud provider, but it is expensive. So in a way, the
success is successful, if it drives up defense costs.

So, one big issue remains, which we will solve in the next approach. The traffic
volume, which can be huge, must be transmitted to the cloud provider from
their IXP neighbor, and must be received, processed, and possibly filtered by
the public cloud provider.

So far, during this example one, we have only discussed existing solutions, and
now we will discuss a summary of our solution. For the detailed solution, please
see our paper 6, which is titled Mitigate DRDoS Network Attacks via Con-
solidated Deny Filter Rules. As shown in our paper, we have the following
solution. The cloud provider needs to create a dedicated large block of IP ad-
dresses, for example 100.0.0.0/18 to provide an anti-DDoS solution for TCP
services. The cloud provider will then be required to have their IP neighbors
(IXP) filter all UDP traffic, that is supposed to be sent to the cloud provider.
The cloud’s customers, who are only running TCP services, for example Web
servers, and only those who wish to opt into our solution, will then be re-
quired to opt in to the cloud provider’s new solution. For only the opted in
customers, during provision, the cloud provider will allocate them a public IP
address from the 100.0.0.0/18 block of addresses. The customers who opt in
will be protected from UDP DDoS attacks, which are the most prevalent types
of DDoS attacks, and these attacks are the most common and strongest vol-
umetric attacks. We have provided simple configurations via GitHub, at this
URL, https://github.com/ToddBooth/DRDoS. We provided configuration files
which works for Cisco routers. One difference in configuring the routers with
different Cisco router and switch products is the interface name.

Here is a configuration that works on the Cisco ISR 4331, which uses the inter-

46

5593084_Inlaga_26okt_AA.indd   565593084_Inlaga_26okt_AA.indd   56 2022-10-26   07:232022-10-26   07:23



face name GigabitEthernet0/0. Note that the ISR 4331 does not support the
Cisco Silicon One product line. Here is the proposed configuration that protects
servers running TCP services, such as Web servers, from UDP DRDoS attacks:

configure terminal

! 100.0.0.0/18: IP block reserved by the public cloud provider

! for protected instances which are running TCP services.

! We want to filter out the UDP DRDoS traffic.

access-list 110 deny udp any 100.0.0.0 0.0.63.255

! interface GigabitEthernet0/0 is used for TCP traffic

interface GigabitEthernet0/0

! 200.1.1.1 is the local router interface IP address

ip address 200.1.1.1 255.255.255.0

! We will apply this to filter the outgoing UDP traffic

ip access-group 110 out

no shutdown

end

The above explanation is a better theory of how attack traffic can be detected
and mitigated, and therefore it is a knowledge contribution [45]

Example 2:

The previous example protected servers running TCP services, such as Web
servers. Here is the proposed configuration that protects servers running UDP
services, such as DNS servers, from TCP DRDoS attacks:

! 100.1.0.0/18 is the IP block reserved by the public cloud provider

! for protected instances which are running UDP services.

! We want to filter out the TCP DRDoS traffic.

access-list 120 deny tcp any 100.1.0.0 0.0.63.255

! interface GigabitEthernet0/1 should only be used for UDP traffic

interface GigabitEthernet0/1

! 200.2.1.1 is the local router interface IP address

ip address 200.2.1.1 255.255.255.0

! We will apply this to filter out the outgoing TCP traffic

ip access-group 120 out

no shutdown

end

Example 3:
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With our solution, even if the customer is running TCP and UDP services,
they can run those UDP services on a 2nd network adapter and both network
adapters will still be be protected from some DRDoS attacks. The TCP adapter
can be protected from UDP DDoS attacks and the UDP adapter can be pro-
tected from TCP DDoS attacks. The configuration for this example three, would
simply be a combination of the configurations for the above example one and
example two.

Example 4:

Our proposed solution will also allow the TCP adapter to be protected from
some TCP DRDoS attacks and the UDP adapter to be protected from some
UDP DRDoS attacks. However, these conditions would require the ability to
filter on the source IP ports. Source port filtering is not yet supported on the
Cisco Silicon One product line. It is not even supported on Cisco’s autonomous
switching mode. Therefore, this specific contribution is currently theoretically
possible and in general possible, but not currently practically possible with
Cisco’s Silicon One line of products. So, this theoretical solution will not be
practically available until the future.

The proposed general generic way to configure this, to protect TCP services,
would be as follows: First, we would implement the above example 1 filtering
rules. Then in addition, we would do the following: At the IXP, for outgoing
traffic to the public cloud provider, but only for the IP block of IP addresses
to VM instances which opted in, they would filter on some of the common
DRDoS TCP attack types, which follow: FTP, SSH, Telnet, SMTP, HTTP,
POP3, NNTP, NetBIOS, IMAP, MySQL, IRC, and Memcache.

In the DRDoS TCP reflective attack, the IP TCP source port would correspond
to the ports used in the above attack types. Therefore, we could filter based on
the corresponding TCP port numbers. There is one more practical problem with
this solution. The Internet Assigned Numbers Authority (IANA) and RFC 6335
suggests the range 49152–65535 for dynamic or private IP source ports. If all
Internet IP clients exclusively used those dynamic source ports, our proposed
source port filtering solution would work. However, a very small percentage
of clients use Ephemeral ports which are in conflict with the recommended
standard. For just our source port filtering proposal in example four, we would
also filter a limited amount of valid traffic, for clients which use the same IP
source ports as used by the above list (FTP, SSH, etc.). So, we have this
limitation for just the example 4 portion of our proposed solution.
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Chapter 5

DISCUSSION

In this discussion chapter, I discuss the contribution claims, the underlying
meaning of our research, and some improvements that could be made. Then we
present some suggested future work.

5.1 Contributions

We have reached our results by creating the following two abstract design prin-
ciples.

1) Divide and Search for Malicious Network Traffic and 2) Ask IPX Neighbors
to Pre-process Network Traffic.

The major contribution was the Ask IPX Neighbors to Pre-process Network
Traffic design principle. The following discusses how the Ask IPX Neighbors to
Pre-process Network Traffic design principle contributes to the state-of-the-art
found in the literature.

One motivation for this research is that there are many successful network se-
curity DDoS attacks and these are often very difficult to defend against. You
can read about them in the news all the time and they are very effective. Even
various countries’ military are using network DDoS attacks. There are constant
DRDoS attacks which are against public cloud resources. The public cloud
providers currently must process most of this malicious traffic, in their core
network.

The main contribution has been the DRDoS defense, where the public cloud
providers’ IPX neighbors perform the malicious DRDoS attack traffic filtering.
This means that the malicious DRDoS attack traffic never even reaches the
public cloud providers for the DRDoS attacks against, for example, hosted VM
instances running Web services. Our proposal scales and the number of fire-
wall rules do not increase with the number of servers that are protected. We
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were unable to find anything in the literature that has a similar solution as we
proposed.

With our main contribution, it can be implemented today with off the shelf,
state-of-the-art products, including from different vendors, such as with the
Cisco Silicon One line of products. With our contribution, we can efficiently
mitigate the effects of UDP DRDoS network attacks against servers running
TCP services, such as Web servers. This could protect them upon receipt of
the first malicious DRDoS packet. Our proposed solution requests the possi-
ble public cloud providers to request their IP Internet Exchange Point (IXP)
neighbors to filter the malicious DRDoS UDP traffic, which is being forwarded
to the public cloud provider [11].

The similar state-of-the-art solutions found in the literature have a big differ-
ence, in comparison to ours. With the state-of-the-art solutions, the number of
firewall rules needed increase linearly, based on the number of systems protected.
For example, if four firewall rules are needed per protected system, if there are
10,000 protected hosts, it requires 40,000 rules, which are not supported on
routers or firewalls.

With our solution, we can protect the same number of hosts, 10,000, with just
four firewall rules. Therefore, our solution is much more scalable, as compared to
the current state-of-the art solutions. We do this by filtering a big IP CIDR block
of IP addresses, instead of individuals IP addresses. Public cloud providers’
customers can opt into our solution, and if so, they receive an IP address from
the CIDR block of protected IP addresses. For example, Amazon Web Services
(AWS) could have it’s IXP neighbors perform the firewall filtering of network
attack traffic, based on this big CIDR block of IP addresses.

The most popular and powerful DRDoS network layer attack are the DRDoS
UDP protocol amplification attacks [40]. SDN is also a state-of-the-art solution
which can be used to help defend against IP spoofing network attacks [62]. One
UDP DRDoS related state-of-the-art published paper, is [49]. However, they
don’t propose an efficient way to mitigate malicious traffic to large numbers of
servers. Their proposed number of firewall rules increases in a linear fashion,
based on the number of hosts being protected. Here is what they say,

Because all information necessary to create these filtering rules is
contained in IXmon’s DRDoS alerts, it would be possible to auto-
matically translate each alert into a BGP Flowspec rule that can be
propagated to the IXP’s routers, so that the time to implement the
mitigation strategy is greatly reduced, compared to manual inter-
vention
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5.2 Future Work

DSR is one of the most popular research methods available, in the Information
Systems research area, when developing practical solutions. For this thesis, DSR
was a natural fit. There was one issue, concerning the DSR evaluations.

Since one of the artifacts is the design principle to try and eliminate attack traf-
fic closer to the source, we wanted to perform evaluations whereby the major
public cloud providers would have their neighbors perform the IP firewall filter-
ing. The problem is it is very difficult to convince them to perform an evaluation
of our solution. A limitation of our work is that a physical artifact has not been
developed at the public cloud providers. We were unable to convince them to
implement our proposed solution. We believe that our discussion forum posts
did not make their way to the expert engineers who are in charge of implement-
ing DDoS solutions. As future work, we will continue to try and convince the
public cloud providers to run a pilot study of our proposal. The implications in
practice, are that our proposal should greatly reduce the amount of malicious
DRDoS network traffic that is received by the public cloud providers.

Our research has been focused on using the IP, version 4 (IPv4), which is cur-
rently the most popular version. The use of only IPv4 was a limitation of our
work. The next IP version is IPv6, which is becoming more and more popular
each year. Our suggested future work is to perform similar research as ours but
using the IPv6 protocol. It is anticipated that our proposal, but using IPv6
instead of IPv4, will work even better since it would be much easier to allocate
many different large blocks of IPv6 addresses, to protect servers running various
protocols and services. The reason for this is that IPv6 has such a large number
of available IPv6 IP addresses. IPv4 IP addresses are 32 bits long and IPv6 IP
addresses are 128 bits long.

The last idea for future research, is to focus on quality-of-service, via consoli-
dated firewall rules. Like our filtering of DRDoS proposed solution, customers
would opt into IP addresses, from a big shared block of IP addresses, from the
cloud provider. The cloud provider would send its IXP neighbors a small set of
quality of service rules for the big block of IP addresses.

In summary the thesis researched network defenses started with protecting
servers, which were located on premises. Then we analyzed DDoS solutions,
which were protecting servers, located in the public cloud providers’ networks.
Then we finally analyzed DDoS solution, which were protecting the public cloud
providers themselves, as we moved the defense to the cloud providers’ neighbors.
It was this last design, that was our largest contribution.
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Abstract. In this paper, we propose a solution to eliminate a popular
type of Denial of Service (DoS) attack, which is a DoS amplification
attack. Note that a DoS is a subset of DDoS. Our solution protects servers
running any number of TCP services. This paper is focused on the most
popular type of DoS amplification attack, which uses the UDP protocol.
Via DoS UDP amplification attacks, an attacker can send a 1Gbps traffic
stream to reflectors. The reflectors will then send up 556 times that
amount (amplified traffic) to the victim’s server. So just ten PCs, each
sending 10Mbps, can send 55Gbps indirectly, via reflectors, to a victim’s
server. Very few ISP customers have 55 Gpbs provisioned. Expensive
and complex solutions exist. However our elimination techniques can be
implemented very quickly, easily and at an extremely low cost.

Keywords: DoS · DDoS · Reflection · Amplification · Bandwidth ·
UDP · Cyber-attacks · Critical Infrastructure Protection · Design Sci-
ence Research

1 Introduction

The terms and definitions used in this paper are found below in the Table 1. In
computing, a DoS attack is an attempt to make a machine or network resource
unavailable to its intended users. A DoS attack generally consists of efforts to
temporarily or indefinitely interrupt or suspend services of a host connected to
the Internet. As clarification, DDoS attacks are sent by two or more hosts and
DoS attacks are sent by only one host. Our solution protects against both DoS
amplification attacks and DDoS amplification attacks, so we’ll use the term DoS.

To understand our paper, we will show how DDoS bandwidth attacks work.
Previous to the attack, many computers become infected (zombies) with the

c© Springer International Publishing Switzerland 2015
R. Doss et al. (Eds.): FNSS 2015, CCIS 523, pp. 1–15, 2015.
DOI: 10.1007/978-3-319-19210-9 1
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2 T.G. Booth and K. Andersson

Table 1. Term Definitions

Term Definition

BotNet Group of Zombie computers, controlled by Bad Guys

DoS Denial of Service

DDoS Distributed Denial of Service

DRDoS Distributed Reflection Denial of Service

DSR Design Science Research

IP Internet Protocol (in this paper, IPv4)

NIC Network Interface Card

Nmap Utility for network discovery and security auditing

TCP IP Transmission Control Protocol

SSH Secure Shell

UDP IP User Datagram Protocol

Zombie Infected computers in a BotNet

bad guy’s malware. This malware allows the attacker to control thousands or
millions of innocent computers. Some of these DDoS attacks use reflection and
others don’t. In a DDoS attack without reflection, the attacker’s controlling com-
puter instructs their masters to order the zombies to send a massive amount of
traffic directly to the victim’s computer. The following DDoS bandwidth attack
(without reflection) is shown in Fig. 1.

We will now present a DDoS bandwidth attack, which uses both reflection
and amplification. Note that in Fig. 2, we have introduced several reflectors.

Fig. 1. DDoS bandwidth attack, without reflection
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Elimination of DoS UDP Reflection Amplification Bandwidth Attacks 3

Fig. 2. DDoS bandwidth attack, with reflection

Again, without reflectors, traffic was send directly from the zombies to the
victim. So if a particular zombie sent 1Gbps of traffic, the victim would receive
exactly 1Gbps of traffic. However, in this DoS amplification attack, the zom-
bie sends a massive amount of traffic indirectly, via the reflectors, to the vic-
tim’s computer. How this works, now follows. The zombies spoof their source
IP address. They change their source IP address, to be that of the victim. They
send the spoofed datagrams to the reflectors. When the reflectors reply to the
given source address, they are actually replying to the victim’s IP address (not
the zombie’s source address).

The reason that the DoS amplification attack is sent, indirectly, via the reflec-
tors, is so that the attack bandwidth can be amplified. Amplification works as
follows: We will use network time protocol (NTP) as our example. It is possible
for a client, to send a request to an NTP server, whereby a very large amount of
information is returned to the client. The amount of information returned to the
client can be 556 times larger (more) than the amount of request. For example,
if the zombies send an aggregate total of 1Gbps to the reflectors, the reflectors
may send up to 556Gbps of traffic, to the victim computer. There are several
UDP protocols, other than NTP, which also have large amplification effects. The
top 5 are as shown in Table 2 [13].

Since the zombies spoof their source IP address is it is much harder locate
the zombies and remove the malware. These DoS amplification attacks are often
successful bandwidth attacks. However, even if the amplification attack is not
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Table 2. UDP Protocols with Large DoS Amplification Effects

Protocol Bandwidth Amplification Factor

NTP 556

CharGen 358

QOTD 140

Quake Network 63

DNS 28 to 54

successful against the victim’s bandwidth, the attack may be a successful DoS to
deplete other resources. Our solution is to prevent all types of DoS amplification
attacks, bandwidth or otherwise. We use the phrase DoS amplification attack
but again, our paper is focused on UDP amplification attacks. An amplification
attack implies a reflection attack, but a reflection attack does not imply an
amplification attack.

As our case study example, we discuss the recent DDoS cyber-attacks, which
were against thousands of French web servers. The background follows. The
French satirical newspaper Charlie Hebdo issues offensive cartoons concerning
the Roman Catholic Church, Judaism, Islam, secular targets, and politicians.
On January 7th, 2015, Charlie Hebdo published a cartoon, which was con-
cerning the Islam’s Prophet Muhammad. Eleven people were then slaughtered,
by two brothers, which was concerning this cartoon. This happened soon after
Charlie Hebdo published the cartoon, and happened inside the newspaper’s office
in Paris. The brothers have links to the global militant Islamist organization,
Al-Qaeda (hereinafter, “Islamist Organization”). The Islamist Organization has
claimed responsibility for these murders.

After these murders, the French Defense Ministry and security bodies have
reported that thousands of French websites have been targeted by an unprece-
dented wave of DDoS attacks. Any DDoS attack is a violation of the Internet
Architecture Board’s Internet proper use policy and a violation of most ISP’s
acceptable use policies.

Related to these murders, the Anonymous group then performed DDoS
attacks against militant Islamists [1]. What is interesting and relevant is that
in the beginning, there was a physical attack. Very quickly thereafter, instead
of physical attacks, there were cyber-attacks, where the source was both the
Islamic Organization and the Anonymous group. In the past the British Gov-
ernment has initiated cyber-attacks against Anonymous [3]. In this paper, as an
example, we will show how DoS amplification attacks against both the Islamic
Organization’s web servers and the French web servers can be easily eliminated
(defended against), in a very simple way and for a very low cost.

DoS amplification attacks require IP source address spoofing, which requires
administrative privilege. There are millions of zombie hosts. However, not all
zombie hosts have malware with administrative privileges. Even if a zombie can
spoof the source IP address, many ISPs will filter spoofed traffic. Therefore,
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there are only tens or hundreds of thousands of zombie hosts which can be used
for these DoS amplification attacks. However, not many zombies are needed, in
order to perform a successful DoS amplification attack.

Even if you have 100% protection against DoS protocol attacks and appli-
cation layer attacks, if the DoS bandwidth attack is greater than your ISP con-
nection bandwidth and if you only defend it from the customer side, the attack
would be successful. The most efficient way to perform a DoS bandwidth attack,
is via a DoS amplification attack. Our solution is to protect servers which are
running any number of TCP services (such as Web, Email, Database servers).

In this paper the Design Science methodology is used. The artifact we have
designed and studied is a set of methods, techniques, and network configuration
guidelines used to eliminate DoS amplification attacks, in order to protect TCP
services.

The initial context for our artifact is the following. Organizations who wish
to protect their servers, which are connected to the Internet and running IPv4
TCP services. The organizations which can benefit and wish to benefit from
our artifact will be referred to as the stakeholders. We can then say that the
elimination of DoS amplification attacks is a specific goal, of the stakeholders.

We are using this design science methodology for problem solving, where the
contextual problem is the DoS amplification attacks. Note that an amplification
attack implies another contextual constraint, which is that the attack traffic
originates from hosts which are spoofing their source IP address, in order to
achieve reflection.

In the design cycle we develop and describe the artifact, which is based on
firewall technology. Then in the empirical cycle, we analyze and explain how the
artifact will operate in the context of our stakeholders. There is an interaction
between the artifact and context, as shown in Fig. 3.

Fig. 3. Firewall artifact interacting with the stakeholder context

Our problem solving activities are fallible. Therefore we perform a validation
to determine if the artifact in context has met the stakeholders’ goals.

Our design science used in this paper is case-based research as opposed to
sample-based research. We therefore study one case scenario, at a time, and draw
conclusions after each scenario is analyzed.

The DSR process used in this paper is shown in Fig. 4.
The rest of this paper is organized as follows. Section 2 presents the related

academic work. Section 3 details our scientific research. Section 4 shows our
experiment. Section 5 contains our conclusion and recommended future work.
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Fig. 4. Firewall artifact interacting with the stakeholder context

2 Related Academic Work

We have been unable to find any related academic work, which has proposed our
specific solution, to very easily, efficiently and for a very low cost, to eliminate
DoS UDP amplification attacks against any server running TCP services (web
server, email server, etc.). Our innovative solution is extremely low cost and
simple to implement.

Here are the more relevant academic papers which we have reviewed. We
first present the authors’ viewpoints. Then, regarding the more significant and
relevant authors’ viewpoints, we present our analysis, (following the phrase “Our
comments:”).

Bhuyan et al. [2] empirically evaluate several major information metrics,
namely, Hartley entropy, Shannon entropy, Renyi’s entropy, generalized entropy,
Kullback-Leibler divergence and generalized information distance measure in
their ability to detect both low-rate and high-rate DDoS attacks. They claim
that there are four places to implement the defense: source-end, victim-end,
intermediate inline network and distributed. Our comments: Our novel solu-
tion has found a new defense location, a cloud provider.

Geva et al. [4] provides a review of the bandwidth DDoS attacks, stating
that in the future they may be significantly more effective and harmful. They
discuss that cloud based overlay networks can be used to absorb and scrub traffic.
However, they then mention that overlay networks may require new protocols
and updated host software.

Kavisankar et al. [5] proposes a scheme, Efficient Spoofed Flooding Def-
ense (ESFD) which provides two level checks which, consists of probing and
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non-repudiation, before allocating a service to the servers. Our comments:
Their solution will eliminate DoS amplification attacks. However that will also
cause significant latency to all valid UDP traffic. The whole purpose of UDP
is to maintain very low latency. Further, their solution provides a new attack
vector. Spoofed traffic could be sent to these anti-DoS servers, which could then
be used as reflector, to attack an innocent victim.

Lin et al. [6] propose a Double Check Priority Queue structure that, based
on traffic of received packets and the interval of arrival time, they can determine
if a given user’s traffic is normal or malicious.

Lu et al. [7] make the first effort on studying the filtering location to maxi-
mize the protected network bandwidth while not permitting any attack flow to
reach the victim. They formulate this problem to an integer linear programming
problem and design an efficient heuristic filtering location algorithm.

Nam et al. [8] propose a new scheme, concerning DDoS bandwidth attacks, to
estimate the available bandwidth ratio of a remote link or remote path segments,
a group of consecutive links, without deploying tools at the remote nodes. The
scheme would be helpful in accurately pinpointing anomalous links.

Panja et al. [9] state that one of the largest security obstacles is how to defend
against a Denial-of-Service (DoS) or Distributed Denial-of-Service (DDoS)
attacks from taking down a cloud server. They have stated that no cloud servers
have been able to completely prevent DoS attacks. They state that the search
continues for an effective solution to keep data available to legitimate users who
need it when the cloud network that stores that data is the target of a DoS
attack. Their proposed method (DOSBAD) explains how to effectively detect
the band-width limit of a cloud network and the bandwidth currently in use
to know when a DoS is beginning. Our comments: This is the problem that
we have partially solved (solved for UDP), for customers who are running TCP
services and who are being attacked, via a DoS UDP amplification attack.

Peng et al. [10] provide a comprehensive survey, concerning many DDoS
attacks, including DoS amplification attacks. They state that it is not easy to
detect spoofed traffic. Our comments: Our novel approach takes into consid-
eration that spoofed traffic which uses amplification most often uses the UDP
protocol, so we just have the cloud filter all UDP traffic before reaching servers,
which are only running TCP services.

Preetha et al. [11] develops an autonomous agent based DDoS defense in real
time without human intervention. A mathematical model based on Lanchester
law has been designed to examine the strength of DDoS attack and defense group.
Once attack strength is formulated efficient defense mechanism is deployed at
the victim to block malicious flows. They claim that their defense mechanism
paves way to apply to Critical Information Infrastructure Protection.

Shanmugam et al. [12] present an analysis and study on attacks and its impact
on distributed networks is focused moreover, particularly on DDoS attack.

Varalakshmi et al. [14] propose a five-fold DDoS Defense Mechanism using
an Information Divergence scheme that detects the attacker and discards the
adversary’s packets for a fixed amount of time in an organized manner. The
trust value is adjusted based on the attack intensity to ensure a trustworthy
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system. The mitigation is carried out by limiting the bandwidth of the attacking
IP source address, instead of completely blocking all of the attackers traffic.

Wei et al. [15] propose a Rank Correlation based Detection (RCD) algorithm.
The preliminary simulations indicate that RCD can differentiate reflection flows
from legitimate ones efficiently and effectively, thus can be used as a useable
indicator for DRDoS. Our comments: While our solution, from the customer
side, simple drops all DoS amplification attack (which is UDP), in order to
protect servers running just TCP services.

3 Design Science Research Process

3.1 Scenario 1

A French web server is located on the ISP customer’s own premises. Under
normal conditions, (when there is not a DoS UDP amplification attack), their
Internet download throughput requirement is well below 1Gbps. They have pur-
chased 1Gbps bandwidth, from their ISP.

Problem: During a DoS amplification attack, assume that the attackers are
sending, for example, 2Gbps towards the customer’s on premises web server.

Since they only have purchased 1Gbps throughput, the DoS bandwidth
attack has saturated the ISP link. At least 50% of the malicious DoS traffic will
be dropped. However, perhaps 50% of the customer’s valid traffic will also be
dropped. We need to defend against this problem scenario. We will now explore
some possible suggestions and then evaluate those suggestions.

Suggestion 1. One suggestion is to simply increase the provisioned bandwidth
to some value, which will protect the customer from a great percentage of DoS
amplification attacks. Let’s assume that 95% of the DoS amplification attacks,
against web servers, generate 2 Gpbs or lower traffic.

Evaluation: There are two ways, as to how the customer can order ISP band-
width to defeat an attack. They can either order the bandwidth before the DoS
amplification attack or they can order the bandwidth after the attack.

Let’s assume that the customer increases their ISP provisioned bandwidth
to 2 Gpbs, before any attack. One issue is that it may be very expensive for
customers in many locations to order more than 1Gbps bandwidth. Let’s assume
that this is not a problem.

Another issue is that they are paying for 2Gbps bandwidth, when they only
need 1Gbps. The extra 1 Gps is simply to protect them from most DoS ampli-
fication attacks. Even if they are only attacked for one hour, during each year,
they are paying for the extra bandwidth every day of the year. So the utilization
of the extra bandwidth is very low.
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Another issue is that even if 95% of the DoS amplification attacks generate
less than 2Gbps, we may have the following situation. Assume that the attacker
has specifically targeted this customer and the attacker is monitoring the attack.
If the 2Gbps attack does not saturate the link, the attacker may just increase the
attack bandwidth, in increments of 1 Gpbs, until the attack is successful. The
customer would then need to order more bandwidth from the ISP, to overcome
the attack. However, this may take the ISP several days. Assume the attack was
increased to a maximum of 8Gbps.

The customer could order 10Gbps, to cover the attack and their normal traf-
fic. Even if the customer ordered 10 Gpbs, and this protected from the attacks,
the customer would be paying for this bandwidth every day of the year, even
if there was only a one hour attack per year. The customer would also need to
have anti-DoS equipment and expertise, on site. So the cost per actual attack
would be very high.

Knowledge Contribution: We recommend searching for a model, where the
cost per actual attack is much less. To do this, we wish to find a model, in which
any defense, has a much higher utilization.

Suggestion 2. Another suggestion is for the customer to order the bandwidth
dynamically after the DDoS attack. Let’s assume that have a 10Gbps link but
that they have only purchased 2Gbps of download throughput. When there is
an attack, they can dynamically increase their bandwidth to try and mitigate
the attack. In this model, the customer is only paying for the extra bandwidth,
during an actual attack. So this model is a better solution.

Evaluation: However, if the 2Gbps attack does not saturate the link, the
attacker may just increase the attack bandwidth, in increments of 1 Gpbs, until
the attack is successful. The attacker may simply increase the attack bandwidth
over the 10 Gpb link speed. Even if the customer had two 10Gbps links, the
attacker may just decide to send 30 Gpbs. Also, most ISPs do not support
speeds greater than 10 Gpbs. So this better model fails, when the attacker sends
more traffic than the ISP to customer links support.

Knowledge Contribution: Even with dynamically provisioned ISP bandwidth,
it is simply not possible to defend against aggressive DoS bandwidth attacks, by
only using a customer premises solution.

Suggestion 3. In order to overcome the previous issues, a suggestion is to have
the customer order an anti-DoS amplification service, from their own ISP.

Evaluation: Most ISP’s do not offer an anti-DoS service, for their customers.
An alternative is for the customer to install their own anti-DoS attack equip-

ment, in the ISP’s location. However most ISP’s do not allow customers to install
their own anti-DoS equipment, at their ISP’s premises. Even if they did, we are
back to the problem where the customer might be paying for their own ISP
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located equipment for the whole year, even if there was only a one hour attack
per year.

Knowledge Contribution: It is not a general and efficient solution, for most
customers to try and defeat the DoS amplification attack, at the ISP’s location.

3.2 Scenario 2

Assume the customer puts their web server into a cloud provider’s network,
in order to overcome the above on premises bandwidth issue. We will use the
Microsoft Azure cloud as our example. So the customer would run their web
server as a virtual machine guest (vm guest) in the Azure cloud. The DoS UDP
amplification attack would now be against the vm guest web server. Assume the
customer is also running some UDP services on the same web server. Let’s assume
that the customer starts the web server with a virtual Ethernet 10Gbps NIC.

Problem: The new problem is that the DoS amplification attack may saturate
the cloud based web server’s bandwidth. The attack would just need to send
more than 10 Gpbs.

Suggestion 1. To overcome the cloud bandwidth issue, the customer could
add more virtual Ethernet 10Gpbs NICs. The Azure cloud allows you to have a
maximum of eight 10Gbps NICs, which could provide a maximum of 80Gbps.

Evaluation: For this evaluation, it is assumed that the same server is running
both TCP and UDP services. Let’s assume that the web server receives all traffic
which is sent, to the server’s IP address. DoS bandwidth attacks can be larger
than 80Gbps, so this does not provide a general solution. Even if attacks were
only 70Gbps, the virtual machine guest would not be able to keep up with this
bandwidth, due to a CPU processing power limitation. As a practical note, the
Azure cloud does not charge customers for incoming traffic.

Knowledge Contribution: We have found a partial solution which has over-
come bandwidth limitation issues, as long as the malicious traffic is less than
or equal to 80 Gpbs. The cost of this solution is extremely low, as compared to
having the customer provision 80 Gpbs from their ISP. However, we have run
into a new bottleneck, which is the processor speed on the vm guest. So even
with this cloud based solution, it is not possible to, with a single server alone,
to defend against DoS amplification attacks, which are against servers running
both TCP and UDP services.

Suggestion 2. Previously we considered the case of just one Azure cloud based
virtual web server. We will start with that case and make the following change.
The Azure cloud has a load balancing feature. This feature allows customers to
scale up, by automatically starting up hundreds or thousands of virtual servers,
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as needed. Let’s now consider that the customer wishes to take advantage of this
specific feature, in order to mitigate the DoS amplification attacks.

Evaluation: We no longer need eight 10Gbps NICs in the web server. Traffic
coming into a given public IP address, can be distributed among multiple virtual
servers. Each of these servers can have a single 10Gbps NIC, which will keep the
CPU processor load much lower than our eight NIC solution. As these servers
become busy (due to a DoS amplification attack), more virtual servers can be
very quickly and automatically started, as shown in Fig. 5. Assuming that the
Azure load distribution does not become overloaded, we could easily and auto-
matically start up enough virtual web servers, to handle several hundred Gpbs
of incoming DoS amplification traffic. The customer’s engineer can design the
specific CPU load % which will cause more virtual web servers to automatically
start sharing the load. So only during an attack, the customer would need to
pay for the dynamic servers which are started up.

Knowledge Contribution: We have now found a solution, which is much more
efficient, than any previous solution. Further, we have eliminated any possible
bandwidth limitation. Only during an actual attack does a customer pay for the
extra dynamically started vm guests. So we have met our model goal, where the
customer is only paying extra, during an actual attack. Let’s assume that if a
vm guest receives more than 5Gbps of traffic, another vm guest is automatically
started.

Let’s assume that there is an attack of 50Gbps. Again, assume we just have
about 1 Gpbs of customer traffic. Then with just 11 vm guests (each handling
5 Gpbs), we can defeat the 50Gbps attack and have 5Gbps available for normal
customer traffic. Even if the attack is 500Gbps, we can easily defeat this, with
just 101 vm guests and still have good performance.

So this contribution is a solution, which can be implemented easily, at a very
low cost. We will now search for another solution, but which is more optimal.

Fig. 5. Cloud based load balancing
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3.3 Scenario 3

The customer is paying higher costs, during the DoS bandwidth attack. We
would like to lower the costs (from our previous knowledge contribution) which
the customers pay, when their virutal web servers are being attacked, in a DoS
bandwidth attack.

Suggestion. Our suggestion is to try and use the Azure controlled firewall.

Evaluation: The most popular DoS amplification attacks are using the protocol
UDP. Again, we assumed that the customer is running some UDP services. Our
very simple to understand and implement firewall strategy is the following. The
customer can move any UDP services, from the virtual web server, to some other
virtual server. Then the customer could leave the Azure firewall in the default
configuration, which will filter out all UDP traffic.

Now, when the incoming DoS amplification attack traffic comes in, it will
be filtered by the Azure firewall. This UDP traffic will not be processed by the
customer’s virtual web server. So the customer no longer needs to spin up 101 vm
guests to defeat a 500Gbps DoS UDP amplification attack. During the 500Gbps
attack, the customer would only need a single virtual web server.

Knowledge Contribution: Via our novel design, we have found a solution
whereby the cloud provider will completely eliminate any and all DoS UDP
amplification attacks and whereby Azure cloud does not charge the customer
any addition money for this service (over the very low per year cost of 110
Euro/year for the virtual server) [6].

Our solution is a solution for running any number of TCP services (web
server, email server, etc.). Now let’s compare our 110 Euro/year solution to
a competing solution. To purchase a full anti-DDoS service (including DDoS
bandwidth, protocol attacks and web application attacks) from a major provider,
such as CloudFlare, can cost 52,800 Euro/year [3].

One might think that the massive DoS amplification attack will always need
to be processed by Azure. However the attackers should soon realize that they
will not be successful in DoS attacks against the web servers hosted in Azure.
Then, via game theory, we would expect the attackers to stop attacking any
Azure located web servers, which use our proposed Azure firewall solution.

4 Experiment

We created a virtual web server, in the Amazon cloud. Here were our steps. Image
used: Ubuntu Server 14.10 (from Azure), Size: Standard A2 (2 cores, 3.5GB).
Via SSH we installed the Apache web server. We configured the Azure firewall
to allow TCP incoming traffic to reach the web server on ports 80 and 443. We
did not specifically configure to allow any incoming UDP traffic. By default, the
Azure firewall is not configured to allow any incoming initiated UDP traffic.

We ran tcpdump on the server, to monitor all traffic which was received by
the server. Then we used Nmap to generate UDP traffic, which was sent to the
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server, using a very large number of UDP ports. We verified, via tcpdump, that
absolutely none of the UDP traffic reached the server.

An interesting question then becomes, what if the server needs to send out,
a UDP request? We then tested this scenario. We verified that UDP outgoing
requests from the server were send out and answered. So we know that the
Azure firewall is UDP stateful. So at the same time as there is an incoming DoS
amplification attack, the web server can send outgoing UDP requests, which will
be answered.

Based on the above, our initial (but not yet verified) conclusion is that,
since no UDP traffic reached the server, that even if there was a DoS UDP
amplification attack, none of that traffic would reach the server. There is perhaps
a limit, as to the exact volume of traffic that the Azure cloud will filter.

So the obvious experiment that should be performed next, is to launch a an
actual DoS amplification attack, against the virtual web server, which is hosted in
the Azure cloud. The attack should start with 1Gbps and, for example, increase
by 1Gbps, until the attack reaches a high value, for example 500Gbps. Due to
the Azure license agreement, we were not allowed to run this test.

So we would like to run the tests in our labs, using the same anti-DoS equip-
ment that Microsoft uses in their cloud. We have tried but were unable to find
out exactly what type of anti-DoS equipment Microsoft uses. Perhaps Microsoft
wishes to keep it a well kept secret, in order to make it harder for the bad guys,
to find a vulnerability.

So we are unable to perform the required verification experiment, on our own.
We therefore plan the following. We will contact companies who are frequently
the victims, of DoS amplification attacks. We will then help them implement
our solution and measure the success. Also, perhaps some researcher will gather
data, which will help us understand the exact Gbps limit, which the Azure cloud
will filter, for no additional cost.

5 Conclusion

There are many successful DoS UDP amplification attacks and the attack band-
width is steadily increasing. We reviewed the currently suggested mitigations.
In summary, it is very expensive for all customers to build their own customer
based anti-DoS amplification solution. Even if they build their own solution,
they may only need their anti-DoS amplification solution for a few hours per
year. So the customer cost per attack is very high.

So we searched for some other theoretical model, in order to lower the costs
to defend against these attacks. We then came up with a novel solution, in which
we could completely prevent these attacks, at an extremely low cost and which
is extremely easy to set up. Via our Azure cloud based anti-DoS amplification
solution, it is the Azure cloud that will defend against these DoS attacks every
day. The utilization of the cloud based anti-DoS amplification is much higher,
which greatly lowers the cost per DoS attack, however Microsoft will take these
costs. The cost per attack must be extremely low, since the Azure cloud does
not charge any additional money for our anti-DoS amplification attack solution.
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14 T.G. Booth and K. Andersson

Our paper has shown one anti-DDoS service, which costs 52,800 Euro/year.
Our paper has suggested a way, to completely eliminate DoS attacks, for servers
which are only running TCP services. We proposed using the Azure cloud firewall
and filtering out all UDP traffic. It would be the Azure cloud firewall which is
responsible to processing the entire DoS amplification attack bandwidth. The
Azure cloud offers this firewall service to completely eliminate these anti-DoS
attacks, for absolutely no extra charge.

Our solution should be considered by any and all Critical Infrastructure Pro-
tection (CIP) servers, which need to run public TCP services. Our recommended
future work, which we have started, is to provide a solution similar to the one
presented in this paper, but which will also mitigate DoS TCP amplification
attacks.
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Abstract

Our research problem is that there are a large number of successful network reflection DDoS attacks.
Via a UDP Reflection Attack, an attacker can send just 1 Gb/s of payload to innocent servers, and
it is these servers which then can send over 4,600 times the payload to the victim! There are very
expensive and complex solutions in use today, however most all of these on premise solutions can be
easily circumvented. The academic community has not adequately addressed this research problem.
We have created a new Internet services network security surface attack mitigation methodology. Our
novel design patterns will help organizations improve the price/performance of their anti-network
reflection solution by 100 times, as compared to common on premise solutions. Our analysis and
results confirm that our solution is viable. Our novel solution is based on stateless IP packet header
filtering firewalls (which can be implemented mostly in hardware due to their simplicity). We have
reduced and in some cases eliminated the need for researchers to even try and find new ways to filter
the same traffic via more complex, software driven stateful solutions.

Keywords: Internet Services, Information Systems, Network Security, Firewall, Cloud, Distributed
Denial of Service

1 Introduction

The focus of our research is on DDoS bandwidth Reflection Attacks, which use the UDP protocol. We
will include material on how to defend both UDP and TCP Internet services, from these attacks. In order
to frame our research, we will use set theory and will refer to the following different attack sets, which are
each a proper subset of network attacks:

1. DoS attacks
2. DDoS attacks
3. Bandwidth attacks
4. Reflection attacks
5. UDP attacks
6. TCP attacks

We will exclude the term “attacks” when referring to the above sets. The focus of our research is on the
following, which we will simply refer to as “Reflection Attacks”.

x | x ∈ {DDoS∩Bandwidth∩Re f lection∩UDP}

Journal of Internet Services and Information Security (JISIS), volume: 5, number: 3 (August 2015), pp. 1-21
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We present an architecture model, which includes our proposed security design patterns. In this article,
we provide a way to mitigate several types of Reflection Attacks. The acronyms, terms and definitions
used in this article are found below in table 1.

Term Definition
AS IP Autonomous System
BotNet Robot Network of compromised hosts
CI Critical Infrastructure
CIP Critical Infrastructure Protection
DDoS Distributed Denial of Service (attack)
DoS Denial of Service (attack)
ICT Information and Communications Technology
IP Internet Protocol (in this article IPv4)
IS Information Systems
Mb/s Megabits per second
NAT Network Address (or port) Translation
NG Next Generation (Firewall)
NTP Network Time Protocol
OS Operating System
SLA Service Level Agreement
TCP IP Transmission Control Protocol
UDP IP User Datagram Protocol
US-CERT USA Computer Emergency Readiness Team
VM Virtual Machine
Zombie Infected computers in a BotNet

Table 1: Acronym and term definition table

In the industry, the term NG firewall is used to refer to a next generation “firewall” which has many more
security features than a traditional firewall. In this article, we use the term “firewall” loosely, to refer to a
traditional firewall or “NG firewall”, as needed.

1.1 Motivation

A summary of our motivation is found in the abstract. Reflection Attacks against Internet services are now
very common. We are focusing on protecting vulnerable Information System components such as public
facing servers running either TCP or UDP Internet services. This includes DNS, Web, database, NTP,
and email Internet services. The cost to launch these Reflection Attacks is extremely low and for at least
thousands of important servers, it is quite easy to launch a successful attack. These Reflection Attacks
cause the services to be unavailable to legitimate users. Based on current industry solutions, the cost to
the victim to protect against these Reflection Attacks, is often quite high and requires strong expertise
to install, maintain and manage. The cost to the victim, concerning a successful Reflection Attack, can
often be significantly high per hour. Sometimes these Reflection Attacks are successful for hundreds of
hours. If the attacked site is part of the Critical Infrastructure (CI), this can have a life threatening effect
on people in society! Our focus in this article, includes defending very important Internet services, which
are part of the CI. Therefore, our article discusses mitigation strategies for the more severe Reflection
Attacks. It has been reported that the cost per year, to defend 5Mb/s of valid Internet bandwidth is over

2
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100,000 USD/year [8]. However, one actual Reflection Attack has sent 400 Gb/s to the victim server,
[10] so it may often cost companies much more than 100,000 USD/year to properly defend against 400
Gb/s attacks. In the near future, we expect attacks of more than a magnitude greater (4,000 Gb/s or 4
Tb/s). There are 7,000 DDoS attacks observed daily [18]. Most of the prior work has come up with lots of
technical algorithmic solutions, which can be run at the organization’s premises. However, as we will
show, any organization premise side solution is simply inadequate against a high bandwidth Reflection
Attack. Also there are lots of designs, based on stateful packet inspection. However, we have not yet
found any design, which can stop most of the Reflection Attacks, via simply packet filter firewalls, which
are the most efficient type of firewall and can be implemented in hardware.

Our research solution is concerning how to implement the network security protection in the cloud, via
packet filter firewall techniques, which will eliminate these Reflection Attacks before they reach the
organizations’ Internet services.

1.2 Specification

Our specific desired research outcome is to find a cloud based security solution, which will allow all
organizations to greatly mitigate any and all Reflection Attacks easily and at a very low cost. The first
generation of firewalls is based on stateless packet filters. The next generation of firewalls is based on
stateful filtering. However stateless packet filters are often simpler to implement, requires no state to be
remembered, can be more easily implemented in hardware, so it is normally extremely fast and scales well.
Stateful filtering is often the opposite. However, it is possible to have stateful filtering performed, with just
a small amount of state, which will allow that stateful firewall to operate extremely fast. Our research is
concerning the possibility to use stateless packet filters to eliminate most or all of the Reflection Attacks.

Our approach is to consider moving the Information Systems from the on premise organization location
to the Microsoft Azure cloud. To run our experiments on all major clouds is outside the scope of this
article. Even though our experiments were performed with the Microsoft Azure cloud, most other cloud
providers should have or in the future will have similar Internet service security features. So we will try to
find a novel way to perform Internet services security, via Cloud based firewalls. There exist many Cloud
firewalls which can be purchased and operated by organizations. However, we will try to perform all
security protection, via the Azure firewalls, which are included at no additional cost when implementing a
VM server.

The specification for our research constraints is the following:

1. The organization is running very important Internet services, where the monetary or other costs of
downtime is very high.

2. The organization is running IPv4 UDP and TCP Internet services on their servers, which are using
public IP addresses. We consider these as public facing servers.

3. The organization wishes to protect their UDP and TCP Internet services, from Reflection Attacks,
which are up to 400 Gb/s.

4. Our research is focused more on generalized attacks (by any and all of the higher layer 4 UDP
protocol attacks), as compared to focusing on the layer 7 application protocols.

5. Our focus is to help organizations, but we are not focused on helping ISPs or cloud providers.
6. The Information System servers are initially located at the organization’s own premises.
7. Our focus is to help organizations who have a 10 Gb/s or less bandwidth SLA, with their ISP.
8. The Organization’s Internet services may be intended for all Internet users or may be intended for

only a small subset of the Internet users (for example, only for their own organization employees).

3
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9. The attacks are intended to perform a denial of service and the attacker’s strategy is to send a large
number of packets and a high volume of bandwidth. This implies that the actual attacker is able to
spoof their source IP address, to be that of the reflector server.

10. The reflector is an innocent server, meaning that the operator of the reflector server is not inten-
tionally performing malicious activities. The relevance is that this research does not cover the case
where the attackers are using their own reflector servers.

11. We do not perform research on the traceback of spoofed IP address defenses. Our research is limited
to simply filtering the attack on stateless packet filters.

12. Our focus on mitigation, is concerning what the organizations can do today, to protect their Internet
services.

There are various ways to deal with network security risks, such as acceptance, transference, mitigation
and denial. Our research is focused on transference, but there is a small amount of remaining vulnerability.
So our research can also be considered as how to greatly mitigate risk, at an extremely low cost. A
specification of what we will analyze, in order to try and find a novel solution, includes the following:

1. Behavior of normal UDP traffic
2. Behavior of a UDP Reflection Attack
3. Behavior of a few layer 7 protocols, based on UDP
4. Possibility to use packet filters in novel ways, in order to reduce the reflection traffic
5. Azure cloud ACL security features
6. Azure cloud Network security group features

1.3 Outline

The rest of this article is organized as follows: Section 2 introduces the network reflection problem domain,
including current vulnerabilities, attacks and defenses; Section 3 describes our proposed design patterns
(and related works), which greatly mitigate the vulnerabilities and then, our conclusion is found in Section
4.

2 Background

In this section, we provide the relevant background of network Reflection Attacks and defenses, which is
required to understand our contributions. This includes the current status. With a DDoS Reflection Attack,
an attempt is made to use up so much of the network bandwidth, between the reflector servers and the
organization, that the normal and valid network traffic is unable to properly travel to the organization’s
server.

Direct network attack: A direct attack, without reflection, is where the attacker sends IP packets directly
to the victim server.

Indirect reflection network attack: On the other hand, a Reflection Attack, is an indirect attack, in
which the attack sends request packets to the reflector server and that reflector then sends response packets
to the victim.

Direct network attacks and indirection Reflection Attacks are shown in figure 1. In the direct attack, for
every request packet sent, the victim server receives one request packet. For every 1 Mb/s which the
attacker sends, the victim server receives the same amount of traffic.

4
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Attacker
Internet

UDP Reflector server

Victim Server

- - - - > : Spoofed source IP
——-> : Normal source IP

Figure 1: Direct and Reflection Attack

In the Reflection Attack, for every request packet sent, the reflector server receives one request packet. For
every 1 Mb/s of payload sent by the attacker, the reflector server receives 1 Mb/sec. The reflector server
then amplifies the traffic it receives, when sending the replies to the victim. For example, the attacker
sends a small query and the reflect server replies (to the victim), with a very large response. For every
request packet the reflector server receives, it may send more than one response packet to the victim. For
every 1 Mb/s of payload which the reflector server receives, the reflector server sends more than 1 Mb/s of
payload to the victim. So there is an amplification in the number of response packets and/or the bandwidth.
Not all reflector servers amplify the traffic, with the same outgoing bandwidth. We will present some
amplification numbers, which are only concerning the reflection servers, which performed the highest
level of amplification (top 10%), during some network scans. The average of these top 10% amplification
reflection servers, will be shown. Note that the amplification numbers presented, are only concerning the
UDP payload amplification, and do not include the IP and UDP headers. The top five UDP amplification
protocols, are shown in table 2 [11].

Protocol Amplification Service Listening Port
NTP 4,670 123
CharGen 358 19
QOTD 140 17
DNS 98 53
Quake 3 82 27950, 27952, 27960, and 27965

Table 2: UDP protocols with large DoS amplification effects

As shown, the payload amplification for the NTP UDP protocol, can be over 4,600 times! Public facing
reflector servers, which are vulnerable to the Reflection Attacks are running UDP Internet services. For
example, the reflector server may be running NTP and/or DNS1.

2.1 UDP Reflection Attack

Without reflection, a valid and normal UDP client request and server response is shown in figure 2.
However in a UDP Reflection Attack, the malicious UDP client request, reflection amplification and
server receives are shown in figure 3. In step 2, the reflector server may send multiple requests. If multiple
requests are sent, the server will receive multiple requests.

1We are of course aware DNS uses both UDP and TCP but we are simplifying things, for just the explanation

5
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t0

t1

t2

t3

Time Valid Client Server

Send Datagram Request Step 1

Receive Datagram Request

Send Datagram ReplyStep 2

Receive Datagram Reply

Figure 2: Valid UDP request and reply

t0

t1

t2

t3

t4

Time Attacking Client Victim Serverreflector server

Send
Request

Step 1

Receive Request

Send Replies Step 2

Receive Replies

Figure 3: UDP Reflection Attack

A specific example, showing the IP UDP datagrams of a UDP Reflection Attack is now presented. It will
be much easier to follow along, if you first review the corresponding figure 4. In this UDP Reflection
Attack, the attacker spoofs their source IP address (1.1.1.1), to be that of the victim (3.3.3.3). The attack
also changes their source port to be whatever they want to be the final destination port to be (123). In this
example, they are sending a UDP datagram request to the reflector server’s NTP service. The attacker
sends this request to the reflector server by setting the destination IP address to that of the reflector server
(2.2.2.2). The attacker also sets the destination port, to the reflector server’s NTP service (123). The
reflector server then sends multiple replies, but which are sent to the victim (since the source IP address
was spoofed to 3.3.3.3). The victim server is only running a web server, their IP address is 3.3.3.3 and

Internet

Attacker
IP 1.1.1.1

Victim Server
IP 3.3.3.3 Listen on TCP Port 80

UDP Reflector Server
IP 2.2.2.2 Listen on UDP NTP Port 123

src=3.3.3.3:123
dest=2.2.2.2:123

To Reflector UDP
src=2.2.2.2:123
dest=3.3.3.3:123

From Reflector UDP

Figure 4: Packet transitions during UDP Reflection Attack
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they are not even running the UDP NTP server. However the victim server will still receive this UDP NTP
Reflection Attack traffic. Even if the server is not running the NTP service, they still must process these
UDP datagrams.

Via security terminology we can say that the problem is that the reflector server is not authenticating the
UDP client. The UDP client is spoofing their source IP address and the reflector server is unable to know
that the source IP address is spoofed. This is a problem with the reflector servers, but it is also a very
broad and general problem, with most of the UDP protocols.

2.2 Complex UDP Reflection Bandwidth Attack

In an indirect UDP Reflection Attack, there can be a payload amplification factor of 4,670 times (with the
NTP). What happens is that the attacker can send a smaller stream of UDP NTP requests, for example
1 Gb/s towards one or more reflector servers. The reflector servers will reply to the spoofed IP source
address (the victim), with up to over 4,670 times as much payload traffic. In summary, if the attacker
sends a 1 Gb/s stream payload of spoofed requests to various reflector servers, they can send up to 4,670
Gb/s worth of payload traffic to the victim server! Therefore, whenever possible, attackers prefer to use
Reflection Attacks, with high amplification factors, whenever they are performing a Reflection Attack.
Note that for a Reflection Attack to work, the attacking PC needs to be able to spoof (change) their
source IP address, to that of the victim. It was reported that researchers were able to “reveal up to 2,692
Autonomous Systems that lack egress filtering” [10]. We are unable to find any Internet policy, which is
planning to require ISP’s to prevent their customers from spoofing their source IP address.

A limitation of a single reflector, is that the reflector’s outgoing bandwidth may be limited to, for example,
1 Gb/sec. Let’s suppose the attacker wishes to generate 400 Gb/sec, of attack traffic. They can send a 1
Gb/s of payload traffic to a reflector server, which will then try to send the 400 Gb/s of payload attack
traffic to the victim. Let’s assume that the reflector server only has a 1 Gb/s bandwidth SLA with their
ISP. The reflector will exceed their bandwidth allowance with their ISP. To get around this limitation, the
attacker might wish to send just 1 Mb/s to this reflector server, and 1 Mb/s to 999 other reflector servers.
All 1,000 reflectors will then send traffic to the reflector, which does not exceed their ISP SLA. This would
still generate the huge amount of traffic to the victim, but it would no longer exceed the reflector servers’
1 Gb/s upload bandwidth limit. It has been reported that via scanning, “the time it took to identify 1,000”
NTP amplifiers took very little time [10]. However, if you don’t want to scan from scratch yourself, you
can start with a current list of NTP servers, which is available at Scans.io 2. For our testing, we used the
Scans file 20150608-ntpmonlist-123.csv.gz We wrote an awk script to extract the NTP server addresses,
which were found in the 2nd column. The NTP monlist command is used to generate a high amount of
bandwidth amplification. So our script output was a series of NTP client monlist command scans. We
created the NTP client monlist requests with the NMAP tool. An example scan we used follows (with and
without the NMAP spoofing feature):

nmap -sU -pU:123 -Pn -n --script=ntp-monlist (followed by IP addresses)

nmap -sU -pU:123 -Pn -n --script=ntp-monlist -S 10.0.3.4 (IP addresses)

As shown above, NMAP has a feature to perform source address spoofing. For testing we also performed
our own spoofing via the Linux iptables/netfilter facility. Here is an example of our iptables spoofing rule:

iptables -t nat -I POSTROUTING -d 10.0.2.3 -j SNAT --to-source 10.0.3.4

2Scans: https://scans.io/study/sonar.udp
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Figure 5: Detailed and complex Reflection Attack

One can then grep the output file of the “monlist” server replies, in order to find the vulnerable NTP
reflection servers. The attackers also wish to minimize the chance that their attacking PC is detected. So
instead of having one attacker send 1 Gb/s of payload data, they may wish to have 100 attacking PC’s send
just 10 Mb/s each, for an aggregate of 1 Gb/sec. In this case instead of just a DoS, it’s called a distributed
DoS (DDoS). There is often a master controller, which would control these 100 attacking PCs (called
zombies). The zombies may be infected, via malware, to join the BotNet. A newer trend is for users to
voluntarily opt in to become an attacker. They voluntarily join a BotNet (if they agree what the stated
cause of the attack, is for). The master can also decide if the attack should be against just one victim
server or against perhaps 100 victim servers, at the same time. So a more realistic and detailed diagram of
Reflection Attacks is shown in figure 5.

2.3 Defense Against Reflector Attack at the on-site Premises

If the organization only tries to defend against Reflection Attacks, via on-site organization premises
equipment, it is close to impossible to defend against. Even if the organization does prevent the Reflection
Attack, the extremely high defense costs (ISP bandwidth, on premise equipment and expertise) would in
effect, be a successful Reflection Attack (causing monetary damage instead). So in summary, Reflection
Attacks against on premises servers can be close to 100% successful.

A simplified example will now be presented. In order to more easily follow this section, please first
review our simplified scenario in figure 6 and then follow along. Suppose a organization has purchased 10
Gb/s of bandwidth which is between the ISP and the organization’s premises. Assume that the attacker’s
reflectors send 20 Gb/s of traffic to the organization’s server. The ISP will then have 20 Gb/s of traffic to
send to the organization, but only 10 Gb/s was paid for. So the ISP will simply send 10 Gb/s of traffic and
randomly drop the excess 10 Gb/s of traffic, which is destined for the organization’s server. Some of that
10 Gb/s traffic dropped will be valid organization traffic and some would be invalid malicious traffic. In
this scenario, the excess traffic is dropped at the ISP, before reaching the organization. So by the time the
10 Gb/s traffic arrives at the organization’s site, it is too late to disregard the malicious traffic. Therefore,
any technical solution at the organization’s premises will be useless, concerning the ISP dropped valid

8
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Figure 6: Network bandwidth attack

traffic.

Due to the Reflection Attack exceeding the ISP to organization’s bandwidth limit, to try and defend
against this attack, an organization could increase their ISP bandwidth. Let’s assume that the organization
increases their download speed from 10 Gb/s to 20 Gb/sec. However, the attacker could just increase the
attack bandwidth to be greater than the new higher ISP bandwidth (for example to 40 Gb/sec). These
bandwidth attacks can consume several hundred Gb/s of bandwidth. So the organization may need to
increase their ISP speed to be several hundred Gb/sec. Many ISP’s do not yet offer organizations the
ability to have hundreds of Gb/s of bandwidth. Therefore, in general, the organization would not be able
to provision enough ISP bandwidth to defend against an high bandwidth Reflection Attack. Even if they
could provision this high bandwidth, the ISP bandwidth cost would be much higher than needed for their
normal operations traffic. Also the organization would need a large amount of expensive on premise
defense equipment to handle the hundreds of Gb/s invalid traffic streams. Last, this expensive solution
would only be needed during an attack, which can be just a few hours per year. So this solution is very
inefficient. In summary, an on-premise defense solution is not considered adequate, against a bandwidth
attack.

2.4 Defense Against Bandwidth Attack at the ISP

An alternate defense is to have the organization implement a security solution at their ISP. With any ISP,
an attempt is made to remove the invalid and malicious traffic, prior to it being sent from the ISP to the
organization. Assuming that we can remove 100% of the malicious traffic, at the ISP, the resulting traffic
characteristics are shown in figure 7.

9
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Figure 7: Malicious traffic removal at the ISP

This ISP located equipment solution somewhat overcomes some issues. For example, it should be
quicker and perhaps can even be done automatically, to reconfigure the bandwidth from the ISP to the
organization’s on ISP premises defense equipment. However, if several hundred Gb/s of traffic is sent
to the ISP, this may be more bandwidth than the ISP is provisioned to receive from other ISPs. If so,
we have the same type of problem as we had when locating the defense equipment at the organization’s
site. Even if hundreds of Gpbs can be sent to the ISP and forwarded to the organization’s ISP premises
defense equipment, we also have the same type of problems as we had with the on-site organization
premises (expensive equipment, engineers, etc.). This is also an extremely inefficient solution, since the
organization covers all the costs of the attack year round, even if there are no attacks during the entire
year. So, like the on organization premises solution, this ISP defense is still very costly and inefficient.

2.5 Current Example of Reflection Attack

In 2014, there was a UDP Reflection Attack, of over 400 Gb/s [10]. This amount of traffic will not only
cause a denial of service at an organization’s on premise location, but it may cause a denial of service to
many ISPs.

2.6 Current Example of Alternative Prices

The low end Azure VM guest server costs about 11 USD / month 3. This includes unlimited incoming
traffic and includes the Azure stateful and stateless firewalls. An example of an alternative defense
solution, is the CloudFlare enterprise service which costs an average of 5,000 USD / month. 4. However
with CloudFlare, they don’t include a VM guest web server. Let’s assume that it costs you 10 USD /
month, to run your own server (when using CloudFlare). In this case, the Azure only costs you an extra 1

3Azure: http://azure.microsoft.com/en-us/pricing/details/virtual-machines/
4CloudFlare: https://support.cloudflare.com/hc/en-us/articles/200170326-How-much-does-the-

Enterprise-Plan-cost-which
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USD / month, for the included security features. So the Azure solution costs you only 1 USD / month
compared to the CloudFlare 5,000 USD / month solution. So in this case, the CloudFlare solution is about
5,000 times as expensive, as compared to our proposed solution. Note that both CloudFlare and Azure
include security protection, other than from Reflection Attacks.

3 Architecture Model to Mitigate Reflection Attacks and Related Works

This section includes our architecture model, which describes different general defense approaches and
their effects. Our model includes our newly created and proposed Reflection Attack defense design
patterns. We of course used our model and design patterns to propose how to mitigate the Reflection
Attack effects. However, our model and design patterns are also applicable, to network attacks, which are
outside the scope of our defined Reflection Attacks.

We first analyzed the initial scenario, where the organization was trying to defend against Reflection
Attacks, and their IS equipment was located on premises. We also performed a detailed analysis of the
protocols and the Azure cloud features. We then found came up with our architecture model the following
design patterns. We included the related works, next to our design pattern contributions. The most closely
related work is our previous work [3]. However, in this article we continue where we had left off, with our
past research.

3.1 Research Challenges

In the background section, we have presented the current state of Reflection Attacks, including some
serious vulnerabilities. One of the research challenges we faced was how to collect vulnerability data,
concerning the current status of Internet services. In most countries it is illegal to perform vulnerability
scanning of Internet services, unless of course you have permission. One reason that scanning is illegal, is
that the scanning of a server may result in the server crashing. To get around these legal issues, we mainly
relied on other papers which presented detailed information, concerning their collected scanning data,
such as in [10, 11, 13]. We did however, perform some limited actual scanning and setup our own test
lab so that we could run into and solve all the same problems that attackers would likely run into. We
used Docker5 containers to create the attackers, the reflectors, the routers and the victims. We then used
an Azure VM guest and local VM guest as our Docker hosting servers. A simplified diagram of our test
environment is found in figure 8.

We solved a few issues, which we will describe in order to help others reproduce our lab environ-
ment. The current Ubuntu version didn’t have the vulnerable UDP NTP server monlist feature. So
for the Docker reflector container, we based it on Ubuntu version 11.04. The current Ubuntu version
would not forward spoofed traffic. Even after we configured it to allow martian (spoofed) traffic, via
net.ipv4.conf.default.rp filter=0, spoofed traffic was not forwarded. So for the Docker router container,
we based it on Ubuntu version 10.04.

It is not illegal to scan your own servers. So we of course considered scanning our own servers, which
are located in the Microsoft Azure cloud. Microsoft does allow certain penetration testing against your
own Azure resources 6. Note that you must first obtain approval. However, Microsoft does not allow
any DDoS testing, even against your own VM servers (not even with a very low bandwidth attack rate).

5Docker: http://Docker.io
6Azure: https://security-forms.azure.com/penetration-testing/terms
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Figure 8: Simplified figure of our Azure and Docker container based DDoS attack lab.

So in our Azure application, we only requested the ability to perform validation of the Azure firewall
and our own vm guest firewall, which of course overlaps somewhat with performing DDoS testing. Our
application was approved by Microsoft.

An issue is that Microsoft requires you to state which specific source IP address will be used for the
vulnerability testing. By default, Microsoft will only assign temporary public IP addresses to your VM
guests. So if you need to do any vulnerability scanning, from your own Azure VM scanning client to
your own Azure VM server, you will need to use a static public IP source address. To get a static public
address for your scanning client, you will need to reserve a public static IP address. Here is an example of
the Azure PowerShell command we used to reserve a static public IP address:

New-AzureReservedIP -ReservedIPName Scanning_Client_12 -Location "East US"

3.2 Create Bandwidth Defense in Cloud

As we stated, a research challenge is how to mitigate the Reflection Attack, when an organization’s Internet
services, are located on premises. The specific issue is that the amount of bandwidth can easily saturate
the organization’s ISP link. We will perform a traffic analysis walk through. Let’s assume we now wish to
defend against a 400 Gb/s Reflection Attack. Most of the prior research and proposed solutions have been
concerning ones which can be implemented at the organization’s site. However, as we previously stated, it
is not possible to efficiently defend against such an attack, with only on organization premises equipment.

Let’s assume that the customer has 10 Gb/s bandwidth from the ISP, the ISP only has 300 Gb/s bandwidth
from the Internet, there is a 400 Gb/s Reflection Attack, and that the organization only has 1 Gb/s of valid
traffic, from their customers. To simplify the discussion, let’s assume that the ISP has no other customers.

12
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Figure 9: On premise bandwidth bottleneck from the ISP
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Figure 10: Moving the on premise bandwidth bottle to the cloud

The issues are that traffic is dropped before reaching the ISP and additional traffic is dropped before
reaching the organization, as shown in figure 9. The excess dropped traffic will randomly include both
malicious traffic and valid customer traffic.

However, cloud solutions, such as Microsoft Azure cloud do have plenty of incoming bandwidth and
allow customers to use their own virtual defense equipment, within the Azure cloud. We would like to try
and use cloud security solutions to overcome these issues. So our first step is to move the organization’s
Internet services to the cloud. This overcomes the dropped traffic incoming to the ISP issue. The resulting
traffic pattern is shown in figure 10.

So by using the cloud, we are no longer limited to the incoming bandwidth at the ISP. So we have solved
one issue. However, even if the cloud provider has 400 Gb/s of incoming bandwidth to their premises,
your virtual machine will have a limited amount of incoming bandwidth. In our previously discussed
figure 9, the same amount of 391 Gb/s traffic is randomly being dropped before reaching our VM server.
The good news is we can easily increase our bandwidth. The previous figure shows the default network
interface which only allows 10 Gb/s. However, in the cloud, we can have up to 16 network interfaces on
our VM server, for a total of 160 Gb/s. Or we can spin up 50 VM servers, with just one network interface
each, for a total of 500 Gb/s. Note that with the Microsoft Azure cloud, there is no charge for incoming
traffic 7! So even if you have a 400 Gb/s Reflection Attack for weeks, you don’t need to pay for any of the
incoming traffic which the Azure firewalls filter.

Guenane, et. al. [8] and Salah, et. al. [14] propose a cloud based firewall, where the organization is
managing their own cloud based VM guest firewalls. As attacks increase, they propose more virtual
servers are provisioned. All of our architecture design patterns will be formatted, as shown in the following
boxed format. Here is our first design pattern.

7Azure: http://azure.microsoft.com/en-us/pricing/details/data-transfers/
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Figure 11: Moving the on premise bandwidth bottle to the cloud

Design Pattern 1: To defend against high bandwidth Reflection Attacks, a defense located in the
cloud (such as the Microsoft Azure cloud) can overcome some incoming bandwidth issues, which is
not possible with ISP or organization located defenses [3].

3.3 Use Cloud Based Stateless and Stateful Firewalls

We could improve our solution if we could find a more efficient way to filter out malicious traffic (as
opposed to spinning up lots of VM servers). So we need to find a way to reduce the amount of reflection
traffic which reaches the organization’s vm servers. It will now be assumed that the Microsoft Azure
cloud, or a similar cloud service is being used. We will use the Azure cloud terminology since that is the
one we tested.

A research challenge is that it is very expensive for companies to install, maintain and manage their own
cloud based firewalls. So we propose that the organization use Microsoft’s Azure cloud firewalls instead
of processing the malicious traffic on their own VM servers. Our solution will dramatically reduce the
costs. The Azure cloud has both a stateless packet filter firewall and a stateful firewall, which are both
included for no extra charge. If these firewalls are filtering, for example, 400 Gb/s of traffic, this traffic is
never seen or processed by the organization’s virtual equipment. Therefore, by using the cloud’s firewall,
there is no longer a need to spin up more virtual servers and this cost is eliminated. Our proposal is shown
in figure 11.

The Azure cloud is now receiving 401 Gb/s, filtering all of the malicious 400 Gb/s of traffic, and just
delivering the valid 1 Gb/s traffic to the organization’s vm server. Previously, in figure 10 the 301 Gbps
was dropped randomly, which means that some of the organization’s valid customer traffic was being
dropped. By using the Azure firewalls, if the firewalls are configured correctly (as we will soon show
how to do), only the reflection malicious traffic is dropped. In our proposed figure 11, we see that the
Organization’s VM server no longer receives any malicious reflection traffic.

Design Pattern 2: Whenever possible, instead of using your own Azure VM guest firewall, use the
Azure cloud stateless and stateful firewalls, which are both included for no extra charge.

3.4 Use Packet Filter Firewalls, as 1st Defense

The organization does not really care if the Azure cloud eliminates the malicious reflection traffic via
a stateless or stateful firewall. However, a properly designed architecture will have a better chance of
being successfully implemented in the Azure cloud. Some people incorrectly believe that 2nd generation
stateful firewalls have made the 1st generation packet filter firewalls obsolete. However, this is not the
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Figure 12: Filter malicious traffic with packet filtering rules before using stateful filtering rules.

case. Stateful firewalls are often at least somewhat more complex and are at often implemented mostly in
software. The stateless packet filter firewalls are extremely simple and just look at the IP fields, in order to
make their drop or allow decisions. So stateless packet filter firewalls can be more easily implemented in
hardware, which makes them incredibly fast. Our architecture includes the design pattern which proposes
that a stateless packet filter firewall is the first line of defense and that the stateful firewall is only used as
a second line of defense. From a practical point of view, both the stateless and stateful firewalls are often
implemented on the same device. Our more theoretical design pattern is shown in figure 12.

Related works by Ye, et. al. [17], and Dou, et. al. [6], like many other papers, propose stateful algorithms
to mitigate DDoS network attacks. With regard to reflection DDoS attacks, we reject that suggestion and
we propose to use stateless packet filters as the very first line of defense, which are much simpler, require
far less lines of code, can execute more quickly and are easier to implement in hardware. The default
Azure stateful firewall rules start at priority number 65000, so you just need to set your packet filter rule
numbers to be something lower, for example 200-299. The following design pattern is a more practical
pattern, for use with the Azure cloud.

Design Pattern 3: Whenever possible, use the Azure cloud stateless packet filter firewall first. Then
only use the Azure cloud stateful firewall for the remaining traffic (which you can’t filter with just the
packet filter).

3.5 Run UDP and TCP Services, on Different Servers

Another research challenge is how can we use stateless filters to filter Reflection Attacks? Our novel
solution is to run different types of Internet services, such as UDP and TCP services, on different servers.
This will in turn increase the amount of traffic that can be filtered with just a stateless packet filter firewalls.
If you have, for example, a TCP and UDP service, on the same virtual machine, you can’t filter all UDP
Reflection Attack traffic with just a packet filter. However, if you only have TCP services on a given
computer, and have no UDP traffic, you can use the Azure UDP stateless packet filter, to filter any and all
possible UDP Reflection Attack traffic. We were unable to find any related work papers, other than our
own [3], where they recommend running TCP and UDP services on different computers, so that packet
filtering can eliminate many Reflection Attacks. There is no longer a need to consider the figure’s traffic
in green or red. So, from this point forward, we will focus on the traffic, in blue, which still needs to be
checked and filtered when possible. This is shown in figure 13.
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Figure 13: Run TCP and UDP Internet services, on different hosts.

Design Pattern 4: We recommend that organizations separate their Internet service servers, as follows:
1) servers running only UDP services, 2) servers running only TCP services, and 3) servers which must
run both UDP and TCP services. On TCP only servers, use the Azure stateless packet filter to filter
UDP and all other protocol traffic. On UDP only servers, use the Azure packet filter to filter TCP and
all other protocol traffic.

Here is an example of the Azure packet filter firewall rules, which should be used after separating the
UDP and TCP services. The following stateless rules are for a TCP server. We’ll assume you are running
a web server and a MySQL server. The following rule will allow HTTP TCP traffic to the Web Server:

Get-AzureNetworkSecurityGroup -Name "MyVNetSG" ‘

| Set-AzureNetworkSecurityRule -Name Web_80 -Type Inbound -Priority 220 ‘

-Action Allow -SourceAddressPrefix ’INTERNET’ -SourcePortRange ’*’ ‘

-DestinationAddressPrefix ’*’ -DestinationPortRange ’80’ -Protocol TCP

The following rule will allow HTTPS TCP traffic to the Web Server:

Get-AzureNetworkSecurityGroup -Name "MyVNetSG" ‘

| Set-AzureNetworkSecurityRule -Name Web_443 -Type Inbound -Priority 230 ‘

-Action Allow -SourceAddressPrefix ’INTERNET’ -SourcePortRange ’*’ ‘

-DestinationAddressPrefix ’*’ -DestinationPortRange ’443’ -Protocol TCP

The following rule will allow SQL TCP traffic to the MySQL Server:

Get-AzureNetworkSecurityGroup -Name "MyVNetSG" ‘

| Set-AzureNetworkSecurityRule -Name MySQL -Type Inbound -Priority 240 ‘

-Action Allow -SourceAddressPrefix ’INTERNET’ -SourcePortRange ’*’ ‘

-DestinationAddressPrefix ’*’ -DestinationPortRange ’3306’ -Protocol TCP

The Azure firewall includes a default deny all. So you don’t need to add this deny rule.
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Figure 14: Separating UDP services onto different servers.

3.6 Run Each Service on a Separate Server

Based on our previous design patterns, the only possible remaining reflection malicious traffic is 1) from
the TCP reflectors to TCP servers and from the UDP reflectors to the UDP servers (which is shown in
figure 13 as the blue line traffic). As we stated in our research problem constraints, we are limiting this
research article to attacks from UDP reflectors, since this is the most common and most serious threat to
Internet services. So we will now focus on just the UDP reflector malicious attacks being received by the
UDP servers. So let’s now analyze the scenario, where a UDP server is running multiple UDP Internet
services. For example, let’s assume the Internet server is running both the NTP and DNS UDP Internet
services. This will result in additional needless vulnerabilities, as we will show, which can be eliminated.
Under these assumptions, the server is vulnerable to both a NTP Reflection Attack and a DNS Reflection
Attack. We will now show how to mitigate these vulnerabilities. Our design pattern is to separate the UDP
Internet services, onto different servers, as show in figure 14.

Note that we assume that on the DNS server there is no needed NTP traffic and on the NTP server there
is no needed DNS traffic. Both of these vulnerabilities can be completely eliminated, via our following
design pattern proposal.

1. On the UDP DNS server, you should perform an Azure stateless packet filter, and drop all UDP
NTP traffic, with the source port of NTP/123 (since all NTP reflection traffic will use the server
port of NTP/123). Note that we are aware of some limited issues, where the DNS needs to also run
via TCP.

2. Likewise, on the UDP NTP server, you can perform an Azure stateless packet filter, and drop all
UDP DNS traffic, with the source port of DNS/53.

The idea of running each service on each separate server is considered as creating micro-services and
works very well when implemented with Docker containers. We were unable to find any related work
papers, where they recommend running each UDP service on different computers, so that packet filtering
can eliminate Reflection Attacks.
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Design Pattern 5: On servers, the minimum number of Internet services should be run on each server.
So, for example, if you have two UDP Internet services, such as NTP and DNS, they should be run on
separate servers.

Here is an example of the Azure packet filter firewall rules, which should be used after separating the
services. The following stateless rules are for the NTP server. First we need to accept UDP traffic which
is being sent to our service.

Get-AzureNetworkSecurityGroup -Name "MyVNetSG" ‘

| Set-AzureNetworkSecurityRule -Name UDP -Type Inbound -Priority 202 ‘

-Action Accept -SourceAddressPrefix ’INTERNET’ -SourcePortRange ’*’ ‘

-DestinationAddressPrefix ’*’ -DestinationPortRange ’123’ -Protocol UDP

The Azure firewall’s default deny which will drop all incoming traffic, to any UDP port other than 123. It
will also drop all unsolicited incoming TCP traffic.

3.7 Example of Cloud Firewall Configuration

With the Azure cloud, there are two ways to configure firewall rules, the access control lists and the
network security groups (NCG). The NCG firewall configuration has more stateless firewall configuration
options. We showed some NCG firewall rules earlier. Here is the main process we used which shows the
firewall algorithm. We first created the Azure NCG, as follows:

New-AzureNetworkSecurityGroup -Name "MyVNetSG" -Location "North Europe" ‘

-Label "Security group for my Vnet in North Europe"

Then we need to add some packet filter rules, which we showed how to do earlier.

We then need to associate our NSG with our VM server.

Get-AzureVM -ServiceName "src-reflect" -Name "Web" ‘

| Set-AzureNetworkSecurityGroupConfig -NetworkSecurityGroupName "MyVNetSG" ‘

| Update-AzureVM

We can then view our firewall rules and configuration.

Get-AzureNetworkSecurityGroup -Name "MyVNetSG" -Detailed

3.8 Additional Related Work

We have analyzed some related works and created table 3. We have stated which authors have proposed
something very close to our Design Patterns (DP 1-5). We have also included a column, as to if their
proposal is available today from major security vendors (as opposed to a proposal which must first be
implemented by security vendors). The Background column states if we consider their paper as one of the
best documents, explaining the Reflect Attack background. The first row is referring to this article.

The related work which provides some great additional UDP Reflection Attack technical details, which is
by Rossow [13]. There is also a great related work as to how TCP Reflection Attacks operate by Kührer,
et. al. [11], while our paper is focused on UDP Reflection Attacks. There is an excellent related work
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Item Cite Available
Today

Background DP 1 DP 2 DP 3 DP 4 DP 5

0 N/A
� � � � � � �

1 [3]
� � � � � � �

2 [4]
� � � � � � �

3 [7]
� � � � � � �

4 [8]
� � � � � � �

5 [4]
� � � � � � �

6 [11]
� � � � � � �

7 [13]
� � � � � � �

8 [14]
� � � � � � �

9 [17]
� � � � � � �

10 [6]
� � � � � � �

11 [9]
� � � � � � �

12 [18]
� � � � � � �

13 [16]
� � � � � � �

14 [12]
� � � � � � �

15 [1]
� � � � � � �

16 [15]
� � � � � � �

17 [2]
� � � � � � �

18 [5]
� � � � � � �

Table 3: Analysis of research papers concerning our design patterns

which discusses which types of systems are vulnerable to Reflection Attacks and does a great job to show
how to discover and mitigate the attacking systems, by preventing these systems from spoofing their IP
address, by Kührer, et. al. [10].

There are other general related works, however we were unable to find any related works, which specifically
discussed a cloud based, almost free, anti-Reflection Attack defense via simple and high performance
packet filters. Most of the related papers provide recommendations and algorithms which can’t be
immediately implemented by organizations (and are intended for implementation by security equipment
manufacturers). As stated in our introduction, we limited our research to what organizations can do today,
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to immediately mitigate reflection bandwidth attacks, at an extremely low cost.

4 Conclusions

The security attackers should in general, be interested to find the lowest cost methods, which will allow
their network reflection DDoS attacks to be successful. That is why Reflection Attacks are so popular. At
the same time, the security defenders should be interested to defend in such a way, which will require
their attackers to have the highest cost possible. The defenders should also try to minimize their costs.
This security description is nothing new and is quite general. Via our novel cloud firewall design patterns,
we have met all of these low cost defense goals. We have shown how simple stateless packet filters can be
used to eliminate many Reflection Attacks, as opposed to using more complex and slower stateful firewall
filters.

In summary, for under 1% of the cost of competing anti-Reflection Attack security solutions, such as
CloudFlare, we have provided an architecture which includes several specific design patterns, and can be
used to very efficiently eliminate most of the Reflection Attacks. We have shown a way to transfer the
defense costs to the Microsoft Azure cloud, starting at just 11 Euro / month, which can otherwise cost
5,000 Euro / month. Our design pattern contributions are extremely easy to implement. There is no longer
a need for researches to find new stateful firewall solutions to eliminate the same attack traffic, which
we can now eliminate via simple stateless packet filters. Our recommended future work, which we have
started on, is to enhance our architecture to defend against TCP network based DDoS, bandwidth, and/or
reflection attacks.
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Abstract. Layer 3, 4 and 7 DDoS attacks are common and very difficult
to defend against. The academic community has published hundreds of
well thought out algorithms, which require changes in computer network-
ing equipment, to better detect and mitigate these attacks. The problem
with these solutions, is that they require computer networking manufac-
turers to make changes to their hardware and/or software. On the other
hand, with our solution, absolutely no hardware or software changes are
required. We only require the use of BGP4 Flow-Spec, which has already
been widely deployed many years ago. Further the customers’ own ISP
does not require Flow-Spec. Our algorithm protects groups of over sixty-
five thousand different customers, via the aggregation into one very small
Flow-Spec rule. In this paper, we propose our novel, low cost and efficient
solution, to both detect and greatly mitigate any and all types of L347
DDoS Web attacks. AQ1

Keywords: DDoS · DRDoS · Bandwidth · Reflector · BotNet · BGP4 ·
Flow-Spec

1 Introduction

Various acronyms and terms used in this paper, are defined in the Table 1. There
are numerous academic papers, which provide the background, present case stud-
ies, and/or perform a literature survey concerning detecting and/or mitigating
network based distributed denial of service (DDoS) attacks [2,6,9–11,17–21].
Therefore, this paper will limit the background and will not repeat the same
numerous figures. As an illustration, in this paper we will refer to a Bank, as
the on-line web service under attack. However, there is nothing bank specific in
the solution, so it is applicable to any public Web service. Note that this paper
is only a conceptual design and the experiment has been left as recommended
future work.

c© Springer International Publishing AG 2016
R. Doss et al. (Eds.): FNSS 2016, CCIS 670, pp. 1–15, 2016.
DOI: 10.1007/978-3-319-48021-3 8
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Table 1. Acronym and term definition table

Term Definition

BGP4 Border Gateway Protocol version 4

BotNet A network collection of zombies (PCs infected with Malware)

CAPTCHA Completely Automated Public Turing Test

CDN Content Delivery Network

DoS Denial of Service attack

DDoS Distributed Denial of Service attack

DSR Design Science Research methodology

Booters DDoS attacks as a service (for rent)

DRDoS Distributed Reflection DoS

IETF Internet Engineering Task Force

IP Focus in this paper is IPv4

ISP Internet Service Provider

L4 Layer 4 (transport)

L7 Layer 7 (application)

L347 IP layer 3, 4 and/or 7 attacks

MPLS Multi-protocol Label Switching

NATO North Atlantic Treaty Organization

Null-Route ISP basically discards all traffic, concerning the DDoS

NTP Network Time Protocol

RFC IETF request for comments document

SDN Software Defined Networks

WAF Web Application Firewall

Zombies A collection of malware infected, remote controlled hosts

1.1 Research Problem

Information Systems, often include Web servers, which are accessible via the
Internet (publicly facing). These Information Systems are being constantly being
successfully attacked via network based DDoS attacks. There are a wide vari-
ety of network based DDoS attacks, such as network layer 3 (L3), transport
layer 4 (L4) and application layer 7 (L7) attacks. Collectively, we will refer to
these as L347 network attacks. A recent 2016 DDoS Internet attack measured
over 400 Gbps [8]. Very close to 0% of organizations have 400 Gbps, of ISP
bandwidth, so these attacks cannot be prevented, by trying to only stop the
attack, at the organizations’ premises. So organizations sometimes try to have
their ISP or Web server provider mitigate these attacks. However, many ISPs
and cloud provides will not have enough free bandwidth to handle an attack of
400 Gbps. Even if they did, the solution to process the 400 Gbps stream is often
very expensive. What many ISPs and cloud providers will do, is during a DDoS
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attack, they will null-route the organizations incoming traffic, until the DDoS
is over, which means that the organization will be completely down. There are
many other types of L347 network attacks. There are some really great solu-
tions, however these are often too expensive, too complex, or require computer
network manufacturer hardware and/or software changes. For example, Cloud-
Flare’s anti-DDoS Enterprise solution starts at 5,000 USD/month.

Our research problem context is limited to DDoS L347 network attacks which
traverse the Internet and attack on-line Web servers. We focus on protecting on-
line services which require authentication (logging in). There is a great deal of
general literature, as how to detect and/or mitigate L347 DDoS attacks. How-
ever, the research literature is very weak, concerning how to do this, in our
specific research context. Also, much of the literature only answers specific prac-
tical questions, but there is a lack of literature concerning the related conceptual
and applied research questions. To mitigate all of the L347 network attacks, one
must also come also up with the algorithm, as how to mitigate all of these,
in a very efficient manner. This requires putting together best in class L3, L4,
and L7 specific solutions, into a comprehensive high level system algorithm. Our
research question is to design a best in class anti-DDoS L347 solution which costs
almost nothing, which is simple to implement, easy to understand and does not
require any network equipment hardware or software changes.

1.2 Contributions

As related to L347 attacks against the Bank, we answer various conceptual,
applied and practical questions in this paper. In security, there is a defense in
which the risk is transferred. As a conceptual design principle, we propose that
(1) whenever possible, the Bank transfers DDoS risks to service providers at a
very low cost, (2) the Bank uses different IP addresses for Web services, one for
pre-authentication and one for post-authentication, and (3) the Bank gives each
customer their very own unique sub-domain, which is used by the customer after
authentication, to access the bank’s Web services.

The above design contributions and reasons for them are explained later in
this paper. In addition to the previous design contribution, we have other design
contributions which are found in our design cycle discussions.

1.3 Research Methodology

We followed the design science research (DSR) methodology [14]. A DSR IT
artifact can also be the design guidelines for an IT artifact, as opposed to a
physical IT artifact itself. Our high level IT artifact is our proposed design
guidelines and algorithms, which greatly mitigate any and all L347 network based
DDoS attacks. Via DSR, an IT artifact should be created, then evaluated, and
then re-designed with improvements (based on the feedback from the evaluation).
This cycle is then repeated several times. These cycles then continue, until an
adequate level of new knowledge is acquired and/or a practical solution emerges.
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It turns out that this approach will make it easier for the reader to understand
our final and total solution.

1.4 Summary of Network DDoS Attacks

We will provide a very brief overview, of DDoS attacks. Direct network attacks
and indirection Reflection Attacks are shown in Fig. 1.

Attacker
Internet

UDP Reflector server

Victim Server

- - - - > : Spoofed source IP
——-> : Normal source IP

Fig. 1. Direct and reflection attack

An example of how IP source address spoofing works, is shown in Fig. 2.

Internet

Attacker

IP 1.1.1.1

Victim Server

IP 3.3.3.3 Listen on TCP Port 80

UDP Reflector Server

IP 2.2.2.2 Listen on UDP NTP Port 123

src=3.3.3.3:123
dest=2.2.2.2:123

To Reflector UDP

src=2.2.2.2:123
dest=3.3.3.3:123

From Reflector UDP

Fig. 2. Packet transitions during UDP reflection attack

With a DDoS attack, there is the attacker controller, masters, Zombies,
Reflectors and Victims, as shown in Fig. 3.

1.5 Outline of This Paper

The rest of this paper is organized as follows: In Sect. 2, we perform DSR method-
ology and go through several design cycles. This is where we explain the specific
research problem issues and our proposed solutions. In Sect. 3, we analyze related
works and include a synthesis of those works. In Sect. 4, we provide our conclu-
sions and future work suggestions.
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Attacker

Master 1 Master 2, ...

Zombie 1 Zombie 2, ... Zombie 3 Zombie 4, ...

Reflector 1 Reflector 2, ... Reflector 3 Reflector 4, ...

Victim1 Victim2, ...

Source IP is Spoofed

Replies to spoofed address

Fig. 3. Detailed and complex reflection attack

2 DSR Methodology - Design Cycles

We now present our DSR design cycles and related design contributions.

1. On Premise Solution: We will first provide our design based on a very
simple case. Assume that the bank has an on premise only solution, that the
bank’s ISP link is 10 Gbps, and that there is an attack of 15 Gbps. The only
way to defend against this is for the bank to increase their ISP like to, for example
20 Gbps, which may take several days. However, the attacker will perhaps just
immediately increase the attack to 30 Gbps. So the bank can not provide a
defense, which is entirely on premise.

2. Local ISP Solution: The bank decides to try and mitigate the attack, at
their ISP. Some ISPs scrub out malicious DDoS traffic in-house. However, most
ISPs do not offer an in-house solution. So most ISPs outsource the scrubbing
dynamically after detection, by rerouting customer traffic, via BGP4. The out-
source solution might take an hour, after the attack is detected, to start diverting
all traffic (via BGP4), to the outsource scrubbing service. The attackers could
repeated stop the attack after the outsource is operational. Then they could wait
for the traffic to be sent directly to the customer at which time they start the
attack again. Both types suffer from an inability to detect all malicious and all
valid traffic. So most of the time, some malicious traffic is let through and some
valid customer traffic is dropped.

3. Upstream of ISP Solution: In the previous cycle, the bank had the ISP try
to filter the attack, before the malicious traffic reached the bank. The ISP can
use a similar strategy. The ISP can try to have it’s upstream neighbors filter the
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malicious traffic, before it reaches the ISP. There is a standardized way for the
ISP to state which malicious traffic should be filtered upstream, which is called
border gateway protocol version 4 (BGP4) Flow-Spec. However, most ISPs don’t
support BGP4 Flow-Spec. Let’s assume the bank is sharing their ISP connection
for (1) incoming Web service traffic and (2) outgoing general employee traffic.
In this scenario, it is not possible to create BGP4 Flow-Spec filters, which would
filter out most of the DDoS attack traffic.

4. Solution Located Many Hops from Customer: To solve all of the
previous cycle issues, let’s first create a theoretical and virtual solution. We now
assume that there is one really great low cost virtual ISP in the world, that can
be used by each and every end customer in the world (including the bank). We
assume that every worldwide customer, such as the bank, can connect directly to
this virtual ISP. So the bank can simply connect directly to this virtual ISP via a
10 Gbps and the virtual ISP can filter out most of the malicious traffic, at a low
cost. We have found an actual current solution, which has many similar features,
to this virtual ISP solution. However, instead of this virtual ISP connecting to
the bank in-line, we need to use a variety of different technologies and completely
change the design.

To understand the rest of this paper, one must have a good understanding
of how content delivery networks (CDN) and reverse Web proxies work, a great
tutorial which is found here [16]. As an example, to illustrate our solution, we
will discuss the CloudFlare CDN solution, which has 86 data centers. To use
this CDN, in order to gain the above virtual ISP functionality, a summary of
the changes follow (which is simplified).

Let’s assume that the bank’s Web DNS entry currently points to the bank’s
public and well known IP address, of 11.1.1.1. The bank’s Web DNS entry IP
address needs to be changed to CloudFlare’s IP address of 22.2.2.2. The bank
needs to change their previously public IP address of 111.1.1.1 to some secret
public IP address, such as 33.3.3.3. This CloudFlare service will setup a reverse
proxy in each of their 86 data centers. The bank’s customers and attackers will
now receive the CloudFlare IP address of 22.2.2.2, when trying to connect to the
http//bank.com DNS name. It is important to understand that all 84 CloudFlare
data centers will have the same IP address of 22.2.2.2, which is considered anycast
routing.

When the bank’s customers try to connect to bank.com/22.2.2.2, they will be
sent to the closest CloudFlare data center’s reverse proxy. Then the CloudFlare
reverse proxy will connect to the bank’s secret IP address, which is 33.3.3.3.
Customers and attackers will never know the bank’s secret IP address, so they
will never communicate directly with this address of 33.3.3.3. Let’s assume that
the attackers are sending a 400 Gbps DDoS attack to the bank. Again, via
the DNS name of bank.com, they will only learn the CloudFlare IP address of
22.2.2.2. The attackers may use hundreds or thousands of zombies, which are
part of a BotNet. So these zombies may be scattered around the world. For
each zombie, their attack traffic will be directed to the CloudFlare data center,
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which is located the closest to this zombie. In summary, the 400 Gbps attack
traffic is distributed among the 86 CloudFlare data centers, so the attack at each
CloudFlare data center is normally much smaller than the aggregate 400 Gbps.

The majority of high volume bandwidth DDoS attacks are of the type, reflec-
tion attacks, which we fully described in our previous International Conference
on Future Network Systems and Security (FNSS) conference contribution [4]
and a related journal article [5]. This paper picks up where those papers left off.
A reflection summary is simply that the attacker can send an aggregate of, for
example 10 Gbps, and the reflectors will amplify that by, for example 40x. So the
reflectors will receive 10 Gbps from the attackers but they will send 400 Gbps to
the victim servers. This 400 Gbps of reflection attack is not valid HTTP traffic,
so no possible reflection attack traffic would be forwarded to the bank’s secret
IP address. So none of the DDoS reflection attack traffic, with a bandwidth of
400 Gbps would ever reach the bank’s local premise!

The bank, other organizations and individuals can get this functionality from
CloudFlare for free. Now CloudFlare would not be very happy to keep handling
400 Gbps bandwidth attacks without any service revenue. However, CloudFlare
can (and does) use BGP4 Flow-Spec. This can be used by CloudFlare, to require
their upstream neighbors to filter all non-Web traffic, which is destined to reach
CloudFlare’s Web reverse proxy servers. So CloudFlare does not need to receive
any of this reflection DDoS attack 400 Gbps traffic. Having said that, CloudFlare
can instead accept the DDoS attack for a short while, before sending the BGP4
Flow-Spec request, which will allow CloudFlare to better analyze the attack,
and to properly rate the agreement Gbps volume.

Of course, the attackers can try other ways to send very high bandwidth
DDoS attacks, its just that the reflection DDoS attacks will not be received by
the bank’s Web server (33.3.3.3). From the perspective of the bank and Cloud-
Flare, all reflection attacks have been eliminated. However, in security terminol-
ogy, we say that this attack risk has been transferred to CloudFlare’s upstream
neighbors, who will perform the filtering, based on receiving BGP4 Flow-Spec
filter requests.

5. Solution for L3 Non-reflection Attacks: L3 network attacks can be either
reflection attacks, or non-reflection attacks. In the previous cycle, we basically
eliminated DDoS reflection L3 network attacks (from the point of view from
CloudFlare and the bank). Without these attacks, we only have L3 non-reflection
attacks left. L3 non-reflection attacks can be divided into two types, with IP
source address spoofing and without spoofing. The only type of attack traffic
that would reach the bank’s Web site (33.3.3.3) are valid L4 and/or L7 traffic
(which we do not consider as also an L3 attack). So for either type of L3 attack,
none of this L3 network attack traffic would reach the bank’s Web site (33.3.3.3).
All of this L3 attack traffic, would be terminated at or before the CloudFlare
reverse proxy. So L3 attacks have no direct effect, on the bank’s Web servers.
This L3 attack risk has been transferred from the bank to CloudFlare.
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8 T. Booth and K. Andersson

6. Solution for L4/7 Attacks: The only remaining attack traffic to consider
are L47 attacks. We’ll now consider L4 attacks, which we will consider as follows.
L4 attacks are based on L4 TCP connection/termination requests, setting TCP
flags, and performing strange or unusual TCP transport activities, often at a
very rapid rate. For any attack that actually sends traffic to the Web server
process, we will consider that later in this paper, as an L7 attack. There are of
course attacks, which are both an L4 and L7 attack. We’ll now address pure L4
attacks and the L4 portion of any L4+7 attacks. For the attacks that don’t end
up opening an L4 TCP transport connection, the CloudFlare reverse proxies will
not open a TCP connection to the bank’s Web server.

Many of the other L4 attacks can be stopped with a standard stateful fire-
wall. CloudFlare’s professional plan, which is 20 USD/month, includes a Web
application firewall (WAF), which includes support to stop most L4 attacks. An
alternate solution is the following, where the bank continues to use the Cloud-
Flare free plan. Then, instead of having the bank Web server on premises, at
33.3.3.3, the bank runs their own virtual machine (VM) guest Web server, in
the Microsoft Azure cloud. Then CloudFlare is the front-end, for this Microsoft
Azure cloud based bank Web server. The low end Azure cloud cost is about
20 Euro/month for a VM guest. This Azure service includes a free L4 stateful
firewall, which will stop most of the L4 attacks. Also, the VM guests include a
10 Gbps link, which will handle DDoS L47 bursts in traffic, at a very low cost.
The attacks can still spoof their source IP address, to that of a valid session.
However, they would need to know the state of the L4 connection, since other-
wise the stateful firewalls would block the malicious traffic. If the attack knows
the L4 connection state, they can for example, keep sending the most recent
TCP response, which could be forwarded to the bank’s Web server. However,
we’ll consider this as an L7 attack, which will be addressed next. So the bank’s
Web server does not directly receive these L4 attacks. All pure L4 attacks risks
has been transferred from the bank to CloudFlare, or in the alternate design to
Microsoft.

Solution for Remaining L7 Attacks: We now consider the remaining L7
attacks, which require a TCP connection to be opened with the reverse proxy.
To complete the TCP three-way handshake, the client would not be able to use
IP source address spoofing. However, once the TCP connection is established, IP
source address spoofed traffic can be sent. Here is an example of an L7 attack.
Numerous attack clients could collectively open millions of TCP connections and
slowly request web pages, in order to deplete the bank’s Web server memory, and
processing power. This would also be an attack against the network bandwidth.
However, since the attack is based on L7 requests, we consider this as an L7
attack, instead of an L3 attack.

We will call the Web clients who are accessible the bank’s Web server, but
have not yet authentication, as pre-authenticated clients. After they login, we
will call those clients as authenticated clients. Many organizations use the same
URL for both pre-authenticated and authenticated clients. In this case, as these
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Network DDoS Layer 3/4/7 Mitigation via Dynamic Web Redirection 9

L4 attacks are performed, even from pre-authenticated clients, it might have an
effect on the authenticated clients. Our design guideline, is to use different Web
servers, for pre-authenticated and authenticated clients.

For our example, let’s assume that the bank also uses the Microsoft Azure
Web hosting service, for handling just the authenticated clients. With this host-
ing service, it is Microsoft who owns and operates the Web server and the bank
only receives Web requests which include the bank’s URL. With this design, any
L347 attacks towards the Microsoft Web server, which don’t include the bank’s
URLs are handled by Microsoft and have limited effect on the bank’s cloud based
processes. We recommend that the CloudFlare solution (and bank Web server
33.3.3.3) is now only used for the pre-authenticated traffic. Upon authentication,
the specific customer should be sent a Web redirect (or via click URL) to move
from the CloudFlare IP address to the Azure Web service.

Dynamic Web Redirection Solution: During normal operation, where there
is not an attack, we will have all customers surf to the same URL. However,
during a DDoS attack, we will redirect all customers (after authentication) to
their own unique URLs. We will now design the architecture, so that during a
DDoS attack, we can very easily move almost all of remaining possible Azure
related attack traffic, from the bank’s Azure Web service process to the Microsoft
Web server.

Let’s assume that the bank has 1,000 customers. We propose that the
bank assigns each of these customers a unique 40-character sub-domain name.
Let’s suppose account ID number 74 is assigned the DNS sub-domain of
“0745X4...BE6”. In the Azure web server, you could then create a DNS CNAME
entry of http://0745X4...BE6.Bank2.Com, which points to this Azure site. If
the customer tries to access their account information, the URL might be some-
thing like: http://0745X4...BE6.Bank2.Com/account-info, instead of http://
Bank2.Com/account-info (which would only be used when there is no DDoS
attack). The bank should configure the DNS server to prevent any unautho-
rized zone transfers, since we need to keep these customer sub-domain names
secret. The bank then configures the Azure Web server to accept traffic for these
1,000 sub-domains, but not to accept any other Web requests. When a customer
authenticates, via the CloudFlare service, they are redirected to the Azure Web
server, with their very own secret sub-domain name.

Now let’s talk about how to detect DDoS attacks which reach the Bank’s
Azure Web server process. We create a list for each specific customer ID/sub-
domain. If there are 1,000 active customers, we have 1,000 active lists. For a
given customer sub-domain list, we keep track of all source IP addresses, that
are actively sending traffic to this customer’s sub-domain. A customer would nor-
mally not login from more than a couple of IP addresses simultaneously. However,
a DDoS attack, by definition, would be when a large number of attackers, would
be sending traffic. So if, for example, there is incoming traffic from more than ten
source IP addresses, to the same customer sub-domain, we have detected an L7
attack. Put another way, we analyze all traffic, to a given customer sub-domain,

A
u

th
o

r 
P

ro
o

f

5593084_Inlaga_26okt_AA.indd   1235593084_Inlaga_26okt_AA.indd   123 2022-10-26   07:242022-10-26   07:24



10 T. Booth and K. Andersson

and looking at that traffic only, we try to figure out if there is a DDoS attack.
It is perhaps 1,000 times easier to detect a DDoS attack, since we only consider
traffic towards each customer sub-domain, on its own, and then decide if it looks
like a normal bank customer’s traffic pattern.

Once an attack is detected, for a specific customer, we have a variety of
options. Here is one option. As long as possible, do the following (and only until
there is a huge amount of attack traffic). Continue to service requests, to this
customer ID sub-domain. However, add a random 1–3 s delay per request, before
serving the web pages. Hopefully, the attack would come from a large number
of IP addresses, which can be retained. It is public information, as to which
ISP/AS owns every public IP address.

When the bank decides to stop an attack, they can (1) terminate all of only
this customer’s sessions, (2) delete this customer’s sub-domain, (3) assign the
customer a new sub-domain, and (4) register this new sub-domain on the Azure
service. Only after a new successful login, would the customer be redirected to
their new customer ID sub-domain, on the Azure service. By deleting the old
domain, the following will occur. For all future attack traffic, to this customer’s
old sub-domain, it would no longer reach the bank’s Azure Web process. Instead,
it would be the Microsoft Web server, which would be forced to process and
filter/drop this attack traffic. So we have also transferred this risk/issue from
the bank to Microsoft.

With the above in place, we can now optimize our solution. Microsoft will
charge by the minute, for each of the 1,000 Web sites. For 1,000 Web sites, it
costs 1,000 times as it would cost for one Web site. Most banks would only be
under attack, less than 1% of the time. So we recommend that when the bank is
not under attack, they have just one Azure Web site. When the attack is active,
they can have 1,000 Web sites. If the bank wants to save money, where there is
an attack, they can instead of ten groups of 100 customers, on ten Web sites. Or
they can have one hundred groups of ten customers. For the groups that have
an attack, they can then divide the group into ten new groups and redirect the
customers to these new groups. For the groups that don’t have any attack, they
can put these groups back together, in bigger groups.

3 Related Work and Synthesis

We will first present a few comments, concerning the most relevant works and
then provide a synthesis, in a table. For the following papers, any of our com-
ments will begin with “comments: ”.

In [4], we (Booth/Andersson) found a way to mitigate some UDP DDoS
reflection attacks. Comments: However, if the attackers directly attacked our
TCP ports, for the services we were running on each server, we offered no defense.

In [5], we (Booth/Andersson) extended our solution to stop some UDP and
some TCP reflection DDoS attacks.Comments: However, again, if the attackers
directly attacked our TCP ports or directly attacked our UDP ports, for the
services we were running on each server, we offered no defense. This paper you
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Network DDoS Layer 3/4/7 Mitigation via Dynamic Web Redirection 11

are reading now, has continued building knowledge, I.E. improving the mitigation
of all DDoS attacks, where our previous papers left off.

In [6], Chonka et al. present that one of the most serious threats to cloud
computing itself comes from HTTP Denial of Service or XML-Based Denial of
Service attacks. They present their Cloud TraceBack (CTB) solution to find the
source of these attacks. Comments: Our traceback solution is so much better,
since we know the specific customer sub-domain compromised and we have the
list of all the non-spoofed source IP addresses, against this specific customer.

In [7], Chung et al. present a way to detect the vulnerable servers, which are
used in the DDoS reflection attacks. Comments: Our solution simply transfers
all reflection attack risks from the Bank to CloudFlare, at no cost.

In [19], Rai and Selvakumar have some up with an algorithm to detect DDoS
attacks using the existing machine learning techniques such as neural classifiers.
Comments: Their problem is that they are analyzing all incoming DDoS attack
traffic, together, in one huge messy context. Our solution is much better, since we
created an architecture, so that we can analyze incoming attack traffic, against
a given customer, in its own customer context. With our approach, it becomes
perhaps 1,000 times easier to identify any DDoS attack. In summary, with our
approach, we basically have eliminated the usefulness of any, let’s analyze all
L347 attack traffic, in the global context approaches.

Here are some more of those, let’s analyze all incoming DDoS attack traffic,
in one huge messy context: [13,24,26,30].

In [29], Yang and Yang propose a new hybrid IP traceback scheme with
efficient packet logging to help locate attack hosts which are spoofing their IP
addresses. Comments: With our contribution, it becomes extremely simple to
perform traceback, concerning any attack traffic which reaches the banks’ Azure
Web process, since the IP address can’t be spoofed. However, their solution is
perhaps interesting to CloudFlare, since they must defeat the spoofing DDoS
attacks (not the bank).

A variety of surveys are available, to help understand the DDoS research
topic, such as [2,3,12,15,17,21,23,25,27,31].

In [11], Furfaro et al., propose a DDoS simulator, which can be used to
analyze various proposed anti-DDoS algorithms. Comments: This should be
very useful to WAF vendors to test different anti-DDoS proposed algorithms,
before they are put into production.

In [10], Fachkha et al., proposes to characterize Internet-scale DNS Distrib-
uted Reflection Denial of Service (DRDoS) attacks by leveraging the darknet
space. They empirically evaluate the proposed approach using 1.44 TB of real
darknet data collected from a/13 address space during a recent several month
period. Their analysis reveals that the approach was successful in inferring sig-
nificant DNS amplification DRDoS activities including the recent prominent
attack that targeted one of the largest anti-spam organizations. Comments: It
would be interesting for us to implement our proposed solution in the darknet,
in addition to using actual beta customers.
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12 T. Booth and K. Andersson

In [9], Dietzel et al., study the use of Internet Exchange Points (IXPs)to
black-hole DDoS traffic at upstream providers. They find that the research com-
munity has been unaware that IXPs have deployed black-holing as a service for
their members. Within a 12-week period they found that traffic to more than 7,
864 distinct IP prefixes were black-holed by 75 ASes. Comments: Black-holing
will also block all valid traffic. In our solution, we have found a way to greatly
mitigate any and all L347 attacks, without any required black-holing of valid
traffic.

In [28], Yan et al., explore how to defend against DDoS via recent advances
in software-defined networking (SDN). They provide a comprehensive survey of
defense mechanisms against DDoS attacks using SDN.

In [20], Santanna et al., study Booters, which are DDoS attack platforms as
a service, which can be rented, starting at one USD. As a consequence, any user
on the Internet is able to launch attacks at any time. In this paper they extend
the existing work by providing an extensive analysis on 15 distinct Booters.
Comments: This is promising since they have an enormous about of actual
attack traffic. Once this paper is accepted, we plan to immediately contact them,
so that we can analyze how to design will perform against their collected actual
DDoS attack traffic.

We’ll now analyze the above and other references, via the following specific
criteria:

1. Provides strong background, case study and/or survey about DDoS issues?
2. Anti-DDoS Solution?
3. If DDoS solution, can it utilize upstream assistance?

Table 2. Analysis of research categorized by our research criteria categories

Item Cite 1 2 3 4 Item Cite 1 2 3 4

0 This paper ✓ ✓ ✓ ✓ 14 [18] ✓ ✓ ✓

1 [1] ✓ ✓ 15 [19] ✓ ✓

2 [2] ✓ 16 [20] ✓

3 [3] ✓ 17 [21] ✓

4 [4] ✓ 18 [22] ✓ ✓

5 [5] ✓ 19 [23] ✓ ✓ ✓

6 [6] ✓ ✓ ✓ 20 [24] ✓ ✓

7 [7] ✓ ✓ ✓ 21 [25] ✓

8 [9] ✓ ✓ ✓ 22 [26] ✓ ✓

9 [10] ✓ 23 [27] ✓ ✓ ✓

10 [11] ✓ ✓ 24 [28] ✓ ✓ ✓

11 [12] ✓ ✓ 25 [29] ✓ ✓ ✓

12 [13] ✓ ✓ 26 [30] ✓

13 [17] ✓ 27 [31] ✓
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4. If DDoS solution, does it attempt to remove just the attack traffic, out of
line, from authenticated sessions?

We created Table 2, based on our criteria. The citation column (as always) has
click-able links to the bibliography. The first item, item 0, is referring to this
contribution.

4 Conclusion and Future Work

We have described the research problem as that there are numerous successful
DDoS L347 attacks, and that almost all Information Systems are vulnerable.
There is an abundance of academic papers, which can detect one type of DDoS
or provide mitigation for one type of DDoS. We were unable to find any academic
papers or practical solutions, which described a complete, easy to implement,
and low cost solution, for organizations who wish to greatly mitigate any and
all L347 DDoS attacks, against Web services.

Our hybrid research contribution design filters most of the general attacks,
via the free CloudFlare solution. The Microsoft cloud and Microsoft Web server
then filters out all of the remaining general attacks. Then within our cloud Web
process, we can very easily detect any DDoS and eliminate the DDoS by deleting
the attacked sub-domain. We even know which customer is associated with each
and every DDoS attack on the Azure Web process.

Our solution will significantly reduce the false positives, as compared to the
major anti-DDoS solutions, which are extremely expensive. We can also create
lists of known malicious source IP addresses, and share that information with
whoever is interested. Our design is extremely low cost and easy to implement
solution, which greatly mitigates all of these L347 threats.

Note that this paper is only a conceptual design and the experiment has been
left as recommended future work. As future work, we are planning to implement
our solution, put it into production, and publish the related case studies. We are
actively searching for volunteers, who wish to participate in our experiments.
Other future work is to also come up with other similar solutions, for protocols
other than HTTP and HTTPS.
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Abstract—Some public and private services are called part of
the Critical Infrastructure (CI), which are considered as the
most important services to protect the functioning of a society
and the economy. Many CIs provide services via the Internet
and thus cyber-attacks can be performed remotely. It is now
very simple and free to find and download software, which
automates performing cyber-attacks. A recent example is that
two teenagers, with close to no security knowledge, created an
on-line business. They would run cyber-attacks (online booter
service called vDOS, as reported by Brian Krebs) for a small
fee. They reportedly earned over 600,000 USD in a short period
of time by conducting a large number of automated DDoS
cyber-attacks. Then Krebs was retaliated against, and the
highest DDoS attack bandwidth ever recorded, 620 Gbps, was
launched against Krebs. In this paper we show how cognitive
learning can be used to significantly mitigate any effects of
DDoS network attacks, against the critical infrastructure.

1. Introduction

Various acronyms and terms used in this paper, are
defined in table 1.

1.1. Research Problem

The scope of this paper is concerning using a cognitive
informatics approach, to defend against distributed denial
of service (DDoS) attacks, as part of countries’ homeland
security defenses.

The research problem is that it is extremely easy and
inexpensive to initiate a computer network DDoS attack,
but it is very difficult and expensive to defend against.
One new DDoS trend is that mobile phone BotNets can
be used to launch attacks. [1] Further, many countries have
developed and are improving warfare grade cyber-attack
DDoS capabilities and we should not be surprised if many
countries (perhaps North Korea and certainly the USA,
Russia and China), now have the capability to perform cyber
DDoS attacks, specifically against other countries’ critical
infrastructures (CI).

The research community has not yet found an easy,
inexpensive and general solution to defend against both
the server side and the client side, during cyber DDoS

Term Definition
Booters DDoS attacks as a service (for rent)

CAPTCHA Completely Automated Public Turing test

CI Critical Infrastructure

CIA Confidentiality, integrity and accessibility

CR Cognitive Radio

DoS Denial of Service attack

DDoS Distributed Denial of Service attack

DSR Design Science Research methodology

IoT Internet of Things

IT Information Technology

L3 Layer 4 (network)

L4 Layer 4 (transport)

L7 Layer 7 (application)

L347 IP layer 3, 4 and/or 7 attacks

NAT IP Network Address Translation

OSI Open Systems Interconnection ISO 7498

QoS Quality of Service

PAT IP Port Address Translation (overload)

PUE Primary user emulation

SDR Software defined Radio

TCP IP L4 protocol, transmision control protocol

UDP IP L4 protocol, user datagram protocol

VPN Virtual Private Network

TABLE 1. ACRONYM AND TERM DEFINITION TABLE

CI attacks. There is a lack of adequate research to see
if cognitive learning can now be used to provide a better
anti cyber-DDoS defense. For example, a SCOPUS search
of ”TITLE-ABS-KEY (ddos or ”denial of service”) AND
PUBYEAR AFT 2010” found 4,067 hits, but when also
adding the ”cognitive” search keyword, there were only 72
hits.

However, most of the 72 hits are only concerning DDoS
protection of the Cognitive Radio Network (CRN). So the
cognitive relevance is only concerning how the radio net-
work works, NOT concerning how the security defenses
work. Once we take away the SCOPUS papers which are
only concerning the cognitive related to CRN, there are very
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few cognitive based anti DDoS papers left. In summary, we
find that using a cognitive learning approach, in developing
an anti DDoS defense lacks adequate research. Related to
this, cognitive cryptography is a new paradigm. [2]

In this paper, we search for a cognitive approach, which
can be used in providing an anti DDoS defense. We borrow
(or use by analogy) the cognitive meaning used in CRN
(adaptive learning) and try to adapt this same meaning,
in a different context (anti DDoS defense). Therefore, we
perform a review and analysis of existing CRN, so that we
can adapt the cognitive related conceptual knowledge, in the
our new security context.

1.2. Contributions

Our contributions are 1) An analysis of the cognitive
radio networks to understand how to reuse the cognitive
concepts in the new security context, and 2) Our proposed
solution, which provides a cognitive based anti DDoS so-
lution, which is easy to implement, very inexpensive, and
which significantly mitigates computer network based DDoS
attacks. Our focus is to greatly mitigate network DDoS
attacks which effect authenticated clients or their servers.

1.3. Research Methodology

We followed the design science research (DSR) method-
ology [3]. A DSR IT artifact can also be the design guide-
lines for an IT artifact, as opposed to a physical IT artifact
itself. Our high level IT artifact is our proposed cognitive
based design guidelines and algorithms, which greatly miti-
gate any and all OSI layer 3 (network), 4 (transport), and 7
(application) network based DDoS attacks (L347). Via DSR,
an IT artifact should be created, then evaluated, and then re-
designed with improvements (based on the feedback from
the evaluation). This cycle is then repeated several times.
These cycles then continue, until an adequate level of new
knowledge is acquired and/or a practical solution emerges.
This approach has made it easier for the reader to understand
our final and total proposed solution.

1.4. Network DDoS Attacks

Direct network attacks and indirect reflection attacks are
shown in figure 1.

Via a reflection attack, the amount of attack traffic is
amplified, often up to several hundred times as much as the
initial traffic. However, our proposed solution covers both
scenarios, using the same design guidelines, so we will use
the phrase DDoS attacks, to refer to both types of attacks.

1.5. Outline of this Paper

The rest of this paper is organized as follows: In Section
2, we perform the Design Science Research (DSR) method-
ology and go through several design cycles. This is where
we explain the specific research problem issues and our

Attacker

Internet

UDP Reflector server

Victim CI Servers

- - - - >
Spoofed source IP

——->
Normal or
spoofed source IP

Figure 1. Direct and Reflection Attacks

(Re-)
Design IT

Artifact

(Re-)
Evaluate

in Context

If more
Knowledge

needed

Figure 2. Design Science Research Cycles

proposed solutions. In Section 3, we analyze related works
and include a synthesis of those works. In Section 4, we
provide our conclusions and future work suggestions.

2. DSR Methodology - Design Cycles

In this section, we go through the specific steps we took,
to develop our proposed solution. In each step, we guide the
reader through our incremental solution, and the limitations.
At the end, we present the cumulative proposed solution. To
give the reader an idea of where the solution is headed, our
DSR cycle topics are found in figure 2.

With the exception of our previous three-tier commu-
nication strategy [4] and [5], all of the cited academic
solutions found, were based on a traffic analysis, where the
valid clients could communicate directly to one (or more)
servers. There can be thousands of clients accessing the
same CI service. Many services allow both authenticated
and unauthenticated traffic to be processed via the same CI
service IP endpoint.

Using this common strategy, it becomes extremely dif-
ficult to have a very efficient and low cost solution to filter
malicious DDoS traffic. We have not yet found any academic
paper which presents a very efficient and low cost solution
to filter malicious DDoS traffic. Even if there was such a
solution, based on the numerous reported successful DDoS
attacks, we can at least state that the solution is not well
known.

For any cognitive learning approach to work well, we
need to first find ways to provide the cognitive engine with
more information (the more, the better). Then the cognitive
engine algorithm must be developed to use the information
in a way to solve the given problems. So we start our
paper with a quest to find more relevant information, for
our cognitive engine.

DSR Cycle 1: Separate authenticated and un-
authenticated services
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Client 1

Client 2

Client 3

Client 4

Service 1
Unauthenicated

Service 2
Authenticated

Figure 3. Design guidelines for two server architecture

Our cognitive approach includes the following design
guidelines: The organization separates their services onto (at
least) two sets of servers. One server set provides services
to clients before they are authenticated (un-authenticated
clients). The other server set provides services to clients after
they are authenticated (authenticated clients). A summary of
this high level design, showing that clients 3-4 (but not 1-2)
have been redirected after authentication, is shown in figure
3.

Since only clients 3-4 were redirected to the Service
2, clients 1-2 do not have the Service 2 destination IP
address. Therefore clients 1-2 can’t attack Service 2 and
can’t leak the knowledge of the Service 2 destination IP
address. However, one problem with this design is that the
authenticated clients all learn the same public IP address
of the Service 2. So if Service 2 was attacked, we don’t
know which specific authenticated client is malicious. We
will now limit discussion to this paper’s focus, which is on
protecting the authenticated clients and the related servers.
Therefore, from this point forward, we will now omit the
un-authenticated clients and their related servers, from the
figures and use the term clients, to refer to clients which
have been authenticated.

DSR Cycle 2: Place proxies between clients and
servers

To defend against the last vulnerability, we also propose
the use a three tier communication strategy. The organi-
zations providing services maintains two sets of what we
refer to as a proxy relay. However, the proxy relay can
be implemented as a Web proxy, a VPN, Linux iptables
rules, etc. The main requirement is that the clients no longer
have a direct end to end TCP connection with the Service.
The client’s TCP connections would terminate at the proxy
relay and only the proxy relays would have the end to end
connection with the Service.

I.E., there are now two types of TCP connections for
each client, TCP connections between the client and their
proxy and TCP connections between the client’s proxy and
servers. This is how we can conceal the servers’ public IP
address from the clients. Our updated design guideline is
shown in figure 4.

The process of clients authenticating and being redi-
rected follows:

1) Clients first surf to one of the pre-authentication
proxies, which sits in between the clients and

Client 1

Clients 2-1,000

Proxy
Authenticated

Service
Authenticated

Figure 4. Design guidelines for three tier architecture

Clients 1-100

Clients 101-200

8 More Groups
of 100

Proxy 1
Authenicated

Proxy 2
Authenticated

Proxies 3-10
Authenticated

Service 1
Authenticated

Figure 5. Design guideline example for 1,000 clients (10 proxies with 100
clients each)

servers
2) Some clients may wish to authenticate, to access

additional services
3) After authentication, the server saves the client ID

and the client’s source IP information (address and
port)

4) The Server then refers the client to one of the
post-authentication proxies which connects them
indirectly to the servers

Clients can no longer directly attack the servers, via the
servers’ public IP addresses. However, the client can attack
the proxy, which currently is used by all clients. Also, in this
figure 4, all clients connect to the same proxy IP address.
So they can maliciously share this IP address with others, in
order to have a DDoS attack. Under the above, we will not
know which specific client shared the proxy’s IP address.

DSR Cycle 3: During DDoS attack, perform micro
segmentation of clients

To defend against this vulnerability, we also propose to
perform a dynamic micro segmentation, of the proxy relays.
Let’s assume that a service currently has 1,000 active clients
and that an attack occurs. We then immediately redirect all
1,000 clients to ten different proxy relays, each of which
now has only 100 clients, as shown in figure 5.

Let’s suppose that just one of the 1,000 clients is
malicious or somehow the client leaked the proxy relays
destination IP address. Then only one of the ten proxy
relay’s IP addresses could be attacked. Previously if the
proxy was attacked, we had no idea which of the clients have
leaked the proxy relay’s IP address. However now, since we
gave only 100 clients (not 1,000) the same proxy address,
we know that the malicious client is one of 100 clients.

So how do we find out which of the 100 clients was the
malicious client? For just this group, we can redirect the
100 suspect clients to 10 proxies, each group of which has
10 clients each. Then if any proxy detects another attack,
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Clients 1-10

Clients 11-20

Clients ...

Proxy 1

Proxy 2

Proxy ...

Service 1

Figure 6. Design guideline example for 10 proxies
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proxies
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attack

Figure 7. Summary of our DSR Cycles

we will have just 10 suspected clients, as shown in figure
6.

At the same time, we can regroup the other nine groups
of 100 into a bigger group of 900 (to conserve IP addresses).

We can then break the group of 10 suspected clients
into 10 groups, with just one client connected to each of
ten new proxies. If there is another attack, we will know
the exact malicious client who is causing the attack or
leaking the information (perhaps intentionally or perhaps
unintentionally). Either way, we can force this client to
perform a CAPCHA, or enter a mobile phone SMS message,
etc. Until they properly authenticate, we can isolate this user
from causing any DDoS against the authenticated clients
since they will be unable to learn the proxies’ IP addresses
(which are servicing other authenticated clients). We can
also keep a log stating that this client was found to be
apparently malicious.

Our previous related research [4] and [6] only provided
a solution for web clients, but via this proxy relay solution,
we have a general solution for protocols other that http/https.

2.1. Our DSR Cycles

A summary of our previous DSR cycles is shown in
figure 7. After completing the cycle, we then started over
and tried to improve each cycle’s results.

3. Related Works and Synthesis

We will now present a few comments, concerning the
most relevant works. For the following papers, any of our
comments will begin with ”comments: ”.

In [7], Amjad, M.F., et. al. points out that the two-stage
spectrum sensing approach presents an opportunity to mali-
cious users where they can launch a smart Denial of Service
(DoS) attack by transmitting a very short jamming signal
during the fast sensing stage. comments: The problem with
this approach and how we solve this problem is that once
an attack is launched, they do not know who the attacker is.

In [8], Attar, A., et. al. provides a survey concerning
known security threats within a cognitive radio network,
and provide potential solutions. comments: This provides
a good background on how the term cognitive applies to
dynamic radio networking.

In [9], Baldini, G., et. al. show how Software defined Ra-
dio (SDR) and Cognitive Radio (CR) introduce entirely new
classes of security threats and challenges. comments: SDR
allows devices to quickly adapt, in order to work optimally,
in changing network environments. By way of analogy, our
own DDoS defense is designed to adapt to changing network
conditions, as various attacks are discovered.

In [10], Dorbala, S.Y., et. al. provides an approach to
defending against DDoS attacks, by using a large scale
Apache Hadoop to achieve the required scalability, to per-
form a deeper analysis of anti DDoS correlation metrics.
comments: With our solution, after we learn the valid
source IP addresses, we can use big data to analyze which
various organizations were attacked, using the same source
IP addresses.

In [5], Gupta, A., et. al. security of the Internet of Things
(IoT) is discussed. They describe the explosion of sensors
and the lack of adequate security protection mechanisms
to protect CIA (confidentiality, integrity and accessibility).
comments: This is one of the few papers which uses cogni-
tive computational analysis in an intrusion detection system
and proposes a three-tier architecture. Our paper is similar
in that we propose a 3-4 tier architecture to defend against
DDoS attacks.

In [11], Hao, D., et. al. state that a major attack is
the primary user emulation (PUE) attack. comments: By
analogy, our solution is to defeat attacks such as the PUE
attack, by requiring authentication before trusting the node
who claims that they are authorized, to communicate.

In [12], Hlavacek, D., et. al. state that in CRN, both old
and new security threats are relevant. comments: We have
the same issue with regard to DDoS attacks, in that they
have been well known for years, but there has not yet been
a very low cost, pervasive, and easy to implement solution.

In [13], Hu, N., et. al. proposes a countermeasure strat-
egy, with a coordinated concealment strategy, to counter
the attack. comments: By analogy, our anti DDoS solution
is based on this same exact high level conceptual design
(concealment), however, we apply the defense in an entirely
different context. I.E., we are taking Hu’s solution, and
generalizing it to a completely different domain knowledge
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research area. So we kindly give great credit to Hu, et.
al. (that allowed us to build upon this great, but somewhat
specific work).

In [14], Karumanchi, S., et. al. introduce a proxy based
solution, to protect Web services. comments: However, they
have clients directly access the services, and it is the service
which sends the workflow to the proxy. In our solution, the
proxy hides or shields the service IP address from the client.

In [15], Kärkkäinen, A. propose a cognitive service con-
figuration model for tactical military networks and propose
that user and other services are established and maintained
dynamically by adapting the service configuration continu-
ously. comments: We are using the same exact approach,
and also providing secrets so that any and all malicious
sources can be immediately detected.

In [16], Lent, R., et. al. discuss how active flows can
be driven by the users’ choice of a quality of service (QoS)
goal. comments: We thank Lent and adopt their specific
approach in our solution. So we propose that during normal
status (when there is no attack), that our proposed solution
is not used (bypassed), which provides the users with an
optimal QoS. We recommend that only during an actual
ongoing attack, that the protocols are changed, in order to
use our proposed solution as an anti DDoS defense.

In [17], Li, J., et. al. state that there exist enormous
challenges for the open and random access environment of
CRNs, where the unlicensed secondary users can use the
channels that are not currently used by the licensed primary
users. comments: We believe that our approach, to require
senders to first authenticate, before being trusted, is both a
partial solution to the anti DDoS attacks, as wells as the
attacks against the SDR and CR.

In [18], Liang, S. state that IP tracking based on packet
marking and attacking package recognition technology is
one of the main means for effective against distributed
denial of service attacks, and propose a tracking solution.
comments: We believe that our tracking solution is much
better, since we provide authenticated clients with a unique
secret, and if there is an attack based on a unique secret,
we know exactly which customer has leaked the secret.

In [19], Lo, B.F., et. al., they introduce a jamming
resilient control channel (JRCC). comments: We thank Lo
for this contribution. In our solution, we adapt Lo’s strategy,
and we also provide a control channel, however in a much
different way. With a secret concealed control channel, if we
lose our primary communication, we can instantly refer to
the control channel, to obtain the new destination IP address
or proxy information.

In [20], Nayeem, M.T., et. al. describes Human Inter-
active Proofs (HIP), which are easy for humans to solve
but difficult for computers to solve. They improve HIP by
making use of human cognitive processing abilities through
emoticons focusing mainly on users. comments: With our
anti DDoS solution, we too use HIP such as CAPTCHA,
but only after the user is identified as suspicious.

In [21], Sorrells, C., et. al. specifies an approach to
very quickly detect cognitive radio attacks. Specifically, they
propose a non-parametric version of the Pages cumulative

sum (CUSUM) algorithm to minimize the detection delay
so that a network manager may react to the event as soon
as possible. comments: Our solution also provides an ex-
tremely quick detection of any DDoS attack. By having
various clients indirectly access the service via different
proxies, we can much more easily detect a higher than
normal traffic bandwidth, for a given user. This allows us
to easily detect attacks, in just a few seconds.

In [22], Tan, Y., et. al., they analyze DDoS attacks, as a
cooperative game among the malicious nodes. comments:
We were inspired by this work and we also analyze DDoS
attacks via a game model. However, we analyze the DDoS
attacks, via a game played by the valid (non-malicious)
organizations offering their services.

In [23], Wang, W., et. al. proposes a cooperative defense
strategy among participates. comments: Our work also pro-
posed a cooperative defense strategy among on-line service
organizations. However, we don’t consider these services as
trusted parties.

4. Conclusion and Future Work

For this Workshop on Security and Cognitive Informat-
ics for Homeland Defense, our anti DDoS strategy is to
provide the cognitive engine with much more information
on which specific authenticated clients are suspects. We then
quickly and repeatedly break the suspects into much smaller
groups, until the group size is just one client. This allows
the cognitive engine to quickly determine exactly which
client is the specific malicious client. We then remove the
malicious client from the trusted list, so that that client can
do absolutely no damage to the servers (which are servicing
authenticated clients). We also performed research as to
what is the most prevalent cognitive networking topic, which
turned out to be cognitive radio networks. We analyzed the
relevant DDoS cognitive papers and showed how our solu-
tions could generalize some of the cognitive radio research
towards our cognitive anti-DDoS research.
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Abstract. DDoS attacks have been a problem since 2000. In October
2016, there was a major DDoS attack against the service provider Dyn’s
DNS service, which took the service down. This was one of the largest
bandwidth DDoS attack even documented, with attack bandwidth over
650 Gbps. By taking down just Dyn’s DNS service, clients could not
obtain the IP addresses, of the organizations hosting their DNS with Dyn,
such as Twitter. Our contribution is that we have found a way to mitigate
the effect of DDoS attacks against DNS services. We only require some
very small algorithm changes, in the DNS protocol. More specifically,
we propose to add two additional timers. Even if the end DNS clients
don’t support these timers, they will receive our new functionality via
the DNS resolvers and recursive servers. In summary, our contributions
give much more control to the organizations, as to under which specific
conditions, the DNS cache entries should be aged or used. This allows
the organization to 1) much more quickly expire client DNS caches and
2) to mitigate the DDoS DNS attack effects. Our contributions are also
helpful to organizations, even if there are no DDoS DNS attack.

Keywords: DDoS bandwidth · DNS protocol · Dyn DNS Hosting ·
Design guidelines

In October 2016, there was a major DDoS attack against the service provider
Dyn’s DNS service, which took the service down. This was one of the largest
bandwidth DDoS attack even documented, with attack bandwidth over 650
Gbps. By taking down just Dyn’s DNS service, clients could not obtain the
IP addresses, of the organizations hosting their DNS with Dyn, such as Twitter.
Our contribution is that we have found a way to mitigate the effect of DDoS at-
tacks against DNS services. We only require some very small algorithm changes,
in the DNS protocol. More specifically, we propose to add two additional timers.
Even if the end DNS clients don’t support these timers, they will receive our
new functionality via the DNS resolvers and recursive servers. In summary, our
contributions give much more control to the organizations, as to under which
specific conditions, the DNS cache entries should be aged or used. This allows
the organization to 1) much more quickly expire client DNS caches and 2) to
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mitigate the DDoS DNS attack effects. Our contributions are also helpful to
organizations, even if there are no DDoS DNS attack.

1 Introduction

Our focus was to try and mitigate Distributed Denial of Service (DDoS) attacks,
against Domain Name System (DNS) servers. We have made progress on this
topic.

1.1 Background

For computer networking, the DNS service is used to translate between symbolic
names and IP addresses. The DNS hierarchy levels are shown figure 1 [24].

Fig. 1. Summary of DNS hierarchy

Here is a simplified ex-
ample, showing how DNS
works. To access Twitter
via a Web browser, you
type in the URL, such as
https://Twitter.Com. Your
browser then makes a re-
quest to the operating sys-
tem to resolve the sym-
bolic name (Twitter.Com)
and returns an IP address.
The operating system will
already have one or more DNS servers configured (perhaps manually and perhaps
automatically via Dynamic Host Control Protocol (DHCP)).

One way or another you should get the relevant IP address. However, if the DNS
service is under attack, you might not get an answer at all. The DNS name to
IP address resolution process is shown in figure 2.

There are many diverse types of network attacks, intended to decrease the avail-
ability of services. One common type is a DDoS attack. DDoS attacks are easy
to perform and are difficult to defend against. There are malicious companies
who charge a service fee and then perform a DDoS attack, on your behalf. A
general DDoS attack strategy, based on a Botnet is shown in figure 3.
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Fig. 2. DNS name to IP address res-
olution

Fig. 3. General DDoS attack

The term Botnet comes from robot and net-
work. A Botnet is a large group of com-
puters, which are under the command and
control of the Botnet owner. For a mali-
cious Botnet, the machines were often ex-
posed to Malware. These Botnets are often a
collection of thousands (or even hundreds of
thousands) of machines. Botnet owners can
use the machines to perform a coordinated
DDoS attack.

DDoS attacks can render DNS and other
online services unavailable [23]. If the at-
tacks are successful against DNS servers,
then clients will be unable to obtain the IP
address of the intended online service.

1.2 Motivation

Dyn is a DNS hosting provider, to thousands of different organizations. For
example, Twitter uses Dyn for their DNS hosting. We will refer to Twitter as
our case study. Twitter have 313 million monthly active users and one billion
unique visits to sites with embedded tweets [19]. There was a successful DDoS
attack against Dyn in October 2016, and therefore Twitter became unavailable
to a large number of their customers [1].

Once Dyn’s DNS servers were no longer fully available, no users could contact
several Internet Services, such as Twitter. The problem was that Twitter’s cus-
tomers tried to perform a symbolic DNS name to IP address translation, but
they never received a valid answer. For example, when users asked for the IP ad-
dress corresponding to Twitter.com, they did not receive an answer. This caused
Dyn’s DNS hosting customers, including Twitter, to become unavailable, even
though Twitter’s Web servers were up and running. If there were adequate easy
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to implement DNS DDoS defenses, this Dyn DDoS DNS attack should not have
occurred.

The research community has provided many general DDoS solutions, but we were
unable to find any DNS specific design guidelines and DNS protocol changes,
which would mitigate the DDoS DNS attacks. So, our contribution is to find
minor DNS protocol changes, which can be used to mitigate DNS DDoS attacks.

1.3 General Related Work

A brief mention of the more general related work follows: In [27], S. Zargar, et. al.
provides a Taxonomy of DDoS Defenses. In [1], V. Almedia, et. al. discuss DDoS
and cyberwarfare. In [28], K. Zeb, et. al. provides a survey of DDoS attacks and
defenses in cyberspace. In [18], R. Soni, et. al. provides a summary, concerning
security in the public clouds.

1.4 Contributions

We believe that part of the problem is that many companies, do not have the
appropriate security knowledge, to defend against some types of DNS DDoS
attacks, and we’ll discuss our related contribution in this paper.

With our TTL2 contribution, we allow DNS authoritative server administrators
to have much control over the actual TTL at the DNS resolvers, recursive servers,
and clients. With our TTL3 contribution, we allow DNS authoritative server
administrators to have much better control over the actual DNS cache timeout,
at the DNS resolvers, recursive DNS servers and clients. Even when the end
client does not support our TTL2/3 timers, we show how the intermediate DNS
resolvers and recursive servers can automatically provide enhanced DNS timer
functionality, with no changes to the end client. A summary of our specific
contributions is the following:

1. We propose best practices, which can mitigate some types of DNS DDoS
attacks

2. Our proposed DNS TTL2 protocol enhancement
3. Our proposed DNS TTL3 protocol enhancement
4. We show how the DNS clients can take advantage of our enhancements with

no changes

1.5 Outline of this Article

The rest of this article is organized as follows. In section 2, our design guide-
lines to mitigate some DNS DDoS attacks is presented. In section 3, our DNS
TTL2 contribution is presented, which allows better control of the DNS TTL. In
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section 4, our DNS TTL3 contribution is presented, which allows better control
over DNS caching. In section 5, we cover the related work (which had not been
mentioned previously). We wrap it up, with our conclusions and recommended
future work, in section 6.

2 Contribution 1 - Design Guidelines

Without making any changes to the DNS protocol, it is quite easy to mitigate
some types of DNS DDoS attacks. We’re using Dyn and Twitter, as our case
study, so let’s evaluate the recent Nov. 2016 Dyn attack, that affected Twitter
[1]. A summary of the relevant DNS structure for Twitter, follows:

1. DNS root servers
2. DNS TLD servers, including the .Com TLD servers
3. DNS Twitter.Com servers (which were Dyn servers, since Twitter was host-

ing their DNS at Dyn)

The attack was not against the DNS root or TLD servers, so we can ignore them
for the moment. We know the attack was against the Dyn DNS hosting provider,
but it effected Twitter. However, was the attack specifically against Twitter.
Keep in mind, Dyn hosts DNS for thousands of organizations. Therefore, we
should not assume that the attack was specifically against Twitter. Likewise,
we should not assume that the attack was specifically against Dyn. The attack
could very well have been against just one of Dyn’s DNS hosting customers, but
not against Twitter.

To simplify the conditions under which are contribution is helpful, let’s simplify
the case study, as follows: Dyn was hosting DNS for 1,000 organizations. The
November attack was against one organization, which was not Twitter. We’ll
assume that the attacked organization’s domain name was, Under-attack.com.

So Dyn’s own DNS servers were hosting for Under-attack.com, Twitter.com, and
998 other organizations. When the attack started against Under-attack.com, as
a by-product, Dyn’s DNS servers were attacked, which meant that they were
not 100% available, for their other DNS hosted customers. So, since Twitter was
DNS hosted on the same exact Dyn DNS servers, Twitter was also affected.

Our design guideline contributions are that Twitter should have developed a
script ahead of time, to deal with this potential vulnerability. The first step is
that Twitter should have developed a simple Linux script, which would simply
do the following: Make simple DNS requests against all of Twitter’s DNS servers,
which were hosted at Dyn. The script should measure DNS resolution availabil-
ity. When the availability dropped below 100%, the following should have been
performed: The script should have automatically made a configuration change
at the .Com servers, and removed the specific Dyn hosted Twitter DNS servers,
which were not at 100% availability. The script should have also immediately en-
abled DNS hosting at another DNS hosting provider, such as Microsoft, Google,
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etc. The accounts should have been enabled ahead of time. Under certain condi-
tions, Twitter could have simply moved all DNS hosting to some other provider.
With this simple script, Twitter would have only been off-line for a short amount
of time for new customers. All the other 998 customers could have run a similar
script to greatly mitigate the DNS availability issues for their domains.

If you are considering scripts, we recommend that you check our Google’s DNS
hosting over HTTPS RESTful JSON API [9]. To learn about OpenDNS’s related
offering, we refer you to [14] and to [8].

3 Contribution 2 - Anti-DDoS Timer TTL2

Some relevant background on DNS timers is now in order. A summary of the
DNS process is found in in figure 4.

Fig. 4. Summary of DNS Process

DNS server records include
what is called a TTL (time
to live). The TTL field is
in seconds. Let’s assume the
TTL for the Twitter’s main
web page is set for 1 hour
(3600 seconds). One might
think that after 1 hour,
clients will try to contact
their DNS server, to get
a new copy of the DNS
record. However, end user
DNS clients almost never would contact Twitter’s authoritative DNS servers
directly (at least far less than 0.01% of the time). As shown in figure 4, clients
will contact intermediate caches, resolvers, and recursive servers to resolve the
symbolic to IP address translation.

We’ll provide an example of how the actual TTL does not provide all the control,
that we may wish to have (at least not as we might expect), by the end client.
We include the logic showing that our TTL2 feature is superior.

Time 0, 10:00: Client 1’s Web application requests the Twitter.com name to
IP address resolution. The answer is not found on the client 1’s cache, so the
client 1 asks its DNS server, which is ISP 1’s recursive DNS server 2, for the
answer. DNS server 2 gets the answer from the authoritative server and delivers
the answer to client 1, at 10:00:10.

Time 1, 10:01: The server changes its DNS record entry for Twitter.com. The
above issues become a big problem, as related to DNS DDoS attacks. I.E., after
a DNS DDoS attack, the authoritative server may wish to change their DNS
records. However, the authoritative server cannot fully control when all clients
will timeout their TTL, due to the above specific DNS design limitation.
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Time 2, 10:30: Client 1’s Web application requests the Twitter.com resolution
again. Client 1 finds the answer in its cache. It should be noted that this is a
design limitation of DNS, in its current design.

Time 3, 10:59: Client 2’s Web application requests the Twitter.com resolution.
The answer is not found on the client 2’s cache, and client 2 is using the same
ISP recursive DNS server 2. So client 2 asks its DNS server, which is ISP 1’s
recursive DNS server 2, for the answer. ISP 1’s recursive DNS server 2 has the
answer cached, due to client 1’s previous request. So ISP 1’s recursive DNS server
2 provides the cached answer to client 2, at 10:59:10. However, that entry is no
longer valid (as of 10:01).

Time 4, 11:58: Client 2’s Web application again requests the Twitter.com reso-
lution. The answer is found in client 2’s cache (received at 10:59:10). It has only
been 59 minutes since client 2 received the answer, so the cache entry will be
used. However, this entry was configured as invalid by the authoritative DNS
server at 10:01. This this is also the intended design, that clients may lose access
(in this case) for up to one hour plus one hour times the number of hops, due
to this caching issue. There was one hop, so the current DNS design is that
those clients can lose access for up to two hours. The issue is that the DNS zone
administrators have no control over this issue, which we will now solve.

As a contribution, we propose some small changes to the DNS protocol, to
mitigate this problem. We propose to continue to use the TTL, as is done today.
We propose to add a new field, called TTL2. TTL works as today, where the
TTL is only based on when the downstream DNS server or client received the
TTL. Our proposed TTL2 is a timer, which decreases based on when the very
first DNS server received the record, from the authoritative server. So, our TTL2
should be considered as an absolute timer, based only when the authoritative
server sent the record. Let’s assume that Twitter sets the TTL timer to 5 minutes
and sets the TTL2 timer to 150% times TTL, or to 7.5 minutes.

Here is how our proposed downstream DNS sever works, concerning the TTL2
field. Let’s suppose the downstream DNS server receives a request, and forwards
the DNS record to client 1. As this time, client 1 would receive the DNS record
with TTL set to 5 minutes and TTL2 set to 7.5 minutes. Let’s assume that 4
minutes later, client 2 asks for the same record. The recursive DNS server would
serve this from its cache. However, the DNS server would change the TTL2 from
7.5 to 3.5 (subtract the time that passed, which was four minutes). Client 2
would receive the DNS record with TTL set to 5 minutes and TTL2 set to 3.5
minutes. With this TTL2 record, client 2 would know it should perform a new
DNS request after just 3.5 minutes. With our solution, it does not matter how
many DNS servers (supporting TTL2) are between the original server and the
end clients. The clients can always ask for a new record after TTL2 expires,
which is independent of the number of intermediate DNS routers. Even if the
authoritative DNS server or a downstream DNS server does not support TTL2,
any downstream DNS server could also assign 150% (or whatever they are con-
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figured to do by default) to TTL2. Our TTL2 mitigates DNS DDoS attacks, by
allowing the DSN owner to have much stronger control, as to when the caches
expire.

Let’s now assume that the client does not support TTL2. As long as any up-
stream DNS resolver or server supports TTL2, they could properly answer the
client, with their adjusted original TTL value.

4 Contribution 3 - Anti-DDoS Timer TTL3

However, there is another major limitation with DNS, with regard to DDoS
attacks. Let’s suppose all of Twitter’s customers have a cache DNS entry of
Twitter’s main site. Then Dyn’s DNS service becomes unavailable for a few hours
(longer than the TTL or TTL2). Then Dyn can no longer serve DNS records to
their clients, since the DDoS attack reduces their availability. Since the client’s
TTL and TTL2 have expired, they will not use the stale DNS cache record. The
client will not use the stale cache and has no access to the DNS service (which
is down). Even with stale DNS caches, the clients no longer access to Twitter.

As another contribution, we propose a slight change to the DNS protocol, to
mitigate this specific DDoS problem. So, we propose a new field TTL3 which
is a also timer. We call it the DNS service down field, meaning that Twitter
can configure how long their DNS might be offline (DDoS attack or not), under
which time, the clients and DNS server are specifically instructed to keep using
their cache entries.

We’ll provide an example of how the actual TTL does not provide all the control,
that we may wish to have (at least not as we might expect), by the end client.
We include the logic showing that our TTL3 feature is superior.

Time 0, 10:00: Client 1’s Web application requests the Twitter.com name to
IP address resolution. The answer is not found on the client 1’s cache, so the
client 1 asks its DNS server, which is ISP 1’s recursive DNS server 2, for the
answer. DNS server 2 gets the answer from the authoritative server and delivers
the answer to client 1, at 10:00:10.

Time 1, 10:01: The server changes its DNS record entry for Twitter.com. The
above issues become a big problem, as related to DNS DDoS attacks. I.E., after
a DNS DDoS attack, the authoritative server may wish to change their DNS
records. However, the authoritative server cannot fully control when all clients
will timeout their TTL, due to the above specific DNS design limitation.

Time 2, 10:30: Client 1’s Web application requests the Twitter.com resolution
again. Client 1 finds the answer in its cache. However, client 1’s cache entry has
been invalid since 10:01. It should be noted that this is a design limitation of
DNS, in its current design.
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Time 3, 10:59: Client 2’s Web application requests the Twitter.com resolution.
The answer is not found on the client 2’s cache, and client 2 is using the same
ISP recursive DNS server 2. Client 2 asks its DNS server, which is ISP 1’s
recursive DNS server 2, for the answer. ISP 1’s recursive DNS server 2 has the
answer cached, due to client 1’s previous request. ISP 1’s recursive DNS server
2 provides the cached answer to client 2, at 10:59:10. However, that entry is no
longer valid (as of 10:01).

Time 4, 11:58: Client 2’s Web application again requests the Twitter.com reso-
lution. The answer is found in client 2’s cache (received at 10:59:10). It has only
been 59 minutes since client 2 received the answer, so the cache entry will be
used. However, this entry was configured as invalid by the authoritative DNS
server at 10:01. This this is also the intended design, that clients may lose access
(in this case) for up to one hour plus one hour times the number of hops, due
to this caching issue. There was one hop, so the current DNS design is that
those clients can lose access for up to two hours. The issue is that the DNS zone
administrators have no control over this issue, which we will now solve.

We’ll provide an example of how the actual TTL is not obeyed (at least not as
we might expect), by the end client

Assume that Twitter wants to allow clients who have accessed their site during
the past week, to continue to use their DNS cache for at least one more week.
Twitter would then set the TTL3 to two weeks. The reason for two weeks instead
of one week is the following. A client might have accessed Twitter’s site six days
ago. However, Twitter wants them to continue to use their cache for at least one
week. If the TTL3 was set to one week, this client would stop using their cache
after just one day. Now, after the cache times out, it would look at its TTL3
timer, and would then continue to use its cache entry (for at least one week).

Let’s now assume that the client does not support TTL3. As long as any up-
stream DNS resolver or server supports TTL3, they could properly answer the
client, with their stale cache entry. We found that OpenDNS has a similar pro-
prietary solution, which only works on their servers and has other limitations
[14].

5 Related Work

Our literature review search initially focused on the more recent DDoS papers,
published in 2014 or after. This research topic is well developed. Here are the
number of hits, via a few DDoS searches: Via Semantic Scholar, we had 3,352
hits (filtered by just Computer Science). Via Scopus, we had 967 hits (filtered
by just Computer Science). Via Web of Science, we had 658 hits (filtered by just
Computer Science), which included three sub-categories. We reviewed papers
with a higher number of citations, and papers which were more influential. This
literature review helped us in this and other papers.
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For this article, we then moved back and forth, after reviewing the references
and which other papers cited these papers. Some of the more relevant papers
follow, with our comments.

5.1 Our Related Work

When we discuss the following works, we will first present the work, as presented
by the original authors. When we add our comments, we will precede our view-
points with the following, ”Our Comments: ”. A few of our own papers, which
are related to this article and which we build upon follow:

1. In [3], we (Booth and Andersson) introduced ways to strongly mitigate DDoS
reflection attacks. Again, our technique was based on micro-segmentation,
and protocol/port firewall rule-sets. The destination IP/protocol/Port was
fixed. Our New Comments: This previous paper was a general solution,
and to address DDoS (in general). However, it did not take into account
the specific DNS protocol. In this article, we carefully analyzed the DNS
protocol and found better specific mitigations solutions for just DNS DDoS
attacks.

2. In [4], we (Booth and Andersson) continue our previous work, but extend
the defense to all 3/4/7 network attacks, and discuss how to defend against
each specific attack. One method is to hide the service behind unique URLs.
It is shown how to hide servers behind secret URLs, where a client must be
authenticated, to obtain the secret URL. If there is an attack against any
URL, we know exactly which client has leaked the information. Our New
Comments: This article is similar, but focused only on DNS service DDoS
attacks. Therefore, we covered numerous specific DNS DDoS attacks and
DNS specific protocol change mitigation techniques were provided.

5.2 Other Related Work

We now present other related work to show:

1. How we have accepted previously knowledge
2. How we build upon that knowledge
3. We provide limited comments, concerning the related works

Also, we widened the scope of our literature review to include DDoS related
papers, which were not specifically concerning DDoS DNS attacks, to gain a
stronger general theoretical background.

In [20], S. Venkatesan, et. al., replaced the active public IP addresses on an
hourly basis to mitigate the DDoS effect of attacks. In [2], A. Aydeger, et. al.,
also performed this moving target strategy, but took advantage of SDN. In [22],
H. Want, et. al., also propose to conceal the address changes from clients, in
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order to determine which clients are malicious. Our Comments: We really like
the idea of dynamic change of IP address and these authors have provided great
contributions. However, we have two issues against the hourly specific strategy.
Since they change the addresses on an hourly basis, either 1) there was no attack
and they changed the address to early, or 2) there was an attack earlier, and
they waited too long, before changing the address. So, we suggest that the IP
address is simply changed only upon attack, and immediately after the attack.
SDN simply provides a more efficient solution to a non-SDN solution, which
can at times be very helpful. If the reader is interested in SDN, we recommend
reviewing [6], Esch, J., to see how SDN can help. Also, in [10], Lim, S., et. al.
has a lot of specific information as how SDN can be used to detect and prevent
DDoS attacks.

In [26], S. Yu, et. al. attempt to mitigate DDoS attacks, via filtering inline
traffic. Our Comments: Filtering inline is a good strategy when the DDoS
attack bandwidth is low.

In [7], S. Fay, et. al. makes an attempt to mitigate DDoS attacks, via scaling
up, based on the attack traffic level. Our Comments: This is a good strategy
to defeat DDoS attacks. However, we must point out that to scale up in the
cloud after an attack, often does incur significant charges. These charges can
be extremely high, depending on the strength of the attack. So we recommend
that limits are configured, so that the organization is not surprised with a very
expensive invoice. To the extent that the limits are reached, then the DDoS
attack becomes very successful.

In [10], A. Yaar, et. al. proposes a path identification method, to mitigate DDoS
attacks. Our Comments: Path identifiers to defeat a DDoS attack are an ex-
tremely interesting approach. However, if one can’t stop Botnet clients from
repeatedly sending massive numbers of requests, requiring traversal via path
identifies, we don’t see how this will help (however we wish to disclose that we
are not yet experts, at DDoS prevention via path identifiers).

In [10], S. Lim, et. al. proposes an SDN solution to defeat DDoS attacks. In [16],
R. Sahey, et. al. also proposes DDoS mitigation via SDN. In [13], S. Mousavi, et.
al. proposes to use SDN, and to try and prevent inline direct SDN attacks. Our
Comments: SDN is only a technique for much more efficient and perhaps lower
cost networking. Therefore, SDN has the same exact DDoS issues to solve, in
general. Having said that, they have done good work at using SDN to mitigate
DDoS attacks, in a more efficient way.

In [21], B. Wang, et. al. proposes a DDoS attack mitigation architecture that
integrates a highly programmable network monitoring to enable attack detection
and a flexible control structure to allow fast and specific attack reaction. Our
Comments: For the DDoS general case, they have done good work. However,
our work was a bit more focused, on DNS DDoS attacks. This allowed us to
develop a much more simply strategy, to detect an attack. We simply treat the
DNS service as a black box. From the outside, we simply run a script to see if
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we receive 100% DNS answers to our DNS queries. If not, we assume an attack.
Having said that, we could of course, after we detect loss of availability, reuse
their contribution to try and determine the type of attack and strength.

In [5], J. Czyz, et. al. proposes how to mitigate reflection DDoS attacks, in
particular via the NTP protocol. Our Comments: Reflection DDoS attacks are
a major issue because they can generate huge bandwidth attacks. To mitigate
these problems, organizations can host their DNS services at providers such as
Dyn, Microsoft, Google, etc. In security, we call this a transfer of risk. However,
as we have shown even Dyn lacked the knowledge or capability to eliminate
the vulnerabilities. So Twitter thought that they transferred the risk to Dyn,
however Twitter actually maintained some of the risk.

In [20], S. Venkatesan, et. at. proposes a moving target DDoS defense. Our
Comments: The idea that after an attack, the services move or change IP
addresses is a fantastic contribution. We really hope a lot more researches explore
this moving target defense strategy.

In [15], C. Rossow provides a great study, concerning DDoS amplification attacks.
Our Comments: However, these attacks can be mitigated by simply performing
stateless filtering. Having said that, if the bandwidth is to high, the filtering no
longer becomes a valid solution.

In [17], M. Shtern, et. al. has an interesting study, of DDoS, when the attack is
low and slow, and how to deal with this special case of attacks.

6 Conclusion

As stated before, as a reminder, we have the following contributions:

1. We propose best practices, which can mitigate the effects of DNS DDoS
attacks.

2. Our proposed DNS TTL2 protocol enhancement allows DNS authoritative
server administrators to have much control over the actual TTL at the DNS
resolvers, recursive servers, and clients.

3. Our proposed DNS TTL3 protocol enhancement allows DNS authoritative
server administrators to have much better control over the actual DNS cache
timeout, at the DNS resolvers, recursive DNS servers and clients.

4. Even when the end client does not support our TTL2/3 timers, we show
how the intermediate DNS resolvers and recursive servers can automatically
provide enhanced DNS timer functionality, with no changes to the end client.

We are planning to implement our DNS backup service and recommend others
do this, as future work. We are trying to meet other researchers, who wish to
work with us to prevent DDoS attacks, using server-less functions [25], such as
that Microsoft’s [12] and via API gateways, such as from Microsoft [11].
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1 Abstract

�is article is concerning distributed re�ection denial of service (DRDoS) a�acks. �ese DRDoS a�acks
aremore frequent and large scale, and are one of the biggest threats on the Internet. �is paper discusses
the best way to defend from these a�acks using public cloud defenses, such as Amazon AWS, Google
GCP, and Microso� Azure, at a very low cost. Our mitigation strategy takes advantage of the fact that
the a�acker does not have full control to change the source IP port to anything they want, when used
in these re�ective a�acks. We propose to have the customer host their Web servers and other types of
supporting servers in the public cloud. �e cloud provider then reserves a /CIDR block of IP addresses,
which will be protected. �e cloud providers customers who opt in, will be allocated an IP address from
this block. �is block will be used as the source IP address deny portion of the �rewall rule-sets. �en
the public cloud providers will use BGP4 Flow-Spec or some scripting solution, to have their IP service
provider neighbors perform the actual �ltering of the DRDoS a�ack tra�c concerning a�acks against
these servers.

Keywords: DDoS, DRDoS, BGP4 Flow-Spec, Cloud security

2 Background and Motivation

Distributed denial of service (DDoS) a�acks are a subset of denial of service (DoS) a�acks [24]. DDoS
re�ective a�acks (DRDoS) are a subset of DDoS a�acks. Our paper is concerning a subset of DRDoS
re�ective a�acks, which are volumetric in nature (DRDoS Volumetric), which is a layer 3 network
a�ack. �ere exist both UDP and TCP DRDoS re�ective a�acks. �is paper is concerning such UDP
and TCP a�acks and as an example, we’ll use the a�acks which abuse the memcached protocol. One
such DRDoS Volumetric a�ack, is the memcached UDP ampli�cation a�ack and a recent a�ack was
clocked at 1.7 Tb/sec [18]. Assume that the ISP’s customer’s on premise network is a�ached via an
ISP with a 10Gb/sec connection. If the customer’s on premise server is a�acked, their ISP connection
would have been overwhelmed. Even if the customer purchased an extra 10Gb/sec connection, their
ISP connect would have been overwhelmed.

�e only possible defense for this size a�ack is to �lter the tra�c before it reaches the customer’s
on premise network. One possible approach is to try and �lter the a�ack tra�c at the customer’s ISP.
�ere is a protocol which is designed for this, which is called BGP4 Flow-Spec. �e customer’s BGP4
signals the ISP’s BGP 4, as to what tra�c should be �ltered. However, most ISP’s don’t support BGP 4
Flow-Spec for their customers. Also, it is o�en the case that there is such a high bandwidth of a�ack
tra�c, that it would overwhelm the ISP.

Another approach is to use BGP4 to reroute the customer’s incoming tra�c to go via a DDoS scrub-
bing service, which will try to �lter at least most of the a�ack tra�c. However, there is a delay in time,
which is measured in minutes, for the tra�c to reroute. In the meantime, the site will be down and this
strategy is quite expensive.

1
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Figure 1: DRDoS Volumetric A�ack with a Botnet

Another approach is for the customer to run their servers in a public cloud, which is part of the
solution proposed by this article. One bene�t is that via the Microso� Azure cloud, for example, the
default speed for instances is 10Gb/sec per VM guest, or instance. If the customer wants more band-
width, they can a�ach multiple interfaces to the instance or run multiple instances. Still, the a�ack
tra�c bandwidth could easily overcome this speed. However the 10Gb/sec is independent of tra�c
�ltered by the network security group (NSG) �rewall. For example, if 20Gb/sec was �ltered by the
network security group (NSG) �rewall, it would not e�ect the allowed 10Gb/sec to the instance. For
a short introduction to DRDoS Volumetric a�acks, with the memcached protocol, see [1]. If a cloud
infrastructure is a�acked, there may be charges for incoming bandwidth, which can be extremely high.

General DRDoS a�acks work as follows. �e network a�acker spoofs their source IP address, to
be that of the intended victim. �ey then send requests to a third-party server, which most o�en is
innocent. An example DRDoS a�ack is shown in �gure 1.

When the third-party server replies to the spoofed IP address, the response goes to the victim server.
Since the a�acking clients spoof their IP addresses, it is extremely di�cult to �nd out the a�acking
clients’ true IP addresses. DRDoS a�acks are o�en performed via botnets, which can include thousands
of clients, which are infectedwithmalware. DRDoSVolumetric speci�c a�ackswork as follows: A small
request may be sent to the third-party server, and the server will respond (to the victim) with a much
larger payload. For example, with the memcached UDP DRDoS a�ack, the a�acker can send requests
to the third-party server, which will generate much more tra�c in the reply, which goes to the victim.
According to the USA Cert authority, the ampli�cation of a�ack data can be up to 51,000 times for a
DRDoS memcached UDP a�ack [8].

It is very easy to launch a DRDoS Volumetric a�ack, but very hard to defend against. �ere are even
services which will launch these a�acks for you, for a small fee. You just surf to the right anonymous
Web site, provide your credit card, enter information on what you want a�acked and when.

�ere exist various DRDoS protection services, however they are expensive. Microso� has an Azure
DDoS Protection Standard service [14], which costs $2,944 USD/month plus $0.05/GB of incoming traf-
�c. For an overview of Azure’s DDoS protection, see [17]. Amazon’s AWS has a DDoS protection
service named AWS Shield [2] which costs $3,000 USD/month with some additional tra�c-based costs.
�is article’s goal is to mitigate DRDoS Volumetric a�acks in the public cloud, for no additional cost,
other than, for example, the virtual guest instance servers cost, which starts at about $30 USD/month

2
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per server instance.
To understand our proposed solution, you will need to understand how IPv4 IP addresses are used

and how ports are classi�ed. IPv4 ports are classi�ed, as shown in �gure 2. A list of some of the most

Port Number Description
0 - 1023 Well known ports
1024 - 49151 Registered ports
1025 - 5000 Ephemeral or Dynamic ports (earlier used by Windows)
9152 – 65535 Ephemeral or Dynamic ports (IANA recommendation)

Figure 2: Classi�cation of IPv4 Ports

common UDP ports used in larger DRDoS Volumetric a�acks are found in �gure 3.

Protocol Port Ampli�cation Factor
DNS 53 54
NTP 123 557
CharGEN 19 359
QOTD 17 140
RIPv1 520 131
Memcached 11211 51,000

Figure 3: Popular UDP Ports and Ampli�cation Factor Used in DRDoS A�acks

A list of some of the most common TCP ports used in larger DRDoS a�acks are found in �gure 4

Protocol Port
FTP 20, 21
SSH 22
Telnet 23
SMTP 25
HTTP 80, 443
POP3 110
NNTP 119
NetBIOS 137, 139
IMAP 143
IPP 631
MySQL 3306
SIP 5060-5061
IRC 6660-6669, 7000
Memcache 11211

Figure 4: Popular TCP Ports and Ampli�cation Factor Used in DRDoS A�acks

Here is a speci�c example, of a DRDoS Volumetric a�ack. Assume the following network: client
with malware, which is part of a botnet: IP Address: 100.0.0.1. �ird-party server (which are most
o�en innocent): 200.0.0.1, running the memcached server listening on UDP port 11211. Victim server:

3
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300.0.0.1. Assume the victim server is running a Web server, on both ports 80 and 443. We are trying to
protect the victim server, which in our scenario, is in the Azure public cloud. �e malicious client could
cra� packets with a spoofed source IP address of 300.0.0.1 and send those packets to the third party
memcache server, with a destination port of 11211. �e server would try to reply by sending tra�c
to the received source IP address of 300.0.0.1, with a source port of 11211. However, the return tra�c
would not go to the client, since its IP address was spoofed, to be that of the victim server. �e return
tra�c would go to the victim server. Further, the victim server would think it’s being a�acked by the
3rd party server, since that is the source IP address received.

All valid client to Web Server tra�c should have the client’s source IP ports, which would normally
be in the dynamic port range of 1025 - 5000, or 49152 – 65535. So the Web client should use these
dynamic port ranges for valid requests. For a DRDoS UDP a�ack, for the tra�c received by the victim,
the incoming source port will correspond to the third-party server service listening UDP port, in the
range from 0 - 49151, with the exception of valid addresses, with some speci�c examples shown in �gure
3 and �gure 4. When using the memcached server DRDoS a�ack, the source port would be 11211. We
use this to our advantage, when creating the proposed �rewall rules defense solution.

�e rest of this article, is as follows. We have a related works section 2, followed by our proposed
method section 3, then our conclusions 4.

3 Related Works

In [4], we present one solution to eliminate UDP DRDoS a�acks, for TCP services. In [5], we show that
it is not feasible to defend against large DRDoS a�acks at the company’s premises or at most ISPs. In
[6], we introduce the ability to perform redirects, but only for authenticated clients, to mitigate DDoS
a�acks. In [7], we show how authenticated users can be broken into small groups, and put on di�erent
servers. �is then allows us to hide the IP addresses of all the servers, as a means to mitigate the DDoS
a�acks. In [13], Kuhrer, et. al. present the TCP re�ection ampli�cation a�acks problem, but no solution
was presented.

In [23], Wei, et. al provide an algorithm to detect Re�ection DDoS a�acks. In [12], Lyu, et. al.
present the problem of Re�ective DDoS a�acks from IoT devices. In [10], Fachkha, et. al. propose a
novel approach to infer and characterize Internet-scale DNS Distributed Re�ection Denial of Service
a�acks by leveraging the darknet space. In [11], Jonker, et. al. provide a characterization of DRDoS
a�ack phenomenon, and of countermeasures to mitigate the associated risks.

In [9], Chen, et. al. describe how so�ware de�ned networking (SDN) can be used to detect DR-
DoS a�acks. In [21], �omas, et. al. describe their experience in se�ing up honeypots to learn how
scanning of hosts works, to �nd innocent hosts, which can be used as DRDoS servers. In [19], Sharma,
et. al. propose a self-aware communications architecture for IoT using mobile fog servers. �e pro-
posed approach is evaluated against DDoS a�acks for analyzing it sustainability. In [27], Zargar, et. al.
present a survey of DDoS �ooding a�acks and claim these are one of the biggest concerns for security
professionals. �ey classify existing counter-measures, but they don’t discuss our proposed solution.
In [20], Silva, et. al. present a survey of botnets, which are used to perform DDoS a�acks. �ey include
a discussion of persistent research problems which remain open.

In [22], Wang, et. al. �nd that SDN technology can help enterprises to defend against DDoS a�acks.
In [25], Yan, et. al. show how although SDN can be used as a DDoS defense, a DDoS can a�ack the SDN
technology. �ey discuss a number of challenges that need to be addressed to mitigate DDoS a�ached
in SDN with cloud computing. In [26], Yu, et. al. propose a dynamic resource allocation strategy
to counter DDoS a�acks against individual cloud customers. �ey propose a solution, by scaling up,
during an a�ack by using idle resources.

4
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Figure 5: Firewall Process Flow for DRDoS A�acks

4 Proposed Method

�e �gure 5 shows the �rewall process �ow, which is now presented step by step, in the next few pages.

With Azure, we can have both deny and allow network security group (NSG) rules and the rules can
include the source ports. For a detailed description of Asuzre’s NSGs, see [16]. However, with Amazon’s
AWS security groups, we can only have allow rules, and can’t �lter (deny) on source ports, see [3]. For
this paper, but just for the moment, we will now focus on Azure. Just the incoming bandwidth would
otherwise easily over saturate the incoming Azure instance NIC speed, which is 10 Gb/sec. With the
Azure Accelerated Networking feature, the interface speed is limited to about 25 Gb/sec per virtual
instance. We could add multiple interfaces to the instance to increase bandwidth.

Let’s suppose we want to stop the DRDoS a�acks, which use the third-party services, with TCP
ports shown in �gure 4 and with UDP ports shown in �gure 3. Let’s assume that the Web server, that
we wish to protect, has an IP address of 11.0.0.1. Let’s assume that we wish to allow ICMP tra�c which
is going to the Web Server. Consider the corresponding �rewall �lter rule-set in �gure 6.

IP Destination Address Protocol Destination Ports Action
11.0.0.1 TCP 80,443 Allow
11.0.0.1 ICMP N/A Allow
11.0.0.1 Any Any Deny

Figure 6: Firewall Rule-set 1

One might think that the rule-set would stop all DRDoS tra�c to the Web server, however we’ll
show an issue with it. Let’s assume that the a�acker sends the following a�ack tra�c:

Type=TCP, source IP=victim server, source port=443, destination IP=3rd party server, desti-
nation port=DNS

�e 3rd party server would answer with a packet such as the following:

5
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Type=TCP, source IP=3rd party server, source port=DNS, destination IP=victim server, desti-
nation port=80,443

�e above a�ack tra�c would bypass our above �rewall rule-set. Assume that we wish to stop
TCP and UDP DRDoS a�acks which abuse the memcached services, which listen on port 11211. In
this case, we could �lter based on the TCP and UDP source port of 11211, using NSG stateless rules.
If a third party memcached server is used for the DRDoS a�ack, the source port would be 11211. �is
would completely defeat the DRDoS re�ective a�ack via the 3rd party memcached server. Note that
our proposed solution shown later will do for a large group of Web servers in an e�cient manner, and
we will �lter it at Azure’s IP neighbors before the tra�c is even received by Azure.

We will now generalize our strategy to stop other non-memcached DDRoS a�acks. We could use
the same strategy to stop third party DNS a�acks, by also �ltering on TCP and UDP source port 53.
We could use the same strategy to stop DRDoS a�acks for NTP, CharGEN, QOTD RIPv1, FTP, Telnet,
SMTP, etc., by �ltering on their TCP and UDP source ports. We are using the speci�c UDP �rewall rule,
so that we can get statistics on the number of UDP packets dropped. We are using a speci�c �rewall
drop all rule so that we can get statistics on those packets. Since theWeb server does not need to receive
any UDP tra�c, we’ll just use a rule to drop it all. Note that ICMP does not use source or destination
ports. �e NSG �rewall rule-set is shown in �gure 7.

IP Destination Address Protocol Source Ports Destination Ports Action
11.0.0.1 TCP 53,123,19,17,520,11211 80,443 Deny
11.0.0.1 TCP Any 80,443 Allow
11.0.0.1 ICMP N/A N/A Allow
11.0.0.1 UDP Any Any Deny
11.0.0.1 Any Any N/A Deny

Figure 7: Firewall Rule-set 2

We could use the same strategy to �lter a�acks from all well known source ports of 0-1023. We
could use the same strategy to �lter a�acks from all registered ports of 1024 - 49151, with the exception
of 1025 - 5000, which are the old Windows valid dynamic source IP addresses. Instead of stating which
are all the hundreds of ports which are disallowed, we’ll provide a range of which ports are allowed
and then deny the rest. Here are our proposed Azure NSG �lter stateless rules, which can �lter and
drop all of the malicious DRDoS tra�c which use the third-party services listed in �gure 3 and �gure
4. Note that Azure does not charge anything extra for this incoming DRDoS incoming �ltered tra�c,
which is �ltered via the Azure NSG feature [15]. We will not lose any valid tra�c since the valid Web
client source ports are found in that rule-set. �is more comprehensive �rewall rule-set is shown in
�gure 8

IP Destination Protocol Source Ports Destination Ports Description
11.0.0.1 TCP 1025 - 5000 80,443 Allow
11.0.0.1 TCP 9152 - 49151 80,443 Allow
11.0.0.1 ICMP N/A N/A Allow
11.0.0.1 UDP Any Any Deny
11.0.0.1 any Any Any Deny

Figure 8: Firewall Rule-set 3

�is will �lter out UDP and TCP DRDoS a�ack tra�c. Our proposed Azure NSG rules would �lter

6
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DRDoS TCP and UDP memcached and other server malicious tra�c, via simple stateless �ltering rules,
which execute very fast. On the other hand, �ltering with stateful �rewall rules can sometimes be
executed more slowly, since the state tracking table would need to be inspected for each packet.

So even if there was 1 Tb/sec of an incoming DRDoS volumetric a�ack tra�c, there would be no
additional charge for this bandwidth and the tra�c would not hit our virtual server instance. Again the
alternative is Microso�’s DDoS Protection Standard service, for $2,944 USD/month, which of course
has some additional features, and we have solved the problems in another way, which is much less
expensive.

Likewise, as previously shown for Memcache servers, our technique would �lter the following
server DRDoS tra�c: FTP, HTTP, IMP, IPP, NetBIOS, and all other protocols shown in the �gure 3
and �gure 4. Further, our solution would also �lter all DRDoS tra�c from servers who listen on any
standard TCP or UDP port, which are within the range 0 – 1024, 5001 - 9151, and 49152 - 65,535.

�is, in e�ect, mitigates any and all DRDoS a�acks where the third-party server is con�gured to
listen on any of these given ports. With this solution, the DRDoS would be �ltered by the NSG using
stateless �rewall rules. �erefore, the Web server would not need to process any of the a�ack tra�c,
which would otherwise easily overwhelm the server. So far, with our proposed method, it would be
Microso�’s Azure which both receives the malicious tra�c and �lters the malicious tra�c. We will
now greatly improve upon our �rewall rule-set design. We propose that Microso� does not receive
the malicious tra�c to begin with. We propose that Microso� requests their IP neighbors to �lter this
tra�c instead of sending the malicious tra�c to Microso�. �ere are various approaches which can be
used by Microso� to inform their IP neighbors as to what should be �ltered.

One approach is that Microso� and its Internet IP neighbors implement the BGP4 Flow-Spec pro-
tocol. BGP4 Flow-Spec would allow Microso� to signal its IP neighbors to perform the �ltering. �e
other approach is to use scripts to create the �rewall rule-sets. For example, Microso� could create
scripts for the popular network router products used by their IP neighbors.

One problem with our rule-set in �gure 8, is we would need a di�erent rule-set for each of Mi-
croso�’s customers. For example, if Microso�’s 2nd customer had the IP address 13.0.0.3, the �rewall
would need to be updated to accommodate to re�ect that, as shown in �gure 9.

IP Destination Protocol Source Ports Destination Ports Description
11.0.0.1 TCP 1025 - 5000 80,443 Allow
11.0.0.1 TCP 9152 - 49151 80,443 Allow
11.0.0.1 ICMP N/A N/A Allow
11.0.0.1 UDP Any Any Deny
11.0.0.1 any Any Any Deny

13.0.0.3 TCP 1025 - 5000 80,443 Allow
13.0.0.3 TCP 9152 - 49151 80,443 Allow
13.0.0.3 ICMP N/A N/A Allow
13.0.0.3 UDP Any Any Deny
13.0.0.3 any Any Any Deny

Figure 9: Firewall Rule-set 4

If there was one Microso� customer who desired this feature, �ve rules would be required. If there
were two Microso� customers who desire this feature, ten rules would be required. If there were 10,000
Microso� customers who desire this feature, 50,000 rules would be required, which is much larger than

7
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BGP4 Flow-Spec supports. For example, Cisco only supports 3,000 �lter rules to be con�gured with
their BGP4 Flow-Spec rule-sets.

We are now ready to explain our main contribution in this article. Our proposed solution would
operate as follows: Microso� would reserve a single class B block of IP addresses, which could be used
by allWeb server customers, whowish to be protected from these DRDoS a�acks. In advance, Microso�
would ask its IP neighbors to �lter DRDoS tra�c to this block of IP addresses. By IP neighbors, wemean
the service providers that have a direct Internet connection to Microso�. For example, let’s assume the
class B block of IP addresses is 100.0.0.0/16. �e rule-set in �gure 10 that Microso� would ask its IP
neighbors to execute:

IP Destination Protocol Source Ports Dest. Ports Description
100.0.0.0/16 TCP 1025 - 5000 80,443 Allow
100.0.0.0/16 TCP 9152 - 49151 80,443 Allow
100.0.0.0/16 ICMP N/A N/A Allow
100.0.0.0/16 UDP Any Any Deny
100.0.0.0/16 Any Any Any Deny

Figure 10: Firewall Rule-set 5

With the class B IP address block, Microso� could support 65,534 customers with the above �ve
�lter rules. WhenMicroso�’s customers provision an instance, for example aWeb server, the customers
would have one additional con�guration option. �is option would allow the customers to opt in to
our proposed Web server DDoS protection service. If the customer opted in, they would be allocated
an IP address, from this reserved class B IP address block. �is way, as new customers opt in, Microso�
does not require its IP neighbors to make any additional �rewall rule-set changes, to protect the new
customers, I.E., those customers provisioned with an IP address, from the class B block, a�erMicroso�’s
IP neighbors have implemented the requested rule-sets. �e above can be implemented via BGP4 Flow-
Spec, which allows Microso�’s IP neighbors to send monitoring data to Microso�, for example how
many packets were �ltered.

However, perhaps not all of Microso�’s neighbors support BGP4 Flow-Spec. Or perhapsMicroso�’s
neighbors don’t want to implement this with BGP4 Flow-Spec. In this case another approach would
be required. One such alternative if for Microso� and its IP neighbors to use some type of network
scripting approach, which is o�en used as an alternative to BGP4 Flow-Spec.

Note that Microso� and other public cloud providers o�er content delivery networks (CDN), which
provide numerous CDN hosts throughout the world. �ey are used to, for example, cache web pages
closer to end users. To achieve this, IP anycast is used, which redirects users to the closest CDN edge
location. �erefore, Microso� would need to ask their neighbors, at each CDN edge location to perform
the �ltering rule-sets proposed.

�e �ltering would prevent management of the servers via direct connections, for example SSH or
RDP. One way to support management, would be to update the rule-set, as shown in �gure 11.

An alternative would be to allow management of the Web server, via the use a bastion host. �e
above places the burden of �ltering on Microso�’s IP neighbors. However, via recursion, Microso�’s
IP neighbors could ask their IP neighbors to perform the �ltering. And so on, and so forth, the tra�c
�ltering could be moved closer to the 3rd party server, which is re�ecting the malicious tra�c.

For example, Microso�’s neighbors could also send the BGP4 Flow-Spec messages to their neigh-
bors, etc., to have the �ltering performed before they receive the malicious tra�c. We could even have
ISPs, who service normal end users implement the �lter rules, even if their upstream neighbors don’t.
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IP Destination Protocol Source Ports Destination Ports Action
100.0.0.0/16 TCP 1025 - 5000 80,443,22,3389 Allow
100.0.0.0/16 TCP 49152 - 65535 80,443,22,3389 Allow
100.0.0.0/16 UDP 1025 - 5000 3389 Allow
100.0.0.0/16 UDP 49152 - 65535 3389 Allow
100.0.0.0/16 ICMP N/A N/A Allow
100.0.0.0/16 Any Any Any Deny

Figure 11: Firewall Rule-set 6

�is could be done via loading �lter rules from static �les, with scripts created by Azure and other
public cloud vendors.

If the Microso� customer wishes to opt-out, they could then be assigned a new IP address, outside
of the �lter range, which is outside the class block B IP address set.

Even though Amazon AWS does not support �ltering via source ports, BGP4 Flow-Spec does, so
AWS could push Flow-Spec �ltering rules to it’s neighbors, just like we’ve illustrated via Microso�’s
Azure. Or AWS could use scripting with their IP neighbors. �is would give AWS a similar feature
which it currently lacks. �is brings us new opportunities in e�ciency.

5 Conclusion

DRDoS a�acks are common and powerful. DRDoS high bandwidth a�acks are not able to be defeated,
at the on premises location. Defenses are o�en expensive costing $3,000 USD/month plus tra�c costs.
We have shown a defense in depth strategy, whereby the DRDoS re�ective a�ack tra�c can eliminated,
without any additional costs, over the basic virtual instance costs. Our solution speci�cally prevents
DRDoS a�acks from servers which listen on ports 1 - 1024 and 5001 - 49151, which is by far most of
the ports used in DRDoS a�acks.

We have even found a way that the public cloud provider can have their IP neighbors perform the
malicious tra�c �ltering. �is way, the malicious tra�c does not reach the public cloud providers, in
the �rst place. A�ackers will quickly realize that their DRDoS a�acks are not successful, and they will
normally stop these a�acks.

A�ackers will soon realize that to perform a DDoS against the cloud Web servers will require them
to perform direct a�acks, instead of indirect DRDoS a�acks. A�ackers will then trying sending tra�c
directly, but spoo�ng their source IP address. However about 70% of the ISPs prevent their clients from
spoo�ng their IP addresses. For the botnets that use the this 70%, their clients will need to send tra�c
without spoo�ng, which will expose their IP address to the a�acked servers. �is makes it easier to add
the malicious botnet clients, via their exposed IP addresses, to lists of malicious tra�c to be �ltered.
�is makes it much easier for anti-malware to remove the malware from these botnet clients and easier
to setup �lters to �lter tra�c from these systems. In summary, when the a�ackers realize we have such
a strong defense, they will most likely move on to a�acking some other so�er targets.

Our study was to mainly to protect Web servers. However, our proposed solution also solves the
problem when you wish to protect a server which is running other UDP or TCP services. Our case
study example was with the Microso� Azure cloud, but applies to all public cloud providers.
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