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Abstract

Mixed-signal neuromorphic processors have brain-like organization and device physics
optimized for emulation of spiking neural networks (SNNs), and offer an energy-efficient
alternative for implementing artificial intelligence in applications where deep learning
based on conventional digital computing is unfeasible or unsustainable. However, ef-
ficient use of such hardware requires appropriate configuration of its inhomogeneous,
analog neurosynaptic circuits, with methods for sparse, spike-timing-based information
encoding and processing. Furthermore, as neuromorphic processors are event-driven and
asynchronous with massively parallel dynamic processing and colocated memory, they
differ fundamentally from conventional von Neumann computers. Therefore, there is a
need to investigate programming approaches and learning mechanisms for efficient use
of neuromorphic processors, as well as abstractions required for large-scale integration of
such devices into the present computational infrastructure of distributed digital systems.
In this thesis, a disynaptic excitatory–inhibitory (E–I) element for resource-efficient gen-
eration of synaptic delay dynamics for spike-timing-based computation in neuromorphic
hardware is proposed. Chip-in-the-loop experiments with a DYNAP-SE neuromorphic
processor and SNN simulations are presented, demonstrating how such E–I elements
leverage hardware inhomogeneity for representational variance and feature tuning for
time-dependent pattern recognition. Using the E–I elements, spatiotemporal receptive
fields with up to five dimensions per hardware neuron were characterized, for instance
in a modified Spatiotemporal Correlator (STC) network and in an insect-inspired SNN.
The energy dissipation of the proposed E–I element is one order of magnitude lower per
lateral connection (0.65 vs. 9.6 nJ per spike) than the original delay-based hardware im-
plementation of the STC. Thus, it is shown how the analog synaptic circuits could be
used for efficient implementation of STC network layers, in a way that enables digital
synapse-address reprogramming as an observable and reproducible mechanism for feature
tuning in SNN layers. This approach may serve as a complement to more accurate but
resource-intensive delay-based SNNs, as it offers a digital network-state representation
and adaptation concept that can fully benefit from the inhomogeneous neurosynaptic
dynamics in the inference stage. Furthermore, a microservice-based conceptual frame-
work for neuromorphic systems integration is proposed. The framework consists of a
neuromorphic-system proxy that provides virtualization and communication capabilities
required in distributed settings, combined with a declarative programming approach of-
fering engineering-process abstraction. By combining several well-established concepts
from different domains of computer science, this work addresses the gap between the
state of the art in digitization and neuromorphic computing software development.
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Chapter 1

Introduction

1.1 Background

The world is becoming increasingly populated with connected devices in the so-called
Internet of things (IoT), and the total amount of data generated in the world is growing
exponentially [1]. It has been estimated that the number of devices connected to the
Internet will be more than three times that of the global human population by 2023,
and that about half of the connections will be from machine to machine [2]. This trend
of increasingly pervasive information and communications technology (ICT) is, however,
restricted by the energy requirement and latency that is imposed by communicating in-
formation for centralized processing in data centers [3], especially when done wirelessly.
Furthermore, such communication and processing can expose sensitive data to poten-
tially insecure networks and undesired storage, and may therefore not be commensurate
with present privacy requirements. Such limitations to centralized processing drive the
development of edge computing [4], in which information processing is moved closer to
the sensors by which the data are generated. The development of edge computing calls
for more energy-efficient computational technology, not least for applications of artificial
intelligence (AI) [5, 6], such as learning, pattern recognition, and prediction.

There are many potential applications for edge AI, as the need for automation in a
variety of current engineering problems is increasing. Systems such as the IoT, new gen-
erations of telecommunications networks (5G and 6G), increasingly digitized industrial
systems, and large urban automation systems are rapidly growing in size and complexity,
such that their operation and maintenance is exceeding the capacity of manual attention
by engineers. These developments pose an increasing demand for widespread monitor-
ing and continuous optimization by technological means. Therefore, efficient machines
capable of autonomous learning and inference are increasingly needed in a wide range
of applications, such as live video analytics [7], cognitive assistance [8], precision agri-
culture, “smart homes” [9], and “smart industry” [10]. One application area of edge
AI is resource-constrained wireless sensor systems for monitoring within domains such
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4 Introduction

as military, health, natural environments, flora and fauna, industry, and urban environ-
ments and infrastructure [11]. For instance, previous research has shown that machine
learning methods for industrial monitoring can outperform conventional approaches to
fault detection in wind-turbine components by vibration-data analysis [12]. However, the
application of such methods using conventional digital computers requires more energy
by several orders of magnitude than what is available to, for instance, wireless sensors in
rotating environments by harvesting technologies, which is in the order of 1 mW [13,14].
Furthermore, the amount of energy available to other forms of IoT nodes at the edge may
be sub-mW or even sub-µW [15]. Hence, edge-AI applications are greatly constrained
by limitations on energy and size, why a significant increase in the energy efficiency of
computational technology is required for the implementation of edge AI applications,
such as in wireless sensor systems.

The processing requirements of edge AI, with its strict constraints on power and size,
may not necessarily be met solely by further performance improvements of conventional
von Neumann computers through scaling and increased parallelism [16]. As the feature
sizes of transistors are approaching the size of single atoms, while fabrication costs con-
tinue to rise, the classical sources of performance improvements of digital computers are
expected to end around the year 2025 [17]—thus ending their biannual performance-
doubling of the last 50 years described by “Moore’s law”. Furthermore, the separation
of memory and processing in the von Neumann architecture inherently makes processing
speed limited by the data-transmission rate between the memory and processing units,
thereby giving rise to the “von Neumann bottleneck” [18]. This arguably makes von
Neumann computers non-ideal for information processing inspired by the brain, which,
in stark contrast, has colocalized memory and processing [19]. Indeed, AI based on deep
learning and conventional computing is facing technological impasses, and also economic
and social ones [20–22]. Rather, more fundamental changes to technology for memory
and processing may be needed to bring AI to the edge, as well as to accelerate AI com-
putation after the end of Moore’s law [17,23–25].

One possible source for computational performance improvements after the end of
Moore’s law is the exploration of alternative, unconventional computational paradigms
[26]. For instance, a larger range of physical phenomena may be utilized than in the case
of digital computation, such as diffusion currents or optical, spintronic, and microme-
chanical effects. In this context, conventional digital computation is rather narrowly
limited to usage of the bistability of electronic circuits. One well-known example of
an alternative computational paradigm is that of quantum computing, which utilizes the
physical phenomenon of quantum-state indeterminacy for accelerating a specific subset of
tasks for classical digital computation. Another example, with potential for more general
applicability, is “brain-like” neuromorphic computing [27–31]. Neuromorphic comput-
ing deals with compact and low-power sensory–processing hardware systems that rely on
brain-inspired principles of memory–processing organization, information representation,
and, in several instances, even device physics. Thus, use of neuromorphic systems of-
fers a possible approach to addressing the problem of integrating advanced methods for
machine learning and inference in resource-constrained devices.
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Neuromorphic processors are specialized for the implementation of dynamic spiking
neural networks (SNNs) [32], and are based on brain-inspired principles of memory–
processing organization [19]. Thus, neuromorphic processors constitute event-driven
and asynchronous systems with massively parallel dynamic processing and colocated
memory—fundamentally different from conventional von Neumann computers—and have
potential for highly energy and resource efficient implementations of brain-like computa-
tion [33]. Furthermore, mixed-signal neuromorphic processors use conventional comple-
mentary metal–oxide–semiconductor (CMOS) circuitry for real-time subthreshold emu-
lation of the electrochemical dynamics of neurons and synapses [34], which makes them
even more energy-efficient [29] than fully digital neuromorphic systems. However, the
energy-efficiency of neuromorphic systems is dependent on appropriate usage of the ex-
plicit representations of space and time in the hardware substrates [35], with methods
for time-based information encoding and processing [33], to achieve spatiotemporally
sparse computation. Figure 1.1 in Section 1.3 illustrates a basic example of time-based
neuromorphic computation in a small SNN for temporal feature detection. Moreover,
mixed-signal neuromorphic systems are affected by substantial sensitivity to intrinsic
transistor device-to-device variability [36, 37]—“device mismatch”—which needs to be
mitigated or utilized for implementations to be both precise and efficient.

Another challenge facing the adoption of neuromorphic technology is that of inte-
grating emerging, increasingly heterogeneous hardware systems, such as neuromorphic
processors and quantum computers, into a common computational environment [38]. As
discussed above, such hardware systems are likely to be increasingly included in compu-
tational ecosystems to facilitate or accelerate particular types of computation. Funda-
mental trends in computer-architecture development indicate that nearly all aspects of
future high-performance computing architectures will have substantially higher numbers
of diverse and unconventional components than past architectures, leading towards a pe-
riod of “extreme heterogeneity” [17, 38, 39]. Consequently, neuromorphic processors are,
in many future use-cases, likely to be part of a broader, heterogeneous computational
environment, rather than to be operated in isolation. Thus, there is a need for program-
ming models and abstractions, as well as interparadigmatic data and communication
models, that enable interoperability and efficient integration of neuromorphic hardware
in large-scale systems of systems and multi-agent systems.

1.1.1 Distributed Systems

The present computational landscape is in large and increasing part made up of dis-
tributed systems [40, 41]: collections of autonomous computing elements that appear as
single, coherent systems to their users. Distributed systems generally consist of different,
geographically separate networked computers that communicate by passing messages be-
tween one another, examples of which include service-oriented architecture (SOA)-based
systems, peer-to-peer systems, and massively multiplayer online games. The combina-
tion of independent but coherent collective behavior of distributed systems is achieved
by using middleware: a software layer consisting of application-independent protocols for
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communication, transactions, service composition, and reliability that is placed between
operating systems and distributed applications. The following are some of the major
design goals for distributed systems [40]:

Resource sharing: Ease of access and sharing of remote resources, such as peripherals,
storage facilities, data, files, services, and networks

Distribution transparency: Hiding the intricacies of distribution of processes, data,
and control, related to, for instance, access, location, and relocation of objects in
the system

Openness: Openness and compatibility with other systems, concerning properties such
as interoperability, composability, and extensibility

Scalability: System scalability along dimensions such as size, geography, and adminis-
tration

Furthermore, these systems typically include mechanisms for robustness, such as “failover”—
that is, switching to redundant computational resources upon failure—and other security
mechanisms. These aforementioned properties will likely need to be increasingly consid-
ered within the design of neuromorphic systems and applications if such technology is to
be successfully adopted and integrated on a large scale into the present computational
environment.

1.2 Problem Formulation

This thesis addresses the need for more energy-efficient methods for spatiotemporal pat-
tern recognition in resource-constrained settings [5, 6], such as in wireless sensing for
monitoring applications [11], by investigating the use of low-power mixed-signal neuro-
morphic processors. More specifically, the thesis addresses the need for event-driven,
spike-timing-based neurocomputational methods [35,42–44] feasible for resource-efficient
implementation in such low-power, albeit inhomogeneous and inflexible hardware. The
work presented in this thesis takes the approach of utilizing device mismatch as a resource
for neuronal and synaptic (neurosynaptic) variance, thus embracing the stochastic infor-
mation processing characteristics of the mixed-signal circuits to gain understanding about
how these properties can be used to realize the hardware’s full potential for energy and re-
source efficiency. Furthermore, this thesis addresses the knowledge gap related to interop-
erability between neuromorphic and conventional distributed computing systems, which
requires an integration architecture and associated means for implementation, validation,
and verification. An associated challenge is the difference in concepts, terminology, and
viewpoints between the neuromorphic and conventional computing communities, which
the work presented in this thesis addresses in part.
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1.2.1 Research Questions

The work presented in this thesis addresses the following research questions (RQs):

RQ1: How can the dynamic and inhomogeneous computational elements of mixed-signal
neuromorphic processors be used for spatiotemporal pattern recognition in an energy
and resource efficient manner?

RQ2: How can RQ1 be addressed in a way that simultaneously allows observable and
reproducible configuration of analog-based neuromorphic systems by discrete, con-
ventional programming?

RQ3: What knowledge gaps need to be addressed to enhance the interoperability of neuro-
morphic systems within the current paradigm of distributed computational systems
and associated engineering processes?

1.3 Research Methodology

In this section, an overview of the research methodology used to address the research
questions of this thesis is presented. A more detailed description of the materials and
methods used to conduct the research is provided in Chapter 4.

The research presented in this thesis began with an initial formulation of RQ1, fol-
lowed by a literature study of methods for spatiotemporal pattern recognition (see Sec-
tion 3.3.2) compatible with general-purpose mixed-signal neuromorphic processors and
elementary biological neural mechanisms (see Section 4.2) that could provide inspiration
for efficient pattern recognition using such hardware. This literature study informed
the design of an insect-inspired neurocomputational element—the disynaptic excitatory–
inhibitory (E–I) element—for spike-timing-based encoding on neuromorphic hardware.
For Paper A, a hardware implementation of the E–I element was investigated by im-
plementing an adapted version of the auditory feature detection circuit of crickets from
which the element was inspired, see Figure 1.1, as well as a preliminary investigation
of a more general pattern recognition task using the E–I element. For Paper B, usage of
the E–I element for pattern recognition on a single-neuron level was further investigated.
The E–I element was subsequently used in Paper C to implement an SNN architecture,
which was identified in the literature by its layer-like structure and potential for stacking
in future investigations of spatiotemporal deep learning architectures. This investigation
led to the formulation of RQ2, which was addressed in parallel with RQ1 in Paper C.
After investigating the mixed-signal hardware and developing the disynaptic neurocom-
putational concept in Papers A–C, a hardware simulator was used to simplify scaling up
the experiments and to improve control over the design parameters in a comparison with
an alternative state-of-the-art neurocomputational element. The simulator was used on a
desktop computer to address a keyword spotting task with comparative SNN simulations
presented in Paper D. The work addressing RQ1 and RQ2 thus belong to the category
of experimental computer science and engineering, which deals with “the building of, or
the experimentation with or on, nontrivial hardware or software systems” [45].
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Excitatory 
synapse

Input neuron

Feature selective
output neuron

Inhibitory 
synapse

Disynaptic
E-I element

(a) (b)

Figure 1.1: Adapted version of a spiking neural network for auditory temporal
feature detection in crickets, implemented on mixed-signal neuromorphic hard-
ware. Figure adapted from Paper A. The adaptation of the cricket network uses a disynaptic
excitatory–inhibitory (E–I) element, which is an innovation presented in this thesis that makes
use of synaptic dynamics for resource-efficient pattern recognition in both spatial and temporal
domains. (a) Network architecture, consisting of four neurons. Upon stimulation by a pulse
of input spikes—generated by auditory sensory neurons in the case of the cricket—the E–I
element generates a delayed excitation of an intermediary neuron. This primes the network
to selectively respond to a second input pulse after a duration that matches the E–I synaptic
delay. (b) Membrane potentials of analog neuron circuits in a neuromorphic hardware system.
(Left) A single input spike-pulse does not elicit a spiking response in the feature selective out-
put neuron. (Right) Two input pulses with a temporal interval matching the delay effect of
the E–I element elicit a selective, spiking response in the output neuron, thus indicating feature
detection.

In light of the question of observability and programmability of neuromorphic sys-
tems raised by the aforementioned work and captured in RQ2, RQ3 was formulated by
considering neuromorphic technology in the broader context of industrial cyber-physical
systems (CPSs) [46] and IoT automation [47], which are topics of extensive research in
the group within which the research presented in this thesis has been carried out [48].
In Paper E, RQ3 was addressed by surveying the literature on neuromorphic computing
with a focus on interoperability for large-scale integration into the present computa-
tional environment. In an interdisciplinary collaboration with colleagues specializing in
distributed computing, industrial CPS, and IoT automation, the surveyed literature was
analyzed, and a conceptual framework for neuromorphic systems integration was synthe-
sized based on established computer-scientific concepts. Possible research directions for



1.3. Research Methodology 9

Paper A Paper B Paper C Paper D

Paper E

Hardware experiments Simulations

Survey, interdisciplinary 
analysis and synthesis

RQ1 RQ1 + RQ2

RQ3

Time

Figure 1.2: Relations between research questions, research activities, and appended
papers.

the realization of such a framework were also identified.
In summary, the work presented in this thesis consist of the following practical re-

search activities.

1. Hardware experiments: Hardware-in-the-loop experiments of spatiotemporal
pattern recognition mechanisms on a DYNAP-SE mixed signal neuromorphic pro-
cessor (Papers A–C).

2. Simulations: SNN simulations on a desktop computer for a comparison of two
different neurocomputational elements for a keyword spotting task (Paper D). The
simulations include modeling of inhomogeneity effects of mixed-signal neuromorphic
hardware.

3. Literature survey, analysis, and synthesis: Interdisciplinary collaborative
work on the interoperability of neuromorphic systems, involving a literature sur-
vey, analysis, and synthesis of a conceptual framework for neuromorphic systems
integration (Paper E).

These activities and their relations to the research questions are illustrated in Figure 1.2,
in terms of the appended papers in chronological order.

An important aspect of the research methodology for this thesis has been participation
in the CapoCaccia Workshop Toward Neuromorphic Intelligence. This event in Europe,
and the similar Telluride Neuromorphic Cognition Engineering Workshop in the US,
bring together experts and students of neuromorphic computing and related fields for
two and three weeks, respectively, consisting of lectures, discussions, and practical project
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work. Thus, these events provide platforms for learning directly from experts and for
collaboration, inspiration, and development of ideas. Participation at the CapoCaccia
workshop has, for instance, been useful for me to gain insights and detailed information
regarding the use of the DYNAP-SE neuromorphic processor. The software framework
for interfacing with the DYNAP-SE has been in a development stage during the work
with this thesis, why use of the DYNAP-SE has constituted an engineering challenge in
addition to the purely scientific aspects of the thesis work. It may be worth pointing out
that, due to the effects of the COVID-19 pandemic, I have not been able to participate
physically in international conferences and workshops other than CapoCaccia, and virtual
substitutes arguably do not provide complete replacements for such events.

1.4 Scope

Following the maxim “listen to the silicon” of Carver Mead [49], one of the pioneers of
neuromorphic engineering, the research presented in this thesis was conducted with a
bottom-up approach to the use of mixed-signal neuromorphic processors. This approach
was motivated by the goal of developing information processing methods in parallel with
gaining knowledge and understanding about the unconventional computational substrate.
Therefore, the conducted hardware experiments (Papers A–C) consisted of implementa-
tions of large numbers of small neural systems, ranging from one to a few neurons, with
a focus on studying and using the variability of neurosynaptic properties of the mixed-
signal circuits due to device mismatch. Based on knowledge and concepts developed
with guidance from the hardware experiments, larger SNNs were subsequently investi-
gated in simulations of the mixed-signal circuits (Paper D), allowing more flexibility in
the implementations. These works are limited from the use of synaptic plasticity, as they
are based on use of the DYNAP-SE neuromorphic processor, which does not implement
on-chip long-term plasticity. Furthermore, as the work for this thesis is motivated by the
potential benefits of mixed-signal neuromorphic processors, it is also limited in its scope
to neural processing methods that are feasible for implementation on such hardware, in
contrast to methods that may be enabled by more flexible digital systems or simulations
on conventional computers. The work on concepts and research directions for neuro-
morphic systems interoperability (Paper E) is limited to a survey and analysis of the
literature and a synthesis of a conceptual integration framework, which were conducted
in an interdisciplinary collaboration on a relatively high level of abstraction. Thus, no
working implementations or use-cases are presented in Paper E.

1.5 Outline

This is a compilation thesis, the scientific contributions of which are presented as an
appended collection of scientific papers and manuscripts. The thesis consists of the
following parts:
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Part I – Comprehensive Summary: A summary of the original research of this the-
sis in the context of the related background knowledge and current state of research.
This part consists of the following remaining chapters:

Ch. 2 – Neural Networks: An introduction to the information processing of the
brain, and to artificial neural networks (ANNs) and spiking neural networks
(SNNs). This chapter discusses the limitations of current ANN-based AI tech-
nology and contrasts it with SNNs, which model additional aspects of brain
function, including the electrochemical dynamics of neurons and synapses and
asynchronous interneuronal communication with neural impulses (“spikes”).

Ch. 3 – Neuromorphic Systems: An outline of the key properties and oper-
ational principles of brain-inspired “neuromorphic” processing and sensing
systems, which are designed to efficiently emulate or simulate neurosynaptic
dynamics and spike-based communication.

Ch. 4 – Materials and Methods: A description of the DYNAP-SE neuromor-
phic processor, as well as experimental methods used and natural neurosynap-
tic mechanisms considered in the research presented in this thesis.

Ch. 5 – Contributions: A summary of the research contributions of this thesis
in terms of the appended papers and other artifacts, as well as the personal
contributions of the thesis author to these works.

Ch. 6 – Discussion: A discussion of the contributions of the presented work to
the research questions, its challenges and need for future work, and related
ethical considerations.

Part II – Collection of Papers: The scientific papers that constitute the research on
which this thesis is based. The papers are either published, accepted, submitted, or
to be submitted for publication in peer-reviewed scientific journals or conferences.

Paper A: “Synaptic Delays for Insect-Inspired Temporal Feature Detection in Dy-
namic Neuromorphic Processors”

Paper B: “Synaptic Integration of Spatiotemporal Features with a Dynamic Neu-
romorphic Processor”

Paper C: “Spatiotemporal Pattern Recognition in Single Mixed-Signal VLSI Neu-
rons with Heterogeneous Dynamic Synapses”

Paper D: “A Comparison of Temporal Encoders for Neuromorphic Keyword Spot-
ting with Few Neurons”

Paper E: “Integration of Neuromorphic AI in Event-Driven Distributed Digitized
Systems: Concepts and Research Directions”



12 Introduction



Chapter 2

Neural Networks

2.1 Natural and Artificial Neural Networks

The recent successful developments within AI are especially driven by the field of deep
learning [50–52]. Deep learning is a subfield of machine learning in which deeply nested
mathematical functions—often artificial neural networks (ANNs), see Figure 2.1a—are
used for the learning of functionally and statistically meaningful relations and repre-
sentations, “features”, of information from unprocessed data, rather than using explicit
programming. Through deep learning, advances in algorithms, computational power, and
big data have enabled breakthroughs in the computational processing of images, video,
audio, speech, and text. During the last decades, applications of deep learning have de-
veloped from fairly simple ones, such as handwritten-digit recognition [53], to extremely
complex ones, such as nuclear fusion reactor control [54], while the numbers of layers in
the networks have grown from a few to as much as a thousand [55]. However, despite
the success of deep learning algorithms, digital computers are still outperformed by the
brains and nervous systems found in nature in a wide range of tasks related to perception,
interaction, and learning in complex and dynamically changing environments—especially
with regard to energy and resource efficiency. For instance, a honeybee foraging for nec-
tar exhibits substantial intelligence in performing tasks such as real-time navigation and
complex pattern recognition in changing environments [56]—all done with a brain that
consists of 106 neurons [57] and is fueled with about 10 µW. The human brain, in turn,
consists of 1011 neurons [58] and uses about 20 W—similar to a traditional incandescent
light bulb—while a digital simulation of an ANN of approximately the same size [59]
requires 7.9 MW [22].

The way in which intelligent behavior arises in nature, and does so using so little re-
sources, is not yet fully understood. However, substantial progress has been made within
neuroscience towards describing the constituent parts, connective structures, and infor-
mation processes that make up the brain—all of which differ substantially from current
computational technology. In the human brain, information processing is distributed
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Figure 2.1: Artificial vs. natural neural systems. (a) A simple multilayered feed-forward
artificial neural network (ANN). Each circle represents an artificial neuron and each arrow
a weighted one-way neuronal connection. Each neuron performs a linear transformation of
its inputs and applies a nonlinear “activation” function to the resulting term, which is then
propagated forward in the network. (b) Illustration of a natural neuron. ANNs evolve through
synchronous sequences of static, spatial representations, while, in nature, neurons are inherently
dynamic elements that asynchronously process spatiotemporal spike patterns, which originate
in the sensory organs in response to environmental changes in a reactive, event-driven manner.

across almost 100 billion neurons, or “nerve cells”, see Figure 2.1b. Each neuron is, on
average, connected to thousands of others, and receives interneuronal signals—action
potentials, also known as “nerve impulses” or voltage “spikes”—through specialized,
changeable connective junctions called synapses. The signals are collected and trans-
formed through tree-like extensions of the neurons called dendrites and integrated in the
neuronal cell body—the soma. The resulting output is then projected to other neurons
via a nerve fiber—the axon—of the neuron. Furthermore, mechanisms of neural plas-
ticity allow brains to learn during fractions of a second, as well as to retain memories
for the lifetime of an organism. In this manner, both information processing, through
spatiotemporal transformations and integration at the dendritic, synaptic, somatic, and
axonal levels, as well as memory, through the adaptive synaptic connections, are dis-
tributed and colocalized in a massively parallel manner in the brain.

Artificial neural networks (ANNs) are computational systems inspired by the networks
of neurons that constitute brains and nervous systems. An ANN consists of a collection
of connected artificial neurons—often called “nodes” or “units”, see Figure 2.1a—which
are highly simplified abstractions of natural neurons. The neurons transmit signals in the
form of single real numbers, which are representative of firing-rates in natural neurons, to
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each other through their connections. The output of each neuron is typically computed
by a weighted summation of its inputs and a bias term, followed by the application of
some nonlinear “activation” function.

2.1.1 Neuroplasticity and Learning

The ability of the brain to change the structure and functional properties of its neural
networks is referred to as neuroplasticity, which includes several mechanisms that un-
derlie the brain’s ability to learn and adapt to its environment. Neuroplasticity can be
categorized into the following four types [19]:

Short-term synaptic plasticity: Facilitation or depression of synaptic strengths,
typically in the range of fractions to hundreds of milliseconds [60]. This mechanism
has a demonstrated importance in neural computation, for instance for regulating
neuronal sensitivity to input signals.

Long-term synaptic plasticity: Activity-dependent changes to synaptic strengths
that last from hours to weeks [61]. One popular class of models inspired by long-
term plasticity phenomena is spike-timing-dependent plasticity (STDP), which is
based on presynaptic and postsynaptic spike-timing relations ranging from tens to
hundreds of milliseconds. In more elaborate version of STDP, other factors are also
effective, such as spike-triplet timing, neuronal firing rate, neuronal analog state,
or current synaptic strength.

Homeostatic plasticity: Self-stabilizing mechanisms that keep neuronal activity within
proper operating bounds, typically operating on relatively long time scales that
range from hundreds of milliseconds to hours [62]. These mechanisms serve to
adapt and regulate activity, stability, and information processing capacity on a
network level.

Structural plasticity: Physical changes in brain structure, ranging from minutes to
days or more [63]. These mechanisms are important for formation and mainte-
nance of long-term memories, for instance in adaptation to new environments and
behaviors, as well as for brain development and recovery from injuries.

In technological neural networks, the strengths of connections between single neurons
are often referred to as weights, and are parameters subject to change for task-specific
optimization of a network. In this context, what is referred to as learning is primarily
the process of adapting the weight parameters, and the procedure by which this is done
is called a learning rule. Learning is, here, meant in a broad sense, including synap-
tic changes during the development of the brain or neural network, as well as specific
changes made for memorizing a specific stimulus pattern or motor task. In machine
learning, supervised learning refers to the class of methods that are based on using ex-
amples of labeled input–output data combinations, while unsupervised learning is based
on unlabeled data.
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2.1.2 Deep Learning with Artificial Neural Networks

In the deep ANNs used in deep learning, the neurons of a given layer use the repre-
sentations of the neurons of previous layers to create increasingly complex and useful
representations. Expressed mathematically, this means, for example, that, in a network
with three layers, which respectively constitute the functions f (1), f (2), and f (3), the
network as a whole forms the function

f(x) = f (3)(f (2)(f (1)(x))). (2.1)

Typically, the function of a layer, l, in a simple feed-forward ANN can be described as

f (l) = g(WTx+ b), (2.2)

where W and b respectively contain the weights and biases of a linear transformation
of the input, x, and where g is a nonlinear activation function [64]. For example, in
image processing with deep ANNs, the input to a network consists of an array of raw
pixel values, and the features in the first layer of representation typically represent the
presence or absence of edges in particular orientations and locations in the image. The
second layer typically composes and encodes motifs consisting of particular arrangements
of edges, and, in the third layer, such motifs may be assembled into combinations that
correspond to parts of familiar objects. In subsequent layers, then, objects consisting of
such parts may be represented and recognized. The basis of the main method for training
deep ANNs—stochastic gradient descent—consists of iteratively presenting the network
with some randomized, representative subset of data samples, observing the error in the
subsequent network output, and updating the connection weights to minimize the error.
This is done by what is called back-propagation of errors [65], in which the chain rule of
calculus is used to calculate the degree to which each neuronal output contributes to the
error.

Deep learning systems, while highly successful, require massive amounts of both data
and computational resources for their training. For instance, in 2019, it was estimated
that the training of a single deep learning model for natural language processing could
generate more than 280,000 kg of CO2 emissions—which was contrasted to the annual
16,400 kg of the average American life and the 57,000 kg of the average lifetime of a
car, including fuel [66]. In the same article, a case study demonstrated the training of
an average-sized deep learning model to require 27 years worth of computer-processing
time in total. As progress in deep learning has been so strongly dependent on increases
in computational resources, further developments of the same character may well be
unsustainable—both environmentally and economically, but also purely technically [20,
21]. The inherently large data and computation requirements of deep learning stem from
the fact that the models used contain very large numbers of parameters—up to billions—
and that these are optimized by explicit calculation of the error gradient of the model with
respect to each parameter. Therefore, more efficient learning rules that do not require
backpropagation of information is a subject of ongoing research [67–69]. Furthermore,
it is argued that the current computational technologies on which deep learning relies—
based on the classical von Neumann computer architecture—are fundamentally different
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from, and therefore inefficient for, the distributed and colocalized nature of memory and
processing in neural networks [19,22]. Moreover, since, in ANNs, the function of neurons
is abstracted to the level of quasi-stationary, synchronous firing-rates, the functionality
of these neural networks represents only a subset of the information processing that is
possible in the neural networks of the brain, in which precise spike-timings may convey
information below the abstraction level of ANNs [70,71].

2.2 Spiking Neural Networks

Spiking neural networks (SNNs) [32,72,73]—the “third generation of neural networks”—
are computational structures that mathematically model natural neural systems at the
level of the electrochemical dynamics of neurons and synapses. Thus, physical time is
an intrinsic constituent element of the operations of SNNs, as opposed to ANNs, which
operate with discrete, synchronous states. In SNNs, the elementary units of information
processing are neurons and synapses. The action potentials that are transmitted between
neurons in SNNs are typically reduced to discrete spike-events, since isolated action
potentials of a given neuron are often essentially uniform, in which case, it is rather in
the number and timing of spikes that information is transmitted [74]. In such neural
networks, the dynamic membrane potential, u(t), of a neuron, i, receiving spikes from

the presynaptic neurons j, which fire at times t
(f)
j , can be approximated by a linear sum

of the evoked pulse-like postsynaptic potentials (PSPs), ϵij:

ui(t) =
∑
j

∑
f

ϵij

(
t− t

(f)
j

)
+ urest, (2.3)

where urest is the constant resting membrane potential of neuron i. This linear approxima-
tion holds when the number of presynaptic spikes is limited to a few, while the neuronal
dynamics are nonlinear when, upon sufficiently large stimulation, the membrane potential
exhibits a pulse-like excursion—an action potential—which propagates along the axon of
the neuron to the synapses of other neurons. Typically, about 20–50 presynaptic spikes
need to arrive within a duration of tens of milliseconds to trigger an action potential [74].
Being inherently based on event-driven, asynchronous, sparse neuronal activations, SNNs
show great promise for efficient information processing [75–84].

2.2.1 Dynamic Neuron Models

The electrochemical dynamics of neurons, as observed in physiological measurements,
can be reproduced to a high degree of accuracy with mathematical models. A primary
example of this is the 1963 Nobel Prize winning Hodgkin–Huxley model from 1952 [85]—a
conductance-based model that, in terms of coupled, nonlinear differential equations, de-
scribes neuronal dynamics at the level of the ion flow through the neuronal cell membrane.
Such detailed conductance-based models, while very precise, are also intrinsically highly
complex and, thus, resource intensive to emulate and simulate. Therefore, in studies of
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neural coding, memory, and network dynamics using SNNs, simpler phenomenological
models of neuronal dynamics are often preferred. Such models, in which the roughly uni-
form action potentials are viewed as discrete events, are referred to as integrate-and-fire
models. In these models, spikes are generated when the neuronal membrane potential
reaches a threshold value from below, thus defining the time of the resulting spike-event.

The simplest integrate-and-fire model is the leaky integrate-and-fire (LIF) model,
which is analogous to an electrical “RC circuit”, in which the capacitor and resistor are
connected in parallel. This analogy stems from the fact that the neuronal cell membrane
integrates the electrical charge of the input ion current, I(t), acting like a capacitor with
the capacitance C, and the ion leakage through the cell membrane acts like a resistor
with resistance R. The LIF model is thus described by the linear differential equation

τm
du

dt
= − (u(t)− urest) +RI(t), (2.4)

in which τm = RC is the membrane time constant. From a neuroscientific perspective,
this RC-circuit equation is the equation of a passive neuronal membrane. The solution
to this differential equation for a membrane potential value of urest+∆u occurring at the
time t0 is

u(t) = urest +∆ue−(t−t0)/τm , for t > t0, (2.5)

according to which, in the absence of input, the membrane potential decays exponentially
back to its resting value in an amount of time that is characterized by the membrane
time constant, τm. In a typical neuron, the membrane time constant is in the order of 10
ms, which is relatively long compared to the duration of a spike, which is in the order of
1 ms [74].

The Adaptive Exponential Integrate-and-Fire Model

The spiking neuron model that is emulated by the analog circuits of the DYNAP-SE
neuromorphic processor is the adaptive exponential integrate-and-fire (AdEx) model [86],
which combines the exponential action-potential modelling of the exponential integrate-
and-fire model [87] with the adaptation mechanism of a model by Izhikevich [88]. Hence,
the AdEx model consists of two coupled differential equations, of which one describes
the neuronal membrane potential, V :

C
dV

dt
= −gL(V − EL) + gL∆T e

(V−VT )/∆T − w + I, (2.6a)

and the other one describes the neuronal adaptation current, w:

τw
dw

dt
= a(V − EL)− w. (2.6b)

The parameters of the AdEx model are defined in Table 2.1. These are closely related
to the circuit-bias parameters that govern the neuronal dynamics of the DYNAP-SE,
example configurations of which can be found in Papers A and B. The exponential term
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Table 2.1: Parameters of the adaptive exponential integrate-and-fire (AdEx) spik-
ing neuron model.

Symbol Name Quantity

C Membrane capacitance Capacitance (F)
V Membrane potential Potential (V)
gL Leak conductance Conductance (S)
EL Leak reversal-potential Potential (V)
VT Spike threshold Potential (V)
∆T Slope factor Potential (V)
I Input current Current (A)
Vr Membrane reset-potential Potential (V)
w Adaptation variable Current (A)
τw Adaptation time-constant Time (s)
a Adaptation-coupling parameter Conductance (S)
b Spike-triggered adaptation Current (A)

in (2.6a) models the spike generation with a rapid rise of the membrane potential. The
AdEx model is defined such that, when the membrane potential diverges towards infinity,
a spike is registered to occur at the time tspike. Then, instead of modeling the decrease in
the membrane potential that is observed to follow the generation of an action potential,
the membrane potential is simply set to its reset value, Vr:

at t = tspike : V → Vr, (2.7a)

and, at the same time, the adaptation current, w, is increased with the spike-triggered
adaptation value, b:

at t = tspike : w → w + b. (2.7b)

2.2.2 Neural Code

Historically, the dominant view of neural processing has been that information is repre-
sented and transmitted by the rates at which neurons fire, rather than by single spikes
themselves. While this view is supported by experimental observations [89] and underlies
much of the field of machine learning, it has also been criticized for being too simplis-
tic [90]. It is possible that neural information processing is, to some degree, based on
the precise timings of spikes in what is called temporal code—also this view has some
experimental support [70, 71]. Advantages of temporal code in, for instance, efficiency
and speed has been demonstrated both for theoretical models [91] and for deployment in
neuromorphic hardware [92,93].

In [91], the following theoretical spike-based neural coding schemes are outlined:

Rate code: Information is represented by how often each neuron fires, in the form of a
time-averaged firing rate.
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Count code: Information is represented by how often a group of neurons fire in total
during a temporal interval.

Binary code: Information is represented by which specific neurons fire during a tem-
poral interval. A binary sequence is formed from the array of neurons by viewing
them as being in one of two states—active or inactive.

Timing code: Information is represented by when and where each spike occurs—that
is, in the source of origin and time of arrival.

Rank-order code: Information is represented by the temporal order in which a group
of neurons fire, but without further spike-timing information.

Synchrony code: Information is represented in which neurons fire closely in time to
each other during a temporal interval.

The theoretical information-transmission capacity of these neural coding schemes and the
calculated number of equivalent bits, as estimated in [91], are presented in Table 2.2.
The estimations were made with the limitation of a maximum of one spike per neuron—
motivated by conditions for rapid neural processing in nature—and the evaluations were
made for a population of N = 10 neurons during a temporal interval of t = 10 ms and
with a temporal resolution of δt = 1 ms. Note that, under these conditions, rate code
is theoretically equivalent to count code, as rate code would require a higher number of
spikes—and thus a longer duration—to represent more information.

Important to note is that the data generated by neuromorphic, event-driven sensors,
see Section 3.2.1, is, at least in part, intrinsically spike-timing coded, due to the event-
driven, sparse activations that underlie their low-power, low-latency operation [94]. Thus,
to fully benefit from these properties—by gaining analogous benefits in the subsequent
processing—some degree of spike-timing code is likely necessary in neuromorphic sensory–
processing systems.

Table 2.2: Information-transmission capacity of different neural coding schemes.
Arranged in descending order, as theoretically estimated in [91]. N is the number of neurons,
each of which spike maximally once. The numbers of equivalent bits were calculated for the
example scenario of N = 10 and a temporal duration of t = 10 ms.

Coding Possible Equivalent Comments
scheme states bits

Timing code (t/δt)N 33 For temporal resolution δt = 1 ms
Rank-order code N ! 21 Temporal ordering
Synchrony code nN

Φ 20 For nΦ = 3 possible phases
Binary code 2N 10 Used in conventional computers
Count code N + 1 3.46 Equivalent to rate code in this scenario
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2.2.3 Simulation Software

There are several software packages dedicated to simulation of SNNs, such as GENESIS
[95], NEURON [96], NEST [97], Brian [98], and Auryn [99] for conventional central
processing units (CPUs), and ANNarchy [100], GeNN [101], Brian 2 [102], Norse [103],
and snnTorch [104], which are also compatible with graphics processing units (GPUs).
Compared to neuromorphic hardware, which is discussed in Chapter 3, simulation of
SNNs on conventional computers provides the highest degree of flexibility and control
of the neuronal models, as well as of the scale of the experiments, while it comes with
the cost of higher energy requirements and simulation time. However, recent work has
demonstrated that simulation on GPUs can actually outperform the first generation of
the SpiNNaker digital neuromorphic system for cortical-scale brain simulations [105,106].

For the SNN simulations conducted for this thesis (Paper D), the following software
was used:

Brian 2: An SNN simulator written in Python that allows models to feature novel dy-
namical equations and their environmental interactions and experimental proto-
cols [102]. Brian 2 transforms simple and concise high-level descriptions to efficient
low-level code.

teili: A toolbox for Brian 2 released in 2018, which provides predefined neural algo-
rithms and tools for their composition and combination [107]. teili also comes with
predefined equations for simulating the analog neuron and synapse circuits of the
DYNAP-SE, including device mismatch effects.

The choice of this software was mainly motivated by the fact that usage of low-power
mixed-signal hardware such as the DYNAP-SE is the central focus of this thesis. As
teili comes with predefined implementations of the circuit equations of the DYNAP-SE,
including mismatch effect, it is the most natural choice for investigating SNNs intended
for the DYNAP-SE by simulations.
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Chapter 3

Neuromorphic Systems

Neuromorphic engineering [31] was first conceptualized by Carver Mead in the late
1980s [108,109], and originally dealt with the creation of physical substrates for informa-
tion processing and sensing by very-large-scale integration (VLSI) of analog electronic
circuits that use device physics to emulate mechanisms observed in the brain [34,110–112].
Thereby, neuromorphic engineering is an approach to bridging the gap between artificial
and natural intelligence [113], as well as to gain understanding about neural informa-
tion processing and sensing in nature. The term neuromorphic has, however, broadened
with time to also incorporate fully digital computational systems that are specialized
for simulation of spiking neural networks (SNNs), which were introduced in Section 2.2.
In general, neuromorphic processors are characterized by the following properties: mas-
sively parallel computation, collocated memory and processing, event-driven computa-
tion, sparse activity, stochastic operations, native scalability, and spike-based intercom-
ponent communication.

Recent results obtained with the digital neuromorphic processor Loihi by Intel [114]
demonstrate that neuromorphic computing with SNNs can indeed outperform state-of-
the-art conventional ANN approaches in tasks of brain-like computation, such as event-
based data processing, adaptive control, and sparse feature regression, [115]. While these
results indicate that use of Loihi for conventional feed-forward deep ANNs exhibits mod-
est benefits at best, implementation of more brain-inspired networks—with features such
as recurrent connections, precise spike-timing relations, synaptic plasticity, stochasticity,
and sparsity—results in lower latency and energy-cost by orders of magnitude compared
to state-of-the-art conventional approaches for certain computational tasks. These and
other recent results demonstrate the potential for effective, fast, and efficient applications
of SNNs and neuromorphic hardware for brain-like computation [76–78,80, 82,116–118].
Furthermore, beyond cognitive applications within machine learning and computational
neuroscience, neuromorphic processors have also demonstrated potential benefits for non-
cognitive applications such as graph algorithms, constrained optimization, random walks,
partial differential equations, signal processing, and simple kernels for algorithm compo-
sition [84]. Consequently, there is a growing interest in neuromorphic computing within
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application domains such as automotive technology [119], digitized industrial produc-
tion and monitoring [120–122], mobile devices, robotics [123], biosensing [124] (such as
brain–machine interfaces [125] and wearables [126]), prosthetics [127], telecommunica-
tions network (5G/6G) optimization [128, 129], space technology [130, 131], and defense
and security [132]. Commercially, neuromorphic computing is gaining traction as well,
with analyses suggesting that the global neuromorphic computing market will be worth
several billions of US dollars by the mid-2020s [133], and may constitute between 15%
and 20% of AI computing and sensing revenue by 2035 [134]. However, fully digital neu-
romorphic systems, such as Loihi, do not make full use of the potential for energy and
resource efficiency found in imitating the brain [31], as will be discussed in the following
section.

3.1 Neuromorphic Design Approaches

3.1.1 Analog and Mixed-Signal Design

The main goal of the original approach to neuromorphic engineering was to directly em-
ulate the physics that underlie information processing in biological neural networks by
using transistors that operate in their subthreshold, or weak-inversion, region. This is
possible due to the fact that, in the subthreshold region, the flow of electrons through
the channel of a metal oxide semiconductor (MOS) transistor is governed by the same
physical diffusion process that governs the flow of electrically charged ions through the
channels of a neuronal cell membrane. Thereby, the emulation approach, based on analog
subthreshold design, allows for compact and low-power neuromorphic circuits, with the
possibility of biologically realistic time-constants in the order of milliseconds [34], which
makes them well suited for real-time processing of signals with natural time scales. Some
prominent examples of neuromorphic processors based on analog electronics are Brain-
ScaleS [135, 136], Neurogrid [137], and DYNAP [138, 139]. However, such analog-based
neuromorphic systems are affected by high sensitivity to transistor device-variability—so-
called “device mismatch” [36,37]—as well as noise and power, voltage, and temperature
(PVT) variations. This inhomogeneity has been addressed with relatively costly com-
pensation methods, such as circuit calibration procedures [140, 141] or neural resource
redundancy [142], but may also be utilized as a source of necessary neurosynaptic pa-
rameter variance [143], as will be further explored in this thesis.

Learning in Mixed-Signal Neuromorphic Processors

In attempts to create compact, low-power neural processing systems with real-time, online
learning capabilities, very-large-scale integration (VLSI) devices comprising neuromor-
phic circuits that implement spike-based synaptic plasticity mechanisms have been de-
signed [112], such as the ROLLS (Reconfigurable On-Line Learning Spiking) mixed-signal
neuromorphic processor [138]. Furthermore, novel nanomaterials [144] and devices [145],
especially memristors [146], are subjects of research for the implementation of plasticity
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in neuromorphic systems [147]. A 2017 M.Sc.Eng. thesis [148] investigated use of the
ROLLS as a preprocessing feature learning system in a condition monitoring application.
However, as synapses tend to dominate the area of neuromorphic processors [113], synap-
tic resources are often moved off-chip, or long-term synaptic plasticity is not included at
all in the design, as in the case of the DYNAP-SE. Neuromorphic processors that do not
implement long-term plasticity require, instead, off-chip optimization techniques to per-
form learning. For analog-based neuromorphic systems, one approach is to use sampling
from the inhomogeneous neurosynaptic populations to find neuron and synapse circuits
with properties that best suit a given network. Such an approach, using a simple Markov
chain Monte Carlo algorithm was, for instance, investigated in my 2018 M.Sc.Eng. the-
sis [149]. That approach could be further developed by using more complex Monte Carlo
optimization methods, such as simulated annealing [150], or evolutionary computation
methods, such as differential evolution [151].

3.1.2 Digital Design

Fully digital neuromorphic architectures are robust to noise, mismatch, and PVT vari-
ations and can benefit from technology scaling [113], but they do not make use of the
electrical diffusion dynamics of the underlying silicon substrate. Thus, such designs result
in more flexibly programmable systems than analog-based ones, while they may not real-
ize the full potential for energy and resource efficiency found in imitating the brain [29].
For instance, the pure-CMOS-based, in-memory computing DYNAP-SE neuromorphic
processor [139] is more power-efficient than the fully digital SpiNNaker 2 [152] by a factor
of at least 100 [35]. Some prominent examples of digital neuromorphic processors are
SpiNNaker (Spiking Neural Network Architecture) [153], which uses a distributed von
Neumann architecture with 18 ARM cores per chip in a globally asynchronous locally
synchronous (GALS) design, IBM TrueNorth [154]—another GALS design—and Intel
Loihi [114], which uses a fully asynchronous full-custom design.

3.2 Principles of Neural Sensing and Processing

3.2.1 Sensing

One of the key-aspects of natural sensory organs is that they are event-driven—that is,
they produce asynchronously “sampled” spike-events in response to dynamically changing
stimuli. In technology, event-driven sensing is enabled by the principle of level-crossing
sampling [155], see Figure 3.1, by which event-based data can also be generated from
conventionally sampled signals through delta-modulated conversion [125]. By partially
imitating natural sensory organs, neuromorphic event-based sensors have been engi-
neered [156]—beginning with the “silicon retina” by Misha Mahowald in 1991 [157]. Ex-
amples of such neuromorphic sensors are event-based cameras [158,159] and event-based
auditory sensors [160]—“silicon-cochleas”. Such bio-inspired sensors have, by virtue of
their event-driven nature, the capacity of generating sparse—non-redundant—data, while
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Figure 3.1: Level-crossing sampling for event-driven sensing. (a) Changes in loga-
rithmic signal amplitude that cross fixed thresholds, separated by the constant amount δ, are
encoded by the generation of unary (one-or-nothing) events. This operational principle allows
a high temporal resolution and dynamic range while avoiding redundant sampling. (b) Re-
sulting event sequences (or neural spike-trains) on two different channels (UP and DN), which,
respectively, encode positive and negative changes to the signal log amplitude.

maintaining a high temporal resolution and dynamic range [94,161,162]. While methods
for processing event-based sensor data are still in their infancy, the unique character
of such data gives event-based sensors great potential for low-power, low-latency, and
real-time applications.

3.2.2 Information Representation

Neural processing systems differ from conventional digital computers in the way that
information is represented. Conventional computers use clock-driven, synchronous in-
formation representation, the resolution of which is determined by the number of bits
used for representing binarily encoded numerical values. In neural systems, on the other
hand, information is represented by asynchronous, unary—one-or-nothing—spike-events,
which represent space and time explicitly in their source of origin and time of arrival,
respectively, with potentially arbitrary temporal precision in the interspike intervals [91].
This form of information representation allows sparse, event-driven processing with low
power-consumption—especially if both sensing and processing are spike-based and event-
driven [94].

3.2.3 Organizational Principles

Neural processing systems—natural and artificial alike—are characterized by memory
and processing being both distributed and colocalized [19]. This is enabled by the fact
that synapses implement both memory storage and complex nonlinear operations, si-
multaneously, for parallelized, in-memory processing. Conversely, conventional digital
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computers based on the classical von Neumann architecture comprise one or more CPUs
that are physically separated from the main memory, the communication between which
causes a significant performance limitation—the so-called von Neumann bottleneck [18].
Neuromorphic processors, therefore, offer an alternative paradigm of organizational prin-
ciples, by which the von Neumann bottleneck may be avoided. Another approach to the
bottleneck problem is to use GPUs, which typically combine hundreds of parallel cores
with high memory bandwidths. However, while GPUs have proved to be powerful for
cortical-scale brain simulations [105,106], they are not optimal for the massive parallelism
and asynchronicity of SNNs when energy requirements are considered [19].

3.3 Usage of Neuromorphic Hardware

Although SNNs and neuromorphic hardware are based on principles that underlie the
remarkable energy-efficiency of the brain, their use is not necessarily going to out-compete
conventional ANN-based approaches without also incorporating the sparse, event-driven,
time-based encoding and processing of the brain [33, 163]—thereby efficiently using the
explicit representations of space and time of the hardware substrates [35]. Thus, spike-
rate-based encoding, which resembles the quasi-stationary representations of ANNs, likely
needs to be complemented with spike-timing-based encoding and processing to maximally
realize the potential for efficiency of neuromorphic hardware [76,91,92]—see Section 2.2.2
for an introduction to neural coding. Furthermore, in addition to neuromorphic hardware
design, biological nervous systems may provide inspiration for architectural principles for
designing SNNs for efficient neural processing [164], such as the relatively small and
experimentally accessible neural systems of insects [56,165].

3.3.1 Device Mismatch

In mixed-signal neuromorphic systems, the internal inhomogeneity due to device mis-
match gives rise to static variability of parameters—such as time constants, thresh-
olds, and synaptic weights—within uniformly configured neurosynaptic populations [166].
Therefore, straight-forward implementation of previously trained SNNs is, in general, not
possible. For implementations to realize the full potential for resource-efficiency of such
hardware, it may be necessary to use neurocomputational frameworks that actually rely
on variability in their neurosynaptic processing elements [116, 167–170], such as reser-
voir computing and ensemble learning. Furthermore, there is recent research suggesting
that the existence of such variability, which has also been observed in the brain, may
even support efficiency and robustness in neural processing and learning, especially for
information that has a rich temporal structure [171–173].

3.3.2 Spatiotemporal Pattern Recognition

Learning and recognition of spatiotemporal patterns—in contrast to static, purely spatial
patterns, or even sequences of such—remains a central engineering challenge to neuromor-
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phic computing [42, 173], especially when intended to be event-driven and spike-timing
based [44]. Approaches to spatiotemporal encoding and processing for pattern recogni-
tion demonstrated in, or suitable for, analog-based neuromorphic hardware include:

1. Randomization-based feed-forward SNNs: [174,175] such as in [117,168,176]

2. Recurrent SNNs: such as in [77,82]

3. Reservoir computing: [177–179], such as in [116,170,180–182]

4. Delay-based coincidence detection: [183,184], such as in [44,167,185,186]

5. Emulation of dendritic dynamics: [187], such as in [188–190]

6. Specialized time-difference encoding: [191,192], such as in [44,193–195]

7. Excitatory–inhibitory (E–I) balanced SNNs: [196,197], such as in [122,198]

8. Task-specific synaptic time constants: such as in [199,200]

These different approaches come with different strengths and weaknesses. For in-
stance, use of recurrent SNNs, including reservoir computing, while having been proved
effective, often requires fine-tuning of parameters, which is typically challenging on low-
power neuromorphic hardware, and such networks may, furthermore, be difficult to in-
terpret. Use of spike-delay mechanisms may be a way to avoid these problems, but, since
such mechanisms would require additional hardware resources for storing and deliver-
ing spikes, their hardware implementation could potentially be relatively resource costly.
Similarly, emulation of dendritic dynamics or use of dedicated temporal encoding, such as
the time-difference encoder (TDE) [191], may require allocation of additional resources,
or specialized hardware that is not present in general-purpose neuromorphic systems.

3.3.3 Programming and Configuration

Currently, there exists a diverse range of software for working with SNNs and neuromor-
phic hardware that generally fall into three categories:

Optimization tools: SNN-parameter optimization software and algorithms, usually
based on supervised deep learning techniques, such as SNN Conversion Toolbox
[201], SLAYER [202], Whetstone [203], EONS [204], and EXODUS [205]

Simulators: SNN simulators with low-level APIs for conventional computers and GPUs,
such as NEST [97], Brian 2 [102], and GeNN [101], which are primarily oriented
towards neuroscience, and Nengo [206], BindsNET [207], Rockpool [208], SINABS
[209], Norse [103], and snnTorch [104], which are oriented towards machine learning

Hardware interfaces: Low-level interfaces and runtime frameworks for configuration of
neuromorphic hardware, such as PyNN [210], Fugu [211], Samna [212], BrainScaleS
OS [213], and Lava [214]
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As the use of neuromorphic processors centers around configuration of dynamic and
potentially stochastic SNNs, it is fundamentally different from the programming of se-
quences of logical instructions for conventional computers. There is a seeming consensus
regarding a lack of common programming abstractions for general use of neuromorphic
hardware that spans the diverse range of algorithms studied within neuromorphic com-
puting [115,215]. Furthermore, as many optimization techniques use backpropagation or
other gradient-based approaches, they are often insufficient for SNN properties such as
spike timing, spike delays, dynamic states, plasticity, and stochasticity. Thus, there is a
need for new programming abstractions, methods, and algorithms, for which there is an
opportunity for co-design with the emerging hardware systems [215].

Use of mixed-signal neuromorphic hardware, compared to fully digital hardware,
brings with it further challenges due to its internal inhomogeneity and lower degree
of programming flexibility. Approaches to configuring such hardware involve device-
specific calibration or retraining [116,140,141,167,216,217], use of neural resource redun-
dancy [142], neural–architectural robustness to noise and variability [198, 218, 219], and
special training procedures that promote robustness during inference [220].
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Chapter 4

Materials and Methods

The hardware experiments and simulations conducted in the work presented in this
thesis are based on the DYNAP-SE neuromorphic processor. In this chapter, the DYNAP-
SE is described, as well as the experimental methods that were used and some natural
neural processes that provided inspiration for the neurocomputational architectures in-
vestigated on the DYNAP-SE and in simulations.

4.1 The DYNAP-SE Neuromorphic Processor

The DYNAP-SE (Dynamic Neuromorphic Asynchronous Processor – Scalable) [139] is
a general-purpose, reconfigurable, mixed-signal SNN processor that has been developed
through extensive research at the Institute of Neuroinformatics in Zurich, with roots in
the origins of neuromorphic engineering in the US, and commercialized by the spin-off
company SynSense. The DYNAP-SE uses subthreshold analog CMOS circuits [34] to
emulate the electrochemical dynamics of neurons and synapses in real time, and asyn-
chronous digital circuits for spike-event transmission according to the address-event rep-
resentation (AER) protocol [221, 222]. One DYNAP-SE unit comprises four four-core
neuromorphic chips, see Figure 4.1, each of which comprises 256 neuron circuits [138]
that emulate the AdEx neuron model [86]. Each neuron has a content-addressable mem-
ory (CAM) block that can contain up to 64 different addresses, each of which repre-
sents a presynaptic neuronal connection, see Figure 4.2. For each connection, dynamic
synapses in the form of differential pair integrator (DPI) circuits [110, 223] are available
in four different synaptic types: fast and slow excitatory, and subtractive and shunting
inhibitory.

The dynamic behaviors of the neuronal and synaptic circuits of the DYNAP-SE are
governed by analog circuit parameters that are set by programmable on-chip temperature-
compensated bias generators [224]. The bias generators provide, independently for each
core, 25 bias parameters, which are related to the parameters of the AdEx neuron-model
presented in Table 2.1. Due to the device mismatch of the analog circuits, configuration
of one set of bias parameters gives rise to a roughly Gaussian distribution of values of each
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Figure 4.1: Overview of DYNAP-SE chip architecture. Each core comprises an inho-
mogeneous population of neurons and synapses that share the same bias parameters. R1 and
R2 denote digital spike-event routers at different levels of communication, respectively.
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Postsynaptic
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Figure 4.2: Neuronal–synaptic computational node of DYNAP-SE. Each node com-
prises 64 CAM-addressed input channels, four DPI synapse circuits of different types, and one
neuron circuit emulating the AdEx spiking neuron model.

parameter in the core in question [166, 219]—thus, in effect, forming an inhomogeneous
population of similar, but not identical, neurons and synapses.
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Figure 4.3: Postsynaptic current in response to a presynaptic spike. Illustrated
example.

4.1.1 Dynamic Synapse Model

While the neurons of the DYNAP-SE emulate the AdEx neuron model described in Sec-
tion 2.2.1, biophysically realistic synaptic dynamics, see Figure 4.3, are implemented
with subthreshold differential pair integrator (DPI) log-domain filters, which were first
proposed in [223] and further described in [110]. The following first-order linear differen-
tial equation approximates the response of a DPI to an input current, Iin:

τ
d

dt
Iout + Iout =

Ith
Iτ

Iin, (4.1)

when Iτ ≪ Iin and Ith ≪ Iout. Here, Iout is the synaptic output current, τ and Iτ are
time-constant parameters, and Ith is an additional control parameter that regulates the
gain of the filter.

4.1.2 Software

The following is a list of previous and current software for interfacing with the DYNAP-
SE:

cAER: An open-source event-based framework for interfacing with neuromorphic de-
vices that is written in C and C++ and targets embedded and desktop systems.
cAER was used for Paper A and Paper B but has since been discontinued and
replaced by Samna [212].

Samna: Developer interface and run-time environment for interacting with the neu-
romorphic devices from SynSense [212, 225], written in C++. Samna provides a
Python API supporting Jupyter Notebook code execution, and data visualization
tools for working with spiking neural networks and processing event-based data
streams. A legacy version of Samna (formerly ctxctl) was used for Paper C.

Rockpool: An open-source Python package for development, simulation, and neuro-
morphic hardware deployment of spiking neural networks for signal processing ap-
plication. Rockpool was not used in the work presented in this thesis.

For conducting the experiments presented in this thesis, cAER was used for Paper A
and Paper B, while Legacy Samna (formerly ctxctl) was used for Paper C. The change
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of software was motivated by the greater ease-of-use and versatility of Legacy Samna—
especially in that it supports Jupyter Notebooks, which allow dynamic and interactive
code execution and well-formatted documentation. Custom code was added to both
cAER and to Legacy Samna with tools and experimental procedures necessary to conduct
the experiments in question.

4.2 Biological Inspiration

The work presented in this thesis draws inspiration from the low-level neuronal mecha-
nisms for temporal processing described in the following.

4.2.1 A Temporal Feature-Detection Circuit in Crickets

In [226], a neural circuit found in field crickets that performs auditory feature detection
is described. The circuit consists of five neurons and uses a coincidence-detection mech-
anism to respond selectively to a species-specific sound-pulse interval of about 20 ms.
More specifically, upon stimulation, postinhibitory rebound (PIR) in a non-spiking inter-
mediate neuron, see Figure 4.4a, generates an excitation with a temporal delay that
matches the species-specific pulse interval—thus priming the subsequent neurons for co-
incidence detection. While this small circuit provides inspiration for building blocks
for larger neuromorphic SNNs for spatiotemporal pattern recognition, the non-spiking
neuron that underlies the coincidence-detection mechanism cannot be implemented in
general-purpose mixed-signal neuromorphic processors such as the DYNAP-SE. A work-
around in the form of a disynaptic element that mimics PIR by excitatory–inhibitory
(E–I) summation—using the DPI synapse dynamics described in Section 4.1.1—was de-
signed and investigated in Paper A of this thesis, see Section 5.1.

4.2.2 Dendritic Integration

The pyramidal neuron is a neuronal type that is abundant in the neocortex and hip-
pocampus and have millimeter-scale dendrites of varying width, conductance, and ca-
pacitance [227], see Figure 4.4b. Hence, PSPs from excitatory synapses located on
spines at different positions along the dendrites propagate with varying distance, veloc-
ity, and amplitude depending on variable dendritic properties. The propagation of each
PSP towards the soma is, thereby, subject to a dendritic delay, and the relative timing of
presynaptic spikes influence their contribution to the eventual firing of the soma, as well as
to long-term plasticity [187]. These properties support a variety of coincidence-detection
mechanisms, which are likely to be crucial for synaptic integration and plasticity—thus
providing inspiration for the computational capabilities of single neuromorphic hardware
neurons and their use. Part of the research question addressed in Paper B was whether
the concept of the insect-inspired E–I element from Paper A could be used in a more
general way that resembles the role of delays in dendritic integration.
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Figure 4.4: Examples of spatiotemporal integration in neural systems. (a) An
interval selective neural circuit that relies on coincidence detection (CD) based on a delayed
excitation by postinhibitory rebound (PIR) in a nonspiking (NS) neuron. (b) A pyramidal
neuron with millimeter-scale dendrites of varying conductance and capacitance.

4.3 Experimental Methods

The neuromorphic hardware experiments presented in this thesis were conducted with the
DYNAP-SE mixed signal neuromorphic processor, see Section 4.1. Since the DYNAP-
SE emulates neuronal and synaptic dynamics in real-time using analog circuitry, it was
configured in a hardware-in-the-loop setup, connected to a PC via a USB interface. In
this setup, which is illustrated in Figure 4.5, the PC receives digital spike-event data
and analog neuron monitoring, while iteratively reconfiguring the digital spike-routing
connections and bias-parameter settings of the DYNAP-SE to carry out series of measure-
ments. The analog neuron measurements were performed with the 8-bit USB oscilloscope
SmartScope from LabNation. All input stimulus-signals were synthetically generated us-
ing the built-in spike-generator in the field-programmable gate array (FPGA) of the
DYNAP-SE, which generates spike-events according to assigned temporal interspike in-
tervals (ISIs) and virtual source-neuron addresses. For a description of the software used
to interface the PC with the DYNAP-SE, see Section 4.1.2.

4.3.1 Learning Methods

In pattern recognition experiments for Papers A and B, an offline Hebbian-like learning
rule was used to obtain selective neuronal responses to spatiotemporal spike-patterns.
This was performed by setting up several identical instances of the neural system in
question on the DYNAP-SE, and stimulating all of them with the same stimuli. Given
a suitable bias-parameter configuration, the systems would then respond selectively to
degrees that varied due to device mismatch. By recording the neural activity and ob-
serving the different responses, the most suitable neuronal and synaptic circuits for the
task in question could then be selected. In Paper C, multidimensional spatiotemporal
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Figure 4.5: Experimental hardware-in-the-loop setup with a DYNAP-SE neuro-
morphic processor. A PC is used to set up and reconfigure spiking neural network (SNN)
connections and parameters on the DYNAP-SE. The PC receives digital spike-event data and
analog-to-digital measurements of neuronal membrane potentials for monitoring and data pro-
cessing.

receptive fields—sensory-subspace sensitivities—of different neuron were, rather, mapped
by sampling with uniformly distributed random spike-pattern combinations, followed by
compilation of all patterns that made each neuron, respectively, fire in response. In the
full-SNN simulations with E–I elements presented in Paper D, network optimization was
performed by initiating the network with numerous randomly inhomogeneous neurosy-
naptic units and then pruning the network to a few neurons that contributed the most
to classification of the network output signal.



Chapter 5

Contributions

5.1 Appended Papers

Paper A

Title: “Synaptic Delays for Insect-Inspired Temporal Feature Detection in Dynamic
Neuromorphic Processors”

Authors: Fredrik Sandin and Mattias Nilsson

Publication: Frontiers in Neuroscience 14 (2020): 150. Paper with code, see Soft-
ware A.

Summary: A disynaptic excitatory–inhibitory (E–I) element for resource-efficient imita-
tion of signal-transmission delays for neuromorphic spatiotemporal pattern-recognition
networks is introduced. The E–I element is inspired by a postinhibitory rebound
(PIR) mechanism found in a time-interval selective circuit in crickets, which the
delay element imitates by using a special form of E–I balance. Implementation
of the E–I element in the DYNAP-SE mixed-signal neuromorphic processor, see
Figure 5.1, is investigated, demonstrating configurable delays of up to 100 ms.
The functionality of the E–I element is demonstrated by its use in implement-
ing the cricket circuit in the DYNAP-SE and by characterization of the resulting
time-interval selectivity. Furthermore, the interneuronal, intracore variation, due to
device, mismatch between different E–I elements implemented in the same neurosy-
naptic population is quantitatively characterized, demonstrating the distribution of
delay durations resulting from parallel implementation. Finally, initial results of use
of the delay element for spatiotemporal spike-pair selectivity in a single hardware
neuron are presented.

Personal contributions: Software development and experiments by the thesis author.
Experiment design, analysis, and writing with FS.
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Figure 5.1: Disynaptic excitatory–inhibitory (E–I) elements. Figure from Paper D.
(a) One AdEx neuron receiving inputs through two different E–I elements, each consisting of
one excitatory (Exc.) and one inhibitory (Inh.) dynamic synapse with different time constants.
(b) Postsynaptic currents (I1 and I2) of the two E–I elements, which differ due to circuit
inhomogeneity (“device mismatch”), resulting in different temporal delays of the postinhibitory
excitations.

Paper B

Title: “Synaptic Integration of Spatiotemporal Features with a Dynamic Neuromorphic
Processor”

Authors: Mattias Nilsson, Foteini Liwicki, and Fredrik Sandin

Publication: Proceedings of the 2020 International Joint Conference on Neural Net-
works (IJCNN). Paper with code, see Software A.

Summary: The use of the E–I element described in Paper A for spatiotemporal feature
detection in single hardware neurons is further investigated. Feature detection is
in this case facilitated by the mismatch-dependent intraneuronal, but intersynaptic
variation between different E–I delays, of which a distribution with a variability
in the order of 10 ms is presented in this paper. Tuning curves of spatiotemporal
spike-pair interval selectivity of a single neuron are presented, as well as how these
change for different choices of the excitatory and inhibitory synaptic weights of
the E–I elements. Furthermore, a generalization of the E–I-element-based config-
uration is investigated, in which a neuron with one inhibitory synapse but three
excitatory synapses receive a triplet of spikes. A tuning curve for spike-triplet
interval selectivity is presented.

Personal contributions: Software development and experiments by the thesis author.
Experiment design, analysis, and writing with other authors.
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Paper C

Title: “Spatiotemporal Pattern Recognition in Single Mixed-Signal VLSI Neurons with
Heterogeneous Dynamic Synapses”

Authors: Mattias Nilsson, Foteini Liwicki, and Fredrik Sandin

Publication: Proceedings of the 2022 International Conference on Neuromorphic Sys-
tems (ICONS). Paper with code, see Software B.

Summary: A spiking neural network architecture based on the disynaptic E–I elements—
the disynaptic spatiotemporal correlator (dSTC)—was developed for spatiotempo-
ral pattern recognition in mixed-signal neuromorphic hardware. The network is
a version of the coincidence-detection based spatiotemporal correlator (STC) net-
work [167,228], in which dedicated delay-neurons are replaced by the less resource-
costly E–I elements. Spatiotemporal receptive fields—or “feature sensitivities”—
that form in the coincidence-detecting output-neurons of the dSTC network imple-
mented in the DYNAP-SE neuromorphic processor were characterized by sampling
uniformly randomized stimuli that activate the output neurons. Thus, compared to
previous work, a more detailed view and experimental investigation of the pattern
recognition mechanisms of the STC network at the single-neuron level was con-
tributed. Furthermore, the possibility to tune such a receptive field to a prescribed
spatiotemporal spike-pattern by the means of digital address-reprogramming of the
analog synapses was demonstrated. The energy usage of the disynaptic elements
was estimated to be one order of magnitude lower per laterally projected spike-
event than in the case of the dedicated delay-neurons of the original STC—0.65 nJ
vs. 9.6 nJ.

Personal contributions: Software development and experiments by the thesis author.
General idea, experiment design, analysis, and writing with other authors.

Paper D

Title: “A Comparison of Temporal Encoders for Neuromorphic Keyword Spotting with
Few Neurons”

Authors: Mattias Nilsson, Ton Juny Pina, Lyes Khacef, Foteini Liwicki, Elisabetta
Chicca, and Fredrik Sandin

Publication status: To be submitted. Paper with code, see Software C.

Summary: Use of the disynaptic E–I elements is compared with another spike-timing-
based neurocomputational element for temporal encoding and feature extraction—
the time-difference encoder (TDE). The comparison is done on a keywords spotting
task for spoken digits from the TIDIGITS dataset. Both encoders are used to pro-
cess the same input data—formants (auditory spectral maxima)—and the degree
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to which this improves linear classification is comparatively assessed. On the train-
ing set, both encoders are found to enable a complete binary classification of all
digits, compared to the 79%–96% accuracy of direct classification of the formant
data. On the test set, however, neither of the encoders show clear improvements
on classification. Since, in this study, the neurosynaptic parameters of the TDEs
were homogeneous, and those of the E–I elements were randomized according to
Gaussian distributions, a likely source of improvement for the use of both encoders
is the application of a protocol for further optimization of the hardware parameters.

Personal contributions: Simulations of SNNs with E–I elements by the thesis author.
Experiments and writing with TJP. General idea, experimental design, and analysis
with other authors.

Paper E

Title: “Integration of Neuromorphic AI in Event-Driven Distributed Digitized Systems:
Concepts and Research Directions”

Authors: Mattias Nilsson, Olov Schelén, Anders Lindgren, Ulf Bodin, Cristina Pani-
agua, Jerker Delsing, and Fredrik Sandin

Publication status: Journal manuscript under review (revised once)

Summary: The current landscape of neuromorphic computing technology is outlined
from the perspective of interoperability and system integration, with a focus on
the most significant qualities of neuromorphic systems in comparison with the
fundamentally different paradigm of conventional digital computing. Based on
this description, a conceptual framework for large-scale integration of neuromor-
phic devices into the present infrastructure of distributed digital–computational
systems is outlined. The framework is based on microservices and consists of a
neuromorphic-system proxy that would provide virtualization and communication
capabilities likely required in distributed systems of systems, combined with a
declarative programming approach that would offer engineering-process abstrac-
tions. Well-established concepts from different domains of computer science that
could be useful for realizing the different parts of the framework are described, and
possible directions for future research are pointed out. Thus, this work addresses
the gap between the state of the art in digitization and software engineering and
development for neuromorphic computing.

Personal contributions: First draft by the thesis author. Original idea, literature
study, analysis, synthesis, and writing with other authors.
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5.2 Other Publications

Extended Abstract

Title: “Spatiotemporal Pattern Recognition with Neuromorphic Processor for Edge Ap-
plications”

Authors: Mattias Nilsson and Fredrik Sandin

Publication: Proceedings of the 31st Annual Workshop of the Swedish Artificial Intel-
ligence Society (SAIS 2019)

Summary: An extended abstract outlining the doctoral research project of the thesis
author

Personal contributions: Writing with FS

5.3 Software Artifacts

Software A

Title: “Synapse-Delay Experiments on DYNAP-SE”

Author: Mattias Nilsson

Repository: https://gitlab.com/mattiasn/synapse-delay-experiments-on-dynap-

se

Hardware: DYNAP-SE

Framework: cAER (C)

Description: Code for conducting the synaptic delay experiments with E–I elements
presented in Papers A and B

Software B

Title: “Nilsson 2022 Spatiotemporal Pattern Recognition”

Author: Mattias Nilsson

Repository: https://gitlab.com/mattiasn/nilsson-2022-spatiotemporal-pattern-

recognition

Hardware: DYNAP-SE

Framework: Legacy Samna (Python)

Description: Code for implementing and mapping the randomization-based receptive
fields on the DYNAP-SE presented in Paper C
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Software C

Title: “Nilsson 2022 Keyword Spotting”

Author: Mattias Nilsson

Repository: https://gitlab.com/mattiasn/nilsson-2022-keyword-spotting

Hardware: CPU

Framework: Brian 2, scikit-learn (Python)

Description: Code for bias tuning and simulation of E–I-element-based SNN and clas-
sification of output data for the keyword spotting experiments of Paper D
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Discussion

6.1 Contributions

Research Question 1

How can the dynamic and inhomogeneous computational elements of mixed-
signal neuromorphic processors be used for spatiotemporal pattern recognition
in an energy and resource efficient manner?

RQ1 is addressed with investigations of usage of inhomogeneous neurosynaptic dynam-
ics for making neural networks in neuromorphic hardware spatiotemporally selective,
without the need for dedicated delay-lines [167, 184, 186, 229] or emulation of dendritic
dynamics [187–190]. More specifically, an insect-inspired spike-timing-based neurocom-
putational element—the disynaptic excitatory–inhibitory (E–I) element—was designed
to imitate a nonspiking postinhibitory rebound (PIR) mechanism for temporal selectiv-
ity in crickets [226] by using a balance of excitatory and inhibitory synaptic dynamics.
Usage of the E–I element for implementing the original cricket circuit and other neural
systems for spatiotemporal pattern recognition was experimentally investigated on the
DYNAP-SE neuromorphic processor and in simulations using Brian 2. The results pre-
sented in this thesis suggest that the investigated synapse-dynamics based approach is
capable of generating spatiotemporal selectivity in single neurons and small networks at
very low energy-cost—one order of magnitude lower per delayed spike than for the use
of delay neurons [167] (0.65 nJ vs. 9.6 nJ).

It is worth pointing out that the investigated E–I element is an engineering solution
to induce delay-like dynamics in neuromorphic hardware lacking axonal and dendritic dy-
namics and, as such, contradicts Dale’s principle of neurobiology, according to which, all
connections that originate from the same presynaptic neuron terminate in either excita-
tory or inhibitory synapses [74]. However, the E–I element bears conceptual resemblance
to the phenomenon of E–I balance, which has been observed in nature [230,231] and has
been proven useful for efficient neural coding in theoretical studies [197]. The E–I element

43



44 Discussion

also has similarities to a model for temporal neural processing based on short-term plas-
ticity [232]. Furthermore, in recent work [199,200], a similar approach to that of the E–I
element has been taken, in which relatively long excitatory synaptic time constants have
been used to achieve a similar effect to that of spike delays at feature-specific time scales.
These similarities may be relevant to consider in future work with the E–I elements.

Research Question 2

How can RQ1 be addressed in a way that simultaneously allows observable and
reproducible configuration of analog-based neuromorphic systems by discrete,
conventional programming?

Due to the inhomogeneity of the neuron and synapse circuits of the DYNAP-SE, the
use of E–I elements naturally gives rise to distributions of delay-durations in its neu-
rosynaptic populations. This, in turn, opens up for addressing RQ2 by sampling from
such static distributions as an approach to optimizing SNNs, which results in observable,
storable, and reproducible digital configurational information, even though the under-
lying computational substrate is largely analog. Note that this approach is different
from use of cycle-to-cycle hardware variability as a source of stochasticity in computa-
tion [118, 233]. A hardware-sampling-based approach to optimization and learning for
neuromorphic systems stands in contrast to other, common approaches, such as use of
plastic synapse circuits [167,234] or reservoir computing [116,169], which may have larger
capabilities for learning, demand less resources for the learning process—as opposed to
during inference—or be better suited for unsupervised, “life-long” learning. However,
such approaches face the problem of AI explainability in that the resulting network con-
figurations may not be directly observable, easily reproducible, or intelligible by human
observers in any straight-forward manner. A sampling-based approach could, in contrast,
result in more observable and reproducible chip-configurations.

Research Question 3

What knowledge gaps need to be addressed to enhance the interoperability of
neuromorphic systems within the current paradigm of distributed computa-
tional systems and associated engineering processes?

RQ3 was addressed with a literature survey, which indicated that the topic was largely
unaddressed. Based on this survey, a conceptual framework for neuromorphic systems
integration was outlined by analyzing the challenges and identifying related established
computer-scientific concepts pertaining to declarative programming, data structures, and
communication in distributed systems. The description of the framework was conducted
on the theoretical levels of analysis and synthesis and did not involve any experiments or
practical demonstrations. The literature survey and the analysis of challenges and related
state of the art in the two domains of neuromorphic and conventional distributed com-
puting may provide a stepping stone for future practical work on neuromorphic systems
interoperability.
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6.2 Challenges and Future Work

6.2.1 E–I Elements

The range of delays that can be achieved with different E–I elements in the same core of
the DYNAP-SE is dependent on the inhomogeneity of the neuronal circuits, which limits
the flexibility of this approach. The degree to which this hardware-dependent variability
is sufficient for the representation of real-world spatiotemporal patterns is subject to
future research. Similarly, the sufficiency of the temporal precision that is achievable with
this computational element needs to be proven in the processing of real-world patterns.

6.2.2 Sampling-Based Learning

In the full-SNN simulations with E–I elements presented in Paper D, the network opti-
mization was based on sampling from numerous randomly inhomogeneous neurosynaptic
units. The results from these simulations indicate a need for a more advanced opti-
mization approach. For this, Monte Carlo optimization methods [149], such as simu-
lated annealing [150], or evolutionary computation methods, such as differential evolu-
tion [151,235] or the EONS framework [204], may be relevant. In future design of mixed-
signal neuromorphic hardware, consideration of a sampling-based learning approach could
be of interest. For instance, arrays of inhomogeneous synapses could potentially be in-
dexed in relative order of efficacy to enable non-random, sampling-based incremental
weight changes as an observable mechanism for synaptic plasticity, and the hardware
design could possibly be attempted to match levels of neural heterogeneity demonstrated
to be beneficial in studies with SNNs [171–173]. In this context, it could also be inter-
esting to consider possible conjunctions with emerging learning rules that do not rely on
backpropagation of information [67–69].

6.2.3 Neuromorphic Systems Interoperability

One major challenge for neuromorphic systems interoperability lies in the communica-
tion between neuromorphic and conventional systems, as the representations used by
neuromorphic sensors and processors, in the form of spatiotemporal spike-event streams,
are fundamentally different from the static, binarily encoded representations of conven-
tional computers and clock-driven sensor systems. This calls for new communication
and data models that are informed about spike-based neural code, the nature of which
is still debated [90], as well as about the requirements and capabilities of the present
distributed systems. Another challenge lies in the reduction of the engineering effort
of programming neuromorphic systems. This poses a need for convergence of program-
ming abstractions, models, and frameworks for neuromorphic systems of different de-
signs [115, 215], in order to move towards goal-oriented, declarative software with lower
usage complexity and higher resource efficiency [236]. Moreover, there may be a need
for further developments regarding generalized system hierarchies, computational com-
pleteness concepts [237], and analytical frameworks [238] for neuromorphic systems, as
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well as other unconventional computing concepts [26], to facilitate hardware–software
compatibility, programming flexibility, and development productivity. Finally, a cen-
tral challenge to the interoperability of neuromorphic hardware systems is that of their
virtualization—that is, virtual representation of the capabilities and states of physical
neuromorphic systems that enable reliable access to the computational resources that
they provide to interacting systems in order to facilitate robustness.

6.3 Ethical Considerations

Development of neuromorphic technology comes with the same ethical concerns as de-
velopment of other forms of AI, pertaining to issues such as privacy and surveillance,
manipulation of behavior, opacity of AI systems, bias in decision systems, human–robot
interaction, automation and employment, responsibility for autonomous systems, artifi-
cial moral agents, superhuman intelligence, and exponential self-improvement (“singu-
larity”) [239]. As the work presented in this thesis is aimed at low-power computing
for pattern recognition in resource-constrained applications, advances towards this goal
could potentially also by used for personal surveillance technology and robotics. With re-
gard to surveillance technology, this raises the same ethical concerns that such technology
does in general, with the additional concern that low-power devices could increase the
degree of secrecy and battery life-time. However, edge computing technologies may also
have benign consequences with regard to privacy. By processing data locally, and thus
reducing the need for communication and storage of personally identifiable data, such as
video and audio streams, edge devices may inherently favor the preservation of individ-
ual privacy by contributing to decentralization of data processing and storage. Thereby,
communication of personal data over potentially insecure networks for centralized pro-
cessing in data centers, with the risk of undesired storage and personal identification,
may be reduced. This potential benefit does, however, come with the reservation that,
while communicated data could reduce in amount, it could also come to consist of more
informative, privacy-sensitive features extracted with edge AI computation.

Furthermore, neuromorphic processing and sensory technology, as such, may serve
to reduce the growing environmental and economic costs of current AI driven by deep
learning, which is a major ethical concern regarding machine learning technology [20,21],
see Section 2.1.2. For instance, the training of a single deep learning model for natu-
ral language processing has been estimated to generate more than 280,000 kg of CO2

emissions—which can be compared to the 16,400 kg of the average American life and the
57,000 kg of the average lifetime of a car, including fuel [66]. In contrast, recent results
from use of SNNs for brain-like computational tasks indicate energy-efficiency improve-
ments by several orders of magnitude compared to ANN-based approaches [77,79,82,115],
and a comparison of the brain with a simulation of an ANN of similar size [59] suggests
that the brain is more energy-efficient by about six orders of magnitude [22]. Moreover,
by being based on principles of information processing in the brain, neuromorphic tech-
nology is also likely to contribute to developments in biomedical monitoring [124, 126]
and prosthetic technology [127]—thus generating medical benefits—and its development
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may even contribute to furtherance of the scientific knowledge and understanding about
the brain [240], for instance regarding brain function in relation to disease.
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lier, R. Naud, E. O. Neftci, M. A. Petrovici et al., “Visualizing a joint future of



References 69

neuroscience and neuromorphic engineering,” Neuron, vol. 109, no. 4, pp. 571–575,
2021.



70 References



Part II: Collection of Papers

71



72



Paper A

Synaptic Delays for Insect-Inspired
Temporal Feature Detection in

Dynamic Neuromorphic Processors

Authors:
Fredrik Sandin and Mattias Nilsson

Reformatted version of paper originally published in:
Frontiers in Neuroscience 14 (2020): 150

© 2020 Sandin and Nilsson (CC BY)

73



74



Synaptic Delays for Insect-Inspired Temporal

Feature Detection in Dynamic Neuromorphic

Processors1

Fredrik Sandin and Mattias Nilsson

Abstract

Spiking neural networks are well suited for spatiotemporal feature detection and learn-
ing, and naturally involve dynamic delay mechanisms in the synapses, dendrites and
axons. Dedicated delay neurons and axonal delay circuits have been considered when
implementing such pattern recognition networks in dynamic neuromorphic processors.
Inspired by an auditory feature detection circuit in crickets, featuring a delayed exci-
tation by postinhibitory rebound, we investigate disynaptic delay elements formed by
inhibitory–excitatory pairs of dynamic synapses. We configured such disynaptic delay
elements in the DYNAP-SE neuromorphic processor and characterized the distribution
of delayed excitations resulting from device mismatch. Interestingly, we found that the
disynaptic delay elements can be configured such that the timing and magnitude of
the delayed excitation depend mainly on the efficacy of the inhibitory and excitatory
synapses, respectively, and that a neuron with multiple delay elements can be tuned to
respond selectively to a specific pattern. Furthermore, we present a network with one
disynaptic delay element that mimics the auditory feature detection circuit of crickets,
and we demonstrate how varying synaptic weights, input noise and processor tempera-
ture affect the circuit. Dynamic delay elements of this kind open up for synapse level
temporal feature tuning with configurable delays of up to 100 ms.

1 Introduction

Processing of temporal patterns in signals is a central task in perception, learning and con-
trol of behavior in both biological and technological systems [Indiveri and Sandamirskaya,
2019]. Unlike digital circuits, which are designed to perform precise logic and arithmetic
operations, neurons are unreliable, stochastic and slow information processing entities
which form networks that function reliably through distributed information processing
and adaptation. Neural circuits are therefore interesting models for development of mixed
signal analog–digital processing and perception systems implemented in resource efficient
nano-electronic substrates that are subject to device mismatch and failure [Strukov et al.,

1This work is supported by The Kempe Foundations under contract JCK-1809 and SMK-1429, and
was enabled by a collaboration with the Institute of Neuroinformatics in Zurich supported by STINT
under contract IG2011-2025.
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2019]. In particular, energy-efficient neuromorphic processors and sensor systems have
been developed by matching the device dynamics to neural dynamics, for example in the
form of CMOS analog circuits operating in the subthreshold regime where semiconductor
electron diffusion mimics ion diffusion in biological ion channels [Schuman et al., 2017,In-
diveri et al., 2011,Mead, 1990]. The dynamic nature and spatial structure of biological
neurons (synapses, dendrites, axons, etc.) implies that neurons are inherently capable
of temporal pattern recognition [Mauk and Buonomano, 2004] and pattern generation,
also without recurrent connections. Furthermore, the event-driven neurons in spiking
neural networks (SNNs) are typically sparsely activated and thus offer an efficient way of
doing inference [Rueckauer et al., 2017]. SNNs with biologically plausible dynamics thus
offer an interesting alternative model for temporal and spatial (spatiotemporal) pattern
recognition [Pfeiffer and Pfeil, 2018], which can be further developed with guidance from
biology. However, it is an open problem how such neuromorphic pattern recognition
solutions can be engineered in practical applications such that the dynamic nature of the
hardware is efficiently exploited.

Delays are essential for neuromorphic processing of temporal patterns in spike trains
[Sheik et al., 2013] and have been studied since the early 90s, see for example the work
by [Van der Spiegel et al., 1994]. Temporal delays have for example been implemented
in neuromorphic processors in the form of multicompartment models [Hussain et al.,
2015, Schemmel et al., 2017] and dedicated, specifically tuned delay neurons in the net-
work architecture [Sheik et al., 2012b,Sheik et al., 2012a,Coath et al., 2014]. In the lat-
ter case the resulting SNN is similar to a model of the auditory thalamocortical system
described by [Coath et al., 2011]. [Nielsen et al., 2017] present a low-power pulse de-
lay and extension circuit for neuromorphic processors, which implements programmable
axonal delays ranging from fractions of microseconds up to tens of milliseconds. In
polychronous [Izhikevich, 2006] architectures, asynchronously firing neurons project to a
common target along delay lines so that spikes arrive at the target neuron simultaneously,
thus causing it to fire. A polychronous SNN with delay adaptation for spatiotemporal
pattern recognition has been implemented in a field-programmable gate array (FPGA)
and in a custom mixed-signal neuromorphic processor [Wang et al., 2013,Wang et al.,
2014].

The typical signal propagation delays in axons [Swadlow, 1985] and dendrites [Agmon-
Snir and Segev, 1993] of cortical neurons range up to tens of milliseconds. Furthermore,
the dynamics of synapses also play an important role for the processing of temporal and
spatiotemporal patterns [Mauk and Buonomano, 2004] and offer efficient dynamic mecha-
nisms for sequence detection and learning [Buonomano, 2000]. Synaptic dynamics enable
pattern recognition architectures with high fan-in, which is beneficial in neuromorphic
systems where multicompartment modeling, axon/neuron reservation and spike trans-
mission is costly. [Rost et al., 2013] present an SNN architecture with spike frequency
adaptation and synaptic short-term plasticity that models auditory pattern recognition
in cricket phonotaxis. There, synaptic short-term depression and potentiation is im-
plemented to make neurons act as high-pass and low-pass filters, respectively. The re-
sulting signals are combined in a neuron that acts as a band-pass filter and thereby
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responds to a frequency band that is matched to the particular sound pulse period of
the crickets. Insects offer interesting opportunities to develop neuromorphic systems by
modelling and finding guidance from their neural circuits, where the relatively low com-
plexity allows neuromorphic engineers to transfer the principles of neural computation
to applications [Dalgaty et al., 2018].

Our present investigation is inspired by a more recent description of the cricket au-
ditory system [Schöneich et al., 2015] and preliminary work [Nilsson, 2018] indicating
that dynamic synapses in a neuromorphic processor can be used to imitate the post-
inhibitory rebound of the non-spiking delay neuron in the auditory circuit of the cricket.
We configured disynaptic delay elements composed of inhibitory and excitatory dynamic
synapses in the low-power Dynamic Neuromorphic Asynchronous Processor (DYNAP)
model SE from aiCTX [Moradi et al., 2018]. DYNAP-SE features reconfigurable mixed-
mode analog/digital neuron and synapse circuits with biologically faithful dynamics. We
investigated the properties and parameter dependence of the disynaptic delay elements
in a population of neuromorphic neurons and found that delayed excitations of up to
100 ms can be achieved, and that the parameters can be selected so that the delay and
delayed excitation amplitude depends mainly on the synaptic efficacies. Furthermore, we
imitated the post-inhibitory rebound of the non-spiking neuron in the auditory circuit of
the cricket [Schöneich et al., 2015] with one disynaptic element and investigated a circuit
with three spiking neurons that reliably detects the species-specific sound-pulse interval
of 20 ms. Since delays of tens of milliseconds are useful for implementing different kinds
of neural circuits, cortical circuits in particular, the easily configurable properties of the
disynaptic delay elements described and characterized in the following open up for further
implementations and studies of SNN architectures in neuromorphic processors.

2 Materials and Methods

2.1 The DYNAP-SE Neuromorphic Processor

The DYNAP-SE neuromorphic processor uses a combination of low-power, inhomoge-
neous sub-threshold analog circuits and fast, programmable digital circuits for the em-
ulation of SNN architectures with bio-physically realistic neuronal and synaptic behav-
iors [Moradi et al., 2018], making it a platform for spike-based neural processing with
colocalized memory and computation [Indiveri and Liu, 2015]. Specifically, the DYNAP-
SE comprises four four-core neuromorphic chips, each with 1k analog silicon neuron
circuits. Each neuron has a content-addressable memory (CAM) block containing 64 ad-
dresses representing the presynaptic neurons that the neuron is connected to. Information
about spike-activity is transmitted between neurons in an address-event representation
(AER) digital routing scheme. Four different types of synaptic behavior are available for
each connection: Fast excitatory, slow excitatory, subtractive inhibitory, and shunting
inhibitory. The dynamic behaviors of the neuronal and synaptic circuits of the DYNAP-
SE are governed by analog circuit parameters which are set by programmable on-chip
temperature compensated bias-generators [Delbruck et al., 2010].
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The inhomogeneity of the analog low-power circuits that constitute the neurons and
synapses of the DYNAP-SE neuromorphic processor is due to device mismatch, and
gives rise to variations in the dynamic behaviors of the silicon neurons and synapses
that the analog circuits constitute. These variations are analogous to differences in
values of the parameters governing the differential equations that model the neuronal and
synaptic dynamics implemented in the chips. Consequently, one set value of a neuronal
or synaptic bias parameter, in one core of the DYNAP-SE, results in a distribution of
the corresponding parameter values in the population of neurons and synapses of that
core.

Spiking Neuron Model

In the DYNAP-SE, neurons are implemented according to the adaptive exponential
integrate-and-fire (AdEx) spiking neuron model [Brette and Gerstner, 2005]. The model
describes the neuron membrane potential, V , and the adaptation variable, w, with two
coupled nonlinear differential equations,

C
dV

dt
= −gL(V − EL) + gL∆T e

(V−VT )/∆T − w + I, (1a)

τw
dw

dt
= a (V − EL)− w, (1b)

where C is the membrane capacitance, gL the leak conductance, EL the leak reversal
potential, VT the spike threshold, ∆T the slope factor, I the (postsynaptic) input current,
τw the adaptation time constant, and a the subthreshold adaptation. The membrane
potential increases rapidly for V > VT due to the nonlinear exponential term, which
leads to rapid depolarisation and spike generation at time t = tspike, where the membrane
potential and adaptation variable are updated according to

V → Vr, (2a)

w → w + b, (2b)

where Vr is the reset potential and b is the spike-triggered adaptation.

Dynamic Synapse Model

In the DYNAP-SE, synapses are implemented with sub-threshold differential pair inte-
grator (DPI) log-domain filters proposed by [Bartolozzi and Indiveri, 2007] and further
described by [Chicca et al., 2014]. The response of the DPI for an input current Iin can
be approximated with a first-order linear differential equation,

τ
d

dt
Iout + Iout =

Ith
Iτ

Iin, (3)

where Iout is the (postsynaptic) output current, τ and Iτ are time constant parameters,
and Ith is an additional control parameter that can be used to change the gain of the
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filter. This approximation is valid in the domain where Iin ≫ Iτ and Iout ≫ IIth . The
AdEx neuron model and the synapse equation are used in the following to describe the
disynaptic delay elements that we configure in the DYNAP-SE in order to approximate
the cricket auditory feature detection circuit.

2.2 Cricket Auditory Feature Detection Circuit

We consider the auditory feature detection circuit for sound pattern recognition in the
brain of female field crickets, described by [Schöneich et al., 2015], which is used for the
recognition of the sound pulse pattern of the male calling song. The circuit, consisting
of five neurons, responds selectively to a species-specific sound-pulse interval of roughly
20 ms, by using a detection mechanism that relies on the coincidence of a direct neural
response and a delayed response to the received sound pulses. In this circuit, a coincidence
detecting neuron, LN3, receives excitatory projections along two separate pathways; one
directly from the ascending neuron AN1, and the other via the inhibitory neuron LN2
followed by a non-spiking delay neuron LN5, which we approximate here with a delay
element formed by an inhibitory–excitatory synapse pair, see Figure 1 (adapted from
[Nilsson, 2018]). The non-spiking inhibitory neuron, LN5, in the cricket projects to
LN3 and provides a delayed excitation of LN3 due to postinhibitory rebound (PIR). The
duration of the delay matches that of the species-specific sound interpulse interval (IPI) of
roughly 20 ms that the circuit is specialized for detecting, so that the delayed excitation
arrives at the coincidence detecting neuron, LN3, simultaneously with the excitation
caused by the subsequent sound pulse. The coincident excitations of LN3 enables it to
fire and excite the feature detecting neuron, LN4, which, in turn, signals the feature
detection by firing.

2.3 Disynaptic Delay Elements

The PIR of the non-spiking neuron LN5 in the cricket auditory feature detection cir-
cuit provides the delayed excitation of LN3 required for feature detection. For a general
discussion of such delays, see [Buonomano, 2000] and [Mauk and Buonomano, 2004].
Spike-based dynamic neuromorphic processors, such as the DYNAP-SE, cannot directly
implement non-spiking neurons, such as the LN5 neuron in the cricket circuit, and flexible
routing of such analog signals is problematic. Therefore, we approximate LN5 and PIR
with an inhibitory–excitatory pair of dynamic synapses with different time constants, so
that the sum of the two postsynaptic currents initially is inhibitory and subsequently
becomes excitatory some time after presynaptic stimulation. For the inhibitory effect, a
synapse of the subtractive type is used in the DYNAP-SE. As its name implies, the sub-
tractive inhibitory synapse type allows for combining excitation and inhibition dynamics
by summing inhibitory and excitatory postsynaptic currents, as opposed to the shunting
synapse type which inhibits the neuron using a different mechanism. This summation
of postsynaptic currents is the central mechanism of the the proposed disynaptic delay
element. For the excitatory part, the slow synapse type is used, leaving the fast synapse
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A B C

Figure 1: Neuromorphic feature detection circuit inspired by an auditory feature detection
circuit in field crickets. (A) SNN architecture comprising four spiking neurons, on which open
circles and solid disks denote, respectively, excitatory and inhibitory synapses. The disynap-
tic delay element imitates the dynamics of the non-spiking delay neuron, LN5, in the feature
detection circuit of the cricket [Schöneich et al., 2015]. (B) Measured neuron membrane poten-
tials in the DYNAP-SE, following a 20-ms pulse stimulus. (C) Similarly, membrane potentials
resulting from a pair of 20-ms stimulus pulses with a 20-ms interval, which causes the feature
detecting neuron, LN4, to fire. By overcoming its inhibition and spiking, LN4 signals the feature
detection.

type available for bias configuration and use for stimulation of the postsynaptic neuron;
in this case, for the projection from AN1 to LN3.

The proposed disynaptic delay element can be modelled with Equation 3, and the
membrane potential resulting from presynaptic stimulation can be illustrated by solving
Equation 1. Figure 2 shows a numerical simulation of the disynaptic delay element
model for a 20 ms constant input current that represents the presynaptic stimulation,
as in Figure 1. Since the simulated neuron is in the subthreshold regime (V ≪ VT ),
Equation 1 is simplified by setting the exponential term to zero and omitting the adaption
variable. The neuron and synapse parameters are selected so that the membrane potential
is comparable to the potential measured in the hardware, and should thus not be directly
compared with biological potentials and threshold values.
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Figure 2: Simulation of the disynaptic delay element model. (A) Sum of inhibitory and
excitatory postsynaptic currents from the delay element. (B) Resulting postsynaptic neuron
membrane potential.

Dynamic disynaptic elements of this type are expected to provide a delayed excitation
that qualitatively matches the effect of PIR in the output of non-spiking delay neurons
like the LN5. Furthermore, we expect that the time delay and relative amplitude of
inhibition and excitation can be configured, for example by modifying the synapse time
constants and efficacies. The experimental results presented below demonstrate that this
is indeed feasible, and that for some bias settings it is possible to control the time delay
and delayed excitation amplitude with the synaptic efficacies only.

Neuromorphic Implementation

The disynaptic delay elements were configured in the DYNAP-SE in two different ways.
First, we aimed to mimic the post-inhibitory rebound in the cricket auditory circuit with a
delay of about 20 ms. The delay elements were stimulated with four spikes equally spaced
over the ∼ 20-ms stimulus-response of LN2 for a 20-ms sound pulse, which represents the
projection from LN2 to LN5 in the cricket circuit. The time constant of the inhibitory
synapse of the delay element was set so that the resulting inhibition of LN3 corresponded
to the inhibition caused by LN5 in the cricket; that is, a couple of ms longer than the 20-
ms sound-pulse duration. The excitatory synapse was tuned so that the LN3 excitation
lasts somewhat longer than that of the initial inhibition, approximately to the end of the
corresponding PIR excitation of LN5 in the cricket. The weight of the inhibitory synapse
was set higher than that of the excitatory synapse, such that the sum of inhibition
and excitation turned out negative, thus inhibiting the neuron for the duration of the
delay. For the excitatory synapse, the weight was set to yield a substantial excitation
of the postsynaptic neuron following the inhibition, while not generating spikes without
additional synaptic stimulation. In this manner, the effect of the non-spiking LN5 on LN3
is imitated with the summation of an inhibitory postsynaptic current and an excitatory
postsynaptic current produced by two synapses on LN3. The resulting DYNAP-SE bias
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values are found in Table 1.
Given the large parameter space of a dynamic neuromorphic processor like the DYNAP-

SE, we then explored different ways to simplify the configuration of the disynaptic delay
elements for delays up to about 100 ms. One identified possibility is to lower the con-
stant injection current of the neurons receiving the delayed signal, to such an extent
that the inhibition by the delay elements make the neuron reach its minimum membrane
potential. This results in delay elements for which the duration of inhibition, τinh, can
be controlled with the inhibitory weight of the delay element, winh. Furthermore, the
amplitude of the post-inhibitory excitation, Vmax, is then controlled by the excitatory
weight of the delay element, wexc, as well as by varying the number of presynaptic spikes
stimulating the delay element. The DYNAP-SE bias values for this configuration of the
delay elements are found in Table 5.

Characterization

For the purpose of characterization, the proposed disynaptic delay elements were im-
plemented, in parallel, in one core of a DYNAP-SE neuromorphic processor; one delay
element on each of the 256 neurons in the core. All of these neurons were then stim-
ulated as described in Section 2.3, and their membrane potentials were measured with
an oscilloscope. To avoid oscilloscope and DYNAP-SE time synchronization issues, we
analyzed the membrane potential measurements without reference to the precise timing
of the presynaptic stimulation. The full duration at half minimum of the inhibition and
the full duration at half maximum of the subsequent excitation, see Figure 2, can be
determined from membrane potential measurements without reference to the timing of
presynaptic spikes. Thus, we define the timescales of inhibition and delayed excitation in
terms of the Full Duration at Half Maximum/Minimum (FDHM). We characterized the
disynaptic delay elements with the distributions of the following five quantities: the min-
imum membrane potential, Vmin, the maximum membrane potential, Vmax, the FDHM
of inhibition, τinh, the FDHM of excitation, τexc, and the time duration from the FDHM
onset of the inhibition to the FDHM onset of the excitation, τdelay. These quantities are
illustrated in Figure 3, and allowed us to investigate the effect of different bias parameter
settings on the disynaptic delay elements in a population of neurons in the DYNAP-SE.
This way the bias parameter values of the delay elements could for example be tuned
to imitate the behavior of the delay neuron LN5 in the cricket. Further details on the
experimental settings are described in Section 2.5.

2.4 Neuromorphic Feature Detection Circuits

Cricket Circuit

For the implementation of the cricket auditory feature detection circuit, as described in
Section 2.2, in the DYNAP-SE neuromorphic processor, stimuli representing the projec-
tions from AN1 upon auditory stimulation were generated in the form of 11 spikes evenly
distributed over the pulse duration of 20 ms (in the noise-free case), yielding 10 interspike
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intervals (ISIs) of 2 ms each. Each of the remaining three neurons of the circuit, see Fig-
ure 1, were modeled on separate cores in one chip of the DYNAP-SE. The DYNAP-SE
bias parameter values for the neurons LN2, LN3, and LN4 are found in Table 2, Table 3,
and Table 4, respectively, and the neuromorphic implementations of these neurons are
described in the following.

For the implementation of the inhibitory neuron, LN2, a single neuron on a reserved
core was used. This neuron was set to receive the generated stimulation representing
AN1 by assigning a synaptic connection of the fast excitatory type. The bias parameter
values from Section 5.7.3 in the DYNAP-SE user guide 2 were used as reference. The
parameter values of the fast excitatory synapse were then adjusted in order to model the
behavior of LN2 as observed in the cricket. The synaptic time constant, NPDPIE TAU F P,
was adjusted to match that of the cricket, and the synaptic weight, PS WEIGHT EXC F N,
and threshold parameter, NPDPIE THR F P, were adjusted for LN2 to respond with the
right amount of four to five spikes for each input pulse.

For the coincidence detecting neuron, LN3, the proposed delay elements were imple-
mented according to the earlier description. An excitatory connection of the fast type
was added for LN3 to receive the projection from AN1.

For the excitatory connection from LN3 to the feature detecting neuron LN4, a
synapse of the fast type was used, and, for the inhibitory connection from LN2 to LN4, a
synapse of the subtractive type was used. Bias parameter values from Section 5.7.3 in the
DYNAP-SE user guide were used for neuronal parameters, and as reference values for the
fast excitatory synapses. For the fast inhibitory synapse, bias values from Section 5.7.5
in the user guide were used as reference. The bias parameters, time constant, threshold
and weight, for both synapse types, were then hand-tuned in order to approximate the
behavior of LN4 in one DYNAP-SE neuron, so as to make LN4 spike, thus signaling
feature detection, for stimuli with IPIs of 20 ms, but not for IPIs of 0, 10, 30, 40 and 50
ms.

Single-Neuron Feature Detector

We further investigated the possibility that a single neuron in the DYNAP-SE with mul-
tiple disynaptic delay elements can respond selectively to spatiotemporal spike patterns,
which match the difference in the delay times resulting from device mismatch. Specifi-
cally, we configured a neuron with two inputs via two different disynaptic delay elements.
The input patterns consist of spike pairs, one spike for each delay element, with a vari-
able spike-time interval. Patterns with spike-time intervals that match the delay-time
difference between the two delay elements should generate postsynaptic currents with
coincident maxima, thus resulting in maximum excitation of the neuron.

The neuron and delay elements were configured as described in Section 2.3 with
bias parameter values according to Table 5, with a few modifications: The threshold,
IF THR N = (6, 135), and excitatory synaptic efficacy was modified so that the neuron
generates output spikes for two input spikes, and the inhibitory weight of the delay

2https://aictx.ai/technology/
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elements was modified accordingly. Furthermore, the time-constant of the excitatory
synapse was lowered to compensate for the strong excitation required, NPDPIE TAU S P =
(5, 70) and NPDPIE THR S P = (0, 210). The numbers in parentheses denote coarse and
fine parameter values of the DYNAP-SE, respectively.

The synapses were selected with an off-line Hebbian-like learning rule such that, for
the spike patterns considered, the neuron responded selectively to spike patterns with
intermediately long intervals, but not to spike patterns with shorter or longer intervals.
Spike patterns were generated as described in the next section, and the neuron was
stimulated one hundred times with each pattern. Based on these experiments the average
probability of the neuron to spike for each type of pattern was determined.

2.5 Experiments

In all of the experiments conducted in this work, the DYNAP-SE neuromorphic proces-
sor was controlled using the cAER event-based processing framework for neuromorphic
devices. More specifically, a custom module making use of the tools for configuration and
monitoring provided by cAER was created and added to the framework. All stimuli were
synthetically generated using the built-in spike generator in the FPGA of the DYNAP-
SE, which generates spike-events according to assigned ISIs and virtual source-neuron
addresses.

The DYNAP-SE features analog ports for monitoring of neuron membrane potentials.
For measurements of these potentials, the 8-bit USB oscilloscope SmartScope by LabNa-
tion was used. Since these measurements only capture the neuron membrane potential,
there is no information about the precise relative timing of spike-events in the resulting
data. Because of this, the durations of inhibition and excitation of the delay elements
were defined in terms of the FDHM as described above.

For the extraction of the delay parameters defined in Section 2.3, the stimulus was
repeatedly broadcast to all neurons in the core, and for each stimulation cycle one neu-
ron was monitored with the oscilloscope using the programmable analog outputs of the
DYNAP-SE. The stimulation cycle was given a duration of 0.5 s, in order for the neurons
to relax to a resting state before and after stimulation. At the initial state of rest, the
resting potential was automatically estimated for each neuron. The resting potential
was subsequently subtracted from the measurement data, such that the resulting resting
potentials are zero. This was done to make the parameter values of the different neurons
comparable with each other.

3 Results

3.1 Characteristics of Delay Elements

Results from the characterization of the disynaptic delay elements, implemented in paral-
lel on each of the 256 neurons in one core of the DYNAP-SE neuromorphic processor, are
presented in Figure 3. The figure shows the pulse-response of one typical delay element
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Figure 3: Characteristics of disynaptic delay elements configured in the DYNAP-SE neuro-
morphic processor. (A) Postsynaptic membrane potential versus time, illustrating the delayed
excitation resulting from a presynaptic pulse. (B) Distribution of the maximum measured
membrane potential, Vmax, resulting from a presynaptic pulse. (C) Similarly, the distribu-
tion of the minimum measured membrane potential, Vmin. (D) Distribution of the inhibitory
timescale, τinh, defined as the full width at half minimum. (E) Distribution of the excitatory
timescale, τexc, defined as the full width at half maximum. (F) Distribution of the delay time,
τdelay, defined as the duration from the onset of τinh to the offset of τexc. The distributions in
panels (B)–(F) were obtained via characterization of one DYNAP-SE core, comprising, in par-
allel, one disynaptic delay element on each of the 256 neurons, with biases configured according
to Table 1.

from the resulting population, along with histograms of the distributions of parameters
that characterize each delay element. The resulting values of Vmax range from 3 to 143 mV
and center around 105 mV. Vmin has a thicker tail of the distribution and range from -310
to -20 mV, with most values between -100 and -50 mV. The time constant distributions
have relatively thin tails. τinh has values between 6 and 47 ms with probability peaking
between 26 and 28 ms. τexc ranges from 0 to 38 ms with probability peaking between 18
and 20 ms, and τdelay spans between 22 and 51 ms with probability peaking between 28
and 29 ms.

The pulse-responses of four different delay elements are presented in Figure 4, which
illustrates the variety of delay dynamics obtained thanks to device mismatch. Here,
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Figure 4: Examples of four different membrane potentials measured in the characterization
of the delay elements summarized in Figure 3. These variations were observed in one core with
256 neurons, with biases configured according to Table 1.

the variance of the minimum voltage, Vmin, is especially evident, but variation in other
parameters can also be observed, such as Vmax, in the case of the virtually non-existing
excitation in Figure 4B.

3.2 Cricket Feature Detection

The function of the neuromorphic implementation of the feature detection SNN was
investigated by stimulating it with double pulses of 20 ms duration each, while increasing
the IPI from 0, 10, 20, 30, 40, to 50 ms. Furthermore, in order to investigate the effect of
noise in the stimuli, as is likely to be present in real-world environments, different levels
of spike-timing noise was introduced in the generated stimuli by randomly perturbing
the value of the ISIs with values drawn from a continuous uniform distribution. Figure 5
shows the membrane potential of LN4 during correct classification of noiseless double
pulses of all of the IPIs mentioned above, as well as the result in the presence of 20%
spike-timing noise, where some false positives are observed for the 10 ms IPI.

By varying the weights of the excitatory projection from AN1 to LN3 and the excita-
tory synaptic weight of LN4, respectively, a boundary of correct classification of stimuli
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Figure 5: Response of LN4 for double-pulse stimuli with IPIs of 0, 10, 20, 30, 40, and 50
ms, respectively. (A) Noiseless case. (B) Example for 20% noise, with a false positive for the
10-ms IPI.

could be identified in the space spanned by these two parameters. Outside the bound-
ary, false positives and/or false negatives occur with varying probability. The boundary
was observed to move substantially in the parameter space as time progressed after cold
startup of the DYNAP-SE and this is likely due to heating by the FPGA that is enclosed
in the DYNAP-SE system. This change was observed over multiple runs of the experi-
ment and appears to be qualitatively consistent. Furthermore, the shift of the boundary
in the presence of spike-timing noise in the stimuli was investigated. Figure 6 shows
the boundary of correct classification, as measured at three separate points in time after
device initialization, spanning from minutes to several hours of run-time. The figure also
shows the shrinkage of the classification boundary in the presence of 10% spike-timing
noise in the stimuli, in relation to the steady-state of the boundary after several hours of
system run-time.

A quantitative investigation of the IPI dependence of the feature detection circuit
was made by repeatedly stimulating the network with double pulses of different IPIs
as described earlier, while observing the response in LN3 and LN4 by recording and
counting the spikes of both neurons. For each IPI, the network was presented with the
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Figure 6: Boundary of correct stimulus classification in synaptic parameter space. Outside the
enclosed region, false positives and/or false negatives occur with varying probability. The hor-
izontal and vertical axes indicate the fine integer bias-values of the excitatory synaptic weight
for the neurons LN3 and LN4, respectively. Multiple line types indicate experiments performed
under different environmental conditions. (A) Movement of the classification boundary ob-
served after several hours of continuous operation from cold startup. The temperature change
is likely caused by the FPGA that is enclosed in the system. (B) Shrinkage of the classification
boundary in presence of 10% spike-timing noise in the stimulus (bold line). Boundary points
are temperature dependent.

corresponding double-pulse stimulus 50 times. Figure 7 shows, in the case of noiseless
stimuli, the average number of spikes from LN3 and LN4, respectively, centrally within
the synaptic boundary of correct classification, as well as at the boundary. Centrally
within the boundary of correct classification, LN4 responded exclusively to the 20 ms
pulse interval, with no false positives or negatives. On the boundary of the parameter
space, LN4 began to exhibit false positives for the 10 ms IPI, with 0.32 ± 0.47 spikes per
double-pulse stimulus.

Similarly, Figure 8 shows the results for the best synaptic configuration used in the
previous experiment, centrally located within the boundary of correct classification, but
for different levels of spike-timing noise. As expected the network performed correct
classification in the noiseless case. The introduction of noise caused LN4 to exhibit false
positives, in particular for the 10 ms IPI. At higher levels of noise also false negatives
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Figure 7: Average number of spikes from LN3 and LN4 per double-pulse stimulus for varying
IPIs and two different bias configurations: one central to, and one on the boundary of, the
region illustrated in Figure 6. For each IPI, the data-points are graphically separated by 4/3
ms to improve clarity of the visualization. Error bars denote ±1 standard deviation. (A)
Feature detecting neuron, LN4. (B) Coincidence detecting neuron, LN3.

were observed. In the case of 50% noise the response of LN4 was 0.18 ± 0.48 spikes per
double-pulse for the 10 ms IPI, and 0.48 ± 0.54 spikes for the 20 ms IPI.

3.3 Reconfigurability of Delay Elements

Given the large parameter space of a dynamic neuromorphic processor, such as the
DYNAP-SE, we explored different ways to simplify the configuration of the disynap-
tic delay elements for delays up to about 100 ms. Figure 9A shows four configurations of
one delay element, with the maximum membrane potential of the postinhibitory excita-
tion ranging between 20 and 110 mV, and the durations of inhibition ranging between 50
and 90 ms, according to the FDHM definition. A table with delay element weight values
and resulting values of τinh and Vmax, from a total of 12 such variations, is presented in
Figure 9B; the data-points corresponding to the membrane potentials in Figure 9A are
marked with filled disks.
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Figure 8: Average number of spikes from LN3 and LN4 per double-pulse stimulus for varying
IPIs and different levels of spike-timing noise in the stimuli. For each IPI, the data-points are
graphically separated by 4/3 ms to improve the clarity of the visualization. Error bars denote
±1 standard deviation. (A) Feature detecting neuron, LN4. (B) Coincidence detecting neuron,
LN3.

3.4 Feature Detection with Multiple Delay Elements

Disynaptic delay elements produce variable delayed excitations when stimulated with
presynaptic spikes, as demonstrated in Figure 9. Furthermore, the delayed excitations are
subject to device mismatch variability, as demonstrated in Figure 3. Thus, as described
in Section 2.4 we investigated the possibility that a single neuron with multiple disynaptic
delay elements can respond selectively to spatiotemporal patterns that match the different
delay times. We find that this is possible, and one example is illustrated in Figure 10,
which shows the results for one neuron in DYNAP-SE with two delay elements (DE1 and
DE2) stimulated with eleven different spatiotemporal patterns. The experiment with
each pattern is repeated one hundred times. The neuron fires selectively when the time
interval between presynaptic spikes, tDE2 − tDE1, is three to four milliseconds, while the
probability of firing is low for shorter and longer presynaptic spike intervals. The neuron
does not fire when tDE2 − tDE1 < 0.
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Figure 9: Configuration of disynaptic delay elements. (A) Postsynaptic membrane poten-
tial versus time, resulting from a presynaptic pulse. The delay is controlled mainly by the
inhibitory synaptic efficacy, winh. The amplitude of the delayed excitation is controlled mainly
by the excitatory synaptic efficacy, wexc, and by the number of presynaptic spikes. Note that
the membrane potential reaches its minimum possible value during inhibition, and that the
difference between this value and the resting potential is controlled with the constant injection
current of the neuron, controlled by the bias parameter IF DC P. (B) Maximum membrane
potential, Vmax, versus duration of inhibition, τinh, for different values of (winh, wexc). Each
point is denoted with the corresponding fine integer bias values of the inhibitory and excitatory
synaptic weights, respectively.
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Figure 10: Feature detection by a single neuron in the DYNAP-SE. (A) Neuron with one
output (Out) and two inputs with disynaptic delay elements (DE1 and DE2). (B) Probability
that the neuron spikes versus the presynaptic spike interval, which denotes the time between
two presynaptic spikes at DE1 and DE2, respectively. This neuron spikes with maximum
probability when a spike arrives to DE2 about three milliseconds later than to DE1. The
neuron does not spike for presynaptic spike intervals below about two milliseconds and above
about six milliseconds. (C) Examples of spike times for presynaptic spike intervals of 3 ms
(bold lines) and 0 ms (thin lines). In the latter case no postsynaptic spike is generated. (D)
Examples of membrane potentials measured for 3 ms (bold line) and 0 ms (thin line) presynaptic
spike intervals. No spike is generated when the two presynaptic spikes arrive simultaneously.
With a presynaptic spike interval of 3 ms the neuron spikes reliably.
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4 Discussion

SNN architectures for temporal pattern recognition require delays, and the dynamics of
synapses, dendrites and axons of cortical neurons correspond to a spectrum of signal prop-
agation delays ranging up to about 100 ms. In this work, we investigate delays produced
by inhibitory–excitatory pairs of conventional conductance-based dynamic synapses im-
plemented in the DYNAP-SE neuromorphic processor. Our main results presented in
Figure 3, Figure 9 and Figure 10 demonstrates that configurable delayed excitations of
up to about 100 ms can be implemented in this way, and that a single neuron with
multiple disynaptic delay elements can respond selectively to spatiotemporal input pat-
terns. Figure 3 illustrates that for one particular configuration of the disynaptic elements,
which is selected to mimic the PIR of a particular non-spiking delay neuron in crickets, a
distribution of delays are realized in one neuromorphic core thanks to device mismatch.
Furthermore, Figure 9B illustrates a subset of the possible disynaptic configurations re-
sulting in different delays (τinh = 30, 50, 70, 90 ms) and delayed excitation amplitudes.
Thus, by configuring the two synaptic parameters of the disynaptic elements, variable ex-
citation strengths and delays of up to about τdelay ≃ 100 ms are achieved, which is similar
to the range of dendritic and axonal signal propagation delays in cortical circuits [Dayan
and Abbott, 2005].

At the quantitative level, we observe some differences between the feature detection
results presented in Section 3.2 and the behavior of the cricket circuit described by
[Schöneich et al., 2015]. In the crickets, the response of the coincidence detector neuron
LN3 for different IPIs varies so that the distribution of the number of spikes of LN3
increases as the interval gets closer to the species-specific IPI of 20 ms. This is not the
case in the results presented here, and further optimization of the neuron and synapse
parameters are required if this behavior is to be imitated. As illustrated in Figure 7B,
our LN3 reliably produces the same number (but different timings) of spikes for all of the
different IPIs, with the exception of the 0 ms IPI. A more plausible trend is observed in
the case of 50% input noise, but in that case the classification results are weaker. Hence,
the classification mechanism relies on the timing of spikes and the balance of inhibition
and excitation.

Temporal feature detection and pattern recognition are central tasks in advanced
sensor and perception systems. Thus, low-power SNN processors enabling learning
and recognition of complex spatiotemporal patterns [Indiveri and Sandamirskaya, 2019,
Strukov et al., 2019] have many potential applications, for example for always-on ma-
chine monitoring [Martin del Campo and Sandin, 2017,Martin del Campo et al., 2013],
where the system needs to operate autonomously and wirelessly with limited resources
over the expected lifetime of the monitored machine component [Häggström, 2018,Mar-
tin del Campo, 2017]. Although we sidestep Dale’s principle, the dynamic disynaptic
delay elements investigated here have the desirable property that each neuron can be
configured with multiple disynaptic elements, as illustrated in Figure 10. By combining
multiple disynaptic delay elements, for example in line with the idea of polychronous net-
works [Izhikevich, 2006], more complex spatiotemporal patterns can be detected in prin-
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ciple. Since the disynaptic delay elements are realized with ordinary dynamic synapses,
the approach is not limited to this particular neuromorphic processor, although the dis-
tribution of delays obtained is processor and device-mismatch dependent.

Further work is required to investigate how the repertoire of synaptic delays can
be exploited and configured/learned to solve practical pattern recognition tasks, and
to further develop the understanding of how device mismatch, noise and temperature
variations affect different network architectures. With dynamic synapses featuring short-
and long-term plasticity, additional mechanisms for sequence detection and learning can
also be realised [Buonomano, 2000] and investigated. Furthermore, SNNs can faithfully
reproduce dynamics of brain networks, which appear to self-organize near a critical point
where no privileged spatial or temporal scale exist, which has interesting consequences
for information processes [Cocchi et al., 2017]. Thus, Neuromorphic Engineering [Strukov
et al., 2019,Indiveri and Horiuchi, 2011] and dynamic neuromorphic processors opens the
way to new interesting architectures for pattern recognition and generation in machine
perception and control.
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Table 1: Bias parameter values used for the characterization of individual disynaptic delay
elements in the DYNAP-SE.

Parameter Parameter Coarse Fine Current
type name value value level

Neuronal IF AHTAU N 7 35 L
IF AHTHR N 7 1 H
IF AHW P 7 1 H
IF BUF P 3 80 H
IF CASC N 7 1 H
IF DC P 0 40 H
IF NMDA N 1 213 H
IF RFR N 4 40 H
IF TAU1 N 5 39 L
IF TAU2 N 0 15 H
IF THR N 6 4 H

Synaptic NPDPIE TAU S P 6 120 H
NPDPIE THR S P 1 30 H
NPDPII TAU F P 5 100 H
NPDPII THR F P 3 60 H
PS WEIGHT EXC S N 1 110 H
PS WEIGHT INH F N 1 130 H
PULSE PWLK P 5 40 H
R2R P 4 85 H
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Table 2: Bias parameter values used for the inhibitory neuron, LN2, in the DYNAP-SE
implementation of the cricket feature detection network.

Parameter Parameter Coarse Fine Current
type name value value level

Neuronal IF AHTAU N 7 35 L
IF AHTHR N 7 1 H
IF AHW P 7 1 H
IF BUF P 3 80 H
IF CASC N 7 1 H
IF DC P 7 2 H
IF NMDA N 7 1 H
IF RFR N 4 208 H
IF TAU1 N 6 21 L
IF TAU2 N 5 15 H
IF THR N 3 20 H

Synaptic NPDPIE TAU F P 5 165 H
NPDPIE THR F P 1 100 H
PS WEIGHT EXC F N 0 190 H
PULSE PWLK P 0 43 H
R2R P 4 85 H

Table 3: Bias parameter values used for the coincidence detecting neuron, LN3, in the DYNAP-
SE implementation of the cricket feature detection network. Neuronal parameters set according
to Table 1.

Parameter Parameter Coarse Fine Current
type name value value level

Synaptic NPDPIE TAU F P 5 200 H
NPDPIE TAU S P 6 120 H
NPDPIE THR F P 1 30 H
NPDPIE THR S P 1 30 H
NPDPII TAU F P 5 100 H
NPDPII THR F P 3 60 H
PS WEIGHT EXC F N 1 144–161 H
PS WEIGHT EXC S N 1 110 H
PS WEIGHT INH F N 1 130 H
PULSE PWLK P 5 40 H
R2R P 4 85 H
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Table 4: Bias parameter values used for the feature detecting neuron, LN4, in the DYNAP-SE
implementation of the cricket feature detection network. Neuronal parameters set according to
Table 2.

Parameter Parameter Coarse Fine Current
type name value value level

Synaptic NPDPIE TAU F P 5 80 H
NPDPIE THR F P 1 140 H
NPDPII TAU F P 6 180 H
NPDPII THR F P 3 140 H
PS WEIGHT EXC F N 0 71–82 H
PS WEIGHT INH F N 0 60 H
PULSE PWLK P 0 43 H
R2R P 4 85 H

Table 5: Bias parameter values used for configuration of the disynaptic delay elements in the
DYNAP-SE. Neuronal parameters not defined in this table were set according to Table 1.

Parameter Parameter Coarse Fine Current
type name value value level

Neuronal IF DC P 1 30 H

Synaptic NPDPIE TAU S P 7 210 H
NPDPIE THR S P 1 30 H
NPDPII TAU F P 6 80 H
NPDPII THR F P 3 60 H
PS WEIGHT EXC S N 0 8–80 H
PS WEIGHT INH F N 0 1–150 H
PULSE PWLK P 5 40 H
R2R P 4 85 H
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Synaptic Integration of Spatiotemporal Features

with a Dynamic Neuromorphic Processor1

Mattias Nilsson, Foteini Liwicki, and Fredrik Sandin

Abstract

Spiking neurons can perform spatiotemporal feature detection by nonlinear synaptic and
dendritic integration of presynaptic spike patterns. Multicompartment models of non-
linear dendrites and related neuromorphic circuit designs enable faithful imitation of
such dynamic integration processes, but these approaches are also associated with a rel-
atively high computing cost or circuit size. Here, we investigate synaptic integration of
spatiotemporal spike patterns with multiple dynamic synapses on point-neurons in the
DYNAP-SE neuromorphic processor, which offers a complementary resource-efficient, al-
beit less flexible, approach to feature detection. We investigate how previously proposed
excitatory–inhibitory pairs of dynamic synapses can be combined to integrate multiple
inputs, and we generalize that concept to a case in which one inhibitory synapse is com-
bined with multiple excitatory synapses. We characterize the resulting delayed excitatory
postsynaptic potentials (EPSPs) by measuring and analyzing the membrane potentials
of the neuromorphic neuronal circuits. We find that biologically relevant EPSP delays,
with variability of order 10 milliseconds per neuron, can be realized in the proposed man-
ner by selecting different synapse combinations, thanks to device mismatch. Based on
these results, we demonstrate that a single point-neuron with dynamic synapses in the
DYNAP-SE can respond selectively to presynaptic spikes with a particular spatiotempo-
ral structure, which enables, for instance, visual feature tuning of single neurons.

1 Introduction

Neural circuitry is a main source of inspiration in the development of more efficient and
potent computing architectures, such as deep neural networks [1]. The neuron models
used in such artificial neural networks are greatly simplified state-based models, which
require computationally costly iterations to process the spatiotemporal patterns that
characterize most real-world events. However, the fact that such basic models of neurons
are so successfully used in applications motivates further investigations of neuroscientif-
ically inspired computational principles and architectures [2, 3].

In the quest for more energy- and resource-efficient computing and learning architec-
tures, neuromorphic sensors and processors, which more faithfully reproduce the observed

1This work was funded by The Kempe Foundations, under contracts JCK-1809 and SMK-1429, and
by ECSEL JU, under grant agreement no. 737459.
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dynamic behavior of neurons, are developed by exploiting the dynamics of conventional
microelectronic devices and novel nanomaterials [4, 5]. With such a dynamic computing
approach, more resource-efficient signal processing and perception systems can be engi-
neered [6]—one example being event-based vision [7], which can benefit applications in
real-time interaction systems, such as robotics and wearable electronics [8], for which low
power, low latency, and high dynamic range are important properties [9].

Dynamic neuromorphic processors have parallel instances of mixed-signal analog/digital
circuits, operating in real-time, that emulate the biophysical dynamics of neurons and
synapses [10–12]. Such processors are different in comparison to digital computers, from a
physical information-processing point of view. Consequently, such neuromorphic systems
can offer efficiency advantages in the development of computational intelligence inspired
by the observed functions of brains, the senses, and neural circuits.

In neuromorphic processing of spatiotemporal patterns, temporal delays are essen-
tial computational elements [13]. Delays have, for instance, been implemented using
dedicated, specifically tuned delay neurons serving as axonal delays in spiking neural
network (SNN) architectures [14, 15], as well as using synaptic dynamics [16]. In biol-
ogy, the delays of excitatory postsynaptic potentials (EPSPs) in dendrites range up to
tens of milliseconds [17], and make out part of the critical role of dendrites in process-
ing of spatiotemporal information in neurons [18]. In neuromorphic systems, dendritic
integration has been investigated with nonlinear and multicompartment models—see for
example [19–23].

Fig. 1 illustrates two examples of feature-selective neural circuits based on nonlinear
neuronal dynamics. One such example is illustrated in Fig. 1A, in which a nonspiking
(NS) neuron with one inhibitory synapse is stimulated by a presynaptic spike that leads
to a postinhibitory rebound (PIR) of the membrane potential, VNS, with maximum
after 20 ms. The PIR generates a delayed EPSP in the spiking coincidence-detection
(CD) neuron, which implies that the firing probability of the CD neuron depends on the
relative timing of presynaptic spikes. This type of circuit can be observed in the auditory
system of crickets [24], and has been mimicked in a neuromorphic implementation [16], in
which an excitatory–inhibitory pair of dynamic synapses was used to imitate the delayed
excitation of a coincidence detecting neuron caused by the PIR mechanism.

A pyramidal neuron with millimeter-scale dendrites of varying width, conductance
and capacitance is illustrated in Fig. 1B. The postsynaptic potentials (PSPs) from exci-
tatory synapses, located (on spines) at different positions along the dendrites, propagate
with varying velocity and amplitude depending on the variable properties of the den-
drite. Thus, the propagation of each PSP towards the soma is subject to a dendritic
delay, and the relative timing of presynaptic spikes influence their contribution to the
eventual firing of the soma, as well as long-term plasticity [18]. Pyramidal neurons are
abundant in the neocortex and hippocampus, and synaptic integration of this type is
an essential aspect of neural information processing. Short-term synaptic plasticity fur-
ther increases the capacity of synapses and neurons to dynamically integrate temporally
encoded information [25,26].

Neuromorphic multicompartment models enable increasingly faithful and flexible im-
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plementations of dendritic integration and plasticity [19, 20, 22, 23]. However, such neu-
romorphic circuits are also complex, and require larger neuromorphic circuit designs and
more power than dynamic point-neuron implementations, which can matter in resource-
constrained applications with high-dimensional inputs, such as battery-powered machine
vision systems. The results in [16], in which excitatory–inhibitory pairs of dynamic
synapses on point neurons are used to generate a delayed EPSP, suggest that multiple
dynamic synapses of that type can potentially be used to integrate spatiotemporal spike
patterns within single point-neurons in a dynamic neuromorphic processor. To what ex-
tent can patterns with different temporal extensions and spatial dimensions be detected
that way?

Here, we investigate synaptic integration of spatiotemporal spike patterns with mul-
tiple dynamic synapses [10] on point neurons in the DYNAP-SE neuromorphic proces-
sor [27]. The DYNAP-SE is a mixed-signal processor for low-power, real-time emulation
of SNNs, providing a platform for spike-based neural processing with colocalized memory
and computation [28]. We characterize the resulting delayed EPSPs by measuring and
analyzing the membrane potentials of the neuromorphic neuron circuits, and we find that
biologically relevant EPSP delays with variability of order 10 milliseconds per neuron can
be realized. Albeit less flexible and general than a multicompartment implementation,
our presented work offers a complementary resource-efficient approach to integration and
detection of spatiotemporal features.

The contribution of this work is twofold: (i) we use dynamic synapses in the DYNAP-
SE neuromorphic processor integrating multiple delayed EPSPs as a simple model of
dendritic integration [20, 23]; (ii) we model, in effect, axonal, as well as dendritic and
synaptic, temporal delays—instead of only axonal ones [14,15]—and we thereby perform
synaptic integration of spatiotemporal information using point neurons in a mixed-signal
neuromorphic processor, which is subject to device-mismatch related challenges.

2 Materials and Methods

The experimental setup used in this work consisted of a DYNAP-SE unit—a dynamic
neuromorphic asynchronous processor (DYNAP) [27] from SynSense—connected to a PC
via a USB interface. The DYNAP-SE was controlled from the PC using the cAER event-
based processing framework for neuromorphic devices. Since the DYNAP-SE emulates
neuronal and synaptic dynamics in real-time—using analog circuitry—we configured it
in a hardware-in-the-loop setup, in which a PC receives digital spike-event data and ana-
log neuron monitoring, while iteratively reconfiguring the DYNAP-SE in order to carry
out the measurement series described in the following. All stimuli were synthetically
generated using the built-in FPGA spike-generator in the DYNAP-SE, which generates
spike-events according to assigned interspike intervals (ISIs) and virtual source-neuron
addresses. The 8-bit USB oscilloscope SmartScope from LabNation was used for mea-
surements of analog neuronal membrane potentials in the DYNAP-SE.
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Figure 1: Examples of feature-selective biological circuits that depend on nonlinear neuronal
dynamics. A: A nonspiking (NS) neuron featuring postinhibitory rebound (PIR) when stimu-
lated by a presynaptic spike-pulse. B: A pyramidal neuron with millimeter-scale dendrites of
varying conductance and capacitance.

2.1 The DYNAP-SE Neuromorphic Processor

The DYNAP-SE is a reconfigurable, general-purpose, mixed-signal SNN processor, which
uses low-power, inhomogeneous, sub-threshold, analog circuits to emulate the biophysics
of neurons and synapses in real-time. One DYNAP-SE unit comprises four four-core
chips—each core having 256 adaptive exponential integrate-and-fire (AdEx) neuron-
circuits. Each neuron has a content-addressable memory (CAM) block containing 64
addresses, see Fig. 2, which represent connections to presynaptic neurons. Four different
synapse types are available for each connection: fast and slow excitatory, and subtractive
and shunting inhibitory, respectively. The dynamic behaviors of the neuronal and synap-
tic circuits in the DYNAP-SE are governed by analog circuit parameters, which are set
by programmable on-chip bias-generators providing 25 bias parameters independently
for each core. Information about spike-events is transmitted between the neurons of the
DYNAP-SE using the address-event representation (AER) communication protocol.

Spiking Neuron Model

The AdEx spiking neuron model [29] describes the neuronal membrane potential, V , and
an adaptation variable, w, with two coupled nonlinear differential equations:

C
dV

dt
= −gL(V − EL) + gL∆T e

(V−VT )/∆T − w + I, (1a)
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Figure 2: Simplified block diagram of one of the 256 mixed-signal analog/digital neuronal
nodes in each core of the DYNAP-SE. Each node contains 64 mixed-memory words, each with
a 10-bit CAM cell and a 2-bit SRAM cell, four synaptic DPI circuits, and one AdEx neuron
circuit. The digital-to-analog signal-converting circuitry for each mixed-memory word is here
simplified with a block labeled Digital-to-Analog Current Converter (DACC). Also, the four
20-bit SRAM cells holding fan-out spike routing information are displayed.

τw
dw

dt
= a (V − EL)− w, (1b)

in which C is the membrane capacitance, gL the leak conductance, EL the leak reversal
potential, VT the spike threshold, ∆T the slope factor, I the postsynaptic input current,
τw the adaptation time constant, and a the subthreshold adaptation. For V > VT , the
membrane potential increases rapidly, due to the nonlinear exponential term, leading to
a rapid depolarization and spike generation, at time of which, t = tspike, the membrane
potential and the adaptation variable are both, respectively, updated according to

V → Vr, (2a)

w → w + b, (2b)

where Vr is the neuronal reset potential and b is the spike-triggered adaptation.

Dynamic Synapse Model

The synapses of the DYNAP-SE are implemented with subthreshold differential pair
integrator (DPI) log-domain filters, which are proposed in [10] and further described
in [12]. The following first-order linear differential equation approximates the response
of a DPI to an input current Iin:

τ
d

dt
Iout + Iout =

Ith
Iτ

Iin, (3)

where Iout is the postsynaptic output current, τ and Iτ are time-constant parameters,
and Ith is an additional control parameter that can be used to change the gain of the
filter. This approximation is valid for Iin ≫ Iτ and Iout ≫ IIth .
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Table 1: Bias parameter values used to implement disynaptic delay elements in the DYNAP-
SE.

Parameter Parameter Coarse Fine Current
type name value value level

Neuronal IF AHTAU N 7 35 L
IF AHTHR N 7 1 H
IF AHW P 7 1 H
IF BUF P 3 80 H
IF CASC N 7 1 H
IF DC P 1 30 H
IF NMDA N 1 213 H
IF RFR N 4 40 H
IF TAU1 N 5 39 L
IF TAU2 N 0 15 H
IF THR N 6 135 H

Synaptic NPDPIE TAU S P 5 70 H
NPDPIE THR S P 0 210 H
NPDPII TAU F P 5 100 H
NPDPII THR F P 3 60 H
PS WEIGHT EXC S N 0 140 H
PS WEIGHT INH F N 0 150 H
PULSE PWLK P 5 40 H
R2R P 4 85 H

2.2 Disynaptic Delays

We used excitatory–inhibitory pairs of dynamic synapses in the DYNAP-SE to imple-
ment temporally delayed interneuronal connections in the DYNAP-SE—in the manner
that is described in detail in [16]. More specifically, one excitatory–inhibitory synapse
pair, connected to the same input-neuron, constitutes one delay element and—in a man-
ner resembling PIR—generates a delayed excitation in the postsynaptic neuron upon
stimulation. For the inhibition, a synapse of the subtractive type was used, which allows
the combination of excitation and inhibition by summation of the postsynaptic currents.
A synapse of the slow type was used for the excitation, which operates with on a rel-
atively long time-scale—leaving the fast type available for use for direct stimulation of
the neuron, in potential future cases. The excitation delay was realized by giving the
excitatory synapse a longer time-constant than that of the inhibitory one, so that, follow-
ing the decay of the inhibition—which was set to a time-constant matching the desired
temporal delay—the EPSP still contributes to raise the neuronal membrane potential
and, thereby, generates the delayed excitation. The bias-parameter values used for this
configuration of the DYNAP-SE are provided in Table 1.
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Figure 3: Simulation of the disynaptic delay-element model [16]. The figure shows the postsy-
naptic neuronal membrane potential following presynaptic single-spike stimulation of one delay
element.

The disynaptic delay elements can be simulated using Eq. (3), and the postsynaptic
neuronal membrane potential using Eq. (1). Fig. 3 shows the result of such a numerical
simulation for a single-spike input. Since the simulated neuron is in the subthreshold
regime, where V < VT , Eq. (1) was simplified by setting the exponential term to zero,
and by omitting the adaptation variable. The neuronal and synaptic parameters used in
the simulation were selected for the neuronal membrane potential to be comparable to
those measured in the DYNAP-SE, and should, therefore, not be directly compared with
potentials and threshold values.

Due to the device mismatch inherent to the analog neuronal and synaptic circuits of
the DYNAP-SE, any set of bias-parameter values generates a distribution of the corre-
sponding neuronal and synaptic dynamic behaviors in the core being configured. Thus,
implementation of the disynaptic delays as described above—by configuring the bias
parameters of one core of the DYNAP-SE accordingly—should generate a distribution
of delays in the population of neurons. Furthermore, even though all 64 CAMs of one
DYNAP-SE neuron technically use the same four synaptic circuits—for the four differ-
ent synapse types, respectively—there is digital-to-analog current-converting circuitry
between the CAMs and the synaptic circuits, which constitutes a further source of in-
homogeneity. Thus, different disynaptic delays implemented on the same neuron, but
using different CAMs, are expected to exhibit some degree of variation in behavior, why
a distribution of temporal delays can be expected also in one and the same neuron.

2.3 Feature Detection Architectures

Given the expected temporal variation in disynaptic delay elements implemented using
different CAMs on the same single neuron, input-spikes arriving to such a neuron—via
different delay elements—should generate EPSPs with coincident maxima, if the differ-
ences in presynaptic spike times compensate for the differences in the synaptic delay
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times. Thus, input patterns with spike-time intervals that match the delay-time dif-
ferences should generate maximal excitation of the neuron, why a single neuron should
be able to respond selectively—with increased intensity—to such spatiotemporal input
patterns. To investigate this, we performed two different experiments, in which single
neurons were set up to receive spatiotemporal input spike-patterns consisting of tempo-
rally separated single spikes received through different input channels. In both of the
experiments—described in the following—an off-line Hebbian-like learning rule was used
to select the synapses of the neurons, for them to respond selectively to different ISIs
in the input spike-patterns. More specifically, we investigated whether the single-neuron
systems could respond with increased intensity to some limited range of pattern ISIs in
the millisecond-range, and, thereby, discriminate against both longer and shorter inter-
vals.

Pair-Selective Circuit

We configured a single neuron with two inputs via two different excitatory–inhibitory
disynaptic delay elements configured as described in Section 2.2. The input pattern
consisted of a pair of spikes separated with an ISI—one spike to each delay element
(see Section 3.2). The delay-element synapses were selected for the neuron to respond
selectively to intermediately long intervals but not to shorter or longer intervals.

Triplet-Selective Circuit

To investigate the generalizability of our use of synaptic dynamics for single-neuron spa-
tiotemporal pattern recognition, we set up a single neuron to receive single-spike inputs
on three different excitatory synapses and one inhibitory synapse. In this experiment,
the stimulation pattern consisted of one single spike to each of the excitatory synapses,
each spike temporally separated from the previous one with the same ISI—such that the
first and the third spike were separated with twice the ISI—as well as one spike to the
inhibitory synapse, simultaneous with the first excitatory spike (see Section 3.3). The
same bias parameter values as in the pair-detection experiments were used, except for
a lowering of the excitatory synaptic weight—to compensate for the higher number of
excitatory synapses and lower number of inhibitory ones. Synapses were selected for the
neuron to respond with increased intensity to a range of intermediately long ISIs, as
compared to shorter and longer intervals.

The stimulation pattern used in this experiment can be likened to the response of three
spatially distributed contrast-detecting visual receptor neurons to a bright line moving
across the visual field of the receptor array, causing each receptor to fire asynchronously;
this concept is illustrated in Fig. 4. This setup is aligned with the fact that biological
vision is highly sensitive to contrast changes rather than to the overall illumination, and
that a neuromorphic vision system such as that in [30] would generate an output of
this type. As a historical note, in 1981, Hubel and Wiesel [31] got the Nobel Prize in
Psychology for their discoveries concerning the visual system. In their experiment, they
used the projection of a single line in different orientations as stimulus, while they were
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Figure 4: Selective response of a single hardware neuron with dynamic synapses to different
visual stimuli. A: One hardware AdEx neuron receives inputs from three simulated visual re-
ceptors (red squares) that output spikes asynchronously when detecting a contrast change. B:
Spikes resulting from the presentation of one visual stimulus. The three excitatory synapses
receive, respectively, one presynaptic spike from each receptor, with time difference tα that
depends on the orientation and speed of the stimulus. The inhibitory synapse receives a presy-
naptic spike from one of the three receptors (inhibitory interneuron not required in DYNAP
processors). C: Selective response (N = 100) of a single DYNAP-SE neuron to the spatiotempo-
ral spike-triplet stimulus illustrated in panels A and B, for different values of the time-interval
tα. Error bars denote ±1 standard deviation. D: Response (N = 100) to spike-triplet vs tα for a
different neuron and selection of synapses—the standard deviation is zero for all data-points in
this case. Due to device mismatch, the feature tuning curves are neuron- and synapse-specific.

recording the activity of a single neuron in the cats brain. They discovered that the
specific neuron was highly activated when then line had a vertical orientation.

In the example described above, both the angular orientation and the velocity of the
stimulus would influence the ISI separating the asynchronous responses of the receptor
cells. Furthermore, the projection to the inhibitory synapse, as well as the specific EPSP
delays of the excitatory synapses, determines the feature tuning of the neuron. This
solution is possible because, in the DYNAP architecture—as opposed to in biology—
inhibitory interneurons are not required.
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Figure 5: Characteristics of disynaptic delay elements implemented in the DYNAP-SE neu-
romorphic processor, for single-spike input. A: Subthreshold (nonspiking) neuronal membrane
potential for single-spike stimulation via one disynaptic delay element. B: Distribution (N =
256) of temporal delays when implemented on different neurons with shared global biases. C:
Distribution (N = 256) of temporal delays when implemented on the same neuron, but using
different synapse-CAM combinations. The two colors represent CAM configurations for which
the neuron was spiking or nonspiking, respectively.

3 Results and Discussion

3.1 Delay Characteristics

We implemented the disynaptic delays, as described in Section 2.2, in parallel, on all
neurons in one core of the DYNAP-SE—one delay element on each neuron (N=256).
For the purpose of characterization, we defined the duration of the delay as spanning
from the onset of the inhibition to the maximum postinhibitory value of the membrane
potential—making the definition practical also for neurons that generate a spike as a
consequence of their delayed excitation. The onset of the inhibition was defined at half
minimum of the membrane potential, in line with the definition of full duration at half
maximum/minimum (FDHM), given the lack of exact spike-time data in the analog
measurements. Fig. 5A shows the membrane potential, following a single-spike input
stimulus, of a neuron from the configured core, alongside an illustration of the temporal
delay. While this neuron exhibits typical behavior in the nonspiking case, spike-firing
was triggered by the delayed excitations in roughly half of the neurons in the population.
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Figure 6: Selective responses (N = 100) of a single neuron to different input ISIs in spatiotem-
poral spike-pair feature for different excitatory and inhibitory synaptic weights, respectively.
The legends denote the fine integer value of the bias parameter corresponding to the varied
weight. Error bars denote ±1 standard deviation. A: Varying excitatory synaptic weight. B:
Varying inhibitory synaptic weight.

The resulting distribution of temporal delays is presented in Fig. 5B, according to which,
for example, almost 80 out of the 256 neurons display an EPSP that is delayed by about
15 ms.

Furthermore, we characterized the distribution of temporal delays that are generated
in a single neuron when varying the CAMs used for the two synapses that constitute one
delay element. We did this by configuring the disynaptic delay in 256 different instances,
using unique pairs of CAMs each time. The resulting delay distribution is presented in
Fig. 5C. The bimodal shape of this histogram appears because some of the longer delays
correspond to CAM combinations where the neurons spikes, while others do not. When
the neuron spikes, the duration of the spike-firing process adds to the delay, according
to the delay definition used here. The peak at shorter delay corresponds to nonspiking
instances, and the second peak is formed where the largest number of spiking delays are
found.

3.2 Spike-Pair Selectivity

We stimulated the spike-pair sensitive neuron described in Section 2.3 with ISIs ranging
from 0 to 10 ms, with increments of 1 ms. Stimulation with each ISI was repeated
100 times, in order to extract the mean number of spikes generated in the receiving
neuron. This investigation was repeated with variations to both the excitatory and the
inhibitory synaptic weights of the delay elements, through which the neuron received
the stimuli. The results, presented in Fig. 6, show that the neuron responded selectively
to the different ISIs, and how this selectivity varies for different choices of the synaptic
weights. Summing the data-points for each of these tuning curves, respectively, generates
the following relative areas under the curves: 5.87, 5.19, and 2.88 for Fig. 6A, and 5.10,
4.25, and 3.13, for Fig. 6B.
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3.3 Spike-Triplet Selectivity

In the investigation of triplet-interval sensitivity, as in the pair-selection experiment, we
stimulated the neuron with ISIs of 0 to 10 ms, with increments of 1 ms—meaning that, for
the largest ISI, the first spike and the third were, on different input synapses, separated
with 20 ms. The results, presented in Fig. 4, illustrates that the neuron—having a
baseline response of two spikes per input—does indeed respond with increased average
activity for input ISIs ranging between 3 and 8 ms. The response peaks at three spikes
per stimulus for the 5-ms ISI. This selective response disappeared when we permuted the
order of the excitatory synapses—as is expected, since maximum excitation is obtained
when the delayed EPSPs are matched by the timings of the presynaptic spikes.

One slightly more complex variation to the spike-triplet feature could consist of three
spikes separated by two different ISIs instead of the uniform interval tα. This would
represent stimulation by a nonlinear visual edge or, alternatively, by the same linear
edge as in Fig. 4A, except now presented to the receptors with a nonuniform speed. Such
a feature could be detected using the same architecture as described in this work—simply
requiring a different choice of synapse-CAMs, for the EPSPs to add up maximally.

For learning and detection of more complex spatiotemporal features and patterns,
more than one neuron is, of course, necessary—see for instance [2,32] for further reading.
One immediate step from the work presented in this paper could be to combine the tuning
curves of two or more of the proposed single-neurons systems, in order to—where these
tuning curves correlate most strongly—create a narrower tuning curve in a subsequent
neuron. Activation of this neuron would, then, depend on the feature sensitivities of the
preceding neurons, and the relative timing with which these are activated.

4 Conclusion

In this paper, we propose a resource-efficient approach to spatiotemporal pattern recog-
nition using dynamic synapses and point-neurons in the DYNAP-SE neuromorphic pro-
cessor to, in effect, model axonal delays and some aspects of dendritic integration. We
use this approach to integrate multiple inputs by using excitatory–inhibitory disynaptic
delay elements [16]. Furthermore, we generalize this concept by combining one inhibitory
synapse with multiple excitatory synapses. We conclude that biologically relevant EPSP
delays with a variability in the order of 10 ms per neuron can be realized due to de-
vice mismatch in the analog electronic neuromorphic circuits. Based on these findings,
we demonstrate that a single point-neuron with dynamic synapses in the DYNAP-SE
can respond selectively to presynaptic spikes with a particular spatiotemporal structure,
which enables feature detection with single neurons. We note that the temporal feature
tuning of the neuromorphic neurons, as illustrated in Fig. 4C, is comparable to the width
of temporal feature detection neurons in biology, see for example Fig. 3B in [24]. Further
work is required to investigate how SNNs with feature detectors of this type could be
configured and trained in a systematic manner given a particular task, in order to make
efficient use of the dynamic synapses. Further work is also required to investigate under
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what conditions a simple and relatively resource-efficient feature detector of this type is
favored over a more generic multicompartment model of nonlinear dendrites.
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Spatiotemporal Pattern Recognition in Single

Mixed-Signal VLSI Neurons with Heterogeneous

Dynamic Synapses1

Mattias Nilsson, Foteini Liwicki, and Fredrik Sandin

Abstract

Mixed-signal neuromorphic processors with brain-like organization and device physics
offer an ultra-low-power alternative to the unsustainable developments of conventional
deep learning and computing. However, realizing the potential of such neuromorphic
hardware requires efficient use of its heterogeneous, analog neurosynaptic circuitry with
neurocomputational methods for sparse, spike-timing-based encoding and processing.
Here, we investigate the use of balanced excitatory–inhibitory disynaptic lateral con-
nections as a resource-efficient mechanism for implementing a thalamocortically inspired
Spatiotemporal Correlator (STC) neural network without using dedicated delay mecha-
nisms. We present hardware-in-the-loop experiments with a DYNAP-SE neuromorphic
processor, in which receptive fields of heterogeneous coincidence-detection neurons in an
STC network with four lateral afferent connections per column were mapped by random
input-sampling. Furthermore, we demonstrate how such a neuron was tuned to detect
a particular spatiotemporal feature by discrete address-reprogramming of the analog
synaptic circuits. The energy dissipation of the disynaptic connections is one order of
magnitude lower per lateral connection (0.65 nJ vs 9.6 nJ per spike) than in the former
delay-based hardware implementation of the STC.

1 Introduction

Neuromorphic engineering [1, 2] deals with the creation and use of physical substrates
for information processing and sensing that imitate processes and structures observed
in the brain. Following this approach, mixed-signal neuromorphic processors are very-
large-scale integration (VLSI) systems that emulate the biophysical dynamics of neurons
and synapses [3] in event-driven spiking neural networks (SNNs) [4] and have high po-
tential for ultra-low-power pattern recognition and learning [5–7]. Such technology can
offer a sustainable alternative to deep learning [8, 9] and enable always-on edge intelli-
gence [10,11] in sensing applications, such as wearable biomedical devices [12]. However,

1This work was funded by The Kempe Foundations under contract JCK-1809 and by ECSEL JU
under grant no. 737 459. We thank Prof. Elisabetta Chicca for helpful feedback on an earlier version of
this manuscript.
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such analog-based systems are subject to transistor parameter-variance—so-called “de-
vice mismatch” [13,14]—which gives rise to substantial static parameter variance within
uniformly configured populations of neurons and synapses [15], and which poses a chal-
lenge to configurability and computational precision. Furthermore, the dynamic real-time
operation of the neurosynaptic computational nodes of these processing systems needs to
be employed in a way that realizes their potential for sparse, event-driven information pro-
cessing [16] with spike-timing-based encoding [17–21]—as opposed to purely rate-based
encoding, the use of which rather makes SNNs more or less analogous to the artificial
neural networks often used within the deep learning paradigm.

Learning and recognition of spatiotemporal patterns—in contrast to static, purely
spatial patterns, or even sequences of such—in artificial systems is an engineering prob-
lem for which spike-based neuromorphic computing holds particularly high potential for
efficient solutions in terms of energy and latency [6, 22]. A central aspect of such pat-
tern recognition with SNNs is the neural encoding of temporal relations, which may be
performed in a number of different ways [23]. One bio-inspired approach to temporal
encoding in SNNs is the use of neural spike-propagation delays [17,24], which have been
implemented in or for neuromorphic hardware in the form of axonal delays [25], delay
interneurons [26], and emulation of dendrites [27–29]. However, such implementations
come with a substantial cost, as they require allocation of additional hardware resources
beyond what is already used to implement the neurons and synapses of a given SNN and
sometimes beyond what is readily available in general-purpose neuromorphic hardware.
Another relevant concept is that of the spiking time-difference encoder (TDE) [22, 30],
which is a versatile neurocomputational primitive for temporal encoding, but which can-
not be implemented in general-purpose analog-based neuromorphic systems without ded-
icated hardware.

The challenge to using mixed-signal neuromorphic hardware posed by the impreci-
sion stemming from device mismatch has previously been addressed with usage of rel-
atively costly compensation methods, such as circuit calibration procedures [31, 32] or
neural resource redundancy [33]. Other mitigation methods include the use of neural–
architectural robustness to noise and variability [34] and special training procedures that
promote robustness during inference [35]. In contrast, however, some current approaches
to spatiotemporal pattern recognition with mixed-signal neuromorphic hardware are—
rather than attempting to mitigate the variance caused by device mismatch—based on
neural processing frameworks that actually rely on variability in the neurosynaptic ele-
ments [36–41], such as reservoir computing and ensemble learning. Similarly, Markov
chain Monte Carlo sampling of heterogeneous memristors has been used to train a
Bayesian machine learning model [42]. Furthermore, there is recent research suggest-
ing that the existence of neurosynaptic variability, which is also observed in the brain,
may support efficiency and robustness in neural processing and learning—especially for
information that has a rich temporal structure [43,44].

Here, we follow the approach of making use of device mismatch as a source of vari-
ance for resource-efficient employment of inherently inhomogeneous mixed-signal neuro-
morphic hardware. We investigate usage of a previously proposed form of excitatory–
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inhibitory (E–I) balanced disynaptic elements [45] as a heterogeneity-dependent low-
resource alternative to dedicated delay-mechanisms for coincidence-detection-based spa-
tiotemporal pattern recognition with a modified version of the spatiotemporal correla-
tor (STC) network, which we propose here—the disynaptic spatiotemporal correlator
(dSTC). To investigate the feasibility and effectiveness of implementing the dSTC in
mixed-signal neuromorphic hardware, we present hardware-in-the-loop experiments with
a DYNAP-SE neuromorphic processor [46], in which we characterized spike-timing-based
spatiotemporal receptive fields that form in coincidence-detection neurons of the dSTC.
Furthermore, we performed tuning of one of these receptive fields by using digital synapse-
address reprogramming to sample from the inherent parameter distributions of the analog
synapses. Finally, we present an estimate of the difference in energy usage for hardware
implementations of the dSTC and STC neural networks, which indicates a reduction by
one order of magnitude per lateral connection (0.65 nJ vs 9.6 nJ per spike).

In summary, we present how heterogeneous neurosynaptic dynamics in neuromorphic
processors like the DYNAP-SE can be used in a resource-efficient manner for spike-
timing-based spatiotemporal pattern recognition in a way that enables synapse-address
reprogramming as a discrete mechanism for feature tuning, which results in observable
and reproducible state changes. This approach may serve as a complement to more
accurate but resource-intensive delay-based coincidence detection or dendritic integration
and use of volatile plastic synapses, which hamper observability and reproducibility. Our
study also contributes a new perspective on the STC’s mechanism and capability for
pattern recognition on the level of single neurons—as opposed to the population-level
view held in the original studies [36,47].

2 Materials and Methods

The experiments presented in this work were conducted with a DYNAP-SE (Dynamic
Neuromorphic Asynchronous Processor – Scalable) [46] from SynSense interfaced in a
closed loop with a PC using the software Legacy Samna [48] (formerly CTXCTL). All
input stimuli were generated using the built-in spike-generator in the field-programmable
gate array (FPGA) of the DYNAP-SE, which generates spike-events according to assigned
temporal interspike intervals (ISIs) and virtual source-neuron addresses.

2.1 Neuromorphic Processor

The DYNAP-SE [46] is a reconfigurable, general-purpose, mixed-signal neuromorphic
processor that uses subthreshold analog circuits to emulate the biophysical dynamics of
neurons and synapses in real time, and asynchronous digital circuits for spike-event trans-
mission according to an address-event representation (AER) protocol. One DYNAP-SE
unit comprises four four-core neuromorphic chips—each of which comprises 256 silicon
neuron-circuits implementing the adaptive exponential integrate-and-fire (AdEx) spik-
ing neuron model [49]. Each neuron has a content-addressable memory (CAM) block
that can contain up to 64 different addresses, each representing a presynaptic neuronal
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Figure 1: Implementation of balanced excitatory–inhibitory (E–I) disynaptic ele-
ments in one neuron of the DYNAP-SE neuromorphic processor. Based on a figure
from [46]. Each neurosynaptic node contains 64 synaptic input-channels—each with a CAM
cell for the presynaptic neuron address, an SRAM cell for the synapse-type information, and
digital-to-analog signal-converting circuitry (DAC)—four analog synaptic DPI circuits of differ-
ent types, and one analog AdEx-neuron circuit. The coloring indicates the use of two synaptic
inputs for each E–I element [41, 45]. Two examples of the resulting heterogeneous postsynap-
tic currents (PSCs) for different E–I elements are illustrated, which, respectively, use synaptic
inputs 0–1 and 2–3. The E–I elements are used for synapse-based generation of delayed excita-
tions for coincidence detection, instead of using dedicated delay lines or emulation of dendrites.

connection2, see Figure 1. For each connection, dynamic synapses in the form of dif-
ferential pair integrator (DPI) circuits [50] are available in four different synaptic types:
fast and slow excitatory, and subtractive and shunting inhibitory. The dynamic behav-
iors of the neuronal and synaptic circuits of the DYNAP-SE are governed by analog
circuit parameters that are set by on-chip programmable bias generators, which provide
25 bias parameters independently for each core. In the present work, a certain kind of
balanced E–I disynaptic elements [41,45] are used to generate delayed excitations in the
DYNAP-SE, in a way that is further described in Section 2.2.

2.2 Spiking Neural Network

The spatiotemporal correlator (STC) is a spiking neural network (SNN) for spatiotem-
poral pattern recognition and learning in neuromorphic hardware—based on coincidence
detection of lateral, temporally delayed projections [26]—which was derived from a bi-
ologically plausible model of thalamocortical auditory processing [51] and has been im-

2Each CAM address can match the same local neuron-ID on different cores, which enables multiple
presynaptic connections per input circuit.
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plemented in real-time mixed-signal neuromorphic hardware [36, 52]. The originators of
the STC argue that the functional principles of the network and of its more complex pre-
cursor can be used to produce spike-based feature extractors, which may form the basis
of sensory–processing systems based on mixed-signal neuromorphic technology. Further-
more, the original conception and study of the STC was also motivated as a case-study
of the neural mechanisms underlying feature selectivity in primary sensory processing—
especially in the auditory domain—as well as a study of the intrinsic characteristics of
such features. The robustness of the STC to variability in stimulus patterns—which is a
prerequisite for most real-world sensing applications—has been further demonstrated in
a subsequent study [47].

The STC network, see Figure 2a, consists of the following qualitatively distinct
neuronal populations:

A: Input neurons

B1: Secondary input neurons

B2: Coincidence-detection neurons

C: Delay neurons

The network is structured in columns—not to be confused with cortical columns—
each consisting of one A, B1, and B2 neuron, respectively. Within each column, the input
neuron, A, receives a signal from an input channel—such as a pixel of a visual sensor,
or a frequency band of an auditory sensor—which it then projects to both the B1 and
B2 neurons via excitatory synapses. B1 then generates a one-to-one spike-response to its
input from A, which is projected by inhibition to the B2 neuron of the same column and by
excitation to the B2 neurons of some number of adjacent columns—the number of which
is subject to design-choice and pruning. Each lateral B1–B2 excitation is projected via
a neuron from the C population, thereby inducing a temporal signal-propagation delay.
The A–B2 excitation is slightly faster than the B1–B2 inhibition, thus creating a time-
window during which B2 is primed to spike in response to coincident lateral projections
from adjacent columns. Hence, each B2 neuron constitutes a coincidence detector that is
sensitive to some particular set of spatiotemporal spike-patterns in a local sensory region,
which forms a feature of the pattern that is recognized by the STC network as a whole.

The Disynaptic STC Network

Here, we propose a modified version of the STC—the Disynaptic Spatiotemporal Correla-
tor (dSTC), see Figure 2b. In the dSTC, the delay interneurons of the STC are replaced
with balanced E–I disynaptic elements—first proposed in [45] and further investigated
in [41]—thereby theoretically reducing the amount of resources required to implement
the network by a substantial amount. Each E–I element consists of one excitatory and
one inhibitory synapse connected to the same presynaptic neuron. Thus, Dale’s law is
explicitly broken to save resources. The time-constants and weights of the two synapses
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Figure 2: Spatiotemporal Correlator (STC) spiking neural network–architectures.
(a) Original STC network, adapted from [52]. (b) Disynaptic STC (dSTC) network, which uses
excitatory–inhibitory (E–I) disynaptic elements [41, 45]. For each architecture, one column is
highlighted, and the two closest neighboring columns are included in shaded colors to illustrate
lateral connections. Circles represent single neurons from populations A, B1, B2, and C.

are balanced in such a way that each presynaptic spike generates—by summation of the
postsynaptic currents—an inhibition followed by a postinhibitory excitation, thus gener-
ating a delayed excitation that imitates postinhibitory rebound [45]. When implemented
on different neuronal and synaptic hardware circuits in a mixed-signal system such as the
DYNAP-SE, see Figure 1, the E–I elements generate varying temporal delays following
a roughly Gaussian distribution, as demonstrated in [45] and [41]. This variation is the
source of the differences in temporal delay between the lateral afferent connections of B2
neurons in the dSTC architecture. These differences make each B2 neuron sensitive to
some range of spatiotemporal spike-patterns that are illustrated as receptive fields in the
following, and which are dependent on the heterogeneity of the analog hardware circuits.
In this manner, the dSTC performs coincidence-based spatiotemporal feature detection
by relying on synaptic integration of the type investigated in [41].

2.3 Mapping of Receptive Fields

We investigated spike-based spatiotemporal receptive fields of the kind described in the
previous section in B2 neurons, see Figure 3b, that have four lateral connections each—
similar to the original STC after training [36]—by implementing a population of B2
neurons in one core of the DYNAP-SE neuromorphic processor. We focused on the for-
ward and lateral connections and, for simplicity, omitted the B1–B2 inhibition, since its
function is primarily to regulate spike-timing-dependent plasticity and to prevent sensi-
tivity to excessive stimulation, and is therefore not required for an initial investigation
of the receptive fields.

The receptive fields were mapped by stimulating the B2 neurons—independently from
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Figure 3: Receptive-field experiment. (a) Example input spike-pattern and response.
(b) Feature-detection neuron of dSTC network. The B2 neurons receive spatiotemporal spike
patterns on five input channels, of which Channels 1–4 are lateral connections with, in effect,
delayed excitations via E–I disynaptic elements.

each other—with randomized spike-patterns (N = 10,000), each consisting of one spike
per input channel, as illustrated by the sample pattern in Figure 3a. The spike-times
of each of the lateral, delayed projections were independently drawn from a uniform
random distribution ranging from 1–50 ms before the incidence of the direct forward
excitation from A to B2, which we let define the reference time, t = 0, of the pattern. All
spike-patterns for which a given B2 neuron generated one or more postsynaptic spikes in
response were recorded and aggregated to form an approximation of the receptive field
of that neuron.

2.4 Feature Tuning by Synapse Sampling

Based on the results in [41], we also investigated the possibility of tuning one of the recep-
tive fields from the experiment described in Section 2.3 by changing the hardware config-
uration of the B2 neuron in question. More specifically, we investigated whether replacing
the specific heterogeneous hardware circuits used for each synaptic input-connection of
the neuron, see Figure 1, could affect its coincidence detection enough to make the
neuron distinguish between two different prescribed patterns, see Figure 4, which the
neuron initially could not. The synaptic reconfiguration was made by assigning to each
of the synapses a random, unique input circuit drawn from the set of all the 64 input
circuits of the neuron. Following each subsequent synaptic reconfiguration, the neuron
was presented with both of the different patterns, separately, ten times—and its response
in terms of the number of postsynaptic spikes was recorded.
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Figure 4: Spatiotemporal spike patterns for feature tuning. Each pattern consists of
one spike per input channel, including the feed-forward input at reference time t = 0, resulting
in five spikes per pattern.

Table 1: DYNAP-SE circuit-IDs used to obtain the different receptive fields. The
neuron IDs are local to the processor core, and the synapse IDs are local to each neuron.

Receptive field Neuron ID Synapse IDs
∈ [0,255] ∈ [0,63]

Figure 5a 74 0–8
Figure 5b 129 0–8
Figure 5c 222 0–8
Figure 5d 248 0–8

3 Results

3.1 Receptive Fields

In this section, results are presented from the mapping of receptive fields of B2 neurons
implemented in a DYNAP-SE processor, as described in Section 2.3. Figure 5 illus-
trates the receptive fields of four different B2 neurons, in the form of box-and-whisker
plots, aggregated from presynaptic stimulation with different randomized input patterns
(N = 10,000). The plots consist of all the stimulus patterns—that is, channel–spike-time
combinations, see Figure 3a—that made the B2 neuron in question generate at least
one postsynaptic spike in response. Table 1 presents the hardware neuron IDs—local to
the used DYNAP-SE core—for which the receptive fields in Figure 5 were observed.
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Figure 5: Spatiotemporal receptive fields of four different B2 neurons. Each B2
neuron has a feed-forward input (Channel 0) at reference-time t = 0 and four lateral inputs
(Channels 1–4), each of which are stimulated with a single spike at a random time. Boxes
extend from lower to upper quartiles, with lines at median presynaptic spike-times. Whiskers
and flier points denote the range of data. Flier points are those past the end of the whiskers.

3.2 Feature Tuning

The B2 neuron with the receptive field of Figure 5d was successfully reconfigured by
synapse-circuit sampling to distinguish between Pattern A and Pattern B in Figure 4
with a spiking and non-spiking response, respectively. Prior to reconfiguration, the recep-
tive field was fairly uniform, with the inputs on Channels 1–4 being almost interchange-
able. The feature tuning was accomplished by randomly replacing the synapse circuits
used for the connections, see Table 2 and Figure 7. Out of 200 randomized config-
urations, four resulted in accurate discrimination between the two patterns. Figure 6
shows the receptive fields of two of these successful configurations.

3.3 Energy Usage

Based on measurements of the energy dissipation for the main operations of the DYNAP-
SE [46], we present an estimate of the energy usage per laterally projected spike-event in
Table 3 for the STC and dSTC, respectively. This estimate is made for the energy usage
that is added by each lateral spike to the cost of the already present spike generation and
routing in the networks—which is motivated by the fact that the lateral connections con-
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Figure 6: Receptive fields resulting from feature tuning. The receptive field of the
neuron prior to tuning is presented in Figure 5d.

Table 2: DYNAP-SE circuit-IDs resulting from feature tuning. The neuron IDs are
local to the processor core, and the synapse IDs are local to each neuron. The synapse IDs used
for each E–I disynaptic connection are grouped inside parentheses. The original configuration
of the receptive field of Figure 5d is included for reference.

Receptive field Neuron ID Synapse IDs
∈ [0,255] ∈ [0,63]

Figure 5d 248 0–8

Figure 6a 248 56, (2, 30), (54, 15), (46, 6), (4, 51)
Figure 6b 248 24, (25, 2), (45, 42), (28, 57), (16, 50)

stitute more than half of connections in the network and have the potential of scaling to
even higher numbers. The estimate suggests an improvement by one order of magnitude
per lateral spike for the dSTC model—from 9.6 nJ to 0.65 nJ. In Figure 8, this energy
comparison is put into the context of the energy usage of each whole network column
and the energy-scaling with the number of lateral connections.

4 Discussion

In the dSTC—in contrast to former implementations of STC networks—no interneuronal
or axonal delays are required, since the dynamics of the postsynaptic E–I currents con-
tribute, in effect, delayed excitations that are unique and tunable for each lateral input
connection. Comparison with an STC network having dedicated delay interneurons, as
in [36], shows a reduction of energy usage per lateral connection by about one order of
magnitude, seeTable 3, for implementation on the DYNAP-SE. Figure 8 illustrates how
this difference is substantial already for the number of lateral connections investigated so
far, and increasingly so for potentially larger numbers of such connections. Furthermore,
the original implementation of the STC used three synapses for each lateral, delayed B2-
input—in order to mitigate device mismatch with hardware redundancy—but the energy
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Figure 7: Synapse-circuit combinations satisfying the feature tuning of a B2 neuron.
Each dot represents the hardware synapse IDs ∈ [0,63] used for the excitatory and inhibitory
synapses of one of the four disynaptic elements, respectively. These synapse combinations
correspond to the receptive fields presented in Figure 6.

Table 3: Estimated energy usage per lateral spike. The energy measurements for the
DYNAP-SE were retrieved from [46].

SNN Hardware Count Energy
model operation dissipation

STC Spike generation 1 883 pJ
Spike-and-destination encoding 1 883 pJ
Intracore event-broadcast 1 6.84 nJ
Intercore event-routing 1 360 pJ
CAM-match pulse-extension 2 324 pJ

Sum 9.6 nJ

dSTC CAM-match pulse-extension 2 324 pJ

Sum 0.65 nJ

estimate presented here is conservatively made for the ideal case of one synapse per STC
connection.

The improved energy efficiency of the dSTC does, however, come at the cost of the
relatively broadly tuned receptive fields of the output neurons, see Figure 5. This is a
trade-off that could be motivated, for example, in a deep neural network of stacked STC
layers with high fan-in on the B2 neurons. Moreover, the temporal widths of the receptive
fields are comparable to that of a coincidence-detection based feature-detection circuit
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Figure 8: STC network energy-scaling with number of lateral connections. The en-
ergy is estimated in terms of the spiking activity that results from an STC column-activation—
that is, for each spike of an A neuron and the subsequently elicited intercolumnar spike-events.

found in crickets [53], which originally inspired the disynaptic elements [45] used in the
present work. During the experiments, we observed some irregularities in the results,
such as widening or narrowing of the receptive fields. This variability is likely due to
temperature effects [54] and may, for instance, be addressed with novel nanomaterials in
future generations of neuromorphic hardware [55].

The feature-tuning experiment described in Section 2.4 provides proof-of-concept re-
sults, see Section 3.2, for hardware-circuit sampling as a possible approach for training
or optimizing networks such as the dSTC. Judging by the illustration of the resulting
circuit combinations in Figure 7, these are fairly dissimilar to each other and span a
large range of the possible circuit IDs. This suggests that the solutions to the tuning
problem investigated here are not unique, and, therefore, that the approach has potential
for more complex tuning problems with a more constrained set of possible solutions.

5 Conclusion

We have investigated spike-timing-based spatiotemporal receptive fields of single mixed-
signal spiking neurons using heterogeneous synaptic dynamics [50] in the DYNAP-SE
neuromorphic processor and the possibility of tuning such receptive fields by discrete
synapse-address reprogramming. The neurons were configured with balanced E–I synap-
tic dynamics [41,45] and four lateral connections per neuron, such as the neurons in the
output layer of an STC network [36, 52]. We find that the energy-cost per spike on the
lateral connections is reduced by about one order of magnitude—from 9.6 nJ to 0.65 nJ—
when disynaptic dynamics are used instead of dedicated delay-neurons. Furthermore, our
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conceptualization of the STC in terms of the receptive fields of single neurons contributes
a more detailed view of its pattern-recognition mechanism than the population-level anal-
ysis of previous work [36,47]. This may open up for further development of the network
architecture, for instance by recognizing that the STC’s receptive fields are similar to
features in conventional deep neural networks.
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Abstract

With the expansion of AI-powered virtual assistants, there is a need for low-power key-
word spotting systems providing a “wake-up” mechanism for subsequent computationally
expensive speech recognition. One promising approach is the use of neuromorphic sen-
sors and spiking neural networks (SNNs) implemented in neuromorphic processors for
sparse event-driven sensing. However, this requires resource-efficient SNN mechanisms
for temporal encoding, which need to consider that these systems process information
in a streaming manner, with physical time being an intrinsic property of their opera-
tion. In this work, two candidate neurocomputational elements for temporal encoding
and feature extraction in SNNs described in recent literature—the spiking time-difference
encoder (TDE) and disynaptic excitatory–inhibitory (E–I) elements—are comparatively
investigated in a keyword-spotting task on formants computed from spoken digits in the
TIDIGITS dataset. While both encoders improve performance over direct classification
of the formant features in the training data, enabling a complete binary classification with
a logistic regression model, they show no clear improvements on the test set. Resource-
efficient keyword spotting applications may benefit from the use of these encoders, but
further work on methods for learning the time constants and weights is required to in-
vestigate their full potential.

1 Introduction

Speech recognition is becoming an increasingly important computational task, as the
number of technological devices using vocal interaction—“voice assistants”—are becom-
ing more common. This is a computationally expensive task, due to the model complexity
required to recognize thousands of different spoken words. Keyword spotting, in contrast,
is limited to the recognition of one or a few specific words or phrases, and thus has a
significantly lower demand for computational complexity and resources. Therefore, key-
word spotting is used to “wake up” vocal-interaction devices, for them to subsequently
activate more resource-intensive speech-recognition computation.

The new generation of brain-inspired neuromorphic processors [1] paves the way to-
wards the development of ultra-low-power models for keyword spotting. These devices
comprise in-memory computational elements with massive parallelism and event-driven
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operation, which allow spatiotemporally sparse, efficient real-time processing for brain-
like computation [2]. Due to the need for low-power keyword spotting, the application
of neuromorphic computing for this task has been a subject of recent research [3–6].
However, these models rely on various methods for temporal encoding. Some of these
methods, such as buffering, transmission delays, and finely tuned time constants, are
not optimally suited for efficient real-time implementation in mixed-signal neuromorphic
hardware.

Temporal encoding is an important aspect of efficient neuromorphic real-time pro-
cessing of time-varying patterns [7]. Physical time is an intrinsic part of the operations
of spiking neural networks (SNNs), and this can be used in various ways to efficiently rep-
resent relations in processed data [8]. Furthermore, for the creation of resource-efficient
neuromorphic implementations, such as for keyword spotting, it is of interest to minimize
the number of neurons and spikes that are required for successful classification.

Here, we compare the use of two different SNN mechanisms for temporal encoding
in a keyword spotting task on the TIDIGITS dataset [9]. The investigated encoders
are the time-difference encoder (TDE) [10] and disynaptic excitatory–inhibitory (E–I)
elements [11], which both target low-power implementation in neuromorphic hardware.
The TDE encodes time differences between spikes on pairs of input channels, while the
E–I elements offer an alternative to delays that leverage the heterogeneity of analog
hardware for representational variance. We used both encoders to process the same input
data—formants of spoken digits—and comparatively evaluate their respective effect on
subsequent linear classification.

We find that both encoders, respectively, enable a complete binary classification of the
training set, compared to the 79%–96% accuracy of direct linear classification of the for-
mant input data. On the test data, however, there is no clear performance improvement
by using either encoder. We conclude that both investigated approaches may have poten-
tial for resource-efficient keyword spotting applications, while there is a seeming need to
increase the neural heterogeneity and to develop or implement training protocols [12,13]
in both cases.

2 Methods

A schematic representation of the investigated system is presented in Figure 1. The
input data is processed in parallel through a layer of TDE neurons [10], see Section 2.2,
and two sequential layers of neurons with disynaptic E–I elements [11,14], see Section 2.3.
The system comparatively assesses the improvement in linear classification performance
provided by each neurosynaptic structure on a keyword spotting task, see Section 2.1.
The linear classifiers employ a logistic regression model, which was fitted using the LIB-
LINEAR solver in scikit-learn with ℓ2 regularization.
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Figure 1: Spiking neural networks for keyword spotting with different temporal
encoding layers. The linear classifiers (LCs) employ a logistic regression model, which is
fitted using ℓ2 regularization.

2.1 Task and Dataset

The keyword-spotting task addressed in this work was set up in the form of one-vs.-rest
binary classification of spoken digits from the TIDIGITS dataset [9]. Specifically, we used
all single-digit utterances (“oh” and “zero” to “nine”) for all adult speakers—111 men
and 114 women, respectively—as was done in [15]. We used the default training–test split
of the dataset, which partitions each speaker group—“men” and “women”—into test and
training subsets containing 224 and 226 samples per digit, respectively. We balanced the
dataset, while using all samples of the keyword digit, by dividing the number of samples
for each non-keyword digit by the total number of non-keyword digits (10) and rounding
to the nearest integer value. Thus, for each keyword in the keyword spotting task, the
dataset consisted of 224 vs. 10 × 22 training samples, and 226 vs. 10 × 23 test samples,
respectively.

In order to simplify the input data, we extracted formants—spectral maxima—from
the vocal recordings as in [3], rather than using them in full. Formants are the char-
acteristic properties that primarily distinguish vocal sounds from each other in human
perception. Here, we extracted the four “first” formants—that is, the ones with the high-
est amplitudes—from the speech data out of 32 frequency bands using Sinewave speech
analysis for MATLAB [16]. This number of frequency bands was motivated by the anal-
ysis behind the design of a neuromorphic cochlea [17]. The formants were converted into
spike-trains by, in time-bins of 1 ms, generating one spike on the four input channels
corresponding to the frequency bands of the formants—i.e. the instantaneous spectral
maxima. Examples of the resulting spike data are presented in Figure 2.

After processing the data through the SNN layers according to Figure 1, it was sim-
plified by converting the resulting spike trains to spike counts for each presented data
sample—that is, for each spoken-digit utterance. A logistic regression model perform-
ing the one-vs.-rest classification task, implemented using the Python machine learning
library scikit-learn, was then fitted to the spike-count data.
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Figure 2: Examples of formant spike-data. One spike is generated on each of the four
channels that correspond to the most active auditory frequency bands in time bins of 1 ms.
Ten subsequent samples are illustrated for each of the specified digits. Green color indicates
samples for which true positive tests were generated by all single-neuron systems of Figure 6,
while red indicates false negatives.

2.2 The Time-Difference Encoder

The time-difference encoder (TDE) [10] is a computational element for encoding spike-
time differences in SNNs. Each TDE unit consists of one current-based leaky integrate-
and-fire (CuBa LIF) neuron with an extra “gain” compartment and two input synapses:
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the facilitator and the trigger. Spikes received in the facilitatory synapse give rise to an
exponentially decaying gain factor. Spikes received in the trigger synapse generate an
excitatory postsynaptic current (EPSC), which is integrated into the membrane potential,
and which has an amplitude is proportional to the instantaneous value of the gain factor.
Therefore, the current integrated by the neuron depends on the temporal difference
between presynaptic spikes, which thereby becomes encoded in a burst of spikes. Both
the number of spikes and the inter-spike intervals depend on the time difference between
the two inputs. Thus, one TDE neuron is required for each pair of input channels—here,
auditory frequency bands—for which the time difference is to be encoded.

TDE Topology

The aim of the TDE layer is to encode the temporal changes of the formant tracks,
similarly to how, in image processing, convolutional layers are used to extract the basic
features present in an image. To do so, the TDEs should capture information about
the temporal changes within single formant tracks. Consequently, the activation of some
TDEs triggered by spikes corresponding to different formant tracks needs to be avoided.
To this aim, a maximum lateral distance of dmax = 3 between presynaptic input channels
was defined. As described in the previous section, each TDE neuron receives input from
two different input channels. Thus, setting up one TDE for each possible pairwise input
combination results in 180 TDE neurons.

TDE Implementation

The TDE layer of the SNN architecture, see Figure 1, was simulated using the Python
package Nengo [18]. The parameters of the TDEs were set according to a grid search
done using spoken digits from the Speech Commands dataset [19], see Table 1. Using
a dataset with different speakers for tuning the feature extractors than for training the
final classifier is similar to a development process in which the feature extractors are
tuned during development, while the classifier is trained on the end-user of the consumer
product.

2.3 Excitatory–Inhibitory Disynaptic Elements

The excitatory–inhibitory (E–I) disynaptic elements [11] use a summation of one excita-
tory and one inhibitory postsynaptic current for each presynaptic connection to generate
an effectively delayed excitation of the neuronal membrane potential, see Figure 3.
Thereby, they imitate the neurobiological phenomenon of postinhibitory rebound. The
E–I elements offer a low-resource alternative to dedicated delay mechanisms or dendritic
emulation for SNNs, which are costly to implement in neuromorphic hardware. Imple-
mentation of E–I elements has previously been investigated in the DYNAP-SE neuro-
morphic processor [11, 14,20], where they were used to leverage the heterogeneity of the
analog neuron and synapse circuits as a source of variability in generated delays.
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Table 1: Synaptic parameter values used in keyword spotting experiments.

Model Parameter Symbol Value

TDE Facilitator time constant τfac 8 ms
Trigger time constant τtrig 2 ms
Facilitator weight wfac 50,000
Trigger weight wtrig 50,000

E–I Excitatory time constant τe 1.5 ms
Inhibitory time constant τi 1 ms
Excitatory weight we 105 nA
Inhibitory weight wi -147 nA
Time constant standard deviation στ 50%
Weight standard deviation σw 50%
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Figure 3: Basic principle of disynaptic excitatory–inhibitory (E–I) elements. (a)
One AdEx neuron receiving inputs through two different E–I elements, each consisting of one
excitatory (Exc.) and one inhibitory (Inh.) dynamic synapse with different time constants.
(b) Postsynaptic currents (I1 and I2) of the two E–I elements, which differ due to circuit
inhomogeneity (“device mismatch”), resulting in different temporal delays of the postinhibitory
excitations.

E–I Topology

Based on the motivations described for the TDE topology, also the E–I layers were set up
with a maximum input distance of dmax = 3. Here, based on the topology of the disynaptic
spatiotemporal correlator (dSTC) network [14], we translated this lateral input range into
each E–I neuron being connected to four adjacently placed input channels—each via one
E–I element. In the first E–I layer, we set up one neuron for each continuous sequence of
four adjacent input channels, which resulted in a total of 29 E–I neurons. To make the
search space of E–I neurons similar in size to that of the TDEs, we set up six duplicates
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of every E–I neuron, resulting in a total of 174 neurons.

As each E–I neuron serves as a small spatiotemporal feature detector, we furthermore
added a second, subsequent E–I layer, to investigate the effect of depth and, consequently,
longer effective time constants in this architecture. For the forward connections to the
second E–I layer, the aforementioned connection pattern was repeated for each of the six
duplicates of the first layer, respectively, resulting in a total of 156 neurons.

E–I Implementation

The E–I layers were simulated using the teili toolbox [21] for the Brian 2 SNN simula-
tor [22]. Teili offers implementations of the analog neuron and synapse circuit-models of
the DYNAP-SE [23]—the adaptive exponential integrate-and-fire (AdEx) neuron model
and differential pair integrator (DPI) synapse circuit—which were used in these simu-
lations with the teili neuron and synapse models DPI and DPISyn, respectively. The
time-constants of the E–I elements were set such that they generate an effective delay of
roughly 2 ms—motivated by the delay magnitudes in [3] (original description in [24])—
and the weights were set such that the E–I neurons generate an output spike in the case
of at least four temporally coincident input spikes, see Table 1. All other parameters
were kept in the default values of the teili neuron and synapse models. As the topol-
ogy of the E–I layers described here relies on variance in the synapse dynamics to form
different feature detectors, we used the device-mismatch functionality of teili to apply
such variance to the synaptic time constants and weights of all E–I synapses. The mis-
match follows a Gaussian distribution with a given standard deviation, here set to 50%
to strongly emphasize this effect—whereas the default value in teili is 20%.

3 Results

3.1 Permutation Importance of Neurons

Figure 4 shows the permutation importance of all neurons, including the formant input
channels. The permutation importance is defined as the decrease in the model score when
the values of a single feature—in this case the individual spike-counts of each neuron—
are randomly permuted [25]. This is computed by classifying the outputs of each layer
in the network described in Fig. 1 with a single linear classifier. Hence, the permutation
importance gives an indication about the relative amount of information about a specific
class that is encoded by each neuron. In the case of the TDE layer, as well as E–I layer 2,
the subset of encoders with the highest permutation importance have values 3 to 4 times
higher than for the formants. These results affirm the intuition that these computational
elements can be useful for the extraction of information about spatiotemporal patterns
in the input data.
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Figure 4: Permutation importance of neurons. The different line styles correspond to
the keywords “one” (dashed), “two” (dotted), and “three” (dash-dotted), respectively, and the
corresponding plots are offset with x = 10 for improving visibility. The permutation importance
was evaluated on the test set for a logistic regression model fitted on the training data from all
layers of the neural network. The neurons are sorted internally within each layer by magnitude
of permutation importance.

3.2 Linear Classification

Figure 5 shows the mean accuracy on the linear classification of the training dataset fed
through the different layers of the network. Each classifier receives spike-counts from the
indicated layer, as well as from the layers preceding it. These results show that all the
investigated encoders extract sufficient information for a complete linear classification of
the training data (444 samples in total, 100% accuracy). Furthermore, the results indicate
that the extracted formants, without further processing, provide sufficient information
for a fairly accurate linear classification, ranging between 79% and 96% average accuracy
for different keywords, whereas random guessing would give 50%.

3.3 Classification with Few Neurons

Figure 6a shows the mean accuracy in the classification of the testing dataset with single
neurons. The neurons were selected by highest accuracy on the training set. There is no
clear improvement in accuracy when using the outputs from single elements of the TDE
and E–I layers compared to single formant channels. Moreover, there is no systematic
improvement from adding the second E–I layer. Figure 6a, furthermore, illustrates
the share of true positives and true negatives, respectively, in the total number of true
classifications. This share is fairly evenly divided and, therefore, does not indicate that
classification errors would be concentrated to positive or negative predictions. Figure 6b
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Figure 5: Mean accuracy on the training set using all neurons of the indicated
architecture. In this case, the linear classifiers receive spike-counts from the last layer of the
architecture as well as from the preceding layers via bypass connections. The total numbers
of neurons used in the different architectures are thus: Formants: 32; 1 E–I layer: 32+174; 1
TDE layer: 32+180; 2 E–I layers: 32+174+156.

shows the mean number of spikes that each of the neurons generate for processing a single
utterance of the different keywords. While the spike-counts of both the TDEs and the
E–I neurons may be subject to optimization by parameter tuning, it is interesting to note
that the TDEs generate in the order of 100 spikes more than the other neurons for almost
all keywords. This is an important metric since spike generation and routing makes out
the majority of dynamic power usage, and thus a substantial part of total power usage,
of a neuromorphic processor such as the DYNAP-SE [23].

Figure 7 shows the mean accuracy of the different network layers on four different
keywords in the test set when increasing the number of neurons of Figure 6 to up to
10. For each layer, the first neuron was, as previously, selected by highest training score,
while the subsequent neurons were selected by highest permutation importance. Selecting
a subset of neurons that show high permutation importance for the classification slightly
improves the results from using single neurons. On the other hand, there is no clear
improvement from using TDEs or E-I elements instead of using a subset of the formant
channels.

The results presented in this section highlight a lack of generalization of the system.
However, an interesting comparison is that, in another work on keyword spotting with
SNNs on the same dataset, use of 4, 16, and 36 neurons in the feature extraction layer
resulted in classification accuracies of about 9%, 27%, and 61%, respectively [15].

In the case of the TDEs, the time constants and weights of all units are set to the same
values. Similarly, the parameters of the E–I elements have values drawn from Gaussian
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Figure 6: Classification with single neurons. (a) Mean accuracy on the test set. Light
and dark colors denote the share of true positives and negatives, respectively, in the total
number of true classifications. (b) Mean number of spikes per keyword utterance. The error
bars denote the standard deviation.

distributions with constant mean values. In order to create sensitivity to the character-
istic spatiotemporal features of each keyword, effectively improving the classification of
unknown samples, inhomogeneous distributions of parameter values are likely required
for both encoders. Furthermore, as it is not feasible to tune hundreds of parameters
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Figure 7: Mean accuracy on the test set using limited numbers of read-out neurons.
The first neuron was selected by maximum training score, and the subsequent neurons were
selected by maximum permutation importance.

manually or in a grid search, learning would be required to optimize such parameter
values [12,13]. In the case of the E–I elements, this would mean optimizing the choice of
inhomogeneous neuron and synapse circuits for each E–I neuron, rather than, like here,
relying on sampling from a large number of randomly inhomogeneous neurosynaptic
units.

4 Conclusion

We have presented results from a study comparing the use of two different neurocomputa-
tional elements for spatiotemporal encoding—the TDE and disynaptic E–I elements—for
resource-efficient keyword spotting feasible for implementation in always-on neuromor-
phic hardware. While our results on the training data show that both of these encoders
enable a complete one-vs.-rest linear classification, the results on the test data show no
clear improvement compared to direct linear classification of the formant data. A major
source for improvement in the use of both encoders is likely found in using heterogeneous
weights and time constants, and in optimizing these with training to maximize detection
accuracy on specific keywords.
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Abstract

Increasing complexity and data-generation rates in cyber-physical systems and the indus-
trial Internet of things are calling for a corresponding increase in AI capabilities at the
resource-constrained edges of the Internet. Meanwhile, the resource requirements of digi-
tal computing and deep learning are growing exponentially, in an unsustainable manner.
One possible way to bridge this gap is the adoption of resource-efficient brain-inspired
“neuromorphic” processing and sensing devices, which use event-driven, asynchronous,
dynamic neurosynaptic elements with colocated memory for distributed processing and
machine learning. However, since neuromorphic systems are fundamentally different
from conventional von Neumann computers and clock-driven sensor systems, several
challenges are posed to large-scale adoption and integration of neuromorphic devices
into the existing distributed digital–computational infrastructure. Here, we describe the
current landscape of neuromorphic computing, focusing on characteristics that pose in-
tegration challenges. Based on this analysis, we propose a microservice-based conceptual
framework for neuromorphic systems integration, consisting of a neuromorphic-system
proxy, which would provide virtualization and communication capabilities required in dis-
tributed systems of systems, in combination with a declarative programming approach
offering engineering-process abstraction. We also present concepts that could serve as a
basis for the realization of this framework, and identify directions for further research
required to enable large-scale system integration of neuromorphic devices.

1 Introduction

The accelerating developments of digital computing technology and deep learning–based
AI are leading towards technological, environmental, and economic impasses [Thomp-
son et al., 2021, Mehonic and Kenyon, 2022]. With the end of Dennard transistor-
scaling [Davari et al., 1995] and the anticipated end of Moore’s law [Waldrop, 2016,Shalf,
2020,Leiserson et al., 2020], conventional digital computers and clock-driven sensor sys-
tems face considerable hurdles regarding bandwidth and computational efficiency. For
example, the gap between the computational requirements for training state-of-the-art
deep learning models and the capacity of the underlying hardware has grown exponen-
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tially during the last decade [Mehonic and Kenyon, 2022]. Meanwhile, in stark contrast,
distributed digitized systems—ever-growing in size and complexity—require increasing
computational efficiency for AI applications at the resource-constrained edge of the in-
ternet [Zhou et al., 2019,Ye et al., 2021], where sensors are generating increasingly un-
manageable amounts of data.

One approach to addressing this lack of computational capacity and efficiency is of-
fered by neuromorphic engineering [Mead, 1990,Mead, 2020]. There, inspiration is drawn
from the most efficient information processing systems known to humanity—brains—
for the design of hardware systems for sensing [Tayarani-Najaran and Schmuker, 2021]
and processing [Zhang et al., 2020a, Basu et al., 2022] that have the potential to drive
the next wave of computational technology and artificial intelligence [Christensen et al.,
2022, Mead, 2022, Frenkel et al., 2021, Shrestha et al., 2022]. Neuromorphic—that is,
brain-like—computing systems imitate the brain at the level of organizational princi-
ples [Indiveri and Liu, 2015], and often also at the level of device physics by leveraging
nonlinear phenomena in semiconductors [Chicca et al., 2014, Rubino et al., 2021] and
other nanoscale devices [Zidan et al., 2018,Marković et al., 2020] for non-digital compu-
tation. The idea of using nonlinear physical phenomena for non-digital computing has
been explored for decades. Different choices of underlying mathematical models lead to
different definitions of what the concept of “computation” entails [Jaeger, 2021], and
likely also influences the set of possible emergent innovations.

Here, we define neuromorphic computing (NC) systems as information processors
in which the structure and function either emulate or simulate the neuronal dynamics
of brains—especially of somas, but sometimes also synapses, dendrites, and axons—
typically in the form of spiking neural networks (SNNs) [Maass, 1997, Nunes et al.,
2022,Wang et al., 2022]. NC systems feature asynchronous massive parallelism, sparse,
event-driven activity, and co-location of memory and processing [Indiveri and Liu, 2015],
open up new algorithmic spaces [Schuman et al., 2022b,Adam, 2022], and offer superior
solutions to a range of brain-like computational problems in terms of energy-usage and
latency [Davies et al., 2021,Yin et al., 2021,Stöckl and Maass, 2021,Göltz et al., 2021,Rao
et al., 2022]. Furthermore, beyond cognitive applications, SNNs and NC systems have
also demonstrated potential for applications such as graph algorithms, constrained opti-
mization, random walks, partial-differential-equation solving, signal processing, and algo-
rithm composition [Aimone et al., 2022]. Consequently, there is a growing interest for NC
technology within application domains such as automotive technology, digitized industrial
production and monitoring, mobile devices, robotics, biosensing (such as brain–machine
interfaces and wearables), prosthetics, telecommunications-network (5G/6G) optimiza-
tion, and space technology.

One challenge facing neuromorphic technology is that of integrating emerging diverse
hardware systems, such as neuromorphic processors and quantum computers, into a com-
mon computational environment [Vetter et al., 2018, John et al., 2020]. Such hardware
is likely to be increasingly included in computational ecosystems to facilitate or acceler-
ate particular types of computation [Shalf, 2020, Leiserson et al., 2020,Hamilton et al.,
2020], due to performance constraints of existing computational hardware in, for instance,
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energy usage or processing speed. Fundamental trends in computer-architecture develop-
ment indicate that nearly all aspects of future high-performance computing architectures
will have substantially higher numbers of diverse and unconventional components than
past architectures [Becker et al., 2022], leading toward a period of “extreme heterogene-
ity”. Consequently, neuromorphic processors are, in many future use-cases, likely to be
part of a broader, heterogeneous computational environment, rather than to be operated
in isolation. Thus, there is a need for programming models and abstractions, as well as
interparadigmatic communication principles and data models, that enable interoperabil-
ity between NC systems and large-scale distributed systems of digital systems [Maier,
1998]. In this article, we will use “digital computing (DC)” to refer to conventional com-
putational technology based on the von Neumann architecture and synchronous logical
processing, including conventional distributed computing and systems of systems.

Here, we address the technology gap of interoperability between NC and DC sys-
tems. Such interoperability requires an integration architecture and associated means
for implementation, validation, and verification. An associated challenge is the different
viewpoints and property understanding and terminology of the NC and DC communities,
which we attempt to contribute to bridging with this article. We frame the addressed
gap in terms of the following main challenges:

1. Communication: How to represent and transcode information between NC and
DC systems to establish interoperability and enable efficient hybrid NC–DC sys-
tems?

2. Virtualization: How to provide seamless access to NC systems in distributed DC
systems, with robust and trustworthy NC–DC interfaces?

3. Programming: How to program hybrid NC–DC systems efficiently?

4. Testing and validation: How to reliably train and test the functionality of hybrid
NC–DC systems?

We outline the current landscape of NC technology from the perspective of system in-
teroperability and integration, describing the most significant qualities of NC systems as
compared to the fundamentally different DC paradigm. Based on this description, we out-
line a conceptual framework for integration of NC systems based on microservices. The
framework consists of a neuromorphic-system proxy for providing virtualization and com-
munication capabilities required in distributed settings, in combination with a declarative
programming approach offering engineering-process abstraction. We present established
concepts for programming, representation, and communication in distributed systems
that could serve as a basis for the realization of this framework, and identify directions
for further research required to enable NC systems integration.

In Section 2, we describe NC systems. In Section 3, we outline the conceptual integra-
tion framework and discuss relevant computer-scientific concepts. Finally, in Section 4,
we discuss an example use-case of the framework, summarize the presented work, and
present some concluding remarks.
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2 Neuromorphic Systems

The field of neuromorphic engineering dates back to the late 1980s [Mead, 1990,Mead,
2020], and originally dealt with the creation and use of sensing and processing systems
that imitate the brain at the level of structure and device physics. Today, the term
“neuromorphic” has broadened, and “neuromorphic processors” typically refer to hard-
ware systems of different architectures that are specialized for running spiking neural
networks (SNNs). Neuromorphic hardware architectures thus range from electronic em-
ulation with analog circuitry, or novel electronic devices, to digital systems specialized
for massively parallel differential-equation solving for spiking neuron models. However,
as SNNs [Maass, 1997,Nunes et al., 2022,Wang et al., 2022] are inherently event-driven,
asynchronous, time-dependent, and highly parallel, all neuromorphic processors, by con-
sequence, differ significantly from DC systems, as summarized in Table 1. In general,
analog-based NC systems are more power-efficient than fully digital ones [Basu et al.,
2022], by leveraging device physics for real-time neurosynaptic emulation, while digital
systems come with the versatility of being fully configurable by logical programming.
Due to the need for power-efficient sustainable technologies for AI workloads, neuromor-
phic solutions can come to constitute up to 20% of AI computing and sensing revenue
by 20351.

2.1 States in Neuromorphic Systems

The state of a neuromorphic processor at any given moment is defined by the properties
of the SNN that that processor has been configured to implement and the event-based
neurosynaptic activity of that SNN, which is largely reactive in response to input signals.
These properties can roughly be arranged into the following categories:

• Structural properties: E.g., network topology, synaptic weights, time constants,
axonal delays, and neuronal thresholds

• Transient properties: E.g., neuronal potentials, synaptic currents, and spiking
activity

Out of these properties, it is, in general, the structural ones that are subject to direct
manipulation by external configuration, optimization, and learning algorithms. The tran-
sient state, on the other hand, rather arises in reaction to presented input signals in a
way that is determined by the structural state. However, a clear line cannot simply be
drawn between structural and transient properties, as the biological timescales of synap-
tic plasticity phenomena—that is, the changes in strength and structure of neuronal
connections—range from single milliseconds, in the case of short-term plasticity, to the
whole lifetime of an organism, in the case of structural plasticity [Jaeger et al., 2021].
Many neuromorphic systems do, however, exclude on-chip implementation of synaptic
plasticity due to the complexity and resource cost [Frenkel et al., 2021], in which case,

1https://www.i-micronews.com/products/neuromorphic-computing-and-sensing-2021/
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structural parameters are more clearly distinguished as subject to configuration by an
external system. There are many learning rules in use due to the knowledge gap as-
sociated with long-term plasticity and task-dependent requirements. Therefore, some
neuromorphic systems implement flexible DC coprocessors for learning [Painkras et al.,
2013,Davies et al., 2018,Grübl et al., 2020].

2.2 Information in Neuromorphic Systems

DC systems represent information in clock-driven discrete states, the resolutions of which
are determined by the number of bits used for representing binarily encoded variables.
NC systems, on the other hand, represent information using unary (one-or-nothing),
uniform interneuronal spike-events. These carry explicit information about both space
and time in their source of origin and time of arrival—potentially carrying arbitrary
temporal precision in the interspike intervals [Thorpe et al., 2001]. This form of repre-
sentation arises already in neuromorphic sensors, as they rely on level-crossing Lebesgue
sampling [Astrom and Bernhardsson, 2002] for event-driven generation of sense data,
or, alternatively, in delta-modulated spike-data conversion of conventionally sampled
signals [Corradi and Indiveri, 2015]. Spike-timing-based representations thus allow asyn-
chronous, sparse event-driven sensing and processing with lower sample complexity and
capabilities beyond those of classical encoding and processing systems [Adam et al.,
2020,Adam et al., 2022]. Consequently, this enables energy-efficient systems, especially
for real-time applications in which both sensing and processing are spike-based and event-
driven [Liu et al., 2019].

Neural Code

There are several ways in which spatiotemporal combinations of uniform spikes could
theoretically be used to encode information. [Thorpe et al., 2001] outline the following
theoretical spike-based neural coding schemes:

1. Rate code: Information is represented by how often each single neuron fires, in
the form of a time-averaged firing rate (ANNs are based on rate code).

2. Count code: Information is represented by how often a group of neurons fire in
total during a temporal interval.

3. Binary code: Information is represented by which neurons fire during a temporal
interval. A binary sequence is formed from the array of neurons by viewing them
as being in one of two states: active or inactive.

4. Timing code: Information is represented by when and where each spike occurs—
that is, in the source of origin and time of arrival.

5. Rank-order code: Information is represented by the temporal order in which a
group of neurons fire, but without further spike-timing information.
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6. Synchrony code: Information is represented by which neurons fire closely in time
to each other during a temporal interval.

This list is not exhaustive, and the manner in which information is actually represented
in the brain is still largely an open question [Brette, 2015,Zenke et al., 2021]. It is, for
instance, possible that the asynchronous dynamics of SNNs give rise to emergent rep-
resentations that consist of combinations of coding schemes such as those listed above.
Nevertheless, the listed coding schemes—along with their estimated capacity for infor-
mation transmission, see Table 2—provide an overview of the qualitatively distinct ways
in which information can be represented in SNNs, and the quantitative relations between
these.

The estimates presented in Table 2 were made for a population of N = 10 neu-
rons, during a temporal interval of t = 10 ms, and with a temporal resolution of 1 ms.
As the estimations were made for scenarios of rapid processing, they were also limited
to a maximum of one spike per neuron. During these conditions, rate code is theo-
retically equivalent to count code, as rate code would require more than a single spike
per neuron—and thus a longer duration—to represent more information. While these
estimates were made for limited conditions, it illustrates how the information transmis-
sion per spike would be maximal if spikes carried information in their precise timings.
However, a spike-timing-based coding scheme may demand a high level of complexity
and temporal precision in the decoding mechanisms. It is important to note here that
the data generated by neuromorphic, event-driven sensors is, at least in part, intrinsi-
cally spike-timing coded due to the event-driven, sparse activations that underlie the
low-power, low-latency operation of such sensors [Liu et al., 2019]. Therefore, in order
to gain analogous benefits in the subsequent processing, it is likely necessary to incor-
porate some degree of spike-timing code in neuromorphic processing systems. However,
the choice of coding scheme is likely to be task-specific and subject to optimization [Guo
et al., 2021a,Schuman et al., 2022a,Forno et al., 2022].

Representation Space

Figure 1 illustrates a conceptualization of the space of possible information representa-
tions in NC systems. As discussed previously, the NC hardware substrate may, to varying
degrees, rely on digital or analog circuitry, and the temporal encoding may, again to vary-
ing degrees, asynchronously rely on the precise timings of spikes in qualitatively different
coding schemes, see Table 2. The spatial dimension of a neural network is generally,
by default, used for distributed representations, in which the representations of different
concepts are distributed over several of the same neurons and synapses of the network.
Conversely, localist representations, which are studied in conventional, logical neurosym-
bolic computation [Garcez and Lamb, 2020,Dold et al., 2022], represent different concepts
with single, discrete identifiers, such as single neurons or bits. An example of a com-
pletely localist representation could, for instance, be a single “cat neuron”, which, when
activated, signifies the inferred presence of a cat in sensory data. As in the case of the two
other dimensions of Figure 1, it also depicts a possible spectrum of spatial encoding, in
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Figure 1: Space of possible representations in neuromorphic systems. The illustration
depicts a continuum, in which gradual, independent changes along each dimension are possible,
as there exists many variations and combinations of the mentioned concepts.

the hypothetical extremes of which, representations are either distributed across a whole
neural network or localized to single neurons, respectively.

Interfaces and Semantics

For the activities of a neural network to ultimately have discernible implications for
action in an external system, symbolic representations are needed, such as, for example:
“Pattern A implies Action X” and “Pattern B implies Action Y”. “Action” is here
meant in a broad sense, ranging from read-out signaling to motor-output actuation.
In the kind of hybrid NC–DC systems discussed here, such symbolic representations
would, depending on the application, not necessarily have to be generated within the
confines of the NC system itself. However, at every system interface, there needs to
be an operational semantic—a system of interpretation—for transmitted data [Nilsson,
2022,Nilsson and Sandin, 2018]. Such interfaces could, for instance, be implemented in
the form of microservices, which are further discussed in Section 3.

An interesting concept for interface semantics for NC systems is that of embed-
dings—a widely used form of representation in neural networks and machine learning
that is essential to many state-of-the-art models. Embeddings are succinct, interme-
diate representations of associations within usually large-scale datasets. For example,
embeddings are used in deep learning architectures in which concept representations
are quickly learned from combinations of sensor data, descriptive sentences, and higher-
level knowledge representations [Mei et al., 2022]. The learned concepts can be used in
downstream applications, such as answering questions by reasoning about unseen sen-
sor inputs. Typically, embeddings emerge as nested function values in a deep learning
model, yi = fn(. . . f0(xi; θ0); θn). The parameters θk are optimized to provide the outputs
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yi that are expected for the corresponding inputs xi with minimum error according to
some metric. The embeddings, fk(. . .), of a model that is optimized on a sufficiently
large and varied dataset are often useful for other similar datasets, as these embeddings
can be used as input to optimize a new output function with less data and compu-
tational resources compared to full model retraining. Embedding are used in various
models—autoencoders, transcoders, multimodal predictive models, etc.—and are natu-
ral components to be used and supported by the envisioned hybrid neuromorphic–digital
computing systems and programming models. This entails interesting opportunities and
challenges related to the optimization and interoperability of embeddings realized in dif-
ferent hardware and all the related symbols appearing in software and data across an
orchestrated system [Nilsson et al., 2020,Nilsson et al., 2019].

2.3 Programming of Neuromorphic Systems

In contrast to DC systems, the actions of NC systems are not primarily dictated by
sequences of explicit logical instructions. Rather, the analog to DC programs in NC
systems can be considered as being implicitly defined by the structural properties, as
defined in Section 2.1, of the implemented SNNs, as these determine the input–output
signal transformations that are performed. Furthermore, while DC systems encode in-
formation in observable, static, discrete states, NC systems may inhabit unobservable,
dynamic, continuous states, and they receive inputs in the form of uniform spike-events,
in which information is encoded in the physical time of arrival and source of origin. Thus,
the use of NC systems is fundamentally different from that of DC systems, and—in order
to fulfil the potential for efficiency—may require a significant change of perspective in
the view of programming [Schuman et al., 2022b] and computation [Jaeger et al., 2021]
informed by neuroscience and dynamical systems theory.

Some attempts to develop programming abstractions for NC systems include the Neu-
ral Engineering Framework (NEF) [Stewart, 2012] and Dynamic Neural Fields (DNFs)
[Sandamirskaya, 2014]. However, these are often fairly limited to specific use-cases—
biologically plausible neural models for the NEF, and models of embodied cognition for
DNFs. Thus, there is a gap in defining more generally useful programming abstractions
for neuromorphic computing systems [Schuman et al., 2022b], including virtualization
concepts required for seamless edge-to-cloud integration.

Software

As the landscape of neuromorphic computing is made up of different hardware and soft-
ware architectures that are developed by different groups, it is characterized by a frag-
mented and noncomposable array of programming models and frameworks. Programming
frameworks for SNNs and neuromorphic hardware generally fall into one of the following
categories:

• Optimization tools: SNN-parameter optimization tools, usually based on su-
pervised deep learning, such as SNN Conversion Toolbox [Rueckauer et al., 2017],
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SLAYER [Shrestha and Orchard, 2018], Whetstone [Severa et al., 2019], EONS
[Schuman et al., 2020], and EXODUS [Bauer et al., 2022]

• Simulators: SNN simulators with low-level APIs for conventional computers, such
as NEST [Gewaltig and Diesmann, 2007], Brian 2 [Stimberg et al., 2019], Nengo
[Bekolay et al., 2014], GeNN [Yavuz et al., 2016], BindsNET [Hazan et al., 2018],
Rockpool, SINABS, and Norse

• Hardware interfaces: Low-level interfaces and runtime frameworks for configura-
tion of neuromorphic hardware, such as PyNN [Davison et al., 2009], Fugu [Aimone
et al., 2019], Samna, BrainScaleS OS [Müller et al., 2022], and Lava

While several frameworks exist, none of them have so far provided programming ab-
stractions that are composable and span the diverse range of algorithms and methods
within NC [Davies et al., 2021,Jaeger, 2021]. Furthermore, NC hardware typically have
limitations in terms of connectivity, plasticity, and neurosynaptic configurations. Thus,
transforming a well-defined SNN specification or general program into a corresponding
hardware configuration is challenging and further complicated by imperfections of mixed-
signal circuits and limited resources, such as bandwidth, which generate differences from
the specified target. Even between generations of the same hardware architecture, such
as Spikey and BrainScaleS 1, SpiNNaker 1 and 2, or Loihi 1 and 2, it is often difficult to
build upon existing software [Müller et al., 2022]. As of today, two candidate models for
general-purpose and platform-agnostic NC configuration are PyNN and Lava.

PyNN PyNN [Davison et al., 2009] is a simulator-agnostic language for describing SNN
models at the level of network topology, neurosynaptic parameters, plasticity rules, input
stimuli, and recording of states, while still allowing access to the details of individual neu-
rons and synapses. PyNN also provides a set of commonly used connectivity algorithms
(e.g., all-to-all, random, distance-dependent, small-world) but makes it easy to provide
custom connectivity in a simulator-independent way. PyNN provides a library of stan-
dard models of neurons, synapses, and synaptic plasticity, which have been verified to
work the same way on the different supported simulators. As of today, common SNN sim-
ulators and some hardware emulators support PyNN, which is also the entry-point to the
BrainScaleS and SpiNNaker systems that implement PyNN as an experiment-description
language.

Lava Lava2 by Intel is an upcoming open-source software framework for neuro-inspired
applications and their deployment on neuromorphic hardware, and constitutes an at-
tempt to move towards convergence in the domain of NC software. Lava is designed
to be hardware-agnostic, modular, composable, and extensible—allowing developers to
construct abstraction layers to meet their needs, and to broaden the accessibility of pro-
gramming NC systems. The fundamental building-block in Lava, for algorithms and
applications alike, are so-called processes—stateful objects with internal variables and

2https://lava-nc.org/



170 Paper E

input and output ports for message-based communication via channels. This architec-
ture is inspired by the communicating sequential processes (CSP) formal language for
asynchronous, parallel systems, which belongs to the family of formal models for concur-
rent systems known as process calculus, further described in Section 3.2. Every entity in
Lava—including neurons, neural networks, conventional computer programs, interfaces
to sensors and actuators, and bridges to other software frameworks—is a process with its
own memory and message-based communication with its environment. Thus, Lava pro-
cesses are recursive programming abstractions, from which, modular, large-scale parallel
applications can be built.

2.4 Challenges to Adoption and Integration

The following are some of the major challenges posed to the adoption of NC technology
and its integration into the present computational environment.

Programming Abstractions and Frameworks

As discussed in Section 2.3, there is a lack of common programming abstractions, mod-
els, and frameworks for different NC designs [Davies et al., 2021,Schuman et al., 2022b].
Intel’s launch of the Lava software framework is an attempt at closing this gap, but,
being so recent, the degree to which Lava will aid in achieving NC software convergence
remains to be proven. Furthermore, there may be a need for further developments of
generalized system hierarchies, concepts of completeness [Zhang et al., 2020b], and ana-
lytical frameworks [Guo et al., 2021b] for NC systems and other unconventional comput-
ing concepts [Jaeger, 2021], to facilitate hardware–software compatibility, programming
flexibility, and development productivity.

Interdevice Communication

Most neuromorphic systems—sensors and processors alike—implement an address-event
representation (AER) spike-event communication protocol [Mortara and Vittoz, 1994,
Boahen, 2000], in which events, signified by the address of their source of origin, such as
a neuron or pixel, are asynchronously generated and transmitted in real-time along the
connections of neural networks. However, although it is standard practice to implement
some AER protocol, there are slight differences in the implementations between the
different neuromorphic sensory and processing devices that currently exist [Basu et al.,
2022], as these are developed by different groups. This discrepancy between different
neuromorphic devices impairs their interoperability, as well as standardization of NC–DC
communication, and thus poses a challenge to the integration of neuromorphic systems
into the broader computational environment.

Reliance on Host Computers

Currently, the use of NC systems relies heavily on conventional host computers for soft-
ware deployment and, often, for communication with the environment via sensors and
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actuators. This reliance on a host machine—which performs preparation and deployment
of the NC model and pre- and post-processing of spike-data—can impact the resource
requirements for running the neuromorphic system to such an extent that the perfor-
mance benefits of using such specialized hardware are lost [Diamond et al., 2016]. Thus,
there is a need to optimize the host–device communication architecture with regard to
scalability, throughput, and latency, as well as to design and implement SNNs and NC
systems in a way that minimizes the need for host–device communication in the first
place.

3 Conceptual Integration Framework

The demand for computing keeps increasing due to the high value of digitization, and
recent enabling technology trends such as cloud computing, IoT, extended reality, and
AI [Gailhofer et al., 2021, Thompson et al., 2021]. The future of industry and society
will be shaped by opportunities to extract values from the corresponding huge volumes
of data generated at the edge of the network, and to provide resource dynamism and
scalability across the cloud-to-edge computing continuum. In general, this development
involves challenging computational problems such as sequence learning, federated learn-
ing, and constrained optimization. Conventional DC technology alone is not sufficient
to address such computationally intensive problems under tight energy and latency con-
straints in resource-constrained application domains such as battery-driven sensors and
mobile devices. The computing performance can be improved by orders of magnitude, in
factors of energy and latency, by combining NC and DC technologies in domain-specific
configurations, see [Kugele et al., 2021,Davies et al., 2021] for examples. Thus, NC and
DC technologies need to coexist in an increasingly heterogeneous cloud-to-edge compu-
tational environment [Shalf, 2020,Hamilton et al., 2020], to provide the required strong
data processing capacity at the edge of the network as well as robust dynamic resource
provisioning in the cloud-to-edge continuum. These challenges and technological trends
require a corresponding advancement of next-generation software capable of enabling in-
teroperability between fundamentally different computational architectures, such as NC
and DC.

The problem of efficiently and effectively integrating NC into the existing and more
traditional digital environment is not a trivial task for several reasons. The aforemen-
tioned challenges associated with adopting NC technology (see Section 2.4) are combined
with new challenges related to integrating the two different computational paradigms.
Some of the new integration challenges lie in the differences between the information rep-
resentation and data models, the difficulties involved in programming non-deterministic
and partially opaque NC systems with continuous dynamics, and the communication
between the two types of technologies. The interpretation, transformation, and commu-
nication of information between DC and NC systems are key steps toward interoperability
and full integration. Therefore, a DC-compatible conceptual framework that allows the
community to investigate and address these challenges is needed. Such a framework needs
to be sufficiently specific to allow co-existence and integration with existing DC systems,
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infrastructure, and software engineering processes, while also being sufficiently general
to allow the performance benefits of unconventional information processing principles in
NC systems.

In this section, we outline concepts that we consider important for the design of
such a framework, and we discuss well-established methods and tools that may be help-
ful to address some of the associated challenges. In particular, we discuss the roles
of data models, communication, and declarative programming from a conceptual view-
point, thereby contributing a description of the knowledge gap between the NC literature
and the paradigm of microservices [Larrucea et al., 2018], which underlies modern dis-
tributed DC systems. Microservices are small, single-responsibility applications, inspired
by service-oriented computing, that can be deployed, scaled, and tested independently,
and which can be combined at run-time to perform complex tasks and provide robustness
in terms of, e.g., failover and strong security. Considering the aforementioned efficiency
improvement needs, broad adoption of NC technologies is motivated, and this will require
a combination of best practices for designing robust and efficient distributed systems—
using microservices—and the unconventional information processing characteristics of
NC systems.

The proposed framework, see Figure 2, consists of NC–DC abstraction layers and
communication channels that we consider to be necessary for such an NC-system inte-
gration. Specifically, the digital abstraction is provided by a microservice instance, called
a neuromorphic-system proxy (NSP), illustrated in the middle box of Figure 2, which
constitutes a virtual representation and interface to a physical NC system, see the bottom
box in Figure 2. The role of the NSP would be to provide virtualization and data map-
ping between the NC and DC domains, thereby providing efficient interfacing between
them and managing, for instance, availability and security. The use of a microservice
architecture provides characteristics such as late binding, loose coupling, and discovery
to the framework. In addition to these characteristics, a major benefit of the use of mi-
croservices in the NSP is service longevity, which means that services are available over
time. In contrast to the NC systems that provide transient data in real-time reaction to
events, the NSP stores relevant data communicated from the NC system for access via
the exposed microservices.

Building on service-oriented architecture (SOA)/microservice best practices [Erl, 2005,
Baškarada et al., 2018,Delsing, 2017], the NSP would be software-defined and typically
built on a library of base-software images (e.g., docker images) stored in a repository to
provide easy instantiation and replication at the edge or cloud as desired. Application-
specific programs would be added as delta images. Although Figure 2 shows a one-to-one
mapping between an NC system and an NSP, this model could in principle be scaled to
arbitrary numbers of NC systems and NSPs. The NSP is here described by first covering
the essential interfaces, i.e., the services provided or consumed and then, in Section 3.1,
some challenges and approaches for data modeling and mapping are described. The in-
terfaces to the NSP are represented by arrows in Figure 2. The bottom part of the
figure illustrates the following interfaces between the NC system and the NSP:

• SNN configuration: Drives the SNN configuration as needed for specific use
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Neuromorphic-system proxy
(microservices)

NC–DC communication
(transcoding, data model)

Neuromorphic system

Event
notification
(PubSub)

Objectives
(declarative)

SNN processing

Input
spike-data
(AER)

Digital computing system

System state 
(monitoring)

Output data
(graph query 
language)

SNN config.
Output
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(AER)

NC virtualization
(data storage and selection, security)

Figure 2: Conceptual system integration framework for neuromorphic devices in
digital–computational infrastructure. Arrows symbolize information channels. The col-
oring indicates information being represented and transmitted within the following domains:
orange: spike-based neuromorphic sensing and processing (NC); green: a virtual neuromorphic-
system proxy; blue: conventional digital computing (DC).

cases. This is relatively slowly changing data. Initially, we envision the configu-
ration to be primarily static, while it may be somewhat dynamic to allow some
degree of digital reconfiguration as part of normal runtime operation.

• Input spike-data: The input to the SNN, in which most data (spikes) typically
come from other neuromorphic systems such as sensors. In addition, input data
from other systems can also enter through the digital interfaces of the NSP. All
incoming spikes are processed by the NC system with the objective to produce an
output that aligns with the requirements expressed by the declarative definitions
and the validation protocol.
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• Output spike-data: Involves information from selected spike-sources, such as
specific read-out neurons (as defined by the SNN config.). Typically, abstractions
are formed such that only spikes from neurons representing high-level information,
such as in the last layers of a deep SNN, are communicated to the NSP. This serves
to reduce the load of events coming to the NSP, although the transmitted data is
still highly dynamic.

The top part of Figure 2 illustrates the following interfaces between the DC system and
the NSP:

• Objectives: Interface for adding declarative statements that will be translated to
an SNN config. This is complementary to code that is part of the NSP image. The
need depends on the dynamics of reconfiguration required, and using it is therefore
optional.

• System state: Interface for retrieving the SNN configuration in terms of structural
SNN properties, see Section 2.1.

• Event notification: Interface based on publish–subscribe (PubSub) messaging
(see Section 3.1), in which events are sent from the NSP. In alignment with the
microservice paradigm, these events are typically sent to some event-handlers using
different channels or topic trees to notify subscribers effectively and efficiently.

• Output data: Interface where other systems can request additional data related
to the events seen in the event notification or related to any history or state stored
in the NSP. This is basically a restful interface, but aiming for a graph query
language, in which there is a well-defined typed data schema and where under- or
over-fetching is avoided.

Within the NSP, a virtualized representation of the NC system (a digital twin) would
provide key functionality to allow for representations of the NC system to exist on one
or more DC systems. The virtualization component also provides the essential function-
ality of data selection and storage that makes it possible to aggregate and select which
data from the NC system should be exposed to the digital part of the system. This
component also provides storage, allowing access to data a posteriori to its creation—
either through short-term caching, which allows efficient access for multiple clients, or
longer-term storage for historical access to data.

In the subsequent parts of this section, we discuss established computer-scientific
concepts with the potential to realize different parts of this framework or, if insufficient,
that could inform the extension or development of new such concepts.

3.1 Communication and Data Models

In order to integrate NC systems with other entities in distributed DC systems, the
standardized protocols and data structures used for information representation and com-
munication in the DC domain need to be interfaced within the NSPs. This is a challenging
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problem considering the different information representations used in the DC and NC
domains, including for example state-based and time-based representations, differences in
semantics, and a variety of information encoding and transcoding methods used. Here,
we review some well-established DC concepts that share characteristics with the NC
domain, and may thus be helpful for addressing the challenges of data modeling and
information translation and representation.

Soft-State Models

The event-based nature of NC systems maps well to the best-effort message-passing based
nature of many current computer networks, such as the Internet. A key feature for best-
effort computer networks to provide a distributed system state across a network, in a
scalable manner that is robust to network disruptions and do not require too much com-
munication overhead, is the concept of soft state [Ji et al., 2007]. This is used in Internet
routing protocols and other networked distributed systems and becomes even more im-
portant in more unstable systems such as ad hoc or delay tolerant networks [Perkins
et al., 2003,Fall and Farrell, 2008,Grasic et al., 2011].

In a soft-state system, a distributed state is maintained in individual nodes by periodic
update messages (or events) that are sent by other nodes in the network to refresh
the current state. Such state can for example be used to maintain routes through the
network for forwarding data traffic. If no refresh messages have been received within a
certain amount of time, it is assumed that the state of the system has changed (e.g.,
a neighboring node has moved away and can no longer be reached), and thus the local
state is removed. Since the underlying network is best-effort and refresh messages can
be lost due to contention or interference, the system might wait until more than one
expected refresh message has not been received before determining that the local state
should be removed. The threshold used to determine a state change depends on the
expected characteristics of the network and is a tradeoff between how rapidly the system
reacts to state changes and the desired robustness to temporary disruptions. The benefit
of utilizing soft state is that there is no risk of stale state information becoming stored
indefinitely in parts of the network that cannot be reached by state-removal messages,
and the need for such control traffic is removed completely.

The soft-state model is similar to NC systems in that messages (spikes) trigger and
maintain states in nodes (neurons). Thus, we believe that there are potential benefits
from mapping these models in the NC domain to digital integration in terms of data
models.

Event Notification

The Internet has enabled the creation of very large distributed systems, commonly with
the purpose of sharing information between geographically distributed data producers
and consumers. In such systems, the publish–subscribe (PubSub) messaging paradigm,
based on event notification and messaging, has received much attention for the loosely
coupled form of interaction it provides in large-scale settings [Liu et al., 2003]. In this
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paradigm, subscribers register their interests in a topic or a pattern of events and then
asynchronously receive events matching their interest. PubSub provides decoupling in
space (interacting subscribing and publishing parties do not need to know each other),
time (parties do not need to interact at the same time), and asynchronous communication
(subscribers can get notifications immediately when published) [Eugster et al., 2003].

PubSub systems can be categorized into subject-based, aka topic-based, and content-
based [Liu et al., 2003]. Subject-based PubSub means that a subscription targets a
group, channel, or topic, and the user receives all events that are associated with that
group. With content-based PubSub systems, subscriptions are instead based on queries
or predicates, based on which the decision of to whom a message is directed is made
on a message-by-message basis. The advantage of a content-based system is that the
subscriber can be provided with the needed information only and does not need to learn
a set of topic names and their content before subscribing.

The performance of a content-based PubSub network is typically challenged by the
expensive matching cost of content messages. Hybrid schemes between these types of
PubSub systems exist, where subscribers register content-based subscriptions to one or
more topics. For example, HYPER minimizes both the number of matches inside the
PubSub network and the delay to receive subscribed content [Zhang and Hu, 2005].
The hybrid schemes, aka type-based, thus represent the middle-ground between coarse-
grained, topic-based systems and fine-grained, content-based systems. Type-based sys-
tems gives a coarse-grained structure on events (like in topic-based) on which fine-grained
constraints can be expressed over attributes (like in content-based) [Shen, 2010].

PubSub systems based on event notification and messaging have been adopted by the
SOA model [Perrey and Lycett, 2003] [Levina and Stantchev, 2009] and its later incar-
nation known as the Application Program Interface (API) and microservice paradigm
[Di Francesco, 2017]. In contrast to traditional SOA, the API and microservice paradigm
builds on the requirement that such services must be independently deployable [Xiao
et al., 2016]. Modern messaging systems are typically based on message-oriented mid-
dleware like Apache Kafka, Rabbit MQ, NATS Streaming, Google Pub/Sub, Microsoft
Event Hubs and Amazon Kinesis [Eugster et al., 2003].

The properties provided by PubSub and event notification as used in SOA and
microservice-based systems, i.e., space, time and synchronization decoupling, together
with the ability to efficiently monitor states and outcome of NC systems, can prove
useful to make NC systems interact efficiently with DC systems. For example, event
notification can be used to signal a state occurrence in an NC system that motivates
further investigation based on analysis of complementary output data, possibly involving
requests to multiple services and systems. The problem of efficiently performing such
requests requires a flexible query mechanism, for instance, an adaptation of a modern
graph query language, which is discussed below.

Information Querying

In the DC paradigm, graph query languages allow users to make queries in databases
and information systems based on graph structures [Wilson, 2010]. Graphs can allow for



3. Conceptual Integration Framework 177

well-structured data, with complete and understandable descriptions, from which pre-
cise fetching can be made, returning an appropriate sparse subset of the data. In the
envisioned NC–DC hybrid systems, a similar query-based approach is needed to enable
flexible and efficient access to functionality and data from the NC to the DC domain.
One prominent example is the graph query language GraphQL3, which allows applica-
tions to get the required data in a single request that makes efficient use of network
resources. GraphQL also allows the definition of new data fields and types without in-
validating existing queries, which results in effective code maintenance. Similarly, graphs
can be useful to describe and query neuromorphic system configuration and SNN state
information, as well as SNN models, data models, and mappings between information
representations in the NC and DC domains.

Synthesizing a Data Model

One of the key success factors in NC–DC integration is to find a data model for the NSP
that is suitable for both the NC and DC domains. The goal is to have a data model in
the NSP where data can be filled out based on NC processing according to declarative
instructions, and then effectively be provided to DC systems through the digital inter-
faces. The precise definition of such a data model would be highly application-dependent.
The goal within the outlined integration framework in this context is the existence of a
generic foundation providing graph-oriented data modeling, with a well-defined syntax
for defining the exact data model for each application case. This application-specific
model would be set through the configuration interface of the NSP, and/or by software
that defines the application-specific NSP. The same configurational information would
also be used in concert for SNN config. This is to facilitate that the output spike-data
from the NC system can be used by the NSP to fill out data in accordance with the data
model.

In response to specific NC output spike-data, such as upon recognition of a monitored
pattern, the NSP could trigger a digital event notification (see Section 3.1) to interfacing
DC systems. Such a digital event could be triggered directly by certain NC spike-activity,
such as from specific read-out neurons, or upon spike-data decoding and data update in
the NSP according to internal criteria—see Section 2.2 for a discussion of NC interfacing
and semantics. Subscribers of such events could, upon receiving interesting event notifi-
cations, reactively access more information by placing a graph query to the NSP to fetch
desired parts of the graph data.

Many of the challenges in synthesizing a data model come from the fact that state
models of the NC and DC domains are fundamentally different, while they are also
complementary to some extent:

1. NC systems have continuously evolving transient states in response to input data
(see Section 2.1), which give rise to more or less opaque patterns of spiking activity.
The output spike data from the final neuron layer of an NC system should be

3https://graphql.org/
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decoded or interpreted according to some semantic and used to update the data
model of the NSP. How this is to be accomplished is a subject for future research.

2. In the DC domain, in contrast to NC, states are typically not continuously decaying.
Therefore, it would be possible to store abstract representations of the NC system
state over time in the NSP. This is a complementary property to the NC system.
However, the proposed kind of NSPs would consist of microservices typically oper-
ating close to the physical NC systems in an edge cloud, in which storage space is
limited. To mitigate this limitation, such storage could be limited to snapshotting
in response to interesting events, such as NC pattern recognition, as identified in
the NSP spike-data decoding or read-out according to internal definitions. Further-
more, the maintenance of the NSP state could be made dependent on some form of
triggering, such as repeated NC pattern recognition, and a soft-state protocol (see
Section 3.1) could be used to remove outdated NSP states, which could instead be
offloaded asynchronously to central clouds.

3.2 Declarative Programming

This section discusses declarative programming as a goal-oriented approach to config-
uring NC systems that could enable engineers with commonly available competence to
implement machine learning and AI solutions [Molino and Ré, 2021]. Declarative pro-
gramming is a programming paradigm in which the logic of computations is described
without describing their control flow. In a declarative language, what is described is the
goal a given program is intended to achieve (i.e., the desired outcome) rather than an
explicit description of the sequence of computational primitives the program is to carry
out. The promise and rationale of declarative approaches is thus that the focus is on
describing “what”, not “how”. Advantages include clarity and unambiguity of the objec-
tives, potential for automation by AI of the dynamic properties and placements within
those objectives, and that correctness can be checked against the declarative objectives
using a validation procedure. The declarations are free from imperative details—the
“how”—and associated side effects. This is a suitable approach for NC systems, since
there is no predefined control flow, and no desire to engineer traditional control flows.

Machine learning models, AI objectives, and NC system configurations are naturally
defined in declarative languages [Gould et al., 2022,Schmitt et al., 2017], while the details
of “how” are subject to optimization, search, and plasticity. Over the last years in deep
learning, there has generally been a shift in modeling preferences, from a focus on neural-
network-centric modeling, such as with TensorFlow [Abadi et al., 2015] and PyTorch
[Paszke et al., 2019], towards higher-level interfaces supporting modern machine learning
methods and tasks, such as TensorBoard for TensorFlow, Ludwig [Molino et al., 2019],
and Weights & Biases [Biewald, 2020]. Declarative deep learning frameworks [Molino and
Ré, 2021], such as Ludwig, are aimed at facilitating a new generation of systems that are
more user-friendly by focusing on defining the data-schema and tasks, rather than low-
level neural network information. However, while ANNs and deep learning techniques are
partly brain-inspired and offer a valuable starting point for development of NC algorithms
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and SNN models, they represent only a subsection of the space of spike-based neural
computation [Roy et al., 2019] that is available to neuromorphic hardware [Indiveri and
Sandamirskaya, 2019] and hybrid SNN–ANN models [Zhao et al., 2022], see Figure 1
and Table 2. Rather, NC abstractions need to be co-designed [Schuman et al., 2022b]
with the digitization requirements and NC modules to provide a seamless edge-to-cloud
integration and overall efficient hybrid AI solutions [Zhao et al., 2022] to the general
computational problems defined in use cases. Furthermore, constraints associated with
the interfaces between the declarative programming level and SNN/ANN descriptions
based on existing software frameworks [Qu et al., 2022] need to be considered.

In a declarative NC system, the desired outcomes would be used to partly auto-
generate the system configuration using a set of established NC algorithms and SNN
architectures, as well as to verify the compliance of system results. The outcomes would
depend on the correctness of the declarative statements, the model and algorithm ca-
pabilities, and the data fed to the system. This leads to a need for verification and
validation that resembles traditional software testing. However, the compliance of such
declarative NC systems would not be totally deterministic as is typically the case in
traditional declarative programs, in which the outcome can be verified logically and de-
terministically. Thus, the outcome of a declarative NC system for a given dataset would
rather need to be validated statistically. We propose, for conciseness, to denote this en-
tire process of statistical outcome-evaluation with respect to declarative statements and
input data as a validation procedure, rather than a testing procedure, to emphasize the
difference to traditional software testing. By that, we also avoid confusing the validation
procedure with the testing of neuromorphic circuits, e.g., to detect manufacturing defects
and faulty circuits, and runtime failures [Gebregiorgis and Tahoori, 2019, Hsieh et al.,
2021].

Test and Validation Methodology

As mentioned above, the verification, validation, and testing based on declarative state-
ments and data fed to the NC system is here referred to as a validation procedure. This
procedure aims to assess the statistical reliability of the NC system in meeting the declar-
ative statements in the context of its structural and transient properties. As discussed in
Section 2.1, the structural properties are subject to direct manipulation by external con-
figuration, optimization, and learning algorithms, which would ideally be defined using
declarative statements. The transient properties, on the other hand, depend on the data
momentarily presented to the system and its current structural properties. Note that the
validation procedure would mainly address a higher layer of abstraction than that of the
transient SNN properties. In addition, given the dependence on input data, the transient
state of a system that can be observed through a validation procedure may exist only
in direct connection to when the data is presented to the system, while structural states
may be observable at any time.

The validation procedure should focus on the system’s capacity to perform the task
learned, and, as such, it can also be useful in training protocols. Given that the inherent
states of an NC system are updated at different time-scales, we believe that a validation
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procedure should aim to examine the system focusing on relevant use-case-specific time-
scales. In this context, structural states should be examined to determine whether the
NC system demonstrates the desired capacity to converge to a solution or learn a given
type of task according to declarative statements, provided that the input data contains
the needed information.

Process Calculus

Process calculus is a category of computer scientific approaches for the formal modeling
of concurrent systems, which may serve as a base for declarative definitions of desired
outcomes for networked NC systems. A process calculus provides a framework for high-
level description of interaction, communication, and synchronization between indepen-
dent processes or agents. Communication between processes is accomplished through
channels, which can forward events that include some data. Many processes can send
and/or receive from channels, so that complex distributed connectivity can be modeled,
and there can be many processes on both the sending and receiving end of each channel.
Channels are first class objects, i.e., they can be passed around as data on other channels
to achieve dynamic connectivity between processes. In the context of NC systems, there
are new challenges to using process calculus related to the non-deterministic stochastic
behavior of such systems, and to the fact that system validation depends on both the
declarations and the input data. Nevertheless, there exists work tying process calculus to
spiking neural systems [Ciobanu and Todoran, 2022], and Intel’s NC software-framework
Lava is inspired by the process calculus communicating sequential processes (CSP), see
Section 2.3.

4 Discussion

4.1 An Example Use-Case

In order to make the outlined conceptual integration framework more concrete, it may
be useful to discuss it in terms of an example use-case. One relevant application area is
vibration-based condition monitoring of rotating machinery for predictive maintenance
by error or anomaly detection [del Campo and Sandin, 2017,Martin-del Campo et al.,
2021], which has been investigated with SNNs in recent work [Zuo et al., 2021,Dennler
et al., 2021]. In such an edge-computing scenario, an NC sensory–processing system
would be deployed in the rotating machinery, or close to functionally critical components
such as bearings, where the lack of wired connection to the outside world makes the
need for resource efficiency high to allow self-sustainable operation or a long battery life
exceeding the component service interval. The NC system would be performing fault or
anomaly detection by processing vibration sensor data in a reactive, event-driven manner.
The sensor data would ideally be generated with a fully event-driven vibration sensor,
with application-specific filter banks providing a succinct spike representation of relevant
information.
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Ideally, the NC system would be configured with declarative objectives via the ob-
jectives interface, with a minimal amount of explicit SNN configuration. Following the
declarative objectives, an autogenerative SNN configuration would ensue by querying a
set of established SNN models and algorithms for training, optimization, and/or pre-
trained model transfer, which would be applied via the SNN config. interface. Such
a low-effort NC configuration would be dependent on the future development of NC
programming models and abstractions, as well as an appropriate query language. Infor-
mation about the current configuration of the NC system would also be communicated
back for monitoring in an orchestrating DC system via the system state interface. Upon
fault detection—signified, for instance, by threshold-crossing activity in specific read-out
neurons or by some other form of spike-data decoding in the NSP—the NSP would no-
tify subscribers in the distributed DC system about the occurrence of the fault via the
event notification interface. Ideally, the subscribers would then be able to request more
information retained in the NSP about the characteristics of recent sensory–processing
data via the output data interface. This feature would be heavily dependent on the de-
velopment of a data model and transcoding methods for such NC–DC communication,
which are subject to future research. Furthermore, the objectives interface could be used
to update the declarative objectives in order to reconfigure or refine the configuration of
the deployed NC system.

4.2 Conclusion

In this work, we have addressed the technology gap of interoperability between NC and
DC systems. We have described the current landscape of NC technology, focusing on
aspects expected to become increasingly relevant for large-scale adoption and integration
of NC systems into the present distributed DC infrastructure. Based on this analysis, we
have proposed a conceptual microservice-based framework for NC systems integration,
consisting of a neuromorphic-system proxy (NSP) that would provide virtualization and
communication capabilities, in combination with a declarative programming approach
that would offer engineering-process abstraction. We have also presented well-known
concepts in computer science that could be combined as a basis for the realization of the
proposed framework. We have identified the following main knowledge gaps, which may
form a basis for future research:

• Neuromorphic-system proxy: A central question for the NSP is how to virtually
represent the capabilities and states of physical NC systems, such that reliable
microservices can be provided. Such representations need to balance level of detail
with computational expense. For instance, a full virtual simulation of the neuronal
dynamics and event communication within an NC system may be motivated at
times, while not feasible to be constantly maintained.

• Communication and data models: In the proposed framework, NC–DC com-
munication requires the development of an interparadigmatic data model that al-
lows fetching relevant information from physical NC systems beyond the sparse
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event notifications and latent dynamic states. This is closely tied to the challenge
of developing transcoding principles and operational semantics for interfacing with
the spike-based representations of NC systems. Case studies focusing on optimiza-
tion of spike encoders indicate that the best performing solutions are application-
specific, which suggests that generic solutions require a combination of semantic
technologies and machine-learning-based optimization.

• Declarative programming: A generic NC-programming framework requires ap-
propriate programming abstractions, which enable engineers with commonly avail-
able competence to implement machine learning and AI solutions. Declarative
programming, focusing on “what” rather than “how”, is a natural approach to
describe learning objectives and constraints. There may also be a need for fur-
ther developments of generalized system hierarchies, concepts of completeness, and
analytical frameworks to facilitate hardware–software compatibility, programming
flexibility, and development productivity. Furthermore, a declarative framework
presupposes methods for testing and validation. For NC systems, this testing and
validation would not be fully deterministic and logical, but would rather be closely
interconnected with the core machine learning methodology and statistical assess-
ment.

Table 3 summarizes the alignment of the identified research directions and concepts
with the integration challenges presented in Section 1. In conclusion, there is a need for
further research on interparadigmatic NC–DC communication models and virtualization
to establish the transparency, reliability, and security that is typically required by large-
scale distributed computing applications in cyber-physical systems and the industrial
Internet. Furthermore, research on NC programming abstractions and related protocols
for training, validation, and testing are required to efficiently develop, integrate, and
maintain hybrid NC–DC AI solutions in such large-scale distributed digital systems of
systems.

Conflict of Interest Statement

The authors declare that the research was conducted in the absence of any commercial
or financial relationships that could be construed as a potential conflict of interest.

Author Contributions

MN, OS, AL, UB, and FS contributed to the initial conception of the study and to the
literature study. All authors contributed to the conceptual development. MN wrote
the first draft of the manuscript. All authors contributed to writing and revising the
manuscript, and read and approved the submitted version.



4. Discussion 183

T
a
b
le

3
:

O
v
e
rv

ie
w

o
f
re

se
a
rc
h

d
ir
e
c
ti
o
n
s
a
n
d

c
o
n
c
e
p
ts

a
n
d

th
e
ir

re
la
ti
o
n
s
to

n
e
u
ro

m
o
rp

h
ic

sy
st
e
m
s
in
te
g
ra

ti
o
n

ch
a
ll
e
n
g
e
s.

T
h
e
sy
m
b
ol

“⊗
”
in
d
ic
at
es

th
at

a
co
n
ce
p
t
h
as

b
ee
n
co
n
n
ec
te
d
to

n
eu

ro
m
or
p
h
ic

sy
st
em

s
in

th
e
li
te
ra
tu
re

d
is
cu

ss
ed

in
th
is
ar
ti
cl
e,

w
h
il
e
“×

”
in
d
ic
at
es

th
at

th
e
co
n
n
ec
ti
on

is
in
tr
o
d
u
ce
d
h
er
e.

A
ll
co
n
n
ec
ti
on

s
in
d
ic
at
ed

in
th
is
ta
b
le

ar
e
su
b
je
ct
s
fo
r
fu
rt
h
er

re
se
ar
ch
.
T
h
e
re
la
ti
on

s
b
et
w
ee
n
th
es
e
co
n
ce
p
ts

an
d
co
n
ve
n
ti
on

al
d
ig
it
al

co
m
p
u
ti
n
g
ar
e
d
es
cr
ib
ed

in
S
ec
ti
on

3,
b
u
t
ar
e
n
ot

il
lu
st
ra
te
d

h
er
e.

R
e
se
a
rc
h
d
ir
e
ct
io
n
s

N
e
u
ro

m
o
rp

h
ic

sy
st
e
m
s
in
te
g
ra

ti
o
n
ch

a
ll
e
n
g
e
s

a
n
d
co

n
ce

p
ts

C
om

m
u
n
ic
at
io
n

V
ir
tu
al
iz
at
io
n

P
ro
gr
am

m
in
g

T
es
ti
n
g
an

d
va
li
d
at
io
n

N
e
u
ro

m
o
rp

h
ic
-s
y
st
e
m

p
ro
x
y

×
×

×
×

N
eu
ro
m
or
p
h
ic
-s
y
st
em

si
m
u
la
ti
on

⊗
⊗

M
ic
ro
se
rv
ic
es

×
×

C
o
m
m
u
n
ic
a
ti
o
n
a
n
d
d
a
ta

m
o
d
e
ls

×
×

S
em

an
ti
c
te
ch
n
ol
og
ie
s

⊗
E
m
b
ed
d
in
gs

⊗
S
of
t
st
at
e

×
×

P
u
b
S
u
b
m
es
sa
gi
n
g

×
G
ra
p
h
d
at
a
an

d
q
u
er
y
in
g

×
×

×
D
e
cl
a
ra

ti
v
e
p
ro

g
ra

m
m
in
g

⊗
⊗

P
ro
ce
ss

ca
lc
u
lu
s

⊗
M
ac
h
in
e
le
ar
n
in
g

⊗
⊗

S
ta
ti
st
ic
al

ev
al
u
at
io
n

⊗



184 Paper E

Funding

This work was partially funded by The Kempe Foundations under Contract JCK-1809,
the Arrowhead Tools project (ECSEL JU Grant No. 737 459), the DAIS project (KDT JU
Grant No. 101007273), and the AI@Edge project (Horizon Europe Grant No. 101015922).

Acknowledgments

Some of the ideas presented in this manuscript were presented orally at the 2022 Work-
shop on Large-Scale Neuromorphic Systems Integration4 in Lule̊a, Sweden.

References

[Abadi et al., 2015] Abadi, M., Agarwal, A., Barham, P., Brevdo, E., Chen, Z., Citro, C.,
Corrado, G. S., Davis, A., Dean, J., Devin, M., et al. (2015). TensorFlow: Large-scale
machine learning on heterogeneous systems. Software available from tensorflow.org.

[Adam, 2022] Adam, K. (2022). Timing is Everything. PhD thesis, École polytechnique
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[Grübl et al., 2020] Grübl, A., Billaudelle, S., Cramer, B., Karasenko, V., and Schemmel,
J. (2020). Verification and design methods for the brainscales neuromorphic hardware
system. Journal of Signal Processing Systems, 92(11):1277–1292.

[Guo et al., 2021a] Guo, W., Fouda, M. E., Eltawil, A. M., and Salama, K. N. (2021a).
Neural coding in spiking neural networks: A comparative study for robust neuromor-
phic systems. Frontiers in Neuroscience, 15.



188 Paper E

[Guo et al., 2021b] Guo, Y., Zou, X., Hu, Y., Yang, Y., Wang, X., He, Y., Kong, R.,
Guo, Y., Li, G., Zhang, W., et al. (2021b). A Marr’s three-level analytical framework
for neuromorphic electronic systems. Advanced Intelligent Systems, page 2100054.

[Hamilton et al., 2020] Hamilton, K. E., Schuman, C. D., Young, S. R., Bennink, R. S.,
Imam, N., and Humble, T. S. (2020). Accelerating scientific computing in the post-
Moore’s era. ACM Trans. Parallel Comput., 7(1).

[Hazan et al., 2018] Hazan, H., Saunders, D. J., Khan, H., Patel, D., Sanghavi, D. T.,
Siegelmann, H. T., and Kozma, R. (2018). BindsNET: A machine learning-oriented
spiking neural networks library in Python. Frontiers in neuroinformatics, 12:89.

[Hsieh et al., 2021] Hsieh, Y.-Z., Tseng, H.-Y., Chiu, I.-W., and Li, J. C. M. (2021). Fault
modeling and testing of spiking neural network chips. In 2021 IEEE International Test
Conference in Asia (ITC-Asia), pages 1–6.

[Indiveri and Liu, 2015] Indiveri, G. and Liu, S.-C. (2015). Memory and information
processing in neuromorphic systems. Proceedings of the IEEE, 103(8):1379–1397.

[Indiveri and Sandamirskaya, 2019] Indiveri, G. and Sandamirskaya, Y. (2019). The im-
portance of space and time for signal processing in neuromorphic agents: The challenge
of developing low-power, autonomous agents that interact with the environment. IEEE
Signal Processing Magazine, 36(6):16–28.

[Jaeger, 2021] Jaeger, H. (2021). Toward a generalized theory comprising digital, neuro-
morphic, and unconventional computing. Neuromorphic Computing and Engineering.

[Jaeger et al., 2021] Jaeger, H., Doorakkers, D., Lawrence, C., and Indiveri, G. (2021).
Dimensions of timescales in neuromorphic computing systems. arXiv preprint
arXiv:2102.10648.

[Ji et al., 2007] Ji, P., Ge, Z., Kurose, J., and Towsley, D. (2007). A comparison of hard-
state and soft-state signaling protocols. IEEE/ACM Transactions on Networking.

[John et al., 2020] John, W., Sargor, C., Szabo, R., Awan, A. J., Padala, C., Drake,
E., Julien, M., and Opsenica, M. (2020). The future of cloud computing: Highly
distributed with heterogeneous hardware. Ericsson Technology Review, 2020(5):2–13.

[Kugele et al., 2021] Kugele, A., Pfeil, T., Pfeiffer, M., and Chicca, E. (2021). Hybrid
SNN-ANN: Energy-efficient classification and object detection for event-based vision.
In Pattern Recognition: 43rd DAGM German Conference, DAGM GCPR 2021, Bonn,
Germany, September 28 – October 1, 2021, Proceedings, page 297–312, Berlin, Heidel-
berg. Springer-Verlag.

[Larrucea et al., 2018] Larrucea, X., Santamaria, I., Colomo-Palacios, R., and Ebert, C.
(2018). Microservices. IEEE Software, 35(3):96–100.



References 189

[Leiserson et al., 2020] Leiserson, C. E., Thompson, N. C., Emer, J. S., Kuszmaul, B. C.,
Lampson, B. W., Sanchez, D., and Schardl, T. B. (2020). There’s plenty of room
at the top: What will drive computer performance after Moore’s law? Science,
368(6495):eaam9744.

[Levina and Stantchev, 2009] Levina, O. and Stantchev, V. (2009). Realizing event-
driven SOA. In 2009 Fourth International Conference on Internet and Web Appli-
cations and Services, pages 37–42.

[Liu et al., 2019] Liu, S.-C., Rueckauer, B., Ceolini, E., Huber, A., and Delbruck, T.
(2019). Event-driven sensing for efficient perception: Vision and audition algorithms.
IEEE Signal Processing Magazine, 36(6):29–37.

[Liu et al., 2003] Liu, Y., Plale, B., et al. (2003). Survey of publish subscribe event
systems. Computer Science Dept, Indian University, 16.

[Maass, 1997] Maass, W. (1997). Networks of spiking neurons: The third generation of
neural network models. Neural Networks, 10(9):1659–1671.

[Maier, 1998] Maier, M. W. (1998). Architecting principles for systems-of-systems. Sys-
tems Engineering, 1(4):267–284.
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[Molino and Ré, 2021] Molino, P. and Ré, C. (2021). Declarative machine learning sys-
tems. Commun. ACM, 65(1):42–49.

[Mortara and Vittoz, 1994] Mortara, A. and Vittoz, E. (1994). A communication archi-
tecture tailored for analog VLSI artificial neural networks: intrinsic performance and
limitations. IEEE Transactions on Neural Networks, 5(3):459–466.

[Müller et al., 2022] Müller, E., Schmitt, S., Mauch, C., Billaudelle, S., Grübl, A.,
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W., Masquelier, T., Naud, R., Neftci, E. O., Petrovici, M. A., et al. (2021). Visualizing
a joint future of neuroscience and neuromorphic engineering. Neuron, 109(4):571–575.

[Zhang and Hu, 2005] Zhang, R. and Hu, Y. (2005). HYPER: A hybrid approach to
efficient content-based publish/subscribe. In 25th IEEE International Conference on
Distributed Computing Systems (ICDCS’05), pages 427–436.

[Zhang et al., 2020a] Zhang, W., Gao, B., Tang, J., Yao, P., Yu, S., Chang, M.-F., Yoo,
H.-J., Qian, H., and Wu, H. (2020a). Neuro-inspired computing chips. Nature elec-
tronics, 3(7):371–382.

[Zhang et al., 2020b] Zhang, Y., Qu, P., Ji, Y., Zhang, W., Gao, G., Wang, G., Song,
S., Li, G., Chen, W., Zheng, W., et al. (2020b). A system hierarchy for brain-inspired
computing. Nature, 586(7829):378–384.

[Zhao et al., 2022] Zhao, R., Yang, Z., Zheng, H., Wu, Y., Liu, F., Wu, Z., Li, L., Chen,
F., Song, S., Zhu, J., et al. (2022). A framework for the general design and computation
of hybrid neural networks. Nature Communications, 13(1).



194 Paper E

[Zhou et al., 2019] Zhou, Z., Chen, X., Li, E., Zeng, L., Luo, K., and Zhang, J. (2019).
Edge intelligence: Paving the last mile of artificial intelligence with edge computing.
Proceedings of the IEEE, 107(8):1738–1762.

[Zidan et al., 2018] Zidan, M. A., Strachan, J. P., and Lu, W. D. (2018). The future of
electronics based on memristive systems. Nature electronics, 1(1):22–29.

[Zuo et al., 2021] Zuo, L., Zhang, L., Zhang, Z.-H., Luo, X.-L., and Liu, Y. (2021). A
spiking neural network-based approach to bearing fault diagnosis. Journal of Manu-
facturing Systems, 61:714–724.



DOCTORA L  T H E S I S

M
attias N

ilsson - E
vent-D

riven A
rchitectures for H

eterogeneous N
eurom

orphic C
om

puting System
s

Department of Computer Science, Electrical and Space Engineering
Division of Embedded Intelligent Systems Lab (EISLAB)

ISSN 1402-1544
ISBN 978-91-8048-219-6
ISBN 978-91-8048-220-2

Luleå University of Technology 2023

Event-Driven Architectures 
for Heterogeneous Neuromorphic 

Computing Systems

Mattias Nilsson

Cyber-Physical Systems

SV
ANENMÄRKET

Trycksak
3041 3042

Print: Lenanders Grafiska, 461205

5817700_Omslag.indd   35817700_Omslag.indd   3 2023-01-04   06:332023-01-04   06:33


