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Abstract— Mobile agent communication in multi-agent
communities is still very much a research challenge. We
analyze and discuss the suitability of current technologies
for interconnecting heterogeneous agent platforms and
multi-agent systems and propose a publish-subscribe,
or in other words, event notification mechanism as an
efficient and effective complementary solution to software
mobile agent communication. We advocate the event-based
communication genre for exchanging and disseminating
large volumes of small lightweight messages. We discuss
our work in that area towards building content- and
context-based messaging for agent communication, i.e. the
ability to refer to and send messages to a collection of
agents based on their current context, without knowing
the precise identities of the agents. We investigate the
feasibility of this paradigm and offer our perspective
on the future of agent communication in large scale,
distributed multi-agent systems.

Index Terms— mobile agents, publish-subscribe commu-
nication, context-based messaging, multi-agent systems

I. I NTRODUCTION

REcent developments in distributed systems, char-
acterized by rapid progress of sensor technology

and advances in mobile computing (including devel-
opment of new communication standards and ad-hoc
network capabilities), increase both the complexity of
the network [26] and the expectations of users for
better service and available information [4]. We en-
vision these pervasive networks to be embedded with
numerous computing devices, with different capabil-
ities, limitations and goals, involving heterogeneous
software platforms and technologies, servicing differ-
ent organizations and individuals. Such environments
need to become flexible, agile and fault-tolerant (e.g.
in face of frequent disconnections due to unreliable
wireless infrastructure) through the use of appropriate

technologies and computing paradigms (e.g. context-
aware computing) [20].

In this kind of environment, where autonomy and
survivability of independent distributed components be-
comes a critical feature, we believe the paradigm of
mobile-agents becomes valuable. The complexity of
such systems makes it difficult to to exercise full
centralized control and calls for autonomy of different
components, facilitating different tasks for different
users. The unreliable nature of the underlying wireless
network and resource limitations of devices make agent
mobility an advantage that contributes to the reduction
of network load and enhances the system’s scalability
and fault-tolerance.

Mobile agents are software components that provide
agility and re-configurability to a system by being able
to move on their own volition or invited, from one host
to another in a fairly autonomous way (i.e., not only is
data transferred, but also code and computation state).
While not all agents require mobility, this property has
been recognized as beneficial in a number of large scale
distributed applications, including information-centric
applications [11]. In particular, various Internet-scale
applications have found mobile agents useful [15], in-
cluding distributed information retrieval, electronic mar-
ketplaces, adaptive, agile, and reconfigurable enterprise
systems, and programming large networks of embedded
systems1. More recent applications of mobile agents
include large networks of embedded systems such as
wireless ad hoc sensor networks [17] and numerous
proposals for the use of mobile agents in network man-
agement have been suggested (e.g., [3]). Consequently,
a sizable number of mobile agent toolkits [34] have

1See http://discolab.rutgers.edu/sm/
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been developed for mobile multi-agent applications, all
providing toolkit-specific communication capabilities
between same-platform mobile agents, facilitating direct
communication between two agents and between an
agent and a collection of known agents.

While standards and practices for mobile agent com-
munication exist, the problem of agent communication
at run-time is very much a challenge, and communica-
tion between heterogeneous agents or, in other words,
agents from diverse platforms or environments poses
an even bigger challenge [12]. Complexity of multi-
ple agents communicating with one another and with
groups of agents through multiple diverse gateways, as
well as effectively communicating relevant information,
contributes to this challenge.

In this paper, we propose the use of the publish-
subscribe communication genre as a complementary
communication capability for software agents (in-
cluding mobile agents) in multi-agent systems. The
paradigm of publish-subscribe communication has be-
come a popular choice for a variety of applications
and has proven useful for asynchronous communication
between loosely coupled components of distributed
systems [9]. Recently, research has begun to look at
this type of communication for applications in wireless
networks, and address a variety of challenges, concern-
ing publish-subscribe communication, that arise in such
environments (e.g. support for disconnected operations
[5, 8, 4]). Adding such communication capability to
mobile agents gives rise to additional technical hurdles
and challenges, related to issues concerning code mo-
bility of software agents. We will discuss these issues
and provide a solution that enables publish-subscribe
communication between mobile agents, and present a
step towards building content- and context-based mes-
saging for agent communication. By context-based we
refer to the ability to send messages to a collection of
agents based on their current context, without knowing
the precise identities of the agents, and where agent’s
context is the situation of an agent as is made known
by the agent.

We start with a background discussion (Section 2)
on possible agents communication paradigms, starting
with the publish-subscribe model, analyzing its different
variations, including stateless and stateful architectures
and topic- and content- based types of messaging.
We then introduce the existing agent communication
languages and highlight the benefits of the publish-
subscribe genre as a complementary form of communi-
cation. In Section 3, we identify the stateless, content-
based messaging approach as a possible desirable form
of communication in multi-agent systems and provide
a brief introduction to Elvin, the notification system we
use in this paper. In Section 4 we provide a motivating

discussion on the use of the publish-subscribe genre in
what we call context-based messaging, i.e. messaging
agents based on their context. In Section 5 we discuss
problems that arise when integrating mobile agents and
the publish-subscribe model of communication, and
we provide a solution to these problems. We present
our implementation and experimental evaluation of our
solution and approach in Section 6, testing the ability
to perform event-based type of communication between
migrating agents, built over different toolkits. During
experimentation we identify a problem of messages lost
during agent migration; we analyze this problem in
Section 7 and present a set of experiments that identify
parameters that influence the messages loss. We then
discuss our solution to this problem and present our
complete architecture. We conclude the paper in Section
8.

II. BACKGROUND

We observe two available communication genres for
mobile agents in multi-agent systems, namely, the ex-
isting set of Agent Communication Languages (ACL)
and the genre of publish-subscribe communication,
which we perceive as a complementary form of agent
communication. We will discuss and survey existing
technologies and tools for performing these types of
communications.

A. Publish-subscribe model

A common model for performing asynchronous com-
munication in component-based environments is the
publish-subscribe model [9]. Generally, entities that
wish to send messages “publish” them as events, while
entities that wish to receive certain types of messages
(or events) “subscribe” to (or register for) those events.
A publisher of a message is not aware of the recipients
requesting that message and might not even be aware
of their existence. Similarly, components that receive
messages may not be aware of other components that
may also listen to the same event and can only receive
messages they are registered for. Often, an entity may
become both a publisher and a subscriber, sending
and receiving messages within the system. To accom-
plish the event-based model, a separate broker entity
is deployed between the producer and consumer of
a message, which decouples the connection between
those entities and provides the necessary mechanism
for distributing a message to registered subscribers.

Performance studies of publish-subscribe systems
suggest that they are highly scalable and are efficient
means of communication in large distributed systems
[7, 21]. In its original form, the publish-subscribe model
is stateless and is characterized as fast, efficient and a
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relatively simple mechanism to implement. This pure
light-weight form of the publish-subscribe model is dis-
tinguishable from the stateful implementation, which is
common in message queuing platforms, including BEA
MessageQ [28] and a range of applications that are built
using the Java Message Service standard (JMS) [31],
such as Oracle Message Broker [30], IBM’s MQSeries
[29], SonicMQ [35] and Sun Java System Message
Queue [32].

The JMS standard defines messaging rules between
Java components and assumes the existence of messag-
ing middleware that facilitates communication between
the loosely coupled components. A JMS based messag-
ing middleware usually comprises one or more messag-
ing servers which provides the J2EE applications with
extended fault-tolerance and scalability and supports
point-to-point and publish-subscribe messaging models.
The introduction of JMS is tightly related to the J2EE
applications and the Message-driven Enterprise Java
Beans (EJBs). Since JMS has become a part of the Java
enterprise environment, many vendors have produced
their own versions of a JMS-compliant messaging sys-
tem. JMS compliant systems represent the stateful form
of the publish-subscribe model. They exercise more
complex actions than the stateless model and require
more elaborate protocols for client acknowledgments
and temporary storage of messages. For instance, every
connecting/reconnecting procedure to a JMS broker is
done through the building blocks of system-dependent
JMS factories that are used for the creation of each
particular connection. These connections allow the set-
ting of particular “ping” intervals which are used for
the detection of link problems between the client (e.g.,
agent) and the JMS broker. A JMS compliant messaging
broker has to manage clients and follow connection
status for messages sent, and use client IDs to uniquely
identify clients that subscribe for persistent events.
Subscriptions for events are created within sessions that
describe the types of acknowledgements agents can use
to confirm the receipt of messages. If message delivery
has to be guaranteed, clients must acknowledge received
messages, either automatically or manually.

In contrast, a weakness of the stateless model is
potential loss of messages, as messages are not stored
(i.e., the model follows a light-weight ‘fire and forget’
approach), but provides a highly scalable and fast com-
munication mechanism. Message queues use the store-
and-forward technique, which guarantees the delivery of
messages but results in higher latency, greater overheads
and slower message delivery [2].

Further distinction of event-based systems is the
evolution from subject-based systems (a.k.a. topics),
in which a message relates to a group of subjects,
or type-based systems, where messages relate to event

types rather than topics, towards content-based systems,
where a subscriber can search for content that appears
within a message. JMS compliant systems and publish-
subscribe message queuing technologies are examples
of systems using the topic based subscription form,
which is the one most widely used. In this form of mes-
saging, a client’s subscriptions target a topic or a group,
and the client receives back events that are associated
with the specific topic [14]. The JMS standard allows
subscribers to define a message selector object which is
used for the filtration of messages published to a topic.
Message filtration is done according to the message
properties, which are not part of the message body
(what we call the message content) and are system-
dependent, or can be added to and managed by a
message publisher. The message selector is a string
which has a structure similar to the SQL92 standard’s
“Where” statement.

The content-based approach improves the expres-
siveness of subscriptions, which can contain complex
queries over the message content itself [4], without
restrictions or attachment to specific group or topic.
While topic-based addressing enables clients to sub-
scribe only on the basis of message header information,
or some combination of meta-data items, content-based
messaging enables subscriptions based on any aspect of
the message content. This provides greater flexibility to
applications as there is less coupling between producers
and consumers of messages [23, 14] and allows message
filtering over arbitrary message content. Entities using
the content-based messaging approach need not be con-
cerned with obtaining knowledge on topic names and
what these topics cover, and can perform subscription
on an ad-hoc basis.

Examples of this type of content-based publish-
subscribe communication include middleware such as
Elvin [22], LeSubscribe [1], Siena [6] and Gryphon [2].
FioranoMQ (http://www.fiorano.com/) is an example
of a hybrid messaging approach, i.e. a JMS based
message queuing technology with additional content-
based support on top of the traditional message selection
defined by the JMS standard.

The choice of the event-based communication type
(e.g., stateless or stateful, topic-based or content-based)
greatly depends on the specific application needs. We
qualitatively compare existing methods for performing
publish-subscribe communication by proposing taxon-
omy of publish-subscribe key features. These include:

• Scalability of the middleware
• Reliability of messaging (i.e. persistence of mes-

sages)
• Topic- vs. Content- based type of messaging
• Software languages support (i.e. which languages

can be used with the middleware)

http://www.fiorano.com/
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TABLE I

EXAMPLE OF PUBLISH-SUBSCRIBEPRODUCTS

Product Topic- vs.
Content-
based

JMScompliantLanguages
supported

Sun JMQ topic Yes Java, C
MQSeries topic Yes Java, C, C++,

COBOL, PL/1
Elvin content No Java, C, C#, C++,

Perl, Python
Gryphon content No Java
Siena content No Java, C++
FioranoMQ hybrid Yes Java, C++
Narada hybrid Yes Java, C
XMessages hybrid No (but

offers link
with JMS
systems)

Java, C++

• Richness and expressiveness of subscription lan-
guage

• Available operating systems
Table I and Table II provide a comparison between

publish-subscribe products according to different dis-
tinguishing parameters. Table I focuses on parameters
relating to openness and flexibility of the communica-
tion system, such as support for languages and types
of messaging. Here, we compare a variety of publish-
subscribe products. Table II looks at differentiating
factors between JMS based products.

B. Agent Communication Languages

Research in agent communication languages (ACL)
has focused on providing agents with a medium for
communicating information and knowledge. ACL is
a paradigm for communication between autonomous
agents in distributed environments, suitable for agents
that adapt and cooperate in heterogeneous settings [13].
It offers a more complex form of communication than
simple message passing or remote object invocation
and considers rules and actions with associated seman-
tics. ACL provides a declarative language to describe
a desired state, and defines the types and semantics
of messages that agents are able to exchange [13].
Messages in ACL are considered “speech acts” and
denote intentions and states of agents (and can therefore
be used to follow the BDI model with modalities such
as belief, desire and intention [18, 19, 10]).

There are two primary agent communication lan-
guages, namely, KQML [33] (Knowledge Query and
Manipulation Language) and FIPA ACL. These lan-
guages are in many aspects similar (e.g., FIPA ACL’s
syntax is identical to KQML’s, with the exception of
some naming conventions and share the same key
components and basic constructs) and are based on
speech act theory, namely, messages are perceived as

actions, since they trigger some form of action at
the recipient agent [13]. They attempt to provide a
high-level messaging protocol for autonomous agents
communicating a variety of content, with possible dif-
ferent underlying semantics. In other words, using these
languages, agents can exchange information with dif-
ferent languages describing the message’s content, use
a variety of communication protocols for the message
transfer and assume different semantics associated with
the message content.

ACL, however, is not intended to handle all possible
types of messages that may be required by an agent
during execution, rather, it is an attempt to enable more
meaningful exchange of information in a conversation-
like manner. As such, we perceive an event-based
communication between agents as a complimentary
mechanism in two aspects. Firstly, the publish-subscribe
communication model can (naturally or with clever
mapping) serve as the underlying communication pro-
tocol for ACL, such as other low-level protocols that
are used for ACL (e.g. SMTP, TCP/IP, IIOP, or HTTP
[13]). Secondly, the event-based paradigm with an in-
termediary server is complementary to normal point-
to-point messaging as a means to exchange additional
information, e.g., to provide an agent with information
the agent is unable to request from another agent
directly.

We highlight three benefits of publish-subscribe sys-
tems for dynamic mobile agent environments, with a
focus on Elvin as an example:

• The concept of an event is a natural abstraction for
the activities within the environment and the inter-
actions among places and agents. We see the event
mechanism as a communication genre complemen-
tary to other means of inter-agent communication.
For transfer of large data chunks between agents
or more structured conversations, other inter-agent
communication mechanisms (e.g., FIPA Agent
Communication Language, www.fipa.org) can be
used. The event service only serves as a means
of communicating (potentially large volumes of)
short messages among agents or to agents about
events, in a lightweight manner. These messages
could also contain pointers to other resources of
interest to agents, like rich media that could be
used to communicate content between agents.

• Publish-subscribe middleware provides implicit in-
vocation [9]: a component A can invoke another
component B without A being required to know
B’s name or B’s location. Components such as B
‘register’ interest in particular ‘events’ that compo-
nents such as A ‘announce’. The event system no-
tifies (or invokes) B, even though A doesn’t know
that B or any other components are registered. This
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TABLE II

DIFFERENTIATING FACTORS BETWEEN JMS-COMPLIANT PRODUCTS

Product Operating Systems Message selection Open
Source

Additional features

JBossMQ MS Windows NT/2000/XP, HP-UX, IBM
AIX, Red Hat Linux, Sun Solaris

Performed at client Yes clustering, pluggable invocation
layers, security and persistence

SonicMQ MS Windows NT/2000/Server 2003/XP, HP-
UX, IBM AIX, Red Hat Linux, Sun Solaris

Performed at broker No clustering, multi-clustering, secu-
rity and authentication framework

FioranoMQ MS Windows NT/2000/XP, Solaris, Linux ,
HP-UX, AIX

Performed at broker No clustering, dynamic load balancing,
failover protection, message selec-
tion based on content and message
properties

Open
JMS

MS Windows NT/2000/XP, HP-UX, IBM
AIX, Red Hat Linux, Sun Solaris

Performed at client Yes authentication, integration with
servlet containers

SwiftMQ MS Windows NT/2000/Server 2003/XP, HP-
UX, IBM AIX, Red Hat Linux, Sun Solaris

Performed at broker No authentication, distributed transac-
tions, extensible micro kernel

JORAM MS Windows NT/2000/XP, HP-UX, IBM
AIX, Red Hat Linux, Sun Solaris

Performed at client Yes clustering, distributed and local
transactions

suits a dynamic environment, where A need not
know B’s location since B might be continually
moving, and A can interact with other components
in the environment without knowing their details
(e.g., their name, or how many agents there are,
thereby providing scalability).

• The publish-subscribe paradigm is independent of
agent toolkits – some middleware provide APIs
implemented in different languages, e.g. Elvin im-
plements APIs for C, C++, Perl, Python, and Java
languages, and so can be used for communication
between agents built using different toolkits.

An important contribution for independent and auto-
nomic behavior of agents is the ability to communicate
with other agents and software components. The use of
the publish-subscribe genre allows agents of different
toolkits and other software components to communicate
in a one-to-one or one-to-many mode. This alleviates
existing restrictions of mobile agent communication
mechanisms, which are designed to enable communica-
tion between agents only of the same platform. Having
one common means of communication, in the form
of a shared publish-subscribe middleware, also reduces
the complexity of the environment and simplifies secu-
rity mechanisms to be implemented. Instead of having
multiple communication mechanisms, consuming dif-
ferent channels, all communication is performed with a
fixed set of dedicated ports as defined by the publish-
subscribe communication mechanism.

III. T HE ELVIN EVENT NOTIFICATION SYSTEM

We perceive a content-based communication mecha-
nism, used in heterogeneous multi-agent systems as a
powerful means of communication between agents that
share similar interests (content) without having prior
knowledge of each other. A pure, fast, scalable, light-
weight and content-based publish-subscribe event-based

model with a rich and expressive language for message
subscription is useful for disseminating large numbers
of short notifications efficiently between agents in a
large-scale multi-agent system. In this paper we use
Elvin [22] as a representative of this kind of event-based
model and its realization. The fundamental principles
of the general publish-subscribe model and its use for
mobile agents remains, however, the same for other
middleware, and so we use the name Elvin both as
the name of a specific implementation and a generic
representative of the class of event notification systems.

Elvin is built and used in a client-server architecture,
in which an Elvin server is responsible for managing
client connections and transferring messages between
publishers and subscribers. Client Applications use the
Elvin’s client code and API in order to produce and
consume information in a publish-subscribe fashion
[21].

Consumers of notifications register their interest in
specific events with the server. Upon receiving a notifi-
cation (message) from a producer, the Elvin server for-
wards the notification to the relevant client subscribers
by comparing the message content with the list of
subscriptions it holds.

As the routing of a message is based on its content
and not on intended recipients, it provides the flexibility
to operate in a dynamic environment and is independent
of the need to configure information relating to the
recipients of a notification. The notification itself is
encapsulated within an object and contains a list of key-
value pairs. The notification element supports several
data types, such as integers, floating points, strings etc.
A consumer expresses its interest with a subscription
element, which is built with a special subscription
language containing simple logical expressions [36].

Consider the following subscription expression taken
from [36]:
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(TICKERTAPE == ”elvin” || TICKERTAPE ==
”Chat”) && ! regex(USER, ”[Ss]egall”)

This subscription expression will match any notifi-
cation whose TICKERTAPE field has the string value
”elvin” or ”Chat” except those whose USER field
also matches the regular expression ”[Ss]egall”. This
subscription would match the following notification
example:

TICKERTAPE: ”Chat”
USER: ”alice”
TICKERTEXT: ”hello sailor”
TIMEOUT: 10
Message-Id: ”07cf0b15003409-5i3N7XDKbPVaQ-

28cf-22”

A. Characteristics of Elvin

We experimentally evaluated the performance of
Elvin, representing the stateless (non-durable), content-
based model, and JBossMQ (www.jboss.org), represent-
ing the stateful – durable and topic-based model. The
benchmark was conducted on two remote machines.
One machine served as the host for the Elvin router and
JBossMQ application server, while the other executed
client programs used for sending and receiving mes-
sages. Figure 1 depicts the size of message headers used
by the two middleware. JMS message publisher consists
of larger header sizes than the Elvin’s. This means that
if two messages have exactly the same content, the
JMS durable message would be 150 bytes larger than
the non-durable Elvin message. Figure 2 displays the
creation time of one message. We note that the JMS
durable-message publisher is only one millisecond per
message slower than the Elvin producer.

Fig. 1. Message headers

The time used to publish 1000 messages to a remote
computer depends on the size of the message content
and is depicted in Figure 3. Here, the Elvin publishes
messages of relatively smaller size faster than the
durable JMS publisher, but as message size reaches 4
KB and over, JbossMQ publisher is more efficient.

Fig. 2. Creation of a Message

Fig. 3. Publishing 1000 messages

Finally, the amount of time needed to receive 1000
messages from a remote computer is depicted in fig-
ure 4. Message producers are started locally, on the
computer which holds the JbossMQ broker and the
Elvin router, in order to evaluate the message receipt
independently from message sending capabilities. As
can be seen, as message size increases (i.e. increase
in content), a faster delivery is achieved by JbossMQ
over Elvin’s.

Fig. 4. Receiving 1000 messages

The results show that Elvin is ideal for sending large
volumes of small messages – in that performance is
better for smaller messages and overheads per message
are less.
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IV. CONTEXT-BASED ADDRESSING: A MOTIVATING

APPLICATION OF PUBLISH-SUBSCRIBE AMONG

AGENTS

Large systems of mobile agents over large distributed
environments are generally difficult to program and
various techniques have been introduced for effective
communication. As a motivating example, we consider
the ability to refer to and send messages to a collec-
tion of agents based on their current context, without
knowing the precise identities of the agents. Suppose
we have a large number of mobile agents roaming
over hosts distributed throughout an intelligent building,
performing various functions (e.g., as in the Hive project
http://hive.sourceforge.net/hive-asama.html), and, with-
out explicitly addressing each agent, we want to send
a message to all agents which are currently on hosts
situated on the third floor, or we want to send a message
to all agents launched by (and belonging to) John Smith,
or we want to send a message to all agent’s currently
running on hosts with less than one gigabyte of available
storage, or send a message to all agents currently on
hosts which provide a directory service, or send a
message to all agents which have not yet completed
their tasks and are currently running on hosts with
connections whose network traffic is increasing, or we
want to send a message to all agents currently running
on a host which will be disconnected from other hosts
in the next three minutes. All these messages target
agents according to the context which the agents are in,
and the way we refer to these agents is via the current
context rather than their names (though it is possible
to find their names with such a context-based query as
“send me your name if you are on a host on the third
floor”). We think that such context-based messaging
will be useful for distributed monitoring, management
and control applications.

Given that mobile agents can now subscribe and
receive messages (i.e. notifications) matching the sub-
scriptions, we can employ this mechanism for context-
based addressing of agents in the following way. Each
agent subscribes for messages that relate to its context.
An agent does this by using particular keywords in
its subscription expression that relates to its context,
effectively reporting its context to the communication
server. For example, using Elvin’s subscription lan-
guage, an agent uses the following expression to “listen
for” messages intended for agents who are low in credits
and are currently on hosts which have less than 5GB of
free disk space:

(CREDITS == ”low” && DISKSPACE == ”< 5GB”)

Such a subscription expression will match the fol-
lowing notification, which in this example carries a
command to agents in such a situation to come home:

CREDITS: ”low”
DISKSPACE: ”< 5GB”
COMMAND: ”come home”
Message-Id: ”07cf0b15003409-5i3N7XDKbPVaQ-

28cf-22”
Note that the attribute names, the possible values

for each attribute, and their semantics must have to
be pre-defined, for example, based on an ontology of
context attributes (perhaps pre-defined for given appli-
cations). We also note that the senders of the command
notifications need not know the identifiers of those
agents in the situation described above – such is the
power and advantage of implicit invocation (or content-
based addressing). Moreover, a “collection name” for
the collection of agents in the above described situation
has been effectively created. Such a “collection name”
can be used to send a message to these agents, asking
them to report their individual names, i.e. we can query
to find out which agents are currently in a particular
context.

One can also refer to sub-collections in that collection
of agents by adding additional constraints and leaving
it to the agent to check if the message received applies
to itself. For example, suppose the notification was the
following:

CREDITS: ”low”
DISKSPACE: ”< 5GB”
GROUP: ”Tom”
COMMAND: ”come home”
Message-Id: ”07cf0b15003409-5i3N7XDKbPVaQ-

28cf-23”
The agent will still receive such a message as it

matches with the above subscription, but in checking
that it does not belong to Tom’s group, it might decide
to ignore such a message. Alternatively, the agent
can shift such filtering to the communication server
(reducing some network traffic) by using a more elabo-
rate subscription expression that specifies it belongs to
Jane’s group (and so the server will not forward to the
agent messages intended for Tom’s group), such as the
following:

(CREDITS == ”low” && DISKSPACE == ”< 5GB”
&& GROUP == ”Jane”)

Hence, an agent can inform the communication server
of its current context and in this way receive messages
suited to its context. An agent can effectively modify
its subscription (by unsubscribing and re-subscribing)
updating the context information it provides to the
communication server. Subscriptions carry information
about agents’ current context, and notifications, via
particular attributes and values, can target agents in
specified context – it is in this way that the content-
based addressing is, when context attributes are utilized
(and when agents truthfully report their context to
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the communication server), viewed as context-based
addressing. Other examples of context attributes that
might be used include the location of the agent, the
status of the agent’s task execution, a fragment of
the agent’s state, a description of the agent’s current
execution environment (e.g., services available), and
bandwidth for relevant connections (assuming discrete
values for these context attributes).

A. Ad hoc Namespaces

The above suggests that it is possible to define
namespaces ad hoc over collections of agents. For
example, one can create a namespace that relates to the
geographical location of hosts. For example, suppose
we consider the division of a building into logical areas
such as the following. A building has five floors, i.e.
Floor1, Floor2, Floor3, Floor4 and Floor5. In each
floor, we have five rooms numbered Room1, Room2,
etc. up to Room5. Suppose that there are one or more
computers in each room, and that agents residing on a
computer can find out the logical area (i.e., there is a
means to map IP addresses to logical areas) they are
currently in, and send a subscription to Elvin, with an
attribute identifying the logical area they are currently
in. We can then send a message to all agents in Room3
via notifications such as:

LOGICAL-AREA: ”Building1/Floor3/Room3”
COMMAND: ”come home”
Agents in Floor3 can subscribe to all messages for

Floor3 agents via a subscription of the form:
(begins-with(LOGICAL-AREA,

”Building1/Floor3/”)||. . . )
As agents move and update their context information

with Elvin via subscriptions, the collection of agents
referred to with the phrase “Agents in Floor3” might
change.

Several namespaces can be used jointly. For example,
apart from partitioning agents according to their geo-
graphical location, we might partition agents according
to who their owners are. We can then refer to “Agents
currently in Floor3 AND who belong to Seng”, and send
messages to such agents. With large numbers of agents
in large numbers of hosts and ubiquitous embedded
devices, such “names” provide a convenient means to
refer to whole collections of agents. Such “names”
as “Agents currently in Floor3 AND who belong to
Seng” can be used within programs in applications
involving agents or by users who want to control the
agents directly (for example, a user’s command such as
“Agents currently in Floor3, move to John’s machine”
can be issued).

Our approach of context-based addressing relies on
the agents proactively reporting their current context via
a subscription. However, this is not mere reporting, as

a subscription carries with it the semantics of inviting
messages (or notifications) that are relevant to the
context specified, i.e. the agent via such a subscription is
effectively saying “This is my current context. Please
forward messages (if any) that relate to this context”
and any subsequent messages matching the subscription
will be forwarded. Note that the agents are sending
subscriptions to report their contexts rather than sending
notifications. If agents send notifications then we have
a monitoring model, where agents notify subscribers
about their contexts. However, we are implementing a
messaging model, where agents are receiving messages
according to their context, and hence, agents send
subscriptions and not notifications. While a mix of such
models can be employed in an application, our focus
has been on a messaging model. We leave it up to
the designer of the agents to ensure such behavior in
the agents he/she creates. The required efficiency of
agents, network capacity, and application semantics will
determine how often the agent should (re)issue such
subscriptions.

V. INTEGRATING MOBILE AGENTS WITH THE

PUBLISH-SUBSCRIBE MODEL

From an application example, we turn to realiza-
tion. Traditional application objects utilizing publish-
subscribe mechanisms are static, in the sense that they
are located at the same host for their entire lifetime. In
contrast, mobile agents are active software entities that
migrate between different hosts. During the lifetime of
a mobile agent, it can execute on several agent places in
different times and may need to communicate with other
mobile agents as well as with static objects. As the focus
of all publish-subscribe middleware is to provide an
event-based communication for traditional distributed
applications and architectures, in which objects remain
in the same location, such middleware are unfit to be
used as part of mobile code. Hence, new functionality
has to be added to facilitate such integration. Further-
more, we aim to use these newly developed capabilities
in a variety of mobile agent toolkits and not be restricted
to a specific one.

The new functionality that supports publish-subscribe
communication in mobile code was developed to in-
tegrate easily with the regular mobile agent’s code,
requiring only minimal changes in the agent’s program.

We used two mobile agent toolkits
during this study, namely, IBM’s Aglets
(www.trl.ibm.com/aglets/indexe.htm) and IKV++
GmbH Grasshopper (www.grasshopper.de). Although
different in other aspects, both toolkits provide an
internal communication mechanism used to send
messages between agents implemented in the same
toolkit. We have added our own implementation to

http://www.trl.ibm.com/aglets/index_e.htm
http://www.grasshopper.de
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facilitate communication between agents of these
different toolkits, in the publish-subscribe fashion.

A. Basic Elvin Client Constructs and Mobility Hurdles

Two fundamental constructs for performing publish-
subscribe communication are the consumer and pro-
ducer objects. These objects are part of Elvin’s client
library, which enables consumer objects to register
callback methods that are activated for specific noti-
fications, and allow producer objects to publish new
notifications intended for listeners (that use the con-
sumer object). The Elvin Server behavior dictates that
an application that consumes notifications (by using
the consumer object) must exist in the same location
at which it originally subscribed for the particular
notification/s (at the time the notification is sent by the
server). An Elvin connection object describes the com-
munication details and exists for each consumer object.
Upon receiving an event, the server will broadcast a
notification for that event to subscribing objects, in the
location in which the original subscription took place
(and as maintained by the Elvin connection object).

Mobile agents cannot use these publish-subscribe
general constructs since they often change hosts and
still require receiving the same notifications. In such a
scenario, the communication server is not aware of their
new location and host address and continues to send
messages to the old host. It is also infeasible for them to
return to their original subscribing location, and even if
they do so, they will lose many of the notifications sent
to them, while in transit or executing in other nodes.
We will discuss solutions to this problem later.

Figure 5 illustrates this problem, where a mobile
agent first subscribes for events (stage 1), and then
migrates to another host (stage 2). A communication
server contains a subscription registration for the agent,
and a connection that is identified with the old location,
and so keeps sending new notifications to the wrong
host.

A second important mobility problem is concerned
with the migration of mobile agents. While in transit, a
mobile agent has no concrete existence on a particular
host and is therefore unable to receive messages. This
problem is intensified in a stateless event notification
model, which does not store messages and therefore,
unable to guarantee the delivery of messages that are
lost during transition periods of the agents. We consider
this problem in more detail and provide a solution later.

A third hurdle in implementing a solution for mobile
agents is the fact that all Elvin’s client library objects
are implemented as non-serializable. As such, they
cannot migrate as part of the mobile agent code to new
locations. This imposes obvious restrictions on the way

mobile agents can use existing API provided by the
publish-subscribe middleware.

B. MobileConsumer Functionality

To solve the mentioned mobility problems, new func-
tionality, represented by a MobileConsumer class was
developed and added to the Elvin client library. The
MobileConsumer class supports Java Serialization, and
thus, can be transported to different hosts as part of
the mobile agent. The functionality implemented in
this class follows the approach suggested in [16], in
which an agent removes all existing subscriptions before
migrating to a new location and re-subscribes to the
same notifications after arriving at the new location.

The class embeds this kind of behavior and performs
the required operations on behalf of its client (the
mobile agent). A MobileConsumer object keeps infor-
mation such as a serializable representation of subscrip-
tions and connection objects. Consequently, a mobile
agent client needs only to use the MobileConsumer
object in two predefined states: before the migration,
and right after the migration.

Two public methods are provided for this purpose:
NotifyPreMigration()
NotifyNewLocation(. . . )
The client uses the first method just before migrating

to a new location, and the second is activated immedi-
ately after arriving at the new location. Ideally, these
functions are implemented in callback functions that
are activated just before and after migration (by the
agent’s toolkit execution environment). Such a feature
of event based computing is common in most mobile
agent toolkits.

The following code snippet demonstrates the use of
MobileConsumer and other Elvin classes in a basic
scenario, in which a mobile agent subscribes for no-
tifications:

MobileConsumer mc =
new MobileConsumer(ServerURL);

public void onCreation(Object itin) /
init(Object[] creationArgs)

{
Subscription sub =

new Subscription(strSubscription);
// NotificationHandler→ class to handle
// notification events

NotificationHandler nh =
new NotificationHandler( );

sub.addNotificationListener(nh);
mc.addSubscription(sub);}

public void onDispatching(MobilityEvent m) /
beforeMove( )

{
mc.notifyPreMigration();}

public void onArrival(MobilityEvent e) /
afterMove( )
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Fig. 5. The connection problem between the communication server and a mobile agent

{
NotificationHandler nh =

new NotificationHandler();
mc.notifyNewLocation(nh, strSubscription);}

The ‘/’ separates the different names in the Aglet and
Grasshopper toolkits for callback methods of similar
purpose.

VI. EXPERIMENTAL EVALUATION

A. Communication between Agents of Different Toolkits

The current limitation on various mobile agents’
communication mechanisms is their inability to perform
outside the agent’s toolkit environment. As previously
described, implementing the MobileConsumer class in
the communication server client library enables easy
integration of the solution in different mobile agent plat-
forms. Consequently, different vendors’ mobile agents
can communicate (peer to peer), share knowledge and
receive multicast notifications.

The following experiment examined the capability
to perform publish-subscribe communication by migrat-
ing mobile agents. The communication was performed
between agents running on two different platforms:
Grasshopper and Aglets. The architecture consisted
of four Grasshopper agencies and four Aglet servers
representing eight different hosts. Two mobile agents,
one for each toolkit, were migrating between these
hosts (Grasshopper agents to Grasshopper agencies and
Aglets to Aglet servers). The mobile agents were lis-
tening and sending notifications to each other and to
a static service called Simulation Monitor, which was
also receiving the same notifications.

The Simulation Monitor‘s task consisted of obtaining
the state of the experiment at a given time, in terms of
the agents’ locations and messages sent and received by
those agents. This information could then be visually
expressed and verified against the expected results.

As a result of the messages exchanged via the com-
munication server, the Simulation Monitor is always
aware of the current locations of the agents, as well
as to the messages received by them (the monitor can
also obtain the messages sent between the agents by
simply subscribing to them). However, in this experi-
ment, the monitor serves as a control unit to provide us
information on the agents’ actual capabilities of com-
municating and receiving messages. The experiment’s
basic architecture is depicted in Figure 6.

Fig. 6. Constructs of the experiment architecture

Figure 7 and Figure 8 illustrate the basic communi-
cation scenarios that together formed the whole process
in the experiment. In Figure 7, at time t1, agents and
Monitor service subscribe for events. Then at time t2,
the agents activate the NotifyPreMigration() function-
ality. On arrival to a new location, agents activate the
NotifyNewLocation() method call (at time t3). At time
t4 (Figure 8), the agents send notifications - publishing
their arrival (for the monitor) and sending “Hello”
messages to each other. In time t5, agents and the
monitor accept Elvin notifications. Upon receiving a
peer notification, an agent sends an Elvin message to
the monitor (time t6).

Successful results of the experiment have proven the
ability of Elvin to serve as a communication mecha-
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Fig. 8. Experiment process flow - part II

Fig. 7. Experiment process flow - part I
nism between mobile agents, independent of platform
considerations.

VII. A NALYSIS AND SOLUTION

Using the stateless event-based mechanism is
lightweight and efficient, even for large volumes of
messages, but has one drawback, which is the loss of
messages during agent migration. Mobile agents are
not responsive during this period (transfer of code and
state); hence messages that are sent to them during that
time are lost. A relatively long migration time compared
with very fast message dissemination, as observed in
benchmarks we have conducted (with an average speed
ratio of 1:17 in favor of light-weight message dissem-
ination over small-size agent migration), implies that
considerable number of messages may be lost during the
life cycle of an agent, due to migration. Migration time
period is directly affected by communication latency,
and more specifically, by network bandwidth.

We hypothesize two main factors that directly affect
the number of lost messages of an agent, namely,
communication latency (affected by bandwidth) and the
average amount of time an agent spends in one location.
We hypothesize that better bandwidth contributes to
reduction in lost messages, as it supports faster agent
migration periods; whereas a shorter stay in a location
increases the average number of lost messages (in the
sense that shorter execution periods on a host decrease
the agent’s responsiveness time), and vice versa.

An experiment that examines the effect of various pa-
rameters on the amount of lost messages was conducted
by simulating close-to-reality mobile agents’ behavior,
then calculating the percentage of lost messages from
the total messages received. The experiment used six
different hosts located on four physically separated ma-
chines running in different subnets, five Aglets mobile
agents, an agent creator process and a monitor service
process. Mobile agents migrated to different hosts and
sent notifications to each other. In order to produce
a close-to-reality simulation, the agents’ behavior is
randomized. Each agent obtains a randomly chosen



46 ANNALS OF MATHEMATICS, COMPUTING & TELEINFORMATICS, VOL 1, NO 2, 2004, PP 35-50

migration path between the hosts and sends arbitrary
number of messages to randomly chosen agents in each
new host it arrives at. Consequently, each agent oper-
ates a different migration path and receives a different
total number of messages from different agents. Agents
receive messages from other agents by subscribing to
the communication server.

The Monitor service subscribes to all the messages
produced by the agents and aggregates them. Agents
internally count messages they receive and at the end
of execution send the count to the Monitor service for
comparison. The experiment architectural deployment
settings are presented in Figure 10.

Fig. 10. Experiment deployment architecture

Two parameters - delay per location, i.e. the time
spent by an agent at a location, and delay in agent
migration, i.e. the time spent by the agent in transit
- were dynamically configured to measure their effect
on the percentage of lost messages. Each agent would
calculate a random location delay time, based on an
upper bound, for every new location it arrives at. By
choosing a higher upper bound for an experimental run,
we would expect a greater average delay per location for
the agents. Delay in agent migration was simulated by
postponing the notification of an agent’s new location to
the communication server (i.e. delaying the activation
of NotifyNewLocation() method), thus being perceived
by the communication server as still in migration.

A. Results and Interpretation

At first, we measured different lengths of stay in
locations while simulating fixed high bandwidth (small
delay in migration). The results indicated a clear trend
of decrease in lost messages for greater stay of agents
in hosts. At a second stage we added a simulation of
changing bandwidth to examine the effect of longer
migration periods on the percentage of lost messages,
with added migration latency ranging between 0 and
8 seconds. The results of the effect of changes in
lengths of agents’ stay in a host, together with different
simulated bandwidth (high, i.e. no artificial delay, and

low, i.e. additional four seconds delay in migration) over
the average number of lost messages are presented in
Figure 11.

Fig. 11. Effect of changes in bandwidth and length of stay in location
over the average percentage of lost messages

The region of accumulated number of lost messages
during experimental runs of different delay per location
with high bandwidth is presented in Figure 12.

Fig. 12. Aggregated regions of the number of lost messages in a
high bandwidth experiment run

The results reinforce our initial hypothesis regarding
the effects of communication latency and agents’ dura-
tion of stay in a host, over messages loss. On average,
the rate of decrease of lost messages is initially high
and gradually declines, often resembling an asymptotic
curve. The increase in migration delay leads to an
increase in the percentage of lost messages. Figure 13
presents the effects of 8 different simulated migration
delays (between 0 and 8) over the average number of
lost messages.

Note that we assume that compared with communi-
cation latency’s effect over an agent migration, its effect
over the dissemination of a notification is relatively
small (as our benchmark revealed significant differences
in execution times for these two acts), guaranteeing
message delivery during migration. We have conducted
experiments on the effect of agent transit on message
loss and saw that the percentage of messages lost or not
received by an agent while in transit in a scenario where
agents mostly operate in a given host and only occasion-
ally perform migration to another host, is on average
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Fig. 9. Simulation Monitor snapshot, communication between agents of different toolkits

Fig. 13. Effects of changes in duration of stay in hosts and 8 different migration delays

relatively low. This, however, can change dramatically
in face of degradation in network latency and changes
in the agents’ behavior. In one sense, this is not an issue
as we are not intending the event-based mechanism
primarily as a guaranteed point-to-point communication
device (we already have other means of doing so) but
for large-scale event dissemination. Whether a small
percentage lost of messages is significant depends on

the semantics of the application, and if message lost
cannot be tolerated in an application, the problem can
be solved by using a stateful, but more heavyweight
event notification system. We are interested, however,
in preserving the characteristics of the pure publish-
subscribe model, of fast small message dissemination
and scalable architecture while providing a solution that
guarantees message delivery during migration of mobile
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agents. We require a light-weight specific solution that
does not compromise these characteristics of the model,
as will be discussed below.

We have described a MobileConsumer object, con-
ceptually a part of the communication client library,
which exposes a set of methods and is used by the
mobile agent for performing publish-subscribe style of
communication. We complement this with a remote
process, residing at the communication server host and
which conceptually serves as an external layer over
the communication router. This remote process serves
as a proxy to the messaging router and temporarily
stores messages on behalf of mobile agents during their
migration periods. This approach is similar to [23], an
architecture that was designed to provide a solution for
disconnecting applications working with Elvin. In our
case, we are intending to solve the problem of agent
mobility rather than dealing with disconnections, and
we leverage on the inherent ability of a mobile agent to
know and report on the middleware, prior to migration
and after arriving at a new location. The architecture of
this solution is presented in figure 13.

Agents use the MobileConsumer object as their in-
terface to perform event-based communication, without
concerning themselves with the issue of guaranteeing
message delivery during migration periods. MobileCon-
sumer then internally communicates with the remote
RouterProxy service with unicast style of communica-
tion. This is done during the process of adding new sub-
scriptions by the agent and before and after migration,
as an extension to the methods NotifyPreMigration()and
NotifyNewLocation(. . . ), described earlier in this paper.

The RouterProxy service subscribes to the same
subscriptions as the mobile agents (it is notified of these
by the client’s MobileConsumer object) and receives
the same notifications as the clients it serves (e.g. the
agents). It does not store the received notifications
though, except during the duration of mobile agent
clients’ migration period, which it is informed of by
receiving appropriate notifications via the MobileCon-
sumer (with extended functionality of the existing pre-
migration and post-migration methods).

When an agent notifies its pre-migration status, the
RouterProxy starts local storage of messages that arrive
for that particular agent. When the agent notifies the
MobileConsumer that it has arrived at a new location,
the RouterProxy checks if messages have been stored
and if so, communicates them back to the Mobile-
Consumer in the same method call. The mobile agent
receives these messages in the form of a return object
of the NotifyNewLocation(. . . ) method. This activity is
illustrated in Figure 15, which demonstrates the phase
of migration after subscriptions have already been added
by the mobile agent.

Fig. 15. Illustration of the interaction between the agent’s code,
MobileConsumer and RouterProxy, in the process of agent migration

This solution solves the issue of messages loss during
migration, completely. We have conducted a set of
experiments in which a mobile agent randomly migrates
between five hosts with varying degrees of migration
delays (ranging between 0 and 8 seconds). A collection
of non-migrating agents sporadically send notifications
to the agent via the routing server, and a monitor process
subscribes to the same notification for comparing the
number of messages received by the migrating agent
with the actual number of messages sent.

While this solution completely solves the issue of
messages loss during agent migration, it requires client
management; in the sense of managing each agent’s
received notifications individually. During an agent mi-
gration, only notifications relevant to that particular
agent are being stored and forwarded to the agent
upon completion of the migration process. In general,
this kind of approach may become a bottleneck in the
overall architecture when serving a large number of
agents, requiring additional computation and resulting
in slower response. In order to scale the solution up
and keep performance overheads low, we limit the
number of agents that can be served by the RouterProxy
and provide a Proxy Directory service that injects new
RouterProxies to the system according to the number
of mobile agents performing migration. This final ar-
chitecture is presented in figure 15.

Fig. 16. Groups of agents relate to specific proxies via the proxy
director
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Fig. 14. The architecture for stateless event-based communication for mobile agents including the guarantee of message delivery during
migration

Groups of agents are associated with a particular
RouterProxy via the proxy directory service, which
manages the life cycle of the proxies and the associ-
ations of agents with a specific proxy.

VIII. C ONCLUSION

In this paper, we have proposed the use of the
publish-subscribe communication genre as acomple-
mentary form of communication for mobile agents
in heterogeneous multi-agent systems. This type of
communication is useful in the case of exchanging
and disseminating short messages about events and
reducing communication complexity between agents.
Our approach in concept and architecture is toolkit
independent (while we use Elvin as an illustration), and
in principle, can be programming language independent,
as long as there is support for that language in the
messaging middleware.

We have introduced the notion of addressing and
messaging agents by the context or situation which
they are currently in, which we called context-based ad-
dressing. In such a scheme, the publish-subscribe event
model can be employed, provided the agents are built to
proactively report their context to the event system via
subscriptions (in effect expressing their desire to receive
messages intended for their present context).

We have demonstrated the applicability of our ideas
by experimenting with the Elvin system, a stateless
content-based publish-subscribe mechanism, and devel-
oping functionality that enables the integration of this
system with mobile agents (overcoming difficulties in-
troduced by the code mobility aspect of mobile agents).

There are drawbacks in using Elvin, it being a
stateless system so that messages might be lost when
agents are in transit. However, this can be dealt with
by using other stateful event systems, or as we have
illustrated, by introducing an additional layer on top
of the event router that handles notifications on behalf
of agents while in transit. The latter solution is closer

to the original purpose of the light-weight publish-
subscribe communication genre, whereas the use of
stateful event notification mechanisms is more heavy-
weight and possibly slower for large volumes of small
messages, but addresses other issues affecting message
delivery besides the mobility problem.

We believe that the combination of (1) event-based
communication as an awareness mechanism, and (2) the
ability for components to move as an agility mechanism,
will be important for development and evolution of
autonomic distributed systems [27] in pervasive envi-
ronments.

To complete this picture, agents operating in a
context-based messaging scenario need to become
aware of their environment in a given context. We are
developing a theoretical model about context [24, 25],
which can be used by mobile agents to reason about
context, verify uncertain context, as well as predict
future events. We make use of these capabilities to
enable context-based addressing in context-aware and
pervasive multi-agent systems.
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