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Abstract

As real-time systems become more complex, the need for more sophisticated runtime
kernel features arises. One such feature that substantially lessens the burden of the
programmer is automatic memory management, or garbage collection. However, incorpo-
rating garbage collection in a real-time kernel is not an easy task. One needs to guarantee,
not only that sufficient memory will be reclaimed in order to avoid out of memory errors,
but also that the timing properties of the systems real-time tasks are unaffected.

The first step towards such a garbage collector is to define the algorithm in a man-
ageable way. It has to be made incremental in such way that induced pause times are
small and bounded (preferably constant). The algorithm should not only be correct, but
also provably useful. That is, in order to guarantee that sufficient memory is reclaimed
each time the garbage collector is invoked, one need to define some measure of useful-
ness. Furthermore, the garbage collector must also be guaranteed to be schedulable in
the system. That is, even though the collector is correct and proved useful, it still has to
be able to do its work within the system.

In this thesis, we present a model of an incremental copying garbage collector based
on process terms in a labeled transition system. Each kind of garbage collector step is
captured as an internal transition and each kind of external heap access (read, write, and
allocate) is captured as a labeled transition. We prove correctness and usefulness of the
algorithm.

We also deploy the garbage collector in a real-time system, to wit, the runtime kernel
of Timber. Timber is a strongly typed, object-oriented, purely reactive, real-time pro-
gramming language based on reactive objects. We show how properties of the language
can be used in order to accomplish very efficient and predictable garbage collection.
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Chapter 1

Introduction

The task of manually managing dynamic memory gets more difficult as programs become
more complex. A correctly designed and implemented garbage collector lessens this
burden significantly. Designers and programmers of real-time systems avoid using garbage
collectors due to the unpredictable affects they have on the timing behavior of the system.
For real-time systems with hard timing requirements, garbage collection has simply not
been an option. However, as these systems are designed for more and more complex
missions, the burden of manual memory management finally becomes unbearable.

This thesis is dedicated to investigate the challenges and difficulties of making auto-
matic dynamic memory management, or garbage collection, possible for real-time sys-
tems. In particular, we present a formal model of an incremental copying garbage collec-
tor algorithm. We present full proofs of correctness in terms of termination and preser-
vation. We furthermore implement the algorithm and deploy it in the run-time kernel of
Timber, a programming language for reactive real-time systems. Finally, we show how
Timber enables both efficient and predictable real-time garbage collection.

1.1 Real-time systems

The definition of a real-time system is generally very fuzzy. In order to sufficiently cover
the intuition, a complete definition would most probably end up covering most interactive
computer systems present today. What we can say, though, is that the difference between
a real-time system and a non-real-time system is that real-time systems have explicit
timing requirements as a vital part of its specification. Of course, one could argue
that most regular non-real-time systems have some limit for what a reasonable response
time is. However, in that very formulation lies the difference, to wit, the key word
reasonable. What is a reasonable response time for a certain system without explicit
timing requirements? It depends. In contrast, what is a reasonable response time of a
real-time system specified to respond within 50 microseconds? Within 50 microseconds,
of course.

Even though different people probably gives different answers to the question of what
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4 Introduction

the definition of a real-time system is, we will stick to this definition in rest of this thesis.
That is, a real-time system is a system that has explicit timing requirements as a vital
part of its specification. To make things more complicated, real-time systems are usually
divided into two different categories. Firstly, we have the hard real-time systems that
are considered broken if they fail meeting a deadline. I.e., timing failures are equally
bad as computational errors. On the other hand, we have soft real-time systems for
which the value of the response degrades with its lateness. This difference is illustrated
in Figure 1.1.
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Figure 1.1: Difference between hard and soft real-time systems. Value of the response as a
function of time.

We will in this thesis mostly consider hard real-time systems, and whenever we use
the term real-time system, we implicitly mean hard real-time systems. Whenever we
discuss aspects within a soft real-time system we will explicitly say so.

1.1.1 Modeling real-time systems

In this section we will give a brief overview of the common modeling paradigm used for
real-time systems. A real-time systems consists of a set of tasks and each task – either
independently or codependently with other tasks – has a mission. An instance of a task
is called a job. A task can be classified in three different categories: periodic, sporadic,
or aperiodic. Periodic tasks release jobs at a certain pace, whereas sporadic tasks have a
minimum inter-arrival time of their job releases. Aperiodic tasks have no minimum inter-
arrival time specified, which means that they may arrive arbitrary often. For reasonable
causes, realistic task sets never include aperiodic tasks. Attached to each task is its
relative deadline. An absolute deadline for each job is then calculated according to the
release time of that particular job. Commonly, these relative deadlines are translated
into static priorities, which simplifies the runtime scheduler. I.e., static priorities are
easily stored and compared in runtime.

To capture the worst-case behavior of the system, the task set is simplified in such
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way that one assumes sporadic tasks to arrive at their worst-case pace. That means, each
sporadic task is a periodic task with the period set to its minimum inter-arrival time.
The execution pattern of a typical real-time system is shown in Figure 1.2. In order
to enable a priori schedulability analysis, the worst-case execution times (WCET) of all
tasks must be known. This is the main reason to why garbage collection for real-time
systems is notoriously difficult. The problem is that a garbage collector commonly affects
the WCET of tasks in an unpredictable manner.
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Figure 1.2: A typical set up of a real-time system (dashed box indicates pending job).

The busy periods of a real-time system are the sequences of job executions without
intermediate idle time. In the system shown in Figure 1.2, we have busy periods at
time 0 to 9, 10 to 18, 20 to 29, and so on. Correspondingly, we have idle periods at
time 9 to 10, 18 to 20, 29 to 30, and so on. This simple model of a real-time system
is then commonly extended to deal with code with critical sections, shared I/O devices,
etc. Several scheduling policies for real-time systems exists but it is not really within
the scope of this thesis to survey them. Readers interested in how real-time systems
are modeled and how schedulability is determined are recommended, among many other
resources, to consult the book Real-Time Systems, by Krishna and Shin [27].
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1.2 Automatic memory management – garbage col-

lection

One of the most tedious and error-prone tasks of programming fairly complex systems is
that of managing dynamic memory. As dynamic multi-threading and object-orientation
craves for highly dynamic data storage capabilities, the task of reclaiming and reusing old
storage space efficiently is often very detached from the primary purpose of the system.
It would be very convenient if such ”low-level” details of where and how dynamic storage
is reclaimed could be dealt with automatically behind the scenes. The idea of integrating
such a facility in the run-time system of a language’s program environment has been
around for a long time. Nowadays, with high-level object-oriented languages such as
Java and C#, this idea has been spread to the main stream programming community.

1.2.1 Garbage collecting real-time systems

Bringing the idea of garbage collection from main stream programming into the real-time
paradigm is the main idea behind this thesis.

Garbage collecting real-time systems has been proved to be a difficult task. The
problem is multi-faceted. First of all, in order to make bounded pause times possible
one needs an incremental garbage collector algorithm. That is, it must be possible to
let real-time tasks to interleave with the garbage collector in a bounded and fine-grained
manner. In addition, since real-time systems commonly run on platforms with scarce
resources, it must also reclaim memory at a sufficient pace. This requires not only a fine-
grained incremental garbage collection algorithm, but also a comprehensive knowledge
about its inner workings as well as its interaction with the application. Moreover, the
memory needs of the application must also be well understood. Thus, real-time garbage
collection is certainly more than just an incremental algorithm. However, in order to
assess an algorithm and its scheduling possibilities, one needs a thorough understanding
of the complexities of its inner workings. Given that, one needs to construct a framework
for schedulability analysis of programs that includes the garbage collector.

1.3 Contributions of this thesis

The approach presented in this thesis is to schedule garbage collection only in idle periods.
This requires a heap size that is sufficiently large to cope with the worst-case busy period
of the system. A priori analysis of memory usage is thus dependent upon the results
of schedulability analysis of the system. Nonetheless, this allows schedulability analysis
to be performed first, without requiring knowledge about the behavior of the garbage
collector or the memory usage of the system. However, in order to a priori determine
the memory requirements of the system, one needs a robust model of how the garbage
collected memory system behaves in the presence of parallel mutator processes.

In this thesis we present such a model, where we use an incremental copying garbage
collector. The model is based on process terms in a labeled transition system (LTS),
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where garbage collector increments are defined as internal transitions and the mutators’
interface to the heap is captured by labeled transitions. We reason about the basic prop-
erties of the model. We show that the garbage collector eventually terminates and that
the meaning of the heap is preserved at all times. These properties constitutes correctness
of the model. We also show that the model enables a priori memory requirement anal-
ysis by reasoning about usefulness of the garbage collector in terms of reduced memory
occupancy.

We implement the garbage collector and we deploy it in the run-time kernel of Timber,
an object-oriented programming language for reactive real-time systems that complies
with the mutator interface of our model. We show that hard real-time tasks in Timber
do not require any execution time overhead due to garbage collection. I.e., the costs
of synchronization (read and write barriers) commonly found in incrementally garbage
collected memory systems are zero.

1.4 Outline

The outline of the thesis is as follows:

• The thesis continues with a background study of different garbage collection tech-
niques (Chapter 2).

• Chapter 3 describes a formal model of an incremental copying garbage collector.
The model is based on process terms in a labeled transition system, where internal
transitions captures the garbage collector increments and mutator actions are la-
beled transitions. We show that our garbage collector eventually terminates and
that the meaning of the heap is preserved in the model at all times. We also show
that the garbage collector is useful in terms of reduced memory occupancy. This
chapter is based on a previously published research paper [24].

• In the next chapter (Chapter 4), we survey a real-time system modeling paradigm.
More precisely, we give a brief introduction to Timber, a strongly typed, object-
oriented, reactive, real-time programming language. We discuss its core construct,
namely the reactive object. Finally, we describe the run-time kernel of the language.

• In Chapter 5, we describe how our garbage collector can be implemented and de-
ployed in the run-time kernel of Timber. We show how the semantics of the lan-
guage enables especially efficient and predictable garbage collection. We emphasize
the real-time properties of the language and how it affects the requirements on the
garbage collector.

• This thesis ends with conclusions and pointers to future work (Chapter 6).
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Chapter 2

Garbage Collection

The basic principle of automatic memory reclamation, or garbage collection, is the process
of automatically reclaiming memory space holding dynamic data that will not be used by
the program anymore. The reclaimed memory space is instead made available for future
use by the program. In terms of correctness, the garbage collector must not reclaim
memory that will be used, nor should it fail to reclaim memory that will not be used.
Non-free memory space that will not be used in the future is referred to as garbage. When
and how garbage is collected depends on the actual algorithm used. We will survey some
of the basic techniques used for garbage collection and then look at what makes a garbage
collector work for real-time systems.

There exists (at least) two different approaches to garbage collection. On one hand
we have the reference counting garbage collectors, which means that every dynamically
allocated node on the heap holds a counter that keeps track of how many references
there exists to that particular node. In other words, at every destructive update and new
allocation (with initialization) of heap nodes, the reference counters of the new (and old)
immediate descendants must be updated. In addition, references from outside the heap
(i.e. from run-time stacks, CPU registers, static/global references, etc.) must also be
accounted for. The two biggest disadvantages of this approach are, firstly, the amount
of overhead due to incrementing/decrementing reference counters tends to be large for
many applications, and secondly, storing aliveness information locally in each node fails
to collect cyclic garbage structures. The two biggest advantages of reference counting
are that it is quite straightforward to implement and it is naturally incremental (i.e. the
work can ”easily” be spread out during the execution of the program without inferring
too long pause times).

The second approach takes a global perspective on the aliveness property. It is based
on a set of root references (run-time stack, CPU registers, static/global references, etc.),
from which all live nodes on the heap are reachable. The reachability property is an
over-approximation of the aliveness property, since a live node is always reachable, while
a reachable node might be garbage due to the fact that the program might never use it
anymore. Anyhow, the approach is based on traversing the graph of references reachable

9



10 Garbage Collection

from the roots, distinguishing the reachable data from the garbage. This approach is
called tracing garbage collection. How garbage is collected after the reachable nodes has
been found depends on which tracing technique that is used. We will look into a few of
these techniques in the following sections.

For readers interested in a more comprehensive description of different garbage collec-
tion algorithms and their intricate details are recommended to consult the book Garbage
Collection – Algorithms for Automatic Dynamic Memory Management, by Richard Jones
and Rafael Lins [22]; as well as the garbage collection survey by Paul R. Wilson [52].

2.1 The mark-sweep garbage collector

One of the earliest tracing garbage collector is the mark and sweep garbage collector
[31]. The basic idea of the algorithm is to mark all live (reachable) nodes on the heap
by traversing the graph of references beginning in the roots. Then the heap is swept and
everything that is unmarked is reclaimed. The advantages of this approach in comparison
to reference counting are that it can detect and collect cyclic structures without any
special precautions and it does not cause any overhead upon pointer manipulation. The
downside is that it is naturally non-incremental; i.e., in order to collect any garbage, it
has to run uninterrupted for a relatively long time.

2.1.1 The marking stack

The marking phase of mark-sweep collector is naturally recursive. In order to improve
performance, mark-sweep collectors commonly utilize an auxiliary marking stack which
holds pointers to nodes that are known to be alive but have not been visited yet. Using
a stack for marking naturally leads to a depth-first traversal. The procedure can be
described as follows. At the beginning of a garbage collection cycle, the marking stack
holds only the root pointer (i.e. it is marked). The procedure then repeatedly pops off
the pointer at the top the stack, scans the node for unmarked children and pushes them
onto the stack. When the stack is empty, the marking phase is finished.

One issue that is commonly encountered when implementing the marking stack is
that of minimizing the depth of the stack to reduce the risk of overflow. As an example
of stack depth minimizing actions, we can mention the Boehm-Demers-Weiser mark-
sweeping conservative garbage collector for C and C++ [8]. Their marking stack holds
pairs of pointers, pointing at the start and the end of the object. In order to reduce the
risk of overflow, they examine the object on the top of the stack before they push its
descendants onto it. If the object is small (less than 128 words), all its descendants are
pushed onto the stack. If the object is big (more than 128 words) only descendants within
the first 128 words are pushed onto the stack (marked) and the stack entry is updated so
as to correspond to what is left to examine. In order to handle, the less likely, but still
possible, stack overflows, nodes are simply not pushed onto the stack whenever the stack
is about to overflow (nodes are simply dropped). When the stack eventually becomes
empty, the old stack is replaced by a new one of twice the size of the old one. The



2.1. The mark-sweep garbage collector 11

collector then scans the heap for marked objects with unmarked children and continues
the marking phase from there.

2.1.2 Pointer reversal

In this section we will look at a technique for storing marking stack information in-place,
while traversing the graph of reachable objects on the heap. The technique of pointer
reversal was independently developed by Schorr and Waite [42] and Deutsch [26]. The
idea is to, while the marking process traverses down the graph, reverse the pointers it
follows. I.e., the address of the parent is stored in one of the pointer fields of the object
that is currently under examination. As the process retreats after visiting a branch,
the pointer fields are restored to their original contents. Thus, the information used for
marking is stored in-place rather than in an possibly unbounded marking stack. This was
first developed for binary-branched objects [42, 26], but later also extended to variable
sized objects, e.g. by Thorelli [48].

The biggest disadvantage of pointer reversal in terms of efficiency is that objects need
to be visited many times in order to traverse the graph (at least n + 1 times, where
n is the number of pointers in the object). On systems with more complex memory
architectures, this might be extremely undesirable due to possibly increased number of
cache misses and page faults. Due to this, pointer reversal is suggested to be used only
as a last resort, e.g., after a detected stack overflow [42]. Still, some systems rely on this
technique as their primary strategy [50, 55].

2.1.3 Bitmap marking

In order to determine if an object is marked, the most intuitive solution is to store a
mark bit in a header field of the object. For many systems, this is not a problem. E.g.,
some systems store type information in a header field, and the mark bit can probably be
squeezed in at some free position in this field without imposing larger overhead. However,
for some systems this free space might be impossible to find. A solution is to store the
mark bits in a separate bitmap table. The size of the table is inversely proportional to
the size of the smallest object that can be allocated on the heap. In order to make it more
sophisticated, separate bitmaps can be used for each different kind of object. Accesses
can then typically be done via a hash table or search tree. The Boehm-Demers-Weiser
collector is an example of where these separate bitmaps are used [8]. In addition, bitmaps
can conveniently also be used for the sweep phase as we will see in the next subsection.

The disadvantage of using bitmaps is that mapping an address to a mark bit in the
table is generally more expensive than if the information would be stored in the object.
Some results indicates that it can cost as much as twelve times as much [58].

2.1.4 The sweep phase

Commonly, the main case made against mark-sweep garbage collection is that it has to
sweep the whole heap in order to complete a garbage collection cycle. However, this
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can be done in parallel with the mutator execution since mark bits, as well as garbage
(unmarked) objects, are inaccessible for the mutator. The most common way to interleave
the mutator and the sweeper is to do a certain amount of sweeping at each allocation
(e.g. [20]). In addition, this approach does not require any explicit free-list manipulations
since garbage objects are recycled directly to the mutator instead of via a free-list buffer.
However, if a bitmap is used, it is more efficient to sweep at least a few words of the
bitmap at the same time in order to avoid the need of having to reload and save the
bitmap (indexes and bit-masks) at every allocation.

2.2 Fragmentation

Both reference counting and mark sweep garbage collectors suffer from fragmenting the
heap. This is caused when objects of different sizes are repeatedly allocated and re-
claimed. Fragmentation can be a serious problem due to the fact that the free space
is not contiguous, and a big enough allocation request may fail even though the total
amount of free memory is sufficient. There is, at least, a couple of ways to deal with this
problem.

2.2.1 Fixed block size(s)

In order to handle the fragmentation problem the memory can be divided into a set of
blocks of fixed size(s). The simplest and easiest way is to use one block size, which is
determined by the biggest possible allocation request the application may make. This
will of course cause a lot of overhead if the allocation needs of the application vary a
lot in size. There are other, more sophisticated, ways to do this, where differently sized
blocks may be used. The ideas are based on splitting and coalescing memory blocks for
a more accurate match between the block sizes and the actual requests of storage space.
As examples we have segregated free lists [12], and buddy systems [25, 39]. However, even
though these systems makes the worst case scenario more unlikely, they do not prohibit
it.

Commonly, the problem of fragmentation is divided into two kinds: internal and
external fragmentation. External fragmentation is what we normally refer to as just
fragmentation; i.e., the fragments of free memory in between objects on the heap. The
term internal fragmentation refers to the overhead induced by using fixed block sizes,
where some objects might not fit exactly within one block and thus causing more memory
to be allocated than needed. An example that segregates objects of different sizes is
the two-level allocator of Boehm-Demers-Weiser collector [8]. The low level allocator
allocates big chunks of memory (typically four kilobytes) through a standard operating
system service (e.g. malloc). Each one of these bigger chunks contains only objects
of the same size, and a free-list for each object size is maintained. If the free-list is
empty for a certain size when a allocation request is made (and the garbage collector
is unsuccessful in reclaiming any objects of that particular size), a new chunk for the
particular object size is allocated at the lower level. I.e., the free-list for a certain object
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size may be threaded through several bigger chunks. If a chunk is detected as empty
(which is cheaply detected in the Boehm-Demers-Weiser collector) it can be returned to
the operating system (e.g. via free).

In the worst case scenario, the segregated free-lists of the Boehm-Demers-Weiser
collector may cause extreme memory overheads if objects of the same size with long
lifetimes are spread out on different chunks. In addition, when new allocations of that
size are made, objects with possibly very different lifetime behavior may reside in the
same chunk, causing the chunk to never become empty. This, in turn, means that the
total amount of allocated memory (at the low level) may be several times more than the
actual need. However, in the common case, objects that are active at the same time tends
to share the same lifetime behavior. I.e., they are allocated closely, both temporarily and
spatially, and also likely to be reclaimed at the same time [16].

2.2.2 Defragmentation

The more robust, but harder, way to deal with fragmentation is to actually defragment
the memory by means of moving and compacting live data into a contiguous memory
space, which ultimately leads to a contiguous free space. This is of course a more direct
way to deal with fragmentation but it comes with a huge load of complications. Defrag-
menting a big memory may take a long time and allowing the application to run during
this process requires a very precautionary synchronization scheme. In addition, unco-
operative systems may not function correctly if objects are moved (e.g. C). For these
systems, garbage collectors that move live data are simply not an option. In the next
sections, we will look at two different approaches to defragmenting the heap.

2.3 The mark-compact garbage collector

The mark-compact garbage collector commonly traverses the live data on the heap many
times. The process can be described as consisting of three phases; firstly the live data
is marked (similarly to the mark-sweep collector), secondly the graph is compacted by
relocating the objects, and thirdly pointers to relocated cells are updated. The way ob-
jects are ordered in the resulting heap may differ depending on the actual mark-compact
algorithm that is used. There are two ways (three if one counts arbitrary ordering) in
which objects commonly are ordered upon compaction. First we have linearizing com-
paction, which order objects according to the order they appear in the graph (e.g. depth
first or breadth first). The second way to order objects is based on the order in which
they were allocated; i.e., the live objects are slid together. We will look at two different
techniques that are used by mark-compact garbage collectors.

2.3.1 The two-finger algorithms

The first technique we will look at is the two-finger algorithm [4]. It is based on two
pointers; one of them points to the next free spot in memory (free) and the second to
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the next live object to be moved (live). They start at each end of the heap and work
their way towards each other. free sweeps the heap for free spots while live sweeps
from the other end for live objects. Objects discovered by live are moved to the empty
spots found by free. A forwarding pointer is written in the old location of the object.
The procedure is finished when the two pointers meet. Then the heap is swept again to
update pointers that are pointing to old copies.

The downside with this technique is that a fixed block size is required. However, sim-
ilarly to the Boehm-Demers-Weiser allocator, objects of different sizes can be segregated
into different regions of the heap, and compacted separately.

2.3.2 The forwarding address algorithms

The forwarding address technique reverses the order in which objects are moved and
pointers are updated. After the mark phase, new locations of all live objects are calculated
and stored in a header field of each object. Then pointers are updated to the new
calculated address and, finally, live objects are slid together.

The greatest advantage of this technique is that it can handle differently sized objects
with no restriction. On the downside it has to make three passes over the heap, although
the amount of work at each pass is quite small. In addition, it requires every object to
have an extra field for the forwarding address, although it can be combined with the
mark bit.

2.4 The copying garbage collector

The main idea behind the copying garbage collector is to, while traversing the graph,
copy reachable objects into a large enough contiguous free space. When all reachable
objects have been copied, the old space can then be freed altogether. The resulting heap
is both defragmented and garbage collected. The basic steps can be described as follows.
The heap is split in two parts; tospace is the active one and fromspace the inactive one
(see example in Figure 2.1). The first thing the copying garbage collector does is to flip
the labels so fromspace becomes tospace and vice versa. The objects pointed to by the
root-set is then copied and forwarding pointers are installed in their old copies (Figure 2.2
and 2.3). While traversing the graph, if an object is found in fromspace and it is already
copied (determined by the existence of a forwarding pointer) the pointer through which
it was found is updated with the value of the forwarding address (Figure 2.4). Otherwise
the object is copied (Figure 2.5). When the collector has finished traversing the graph
the garbage collection cycle is done. The resulting heap is a defragmented and garbage
collected version of the previous one (2.6).

The first copying collector, presented in 1963, was the Minsky collector for LISP [34].
It used secondary storage, i.e. a file on disk, as target space for copying. Today this
approach would not be very efficient, due to the several orders of magnitude slower file
operations in comparison to memory operations. Fenichel’s and Yochelson’s [15] collector
divides the heap into two semispaces where only one of them is active at the same time.
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Figure 2.1: Example of a heap set up before a copying garbage collection cycle.
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Figure 2.2: Begin by copying the first root.
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Figure 2.3: Continue with second one.
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Figure 2.4: Update a pointer with the new (forwarding) address.
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Figure 2.5: Copy encountered objects to tospace.
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Figure 2.6: When the garbage collection cycle is finished, the resulting heap is a defragmented
and garbage collected version of the previous one.
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A collection cycle is performed by copying all live blocks from the active space
(fromspace) into the inactive space (tospace). Then the labels are switched, i.e. the
previously active space becomes inactive and vice versa. To avoid copying the same
block more than once, a forwarding pointer is installed in the old copy.

2.4.1 Cheney’s copying garbage collector

In [11], Cheney presents a non-recursive copying traversal algorithm using a scavenging
scan pointer. It utilizes an in-place breadth first traversal in contrast to the recursive
approach of Fenichel’s and Yochelson’s collector. The basic idea is to scan the copied
blocks for references into fromspace, and if such a reference is encountered, copy it into
tospace (see Figure 2.7). The process can be described as follows. The algorithm uses
two pointers (scan and top). Initially, both of them points to the beginning of tospace.
The algorithm then copies the roots to tospace, which moves top accordingly. These
objects in between scan and top are then scanned (from left to right) for pointers into
fromspace. When (if) such a pointer is found, the object is copied into tospace (pushing
top). Thus, while scan chases top it will push top forward as long as there are more
objects to copy. The algorithm is finished when scan catches up with top (i.e., the whole
graph has been traversed and copied).

The biggest advantage of the Cheney copying collector is its simplicity. No mark
bitmaps or free-lists need to be maintained, and allocation is simply done by pushing
a pointer (top). Only live data has to be visited (i.e. no sweeping the heap). This is
especially good for systems that produce a lot of garbage (e.g. functional programs).

The main drawback of a copying garbage collector is that it requires twice as much
of memory than the program actually needs in order to be able to copy all live objects
from fromspace into tospace.

In [1], Appel argues that copying garbage collection can be made arbitrary efficient if
sufficient space is available. Since the heap is a push-only stack, Appel argues that heap
allocation can be made faster than stack allocation. However, this requires the heap size
to be several times larger than the average volume of live data.

In addition, the spatial locality issue is still a matter of discussion. However, in
contrast to most other tracing garbage collectors, Cheney’s copying collector arranges
the graph of live objects in a breadth-first manner, in contrast to the forwarding address
mark-compact algorithms (Section 2.3.2), which arrange objects in the same order they
were allocated.

In [35], Moon presents a modified version of Cheney’s collector, which is approximately
depth-first. Instead of always moving scan towards top, Moon uses a third pointer,
scan partial, which scans the latest virtual memory page [35] (see Figure 2.8).

The downside of Moon’s algorithm is that objects will be scanned twice. However,
it is argued that scanning an object one extra time is cheap, since it cannot cause any
more copying.

Wilson et al. remove the re-scanning of Moon’s algorithm by modifying it into a
two-level version of Cheney’s original breadth-first traversal [53]. In addition to the two
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Figure 2.7: The Cheney algorithm’s breadth-first traversal



20 Garbage Collection

�	�� ���������	�� ���

Figure 2.8: Moon’s approximately depth-first traversal.

pointers, scan and top, each page has its own local two pointers. The major scan pointer
points at the first incompletely scanned page in tospace. The minor scan pointer of that
page scans the page until it reaches the end (or top) of it, then the major scan pointer is
moved to the next page. If the minor scan pointer of the first incompletely scanned page
causes an object to be copied it triggers a local scan of that page and continues until it is
finished. Then the process continues from where it were before. Already scanned pages
of tospace is easily detected and skipped by the major scan pointer, since each page has
its own local scan pointer. That is, if the local scan pointer is at the end of the page it
is already scanned.

2.5 Generational Garbage Collection

A significant drawback of a copying collector scheme is the possibility of copying long-
lived blocks back and forth between the spaces when only short-lived blocks are collected.
To remedy this problem one could use more than two spaces and separate the blocks
between the spaces by their age. Due to the distinction in age, these spaces are commonly
referred to as generations. Examples of early copying collectors using generations are the
Lieberman and Hewitt collector [28] and the Ungar collector [51]. The main difficulty in
designing a copying collector based on generations, which was identified even in the early
days, is the detection and treatment of inter-generation pointers. To avoid traversing a
generation that is not subject for garbage collection, these pointers need to be stored as
part of the root set. E.g., the root set for garbage collecting generation A has to include
all pointers from generation B to generation A. If these pointers are not known a priori,
generation B must be traversed in order to find them.

2.5.1 Promotion schemes

The basic idea of a promotion scheme is to determine when objects should be promoted
from a younger generation to an older one. Promoting objects too soon will cause the
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older generation to be filled with garbage and increase the need for garbage collecting it
in a frequency closed to that of the younger one. On the other hand, promoting objects
too late causes the generational collector to behave like a regular one. E.g., for a copying
collector, long-lived objects would be copied back and forward several times.

The common way to record age is to count how many times an object has been copied.
The question then is; how many times does an object need to be copied before it is con-
sidered old enough to be promoted? Ungar claims that increasing the threshold beyond
two will likely only reduce the number of surviving objects very little [51]. In addition,
according to Wilson and Moher [54], one commonly needs to increase the threshold by a
factor of four or more in order to reduce the number of survivors by fifty percent.

Counting the number of times an object has been copied is not a pure measure of age.
If the size of the younger generation is small, the number of times an object has been
copied will result in a younger age than if the size is big. One of the driving forces behind
generational (non-incremental though) garbage collection is that smaller pieces of the
heap is collected, which in turn means shorter pause times. In addition, for generational
copying garbage collectors, pause times are reduced even more since younger generations
(with lower survivor rates) are garbage collected more often. Anyhow, increasing the size
of the young generation will not only let objects grow older, but also induce longer pause
times. Tuning this is a difficult and complex task, which for example is shown in [21].

A downside with generational garbage collectors is that age of objects needs to be
recorded somehow. In [43], Shaw suggests that each generation should be divided into
regions, called buckets. The young generation is divided into newspace and agingspace.
New allocations are made in newspace. Every nth garbage collection cycle, objects in
newspace are moved to agingspace and objects in agingspace are promoted to the next
generation. Thus, no age is needed to be recorded in the object, instead the age is
detected by where in the generation it resides.

Lieberman and Hewitt [28] realized that if the expected lifetime of an object is known
when it is allocated, generational garbage collection would be much more efficient. The
necessary bookkeeping in order to enable objects to grow old, as well as the work needed
to promote an object to an older generation, both carry significant overhead.

2.5.2 Inter-generational pointers

Since generational garbage collectors only garbage collect parts of the heap each time
(that is after all the main idea of it), pointers into the current part from other parts of the
heap must be accounted for. I.e., some objects in the part that we garbage collect might
only be alive through pointers from outside that part. We refer to this kind of pointers
as inter-generational pointers. Inter-generational pointers have to be accurately recorded
and maintained in order to garbage-collect each generation correctly. The simplest and
probably most naive way would be to traverse (or even linearly scan) other generations
at collection time. However, that would remove the basic idea of generations, which, all
in all, aims at reducing the amount of objects to touch. Even though this technique has
been shown to improve performance in comparison to the basic two-semispace copying
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collector [47, 43], there are more precise and delicate ways to deal with this kind of
pointers. We will, for the sake of simplicity, from now on only consider pointers from
older to younger generations, since most generational garbage collectors either collect
only the younger generation (which happens often) or collect the whole heap (which
happens more seldom). Thus, pointers from younger to older generations do not cause
any problems.

2.5.3 The write-barrier

There are two ways inter-generational pointers are created; either through a destructive
update of a pointer field in an object in the older generation, or the pointers simply
reside in a young object that is promoted to an older generation. The second case is
easily detected by the garbage collector. I.e., every time an object is promoted to an
older generation the object is scanned for pointers to the younger generations.

The problem lies in the first case, the mutator updating pointer fields of objects in
older generations. This is commonly soled by means of a write-barrier, which traps writes
to heap objects, checks if the written value is a pointer to a younger generation, and if
so, takes proper action. As examples of this write-barrier we can mention entry tables
used by Lieberman and Hewitt [28] and remembered sets by Ungar [51]. The basic idea
behind entry tables is that pointers from an older generation into a younger one has to
go through an indirecting table that is stored in the younger generation. Thus, when the
garbage collector runs it only has to use the entry table as part of the root set in order to
capture the inter-generational pointers. The idea behind remembered sets is that when
the mutator writes an old-to-young pointer, a pointer to the old object is stored in a
remembered set. When the garbage collector runs, it scans the objects stored in the
remembered set.

2.6 Incremental Garbage Collection

One of the major motivations behind generational garbage collection was to reduce the
imposed pause times due to garbage collection. Since even generational garbage collectors
occasionally will collect the whole heap, they still have the same worst-case scenario as
their non-generational dittos. In order to reduce the worst-case pause time it was early
discovered that it would be desirable to let mutators interleave the garbage collecting
process in a pseudo-concurrent manner. However, this gives rise to a need for rigorous
synchronization schemes between the memory management system and its mutators.

2.6.1 Coherence, consistency, and conservatism

In general, the coherence problem is basically due to multiple processes sharing muta-
ble data. Preserving coherence in an incrementally garbage collected system generally
boils down to actions to notify the collector about mutations made by the mutators.
Incremental copying collectors generally suffer from an even worse coherence problem,
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as the mutators must also account for mutations (re-locations) made by the collector.
This situation is commonly referred to as a multiple readers, multiple writers problem.
However, the required protection is not that severe. The reason is that collector and
mutators do not necessarily need to have a consistent view of the heap. For instance,
the garbage collector may very well, for a limited period of time, treat some dead objects
as being alive (which only results in some unnecessary occupied memory), as long as it
never treats live objects as being dead (which could have severe consequences).

All garbage collectors are more or less conservative, in such way that some dead
objects may be treated as alive for a limited time because the cost, at a certain moment,
of determining if it really is dead is too high.

2.6.2 The tricolor invariant

Dijkstra et. al. [13] present the tricolor marking abstraction. This is useful in under-
standing how garbage collection can be made incremental. During a garbage collection
cycle, an object in the heap can be in three different states. It can be undetected (possibly
garbage), detected (alive), or processed. The tricoloring marking is based upon the idea
of painting objects in different colors. An undetected object is colored white, detected
objects are colored gray, and scanned objects are black. At the beginning of a collection
cycle, all objects are white. When the collector traverses the graph, it will color white
objects gray and gray objects black. The order in which this is done is dependent on
the type of tracing collector that is used, but for an incremental copying collector, it is
suitable to interleave the detection and copying in a breadth-first manner; that is, before
a gray object is colored black, all its white descendants are colored gray. This will lead
to a criterion that is the essence of the tricolor invariant ; to wit, a black object can never
point to a white object. It always has to be a gray object in between them. A violation
of this invariant may cause an object that is alive to be reclaimed as garbage.

In Figure 2.9 and 2.10, we see an example of how mutations may cause violations of
the tricolor invariant. Figure 2.9 shows the heap before the mutation, and in Figure 2.10
we see the heap after the mutation. The collector thinks that since A is already scanned
(i.e., it is black) all its descendants have been detected. Thus, D will be collected even
though it is still alive.

The solution is to either color D gray (Figure 2.11), or revert the color of A back to
gray (Figure 2.12), when A is mutated. Either way, the tricolor invariant is preserved.

2.6.3 Conservatism and allocation

Another choice needed to be made is where new allocations should reside. One could
allocate them as white, which means that new allocations are able to die and be col-
lected within the same garbage collection cycle they were allocated. This is the least
conservative allocation strategy. New allocations that survive, must be marked/copied
and scanned. Allocating new object gray means that the collector does not need to
mark/copy newly allocated objects but still needs to scan them. The last possibility
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Figure 2.9: The tri-color invariant is upheld during garbage collection.
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Figure 2.10: The mutator introduces a violation of the tri-color invariant.

is allocating new objects black. This means that allocations made during garbage col-
lection does not impose any more work needed to be done by the collector. However,
initialization of these objects must ensure no black to white pointers are created.
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Figure 2.11: The tri-color invariant is preserved by coloring the white object (D) gray.
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Figure 2.12: The tri-color invariant is preserved by coloring the black object (A) gray.

2.6.4 Barrier methods

Preserving the tricolor invariant is done through so called barriers. We will look at these
barrier methods in the context of an incremental copying garbage collector. We can
prohibit the mutator from accessing fromspace (white) objects by using a read barrier
that, whenever the mutator tries to access a white object, the collector interleaves to
copy the object (color it gray), as shown in Figure 2.11. Alternatively, whenever the
mutator writes a white pointer into a black object, the color of the mutated object is
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reverted back to gray.

The read barrier

Baker’s collector [2] is an extension of Cheney’s collector. It is made incremental with
a tospace invariant ; that is, the mutator can only see objects in tospace. That means,
creating or dereferencing a pointer to a white object causes the object to be copied.

This is accomplished by a read barrier that checks if the mutator dereferences a
pointer to a white object, and a write barrier that checks if the written value is a pointer
to a white object. If the mutator dereferences a pointer to a white object, the object is
copied first.

The intrinsic tricolor marking in Cheney’s collector is shown in Figure 2.7, where
everything behind the scan pointer is black and everything in front of it is gray. In
Baker’s algorithm, new allocations during garbage collection are made at the other end
of tospace and considered black (see Figure 2.13).
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Figure 2.13: New allocations during garbage collection are made at the other end of tospace and
considered black in Baker’s incremental copying garbage collector.

In contrast to Baker’s choice of allocating objects during garbage collection as black,
one could allocate them as either gray or white. However, since Baker’s collector is
based on a tospace invariant, allocating new objects as white would not make any sense.
Furthermore, since these newly allocated objects cannot contain pointers to white objects
(i.e., the mutator is not allowed to see white objects and thus cannot write pointers to
white objects into the new object), allocating new objects as gray would just cause
unnecessary scanning.

Brooks [9] extends Baker’s collector by always initializing the forwarding pointer
field of a new allocation to point to the new object itself. Accesses can then always be
indirected through the forwarding pointer by the read barrier; instead of checking if a
forwarding pointer exists.

Although enforcing the tricolor invariant through a read barrier has its advantages,
the main drawback of read barriers is its inefficiency. Zorn’s evaluation of different barrier
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methods shows that read barriers are expensive on conventional machines, mainly because
reads tend to occur very frequently in comparison to writes [57].

The write barrier

There is one way an incremental garbage collector can behave correctly without preserv-
ing the tricolor invariant. Yuasa’s snapshot-at-the-beginning incremental mark-sweep
garbage collector does not prohibit black to white pointers [56]. Instead, the write bar-
rier traps pointer updates and marks the object pointed to previously if the object is
white. In effect, it preserves the aliveness of the heap as it was when the garbage collec-
tor started (hence the name snapshot-at-the-beginning). New allocations during garbage
collection are made non-white. Thus, Yuasa’s collector will not fail to mark all live ob-
jects. However, on the other hand, Yuasa’s collector is very conservative since white
objects that die during garbage collection will not be collected before the next cycle.

A more common technique for ensuring that all live objects will be marked/copied
is the incremental update methods, which are not as conservative as Yuasa’s algorithm.
They all preserve the tricolor invariant (no black to white pointers) through the write-
barrier which, depending on the algorithm, colors one of the objects involved gray.

The garbage collector presented by Dijkstra et al. [13] is an example of the more
conservative incremental update techniques. It colors a white object gray regardless of
the color of its new parent. E.g., when a white to white pointer is written, the pointee is
colored gray. A less conservative technique is the one due to Steele [44, 45], which reverts
the color of a black object back to gray upon mutation.

2.6.5 Distinguishing mutable and immutable data

Doligez and Leroy [14], as well as Huelsbergen and Larus [19], identify the advantage
of distinguishing mutable and immutable objects from a garbage collectors perspective.
This is especially an advantage for a copying collector, due to its consistency issues.
Basically, in terms of consistency, mutable and immutable data differ in such way that
access to two different copies of the same immutable data structure does not result in
incoherence, whereas mutator access to multiple copies of a mutable data structure does.

2.7 Real-Time garbage collection

A real-time garbage collector is a garbage collector that (1) does not cause any real-
time task to miss its deadline at the same time as it (2) reclaims garbage memory in a
sufficient pace. Both of these requirements originate in the schedulability problem; i.e.,
is the system schedulable or not? However, in order to make such assessments, one needs
to concretize what there is to schedule. Commonly, scheduling garbage collection is often
reasoned abut in terms of induced pause times. Since non-incremental garbage collectors
induce too long pause times, they are not suitable for real-time systems. Reducing the
worst-case pause time means reducing the length of the longest (worst-case) garbage
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collector increment. One thing is certain, the execution time of each increment of the
garbage collector must be small and bounded (preferably constant).

2.7.1 Scheduling garbage collection

The problem of scheduling the garbage collector increments within a real-time system is
two-dimensional. First of all, one needs be able to guarantee that the timing requirements
of the real-time tasks are not violated. At the same time the garbage collector must also
be scheduled in such way that sufficient free memory is available at all times. The ultimate
question is then, is there a schedule where both of these requirements are fulfilled?

2.7.1.1 Scheduling policies

Finding an optimal scheduling policy (i.e. be able to schedule every system for which
there exists a schedule) is probably practically impossible due to the NP nature of its
corresponding decision problem. However, from a pragmatic point of view, it is still good
if we may schedule a big subset of them.

In his thesis, Henriksson presents a policy for scheduling garbage collection in embed-
ded systems with both soft and hard real-time tasks [17]. The main idea of his policy is
that the garbage collector should never interfere with the hard real-time tasks. However,
in order to sufficiently reclaim garbage produced by the hard real-time tasks, necessary
garbage collection work due to their actions has to be scheduled with an higher priority
than the soft real-time tasks. In Figure 2.14, a typical example of Henriksson’s schedule
is shown.
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Figure 2.14: It typical schedule of a system based on Henriksson’s scheduling policy.
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2.7.2 Predicting garbage collection pause times

Before we go into details about how pause times due to garbage collection can be pre-
dicted, we need to decide how the garbage collector may be scheduled in the system.
We assume a concurrent garbage collector with sporadic behavior. That means, even
though the garbage collector has a lower priority than the hard real-time tasks, it may
be running when a hard real-time job is released.

There are two kinds of induced pause times due to garbage collection. The first kind
is due to executing a garbage collection increment. That is, if a real-time job is released
while a garbage collector increment is being executed, the job has to be postponed until
the increment has finished. The WCET of real-time tasks must include the longest
WCET of the garbage collector increments. The second kind is due to the read barrier
and the write barrier. The WCET of heap reads and writes has to include the WCET
of the corresponding barrier methods.

2.7.3 Guaranteeing sufficient memory reclamation

Guaranteeing that enough memory is reclaimed at all times is a more difficult task than
predicting the pause times due to garbage collection. Let us first look at a system with
only hard real-time tasks1. We assume that the only pause time the garbage collector
may induce is as defined in the previous subsection. In other words, the garbage collector
increments may only be started when no hard real-time tasks are pending. The question
is then: is there enough idle time and is it distributed in such way that garbage memory
can be reclaimed sufficiently fast? In order to assess this, we need to know the memory
consumption behavior of each task.

Real-time garbage collection is more than just an algorithm; it includes schedulability,
memory requirements, etc.. An incremental garbage collection algorithm is just a good
starting point. The main requirements on the algorithm is typically as follows. Bounded
pause times are achieved by predictable worst-case execution time of all increments.
Worst-case memory usage overhead is derivable from the algorithm. And finally, the most
important aspect: the collector must be possible to schedule in the real-time system. It
should neither cause violations of timing constraints, nor should it cause the system to
consume more memory than available.

2.7.4 Predictability and efficiency of copying garbage collection

If we would be able to determine the amount of live data at any given point in time, the
copying garbage collector would be almost hundred percent predictable. The execution
time of the collector is directly proportional to the amount of data that currently is alive.
Due to the fact that the copying garbage collector is actually a defragmentation process
and garbage collection is a side-effect, it would be unfair to evaluate its efficiency only
in terms of collected garbage. The copying collector suffers from inefficiency when it

1It can be argued that it is always possible to suspend a soft real-time task in order to do sufficient
garbage collection.
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performs unnecessary defragmentation. In the worst case, it would copy half the heap
(whole fromspace), accomplishing neither defragmentation nor garbage collection.

On the other hand, when the amount of live data is small and there is a lot of garbage
produced, the collector would be very efficient. In the best case, it would collect half
a heap worth of garbage almost without doing anything at all, at least not in terms of
copying work.

2.8 Design choices

In his thesis, Ritzau presents a real-time reference counting garbage collector where cyclic
structures have to be broken manually [40]. Even though reference counting is naturally
incremental, the lack of native support for collecting circular data structures removes
the technique from our list of choices. Furthermore, the behavior of non-compacting
algorithms is generally very unpredictable in terms of free memory availability due to
fragmentation. Sophisticated methods exist for solving this problem, but they commonly
induce too much overhead on the allocator. So, we need an algorithm that is incremental,
compacts the heap, and enables small and predictable allocation time. In addition, it
should be able to run together with an arbitrary number of mutator threads; i.e., it should
be possible to integrate into a typical real-time model as described in Section 1.1.1.
Most importantly, the algorithm should enable decoupling of the WCET of the real-
time tasks and the garbage collector. That is, assuming that enough free memory is
available at all times, it should be possible to reason about the schedulability of the
system without knowing anything about the garbage collector. Furthermore, adding
garbage collection should not invalidate that analysis. In other words, the algorithm
should enable incremental analyses without mutual dependencies.

Based on the above mentioned reasons, we have chosen an incremental copying
garbage collector which are scheduled to only run in idle periods. In the next chapter
we describe the memory model including the garbage collector, which enables reasoning
about the garbage collector in the context of parallel mutator processes. In Chapter 5,
we describe how scheduling garbage collection in idle periods opens up possibilities for
incremental reasoning about the real-time capabilities of the whole system, including
garbage collection.



Chapter 3

A Correct and Useful Incremental
Copying Garbage Collector

This chapter is based on a previously published research paper [24].
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In this chapter we present a formal model of an incremental copying garbage collector
(Section 3.1). Our collector is defined in terms of very small atomic increments, and we
use the process calculus techniques of a labeled transition system and bisimulation to
model mutator interaction and prove correctness (Sections 3.2 and 3.3). We furthermore
show that our garbage collector is useful, in the sense that it actually recovers unreachable
portions of a heap (Section 3.4).

Apart from taking the first step towards the overall goal of designing a formally
proved correct real-time garbage collection system (which in the end should include both a
correct algorithm and statically analyzable properties such as schedulability and memory
usage, etc.), the main contribution of this chapter is that we show that it is possible to
reason about the garbage collector and the mutator(s) as process terms. This has, to the
best of our knowledge, not been done before. Another significant contribution is that
formal correctness of incremental copying garbage collection has not been shown until
very recently [32]. A third contribution is that we demonstrate that it is also possible to
formally reason about the usefulness of an incremental copying garbage collector.

3.1 The Garbage Collector

Before we go into details of our model we would like to spend some time describing the
algorithm more informally. Even though the way we present the algorithm is rather
non-conventional, the algorithm itself is quiet well-known. We use Cheney’s in-place
breadth-first traversal of gray objects [11], and we deploy a read barrier similar to that
of Brooks [9]; i.e., reads to old copies in white space are forwarded to their corresponding
new copies in the gray/black heap. Furthermore, we use a write barrier in the style of
Steele [44, 45], where the tri-color invariant is upheld by reverting black objects to gray
upon mutation. The driving force behind these choices is that we strive to defer as much
of the garbage collection work into scheduled garbage collection time instead of taking
the cost when a real-time task allocates, reads, or writes to the heap. These choices may
need to be reconsidered depending on the mutator and the mission of the application.
However, the algorithm and proofs can easily be reworked for this purpose.

We will now continue by describing the garbage collector in more detail. Let x, y, z
range over heap addresses, and let n range over integers. Let u, v range over values and
be either a heap address or an integer. Let U and V range over sequences of such values.

A heap node can be either a sequence of values (enclosed by angle brackets 〈V 〉) or a
single forwarding address (denoted •x). A heap H is a finite mapping from addresses to
nodes, as captured by the following grammar.

(heap) H ::= {x1 �→ o1, . . . , xn �→ on}
(node) o ::= 〈V 〉 | • x
(value) v ::= x | n

The domain dom(H) of a heap H = {x1 �→ o1, . . . , xn �→ on} is the set {x1, . . . , xn}.
A heap look-up is defined as H(x) = o if x �→ o ∈ H . We will write U, V to denote the
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concatenation of the value sequences U and V . Along the same line, we will write H, G
for the concatenation of heaps H and G, provided their domains are disjoint.

For garbage collection purposes, a heap can be described as a triple of subheaps
separated by heap borders ( | ). A heap border has the same meaning as the regular
concatenation operator for heaps, but it also provides necessary bookkeeping information.
The three subheaps captures the white, gray, and black part of the heap as in the tricolor
abstraction [13].

The algorithm is based on a labeled transition system (LTS), where garbage collection
transitions are so called internal (τ) transitions. Each individual τ transition constitutes
an atomic increment by the garbage collector. In Figure 3.1 and 3.2, all possible internal
transitions are shown. Determinism between different internal transitions are achieved by
pattern matching, as each configuration matches only one single clause. The clauses are
furthermore divided into two groups, which we call scan and copy transitions. A garbage
collection cycle is a sequence of such transitions beginning with a Start transition and
ending with a Done transition.

H0
Start−→ H1 −→ . . . −→ Hn−1

Done−→ Hn

Notice that an active garbage collection cycle is identified by a non-empty white subheap.
In contrast, the external triggered transitions, such as mutations and allocations are

labeled, denoted by H
l−→ H ′. We will look into these in more detail in the next section.

We use a single root pointer r to capture the root-set. Even though a real system most
likely will contain more than one root, this can easily be captured in our model by
adjusting the content of the node pointed to by r. I.e., the actual root-set is the content
of the node labeled r.

At the beginning of a cycle the heap has the form ∅ | G, r �→ 〈V 〉 | ∅, and initiating
a garbage collection cycle (Start) invalidates the whole heap except for the root node.
That is, all nodes but r are made white by placing them to the left of the white-gray
heap border. The algorithm then proceeds by scanning gray nodes (ScanStart) and
takes proper actions when embedded addresses are encountered. This is accomplished by
a scan pointer that traverses the gray nodes. The scan pointer is denoted by the symbol
↓ and has similar function and purpose as the heap borders, i.e. regular concatenation as
well as bookkeeping information. When a whole node has been scanned it is promoted
from gray to black (ScanDone). When there are no more gray nodes to scan the garbage
collector is finished (Done).

During scanning of a gray node, encountering an address may result in one of three
possible actions. If the address found is not in the white heap, the algorithm just goes
on to examine the next gray node field (ScanAddr). If the address is in the white
heap, and the corresponding node is a forwarding node, the forwarding address replaces
the encountered address (Forward). If, on the other hand, the node found is a regular
white node, copying is initiated (CopyStart). This is done by allocating a new empty
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node in the gray heap and locking the scan pointer, which we denote by the alternative
concatenation symbol symbol ↑z (where the index is the address of the new empty node).
The white node is then copied word by word (CopyWord) until the whole node has been
copied (CopyDone). At this point, the address of the newly allocated node replaces
the old encountered address, and the original white node is converted into a forwarding
node.

In addition to these scenarios, two other transitions are also defined: ScanRestart

and CopyRestart. These transitions are taken when mutations occur during garbage
collection, and will be described in more detail in the next sections.

Start ∅ | G, r �→ 〈V 〉 | ∅ −→ G | r �→ 〈V 〉 | ∅

ScanStart W | G, x† �→ 〈V 〉 | B −→ W | G, x �→ 〈↓ V 〉 | B W 	= ∅, †may be dirty

ScanInt W | G, x �→ 〈V ↓ n, V ′〉 | B −→ W | G, x �→ 〈V, n ↓ V ′〉 | B W 	= ∅

ScanAddr W | G, x �→ 〈V ↓ y, V ′〉 | B −→ W | G, x �→ 〈V, y ↓ V ′〉 | B W 	= ∅, y /∈ dom(W )

ScanRestart W | G, ẋ �→ 〈V ↓ V ′〉 | B −→ W | G, x �→ 〈↓ V, V ′〉 | B W 	= ∅

ScanDone W | G, x �→ 〈V ↓〉 | B −→ W | G | x �→ 〈V 〉, B W 	= ∅

Done W | ∅ | B −→ ∅ | B | ∅

Figure 3.1: Scan transitions.

3.2 The Mutator

In order to capture the behavior of an interacting mutator we begin by defining a recursive
function read that is based on the notion of an abstract path beginning in a root.

Definition 3.2.1

(path) p, q ::= ε | i : p where i is an index

Definition 3.2.2 For some heap H and root x,

read(H, x, i : p) = read(H, V [i], p) if H(x) = 〈V 〉
read(H, n, ε) = n
read(H, x, ε) = x if H(x) 
= •y
read(H, x, p) = read(H, y, p) if H(x) = •y



3.2. The Mutator 35

W, y �→ •z, W ′ | G, x �→ 〈V ↓ y, V ′〉 | B
Forward −→

W, y �→ •z, W ′ | G, x �→ 〈V, z ↓ V ′〉 | B

W, y† �→ 〈U〉, W ′ | G, x �→ 〈V ↓ y, V ′〉 | B †may be dirty
CopyStart −→

W, y �→ 〈U〉, W ′ | z �→ 〈〉, G, x �→ 〈V ↑z y, V ′〉 | B z is fresh

W, y �→ 〈U, u, U ′〉, W ′ | G, z �→ 〈U〉, G′, x† �→ 〈V ↑z y, V ′〉 | B
CopyWord −→ †may be dirty

W, y �→ 〈U, u, U ′〉, W ′ | G, z �→ 〈U, u〉, G′, x† �→ 〈V ↑z y, V ′〉 | B

W, ẏ �→ 〈U〉, W ′ | G, z �→ 〈U ′〉, G′, x† �→ 〈V ↑z y, V ′〉 | B
CopyRestart −→ †may be dirty

W, y �→ 〈U〉, W ′ | G, z �→ 〈〉, G′, x† �→ 〈V ↑z y, V ′〉 | B

W, y �→ 〈U〉, W ′ | G, z �→ 〈U〉, G′, x† �→ 〈V ↑z y, V ′〉 | B
CopyDone −→ †may be dirty

W, y �→ •z, W ′ | G, z �→ 〈U〉, G′, x† �→ 〈V, z ↓ V ′〉 | B

Figure 3.2: Copy transitions.

The mutator activities can now be defined as a set of labeled transitions H
l−→ H ′

(see Figure 3.3) where the label l captures the different means a mutator can interact
with a heap.

(label) l ::= r(p = n) | w(p = n) | w(p = q) | a(p)

Here r(p = n) means reading the integer n through the path p, w(p = n) means writing
the integer n at the end of path p, w(p = q) means writing the value found at the end of
path q at the end of path p, and a(p) means allocate a fresh node and write the address

of it at the end of path p. The behavior of
l−→ transitions is shown in Figure 3.3.

Two important details of Figure 3.3 require special mentioning. Firstly, clauses
Mut/AllocMut mark the mutated node as dirty, indicated by a dot over the node’s
address (ẋ). Secondly, if a black node is mutated (MutB / AllocMutB), the node is
reverted back to gray.
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H = W, x �→ 〈U〉, W ′ | G | B

MutW
w(p:i=q)−→ if read(H, r, p) = x and read(H, r, q) = y

H′ = W, ẋ �→ 〈U [i] := y〉, W ′ | G | B

H = W | G, x �→ 〈U〉, G′ | B

MutG
w(p:i=q)−→ if read(H, r, p) = x and read(H, r, q) = y

H′ = W | G, ẋ �→ 〈U [i] := y〉, G′ | B

H = W | G | B, x �→ 〈U〉, B′

MutB
w(p:i=q)−→ if read(H, r, p) = x and read(H, r, q) = y

H′ = W | ẋ �→ 〈U [i] = y〉, G | B, B′

Write H, x �→ 〈U〉, H′ w(p:i=n)−→ H, x �→ 〈U [i] := n〉, H′ if read(H, r, p) = x

Read H
r(p=n)−→ H if read(H, r, p) = n

H = W, x �→ 〈U〉, W ′ | G | B

AllocMutW
a(p:i)−→ if read(H, r, p) = x

H′ = W, ẋ �→ 〈U [i] := z〉, W ′ | z �→ 〈〉, G | B

H = W | G, x �→ 〈U〉, G′ | B

AllocMutG
a(p:i)−→ if read(H, r, p) = x

H′ = W | z �→ 〈〉, G, ẋ �→ 〈U [i] := z〉, G′ | B

H = W | G | B, x �→ 〈U〉, B′

AllocMutB
a(p:i)−→ if read(H, r, p) = x

H′ = W | ẋ �→ 〈U [i] := z〉, z �→ 〈〉, G | B, B′

Figure 3.3: Mutator transitions.

3.3 Correctness of the Garbage Collector

The tri-color invariant [13] is captured by a property we denote as well-formedness.
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Definition 3.3.1 (Well-formedness). A heap H = W |G|B is well-formed iff

(1) B(x) = 〈V 〉 implies V ∩ dom(W ) = ∅
∧

(2) H(x) = •y implies (x ∈ dom(W ) ∧ y /∈ dom(W ))
∧

(3) r ∈ dom(G, B)
∧

(4) H = W | G, x �→ 〈V ↓ U〉 | B implies
V ∩ dom(W ) = ∅

∧
(5) H = W | G, x �→ 〈V ↑z y, U〉 | B implies

W (y) = 〈V, V ′〉 and G(z) = 〈V 〉

Informally, a heap is well-formed if and only if no black nodes contain addresses to any
white nodes (1), a forwarding node can only be white and its forwarding address cannot
be to a white node (2), the root node r is either in G or B (3), and while scanning a
node in the gray heap nothing left of the scan pointer can be pointers to the white heap
(4).

Lemma 3.3.1 states that a garbage collection transition of the heap preserves well-
formedness.

Lemma 3.3.1 If H is well-formed and H −→ H ′ then H ′ is also well-formed.

Proof By case study on the clauses defining −→. For convenience, let H = W |G|B
and H ′ = W ′|G′|B′. Observe that since H is well-formed, the root node is in G or B.
Furthermore, since only transition Start removes nodes from G ∪ B, and there makes
an explicit exception for r, (3) is upheld throughout.
Start:

Since B′ = ∅, (1) holds vacuously. Since H is well-formed and W = ∅, it
cannot include any forwarding nodes. Thus, since no new forwarding node is
introduced by the transition, H ′ does not include any forwarding nodes, i.e.
(2) holds vacuously. (4) and (5) also hold vacuously.

ScanStart, ScanInt, ScanAddr, ScanRestart, Forward, CopyStart, Copy-

Word, CopyRestart, CopyDone:
Since neither B nor W is modified, and no forwarding node is created, both
(1) and (2) are upheld by the transition. Since none of the transitions extend
the sequence of values left of the scan pointer with pointers to W , (4) is
also upheld. Furthermore, since CopyStart requires that y ∈ dom(W )
and z is a fresh node allocated in G, (5) is upheld. For CopyWord and
CopyRestart, it is immediate from the structure of y and z that (5) is
upheld.
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ScanDone:
From Definition 3.3.1 follows that V ∩ dom(W ) = ∅. Thus (1) holds for
H ′. ScanDone does not create any forwarding nodes and no new node is
introduced to W (i.e. W = W ′). Thus, (2) is upheld by the transition. (4)
and (5) hold vacuously.

Done:
Since H is well-formed, we know that B does not contain any forwarding
nodes. Thus, both (1) and (2) hold vacuously.

MutW,MutG,Read,AllocMutW,AllocMutG:
Since B is not modified (i.e. B = B′) and dom(W ) = dom(W ′) (1) is upheld
by the transitions. Since no forwarding nodes are introduced and, again,
dom(W ) = dom(W ′), (2) is upheld by the transitions. Since the mutated
node is made dirty, (4) and (5) hold vacuously.

MutB,AllocMutB:
Since B′ ⊂ B, i.e. no new node is introduced, and dom(W ) = dom(W ′), (1)
is upheld by the transition. Since no new forwarding node is introduced and,
again, dom(W ) = dom(W ′), (2) is also upheld by the transition. (4) and (5)
hold vacuously.

Lemma 3.3.2 captures the property of determinism.

Lemma 3.3.2 If H is well-formed then the structure of H matches the pattern of exactly
one τ transition.

Proof By case study on all possible structures of a well-formed H .
H = W | ∅ | B where W 
= ∅, B 
= ∅:

Only one clause matches this pattern (Done), and it will succeed no matter
what internal structure W and B have.

H = W | G | ∅ where W 
= ∅, G 
= ∅,
H = W | G | B where W 
= ∅, G 
= ∅, B 
= ∅:

Since G is not empty, there is at least one node in it. Thus, G must match
the pattern G = G′, x �→ o. We now need to look at the possible structures
of x �→ o.
From the definition of a node, o is either a regular node (〈V 〉) or a forwarding
address (•z). However, from Definition 3.3.1 (well-formedness) follows that
x �→ o cannot be a forwarding node. We now need to look at the possible
structures of 〈V 〉. We have three cases.
x �→ 〈V 〉:

Matches ScanStart.
ẋ �→ 〈V ↓ V ′〉:

Matches ScanRestart.
x �→ 〈V ↓ V ′〉:

V ′ = ∅:
Matches ScanDone.

V ′ = v, V ′′:
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v = n:
Matches ScanInt.

v = y, y /∈ dom(W ):
Matches ScanAddr.

v = y, y �→ 〈U〉 ∈ W :
Matches CopyStart.

v = y, y �→ •z ∈ W :
Matches Forward.

x �→ 〈V ↑z V ′〉:
From definition 3.3.1 follows that V ′ = y, V ′′, y �→ 〈U〉 ∈ W , and z �→
〈U ′〉 ∈ G. Furthermore, it follows that H(z) ⊆ H(y) if y is not dirty.
Thus we have the following cases.
ẏ �→ 〈U〉:

Matches CopyRestart.
y �→ 〈U〉, z �→ 〈U ′〉, U ′ ⊂ U :

Matches CopyWord.
y �→ 〈U〉, z �→ 〈U ′〉, U ′ = U :

Matches CopyDone.
H = ∅ | G | ∅ where G 
= ∅:

Since H is well-formed it includes at least the root node. I.e. G = G′, r �→
〈V 〉. Start will match whatever structure G′ has.

H = W | ∅ | ∅:
Since H is required to be well-formed, r ∈ dom(G, B) which means that this
structure is not well-formed.

3.3.1 Termination

Theorem 3.3.3 captures a very important property: termination. It states that for every
well-formed heap that is within a garbage collection cycle (the Start transition has been
taken), a state where the Done transition can be taken may be reached after a finite
number of garbage collection steps.

Theorem 3.3.3 (Termination) For every well-formed H = W |G|B (W 
= ∅) there is
some H ′ = W ′|∅|B′ such that H −→∗ H ′.

Proof We first need to define a notion of weight for a heap. Since the algorithm is
incremental down to single word copy actions and allows mutations in between, we need
a fine-grained metric for weight in order to capture the small weight-losses in each in-
crement. We do this by a triple metric, where the first element is the dominant weight
factor while as the second and the third elements capture the progress of scanning and
copying a single node, respectively. The weight of a heap is defined in Figure 3.4.

Heap weights are ordered lexicographically; i.e., the first element is the most signifi-
cant and the third (last) element is the least significant. For example, suppose we have
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weight(H)
def
= (w(H), w′(H), w′′(H))

w(H)
def
=

∑
x∈dom′(H)(w(H, x) + w(H, H(x)))

dom′(H)
def
= {x | x ∈ dom(H) ∧ �y, V, V ′.H(y) = 〈V ↑x V ′〉}

w(H, 〈V 〉) def
=

∑
v∈V w(H, v)

w(H, •x) def
= 0

w(H, n)
def
= 1

w(W |G|B, x)
def
= if x ∈ dom(B) then 2

else if x ∈ dom(G) then 3
else if x ∈ dom(W ) then 4

w′(H)
def
= if ∃x, V, V ′.H(x) = 〈V ↓ V ′〉 ∨ H(x) = 〈V ↑ V ′〉 then

if ẋ then
∞

else
|V ′|

else
∞

w′′(H)
def
= if ∃x, V, V ′, y, z.H(x) = 〈V ↑z y, V ′〉 then

if ẏ then
∞

else
|H(y)| − |H(z)|

else
∞

Figure 3.4: Weight of a heap

two heaps H and H ′, and weight(H) = (a, b, c) and weight(H ′) = (d, e, f). Then,

(a, b, c) < (d, e, f)
if (a < d) or (a == d ∧ b < e)
or (a == d ∧ b == e ∧ c < f).

The proof relies on the fact that each τ transition possible when W 
= ∅ and G 
= ∅
reduces the weight of the heap.
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ScanStart:
weight(W | G, x �→ 〈V 〉 | B) > weight(W | G, x �→ 〈↓ V 〉 | B)
⇐
(w(W | G, x �→ 〈V 〉 | B),∞,∞) > (w(W | G, x �→ 〈↓ V 〉 | B), |V |,∞)
⇐
Let a = w(W | G, x �→ 〈V 〉 | B), then,
(a,∞,∞) > (a, |V |,∞), which is true since ∞ > |V |.

ScanInt,ScanAddr:
weight(W | G, x �→ 〈V ↓ v, V ′〉 | B) > weight(W | G, x �→ 〈V, v ↓ V ′〉 | B)
⇐
(w(W | G, x �→ 〈V ↓ v, V ′〉 | B), |n, V ′|,∞) > (w(W | G, x �→ 〈V, v ↓
V ′〉 | B), |V ′|,∞)
⇐
Let a = w(W | G, x �→ 〈V, v, V ′〉 | B), then,
(a, |v, V ′|,∞) > (a, |V ′|,∞), which is true since |v, V ′| > |V ′|.

ScanRestart:
weight(W | G, ẋ �→ 〈V ↓ V ′〉 | B) > weight(W | G, x �→ 〈↓ V, V ′〉 | B)
⇐
(w(W | G, ẋ �→ 〈V ↓ V ′〉 | B),∞,∞) > (w(W | G, x �→ 〈↓
V, V ′〉 | B), |V, V ′|,∞)
⇐
Let a = w(W | G, x �→ 〈V, V ′〉 | B), then,
(a,∞,∞) > (a, |V, V ′|,∞), which is true since ∞ > |V, V ′|.

ScanDone:
weight(W | G, x �→ 〈V ↓〉 | B) > weight(W | G | x �→ 〈V 〉, B)
⇐
(w(W | G, x �→ 〈V ↓〉 | B), 0,∞) > (w(W | G | x �→ 〈V 〉, B),∞,∞)
⇐
Let a = w(W | G | B), H = W | G, x �→ 〈V ↓〉 | B, and H ′ = W | G | x �→
〈V 〉, B, then,
(a+w(x ∈ H) +w(〈V 〉), 0,∞) > (a+w(x ∈ H ′) +w(〈V 〉),∞,∞), which is
true since w(x ∈ H) > w(x ∈ H ′).

Forward:
weight(W, y �→ •z, W ′ | G, x �→ 〈V ↓ y, V ′〉 | B) > weight(W, y �→
•z, W ′ | G, x �→ 〈V, z ↓ V ′〉 | B)
⇐
Let a = w(W, y �→ •z, W ′ | G, x �→ 〈V, V ′〉 | B) then,
(a + w(y), |y, V ′|,∞) > (a+ w(z), |V |,∞)
From Definition 3.3.1 follows that z /∈ dom(W, W ′). Thus,
(a + w(y), |y, V ′|,∞) > (a+ w(z), |V |,∞) is true since w(y) > w(z).
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CopyStart:
weight(W, y �→ 〈U〉, W ′ | G, x �→ 〈V ↓ y, V ′〉 | B) > weight(W, y �→
〈U〉, W ′ | z �→ 〈〉, G, x �→ 〈V ↑z y, V ′〉 | B)
⇐
Let a = w(W, y �→ 〈U〉, W ′ | G, x �→ 〈V, y, V ′〉 | B), then
(a, |y, V ′|,∞) > (a + 0, |y, V ′|, |U | − 0) which is true since ∞ > |U |.

CopyWord:
weight(W, y �→ 〈U, u, U ′〉, W ′ | G, z �→ 〈U〉, G′, x �→ 〈V ↑z y, V ′〉 | B) >
weight(W, y �→ 〈U, u, U ′〉, W ′ | G, z �→ 〈U, u〉, G′, x �→ 〈V ↑z y, V ′〉 | B)
⇐
Let a = w(W, y �→ 〈U, u, U ′〉, W ′ | G, G′, x �→ 〈V ↑z y, V ′〉 | B), then
(a, |y, V ′|, |U, u, U ′| − |U |) > (a, |y, V ′|, |U, u, U ′| − |U, u|)
⇐
(a, |y, V ′|, |u, U ′|) > (a, |y, V ′|, |U ′|) which is true since |u, U ′| > |U ′|.

CopyRestart:
weight(W, ẏ �→ 〈U〉, W ′ | G, z �→ 〈U ′〉, G′, x �→ 〈V ↑z y, V ′〉 | B) >
weight(W, y �→ 〈U〉, W ′ | G, z �→ 〈〉, G′, x �→ 〈V ↑z y, V ′〉 | B)
⇐
Let a = w(W, y �→ 〈U〉, W ′ | G, z �→ 〈〉, G′, x �→ 〈V ↑z y, V ′〉 | B) then,
(a, |y, V ′|,∞) > (a, |y, V ′|, |U |) which is true since ∞ > |U |.

CopyDone:
weight(W, y �→ 〈U〉, W ′ | G, z �→ 〈U〉, G′, x �→ 〈V ↑z y, V ′〉 | B) >
weight(W, y �→ •z, W ′ | G, z �→ 〈U〉, G′, x �→ 〈V, z ↓ V ′〉 | B)
⇐
Let a = w(W, W ′ | G, z �→ 〈U〉, G′, x �→ 〈V, V ′〉 | B) then,
(a+2∗w(y)+w(〈U〉), |y, V ′|, 0) > (a+w(y)+w(z)+w(〈U〉), |V ′|,∞) which
is true since w(y) > w(z).

3.3.2 Preservation

In this section, we show that our garbage collector preserves the meaning of the heap.
In order to do that we need to define what it means for two heaps to be equivalent. The
first attempt is to define a read-equivalence; that is, two heaps are equivalent if and only
if a non-address read at a legal path gives the same result in both heaps. However, since
a heap may contain shared paths, we may get identical read-behavior in two structurally
different heaps that might be distinguished after further mutation. In order to capture
equivalence even after mutation we need to assure that, for two heaps to be equivalent,
they are both read-equivalent and contain exactly the same shared paths.

We begin by defining the predicate join, which is a boolean function that takes a
heap, two starting addresses, and two paths as parameters, and returns True if the two
paths starting at each address reach the same node. We also define a variant for the
special case when the two paths both start at the same address.
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Definition 3.3.2

join(H, x, y, p, q)
def
= read(H, x, p) = z

∧read(H, y, q) = z

join(H, x, p, q)
def
= join(H, x, x, p, q)

We can now define the equivalence relation between heaps.

Definition 3.3.3 Two heaps H and H ′ are structurally equivalent, written H ≡ H ′, if
and only if,

H and H ′ are both well-formed, and
∀p . read(H, r, p) = n ⇐⇒ read(H ′, r, p) = n

and (∀q . join(H, r, p, q)⇐⇒ join(H ′, r, p, q))

This equivalence relation is preserved by mutation; in fact it is preserved by all possible
mutator activities, as captured by the following lemma.

Lemma 3.3.4 If H ≡ H ′ and H
l−→ Ĥ, then H ′ l−→ Ĥ ′ and Ĥ ≡ Ĥ ′.

Proof By case study on H
l−→ Ĥ. We only show the case for MutW; all other cases

are either similar or trivial.

H = W, x �→ 〈U〉, W ′ | G | B read(H, r, p) = x
w(p:i=q)−→ read(H, r, q) = y

Ĥ = W, ẋ �→ 〈U [i] := y〉, W ′ | G | B

From the definition of H ≡ H ′ (Def. 3.3.3) follows that:
join(H, r, p, p) = True (i.e. x)⇐⇒ join(H ′, r, p, p) = True (let it be x′). (I)
join(H, r, q, q) = True (i.e. y) ⇐⇒ join(H ′, r, q, q) = True (let it be y′).
(II) join(H, r, p : i, p : i)⇐⇒ join(H ′, r, p : i, p : i) (III)
read(H, r, p : i) = n ⇐⇒ read(H ′, r, p : i) = n (IV)

∀p′, q′.

read(H, x, p′) = n ⇐⇒ read(H ′, x′, p′) = n (V)
read(H, y, p′) = n ⇐⇒ read(H ′, y′, p′) = n (VI)
join(H, x, r, p′, q′) ⇐⇒ join(H ′, x′, r, p′, q′) (VII)
join(H, y, r, p′, q′) ⇐⇒ join(H ′, y′, r, p′, q′) (VIII)

join(H, x, p′, q′) ⇐⇒ join(H ′, x′, p′, q′) (IX)
join(H, y, p′, q′) ⇐⇒ join(H ′, y′, p′, q′) (X)

join(H, x, y, p′, q′) ⇐⇒ join(H ′, x′, y′, p′, q′) (XI)

From (I), (II), (III), and (IV) follows that H ′ w(p:i=q)−→ Ĥ ′.
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We now have to show that Ĥ ≡ Ĥ ′.
From the definition of ≡ follows that:
∀p′.

read(Ĥ, r, p′) = n ⇐⇒ read(Ĥ ′, r, p′) = n (1)
∧

(∀q′ . join(Ĥ, r, p′, q′) ⇐⇒ join(Ĥ ′, r, p′, q′) (2)

We proceed by induction on the length of p′.

Base case: p′ = ε
(1) holds vacuously.
(2) by induction on the length of q′

Base case: q′ = ε
join(Ĥ, r, ε, ε) = join(Ĥ ′, r, ε, ε) = True (i.e. both for r)
Otherwise (i.e. q′ 
= ε):
Let q′ = q′1 : j : q

′
2 and read(Ĥ, r, q′1 : j) = z (read(Ĥ ′, r, q′1 : j) = z′)

Induction hypothesis:
join(Ĥ, r, ε, q′1)⇐⇒ join(Ĥ ′, r, ε, q′1)
join(Ĥ, r, z, ε, q′2)⇐⇒ join(Ĥ, r, z, ε, q′2)

Case study on q′1:
read(Ĥ, r, q′1) = x (read(Ĥ ′, r, q′1) = x′):
j = i:From the induction hypothesis and (IX) follows that

join(Ĥ, r, ε, q′)⇐⇒ join(Ĥ, r, ε, q′)
j 
= i:From the induction hypothesis and (VII) follows that

join(Ĥ, r, ε, q′)⇐⇒ join(Ĥ, r, ε, q′)
read(Ĥ, r, q′1) 
= x: (read(Ĥ ′, r, q′1) 
= x′)
It follows directly from the induction hypothesis that
join(Ĥ, r, ε, q′)⇐⇒ join(Ĥ, r, ε, q′)

Otherwise (p′ 
= ε):
Let p′ = p′1 : j : p

′
2 and read(Ĥ, r, p′1 : j) = z (read(Ĥ ′, r, p′1 : j) = z′)

Induction hypothesis:
read(Ĥ, r, p′1) = n ⇐⇒ read(Ĥ ′, r, p′1) = n∧
(∀q′.join(Ĥ, r, p′1, q

′)⇐⇒ join(Ĥ ′, r, p′1, q
′))∧

read(Ĥ, z, p′2) = n ⇐⇒ read(Ĥ ′, z′, p′2) = n∧
(∀q′.join(Ĥ, z, r, p′2, q

′)⇐⇒ join(Ĥ ′, z′, r, p′2, q
′))

Case study on p′1:
read(Ĥ, r, p′1) = x (read(Ĥ ′, r, p′1) = x′):

j = i:
(1):

From the induction hypothesis and (VI) follows that
read(Ĥ, r, p′) = n ⇐⇒ read(Ĥ ′, r, p′) = n

(2):
By induction on the length of q′

Base case: q′ = ε
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Similar to (2) in base case since join(Ĥ, r, p′, ε) = join(Ĥ, r, ε, p′)
Otherwise (i.e. q′ 
= ε):

Let q′ = q′1 : k : q
′
2 and read(Ĥ, r, q′1 : k) = x̂ (read(Ĥ ′, r, q′1 : k) =

x̂′)
Induction hypothesis:
join(Ĥ, y, r, p′2, q

′
1)⇐⇒ join(Ĥ ′, y′, r, p′2, q

′
1)

join(Ĥ, y′, x̂, p′2, q
′
2)⇐⇒ join(Ĥ ′, y′, x̂′, p′2, q

′
2)

Case study on q′1
read(Ĥ, r, q′1) = x: (read(Ĥ ′, r, q′1) = x′)
k = i:

From the induction hypotheses and (X) follows that
join(Ĥ, r, p′, q′)⇐⇒ join(Ĥ ′, r, p′, q′)

k 
= i:
From the induction hypotheses and (XI) follows that
join(Ĥ, r, p′, q′)⇐⇒ join(Ĥ ′, r, p′, q′)

read(Ĥ, r, q′1) 
= x: (read(Ĥ ′, r, q′1) 
= x′)
It follows from the induction hypotheses and (IX) that
join(Ĥ, r, p′, q′)⇐⇒ join(Ĥ ′, r, p′, q′)

j 
= i:
(1):

From the induction hypothesis and (V) follows that
read(Ĥ, r, p′) = n ⇐⇒ read(Ĥ ′, r, p′) = n

(2):
Similar to (2) in previous case (i.e. j = i).

read(Ĥ, r, p′1) 
= x: (read(Ĥ ′, r, p′1) 
= x′)
(1):

From the induction hypothesis follows that
read(Ĥ, r, p′) = n ⇐⇒ read(Ĥ ′, r, p′) = n

(2):
Similar to (2) in previous cases.

3.3.2.1 Bisimulating Garbage Collection.

In order to show that our garbage collector preserves the meaning of a heap, we adopt the
notion of weak bisimulation between processes [33]. In our context, a process is simply a

heap that may take one
τ−→ transition or one of all possible

l−→ transitions. We define
two processes, one with garbage collection and one without.



46 A Correct and Useful Garbage Collector

PGC(H)
def
=

∑

H
l−→H′

l.P (H ′) +
∑

H
τ−→H′′

τ.P (H ′′)

P (H)
def
=

∑

H
l−→H′

l.P (H ′)

P def
= {P (H) | H is well-formed}∪

{PGC(H) | H is well-formed}

A heap process is simply the sum of all l transitions and (for the garbage collecting
case) the τ transitions possible for a certain heap H . Note that we use same notation
for transitions made by a heap and a heap process. This should however not lead to any
confusion since the actual meaning of a transition is still the same.

In order to introduce bisimilarity we need to recapitulate some standard notions from
the process calculus literature [33].

Definition 3.3.4 The relations ⇒ and
l⇒ are defined as follows:

⇒def
=

τ−→∗

l⇒def
=⇒ l−→⇒

Definition 3.3.5 Let S be a binary relation over P, then S is a weak simulation if and
only if, whenever PSQ,

if P
τ−→ P ′ then there exists Q′ ∈ P such that Q ⇒ Q′ and P ′SQ′.

if P
l−→ P ′ then there exists Q′ ∈ P such that Q

l⇒ Q′ and P ′SQ′.

A binary relation S over P is said to be a weak bisimulation if both S and its converse
are weak simulations. P and Q are weakly bisimilar, weakly equivalent, or observation
equivalent (written P ≈ Q) if there exists a weak bisimulation S such that PSQ.

We now want to show that our two definitions of heap processes are weakly equivalent.
This is captured by the following theorem.

Theorem 3.3.5 If H ≡ H ′, then PGC(H) ≈ P (H ′)
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Proof We will show that the following is a weak bisimulation:

S def
= {(PGC(H), P (H

′)) | H ≡ H ′}

Since H and H ′ are well-formed, we show that each transition
τ−→ or

l−→ of PGC(H)

corresponds a matching transition ⇒ or
l⇒, respectively, of P (H ′) (1), and vice versa

(2).
We can make the proposition more precise. We already know that −→ preserves well-
formedness (Lemma 3.3.1). For the two directions we have:

(1) If H ≡ H ′ and PGC(H)
τ−→ PGC(H

′′) then P (H ′) ⇒ P (H ′) (i.e. ⇒ is
empty). Thus, what we need to show is that if H

τ−→ H ′ then H ≡ H ′.

On the other hand, if H ≡ H ′ and PGC(H)
l−→ PGC(Ĥ), then P (H ′) l⇒

P (Ĥ ′). I.e., what we will show is that, if H ≡ H ′ and H
l−→ Ĥ then

H ′ l−→ Ĥ ′ and Ĥ ≡ Ĥ ′.
(2) Since P (H) cannot take τ transitions we only need to show that, if H ≡

H ′ and P (H)
l−→ P (Ĥ) then PGC(H

′) l⇒ PGC(Ĥ
′) and Ĥ ≡ Ĥ ′. This is

similar to what we have in case (1).
Thus, if H and H ′ are well-formed and H ≡ H ′:

(i) if H
τ−→ H ′′ then H ′′ ≡ H .

(ii)if H
l−→ Ĥ then H ′ l−→ Ĥ ′ and Ĥ ≡ Ĥ ′. However, from Lemma 3.3.4

follows that this is true for all possible
l−→ transitions.

What remains is to show (i). We proceed by case study on the clauses defining
τ−→.

Start,ScanStart,ScanInt,ScanInt,ScanRestart, ScanDone:
Since new paths neither are created nor removed, (i) is true.

Done:
Since H is well-formed, we know that B does not contain any addresses to
W . Thus, since the root is in B, there does not exist any path such that one
may reach W . Hence, paths are neither created nor removed, i.e. (i) is true.

Forward:
Since y �→ •z we have ∀p . read(H, y, p) = read(H, z, p). Thus, no path is
created (nor removed), i.e. (i) is true.

CopyStart,CopyWord,CopyRestart:
Since �p . read(H, r, p) = z, paths are neither created nor removed, i.e. (i)
is true.

CopyDone:
Let read(H, r, p) = x, read(H, r, p′) = y, and i = |V |. Then, join(H, r, i :
p, p′) is true. For H ′, if read(H ′, r, p′) = y and read(H ′, r, i : p) = z then
since H ′(y) = •z, join(H ′, r, i : p, p′) is true. Since for any path p′′ we have
read(H ′, y, p′′) = read(H ′, z, p′′) and H(y) = H(z) = H ′(z), read equivalence
is upheld by the transition. Thus, (i) is true.
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The termination and soundness proofs of the garbage collector are now complete.

3.4 Usefulness

In this section we show that our algorithm actually performs garbage collection. Defini-
tion 3.4.1 defines, for a root address r, the live part of a heap. We consider a node as
live if it is reachable from the root, or if there exists a node containing the locked scan
pointer with the address of the node as its index.

Definition 3.4.1 (Live heap). The live portion L(H) of a heap His defined as:

L(H) = {y | ∃p . read(H, r, p) = y ∨
∃x, V, V ′ . H(x) = 〈V ↑y V ′〉}

As the dual of the live portion of the heap we also define the dead portion.

Definition 3.4.2 (Dead heap). The dead portion D(H) of a heap H is defined as:

D(H) = dom(H)− L(H)

The first and crucial step towards proving usefulness of the garbage collector is to
show that a dead node can never become live again.

Lemma 3.4.1 If H −→∗ H ′ then D(H) ∩ L(H ′) = ∅.

Proof By induction on the sequence H −→∗ H ′.
Base case: H −→∗ H . From Definition 3.4.1 and 3.4.2 follows that L(H) ∩ D(H) = ∅.
Furthermore, looking at the last transition in the sequence (Ĥ −→ H ′), it is clear that
for all cases L(H ′) ∩ D(Ĥ) = ∅.

We can now proceed to the concluding theorem (Theorem 3.4.2), which states that if
a node has been copied (i.e. there exists a forwarding node to the new copy), the address
of its corresponding forwarding node is not in the dead part of the original heap (i.e.
when the garbage collector started).

We begin by defining the set of forwarding nodes (Definition 3.4.3).

Definition 3.4.3 (Forwarding nodes). F (H)
def
= {x | H(x) = •y}

Theorem 3.4.2 (Usefulness). If H0 −→∗ Hn forms a GC cycle, then
∀Hi, 0 ≤ i ≤ n . F (Hi) ∩ D(H0) = ∅
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Proof By induction on the sequence H0 −→∗ Hi.
Base case: F (H0) ∩ D(H0), since F (H0) = ∅, F (H0) ∩ D(H0) = ∅.
Induction hypothesis: F (Hi−1) ∩ D(H0) = ∅
We proceed by case study on the last transition in the sequence, i.e. Hi−1 −→ Hi.
CopyDone:

F is extended with y in this transition, so we need to show that y /∈ D(H0).
Since y is reachable from x in Hi−1 we proceed by looking at x. x can either
be a new allocation or ∃x′ . Hi−1(x

′) = •x.
For the first case:

Since y has been introduced to x by a mutation it follows from
Lemma 3.4.1 that y /∈ D(H0).

For the latter case:
From the induction hypothesis follows that x′ /∈ D(H0). Since y is reach-
able from x′ in Hi−1, it follows from Lemma 3.4.1 that y /∈ D(H0).

For all other cases:
Since F (Hi) = F (Hi−1) (or F (Hi) = ∅ for Done) it follows from the induc-
tion hypothesis that F (Hi) ∩ D(H0) = ∅.

From Theorem 3.4.2 follows that if a node is dead when the garbage collector starts,
it will not get copied. Thus, we can conclude the usefulness property in Corollary 3.4.3.
We first define what we mean by the size of a heap.

Definition 3.4.4 (Size of a heap). The size of a heap is defined as follows:

size(H) =
∑

o∈rng(H)

|o|

where |o| is the number of values in o

(zero for a forwarding node).

Let live(H)
def
= {x �→ o | x ∈ L(H) and x �→ o ∈ H}.

Corollary 3.4.3 Suppose H −→∗ H ′ is a GC cycle then,
size(H ′) ≤ size(live(H) ∪ new allocations)

3.5 Related Work

Recent work by McCreight et al. introduces a general framework for reasoning about
garbage collecting algorithms in Coq, and also includes a mechanized proof of correctness
for Baker’s copying garbage collector [32]. Central to this approach is a logical specifica-
tion of the abstract properties a garbage collected heap must expose to its mutator client,
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a notion somewhat similar to the transition labels we use to model mutator-collector in-
teraction. In contrast to our work, they require the actual algorithm to be expressed
in a low level assembly language, and their garbage collector steps must furthermore be
externally invoked in a strictly sequential fashion.

Another mechanized study can be found in [41], where Russinoff presents a correctness
proof in nqthm of Ben-Ari’s incremental mark and sweep collector [3]. He shows that it is
safe (i.e. nothing but garbage is collected) and that it will eventually collect all garbage.

In [5], Birkedal et al. prove correctness of Cheney’s classical stop-and-copy collector
[11] using separation logic with the extension of local reasoning. This elegantly enables
them to reason about both the specification and the proof in a manageable way. At
the end, they express a promising future of this approach which would enable one to
reason about more complex algorithms such as garbage collectors of a different type than
stop-and-copy. However, this track of future work has, to the best of our knowledge, not
been presented yet.

In [36], Morrisett et al. present a garbage collection calculus and specifies a garbage
collection rule based on free variables, which models tracing garbage collectors. They
present two implementations of it, one that corresponds to a copying collector and one
to a generational one. They furthermore show that Milner-style type inference can be
used to show that, even though a node is reachable, it can still be garbage, semantically.
In [18], Hosoya and Yonezawa extend the idea of using type reconstruction to garbage
collect, and they present a garbage collection algorithm based on dynamic type inference.
In contrast to tracing garbage collection, where only unreachable garbage is collected,
their scheme collects nodes that are semantically garbage.

A huge volume of work on informal descriptions of real-time garbage collection has
been presented. One of the earliest incremental copying garbage collectors presented is
that of Baker [2]. It is an extension of Cheney’s collector into an incremental collector.
He utilizes a read-barrier which disallows accesses to fromspace (the white heap). I.e.
when the mutator tries to access the white heap, the barrier enforces either a forwarding
(if the node has been copied already) or the node to be copied. In the same year (1978)
Dijkstra et al. presented the ideas behind the tri-color invariant [13], which has been
extensively used by others for reasoning (mostly informally though) about correctness
of incremental copying garbage collection. In [9], Brooks presents a variation of Baker’s
collector. Among other differences, one is that the mutator always follows the indirection
via the forwarding pointer, and if the node has not been copied (or the mutator accesses
a node in tospace) the forwarding pointer points to the node itself. Instead of checking
if the node is in fromspace upon every access, the mutator is always redirected.

3.6 Summary

We have presented an incremental copying garbage collector model based on a set of
atomic transitions (increments), and we have shown that it is both deterministic and
terminating. We have also proved that a mutator-oriented model based on a process
calculus with labeled transitions behaves the same with and without the internal garbage
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collector transitions (soundness). Finally, we have shown that our garbage collector
actually does recover unreachable portions of the heap, a property we call usefulness.
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Chapter 4

Reactive Systems

This chapter is partly based on two previously published research papers [23] and [29].

53
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The main idea of reactive programming is that the program should react to events in
its environment. The traditional batch-oriented programming model, however, imposes
an active master-slave relationship to the environment – the program controls the envi-
ronment. Even though programming models have been evolving since the batch-oriented
days, the view of the environment has persisted. Access to external devices is still made
through block-and-wait-for-input procedures subtly hidden by regular subroutine calls.
This may be appropriate (even today) when it comes to communication with a wide range
of external devices dealing with data storage (hard disks, RAM, etc.). However, when
these external ”devices” become more difficult to control, this view of the world becomes
highly inappropriate. For instance, a program including a graphical user interface may
need to react to mouse clicks, key presses, and network packets in an order determined
solely by the environment. Or, an embedded system, which usually has an even wider
range of input sources. These types of complex environments cannot be controlled in a
simple way such as the case of more controllable external devices. They require a facility
for handling (in contrast to controlling) events in a robust manner.

4.1 Reactive on top of active

Block-waiting-for-input procedures (e.g. getChar()) are common in almost all modern
programming languages, and event-driven programs are commonly encoded on top of
this model. This is typically done by a so called event-loop. Events are captured by a
block-and-wait call to an event delivery service offered by the operating system and then
distributed to its appropriate handler. A typical structure of the event-loop is shown in
Figure 4.1.

In order to preserve aliveness of the system, only one block-and-wait call to the event
delivery service is allowed for each concurrent activity. This is done by putting it at the
top-level. Utmost care must be taken to ensure that no one of the event handlers makes
blocking calls.

Concurrency in such systems are usually achieved by using threads. Designing a
multi-threaded system explicitly is a tedious and error-prone task. Shared data must be
protected by semaphores, mutexes, etc.. Utmost care must be taken to ensure that the
system is free of race conditions and deadlocks, which usually are hidden very subtly.

4.2 Pure reactive programming

A purely reactive system can be defined as a system without block-and-wait calls. Instead
of that, the system is designed to react to input from its environment. In other words,
instead of actively ask for input through a block-and-wait procedure, the default state of
the system is idle, ready to react to whatever it is defined to react on.

In contrast to an event-loop based structure as shown in Figure 4.1, a pure event-
driven system may connect events directly to their corresponding handlers as shown
in Figure 4.2. In order to make this structure more flexible, concurrency and mutual
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Figure 4.1: A typical event-loop structure.

exclusion could be made implicit through the semantics of a programming model for
pure reactive systems.
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Figure 4.2: Connecting events directly to their corresponding handlers.

In the next section, we will describe such a programming model.

4.3 Timber – Reactive objects

Timber is a, strongly typed, object-oriented programming language for reactive real-time
systems. The basis of the language is the semantics of reactive objects. This section is
just a brief description of the parts of the language that are relevant to the rest of this
thesis. More in-depth descriptions can be found in the draft language report [7], the
formal semantics definition [10], and the description of the reactive object model [38].
The real-time properties of the language has been described from different point of views
and in different contexts in several papers [30, 23, 46, 37, 29].

The reactive objects in Timber are implicitly concurrent. That means activity in one
object can execute concurrently with activity in other objects. Furthermore, objects are
the only state carrying data structures. In addition, the only way to access the state of
an object is through its methods, and methods of one particular object executes under
mutual exclusion. That is how state integrity is preserved. In order to preserve alive-
ness, methods cannot block-and-wait for future events. Events are instead interpreted
as method calls and each method will eventually terminate, leaving the object in an idle
state. An example showing the concurrency model of Timber is shown in Figure 4.3. The
arrows in the model represent message-based communication in both an object-oriented
and concurrent programming sense.

Messages can either be asynchronous (equivalent to events in their own right) or
synchronous rendezvous operations. In Figure 4.4, an example of a program in concrete
Timber syntax is shown.

At the top-level, a Timber program is a set of bindings of names to expressions. In the
example (Figure 4.4) an object generator expression (identified by the keyword template)



4.3. Timber – Reactive objects 57

���������	��


���	��

���������


������

���������	��


���	��

���������


������

���������	��


���	��

���������


������

�
�
�
�
�
�
��
�
��
�
�
��
�
�
��
�
�


�
�
�

�
�
�
�
�
�
�
�
�
� �
�����������������

��	�������������

�����������

Figure 4.3: Example showing the concurrency model of Timber.

is bound to the name counter. The statements within a template construct conceptually
consist of state variable initializations and a return statement for the interface to the
object. The interface is usually a record but could be any data structure. Anyhow,
for a template construct to be practically useful, the returned interface should include
at least one method. A method, in turn, can be of two kinds: either an asynchronous
operation (identified by the keyword action), or a synchronous rendezvous (identified
by the keyword request). An asynchronous method invocation is conceptually an event
in its own right, no matter if it is due to an external event or an invocation by another
method. Interrupts from the environment is connected to asynchronous methods. In the
example, suppose the counter program was running on an interactive machine where one
of the input sources is a button. Every time the user pushes the button, an interrupt
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counter = template
value := 0
return {
read = request
return value

incr = action
value := value + 1

}
Figure 4.4: Example Timber program, A Counter. Example originally found in [37].

connected to the incr method is generated. Or, incr might only be called from another
method based on some internal calculations. Any way, every time incr is invoked, it is
a unique event.

A statement within a method can primarily be one of three kinds: either an assign-
ment to the state of its object, a template instantiation, or a method call. Local bindings
as well as looping and branching constructs are of course also available. Observe the
difference between the destructive update of state variables (denoted by :=) and the
declarative bindings between names and expressions (denoted by =). Destructive up-
dates are only available for state assignments within the scope of a template construct.
In addition, in the spirit of separating different kinds of assignments, Timber also in-
cludes a third binding, which enables one to bind the result of a side-effecting command
to a local name (denoted by a left-arrow <-). I.e., in contrast to the declarative binding,
which binds the name to an expression, the left-arrow binds the name to the result of
executing something that may have an externally observable effect.

Aside from the reactive objects, Timber has a pure functional layer based on a call-
by-value lambda calculus. It is extended with constructors for representing primitive
data types (such as integers, floating point numbers, etc.), as well as immutable data
structures (lists, records, tuples, etc.).

4.4 Real-time in Timber

Timber offers a capability to express timing constraints directly in the model. Asyn-
chronous methods (events) are associated with both an baseline (earliest release time)
and a deadline (latest response time). If not explicitly set, the baseline of a method
invocation is inherited from the method who called it. If the event is due to an interrupt,
the baseline is set to the time-stamp of the interrupt. Deadlines are expressed relative
to the current baseline. Similar to baselines, deadlines are inherited if not explicitly set.
In Figure 4.5, a timeline of a Timber method invocation is shown.

Correct timing behavior of a method is that it must start executing and finish within
its timeline. Baselines and deadlines can be adjusted by explicitly expressing it in the
definition of an asynchronous method (or by the caller). The keyword after is used to
denote a extension of the current baseline. Along the same line, before is used to extend
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Figure 4.5: Timeline of a Timber method invocation.

perobj = template
...
return {
periodictask = before 50*us action
...
after 50*us periodictask

}
Figure 4.6: Simple example of a periodic task in Timber.

the current deadline. In Figure 4.6, a Timber object with a periodic method is shown.
The period and relative deadline is 50μs.

4.5 The Timber runtime kernel

In order to meet the semantic specification of the language, a Timber program will depend
on the infra-structure provided by the run-time kernel of the language. Conceptually,
the kernel needs to offer the following services:

• Create an object,

• Send a synchronous message, and

• Send an asynchronous message (possibly delayed).

In reality, creating an object maps to allocation of heap storage. The only difference
between allocating an object and an immutable data structure (record, tuple, cons cell,
etc.) is that in order to enable mutual exclusion between methods of the same object, each
object needs to have a lock field. A synchronous rendezvous is simply accomplished by
locking the object before running the code of the method, and release the lock afterward.
An asynchronous method call on the other requires a new message (conceptually an
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execution thread) to be allocated and enqueued in the proper message queue (timer
queue if delayed). Once this message gets to run, it simply makes a regular synchronous
call.

The scheduling mechanism in the kernel is a preemptive priority scheduler based on
deadlines. Delayed messages are scheduled based on baselines. The scheduler interacts
with three types of data; objects (includes locks), messages (including executable code,
possibly parameters, a baseline, and a deadline), and threads (messages extended with
a stack and register file). Objects are the shared resources for which messages acquire
and release locks. Asynchronous messages that are latent (either delayed or pending)
are, when scheduled to run, promoted to a unique thread. The implicit concurrency of
a Timber program is thus accomplished by the scheduler which, for each independent
schedulable message, may allocate a new unique thread of execution.

The interface of the scheduler consists of four entry points.

1. Whenever a new asynchronous message is posted (either internally by another
method or externally by an interrupt).

2. When a method calls lock or unlock for an object.

3. When a method terminates.

4. When a timer interrupt occurs.

The scheduler manages three main data structures. A stack of active threads (includ-
ing, of course, each thread’s individual stored machine state), a priority queue of pending
messages, and a priority queue of delayed messages.

There are a few very important properties of the kernel that are worth mentioning. All
lock operations eventually return, either with the acquired lock or with a deadlock error.
The lock of an object may only be owned by one message at a time. The highest priority
thread, or the thread holding a lock wanted by the highest priority thread, will always
be the one scheduled to run. All messages will run after their baselines. The aliveness
property of a Timber program is crucially dependent upon the fact that Timber code
always will follow a successful lock with an unlock and that all locks are acquired in a
nested manner.



Chapter 5

Garbage Collecting Reactive
Systems

In Chapter 3, we described a model of an incremental copying garbage collector based
on process terms in a labeled transition system. Garbage collector increments were
represented by internal transitions and mutator interaction were represented by labeled
transition. A labeled transition were either a read, a write, or an allocation. In this
chapter we describe how this abstract process model is implemented as part of the Timber
run-time kernel.

5.1 The memory set up

Since the algorithm is a copying garbage collector, we need to divide the heap into
two parts, tospace (which is the active part of the heap), and fromspace (which is the
inactive one). It is not entirely true that this spaces need to be same size even though
it simplifies the underlying intuition. I.e., copying objects from one space into another
space of exactly the same size will always succeed. If the objects do not fit into the
new space it would not have fit in the old space either. However, the actual need of
space to copy to is not dependent on the size of the old space but rather on how much
memory the live objects in the old space will require. A survival rate of ten percent
would require the new space to be at least a tenth of the size of the old space. Anyhow,
allowing the border between tospace and fromspace to slide requires a more rigorous
(read cumbersome) scheme for both allocations and free memory calculations. We will
use a fixed, equally sized, partitioning of the heap. In Figure 5.1, the memory set up of
our implementation is shown.
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Figure 5.1: The memory set up for our implementation.

5.2 Interfacing the Timber run-time kernel

From the garbage collector’s point of perspective, it really does not matter what kind of
mutator it is set out to garbage collect for, as long as it follows the rules of the labeled
transitions. Even though mutator access is defined by the path notion, it is clear that, in
reality, mutator access will commonly be made from pointer fields directly accessible at
the place in the execution of the program. Nonetheless, each such access must correspond
to a path-based labeled transition beginning in the rootset of the system. Otherwise, the
pointer field would not have been locally accessible by the program in the first place. In
other words, we assume the program to be well-behaved in terms of aliveness (i.e., live ⊆
reachable).

Definition 5.2.1 Let a mutator be well-behaved iff it can be described by a relation R

on heaps such that for each HRH ′ there exists at least one labeled transition H
l−→ H ′.

We will, from now on, only reason about the corresponding labeled transitions of the
mutator relation.

The first question we would like to answer is that of the entry point from the run-time
kernel of Timber to the garbage collector. The scheduler is the facility that distributes
control among threads. Adding the possibility to schedule garbage collection as a ded-
icated thread seems like a straightforward decision since it is in line with the formal
model of the garbage collector (i.e., the mutator(s) and the garbage collector are concur-
rent processes). However, one of the key properties of the kernel is that always runs the
highest priority thread. So what should the priority of the garbage collector be? Thread
priorities of regular Timber messages are derived from their deadlines, but what would
the deadline of the garbage collector be? There is no easy answer to this question, as
it depends on many factors. We know for sure that the priority is (or should be) partly
dependent upon the amount of free memory available at the moment. The other side of
the coin is the mutators’ future storage needs. However, this may be very difficult to
determine.
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In terms of scheduling, this thesis will make some simplifying assumptions. We assume
that there will always be enough memory available so that it is sufficient to run the
garbage collector at idle time. Finding and scanning the rootset incrementally is generally
a very difficult task; sometimes even impossible. The problem is that the rootset of an
arbitrary system is not constant. At an arbitrary time, finding the whole rootset requires
scanning not only static fields and CPU registers but also the run-time stack, which might
be of an arbitrary depth. For a incremental rootset scanning to be trustworthy, it cannot
let the pause time depend on the size of an arbitrary sized data structure. Scanning the
run-time stack incrementally is bound to be very tedious since the content of the stack
is extremely volatile. In the worst case, the scanning process would need to be restarted
at each increment since the content of stack has been alternated altogether. The idea of
restarting the scanner of an arbitrary big rootset at each increment is not very appealing,
especially not when it comes to real-time systems.

Restricting the garbage collector to only run in idle time removes this problem alto-
gether. When a Timber system reaches its idle state (i.e. no pending messages), there
will neither be any run-time stacks, nor CPU registers, to scan. In fact, the only roots in
an idle Timber system is the queue of delayed messages and the the set of bindings be-
tween interrupts and messages. This is captured by two pointers in the run-time kernel.
Thus scanning the rootset of an idle Timber system can be done in constant time.

In addition, restricting the garbage collector to only run in idle time makes the schedu-
lability of a Timber program decoupled from the behavior of the garbage collector. This
is especially important since the garbage collector’s work-load is heavily dependent on the
choices made by the scheduler. The only thing needed to be assured is that it must, at
all times, be enough free memory available to run all pending messages. We will return
to this topic at the end of this chapter. However, the necessary analyses for assuring
sufficient free memory availability do not fit within the scope of this thesis.

5.3 Implementation details

In this section we will look at the interesting details of the implementation. Most of
the internal transitions, defined in Figure 3.1 and 3.2, are straightforwardly implemented
(e.g. by adjusting a pointer or index). However, some of the details deserves some extra
attention.

5.3.1 The info-field

Since Timber is a strictly typed language the locations of pointers can safely be deter-
mined a priori. Thus, whenever a new allocation is requested, the positions within the
new node that can hold pointers are known, and the necessary type information can be
attached to each node1. This is done by statically create an array of pointer offsets for

1We use the term node instead of object in order to avoid confusion between objects on the heap and
Timber objects
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each unique type, and store a pointer to the corresponding array as a header in each
node when it is allocated.

5.3.2 The write barrier

The write-barrier needs to do two things. First of all it needs to set the dirty bit of the
mutated node (we will see how this is implemented efficiently in Section 5.3.3). The other
thing is to, if the node is black, revert its color back to gray. We do not want to actually
move the node just to be on the right side of the border. That would cost too much, and
even more alarming, the pause time of the write-barrier would be dependent upon the
size of the node. What we do instead is that we allocate a certain node in the gray heap
that, when the scanning process reaches the node, notifies the scanner that a black node
has been mutated. The scanner then temporarily jumps back to the black node, scans it,
and returns back to where it was. These notifier nodes can easily be detected by using a
unique type identifier (instead of the array pointer used for regular nodes).

5.3.3 The dirty bit

Another feature that could induce unnecessary overhead is the dirty bit. However, the
only nodes where the dirty bit matters is the two nodes currently being scanned and
currently being copied. Whenever the mutator needs to set the dirty bit of a node it can
check if the node is the one currently being scanned or the one currently being copied.
If the node is the one which is currently being scanned, a static dirty bit field for the
current node being scanned is set. At each iteration of the scanning process, this field is
checked and if set take the ScanRestart transition. Similarly, a static dirty bit for the
node currently being copied is checked at each iteration of the copy process and if set
take the CopyRestart transition. This requires two extra comparisons to be done by
the write-barrier. In the next section we will look at how the frequency of write-barrier
calls may be reduced significantly due to the concurrency model of Timber.

5.3.4 Reducing the frequency of write-barrier calls

We know that the only mutable data structure in Timber is the object. We further know
that the only way to gain access to these mutable state fields is through the methods
of the object. Since we assumed that the garbage collector has the lowest priority in
the system we can safely say that, at all times, if a method successfully acquires a lock,
it will return the very same lock before the garbage collector is started or resumed.
This is immediate from the fact that messages in Timber are non-blocking. Thus, when
a message acquires a lock within a garbage collection cycle then, and only then, is the
write-barrier for that object called. In other words, since the garbage collector never may
interleave the execution of a message, only one write-barrier call for the whole message
is necessary.
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5.3.5 The read barrier

The read transition assumes that forwarding pointers always are followed. However, a
read barrier is only necessary for data structures that might suffer from inconsistencies
due to mutations. Read only data does not need to be protected by a read barrier.
Similarly to the write barrier, the read barrier can also be called only once for every
method invocation instead of upon every single memory access. The efficiency gained
here is probably even higher than for the write barrier since reads tend to occur much
more frequently than writes.

5.4 Garbage collection in a real-time context

A Timber program may create reactive objects dynamically at run-time, just like any
other data structure. In schedulability theory terms, this feature corresponds to the
ability to dynamically create both tasks and shared resources. In order to achieve a priori
schedulability guarantees, we need to limit the expressiveness of Timber somewhat. A
sufficient (but probably not absolutely necessary) way to support static schedulability
analyses would be to restrict the program from dynamically creating objects. That is, all
shared mutable data (objects) and all tasks (methods) would be statically known. If this
restriction is set, which all in all is not that controversial in the context of hard real-time
systems, it puts the garbage collector in a much more favorable situation. If objects are
statically allocated outside the heap, it means that the heap will contain no mutable data
structures at run-time. That, in turn, makes both the read barrier and the write barrier
superfluous. The same holds for the dirty bits. The only induced overhead we have left
from the garbage collector would be the type info field, which, as we discussed earlier,
is not necessary for anything else than robust classification of node content into pointer
and non-pointer fields2.

2Overhead imposed by the garbage collector technique, such as two semispaces, moving live data,
etc., is not accounted for here.
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Chapter 6

Conclusions and
Pointers to Future Work

The motivating factor behind this thesis is that real-time programming faces more and
more complex missions. In order to lessen the burden of the programmer, more so-
phisticated runtime features, such as garbage collection, become desirable. However,
integrating garbage collection in a real-time system is a great challenge.

We identify the key issues needed to be solved in order to accomplish real-time garbage
collection. First of all, one needs a thorough understanding of an incremental garbage
collector algorithm suitable for real-time systems. The main requirement for an garbage
collector algorithm to be suitable for a real-time system is that it has to be incremental.
Furthermore, the execution time of each increment must be small and bounded (prefer-
ably constant). Once such an algorithm has been found and well-understood, one needs
to understand its interaction with the real-time tasks. Ultimately, one need to find a
way to schedule the garbage collector in such way that (1) no timing requirements of the
system are violated and (2) sufficient free memory is available at all times.

6.1 Contributions

The approach we have presented in this thesis is to fulfill the first schedulability re-
quirement (1) by only run garbage collection in idle time. Of course, we have initially
assumed that there is sufficient memory available at all times in order to enable running
the worst-case busy period of the system. The key is that, since garbage collection is
only scheduled in idle time, regular schedulability analysis of the system may be per-
formed without knowledge about neither the system’s memory needs, nor any details
about the garbage collector internals. The only thing, concerning the memory system
and its garbage collector, that is required is knowledge about the cost of synchronization
between the memory system and the mutators. That means, in order to compute correct
WCET of each task, the synchronization overhead must be accounted for. However, since
we have deployed our garbage collector in Timber, the required synchronization is easily
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computed – in fact, it is at all times a small constant overhead.
In order to assess the second schedulability requirement (2), one needs a robust model

of how the garbage collected memory system behaves in the presence of parallel mutator
processes. In this thesis we have presented such a model, where we use an incremental
copying garbage collector. The model is based on process terms in a labeled transition
system (LTS), where garbage collector increments are defined as internal transitions
and the mutators’ interface to the heap is captured by labeled transitions. We have
reasoned about the basic properties of the model. We have shown that the garbage
collector eventually terminates and that the meaning of the heap is preserved at all
times. These properties constitutes correctness of the model. We have also shown that
the model enables a priori memory requirement analysis by reasoning about usefulness
of the garbage collector in terms of reduced memory occupancy.

6.2 Pointers to future work

In order to completely asses the second schedulabilty requirement (2) one needs to de-
termine the memory needs and usage of the real-time tasks. The next natural step is to
build a framework for analyzing memory usage of Timber programs. Parameters, such
as worst-case memory allocation rate, maximum live memory, etc. are vital in order to
assess the systems worst-case memory usage. Once such information is made available,
it would be possible to determine if the distribution of idle periods is sufficient for our
garbage collector to reclaim memory fast enough.

In order to increase the number of schedulable systems, various extensions and opti-
mizations may be done to the garbage collector algorithm. One such extension would be
to let the heap model capture generations.

Since all dynamic data (except the objects) in Timber are immutable, the average
survival time is probably short. Nodes that are allocated and known to become garbage
within the same reaction, could be allocated in fromspace (i.e. white) in order to reduce
the unnecessary conservatism of our collector. However, since this information has to
be known at allocation time, it would require a priori analysis to determine for which
allocation sites fromspace allocation should apply. We believe that the region inference
technique [6], used for region based memory management [49], is a possible and promising
way to determine this.

Even though it has its great advantages, restricting the garbage collector to only run
in idle time is by no means the optimal scheduling policy for real-time garbage collection.
Investigating the possibilities of liberating this requirement without losing its advantages
altogether is also a possible track for future work.
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