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Abstract

In this thesis, we propose efficient algorithms for aggregate informa-
tion extraction from sequences and multidimensional arrays. The al-
gorithms proposed are applicable in several important areas, including
large databases and DNA sequence segmentation. We first study the
problem of efficiently computing, for a given range, the range-sum in
a multidimensional array as well as computing the k maximum values,
called the top-k values. We design two efficient data structures for these
problems. For the range-sum problem, our structure supports fast up-
date while preserving low complexity of range-sum query. The proposed
top-k structure provides fast query computation in linear time propor-
tional to the sum of the sizes of a two-dimensional query region. We also
study the k maximum sum subsequences problem and develop several
efficient algorithms. In this problem, the k subsegments of consecutive
elements with largest sum are to be found. The segments can potentially
overlap, which allows for a large number of possible candidate segments.
Moreover, we design an optimal algorithm for ranking the k maximum
sum subsequences. Our solution does not require the value of k to be
known a priori. Furthermore, an optimal linear-time algorithm is de-
veloped for the maximum cover problem of finding k subsequences of
consecutive elements of maximum total element sum.
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Chapter 1

Introduction

In this thesis, problems involving aggregate information extraction from
sequences and multidimensional arrays are investigated. We propose effi-
cient algorithms for several important problems related to computations
on sequences.

Computer Science has become more important as the use of com-
puters and computation in other research areas and production systems
have increased. As the size of computational problems increases and as
the problems become more complex, the inherent computational prob-
lems naturally become a main concern, in particular for computation-
intensive applications. The problems studied in this thesis are inherent
in the computational problems that arise in several application areas
such as OLAP databases (Section 1.3) and DNA sequence segmentation
(Section 1.2), as well as natural generalizations of classical computa-
tional problems and are, as such, interesting on their own.

1.1 Algorithms and Data Structures

When constructing computer software, there are two major concerns:
Correctness and Efficiency. The requirement that the software should

1



2 CHAPTER 1. INTRODUCTION

be correct can be interpreted as that the software is required to perform
according to specification. Given that the software is correct, there is
often a requirement for efficiency in the sense that the time required
to complete the computation should be minimized. While maintaining
correctness as a requirement, we study the efficiency of solutions to
computational problems in this thesis.

Many computational problems seems trivial at first glance, and there
often exists a straightforward solution that looks appealing. However,
very often it turns out that the most obvious solution is not very efficient
with respect to computational complexity.

Consider the problem of computing the sum of the elements in an ar-
ray between two given indices. It may seem trivial, we can just compute
the sum of the elements from the low index to the high index consec-
utively. This is the best we can do if only one range-sum is needed.
However, when repeated range-sum computations on the same array
(but with different ranges) is requested, the solution is not very effi-
cient. This is because, as the size of the array becomes larger, the time
for each single range-sum could potentially consume time linearly in the
size of the array. It would be nice with a more efficient solution.

If the prefix sums of the array are computed (Figure 1.1), we will be
able to compute the sum of all elements between any indices in constant
time (by subtracting the element at the low index minus one from the
high index element) (Figure 1.2). Observe that computing the prefix
sum itself requires linear time, but the same prefix sum can then be
used to compute any range-sum.

However, if the possibility to update the elements of the array is
desirable, this second solution is inefficient for the update operation.
This is because, in the worst-case, the complete prefix sum needs to be
recomputed. Thus, if updating is more common than range-sum, the
first solution would be more efficient. This is a common situation in
algorithmic design; while it is possible to achieve good performance for
one operation on a data structure, the performance of other operations
often becomes worse. In this case, the obvious question is if there exists
an algorithm that can compute the range-sum in constant time and
still have better update complexity than linear time. In this thesis, we
propose such an algorithm.

Considering a slightly harder problem, we have potentially even more
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Figure 1.1: Example of the original array and the prefix sum. Element
i in the prefix sum array is the sum of elements 1, 2, . . . , i of the original
array.

Figure 1.2: Example illustrating how to compute the range sum using
the prefix sum instead of the original array. The computation of the
range-sum with a value of 12 (the sum from element 4 to element 7) is
performed by subtracting element 3 of the prefix sum from element 7 of
the prefix sum

to gain on constructing an efficient algorithm: find the subsequence with
the largest sum. That is, maximize the range sum of the previous prob-
lem. The obvious solution would be to compute all range-sums and then
find the largest. This is a well-studied and classical computational prob-
lem [Ben84a, Ben84b] and is solvable in linear time. If we not only want
to compute the largest, but the k largest sums, the performance would
be even worse if the simplest approach would be used. In this thesis,
this and several related problems are studied, and efficient algorithms
developed. The algorithms are simple enough to be implemented easily.
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1.1.1 Asymptotic Complexity and Notation

Given that efficient algorithms are desirable, the question of how algo-
rithmic performance should be measured and compared arise.

In the above examples, it is fairly easy to realize what performance
each operation will have, but this is not always the case. Therefore, in
order to be able to effectively compare the efficiency of algorithms, it is
important to have some kind of measure for this purpose. A commonly
used measure for algorithmic efficiency, or algorithmic complexity, is
asymptotic complexity. Asymptotic complexity is the order of growth of
the time required to solve a problem instance increases as a function of
the size of the problem instance.

The complexity of an algorithm is a function of the size of the prob-
lem instance measuring the number of operations. Very often, asymp-
totic notation is used in order to hide the exact operations count of an
algorithm and only reveal the growth rate of a function. If n is the
size of a problem and f(n) is the complexity of an algorithm for the
problem, in asymptotic notation, f(n) = O(g(n)) if and only if there
exists constants c > 0 and k > 0 such that f(n) ≤ cg(n), for n ≥ k.
Similarly, f(n) = Ω(g′(n)) if and only if there exists c > 0 and k > 0
such that f(n) ≥ cg′(n), for n ≥ k. Finally, f(n) = Θ(g(n)) if and only
if f(n) = O(g(n)) and f(n) = Ω(g(n)). Hence, f(n) = Θ(g(n)) means
that g(n) and f(n) is has the same growth rate in the asymptotic sense.

The importance of the study of asymptotic complexity for an al-
gorithm can easily be realized by considering large problem instances.
It is desirable that the time required to solve a problem instance is as
small as possible, and as the time will likely increase with the size of the
problem instance, the asymptotic complexity of the algorithm becomes
more important as the size of the problem increases. This is because for
small instances, the time required to solve the problem is probably not
very large even with a poorly constructed algorithm and hence, it can be
sufficient with such a simpler algorithm. On the other hand, with large
problem instances, the solution time required becomes a major concern.
In this thesis, we develop asymptotically efficient algorithms for several
basic and important problems.

An interesting and important question in the context of algorithmic
efficiency is how fast a problem instance can be solved, by any possi-
ble algorithm. It is often possible to prove that, in order to solve a
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particular problem, it is necessary to use at least a certain number of
operations. This number of operations is called a lower bound of a prob-
lem and is a property of the particular problem itself. Of course, the
efficiency depends on the operations available. These are defined by the
computational model [vL90] used. In many cases, it is desirable that the
computational models closely resembles a real computer, so that algo-
rithms that are efficient in the computational model are also efficient
when implemented on a real computer.

An algorithm can never be faster than the lower bound of the prob-
lem it solves. An algorithm is optimal if the complexity of the algorithm
matches the lower bound of the problem. If this is the case, the algo-
rithm cannot be improved further (in the asymptotic sense, if asymptotic
notation is used).

1.1.2 Algorithmic Efficency

As the computational power of modern computers increase rapidly, one
might falsely believe that the importance of efficient algorithms decrease
and that fast computers will be able to perform sufficiently fast with any
algorithm. However, the need for faster algorithms is by no means com-
pensated by faster computers. This is because data sets operated on
grows and large computer memories enables processing of larger prob-
lem instances. Fast algorithms improve the asymptotic complexity of
computation, which can have a dramatic impact on performance for
large problem instances. Thus, in order to be able to maintain suffi-
ciently efficient processing of computational problems, fast computers
needs to be combined with efficient algorithms.

The algorithms proposed in this thesis are applicable in areas where
good performance for large data sets are an absolute requirement. The
problems are also natural generalizations and variants of well-known
basic problems in algorithmic research and as such, are interesting on
their own and sufficiently general to be useful in a verity of practical
problems.

In the next sections, we briefly present some problems arising in
DNA sequence analysis and database analysis (data warehousing), two
areas where the algorithms proposed in this thesis are applicable.
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1.2 DNA Sequence Segmentation

We study problems, and propose algorithms, with direct applicability in
the field of DNA and protein sequence analysis. Segmentation methods
are often used for identifying interesting regions in DNA and protein se-
quences [BM98]. The idea of segmentation methods is to find segments,
or subsequences of consecutive elements, that are interesting in the sense
that they are likely to contain information for the problem at hand.

DNA sequences contains characters from an alphabet of size 4. The
characters are called A,C,T and G [BSB03]. An important problem
in this area is to find subsequences containing large GC-content (many
instances of ”C” and ”G” in the subsequence). This is because many im-
portant properties of DNA are correlated with large GC-content. These
properties includes gene length [DMG95], gene density [ZCB96], codon
usage patterns [SAL+95], number of isochores [Ber00], length of iso-
chores [NL00], chromosome recombination rate [FCC01] and distribu-
tion of classes of repetitive elements [SMRB83]. Other problems where
segmentation methods can be used includes finding isochores in DNA
sequences [FC90, LBGHG02] discovery of CpG island [LBGHG02, RT99]
and gene finding [KME02].

In this context, segmentation methods can be utilized in order to
find interesting segments that are candidates for solutions to the above-
mentioned problems. Segmentation of DNA sequences are often per-
formed by assigning a numerical value to each character of the sequence
This value is chosen depending on the optimization criteria of the appli-
cation. The numerical value need not be fixed a priori, but can, for in-
stance, be the relative frequency of the character in the sequence [CL03].
Various segmentation methods can then be applied to the sequence of
numerical values [BM98, Csű04, CL03].

A common scheme is to utilize a scoring function in order to identify
interesting subsequences. A scoring function computes, given a subse-
quence, a numerical score of the subsequence. The individual values of
the characters in the sequence are used as basis for the computation.
The computed score represents the importance of that sequence in the
particular application area. Various scoring functions have been pro-
posed [Csű04, RT99, CL03, BM98]. A commonly used scoring function
is to use the sum of the elements as score [Csű04]. Such a solution in-
stance is called a maximum cover of the sequence. In this thesis, we
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propose an optimal algorithm for finding such a maximum cover.

1.3 Databases

Large databases have always been an issue for powerful computers. It
is an obvious advantage to use computers in this area and, therefore,
databases was one of the first large applications of computers [CKA96].
There are, of course, several reasons for the popularity of computers in
these specific areas. One of the most important motivations for the use
of computers in those areas are the enormous time needed to perform the
corresponding operations by hand. Often, the time required to perform
database and (more so) scientific computing without computers made
the problems intractable.

The widespread use and acceptance of computer-based systems for
database management have lead to a variety of different conceptual mod-
els for database management and data view.

In many of today’s database management systems, the database
model used is the relational database [Cod70, Cod95, EN04]. The rela-
tional database has gained a lot of interest because of its flexibility and
mathematical foundation. The relational model is based on the mathe-
matical concept of relational algebra. In this model, the data is, as in
many other models, represented by records that consists of fields. Both
records and fields have a type that specifies the type of informational
content. The relational database model introduces the concept of tables
of records. Each record present in the database of a certain type can
be organized in a table where each row corresponds to a record and
each column corresponds to a field. The database can consist of many
tables of different record types. Each such table defines a relation on
the record type. Each record can be viewed as specifying a point in a
multidimensional universe (one field for each dimension) and hence the
term relation.

Traditionally, databases have been accessed by the use of fairly
simple queries, mostly involving only a small part of the database.
Such a database can be called an OLTP-database (Online Transac-
tional Processing). Lately, the On-Line Analytic Processing (OLAP)
[CCS93, BE97] has gained interest. In such a database, the focus is on
aggregating the information in the database in order for the user to get
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a compiled view of some part of the data in the database. The amount
of data required to be processed by a query can be huge, potentially the
whole database. This can often have a dramatic performance impact
on the database and be in conflict with the requirement of the OLTP
queries and updates. Therefore, the data is often moved from the OLTP
system to a separate database, called data warehouse that is specialized
in answering OLAP queries fast.

The Data Cube

In the context of OLAP and data warehouse the datacube [GCB+97] is
often used as a concrete view of the database. The datacube can be
regarded as a different view of a relation from a relational database.
One of the fields (often called attributes in this context) from the rela-
tional database’s record is chosen as the measure attribute and the other
are called dimensional attributes. The origin of the name “datacube”
is from the view of the set of records as a multidimensional array (a
cube, in three dimensions), where the dimensional attributes are used
as orthogonal axes and the measure attribute as a value in the cell for
each record.

Since the OLAP model is targeted at analyzing data already present
in the database in an aggregate and overview fashion, the supported
operations on the datacube implementation of the OLAP model typi-
cally incorporates information from a huge number of elements into the
answer of the query. The need for good performance in the answering of
advanced aggregate operations sometimes leads to algorithms with poor
update performance or that does not at all allow updates. This can be
acceptable in some instances of OLAP systems. However, in many sys-
tems there is a need for fast updates as well. High update performance
of aggregate operations is, for many query types, an important research
topic. We will show some progress in this thesis.

The range max/min query is one of the basic datacube operations.
The query consists of a multidimensional range specified as ranges over
the dimensional attributes of the datacube. The answer is the maximum
(or minimum) value over all records (or, points) in the query region. The
range max/min query only operates with orthogonal ranges.

The range top-k query [LLAL02, LLA+01] or k max, retrieves the
largest, the second largest, . . . , the kth largest elements of a specified
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range. With such a query, more information is retrieved from the dat-
acube and the user is provided with a better overview of the information.

A very powerful aggregate operation on the datacube is the ability
to identify a region which has the largest sum of values. This leads to
the multidimensional version of the classical maximum sum subsequence
problem, where the region of the largest sum of the datacube is to be
found. A more general operation is the k maximum sum subsequences
problem. It is the problem to finding the k largest range sums.

The user demands on the data warehouse and on the OLAP envi-
ronments to perform the above mentioned operations well have lead to
the intensive study of corresponding algorithmic problems. These fun-
damental problems in Computer Science are of great interest, not only
in the context of data warehousing and OLAP, but also in other areas,
including machine learning [Maa94], computer graphics [Gre78] and, as
discussed earlier, computational biology (Section 1.2).

1.4 Algorithmic Problems and New Results

In this thesis, we propose efficient algorithms and data structures, all of
which improves over the previous best results.

In this section, the algorithmic problems studied in this thesis are
presented and previous work for respective problem discussed. New
advancements represented by the proposed algorithms in this thesis are
also introduced.

1.4.1 Orthogonal Range Sum

In the Orthogonal Range Sum problem, we study how to maintain a
d-dimensional array, of size n in each dimension, under the operations
of orthogonal range sum and element update. The operation of orthog-
onal range sum is, given a d-dimensional orthogonal range, to efficiently
compute the sum of the elements in the range.

There are a number of efficiency parameters to consider when design-
ing algorithms for the range-sum query, including space usage, update
performance, query time.
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Previous Work

Ho et al. [HAMS97] introduced the prefix sum approach for the solution.
With this approach, the query performance is O(2d), independent of the
size of the query region, where d is the dimensionality of the data cube.
The space usage is optimal: It requires the same amount of space as
the data cube itself. The update performance, however, is O(nd) for
data cubes of nd elements. In the same paper, Ho et al. also suggest
using a block version of the prefix sum technique, which improves the
update performance, but increases the space usage. Moreover, the query
performance also decreases accordingly. Additionally, Ho et al. also in
the same paper, suggest batching updates and perform several updates
at one instance and thereby saving time per query when rebuilding the
prefix cube. Along this line several other techniques, based on the prefix
sum approach, have successfully been developed [GAAS99, CCLL01,
GRAA99, RAAP00, RAA01, Poo01].

Poon [Poo01] introduces a data structure with a query time of
O((2L)d) and update time of O((2Ln(1/L))d), where L is a parameter.
The structure uses O((2n)d) storage. Poon also proposes similar struc-
tures for the range max problem. Geffner et al. [GAAS99, GRAA99]
introduce an efficient structure, termed the Relative Prefix Sum that
has a query complexity of O(2d) and an update complexity of O(nd/2).
The space usage of this structure is also super-linear, but smaller than
that of the structure by Poon. Geffner et al. [GRAA99] also proposes a
recursive structure, termed the Dynamic Data Cube, which has update
and query complexity of O(logd n). Again, the space usage is super-
linear but less than the space usage in Poon’s structure.

Chun et al. [CCLL01] present a structure with good performance
according to their simulations. However, they do not present any theo-
retical analysis of their result and the space usage is still super-linear.

All of the above-mentioned structures uses extra space in order to
achieve high performance for queries or updates or, both. Two structures
saving space have been introduced by Riedewald et al. [RAAP00]. One
of them is the Space Efficient Relative Prefix Sum which is a direct
successor to the Relative Prefix Sum. It does not use any extra space, but
has the same performance as the Relative Prefix Sum, which is O(nd/2)
for updates and O(2d) for queries. The other structure that is the Space
Efficient Dynamic Data Cube by Riedewald et al. [RAAP00] that has the
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same performance as its predecessor, the Dynamic Data Cube, namely
O(logd n) for both updates and queries. This query performance is,
however, for prefix sum queries.

New Results

In Chapter 2 we show how to answer range-sum queries on the data cube
with constant query complexity, with respect to the size of the data cube,
while maintaining sub-linear update time. Our algorithm does not use
any extra space. These results provide superior query-update trade-off
over previous known structures not using any extra space. The structure
is also fairly easy to implement. The performance of our structure is the
result of further development of both the Space Efficient Relative Prefix
Sum and the Space Efficient Dynamic Data Cube.

In addition to both better update and query performance, our struc-
ture has a trade-off parameter, which can be used to trade query per-
formance for update performance. The query performance can be held
constant, with respect to the size of the data cube, while the update per-
formance is highly super-linear. The query performance of our structure

is O
(
2id

)
while maintaining an update performance of O

(
(2i 2

i√
n)d

)
,

where i is the trade-off parameter. These results have been published
as ”Space-Efficient Range-Sum Queries in OLAP” in Proceedings of the
6th International Conference on Data Warehousing and Knowledge Dis-
covery, Lecture Notes in Computer Science, volume 3181, pages 87-96,
2004 [BC04b].

1.4.2 Range Top-k Queries

In Chapter 3, we will study the Range top-k problem. The problem
is a generalization of the range max problem. Given an multidimen-
sional array, the problem is to find the k largest values in some specified
orthogonal range.

Previous Work

The problem has been studied by Donjerkovic and Ramakrishnan
[DR99]. They use a probabilistic approach to solve the problem. Chaud-
huri and Gravano [CG99] studies a variant of the problem, where the
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objective is to find the largest k records that are located nearest to the
query point. They present their algorithm in the context of the rela-
tional database model. Luo et al. [LLA+01] studied the range top-k
query in the context of sparse data cubes. For the general case, Loh et
al. [LLAL02] introduce the Adaptive Pre-computed Partition Top method
(APPT) to solve this problem. APPT performs well as shown by exper-
iments [LLAL02]. However, no theoretical analysis is provided.

New Results

We show, in Chapter 3 of this thesis that the worst-case query complexity
of the APPT is O(nd) for a d-dimensional data cube. For the two-
dimensional case, we design an O(m1 + m2)-query algorithm, where
m1 × m2 is the size of the query region. Our structure is similar to the
APPT in that blocks are used to store pre-computed values. However,
our structure is recursive in hierarchical levels.

1.4.3 k Maximum Sum Subsequences

One frequently used pedagogical example of optimizing computer pro-
grams for speed is the maximum sum subsequence problem [Wei95].
Given a sequence of real numbers 〈x1, x2, · · · , xn〉, the objective is to find
a subsequence of consecutive elements with the maximum sum among
all such subsequences 〈xi, · · · , xj〉 for 1 ≤ i ≤ j ≤ n. This problem is
a special one-dimensional version of the maximum sum subarray prob-
lem that serves as a maximum likelihood estimator for some patterns
when processing digital pictures [Ben84a, Gre78]. For the latter prob-
lem, a two-dimensional array of real numbers is given, and the task is
to find a rectangular subarray with the largest possible sum among all
such subarrays. The problem arises in data mining and graphics as well
[AIS93, FMMT96].

A natural extension of the above problems is to compute the k largest
sums over all possible subsequences/subarrays. We present several al-
gorithms for this and the closely related problem of ranking the k max-
imum sum subsequences. In the latter problem, the k subsequences are
required to be computed in non-increasing order.
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Previous Work

The maximum sum subsequence problem has a linear time sequen-
tial solution [Ben84b, Gri82]. For an m × n matrix of real numbers,
the maximum subarray problem can be solved in O

(
m2n

)
time (as-

suming that m ≤ n) [Ben84b, Gri82, Smi87]. By reducing the prob-
lem to graph distance matrix multiplications, Tamaki and Tokuyama
[TT98] present the first sub-cubic time algorithm for the maximum
sum subarray problem. The time complexity of their algorithm is

O
(
nm2

√
(log log m/ log m) log(n/m)

)
. Following the same strategy,

Takaoka [Tak02] gives a modified algorithm with a slightly better time
complexity. In the context of parallel computations, optimal speed-up
algorithms on different models of parallel computations have been de-
veloped [Smi87, AG91, PD95, QA99].

While the maximum sum subsequence problem can be solved in Θ(n)
time [Ben84b, Gri82], closer inspection reveals that a similar approach
(by scanning the input array and updating the maximum sum subse-
quence encountered so far) seemingly will not work for the problem of
finding the k maximum sum subsequences (since the number of candi-
date subsequences becomes Θ(n2)). Recently, an algorithm for comput-
ing the k maximum sum subsequences in a mesh parallel model has been
presented in [BT04]. Their algorithm can also be executed sequentially,
in which case the time complexity is Θ(nk).

New Results

In Chapter 4 we present an algorithm that solves the k maximum sum
subsequences problem in O(n

√
k) time in the worst case. We also propose

an algorithm with worst-case running time of O(n + k log2 n). Observe
that the first algorithm is more efficient for small values of the parameter
k. Theses algorithms results in a combined algorithm with a complexity
of O(min{n + k log2 n, n

√
k}). These results have been published as

”Efficient Algorithms for k Maximum Sums” in Algorithmica, volume
46, number 1, pages 27-41, 2006 [BC06b].

For the closely related problem of ranking the k maximum sum subse-
quences, an algorithm with running time of O(n+k log n) is proposed in
Chapter 5. The algorithm uses linear time of preprocessing whereafter
successive queries for the first, second, . . . , k:th maximum sum sub-
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sequences can be performed, each with a complexity of O(log n) time.
Observe that the value of k does not need to be known at the time of
preprocessing. The algorithm is proven to be optimal for k = O(n).

The latter algorithm actually also improves over the former in the
case where k is small. When combined, a complexity of O(min{k +
n log2 n, n + k log n}) is achieved, which is optimal for both k =
O(n/ log n) and k = Ω(n log2 n). These results have been published as
”Ranking k Maximum Sums” in Theoretical Computer Science, volume
377, pages 229-237, 2007 [BC07].

1.4.4 Maximum Scoring Segments

The problem of computing the maximum scoring segments arises in DNA
sequence segmentation (Section 1.2). While the k maximum sum subse-
quences problem considers possibly overlapping subsequences, another
natural generalization of the maximum subsequence problem is to com-
pute k largest disjoint subsequences. This is the maximum scoring seg-
ments problem. When considering disjoint sequences, it is possible to
maximize either the individual sum of each segment or the total sum of
all segments. In the first problem, we look for the first, second, . . . , k:th
largest disjoint subsequences. That is, we first find the maximum sum
subsequence, and among the remaining elements, we find the largest,
and so on. In the second problem setting, the problem is to find k sub-
sequences such that the total sum of their elements are maximized. This
is the problem studied in this thesis.

Previous Work

Ruzzo and Tompa [RT99] investigated the problem of maximizing each
segment individually. They present an Θ(n)-time algorithm for the prob-
lem.

Recently, Csűrös [Csű04] proposed an efficient algorithm for the sec-
ond problem of maximizing the total score of k subsequences. That is,
it finds the k subsequences with highest total sum (score). Such a col-
lection of subsequences are called a cover of the original sequence. The
problem is thus to find a maximum cover.

Algorithms for both problems can successfully be used as scoring
functions when investigating DNA-sequences, as discussed earlier. If a
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general segment scoring function (other than the sum of the segments
as in this paper) is used, then the problem of finding a k-cover with
maximum score can be solved in O(n2k) time [AL89, BW77]. When
the score of a segment is the sum of the elements in the segment, the
problem can be solved faster, as proved by Csűrös [Csű04]. Csűrös’
algorithm requires Θ(n log n) time. In this thesis, we show how to solve
the problem in linear time.

New Results

A new algorithm for the maximum scoring segments problem is pro-
posed. This algorithm solves the problem in O(nα(n, n)) time in the
worst case. Here, α(n, n) is the inverse Ackermann function evaluated
on (n, n). This is an extremely slowly growing function. This result have
been published as ”Computing Maximum Scoring Segments in Almost
Linear Time” in Proceedings of the 12th Annual International Comput-
ing and Combinatorics Conference, Lecture Notes in Computer Science
4112, pages 255-264, 2006 [BC06a].

We also propose an improved algorithm, where we manage to avoid
the use of data structures that forced the inverse Ackermann function
in the previous algorithm. The improved algorithm requires O(n) time
in the worst case and is optimal.

However, our O(nα(n, n))-time algorithm is probably faster in prac-
tice, since it makes use of the very fast union-find structure instead of
numerus instances of countingsort. Also, depending on implementation,
the O(nα(n, n))-time algorithm could potentially require less memory
during computation.





Chapter 2

Space-Efficient

Range-Sum

In this chapter, we study the problem of range-sum on a multidimen-
sional data cube. The problem is to find the orthogonal range-sum of a
data cube and has been investigated intensively. Previously, two space-
efficient structures, the Space Efficient Dynamic Data Cube [RAAP00]
and the Space-Efficient Relative Prefix Sum [RAAP00] achieve good per-
formance. We will generalize these two results and propose a new data
structure and algorithm for the problem. Our new algorithm has bet-
ter update-query time trade-off than previous algorithms. As a special
case, our algorithm can guarantee constant query time while maintaining
sub-linear update time.

Moreover, we will analyze the complexity of the Space Efficient Dy-
namic Data Cube which are omitted in the original paper [RAAP00].

2.1 Prefix Sum Methods

This section will review some previous methods that are closely related
to our new structure. All those structures are based on the prefix
sum [HAMS97]. Among them are the Space-Efficient Relative Prefix
Sum [RAAP00] and the Space-Efficient Dynamic Data Cube [RAAP00].

17
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From the prefix sum, it is is easy to compute a range-sum by subtract-
ing (and adding, for higher dimensions) prefix sums corresponding to
the lower indexes of the range from the prefix sums corresponding to
the higher indexes of the range [HAMS97] (se Figure 1.2 for a simple
one-dimensional example).

Consider the two extremes: the original array of length n and the
prefix sum array. A query performed on the original array takes Θ(n)
time in the worst case. An update, on the other hand, requires only
O(1) time. For an array of prefix sums, it’s the opposite; an update
requires Θ(n) time (because the prefix sum needs to be recalculated),
while a query requires only O(1) time. Different techniques have been
proposed that combines these two approaches.

The Relative Prefix Sum [GAAS99, GRAA99] and the Space-
Efficient Relative Prefix Sum [RAAP00, RAA01] use a clever blocking
scheme to achieve their high performance. Each dimension of the data
cube is divided into

√
n blocks. Consider a one-dimensional data cube

(an array). Basically, for each block, a prefix sum of all elements in the
block is computed. Additionally, for each block, the sum of all elements
of previous blocks is stored. This makes it possible to compute the pre-
fix sum by adding one element from the prefix sum of the block and
the other element (the sum of all previous blocks) corresponding to the
same block. Updates will now be faster, since only the prefix sum in
one block needs to be updated. Additionally, all of the extra elements
have to be updated, but that requires the same amount of time as the
update of the prefix sum.

Figure 2.1: One dimensional Relative Prefix Sum
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Figure 2.2: One dimensional Space-Efficient relative Prefix Sum

To be precise, in the Relative Prefix Sum (RPS) [GAAS99,
GRAA99], the data set is represented by two arrays; the Overlay ar-
ray (l) and the Relative prefix array (r). Each array is divided in

√
ni

blocks of
√

ni elements each, along dimension i, for i = 0, 1, . . . , d − 1.
In Figure 2.1, a simple one dimensional example of the RPS is shown,
where n = 16 and the block boundaries have been emphasized with thick
lines. In the relative prefix array, r, the prefix sum relative to each block
is stored. In the overlay array, l, the first element of each block stores
the sum of all elements (from the data cube) of all previous blocks. In
d dimensions, the situation is slightly more complicated, but the idea is
the same. A query is performed by adding the value from the block of
the overlay array, corresponding to the higher index of the query range,
with the value from the relative prefix array with the higher index of
the query. This effectively computes the prefix sum for the upper query
index. For a range-sum query, the prefix sum for the lower query index
is computed in the same way and the two are subtracted to give the
result. When updating the structure, it is only necessary to update the
block of the relative prefix array corresponding to the updated element.
There are O(

√
n) elements in this block. The overlay array may need to

be rebuilt. The overlay array consists of O(
√

n) elements, so the total
update complexity is O(

√
n).

The Space-Efficient Relative Prefix Sum (SRPS) by Riedewald et al.
[RAAP00] is a structure very similar to the RPS, but the space usage
is smaller. Consider the one-dimensional RPS of Figure 2.1 again. If
the elements in the overlay array contains the inclusive sum (instead of
the exclusive), we need only store a shorter local prefix sum in the RPS
array. It is sufficient that the local prefix sum in the RPS array starts
at the 2:nd position in the block (if the overlay sums are inclusive). The
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Figure 2.3: Computing the prefix sum using the Space-Efficient relative
Prefix Sum. The two elements from the SRPS is added in order to form
the prefix sum.

first position in the local prefix sum in the RPS array can then be used
to store the overlay array. This way, the structure does not use more
space than the original data cube (Figure 2.2). Search and update are
performed similar to the RPS.

For example, consider Figure 2.3. Here, the prefix sum for index 7 is
computed using the SRPS. Clearly, the prefix sum is 16 (the sum of all
elements from the first up to the 7th element). Using the SRPS, the sum
is computed by adding the element at position 5, which has the value 7,
with the element at position 7, which has a value of 9. The sum, 7 + 9,
is 16.

In the Space-Efficient Dynamic Data Cube [RAAP00], which is an
improvement of the Dynamic Data Cube (DDC) [GRAA99], the tech-
nique of the SRPS is applied recursively on each block and on the bound-
ary cells of each block (this only makes sense in two or more dimensions).
However, instead of splitting the array into

√
ni blocks, each dimension

is split in two (or any other constant) parts. In general, we get 2d boxes
for a d-dimensional cube. Now, call the region corresponding to the pre-
fix sum of a block, the inner region of each block. The inner region, in
d dimensions, contains all elements in a box, except for the first element
in each dimension. Those elements form the border region.

The inner region is a prefix sum and it is possible to recursively
apply the algorithm to this region in the following manner. Consider
the data cube that would have generated the prefix sum (the pairwise
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difference of the prefix sum). It is possible to recursively apply the
SDDC algorithm to that data. Note that it is no longer necessary to
store the original elements of the inner region, but the elements resulting
from the recursive application of the algorithm is stored instead. The
recursion continues O(log n) levels.

Now, consider the border cells of a block (cells that are not in the
inner region – the first cell of each block, in the one-dimensional case).
Observe that, in the one-dimensional case, the border of each block has
dimension 0 (it is a scalar). In general, for d dimensions, the border cells
contains

(
d
k

)
regions of k dimensions. For instance, in two dimensions,

there are two regions of one dimension and one region of zero dimensions.
Each border region is in itself a prefix sum because each element (border
cell) is the sum of all elements in the data cube with smaller index. Each
such sum spans d− k dimensions. For each region of the border of each
box, the SDDC algorithm (of the dimensionality of the region) is applied
recursively. The elements are stored in the same place as we would have
done without recursion, thus, throwing away the old elements (from
before the recursion). Queries and updates are handled similar to the
SRPS, but recursively.

This way, we get a structure (and a corresponding algorithm) re-
quiring O(logd n) array accesses for both update and query. See Section
2.3 for a performance analysis, which is omitted in the original paper
[RAAP00].

2.2 Space-Efficient Range Sum

In our structure, the recursive technique of the DDC and the SDDC is
extended significantly. Our structure uses the same blocking scheme as
the SRPS structure, but the algorithm is not only applied recursively
within each block. This would indeed yield worse performance than the
SDDC, because of the need to update a larger number of border cells.
Instead, we observe that the border element stored for each block to-
gether with the border elements from all other blocks, form a prefix sum
of their own! It is then very possible to recursively apply the algorithm
to those elements in addition to the blocks. The real benefit of this
approach is seen only in higher dimensions, however. Here, the DDC
and the SDDC have to use recursive calls to the algorithm of lower di-
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mensions, in fact all dimensions lower than the actual data cube. This
complicates the analysis quite a bit. Nevertheless, an analysis of the
SDDC is provided in Section 2.3. In our algorithm, all recursive sub-
problems will be of the same dimensionality as the original data cube,
which makes the structure very easy to analyze in addition to giving it
high performance.

Our structure for range sum queries combines the techniques from
both the SRPS and the SDDC. We use a recursive storage technique
to obtain fast range sum queries (constant time) and to achieve good
trade-off between queries and updates. In essence, instead of storing
the elements from smaller subproblems that appear in the structure
directly, our algorithm is applied recursively and the result from the
recursion is stored. This results in a prefix sum query performance of
O(2id) while maintaining an update complexity of O((2i 2

i√
n)d), where i

is a trade-off parameter. This improves over previous known structures,
in the asymptotic sense. The trade-off can be tuned toward query per-
formance and achieves constant query time while maintaining a highly
sub linear update complexity. Observe that the complexity of updates
can be improved by just increasing the time consumed by queries. No-
tice, however, that it is possible to improve the complexity of updates
while still maintaining constant query time.

2.2.1 Constant Query Time

The query time of O
(
2id

)
is constant with respect to n for any i and d.

Thus, it is possible to achieve very good update performance while still
maintaining constant lookup time. We will first present the general idea
and then continue with a detailed presentation of the two dimensional
case followed by the general case.

The algorithm splits each dimension in
√

n blocks (each with side-
length

√
n). Consider Figure 2.5. We make the important observation

that it is not only possible to apply the algorithm recursively within
each block, but that all border regions of k dimensions together with
the corresponding border regions from other cells in d − k dimensions
form a subproblem of size O(

√
n) and dimensionality d. See Figure 2.5

for a 2-dimensional example of the recursion technique. Here, one row of
1-dimensional subproblems (a) form a new 2-dimensional subproblem.
In the same way, one column of 1-dimensional subproblems (b) form
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Figure 2.4: 2-dimensional example

0

0

a

b

c

Figure 2.5: Recursion in a 2 dimensions
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a new 2-dimensional subproblem. Additionally, the first element of all
blocks (0-dim) form a new 2-dimensional subproblem (c). Thus, we
only have to recurse over subproblems of the same dimensionality. In
this way, we can not only describe our fast algorithm simply, but perform
the complexity analysis of the algorithm neatly.

Consider the one-dimensional example of Figure 2.2 again. At just
one recursion level, our structure would be the same as the SRPS. How-
ever, at two recursion levels, the structure would be formed in each of the
inner regions as well (in order from left: 〈3, 3, 5〉, 〈5, 9, 10〉, 〈3, 3, 5〉 and
〈3, 3, 5〉). Unfortunately, it takes a much larger example to actually form
a two-level structure. Each border region (in order from left: 〈1〉, 〈7〉,
〈27〉 and 〈32〉) together form a subproblem. The algorithm is recursively
applied to them as well. This would yield the vector 〈1, 6, 27, 5〉. This
vector would then be stored instead of the border elements. The struc-
ture is applied to the pairwise difference of the elements (〈1, 6, 20, 5〉),
not the elements themselves, because the algorithm does not operate
on a prefix sum representation of elements, but rather directly on the
elements. The inner regions in this very small example becomes only
one element (the ”6” and the ”5”).

Let d be the dimension of the data cube and ni, 0 ≤ i ≤ d − 1, be
the size of the data cube for dimension i. Moreover, let e(x0,x1,...,xd−1)

denote the elements of the original data cube, where 0 ≤ xi ≤ ni − 1.
and let g(x0,x1,...,xd−1) denote the elements of our data structure. Next,
we will present the data structure in detail. First, the two-dimensional
case is presented, whereafter the general case is introduced.

Consider a single block

b(x,y) = g(k0�√n0�+x,k1�√n1�+y),

where x ∈ [
0,
⌈√

no

⌉− 1
]
, and y ∈ [

0,
⌈√

n1

⌉− 1
]

for any k0 and k1

(such that the block is within the data cube) of an n0 by n1 structure
of two dimensions. Then b(0,0) (marked “a” in Figure 2.4) will contain
the sum of all elements of the original data cube that has smaller index
than both x and y (the elements to the lower left, marked “e”, in Figure
2.4). Next, consider the elements{

b(x,0) : x ∈ [1,
⌈√

n
⌉− 1]

}
(marked “b” in Figure 2.4). The element b(1,0) will contain the sum of all
elements from the original data cube with smaller y-index than b(1,0), but
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with the same x-index. This is shown with “d” in Figure 2.4. Observe
that the sum is computed on the original elements, not the elements of
the data structure (as described earlier, because the algorithm operates
on original elements, not on prefix sum elements). In the same way,
b(2,0) contains the sum of the elements with smaller y-index, but with
x = 2 plus b(1,0). This holds in general. The fact that

b(x,0) = b(x−1,0) + e(k0�√n0�+x,k1�√n1�)

makes the elements a prefix sum. The set of elements

{
b(0,y) : x ∈ [1, �√n0	 − 1]

}
(marked “c” in Figure 2.4) stores elements in the same way, but with
coordinates swapped.

We observe that each block in the two-dimensional case contains one
prefix sum of two dimensions (white in Figure 2.5), two prefix sums
of one dimension (light grey in Figure 2.5) and one prefix sum of zero
dimension (a scalar, dark grey in Fig. 2.5). In general, for d dimensions,
each block will contain

(d
k

)
prefix sums of k dimensions. This can be

realized from an algebraic point of view. The elements for the prefix
sums within a single block can be obtained by fixing selected dimensions
to 0 (relative to the block) and letting the other dimensions vary to span
the region of the prefix sum. If we choose to fix k of the dimensions, it
can be done in

(
d
k

)
ways.

Consider an arbitrary block

b(i0,i1,...,id−1) = g(k0�√n0�+i0,k1�√n1�+i1,...,k1�√nd−1	+id−1)

of our structure, where k0, k1, . . . , kd−1 selects block. Then, for the bor-
der regions, we have that

b(i0,i1,...,id−1) =

h0∑
j0=l0

h1∑
j1=l1

. . .

hd−1∑
jd−1=ld−1

e(j0,j1,...,jd−1)

where

ij = 0 ⇔ (
lj = 0, hj = kj

⌈√
nj

⌉)
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and

ij > 0 ⇔ (
lj = kj

⌈√
nj

⌉
+ 1, hj = kj

⌈√
nj

⌉
+ ij

)
for

j ∈ [0, d − 1]

iff

∃i ∈ {io, i1, . . . , id−1} : i = 0.

The last condition restricts the validity of the formula to the borders of
the block (where at least one index is zero). For the rest of the block
(the local prefix sum, no indices are zero) we have that

b(i0,i1,...,id−1) =

a0+i0∑
j0=a0+1

a1+i1∑
j1=a1+1

. . .

ad−1+id−1∑
jd−1=ad−1+1

e(j0,j1,...,jd−1)

for

ij ∈ [1,
⌈√

nj

⌉− 1], aj = kj

⌈√
nj

⌉
, j ∈ [0, d − 1].

The above discussed structure is a one-level recursive structure (that
is, i = 1). Now, we are ready to present the recursion for the general
case. Consider Figure 2.5. Within each block (the inner region), the
algorithm can be applied recursively. Consider the prefix sum (white
elements) of the inner region of a block. The algorithm could be ap-
plied to the original data cube that corresponds to the prefix sum (the
pairwise difference). Consider element (0, 0) of all blocks (the dark grey
elements). They also represent a prefix sum and our algorithm can be
applied recursively to their pairwise difference. To see this, remember
that each of those elements contains the sum of all elements from e(0,0)

up to b(0,0) (in two dimensions). Thus, element (0, 0) from all blocks
together forms a 2-dimensional prefix sum. Similar reasoning can be
applied to elements{

b(x,0) : x ∈ [1, �√n0 	 − 1]
}

and
{
b(0,y) : y ∈ [1, �√n1 	 − 1]

}
(light grey in Figure 2.4). One row (or one column) of such elements
form a two dimensional prefix sum and our algorithm can be applied
recursively to those sums.
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Figure 2.6: Single box of 3-dimensional structure

Instead of storing the elements of the structure directly, we store the
elements of the recursive application of the algorithm. This is possible
since the structure does not require extra space, and therefore, a recur-
sive application does not increase the space requirement. Observe that
the size of each dimension of the subproblems is O

(√
ni

)
. In general,

the subproblems consists of the elements from the data cube that can
be obtained by varying the index within blocks for certain dimensions
and varying the block for the other dimensions. As an example, we show
a single box for our structure in 3 dimensions in Figure 2.6.

For an update, on a one-level structure, it is necessary to rebuild
one block and all of the affected border regions (regions that include
the updated element in their sum). However, for a multi-level recursive
structure, it is only necessary to update the smaller block in the recursive
application and the smaller border regions. A query can be processed
fairly simple: The prefix sum (or the range-sum) can be computed by
following the recursive structure and adding the appropriate elements.

With the above compact recursive structure, our algorithm achieves
the constant time prefix sum queries.

Theorem 1. The algorithm, described above, has a prefix-sum query
complexity of O(2id), where i is the recursion depth and d is the dimen-
sion of the data cube.

Proof. Let Td(n, i) denote the query complexity. Clearly,

Td(n, i) =

{∑d
j=0

(d
j

)
Td (

√
n, i − 1) , if i > 0

1 , if i = 0
.
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For i > 0, we have

Td(n, i) =

d∑
k=0

(
d

k

)
Td

(√
n, i − 1

)
= 2dTd

(√
n, i − 1

)
= 22dTd

(
2
2√
n, i − 2

)
...

= 2jdTd

(
2
j√
n, i − j

)
[

Td(n, 0) = 1
i − j = 0 ⇔ i = j

]

= 2idTd

(
2
i√
n, i − i

)
= 2id.

At the same time, our algorithm requires sub-linear time for update
operations while maintaining constant prefix sum queries.

Theorem 2. The algorithm, described above, has an update complexity
of O(2id( 2

i√
n)d), where i is the recursion depth and d is the dimension

of the data cube.

Proof. Let Ud(n, i) denote the update time. Hence, from the description
of the algorithm we have,

Ud(n, i) =
d∑

k=0

(
d

k

)
Ud(

√
n, i − 1), if i > 0,

and

Ud(n, i) = nd, if i = 0.
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For i > 0, we have

Ud(n, i) =

d∑
k=0

(
d

k

)
Ud

(√
n, i − 1

)
= 2dUd

(√
n, i − 1

)
= 22dUd

(
2
2√
n, i − 2

)
...

= 2jdUd

(
2
j√
n, i − j

)
[

Ud(n, 0) = nd

i − j = 0 ⇔ i = j

]

= 2idUd

(
2
i√
n, i − i

)
= 2id

(
2
i√
n
)d

.

2.2.2 Update-Query Time Trade-Off

Notice that the time complexity of prefix sum query and of update de-
pends not only on the data size nd, but also on the number of recursion
levels, i, of the data structure (parameter). By choosing the parame-
ter i, we obtain different trade-off between the running time of queries
and updates. Hence, i can be chosen to tailor the performance of the
structure to the needs of the user. If queries are much more common
than updates, probably a constant query time is desirable. If i = O(1),
then the query complexity is always constant (with respect to n), but
the update complexity is

O
(
2id 2

i√
nd
)

= O
(

2
i√
nd
)

.

If, on the other hand, the maximum recursion depth possible, is chosen,
we get a query complexity of O(logd n) with respect to n and an update
complexity of O(2d logd n) = O(logd n) with respect to n, which is the
same as the complexity of the SDDC [RAAP00]. Therefore,
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Corollary 1. If the trade-off parameter, i = O(log log n), both the up-
date and prefix-sum complexity becomes O(logd n).

This matches the complexity of the Space-Efficient Dynamic Data
Cube, since O(2d logd n) = O(logd n), if d is constant.

Corollary 2. If the trade-off parameter i = l, for some constant l, the
prefix-sum complexity is O(2ld), which is constant with respect to n, and
the update complexity is

O
(
2id 2

i√
nd
)

.

Notice that O
(
2id 2

i√
nd
)

= o
(
nd
)
.

2.2.3 Comparison to Previous Structures

Our structure has better asymptotic query-update trade-off compared to
previous structures. To our best knowledge, the best previously known
constant- query-time structure that does not require extra memory is the
SRPS that has an update complexity of O(

√
nd). For constant query

complexity, our structure has O(2id 2
i√
nd) update complexity.

In the next section, we will introduce a trade-off parameter for the
SDDC, similar to our trade-off parameter. The SDDC, with our pro-
posed trade-off has an update complexity of O(nd), for constant query
complexity. However, the SDDC was designed with query and update
complexities of O(logd n). This can be asymptotically matched by our
structure by choosing the trade-off parameter, i = log log n.

Additionally, our structure can be easier to parallelize, because the
data cube is divided by O(

√
n) instead of blocks of constant size.

2.3 Analysis of the SDDC

In this section, we present an analysis of the SDDC (Space-Efficient
Dynamic Data Cube) algorithm [RAAP00]. Furthermore, we introduce
a trade-off parameter for the SDDC, which is not introduced in the
original SDDC. It is important to observe that the trade-off parameter
is the recursion depth in both our structure and the modified SDDC.
Our structure, however, requires a lower recursion depth to achieve the
same performance.
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Theorem 3. The prefix sum complexity of the SDDC is Ω(id), where i
is the recursion depth and d is the dimension of the data cube.

Proof. Let Td(n, i) denote the prefix-sum complexity of the SDDC. Since
the SDDC algorithm reduce the problem size by a factor of k after each
recursion step, we have

Td(n, i) =

d∑
j=0

(
d

j

)
Tj(n/k, i − 1), if i > 0 and d > 0

and

Td(n, i) = 1, if d = 0 or if i = 0.

We will prove that

Td(n, i) ≥ id

by induction on d. For d = 1, we know that

T1(n, i) = i + 1 ≥ i.

Assume that

∀d′ < d : Td′(n, i) ≥ id
′

.

Hence,

Td(n, i) =
d∑

j=0

(
d

j

)
Tj(n/k, i − 1)

≥
d−1∑
j=0

(
d

j

)
(i − 1)j + Td(n/k, i − 1)

= (i − 1 + 1)d − (i − 1)d + Td(n/k, i − 1)

= id + (i − i)d + Td(n/ki, i − i)

= id + 1

≥ id.
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The update time of the SDDC algorithm is as follows.

Theorem 4. The update complexity of the SDDC is Ω(nd/kdi + kdid),
where i is the recursion depth and d is the dimension of the data cube.

Proof. Let Td(n, i) denote the update complexity of SDDC. We reduce
the problem by a factor of k after each recursion step. For each j-
dimensional subproblem in the updated block, there are kd−j subprob-
lems of j dimensions in other blocks that need to be updated. Hence,

Td(n, i) =

d∑
j=0

(
d

j

)
Tj(n/k, i − 1)kd−j , if i > 0 and d > 0

and

Td(n, i) =

{
nd, if i = 0
1, if d = 0

.

We will prove that

Td(n, i) ≥ (n/ki)d + (ki)d

by induction on d. For d = 1, we have

T1(n, i) = k + T1(n/k, i − 1)

= 2k + T1(n/k2, i − 2)

= ik +
n

ki
.

Assume that

∀d′ < d : Td′(n, i) ≥ (n/ki)d
′

+ (ki)d
′

.

Hence,

Td(n, i) =

d∑
j=0

(
d

j

)
Tj(n/k, i − 1)kd−j

=

d−1∑
j=0

(
d

j

)
Tj(n/k, i − 1)kd−j + Td(n/k, i − 1).
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Consider the first term in this equation. We have

d−1∑
j=0

(
d

j

)
Tj(n/k, i − 1)kd−j

≥
d−1∑
j=0

(
d

j

)(( n

ki

)j
+ kj(i − 1)j

)
kd−j

= kd
d−1∑
j=0

(
d

j

)(( n

ki+1

)j
+ (i − 1)j

)

= kd
(
1 +

n

ki+1

)d − kd
( n

ki+1

)d
+ kd(1 + i − 1)d − kd(i − 1)d

=
(
k +

n

ki

)d −
( n

ki

)d
+ kdid − kd(i − 1)d

≥ kdid − kd(i − 1)d.

By telescoping, we obtain

Td(n, i) ≥ kdid − kd(i − i)d + Td

( n

ki
, i − i

)
= kdid +

( n

ki

)d
.

2.4 Further Improvements

The memory accesses of our structure (and other similar structures) are
quite scattered, which could lead to poor performance on cache systems
or on secondary storage.

We can overcome this problem to some extent by reorganizing the
memory layout of the algorithm. In our structure, we suggest storing
all the border cells from blocks associated with one recursion call in the
same place. This is automatically performed for the inner cells (since
they already are clustered into the inner cells). Instead of storing the
border cells in their respective block, we suggest storing the border cells
first (at low index) and then storing all the inner cells in blocks that are
one element smaller than before (because of the missing border cells).
This should be performed for each recursion level. This way, the data
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0

0

Figure 2.7: Efficient space localization

access becomes more concentrated to the same region. See Figure 2.7
for a two dimensional example.



Chapter 3

Range Top-k Queries

In this chapter, we design a hierarchical structure on data cubes that
enables us to solve the two-dimensional range top-k query problem in
linear time proportional to the sum of the sizes of the two-dimensional
query region, in the worst case, for k ≤ r, for some fixed r. This improves
over the Adaptive Pre-computed Partition Top (APPT) method by Loh
et al. [LLAL02] significantly. For higher dimensions, our structure per-
forms at least as good as that of the APPT. Moreover, a theoretical
performance analysis of the APPT algorithm is also provided, which is
omitted in the original paper.

Before describing the APPT algorithm and providing a worst-case
complexity analysis, we first define the problem of range top-k query.

3.1 Range Top-k Query

In the same way as in previous chapters, we model a data cube (DC )
with d+1 attributes as a d-dimensional array, A, of size n1×n2×· · ·×nd.
Assume without loss of generality that ni = n for all 1 ≤ i ≤ d. Given an
integer k ≥ 1 and a range specified by 〈(a1, b1) , · · · , (ad, bd)〉, the range
top-k query is to find the k largest elements among all the values stored

35
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in the cells A [i1, · · · , id] for all a1 ≤ i1 ≤ b1, a2 ≤ i2 ≤ b2, · · · , ad ≤ id ≤
bd. We will denote such a range top-k query by Q (k; a1, b1; · · · ; ad, bd).
For k = 1, the problem becomes the range-max problem which has
been investigated and is well understood [KLMHL98, LLL00a, LLL00b,
HAMS97, Poo01]. Notice that k is a user-specified parameter.

If no data structure other than the data cube itself is used, solving the
range top-k query problem becomes simple: Just visit all the elements
in the query range and maintain a list containing all the k largest values,
encountered so far. Since all the elements within the query range must
be visited in the data cube, in order to correctly answer the query, the
query cost will be Θ(m1 × m2 × · · · × md), where mi is the size of the
query interval along the dimension i (that is, mi = bi − ai + 1) for
i = 1, 2, · · · , d. Notice that the query cost becomes Θ(nd) when all the
mi = Θ(n). The space utilization for this straightforward method is, of
course, the same as that for the data cube itself, plus the extra space for
storing the answer, which is Θ(nd + k). An update operation here takes
only constant time, since there is no need to update any data structure;
only the element of the data cube needs to be updated.

In order to reduce the query cost, at least in the average case, Loh et
al. [LLAL02] proposed a partition-based method, Adaptive Pre-computed
Partition Top (APPT). The APPT method works as follows: In a pre-
processing stage, the method first divides the data cube into blocks of
equal size (the size is a constant number). Then the r largest elements
within each block together with their indices are selected and stored in a
data structure called the Location Pre-Computed Cube (LPC), for some
integer r > 0. Moreover, the rth largest element from each block is kept
in a separate list as well. A cache, called overflow array is also allo-
cated, where other elements of the block can be stored, resulting from
the queries. Namely, if some query performed searched for the k′ largest
elements in this block and k′ > r, then all the elements of rank between
r + 1 and k′ will be considered for storing in the cache. The purpose
of this cache is to speed-up further queries, at least in the average case.
The overflow array is common to all blocks and an area for a specific
block is allocated from the overflow array as needed.

On handling a range top-k query, the APPT algorithm uses a sorted
list, called the candidate list of size k, for storing the candidate answers
to the query. Another sorted list, called the guarding list is used to
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determine from which blocks more elements than the r are needed and
in what order to process the blocks. Note that the rth largest value is
the smallest value computed and stored for the block. Both lists are
maintained sorted during the execution of the algorithm

First, the algorithm visits all the blocks covered (fully or partially)
by the query range. On visiting a partition block, the algorithm inserts
the r largest elements (if k ≥ r; otherwise, the k largest elements are
inserted) of the processed block from the LPC into the candidate list
and the rth largest element into the guarding list. If the number of
blocks times r is larger than k, the smallest elements in the candidate
list is thrown away as the list becomes full. For blocks only partially
covered by the query region, the pre-computed elements located outside
the query region is not inserted into the candidate list.

Then, the largest element, y, from the guarding list is compared
to the smallest element, x, of the candidate list. If y > x (the lists
“overlap”, in some sense), or if the candidate list does not contain k
elements, then some more elements from the block corresponding to y
could also be candidates for the final answer. In this case, the overflow
array is scanned and, if necessary, the data cube is scanned for elements.
All the elements from the processed block (that is, y’s block) larger than
x will be added to the candidate list (if needed). The intention here is
to keep an invariant: The size of the candidate list is k and the smallest
value in the candidate list is at least as large as the largest element from
the guarding list. After this, the element y is removed from the guarding
list. This is repeated until the guarding list is empty. The answer is then
located in the candidate list.

A short pseudo-code description of the APPT algorithm is as follow:

1. Initiate empty sorted candidate list, C, of length k.

2. Initiate empty sorted guard list, G.

3. For each block, B, covered by the query region (totally or partially)
do:

(a) Insert max{k, r} of the largest elements from the block into
C.

(b) Insert the rth largest element from B into G.
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For each element y (in non-increasing order) in G do:

(a) Let x = min{C}
(b) if y > x or ‖C‖ < k then

i. For each element, e, in the data cube corresponding to
the block of y do: If e > x then insert e into C.

(c) Remove y from G.

4. The answer in now in C.

In the above description, we have left out the details of searching,
inserting and deleting elements of the lists and of using the overflow
array. Some remark needs to be made on the use of the overflow array.
In the original paper [LLAL02], the cache is of fixed size. Whenever the
data cube is scanned for candidates, the elements visited are considered
for the overflow array (Notice that these are elements of rank r + 1, r +
2, . . . and so on). A heuristic method has been designed to determine
which elements will be inserted into the overflow array. We are interested
in worst-case performance and the use of the overflow array does not
result in fast worst-case performance of the query algorithm described.
Nevertheless, the extra memory of the overflow array does improve the
average performance.
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Figure 3.1: Data cube and Location Pre-Computed Cube (LPC) struc-
ture with query. Shaded areas are elements considered by the query.
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In Figure 3.1, a two-dimensional example of the LPC is shown. In
this example, the block size is 4 and r = 3, so the three largest elements
from each block of the data cube are stored in the LPC. The thin lines
represents block boundaries. Observe that the elements in each block
of the LPC are stored in sorted order. The thick line represents the
query region. The shaded areas are elements considered by the query
algorithm as candidates. Note that, besides the information in the figure,
the indices for each element are also stored in the blocks of the LPC. The
algorithm considers all blocks that are completely or partially covered
by the query region which, in this case, is all blocks of the LPC. For
each element, the algorithm uses the index of the element in order to
decide if the element are located inside the query region or not.

Although the above algorithm performs well under some statistics
assumptions, as shown in [LLAL02], it runs in time proportional to that
of the straightforward method mentioned in the beginning of this section
in the worst case, even when k ≤ r.

Proposition 1. The APPT algorithm takes Θ(m1×m2×· · ·×md) time
for answering a range top-k query, Q (k; a1, b1; · · · ; ad, bd), in the worst
case, where mi = bi − ai for i = 1, 2, · · · , d.

Proof. Consider first the case when k > r. In this case, the APPT
method may have to visit all the elements in the query region while
maintaining the invariant. This is because if k > r, still only the r
largest elements in each block are stored. When computing the elements
less than the rth largest in one block, all elements of that block need to
be visited. To be precise, the number of elements visited is at least pd−r
for each block, where p is a constant denoting the size of the partition
interval in each dimension. Therefore, the total number of elements
accessed is Θ(m1 ×m2 × · · · ×md). The query time is then Θ(nd) when
mi = Θ(n) for all 1 ≤ i ≤ d.

For the case when k ≤ r, the query can be answered slightly faster,
but with the same asymptotic complexity. Notice that when the candi-
date list is constructed, the APPT method will compute the k largest
values among all elements stored from each block covered (totally or
partially) by the query range. Since the number of blocks under consid-
eration is at least

m1 × m2 × · · · × md

pd
,
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the time required for the construction of the candidate list is

k
m1 × m2 × · · · × md

pd
.

Note that p is a constant. By letting mi = Θ(n), for i = 1, 2, . . . , d,
building the candidate list takes Θ(nd) time.

Although the APPT method has the same complexity as that of the
straightforward method, the hidden constant in the time complexity is
often much lower than that of the latter one. At the same time, the
APPT method does have good average case performance as shown by
Loh et al. [LLAL02] through experimental test of real data. Neverthe-
less, from the above proposition, when the query range is large, the
APPT method can result in a big time delay in responding range top-k
queries. In the next section, we will propose a new algorithm for the
range top-k query problem with better worst case performances which
are, therefore, better suited for large queries.

3.2 Hierarchical Blocking

We will show in this section how to reduce the worst-case query cost
significantly by employing a hierarchical blocking with � levels on data
cubes.

Given a d-dimensional data cube of size n in each dimension, we
partition the data cube into nd

pdj sub-cubes on the jth level of the hier-
archy, 0 ≤ j ≤ � , where each sub-cube is a d-dimensional data cube
and p is some positive, constant, integer. That is, each dimension of
the given data cube is partitioned into n/pj intervals on the jth level.
The intervals from all dimensions at the jth level form d-dimensional
blocks each of size pdj; called the partition blocks. The partition blocks
at level 0 corresponds to the data cube itself. For each partition block,
the r largest elements in the corresponding range of the data cube are
computed and stored. Observe that the blocks at a higher level (larger
j) completely include the blocks at the lower levels (smaller j). That is,
blocks at higher levels store the r largest elements from the blocks at
lower levels.
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3.2.1 Query

A d-dimensional range top-k query, Q (k; a1, b1; a2, b2; . . . ; ad, bd) , con-
sists of a query range (a sub-cube of the given data cube) specified by
an interval [ai, bi] on each dimension i (1 ≤ i ≤ d) and the value of k.
Denote by mi the size of the query interval along dimension i (that is,
mi = bi − ai + 1).

The algorithm uses a set of candidates, for the top-k elements of the
query region. For every range top-k query, the partition blocks covered
by the query region (totally or partially) can be classified into two cat-
egories: The interior blocks (A, in Figure 3.2) and the border blocks (B
and C, in Figure 3.2). The interior blocks are those completely included
in the query region while the border blocks are the blocks partially in-
cluded in the region. We call the region with interior blocks the interior
region and the region with border blocks the border region.

A

B

B

C

BB

C

C C

Figure 3.2: A two-dimensional data cube and a query region, with inner
region (A) border region (B and C) marked.

Our algorithm first finds hierarchical level j such that this is the
highest possible level where some partition blocks in the query range
becomes interior blocks. That is, we choose j to be the largest j′ such
that 2pj′ ≤ mi, for all i. However, we restrict j to (0 ≤ j ≤ �) (Thus, if
mi = 0 for some i, then j = 0). This is the level with the largest blocks.
Depending on whether the parameter k is bounded or not, we have the
following two cases:



42 CHAPTER 3. RANGE TOP-K QUERIES

Case k ≤ r

Consider the case when there are more than k largest elements stored
for each block. After finding the highest hierarchical level, j, the algo-
rithm computes the k largest elements from all the elements stored for
the interior blocks at level j and inserts them into the candidate list.
Next, a recursive call of the algorithm is performed on each of the bor-
der regions. By combining the answers from the border blocks with the
candidates from the interior blocks, we obtain the answer to the original
top-k range query. Since k ≤ r, there is no need to further investigate
the interior blocks at levels lower than j. Since we have stored r largest
elements in each block, we can get the answers from each block in at
most k steps. The elements stored in the interior blocks becomes can-
didate elements. Together with the relevant elements from the border
region, those elements will form the answer to the original query. The
candidates from the interior region together with the answers from re-
cursive applications of the algorithm on the border regions will give the
candidates for the answer to the original query.

On handling the border blocks, the algorithm does not use the in-
formation stored from the actual border blocks, because they are only
partially included in the query region. Instead, the algorithm recurses
down one level at a time along the hierarchical levels on the area formed
by these border blocks. This continues until some blocks are totally
covered by this new border query. Those blocks are now the interior
blocks for the border query. Note that this will always happen, because
blocks are smaller at lower levels. When this happens, the algorithm
continues the recursion on the new (thinner) border region. This carries
on until there is no border blocks to process. The last, and thinnest,
border could, in the worst case, be the data cube itself. The algorithm is
recursively applied on each of the border regions (B, in Figure 3.2) and
each of the corners (C, in Figure 3.2). Note that the recursion will only
continue down the hierarchy on the outer side of the border regions (the
side not located towards the inner region). This is because the blocks
at lower levels are perfectly aligned with the border between the inner
region and the border region.

At every recursion stage, the k largest elements of the candidates are
returned as answer to the query. In fact, it is not necessary to, at any
stage, maintain more than k candidates. Observe that the indices of the
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elements stored for each block are not used by the algorithm and thus
need not to be stored. This will decrease the space usage by a factor of
d, for the d-dimensional case, compared to the APPT.
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Figure 3.3: Hierarchical structure with 3 levels and r = 3. Query region
is marked with thick lines. Shaded areas are elements considered as
candidates.

In Figure 3.3, a two-dimensional example of our algorithm is shown,
where r = 3 (three largest elements per block). Observe that the ele-
ments stored in each block are sorted in non-increasing order. The thin
lines represents block boundaries in the data structure. The thick line
represents the query region for this particular query. Shaded areas are
elements considered as candidates by the query algorithm. The interior
blocks of this query consists of the four blocks with shaded regions in
level 1. They represent the interior region since they are completely
covered by the query region. There is no other such block at level 1.
In level 2, there are no blocks that are completely covered by the query
region and, therefore, no elements from this level is considered as candi-
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dates for this query. Note that in this simple example, it appears that
the interior region will almost never consist of blocks from level 2. This
is because the value of p (the side-length of the blocks) is as low as 2 in
this example. If p would have been larger, there would have been more
blocks at level 2, and the situation would have been different. Since
there are no more blocks at level 2 that is completely covered by the
query region, the algorithm recurses to level 0, in order to find blocks
that are covered. Hence, all border blocks consists of blocks from level 0.
The candidates from those blocks are all considered. The answer to the
query is the k largest among all those values considered as candidates.

The pseudo-code description of our algorithm is as follows:

• Create an empty list, L, of length k. Maintain this list sorted.

• Find the highest level (largest j) such that at least one block is
completely inside the query region. Compute the k largest ele-
ments from those blocks and insert into L.

• For each region covered by the border blocks, do the following:

– Call algorithm recursively on all border blocks (B and C, in
Figure 3.2). Stop the recursion at the lowest level (that is,
the data cube itself), or when there is no border region.

– Add the answer (k elements) from the recursive calls to L.

The above algorithm has a good worst-case performance due to the fact
that it has a mechanism that selects the candidates from interior blocks
fast. In particular, the algorithm runs in linear time for two-dimensional
range top-k queries. First, we will need the following observations:
Clearly, for a given 2-dimensional range top-k query Q(k; a1, b1; a2, b2),
the number of interior blocks at the highest level j (0 ≤ j ≤ �) with re-
spect to the query Q is bounded by a number linear in m1 + m2, where
mi = bi − ai + 1 for i = 1, 2. Assume without loss of generality that
m1 ≥ m2. Consider first two extreme cases. If m1 = m2, then the
number of interior blocks is at most pd = p2 (here, d = 2). On the other
hand, if m1 = Θ(m2), the number of interior blocks increase but are
bounded by some constant. Implicitly, we assign the number of hierar-
chical levels, l, to be Θ(log n). Another extreme case is when m2 = 1,
In this case, the number of interior blocks with respect to the query Q
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is at most m1. While the value of m2 = 2p the number of interior blocks
is at most 2m1

p . If the value of m2 is between 1 and 2m1

p the number
of interior blocks is at most 2pm1. It is important to notice that the
number of interior blocks with respect to the query, Q, decreases from
m1 when the value of m2 increases (because we choose a higher level j).
Therefore, the number of interior blocks is O(m1 + m2) (as opposed to
O(m1 × m2)). More precisely,

Observation 1. The number of interior blocks at level j (0 ≤ j ≤ l)
covered by any range top-k query Q(k; a1, b1; a2, b2) is at most

O (m1 + m2) ,

where mi = bi − ai + 1, if j is chosen to be the highest level such that
some blocks are interior blocks of the query, Q.

Since we are only considering the case when k ≤ r, we need only
to access the interior blocks at the highest possible level, j, because of
the fact that all the precomputed values of these blocks are the only
candidates to the query. Recall that for each interior block at level j, we
have already precomputed and stored the r largest elements. Thus, the
elements in the candidate list form an answer to the query, Q, restricted
to the interior region. Constructing the candidate list costs the same
as computing the largest k elements among a set of m sorted sequences
each of length ≥ k, which is at most O(mk). Therefore,

Observation 2. The time consumed by our query algorithm on the
interior blocks is at most

O (k(m1 + m2)) ,

which equals O(m1 + m2) if k is bounded by some constant r.

For the border region, our algorithm is very fast in the two-
dimensional case. This is because the number of partition blocks ac-
cessed when recursing on the border region is bounded linearly.

Theorem 5. Given a two-dimensional data cube with size n in each
dimension, a range top-k query Q (k; a1, b1; a2, b2) on the cube can be
answered in O(m1 + m2) = O(n) time in the worst case, where mi =
bi − ai + 1 for i = 1, 2, if k ≤ r and r is constant.
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Proof. Notice first that the query algorithm accesses only the blocks at
the highest possible level (that is, the largest possible interior blocks)
and is invoked recursively on the border region. From Observation 2 we
know that at most O(O(m1 + m2)k) = O(m1 + m2) time is needed to
process all the interior blocks.

For the recursion on the border region, consider the border region
(B, in Figure 3.2). Now, the number of blocks processed, in the worst
case, at the lowest level (the data cube) is mi. The number of blocks
processed at the level above the data cube is

mi

p
.

In general the number of blocks processed decreases by a constant factor
for each level. Therefore, in the worst case, the number of processed
blocks at all the levels above the data cube is less than the number of
elements processed from the data cube. Hence, the processing time is
dominated by the data cube level, in the worst case, which is O(mi) for
dimension i.

Similarly, the corner border region (C, in Figure 3.2) requires O(m1+
m2) time to process.

The total number of blocks accessed by the query algorithm is there-
fore O(m1 + m2). The time required to process each block is constant,
since r is constant. The theorem follows.

Figure 3.4: Recursion while performing a query. Smaller blocks are used
in the border region. The thick line represents the query region.

In the above proof, because the parameter r is constant, the com-
plexity will be of the same order as the number of blocks accessed in the
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data structure. However, if we choose to parameterize the complexity in
r and k (that is, they are not constants), there are two possible ways to
store these r elements, that need to be considered: Either the r elements
are stored in non-decreasing order for each block or they are not sorted.

Consider the first case of unsorted elements. When processing a
single block, the selection of the kth largest element, x, of a single block
could be done using a linear-time selection algorithm [CLR90]. Then, the
all elements larger than x could be found by traversing all the r elements
and choosing the elements that are larger than x. If we maintain a list
of k elements, we could, for each new processed block, combine the k
elements from that block with the elements from the list with a similar
method. This would require O(r) steps per processed block. Hence, the
total time required for a query would be O(r(m1 + m2)).

Now, consider case of sorted elements in each block. For a single
block, we could perform the selection of the k largest elements in merely
k steps, since the elements in the block are sorted. The k selected
elements would also be sorted. We process one block at a time and
maintain only k candidates. It is easy to merge the k new candidates
from each processed block with the current k candidates in O(k) steps.
In this case, we get a total processing time for a query of O(k(m1+m2)).

Our algorithm runs in linear time if the number of pre-computed
aggregation values is not less than the parameter value k in the range
top-k query. In practical real data settings, one may assume that all
range top-k queries ask for a value of k bounded above by the maximum
value kmax, as the case when investigating the complexity for ranking
aggregates in [LYAA04]. In this case, we can choose the parameter r of
our algorithm to be kmax and achieve the linear time solution.

Case k > r

If k > r, we can modify the above algorithm so that the performance will
be as good as that of the APPT. Similarly, we start at the highest level
i in the hierarchical structure as the above algorithm. Then, depending
on the performance requirement, we continue the procedure in either of
the following strategies. If we are interested in a solution fast in the
worst case, we apply the algorithm directly now to the lowest level (that
is, the data cube level) for each and every block. On the other hand,
if the average case complexity is the focus, interior blocks will then be
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processed in a way similar to that of the APPT beginning from the level i
downwards. The APPT will access the data cube if not sufficiently many
candidates are found in the structure. Here, we can recursively access
lower levels of the structure, until enough elements are found. This will
give the same asymptotic performance as for the APPT. In general, the
time complexity will be the same asymptotically as the performance of
the APPT when k > r. For the case of k ≤ r, our algorithm results in
a significant improvement over the previously known algorithms.

3.2.2 Updates

In this subsection, we will discuss the update cost of our method in a
dynamic data cube. When a value in the data cube is changed, all the
partition blocks corresponding to the updated cell need to be checked
for the element. For a hierarchical structure of � levels, there are � such
blocks. If the old value of the updated cell is found in the pre-computed
list of the r largest elements of the block, this old value will be removed
from the list. If the new value of the updated cell is large enough to
qualify for the list, it will be inserted into the list. If not, another element
(not in the list) has to be found from the blocks at lower level (or even at
the data cube level). This can be achieved by performing a range top-r
query for the block in question. The smallest element of the answer from
this range top-r query is then added to the list of the block. It may be
the case that we need to perform such a range query for each level. The
blocks are processed in a bottom-up fashion with respect to level (where
the data cube is the lowest level). Now, we note that, the query process
needs not descend more than one level down, for each block, because
the element searched for will always be found one level down. This is
because we processed that level before and it is, therefore, updated with
the new element. On the other hand, if the element did not qualify for
the list at one level, it will not affect higher levels either. Formally, the
update procedure is as follows.

1. Update the cell in the data cube with the new value. Call the new
value x. Store the old value, y, of the updated cell.

2. Let j = 1.
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3. While j ≤ � do, for the block B, corresponding to the updated cell
at level j:

(a) If y is in the top-r list of the block B, then

• remove y from the list. (The list now contains r − 1
elements);

else

• goto Step 3d.

(b) If the new value x is large enough to qualify for the list of B,
then

• insert the x into the list.

• We are now done with this level: goto Step 3d.

(c) Find the r largest elements from the lists of the blocks at
level j − 1 (the lower level) and replace the list of B with
these elements.

(d) Let j ← j + 1.

Notice that the top-r list of one block at each level of the hierarchy
structure has been updated. There are � levels in the structure. For
each updated block at level j, all blocks covering the same area as the
updated block at level j − 1 need to be accessed. There are pd such
blocks. For each such block, r elements are accessed. Hence, the total
update cost will be Θ(r�pd). Letting � = log n, we have

Theorem 6. The update in the hierarchy structure of our algorithm
takes Θ(pdr log n) time in a given d-dimensional data cube of size n in
each dimension in the worst case.

3.3 Higher Dimensions

When applying the blocking hierarchical algorithm to solve higher (> 2)
dimensional range top-k problems, the worst-case query complexity will
still be at least as good as that of the APPT. For some large queries, the
performance will be better. However, the complexity will not be linear,
as in the two-dimensional case. This is because, in the worst case, the
number of blocks in both the border region and the interior region is
super-linear.





Chapter 4

Maximum Sum

Subsequences

In this Chapter, algorithms for efficiently solving the k maximum
sum subsequences problem are presented in detail. Previously, Bae
and Takaoka have proposed an Θ(nk)-time algorithm for this prob-
lem [BT04]. We improve on this result by proposing an O(min{k +
n log2 n, n

√
k}) worst case time algorithm. Furthermore, by utilizing

the result from Chapter 5, this bound can be improved further to
O(min{k+n log2 n, n+k log n}). In the next section, the computational
problems to be solved are defined and an overview of the O(n log2 n+k)-
algorithm is presented. The details of the algorithm are developed in
Section 4.2. In Section 4.3, we show how to solve the problem in O(n

√
k)

time, which is more efficient for small k. An extension of our results to
higher dimensions is presented in Section 4.4.

4.1 Problem Settings and Algorithm Overview

Given a sequence X = 〈x1, x2, · · · , xn〉 of real numbers and an integer
k, 1 ≤ k ≤ 1

2n(n − 1), the k maximum sum subsequences problem is to
select k pairs of indices

{(i�, j�) : 1 ≤ i� ≤ j�, � = 1, 2, · · · , k}

51
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such that the (range) sums

j�∑
p=i�

xp, � = 1, 2, · · · , k,

are the k largest values among all the possible sums

j∑
�=i

x�, 1 ≤ i ≤ j ≤ n.

Notice that we do not require that the sums are sorted. The algorithms
presented in this chapter compute only the range sums without pointing
out the subsequences explicitly; extending the algorithms to output the
subsequences computed as well is straightforward.

The k maximum sum subsequences problem becomes trivial when
k = Θ(n2): In this case, an optimal algorithm for the problem runs in
Θ(n2) time in the worst case. To achieve this, first compute all possible
sums

j∑
�=i

x�, (1 ≤ i ≤ j ≤ n)

and then select the kth largest sum. Then, traverse the list of all the
possible sums and pick all sums larger than or equal to the kth sum in
order to get all the k largest sums. For arbitrary value of the parameter
k, we first propose an algorithm running in O(k + n log2 n) time in the
worst case. Then, we show that the problem can also be solved in
O(n

√
k) time; which is even faster for small values of the user-specified

parameter k. Combining these two algorithms results in a worst-case
running time of

O
(
min

{
k + n log2 n, n

√
k
})

.

This time complexity is the best possible for k ≥ n log2 n. Previously,
the optimal methods were known only for the extreme case: k = 1. For
an arbitrary value of k, the previously best known result for this problem
is Θ (nk) [BT04] for 1 ≤ k ≤ 1

2n(n − 1). Our algorithms are faster for
any value of k > 1.
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The two-dimensional version of the k maximum sum subsequences
problem is as follows: Given two-dimensional array of order m × n,
find k orthogonal continuous subregions such that each has a sum at
least as large as the kth largest sum. The sums are chosen from the
set of all continuous subarrays of the given array. A straightforward
solution would cost Θ

(
m2n2

)
via an enumeration of all possible sums.

We will show how to reduce the time complexity for this problem to
O(m2 min{C,n2}) in the worst case, where C = min{k+n log2 n, n

√
k}.

Extending our techniques to higher dimensions results in a solution re-
quiring O(n2d−2 min{C,n2}) time for a given d-dimension array with
size n in each dimension.

In processing our algorithms for the above problems, we need to
perform the selection and the search operation in the Cartesian Sum A+
B of a sequence A = 〈a1, a2, · · · , am〉 and a sequence B = 〈b1, b2, · · · , bn〉
of real numbers, where

A + B = {ai + bj |1 ≤ i ≤ m and 1 ≤ j ≤ n} .

Optimal algorithms have been developed for those problems [FJ82,
FJ84]. However, these algorithms are not applicable here, because of
special conditions on the solution imposed by our problems. What we
are interested in are elements in the Cartesian sum set with particular
indices. Define the set, A � B, of all the good elements in A + B as

A � B = {ai + bj |1 ≤ i ≤ j ≤ n}
assuming that n = m. The elements of A + B that are not good will be
referred to as bad elements.

Definition 1. The rank of an element x in a given set A is defined as

rank(x;A) � ‖{a|a ∈ A, a ≤ x}‖ .

For a given matrix M = [ai,j] of order m × n,

rank(x;M) � ‖{ai,j |ai,j ≤ x, 1 ≤ i ≤ m, 1 ≤ j ≤ n}‖ .

Definition 2. The relative rank, rankG(x;M), of x with respect to the
good elements in a matrix M = [ai,j]n×n is defined as

rankG(x;M) � ‖{ai,j|ai,j ≤ x, 1 ≤ i ≤ j ≤ n}‖ .
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Throughout the presentation we assume that either the input array
is already resident in internal memory, or each element can be computed
as needed in constant time. All logarithms are to the base 2.

4.2 Efficient Computation for Large k

In this section, we present an algorithm for solving the k maximum sum
subsequences problem on a given sequence of length n. Our algorithm
consists of five phases.

1. In the first phase, the problem is transformed to the problem of
finding the top k maximum values over all the good elements in a
particular matrix of order n × n.

2. The second phase performs repeated constraint searches which de-
creases the number of candidate elements to O(min{kn, n2}).

3. A procedure of range reduction will be carried out in the third
phase. This procedure is able to reduce the number of candidates
further to Θ(k).

4. In the fourth phase, a worst-case linear-time selection algorithm is
run on the remaining candidates. The output of this phase is an
element, x, that is the kth largest range sum.

5. The final phase involves finding the good elements whose values
are not less than x.

In the following subsections, we will show how to pursue these phases in
detail.

4.2.1 Problem Transformation

Given an input instance X = 〈x1, · · · , xn〉 of the k maximum sum
subsequences problem, we can first construct the prefix-sum sequence
P = 〈p1, · · · , pn〉 of X:

p1 = x1,

pi+1 = pi + xi+1 for 1 ≤ i ≤ n − 1.
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This can be done in O(n) time in the worst case. It is then clear that
any range sum

∑j
l=i xl of the sequence X is equal to pj − pi−1 :

j∑
l=i

xl = pj − pi−1,

for i ≤ j. Define a new array Q = 〈q1, q2, . . . , qn〉 where qi = −pi−1 for
1 ≤ i ≤ n (p0 � 0). Then, the goal of the k maximum sum subsequences
problem becomes finding the k largest values among all the good ele-
ments in the Cartesian sum set Q + P . Although selection, search, and
ranking problems in matrices and Cartesian sum sets are well studied,
previous algorithms on matrices and Cartesian sum sets are not directly
applicable here. This is because of the fact that we are only interested
in the good elements. Notice that not every element of Q + P repre-
sents a valid subsequence sum of the original input sequence. Only the
good elements do. The bad elements do not represent positive-length
subsequences, but negative-length subsequences and may, therefore, not
be included in the final result. In the subsections that follow, we will
solve the selection, search, and ranking problems in Cartesian sum sets,
which are of their own interests. Given two sequences A and B, we as-
sume for simplicity that all the elements in A + B are distinct and our
algorithms operate on the matrix M of the form A + B. Notice that M
is not actually constructed. We will describe our algorithms for the k
smallest elements in the sets under consideration. It is straightforward
to adapt the algorithms when the largest elements are requested.

4.2.2 Constraint Search and Ranking

After the problem transformation, the number of candidate elements is
Θ(n2). In this section, we will show how to reduce the number of candi-
dates to O(min{kn, n2}) by performing constraint search and ranking.

Let A = 〈a1, a2, · · · , an〉 and B = 〈b1, b2, · · · , bn〉 be two sequences
of numbers. Consider the problem of computing the number of bad
elements in A + B that are less than or equal to a given number x.
Namely, we are interested in calculating the value rank(x;A + B) −
rankG(x;A + B). This rank computation can be done by a search in
A + B with respect to the good elements. In order to do so, let Â be
the sorted sequence (in non-decreasing order) of A.
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Notice that each column in the matrix M = Â + B is sorted. What
we want to do is to count the number of good elements less than or equal
to x in each column of M . We first perform a binary search on each
column j to compute the number of elements less than or equal to x in
that column. Let ij be the largest index such that M [ij , j] ≤ x. That is,
all elements above ij in column j are smaller than or equal to x. Since
we have not rearranged or reordered the sequence B, the nth column of
M contains no bad elements. Column n − i will contain i bad elements
for 1 ≤ i ≤ n − 1.

Observation 3. Column j, 1 ≤ j ≤ n, in the matrix M has n − j bad
elements.

The relative positions of the bad elements among all the columns
can be decided by the following observation:

Observation 4. If column j in the matrix has a bad element at row i,
then every column �, 1 ≤ � ≤ j − 1, will have a bad element at row i as
well.

In fact, if M [i, j] = Â[i] + B[j] is bad and Â[i] is the element A[i′],
then i′ > j. Hence, any element M [i, �] = Â[i] + B[�] is bad if i′ > j > �
for 1 ≤ � ≤ j − 1. To locate the position of these bad elements with
respect to positions {i1, · · · , ij}, we scan the matrix column by column
from the right to the left. Moreover, we need only to process one bad
element at a new position in each column when going left.

For this purpose, let π(i) be the sorted position of A[i] for i =
1, 2, . . . , n; i.e.,

A[i] = Â[π(i)] for i = 1, 2, · · · , n.

We will construct an array, L, of length n to store the information about
the positions and the number of bad elements when scanning columns of
M from the right to the left. Initially, L is an array of zeros. Consider
one column at a time. Assume that the column currently accessed is
the jth column. Upon processing columns n, n − 1, · · · , j + 1, we will
assign L[π(j + 1)] = 1 since the current column j has a bad element at
row π(j + 1) (that is, one different row from all the nth to the (j + 1)th)
column. Hence, L has value 1 at the positions corresponding to the



4.2. EFFICIENT COMPUTATION FOR LARGE K 57

rows where the elements are bad for the current column. Therefore, the
number of bad elements in column j that is less than or equal to x is

nj =

ij∑
i=1

L[i],

where L[i] is the current value stored of the array position i of L just
after processing column j for j = n−1, n−2, . . . , 2, 1. The only difference
between column j + 1 and column j is that column j contains one more
bad element. As mentioned above, the location of this bad element
can be computed with the help of the permutation π in constant time.
Moreover, the computation of nj can be done in O(log n) time using an
algorithm for computing dynamic prefix sums, for example the algorithm
from Chapter 2. The number of bad elements computed for each column
could be accumulated as an integer number over all columns. Since the
number of columns is n and each column requires O(log n) time, the
total time required for the whole matrix M is O(n log n). The pseudo-
code for finding all the bad elements that are less than or equal to x is
as follows:

1. Initiate the array L, to represent an array of zeros. (Initiate the
data structure for the dynamic prefix sum to represent an array of
zeros.)

2. Let l = 0.

3. For j = n downto 1 do

(a) Locate the position for x in column j by a standard binary
search.

(b) Let ij be the largest index such that M [ij , j] ≤ x.

4. For j = n downto 1 do

(a) Compute

s =

ij∑
i=1

L[i]

using the algorithm for dynamic prefix sum.
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(b) Let l = l + s.

(c) Let L[π(j)] = 1 and update the data structure by employing
the algorithm for dynamic prefix sum.

5. Return l.

The above algorithm operates on the matrix M . Since the matrix M
requires that the sequence A is sorted and sorting A requires O(n log n)
time, we have proven the following:

Lemma 1. Let A = 〈a1, a2, · · · , an〉 and B = 〈b1, b2, · · · , bn〉 be two
sequences of numbers. Given a number x, we can compute the number
of bad elements in A + B whose values are less than or equal to x in
O(n log n) time in the worst case.

By letting x in the above lemma be the kth largest element in A+B,
we can reduce the number of candidate element for the k maximum
elements from A + B to at most min{kn, n2}.

4.2.3 Range Reduction and Listing

In order to decrease the number of candidates further to Θ(k), we need
first to study the problem of finding and listing out all the good ele-
ments in A + B that are less than or equal to a given number x, where
A = 〈a1, a2, · · · , an〉 and B = 〈b1, b2, · · · , bn〉 are two given sequences of
numbers. The fast solution to this problem is applied in our solution to
the k maximum sum subsequences problem. This will result in that the
range of the candidates is decreased. The procedure is repeated until
the sub-problems can be solved in desired time bounds.

Similarly to the previous subsection, consider the matrix

M = Â + B

where Â is the sorted output when sorting A in non-decreasing order.
In this case, each column of M is sorted. As discussed above, each
column, except the rightmost one, will contain a number of bad elements.
Moreover, column j can contain one and only one more bad element than
column j +1. Again, this bad element can be found with the help of the
sort permutation, π, of A. That is,

A[i] = Â[π(i)] for i = 1, 2, · · · , n.



4.2. EFFICIENT COMPUTATION FOR LARGE K 59

For a fast enumeration of the desired good elements, we will use two
extra lists: A list L for storing all the good elements searched for and a
doubly linked list of length n, called jump list, in order to jump over all
the bad elements during the search. It is crucial that the bad elements
are not scanned in order to achieve the desired time complexity, since
there can be Θ(n2) of them. We will implement the jump list with
two arrays of indices, the forward array, F , and the backward array,
G. Each element of the forward array is the index of the next good
element in the current column. Each element in the backward array is
the index of the previous good element in the same column. The same
forward and backward arrays will be used for each column, but updated
appropriately. Note that the number of bad elements only differ by one
between adjacent columns.

Starting from the rightmost column, we will process the columns of
the matrix as follows: Begin with the smallest element of the column, if
it is less than or equal to x, add it to L and continue to process the next
good element in the same column. If not, we are done with the column.

Initially, F [i] = i + 1 and G[i] = i − 1. Before listing and storing
the good elements (≤ x) in the current column, we compute the new
bad element for this column (by using π). Notice that the number of
such bad elements is at most one. Then we update F and G as follows:
Let the index of the new bad element in the current column be i. Now,
we want to remove the bad element from the linked list represented by
the two arrays, F and G. Therefore, we change the forward pointer of
the element previous to element i, which has index G[i], in the forward
array, so that it points to the element following element i in the forward
array. The backward array is changed similarly. Let F [G[i]] = F [i] and
G[F [i]] = G[i]. We search for good elements smaller than or equal to x
in the order of the positions F [1], F [F [1]], F [F [F [1]]], . . . in the current
column. Assume that the number of good elements in column j whose
values are less than or equal to x is rj. Thus, the time used in processing
column j will be O(rj) plus a constant amount of work (for F , G, and
an extra element scanned), which is O(rj + 1). The total time required
will, therefore, equal

O

⎛
⎝ n∑

j=1

(rj + 1)

⎞
⎠ = O (rankG(x;A + B) + n) .
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To sum up, the above algorithm for enumerating the desired good ele-
ments can be presented by the following pseudo-code:

1. Initiate F [i] = i + 1, 0 ≤ i ≤ n − 1.

2. Initiate G[i] = i − 1, 1 ≤ i ≤ n.

3. Initiate L = empty list.

4. For j = n downto 1 do

(a) Let i = F [0].

(b) While M [i, j] ≤ x do

i. Let L ← L ∪ M [i, j].

ii. Let i = F [i].

(c) Let i = π(j + 1).

(d) Let F [G[i]] = F [i] and G[F [i]] = G[i].

The above algorithm requires the sorting of A. Since sorting the se-
quence A takes O(n log n) time, we have

Lemma 2. Let A and B be two sequences of numbers each of length n.
Given a number x, finding all the good elements in A + B that are less
than or equal to x takes time at most

O(rankG(x;A + B) + n log n).

4.2.4 Putting Things Together

Now, we are ready to present our algorithm for the k maximum sum
subsequences problem. Given a sequence X = 〈x1, · · · , xn〉 of numbers
and an integer k ≥ 1.

1. If k = Θ(n2), then

(a) Enumerate all the possible range sums of X.

(b) Select the min{k, 1
2n(n − 1)} largest ones.

(c) Exit.
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2. Compute the prefix sums sequence, P , of X:

P = 〈p1, · · · , pn〉 ,

where

p1 = x1,

pi+1 = pi + xi+1 for i = 1, · · · , n − 1.

3. Let Q = 〈q1, q2, . . . , qn〉, where qi = −pi−1 for i = 1, 2, . . . , n (p0 �

0).

4. (a) Sort Q in non-decreasing order; denote the sorted output A.

(b) Sort P in non-decreasing order; denote the sorted output B.

5. (a) Let a ← 1.

(b) Let b ← k.

6. Repeat

(a) Select the bth largest element, x, in A+B.

(b) Compute the number, m, of the good elements in Q+P that
are ≥ x.

(c) If m < k, then

i. Let a ← b, and

ii. Let b ← 2b.

until m ≥ k.

7. While m > 2k do

(a) x ←
[

the
⌊

a+b
2

⌋th
largest element in A + B

]
.

(b) m ← [ the number of good elements ≥ x in Q + P ] .

(c) If m < k then

a ←
⌊

a + b

2

⌋

else

b ←
⌊

a + b

2

⌋
.
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8. Let S be the set of all good elements in Q + P whose values are
greater than or equal to x.

9. Find all the k largest elements in S.

After the problem transformation, our algorithm searches for an el-
ement, x, by repeated range reductions so that the relative rank of x in
Q + P is between k and 2k. Next, the algorithm discards all the good
elements whose values ≤ x and all the bad elements in Q + P . Then,
the k maximum range sums of X are the first k largest values among
the remaining elements.

4.2.5 Complexity Analysis

The above algorithm runs in O
(
k + n log2 n

)
time in the worst case. In

fact, Step 1 is done in O(n2) = O(k) time. Steps 2 and 3 run in linear
time. Step 4 takes O(n log n) time.

During each iteration of Step 6, the substep (a) can be performed
with O(

√
b) = O(n) operations [FJ84] since both A and B are sorted; the

substep (b) takes O(n log n) time with the help of the sorted sequence
A of Q by Lemma 1. The number of iterations can easily be computed
from the following lemma.

Lemma 3. Given an element x and a set, A, of N elements: If
rank(x;A) = r, then r ≤ rank(x;B) ≤ N + r, where B = {b|b ∈
A or − b ∈ A}.
Proof. Let all the elements in A whose values are less than or equal
to x be a1, a2, · · · , ar. Assume, without loss of generality, that all of
a1, · · · , ai are strictly less than 0 and all of ai+1, · · · , ar are greater than
or equal to 0, where 1 ≤ i ≤ r. Obviously,

rank(x;B) ≥ r

for the set B defined in the lemma. On the other hand, the following
set:

{b|b ∈ B and b ≤ x},

contains at most
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• a1, a2, . . . , ar;

• −ai+1,−ai+2, . . . ,−ar;

• −a1,−a2, . . . ,−ai; and

• −ar+1,−ar+2, . . . ,−an.

Therefore, the size of the set {b|b ∈ B and b ≤ x}, is at most r + (r −
i) + i + (N − r) = N + r. The lemma follows.

Notice that in Step 6(c), the value of b is doubled each time. There-
fore, when Step 6 is done, we have a = 2�k and b = 2�+1k for some
integer � ≥ 0. Let

N =
1

2
n(n − 1)

and r = k. From the above lemma, we have

2�k ≤ N + k

and thus,

� = O

(
log

N

k

)
= O(log n).

Hence, Step 6 takes at most O(n log2 n) time.

Step 7 performs a binary-search-like operation, where each substep
does a selection and a computation of relative rank. Similar to that of
Step 6, the time complexity of this step equals O(n log n log(b − a)) =
O(n log2 n). Step 8 requires O(rankG(x;Q + P )) = O(k) from Lemma
2 since we have already sorted the sequence Q before this step. Finally,
Step 9 takes O(k) time as well.

Theorem 7. The k maximum sum subsequences problem can be solved
in O(k + n log2 n) time in the worst case.
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4.3 Fast Computation When k is Small

An obvious lower bound for the k maximum sum subsequences problem
is Ω(k + n). Thus, the algorithm presented in the previous section gives
the best possible running time when k = Ω

(
n log2 n

)
. However, the

algorithm is not the fastest one for small values of k. Observing that if
the input sequence is divided into two blocks of consecutive elements,
all the subsequences having the k largest range sums must be entirely
located in the left block, in the right block, or cross the border between
the left and the right block. By crossing the border we mean that the
left endpoint of the subsequence is located in the left block and the right
endpoint in the right block.

In order to efficiently find the range sums crossing the border between
the blocks, we will precompute all the suffix sums S of the left block and
all the prefix sums P of the right block. After that, all the range sums
crossing the border are now elements in the Cartesian sum of S + P .
The k largest elements in S + P can be found fast if we first sort the
sets S and P , respectively. In fact, our algorithm produces not only the
k maximum sum subsequences, but also the k largest prefix sums, the k
largest suffix sums (in sorted order), and the sum of the given sequence.
That is, our algorithm indeed solves the following problem:

maxSum(X, k):
Input: A sequence X of n reals and an integer k,

1 ≤ k ≤ 1
2n(n − 1).

Output: KX : the set of the k largest range sums of X
PX : the set of the min{k, n} largest prefix sums of X
SX : the set of the min{k, n} largest suffix sums of X
w(X): the sum of all the elements in X

Notice first that if k = Θ(n2), the above problem can be solved by first
computing all the possible range sums of X and then select the k largest
ones. This can be done in Θ(n2) time in the worst case. Similarly, w(X),
PX and SX can be computed in O(n log n) = O(n2) time. Therefore, we
have

Lemma 4. The k maximum sum subsequences problem, when k =
Θ(n2), can be solved in Θ(n2) time in the worst case.
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For an arbitrary value of k, the above observations lead us to a
divide-and-conquer approach to solving the given problem. However,
in order to speed up the computation, the recursion will be forced to
stop when the size of the underlying block drops below Θ(

√
k). This is

because when k = Θ(n2), we will have to calculate almost every possible
range-sum and this is done faster using the trivial algorithm. In that
case, we will apply the method from the above lemma to that block.

Algorithm: AlgoMaxSum(X, k)
Input: A sequence X of n real numbers and an in-

teger k ≥ 1.
Output: (KX , PX , SX , w(X))

1. If k = Θ(n2) then

(a) Let

k′ = min

{
k,

1

2
n(n − 1)

}
,

(b) Compute (K,P, S,w) according to Lemma 4 with the param-
eter integer k′.

(c) Exit.

2. Divide X into two blocks of equal size:

L = X[1..n/2]

and

R = X[n/2 + 1..n].

3. Recursively solve the problem maxSum on L and R, respectively,
and let

(a) (KL, PL, SL, w(L)) ← AlgoMaxSum(L, k),

(b) (KR, PR, SR, w(R)) ← AlgoMaxSum(R, k).

4. Find the set, C, of the k largest elements in SL + PR.
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5. Select the k largest elements in KL ∪ C ∪ KR resulting in the set
KX .

6. Assign the k largest elements in PL ∪ (PR + {wL}) to PX .

7. Assign the k largest elements in (SL + {wR}) ∪ SR to SX .

8. Compute w(X) = w(L) + w(R).

The correctness of the above algorithm follows directly from the
above description and the observation at the beginning of this section.
We will analyze the time complexity step by step. Let T (n, k) be the
worst-case running time of the algorithm AlgoMaxSum(X, k). In the case
when k = Ω(n2), the algorithm (now Step 1) costs O(n2) time. Step 2
takes O(1) time and Step 3 requires 2T (n/2, k) time. Step 4 can be done
by first finding the kth largest element, x, in SL +PR and then searching
for all the elements in SL + PR that are larger than x. Here we may
assume without loss of generality that all the elements in SL + PR are
distinct. Notice that both SL and PR are sorted. Thus, x can be found
in O(k) time [FJ82] and the search procedure above can be solved in
Θ(k) time [FJ84]. Step 5 takes Θ(k) time using any standard worst-case
linear time selection algorithm. One way to implement Step 6 is to first
merge PL and PR + {wL} and then choose the k largest elements in the
resulting sorted set, which can be done in Θ(k) time. Similarly, Step 7
runs in Θ(k) time. The last step needs only constant time. To sum up,
we have the following recurrence

T (n, k) =

{
2T

(
n
2 , k

)
+ O(k) , if k = o(n2)

O(n2) , if k = Ω(n2)
.

With the substitution method, we have

T (n, k) = 2iT
( n

2i
, k
)

+ O

⎛
⎝ i−1∑

j=0

k2j

⎞
⎠ .

Letting (n/2i)2 = k results in 2i = n/
√

k. Hence,

T (n, k) =
(
n/

√
k
)

T
(√

k, k
)

+ O(n
√

k)

=
(
n/

√
k
)

O(k) + O(n
√

k) = O(n
√

k).

Therefore,
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Theorem 8. The k maximum sum subsequences problem can be solved
in O(n

√
k) time in the worst case.

Combining Theorems 7 and 8, we have

Corollary 3. Given a sequence of length n and an integer parameter, k,
the k maximum sum subsequences problem can be solved in O(min{k +
n log2 n, n

√
k}) time in the worst case.

In the next section, we will show how to solve the high-dimensional
problems incrementally by using our fast algorithms developed in Sec-
tions 4.2 and 4.3.

4.4 Higher Dimensional Cases

The extension to higher dimensions is straightforward. We first study
the two-dimensional version of the problem; that is, to find all the
orthogonal continuous subregions whose sums are at least as large as
the kth largest sum among all continuous subarrays of a given two-
dimensional array. The following algorithm simply reduces the dimen-
sion parameter in the problem. Actually, for a given array

X = [xi,j]1≤i≤m,1≤j≤n

of real numbers, we transform the problem into Θ(m2) one-dimensional
k maximum sum subsequences problems, and the latter problems are
solved using our one-dimensional algorithms.

Algorithm: AlgoMaxSum2D(X, k)
Input: A two-dimensional array

X = [xi,j]1≤i≤m,1≤j≤n

of real numbers and an integer k ≥ 1.
Output: The set KX of the k largest sums among all possible

sums

j2∑
i1=j1

j4∑
i2=j3

xi1,i2

for 1 ≤ j1 ≤ j2 ≤ m, 1 ≤ j3 ≤ j4 ≤ n.
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1. Compute a new array,

Y = [yi,j],

of order m × n, where

yi,j =

j∑
l=1

xi,l.

2. For each i and j, 1 ≤ i ≤ j ≤ m,

(a) Create an array

Ai,j = 〈a1, · · · , an〉

such that al = yj,l − yi−1,l for l = 1, 2, · · · , n.

(b) Solve the k maximum sum subsequences problem on Ai,j with
the parameter k; output KAi,j

.

3. Let KX be the k largest elements in the union of KAi,j
for 1 ≤ i ≤

j ≤ m.

Clearly, this algorithm computes the k largest range sums. Notice
that Step 1 actually computes the prefix sums for each column of X;
which can be done in Θ(mn) time. Step 2 requires O(C) operations for
every fixed i and j from Corollary 3, where C = min{k+n log2 n, n

√
k}.

Since the total number of index combinations is Θ(m2), the time com-
plexity of this step is thus Θ(m2C). Note that the size of the union of
KAi,j

, 1 ≤ i ≤ j ≤ m, is Θ(m2k). Hence, the selection (Step 3) requires
Θ(m2k) time in such a set. Therefore, the algorithm AlgoMaxSum2D takes
O(m2C + m2k) time. If k = o(n2), then m2C + m2k = O(m2n

√
k). If

k = Ω(n2), however, we can run a straightforward algorithm running in
O(m2n2) time that enumerates all possible range sums and selects the
k largest ones, instead of AlgoMaxSum2D. Therefore, we have

Theorem 9. Given a two-dimensional array, X, of order m×n and an
integer, k ≥ 1, the k maximum sum subarrays problem can be com-
puted in O(m2 min{C,n2}) in the worst case, where C = min{k +
n log2 n, n

√
k}.
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An algorithm for the k maximum sum subarrays problem with a
running time of Θ(m2nk) has been presented in [BT04]. Notice that
the value of the parameter k is between 1 and Θ(m2n2). Our algorithm
improves over the above result for every value of k > 1. For the special
case of k = 1, there exist sub-cubic algorithms [TT98, Tak02].

It is possible to extend our approach to the d-dimensional version of
the maximum sum subarrays problem. Given a d-dimensional array of
real numbers, with size n in each dimension, we can enumerate all the

possible
(n
2

)d−1
problems of the (d − 1)-dimensional version. This will

give a total cost of

O

((
n

2

)d−1

n
√

k +

(
n

2

)d−1

k

)
=

O
(
n2d−1

√
k + n2d−2k

)
from Theorem 8. Of course, we can apply the result of Corollary 3 to the
1-dimensional problem in the above approach to obtain a slightly better
complexity. Moreover, if k = Ω(n2), we may just run a straightforward
algorithm, similar to that for the two-dimensional case. Thus,

Theorem 10. The k maximum sum subarrays of a d-dimensional array
of order n1 × n2 × · · · × nd can be found in

O
(
(n1 × n2 × · · · × nd−1)

2 min
{
C,n2

d

})
time in the worst case, where C = min{k + n log2 n, n

√
k}.

In the next chapter, we will study the closely related problem of
ranking the k maximum sum subsequences. This problem is a restric-
tion of the k maximum sum subsequences problem in that subsequences
are required to be computed in non-increasing order. This admits for al-
gorithms with the interesting property of not needing to know the value
of k a priori, as k can be increased during computation as needed.





Chapter 5

Ranking k Maximum Sums

In this chapter, a fast algorithm for ranking the k maximum sums are
proposed. In our solution, k does not need to be known a priori computa-
tion. In fact, the next element in the solution sequence can be computed
as needed. This algorithm actually improves over the algorithm for the
k maximum sum subsequences problem for small values of k as well.

In the following sections we define the problem and prove a lower
bound for ranking k maximum sum subsequences. After that an O(n +
k log n)-time algorithmic solution is presented. Notice that the algorithm
presented in this chapter computes only the range sums without pointing
out the corresponding subsequences explicitly; extending the algorithm
to output the corresponding subsequences as well is straightforward.

5.1 Problem Setting

The problem of ranking the k maximum sums is the problem of comput-
ing the k maximum sum subsequences, as defined in Section 4.1, with
the additional requirement that the subsequences should be computed
in non-increasing order.

71
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5.2 Lower Bound

A trivial lower bound for both the problems of ranking and computing
(only) the k maximum sum subsequences is Ω(n + k). However, for the
ranking problem, we can prove a better lower bound, particularly for
the small values of the parameter k.

Theorem 11. Let X = 〈x1, . . . , xn〉 be a sequence of n real numbers
and integer 1 ≤ k ≤ n. The problem of ranking k maximum sum subse-
quences requires at least Ω(n + k log k) time in the worst case.

Proof. For the given sequence X, let s = −∑n
l=1 |xl| − 1. Construct

a new sequence Y of length 2n: 〈x1, 2s, x2, 2s, . . . , xn, 2s〉. Then, any
subsequence of consecutive elements of Y of length at least 2 has the
sum of its elements less than x, where x = min1≤l≤n{xl}. In fact, for
any i, 1 ≤ i ≤ n, xi + s = xi −

∑n
l=1 |xl| − 1 ≤ −|x| − 1 < −|x|. Hence,

for any subsequence yi, yi+1, . . . , yj (1 ≤ i < j ≤ 2n), the sum

j∑
l=i

yl < −
⌈

j − i

2

⌉
|x| < −|x| ≤ x .

Therefore, the problem of ranking k maximum sum subsequences of the
sequence Y becomes the problem of selecting the k largest elements
in 〈x1, . . . , xn〉 in non-increasing order. Sorting can be reduced to the
latter problem and, since sorting requires Ω(k log k) time in the worst
case [CLR90], the result follows.

Observe that the complexity of ranking k maximum sum subse-
quences is a non-decreasing function of the parameter k. Hence, the
lower bound also holds for the case when k > n but k = O(n). In fact,
for any such value of k, the complexity of the ranking problem will be at
least the cost for ranking n maximum sum subsequences (since k > n),
which is Ω(n + n log n) = Ω(n + k log k) (since k = O(n)). Therefore,

Corollary 4. The problem of ranking k maximum sum subsequences
requires at least Ω(n + k log k) time in the worst case for k = O(n).

In the next section, we will present an algorithm for ranking k max-
imum sum subsequences, which matches this lower bound.
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5.3 Ranking k Maximum Sums

Our approach to ranking the k maximum sum subsequences is to use
a complete binary tree augmented with information about prefix sums,
suffix sums, sums, and rankings among subsequences with respect to
their sums. The algorithm consists of two phases: the preprocessing
phase and the query phase described in the following.

In the preprocessing phase, initial information is computed and
stored in the tree, in order to support queries. All data structures asso-
ciated with each node in the tree are initiated with a start value, which
corresponds to computing the very first query. The tree is constructed
in a recursive bottom-up fashion starting at the leaf-level.

After preprocessing, each query returns the next largest subsequence
sum, and updates the information stored. The input data is, conceptu-
ally, divided into blocks of equal size, recursively. Our algorithm is based
on the following simple observation: The subsequence sum comes from
either the left branch, the right branch, or the subsequence spanning over
the border between the left and the right subblocks. The problem is re-
cursively solved for each of these three possibilities, with different inputs
(i.e., the input sequences and the values of the parameter k). Tamaki
and Tokuyama [TT98] uses a similar idea to solve the two-dimensional
maximum subsequence problem in the case when k = 1. The solutions
to these subproblems are computed as needed during the query process.
This will avoid unnecessary computations, resulting in a fast algorithm.

5.3.1 The Overall Algorithm

Given an input sequence, X = 〈x1, x2, . . . , xn〉, of length n, we divide
X into two subsequences, Xleft and Xright, for the left and the right
half of X, respectively. The division is done recursively until all the
subsequences have length 1. This recursive subdivision forms a com-
plete binary tree with height Θ(log n). Thus, each node in this tree
corresponds to some subsequence of consecutive elements of X.

Initially, the maximum sum subsequence (k = 1) for each of these
subsequences is computed and stored at each node. After this prepro-
cessing, the next maximum subsequences (for k = 2, 3, . . .) can be com-
puted as needed during the query phase of the algorithm.

In the query phase, when the sequence corresponding to the current
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node is split in two halves, the sum of the elements of the subsequences
spanning over the middle border can be computed with the help of
prefix and suffix sums from the left and the right branch, respectively.
Moreover, the prefix and suffix sums are also computed as needed during
the process. Candidates for the next largest sum subsequence that span
over the middle border are stored in a heap (that will be constructed for
each node) in order to speed up the algorithm.

For any node v in the tree, let the superscript left and right denote
its left and right children, respectively. The node v is augmented with
the following information (initially, i = j = l = h = 1):

• The sum, w, of the elements of its corresponding subsequence Xv.

• The i largest prefix sums, P = 〈p1, p2, . . . , pi〉, of Xv.

• The j largest suffix sums, S = 〈s1, s2, . . . , sj〉, of Xv .

• The l largest elements, M = 〈m1,m2, . . . ,ml〉, of Sleft + P right,
where Sleft and P right are the suffix sums of the left child and the
prefix sums of the right child, respectively. Sleft + P right denotes
the Cartesian sum of these two arrays: Sleft + P right = {x + y|x ∈
Sleft and y ∈ P right}.

• The h largest subsequence sums, K = 〈k1, k2, . . . , kh〉, of Xv .

Denote by plast, slast, and klast, the most recently computed prefix sum
pi, suffix sum sj, and subsequence sum, respectively. During the com-
putation, the algorithm enumerates the k maximum sum subsequences
in turn by first determining which child of the root node the next max-
imum sum subsequence comes from. Then, the corresponding child of
the current node is processed recursively.

5.3.2 Initialization

We preprocess the tree in a bottom-up fashion by a base case and a
recursive case as follows.

Initialize

• Base case (n = 1): Let w = x1, P = 〈x1〉, S = 〈x1〉, and
K = 〈x1〉. Let i = j = l = h = 1.
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• Recursion case (n > 1):

1. Let i = j = l = h = 1.

2. Let w = wleft + wright, where wleft and wright are the sum of
the elements in the left and the right child node, respectively.

3. Let p1 = max
{

pleft
last, w

left + pright
last

}
, where pleft

last and pright
last is

the most recently computed prefix sums from the left and
the right child node, respectively.

4. Let s1 = max
{
sleft
last + wright, sright

last

}
.

5. Let m1 = sleft
last + pright

last

6. Let k1 = max
{

kleft
last, k

right
last ,m1

}
The computation above can be performed in Θ(n) time. After that, we
have the maximum sum subsequence computed for the sequence corre-
sponding to each node. At this stage, we are ready to perform queries
to our data structure. Each query returns the next largest subsequence
sum of X.

5.3.3 Queries

On computing the next largest sum subsequence of the sequence cor-
responding to the current tree node, it is necessary to decide if the
recursion should be performed on the left subtree, the right subtree, or
all the subsequences beginning in the left and ending in the right branch.
During the computation, it may, at some stage, not be possible to com-
pute more subsequence sums (than what has already been computed)
from the desired branch, because all the subsequence sums are already
computed at that specific node. In such cases, no more subsequences
from the specific tree branch will be used.

Let v be the current tree node and kh be the hth computed maximum
sum subsequence of the subsequence corresponding to v. Each query
examines the subsequence computed from the previous query and
executes the following according to the outcome of the examination.
Notice that Query(v) does not return anything. Instead, the next
largest subsequence, kh+1, is computed and stored in the tree. The
value kh+1 is then used by other invocations of Query(v′), for some v′,
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or used directly as the desired result.

Query(v)

1. If the most recently computed subsequence sum at node v, kh,
was:

(a) kleft
last, then call Query(vleft);

(b) kright
last , then call Query(vright); or

(c) ml, then call NextMiddle.

2. Let h ← h + 1.

3. Let kh = max
{
kleft

last, k
right
last ,ml

}
On performing the query above, one may need to compute the next
largest sum subsequence that spans the border between vleft and vright

(i.e. the call to NextMiddle). We will show in the next subsection how
to perform such a computation in O(log n) time in the worst case, with
a preprocessing time of O(n).

5.3.4 Subsequences Crossing the Middle

When computing the subsequence sums of the current node, v, that be-
gins in the sequence vleft and ends in the sequence vright, we need to solve
the following problem: Given two sorted sequences A = 〈a1, a2, . . . , an〉
and B = 〈b1, b2, . . . , bn〉, compute the k maximum sums of A + B in
sorted order. That is, we would like to compute the k largest elements
a + b, where a ∈ A and b ∈ B. Obviously, this can be done by first
selecting the kth largest element, x, of, A + B [FJ84, FJ82], scanning A
and B for elements in A+B greater than or equal to x and then sorting
the output.

However, this is not a suitable method in our problem setting, be-
cause the value of k is a priori unknown and we do not want to compute
more elements than needed from the sequences A and B. Moreover, the
elements of A and B may not be present at this moment (of course, they
will be computed in the future when needed during the process).

Our solution to this problem is as efficient as the method above using
selection and is also incremental in the sense that the number of values
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computed does not need to be known a priori. We start by scanning the
elements from the sets A and B in the order a1, a2, . . . and b1, b2, . . .,
respectively. This means that the elements of A and B, in turn, can be
retrieved when needed by some other means.

For the computation, we use a heap to keep track of the order among
the elements extracted from A and B, but not yet accepted as an element
among the k largest sums by the algorithm. The following information
is considered as the state of the computation:

• The i largest elements of A: Ai � 〈a1, a2, . . . , ai〉.
• The j largest elements of B: Bj � 〈b1, b2, . . . , bj〉.
• A max heap, H, containing elements from Ai + Bj that have not

been selected as one of the largest elements sought.

Since the sequences A and B are sorted in non-increasing order, it
is apparent that the largest element of A + B is a1 + b1. Initially, the
heap contains this single element and i = j = 1. The next largest
element must be either a2 + b1 or a1 + b2. Therefore, both of these are
inserted prior to the extraction of the largest element. Now, if it turns
out that a2 + b1 is the second largest element (largest in the heap, since
we extracted a1 + b1), we need to insert a3 + b1, since this might be the
third largest element. Notice that there is no need to insert a2+b2, since
a1 + b2 is already in the heap and must clearly be larger, since a1 > a2.
When, at some point, a2 + b1 turns out to be the largest element in the
heap, we need to insert both a2 + b2 and a1 + b3 in the heap. Now again,
as long as we are extracting elements aα + b2, for some α, there is no
need to insert a2 + b3, because a1 + b3 is larger.

The computation of the new largest element, m, is then performed
as follows.

NextLargest

1. Assume m = aα + bβ is the most recently computed element, and
aα and bβ are the components of the last computed element.

2. If α = 1, then insert aα+1 + bβ and aα + bβ+1 in the heap H.
If i = α or j = β, call NextElement(A) and NextElement(B)
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appropriately before the insertion. (NextElement(A) and
NextElement(B) compute the (i + 1)th and (j + 1)th largest ele-
ments of A and B, respectively.)

3. If α > 1, then insert aα+1 + bβ in the heap, H. If i = α, call
NextElement(A) before the insertion.

4. Let m be the root of the heap. Delete the root and return m.

For each invocation of NextLargest, we extract one element from
the heap and insert at most two elements into the heap. The size of
the heap is at most 2k, since we will compute a total of k elements and
increase the size of the heap by at most 2 each time. Thus, the time
required for the heap operations is O(log k). If we compute a total of k
largest elements of A + B, the total time required for the computation
will be O(k log k). Therefore,

Theorem 12. Given sorted sequences A and B in non-increasing order,
the k largest elements of A + B can be computed in O(k log k) time in
the worst case with O(n) preprocessing time.

Before presenting the implementation of NextMiddle, we need two
functions that compute the next largest prefix sum and the next largest
suffix sum of the sequence represented by a node, respectively.

NextPrefix

1. If pi = pleft
last (pi comes from the left branch), then call NextPrefix

on the left branch. Otherwise, if pi = wleft + pright
last (pi comes from

the right branch), then call NextPrefix on the right branch.

2. Let pi+1 = max
{
pleft
last, w

left + pright
last

}
3. Let i ← i + 1.

NextSuffix can be designed in a way symmetric to NextPrefix.

Now, to compute the maximum sum subsequences crossing the
border between the two subsequences, we maintain an instance of the
data structure described above for each node in the tree. The procedure
NextMiddle can then be implemented as follows:
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NextMiddle

1. Let l ← l + 1.

2. Call NextLargest. Denote by ml the output element from the
function call. Let NextElement(A) be NextSuffix on the left
branch and NextElement(B) be NextPrefix on the right branch
during the execution of NextLargest (that is, A = Sleft and B =
P right).

Notice that each node has a corresponding data structure for
NextLargest, NextMiddle, NextPrefix, and NextSuffix. Con-
sider the call to NextLargest performed from NextMiddle. Here,
NextLargest operates on the data structure associated with the
same node as NextMiddle was operating on. In the same way, when
NextLargest calls NextPrefix and NextSuffix, NextPrefix and
NextSuffix operates on the data structure associated with the same
node as the data that NextLargest was operating on.

The only procedures that actually traverse down the tree are
Query(v), NextPrefix and NextSuffix.

A query starts with Query(v), for the root, v. Then, the algorithm
may traverse left or right, as Query(v) is invoked on the left or right
branch, respectively. At some point, Query will call NextMiddle, and
hence the calling sequence for Query terminates. Now, NextMiddle will
call NextLargest, which may call both NextPrefix and NextSuffix.
Each of these may traverse down the tree.

Fig. 5.1 illustrates an example data structure. The example is an
array with four elements, 〈4, 2,−1, 3〉, and k=3. The data structures
resulting after preprocessing (viewed as the first query) and two addi-
tional queries are shown. Indexes on the numbers indicate from which
query the number is computed. 1) Preprocessing (first query): The first
element, 81, of K (result array) of node A comes from the first element
of M (middle sum array) in the same node. This element is computed
from the first element, 61, of S (suffix array) of node B and the first
element, 21, of P (prefix array) of node C. 2) Second query: The second
element, 62, of K of node A comes from the left subtree, where it is the
first element of K in node B. This element, in turn, is the first element
of M in the same node. Further, M (in node B) is the result of adding
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the first (and only) element of S and P from its left and right children,
respectively. 3) Third query: The third element, 53, of K in node A, in
the same way as the first element 81, comes from M . 4) Heap structure:
The elements in the heap of node A are illustrated to the right of node
A. The first element inserted into the heap is 81. This element is the
sum of the first element, 61, of Sleft (the array S of node B) and the
first element, 21, of P right (the array P of node C). When 81 is about
to be extracted, 52 (= 61 + −12) and 42 (= 21 + 61) are inserted into
the heap. The heaps for the other nodes are omitted, as they only will
contain one single element.

Figure 5.1: Example of data structure for an array 〈4, 2,−1, 3〉 and
k=3.

5.3.5 Time Complexity

In this subsection, we will analyze the different parts of the algorithm
separately.
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NextPrefix and NextSuffix

These procedures traverse down the tree by making exactly one recursive
call. The height of the tree is O(log n) and the work performed for each
node is O(1). This gives a total time of O(log n).

NextMiddle

This procedure calls NextLargest which requires O(log k) time plus the
time consumed for NextElement(A) and NextElement(B). In this con-
text, NextElement(A) and NextElement(B) are realized by NextSuffix

and NextPrefix, respectively. They require O(log n) time. Since
k = O(n2) and log n2 = O(log n), the total time required is O(log n).

Query

This procedure will either traverse down the tree by making one call to
itself or by making one call to NextMiddle. For the former, the height
of the tree is O(log n) and the work performed for each node is O(1),
which implies that the time required is O(log n). For the latter case,
upon the call to NextMiddle, some part of the tree has already been
traversed. This requires at most O(log n) time. The call to NextMiddle

also requires O(log n) time. Either case requires O(log n) time, so does
the query procedure.

Preprocessing

The preprocessing is performed in a bottom-up fashion and no calls are
made to other procedures. Work performed for each node is O(1), which
makes the total time for preprocessing O(n), since there are O(n) nodes
in the tree.

Total complexity

To sum up, the computation of k maximum sum subsequences requires
O(n+k log n) time. The subsequence sums computed are in sorted order
as well. Therefore,

Theorem 13. The �th maximum sum subsequence of a given sequence
can be computed, in O(log n) time if the (� − 1)th maximum sum has
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already been computed by our algorithm. The total time for ranking the
k maximum sum subsequences is thus O(n + k log n) in the worst case.

Moreover, our algorithm is optimal for small values of the parameter
k. Indeed,

Corollary 5. For any integer k, n + k log n = O(n + k log k).

Proof. The claim is obviously true for k = Ω(n). It holds as well for

k = Ω

(
n

log n

)

since

n + k log k = Ω

(
n + k log

n

log n

)
=

= Ω (n + k log n − k log log n) =

= Ω (n + k log n) .

Finally, for the case when

k = o

(
n

log n

)

we know that

n + k log n = O

(
n + o

(
n

log n

)
× log n

)
= O(n)

and

n + k log k = Ω(n).

Hence, our algorithm runs in O(n + k log k) time in the worst case.
By combining Corollary 4, Theorem 13, and Corollary 5, we have

that

Corollary 6. Our algorithm is optimal for k = O(n).

The proposed algorithm actually improves over the algorithm pro-
posed in Chapter 4 for small values of the parameter k.
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Corollary 7. The k maximum sum subsequences problem can be solved
in O(min{n log2 n + k, n + k log n}) time in the worst case.

This result is achieved by combining the algorithm proposed in this
chapter with the algorithm proposed in Chapter 4. The breaking point
for choosing either the O(k + n log2 n)-algorithm the O(n + k log n)-
algorithm, could be k = n log n since k + n log2 n = n + k log n, when
k = n log n.





Chapter 6

Maximum Scoring

Segments

In this chapter, we first propose an almost linear-time algorithm for solv-
ing the maximum scoring segments problem. Previously, Csűrös [Csű04]
proposed an Θ(n log n) worst-case algorithmic solution for this problem.
Our new algorithm has a worst-case complexity of O(nα(n, n)), where
α(n, n) is the inverse Ackermann function.

Additionally, we show how to bypass the union-find data structure
that yields the α(n, n)-factor of the time complexity. This results in an
optimal Θ(n) worst-case complexity algorithm.

However, we believe the O(nα(n, n))-time algorithm to be superior in
practice. This is because it makes use of the very efficient union by rank
with path compression instead of a large number of instances of count-
ingsort. Additionally, this algorithm will probably require less memory
during computation because there is no need to store information for
each merge performed for later sorting, as in the second algorithm.

After introducing the problem to be studied and some notations
in Section 6.1, we will describe Csűrös’s algorithm [Csű04] for finding
maximum-scoring segments in Section 6.2 and fix some minor flaws in
his result. Our new algorithm is presented in Section 6.3 and the refined
algorithm presented in Section 6.5.

85
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6.1 Problem Setting and Notations

Given a sequence X = 〈x1, x2, . . . , xn〉 of real numbers, let Xi,j denote
the subsequence of consecutive elements of X starting at index i and
ending at index j; i.e. the segment Xi,j = 〈xi, xi+1, . . . , xj〉. A segment

Xi,j is positive (negative) if its score (sum or value)
j∑

�=i

x� > 0 (< 0).

Call Xi,j a non-negative run (negative run) of X if

• x� ≥ 0 (or < 0) for all i ≤ � ≤ j;

• xi−1 < 0 (or ≥ 0) if i > 1; and

• xj+1 < 0 (or ≥ 0) if j < n.

Given an integer 1 ≤ k ≤ n, a k-cover for the sequence X is a set
of k disjoint non-empty segments of X. The score (sum or value) of a
k-cover is determined by adding up the sums of each of its segments.

Definition 3. An optimal k-cover for a given sequence X is a k-cover
of X whose score is the maximum over all possible k-covers of X.

6.2 Csűrös’s Algorithm

By adapting Kadane’s linear-time algorithm [Ben84b] for the maximum-
scoring segments problem (where k = 1), Csűrös [Csű04] presented an
O(nk)-time algorithm for the general k. Moreover, he showed that
an optimal k-cover can be created from an optimal (k + 1)-cover by
removing a segment with minimum absolute value or concatenating
that segment with its neighbors. Therefore, after a segmentation of
the input sequence, an optimal k-cover can be produced by a series of
concatenations of neighboring segments with current minimum absolute
values. More precisely, the following algorithm is proposed by Csűrös
[Csű04]:

Input: A sequence X of n real numbers and an integer 1 ≤ k ≤ m.
(Where m is the length of Y , as described shortly.)
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1. Partition X into runs and let each run be replaced by its sum.
Let the sequence obtained be Y = 〈y1, y2, . . . , ym〉, where m ≤ n.
That is, each run computed in X corresponds to an element of Y .

2. while ‖{y ∈ Y : y > 0}‖ > k do

• Select the element yj with minimum absolute value of Y .
During this selection, let y1 = ym = ∞, so that these two
elements never get selected.

• Replace elements yj−1, yj and yj+1 in Y with one single ele-
ment having value yj−1 + yj + yj+1.

3. Return the segments of X corresponding to all the positive ele-
ments in Y .

The above algorithm runs in Θ(n log n) in the worst case [Csű04].
This can be done by storing the blocks at the leaves of a balanced bi-
nary search tree where each block has a pointer to its successor and
predecessor. The correctness of this algorithm was shown by Csűrös
[Csű04]. However, some observations about this algorithm will be made
here.

First, this algorithm does not consider the case (although trivial)
when k > m, where m is the the number of positive runs in the input
sequence. However, this can be solved by preprocessing the input data.
We will show in the next section how this can easily be accomplished.

Next, this algorithm contains a minor flaw when smallest elements
(with respect to their absolute values) are the first or the last element of
the current sequence. It is claimed [Csű04] that these elements should
be avoided and never selected (by assigning them a value of ∞). How-
ever, this can lead to an incorrect solution in some cases. Consider the
sequence X = 〈2,−5, 8,−1, 4,−7, 6〉 and k = 2. Csűrös’ algorithm will
first replace 〈8,−1, 4〉 with 8−1+4 = 11 (since the element (−1) has the
minimum absolute value), obtaining a new sequence 〈2,−5, 11,−7, 6〉.
Then, the smallest absolute value in the new sequence is 2, but the al-
gorithm avoids selecting this element, due to the fact that it is located
at the first position of the sequence. Instead, the next smallest element
(which is −5) is selected and the sequence 〈8,−7, 6〉 is the outcome of
this round (since 2− 5 + 11 = 8). Now, the number of positive elements
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in the sequence 〈8,−7, 6〉 is 2, which equals k, and we are done. Thus,
the score of an optimal 2-cover of X is claimed to be 8+6 = 14. Observe
that the following 2-cover, {〈8,−1, 4〉, 〈6〉}, has a total sum of 17 which
is larger than the previous of 14. Hence, it is not correct to just avoid
selecting the first and last elements. Instead, these elements should be
selected in the same way as other elements.

For such special cases, say y1 has the current smallest absolute value,
we will replace 〈y1, y2〉 with 〈y〉, where y = y1+y2. The soundness of this
correction will be presented together with the analysis of our algorithm.

6.3 Algorithm Overview

By generalizing the recursive relation between maximum-scoring seg-
ments [Csű04], we are able to design an algorithm that computes an
optimal k-cover in almost linear time; the complexity of our algorithm
is independent of the parameter k. The main idea is to transform the
input sequence into a series of sequences of decreasing lengths under
cover-preserving. We employ the union-find algorithmic technique to
achieve the efficiency.

Our algorithm consists of three phases: Preprocessing, Partitioning,
and Concatenating. The preprocessing phase deals with some trivial
cases of the problem and simplifies the input for the rest of the algorithm.
The latter two phases choose subsequences of which candidate segments
to the optimal k-cover are examined and will be executed in an iterative
fashion.

A special class of sequences plays an important role in our algorithm
design, namely alternating sequences.

Definition 4. A sequence Y = 〈y1, y2, . . . , ym〉 of real numbers is an
alternating sequence if m is odd, y1, y3, . . . , and ym are positive, and
y2, y4, . . . , and ym−1 are negative. An alternating sequence is an a-
sequence if its elements are mutually distinct.

The following fact implies that finding an optimal k-cover in some
alternating sequences needs only constant time.

Observation 5. All the positive elements of an alternating sequence of
length 2k − 1 represent an optimal k-cover of the sequence.
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6.3.1 Preprocessing

This phase processes special cases of the problem and, if needed, finds
the segmentation of the input into runs. The segmented input will be of
alternating type and work as input for the two phases of our algorithm
that follows. We treat the preprocessing step here separately from the
other two steps of the algorithm, which simplifies the presentation of the
latter. However, it does not make the problem to be solved simple.

The special cases of the problem for finding an optimal k-cover are
investigated with respect to the number m1 of non-negative elements,
the number m2 of non-negative runs, and the number m3 of negative
runs in the input. For a given sequence X of length n and an integer k,
1 ≤ k ≤ n, we proceed as follows.

1. Scan the sequence X and compute m1, m2, and m3.

2. If k ≥ m1, then compute the (k − m1) largest elements among
all the negative ones. Now, all the non-negative elements together
with the negative elements just computed form an optimal k-cover,
where each member of the cover is of length 1.

3. If m2 ≤ k < m1, then all the non-negative runs represent an opti-
mal solution by splitting the runs until the number of non-negative
blocks equals k. Moreover, we can, in this case, delete any subse-
quence (prefix or suffix of X) containing only zeroes according to
the value of k without affecting the optimal solution.

4. If 1 ≤ k < m2 a segmentation of X will be performed.

The segmentation of the input produces a new sequence that serves
as the input to the iteration (the partitioning and concatenating) phases
of our algorithm. Segmenting a sequence X (where k < m2) works as
follows:

1. Find all the non-negative runs and negative runs of X.

2. Construct a new sequence Y from X by replacing every run with
its score (sum). Clearly, Y is a sequence of length m2 + m3.

3. Let m′ be the number of positive elements of Y .
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4. If k < m′, then delete all the elements equal to zero from Y .

5. If m′ ≥ k, then the optimal k-cover consists of all the positive runs
of X (positive elements of Y ) together with (m′ − k) of the zero
elements of Y and we are done.

6. Negative elements at both ends of Y (if any) are removed from Y .

Moreover, by storing the indices of all the runs of X, one can easily
refer each element of Y to its corresponding segment of X. Clearly,
the whole preprocessing phase takes at most O(n) time in the worst
case. Furthermore, any optimal k-cover of Y corresponds to an optimal
k-cover of X. In fact,

Proposition 2. Given a sequence X of real numbers, if the number of
non-negative runs of X is at least k, then there is an optimal k-cover of
X such that any member of the optimal cover is either an entire non-
negative run of X or a concatenation of neighboring runs of X.

Proof. Consider any k-cover C of X. If the cover C did contain only a
part of a non-negative run, we could just include the rest of that non-
negative run; obtaining a new k-cover with a total score at least as good
as the old one. Hence the cover C would not be optimal.

If the cover C did contain only a part of a negative run, we could
just exclude this negative run in order to increase the value of the cover.
Hence the cover C would not be optimal.

To sum up, we have

Corollary 8. Let T (n) and A(m) be the time needed to compute an op-
timal k-cover of a sequence X of length n and of an alternating sequence
Y of length m, respectively. Then, if Y is the sequence resulting from
preprocessing X,

• T (n) = O(n + A(m)).

• The value of an optimal k-cover of X is the same as that of Y .

If an optimal k-cover of X has not yet been computed during the
preprocessing (Steps 1-3 of the special cases), we obtain an alternat-
ing sequence Y = 〈y1, y2, . . . , ym〉, where m ≤ n. Moreover, we can



6.3. ALGORITHM OVERVIEW 91

define a new order (≺) on the elements of Y such that yi ≺ yj ⇔
{yi < yj ∨ (yi = yj ∧ i < j)}. However, throughout the presentation we
will use the standard notation to simplify presentation. Therefore, af-
ter O(n) preprocessing time, we consider only alternating sequences of
mutually distinct real numbers (that is, a-sequences) in the rest of our
algorithm. The following property of such sequences characterizes opti-
mal covers of the sequences.

Observation 6. Let Y be an a-sequence of length m and k ≤ �m/2	.
Then, each member of an optimal k-cover of Y will always be a segment
of Y of odd length.

Proof. Suppose there is a segment of an optimal k-cover that does have
an even length. Then either a prefix or a suffix of this segment will be
negative. We could thus remove that negative prefix or suffix; resulting
in a new k-cover with a higher total score. Hence, the cover was not
optimal. This is a contradiction.

6.3.2 Partitioning and Concatenating

In this subsection, we give an overview of the partitioning and concatena-
tion phases of our algorithm, whereafter a detailed presentation follows.
Our approach in computing an optimal k-cover for a given a-sequence
Y is to construct a series of a-sequences from Y while the lengths of the
sequences are decreasing and the optimal k-cover remains the same.

More precisely, we first construct a shorter a-sequence Y ′ from Y .
Such a construction can be accomplished with concatenation operations
run on an odd number of consecutive elements of Y according to Ob-
servation 6. By partitioning Y into smaller pieces and concatenating
carefully chosen segments, we can reduce the number of candidate seg-
ments for the optimal k-cover fast. If the length of Y ′ equals 2k − 1, we
are done; otherwise, repeat the construction starting from Y ′. Such a
procedure will be run iteratively.

For a given a-sequence Y of length m and an integer k, 1 ≤ k ≤ m,
we consider only the case when k < �m/2	. Otherwise, the problem is
taken care of by our preprocessing phase. Let Yt (t = 1, 2, · · · ) be an a-
sequence of length mt associated with a working sequence St of length nt,
where Y1 = Y and S1 = Y . The working sequence contains elements of
Y that are currently interesting for the algorithm. In the following, each
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element of Yt and St refers to the block of concatenated elements that the
element currently corresponds to. The tth iteration of our algorithm (in
particular, the partitioning and concatenating procedure) is as follows.
Let ξ0 be the largest absolute value of the elements in Y and let r1 =
�‖S1‖/2	.

Input: Yt, St, a threshold rt, and a pivot ξt−1, where k < �mt/2	
Output: Yt+1, St+1, rt+1, and ξt, where mt+1 ≤ mt and nt+1 < nt.

1. Partition

(a) Compute the (rt)
th largest absolute value ξt of all the elements

in St.

(b) Let Dt be the sequence containing all the elements of St whose
absolute value is less than or equal to ξt. Preserve the order-
ing among the elements from Yt; the indices of the elements
are in increasing order.

2. Concatenation

(a) Let Y ′
t be the sequence resulting from, for each element y

in Dt, repeatedly replacing some blocks in Yt of odd lengths
around y with their score until every element has an abso-
lute value not less than ξt. Let k′ be the number of positive
elements in Y ′

t .

(b) If k < k′ (that is, we merged too few blocks in the previous
step), then

• St+1 ← 〈All the elements now in St whose absolute value
lies between ξt and ξt−1; if some elements now belong to
the same block, then just insert one of them into St+1〉

• rt+1 ← �‖St+1‖ /2	
• Yt+1 ← Y ′

t

• ξt ← ξt−1. (ξt−1 should be maintained to be the last
pivot where we merged to few blocks)

(c) If k > k′ (that is, we merged too many blocks in the previous
step), then St+1 ← Dt, rt+1 ← �‖St+1‖/2	, and Yt+1 ← Yt.
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(d) If k = k′, then we are done.

The goal is to eventually construct an a-sequence of length 2k − 1
and hence the optimal k-cover is found from Observation 5. With a
careful implementation, the lengths of the a-sequences constructed will
gradually decrease. In accomplishing our task within the desired time
bound, we cannot afford to actually construct all the sequences Yt (t =
1, 2, · · · ). In such case, we may end up with an algorithm that takes
Ω(m log m) time in the worst case.

In the following, we show how to implement the algorithm efficiently.
Actually, we never construct Yt, but operate directly on Y all the time.

6.4 Union-Find Implementation

Recall that the input now is an a-sequence Y = 〈y1, y2, . . . , ym〉 and an
integer k, where k < �m/2	. To implement the above algorithm effi-
ciently, we will employ a disjoint-set data structure [CLR90] augmented
with extra information such as indices and scores of blocks. In addition
to the standard disjoint-set data structure, we store the following extra
fields at the leader node of each set:

• The index, in Y , of the leader

• The range, in Y , of the largest block created to which the leader
belongs

• The score of the block

6.4.1 Union-Find

Initially, for i = 1, 2, . . . ,m, we perform MakeSet(yi) with (i, (i, i), yi)
as extra information. Here, i represents the set identifier. Also, let
FindSet(yi) return this extra information. For any two elements x and
y in Y , the operation Union(x, y) is performed as follows.

Union(x, y)

1. Let (i, (i1, i2), sx) = FindSet(x).

2. Let (j, (j1, j2), sy) = FindSet(y).
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3. If i = j, then return; else let � be the new leader index decided by
the disjoint-set data structure (i.e., � is either i or j).

4. The new extra information will be (�, (min{i1, j1},
max{i2, j2}), sx + sy).

In the above procedure, if j1 − i2 = 1 (that is, the blocks joined are
adjacent), the extra information maintained for each block will represent
the intended extra information in the previous subsection. This is the
case that is needed by our algorithm later on.

For the simplicity, for any y in Y , denote by b(y) and v(y) the in-
dex, in Y , of its leader and the score of its block, respectively; i.e.,
(b(y), (j1, j2), v(y)) = FindSet(y). It is important to emphasize that
any block created with Unions can be represented by an arbitrary el-
ement of Y from within the block. Any intermediate sequence used
during the process contains only the original elements from Y . Consider
now the tth iteration of the phases for t = 1, 2, · · · .

6.4.2 Partition

In this step, we partition the current input St according to the given
threshold rt. Notice that each element in St corresponds to some block
of Y . Therefore, it is necessary to map from the elements stored in St to
the blocks created by the previous concatenations. Thus, one FindSet

is done on each element of St.
Now, we can do the desired selection on all the absolute values ob-

tained using a worst-case linear-time selection algorithm [CLR90]. After
that, a partition is performed around the pivot, ξt, and all the elements
of St whose absolute value is less than or equal to ξt are included in a se-
quence Dt. Observe that for each comparison done on a pair of elements,
one must do FindSet operations first. The output of the partition step
is (Dt, ξt). Thereafter, a series of replacements is applied to Dt in order
to create a new a-sequence of smaller length.

6.4.3 Concatenation

In this subsection, we focus on the problem of constructing shorter a-
sequences from a given a-sequence. One approach is to repeatedly con-
catenate blocks and replace them with their score. However, one cannot
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just choose an arbitrary block and then do the replacement, because this
could potentially yield incorrect results. What we want from the replace-
ment is that the operation should result in both a shorter a-sequence and
that the optimal k-cover of this sequence remains the same as the one
before the operation.

Recall that for a given input sequence, Dt and ξt, to the concatena-
tion step, we aim at editing the sequence Y so that there is no element
y in Y with |v(y)| ≤ ξt. By this we mean that all the elements in Dt

and all the blocks created within this step with smaller absolute values
will be involved in some replacement. From Observation 6, we know
that blocks of odd lengths may be a good choice for preserving optimal
k-covers. Among all possible replacements of blocks, one special kind of
replacements, the merge, will do the job.

The Merge Operation

A merge operation only applies to segments of length three (with two
exceptions as we will se later). In particular, a merge can apply to a
segment 〈yi−1, yi, yi+1〉 only if |yi| < min{|yi−1|, |yi+1|}. The result of a
merge on the segment 〈yi−1, yi, yi+1〉, denoted by merge(yi−1, yi, yi+1),
is a new block with a value equal to yi−1 + yi + yi+1; realizable with
Union(Union(yi−1, yi), yi+1). Call such an operation a merge around yi.
Specially, a merge around y1 implies Union(y1, y2) if |y1| < |y2| and a
merge around ym implies Union(ym−1, ym) if |ym−1| < |ym|. Hence, the
elements y1 and ym can be treated in the same way as other elements.
In general, for any y in Y , let (b(y), (i, j), s) = FindSet(y). A merge
around y is then the merge operation on the segment

〈
yi−1, yb(y), yj+1

〉
(i.e., Union(Union(yi−1, yb(y)), yj+1)) if applicable. In this case, such a
merge is also called a merge around y′ for any y′ in the block Yi,j. Hence,
we use the term element y to mean both the original element in Y and
interchangeably the longest block created containing y.

The merge operation designed above has some nice properties which
ensures the correctness of our algorithm. First, each merge operation
will result in a new block with larger absolute score. Namely,

Proposition 3. Let y be an element in the block resulting from
merge(yi1 , yi2 , yi3). Then, |v(y)| ≥ max{|v(yi1)|, |v(yi2)|, |v(yi3)|}.

This is because a merge operation can apply to yi1, yi2 , yi3 only
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if |v(yi2)| ≤ min {|v(yi1)| , |v(yi3)|}. Thus, |v(yi1) + v(yi2) + v(yi3)| =
||v(yi1) + v(yi3)| − |v(yi2)|| = ||v(yi1)| + |v(yi3)| − |v(yi2)|| ≥
max {|v(yi1)| , |v(yi3)|}.

Next, alternating sequences are invariant under merge operations.
More precisely,

Proposition 4. Let M be the set of merge operations performed on a
given alternating sequence Y = 〈y1, y2, . . . , ym〉 and YM the sequence
(called the compact version of Y under M) constructed from Y by re-
placing each merged block with a singleton element. If no merge is done
around neither y1 nor ym, then

1. ‖YM‖ = ‖Y ‖ − 2 ‖M‖.
2. YM is also an alternating sequence.

Proof. We prove by induction on the number ‖M‖ of merge operations
performed. For the case of ‖M‖ = 1, say merge(zi−1, zi, zi+1) results in
a sequence Z ′ from an alternating sequence Z = 〈z1, z2, . . . , z�〉. Assume
zi > 0, then zi−2 > 0 and zi+2 > 0. Since zi = |zi| < min{|zi−1|, |zi+1|}
we know that zi−1+zi+zi+1 = −|zi−1|+zi−|zi+1| < −|zi+1| < 0. Hence,
Z ′ is an alternating sequence containing one positive element less than
that in Z. Thus, ‖Z ′‖ = �− 2. The case of zi < 0 is similar. Now, let Z ′

be the new input and the result easily follows from the induction.

Moreover, if Y is an a-sequence, so is YM . Hence, by repeatedly
merging blocks one can obtain some compact version of Y , particularly
a version with no smaller elements (that is, all its elements have absolute
values greater than ξt).

Repeated Merges on Dt

Obviously, in order to ensure that there is no element y in Y with |v(y)| ≤
ξt, at least all the elements in Dt must be involved in some merges. For
each element in Dt and all the newly formed blocks (regarded as new
elements of Yt for some t), we need to decide whether a merge operation
will be performed around it. For y in Y , define Test(y) = true if a merge
can be done around y according to the definition of the merge operation
and |v(y)| ≤ ξt; otherwise, Test(y) = false. Let Dt = 〈d1, d2, . . . , dn′

t
〉.
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Basically, we traverse Dt from d1 to dn′

t
and, for each element, determines

if it should be merged. The current element is merged repeatedly until
it is larger than the pivot. When it is, then its left neighbour is checked
again to see if it should be merged again. More precisely:

1. For j = 1, . . . , n′
t let ij = b(dj) (ij is the index, in Y , to the set

leader for dj).

2. Set up a double-linked list Lt with its jth node containing a prev
pointer, a next pointer, and a numeric field num storing ij , j =
1, . . . , n′

t.

3. Let p point to the first element of Lt.

4. while Lt �= ∅ do

• � ← p.num

• If Test(y�) = false, then p ← p.next

• If Test(y�) = true, then

– Do a merge around y�. If the element corresponding to
the node p.prev is involved in this merge as well, then
delete the node p.prev. Perform similar for the node
p.next.

– If |v(y�)| > ξt (the block after merge is larger than the
threshold), then delete the node p (we should not perform
any more merges on block p) and let p ← p.prev (We
check if the previous block should be merged again. This
can happen because the absolute value of the current
block becomes larger as a result of the merge).

As mentioned before, each merge operation creates a compact version
of Y with the length decreased by 2. Therefore, the number of positive
elements in the current version, Yt, of Y (after all the merges done) can
easily be counted when doing merges. This means that we do not need
to actually construct the compact versions Yt+1 of Y at the moment.
Only when we finally find an a-sequence of length 2k − 1, that compact
version of Y is then computed; which costs in the worst case O(m).

Furthermore, if a merge around y1 (or ym) was performed during the
process, then a new block with negative score (which is either the prefix
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or suffix of Y ) appears. The reason for the block being negative is that
y1 < y2, otherwise the merge would not have occurred. Such a block can
immediately be removed, because it is always unnecessary to include it
in the solution to the current compact version Yt+1 of Y . Thus, if the
block 〈y1y2〉 is selected for merge, we can effectively remove this block
without doing any merge. The merge around ym is analogous. Hence,
Yt+1 is an a-sequence as well.

tth Iteration

The goal of the tth iteration is to construct implicitly a new a-sequence
Yt+1 of length mt+1 from an a-sequence Yt of length mt. From the
construction, we know that mt+1 ≤ mt. The equality holds when there
are too few positive elements in the compact version of Y after the
merges. In this case, we cancel all the merges performed in this iteration.
In order to be able to cancel the merge operations performed earlier, we
record and store all changes made to the disjoint-set data structure. We
need only store all the changes made in the current iteration. This is
because that if there are not too few positive elements in the resulting
sequence, we will never need to cancel the previous merge operations.

Observe that the iteration works on the working sequence St asso-
ciated with Yt, decides whether a merge should be performed around
every element, and produces a new working sequence St+1 associated
with Yt+1. Fortunately, the working sequences get shorter after every
iteration. In fact, the lengths of such sequences decrease very fast, which
implies that the number of iterations performed in our algorithm is not
too many.

From Propositions 3 and 4, the lengths of a-sequences (i.e., the com-
pact versions of Y ) will eventually decrease to 2k − 1; say the last one
is Yt′ . We will show in the next section that the optimal k-cover of Yt+1

corresponds to an optimal k-cover of Yt, and thus is represented by all
the positive elements in Yt′ .

6.4.4 Complexity

Given a sequence X = 〈x1, x2, . . . , xn〉 of real numbers, the preprocessing
step of our algorithm takes O(n) time. After that, the iterations is run on
the working sequences St for t = 1, 2, · · · , where S1 = Y (the segmented
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version of X). Each iteration will decrease the length of the working
sequence by a constant factor. In fact,

Lemma 5. ‖St+1‖ ≤ 2
3 ‖St‖ for t = 1, 2, · · · .

Proof. Consider the ith iteration. If we have merged too few segments
during this iteration (i.e., the case of Step 2b of the algorithm in Sec-
tion 6.3.2), then our algorithm creates St+1 from St by deleting all the
elements y ∈ St with |v(y)| > ξt−1 (the absolute value here corresponds
to the new block after the merges been done; call this value |v(y)|new).
Observe that with the merges done in Step 2a, all the elements in St lie
above ξt. In other words, St+1 = {y ∈ St : ξt < |v(y)|new ≤ ξt−1}.

We claim that ‖St+1‖ ≤ 2
3 ‖St‖. Denote by |v(y)|old the absolute

value of the element y in St before entering the concatenation step (i.e.,
before performing merges in Step 2a). Observe that for any element y
in St , we have |v(y)|old ≤ ξt−1. Let Ut = {y ∈ St : |v(y)|old > ξt}. That
is, St = Dt ∪ Ut when regarding them as sets.

Recall that the threshold ξt−1 is the latest value corresponding to
the case that we had merged too many segments. With respect to the
current threshold ξt, we have in this iteration merged too few segments.
Hence, ‖St+1‖ > 0 since otherwise we would have also done too much
even during this iteration.

Before the concatenation starts, the elements in St = Dt ∪ Ut are
the candidates to be included in St+1. Hence, the number nt+1 of the
candidates equals ‖St‖, initially. Consider any element y in Dt and a
merge merge(y′, y, y′′) (if exists) around y, let z = merge(y′, y, y′′).

• If |v(z)|new > ξt−1, then y /∈ St+1 and the number nt+1 is decreased
by 1 for every element in St involved in the merge.

• If |v(z)|new ≤ ξt−1, then we know from Proposition 3 that
|v(y′)|old ≤ ξt−1 and |v(y′′)|old ≤ ξt−1. That is, y′ ∈ St and y′′ ∈ St.
In this case, the number nt+1 is decreased by 2 for every three el-
ements in St involved in the merge. For the case of 2-merges, the
number nt+1 is decreased by 1 for every element in St involved
in the merge (since such an element is no longer included in the
optimal cover).

Therefore, the number of candidates to St+1 is decreased by at least
2 for every three elements in Dt. Observe that the number of merges
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around elements Dt is bounded below by 1
3 ‖Dt‖ (equality if y′, y, y′′ ∈

Dt). We thus have that ‖St+1‖ ≤ ‖St‖ − 2
3 ‖Dt‖ = ‖St‖ − 2

3 · 1
2 ‖St‖ =

2
3 ‖St‖.

On the other hand, if we have merged too many segments (i.e., the
case of Step 2c), then our algorithm will undo all the merges done in Step
2a by assigning St+1 to be the sequence Dt. Notice that ‖Dt‖ = 1

2 ‖St‖.
Hence, ‖St+1‖ = 1

2 ‖St‖ < 2
3 ‖St‖.

The time (except for that consumed by the disjoint-set data struc-
ture) needed for the tth iteration of our algorithm is O(‖St‖). Hence,
the time complexity of our algorithm (excluding cost for union-finds)
satisfies the recurrence T (n) = T (2

3n) + O(n) and thus equals O(n).

Moreover, the number of union-find operations performed during
the tth iteration is also O(‖St‖). This implies that the total number
of disjoint-set operations executed by our algorithm is

∑
t≥1 O(‖St‖) =

O(
∑

t≥1 ‖St‖) = O(n). All these operations cost thus O(n · α(n, n)) in
the worst case, where α(n, n) is the inverse Ackermann function. To
sum up,

Theorem 14. Given a sequence X of n real numbers and an integer
1 ≤ k ≤ n, the problem of computing an optimal k-cover of the sequence
can be done in O(n ·α(n, n)) time in the worst case, where α(n, n) is the
inverse Ackermann function.

6.5 Linear-Time Implementation

In this section we present our linear-time refinement of the algorithm
proposed previously. It is not obvious how to achieve linear time by
using some simple data structures. The crucial point here is how to
compute the block resulting from a series of concatenation of blocks
(called merges) in the desired time bound.

The above discussed algorithm uses a union-find data structure for
finding the currently resulting block, for any given block in D or S. This
is necessary in order to be able to compute the blocks resulting after a
series of merges. Since there is a find operation performed for each
block during computation, a performance of O(nα(n, n)) is achieved.

Now, we show how we are able to bypass the need for the union-
find data structure by utilizing linear-time sorting on arrays containing
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only the blocks that participated in a concatenation step. We observe
that, by sorting the elements involved in a concatenation step on their
left (low) index, it is possible to extract the resulting blocks from a
concatenation step faster than with find operations on the union-find
data structure. The worst-case linear time stems from the fact that we
sort the blocks using the indexes as keys and hence, the universe for the
sorting procedure is linear in the number of elements sorted.

During the operation of our algorithm, we maintain the following
additional data structures. These basically replaces the union-find data
structure used previously:

• A linked list Ŷ , containing the currently existing segments. This
list will be shorter, as segments are merged with its neighbours.
Initially, this list contains the same elements as Y .

• A linked list, M , containing one element for each merge performed
by the merge step. Each element is a triple (v, i, j), where (i, j)
is the start- and end-index of the resulting merged block, respec-
tively, and v is the value of the block.

6.5.1 Partitioning and Concatenation

In the partitioning step, the data is partitioned into blocks that are to
be merged and blocks that are not.

The concatenation step merges all elements contained in Dt with
its respective neighbouring elements in Ŷ . This is performed as follows.
We define a procedure merge’ not utilizing union-find, as follows:

merge’(v, i, j)

• Let (vleft, ileft, jleft) and (vright, iright, jright) be the left and right

neighbour of (v, i, j) in Ŷ , respectively.

• Let (v′, i′, j′) = (vleft+v+vright, ileft, jright) be the new block created
by the merge.

• In Ŷ , replace all three blocks (vleft, ileft, jleft), (v, i, j), and
(vright, iright, jright) with (v′, i′, j′).

• In Dt, if the left neighbour of (v, i, j) is (vleft, ileft, jleft), then delete
(vleft, ileft, jleft) from Dt.
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• In Dt, if the right neighbour of (v, i, j) is (vright, iright, jright), then
delete (vright, iright, jright) from Dt.

Now, we use essentially the same procedure as proposed in Section
6.4.3. We present it here, adapted for merge’, for completeness. Let
Dt = 〈(v1, i1, j1), (v2, i2, j2), . . . , (vn′

t
, in′

t
, jn′

t
)〉. Define the function

Test′((v, i, j)) analogous to Test(y) in Section 6.4.3.

1. Set up a double-linked list Lt with its jth node containing a prev
pointer, a next pointer, and a field (v, i, j) storing (v�, i�, j�) for
� = 1, . . . , nt.

2. Let p point to the first element of Lt.

3. while Lt �= ∅ do

• If Test((v, i, j)) = false, then p ← p.next

• If Test((v, i, j)) = true, then

– Do a merge around p.(v, i, j). That is, merge’(p.(v,i,j)).

– Let (v′, i′, j′) be the resulting block of the merge opera-
tion. If |v′| > ξt (the block after merge is larger than the
threshold), then delete the node p (we should not per-
form any more merges on block p) and let p ← p.prev
(we check if the previous block should be merged again).

6.5.2 Iterating

Now, based upon the number of blocks resulting after the concatena-
tion step, we either merge more blocks, or we cancel the concatenation
step and merge fewer blocks instead. This is the same procedure as for
the union-find implementation. However, we proceed differently when
constructing the new set St+1. Let k′ be the number of positive blocks
in Ŷ after the merge step. As in the union-find implementation, we
distinguish two cases.

Too Few Blocks

If k < k′, then we have essentially performed too many merges in the
latest merge step. In such case, we cancel the latest concatenation step
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altogether, as in the previous implementation. This is possible if all
updates performed to Ŷ during the latest concatenation step are saved.
After the concatenation step is performed and there are not too many
resulting blocks, we can throw away the data saved before. Hence, there
is only need for saving the updates performed in a single concatenation
step.

Now, let St+1 ← Dt and ξt ← ξt−1 (we cancel the effect of updating
ξ). Let t ← t + 1 and perform the partition step (Section 6.5.1) again
with Dt computed from this new St+1.

Too Many Blocks

If, on the other hand, the number of positive blocks (in Ŷ ) after the con-
catenation step are still to many, we use the procedure of block filtering
presented in the next section to filter out the blocks resulting from the
previous concatenation step. This will be the new list St+1.

6.5.3 Block Filtering

In the following, we will present the procedure to find the blocks after
merging all the elements in Dt. The difficulty of this task lies in the
requirement to find only the resulting blocks and not all blocks that
have occurred during the merges. Notice that after a merge, it might be
the case that the v′ ≤ ξt. In such a case the block (v′, i′, j′) should still
be in Dt and merged further. For instance, an element of Dt that is to be
merged with its neighbouring elements in Ŷ results in one new element
in Ŷ and one new element in Dt, if the resulting block is still smaller
than ξt. Hence the intermediate block, (v′, i′, j′), is not interesting as a
result of our block filtering procedure. We compute only the final blocks
greater than ξt.

To resolve this issue, we use another linked list, M , and, for each
merge, insert a tuple (v, i, j), with the range of the resulting block [i, j]
with respect to Y , and the value of the block. For each tuple, we also
maintain a reference to the corresponding block in Ŷ . Now, when all
merges are done, we copy M to a sequence (an array) M ′. After this,
we sort the elements of M ′ with respect to index i by using counting
sort, which takes linear time since the keys i used in sorting are integers
from 1 to n. Call the sorted sequence M ′′. Observe that we can write
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M ′′ as follows.

M ′′ =〈(v(1,1), i1, j(1,1)), (v(1,2), i1, j(1,2)), . . . , (v(1,p1), i1, j(1,p1)),

(v(2,1), i2, j(2,1)), (v(2,2), i2, j(2,2)), . . . , (v(2,p2), i2, j(2,p2)),

...

(v(q,1), iq, j(q,1)), (v(q,2), iq, j(q,2)), . . . , (v(q,pq), iq, j(q,pq))〉
where i1 < i2 < · · · < iq. For each i�, � ∈ [1, q], let j� = max1≤k≤p�

j(�,k)

and v� = v(�,j�). That is, we find the largest j-index for each i�. Now,
the tuples (v�, i�, j�) for � ∈ [1, q] is the new blocks created by the merge
procedure.

6.6 Correctness

After preprocessing, our algorithm takes an alternating sequence Y =
〈y1, y2, . . . , ym〉 and an integer k, 1 ≤ k < �m/2	, and computes an
optimal k-cover of the sequence. The approach is to construct a set of
alternating sequences {Yt: t = 1, 2, · · · ,K} of length mt, for some K,
where Y1 = Y , such that

• k < �mt/2	 and mt+1 ≤ mt for t = 1, 2, · · · ,K − 1

• k = �mK/2	
Basically, the following task, called Concatenate(Y, ξ), is performed

during the concatenation step of our algorithm when applied to a given
alternating sequence Y and a positive real ξ:

Assume that we have already the partition set D = {y ∈ Y : |v(y)| ≤
ξ}. The task is to check for each element y ∈ D to determine whether
a merge can be done around it. If a merge is done, then the element
y (actually, its corresponding block) will have a new value v(y) due
to the merge. An element is deleted from D only if |v(y)| > ξ after
merge(s). This process continues until D becomes empty. Let Z be
the sequence constructed from Y by replacing every merged block with
a singleton element having the score of the block as its value; denoted
Z = Concatenate(Y, ξ).

In order to establish the correctness of our algorithm, we need the
following theorem. For simplicity, call the number of positive elements
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in an alternating sequence its p-length. Thus, the optimal �-cover of an
alternating sequence of p-length � consists of all the positive elements
in the sequence only. By definition, the p-length of Y is �m/2	. The
following property is straightforward from the discussion in Section 6.3.

Observation 7. For a given threshold ξ > 0, if the value ξ lies between
the smallest and the largest absolute value in Y , then the sequence Z =
Concatenate(Y, ξ) is always an alternating sequence of length at most
m.

Moreover, our algorithm also have the following nice recursive prop-
erty:

Proposition 5. Given a threshold ξ > 0 and an alternating sequence
Y of length m, let � be the p-length of Z = Concatenate(Y, ξ). If
� < �m/2	 and 0 < ξ′ < ξ, then by ignoring all the merge operations
around elements in (ξ′, ξ], the algorithm that produced Z will now output
a sequence equivalent to Concatenate(Y, ξ′).

Proof. Denote by Algo(ξ) the algorithm that produced Z =
Concatenate(Y, ξ). Consider any operation merge(y′, y, y′′) done by
the algorithm Algo(ξ) for any y ∈ (ξ′, ξ]. On executing this merge by
Algo(ξ), we must have that |v(y)| < |v(y′)| and |v(y)| < |v(y′′)| before
the merge. Hence, ignoring this merge would not change the fact that
both the elements y′ and y′′ were larger than ξ′. For all the merge op-
erations done by Algo(ξ) after merge(y′, y, y′′), notice that a merge can
only increase the absolute value of the block (Proposition 3). Hence, if
y′′ was involved in any merge merge(y′′, ∗, ∗) later on, then the element
corresponding to merge(y′′, ∗, ∗) would lie above ξ′ with or without the
execution of merge(y′, y, y′′). Therefore, the algorithm Algo(ξ) without
all its merge operations around elements in (ξ′, ξ] would behave exactly
the same as some algorithm that produces Concatenate(Y, ξ′).

Furthermore, the number of merges around elements in (ξ′, ξ] as
above done by our algorithm are bounded. Namely,

Proposition 6. Given two thresholds 0 < ξ′ < ξ, let �(ξ) and �(ξ′)
be the p-lengths of the sequences Z = Concatenate(Y, ξ) and Z ′ =
Concatenate(Y, ξ′), respectively. If 1 < �(ξ) < �(ξ′) < �m/2	, then
the number of merge operations around elements in (ξ′, ξ] done by the
algorithm that produced the sequence Z equals �(ξ′) − �(ξ).
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Proof. Induction on the difference between �(ξ′) and �(ξ).

Denote by Algo(ξ) and Algo(ξ′) the algorithms that produce the
sequences Z and Z ′, respectively. Observe from Proposition 4 that
each merge operation decreases the p-length of the sequence by exactly
1. Thus, the numbers of merge operations performed by Algo(ξ) and
Algo(ξ′) are �m/2	 − �(ξ) and �m/2	 − �(ξ′), respectively.

Consider first the case when �(ξ′) − �(ξ) = 1. In this case, we claim
that Algo(ξ) has performed exactly one merge around some element y ∈
(ξ′, ξ].

It is clear that Algo(ξ) must have done at least one such merge
operation. Otherwise, the algorithm Algo(ξ) would behave exactly the
same as if the input threshold ξ were replaced with a new threshold ξ′;
resulting in an alternating sequence Z ′′ of p-length �(ξ′) equivalent to
Z ′. In this case, the number of merge operations performed by Algo(ξ′)
would be �m/2	 − �(ξ) and hence any sequence produced by Algo(ξ′)
would have a p-length of �m/2	 − (�m/2	 − �(ξ)) = �(ξ); contradicting
the fact that �(ξ′) = �(ξ) + 1.

On the other hand, assume that the algorithm Algo(ξ) has performed
two or more merges around elements in (ξ′, ξ]. From Proposition 5 we
know that Algo(ξ) will produce an alternating sequence equivalent to
Z ′ by ignoring all the merges done around elements in (ξ′, ξ]. This is
impossible since one cannot produce an alternating sequence of p-length
�(ξ′) using at most (�m/2	 − �(ξ)) − 2 = (�m/2	 − �(ξ′) + 1) − 2 =
�m/2	 − �(ξ′) − 1 merge operations from Y . Hence, the claim is true.

Assume that the proposition is true for any number of merge op-
erations �, �(ξ′) − �(ξ) < �. Now, consider the case when there is
some threshold ξ′′, 0 < ξ′′ < ξ, such that the sequence resulting from
Concatenate(Y, ξ′′) is of p-length �(ξ′′) = � + �(ξ).

Notice that if �(ξ′)−�(ξ) = �−1, then Algo(ξ′) will, from the inductive
assumption, perform �(ξ′) − �(ξ) merge operations around elements in
(ξ′, ξ]. At the same time, since �(ξ′′)−�(ξ′) = (�+�(ξ))−(�+�(ξ)−1) =
1, the algorithm Algo(ξ′) will also execute exactly one merge around
some element in (ξ′′, ξ′]. Hence, the number of merge operations around
elements in (ξ′′, ξ] by both Algo(ξ) and Algo(ξ′) is �(ξ′) − �(ξ) + 1 =
�(ξ′′) − �(ξ). Observe again that the above reasoning works for any
algorithms that produce alternating sequences of p-lengths �(ξ), �(ξ′),
and �(ξ′′) with respect to the given thresholds ξ, ξ′, and ξ′′. Therefore, an
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algorithm of computing Concatenate(Y, ξ) performs �(ξ′′)− �(ξ) merges
around elements in (ξ′′, ξ]. By induction, the result follows.

Now, we will investigate the recursive behavior of the optimal k-
cover for alternating sequences. An element (or a block) y in the input
sequence Y is included in an optimal k-cover C for the input if y is either
a member of C or a segment of some member of C. The following fact
can be obtained directly from a nice relationship between optimal covers
presented by Csűrös [Csű04].

Lemma 6. If k < �m/2	 and yi is an element with the smallest absolute
value in Y , then either the entire segment 〈yi−1, yi, yi+1〉 is included in
an optimal k-cover of Y or none of yi−1, yi, or yi+1 is.

Since yi has the minimum absolute value, one can always perform
a merge operation around it; call such a merge a min-merge operation.
The Θ(m log m)-time algorithm for finding an optimal k-cover proposed
by Csűrös [Csű04] performs only min-merge operations. Our algorithm
goes further by using general merge operations, which leads to an almost-
linear-time solution. Actually, the elements included in the optimal k-
cover computed by our algorithm are exactly the same as those selected
by Csűrös’ algorithm for being included in some optimal k-cover.

For a given alternating sequence Y of length m and an integer k,
k < �m/2	, the procedure to construct an optimal k-cover of Y by
repeated min-merge operations [Csű04] actually implies the following
recursive construction. For any integer q, k ≤ q < �m/2	, an optimal
q-cover of Y can be computed as follows: While the number of positive
elements in the sequence is greater than q repeatedly join segments each
of length 3 by performing min-merges. Call the sequence obtained Zq

and let Mq be the set of min-merge operations performed (ordered by
the time at which the operation is executed). Then, an optimal k-cover
of Y can be found with further min-merge operations starting from Zq.
We will show that the optimal q-cover computed by such a procedure
is exactly the same as the one resulted from our algorithm. First, we
show that the ordering of merge operations is sometimes not important.
Namely,

Lemma 7. Given an alternating sequence, Y , and two elements yi ∈
Y and yj ∈ Y , the merges 〈yi−1, yi, yi+1〉 and 〈yj−1, yj, yj+1〉 can be
performed in any order, if j − i ≥ 2.
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Proof. We distinguish two cases: j − i ≥ 3 and j − i = 2.

• j − i ≥ 3: In this case, since i + 1 < j − 1, the two merges does
not affect each other. The merge around yi yields a new element
y′i = yi−1 +yi+yi+1 and the merge around yj yields a new element
y′j = yj−1 + yj + yj+1 independently of each other.

• j − i = 2: In this case, yi+1 = yj−1, so the merges are not com-
pletely independent of each other.

First, consider the case when we first merge around yi and then
around yj. The first merge (around yi) will yield a new element
y′i = yi−1 + yi + yi+1. Now consider the merge around yj . We
notice that yj−1 = y′i. Hence, the merge around yj will yield a
new element y′j = y′i + yj + yj+1 = yi−1 + yi + yi+1 + yj + yj+1.

Now, consider the case when we first merge around yj and then
around yi. The merge around yj will yield a new element y′′j =
yj−1 + yj + yj+1. Notice that yi+1 = y′′j . Hence, the merge around
yi will yield a new element y′′i = yi−1 +yi +y′′j = yi−1 +yi +yj−1 +
yj + yj+1.

Since yi+1 = yj−1, we have that y′j = y′′i , which proves the lemma.

Notice that, for the case when j = i + 1, in the above lemma, the
order between merges are significant (the algorithm takes care of this
case).

Lemma 8. Let � be the p-length of Z = Concatenate(Y, ξ), where ξ > 0
is a given threshold. If an optimal �-cover, Z�, of Y , � < �m/2	, is
constructed from Y by repeated min-merge operations, then the sequence
Z� is the same as the sequence Z = Concatenate(Y, ξ).

Proof. Let M� be the set of min-merges performed for constructing Z�.
We will compare the operations of M� with the operations performed
by Concatenate(Y, ξ). In what follows, call Concatenate(Y, ξ) our algo-
rithm.

Let Dξ be the partition set in computing Z = Concatenate(Y, ξ);
i.e., Dξ = {y ∈ Y : |v(y)| ≤ ξ}. The set Dξ is dynamic under dele-
tions. Observe that we implement such a set as a sequence and employ
a double-linked list to run operations on it. Here, we ignore such details.
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From Proposition 4, each merge (and thus min-merge) operation
decreases the number of positive elements in the sequence by 1. Thus,
the number ‖M�‖ of min-merge operations performed equals �m/2	− �.
That is, � = �m/2	 − ‖M�‖.

The proof of the lemma is done by induction on ‖M�‖. We prove the
result for general merges and min-merges. The case when the operation
is 2-merge can be solved similarly (A 2-merge is performed when the
first or the last element are selected for merge, as described earlier).

Consider the case when ‖M�‖ = 1. In this case, the only min-merge
operation in M� is around an element, y, which has minimum absolute
value in Y .

Since � < �m/2	, we know that at least one merge have been exe-
cuted by our algorithm in order to arrive at Z from Y . Such a merge
must be performed around y; otherwise, assume it was performed around
y′ �= y. Then, y′ ∈ Dξ because our algorithm performs a merge around
y′ only if |v(y′)| ≤ ξ. At the same time, we know that y ∈ Dξ, since
|v(y)| < |v(y′)|. Therefore, our algorithm would perform a merge around
y as well. Then, our algorithm would have performed at least two
merges, which would results in an alternating sequence of p-length at
most �m/2	 − 2 from Proposition 4. This contradicts the fact that
� = �m/2	− ‖M�‖ = �m/2	− 1. Hence, our algorithm performs exactly
the same operation as in M� and thus Z� = Z.

Now, assume that the claim of the above lemma is true for ‖M�‖ <
m′. Consider the case when ‖M�‖ = m′.

In the rest of this proof, we use the following expression for conve-
nience: For a given pivot ξ > 0 and an alternating sequence Y of length
m,

• Z(ξ, Y ) = Concatenate(Y, ξ).

• �(ξ, Y ): The p-length of Z(ξ, Y ); always assuming that �(ξ, Y ) <
�m/2	.

• M(ξ, Y ): The set of min-merge operations done during the proce-
dure, of constructing an optimal �(ξ, Y )-cover of Y by performing
repeatedly min-merge operations on Y , sorted in the increasing
order of the time it is executed.

• Z(M(ξ, Y )): The sequence obtained from Y by performing the
min-merges from M(ξ, Y ) on Y .
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Hence, the inductive assumption can also be stated as follows: For any
threshold ξ′ > 0, if �m/2	− �(ξ′, Y ) < m′, then Z(ξ′, Y ) ≡ Z(M(ξ′, Y )).
What we want to prove in the inductive step is thus the following: For
a given threshold ξ > 0, if �m/2	 − �(ξ, Y ) = m′, then Z(ξ, Y ) ≡
Z(M(ξ, Y )).

Let ξ be the pivot such that our algorithm Algo(ξ) produces the
sequence Z(ξ, Y ) with �m/2	 − �(ξ, Y ) = m′. For any real number ξ′

(< ξ) that would cause �m/2	 − �(ξ′, Y ) = m′ − 1, we have �(ξ′, Y ) =
�(ξ, Y ) + 1 from Proposition 6.

From Proposition 5 we know that, by ignoring the only merge op-
eration merge(y′, y, y′′) done around some element y in (ξ′, ξ], the al-
gorithm Algo(ξ) will produce an alternating sequence Z ′ equivalent to
the one constructed by Algo(ξ′). However, by the inductive assumption,
Algo(ξ′) produced an alternating sequence equivalent to the sequence
Z(M(ξ′, Y )). Hence, Z ′ is the same sequence as Z(M(ξ′, Y )). At the
same time, the element y now has the smallest absolute value in the
sequence Z(M(ξ′, Y )). Therefore, the operation merge(y′, y, y′′) per-
formed by the algorithm Algo(ξ) can now be viewed as a min-merge
operation run on Z ′. Also, according to Lemma 7, the order in which
merge(y′, y, y′′) and some other merge, merge(x′, x, x′′), is performed by
Algo(ξ′) is insignificant as long as there is at least one element between y
and x. This is ensured by the fact that |y′| > |y| and |y′′| > |y|, because
if |y| > ξ′, then |y′| > ξ′ and |y′′| > ξ′. Now, ξ′ is chosen so that y is the
only element larger than ξ′ but smaller than ξ which implies that both
y′ and y′′ is, in fact, larger than ξ and would be untouched by Algo(ξ′)
Hence, we know that there is at least one element between y and any
other element merged (namely y′ or y′′). This means that Algo(ξ) will
produce the same sequence as Z(M(ξ, Y )). The result follows.

Notice that the optimal �-cover of an alternating sequence of p-length
� is composed of all its positive elements. Then, we have that

Corollary 9. Let � be the p-length of Z = Concatenate(Y, ξ), where
ξ > 0 is a given real number. If � < �m/2	, then the optimal �-cover of
Z corresponds to an optimal �-cover of Y .

Observe that our algorithm computes the p-length � of the sequence
resulted from the concatenation step for a given threshold ξ. We want
to ensure that k ≤ � < �m/2	 and try to decrease the value of � by a
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recursive computation of the threshold value. What we have done can
be regarded as a binary search on the interval [k,m/2]. The correctness
of our algorithm thus follows.

Theorem 15. Let � be the p-length of Z = Concatenate(Y, ξ), where
ξ > 0 is a given threshold and � < �m/2	. If k ≤ �, then there is an
optimal k-cover of Z that corresponds to an optimal k-cover of Y .

Hence, since the optimal k-cover of Z and Y are equivalent, if the
number of positive elements in Z equals k, we have effectively computed
an optimal k-cover for Y , and thus an optimal k-cover for the original
sequence, X.





Chapter 7

Conclusions

The problem of ranking the k maximum sum subsequences is solved
optimally for k = O(n), as shown in Chapter 5. Moreover, for the
maximum scoring segments problem (Chapters 6), we have proposed an
optimal linear time algorithm. For the k maximum sum subsequences
problem, we have proposed optimal algorithms for the case when k =
O(n/ log n) and k = Ω(n log2 n) (Chapters 4 and 5). For other problems,
we have presented efficient algorithms (Chapter 2 and 3).

In what follows, we will discuss some open problems and problems
related to the problems studied in this thesis.

Space-Efficient Range Sum

For the Space-Efficient Range-Sum problem, we have proposed an ef-
ficient in-place data structure (Chapter 2) providing efficient trade-off
between updates and lookup. It remains an open issue as to whether the
trade-off between updates and queries on the can be improved further.

Moreover, an interesting special case is when the data cube is con-
sidered to be sparse, and thus, the space savings could be huge if the
sparsity is taken into account. This have been studied by Chun et al.
[CCLL02]. They propose a technique called PC-pool for sparse cubes.

113
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They demonstrate the performance of the PC-pool by simulations. It
might be possible to adapt our algorithm for this special case.

Range Top-k

Our algorithm has linear time worst-case performance for a 2-
dimensional data cube. The performance in higher dimensions also
improve over previous known methods. The linear time complexity is
achievable for the case when all the range top-k queries request for the
parameter k that is bounded above by a maximum value. This is very
common in practice. New ideas will be needed for the case when the
parameter k is unbounded. Moreover, experimental results of our algo-
rithm on some real data would be interesting as well.

Computing and Ranking k Maximum Sum Subsequences

The bounds that we obtain improve substantially on previous results
and our algorithms are optimal for k = O(n/ log n) and k = Ω(n log2 n).
Previously, only for the extreme case when k = 1, the problem investi-
gated could be solved optimally.

While our proposed algorithm for the k maximum sum subsequences
problem [BC04a, BC06b] was the fastest known algorithm with a com-
plexity of O(min{n log2 n+k, n

√
k}), Bae and Takaoka [BT05] proposed

an improved algorithm for small values of the parameter k. They im-
proved their original algorithm [BT04] (which had a time complexity of
O(kn) in the worst case). Their improved algorithm solves the prob-
lem in O(n log k + k2) time in the worst case. Later, we proposed our
O(n + k log n)-time algorithm [BC05] which improves over their algo-
rithm for all values of k > 1. This algorithm solves the problem of
ranking the k maximum sum subsequences, and also improves over the
k maximum sum subsequences problem for small k. The algorithm is
presented in Chapter 5 of this thesis. At the same time Cheng et al.
[CCTC05] proposed a similar result with the same time complexity.
(Actually, their time complexity is O(n + k log k), which we show, in
Chapter 5 to be equal to O(n + k log n)). Also, at the same time, Lin
and Lee [LL05], proposed a O(n log n) average time algorithm for the
corresponding sum selection problem. They also show how to utilize
their sum selection algorithm to solve the k maximum sum subsequences
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problem in O(n log n) average time. Later, Lin and Lee improved their
result [LL06] to O(n log n) and O(n log n + k) worst case complexity for
the selection and k maximum sum subsequences problem, respectively.

The trivial lower bound for this problem is Ω(n+k). With a complex-
ity of O(min{k + n log2 n, n + k log n}), the algorithms proposed in this
thesis provides and optimal solution for the case when k = O(n/ log n)
and k = Ω(n log2 n). However, when Ω(n/ log n) ≤ k ≤ O(n log2 n), the
new advancements represented by the algorithms above are superior.

It is a very interesting open problem whether the problem can be
solved in o(n log n) time for the case when k = Ω(n) but k = o(n log n).
Extensions to higher dimensions for this problem probably also requires
some new ideas in order to significantly lower complexity. For k = 1,
there are several faster algorithms [TT98, Tak02]. It might be possible
to incorporate their ideas in order to achieve better results.

Maximum Scoring Segments

We show how to solve the problem in O(n) time in the worst case.

Since our algorithm is asymptotically optimal, it is not possible to
improve the complexity. However, it would be interesting to look into
problems closely related to the application of this algorithm, namely
DNA segmentation, and the computation that are required in order to
extract the exact information that is desired in this case. Remember,
computing the maximum scoring segments can be the first step of such
computation. It might be possible to incorporate further computations
into the same algorithm or the same data structure in order to increase
performance.

There are several other problems related to the maximum scoring
segments problem. Chung et al. [CL03] considers a different generaliza-
tion of the maximum subsequence problem called the Maximum Density
Segment Problem. In their setting, each elements has, in addition to the
value, an associated weight. The problem is to find one subsequence of
consecutive elements maximizing the total density. The density is the
sum of the element values divided by the sum of the weights. They
place restrictions on the minimum and maximum allowed length of the
subsequence searched for. They propose a linear-time algorithm for the
problem.

Chen et al. [CLT05] considers a closely related problem where the
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densities for each segment is the length of the same segment. The prob-
lem is to find k subsequences of consecutive elements such that the
total density is maximized. That is, they want to maximize the sum
of densities from all the k subsequences. They develop an O(nlk)-time
algorithm for the problem, where l is an additional restriction on the
minimum allowable length for each subsequence of the solution.

Berkvist and Damaschke [BD05] studies another problem relevant to
data mining and bioinformatics. Given a sequence of real numbers, each
representing lengths of intervals, find s pairwise disjoint subsequences
of consecutive elements such that a total of s + p elements are included
in the s subsequences and the length is maximized. The length of a
subsequence in this context is the sum of its elements. By using similar
techniques they also improve the time bound for the problem initially
solved by Chen et al. [CLT05] to O(ln + k2l2). An interesting open
problem is whether it is possible to obtain a fast algorithm where the
complexity is not related to the parameter l.
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