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Abstract 

In the late 1990s, NASA conducted a study of the Interplanetary Internet (IPN) architecture. 
In order to build and deploy IPN infrastructure, the network technology had to be able to cope with 
long radio signal propagation delays and frequent radio link disruptions. The concept of a Delay 
Tolerant Networking (DTN) emerged after recognizing that such a networking paradigm can also 
be applicable for terrestrial use. DTN technology can be applied, for instance, in disaster situations, 
military battlefields, economically developing areas, and remote regions. 

This thesis follows the process of applying DTN technology to a remote, communication-
challenged area in the Arctic part of Sweden. The aim of the DTN deployments in the remote 
villages of Sarek and Padjelanta National Parks, between 2008 and 2011, was to provide a basic set of 
ICT services to the nomadic Sami population. Therefore, the research presented here acknowledges 
and considers the specific geographical, technical, and cultural conditions of these areas, and how 
these conditions profoundly shaped the development of the deployed technology as well as the 
research methodology. As a result, this thesis makes scientific contributions to several research topics, 
spanning the fields of DTN routing, DTN service development, DTN evaluation methodologies, 
and ICT deployments.  

The first contribution in this thesis is the proposal of a new and improved version of the 
PRoPHETv2 routing protocol. The development of this routing protocol was driven by actual 
protocol use and the results of experiments conducted during the course of the DTN deployments. 

Secondly, this thesis proposes an alternative DTN routing objective for a typical remote 
village DTN scenario. Weaknesses of a conventional DTN routing research objective are exposed by 
outlining concrete geographical, social, and technical conditions discovered in DTN deployments on 
the field. When these conditions are overlooked, they can profoundly affect DTN deployments. 

Thirdly, this thesis discusses the development and deployment of the Not-So-Instant-
Messaging (NSIM) DTN service. The NSIM service was designed to leverage from the decentralized 
DTN infrastructure. Its success in the field demonstrates the importance of localized DTN services.  

Fourthly, using qualitative reading of DTN routing related papers, this thesis describes 
shortcomings of established DTN routing evaluation methodologies. Extensive use of simulated 
environments and scarce real-world experiments in the DTN research field often leads to usage of 
specific hypothetical scenarios. These scenarios are difficult to compare or relate to each other. 
Additionally, DTN research that does contextualize itself in remote, extreme, and challenging 
scenarios performs evaluations of proposed routing schemes in urban or academic environments. The 
DTN evaluation model that is proposed here tries to improve the readability, comparability, and 
validity of DTN routing evaluations.  



 
 

 

ii 
 

This thesis also pays attention to the issue of how to evaluate the complex interplay that 
occurs between researchers, users, technology and environment throughout the deployment process. 
The suggested method highlights the dynamics of resistance, as conceptualized within Actor 
Network Theory (ANT). It illustrates how employment of the concept of resistance facilitates the 
recognition of different driving forces in the design process that emerge from the events in the 
deployment. 

 Ultimately, the thesis contributes with the PRoPHET routing protocol specification in the 
"Request for Comments" (RFC) document series that is the official publication channel for the 
Internet Research Task Force (IRTF) and other Internet communities. The protocol specification 
published as the RFC6693 document allows for actual protocol implementation and assures 
interoperability. The discussion that follows the RFC document in this thesis focuses on the process 
of transferring scientific findings gained from the experiments on the deployment field into the 
Internet draft document that was finally recognized as an experimental RFC within the IRTF.  



 
 

 

iii 
 

Acknowledgments 

Acknowledgments go first to my supervisors. I would like to express my gratitude to Maria 
Udén, who supervised my research work and gave me an opportunity to conduct research work in a 
truly unique environment. I am also grateful for all the work she has done as the coordinator of the 
N4C project that facilitated my research. Thanks also go to Avri Doria, under whose supervision I 
was introduced into the field of Delay Tolerant Networking and the PRoPHET protocol. I would 
also like to thank my co-supervisor Anders Lindgren who assisted and followed me throughout my 
entire research path or should I say, in whose footsteps I, in so many ways have followed. 

Many thanks go to my work colleague John Näslund with whom I shared my everyday 
problems and office space. I would like to express special gratitude to the N4C project’s field test 
manager Friz-Åke Kuoljok who gave me great support during the field work. The amazing stories 
that he shared during long summer days out in the field kept our spirits up and gave me an insight 
into Sami culture. I also wish to acknowledge Karin Kouljok and Susanne Spik, and Sirgesand 
Tuorpon Sami villages, for generously accepting our research efforts in their territories, and the 
Padjelanta tourist association for providing accommodations and taking care of logistics problems in 
the field. Thanks also to the helicopter pilots at Fiskflyg AB who flew us and our equipment safely 
into the field. 

I would also like to thank all the colleagues at the Human Work Science Department at 
Luleå University of Technology. The intellectual environment that they provided contributed 
tremendously to my research path. In addition, they tolerated the noise and mess in the department 
that I made with my hardware. Very much appreciated was also the feedback from the two 
opponents on my seminars, Mohammed-Aminu Sanda  and Anna Croon Fors. 

Thanks also to all the partners in the N4C project, especially the partners with whom I 
worked closely in the project, MEIS d.o.o. from Slovenia, NORUT AS from Norway and Trinity 
College Dublin. Special thanks go to Elwyn Davies from Folly Consulting Ltd. His contributions 
and feedback are always much appreciated. 



 
 

 

iv 
 

  



 
 

 

v 
 

Contents 

Abstract ................................................................................................................................ i 

Acknowledgments .............................................................................................................. iii 

Publications ........................................................................................................................ ix 

1 Introduction .................................................................................................................. 1 

1.1 The context of this thesis ........................................................................................ 1 

1.2 Delay Tolerant Network ......................................................................................... 2 

1.3 The N4C project .................................................................................................... 3 

1.4 Contextualizing the field of deployment ................................................................. 5 

1.4.1 Geographic location .......................................................................................... 5 

1.4.2 Demographic picture ........................................................................................ 6 

1.4.3 Infrastructure..................................................................................................... 7 

1.4.4 Available ICTs services ...................................................................................... 8 

1.5 Limitations of the thesis ........................................................................................ 10 

1.6 Outline of the thesis .............................................................................................. 10 

2 Research questions and scientific contributions ............................................................ 11 

 Research questions ............................................................................................... 11 2.1

2.1.1 Routing in a Delay Tolerant Network ...................................................... 11 

2.1.2 Delay Tolerant Network Service development ......................................... 12 

2.1.3 Deployment of DTN technology .................................................................... 12 

2.1.4 RFC Protocol Specification ........................................................................ 13 

2.2 Scientific contributions ......................................................................................... 13 

3 Part I: Routing In Delay Tolerant Networks ............................................................... 15 

3.1 Paper A: The evolution of the DTN routing protocol: PRoPHETv2 ................... 16 

3.1.1 Introduction .................................................................................................... 16 

3.1.2 Findings .......................................................................................................... 17 

3.1.3 Impact on communities ................................................................................... 19 

3.2 Paper B: Revisiting the remote village scenario and its DTN routing objective ..... 20 

3.2.1 Introduction .................................................................................................... 20 

3.2.2 Findings .......................................................................................................... 20 

3.2.3 Impact on communities ................................................................................... 22 



 
 

 

vi 
 

4 Part II: Development of DTN Service ......................................................................... 23 

4.1 Paper C: Not-So-Instant-Messaging service for Delay Tolerant Networks ............ 24 

4.1.1 Introduction .................................................................................................... 24 

4.1.2 Findings .......................................................................................................... 25 

4.1.3 Impact on communities ................................................................................... 26 

5 Part III: Deployment challenges ................................................................................... 29 

5.1 Paper D: An analysis of evaluation practices for DTN routing protocols ................ 32 

5.1.1 Introduction .................................................................................................... 32 

5.1.2 Findings .......................................................................................................... 33 

5.1.3 Impact on communities ................................................................................... 34 

5.2 Paper E: Deploying an “Out of Space” Technology: A case study of non-human 
Resistance 35 

5.2.1 Introduction .................................................................................................... 35 

5.2.2 Findings .......................................................................................................... 35 

5.2.3 Impact on communities ................................................................................... 35 

6 Part IV: RFC Protocol Specification ............................................................................ 37 

6.1.1 IRTF, IETF, and IAB ..................................................................................... 37 

6.1.2 From Internet Draft to RFC publication ......................................................... 38 

6.1.3 My contribution to the RFC6693 ................................................................... 39 

6.1.4 Impact on communities ................................................................................... 40 

6.1.5 RFC6693 publication ..................................................................................... 40 

7 Concluding remarks and future work ........................................................................... 41 

7.1 Concluding remarks .............................................................................................. 41 

7.2 Future work ......................................................................................................... 43 

Bibliography ...................................................................................................................... 45 

Paper A .............................................................................................................................. 49 

Parking Lot Problem .................................................................................................. 52 

A Chain Topology Example ....................................................................................... 52 

PRoPHET Evaluations in the Literature .................................................................... 53 

The Need for Transitivity .......................................................................................... 54 

PRoPHETv2 ............................................................................................................. 55 

Paper B .............................................................................................................................. 61 



 
 

 

vii 
 

Geographical situation ................................................................................................ 64 

Population ................................................................................................................. 65 

Infrastructure .............................................................................................................. 65 

Deployed DTN network ............................................................................................ 66 

Provided DTN services .............................................................................................. 68 

Costs .......................................................................................................................... 68 

Number of network nodes ......................................................................................... 69 

Available connectivity ................................................................................................ 70 

Radio link transfer rates .............................................................................................. 72 

Generated traffic ......................................................................................................... 73 

Scarce connectivity..................................................................................................... 73 

Unlimited storage space .............................................................................................. 74 

Paper C ............................................................................................................................. 81 

Paper D ............................................................................................................................. 91 

Chronological Overview ............................................................................................ 93 

Real World Applicability ........................................................................................... 96 

Network Density ....................................................................................................... 96 

Hop-count ................................................................................................................. 97 

Proper Mobility Scenario ........................................................................................... 97 

Storage buffer and bandwidth ..................................................................................... 99 

Time Scales .............................................................................................................. 100 

Paper E ............................................................................................................................ 107 

Physical remoteness .................................................................................................. 114 

Climate .................................................................................................................... 115 

Flora ........................................................................................................................ 119 

Fauna ....................................................................................................................... 120 

New actors resisting ................................................................................................. 121 

Recognizing non-human actors in the deployment process ...................................... 121 

Non-human actors and renegotiation of power ........................................................ 122 

Driving the development of technology ................................................................... 123 

Affecting the DTN performance .............................................................................. 124 

Paper F ............................................................................................................................ 129 



 
 

 

viii 
 

 

  



 
 

 

ix 
 

Publications 

This thesis comprises the following publications: 

Paper A:  
The evolution of a DTN routing protocol - PRoPHETv2 
Grasic, S., Davies, E., Lindgren, A., & Doria, A. (2011). In Proceedings of the 6th ACM 
workshop on Challenged networks p. 27-30 4 p. ACM.  
Status: Published 
 
Paper B:  
Revisiting a remote village scenario and its DTN routing objective. 
Grasic, S., Lindgren, A., (2014). Special Issue on Opportunistic Networking. Elsevier - 
Computer Communications Journal, 18 p. 
Status: Forthcoming 
 
Paper C:  
Not-So-Instant-Messaging service for Delay Tolerant Networks 
Grasic, S. (2011). Proceedings of the 14th International Multiconference Information Society 
- IS 2011. Ljubljana: Institut Jožef Stefan, p. 203-207 5 p.  
Status: Published 
 
Paper D:  
An analysis of evaluation practices for DTN routing protocols 
Grasic, S. & Lindgren, A. (2012). CHANTS '12: Proceedings of the seventh ACM 
international workshop on Challenged network. New York: Association for Computing 
Machinery, p. 57-65 9 p. 
Status: Published 
 
Paper E: 
Deploying an “Out of Space” Technology: A case study of non-human resistance 
Grasic, S. & Udén, M. (2014). International Journal of Actor-Network Theory and 
Technological Innovation (IJANTTI), 20 p. 
Status: Submitted 
 
Paper F:  
Probabilistic Routing Protocol for Intermittently Connected Networks (RFC 6693) 
Lindgren, A., Doria, A., Davies, E. & Grasic, S. (2012) 113 p. (Internet requests for 
comments (RFC); No. 6693). 
Status: Published 

 



 
 

 

x 
 

 



 
 

 

1 
 

1 Introduction 

Communication with, and access to Internet services prevail modern life. As both public and 
private services are pushed online, access to Information Communication Technologies (ICTs) 
becomes vital. While access to Internet services is naturally assumed in urbanized Western cultures, 
more than two thirds of the global population still lacks access to the Internet (“Internet Users 
Statistics” 2012). Even in developed parts of the world, there are many regions that still suffer from 
the lack of available Internet infrastructures, much due to specific technical, geographic, 
demographic, economic, or political conditions. 

Recent research has proposed new networking paradigms in order to address the lack of ICT 
solutions for communication challenged communities (Fall 2003). One alternative networking 
paradigm is referred to as Delay Tolerant Network (DTN). This thesis follows the development and 
deployment process of DTN technology in the Arctic part of Sweden. The research presented was 
conducted within the Networking for Communications Challenged Communities (N4C) project 
(“N4C Project” 2013), funded by the EU Seventh Framework Programme (EU-Commission 2007). 
One of the goals of this project was to develop, test, and deploy DTN infrastructures that could 
support nomadic reindeer husbandry and other traditional industries in northern parts of Scandinavia 
that lacks conventional forms of connectivity.  

1.1 The context of this thesis 
The research presented in this thesis was pursued at the Business Administration, Technology 

and Social Sciences department (“ETS-LTU” 2014) at Luleå University of Technology (LTU). The 
research group that I partook in focuses on the topic of Human Work Science (LTU 2007). In spite 
of the technical nature of this thesis, the Human Work Science environment provided unique 
working conditions that allowed for inter-disciplinary research. Together with my fellow researchers 
at LTU who were involved in the same project, focus was directed towards gender, governance, 
economical and technical perspectives of the N4C project ICT deployment.  
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1.2 Delay Tolerant Network 
The idea of Delay Tolerant Networks evolves from the Interplanetary Internet research (Cerf 

et al. 2001) conducted at NASA’s Jet Propulsion Laboratory. The success of the Internet triggered 
the idea of using the Internet in space applications. The immense distances between planets cause 
significant time delay in radio links. This is due to the limited speed of radio wave propagation. 
Although the radio waves travel close to the speed of light, the vast distances between planets cause 
delays from a couple of minutes up to many years. Current Internet technologies and protocols 
handle any delays more than a couple of seconds as an error in the communication and are therefore 
not viable in space applications. For example, it takes 21 minutes for a radio signal to travel from 
Mars to Earth when Mars and the Earth are at the opposite sides of the Sun. DTN architecture was 
designed to operate in these kinds of environments and handle delays and disruptions as part of 
normal operation. 

As a result of the Interplanetary Internet research project, it was discovered that DTN 
technology had the potential to be used in other scenarios as well. In 2003, Kevin Fall proposed the 
use of DTN in terrestrial applications for computer networks with limited expectations of end-to-
end connectivity and node resources (Fall 2003). The increased research interest in DTNs then 
spurred discussions about various aspects of DTNs such as security, reliability, routing, applicability, 
and others. This thesis will use the term “terrestrial” to describe use case scenarios of DTNs for 
communications that are applicable on Earth such as remote or urban areas, sensor networks, disaster 
situations, military battlefields, etc. 

  

Figure 1.1: Transfer of bundle over heterogeneous DTN from source to destination node 

Internet network technologies require an end-to-end path from one node to another 
throughout the whole network at that moment when the message is sent. If this path does not exist, 
the message will be dropped out of the network after the message time-to-live runs out. The 
requirement of instant end-to-end connectivity does not apply to DTN technology. Using DTN, 
the messages that are sent but not delivered instantly are stored in the network and forwarded as soon 
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as delivery to the destination node is possible. This is possible through the use of the store-and-
forward principle; hence every node in the DTN needs to have some storage capacity available. The 
network messages in the DTN are encapsulated in so called bundles - analogous to packets on the 
Internet. This is done by overlaying a new “bundle” layer 1  on the top of the heterogeneous 
network layers that might differ from each other in various regions, as seen in Figure 1.1. 

The bundle protocol therefore allows for a common interface for the DTN applications across 
all the network regions that make up the DTN. Another specific characteristic of the bundle 
protocol is that it is a non-conversational protocol. Unlike today’s Internet protocols that, before any 
transfer of data, need to go through the so-called hand-shake procedure that involves numerous 
exchanges of data and acknowledgments, the DTN typically encapsulates all the information that 
follows the actual data in one bigger bundle of information, e.g. one bundle can contain an entire 
email including attachments. This reduces round-trips and minimizes the delivery delay of 
information.  

1.3 The N4C project 
As mentioned above, the N4C project was an EU funded project, and part of the European 

Union´s Seventh Framework Program (FP7). The acronym N4C stands for Networking for 
Communication-Challenged Communities. The N4C project spanned over a three-year period, 
from May 2008 to April 2011, and succeeded the accomplishments of pilot tests in the Sami 
Network Connectivity project (SNC) (Lindgren et al. 2008) that was conducted in 2006. The N4C 
project was initiated by a group of innovative women, among them two female reindeer herders: 
Karin Kouljok and Susanne Spik who discovered that they lacked ICT while working on reindeer 
grazing areas. Together with two engineers and researchers at LTU: Maria Uden and Avri Doria, 
and later on Anders Lindgren, who was at that time conducting research on routing in DTNs, they 
recognized the potential of using a DTN technology on reindeer grazing areas that often lack any 
means of ICTs.   

The overall idea of the N4C project, which later on gathered twelve EU partners, expanded 
the development of networking infrastructures that would be pervasive, ubiquitous, highly dynamic, 
and support a variety of nomadic interoperable devices and services (“N4C Annex” 2008). Its aim 
was to set up two remote test beds, one in Sweden and one in Slovenia, where the proposed 
technologies could be tested and validated. The wide scope of the N4C project’s prerequisite 
interdisciplinary approach in solving project goals was organized into nine work packages (WP) as 
shown in Figure 1.2. Throughout the course of the N4C project, focus was specially directed to 
gender and inclusion perspectives (Lindberg and Udén 2010).  

The N4C project also received support from distinguished group of technical advisors: Vint 
Cerf, Avri Doria, Patrik Fältström, Anders Lindgren, Kevin Fall, Jacqueline A. Morris, Anita 
Gurumurthy and Michael Gurstein. 

                                            

1 Following the Open System Interconnection (OSI) model ISO/IEC 7498-1, which conceptualizes internal 
functions of communication systems by partitioning them into abstract layers. 
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My research work contributed to WP2 (System Architecture) with work related to the 
PRoPHET protocol, to WP3 (Pervasive Applications) with development of DTN services, and to 
WP7 (System Integration). The research work discussed in this thesis contributed mostly to WP8 
(Test and validation in two remote test beds) with the development and testing of deployed DTN 
technology in the field. The objective of Work Package 8 has been to validate and test the 
architecture, protocols, hardware, and software developed in other N4C project work packages 
(Romanowski, Boznar, and et al. 2011). Under WP8, three summer and three winter tests were 
conducted on the test beds in Slovenia and Sweden. While I was involved in some of the winter 
tests in Sweden and some of the summer tests in Slovenia, this thesis draws mainly from the material 
collected on the summer deployments in Sweden. An extensive technical report from all the N4C 
project tests can be found in N4C Project Deliverable 8.4 (Romanowski, Boznar, and et al. 2011). 

 

Figure 1.2: The above figure shows the WP organization of the N4C project. 

The N4C project involved six other researchers at LTU: Maria Udén focusing on the overall 
perspective of human work science and coordinating the N4C project (Lindberg and Udén 2010; 
Udén 2011), John Näslund focusing on DTN applications (Näslund 2013), Avri Doria focusing on 
governance models and DTN routing, Barbro Fransson focusing on a business and governance 
model for DTNs (Fransson 2011), Ewa Gunnarsson working with Interactive Methods and Caroline 
Wamala who contributed with knowledge on the issue of ICT access and intersectionality (Wamala 
2010). This research group also included the field test manager Friz-Åke Kuoljok who helped to 
coordinate the N4C deployments. In the following text I will refer to this group of fellow 
researchers as “we”. 
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1.4 Contextualizing the field of deployment 
This section locates and describes the region where the DTN deployment took place. The 

N4C project’s test beds were located in Slovenia and Sweden. The Swedish test site included the 
Saltoluoukta village in Sarek National Park, the Staloluokta village in Padjelanta National Park, as 
well as areas in the Jokkmokk municipality where most of the N4C winter tests took place. As this 
thesis draws mainly from the material collected during the summer tests that were conducted in the 
Staloluokta village, the Padjelanta region will be used as the main point of deployment reference. 

1.4.1 Geographic location 
The Padjelanta National Park is located in the northwest part of Sweden (Figure 1.3). It is 

the biggest national park in Sweden, spreading over almost 2,000 km2. It borders Norway on the 
west and Sarek National Park on the east, and belongs to the Tuorpon Sami village jurisdiction. 
While almost the entire Padjelanta National Park is located north of the tree line, it is home to an 
exceptionally varied flora and fauna. Beside strict Swedish National Park Policies that apply, the 
Padjelanta National Park is also protected by UNESCO World Heritage polices, since it belongs to 
the Laponia (Anker, Litzell, and Lundberg 2002). These policies make any traditional ICT 
deployment impossible, but as DTN does not need any permanent infrastructure and is powered 
mainly from renewable sources, it has a minimal effect on the environment, something that in our 
case, contributed to rending the deployment possible in the first place.  

 

Figure 1.3: Geographical location of Padjelanta National Park and LTU (OpenStreetMap©) 

The Staloluokta village is situated in the middle in the Padjelanta National Park (Figure 1.4) 
next to the Virihhaure Lake. The village is surrounded by high mountain peaks, and its position 
north of the Arctic Circle exposes it, both to harsh Arctic winter conditions and nightless summer 
days.  



 
 

 

6 
 

 

 

Figure 1.4: Padjelanta transportation routes (OpenStreetMap©) 

 

1.4.2 Demographic picture 
As mentioned above, in order to preserve the Padjelanta National Park, strict national park 

rules prohibit any activates that can damage the landscape and its wildlife. An exclusive right to farm 
reindeer in the park is given to the Sami population. According to Swedish law, the Sami people are 
recognized as an indigenous people and a minority group. A special law allows reindeer herding 
related activities (Figure 1.5) in the Padjelanta National Park in order to protect Sami culture and 
their way of living. During the summer season when the weather conditions allow for reindeer 
herding and fishing activities, the Padjelanta National Park gets populated by Sami reindeer herding 
families. Small Sami villages that typically host from 15 to 20 Sami families are scattered around the 
park. These Sami villages follow river valleys and lakes and are separated from each other by 
approximately one day-long hike.  

Saying this, it is noteworthy that we were allowed to conduct research and deploy DTN in 
the protected areas of the Padjelanta National Park, only because the N4C project’s main objective 
was to develop ICTs that would help and sustain nomadic reindeer herding activities. 
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Figure 1.5: Traditional Sami calf marking event 

Throughout the hiking-friendly summer season, Padjelanta National Park also hosts many 
hikers. The popular Padjelanta hiking route that spreads over the park starts on one side of the Park 
in Ritsem and ends on the other side in Kvikkjokk. This route follows many Sami villages where 
hikers can get food and sleep in tourist cabins. These tourist facilities are usually maintained by local 
families and are open from July to September. 

1.4.3 Infrastructure 
Padjelanta National Park offers no infrastructure such as roads, electrical power grids, fresh or 

waste water lines, although some individual Sami cottages and tourist cabins had solar panels or wind 
chargers to harvest electrical power to light up rooms or charge electronic devices. The villages of 
the Padjelanta National Park can be reached only through networks of narrow hiking paths. Roads 
and electrical power infrastructure was available only on the borders of the park in Ritsem in the 
north and Kvikkjokk on the southern border of the park. Thus, it is difficult to access the villages 
that are situated deep in the park (for instance, the Staloluokta village) as it takes almost four days of 
hiking to get there. 
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Figure 1.6: Transport of DTN equipment to the Staloluokta village with helicopters 

In the summer season, this “remoteness” is tackled by two helicopter companies that offer 
daily scheduled helicopter flights to some of the villages (including Staloluokta). Their services are 
used for transporting people, food, and goods to and from the villages (Figure 1.6). They also deliver 
mail to the villages in the park on a weekly basis. The helicopter flying service was crucial to the 
DTN tests and deployments as we relied heavily on the helicopters carrying DTN data to and from 
the Staloluokta village. 

1.4.4 Available ICTs services 
Thus far, is should be clear that factors such as high mountain peaks, lack of available 

infrastructure, vast areas, sparse populations, and National Park Policies do not permit the use of 
conventional ICTs such as mobile phones, radio links, etc. During the time of the N4C project, 
mobile phone coverage was available only on the north and south edges of the Padjelanta National 
Park that were in proximity to mobile cell towers in Ritsem or Kvikkjokk (Figure 1.7). The 
surrounding mountain peaks also completely blocked TV and radio signals. Some of the tourist 
stations had access to emergency phones that relied on a network of low frequency radio links that 
were set up on some of the mountain peaks. Use of satellite phone technology was therefore the 
only way to make a phone call from within Padjelanta National Park. The problem with satellite 
phones however, was that it was often impossible to make calls from the narrower valleys. Affordable 
satellite phone operators use geostationary satellites that are most often orbiting the equator and 
poorly cover those regions above the equator. Satellite phone users in the park often found 
themselves in a coverage shadow because of the high mountain peaks. Hence, the only reliable ICT 



 
 

 

9 
 

alternative was the IRIDIUM (Maine, Devieux, and Swan 1995) satellite phone service that uses a 
network of low orbiting satellites. This service was however very costly and it did not provide useful 
connectivity to the Internet due to its aged and narrowband technology. 

 

Figure 1.7: Map of mobile ICT coverage (data source: Net1 and Telia) 

Access to ICTs was limited, not only because of geographic location, inaccessibility, scarce 
electrical power, and other technological limitations. During the second summer DTN deployment, 
we experienced that it also depended on the economy. The DTN deployment relied on mobile 
broadband Internet access on the border of Padjelanta National Park provided by the private 
Scandinavian mobile phone company Net1 (“Net 1” 2013). Unlike modern, the mobile ICT 
providers using high frequency technologies (above 800 MHz) such as GSM or 3G, Net1 used a low 
450 MHz frequency band. Although this technology has lower bandwidth capacity, it has much 
better coverage penetration, something that makes it useful for remote regions. As the operator 
claims on their web page (“Net 1” 2013), one of their cell towers can cover the average area of 
twelve GSM cell phone towers. However, in the summer of 2009, the company decided to take 
down the only cell tower that enabled us to provide broadband internet connectivity on the north 
border of Padjelanta National Park. The company later explained to us that the customers in this 
particular region were too few in relation to the high costs of maintaining the cell tower. This 
illustrates how access to ICTs in remote regions is not just under slow development, but can in 
certain cases even stagnate.  
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1.5 Limitations of the thesis 
This thesis is grounded in applied research on the topics of Delay Tolerant Networking 

research and deployment of new Information Communication Technologies in Arctic environments. 
According to Nils Roll-Hansen (Roll-Hansen 2009), the main distinction between basic and applied 
research is that the primary criterion of success in applied research is a contribution to the solution of 
a specific practical problem, whereas basic research is successful when it discovers new phenomena or 
new ideas of general interest. As this thesis investigates the applied communication challenges in a 
remote Arctic context, the results cannot be simply generalized (e.g., the findings in Paper A, Paper 
C). Therefore, it is necessary to understand the research findings and the claims in these papers from 
the perspective of deploying ICT in an Arctic environment. 

Despite the applied nature of this thesis, this work does provide research findings that do 
contribute to basic research. For instance, Paper B investigates and redefines the generalized DTN 
research objective while Paper E investigates the resistant forces in ICT deployment.  

As this thesis seeks to encompass a rather wide research scope of development and 
deployment of ICT, an extensive field research work was required. Hence, focus of this thesis is on 
applied interdisciplinary research. 

 

1.6 Outline of the thesis 
The thesis begins with defining the main research question. After that, the thesis is divided 

into four parts that address the defined research problems. The first part discusses the problem of 
routing data through the DTNs and includes two papers (Paper A and Paper B). The second part 
looks into the development of the DTN service and contributes with one paper (Paper C). The third 
part focuses on the deployment aspect of DTN technology. The two papers included in this part 
investigate DTN routing evaluation practices (Paper D) and the resisting forces of various actors that 
were involved in process of a deployment (Paper E). The fourth part describes the process of 
publishing DTN routing protocol as experimental RFC publication (Paper F). Ultimately, this thesis 
sums up the research findings and returns to the initial research objective. Here, potential directions 
for future research are also outlined. 
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2 Research questions and scientific contributions 

 Research questions 2.1
The main research focus of this thesis is: How to design and develop a Delay Tolerant 

Network technology for communication-challenged areas that account for geographical, 
technological, and social conditions? In order to answer this question, this thesis describes the design, 
development, and implementation process of network technology that was applied and used by 
people living in communication-challenged areas. Throughout my research, this rather broad 
research question boiled down to the following more specific research topics that I address in my 
thesis. 

2.1.1 Routing in a Delay Tolerant Network 
The problem of routing data traffic through DTN´s is one of the key problems within the 

DTN research field. In classic computer networks, the topology of the network is known (or can be 
instantly discovered) and the network nodes are connected with permanent and reliable links. In 
contrast, the typical DTN network is loosely connected, links between the nodes are often disrupted, 
and the network topology is subject to constant changes. Therefore the established Internet network 
routing protocols from modern Internet networks cannot be used. In order to route network data 
from the source to the destination node throughout the DTN where an end-to-end path is not 
guaranteed, various DTN routing schemes can be used to optimize the route. One such routing 
scheme was a PRoPHET routing protocol (Lindgren, Doria, and Schelén 2003) that tried to 
leverage the repetitive mobility of the nodes in the DTN. As the N4C project network topology 
was dynamic and relied on the daily mobility of people, vehicles, boats, and helicopters, the 
PRoPHET protocol was chosen for DTN routing. Hence, my initial research task was to 
investigate: 

 How does the PRoPHET routing protocol perform in a DTN deployment in a 
remote village? 

 
Considering the results gathered from the field experiments, my next research question was: 

 Does the PRoPHET routing protocol allow for enhancements that might result in 
improved routing performance on the field of deployment and if so, how? 

 
Within the field of DTN research, the conventional DTN routing objective is to maximize 

the network traffic delivery rate and minimize delivery delay by optimizing the forwarding of the 
network traffic. In other words, every time two network nodes get in contact, the routing algorithm 
makes a decision about what network traffic that these two nodes are carrying should be exchanged 
(forwarded) in order to deliver most of the network traffic in the shortest time. This routing 
objective was first defined by Sushant Jain, Kevin Fall, and Rabin Patra (Jain, Fall, and Patra 2004), 
and is still used in DTN research today. However, this conventional routing objective involved 
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pitfalls in our DTN remote village deployment. In order to address this problem, the following 
research question had to be answered: 

 What kind of DTN routing objectives can be applied in a remote village DTN 
scenario? 

 

2.1.2 Delay Tolerant Network Service development  
Popular Internet services such as instant messaging, social networks, email, voice over IP services, 

etc., often motivate and stimulate the development of DTN applications. These applications inherit a 
traditional Internet´s Client-Server infrastructure that generates fairly centralized DTN traffic. This 
means that even if two DTN users in close proximity send a message directly to each other, the 
message still has to be served through a central messaging server that could be located far away from 
the users. While this does not cause any problems in closely connected Internet infrastructures it can 
cause significant and unnecessary delays and disruptions of services running on DTN in remote 
locations. Therefore, a DTN application that can leverage non-centralized (mash) DTN 
infrastructure had to be developed. In turn, this sort of application would generate decentralized 
DTN traffic that could be valuable for future DTN routing research. This led me to the following 
research problem: 

 How to develop user-friendly applications for DTNs that can leverage decentralized DTN 
infrastructure? 

2.1.3 Deployment of DTN technology 
In order to try out the developed DTN technology, our research group had to deploy the 

technology in the field. As we passed the laboratory border, our technology was exposed to new 
geographical, social, and cultural environments. This challenged the established scientific methods 
that we brought from our respective DTN research fields. Therefore, the following research question 
emerged: 

 How do experiences from field deployments (rather than laboratory studies) reflect upon and 
relate to established DTN research methodologies? 
 

The introduction of DTN technology to new environments as well as our involvement of end-
users in, for example, the field experiments caused unique and unexpected challenges in our research 
work. A constant struggle of handling scarce power resources, the exposure to weather conditions, 
tight and changing time schedules, and user support were therefore part of the everyday research 
fieldwork. Handling these kinds of challenges is vital for the successful deployment of any 
technology, which is why the following research question needed to be addressed: 

 How to recognize crucial actors involved in the process of technological deployment and 
how does one handle emerging resistance in the process? 
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2.1.4  RFC Protocol Specification 
The applied nature of my research called for a quick transfer of knowledge production into the 

industry. Part of my research therefore focused on the process of recognizing the PRoPHET 
Internet draft as an experimental RFC publication within the Internet Research Task Force (IRTF) 
organization. In order to achieve this, the following question had to be addressed: 

 

 How to design, describe, and specify a networking protocol as a product that can be 
applicable in research and industry and assures the interoperability of various protocol 
implementations? 

 

2.2 Scientific contributions 
 

The following scientific contributions are discussed in this thesis: 

 Proposal of an improved PRoPHETv2 routing algorithm. 
 

 Proposal of a new DTN routing objective for remote village scenarios. 
 

 Proposal and implementation of the new Not-So-Instant-Messaging (NSIM) service; a 
decentralized service for DTN networks. 

 
 Suggestion of a new evaluation model for fair and comparable DTN routing scheme 

evaluating. 
 

 Introduction and employment of Actor Network Theory (ANT), and especially the concept 
of “resistance in ICT deployment” that helps to enlighten important actors in ICT 
deployments. 

 
 A new Internet Research Task Force experimental RFC publication (RFC 6693) 
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3  Part I: Routing In Delay Tolerant Networks 

Routing of network traffic remains one of the key challenges within the field of DTN 
research. The role of routing in any network is to attain the best performance in terms of reliability 
and delay, while using minimal network resources. In the case of the N4C DTN deployment in 
Sarek and Padjelanta, radio links between the nodes were short-lasting, slow, and scarce. This was 
due to limited power resources, low mobility, and low density of network nodes. Thus it was 
important to use every encounter of the DTN nodes wisely. For instance, when a message from one 
user in the village was sent to another user in the same village, it was enough to forward this message 
to other nodes around the village in order for the message to be delivered. Forwarding the same 
message to nodes outside the village (or to the helicopter data-mule node) would generate 
unnecessary traffic, something that could obstruct the delivery of other messages and worsen the 
DTN performance. This chapter consists of two papers: Paper A and Paper B. Paper A investigates 
one of the DTN routing protocols that tries to address this challenge. Paper B studies the traditional 
DTN routing objective in light of the experiences gained from the DTN deployment. 

 

 

Figure 3.1: Routing of hikers in the Padjelanta National Park 
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3.1 Paper A: The evolution of the DTN routing protocol: 
PRoPHETv2 

3.1.1 Introduction 
In the last decade, and in order to address the problem of routing in DTN, numerous routing 

schemes (it is difficult to estimate the exact number, but it is in the hundreds) designed for various 
applications have been proposed. The decision to use and study the PRoPHET routing scheme 
developed by Anders Lindgren (Lindgren, Doria, and Schelén 2003) in my research derives from the 
work description of the N4C Project (“N4C Project” 2013). The reason for this decision was that 
the deployments carried out within the N4C project relied extensively on users´ mobility to move 
and carry the data in the network, something that the PRoPHET protocol leverages. Secondly, the 
PRoPHET protocol was the only routing scheme that followed the Internet Draft Protocol 
specification. This specification was needed in the implementation process as it assured 
interoperability with other implementations of the PRoPHET protocol. Thirdly, many of the people 
involved in the N4C project, including myself, were already familiar with PRoPHET protocol from 
the N4C’s pilot project, Sami Network Connectivity (Lindgren et al. 2008).  

The PRoPHET routing protocol was one of the first routing protocols specifically designed 
for Delay Tolerant Networks. The acronym PRoPHET stands for “Probabilistic Routing Protocol 
using History of Encounters and Transitivity.” The PRoPHET routing protocol is based on the 
adaptive algorithm that leverages non-random and repetitive movements of the network nodes in 
real-world opportunistic network scenarios. The basic idea behind the design of this routing protocol 
was that, in an opportunistic network, every user of this network is willing to become a part of the 
network infrastructure. Miniaturization and integration of computers into mobile devices and phones 
also enable users to carry them around all the time. Under the condition that every user of the 
network agrees to store and forward the messages of other users in the network, this allows the 
growth of a decentralized and self-governed network. In order to optimize the utilization of shared 
resources in such a network, it is important to move the network load (i.e., messages) from the 
sending to the receiving node in an efficient manner. Contrary to the Epidemic routing approach 
(Vahdat and Becker 2000), where every message is spread to the entire network, the PRoPHET 
routing protocol tries to forward messages only to the nodes that have a higher probability of 
meeting nodes closer to the message destination node.  

Drawing on the characteristics of social networks such as people’s interactions, and our 
everyday meeting patterns, the PRoPHET routing protocol assumes that the nodes will move and 
meet in a repetitive manner. For example, person A has to pass a message to person D. Person A has 
never meet person D, but often meets person B and C. Person B also often meets with person D and 
person C never meets person D. If person A is aware of this situation, he or she can wisely decide to 
pass a message for person D to person B and also avoid passing the message to person C, giving 
person C a chance to carry other messages. Simply put, you might pass the message to your friend, if 
your friend often meets the recipient of your message (in this case it is enough that your friend tells 
you about his or hers list of friends). However, it can also help to pass the message to your friend if 
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the recipient of the message is your friend’s friend (in this case, you need to also exchange friends’ 
friend’s lists—making a transitive exchange).  

An adaptive algorithm is the very core of the PRoPHET routing protocol. It runs on every 
node in the DTN network, tries to keep track of the interactions with other meeting nodes, and uses 
the knowledge gathered from these meetings (in the form of a delivery predictability table) when it 
needs to make a decision about whether to forward or not a certain message to the encountering 
node. At every encounter between two nodes, a new set of delivery predictabilities for every known 
destination is calculated on both nodes by using the old set of delivery predictabilities. The 
exchanged sets of delivery predictabilities and the time elapsed between the last encounter. After the 
exchange of routing information an exchange of messages occurs. The message gets exchanged only 
if the peering node has higher delivery predictability for the message destination. 

PRoPHET routing was one of the first proposed routing schemes that was designed 
particularly for opportunistic DTN networks, and due to its simplicity, it soon became a 
performance benchmark to other proposed routing schemes.  

3.1.2 Findings 
My research on the PRoPHET routing protocol started by investigating the study “DTN 

routing as a resource allocation problem” (Burgess et al. 2006), which reported an unexpectedly 
poor performance of the PRoPHET protocol in simulated environments. Burgess et al. claimed that 
PRoPHET performed so badly that the results it provided were removed from the figures showing 
their results. This was done in order to make the figure more readable. In order to investigate the 
reported problem, we asked the authors to share their code and data. At that time (in 2008), the 
open sourced DTN simulator called The ONE (Keränen, Ott, and Kärkkäinen 2009) that was about 
to become the de facto standard (informal) tool for DTN routing experiments, was not yet available. 
Therefore, similar to their colleagues, Burgess et al. had to implement the simulated environment as 
well as the routing protocols. However, after setting up the obtained simulator code and reproducing 
reported results, I found that the PRoPHET implementation in their simulator was dysfunctional. 
Considering the amount of code that the authors had to produce in order to perform their 
comparative study, a software bug in the PRoPHET implementation code did not come as a 
surprise. Unfortunately, it did make the published results invalid. I will return to the problem of 
using unverified software in Paper D. For now, it is enough to say that after fixing the PRoPHET 
implementation, the results were in the range of other evaluated protocols. This finding is described 
in the discussed paper and was later reported to the authors of the paper (Burgess et al. 2006), who 
promised an errata note on the published paper. 

After resolving the issue with the PRoPHET performance, my research interest turned 
towards the actual use of the PRoPHET protocol in the N4C project DTN deployments. In order 
to use and test the PRoPHET protocol in real-world scenarios, the protocol software 
implementation had to support various hardware platforms that were to be used out in the field such 
as embedded computers (Cambria boards based on the Intel® XScale® processor), various laptops 
(Asus EEE) and smartphones (Nokia 900). The inherited PRoPHET protocol implementation from 
the Sami Network Connectivity project (Udén and Doria 2007) was based on the Nokia QT 
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software framework (which support various operating system platforms). During the N4C project’s 
DTN deployments, numerous significant upgrades of the PRoPHET protocol implementation were 
conducted in order to achieve the stability, performance, and reliability needed to perform real-
world tests.   

The PRoPHET performance on the field was monitored on a daily basis by inspecting the 
individual log files that each node sent every night. Although numerous PRoPHET implementation 
issues had to be resolved in the two first summer tests on the field, the PRoPHET protocol 
performed as expected. In the middle of last and third summer test, I observed a disruption in the 
flow of DTN traffic from the test field towards the DTN Internet gateway. Upon investigating the 
individual nodes that formed the main route between the field and the DTN gateway (the village 
router, the helicopter data-mule, the border node in the helicopter base and the DTN gateway itself) 
we found out that DTN traffic was clogged on the helicopter data-mule. Hence, it was not 
forwarded to the border node that was located at the helicopter base station. A close inspection of 
the PRoPHET’s protocol probability tables showed that the helicopter data-mule had a higher 
delivery probability for a DTN gateway node than the border node, although the border node was 
directly connected to the DTN gateway node. Snapshots of the delivery tables including all the log 
files were stored and taken to the laboratory for further analysis. The problem was temporarily solved 
on the field by resetting the delivery probability tables on the DTN nodes.  

After the second summer test in 2009, I started to investigate the reasons for such protocol 
behavior. All connectivity and traffic traces were parsed, processed, and filtered in order to perform 
the analysis of emerged unexpected behavior of the PRoPHET protocol. This task turned out to be 
difficult and time consuming, especially since the internal time clocks on the deployed nodes differed 
by more than a couple of minutes toward the end of the test. This was despite a precise 
synchronization of clocks before the deployment. For each encounter between two nodes on the 
field, a matching pair of connection log file records had to be found due to a lack of unique 
identifiers for every established connection in the log file. Filtered encounter lists from the field were 
at the end converted in a format that could be fed into the ONE simulator (Keränen, Ott, and 
Kärkkäinen 2009) where further analysis could be performed. 

Isolating the nodes on the problematic route from the rest of the DTN network, I finally 
managed to reproduce the problematic behavior of PRoPHET protocol. In order to study, 
understand, and solve this problem, a chain topology with a minimal set of four nodes was 
introduced in Paper A (see Figure 1). Together with my then main supervisor Avri Doria, I 
discovered that the problem was caused by the PRoPHET transitive update formula in Paper A (see 
Formula 2), which consisted of the additive mathematical operator. Hence, at every encounter of 
two nodes, all the delivery probability values slightly increased, regardless of the network topology 
justification. In other words, the original transitive equation could cause unwanted behavior in the 
parts of the network where the frequency of encounters significantly differs from the rest of the 
network. This case will be further discussed in the Paper A (see Chapter 2.3) An improvement to the 
PRoPHET transitive update that uses a non-additive maximum function (see Formula 5) was found 
together with the other authors of Paper A. 
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The second improvement of the original PRoPHET protocol (also discussed in Paper A) was 
suggested by my research colleague Elwyn Davies. Adding minor modification to the referred direct 
encounter formula in Paper A (Formula 1), Davies eliminated the “Parking Lot” problem that is 
discussed in Paper A (Chapter 2.2). The parking lot problem occurred in cases of weak disruptive 
links between the nodes or when there was a large number of DTN nodes that came in close 
proximity to each other. As a result, numerous encounters and exchange of routing tables among 
nodes significantly distorted the delivery probabilities. 

My research work regarding the PRoPHETv2 paper was concluded by implementing the 
improved PRoPHETv2 protocol in the ONE simulator (Keränen, Ott, and Kärkkäinen 2009). 
Feeding the simulation with the traces gathered in the last N4C deployment, I evaluated the 
suggested improvements in The ONE simulator (when unexpected behavior was observed). As seen 
from the presented results in Paper A (Figure 4 and Figure 5), PRoPHETv2 protocol performance 
improved significantly. As a result, as seen in Paper A (Figure 4), unwanted behavior was eliminated 
(PRoPHET vs. PRoPHETv2 results).  

Rather than redesigning the entire routing protocol in order to address the original 
PRoPHET issues, we sought for minimal modifications within the original PRoPHET framework. 
As a result, only minor modifications of already existing software protocol implementations were 
needed for the PRoPHETv2 upgrade. 

3.1.3 Impact on communities 
I mentioned above that the first version of the PRoPHET routing protocol (Lindgren, Doria, 

and Schelén 2003) for a decade after its introduction had become a benchmark within the DTN 
research community. During this period, it was used, tested, and referred to in many studies, see for 
comparison (Balasubramanian, Levine, and Venkataramani 2007; Li et al. 2009; Nelson et al. 2009). 
The evolved PRoPHETv2 routing protocol (Grasic et al. 2011, 2) inherits the simplicity of the 
original PRoPHET protocol and offers improved performance besides. So far, the PRoPHETv2 
paper has been cited more than twenty times. While it is difficult for the PRoPHETv2 protocol to 
generate the same impact on the DTN research community as its predecessor (PRoPHET), the 
PRoPHETv2 aims for more real-world usage scenarios with the available RFC PRoPHETv2 
protocol specification and DTN implementations.  

An open source version of PRoPHETv2 was released for The ONE simulator (Keränen, 
Ott, and Kärkkäinen 2009) and can be freely accessed on the web (“The ONE” 2013). In a similar 
vein, the PRoPHETv2 DTN implementation used in the deployment is freely accessible from the 
N4C project repositories (“The N4C Code Repository” 2013). 

Due to scarce real-world DTN deployments, realistic connectivity traces from remote village 
scenarios are practically non-existent. As discussed below in this thesis (Part III), most of the real-
world traces available in the public connectivity database (Yeo, Kotz, and Henderson 2006) are 
gathered from urban scenarios. Traces gathered during the N4C project are therefore valuable and 
novel as they include information about the nodes´ connectivity and user generated data traffic in 
remote village DTN deployments.  
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3.2 Paper B: Revisiting the remote village scenario and its DTN 
routing objective 

3.2.1 Introduction 
As it will be discussed in Paper E, DTN research is, by tradition, largely rooted in laboratory 

environments and follows routing challenges and objectives that have previously been established by 
others within the DTN field. This is because deployments conducted in real-world scenarios are 
costly, difficult to control, and time consuming besides. The question that the majority of researchers 
who are involved in DTN routing try to answer is: Which carrying network messages should be 
forwarded at each encounter in the network in order to achieve the best network performance? 

My research focus within the field of DTN routing was not to propose another new DTN 
routing algorithm, but rather to apply, adopt, and test an already existing DTN routing scheme in a 
real-world DTN scenario, in this case the remote villages in Sarek and Padjelanta. Unlike many of 
my DTN research colleagues, I encountered conditions and hardships in the field that were difficult 
to anticipate beforehand. This profoundly shaped the deployment and the experiments conducted. 
Gathering the experiences and challenges that were encountered during the DTN routing 
experiments, Paper B first contextualizes a remote village scenario and outlines its consequent 
characteristics. Secondly, it questions the applicability of traditional DTN routing objectives for such 
a scenario and proposes an alternative research goal. 

3.2.2 Findings 
I mentioned above that traditionally, the DTN routing objective has been to maximize the 

network traffic delivery rate and minimize the traffic delivery delay with the minimal use of network 
resources (Jain, Fall, and Patra 2004; Zhensheng Zhang 2006). Put differently, in a decade of DTN 
research, the major focus has been to optimize the forwarding strategies of network traffic and at the 
same time minimize the use of network resources. In order to achieve optimal performance, DTN 
routing algorithms use various methods to determine the traffic that should be forwarded to other 
nodes at encounters. Some of these methods are based on the collected history of encounters, others 
on the counted number of traffic replications, yet others on the current position, velocity and 
direction of the encountered mobile node, e.g. (Xu Li et al. 2008) . Nonetheless, the majority of 
DTN routing protocols assumes that the DTN research routing objective is problematic to the 
forwarding of network data. This objective inherently brings solutions that try to optimize 
forwarding or replication of traffic in order to minimize the use of the nodes’ storage or used 
network bandwidth. Such classification of DTN routing protocols in relation to available storage and 
bandwidth resources was first discussed by Balasubramanian et al. (Balasubramanian, Levine, and 
Venkataramani 2007). In their work, Balasubramanian et al. list DTN routing scenarios where they 
present and discuss five combinations of limited/finite storage and bandwidth capacities of network 
nodes. Unfortunately, the DTN routing scenario that we actually faced in the field is not discussed 
(the combination of unlimited storage and limited bandwidth).   
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Initially, my research work also assumed the traditional routing objective as its main goal. 
However, throughout the course of the N4C project, I observed that the routing challenges and 
solutions that were proposed in simulated environments did not match or failed to address the DTN 
deployment issues that I encountered in the remote villages of Padjelanta.  

During the last two summer tests of the N4C project, I monitored the traffic in the deployed 
network on a daily basis. The DTN traffic in the village that was received from or sent to the 
Internet was carried by two daily scheduled helicopter flights with the data-mule on-board. The 
helicopter fights handled traffic for the village of Staloluokta. One of the bottlenecks of the network 
was the narrow bandwidth of this DTN backbone between the village on the one side and the 
border node connected to the Internet on the other. As no alternative route to the Internet was 
available for the network traffic, DTN services had to be modified or constrained to generate less 
traffic. For example, the sound quality of the audio podcasts was reduced and the size of DTN e-
mail attachments was limited. While this measure kept the amount of network traffic under the 
estimated maximum network bandwidth, it did not prevent occasional network congestions on the 
helicopter data-mule route. Using the DTN routing protocol with the forwarding strategy as the 
main objective, the exchange of network traffic between the helicopter data-mule and the nodes in 
the village occurred without any particular ordering of DTN data. Analyzing the network traffic, it 
was clear that the relatively short landing times of the helicopters, together with larger network 
chunks of data (bundles) caused a congestion of the remaining network data. This meant that users 
sometimes had to wait for a day or two before they received any message. This especially occurred 
when an unexpected oversized audio podcast could not be forwarded. In these instances, there was 
simply not enough time to transfer the data. At this point, it is noteworthy that the DTN research 
does investigate partitioning of network data (Fall and Farrell 2008), i.e., breaking down large data 
chunks into smaller pieces, of the network traffic. Also, attention is directed to the queuing policies 
of the network traffic. These two strategies could partly address this problem. However, as I will 
demonstrate with Anders Lindgren in Paper B, in our case, the routing objective needs to be 
redefined in order to address this problem adequately.  

Paper B applies the mentioned DTN remote village scenario to a concrete real-world 
context. Discussing socio-economic, geographical, political, technical, and environmental aspects of a 
real-world DTN scenario, we show that deployment of DTN demands rather specific network 
characteristics that cannot be overlooked. For example, the lack of available power infrastructure 
forces the use of low-power radio links. Also, scarce population results in limited connectivity. At 
the same time, the amount of network traffic generated in such networks is small in relation to the 
currently available storage capacity of devices on the market. An assumption of unlimited storage 
capacity of the nodes can therefore be made.  

These facts render obsolete the commonly used DTN routing objective that focuses on 
forwarding strategies. Simply put, when node A encounters node B in such a network, node A will 
try, if possible, to exchange all the messages with node B, since there is no risk that the storage will 
be clogged. Furthermore, spreading every message all over the network when there is no storage 
limitation will bring an optimal delivery as in the Epidemic routing (Vahdat and Becker 2000). On 
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the other hand, due to the short and limited connectivity in such networks it becomes important 
which messages that node A will try to exchange first since the connection time and bandwidth is 
limited (for instance when the helicopter data-mule lands in the village). 

Paper B concludes with a proposed DTN routing objective for remote DTN village 
scenarios. This routing objective focuses on the queuing policies (scheduling) rather than forwarding 
strategies. The main question concerns in which order that nodes should exchange the network 
traffic to achieve the best network performance? 

 

3.2.3 Impact on communities 
The following paper was published in the special edition of the Elsevier Computer 

Communication journal, focusing on Opportunistic connectivity.  

The definition of a research problem affects the solution to the problem. As shown, the 
traditional definition of the routing problem does not match every DTN deployment As a result, 
mismatching definitions of the problem can only bring mismatching solutions to the problem - in 
our case, an ICT technology that cannot be used in a communication-challenged areas where it is 
needed most. 

While the following paper does not bring concrete technical solutions to the DTN research 
field, it poses and aligns the DTN routing objective that derives from concrete examples. As such, it 
offers long-term applicable solutions for remote village scenarios. This is beneficial, both to the 
people living in such areas and the future DTN research field. 
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4 Part II: Development of DTN Service 

The Delay Tolerant Network (DTN) offers an alternative form of ICT connectivity. Its 
advantage is immunity to disruptions and delays in the communication. Therefore, DTN is often 
thought of as an Internet extension (Seth et al. 2006) for the last mile problem, i.e. part of the 
network between users and Internet providers (Rahman, Nakanishi, and Fukuda 2013). While DTN 
can provide connectivity for such scenarios, the adaptation of Internet services to the DTN platform 
is not straightforward. Many Internet services such as Voice over IP, instant messaging, live real-time 
video streaming, etc., require instant end-to-end networking connectivity between the users. 
Therefore, they are not applicable to DTNs. However, a wide plethora of Internet services such as 
social networks, internet banking, e-mails, web access, e-health, etc. can theoretically be 
implemented or adopted for DTN platforms. 

 

Figure 4.1: Snapshot of running DTN services 

The list of freely available DTN service software implementations remains rather short and 
covers only basic Internet services such as Cached-web, Audio and Video podcasts, Facebook, 
Webcam streaming, etc. (Farrell et al. 2011; Lindgren 2011; Näslund 2013). As stated by Lindgren 
and Hui (Lindgren and Hui 2009), the quest for the so-called “killer app” that would drive and 
stimulate more real-world DTN deployments continues. One reason for scarce availability of DTN 
applications can be found in the absence of permanent DTN deployments where such applications 
could be tested and used. The lack of standardized DTN Application Programing Interface (a layer 
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between the application and the underlying DTN infrastructure) hampers the exchange and use of 
already existing DTN applications when different DTN software implementations are used. Instead, 
researchers are forced to develop their own DTN applications or adopt an existing one. This delays 
the DTN deployments, limits the variety of applications and hinders the end-user involvement. 

The following paper in this chapter also touches upon the problem of local vs. global DTN 
services. Scarce DTN applications and the predominant focus on adoption of global ICT services 
(e.g. Facebook (Lindgren 2011), Web (Näslund 2013), etc.) in the field of DTN research provide 
both an opportunity and a challenge to the development of localized DTN services, something that 
can be done only by analyzing the context of deployment.  

4.1 Paper C: Not-So-Instant-Messaging service for Delay Tolerant 
Networks 

4.1.1 Introduction 
The development of the Not-So-Instant-Messaging (NSIM) DTN service was initiated 

during the SNC project deployment in 2006 (Lindgren et al. 2008). The name of this service mirrors 
the contemporary popularity of online Instant-Messaging services (such as IRC, ICQ, Skype, etc.). 
The NSIM service inherits basic functionalities of Instant-Messaging services (e.g., an exchange of 
short text messages among network users). The prefix “Not-So” was added in order to stress the 
tolerance required of users for the delivery delay of the sent messages. The NSIM service was 
initially designed just as a DTN traffic generator for software debugging purposes, and was first used 
in the SNC deployment as a supplement service that allowed direct communication between 
different camps on the field. Over time, and with every deployment, the NSIM service gained 
additional features. The latest version of the NSIM that was used in the last N4C deployment 
enabled the users to exchange short messages with other users within the DTN area, to send and 
receive emails, and to send SMSs text messages to mobile phone networks. It is noteworthy that the 
development of the NSIM service was not the focus of the N4C project deployment. Its organic 
development was driven mostly by the communication needs and the opportunities that were 
observed in the DTN deployments. 

While the main interest of my research colleagues to develop DTN services originated from 
the DTN adaptation of popular Internet services (Lindgren and Hui 2009), my interest in designing 
the DTN service stemmed from the routing perspective. In my analysis of network traffic of the first 
two N4C project summer deployments I discovered a flow of DTN traffic between the DTN 
Internet Gateway and the end users’ nodes in the network. At the same time, the direct DTN traffic 
among the user end-nodes was almost nonexistent. This meant that even if you sent an email to your 
closest neighbor whom you were in the direct radio contact with, the email had to pass an email 
server in order to be delivered. 

 While most of the DTN services that were provided in the field originated from Internet 
services (such as email, podcast, web-caching, etc.) they also inherited the prevailing Internet Client-
To-Server model of communication. The consequence of such traffic flow was that in a case of 
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traffic congestion on the route between the DTN village region and DTN Internet Gateway (that 
heavily relied on the helicopter data-mule), any communication within a DTN village region was 
hindered. In order to break this Client-To-Server DTN data flow and get less centralized traffic 
patterns in the DTN routing experiments, I integrated the NSIM service in the last summer 
deployment of 2010. In order to attract more users, I upgraded the NSIM service with a more user-
friendly interface and also added email and SMS features.  

4.1.2 Findings 
The NSIM service that was provided in the last DTN deployment turned out to be a success. 

It was used by more than fifty people, of which around twenty used it for longer periods of time. 
Considering the population number in the test village (approximately 20 families), this was a success. 
As shown in Paper C (Figure 4), the use of NSIM service generated almost one third of all the 
transferred traffic in a deployed DTN in Staloluokta. Although the most-used NSIM feature was the 
integrated email service that was reproducing the classic Client-To-Server data flow pattern, one 
fifth of all the messages were sent locally as NSIM messages within the DTN village region, as seen 
in Paper C (Figure 5). This was a surprising result as we expected users would communicate mostly 
with people on the Internet that were outside the Staloluokta village and not so much with people 
within the village. 

Comparing the average delivery time of email messages that had to be handled by centralized 
servers (in our case, the DTN Internet Gateway) and NSIM local messages that were forwarded 
directly to end-users, DTN users can benefit from a local decentralized service. An overview of the 
decentralized NSIM infrastructure can be seen in Paper C (Figure 2). As seen in Paper C (Figure 6), 
the delivery delays of the NSIM messages were on average significantly shorter (almost a quarter of 
time) than emails. 

Another problem that occurred when the users tried to use the email service in the field, 
something that we also discovered when checking the logged list of rejected e-mails, was that many 
users misspelled or did not know the recipient’s email address. This posed rather particular problems 
as most of the users did not carry their personal computers in the field. The lack of instant Internet 
access prohibited them from searching for an address online. Similar problems were observed when 
the users sent SMS messages from the field. However, this problem was less severe, as many of the 
users carried their mobile phones where they could check the number. On the other hand, the users 
were appreciative of the list of other available users within the local DTN region in the NSIM 
service as it allowed them to send a message with only a click on a particular person on the list. This 
resulted in an unexpectedly high use of the NSIM service in the last summer deployment where 
more than 320 NSIM messages were sent, despite the fact that most of the users lived in a same 
village and were neighbors. To explain the success of NSIM, Udén (Udén 2011) refers to internal 
communication needs among groups of reindeer herders, documented in anthropological research by 
Pertti J. Pelto (Pelto 1973). 

The success of the NSIM service in the field indicates that it is important to develop and 
design localized DTN services for remote village scenarios. Hence, focusing only on the adaptation 
of global Internet services might not be enough. Although global Internet services were always 
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desired and welcomed from users in the N4C DTN deployment, it is important to acknowledge that 
they cannot leverage the specific local context. They can also perform badly in moments were the 
DTN region is poorly connected to the global Internet. Therefore, the field of DTN applications 
remains open for simple local DTN applications such as localized DTN billboards, DTN stores, etc. 
Another good example of a successfully deployed DTN application was the localized DTN weather-
prognosis service. Information from a locally deployed weather station in the village provided instant 
weather information. This became a hit among the locals and a great complement to the delayed 
global weather information that was obtained from the Internet. 

 

Figure 4.2: Instructing a user how to use the DTN system 

4.1.3 Impact on communities 
One of the most significant impacts of my development work, which was also related to the 

NSIM DTN service, was observed in the local Sami reindeer herding community in the village of 
Staloluokta where this service was deployed. According to a local reindeer herder in Staloluokta,  
reindeer herding communities plan their traditional calf marking event by using PMR radios 
(“PMR446” 2013). During 2010, the head of the local reindeer herding community told us that the 
community used the NSIM service during the summer of 2010 as a means of communication for 
planning this event. The minimal level of privacy (as the messages do not get broadcasted over entire 
village) and the chance to direct NSIM messages to selected recipients, stimulated reindeer herders to 
use the DTN system instead of their PMR radios. The head of the local reindeer herding 
community explained that when the reindeer herders discuss and plan the calf marking event over 
the PMR radios, their discussion is broadcast over the entire village. Sometimes, this causes 
unnecessary confusion and stress among the reindeer herders who are not actively involved in the 



 
 

 

27 
 

planning process as they might misinterpret or hear only parts of the discussion. In the summer of 
2010, the reindeer herders decided that they would use the NSIM service in the planning of the 
upcoming event. The details and decisions made were later announced with the use of the PMR 
radios. 

Not only was the use of the NSIM service beneficial to the local community of reindeer 
herders, it also produced unique DTN traffic traces. Together with the DTN connectivity traces 
from the summer test in 2010, these are possibly the first set of DTN traces that are available in the 
field of DTN research that involve humans users not only for the purpose of network mobility but as 
well as for generating actual DTN traffic. This kind of data set can be used for analyzing potential 
traffic congestions in DTNs. The NSIM application code is open source and made publicly available 
for further development or use in other DTN deployments on the N4C project webpage (“The 
N4C Code Repository” 2013). 
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5 Part III: Deployment challenges 

This chapter discusses challenges, obstacles, and findings that were encountered in the process of 
deploying the DTN technology from the laboratory environment to the field. Almost a decade of 
DTN research passed between the early 2000s when the concept of DTN was first introduced (Fall 
2003) and the occurrence of the N4C project deployments (“N4C Project” 2013) between 2008 
and 2011. Meanwhile, the DTN research field has together with the mobile ad-hoc networking 
(MANET) and the sensor networks fields contributed to a large body of DTN-related research 
papers. Recent studies have proposed numerous new routing schemes, investigated various security 
related issues, introduced new areas of DTN use, developed new simulating and emulating tools, 
introduced new implementations of communication protocols, performed various network 
performance analyses, tested the concept of DTN in various scenarios, etc. (Xu Li et al. 2008; Ochiai 
et al. 1; Gabrovšek et al. 2014; Doering, Pögel, and Wolf 2010). However, the major body is 
pursued in laboratory environments. Real-world experiments and deployments of DTN technology 
remain relatively rare for reasons that will be discussed below. Most real-world DTN experiments 
were and still are conducted in densely populated urban environments. While DTN research often 
targets remote and scarcely populated regions, not much of the actual deployment takes place in 
these regions. Prior to the N4C project, only a couple of attempts have been made to deploy DTN 
technology to remote villages (Pentland, Fletcher, and Hasson 2004; Seth et al. 2006). To actually 
situate the DTN research and deployment in scarcely populated areas, unique challenges have to be 
resolved in the process of developing, deploying, and testing DTN technology.  

 

Figure 5.1: The laboratory environment 
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My research within the DTN research field started in the laboratory environment (see Figure 
5.1). Guided by senior research colleagues, I began to study DTN related research publications. 
While trying to reproduce the experiments from previous research related to my interests, I got 
acquainted with the available tools and software that other researchers used. During the laboratory 
work, I also accepted and adopted established methodologies and research practices. Unlike most of 
my fellow DTN researchers, I got the unique opportunity to develop, implement, and build a DTN 
system that would actually be deployed and used out in the field, in this case the Padjelanta National 
Park. However, when the N4C project with short notice got funded in the spring 2008, the first 
deployment was conditioned by the short Arctic summer season that was approaching quickly, and I 
had to shift my research focus to actual implementation and deployment. Soon, the time arrived to 
take our DTN technology out of the laboratory and continue my research in the field. After arriving 
in the field and installing the DTN equipment, an acclimatization to the remote Arctic village 
summer conditions followed. This part also involved everyday tasks such as cooking, washing, 
searching for accommodations, acquiring the best possible protection against mosquitos, and most 
importantly familiarizing ourselves with the potential future users. Encountering numerous logistical 
and technical challenges, scarce resources, and limited access to information, it soon became clear to 
me that conducting research in these remote areas would require much more than the physical 
transportation of myself and the technologies from the laboratory to the field. Simply put, the 
research practices and methodologies that I knew and used in the laboratory environment tended to 
fail or did not make sense in the field. This challenged my research on a practical as well as a 
theoretical level. 

 

Figure 5.2: Typical field environment 
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My research work in the field (see Figure 5.2) was accompanied by software, hardware, and 
tools that tended to break as soon as I brought them to the field. For instance, the widely used 
DTN2 reference implementation (Demmer 2005) that I first tried to use in the N4C field 
experiments turned out to be inoperable when it was used on hardware with interrupted power 
supplies, breaking radio links and large amounts of data. While the same software implementation has 
been, and still is successfully used by the researchers in laboratory environments, it turned out to lack 
many qualities and features that were important for the field deployment, such as stability, volatile 
data storage, documentation, support for various operating systems, user friendly interface, etc. As 
mentioned in Part I of this thesis, even the protocol that was implemented and extensively tested in 
the laboratory environment prior to the deployment performed unexpectedly after being brought to 
the field.  

Retrospectively, some of the weaknesses could have been discovered and resolved prior to the 
deployment, for instance through more extensive testing and use of specialized facilities that could 
simulate certain assumed conditions in the field. Indeed, discussions were held prior to the first 
deployment where concerns were raised regarding the risks that water would harm the deployed 
equipment, something that indicates an awareness of the transition of technologies as problematic. 
Saying this, it is difficult to define exactly the potential dangers, shortages, or stress that the 
technology will face when deployed.  

As mentioned before, the conditions in the field called for an adaptation of different research 
methodologies. Unfortunately, this made the large body of previous DTN research inapplicable to 
my research or at least very hard to relate to and compare. For instance, a common practice in DTN 
research is to evaluate the performance of the network by stressing the network with a heavy payload 
until the performance of the network starts to decrease. If this kind of the experiment would be 
conducted on the DTN network that we deployed, we would face a group of disappointed and 
angry users of our DTN services, as we would have lost their data.  

My research work was also challenged when I came back to the laboratory. As we needed stable 
and reliable software, we developed our own software implementation of the DTN and PRoPHET 
protocol that we could easily maintain in the field by ourselves. The de-facto standard DTN software 
implementation offers tools for post processing of logged data (Demmer 2005). However, since we 
developed our own implementation of the DTN, we also had to implement our own tool in order 
to process and analyze the gathered data. It took us more than a month to develop this tool. 
Similarly, a problem also emerged when I was conducting experiments in the simulated environment 
as none of the available scenarios even closely matched the Padjelanta remote village scenario. For 
instance, the results from the first N4C field experiments showed that eight network nodes on 
average got in contact with others a couple of times per day. This is to be compared with the 
average scenario that is used in many DTN routing protocol evaluations, a scenario that consists of a 
couple of hundreds nodes, with high mobility of nodes, something that results in a high frequency of 
encounters (hundreds encounters per day). This made any comparison of results rather hard if not 
impossible.  
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My work in the N4C project required a constant alternation between laboratory environment 
and field. Therefore, I had to constantly adopt and contest my scientific practices and methodologies. 

A comparable research path between the laboratory and field is described and discussed by 
Robert E. Kohler in his book Landscapes and Labscapes. Exploring the lab-field border in Biology 
(Kohler 2002). From the history of science perspective, he shows how the border between the 
laboratory and the field among biologists was defined and contested in the beginning of 20th 
century. In his work, Kohler follows laboratory researchers within biology on their way out to the 
field. He shows that on the path from the laboratory to the field, the scientific methods that are 
established in the laboratory environment cannot simply be adopted by field researchers. Instead, in 
some cases new research methods have to be developed. 

The following two papers included in this chapter discuss two main challenges that I came 
across in the process of pushing out the DTN technology from our laboratories to the field. In the 
following Paper D, written together with Anders Lindgren, I use the experiences gained from the 
field in order to critically reflect upon the established DTN routing evaluation practices in DTN 
routing research. Paper D is based on a survey of existing DTN routing evaluation literature and 
outlines weaknesses in DTN protocol evaluation methodologies. 

The second paper in this chapter: Paper E, investigates how environments into which new 
technologies are introduced interact and interfere with the deployment process. This paper was 
written with support from Maria Udén who contributed with comments and advice. Through the 
lens of an Actor-Network-Theory (ANT), we discuss how climate, flora, fauna and other elements 
present in the field of deployment affected the product design process and in turn, drove the 
technological development  

5.1 Paper D: An analysis of evaluation practices for DTN routing 
protocols 

5.1.1 Introduction 
In the middle of the summer test in 2010, the N4C project research group made a week-

long retreat from the field in order to rest, wash clothes, refill food supplies, and examine the 
collected DTN system records that were automatically collected on a DTN Internet Gateway 
located in our laboratory. This event coincided with the congestion of DTN data on one of the 
helicopter data mules (as described in Paper A). This was caused by unpredicted PRoPHET routing 
behavior. As we were not aware of any particular conditions that could have triggered this behavior 
of the PRoPHET protocol, and I had a spare week to spend in the laboratory, I decided to 
implement another routing scheme and integrate it into the deployed DTN system. This back-up 
routing protocol could then be used in case of any PRoPHET routing protocol failures. At the same 
time we would be able to make a comparative study among different routing schemes in the field. In 
order to find a suitable routing scheme for the deployed DTN system, I studied a selection of sixteen 
well-known and oft-cited papers concerning DTN routing protocols.  
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I discovered that, almost by default, every paper that proposes a new DTN routing scheme 
concludes with a comparative performance analysis of the featured scheme. Despite my best efforts to 
pick one suitable routing protocol, which I could later use in the N4C deployment field, I was 
unable to draw any helpful conclusions from the evaluations of the sixteen protocols. One of the 
almost symptomatic practices that I noticed in the examined performance evaluations was that the 
presented routing scheme always outperformed any other “competing” routing scheme included in 
the performance analysis. As a result, a reader is left with a pile of DTN routing evaluation papers 
where a particular proposed routing scheme always works better than others. The main problem is 
that the DTN scenarios used in these evaluations vary to such an extent that it is impossible for the 
reader to draw any conclusions or make a comparison of the presented routing performances  

Paper D, which was written together with Anders Lindgren, outlines the weaknesses of DTN 
evaluation practices. In doing so, it proposes an evaluation model that assures better readability, 
comparability, and validity of DTN evaluations practices. Additionally, the proposed evaluation 
model can facilitate the process of matching an appropriate DTN routing protocol to future DTN 
deployments. 

 

5.1.2 Findings 
DTN research often targets rather extreme terrestrial applications such as military battlefields, 

disaster scenarios, emergency situations, and remote developing regions. A common ground for such 
scenarios is that they lack infrastructure that would allow and support the deployment of traditional 
ICT such as GSM and fiber networks. While targeting extreme terrestrial applications is crucial to 
the development of, for example, crises management, it also obstructs research in real-world 
scenarios. Today, we are rarely or never without Internet access. Also, experiments that are 
conducted in real-world scenarios are costly and time consuming, in addition to being problematic 
to scale up, control, and reproduce. The combination of restricted research funds and scarce time 
resources leads to most experiments taking place in laboratories using software-simulated or software-
emulated environments. That said, use of simulated tools in DTN routing research has its own 
limitations and drawbacks. One of the main challenges of the experiments conducted in simulated 
environments is the very definition and description of the environments. If the researcher wants to 
perform an experiment that corresponds to a targeted real-world scenario, it is a prerequisite that he 
or she define the environment as well as possible. In this process, the researcher needs to make many 
simplifications, assumptions, and qualifications of the targeted environment in order to feed the 
simulator with input data. This problem is well known within the DTN field (see for comparison 
(Islam and Waldvogel 2008; Keränen and Ott 2007). In order to tackle this problem recent research 
has developed various models that try to capture the vital actors in the environment, such as the 
Working Day Model (Ekman et al. 2008), or feed the simulator with the data traces gathered in 
other experiments that take place in real-world scenarios. A common practice among DTN 
researchers is to gather the connectivity and mobility traces from experiments conducted in, for 
example, university campus areas, conference venues, city buses, or other urban areas, e.g. 
(Balasubramanian, Levine, and Venkataramani 2007; Hui et al. 2005; Lee et al. 2009). While this 
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practice brings more realism into the DTN evaluations, it does not provide suitable datasets for 
deployment scenarios where DTN technology is needed the most, e.g. remote communication-
challenged areas, disaster situations, etc. Indeed, DTN technology has potential in more urbanized 
environments, but it has to compete with the wide plethora of available and already proven 
communication technologies. It is noteworthy that traces from remote or developing regions that 
could be used in my research were not available. This gap between the evaluation scenarios used in 
laboratories (or simulated environments) and the real-world scenarios where DTN technology can 
prove itself as a viable alternative to traditional ICT was first observed in a close reading of examined 
DTN evaluations. 

Another interesting phenomenon observed in the evaluations was the scale the scenarios 
used. Although, the scalability of computer networks is a crucial factor (Vahdat et al. 2002) of any 
future ICT, in the case of DTN in remote areas and other challenging scenarios, the traditional 
problem of scalable networks might be reversed. The majority of examined DTN routing protocol 
evaluations were performed on a relatively large scale; up to two thousand network nodes (Oliveira 
and Albuquerque 2009). The consequence is that researchers are forced to use quantitative-only 
evaluation methods in their analyses. This kind of research does not provide support for typical 
small-scale DTN deployments in communication-challenged settings. In some cases, it could even 
prevent such small-scale deployments. For example, the routing challenge that I presented in Paper 
A that caused trouble for the PRoPHET routing protocol was reduced to only four network nodes 
and remained hidden in most large-scale evaluations. 

Further study of the DTN routing protocol evaluations used in the selected batch of papers 
also revealed some other methodological weaknesses such as not stating used protocol parameters, 
availability and validity of used code, a lack of information about node characteristics, use of 
scenarios that do not match the routing scheme, lack of argumentation for a selected evaluation 
scenario, etc.  

In order to tackle some of these weaknesses, we proposed the use of the DTN routing 
protocol evaluation model for future DTN evaluation practices in Paper D (Figure 1). The DTN 
evaluation model outlines most crucial inputs that are usually fed to the simulated environment and 
that, besides the routing algorithm itself, significantly contribute to end results. We believe that the 
proposed evaluation model can be used as a guideline when performing DTN evaluations. It assures 
the minimal needed argumentation of chosen scenario and used protocol parameters in the 
evaluations (or at least it encourages researchers to state them). We hope that in the long run this can 
contribute to a general readability and comparability of DTN evaluations in future publications. 

 

5.1.3 Impact on communities 
Paper D was presented at the Seventh ACM International Workshop on Challenged 

Networks (CHANTS 2012) that was co-located with the Mobicom conference in 2012 located in 
Istanbul, Turkey. As of the end of 2013, the paper had been cited five times in various DTN-related 
papers. 
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5.2 Paper E: Deploying an “Out of Space” Technology: A case 
study of non-human Resistance 

5.2.1 Introduction 
The main motivation for writing the Paper E was that during the deployment of DTN in the 

villages of Ritsem and Staloluokta, I came across many challenges that were not conventionally 
meaning related to the technologies that we developed, nor to my research focus. At first, these 
challenges did not even seem to be of scientific nature, although they had to be acknowledged and 
managed in the field of deployment. What was clear however was that these challenges severely 
affected the outcome of the deployment processes. As I, together with my research colleagues, spent 
a lot of time on the field, it became important to conceptualize the experiences gained during the 
fieldwork and share them with other scientist and engineers, particularly with those who work with 
ICT deployments.   

While the development and deployment of this particular DTN system have been described 
in several papers, there are aspects of the design and knowledge production, which the scope of the 
Computer Science cannot capture. Employing Actor Network Theory (ANT), this paper reveals 
fragments and characteristics of the deployment environment relevant to the development and 
deployment of the DTN technology. Through ANT, it was possible to acknowledge, describe, and 
analyze various acts and phenomenon that were observed in the process of deploying the DTN 
technology.  

 

5.2.2 Findings 
Paper E shows how the success of the technological development and deployment does not only 

depend on the success of the engineering work, user involvement and maintenance, but as well on 
climate, weather conditions, flora, fauna, landscape, and the material objects that are present in the 
environment. 

In the case of DTN deployment the appropriate integration into the environment influenced the 
not only the deployment process and the following research, but also the product design choices that 
we made. 

 

5.2.3 Impact on communities 
The paper was submitted to the International Journal of Actor-Network Theory and 

Technological Innovation (IJANTTI). As the paper is not published, its scientific contribution needs 
to be proven. 
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6 Part IV: RFC Protocol Specification 

This chapter discusses the process of publishing the PRoPHET routing protocol specification as 
the “Request for Comments” (RFC) document. The RFC document series is the official 
publication channel for the Internet Engineering Task Force (IETF), Internet Research Task Force 
(IRTF) (“Internet Research Task Force (IRTF)” 2013), and Internet Architecture Board (IAB) 
(“Internet Architecture Board” 2014). This channel is primarily used for publishing Internet 
standards and other informational documents as RFCs. 

The main motivation for producing the RFC PRoPHET protocol specification was to enable 
an actual use of the protocol. The major body of proposed DTN routing protocols are available only 
as scientific publications. Anyone who actually wants to use one of these protocols needs to first 
design and specify the protocol. Only after an actual implementation and use of the protocol is this 
possible. This protocol specification describes how and in what order the computers in the network 
nodes exchange their information. As discussed above in Part I of this thesis, the translation of the 
routing algorithm into an actually useful piece of computer code is not straightforward. It is worth 
noting that fewer than a dozen DTN routing protocols were made publicly available for the ONE 
simulator, while the number of proposed routing algorithms is in excess of one hundred. The aim of 
the PRoPHET protocol RFC specification was to bridge this gap and encourage protocol 
implementation and practical use. Another reason for having the PRoPHET protocol specified as the 
recognized RFC document was to assure protocol interoperability. Without an exact and 
unambiguous PRoPHET protocol specification, it is possible that computers in networks running 
protocol implementations from different authors (or vendors) would be unable to communicate 
despite that fact that they were running the same algorithm. 

6.1.1 IRTF, IETF, and IAB 
The IRTF is non-profit open organization running in parallel with the Internet Engineering 

Task Force (IETF) (“Internet Engineering Task Force (IETF)” 2014) and supervised by the Internet 
Architecture Board (IAB) (“Internet Architecture Board” 2014). Together, these organizations work 
together on the existing and newly emerging protocols and standards that run the Internet 
architecture. When the leading role of researchers in the IETF organization was taken over by 
equipment vendors, stack developers, and network operators (Falk 2005), an IRTF organization was 
established to create a space for conducting research on the research challenges facing today’s 
Internet. The IRTF consists of a number of focused and long-term Research Groups that work on 
various topics related to Internet protocols, architecture, technology, and applications. The following 
work was conducted within a Delay-Tolerant Networking Research Group. Both IETF and IRTF 
organizations claim to be non-political, open to anyone to participate without memberships or fees. 
The main means of communication is through the mailing list and organized annual meetings three 
times per year. As there is no formal recognition of the IETF and IRTF standard from governments 
or other actors, the proposed standards become standards only when there is a “rough” consensus 
established in the working group and people actually use them. This rather unique process of 
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establishing a “standard” was interestingly described by one highly visible member of IETF, Dave 
Clark, in 1992 who stated: “We reject kings, presidents, and voting. We believe in rough consensus 
and running code.” Despite the fact the IETF and IRTF organizations render themselves apolitical, 
it is worth noting that none of them are immune to the underlying political structures and struggles 
(DeNardis 2009; Shah and Kesan 2007).   

6.1.2 From Internet Draft to RFC publication 
The process of publishing RFC documents starts with authors’ submission of so-called 

Internet Draft documents. Internet Drafts are working documents within a certain IETF or IRTF 
working group and are valid for a maximum of six months. After that, they need to be updated or 
replaced, or they become obsolete and expire. In order to keep the Internet Draft document active 
within the corresponding working group, authors of the document need to regularly improve and 
update the document acknowledging and considering comments that they received from other 
members of the working group. If and when the related working group reaches consensus that the 
Internet Draft document is mature enough and is of a requisite quality, the Internet Draft document 
gets a status of so-called Request For Comment (RFC). An exact description of the RFC procedure 
is described in the Internet Standards Process document (“RFC 2026” 2014). 

The RFC publication process of the PRoPHET DTN routing protocol started in early 2008 
when Anders Lindgren and Avri Doria submitted the first PRoPHET protocol Internet Draft 
document to the IRTF DTN Research Group. The PRoPHET Internet Draft document contained 
a detailed description of the PRoPHET algorithm in the form of protocol exchange procedures, 
routines, and data formats, and allowed the very materialization of the protocol in the form of a 
running code on actual hardware. This enabled the transfer of research findings (in this case, the 
PRoPHET routing scheme in the form of mathematical equations discussed in Paper A) into the 
industry and research where it could actually be applied. 

As any other RFC document, the PRoPHET Internet Draft went through a number of 
iterations in the process of reviewing, testing, and editing. In 2009, Elwyn Davis and I were added as 
co-authors of the PRoPHET Internet Draft. More than four years after the first submission of the 
draft and ten updated versions of the document, the PRoPHET Internet Draft was recognized as 
experimental RFC publication with the serial number 6693 (“RFC 6693” 2014). This long-lasting 
process made the following enclosed RFC6693 publication probably the most thoroughly reviewed 
publication in this thesis. 

At this point, it is interesting to look at the process of transferring scientific discoveries into a 
recognized RFC standard related to the RFC6693. For instance, when the PRoPHET protocol 
shortcomings were discovered in the N4C summer deployments in 2010 (as already discussed in the 
chapter discussing Paper A), a quest for an improved PRoPHET algorithm began immediately. 
Before the end of the year 2010, a new and improved algorithm was developed and presented to all 
other PRoPHET Internet Draft authors. Before the spring of 2011, a scientific publication (Paper A) 
of the improved PRoPHET algorithm was submitted. In the following summer, this paper (Paper A) 
was presented to a conference and published in the conference proceedings (Grasic et al. 2011). 
Although we (authors of the PRoPHET draft) worked in parallel with a new version of Internet 
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Draft (version 6) that we submitted before the end of year 2010, it took us two more years before 
the PRoPHET Internet Draft was published in 2012. Throughout this time, we had to address 
various smaller issues and comments received from other DTN research work groups. Meanwhile, 
we had to convince and persuade the IRTF editors that the PRoPHET Internet Draft was mature 
enough for RFC publication. In this second stage of the knowledge transfer towards the RFC 
publication that allows implementation and application of it, we went through a rough review 
process where any typos, mistakes, or ambiguity in the protocol description were removed. This 
process demanded six new versions of the protocol Internet Draft. It is also worth noting that this 
part of the process required not just technical draft changes, but many strategic and political acts as 
well (such as when and what kind of changes to include in the new version of the Internet Draft, 
how and when contact editors, etc.).  

Talking from my own perspective, one such change of the PRoPHET Internet Draft was a 
change of the fixed-size variable field in the PRoPHET Message headers into so-called “Self-
Delimiting Numeric Values” (SDNV). The benefit of such a type of field in the protocol is that the 
network messages get shorter when the values in such fields are small (i.e., in the case of a short 
message, short address names). In theory, this guarantees indefinite scalability of the network, 
something that is much appreciated and demanded in the field of computer networks). Although I 
was not in favor of such a change of the PRoPHET protocol, I was willing to make a compromise 
in order to get the Internet Draft closer to RFC. Using such fields in protocols makes reading and 
parsing the fields more demanding, something that can be problematic for network devices with 
limited memory and computational resources. The SDNV type of the fields has however become a 
de-facto standard in the field of DTN protocols. As none of the PRoPHET Internet Draft authors 
really opposed this change, we include SDNV fields in one of the latest PRoPHET Internet Drafts. 
Inclusion of the SDNVs into existing software would call for a major restructuring of the code for 
which we did not have enough resources. An unfortunate consequence of this compromise was that 
the N4C PRoPHET Protocol software implementation (“The N4C Code Repository” 2013) could 
not be used as a reference implementation at the moment as it does not comply with the published 
RFC6693. 

6.1.3 My contribution to the RFC6693 
As mentioned before, I first got involved in the PRoPHET Internet Draft in 2006 when I 

started to work on the first software implementation of the PRoPHET protocol together with 
Anders Lingreen. The implementation later that summer was used in the Sami Networking Project 
summer deployment (Lindgren et al. 2008). Throughout the process of implementation (see Figure 
6.1), I contributed to the Internet Draft with practical suggestions regarding the proposed 
PRoPHET message formats and by pointing out various ambiguities that I found in protocol 
specifications. 

My second contribution the PRoPHET Internet Draft was a discovery of PRoPHET 
transitive update shortcomings. Together with Avri Doria and Elwyn Davies, we developed a new 
transitive update formula (see Paper A, Formula 5). Meanwhile, Elwin Davies also suggested a new 
direct update formula that would eliminate the “parking lot” problem discussed in Paper A (Figure 
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5). Before including the new formulas into the Internet Draft, I validated new formulas in the 
simulated environment using a synthetic mobility and collected traces from the summer N4C 
deployment in 2010. 

Thirdly, I contributed to RFC6693 process of standardization by following and answering 
various comments and questions on the DTN Research Group mailing list and personally attending 
one of the IRTF meetings.  

 

Figure 6.1: Implementation of PRoPHET protocol running on the handheld device  

6.1.4 Impact on communities 
The PRoPHET Internet Draft got a formal recognition as an “experimental” RFC 

publication within the IRTF community, though it still needs to prove itself in actual 
implementation and use. One well known quote within the IETF community is:  “The IETF 
standards are not standards because we say so, but they become standards when people use them.”  
Hence, although the recognition of RFC6693 as the first DTN routing protocol specification might 
motivate other Internet Draft DTN routing protocol specifications (e.g., dLife protocol (Moreira et 
al. 2013)), its contribution to the field still needs to be proven. 

6.1.5 RFC6693 publication 
This thesis includes only the first four chapters of the RFC6693 document. Due to its length it 

is too long to be included in this thesis. However, in order to demonstrate how the research findings 
in Paper A were turned into the protocol specification, four most relevant chapters are selected. The 
entire version of the RFC6693 document is available on the Internet (“RFC 6693” 2014). 
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7 Concluding remarks and future work 

7.1 Concluding remarks 
I started my research career as a strong believer in techno-utopianism (Scott 2001). Let me 

return to my initial research question: How to design and develop Delay Tolerant Network for 
communication-challenged areas that account for geographical, technological, and social conditions? 
With a strong belief in technology, the answer to my question seemed rather simple: we need to 
develop a rugged technology that can handle the assumed physical conditions in the field, then 
deploy the technology to the field, and make it available to end-users. In other words, I assumed that 
it was possible to influence an environment and solve the communication problems of people living 
there, simply by bringing proper and mature technologies to the field. 

However, as soon as we brought the perfectly built technology out of the lab, I encountered 
several challenges. This almost “perfect” technology failed badly as soon as I tried to use it in the 
field. After some struggles, we finally managed to fix all the newly emerged software bugs that were 
fed by the new and unexpected conditions that were faced in the field (such as constantly breaking 
radio links or unexpectedly large email attachments made by users with a passion for high resolution 
pictures). However, the mended technology again became useless hardware when batteries drained 
or touchscreens became numb due to a few water drops. And when we returned to the field with 
huge solar panels and technology that kept running through advanced power management, we faced 
users who were not satisfied with the provided functionality and services. Another year was spent in 
the laboratory with colleagues and the technology was polished and more services were added. Alas, 
the field surprised us again with curious users who were eager to use the technology but needed all 
sorts of assistance and support. After we concluded the development and deployment of the DTN 
technology, I ended up with a rather sophisticated technology in the laboratory again. However, this 
same advanced technology that was able to withstand any weather conditions, handle long and 
disruptive radio links, and could power itself from renewable sources did not make any sense when 
brought back to the laboratory. Access to four power sockets and broadband Internet connection 
within one arm’s reach made the developed DTN technology that could bring day-old news rather 
useless. This made me aware of how the context that surrounds technologies can render them good 
or bad, useful or obsolete. In sum, my techno-utopian dreams were shattered and the field 
experiences made me aware of how important if not crucial the surrounding environment is for our 
understanding of technology. Of course, this rather simplified cycle of understanding technology is 
personal, but it does however serve well for illustrating the following wrap-up to this thesis. 

As stated in the beginning, the main research goal of this thesis is to design and develop a 
DTN technology for communication-challenged areas that accounts for geographical, technological, 
and social conditions. The relation between the DTN technology and the geographic environment is 
discussed in Paper A. This paper shows how the specific mobility of network nodes in deployed 
environments contributed to PRoPHET protocol improvements. Paper B discusses how profoundly 
this relation, in this case between the DTN technology and the geographic environment, shaped the 
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DTN technology. This paper also describes how the DTN routing objective needs to be redefined 
when we relate the DTN technology to the deployed geographic environment and to other 
technologies (available resources). Paper C relates the DTN technology to the social and 
geographical conditions in the field. Following the development of the DTN application, it 
demonstrates how localized DTN service can leverage the DTN architecture and how beneficial it 
can be to a local culture. Paper D touches upon the evaluation methodologies that were used in the 
DTN field research and shows how academic culture and environments shape the envisioned DTN 
evaluation scenarios. Paper E analyzes emerging resistances towards the deployed technology by 
recognizing various elements that are present in the surrounding environment. It also demonstrates 
how these resistances can drive technological innovation and development. This thesis concludes 
with Paper F, IRTF RFC 6693, which can be seen as an actual and materialized technological end 
product. 

As mentioned repetitively in this thesis, deployments of DTN are still rare and in the domain 
of the DTN academic research rather than in everyday use. This opens up for opportunities to apply 
DTN technologies in terrestrial scenarios, both for commercial and non-profit deployment. The 
N4C project’s DTN deployment in the national parks of Sarek and Padjelatna indicates a great 
potential of the DTN technology. Besides the concrete technical solutions (Paper A, Paper C, Paper 
F), this thesis hopefully contributes to the existing DTN research field with improved methodologies 
(Paper D) and sharing data and experiences (Paper E) from concrete DTN deployment scenarios. 
However, as also shown in this thesis, there are still many challenges that need to be resolved (Paper 
B, Paper D). 

The major scientific contribution of this thesis is of an engineering nature (condensed in the 
form of bundled academic papers). However, I hope that this thesis, by following the development 
and deployment of the DTN technology, also contributes with its insight into how technology (as a 
product itself) inherits contexts that are envisioned by developers, history, test environments, market 
conditions, etc. This insight has some interesting implications when it is applied to the problem of 
the so-called “digital divide.” This global phenomena (Chinn and Fairlie 2007), which contributes to 
economic inequalities between different groups of people, is driven by the ability to use or access 
ICTs (Wamala 2010). The digital divide has been studied and applied to specific geographic 
characteristics (Livingston 2011), ethnicity, gender (Hilbert 2011), education, language (Warschauer, 
Knobel, and Stone 2004), development, etc. A common ground for most of these studies is that they 
focus on the effects of ICT on the environment once it is deployed. My hypothesis here is that some 
of these digital divides are potentially already inherent in the technology itself and therefore 
conditioned even before the technology is sold, deployed, or used. For instance, a mainstream 
mobile broadband technology like 3G or 4G uses rather high-frequency radio links with relatively 
short coverage and high bandwidth capacity. In cases where the land is not flat, it also requires a 
rather high number of distributed cell towers. In surn, this kind of network draws a lot of power and 
is economically viable only if the population of the area is dense enough. None of these 
characteristics lend themselves to remote, sparely populated, hilly, or scarce-resource areas. 
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I believe that the DTN technology offers a viable alternative to traditional ICTs in many 
scenarios where the digital divide is present today. However, in order not to fall into the already 
existing types of “digital divide” traps or even create new ones, developers, vendors, and researchers 
who wish for success of DTN technology in terrestrial applications need to acknowledge and get to 
know their deployment environments. 

7.2 Future work 
Technologies are developed and deployed in a certain context.  

The importance of acknowledging the context and history of any technology can be seen in 
the case of the IPv6 Internet protocol deployment process (Deering and Hinden 1998). Following 
the success of the IPv4 protocol (Postel 1990), the core protocol of today’s Internet, the IPv6 
protocol, was designed in 1998 to replace its predecessor and solve its shortcomings, e.g. limitations 
in the address space. More than fifteen years later, the adoption rate of the IPv6 protocol on the 
Internet is still below one percent (Czyz et al. 2013), despite the established consensus among 
engineers, governments and Internet Service providers that IPv6 protocol is good and needed for the 
future Internet development. Looking at the IPv6 protocol alone, it can provide reliable, scalable, 
and well-designed network architecture. However, when the IPv6 protocol is put beside the current 
widely deployed IPv4 protocol, i.e., placing it in a context of an Internet network today, the IPv6 
main shortcomings in allowing a seamless transition from the previous IPv4 protocol and backwards 
compatibility become visible. In other words, any Internet user who migrates entirely to the new 
IPv6 protocol is removed from connectivity with the rest of the Internet running IPv4. If I allow 
myself to be a bit sarcastic, the only problem with the IPv6 technology is the IPv4. This shows that 
the problem of transition between technologies (IPv4 to IPv6) is far from straightforward and might 
lead to unsuccessful deployments of the IPv6 protocol in the long run (Duchamp 2002; Weiser 
2001). Therefore, in order to develop a successful technology, it is important to acknowledge the 
intimate and mutual relationship between technology and (social) environments that is inherent in 
our understanding of technology (Parke 1987).  
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Figure 7.1: Fishing under the Arctic midnight sun 

In a similar vein, most of current popular ICT technologies are designed and work only in 
the context of northern and southern temperate zones (between the Arctic and Antarctic Circles). 
While these zones are far from coherent in terms of flora, fauna, demographics, politics, or economic 
situations, they do have certain shared characteristics that allow for use and development of certain 
technologies (such as satellite services, cables, etc.). Two exceptions, the Arctic and Antarctic 
regions, are rather specific and do not allow for simple adaptations of conventional technologies. 
One example is satellite technology (this problem was already mentioned in Paper B), which does 
not allow for a use of low orbit geo-stationary satellites. Additionally, the sparse population living in 
these areas do not generate enough profit for commersial deployments of conventional ICTs. 
Therefore, new economic or/and political models need to accompany future ICT deployments. In 
addition, environmental changes caused by global warming are profoundly changing the Arctic and 
Antarctic (Borgerson 2008). New ship cargo routes, exploitation of oil and gas and new settlements 
in these areas will therefore drive the need for new ICT deployments in the future. 

In order to address the problem of communication in Arctic areas, I ultimately call for an 
interdisciplinary research approach that focuses on technical, social, political (international), and 
economical models of future deployments of ICTs. 
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ABSTRACT 

Research within Delay- and Disruption Tolerant Networks (DTN) has 
evolved into a mature research area. PRoPHET is a routing protocol for 
DTNs that was developed when DTN research was in its infancy and which 
has been studied by many. In this paper we investigate how the protocol can 
evolve to meet new challenges that have been identified through research 
and practical experience.  

We propose some minor modifications to the routing metric calculations 
done in PRoPHET which has potential to alleviate some issues and improve 
the performance of the protocol. Using these modifications, we define an 
updated version of the protocol called PRoPHETv2. We run simulations to 
verify the operation of the protocol and compare its performance against the 
original version of the protocol as well as some other routing protocols. The 
evaluations are done using both traces from an existing DTN deployment 
and a synthetic mobility model. Since the basic mechanisms of the protocol 
remain the same, migrating existing implementations to the new version of 
PRoPHET is possible with limited effort. 
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1. Introduction 
Over the past decade, DTN research has gone from being a small niche research area and 

evolved into a mainstream research topic within networking. The area is now more mature than in 
its early days, and many lessons have been learned over the years.  

In order to exploit available scheduled and opportunistic ad-hoc connectivity in the deployed 
area, an efficient routing scheme is needed. Much of the focus of DTN research has been in routing 
protocols, with a multitude of protocols presented in research papers. The PRoPHET routing 
protocol [6] was one of the first routing protocols to be defined in the early days of DTN research. It 
is also the only DTN routing protocol that has a well-defined specification of the protocol details in 
an IRTF Internet Draft [5]. Therefore, it has often been used as a benchmark and in comparison to 
evaluation of other DTN routing protocols [2], as well as in some real-world tests and deployments 
[1]. PRoPHET uses the history of previous encounters with other nodes as well as the transitive 
properties of the network to optimize the bundle forwarding over the network by pruning the 
epidemic distribution tree.  

Based on evaluations of PRoPHET and our own experience with the protocol in 
deployments and simulations, we realize the need for the protocol to evolve to meet new challenges 
and improve its performance. In this paper, we look at where previous research has shown room for 
improvement, discuss some situations where this may have been due to poor experimental setups, 
but also find situations where minor modifications to PRoPHET can address the concerns raised and 
improve performance. We then describe a proposed update to the protocol as PRoPHETv2 and 
evaluate the updated protocol through simulations and compare it against the original PRoPHET 
and some other routing protocols. 

2. Background 
The PRoPHET routing protocol [5] uses the history of previous encounters and the 

transitive property inherent in human contacts to estimate a delivery predictability (referred to as DP 
for the rest of the paper), P(A;B), at each node A for all known destinations B, kept in a DP table. As 
nodes meet, they exchange DP tables and then update their own DP table based on the identity of 
the other node and the received table according to the following equations. For the encountered 
node B, node A increases its DP using 1 where Penc is a configurable parameter. This is used so that 
nodes that are frequently encountered will get a high DP (proposed value in [5] is 0.75). 

 
P(A,B) = P(A,B)old  + (1-P (A,B)old) ×Penc    (1) 

 

The DPs for all other destinations i known by the encountering nodes are also updated based 
on the values in the table sent to node A from node B due to the transitive property of the DP (if 
node A frequently meets node B and node B frequently meets node i, then node A is a good carrier 
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for messages destined for node i even if it doesn’t meet i itself as it can send it through B). This 
transitive update is done using 2 where β is a configurable parameter (proposed value in [5] is 0.25): 

 

P(A, i)=P(A, i)old+(1-P(A,i)old) × P(B,i) × P(A,B)  (2) 

 
In order to eliminate stale information from the network, the DP table is periodically aged 

according to 3 for all destinations i, where γ is a constant (proposed value in [5] is 0.998) and T is the 
number of time units since the last time the aging process was run. 

 

P(A, i) = P(A, i)old × γT
           (3) 

 

In the rest of this section, we will analyze some situations where places for improvements in 
PRoPHET have been found to find the reason for the observed behavior and consider what can be 
done to improve the current state. 

3. Experiences from N4C Deployments 
The N4C project deployed real DTN systems in remote areas of the Swedish mountains. 

One component of the N4C system tested during annual summer deployments was an 
implementation of PRoPHET. After the first week of the summer test in 2009, it was noticed that 
one data mules refused to forward bundles destined for the Internet gateway to the fixed node at the 
helicopter base. Investigations showed that the DP of the data mule for the gateway node was 
actually higher than the DP of the node in the helicopter base, despite the fact that the data mule was 
never in direct contact with the gateway. In the process of checking the DPs of other nodes, we 
found that they were all very high and that they did not correspond to the actual network topology. 
A reason for this unpredicted protocol behavior was found in the transitive update equation 2 of 
PRoPHET. When the frequency of encounters is not evenly spread over the network, and 
encounters are frequent enough that the aging mechanism does not reduce the DP rapidly enough, 
such problems can occur. In our case, two regions were formed, one where the encountering 
frequency of the nodes (in the village) was high, and the other where the encountering frequency 
was low (data mules, border nodes and gateway). 
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Parking Lot Problem 
In its initial form, there were instances when PRoPHET would produce inappropriate 

evolution of its DPs if a group of nodes came together and repeatedly exchanged their sets of DPs. 
This was named the Parking Lot Problem as the situation that was discussed involved a number of 
users with DTN devices congregating in the supermarket car park or “parking lot”. On analyzing 
the data from N4C deployments it became clear that even without clusters of devices, we saw many 
encounters separated by only a short time while human patterns would be expected have time scales 
of hours or days. Many of these encounters are in fact reconnections due to flaky Wi-Fi conditions, 
and counting each of them as a new en- counter between nodes overestimates the number of “real” 
encounters. If PRoPHET treats these reconnections as new encounters, the DPs for the 
encountering nodes will increase too much and the mobility pattern model will be distorted. This is 
very similar to the theoretically postulated parking lot problem. 

A Chain Topology Example  
To showcase a problem that has been noticed in the evolution of DPs over time in certain 

settings, we ran some simulations in the ONE simulator. The topology shown in Figure 1, was used 
to analyze and illustrate an observation regarding the transitive update equation in PRoPHET. This 
simple network consists of four fixed nodes A, B, C and D that form a chain topology. The links be-
tween the nodes are only up for short periods of time, and only one link at a time is up in the 
network. Nodes A and B, representing a network region with low encounter frequency, will 
connect only once at the beginning of the simulation. After this, the links B C and C D will 
periodically go up and down, representing a network region with a higher frequency of node 
encounters. Using this simple scenario, we investigate how the information about the initial 
connection between nodes A and B spread through the network and how it evolves in the high 
encounter frequency region of the network. In order to do this, we focused only on the DPs to 
node A of nodes B, C and D. 

 

 

Figure 1: Chain topology. 

As shown in Figure 2, shortly after the initial encounter between A and B, P(B;A) keeps 
growing even though there was only a single encounter between the nodes. After the 22nd iteration, 
P (C; A) even becomes larger than P (B; A) even though nodes C and A have never met. As a result, 
any data flow for node A would not be forwarded from node C to B according to the PRoPHET 
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for-warding policies. This is due to the additive property of the transitive equation 2 in PRoPHET 
in combination with the fact that only a single number is used to represent the DP, making it 
impossible to determine where a certain piece of information has been received from (this was a 
conscious design choice in order to reduce complexity and the amount of state stored). Therefore, 
when B and C meet and information that C has earlier received from B is then passed on back to B 
and vice versa, their DPs for A are further reinforced even though no additional encounters have 
occurred. 

When the information about the initial encounter between nodes A and B reach the high 
encounter region, it gets amplified inappropriately. This problem is less critical when the encounter 
frequency is more even across the network and can be solved partly through a more aggressive aging 
policy. 

Figure 2: DP evolution over time using legacy PRoPHET 

PRoPHET Evaluations in the Literature 
In this section, we look at some work by other that have shown poor performance for 

PRoPHET and try to understand these results. At Helsinki University of Technology [4,3], 
PRoPHET was compared to other protocols using various synthetic mobility scenarios. Keränen et 
al. [4] found PRoPHET to be suboptimal for Random Waypoint (RWP) types of scenarios, partly 
because RWP mobility does not provide predictable mobility patterns that PRoPHET can leverage. 
When more realistic mobility was used, PRoPHET outperformed Epidemic Routing. It is 
noteworthy that in the more realistic scenarios, the delivery rate of PRoPHET and Spray-And-Wait 
were close to a single-hop direct delivery method. This indicates that the mobility is such that most 
nodes will eventually meet a given destination, thus not ideal for showcasing the strengths a multi-
hop protocol. An interesting observation in both this work and in [3] is that PRoPHET had its best 
performance when β was set to zero. We will consider this later on in the paper. 
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In evaluations of the RAPID routing protocol [2], PRoPHET was found to perform worse 
than other protocols evaluated. As the evaluation was done using real-world traces and not random 
movement, we wanted to review the PRoPHET behaviour in this case further. The authors of [2] 
generously shared their traces and source code, facilitating this process. A couple of mistakes in the 
implementation of PRoPHET in the simulator was found (use of γ instead of β in transitive update 
equation, and a problem with the way routing information is exchanged). In addition, all the routing 
information and the traffic that was gathered was cleared out of the network at the end of each 
simulated day. This is inappropriate for a protocol like PRoPHET that makes estimations based on a 
long term history of encounters. As a result, PRoPHET’s DP values could not con-verge and the 
protocol was kept in the learning phase throughout. 

The Need for Transitivity  
As noted above, several reports claim that the best results of PRoPHET was achieve when is 

set to zero, effectively disabling the transitive properties. Thus, one might argue that the inclusion of 
a transitive property in the calculation of the routing metric is not beneficial and should thus not be 
used. So, should a new version of PRoPHET disregard transitivity? We believe the answer to this to 
be a resounding no. First of all, many of the results that have shown negative results for the 
transitivity are likely to be due to the issues discussed in previous sections, which will be addressed in 
the proposal in the following section. Further, we believe that this transitive property is vital for 
good operation of the protocol in certain settings where the network might otherwise become 
partitioned so that some nodes are not able to communicate. This will happen when the network 
consists of multiple communities that are mostly disjoint, with only a few nodes moving between the 
edges of the communities. A typical example is the network previously discussed and shown in 
Figure 1. If only direct contacts are used to build the routing metric in such a network, node C will 
never disseminate any knowledge about node A, and node D will thus never be able to know that 
there is a potential path towards A through C. A correctly functioning transitive protocol will create 
a gradient through the network towards the destination. 

4. Proposed Improvements  
Based on the issues discussed in the previous section, we will now describe some 

improvements to the mechanisms of PRoPHET, and finally propose a new version of the protocol, 
PRoPHETv2. 

Having identified the parking lot problem and the issues that can arise if the protocol believes 
that a lot of encounters are happening due to intermittent wireless connections that frequently go up 
and down, a new formula was developed for the evolution that increases the DP of a node that is 
encountered. This is shown in 4. The mechanism used in the formula solves this issue and avoids this 
distortion without storing large amounts of extra information for each node. This is done by taking 
into account the time since an information exchange was last done with this node and reducing the 
amount that the DP is increased for nodes that were recently encountered. 
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P(A,B) = P(A,B)old  + (1-P (A,B)old) × Penc (4) 
 

Where Penc is calculated in the following way: 

Penc = Pmax × (IntvlB / Ityp);  for 0 ≤ IntvlB ≤ Ityp or 
Penc = Pmax ; otherwise 

 

Where Ityp is a parameter that is set to the expected typical time interval between connections 
in the application scenario relevant to the network deployment. IntvlB is the time since the last en-
counter with node B. 

The problem with the original transitive update equation 2 is that as long as β > 0, the DP 
for every known node k will increase regardless of whether any node in the network has recently 
met node k or not. Although these transitive increments are usually small, they will inappropriately 
raise the DP values in the case of a higher encounter frequency (for nodes other than k). When this 
spurious information spreads through a high encounter frequency part of the network, the problems 
that occurred in the N4C summer test in 2009 can be expected. 

As a solution to this problem we propose a new transitive update equation 5 that does not 
have the same additive property as the original equation. Instead, we compare the old DP value P(A; 
i)old and a product of P(B; i) × P(A; B) values (where we suggest the default value to be set to 0.9) 
and then choose the maximum value as a new DP value P(A; i). 

P(A,i) = max(P(A,i)old  , P(B,i) ×P(A,B) ×β )   (5) 
 

By taking the maximum we allow for the evolution of the DP value without subjecting it to 
exaggerated growth when no new information is available. 

 

PRoPHETv2 
Using the improvements to the DP evolution mechanisms out-lined above, we have defined 

a new version of the PRoPHET routing protocol, PRoPHETv2. The new version of the routing 
protocol maintains the original ideas and design of the long standing PRoPHET protocol, with only 
these minor modifications to the evolution calculations. It should be possible to upgrade operational 
code for the original PRoPHET to match the PRoPHETv2 specification with only small changes to 
the code. The current detailed specification of PRoPHETv2 is available as an Internet Draft at [5]. 
In the following section, we will evaluate this new version of the protocol to show the benefits over 
the previous version. 
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5. Evaluations 
In order to evaluate the performance of PRoPHETv2, we implemented it in the ONE 

simulator. Initially, we wanted to investigate how the new transitivity update equations affected the 
development of the DPs over time and space. We used the same set up of four nodes in the chain 
topology as seen in Figure 1 and the same connectivity model described in Section 2.3 and compare 
the results to those shown in the study in that section. In Figure 3, we can see that using the new 
transitive update equation defined in 5 with new default parameters Penc and β , the DPs of node C 
to A does not overgrow the DP of node B (as happened with legacy PRoPHET). Instead, the nodes 
reach a steady state where the desired gradient through the network is present so that nodes closer to 
the destination have a higher DP. Thus, messages destined for node A would flow in the correct 
direction in the network. 

Figure 3: DPs evolution over time using PRoPHETv2. 

After confirming that the new equation for the transitive update of DPs does indeed provide 
an improvement upon their spread through the network and creates a valid gradient towards the 
destination, we also wanted to see what impact this has on the performance of the protocol in terms 
of message delivery. 

To ensure that PRoPHETv2 would work under conditions similar to the ones in which the 
problems with the old transitive update equations were found, we used real-world connectivity and 
traffic traces, collected during a N4C deployment in 2010. The traces come from one week when 
the mobility conditions resembled the ones in the N4C summer test of 2009. During that period 
(July 27-August 3, 2010) only one data mule carrier was used and the network had high usage. The 
total number of DTN nodes was 18 and the number of bundles sent was 1407. The lifetime of these 
bundles was set to three days. To show that the old transitive up-date equation 2 in certain condition 

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0 5 10 15 20 25 30

D
el

iv
er

y 
pr

ob
ab

ili
ty

Number of iterations

PB(A)
PC(A)
PD(A)



 
 

 

57 
 

can cause low delivery rate regardless of lack of DTN resources (storage and bandwidth) were met or 
not, unlimited bandwidth and storage capacity were set in the simulator. Thus, the delivery rate from 
the Epidemic routing can be read as an optimal solution in this scenario above. 

Only one helicopter flight with data mules was scheduled per day and some of the bundles 
that were sent in the last days had to be dropped at the end of simulations, so the delivery rate of 
Epidemic routing was 74%. As seen in Figure 4, legacy PRoPHET delivered only 57% of the traffic 
despite unlimited network resources, while PRoPHETv2 could deliver the same number of bundles 
as Epidemic Routing with a lower overhead. MaxProp achieved similar delivery rate as 
PRoPHETv2 and Epidemic with a slightly higher overhead than PRoPHETv2, and Spray-and-Wait 
had the lowest delivery rate (but also the lowest overhead). 

Figure 4: Results from simulations using N4C traces. 

 

In the second evaluation we used the Working Day Model (WDM) [4] with the default 
settings for WDM in the ONE simulator. Due to a likely memory leak in the ONE implementation 
of MaxProp, the simulations for MaxProp never terminated, so MaxProp results are not included for 
this scenario. The simulation time was set to one week and the expiry time for the bundles was set to 
1430 minutes. The number of nodes was 500, and a total of 17000 bundles were sent. In this set up, 
the buffer space was limited to 100MB per node and the available bandwidth was 100 kbit/s. 
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Figure 5: Results from simulations using WDM mobility. 

As seen in Figure 5, despite limited resources (buffer and band-width) PRoPHETv2 
performed better than Epidemic Routing and legacy PRoPHET in this scenario. Likewise, the 
delivery rate of PRoPHETv2 was significantly higher than for Spray-and-Wait, but also with higher 
overhead. The fact that PRoPHETv2 outperformed Epidemic Routing shows that the protocol 
makes wise decisions on what bundles to forward and how to use the limited resources. 

6. Conclusions 
Drawing on our experience with the PRoPHET routing proto-col, as well as results shown 

by others, we analyzed these studies and defined a new transitive update equation 5 and direct 
encounter update equation 4. This updated functionality was used to define PRoPHETv2. 
Simulation evaluations show that PRoPHETv2 per-form better than the old PRoPHET routing 
protocol, especially in cases of heterogeneous network mobility scenarios. PRoPHETv2 also 
achieves similar or better performance to MaxProp and Spray-and-Wait, but has the added advantage 
of having a well-documented and detailed specification that can be used to create independent 
interoperable implementations of the protocol. 

Our aim with new PRoPHETv2 routing protocol has been to make an improvement of the 
protocol with only minor changes in specification facilitating the continued usefulness of current 
implementations of PRoPHET routing protocol. 
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ABSTRACT 

Use of opportunistic connectivity together with the Delay Tolerant 
Network (DTN) architecture provides an economically viable alternative to 
traditional ICT solutions for communication challenged areas. Here, the 
remote village scenario is commonly established as a motive in terrestrial 
DTN research. However, the majority of the DTN research does not discuss 
the remote village scenario as a concept at any length. Instead, urban 
scenarios are employed, both as benchmarks and as target scenarios. This can 
be a problem as it does not take into account the specific characteristics of a 
concrete real-world remote village scenario. In this paper we discuss how 
these characteristics affect and shape the deployment of network and the 
network itself. Furthermore, we show how these network conditions forced 
us to change the focus from the traditional DTN routing objective 
forwarding problem to the traffic queuing problem. Finally, we discuss how 
the characteristics seen in the case study of one remote village can be 
generalized for other remote village scenarios. All material and observations 
used in this paper are drawn from our five years experiences of DTN 
deployments in remote mountainous villages of Sweden.  
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1. Introduction 
Use of the DTN communication paradigm [1] in environments with opportunistic 

connectivity can provide a robust and economically viable communication infrastructure when 
instant end-to-end connectivity is not always available [2][3]. As in any other types of computer 
networks, efficient forwarding strategies and routing of traffic through such networks have a crucial 
role in network performance. Hence, the problem of routing is still a focus of the DTN research 
community. 

In the last decade, numerous DTN routing schemes have been proposed. Each routing 
scheme is designed for a certain kind of network and tries to leverage the specific characteristics of 
the network itself. The performance of routing schemes, then, tends to rely heavily on the 
characteristics of the networking scenarios where they will be used [4] [5].  

The applicability of DTN in remote village scenarios is often used as one of the motivations 
for conducting DTN research. However, only a few studies have focused exclusively on remote 
village scenarios [6][7][8][9][10][11]. Due to the expensive and time-consuming nature of real-world 
DTN deployments, research in remote areas [3][8][9][12] is still rare. The main body of work 
concerning the remote village problem [7][8][10] is pursued in simulated laboratory environments 
[5]. In addition, the concrete scenario characteristics that are assumed in research are rarely discussed 
[5].  

In this paper, we present some concrete characteristics from a remote area that cannot be 
observed in simulated DTN environments [5] nor in the traditionally investigated urban DTN 
scenarios [13]. Yet, these specific characteristics conditioned our DTN routing problems where the 
bandwidth of the DTN nodes is relatively low and the available storage capacity can be thought of as 
unlimited.  

In order to understand why such network challenges emerge and how such networks can be 
useful, we first provide an overview of different types of remote village scenarios, including their 
differences and similarities. We then go into more detail and focus on one such remote village 
scenario where we have first-hand experience from system deployments and user interactions. This is 
needed in order to understand the conditions that we meet in the field and how they meaningfully 
differ from the popular urban scenarios where assumptions of unlimited power resources, dense 
population, and high mobility are made [13]. Later, we present the characteristics that shaped the 
DTN design and deployment. Ultimately, we discuss the implications of the presented case to the 
DTN routing challenge and make a call for further research. 
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2. Overview of Remote Village Scenarios 
One of the main terrestrial scenarios where the use of DTN communication architectures has 

been proposed is for remote regions and developing areas. Common to these scenarios is that, for 
one reason or another, there is a lack of high-capacity reliable communication infrastructure so that 
alternative communication systems may be beneficial. The different villages (and similar local 
gatherings of users or devices, such as camps, henceforth also referred to as villages in this paper) may 
suffer from challenges that are technical (lack of communication or power infrastructure), 
geographical (large distances making installations difficult), societal, economic (the wealth level or 
the size of the population not being high enough to incentivize operators to deploy networks there), 
or a combination of these factors. 

Several projects (e.g., DAKNet [14], KioskNet [15]) have designed communication systems 
for remote villages in developing countries. Here, the assumption has been that there is no 
communication infrastructure, and often no reliable power infrastructure either, available in the 
village, but there are roads leading to the villages with regular traffic so that data can be transported 
to the village that way. By utilizing existing transport systems like bus routes, the operational cost of 
the systems are kept low, which is important as the available income of the population of these 
villages is often very low. Similarly, since it cannot be assumed that everybody in the village has their 
own communication device (computer, phone, etc.), most such scenarios include some common 
facility in the village where users can access the network. 

Other villages might be in remote areas where bad terrain makes it hard to deploy wired 
networks, and where low population density makes it economically unfeasible for operators to 
deploy cellular data networks, but where wireless links with directional antennas may connect the 
different populated areas. One such example is the AirJaldi network [16] being built in Himashal 
Pradesh and other parts of India. Significant effort has been put into creating a reliable and affordable 
system from off-the-shelf products to create a network that is connected using long-range directional 
Wi-Fi links, providing a network with sufficiently good connectivity and low enough delay to use 
normal Internet protocols. One of challenges here is that the villages are in very mountainous terrain, 
causing access to be difficult. This can however be utilized to the benefit of the system, as the 
location of certain villages at high vantage points on mountains make them perfect points where one 
can set up antennas and relays between other villages in valleys. 

Anoter scenarios can be considered in more well-connected villages where there is some 
level of communication infrastructure available (wired or cellular), but where the reliability of either 
the network or the power supply is not very high, so that there are still frequent disruptions in the 
end-to-end network.  

These different types of remote villages clearly have different challenges and requirements for 
a communication system. Thus, it is impossible to claim that one remote village scenario will cover 
the needs of all users living in any kind of remote village. However, there are also many similarities 
between the scenarios, and by addressing as many of the challenges as possible when designing a 
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system, it will hopefully be beneficial to users in other types of remote settings as well (possibly with 
some minor tweaks to adjust to the particulars of that scenario). 

In the next section, we will go into more detail to explain the specifics of one remote village 
scenario where the authors have a long track record of personal experience. This is the Padjelanta 
scenario in the north of Sweden that was targeted for deployments of DTN systems in the SNC [17] 
and N4C [2] projects. The rest of the paper will then focus on our experiences from this scenario 
and the specifics of that, but also draw more general conclusions that can be applied in other types of 
remote village scenarios. 

3. The Padjelanta case 
The material used in this paper stems from the N4C project field tests [2][8]. The main 

objective of the N4C project was to develop and test DTN systems and DTN-based services for 
communication-challenged areas. One of the targeted areas was Padjelanta National Park, which lies 
in the mountainous area in the northern part of Sweden.   

Geographical situation 
The remote village of Staloluokta (marked in Figure 1), where the N4C DTN deployment 

took place, is located in the northwest part of Sweden, a couple hundred kilometers above the Arctic 
Circle. It is surrounded by high mountain peaks and lies next to the Virihaure lake. The village is 
located within Padjelanta National Park—the biggest National Park in Sweden, spreading over 
almost 2,000 km2. The closest nearby village, which, as with Staloluokta, lacks connections to any 
roads or electricity, is more than 12 kilometers away and is separated from Staloluokta by high 
mountain peaks. The closest “on-grid” place is the small settlement of Ritsem, located more than 60 
kilometers away. However, Ritsem can be accessed by the road and has access to basic electrical and 
ICT infrastructure. 

 

Figure 1: Map of deployment area 
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Population 
Throughout the summer season, Staloluokta is primarily populated by nomadic Sami 

reindeer herding families who live in approximately 30 cottages. The village additionally lies on a 
popular hiking route and hikers following this route typically stop and spend one or several nights in 
one of the tourist cottages. During the harsh Arctic winter, the village is not populated at all. Only a 
few cross-country skiers on tour can be seen there. Due to the fluctuation of inhabitants, it is difficult 
to estimate the exact number of people living in Staloluokta; however, the peak number is less than 
one hundred. 

Infrastructure 
The Staloluokta village lacks most infrastructure that can be found in urban areas. This is due 

to strict National Park policies, challenging terrain, and extreme weather conditions. Surrounding 
camps can be accessed by a half-day hike on narrow hiking paths or a boat ride of a couple of hours 
on the lake. In order to reach the Ritsem settlement, where cellular phone coverage and an electrical 
power grid is available, a four-day hike or a 30-minute helicopter flight is needed. 

For the Sami living in the Staloluokta village as well as tourist hikers, the narrow hiking paths 
are sufficient for moving around. During the peak summer season, a few helicopter flights per day 
are scheduled to deliver essential goods to the village and to fly people to or from Ritsem. All 
electronic devices in the village are powered by 12V batteries that are usually charged with solar 
panels. Additionally, the batteries can be charged by small wind-power generators. However, wind 
chargers are rarely used since they cannot cope with the harsh Arctic winter conditions. During the 
N4C DTN deployment, use of gas- or diesel-powered electrical generators was highly restricted due 
National Park policies. 

Within a 50 kilometer range, no terrestrial ICT infrastructure is available, either in the 
Staloluokta village or in the surrounding area. In order to communicate within the village, people 
use PMR transceivers. The use of costly satellite phone service is the only way to establish a call to 
the outside world. However, geostationary satellite phone services are highly disruption-prone and 
unreliable in this area due to limitations that challenge satellites communication in polar regions [18]. 
Mountain peaks that surround the village often block the line of sight that is needed between the 
satellite and the satellite phone. More reliable alternatives include non-stationary satellite services that 
use satellites in lower orbits. Unfortunately these satellite services are costly and do not provide 
economically viable broadband Internet connection. For instance, the costly Iridium satellite service 
[19] is practical only for voice communication since the bandwidth is limited to 2,400 bit/s. In a 
similar vein, the new generation of cost-effective broadband satellite services almost exclusively 
targets more populated continents and have poor or no coverage above the Arctic Circle.   
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Deployed DTN network 
The DTN network deployed during the summer of 2010 consisted of 18 nodes. Two 

outdoor DTN stations were set up on two sites within the Staloluokta village. The first station (seen 
in Figure 2) was placed close to the helicopter landing place in order to get a good and reliable 
connection with the helicopter data-mule when the helicopter flew into the village. The outdoor 
stations were designed to be up and running all the time. This assured that the data was transmitted 
to and from the helicopter data-mule even if the users’ computers were off when the helicopter flew 
in. The second station was located on the other side of the village to improve connectivity with the 
population living there. Both outdoor stations were built using a Gateworks Cambria GW2348-4 
embedded board and ran open-source OpenWrt Linux. External high-gain Wi-Fi Slot antennas 
(with 19dB of gain and 360-degree coverage) mounted on a 2-meter-long pole were used on both 
stations in order to establish a one-kilometer Wi-Fi link between the outdoor stations. This assured 
the data flow between two sites of the village when there was not enough user mobility from one 
side of the village to another side.  

 

Figure 2: Installation of outdoor DTN station in the village 

The border node located in the helicopter base in Ritsem assured that all the data to and 
from the helicopter data-mule was transferred every time the helicopter returned from the field. The 
helicopter data-mule node was based on the ALIX.3D2 embedded board and ran OpenWrt Linux. 
An external directional Wi-Fi antenna pointing in the direction of the helicopter flight was taped on 
the glass inside the helicopter. An Asus-EEE netbook computer equipped with an external outdoor 
omnidirectional (6dB) Wi-Fi antenna mounted on the roof of the helicopter base and equipped with 
a GPRS Internet modem was used as a border node. Using a VPN service, the border node was 
connected with the gateway located in our offices in the city of Luleå, 300 km away. Due to the 
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very limited capacity of the GSM base station in Ritsem, Internet connectivity was highly disruptive 
in the daytime when many people used prioritized voice GSM service. Fortunately, the DTN 
Bundle Protocol was able to cope with the link disruptions to the gateway. This would have been 
more problematic for most standard Internet protocols. This characteristic of the Internet protocol 
suite was also the reason why the gateway that was servicing emails and web-caching was located at 
the university where reliable Internet connectivity was available. Figure 3 shows an overview of the 
DTN system topology used in this deployment. 

 

Figure 3: Overview of deployed DTN system 

 

After this minimal DTN infrastructure was set up, users of DTN nodes were deployed. Six 
affordable Asus EEE netbooks, a Nokia N900 smartphone, and few private laptop computers were 
used as DTN end-nodes. One end-node was set up permanently in a tourist cabin and was made 
available to anyone. Other end-nodes were handed out to local families and individuals who all got 
their personal accounts and our assistance with the DTN system.  
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Provided DTN services 
DTN services provided to the users in a field of deployment were designed to cope with 

narrow bandwidth Internet connectivity on the border node in Ristem and expected low bandwidth 
within the DTN. The following DTN services were provided to the users: 

 DTN-Email [20]: An email service was adapted to the DTN by using and adopting an 
open-sourced email server that forwarded bundled received emails to a user on the DTN. 
Users were allowed to attach files and often used DTN-Email service to send pictures 
from the field. Since users had cameras capable of producing images that could easily 
consume an entire daily Internet quota, we asked users to kindly keep attached files 
smaller than 1MB in order not to cause congestion on the network.  

 DTN-Podcast [21]: A script running on a DTN Internet gateway, pushed a preselected 
list of audio and video Internet podcasts to the DTN on a daily basis. To save network 
bandwidth, the quality of longer podcasts was reduced before the push to the DTN. 

 DTN-Web-caching [21]: In a similar vein as DTN-Podcast service, a running script 
made a snapshots of webpages from a predefined list. Additionally, users were able to send 
a request to add their custom pages to the list. 

 Not-So-Instant-Messaging (NSIM) [22]: This service was mostly used for 
communication within the DTN region. Messages sent over the NSIM service were on 
average delivered quicker than Emails, since they did not have to reach servers. The 
NSIM service also allowed users to send out SMS text messages on mobile networks by 
using an SMS gateway service running on the Internet gateway. Additionally, a pseudo 
Email service was integrated that allowed users without a DTN-Email account to send 
out an email from a publicly shared email address.  

 DTN-Facebook [23]: Facebook users that allowed a DTN-FB service running on the 
DTN Internet gateway to access their personal FB feed prior to going to the field, 
received a daily snapshot of their personal FB feeds. Congruent with trends in the general 
Internet [24], this ended up being a popular application during that deployment (in 
particular among younger users). 

Costs 
Large portions of the deployed DTN system were built using affordable off-the-shelf 

equipment. Some users used their own personal computers on which we installed the necessary 
software and others received preconfigured low-cost netbooks. The costs for helicopter data-mule 
nodes that were built using an embedded computer, additional battery, external Wi-Fi antenna, and 
rugged metal box amounted to around 600 USD. Major equipment costs went to outdoor DTN 
village routers that were also built around an embedded computer, rugged box, and an external high 
gain Wi-Fi antenna. Solar panels, wind charger, charge controllers, and a large battery bank added up 
to half of the costs for the DTN village router, whose final cost was around 2,000 USD. These are 
one-time costs, so the money spent here will be amortized over the lifetime of the network. We also 
believe that if more effort is put into the design of the system from a cost perspective, this can be 
brought down further. A good example of that is the AirJaldi network in India, where they were 
able to build and deploy nodes at a very low cost [16]. 
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Only free open-source and self-developed software was used in the deployment. Although 
software came at no cost, at least a year’s worth of engineering man-months were spent on 
developing, hacking, and testing DTN software. Since this work could to a large extent be carried 
out by university researchers, community volunteers, and entrepreneurs with an interest in the 
success of the system, the labor costs can be kept down. In future installations, the cost for software 
and system development will be lower, and the main labor costs will come from maintaining the 
system. By engaging local community groups in this work, costs may also be kept down, and any 
money spent on this will remain in the local economy. 

During our trial deployment, the most expensive single item was the actual deployment and 
decommission of the DTN equipment to and from the field. As all the equipment and staff had to be 
flown to the field, a few flying hours were needed for every deployment.  In a similar vein, the later 
maintenance of the system, occasional needed interventions in the field, and decommissions added a 
couple of more flying hours. With the helicopter flying costs set around 1,000 USD per hour and 
necessary engineering labor, such a deployment comes with a relatively high cost. In future, more 
long-term deployments, this cost can be brought down by using other means of transport (like 
snowmobiles in the winter, or buses in other scenarios) when it is less urgent to get equipment onto 
site at once. 

4. Deployed DTN characteristics 
The following section outlines the main characteristics of the deployed DTN system. 

Number of network nodes 
During the course of the project, the amount of DTN nodes used in network deployments 

gradually grew, eventually reaching 18 DTN nodes in the last summer test conducted in 2010. 
Despite a generous project test budget and the lofty ambitions of the researchers for larger scale 
deployments, the number of nodes in the network remained relatively low in relation to typical 
laboratory experiments. All nodes, except the Internet gateway located at the university, were 
installed in remote areas with limited or no infrastructure. The distance that we had to travel from 
the university where our daily research was located and the closest node in the field was more than 
300 kilometers on narrow local roads. In order to reach the deployed nodes in the village, it was 
necessary to travel another 60 kilometers via helicopter. The vast distances and inaccessibility of 
deployed equipment required extensive node testing prior to deployment and made maintenance of 
a deployed DTN system costly. Likewise, any software or hardware upgrades of the system required 
a one-week-long intervention by the researchers in the field. This is relevant not only as anecdotal 
details from the hardships during the research and development phase but also in order to reflect 
upon the situation of the villagers (or any other potential user of the system) and the circumstances 
that they needed to consider before any investment in systems and equipment was made. 

Furthermore, due to the lack of power infrastructure, every DTN node that was deployed in 
the field had to have its own electrical power supply. Therefore, before setting up the DTN network 
in the field, a helicopter loaded with batteries, solar panels, and small wind charger had to be flown 
to the remote village. The main challenge related to power supply were the two DTN village 
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stations that had to be continuously operational. Limited power sources demanded many hardware 
and software design tradeoffs of the deployed DTN system, which had to be made in order to keep 
the system successfully powered and running flawlessly over the entire summer test period. A reliable 
full-time operation of these village stations, which on average consumed less than 10W, was 
achieved in the last project summer test with 12V 100Ah lead acid battery, 80W solar panel, and 
160W wind-charger. Because of inclement weather conditions, only by using a complementary 
power supply and high-capacity battery could enough power be maintained throughout the entire 
summer test. In order to encourage end users in the village to use the DTN services, a couple of 
charging stations were set up. They permitted users to supply and charge their own devices. Hence, 
for every DTN node that was deployed in the field, a renewable power supply source had to be 
enclosed. 

Considering the distances between the nodes, the area in which the DTN system was 
deployed, and the number of nodes, it is fair to say that the deployed network had a very low density 
as opposed to the urban scenarios most often used in DTN research. 

Available connectivity 
The deployed DTN system relied mostly on opportunistic connectivity between the DTN 

nodes. However, this was true only within the village where the network density and node mobility 
was high enough. The mobility of people (carrying network nodes) to and from the village that 
could be utilized as DTN backbone connectivity between the Internet gateway and village was very 
low due to the vast distances between the village and the closest urbanized areas. Therefore, we 
utilized the daily scheduled helicopter flights to and from the village by equipping two helicopters 
with DTN data-mule nodes. The periodic connections between the helicopter data-mule and the 
village DTN station with a border node in the Ritsem helipad served as the DTN backbone 
between the DTN Internet gateway and the remote village. As learned from experiences from 
previous DTN deployments in the area [17], it is not sufficient to rely only on opportunistic 
connectivity generated by user mobility when it comes to longer walking distances. Hence, available 
opportunistic connectivity and mobility of users to and from the village was used as redundant 
connectivity in addition to the helicopter data-mule backbone.  

The vast area of deployment and relatively low number of DTN nodes resulted in a low 
number of encounters. The analysis of collected connectivity traces from the Staloluokta DTN 
deployment in 2010 showed that on average a typical node encountered other nodes only 19 times 
per day. 
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Number of nodes 18 
Deployment days 53 
Total nr. of encounters 8097 
Average nr. of encounters per day 152 
Avg. node enc. per day 19 
Typical transfer rate (between two nodes) 100-200kB/s 
Mean connection time (between two nodes) 3.4 minutes 
Typical node storage size 4-8GB 
Neighbor discovery beacon interval 10s 
Bundle expiry time 1 week 
Nr. of bundles sent 6107 
Average bundle size 51kB 
Average bundle delivery time 87071s (1day) 

 

Table 1: DTN deployment facts in numbers 

If we combine this low number of encounters with mean connection time between the 
nodes that lasted 3.4 minutes, we can see that the communication opportunities in the network were 
very scarce. As it can be seen in Figure 4, most of the connections lasted between 200 and 300 
seconds.  

 

 

Figure 4: Distribution of a connection times 
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The end-node mobility of the nodes within the village was fairly low. As most of the users 
were within the coverage of one of the village stations they did not have many reasons to carry their 
nodes. As expected, more mobility was observed with two nodes deployed to a site in the village 
where the signal from the village station did not reach. Users from that site had to walk to a nearby 
hill where they got in contact with other DTN nodes. Scarce power resources also discouraged users 
from keeping the netbooks running when they were not in use, which in turn contributed to lower 
connectivity among the nodes in the village. 

Radio link transfer rates 
Standard Wi-Fi radios that were set up in Ad-Hoc mode were used for opportunistic 

connectivity. The main reason for using standard Wi-Fi radios was due to their low power 
consumption, high bandwidth, and availability. In order to extend the communication range of 
nodes, external high gain antennas were installed where it was possible (village stations, helicopter 
data-mules). Although these antennas can be up to 2m long and rather difficult to install, the high 
gain is very beneficial since they do not just amplify the radiated power, but also amplify the received 
signal. As a result, links up to 2 km were achieved without any increase in transmission power. 

Several measurements of available data link capacity were made throughout the deployment. 
The average data rate measured on the field between the nodes was from 100kB to 200kB per 
second over the TCP IP link. It is worth mentioning that radio links were often disruptive when on 
higher distances when the radio signals were low. 

Other solutions, based on Wimax, were developed within the N4C project, but were not 
used in the discussed scenario mainly due to rather high power consumption. Although Wimax 
technology would significantly increase the capacity and range of radio links, the required power 
supply for the entire village station node would increase at least fivefold [25]. Consequently, the use 
of renewable power supply systems in the field would not be sufficient anymore. In order to provide 
a constant electrical power supply of hundreds of watts, we would be forced to build a solar power 
farm or use diesel powered generators.  National Park policies that applied in the deployed area 
would not permit any of these options. 

Development of new technologies and miniaturization of electrical circuits are providing 
more and more energy-efficient resources for computer networks. Major improvements in power 
consumption have been noted when it comes to computational power, wired links, computer 
memory, and storage space. Unlike the mentioned resources, power consumption of wireless radio 
links is strongly linked to emitted power in the form of electromagnetic (EM) waves. Additionally, 
when omnidirectional antennas were used, the power required to emit EM waves a certain distance 
goes up with the square of the distance. This problem could be partly avoided by lowering the 
transmitting power and relying only on connectivity with close proximity, which risks losing 
valuable opportunistic connectivity. Addressing the problem of wireless network power 
consumption is out of the scope of this work but is well known from the research on wireless sensors 
and other fields [26][27][28][25]. Strict power constraints resulting in relatively low transfer data-rates 
shaped the entire design of the DTN system and DTN services. 
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Generated traffic 
Due to the limited bandwidth, DTN services that consumed significant bandwidth (video 

and audio podcasts, web-caching) were highly constrained. For instance, we turned off video 
podcasts and allowed only a few short audio podcasts per day. The majority of the traffic generated 
from users was therefore coming from communication between the users such as Email, SMS, and 
NSIM. This resulted in a relatively small average bundle size (51kB) that the deployed DTN system 
could still handle. Despite imposed restrictions on message sizes of the users and the day-long (on 
average) delivery delay, the provided DTN services were appreciated and widely used by the users. 
In almost two months, more than 1,300 emails, 160 SMS, and 320 NSIM messages were sent and 
delivered from the field. 

5. Implications on the remote village DTN routing objective  
The following section outlines the main remote village characteristics that can be generalized. 

Scarce connectivity 
As seen in the described Padjelanta case, the mobility and connectivity of network nodes 

were very scarce due to the vast deployment area and low number of connections. Similarly, another 
study of remote area deployment has observed relatively short and rare encounter times. In 
Indonesia, a train system was used as a DTN Internet backbone for a couple of remote villages [29]. 
As seen in this study, the connection times between the train data-mule and village DTN train node 
were in the same order (from 2 to 8 minutes) as the mean connection time of the data-mule in the 
Padjelanta case. Drawing on these conclusions as well as our own experiences from the Padjelanta 
case, it is important to maximize the utility of every single connection in such scenarios. 

In addition to the rare and short encounters, overall data throughput can be hindered by low 
data-rates between the nodes. The typical data-mule throughput per train stop in the Indonesian 
DTN train deployment case [29] as well as in the presented Padjelanta case was less than 10M bytes. 
In the Padjelanta case, this low rate was caused mainly by the strict power constrains of the DTN 
node´s radio. Power constraints and their implications for DTN deployment is also studied by Sethi 
in [26] where the same type of Wi-Fi radios were used. Two observations related to radio modules 
were made. The first was that the radio module consumed from 25% to 50% of total power needed. 
The second observation was that the power consumption of the radio was linearly related to the used 
data-rate. Therefore, low data-rates of DTN links can be assumed when it comes to the deployments 
in areas that are off the power grid.  

In addition, as shown in the previous research, the rapid growth of the Internet has a 
significant effect on the power infrastructures even in urban areas. Beliga et al. [30] estimated that 
Internet consumes almost 1% of consumed electrical power in areas with available broadband 
connectivity. The average power consumption of individual Internet access in certain areas is also 
directly related [25] to the density of the population living in the area.  Therefore, it is important to 
acknowledge how scarce power resources and low density populations in remote areas are and will 
continue to influence ICT networks now and in the future. 



 
 

 

74 
 

Unlimited storage space 
Rapid development of low power flash storage device makes it possible to cheaply build 

DTN nodes with a relatively large storage capacity. For instance, in the last year of deployment, we 
were able to cheaply build DTN nodes with 8GB of storage capacity. Bringing together typical 
transfer rates (200kB/s), average time of connectivity with other nodes per day (3.4 minutes) and the 
expiry time set for the bundles (1 week) gives us an idea that on average the storage buffer will be 
fairly empty (filled up with 285MB of buffered data). Taking into account that handheld devices or 
smartphones available on the market today typically have from 32GB up to 256GB of available flash 
memory and Ad-Hoc Wi-Fi rates have not significantly increased, we can theoretically assume that 
we have unlimited storage capacity in the nodes when it comes to scenarios  like the Padjelanta case.   

6. Revisiting the DTN Routing Objective 
The traditional DTN routing objective is to maximize the network traffic delivery rate and 

minimize traffic delivery delay with the minimal use of network resources. In order to optimize the 
use of network resources, the major body of DTN research focuses primarily on forwarding network 
traffic [31]. The DTN routing problem entails scheduling policies, buffer management, and queuing 
polices for network traffic. Despite their importance, in most of the popular DTN scenarios, they 
can be discussed as a secondary or even obsolete problem.  

In a similar vein, our initial focus in the Padjelanta deployment was to examine the 
performance of the PRoPHET [8] routing protocol, by primarily focusing on forwarding strategies. 
The importance of scheduling policies first showed up on a day when we got only one helicopter 
flight per day with a very short helicopter landing time (approx. 2 minutes) in the village. The First-
In-First-Out queuing policy was used as default in the protocol implementation. Unfortunately on 
that day, an exchange of bundles between the village DTN station and a helicopter data-mule started 
with a large audio podcast bundle. As a consequence, the numerous of smaller bundles that followed 
a bulky bundle (containing mostly users’ messages) were not transferred because the helicopter with 
the data-mule flew away before this bulky bundle was successfully transferred. When this problem 
reoccurred a couple of times during the deployment, the queuing policy was changed to “First-
Small.” This quick fix significantly improved the delivery rate and delivery delay of the bundles in 
the network, despite the fact that the same routing scheme was used. This fact forced us to re-
examine the Padjelanta case deployment and revise the gathered connectivity traces from the tests. 

As discussed above, we found that the Padjelanta case of remote village scenario had unique 
network resource characteristics, something that expands on the work of [4]. This work discusses 
DTN routing as a resource allocation problem. It classifies five different routing problems by 
different network resource constraints and shows the direct correlation to the routing objective. 
While almost all combinations of available network resources are discussed, it is noteworthy that 
Balasubramanian et al. do not mention the case observed in the field with unlimited storage space 
and constrained bandwidth.  

The assumption of unlimited storage space makes DTN storage management [32][33][34] 
obsolete. If we combine the assumption of unlimited storage space with scarce network connectivity, 
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flooding the traffic over such a network in an epidemic manner together with a good queuing policy 
offers one of the simplest solutions to the described routing problem. This particular scenario does 
bring forth the commonly discussed secondary problem of queuing policies as the main routing 
problem. Due to limited connection times, it is crucial to acknowledge the ordering of bundles, i.e., 
which bundles will be transferred first (with a higher probability to be delivered) and which ones 
later (when there is a higher chance that the link will be lost). In cases when the connection will be 
long enough, both encountering nodes will exchange all the bundles. In our particular remote village 
scenario where the encounters were very rare, this scenario provided the better chance for the 
bundles to be delivered. However, for cases when such a network would grow, it is important to 
also consider efficient forwarding strategies.  

Ultimately, we call for further research that will focus more on the specific and concrete 
characteristics of remote village scenarios. We also identify a need to develop and investigate routing 
schemes that focus primarily on queuing strategies and secondarily on forwarding. 

There are many routing schemes that only consider forwarding policies. Many of these 
schemes can be adopted and further developed to consider queuing policies. For instance, gathered 
routing knowledge in history based routing protocols such as MaxProp [35] or Prophet [8] can be 
used not only for making forwarding decisions, but also for optimal queuing of traffic. In this way, 
many routing schemes could cope with more diverse DTN scenarios. 

7. Conclusions and Lessons Learned 
The case of the Padjelanta DTN deployment was shaped mostly by the geographical location, 

low population density, and lack of power and other infrastructure, something that affected the 
deployed technology as well as the performance of the network. While these may be seen as specific 
characteristics of the Padjelanta case, many of these characteristics can be applied to other ICT 
deployments in remote areas. 

Our work in this area with concrete deployments and interactions with end users of the 
system has given us new insights and taught us many lessons (both technical and user-oriented), 
including:  

 Educate and assist the users. In order to encourage users to use the system, individual 
assistance for how to use the DTN system was very important. 
 

 Create the right expectation among the users. A DTN-based system will always be different 
from a network that is connected to the Internet over a low-latency link. Therefore, as part 
of user education, it is important to make them understand the types and quality of services 
that they can expect from the system. If they expect instant response from the system, the 
lack of this might create an initial disappointment that hampers further adoption of the 
system. 
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 Perceived reliability is important. Scarce connectivity in a deployed DTN system in 
Padjelanta was expected from the very beginning of the N4C project; therefore, the set of 
provided DTN services was planned to be constrained from outset. Through the interaction 
with the users in the field, we found out that system reliability was far more important than 
the variety or features of provided DTN services. Therefore, certain mentioned restrictions of 
DTN services reducing delivery delay and increasing delivery ratio proved beneficial for the 
end-user experience. 

 
 Find the right killer apps for the population. As outlined above, the most important thing is 

not that every application that is available on the Internet is also available at the remote site. 
It is however important that the applications that are available are ones that the users find 
useful. In initial deployments, email was considered to be a killer app since it was both simple 
to support in a DTN environment and also provided a way to communicate with a large set 
of other users on the Internet. In later deployments, we could however witness the changing 
behavior of younger users as they found the ability to access Facebook to be much more 
appealing, reflecting the fact that many younger Internet users have moved a large portion of 
their online interactions to social media networks. 

The Padjelanta remote village scenario is a concrete, real-world case that does not just offer 
challenges for opportunistic network field research, development, and testing. It also calls for a 
permanent opportunistic network deployment since there is no other terrestrial ICT alternative 
available right now. 

Remote areas and villages that lack an urban ICT infrastructure are not only open to 
innovative ICT solutions such as opportunistic networks and DTNs, they also bring about technical 
challenges that cannot be found in urban areas. In return, these challenges contribute to shaping 
future deployment of ICT infrastructures. As described in this paper, it is important to let these 
challenges and the characteristics of the target environment affect the design of the technical 
solutions and systems. This includes the way routing protocols operate and make decisions, 
application design choices, and management and operational decisions regarding the long-term 
maintenance of the system. Only by acknowledging and overcoming these challenges is the 
deployment of alternative ICT solutions likely to be successful. 
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ABSTRACT 

Most of the research within the Delay Tolerant Network (DTN) area 
focuses on the networking layer and the routing of network traffic. In order 
to move the DTN research from the networking research area to the real-
world usage the developments of services and applications that use DTN are 
crucial. This paper presents the Not-So-Instant-Messaging (NSIM) service 
designed for DTN usage. The NSIM service allows users of the DTN to 
send and receive E-Mails, send out SMS and communicate efficiently with 
other users within the DTN region. 
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1. Introduction 
The use of Delay Tolerant Network (DTN) [1] in sparsely populated rural areas without any 

available ICT infrastructure has proven to be a potential alternative [2][3] to expensive satellite 
communication systems. Usual networking scenarios in such deployments rely on the available 
public transportation means and the users' mobility as the main carriers of the network traffic. In this 
networking paradigm the user of the network service becomes a node and a part of this same 
network with its devices. The network user's mobility and his/her encounters with other DTN users 
are exploited for moving data through the network. 

The DTN performance of this networking scenario relies heavily on the density of the nodes 
in deployed area. In order to provide the expected network traffic delivery rate and the maximum 
delivery delay in the DTN, a minimal critical density and mobility of the nodes in the deployed 
regions are required (e.g., in order to achieve an average delivery delay of less than a day from the 
isolated rural village, it makes sense that some sort of data carrier should reach this village at least 
once per day). 

In order to attract more users who might contribute to the growth of this network, appealing 
and useful applications and services that can use the DTN are needed. The traditional internet Email 
service in DTN scenarios uses a client-server architecture, where the clients are located within the 
DTN region and the server is placed outside the DTN area. A drawback of this Email architecture is 
that every sent or received Email must first reach the server outside the DTN region, before it can 
be forwarded to its destination. As a consequence, an additional delay in the communication can be 
seen when users within the DTN area want to communicate with each other. 

Another common problem that has been observed in the real-world DTN deployments 
[3][7] is that the users cannot recall the Email addressed from the recipients. The recipient addresses 
are usually stored the in the Web-based Email clients or personal computers, something that 
complicates the use of Email services within the DTN region. 

The name of the Not-So-Instant-Messaging service derives from the service used in one of 
the first real-world DTN deployment [7] that took place in northernmost part of Sweden in 2006. 
This deployment was part of the Sami Network Connectivity project. At the same time the 
explosion of different kinds of Instant Messaging (IM) services (e.g., IRC, MSN, Skype) could be 
seen on the Internet.  

The NSIM service was originally designed as an IM service for the DTN environment. The 
NSIM service addresses some of the listed problems above. This paper describes the evolution, 
architecture, implementation and evaluation of the NSIM service. 
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2. Related work 
To push the DTN research field from the laboratory environment to the real-world use, real-

world DTN testbeds are crucial. The DTN testbeds as described in [2], [5] and [6] has the potential 
to involve more end users and contribute to the growth of the DTN deployments. However, no 
mayor burst of the real-world DTN uses has been seen so far. 

Discussing today's challenges of real-world DTN deployments in the [4], Lindgren et al. 
demonstrate the importance yet the current lack of so called “Killer Apps” available for the DTNs. 
The “Killer Apps” are applications and services for the DTN that facilitates the use of DTN. As an 
example of these services Lindgren et al. present tele-medicine service for developing regions, social 
networking services for the developing world and file sharing services. They also point out the 
importance of user involvement in the design process of such applications. 

A common way [7] of setting up the DTN Email service is to locate an Email server outside 
the DTN region. The users then communicate as clients through the DTN with the use of a proxy 
server that is located on the border of the DTN region. In their work, Hyyryläinen et al. [8] present 
various adaptations of the conventional Email system for the DTN environment. Besides the solution 
with the Email proxy server, they present a solution with an embedded mail user agent in every 
DTN node. In addition to the server-client Email distribution system, the embedded user agent 
supports the opportunistic peer-to-peer delivery within the DTN region. 

 

3. Service Description 
The NSIM application was first developed as a very simple communication application that 

enabled people involved in SNC project [7] deployment to communicate within the DTN test field. 
This application became an immediate success, but the drawback was that it only allowed addressing 
of the network nodes and not the users themselves. Hence, certain users had to share certain nodes, 
something that hindered the users from attaining full integrity. Despite this flaw, the concept of and 
the need for the NSIM application on the field was still proven. 
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Figure 1: A snapshot of the NSIM client application 

 

Within the N4C project, the NSIM application was redesigned and rewritten from scratch. 
To shorten the development time, parts of the graphical interface and email libraries were however 
borrowed from an open source project called Nuntius Leo Creator [9]. The code is based on the 
Nokia's QT cross-platform framework [10] and can be used on various operating system platforms. 
In the latest stage of the development, the NSIM service gained two new features: the conventional 
Email service and GSM SMS service. 

In order to employ all the features of the NSIM service, two different applications are 
needed. The first one, called NSIM, is a client application that is similar to any email client 
application. NSIM needs to be installed on the computer of every user. A client application itself is 
enough if the users want to send messages within the DTN region. In order to provide the NSIM 
users with the Email services or GSM-SMS service, the NSIMGW application needs to be installed 
on the gateway that is connected to the Internet.  
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Figure 2: The NSIM service architecture 

The NSIM application allows users to sign in with their own user name and password. When 
a new user is created for NSIM, the administrator needs to assign one or more DTN nodes on 
which the user will read his/her messages. This feature is important for the users who are mobile 
within the DTN region as well as those who do not use the same computer all the time. At the same 
time, it is important that any user is able to send a message from any machine within the DTN 
region by using his or her own user name account. The administration of the NSIM users’ accounts 
is then made possible from any DTN node within the field or Internet gateway that is connected to 
the Internet. This was a crucial feature in the last N4C summer test when most of the users were 
added to the NSIM system on the field. 

Sending out a NSIM message, a list of other available NSIM recipients within the DTN area 
was available to the user from a drop-down list. Additional features such as reply and file attachments 
were also available from the user interface in the latest version of NSIM application.  

4. Evaluation 
The NSIM service was tested and evaluated in the summer of 2010 using the N4C DTN 

testbed [3].  The testbed was located in the Padjelanta national park in the northernmost part of 
Sweden. The village, Staloluokta, where the DTN system was deployed, is mostly populated by the 
Sami reindeer herders and lies deeply embedded in the mountain area. Due to strict national park 
policies there is no ICT, power or road infrastructure available. Staloluokta can only be accessed by a 
four days hike or by one of the daily scheduled helicopter flights from the closest towns Ritsem or 
Stora-Sjöfallet where power and ICT infrastructure are available. During the test periods the 
helicopters were equipped with the embedded DTN node and served as data carriers between the 
remote village and the helicopter bases that were located 60 kilometers from the testing area. The 2G 
Internet connectivity that was available in the helicopter bases provided the Internet connectivity for 
DTN border nodes. The DTN gateway that was located in the office of Luleå Technical University. 
Due to a very limited GSM base cell capacity the 2G connection was frequently disrupted and most 
often unavailable during daytime.  
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Figure 3: The network topology of the N4C testbed in Sweden 

 

An approximate of 20 nodes was used in the deployed DTN region. More than 50 persons 
tried the application during the two months of testing period. The use of the NSIM services was 
recorded in the log files for the entire test period. 

5. Results 
Drawing on the analysis of DTN traffic, the collected log files from the test and the 

participatory observation on the test field, it was clear that the NSIM service was used extensively. In 
sum, the NSIM service generated around 1800 bundles, which represents almost one third of all the 
traffic sent over the DTN. 

 

Figure 4: Number NSIM bundles sent over the DTN 
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Figure 5: Use type of the NSIM service 

The provided NSIM service offered three different ways of usage. The most popular way of 
using the NSIM service was to send and receive Emails to and from the Internet. More than 1300 
Email were transferred during the test period. One fifth of the messages that was transferred within 
the DTN region were generated by using the NSIM service. The least used NSIM feature was the 
SMS text messages. Around one tenths of the messages were sent out of the DTN region to the 
GSM network by using the SMS feature. 

In order to prove that the peer-to-peer message delivery mechanism that was used for the 
NSIM service offered a decreased delivery delay than the client-server delivery mechanism that was 
used in the conventional Email service an average delivery time per service type was analyzed. 

Figure 6: Use type of the NSIM service 
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As seen in Figure 6, the average delivery time of the NSIM messages is significantly smaller 
than the average time of the Email service and matched the total average DTN delivery delay of the 
whole DTN system. The delivery delay of the Email service is higher that the total DTN delivery 
delay, because every Email that was sent from the DTN region had to reach the Email server that 
was located outside the DTN region by using one of the helicopter data-mules, regardless weather 
the recipient was locate inside or outside the DTN region.  

6. Conclusions 
From the extensive use of NSIM service in the DTN testbed 2010 it can be concluded that 

there is a high potential for development of new user friendly DTN services. The involvement of 
users at an early stage of the service design is crucial for the success of the service. For example, the 
drop-down list of all available users within the DTN region was a feature that was suggested from 
the users. This in turn engaged many users in their communication with each other. 

Already, the availability of the NSIM service in the Staloluokta village has impacted 
positively on the communication among the inhabitants of Staloloukta. For instance, during the 
summer of 2010 the NSIM service was widely used to facilitate the technical support, and especially 
in cases when the user was located a couple of kilometers away. The impact could been also seen 
among the Sami reindeer herders who lived in the Staloluokta village. Instead of employing the 
traditional ways of communication (PMR walkies-talkies that did not provide privacy) the reindeer 
herders used NSIM service in the process of organizing the traditional calf marking event.  

As seen in the results, the NSIM service provides a more efficient and comfortable 
communication within the DTN region as compared to the traditional Email service, especially since 
a reduced delivery time is crucial to any communication system. 

The development of the NSIM service is however in the early stage and still needs to address 
some of the challenges in the DTN research field, for instance security, the lack of a common DTN 
API and interoperability. 
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ABSTRACT 

Over the past decade, a lot of research has been done to develop efficient 
routing protocols for Delay- and Disruption Tolerant Net-works (DTNs). In 
the course of this work, many comparative evaluation studies have been 
done to determine which of two proposed protocols is the better one (for a 
given situation). The majority of these evaluations are based on results gained 
from simulated network environments. In order to conduct a relevant 
evaluation of routing schemes, numerous conditions, policies and data need 
to be specified and fed into the simulation environment. The aim of our 
work in this paper is to discuss current DTN evaluation practices through a 
thorough and critical literature study. Based on the surveyed material, we 
show some weaknesses and lack of argumentation used in the evaluations. 
Through this, we hope to aid in bridging the gap between simulated and 
real-world DTN environments. In addition, and as a call for further research, 
we propose a model for evaluation of DTN routing schemes that outlines 
the most crucial inputs that needs to be considered in the evaluation process. 
This model is then projected onto evaluation practices used for evaluations of 
DTN routing protocols in a set of sixteen papers roughly covering a decade 
of DTN research. 
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1. Introduction 
Routing of network traffic is one of the main challenges in the field of DTN research. The 

use of efficient routing schemes is a key factor for good performance of DTN networks. Therefore, 
the usability and applicability of DTN deployments are conditioned by efficient and optimized 
routing algorithms. Over the last decade, numerous routing protocols have been proposed within the 
DTN research community. Although the DTN architecture originates from interplanetary internet 
space research, it is widely applicable for terrestrial use case scenarios [1] of challenged networks. 
Real-world deployments of DTN in hard-to-access remote areas or creation of large scale test-beds 
are however costly and hard to control. Therefore, a majority of DTN research has been conducted 
in laboratories and simulated environments. 

Over the past decade of DTN research, researchers have gradually increased the complexity 
of the simulated environments in order to make them more realistic. Development of complex 
synthetic mobility models [2] and increased collection of mobility and connectivity traces from real-
world networks [3, 4] have allowed researchers to perform better DTN routing scheme evaluations. 

However, as important as the choices of routing protocol, mobility pattern, and network 
connectivity are to the performance of the system, there are also other evaluation factors that needs 
to be considered. Such inputs as routing protocol parameters, appropriate time scales for a given 
scenario, network traffic, and the validity of the simulator code are often not discussed at any length 
when routing protocols are evaluated. This is troubling as they can have a significant effect on the 
performance of the evaluated routing schemes. 

In this paper, we first present an overview work containing evaluations of DTN routing 
protocols in the literature through a survey conducted over a large body of research papers. We then 
pro-pose a simple DTN evaluation model that can be used a guideline in the evaluation process for 
when setting up DTN environments for tests. Afterwards, the proposed evaluation model is used to 
study the work in the literature from some different aspects regarding evaluation methodology and 
validity. This finally lets us draw some conclusions regarding current evaluation practices and point 
out some potential weaknesses. 

2. Literature survey 
We have studied a large body of work from current and past re-search in DTN routing 

protocols and evaluation studies of such protocols. For this study, sixteen papers published in 
scientific journals and conferences were surveyed. The selected set of papers present new or 
improved DTN routing schemes and/or perform evaluations of some proposed protocols. The 
selected papers were chosen to include the most well-known and cited DTN routing protocols and 
to cover publications spanning about a decade of DTN research with on average two papers per 
year. This set contains the following papers: [5, 6, 7, 8, 9, 10, 3, 11, 12, 13, 14, 15, 16, 17, 18, 19]. 

We are well aware that the selected set papers does not cover all research that has been done 
regarding DTN routing over the past decade. This would not be possible due to the vast amount of 
papers in this area. However, we believe that this set of papers provide a representative selection of 
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the work that has been done in this area, and can be used to critically reflect the scientific practices 
used in the evaluation of DTN routing protocols. The intention of this paper is to offer a qualitative 
study of evaluation practices currently in use, therefore the number of papers in the analysis is 
intentionally kept low. 

The authors would like to stress that the aim of this work is not to question the theoretical or 
evaluation validity of any individual papers used in this set. The intention is rather to create 
awareness and spark discussions regarding the methods used in this research area. 

The rest of this section will provide a brief chronological overview of the papers included in 
the survey, and subsequent sections will address concerns in the evaluation practices from different 
aspects. 

Chronological Overview  
One of the first papers in this research area was published in 2000, when Vahdat and Becker 

proposed the Epidemic Routing protocol [5] for partially connected ad hoc networks. The paper 
discusses three concrete motivating real-world scenarios such as mobile sensor networks, natural 
disaster recovery situations and military deployments, where the protocol is applicable. 

Eventually, more research happened in this and related areas and the term Delay Tolerant 
Networking (DTN) was coined [1]. As this happened, the PRoPHET routing protocol [6] was 
proposed. Similarly to the Epidemic Routing paper, the authors dedicate a portion of the 
introduction of the paper to a discussion of motivating scenarios (in this case, the protocol 
applicability for the nomadic Saami population in Arctic part of Sweden and rural villages in India 
was discussed). In 2004, Jain et al. proposes a couple of deterministic routing schemes [7]. An 
example of connecting the remote village with the DTN was used and discussed. Leguay in 2005 
describes routing scheme for a mobility pattern space [8] using reference to a mobility case scenario 
of students in a campus and corporate environment. In the same year spray and wait routing scheme 
[9] was proposed. Applicability of the protocol was argued with a few references to a wildlife 
tracking, military networks and nomadic networks. MaxProp routing scheme [10] introduced in 
2006 was designed and evaluated on their own vehicle-based UMassDieselNet DTN test bed. 
RAPID routing scheme [3] was studied on same test bed, but extended test bed in the same year. 
Social based routing algorithm BUBBLE Rap [11] was proposed in 2008. The algorithm was applied 
to the gathered experimental datasets of human mobility in the cities and academic environment. 
The ORWAR routing scheme [12] proposed introduced in the same year uses references to a 
couple of scenarios, but it does not explicitly discuss its applicability. In a similar way, the 
Encounter-Based routing scheme [13] was presented, giving only references to numerous papers 
discussing challenging environments. In 2009, de Oliveira et al. proposed the NECTAR routing 
scheme [14] that exploits the neighborhood contact history and was applied to the mobility of the 
students in the university campus. E-PRoPHET routing scheme [15] introduced in the same year by 
only mentioning applicability of the protocol with several references. Use of DTN in urban transport 
system was well discussed in 2010 together with the RUTS routing scheme proposal [16]. In the 
paper proposing an adaptive scheme switching between the AODV routing protocol and DTN 
routing [17] from the same year, the design was discussed only on the abstract level of MANETs and 
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DTNs. However the San Francisco cab and Helsinki synthetic traces were used in the evaluation. 
One year later in 2011 the R3 routing scheme [18] was introduced, targeting mixed DTN and 
MANET scenarios using the references for extending the reach of Internet, wildlife monitoring, 
content distribution and tactical operations. The last paper from the selected set of papers proposes 
the Weak State Routing proto-col [19] in 2011, referring to the applicability of it in the rural areas 
and in urban vehicle scenarios. 

3. DTN Evaluation Model 
In order to evaluate a DTN routing scheme in a simulator, it is necessary to implement the 

routing algorithm and run it in the simulated DTN environment. While running the simulation, 
different kinds of network performance metrics are collected and saved for further analysis and 
interpretation of the results. In this section, we consider the different inputs and outputs that are 
relevant for evaluating a DTN routing protocol and propose a simple conceptual model. 

According to Jain et al. [7], it is not immediately obvious what the most desirable objective 
for a DTN routing protocol is and it cannot be defined by one simple metric. In traditional fixed 
networks, the objective of an intra-domain routing protocol is usually to minimize the number of 
hops traversed by a packet. In addition to minimizing the hop-count (which also gives an indication 
of the overhead of the routing protocol), the objectives of a DTN routing protocol is also likely to 
include maximizing the message delivery probability and minimizing end-to-end latency. Even 
though these metrics are closely related to each other, we will use them all as output from our 
evaluation model since they are helpful in interpreting the routing scheme performance. 

Besides the routing algorithm itself, the outcome of a DTN routing protocol evaluation also 
depends on the scenario in which the evaluation is done. Spyropoulos et al. [20] outlines network 
connectivity, mobility of nodes, node resources, and application requirements as the set of main 
characteristics relevant to routing. They are directly affecting the routing performance and should all 
be considered in the routing scheme evaluation process. Keränen et al. [21] investigated the 
characteristics of synthetic mobility models and showed how mobility and connectivity models 
affected the performance of different routing schemes. Karvo and Ott [22] investigated the 
importance of using of the proper time scales and the correct protocol parameters in DTN routing 
protocol evaluations. They show that these settings need to be chosen so that they correspond to the 
mobility characteristic of the network nodes. In their paper, they show that different results can be 
obtained by using the same evaluation scenario and changing only the time scales and values of the 
used protocol parameters. The DTN performance is also conditioned on the definition of hardware 
resources of net-work nodes, such as storage capacity, radio link range and band-width, As 
Balasubramanian et al. show in their work [3] the DTN routing objective can be defined as a 
resource allocation problem. 
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Figure 1: DTN routing protocol evaluation model. 

As outlined above, it is crucial that the DTN routing scheme evaluation results are 
interpreted vis-à-vis the used evaluation scenario. Therefore our DTN evaluation model considers 
Routing Protocol, Routing protocol parameters, Connectivity and Mobility, Network Traffic, 
Node resources and Time scale as important inputs into the evaluation process. Figure 1 shows a 
simple DTN evaluation model that can be used as a guideline for future DTN routing scheme 
evaluations. Our aim with this model is not to make all evaluation scenarios identical, but to 
motivate DTN researchers to put more effort into discussing their selection of inputs into the 
simulated environment. The inputs to the model are of course not completely independent as there 
is, for example, a strong correlation between mobility and connectivity patterns, and the appropriate 
time scales to use is often dependent on mobility and other user behavior. Therefore, researchers 
should take these correlations into consideration and also discuss the impact the different inputs have 
on each other. As researchers have different application scenarios in mind when they are developing 
routing schemes, different DTN network scenarios will be used in their evaluations. This high 
variance of evaluation conditions and scenarios may make a straightforward comparison of different 
evaluation studies rather difficult. Therefore, even stronger argumentation about the selected 
evaluation scenario is needed in order to understand and interpret the results. By doing this it is 
possible to make the DTN evaluations more comparable and provide clearer interpretation of the 
results for the reader. 
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4. Mobility and Connectivity  

Real World Applicability  
A real-world contextualization of DTN research can provide motivation and validate the 

chosen mobility and connectivity models used in the evaluation process. As can be seen from the 
literature, researchers have different kinds of real world DTN applications in mind to motivate their 
work. 

Chronological reading of the selected papers offers an insight into how the amount of text 
and arguments motivating the research for a particular routing scheme fades out throughout the 
years. Papers from early DTN research [5, 6, 7] contain wider discussions of the applicability 
including examples of concrete real-world DTN scenarios. Papers published later are usually 
motivating their re-search only with citations of previous work. As much as this is valid scientific 
practice, authors often do not return to these references [8, 15, 17] in their discussions and leave the 
reader in the abstract world. Exceptions are papers based on novel concepts in net-working scenarios 
not used before, such as social networking [11], vehicle networks [7, 10, 3] or combination of DTN 
and MANET scenarios [18, 19] in our case. 

Network Density  
Throughout all the papers the following real-world DTN applications are motivated as 

potential scenarios: connectivity with the re-mote rural village, wildlife sensors networks, natural 
disaster communication scenarios and military applications. A common characteristic that can be 
assumed for all these scenarios is that they cover large areas and the number of nodes in the network 
can be relatively small. Therefore, highly partitioned and sparse networks can be expected in these 
kinds of scenarios. In contrast to this, the non-abstract evaluation scenarios of the examined body of 
work are usually placed in densely populated urban areas such as cities [6, 7, 10, 3, 12, 13, 16], 
conference centers or university campus areas [11, 14, 18, 19]. Use of the dense network scenarios 
with the high number of nodes (up to 2000 [14]) forces researchers to analyze evaluation results 
using only quantitative and statistical methods. By following some real-world DTN deployments it 
can be seen that the number of nodes in the DTN hardly reached 40. In the N4C project 
deployment in rural areas [23], after 3 years of DTN deployments in the rural villages the number of 
used nodes hardly reached 20. Around 40 buses were used in the UMass Diesel Net deployment [3]. 
This points out that there is a need for investigating DTN routing schemes behaviors on the 
downscaled scenarios. 

In the discussion section of the AODV routing scheme [17] authors put forward an 
observation that the AODV did not perform as good using when using the real-world traces that it 
did with the Random Waypoint scenarios. However significant effect this issue can have in the real-
world deployment, discussion is concluded with the expectation that the some of the real-world 
scenarios will be more clustered. 

As much as it is easy to understand that every researcher hopes that the proposed routing 
scheme will become widely used in a scaled up real-world scenario, using only large scale scenarios 
can also hinder the growth and use of the DTN from the smaller scales. 
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Hop-count 
Hop-count is a metrics in DTN evaluations that refers to the number of nodes through 

which message has to pass between source and destination node. This metric is important for the 
interpretation and analysis of the routing performance. Together with the message delivery rate and 
average delivery delay, it helps to under-stand how long routes messages had to pass from source to 
destination or how much network resources were used, etc. Therefore the information about the 
average hop-count can speak about the how challenging the evaluating scenarios was and how well 
the routing scheme managed to utilize network resources. 

For example, Sandulescu et al. in their work [12] do not provide results about the average 
number of hops required to reach the destination in their evaluation. However, through close 
examination of the provided evaluation results of the Direct Delivery routing scheme [21], it can be 
seen that almost 60% of the generated net-work traffic could be directly delivered from the source 
node to the destination node. In other words, only 40% of the generated network traffic in their 
scenario required network routing in order to be delivered. 

Although the information about needed number of hops in the routing evaluations speaks 
about the routing challenge, only half of the examined body of work provide evaluation results that 
include information about the average number of hops needed [5, 6, 10, 11, 14, 15, 17, 18]. 

Proper Mobility Scenario  
DTN routing schemes are using different kinds of methods and algorithms to route the 

network traffic over the network. In order to reach optimal network performance, a majority of 
routing schemes tries to leverage the underlying characteristics of network mobility and connectivity. 
Therefore, it is important to carefully choose the mobility and connectivity data that matches the 
routing scheme in the DTN evaluations. 

The simulated environment is fed with connectivity or mobility data that can be collected 
from the real-world deployment or synthetically generated data from the model. Use of synthetically 
generated mobility and connectivity data is popular within the DTN community. In our examined 
empirical material more than three quarters of evaluations used synthetic mobility models. 

The E-PRoPHET routing protocol [15], similarly to PRoPHET [6], uses the history of 
previous node encounters, contact frequency and contact duration. Despite the fact that both 
protocols are relying on predictable and repeating node mobility, the protocols were evaluated and 
compared with Random Way-Point (RWP) mobility model [21] that does not contain repetitive 
mobility of the nodes that the protocol could leverage. 

This is common practice when several different DTN routing schemes are evaluated and 
compared. For instance, history based routing schemes such as MaxProp [10] or PRoPHET [6] are 
of-ten compared with other routing schemes in evaluations based on the RWP mobility model [3, 
13, 15]. Using inappropriate mobility models in DTN routing protocol evaluations can significantly 
affect the routing protocol performance. Although authors of the routing protocols usually chose the 
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right and most favorable mobility model for their own routing protocol, it is somewhat unfair to 
evaluate routing protocols that were not designed for the selected mobility scenario. 

Our critique here is not a claim that DTN routing protocol re-searchers are deliberately 
choosing the evaluation scenarios that favors their own proposed routing scheme. It is rather an 
observation of the lack of arguments and discussions regarding how and why a certain evaluation 
scenario and the set of protocols used for comparison in the evaluation was chosen. There are 
instances where a protocol has been claimed to perform poorly where the suboptimal performance 
has clearly been due to the fact that the evaluation scenario is very different from the type of 
network for which the protocol was designed. We do however still believe that it is useful to include 
routing protocols that are not designed for a particular scenario in evaluations. This can be beneficial 
and informative and provide a deeper understanding of the fundamental workings of the protocol 
that the authors did not consider. Such evaluations should on the other hand always include an 
explicit remark about this discrepancy between intended and used scenario so that the results for that 
protocol are not considered a general benchmark for all types of scenarios. It is worth to mention 
that in the examined body of work, only one paper [10] explicitly states and reminds that the 
presented results from evaluation are applicable only to the scenario used in that paper. 

5. Network Traffic 
The majorities of real-world DTN deployments were deployed and used as test bed and did 

not include actual users that would use the DTN for running their applications. Hence, in the 
contrast with wide set of mobility and connectivity traces available, real-world DTN data traffic 
traces are scarce. To us, the only known the real-world real-use DTN traffic traces that are available 
were collected in the N4C project deployment in Arctic village and involved more than 30 users 
[24, 25]. 

The scarcity of real-world DTN traffic traces with real users force researchers to use synthetic 
traffic generators. In all examined papers, synthetic traffic generators were used in the DTN routing 
scheme evaluations. The network traffic load is defined by the variance of message sizes and the rate 
of creation of messages per time unit. In many DTN routing protocol evaluations, the routing 
schemes are analyzed with the use of different network traffic loads. 

All the evaluations use randomly generated destinations for generated network traffic. This 
Peer-To-Peer based communication assumption in the DTN routing scheme evaluations does not 
allow analysis of the network traffic congestion. There is also lack of sparsely connected network 
scenarios used in the evaluation where formations of network bottlenecks topologies are more 
expected. 

An analysis of collected real-world DTN traces with real users in [23] showed that only 22% 
of the network traffic was sent among peers and almost 78% of the network traffic was sent from or 
to the gateway in the deployed DTN. Lindgren et al. [26] studied the performance bounds that can 
be achieved by opportunistic multi-hop forwarding in mobile networks based on real mobility traces. 
In one of these studies, a comparison was also made to see the difference between using synthetically 
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generated traffic, and using traffic patterns that were based on the real communication patterns of the 
users in the trace. This had a major impact on the end result. Therefore, the effects of different kind 
of network traffic flows on the DTN routing scheme performances calls for future research as 
synthetic traffic models may not yield valid results. 

Recently, there has been much work on trying to define realistic mobility models, but very 
little work has been done on determining what realistic communication patterns will look like in 
networks like these, which is troubling. To a large extent this is likely due to a scarcity of traces from 
systems with real users, and the traces that do exist, while useful, are usually limited to a small 
number of users or very specific scenarios. There is a need for further work in this area, and as long 
as there is a lack of common understanding on communication patterns, researchers need to take 
care to explain their choice of traffic models, what types of scenario it is likely to occur in, and 
which characteristics of the routing protocol it is likely to highlight and affect. 

6. Node characteristics 

Storage buffer and bandwidth 
The constrained DTN node characteristics are part of the routing objective definition. The 

foremost considered characteristic of network nodes are node’s message storage capacity and network 
interface transfer speed. They are defined with the use of realistic storage units such as bytes or in 
more abstract terms such as the number of messages that the node can store. These node 
characteristic can only be read and understood with the rate and size of generated network traffic. 

Although, varying node storage constrains and network traffic load is a popular method to 
analyze the routing performance, a high variance of node characteristic used in the DTN evaluations 
makes a comparison between evaluations almost impossible. The average message size varies from 
100B to 1MB, network interface transfer speed varies from 3KB/s [7] up to 2MB/s [15] sometime 
even to infinite bandwidth [8]. In a similar vein the node storage capacity varies from 10KB to 40GB 
[3]. 

Interpretation of the results is even more problematic when some used network node 
characteristic are not mentioned in the evaluating text, e.g. not mentioning storage capacity [8] or 
not mentioning any of the node characteristics [16]. 

Setting up the right node characteristic that matches the evaluation scenario and routing 
objective is a challenging problem. Fast technological development of hardware components of the 
node is constantly changing the routing objective. Use of hardware characteristics that available 
during the research time can make the re-search results more applicable in real-world. For instance, 
setting up nodes’ storage capacity to 300KB [19] when the average low cost off the shelf router has 
tenths or hundreds of megabytes of available memory does require some additional reasoning. 

For instance authors of the R3 routing scheme mention in their work [18] the assumption 
and expectation of loosely synchronized clocks across nodes in the network. Although time 
synchronization within the DTN is known to be a challenge [1, 27, 28] and the synchronized time is 



 
 

 

100 
 

crucial for the R3 protocol performance, the time synchronization tolerance is not defined or 
discussed in their work. However this might be a serious real world deployment issue, such 
weaknesses of the routing schemes are usually not explicitly mentioned or discussed. 

 

7. Protocol Parameters  
Almost every DTN routing scheme has its own specific parameters that allows adopting the 

routing algorithm to the specific used case scenario. With the use of the default or wrong set of 
routing scheme parameters the routing performance can be seriously hindered. For instance if the 
time scale used in the evaluation scenario does not match the parameter that defines the aging speed 
of the history based routing algorithm, all the routing decisions will be based on the invalid 
knowledge. Hence, the used protocol will not be able to perform at all. 

It is a common practice that scientist discuss only how they have set up parameters for their 
own routing protocol. Usually routing parameters of other routing protocols used in the evaluations 
are only mentioned and set to the default value that does not necessary match the scenario. In some 
cases [16], the parameters of other protocols used in the evaluations are not even mentioned, leaving 
the reader with only the hope that at least the default values of parameters were used. 

Time Scales  
The importance of the DTN routing evaluation time scale was already mentioned in the 

discussion about routing scheme parameters related to time unit such as aging rate of data in the 
history based routing schemes [6, 10, 15]. 

In scenarios when adoptive and history based routing schemes are used it is important to 
consider needed warm-up time, that al-lows routing schemes to adapt to the network scenarios. 
How and if the warm-up time was considered in the evaluation usually re-mains an open question, 
since it is rarely explicitly mentioned in the examined evaluations. 

Simulation times of DTN evaluations in the examined body of work vary from less than an 
hour [15] up to eight months [11]. A very closely bound parameter that defines the routing objective 
itself is the expiry time of sent messages. In a similar vein as the simulation time, set message expiry 
time has a high variance in the evaluations from 20 seconds [3] up to three weeks [11]. Although the 
information about message expiry time is crucial for the interpretation of the results it is not always 
stated [15]. 

8. Code Validity and Availability 
The majority of the routing scheme evaluations are conducted in the simulated 

environments. In more than one third of the examined papers [6, 7, 8, 9, 10, 3] researchers 
developed and implemented their custom simulator. In cases when external mobility traces were not 
used they also had to implement their own mobility model. In another third of the work researchers 
used popular NS2 simulator [5, 14, 17, 19] widely used in the wireless networking re-search, the 
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Haggle simulator [11] or QualNet simulator [18]. The rest of work [12, 13, 15, 16] are based on the 
ONE simulator [21] that was designed for evaluation of DTN routing scheme and it has become 
popular within DTN research community. With only one exception [7], authors that used their 
custom simulator implementation do not mention or discuss the validity or availability of used code. 

In a similar vein the availability of the routing algorithm code implementation is not 
mentioned or discussed in any of the papers except [7]. This issue is even more problematic when 
the researcher are implementing other routing schemes, whose implementation details are not that 
familiar as they are for their own routing schemes. 

How problematic this issue can be, have authors of this paper discovered when they wanted 
to investigate after a poor PRoPHET performance reported in [3]. After lengthy process of 
retrieving the custom simulator source code from authors (with their full cooperation), close 
examination of the PRoPHET Source code was con-ducted. Despite the vast effort put in the 
process of implementing the simulator and other routing protocols, two bugs were founded in the 
code that completely hindered the PRoPHET routing scheme. 

Although the sharing the source code with the research community does not bring the code 
validity per se, it shorten the code retrieval time and can help to increase the code validity in a long 
run. With the presence of The ONE simulator and researchers contributing their routing scheme 
implementations a great step forward was done that allows researchers to use the other routing 
schemes for comparison and elaborate more on the synthetic mobility models. However, more 
recent trend noticed in more recent works [18, 19] in the DTN research points out towards the 
hybrid scenarios of MANETs and DTNs for which The ONE simulator was not de-signed. Hence, 
new tools and simulators might need to be developed. 

9. Discussion and conclusions 
As shown in previous sections, DTN routing protocol evaluation results that only provide 

some commonly used metrics, such as delivery ratio, average delay or overhead ratio, are not 
sufficient. Such “results” in themselves without further context and interpretation cannot provide a 
good understanding of the more fundamental workings of the routing protocols and the reason 
behind those particular results. 

Evaluation of DTN routing is a multidimensional problem that requires consideration of all 
types of inputs into the simulator. The simulated DTN environment is giving DTN researchers a 
chance to perform controlled and easily reproducible experiments. At the same time, it challenges 
the researchers’ understanding of the sys-tem and target scenario they are trying to evaluate the 
protocol within. In order to set up an evaluation scenario in a simulator that is applicable to real-
world DTN deployments, the fundamentals of the targeted deployment scenario must be 
understood. As a result of the wide spectrum of potential uses for DTN protocols, a high diversity of 
evaluation scenarios can be found in the DTN routing research literature. However, in order to 
benefit from this diversity, it is crucial to put forth strong arguments for the scenario design choices 
made, and to provide exact definitions of used simulated scenario in research papers so that the 
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reader can reproduce the results and also intuitively get an understanding for the types of scenarios 
where the presented results are applicable. 

A similar problem in the existing work is that there is often a strong correlation between 
different aspects of an evaluation scenario as can be seen in Figure 2. Scenarios span a wide spectrum 
of realism from completely synthetic scenarios (like random way-point) to very realistic (often based 
on trace data), but this is then also commonly correlated with how easy applicable the results are in 
other types of scenarios. The evaluations performed in very realistic settings are often very specific to 
that particular scenario and any conclusions drawn cannot be expected to be valid in other scenarios. 
On the other hand, more uniform and synthetic scenarios might lack some realism but can instead 
highlight some more general aspects of the evaluated protocols. The ideal target scenario would be 
one that realistic and at the same time provides generally valid results. Such scenarios are however 
unlikely to attain, so in-stead researchers should take care to specify where a scenario is located 
within this space.  

 

Figure 2: Realism and applicability spectrum of evaluation studies. 

The evaluation model proposed in Section 3 could be used as a starting point to provide 
guidelines on how to conduct DTN routing protocol evaluations in future DTN research. Even 
though the inner workings of the simulated code can often be a “black box” (even when the details 
of the simulation implementation is shown as a black box in research papers, the code should be 
available for download by others for validation and reproducing of results) the inputs and outputs 
given in the model should be attempted to be specified whenever reporting on the results. We claim 
that close consideration of outlined evaluation process inputs can bring more consistent and readable 
evaluations into the DTN research field. With the awareness of the beneficial diversity of evaluation 
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scenarios we are not advocating generic DTN evaluations, but seeking for better argumentation 
when parameters and inputs are strongly deviating from the expected condition in concurrent real-
world scenario. New and upcoming DTN routing challenges are already now challenging the 
proposed evaluation model. However, the evaluation model can be changed, developed and adopted 
throughout further argumentation and discussion. 

Thorough reading of the empirical DTN evaluation material revealed that when proposing a 
new routing protocol, authors rarely dare to mention weaknesses in their routing scheme. The only 
space for self-criticism could be found at the end of the papers, where authors are discussing future 
work plans. A separate chapter discussing routing scheme weaknesses and potential real-world 
implementation challenges should be encouraged in future DTN research, since the creators of a 
new routing scheme are probably the ones the most familiar with potential problems. Such input to 
the community could thus be helpful in guiding future research or deployment work based on that 
protocol. 
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ABSTRACT 

This study investigates how environments into which new technologies 
are introduced interact and interfere with the deployment process, the 
deployed technologies as well as the research conducted. The material that is 
used in this study draws from the N4C project development and deployment 
of Delay Tolerant Network (DTN) technology in the remote Arctic villages 
of Ritsem and Staloluokta. As the development of DTN technology prior to 
the deployment was conducted primarily in the laboratories, its usability and 
functionality still needed to be proven on the field of deployment. Here, 
Actor Network Theory (ANT) was employed to reveal how climate, flora, 
fauna and other elements present in the field of deployment interacted and 
interfered with, but more importantly, drove the technological development 
and the continued research work. 
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1. Introduction 
Various research fields have recognized that technology itself cannot guarantee successful ICT 

deployments. Several studies can be found that focus explicitly on the resistances and tensions that 
emerge in ICT deployments. For instance, information and management scholars have identified the 
resistance of users towards new ICT systems as one of the key impediments of unsuccessful ICT 
deployments (Hong and Kim 2002; Kim, Lee, and Gosain 2005). Within the field of Human 
Resource Management (HRM), Guowei Jian (Jian 2007) has proposed a tension-center model as a 
tool to explore resistances to ICT that occur within organizations. Deering et al. (2010) present a 
case study of ICT adaptation in rural Australia, where they show how the deployment process is not 
only shaped by the technology itself, but also faces many human-related issues. While these accounts 
provide a fertile breeding ground for theories within ANT, this study focuses less on the humans 
present in the deployment environment (politicians, users, organizations). Instead, it investigates the 
emerging resistances to ICT deployment from the environment in which the deployment takes 
place. This includes climate, flora, and fauna.  

Similar to HRM, the field of ICT for Development (ICT4D) often applies ANT in their 
studies of ICT deployments in order to investige the role of governments and politics. See, for 
example, (Rhodes 2009; Stanforth 2006). But here, the focus is mostly on human aspects. 

DTN technology was initially designed for interplanetary communications (Cerf et al. 2002). 
The technology can also be appropriated for the terrestrial applications where the conventional ICT 
solutions cannot be used, e.g. remote and developing regions, warzones and in case of a natural 
disaster (Fall 2003). However, its usability and functionality still needs to be proven on the field 
environment. The empirical material for this study was gathered through the development and 
deployment of DTN technology in the N4C project (Udén 2011). The project idea originated in 
the political realm of “ICT for Development”, “Information Technology for all”, etc., and the 
interests of the presumed future users (Lindberg and Udén 2010; Doria and Udén 2006). While the 
development of this particular DTN system has been described in several papers (Grasic et al. 2011; 
Näslund 2013; McMahon and Farrell 2009) and primarily addressed Computer Science problems,  
there are aspects of the design and knowledge production, which the scope of the Computer Science 
could not capture. Obviously, the role of human actors should be recognized. The roles of users, 
researchers and other participants in our investigated case have been described elsewhere (Udén and 
Doria 2007; Udén 2011; Näslund 2013; Grasic 2011; Udén 2010). This study however, will focus 
mainly on elements such weather, flora, fauna and climate that interfered with ICT deployment. We 
mean to confirm the importance of recognizing the material environment not just as a static entity 
but as dynamic and active participant in the process of engineering, in this case ICT deployment, as 
described by Law(Law 1986). 

Law launched the concept heterogeneous engineering as a reaction to that “sociologists 
prefer to privilege the social in the search for explanatory simplicity” and that this leads to 
unsatisfactory research results (Law 1986, 113). Law strives to demonstrate “the heterogeneity of the 
elements involved in technological problem solving” (Law 1986, 112). Thereby he introduces 
themes, such as, the interplay between technical limits and the forces by which humans have to 
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adhere (climate, weather systems, and so forth). Writes Law: “heterogeneous engineering may be 
treated as the association of unhelpful elements into self-sustaining elements that are, accordingly, 
able to resist dissociation” (Law 1986, 114). Law’s notion is analytical – counting with heterogeneity 
is a means to better capture data and information generated in studies of engineering. Employing 
Actor Network Theory (ANT), this study reveals fragments and characteristics of the deployment 
environment relevant to the development and deployment of the DTN technology.  

2. Empirical material 
The empirical material of this article was gathered throughout three years of field test 

deployments: 2008, 2009, and 2010. These deployments were conducted once every summer and 
every winter (Udén 2011). The material was collected using participatory observation on the field. 
Experiences, thoughts, and ideas were written down in a field diary. The material was also collected 
by conducting one group interview with local Sami people on the field site (Näslund 2013), as well 
as informal conversations with the residential Sámi, hikers, and helicopter pilots. Additionally, 
scientific evidence was collected in the form of photo and video material. 

3. Actor Network Theory 
The Actor Network Theory is a conceptual framework that derives from Science and 

Technology Studies (STS). Pioneering ANT work was done during the late 1980s by Bruno Latour, 
Michel Callon (1986), and John Law (Latour 1987; Callon 1986; Law 1986; Latour 1986). The 
concept of an actor-network acknowledges that networks are built by actors (human as well as non-
human), combining technical and social elements of these networks. In turn, these same actors are 
constituted and shaped within those networks. ANT does not distinguish between the social and the 
technical in the network. This symmetry between human and non-human actors enables analysis of 
both on the same terms. The major body of ANT work is developed within empirical contexts. 
Rather than taking snapshots, ANT traces histories by telling stories (Latour 1991; Law 1986; 
Johnson 1988) and explains how actors manage to constitute themselves in their networks over a 
certain period of time.  

The notion of power in ANT is shifted away for the conventional centralized understanding 
of power where any authority has the ability to exercise “power over.” According to Latour (Latour 
1986), the problem of the traditional understanding of “power over” could be interpreted as a 
composition that is made by many and attributed to one. Hence, the term “power” can explain only 
the consequence of collective action and not what holds this action in place. This term can be 
therefore used as an effect and not as a cause. ANT uses a translational model of power (Callon 1986) 
that represents the collective and chained actions from the actors in the network. As each actor has 
its own interests (objectives), power emerges as a consequence of translating their objectives into a 
converged interest in the network. According to Callon (Callon 1986), this is done by four moments 
of translation: Problematization (the principal actors make themselves indispensable to others), 
Interessement (the principal actors lock others into the network), Enrollment (the principal actors 
define the roles) and Mobilization (the principal actors borrow others´ agencies and become their 
representatives).  
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In addition to the terms mentioned above, this study uses the ANT concept of blackboxing 
developed by Latour (Latour 1987). Blackboxing describes the process in which actors and their roles 
in the network get substituted by others or get simplified by translating parts of the network into a 
single block, and is useful for the purposes of this study in that it reveals the complex network of 
non-human actors that are hidden under the term “field environment.” 

4. Introducing the case 
The Networking for Communications Challenged Communities (N4C) project (Udén 2011) 

conducted development and deployment of DTN in the Padjelanta National Park in the 
northernmost part of Sweden. The Padjelanta National Park is Sweden´s largest national park with a 
vast area of almost 2000 km2. The picture from Staloluokta village in Figure 1 shows the typical 
landscape in the park together with the deployed DTN. Throughout the summer season, the park is 
mostly populated by Sami reindeer herders and tourist hikers. Overall, the Padjelanta National Park 
is without any infrastructure such as roads, power grids, or phone lines. Many Sami villages deep in 
the park can therefore be accessed only by a couple of days long hiking on narrow hiking paths or by 
preordered helicopter flight. Most of the Padjelanta Park also lacks any ICT coverage such as 
landline phone or internet service. As DTN technology does not require direct end-to-end user 
connectivity like current Internet architecture, it can be deployed with fewer infrastructures. The 
deployed DTN system relied primarily on opportunistic connectivity between users to handle data 
over shorter distances (e.g., within villages). For longer distances, (e.g., between villages) helicopters 
were employed to carry the data. For the purposes of this study, the term DTN technology refers to 
the components such as hardware technologies, architecture blueprints, software, standards, network 
traffic routing protocols and algorithms, etc.  

 

Figure 1: One of the deployed DTN stations in the Staloluokta village. 
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5. The network of actors prior to deployment 
In order to discuss the deployment process, it is necessary to render the network of actors and 

their relations prior to the deployment. The described network has its history and in order to 
emerge, the interests of many actors had to be aligned. The conditions and interests of actors that led 
to the establishment of the N4C project has already been discussed (Udén and Doria 2007; Udén 
2011). Therefore this study will focus on the development and deployment process within the 
already built network of actors in the N4C project. 

For simplicity, the network of actors that was involved in the N4C project will be pruned to 
the minimal set to keep the case within the scope of this study. That said, it is important to bear in 
mind that other actors who contributed to, yet did not interfere with the process of deployment are 
equally important, although not discussed here (for instance, policy makers).  

In Figure 2, the DTN technology that was developed and later deployed is in the center. It 
was developed by the researchers. These researchers were employed by various companies and 
institutions. In the first stage, the development was conducted in the laboratories that were provided 
by the employing institutions. At this stage the DTN technology was directly related to few 
surrounding actors. The targeted field of deployment and the potential users were already present in 
the constituted network. However, despite the fact that they played a crucial role in the N4C 
architecture as well as raison d’être, they were not directly related to DTN technology yet. Instead, 
the researchers simulated their assumed usage of the DTN technology in the experiments conducted 
in laboratories. 

 

Figure 2: Network of actors prior deployment of technology 
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To trace the translations of power and interests in this network, we need to start with the 
founding of the N4C project. The N4C project funds came from the EU FP7 program, whose main 
objective was to strengthen the scientific and technological base of EU industry and encourage its 
international competitiveness, while promoting research that supported EU policies (Commission 
2007). An EU interest in strengthening the scientific base was first translated with the help of 
research funds that were allocated to the universities, institutes, and SMEs that were involved in the 
N4C project. These institutions then translated their interest in producing knowledge and 
innovation by employing researchers and developers who worked on the DTN technology that 
targeted the communication challenged communities. Among the targeted communities were the 
Sami reindeer herders who also played a major role the N4C project constitution. As a large portion 
of their summer reindeer grazing areas lack any ICT connectivity, the reindeer herding community 
saw developed DTN technology as a potential ICT solution. Therefore they offered themselves as 
test users of developed DTN services and allowed researchers to deploy and test DTN technology in 
their summer camps. To put it simply, the interests of the involved actors in the N4C project 
network were aligned and linked from one to another. The most obvious proof of this was the fact 
that this network managed to convince an EU commission to found the N4C project. And while 
the reasons for the respective actors to partake varied, they were translated into the same cause under 
the umbrella of the N4C project. 

Prior to the first deployment of DTN technology, the examined network of actors involved 
only one non-human actor, the laboratory. The laboratory symbolizes the environment where the 
DTN technology was developed and first tested. Naturally, laboratories represent more than just a 
physical space that facilitates the work of researchers; they also provide other services needed for 
conducting work such as sanitary services, food, mail services, power, etc. However, for the purposes 
of this study, we have chosen to show a simplified picture of the laboratory environment. The main 
advantage of conducting research in the laboratory environment was that we (the researchers) could 
control the environment. The laboratory facilitated constant temperature and humidity, an 
uninterrupted supply of power, constant light conditions, stable access to the Internet, and limited 
physical access to unauthorized others. These controlled conditions were important in the laboratory 
experiments of the technology because they allowed us to repeat the same experiments in order to 
discover problems, run the same experiment with different parameters, improve technology, or 
simply increase the validly of the results.  

The DTN technology had to function in the environmental conditions where it would 
actually be used. In order to develop and make the technology resilient for such conditions, we 
therefore tried to simulate and reproduce the conditions that we expected in the field inside the 
laboratory experiments. In this process, we first had to envision the environmental conditions, then 
decide which kind of environmental conditions were relevant to the experiment, and lastly evaluate 
the conditions that we actually used in the experiment - an inherently subjective process. In other 
words, we had to select which agency of human or non-human actors would be included in our 
experiments. In turn, this can have a profound effect on the experiment´s outcome (Grasic and 
Lindgren 2012).  At this point, it is important to stress that we did examine and thoroughly study 
our deployment field. Most of the researchers in our research team even visited the field prior to the 



 
 

 

113 
 

deployment. All available information on field conditions such as temperatures, precipitation, solar 
radiation, wind, land elevation, etc. was considered in the development of the DTN technology 
hardware. However, it is important to stress that only some of the conditions were produced in the 
laboratory experiments and they were always involved separately. For instance, in the experiment 
where we tested how stable and reliable a piece of software was, we did not include rapid changes in 
the environment temperature, since in case of a hardware failure we could not know for sure what 
caused it. By allowing only one human or non-human actor to interfere with the experiment, the 
laboratory environment was kept coherent and homogenous. These conditions were essential in the 
early stages of the technological development.  

6. The network of actors after deployment 
Once the DTN technology was set up in the field, the users were invited to use and test the 

provided DTN services. At this point, the users became the second human actor directly related to 
the technology. While the users’ involvement and interaction with the technology were important 
for a successful deployment, this study has chosen not to discuss their impact further. Instead, the 
focus here is on the non-human actors, in this case the climate, the Arctic cold, flora, animals, and 
physical remoteness. As will be shown, the main difference in the two networks of actors was the 
replacement of the laboratory with the field environment.  

Unlike the controlled laboratory environment, the field environment turned out to be rather 
unpredictable. At this point, we had to leave behind the notion of a static black-boxed environment 
that we got to know through reading various field specifications and descriptions. Instead, we had to 
face the field environment as a particular and dynamic field. As illustrated in Figure 3, climate, Arctic 
cold, flora, animals, physical remoteness, and other factors interacted and interfered with the 
deployment process.  

 

Figure 3: Network of actors after deployment of technology 
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The following chapter demonstrates how some of the non-human actors that were present in 
the field during the deployment interacted and interfered with the deployed DTN technology and 
the other human actors that followed the process of deployment. In certain cases, non-human actors 
interfered with the deployed technology, as well as with the users and researchers in rather 
unpredictable ways. In what follows, we will outline the most visible non-human actors present in 
the field and illustrate their impact on the process of deployment and technological development. 
That said, it is important to understand that these actors are bound to each other in complex chains 
of cause and effect, something that will be discussed in the analysis. For the sake of clarity, the 
following outline presents them separately.     

Physical remoteness 
The Padjelanta park where we deployed and tested the DTN technology is situated within 

the Arctic circle. Although it is hard to show that the geographical location on its own had any effect 
on our work, we can see its agency when we place it into a network of relating actors. From that 
perspective, we can see the remoteness of the Padjelanta park and even more at Staloluokta village 
where we deployed DTN. The village was more than fifty kilometers away from the nearest road, 
power, and ICT infrastructure (on the border of the Padjelanta park). And the Padjelanta park itself 
was more than three hundred kilometers away from our university in Luleå where we had our 
offices and the laboratory. Because of the remoteness of our research field, any visit to the field 
demanded preparations such as packing food and clothes as there were no stores available in the 
Padjelanta park, nor in its proximity, anything that we needed for our field work (tools, spare 
hardware, batteries, etc.) had to be brought along. After a one day drive the trip usually concluded 
with a half hour helicopter flight to the village or with a search for accommodation at the border of 
the Padjelanta park. Since visiting our research field was costly and time consuming, we usually 
collected and planned for several tasks or activities simultaneously to save on time. However, this 
could not be done when we encountered unexpected problems. For instance, in one case we had to 
drive for a day only to press the reset button on a computer to fix the problem.  

The remote location of the deployment field also had many indirect effects on the 
deployment process and deployed technology. As mentioned above, because of specific economic, 
political, environmental, and geographical conditions that applied to the field of deployment, there 
was no available ICT infrastructure. Being unable to communicate and access information on the 
Internet made our work in the field often really hard, forcing us to return from the field earlier than 
planned. The Arctic location also caused troubles with our only ICT alternative, a satellite phone. 
Most of the affordable satellite phone service providers use geostationary satellites that orbit the 
equator. Satellite phone technology requires a line of sight between the phone´s antenna and the 
satellite, which appears very low on the horizon when above the Arctic Circle. When we combine 
this with the surrounding mountain peaks, we often ended up with no satellite phone coverage. 
And, of course, being situated within the Arctic Circle also brought specific climate conditions that 
we will discuss later. 
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Climate 
One of the most apparent non-human actors that we had to face when we brought the 

technology out of the laboratory was the climate. Our work in the field of deployment was affected 
by weather conditions in various ways, something that stood in strong contrast with the constant and 
controlled conditions that we had in the laboratory.  

Power harvesting  

Most of the research work in the field was done by using computers, smart phones, and other 
electronic devices. The same thing applied to any piece of DTN technology that we deployed. Due 
to strict National Park policies that applied in the field, the only way to power these devices was to 
use renewable sources of energy such as sun and wind. As we relied completely on solar and wind 
power, the deployed DTN technology and our researchers’ work was fully dependent on suitable 
weather conditions. 

In general, the weather conditions in the field served us well throughout all the three 
summer deployments. Although sunny weather was highly appreciated as it charged the battery 
banks, the research team as well as the deployed technology also needed to be prepared for rainy 
conditions. Any piece of equipment that was placed outside was made waterproof. The electrical 
capacity of our batteries kept all the electronic devices powered on a rainy or cloudy days, when we 
were not able to harvest any power. This was true however as long as weather conditions changed 
on a daily basis. 

The first summer deployment was rather short and lasted two weeks. Two solar panels and a 
small battery were used as the power supply. Due to favorable weather conditions, we did not 
experience any particular problems related to lack of electrical power. However, we did realize that 
we spent more power than we expected and because of this, also realized our dependence on sunny 
weather. As a security measure, prior the second deployment, we added a wind powered generator 
to the existing solar panels so that we could get some power even during rainy and cloudy days. 
Despite the upgrade of our power harvesting system, the second summer deployment challenged us 
with the first power outage caused by a long period of rain and fog. As it turned out, the wind 
charger could not be used to complement solar power. The cloudy and foggy weather that blocked 
the sun rarely brought enough wind to power the wind charger. On the other hand, the wind 
charger often generated lots of power on sunny days when we already had an excess of solar power. 
In order to store this power and bridge the time periods when we were not able to harvest any 
power, prior the third deployment, we decided to significantly upgrade our battery bank by 
quadrupling the battery capacity. As a result of this eventual development of our power supply, the 
deployed DTN system worked without any interruption throughout the entire summer season. 
However, as we will discuss later, a very long period without any sun still could cause trouble in our 
research work.  

The charge indicator on our battery bank also closely followed the overall mood of our 
research team. Besides the worries that a deployed DTN system would go down due to empty 
batteries, we also spent a lot of time in those situations re-aligning and repositioning solar panels and 
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swapping the batteries between the different stations in order to maximize power gains. Besides this, 
we restricted the use of our personal computers to work related tasks only. The decision not to use 
electronic gadgets for entertainment purposes such as watching movies or listening to music was 
followed by endless discussions regarding for whom and for what purposes the electronic gadgets 
could be charged, something that affected the mood of the individual researchers as well as the social 
dynamics of the research team.  

Failed experiment 

One of the goals of the first N4C summer deployment was to test whether a DTN station 
installed on a high mountain peak could get in contact with helicopters flying by using a standard 
Wi-Fi radio link. If successful, this kind of station could serve as network hub and significantly 
improve DTN performance in future DTN deployments in that area. The helicopters that would 
carry DTN data and fly on different routes could exchange DTN data without landing or meeting 
other helicopters. More than a month of time was spent designing, assembling, and testing this 
particular DTN station. The station was deployed prior to the first summer test in 2008 to a carefully 
selected mountain peak that was a juncture for a couple of flight routes. The mountain peak was 
accessible only through a three-day-long hike and, since some of the DTN station parts were bulky 
and heavy, we decided to deploy the station with the help of a helicopter. As the prescheduled 
helicopter flights flew only on fixed routes and to bigger villages to the park, we had to order a 
custom flight. This custom flight service was expensive and we were charged around a thousand 
dollars per hour. After landing on the mountain peak, we assembled and connected all components 
such from the DTN station as quickly as we could. Meanwhile, the pilot was waiting for us to finish 
in the helicopter with an idling engine. In order to check whether we properly connected the solar 
panel, battery, and antenna we aimed to manually connect to the DTN station with an ordinary 
laptop that we brought with us for this pursues. However, just after we pulled out the laptop from 
the bag and opened it, two rain drops fell down on laptop´s touch pad. It is worth mentioning that 
although it was partly cloudy, it was not raining at the time. We quickly wiped the touchpad and 
started up the laptop to perform the final checkup of the station before we left the site. 
Unfortunately, a touchpad´s moist surface (as a result of the two raindrops) completely disabled the 
capacitive touchpad functionality. Ten agonizing minutes of failed attempts to use a laptop followed. 
Meanwhile, we were accompanied by a noisy jet engine harden our communication, cold blowing 
wind from spinning helicopter blades, and the smell of jet fuel exhaust. Intense wiping of the 
touchpad, attempts to use the laptop without the pointing device, and blowing hot air on the 
touchpad brought no success. Because we ran out of time, we had to leave the site without knowing 
whether the deployed DTN station functioned properly. After the summer season, we successfully 
retrieved the DTN station from the peak and analyzed the gathered log files. The results showed that 
the deployed station was unable to make any connection with the helicopters flying by. However, as 
we were not able to test the DTN station after the setup, we could not prove that there were no 
other problems with the radio, antenna, or cable that caused this. Although we could say that the 
station was successfully deployed, the results lack scientific validity and therefore cannot be used in 
scientific publications.  
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Research work and drained batteries 

As seen from this example, the unpredictability of weather conditions continuously 
challenged our ability to conduct research work throughout the deployments of the DTN 
technology. Although the uncertainty of weather conditions was partly the very reason for 
conducting the DTN experiments outside the laboratory, it simultaneously called into question our 
established research methodology. One of the big drawbacks of conducting research in a natural 
setting was that the experiments we conducted on deployed DTN technology were impossible to 
repeat. As weather conditions were constantly changing and were hard to predict, these had an effect 
on the experiments so that we were forced to measure and include meteorological data in the 
experiments. In doing so, we were able to analyze the data gathered from the experiments and trace-
back any significant weather conditions that had an effect on the experiment’s results. In other 
words, we treated weather conditions as one of the experiment’s input variables and consequently 
gained back control of the experiment and scientific validity. 

The weather in the field also had other and more severe effects on the conducted research. 
For instance, in the last N4C summer deployment in 2010, we planned for an internal two-day 
research meeting in one of the tourist cabins in the village where we set up a DTN station. The aim 
of the workshop was to meet with another N4C project research team that was also present in the 
Padjelanta park at that time. This would give us all an opportunity to collect, share, and analyze data 
from the deployed DTN station. As mentioned above, the computers and all other electronic gadgets 
were running on and charged from the power that we managed to harvest from the sun and wind. 
Unfortunately, prior to the planned research meeting, we had extremely bad weather conditions 
with lots of rain and fog, which did not allow us to harvest much power. Hence, most of our 
personal computers and gadgets had drained batteries, and any available power source was used to 
keep the deployed DTN system running. The same problem occurred with the other DTN research 
team who had spent a week before that on the other side of the Padjelanta park. When we all finally 
gathered in the small hiking cabin that gave us shelter from the pouring rain, we realized that no one 
from either team had enough of a charge on their laptops to conduct any of the planned research 
work, such as collecting connectivity traces from the DTN nodes, analyzing log files, sharing data, 
etc. And because we did not have access to any fuel-powered generators and all auxiliary batteries 
that we usually used for charging laptops were empty, there was no way to charge them. Leaving the 
village was not an option, since the helicopter flights out of the village for the fellow research group 
were already booked. Therefore, instead of burying ourselves (a group of eight researchers in total) 
in the DTN network analysis, we spent two days in a small cabin not doing anything other than 
resting and talking next to candle lights and the sound of pouring rain.   

The Arctic Cold 

Towards the end of the N4C project, we got a chance to test our DTN technology in Arctic 
winter conditions. Since the fishing helicopter service was not operating in the winter time, a small 
mountain peak close to the Padjelanta park border was chosen for winter deployment. As there were 
no users involved in the experiment, our plan was to leave the DTN equipment unattended until the 
spring, while constantly monitoring its functions remotely over the Internet.  
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In order to deploy the DTN station to the peak, a snowmobile was used to transport needed 
parts to the peak. Extreme working conditions, with temperatures below minus twenty degrees 
Celsius, strong winds, and snow drifts, prolonged our planned time for the DTN station setup. Due 
to the short Arctic day, we had to ride the snowmobile back from the peak in pitch black. 

The cold winter conditions that made our work more difficult by making our fingers stiff and 
hindering our visibility also had an effect on the technology, especially on the plastic and rubber 
materials. The plastic cable ties that were extensively using in summer DTN deployments for various 
applications turned out to be completely useless in cold as they broke as soon as they were slightly 
bent. Similar effects were observed with the plastic covering the electrical cables, plastic boxes, and 
rubber parts that under severe cold turned into a stiff and fragile material. Therefore, if we moved or 
bent the electrical cables too much during the set up, they either snapped or got loose from the 
connector. Especially problematic were the electrical connectors made out of plastic. The plastic 
plugs contracted under the cold became loose from the sockets very easily. This made any minor 
hardware modifications in the field really difficult and risky. 

 

 

Figure 5: Exploded wind turbine and broken solar panel 

The first problems with the deployed DTN station were noticed in sent data in less than a 
week. As the DTN station became unreachable over the Internet, we decided to return to the 
deployment site. After arrival, we found out that the wind-charger´s turbine exploded(as shown on 
Figure 5), apparently due to strong wind and ice that had collected on the blades. To make it even 
worse, one part of the wind turbine hit and damaged the solar panel that was used as a back-up 
power supply. Another part of exploded wind turbine hit and ruined the weather station. As we did 
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not have the sledge trailer for the snowmobile with us, we decided to replace the solar panel with a 
new one and leave the DTN station until the spring when the site would be easier to access. 

 

Figure 5: The snow and ice found inside the deployed DTN station 

While we were fixing the DTN station, we noticed another problem caused by the snow 
drift. Snow that gathered between the installed web camera and the protective shield completely 
blinded the camera’s view. Even more problematic was a significant amount of snow found inside 
the DTN station box (as shown in Figure 5). We eventually determined that the snow had been 
blown in through a small hole at the bottom of the box that was used for connecting external cables.  

Flora 
Although the landscape turns green in Padjelanta park during the summer, high altitude and 

harsh winter Arctic conditions give growth opportunity only to low vegetation such as grass, flowers, 
and small bushes. The plain landscape devoid of high vegetation was in general beneficial for DTN 
deployments as we were able to establish long-distance links from one side of the Staloluokta village 
to another without using high antenna masts. During the last DTN deployment in 2010, one of the 
users from the other side of the village reported problems with establishing connections with the 
main DTN station in the village. As none of his neighbors reported similar problems, we were 
convinced that there was something wrong with the DTN equipment that he was using. Despite a 
thorough checkup of his equipment, we could not find any malfunction. However, after many hours 
spent in his cabin where we tried to solve the problem, we found out that we had connectivity 
problems even with our own equipment. An inspection of the main DTN village station revealed 
that a couple of branches from a small bush on a nearby hill grew in the line of sight between the 
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DTN station and the user´s cabin. These branches grew after we deployed the DTN system in the 
village at the beginning of the summer. In order re-established the link to the users cabin we would 
either need to mount DTN station’s antenna a couple of meters higher or cut the bush. 
Unfortunately, none of these solutions were options. National Park policies did not allow us to cut 
or trim trees and the station mast was too short to move the antenna higher.  Ordering a longer 
antenna mast was considered, but we would not be able to get it to the field before the end of the 
summer DTN deployment. During our desperate search for a solution, someone took action and 
trimmed the problematic bush. 

We had similar problems with leaves growing over the solar panels. In order to lower the 
weight of the DTN equipment that had to be flown to the field, we decided not use standard solar 
panel stands. Instead, we placed the panels directly on the ground and secured them with rocks or 
tied them to bushes. This turned out to be a good solution as none of the solar panels were blown 
away or tipped over. However, the problem with such a low placement was that individual branches 
from nearby bushes often grew over an individual solar panel. Although a couple of leaves usually 
did not block much of the sun, we found that they could dramatically decrease the panel’s 
performance. If only one solar cell is shaded from the sun, it affects the performance of the entire 
solar panel, as the cells are connected in series. 

Fauna 
Despite the fact that the DTN deployment took place in the reindeer grazing area, there 

were no direct interactions between reindeer and the deployed technology. However, reindeer 
affected deployments indirectly. Traditional Sami reindeer herding is based on the nomadic life, 
following the reindeer and their movements throughout the year. The dates for most of the reindeer 
herding activities were therefore not fixed as they had to be decided by the local reindeer herding 
villages in an ad-hoc manner considering the conditions of the grazing areas, herd conditions, ice 
thickness, snow depth, etc. In a similar vein, our research and deployment activities in the field had 
to be constantly aligned with any upcoming reindeer herding events. In turn, this often caused many 
issues in the final stage of preparations for the field and sometimes significantly compromised planned 
pre-deployment tests of technology.  

More direct interaction with the deployment was experienced because of mosquitos. Their 
strong activities during the day compromised and delayed our research activities. Their aggressiveness 
often very negatively affected the researchers´ mood. Therefore, work that had to be done outside 
was often postponed to a late evening hour when the mosquitos’ activity was lower, despite the fact 
that work had to be done in the dark and cold. A lesser inconvenience in the field was also caused by 
ants; they created a small nest inside one of the deployed boxes that contained DTN hardware. 
Although their presence did not cause any hardware failures, we had to take precious time in the 
field to clean the box and seal the hole where the ants had entered the box.  
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7. Discussion 

New actors resisting 
While one of the major changes that happened in the network in the process of deploying 

the new technology was that the users got directly involved with the deployed technology, this study 
focuses on another change in the network that challenged the deployment of DTN technology. The 
deployment of the DTN technology could be understood as a swap of environments, from the 
laboratory to the field. The field environment brought many new non-human actors into the already 
existing network and therefore partly destabilized the network. This reformulation was particularly 
challenging for the actors in the network that were directly related to the emerging actors in the new 
environment (i.e., researchers, users, and deployed technology). As the deployment of technology 
relied extensively on the successful enrollment of new actors into the network, the following analysis 
focuses particularly on the more challenging enrollment. 

Despite the non-human character of the new actors, their agencies became visible when we 
traced down the causes for the numerous deployment troubles, challenges, failures, and unexpected 
interferences that we encountered in the field. In these cases, the researchers as well as the other 
already present actors in the network did not succeed in translating their own interests in deploying 
the DTN technology onto the new non-human actors. Thus, the agencies of new actors could in 
certain cases oppose the converged interests of the actors already established in the first network. 
From the perspective of actors that wanted to deploy new technology in the field, it appeared that 
the new actors resisted and interfered with their efforts. By tracing the resistance of non-human 
actors to deployment in the presented DTN deployment case, we found they were impeding the 
collective deployment activities, but, as a result of this, also drove the development and thus often 
significantly affected the performance of the deployed technology. The described resisting actions to 
the deployment are analogous to Latour´s concept of antiprograms (Latour 1991). 

Using ANT helps us recognize the non-human actors in the field that facilitated the 
deployment process of the DTN technology. The interference of non-human actors contributed to 
a) making visible many of the non-human actors that we did not acknowledge prior to the 
deployment, b) driving and strengthening the development of the technology, and c) our 
understanding of the fine line between success and failure.  

Recognizing non-human actors in the deployment process  
One of the biggest benefits of following the resistance that emerged during the deployment 

of the DTN technology was the recognition of the non-human actors that were relevant, but not 
considered prior to the deployment. A common characteristic of these non-human actors was that 
their agencies could be seen only if they were observed over longer periods of time. Unlike the 
weather conditions that changed on a daily basis, some changes in the field´s landscape, for example 
growing plants, erosion of soil, or melting ice, could be observed only over longer periods of time. 
The findings of this article indicate that if the agencies of these non-human actors are not 
recognized, they might threaten the success of the deployment.  
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For instance, bushes growing over solar panels or a couple of branches obstructing radio links 
clearly indicate that we had failed to recognize the bushes or the branches as vital non-human actors 
whose agency affected the deployed technology. One of the reasons for why we failed to recognize 
their agency was that the flora did not interact immediately, but only over a longer period of time. 
Once we recognized the flora as a vital non-human actor in the network, we took care that the 
growth of grass, bushes, or trees would not affect the placement of the technologies. In a similar 
vein, we had to recognize the reindeer in the deployment process. While they never directly 
interfered with our field work, they played a major role in the planning of the summer deployments. 
Our recognition of their agencies resulted in attempts to make the planning of the deployment more 
flexible. 

That said, it is important to note that in some cases, some of the non-human actors first 
became relevant to the deployment process when their agencies were combined with the agencies of 
other non-human actors. Together, these non-human actors formed a sub-network of actors with 
their own alignment interests. For example, in order to reach the mountain peak from the nearby 
road, we had to pass a river. As we had access to vehicles such as snowmobiles during winter and 
boats in the summer, we did not consider the fact that the mountain peak would be unreachable to 
us, at least not in the beginning. However, temperatures in the early spring that followed the last 
winter deployment made the peak unreachable to use for a couple of months. While the river was 
still frozen, it was dangerous to cross with the snowmobiles due to thin ice. As the ice on the river 
melted, large ice blocks made it dangerous to cross it with the boat. Therefore, the DTN equipment 
had to be left on the mountain peak until the summer, despite the fact that it was malfunctioning 
and in need of service. Hence, the river in combination with the Arctic climate was recognized as a 
relevant non-human actor in that it clearly affected the process of deployment. In a similar vein, the 
snowfall or the wind separately could not do any harm to the deployed DTN station. However, the 
combination of those two non-human actors causing snow drifts resulted in a harmful collection of 
snow through a small hole on the bottom of the box. 

At this point it is worth mentioning that while numerous non-human actors were part of the 
deployment process, they were not recognized because their agencies did not interfere with the 
deployment process. For instance, we took for granted fresh air, drinking water, available 
infrastructure, an empty radio spectrum, accommodation cabins, etc. As such, they remained 
invisible or in the background of our interests due to their aligned interest in the network.  

Non-human actors and renegotiation of power 
The extent to which the non-human actors affected the deployment, the technology, and 

our research work became most visible when they resisted the research activities in the field. We 
mentioned above the case when we and the visiting researchers were not able to conduct a research 
meeting due to a lack of electrical power caused by a long period of bad weather conditions. This 
occurrence shows how non-human actors (in this case, the weather) can affect all the other actors 
involved in the network. In this way, the collective interest of the network is contested and the 
power structures renegotiated. In the case of the DTN deployment, the misaligned interest of the 
weather obstructed the conditions that would allowed us to harvest power from the sun or the wind. 
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Despite the extensive preparations for the workshop, including the invested time and resources, as 
well as the presence of several leading senior researchers and access to technology, we were not able 
to pursue our research activities in that particular situation. 

Another example of how power structures are renegotiated due to non-human actors was 
when drops of rain put a halt to the entire experiment when we wanted to test the connectivity with 
helicopters flying by. While it might seem trivial, only two drops of rain were needed to disable the 
laptop’s touchpad, and in the long run, the researchers lost the ability to successfully conclude the 
experiment. While our inability to pursue the research can be seen as a failure, we will show that this 
can significantly contribute to the development and research if the non-human actors are 
acknowledged and their interests addressed. 

Driving the development of technology 
Every occasion exposing the misaligned interest of the network (to deploy technology) with 

new non-human actors gave researches the opportunity to develop and improve the technology that 
was deployed. Through the moments of translations (Callon 1986), new actors could be enrolled and 
linked into the existing network. In our case, most often the interest of a new actor was translated by 
altering the deployed technology or by making new alliances with other actors. 

For example, the first power harvesting system that we used to power deployed DTN system 
was built out of average-sized lead acid batteries and solar panels. Therefore, in the days without sun 
when we could not harvest any power, we often completely drained the batteries. To the second 
power harvesting system, we added larger batteries and another solar panel. By doing this, we were 
able to harvest more power than we actually needed during the sunny days and store it in the 
batteries for the days without the sun. Through this alternation of technology we translated the 
weather agency of uneven supply of solar power into the network´s interest of constant supply of 
power. However, this alteration of technology was still not sufficient for longer periods of bad 
weather. Therefore, we added a wind charger to the third version of the power harvesting system. 
This alteration of technology enrolled wind as a new non-human actor into the network that in 
combination with previous alterations finally solved our problems with the power supply in the 
deployment field. In turn, these same weather´s agencies that challenged the harvesting of power also 
affected the already converged interest of entire network. The scarce power resources caused by the 
weather conditions encountered in the field contributed the interest of low-power devices to the 
collective interest of the network. The design of the power harvesting system was also conditioned 
by the physical remoteness (another actor in the network) of the field that required a lightweight 
solution that could be flown to the field with the helicopter.  

Many weaknesses in our DTN system were also found when the technology was exposed to 
the cold Arctic conditions, a non-human actor present on the field during the winter. As we already 
mentioned before, the biggest problem that we had in the field in a cold climate was related to parts 
such as cables and connectors being made out plastic. In order to align the agency of cold, which 
tends to significantly shrink plastic materials, we tried to replace most of the cable connectors with 
metal ones or simply use screw terminals to connect the cables. As the metal materials did not shrink 
or become fragile in the exposed cold, this alteration was sufficient to address most of the problem 



 
 

 

124 
 

related to the cold. More trivial was a solution for the problem related to snow drift. A small piece of 
foam being inserted between the cable and the opening at the bottom of the DTN station was 
enough to stop the collection of snow inside the DTN station. This case shows how only one new 
actor (cold) can compromise an already constituted technology in the network. 

Affecting the DTN performance 
Weather conditions in the field did not only renegotiate the power structures in the network 

during the deployment process; they also affected the DTN system when in use. Occasionally, pre-
scheduled helicopter flights with the on-board DTN data-mule had to be canceled or postponed 
because of the visual flight rule or the relatively small helicopters that could not handle gusty wind or 
foggy conditions. Longer periods of rainy weather also reduced the number of hikers in the field 
who were in the need of flights. During those days, the scarcity of daily flights carrying the DTN 
traffic to and from the field resulted in decreased performance of the DTN system. At the same time, 
we noticed that the hikers who remained in the field were more interested in using the DTN 
services, as they had to spend more time inside. In turn, this put more of a load on the deployed 
DTN system.   

Weather conditions in the field also dictated how much power we were able to harvest in 
the field. Scarcity of electrical power profoundly influenced research work in the field and the 
performance of the DTN technology. For instance, we noticed that the DTN users were less 
inclined to charge handed-out DTN equipment with their home charging systems as they use the 
scarce electricity for more important electrical devices such as PMR radios and lights. Instead of 
using and carrying their DTN equipment around, they kept it turned off at home. This had an effect 
on the DTN performance with decreased connectivity and mobility of DTN nodes. 

The performance of the deployed DTN system also largely depended on the quality of the 
radio links between the computers in the DTN network. Wi-Fi radio links are sensitive to weather 
conditions and can be weakened in cases of heavy rain or fog. However, we also noticed 
improvements of some radio links right after the rain. Wet surfaces are better at reflecting high 
frequency radio waves, which is why the radio links that depended on the reflections of the radio 
waves improved significantly. 
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8. Conclusions 
This study has discussed the reciprocal relationship between environment, technologies and 

processes of deployment, in the remote Arctic villages of Ritsem and Staloluokta.  

Once developed and deployed, the success of ICT technology relies heavily on the 
surrounding network. Most often we think about this network in terms of users, technical support, 
maintenance personal, etc.  However, this study has showed that not just humans but also the 
environment affects the deployment process, the deployed technologies as well as the research 
conducted. Environments are far from passive slates onto which technologies are introduced and 
deployed, but actively engaged in the meaning making of these technologies. Above we have shown 
how the deployment environment challenged our process of DTN development and deployment. A 
close examination of these cases will reveal how environment actively resisted the deployment 
process by breaking or disabling deployed technology, ruining user experiences of deployed DTN or 
hindering research work. Further analysis of these resisting acts will show how these same resistive 
acts were recognized as main drivers on technological development and innovation. 

While the success of the technological development and deployment depend on the success 
of the engineering work, the user involvement and acts of maintenance, focusing on factors such as 
climate, flora and fauna reveals the importance of appropriate integration into the environment. In 
the case of the DTN deployment, this integration in turn profoundly influenced the product design 
choices that we made. 
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ABSTRACT 

This document is a product of the Delay Tolerant Networking Research 
Group and has been reviewed by that group.  No objections to its 
publication as an RFC were raised.  

This document defines PRoPHET, a Probabilistic Routing Protocol 
using History of Encounters and Transitivity. PRoPHET is a variant of the 
epidemic routing protocol for intermittently connected networks that 
operates by pruning the epidemic distribution tree to minimize resource 
usage while still attempting to achieve the best-case routing capabilities of 
epidemic routing. It is intended for use in sparse mesh networks where there 
is no guarantee that a fully connected path between the source and 
destination exists at any time, rendering traditional routing protocols unable 
to deliver messages between hosts. These networks are examples of networks 
where there is a disparity between the latency requirements of applications 
and the capabilities of the underlying network (networks often referred to as 
delay and disruption tolerant). The document presents an architectural 
overview followed by the protocol specification.  

                                            

2 This thesis includes only the first four chapters of the RFC6693 document. An entire version of the document 
can be found here: http://www.rfc-editor.org/rfc/rfc6693.txt 



 
 

 

130 
 

Table of Contents 
 
   1.  Introduction   
     1.1.  Relation to the Delay-Tolerant Networking Architecture   
     1.2.  Applicability of the Protocol  
     1.3.  PRoPHET as Compared to Regular Routing Protocols   
     1.4.  Requirements Notation  
   2.  Architecture   
     2.1.  PRoPHET  
       2.1.1.  Characteristic Time Interval   
       2.1.2.  Delivery Predictability Calculation  
       2.1.3.  Optional Delivery Predictability Optimizations   
       2.1.4.  Forwarding Strategies and Queueing Policies  
     2.2.  Bundle Protocol Agent to Routing Agent Interface   
     2.3.  PRoPHET Zone Gateways  
     2.4.  Lower-Layer Requirements and Interface   
   3.  Protocol Overview  
     3.1.  Neighbor Awareness   
     3.2.  Information Exchange Phase   
       3.2.1.  Routing Information Base Dictionary  
       3.2.2.  Handling Multiple Simultaneous Contacts  
     3.3.  Routing Algorithm  
     3.4.  Bundle Passing   
       3.4.1.  Custody  
     3.5.  When a Bundle Reaches Its Destination  
     3.6.  Forwarding Strategies  
     3.7.  Queueing Policies  
   4.  Message Formats  
     4.1.  Header   
     4.2.  TLV Structure  
     4.3.  TLVs   
       4.3.1.  Hello TLV  
       4.3.2.  Error TLV  
       4.3.3.  Routing Information Base Dictionary TLV  
       4.3.4.  Routing Information Base TLV   
       4.3.5.  Bundle Offer and Response TLVs (Version 2)   
   5.  Detailed Operation   
     5.1.  High-Level State Tables  
     5.2.  Hello Procedure  
       5.2.1.  Hello Procedure State Tables   
     5.3.  Information Exchange Phase   
       5.3.1.  State Definitions for the Initiator Role   
       5.3.2.  State Definitions for the Listener Role  
       5.3.3.  Recommendations for Information Exchange Timer 
               Periods  
       5.3.4.  State Tables for Information Exchange  
     5.4.  Interaction with Nodes Using Version 1 of PRoPHET  
   6.  Security Considerations  
     6.1.  Attacks on the Operation of the Protocol   
       6.1.1.  Black-Hole Attack  
       6.1.2.  Limited Black-Hole Attack / Identity Spoofing  
       6.1.3.  Fake PRoPHET ACKs  
       6.1.4.  Bundle Store Overflow  
       6.1.5.  Bundle Store Overflow with Delivery Predictability 
               Manipulation   
     6.2.  Interactions with External Routing Domains   
   7.  IANA Considerations  
     7.1.  DTN Routing Protocol Number  



 
 

 

131 
 

     7.2.  PRoPHET Protocol Version   
     7.3.  PRoPHET Header Flags   
     7.4.  PRoPHET Result Field   
     7.5.  PRoPHET Codes for Success and Codes for Failure  
     7.6.  PRoPHET TLV Type   
     7.7.  Hello TLV Flags  
     7.8.  Error TLV Flags  
     7.9.  RIB Dictionary TLV Flags   
     7.10. RIB TLV Flags  
     7.11. RIB Flags  
     7.12. Bundle Offer and Response TLV Flags  
     7.13. Bundle Offer and Response B Flags  
   8.  Implementation Experience  
   9.  Deployment Experience  
   10. Acknowledgements   
   11. References   
     11.1. Normative References   
     11.2. Informative References   
   Appendix A.  PRoPHET Example   
   Appendix B.  Neighbor Discovery Example  
   Appendix C.  PRoPHET Parameter Calculation Example3   
  

                                            

3 This thesis includes only the first four chapters of the RFC6693 document. An entire version of the document 
can be found here: http://www.rfc-editor.org/rfc/rfc6693.txt 



 
 

 

132 
 

1.  Introduction 
 
   The Probabilistic Routing Protocol using History of Encounters and 
   Transitivity (PRoPHET) algorithm enables communication between 
   participating nodes wishing to communicate in an intermittently 
   connected network where at least some of the nodes are mobile. 
 
   One of the most basic requirements for "traditional" (IP) networking 
   is that there must exist a fully connected path between communication 
   endpoints for the duration of a communication session in order for 
   communication to be possible.  There are, however, a number of 
   scenarios where connectivity is intermittent so that this is not the 
   case (thus rendering the end-to-end use of traditional networking 
   protocols impossible), but where it still is desirable to allow 
   communication between nodes. 
 
 
   Consider a network of mobile nodes using wireless communication with 
   a limited range that is less than the typical excursion distances 
   over which the nodes travel.  Communication between a pair of nodes 
   at a particular instant is only possible when the distance between 
   the nodes is less than the range of the wireless communication.  This 
   means that, even if messages are forwarded through other nodes acting 
   as intermediate routes, there is no guarantee of finding a viable 
   continuous path when it is needed to transmit a message. 
 
   One way to enable communication in such scenarios is by allowing 
   messages to be buffered at intermediate nodes for a longer time than 
   normally occurs in the queues of conventional routers (cf. Delay- 
   Tolerant Networking [RFC4838]).  It would then be possible to exploit 
   the mobility of a subset of the nodes to bring messages closer to 
   their destination by transferring them to other nodes as they meet. 
   Figure 1 shows how the mobility of nodes in such a scenario can be 
   used to eventually deliver a message to its destination.  In this 
   figure, the four sub-figures (a) - (d) represent the physical 
   positions of four nodes (A, B, C, and D) at four time instants, 
   increasing from (a) to (d).  The outline around each letter 
   represents the range of the radio communication used for 
   communication by the nodes: communication is only possible when the 
   ranges overlap.  At the start time, node A has a message -- indicated 
   by an asterisk (*) next to that node -- to be delivered to node D, 
   but there does not exist a path between nodes A and D because of the 
   limited range of available wireless connections.  As shown in sub- 
   figures (a) - (d), the mobility of the nodes allows the message to 
   first be transferred to node B, then to node C, and when finally node 
   C moves within range of node D, it can deliver the message to its 
   final destination.  This technique is known as "transitive 
   networking". 
 
   Mobility and contact patterns in real application scenarios are 
   likely to be non-random, but rather be predictable, based on the 
   underlying activities of the higher-level application (this could, 
   for example, stem from human mobility having regular traffic patterns 
   based on repeating behavioral patterns (e.g., going to work or the 
   market and returning home) and social interactions, or from any 
   number of other node mobility situations where a proportion of nodes 
   are mobile and move in ways that are not completely random over time 
   but have a degree of predictability over time).  This means that if a 
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   node has visited a location or been in contact with a certain node 
   several times before, it is likely that it will visit that location 
   or meet that node again. 
 
   PRoPHET can also be used in some networks where such mobility as 
   described above does not take place.  Predictable patterns in node 
   contacts can also occur among static nodes where varying radio 
   conditions or power-saving sleeping schedules cause connection 
   between nodes to be intermittent. 
 
   In previously discussed mechanisms to enable communication in 
   intermittently connected networks, such as Epidemic Routing 
   [vahdat_00], very general approaches have been taken to the problem 
   at hand.  In an environment where buffer space and bandwidth are 
   infinite, epidemic routing will give an optimal solution to the 
   problem of routing in an intermittently connected network with regard 
   to message delivery ratio and latency.  However, in most cases, 
   neither bandwidth nor buffer space is infinite, but instead they are 
   rather scarce resources, especially in the case of sensor networks. 
 
   PRoPHET is fundamentally an epidemic protocol with strict pruning. 
   An epidemic protocol works by transferring its data to each and every 
   node it meets.  As data is passed from node to node, it is eventually 
   passed to all nodes, including the target node.  One of the 
   advantages of an epidemic protocol is that by trying every path, it 
   is guaranteed to try the best path.  One of the disadvantages of an 
   epidemic protocol is the extensive use of resources with every node 
   needing to carry every packet and the associated transmission costs. 
   PRoPHET's goal is to gain the advantages of an epidemic protocol 
   without paying the price in storage and communication resources 
   incurred by the basic epidemic protocol.  That is, PRoPHET offers an 
   alternative to basic epidemic routing, with lower demands on buffer 
   space and bandwidth, with equal or better performance in cases where 
   those resources are limited, and without loss of generality in 
   scenarios where it is suitable to use PRoPHET. 
 
   In a situation where PRoPHET is applicable, the patterns are expected 
   to have a characteristic time (such as the expected time between 
   encounters between mobile stations) that is in turn related to the 
   expected time that traffic will take to reach its destination in the 
   part of the network that is using PRoPHET.  This characteristic time 
   provides guidance for configuration of the PRoPHET protocol in a 
   network.  When appropriately configured, the PRoPHET protocol 
   effectively builds a local model of the expected patterns in the 
   network that can be used to optimize the usage of resources by 
   reducing the amount of traffic sent to nodes that are unlikely to 
   lead to eventual delivery of the traffic to its destination. 
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     +----------------------------+   +----------------------------+ 
     |                      ___   |   |                      ___   | 
     |      ___            /   \  |   |                     /   \  | 
     |     /   \          (  D  ) |   |                    (  D  ) | 
     |    (  B  )          \___/  |   |     ___             \___/  | 
     |     \___/    ___           |   |    /___\    ___            | 
     |___          /   \          |   |   (/ B*\)  /   \           | 
     |   \        (  C  )         |   |   (\_A_/) (  C  )          | 
     | A* )        \___/          |   |    \___/   \___/           | 
     |___/                        |   |                            | 
     +----------------------------+   +----------------------------+ 
              (a) Time t                     (b) Time (t + dt) 
     +----------------------------+   +----------------------------+ 
     |        _____         ___   |   |        ___           ___   | 
     |       / / \ \       /   \  |   |       /   \         /___\  | 
     |      ( (B C* )     (  D  ) |   |      (  B  )       (/ D*\) | 
     |       \_\_/_/       \___/  |   |       \___/        (\_C_/) | 
     |     ___                    |   |     ___             \___/  | 
     |    /   \                   |   |    /   \                   | 
     |   (  A  )                  |   |   (  A  )                  | 
     |    \___/                   |   |    \___/                   | 
     |                            |   |                            | 
     +----------------------------+   +----------------------------+ 
          (c) Time (t + 2*dt)               (d) Time (t + 3*dt) 
 
               Figure 1: Example of transitive communication 
 
   This document presents a framework for probabilistic routing in 
   intermittently connected networks, using an assumption of non-random 
   mobility of nodes to improve the delivery rate of messages while 
   keeping buffer usage and communication overhead at a low level. 
   First, a probabilistic metric called delivery predictability is 
   defined.  The document then goes on to define a probabilistic routing 
   protocol using this metric. 
 
1.1.  Relation to the Delay-Tolerant Networking Architecture 
 
   The Delay-Tolerant Networking (DTN) architecture [RFC4838] defines an 
   architecture for communication in environments where traditional 
   communication protocols cannot be used due to excessive delays, link 
   outages, and other extreme conditions.  The intermittently connected 
   networks considered here are a subset of those covered by the DTN 
   architecture.  The DTN architecture defines routes to be computed 
   based on a collection of "contacts" indicating the start time, 
   duration, endpoints, forwarding capacity, and latency of a link in 
   the topology graph.  These contacts may be deterministic or may be 
   derived from estimates.  The architecture defines some different 
   types of intermittent contacts.  The ones called "opportunistic" and 
   "predicted" are the ones addressed by this protocol. 
 
   Opportunistic contacts are those that are not scheduled, but rather 
   present themselves unexpectedly and frequently arise due to node 
   mobility.  Predicted contacts are like opportunistic contacts, but, 
   based on some information, it might be possible to draw some 
   statistical conclusion as to whether or not a contact will be present 
   soon. 
 
 



 
 

 

135 
 

   The DTN architecture also introduces the bundle protocol [RFC5050], 
   which provides a way for applications to "bundle" an entire session, 
   including both data and metadata, into a single message, or bundle, 
   that can be sent as a unit.  The bundle protocol also provides end- 
   to-end addressing and acknowledgments.  PRoPHET is specifically 
   intended to provide routing services in a network environment that 
   uses bundles as its data transfer mechanism but could be also be used 
   in other intermittent environments. 
 
1.2.  Applicability of the Protocol 
 
   The PRoPHET routing protocol is mainly targeted at situations where 
   at least some of the nodes are mobile in a way that creates 
   connectivity patterns that are not completely random over time but 
   have a degree of predictability.  Such connectivity patterns can also 
   occur in networks where nodes switch off radios to preserve power. 
   Human mobility patterns (often containing daily or weekly periodic 
   activities) provide one such example where PRoPHET is expected to be 
   applicable, but the applicability is not limited to scenarios 
   including humans. 
 
   In order for PRoPHET to benefit from such predictability in the 
   contact patterns between nodes, it is expected that the network exist 
   under similar circumstances over a longer timescale (in terms of node 
   encounters) so that the predictability can be accurately estimated. 
 
   The PRoPHET protocol expects nodes to be able to establish a local 
   TCP link in order to exchange the information needed by the PRoPHET 
   protocol.  Protocol signaling is done out-of-band over this TCP link, 
   without involving the bundle protocol agent [RFC5050].  However, the 
   PRoPHET protocol is expected to interact with the bundle protocol 
   agent to retrieve information about available bundles as well as to 
   request that a bundle be sent to another node (it is expected that 
   the associated bundle protocol agents are then able to establish a 
   link (probably over the TCP convergence layer [CLAYER]) to perform 
   this bundle transfer). 
 
   TCP provides a reliable bidirectional channel between two peers and 
   guarantees in-order delivery of transmitted data.  When using TCP, 
   the guarantee of reliable, in-order delivery allows information 
   exchanges of each category of information to be distributed across 
   several messages without requiring the PRoPHET protocol layer to be 
   concerned that all messages have been received before starting the 
   exchange of the next category of information.  At most, the last 
   message of the category needs to be marked as such.  This allows the 
   receiver to process earlier messages while waiting for additional 
   information and allows implementations to limit the size of messages 
   so that IP fragmentation will be avoided and memory usage can be 
   optimized if necessary.  However, implementations MAY choose to build 
   a single message for each category of information that is as large as 
   necessary and rely on TCP to segment the message. 
 
   While PRoPHET is currently defined to run over TCP, in future 
   versions the information exchange may take place over other transport 
   protocols, and these may not provide message segmentation or 
   reliable, in-order delivery.  The simple message division used with 
   TCP MUST NOT be used when the underlying transport does not offer 
   reliable, in-order delivery, as it would be impossible to verify that 
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   all the messages had arrived.  Hence, the capability is provided to 
   segment protocol messages into submessages directly in the PRoPHET 
   layer.  Submessages are provided with sequence numbers, and this, 
   together with a capability for positive acknowledgements, would allow 
   PRoPHET to operate over an unreliable protocol such as UDP or 
   potentially directly over IP. 
 
   Since TCP offers reliable delivery, it is RECOMMENDED that the 
   positive acknowledgment capability is not used when PRoPHET is run 
   over a TCP transport or similar protocol.  When running over TCP, 
   implementations MAY safely ignore positive acknowledgments. 
 
   Whatever transport protocol is used, PRoPHET expects to use a 
   bidirectional link for the information exchange; this allows for the 
   information exchange to take place in both directions over the same 
   link avoiding the need to establish a second link for information 
   exchange in the reverse direction. 
 
   In a large Delay- and Disruption-Tolerant Network (DTN), network 
   conditions may vary widely, and in different parts of the network, 
   different routing protocols may be appropriate.  In this 
   specification, we consider routing within a single "PRoPHET zone", 
   which is a set of nodes among which messages are routed using 
   PRoPHET.  In many cases, a PRoPHET zone will not span the entire DTN, 
   but there will be other parts of the network with other 
   characteristics that run other routing protocols.  To handle this, 
   there may be nodes within the zone that act as gateways to other 
   nodes that are the destinations for bundles generated within the zone 
   or that insert bundles into the zone.  Thus, PRoPHET is not 
   necessarily used end-to-end, but only within regions of the network 
   where its use is appropriate. 
 
1.3.  PRoPHET as Compared to Regular Routing Protocols 
 
   While PRoPHET uses a mechanism for pruning the epidemic forwarding 
   tree that is similar to the mechanism used in metric-based vector 
   routing protocols (where the metric might be distance or cost), it 
   should not be confused with a metric vector protocol. 
 
   In a traditional metric-based vector routing protocol, the 
   information passed from node to node is used to create a single non- 
   looping path from source to destination that is optimal given the 
   metric used.  The path consists of a set of directed edges selected 
   from the complete graph of communications links between the network 
   nodes. 
 
   In PRoPHET, that information is used to prune the epidemic tree of 
   paths by removing paths that look less likely to provide an effective 
   route for delivery of data to its intended destination.  One of the 
   effects of this difference is that the regular notions of split 
   horizon, as described in [RFC1058], do not apply to PRoPHET.  The 
   purpose of split horizon is to prevent a distance vector protocol 
   from ever passing a packet back to the node that sent it the packet 
   because it is well known that the source does not lie in that 
   direction as determined when the directed path was computed. 
 
   In an epidemic protocol, where that previous system already has the 
   data, the notion of passing the data back to the node is redundant: 
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   the protocol can readily determine that such a transfer is not 
   required.  Further, given the mobility and constant churn of 
   encounters possible in a DTN that is dominated by opportunistic 
   encounters, it is quite possible that, on a future encounter, the 
   node might have become a better option for reaching the destination. 
   Such a later encounter may require a re-transfer of the data if 
   resource constraints have resulted in the data being deleted from the 
   original carrier between the encounters. 
 
   The logic of metric routing protocols does not map directly onto the 
   family of epidemic protocols.  In particular, it is inappropriate to 
   try to assess such protocols against the criteria used to assess 
   conventional routing protocols such as the metric vector protocols; 
   this is not to say that the family of epidemic protocols do not have 
   weaknesses but they have to be considered independently of 
   traditional protocols. 
 
1.4.  Requirements Notation 
 
   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT", 
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this 
   document are to be interpreted as described in RFC 2119 [RFC2119]. 
 
2.  Architecture 
 
2.1.  PRoPHET 
 
   This section presents an overview of the main architecture of 
   PRoPHET, a Probabilistic Routing Protocol using History of Encounters 
   and Transitivity.  The protocol leverages the observations made on 
   the non-randomness of mobility patterns present in many application 
   scenarios to improve routing performance.  Instead of doing blind 
   epidemic replication of bundles through the network as previous 
   protocols have done, it applies "probabilistic routing". 
 
   To accomplish this, a metric called "delivery predictability", 
   0 <= P_(A,B) <= 1, is established at every node A for each known 
   destination B.  This metric is calculated so that a node with a 
   higher value for a certain destination is estimated to be a better 
   candidate for delivering a bundle to that destination (i.e., if 
   P_(A,B)>P_(C,B), bundles for destination B are preferable to forward 
   to A rather than C).  It is later used when making forwarding 
   decisions.  As routes in a DTN are likely to be asymmetric, the 
   calculation of the delivery predictability reflects this, and P_(A,B) 
   may be different from P_(B,A). 
 
   The delivery predictability values in each node evolve over time both 
   as a result of decay of the metrics between encounters between nodes 
   and due to changes resulting from encounters when metric information 
   for the encountered node is updated to reflect the encounter and 
   metric information about other nodes is exchanged. 
 
   When two PRoPHET nodes have a communication opportunity, they 
   initially enter a two-part Information Exchange Phase (IEP).  In the 
   first part of the exchange, the delivery predictabilities for all 
   destinations known by each node are shared with the encountered node. 
   The exchanged information is used by each node to update the internal 
   delivery predictability vector as described below.  After that, the 
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   nodes exchange information (including destination and size) about the 
   bundles each node carries, and the information is used in conjunction 
   with the updated delivery predictabilities to decide which bundles to 
   request to be forwarded from the other node based on the forwarding 
   strategy used (as discussed in Section 2.1.4).  The forwarding of 
   bundles is carried out in the latter part of the Information Exchange 
   Phase. 
 
 
2.1.1.  Characteristic Time Interval 
 
   When an application scenario makes PRoPHET applicable, the mobility 
   pattern will exhibit a characteristic time interval that reflects the 
   distribution of time intervals between encounters between nodes.  The 
   evolution of the delivery predictabilities, which reflects this 
   mobility pattern, should reflect this same characteristic time 
   interval.  Accordingly, the parameters used in the equations that 
   specify the evolution of delivery predictability (see Section 2.1.2) 
   need to be configured appropriately so that the evolution reflects a 
   model of the mobility pattern. 
 
2.1.2.  Delivery Predictability Calculation 
 
   As stated above, PRoPHET relies on calculating a metric based on the 
   probability of encountering a certain node, and using that to support 
   the decision of whether or not to forward a bundle to a certain node. 
   This section describes the operations performed on the metrics stored 
   in a node when it encounters another node and a communications 
   opportunity arises.  In the operations described by the equations 
   that follow, the updates are being performed by node A, P_(A,B) is 
   the delivery predictability value that node A will have stored for 
   the destination B after the encounter, and P_(A,B)_old is the 
   corresponding value that was stored before the encounter.  If no 
   delivery predictability value is stored for a particular destination 
   B, P_(A,B) is considered to be zero. 
 
   As a special case, the metric value for a node itself is always 
   defined to be 1 (i.e., P_(A,A)=1). 
 
   The equations use a number of parameters that can be selected to 
   match the characteristics of the mobility pattern in the PRoPHET zone 
   where the node is located (see Section 2.1.1).  Recommended settings 
   for the various parameters are given in Section 3.3.  The impact on 
   the evolution of delivery predictabilities if encountering nodes have 
   different parameter setting is discussed in Section 2.1.2.1. 
 
   The calculation of the updates to the delivery predictabilities 
   during an encounter has three parts. 
 
   When two nodes meet, the first thing they do is to update the 
   delivery predictability for each other, so that nodes that are often 
   encountered have a high delivery predictability.  If node B has not 
   met node A for a long time or has never met node B, such that 
   P_(A,B) < P_first_threshold, then P_(A,B) should be set to 
   P_encounter_first.  Because PRoPHET generally has no prior knowledge 
   about whether this is an encounter that will be repeated relatively 
   frequently or one that will be a rare event, P_encounter_first SHOULD 
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   be set to 0.5 unless the node has extra information obtained other 
   than through the PRoPHET protocol about the likelihood of future 
   encounters.  Otherwise, P_(A,B) should be calculated as shown in 
   Equation 1, where 0 <= P_encounter <= 1 is a scaling factor setting 
   the rate at which the predictability increases on encounters after 
   the first, and delta is a small positive number that effectively sets 
   an upper bound for P_(A,B).  The limit is set so that 
   predictabilities between different nodes stay strictly less than 1. 
   The value of delta should normally be very small (e.g., 0.01) so as 
   not to significantly restrict the range of available 
   predictabilities, but it can be chosen to make calculations efficient 
   where this is important. 
 
   P_(A,B) = 
   P_(A,B)_old + ( 1 - delta - P_(A,B)_old ) * P_encounter  (Eq. 1) 
 
   There are practical circumstances where an encounter that is 
   logically a single encounter in terms of the proximity of the node 
   hardware and/or from the point of view of the human users of the 
   nodes results in several communication opportunities closely spaced 
   in time.  For example, mobile nodes communicating with each other 
   using Wi-Fi ad hoc mode may produce apparent multiple encounters with 
   a short interval between them but these are frequently due to 
   artifacts of the underlying physical network when using wireless 
   connections, where transmission problems or small changes in location 
   may result in repeated reconnections.  In this case, it would be 
   inappropriate to increase the delivery predictability by the same 
   amount for each opportunity as it would be increased when encounters 
   occur at longer intervals in the normal mobility pattern. 
 
   In order to reduce the distortion of the delivery predictability in 
   these circumstances, P_encounter is a function of the interval since 
   the last encounter resulted in an update of the delivery 
   predictabilities.  The form of the function is as shown in Figure 2. 
 
              P_encounter 
                   ^ 
                   | 
   P_encounter_max +  -  - .------------------------------------- 
                   |      / 
                   |     / . 
                   |    / 
                   |   /   . 
                   |  / 
                   | /     . 
                   |/ 
                   +-------+-------------------------------------> I 
                          I_typ 
 
          Figure 2: P_encounter as function of time interval, I, 
                              between updates 
 
   The form of the function is chosen so that both the increase of 
   P_(A,B) resulting from Equation 1 and the decrease that results from 
   Equation 2 are related to the interval between updates for short 
   intervals.  For intervals longer than the "typical" time (I_typ) 
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   between encounters, P_encounter is set to a fixed value 
   P_encounter_max.  The break point reflects the transition between the 
   "normal" communication opportunity regime (where opportunities result 
   from the overall mobility pattern) and the closely spaced 
   opportunities that result from what are effectively local artifacts 
   of the wireless technology used to deliver those opportunities. 
 
   P_encounter_max is chosen so that the increment in P_(A,B) provided 
   by Equation 1 significantly exceeds the decay of the delivery 
   predictability over the typical interval between encounters resulting 
   from Equation 2. 
 
   Making P_encounter dependent on the interval time also avoids 
   inappropriate extra increments of P_(A,B) in situations where node A 
   is in communication with several other nodes simultaneously.  In this 
   case, updates from each of the communicating nodes have to be 
   distributed to the other nodes, possibly leading to several updates 
   being carried out in a short period.  This situation is discussed in 
   more detail in Section 3.2.2. 
 
   If a pair of nodes do not encounter each other during an interval, 
   they are less likely to be good forwarders of bundles to each other, 
   thus the delivery predictability values must age, being reduced in 
   the process.  The second part of the updates of the metric values is 
   application of the aging equation shown in Equation 2, where 
   0 <= gamma <= 1 is the aging constant, and K is the number of time 
   units that have elapsed since the last time the metric was aged.  The 
 
   time unit used can differ and should be defined based on the 
   application and the expected delays in the targeted network. 
 
   P_(A,B) = P_(A,B)_old * gamma^K  (Eq. 2) 
 
   The delivery predictabilities are aged according to Equation 2 before 
   being passed to an encountered node so that they reflect the time 
   that has passed since the node had its last encounter with any other 
   node.  The results of the aging process are sent to the encountered 
   peer for use in the next stage of the process.  The aged results 
   received from node B in node A are referenced as P_(B,x)_recv. 
 
   The delivery predictability also has a transitive property that is 
   based on the observation that if node A frequently encounters node B, 
   and node B frequently encounters node C, then node C probably is a 
   good node to which to forward bundles destined for node A. 
    Equation 3 shows how this transitivity affects the delivery 
   predictability, where 0 <= beta <= 1 is a scaling constant that 
   controls how large an impact the transitivity should have on the 
   delivery predictability. 
 
   P_(A,C) = MAX( P_(A,C)_old, P_(A,B) * P_(B,C)_recv * beta )  (Eq. 3) 
 
   Node A uses Equation 3 and the metric values received from the 
   encountered node B (e.g., P_(B,C)_recv) in the third part of updating 
   the metric values stored in node A. 
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2.1.2.1.  Impact of Encounters between Nodes with Different Parameter 
          Settings 
 
   The various parameters used in the three equations described in 
   Section 2.1.2 are set independently in each node, and it is therefore 
   possible that encounters may take place between nodes that have been 
   configured with different values of the parameters.  This section 
   considers whether this could be problematic for the operation of 
   PRoPHET in that zone. 
 
   It is desirable that all the nodes operating in a PRoPHET zone should 
   use closely matched values of the parameters and that the parameters 
   should be set to values that are appropriate for the operating zone. 
   More details of how to select appropriate values are given in 
   Section 3.3.  Using closely matched values means that delivery 
   predictabilities will evolve in the same way in each node, leading to 
   consistent decision making about the bundles that should be exchanged 
   during encounters. 
 
   Before going on to consider the impact of reasonable but different 
   settings, it should be noted that malicious nodes can use 
   inappropriate settings of the parameters to disrupt delivery of 
   bundles in a PRoPHET zone as described in Section 6. 
 
   Firstly and importantly, use of different, but legitimate, settings 
   in encountering nodes will not cause problems in the protocol itself. 
   Apart from P_encounter_first, the other parameters control the rate 
   of change of the metric values or limit the range of valid values 
   that will be stored in a node.  None of the calculations in a node 
   will be invalidated or result in illegal values if the metric values 
   received from another node were calculated using different 
   parameters.  Furthermore, the protocol is designed so that it is not 
   possible to carry delivery predictabilities outside the permissible 
   range of 0 to 1. 
 
   A node MAY consider setting received values greater than (1 - delta) 
   to (1 - delta) if this would simplify operations.  However, there are 
   some special situations where it may be appropriate for the delivery 
   predictability for another node to be 1.  For example, if a DTN using 
   PRoPHET has multiple gateways to the continuously connected Internet, 
   the delivery predictability seen from PRoPHET in one gateway for the 
   other gateway nodes can be taken as 1 since they are permanently 
   connected through the Internet.  This would allow traffic to be 
   forwarded into the DTN through the most advantageous gateway even if 
   it initially arrives at another gateway. 
 
   Simulation work indicates that the update calculations are quite 
   stable in the face of changes to the rate parameters, so that minor 
   discrepancies will not have a major impact on the performance of the 
   protocol.  The protocol is explicitly designed to deal with 
   situations where there are random factors in the opportunistic nature 
   of node encounters, and this randomness dominates over the 
   discrepancies in the parameters. 
 
   More major discrepancies may lead to suboptimal behavior of the 
   protocol, as certain paths might be more preferred or more deprecated 
   inappropriately.  However, since the protocol overall is epidemic in 
   nature, this would not generally lead to non-delivery of bundles, as 
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   they would also be passed to other nodes and would still be 
   delivered, though possibly not on the optimal path. 
 
 
 
2.1.3.  Optional Delivery Predictability Optimizations 
 
2.1.3.1.  Smoothing 
 
   To give the delivery predictability a smoother rate of change, a node 
   MAY apply one of the following methods: 
 
   1.  Keep a list of NUM_P values for each destination instead of only 
       a single value.  (The recommended value is 4, which has been 
       shown in simulations to give a good trade-off between smoothness 
       and rate of response to changes.)  The list is held in order of 
       acquisition.  When a delivery predictability is updated, the 
       value at the "newest" position in the list is used as input to 
       the equations in Section 2.1.2.  The oldest value in the list is 
       then discarded and the new value is written in the "newest" 
       position of the list.  When a delivery predictability value is 
       needed (either for sending to a peering PRoPHET node, or for 
       making a forwarding decision), the average of the values in the 
       list is calculated, and that value is then used.  If less than 
       NUM_P values have been entered into the list, only the positions 
       that have been filled should be used for the averaging. 
 
   2.  In addition to keeping the delivery predictability as described 
       in Section 2.1.2, a node MAY also keep an exponential weighted 
       moving average (EWMA) of the delivery predictability.  The EWMA 
       is then used to make forwarding decisions and to report to 
       peering nodes, but the value calculated according to 
       Section 2.1.2 is still used as input to the calculations of new 
       delivery predictabilities.  The EWMA is calculated according to 
       Equation 4, where 0 <= alpha <= 1 is the weight of the most 
       current value. 
 
   P_ewma = P_ewma_old * (1 - alpha) + P * alpha  (Eq. 4) 
 
   The appropriate choice of alpha may vary depending on application 
   scenario circumstances.  Unless prior knowledge of the scenario is 
   available, it is suggested that alpha is set to 0.5. 
 
2.1.3.2.  Removal of Low Delivery Predictabilities 
 
   To reduce the data to be transferred between two nodes, a node MAY 
   treat delivery predictabilities smaller than P_first_threshold, where 
   P_first_threshold is a small number, as if they were zero, and thus 
   they do not need to be stored or included in the list sent during the 
   Information Exchange Phase.  If this optimization is used, care must 
   be taken to select P_first_threshold to be smaller than delivery 
   predictability values normally present in the network for 
   destinations for which this node is a forwarder.  It is possible that 
   P_first_threshold could be calculated based on delivery 
   predictability ranges and the amount they change historically, but 
   this has not been investigated yet. 
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2.1.4.  Forwarding Strategies and Queueing Policies 
 
   In traditional routing protocols, choosing where to forward a message 
   is usually a simple task; the message is sent to the neighbor that 
   has the path to the destination with the lowest cost (often the 
   shortest path).  Normally, the message is also sent to only a single 
   node since the reliability of paths is relatively high.  However, in 
   the settings we envision here, things are radically different.  The 
   first possibility that must be considered when a bundle arrives at a 
   node is that there might not be a path to the destination available, 
   so the node has to buffer the bundle, and upon each encounter with 
   another node, the decision must be made whether or not to transfer a 
   particular bundle.  Furthermore, having duplicates of messages (on 
   different nodes, as the bundle offer/request mechanism described in 
   Section 4.3.5 ensures that a node does not receive a bundle it 
   already carries) may also be sensible, as forwarding a bundle to 
   multiple nodes can increase the delivery probability of that bundle. 
 
   Unfortunately, these decisions are not trivial to make.  In some 
   cases, it might be sensible to select a fixed threshold and only give 
   a bundle to nodes that have a delivery predictability over that 
   threshold for the destination of the bundle.  On the other hand, when 
   encountering a node with a low delivery predictability, it is not 
   certain that a node with a higher metric will be encountered within a 
   reasonable time.  Thus, there can also be situations where we might 
   want to be less strict in deciding who to give bundles to. 
   Furthermore, there is the problem of deciding how many nodes to give 
   a certain bundle to.  Distributing a bundle to a large number of 
   nodes will of course increase the probability of delivering that 
   particular bundle to its destination, but this comes at the cost of 
   consuming more system resources for bundle storage and possibly 
   reducing the probability of other bundles being delivered.  On the 
   other hand, giving a bundle to only a few nodes (maybe even just a 
   single node) will use less system resources, but the probability of 
   delivering a bundle is lower, and the delay incurred is high. 
 
   When resources are constrained, nodes may suffer from storage 
   shortage, and may have to drop bundles before they have been 
   delivered to their destinations.  They may also wish to consider the 
   length of bundles being offered by an encountered node before 
   accepting transfer of the bundle in order to avoid the need to drop 
   the new bundle immediately or to ensure that there is adequate space 
   to hold the bundle offered, which might require other bundles to be 
   dropped.  As with the decision as to whether or not to forward a 
   bundle, deciding which bundles to accept and/or drop to still 
   maintain good performance might require different policies in 
   different scenarios. 
 
   Nodes MAY define their own forwarding strategies and queueing 
   policies that take into account the special conditions applicable to 
   the nodes, and local resource constraints.  Some default strategies 
   and policies that should be suitable for most normal operations are 
   defined in Section 3.6 and Section 3.7. 
 
2.2.  Bundle Protocol Agent to Routing Agent Interface 
 
   The bundle protocol [RFC5050] introduces the concept of a "bundle 
   protocol agent" that manages the interface between applications and 
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   the "convergence layers" that provide the transport of bundles 
   between nodes during communication opportunities.  This specification 
   extends the bundle protocol agent with a routing agent that controls 
   the actions of the bundle protocol agent during an (opportunistic) 
   communications opportunity. 
 
   This specification defines the details of the PRoPHET routing agent, 
   but the interface defines a more general interface that is also 
   applicable to alternative routing protocols. 
 
   To enable the PRoPHET routing agent to operate properly, it must be 
   aware of the bundles stored at the node, and it must also be able to 
   tell the bundle protocol agent of that node to send a bundle to a 
   peering node.  Therefore, the bundle protocol agent needs to provide 
   the following interface/functionality to the routing agent: 
 
   Get Bundle List 
        Returns a list of the stored bundles and their attributes to the 
        routing agent. 
 
   Send Bundle 
        Makes the bundle protocol agent send a specified bundle. 
 
   Accept Bundle 
        Gives the bundle protocol agent a new bundle to store. 
 
   Bundle Delivered 
        Tells the bundle protocol agent that a bundle was delivered to 
        its destination. 
 
   Drop Bundle Advice 
        Advises the bundle protocol agent that a specified bundle should 
        not be offered for forwarding in future and may be dropped by 
        the bundle protocol agent if appropriate. 
  
   Route Import 
        Can be used by a gateway node in a PRoPHET zone to import 
        reachability information about endpoint IDs (EIDs) that are 
        external to the PRoPHET zone.  Translation functions dependent 
        on the external routing protocol will be used to set the 
        appropriate delivery predictabilities for imported destinations 
        as described in Section 2.3. 
 
   Route Export 
        Can be used by a gateway node in a PRoPHET zone to export 
        reachability information (destination EIDs and corresponding 
        delivery predictabilities) for use by routing protocols in other 
        parts of the DTN. 
 
      Implementation Note: Depending on the distribution of functions in 
      a complete bundle protocol agent supporting PRoPHET, reception and 
      delivery of bundles may not be carried out directly by the PRoPHET 
      module.  In this case, PRoPHET can inform the bundle protocol 
      agent about bundles that have been requested from communicating 
      nodes.  Then, the Accept Bundle and Bundle Delivered functions can 
      be implemented as notifications of the PRoPHET module when the 
      relevant bundles arrive at the node or are delivered to local 
      applications. 
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2.3.  PRoPHET Zone Gateways 
 
   PRoPHET is designed to handle routing primarily within a "PRoPHET 
   zone", i.e., a set of nodes that all implement the PRoPHET routing 
   scheme.  However, since we recognize that a PRoPHET routing zone is 
   unlikely to encompass an entire DTN, there may be nodes within the 
   zone that act as gateways to other nodes that are the destinations 
   for bundles generated within the zone or that insert bundles into the 
   zone. 
 
   PRoPHET MAY elect to export and import routes across a bundle 
   protocol agent interface.  The delivery predictability to use for 
   routes that are imported depends on the routing protocol used to 
   manage those routes.  If a translation function between the external 
   routing protocol and PRoPHET exists, it SHOULD be used to set the 
   delivery predictability.  If no such translation function exists, the 
   delivery predictability SHOULD be set to 1.  For those routes that 
   are exported, the current delivery predictability will be exported 
   with the route. 
 
 
2.4.  Lower-Layer Requirements and Interface 
 
   PRoPHET can be run on a large number of underlying networking 
   technologies.  To accommodate its operation on all kinds of lower 
   layers, it requires the lower layers to provide the following 
   functionality and interfaces. 
 
   Neighbor discovery and maintenance 
        A PRoPHET node needs to know the identity of its neighbors and 
        when new neighbors appear and old neighbors disappear.  Some 
        wireless networking technologies might already contain 
        mechanisms for detecting neighbors and maintaining this state. 
        To avoid redundancies and inefficiencies, neighbor discovery is 
        thus not included as a part of PRoPHET, but PRoPHET relies on 
        such a mechanism in lower layers.  The lower layers MUST provide 
        the two functions listed below.  If the underlying networking 
        technology does not support such services, a simple neighbor 
        discovery scheme using local broadcasts of beacon messages could 
        be run in between PRoPHET and the underlying layer.  An example 
        of a simple neighbor discovery mechanism that could be used is 
        in Appendix B. 
 
        New Neighbor 
             Signals to the PRoPHET agent that a new node has become a 
             neighbor.  A neighbor is defined here as another node that 
             is currently within communication range of the wireless 
             networking technology in use.  The PRoPHET agent should now 
             start the Hello procedure as described in Section 5.2. 
 
        Neighbor Gone 
             Signals to the PRoPHET agent that one of its neighbors has 
             left. 
 
   Local Address 
        An address used by the underlying communication layer (e.g., an 
        IP or Media Access Control (MAC) address) that identifies the 
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        sender address of the current message.  This address must be 
        unique among the nodes that can currently communicate and is 
        only used in conjunction with an Instance Number to identify a 
        communicating pair of nodes as described in Section 4.1.  This 
        address and its format is dependent on the communication layer 
        that is being used by the PRoPHET layer. 
  
3.  Protocol Overview 
 
   The PRoPHET protocol involves two principal phases: 
 
   o  becoming aware of new neighbors that implement the protocol and 
      establishing a point-to-point connection between each pair of 
      encountering nodes, and 
 
   o  using the connection for information exchange needed to establish 
      PRoPHET routing and to exchange bundles. 
 
3.1.  Neighbor Awareness 
 
   Since the operation of the protocol is dependent on the encounters of 
   nodes running PRoPHET, the nodes must be able to detect when a new 
   neighbor is present.  The protocol may be run on several different 
   networking technologies, and as some of them might already have 
   methods available for detecting neighbors, PRoPHET does not include a 
   mechanism for neighbor discovery.  Instead, it requires the 
   underlying layer to provide a mechanism to notify the protocol of 
   when neighbors appear and disappear as described in Section 2.4. 
 
   When a new neighbor has been detected, the protocol starts to set up 
   a link with that node through the Hello message exchange as described 
   in Section 5.2.  The Hello message exchange allows for negotiation of 
   capabilities between neighbors.  At present, the only capability is a 
   request that the offering node should or should not include bundle 
   payload lengths with all offered bundles rather than just for 
   fragments.  Once the link has been set up, the protocol may continue 
   to the Information Exchange Phase (see Section 3.2).  Once this has 
   been completed, the nodes will normally recalculate the delivery 
   predictabilities using the equations and mechanisms described in 
   Sections 2.1.2 and 2.1.3. 
 
   As described in Section 2.1.2, there are some circumstances in which 
   a single logical encounter may result in several actual communication 
   opportunities.  To avoid the delivery predictability of the 
   encountered node being increased excessively under these 
   circumstances, the value of P_encounter is made dependent on the 
   interval time between delivery predictability updates when the 
   interval is less than the typical interval between encounters, but it 
   is a constant for longer intervals. 
 
   In order to make use of this time dependence, PRoPHET maintains a 
   list of recently encountered nodes identified by the Endpoint 
   Identifier (EID) that the node uses to identify the communication 
   session and containing the start time of the last communication 
   session with that node.  The size of this list is controlled because 
   nodes that are not in contact and that started their last connection 
   more than a time I_typ before the present can be dropped from the 
   list.  It also maintains a record of the time at which the decay 
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   function (Equation 2) was last applied to the delivery 
   predictabilities in the node. 
 
3.2.  Information Exchange Phase 
 
   The Information Exchange Phase involves two parts: 
 
   o  establishing the Router Information Base (RIB Exchange Sub-Phase), 
      and 
 
   o  exchanging bundles using this information (Bundle Passing Sub- 
      Phase). 
 
   Four types of information are exchanged during this process: 
 
   o  Routing Information Base Dictionary (RIB Dictionary or RIBD), 
 
   o  Routing Information Base (RIB), 
 
   o  Bundle Offers, and 
 
   o  Bundle Responses. 
 
   During a communication opportunity, several sets of each type of 
   information may be transferred in each direction as explained in the 
   rest of this section.  Each set can be transferred in one or more 
   messages.  When (and only when) using a connection-oriented reliable 
   transport protocol such as TCP as envisaged in this document, a set 
   can be partitioned across messages by the software layer above the 
   PRoPHET protocol engine. 
 
   In this case, the last message in a set is flagged in the protocol. 
   This allows the higher-level software to minimize the buffer memory 
   requirements by avoiding the need to build very large messages in one 
   go and allows the message size to be controlled outside of PRoPHET. 
   However, this scheme is only usable if the transport protocol 
   provides reliable, in-order delivery of messages, as the messages are 
   not explicitly sequence numbered and the overall size of the set is 
   not passed explicitly. 
 
   The specification of PRoPHET also provides a submessage mechanism and 
   retransmission that allows large messages specified by the higher 
   level to be transmitted in smaller chunks.  This mechanism was 
   originally provided to allow PRoPHET to operate over unreliable 
   transport protocols such as UDP, but can also be used with reliable 
   transports if the higher-level software does not want to handle 
   message fragmentation.  However, the sequencing and length adds 
   overhead that is redundant if the transport protocol already provides 
   reliable, in-order delivery. 
 
   The first step in the Information Exchange Phase is for the protocol 
   to send one or more messages containing a RIB Dictionary TLV (Type- 
   Length-Value message component) to the node with which it is peering. 
   This set of messages contain a dictionary of the Endpoint Identifiers 
   (EIDs) of the nodes that will be listed in the Routing Information 
   Base (RIB); see Section 3.2.1 for more information about this 
   dictionary.  After this, one or more messages containing a Routing 
   Information Base TLV are sent.  This TLV contains a list of the EIDs 
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   that the node has knowledge of, and the corresponding delivery 
   predictabilities for those nodes, together with flags describing the 
   capabilities of the sending node.  Upon reception of a complete set 
   of these messages, the peer node updates its delivery predictability 
   table according to the equations in Section 2.1.2.  The peer node 
   then applies its forwarding strategy (see Section 2.1.4) to determine 
   which of its stored bundles it wishes to offer the node that sent the 
   RIB; that node will then be the receiver for any bundles to be 
   transferred. 
 
   After making this decision, one or more Bundle Offer TLVs are 
   prepared, listing the bundle identifiers and their destinations for 
   all bundles the peer node wishes to offer to the receiver node that 
   sent the RIB.  As described in [RFC5050], a bundle identifier 
   consists of up to five component parts.  For a complete bundle, the 
   identifier consists of 
 
   o  source EID, 
 
   o  creation timestamp - time of creation, and 
 
   o  creation timestamp - sequence number. 
 
   Additionally, for a bundle fragment, the identifier also contains 
 
   o  offset within the payload at which the fragment payload data 
      starts, and 
 
   o  length of the fragment payload data. 
 
   If any of the Bundle Offer TLVs lists a bundle for which the source 
   or destination EID was not included in the previous set of RIBD 
   information sent, one or more new RIBD TLVs are sent next with an 
   incremental update of the dictionary.  When the receiver node has a 
   dictionary with all necessary EIDs, the Bundle Offer TLVs are sent to 
   it.  The Bundle Offer TLVs also contain a list of PRoPHET ACKs (see 
   Section 3.5).  If requested by the receiver node during the Hello 
   phase, the Bundle Offer TLV will also specify the payload length for 
   all bundles rather than for just fragments.  This information can be 
   used by the receiving node to assist with the selection of bundles to 
   be accepted from the offered list, especially if the available bundle 
   storage capacity is limited. 
 
   The receiving node then examines the list of offered bundles and 
   selects bundles that it will accept according to its own policies, 
   considering the bundles already present in the node and the current 
   availability of resources in the node.  The list is sorted according 
   to the priority that the policies apply to the selected bundles, with 
   the highest priority bundle first in the list.  The offering node 
   will forward the selected bundles in this order.  The prioritized 
   list is sent to the offering node in one or more Bundle Response TLVs 
   using the same EID dictionary as was used for the Bundle Offer TLV. 
 
   When a new bundle arrives at a node, the node MAY inspect its list of 
   available neighbors, and if one of them is a candidate to forward the 
   bundle, a new Bundle Offer TLV MAY be sent to that node.  If two 
   nodes remain connected over a longer period of time, the Information 
   Exchange Phase will be periodically re-initiated to allow new 
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   delivery predictability information to be spread through the network 
   and new bundle exchanges to take place. 
 
   The Information Exchange Phase of the protocol is described in more 
   detail in Section 5.3. 
 
3.2.1.  Routing Information Base Dictionary 
 
   To reduce the overhead of the protocol, the Routing Information Base 
   and Bundle Offer/Response TLVs utilize an EID dictionary.  This 
   dictionary maps variable-length EIDs (as defined in [RFC4838]), which 
   may potentially be quite long, to shorter numerical identifiers, 
   coded as Self-Delimiting Numeric Values (SDNVs -- see Section 4.1. of 
   RFC 5050 [RFC5050]), which are used in place of the EIDs in 
   subsequent TLVs. 
 
   This dictionary is a shared resource between the two peering nodes. 
   Each can add to the dictionary by sending a RIB Dictionary TLV to its 
   peer.  To allow either node to add to the dictionary at any time, the 
   identifiers used by each node are taken from disjoint sets: 
   identifiers originated by the node that started the Hello procedure 
   have the least significant bit set to 0 (i.e., are even numbers) 
   whereas those originated by the other peer have the least significant 
   bit set to 1 (i.e., are odd numbers).  This means that the dictionary 
   can be expanded by either node at any point in the Information 
   Exchange Phase and the new identifiers can then be used in subsequent 
   TLVs until the dictionary is re-initialized. 
 
   The dictionary that is established only persists through a single 
   encounter with a node (i.e., while the same link set up by the Hello 
   procedure, with the same instance numbers, remains open). 
 
   Having more then one identifier for the same EID does not cause any 
   problems.  This means that it is possible for the peers to create 
   their dictionary entries independently if required by an 
   implementation, but this may be inefficient as a dictionary entry for 
   an EID might be sent in both directions between the peers. 
   Implementers can choose to inspect entries sent by the node that 
   started the Hello procedure and thereby eliminate any duplicates 
   before sending the dictionary entries from the other peer.  Whether 
   postponing sending the other peer's entries is more efficient depends 
   on the nature of the physical link technology and the transport 
   protocol used.  With a genuinely full-duplex link, it may be faster 
   to accept possible duplication and send dictionary entries 
   concurrently in both directions.  If the link is effectively half- 
   duplex (e.g., Wi-Fi), then it will generally be more efficient to 
   wait and eliminate duplicates. 
 
   If a node receives a RIB Dictionary TLV containing an identifier that 
   is already in use, the node MUST confirm that the EID referred to is 
   identical to the EID in the existing entry.  Otherwise, the node must 
   send an error response to the message with the TLV containing the 
   error and ignore the TLV containing the error.  If a node receives a 
   RIB, Bundle Offer, or Bundle Response TLV that uses an identifier 
   that is not in its dictionary, the node MUST send an error response 
   and ignore the TLV containing the error. 
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3.2.2.  Handling Multiple Simultaneous Contacts 
 
   From time to time, a mobile node may, for example, be in wireless 
   range of more than one other mobile node.  The PRoPHET neighbor 
   awareness protocol will establish multiple simultaneous contacts with 
   these nodes and commence information exchanges with each of them. 
 
   When updating the delivery predictabilities as described in 
   Section 2.1.2 using the values passed from each of the contacts in 
   turn, some special considerations apply when multiple contacts are in 
   progress:  
 
   SC1  When aging the delivery predictabilities according to 
        Equation 2, the value of K to be used in each set of 
        calculations is always the amount of time since the last aging 
        was done.  For example, if node Z makes contact with node A and 
        then with node B, the value of K used when the delivery 
        predictabilities are aged in node Z for the contact with node B 
        will be the time since the delivery predictabilities were aged 
        for the contact with node A. 
 
   SC2  When a new contact starts, the value of P_encounter used when 
        applying Equation 1 for the newly contacted node is always 
        selected according to the time since the last encounter with 
        that node.  Thus, the application of Equation 1 to update 
        P_(Z,A) when the contact of nodes Z and A starts (in the aging 
        example just given) and the updating of P_(Z,B) when the contact 
        of nodes Z and B starts will use the appropriate value of 
        P_encounter according to how long it is since node Z previously 
        encountered node A and node B, respectively. 
 
   SC3  If, as with the contact between nodes Z and B, there is another 
        active contact in progress, such as with node A when the contact 
        with node B starts, Equation 1 should *also* be applied to 
        P_(z,x) for all the nodes "x" that have ongoing contacts with 
        node Z (i.e., node A in the example given).  However, the value 
        of P_encounter used will be selected according to the time since 
        the previous update of the delivery predictabilities as a result 
        of information received from any other node.  In the example 
        given here, P_(Z,A) would also have Equation 1 applied when the 
        delivery predictabilities are received from node B, but the 
        value of P_encounter used would be selected according to the 
        time since the updates done when the encounter between nodes Z 
        and A started rather than the time since the previous encounter 
        between nodes A and Z. 
 
   If these simultaneous contacts persist for some time, then, as 
   described in Section 3.2, the Information Exchange Phase will be 
   periodically rerun for each contact according to the configured timer 
   interval.  When the delivery predictability values are recalculated 
   during each rerun, Equation 1 will be applied as in special 
   consideration SC3 above, but it will be applied to the delivery 
   predictability for each active contact using the P_encounter value 
   selected according to the time since the last set of updates were 
   performed on the delivery predictabilities, irrespective of which 
   nodes triggered either the previous or current updates.  This means 
   that, in the example discussed here, P_(Z,A) and P_(Z,B) will be 
   updated using the same value of P_encounter whether node A or node B 
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   initiated the update while the three nodes remain connected. 
 
   The interval between reruns of the information exchange will 
   generally be set to a small fraction of the expected time between 
   independent encounters of pairs of nodes.  This ensures that, for 
   example, the delivery predictability information obtained by node Z 
   from node A will be passed on to node B whether or not nodes A and B 
   can communicate directly during this encounter.  This avoids problems 
   that may arise from peculiarities of radio propagation during this 
   sort of encounter, but the scaling of the P_encounter factor 
   according to the time between updates of the delivery 
   predictabilities means that the predictabilities for the nodes that 
   are in contact are not increased excessively as would be the case if 
   each information exchange were treated as a separate encounter with 
   the value of P_encounter_max used each time.  When several nodes are 
   in mutual contact, the delivery predictabilities in each node 
   stabilize after a few exchanges due to the scaling of P_encounter as 
   well as the form of Equation 3 where a "max" function is used.  This 
   has been demonstrated by simulation. 
 
   The effect of the updates of the delivery predictabilities when there 
   are multiple simultaneous contacts is that the information about good 
   routes on which to forward bundles is correctly passed between sets 
   of nodes that are simultaneously in contact through the transitive 
   update of Equation 3 during each information exchange, but the 
   delivery predictabilities for the direct contacts are not 
   exaggerated. 
 
3.3.  Routing Algorithm 
 
   The basic routing algorithm of the protocol is described in 
   Section 2.1.  The algorithm uses some parameter values in the 
   calculation of the delivery predictability metric.  These parameters 
   are configurable depending on the usage scenario, but Figure 3 
   provides some recommended default values.  A brief explanation of the 
   parameters and some advice on setting appropriate values is given 
   below. 
 
   I_typ 
        I_typ provides a fundamental timescale for the mobility pattern 
        in the PRoPHET scenario where the protocol is being applied.  It 
        represents the typical or mean time interval between encounters 
        between a given pair of nodes in the normal course of mobility. 
        The interval should reflect the "logical" time between 
        encounters and should not give significant weight to multiple 
        connection events as explained in Section 2.1.2.  This time 
        interval informs the settings of many of the other parameters 
        but is not necessarily directly used as a parameter. 
        Consideration needs to be given to the higher statistical 
        moments (e.g., standard deviation) as well as the mean (first 
 
 
 
        moment) of the distribution of intervals between encounters and 
        the nature of that distribution (e.g., how close to a normal 
        distribution it is).  There is further discussion of this point 
        later in this section and in Appendix C. 
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   P_encounter_max 
        P_encounter_max is used as the upper limit of a scaling factor 
        that increases the delivery predictability for a destination 
        when the destination node is encountered.  A larger value of 
        P_encounter_max will increase the delivery predictability 
        faster, and fewer encounters will be required for the delivery 
        predictability to reach a certain level.  Given that relative 
        rather than absolute delivery predictability values are what is 
        interesting for the forwarding mechanisms defined, the protocol 
        is very robust to different values of P_encounter as long as the 
        same value is chosen for all nodes.  The value should be chosen 
        so that the increase in the delivery predictability resulting 
        from using P_encounter_max in Equation 1 more than compensates 
        for the decay of the delivery predictability resulting from 
        Equation 3 with a time interval of I_typ. 
 
   P_encounter(intvl) 
        As explained in Section 2.1.2, the parameter P_encounter used in 
        Equation 1 is a function of the time interval "intvl".  The 
        function should be an approximation to 
 
             P_encounter(intvl) = 
             P_encounter_max * (intvl / I_typ) for 0<= intvl <= I_typ 
             P_encounter_max for intvl > I_typ 
 
        The function can be quantized and adapted to suit the mobility 
        pattern and to make implementation easier.  The overall effect 
        should be that be that if Equation 1 is applied a number of 
        times during a long-lived communication opportunity lasting 
        I_typ, the overall increase in the delivery predictability 
        should be approximately the same as if there had been two 
        distinct encounters spaced I_typ apart.  This second case would 
        result in one application of Equation 1 using P_encounter_max. 
 
   P_first_threshold 
        As described in Section 2.1.2, the delivery predictability for a 
        destination is gradually reduced over time unless increased as a 
        result of direct encounters or through the transitive property. 
        If the delivery predictability falls below the value 
        P_first_threshold, then the node MAY discard the delivery 
        predictability information for the destination and treat 
        subsequent encounters as if they had never encountered the node 
        previously.  This allows the node to reduce the storage needed 
        for delivery predictabilities and decreases the amount of 
        information that has to be exchanged between nodes; otherwise, 
        the reduction algorithm would result in very small but non-zero 
        predictabilities being maintained for nodes that were last 
        encountered a long time ago. 
 
   P_encounter_first 
        As described in Section 2.1.2, PRoPHET does not, by default, 
        make any assumptions about the likelihood that an encountered 
        node will be encountered repeatedly in the future or, 
        alternatively, that this is a one-off chance encounter that is 
        unlikely to be repeated.  During an encounter where the 
        encountering node has no delivery predictability information for 
        the encountered destination node, either because this is really 
        the first encounter between the nodes or because the previous 
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        encounter was so long ago that the predictability had fallen 
        below P_first_threshold and therefore had been discarded, the 
        encountering node sets the delivery predictability for the 
        destination node to P_encounter_first.  The suggested value for 
        P_encounter_first is 0.5: this value is RECOMMENDED as 
        appropriate in the usual case where PRoPHET has no extra (e.g., 
        out-of-band) information about whether future encounters with 
        this node will be regular or otherwise. 
 
   alpha 
        The alpha parameter is used in the optional smoothing of the 
        delivery predictabilities described in Section 2.1.3.1.  It is 
        used to determine the weight of the most current P-value in the 
        calculation of an EWMA. 
 
   beta 
        The beta parameter adjusts the weight of the transitive property 
        of PRoPHET, that is, how much consideration should be given to 
        information about destinations that is received from encountered 
        nodes.  If beta is set to zero, the transitive property of 
        PRoPHET will not be active, and only direct encounters will be 
        used in the calculation of the delivery predictability.  The 
        higher the value of beta, the more rapidly encounters will 
        increase predictabilities through the transitive rule. 
 
   gamma 
        The gamma parameter determines how quickly delivery 
        predictabilities age.  A lower value of gamma will cause the 
        delivery predictability to age faster.  The value of gamma 
        should be chosen according to the scenario and environment in 
        which the protocol will be used.  If encounters are expected to 
        be very frequent, a lower value should be chosen for gamma than 
        if encounters are expected to be rare.  
   delta 
        The delta parameter sets the maximum value of the delivery 
        predictability for a destination other than for the node itself 
        (i.e., P_(A,B) for all cases except P_(A,A)) as (1 - delta). 
        Delta should be set to a small value to allow the maximum 
        possible range for predictabilities but can be configured to 
        make the calculation efficient if needed. 
 
   To set an appropriate gamma value, one should consider the "average 
   expected delivery" time I_aed in the PRoPHET zone where the protocol 
   is to be used, and the time unit used (the resolution with which the 
   delivery predictability is being updated).  The I_aed time interval 
   can be estimated according to the average number of hops that bundles 
   have to pass and the average interval between encounters I_typ. 
   Clearly, if bundles have a Time To Live (TTL), i.e., the time left 
   until the expiry time stored in the bundle occurs, that is less than 
   I_aed, they are unlikely to survive in the network to be delivered to 
   a node in this PRoPHET zone.  However, the TTL for bundles created in 
   nodes in this zone should not be chosen solely on this basis because 
   they may pass through other networks. 
 
   After estimating I_aed and selecting how much we want the delivery 
   predictability to age in one I_aed time period (call this A), we can 
   calculate K, the number of time units in one I_aed, using 
   K = (I_aed / time unit).  This can then be used to calculate gamma as 
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   gamma = K'th-root( A ). 
 
   I_typ, I_aed, K, and gamma can then be used to inform the settings of 
   P_encounter_first, P_encounter_max, P_first_threshold, delta, and the 
   detailed form of the function P_encounter(intvl). 
 
   First, considering the evolution of the delivery predictability 
   P_(A,B) after a single encounter between nodes A and B, P_(A,B) is 
   initially set to P_encounter_first and will then steadily decay until 
   it reaches P_first_threshold.  The ratio between P_encounter_first 
   and P_first_threshold should be set so that P_first_threshold is 
   reached after a small multiple (e.g., 3 to 5) of I_aed has elapsed, 
   making it likely that any subsequent encounter between the nodes 
   would have occurred before P_(A,B) decays below P_first_threshold. 
   If the statistics of the distribution of times between encounters is 
   known, then a small multiple of the standard deviation of the 
   distribution would be a possible period instead of using a multiple 
   of I_aed. 
 
   Second, if a second encounter between A and B occurs, the setting of 
   P_encounter_max should be sufficiently high to reverse the decay that 
   would have occurred during I_typ and to increase P_(A,B) above the 
   value of P_encounter_first.  After several further encounters,  
   P_(A,B) will reach (1 - delta), its upper limit.  As with setting up 
   P_first_threshold, P_encounter_max should be set so that the upper 
   limit is reached after a small number of encounters spaced apart by 
   I_typ have occurred, but this should generally be more than 2 or 3. 
 
   Finally, beta can be chosen to give some smoothing of the influence 
   of transitivity. 
 
   These instructions on how to set the parameters are only given as a 
   possible method for selecting appropriate values, but network 
   operators are free to set parameters as they choose.  Appendix C goes 
   into some more detail on linking the parameters defined here and the 
   more conventional ways of expressing the mobility model in terms of 
   distributions of times between events of various types. 
 
   Recommended starting parameter values when specific network 
   measurements have not been done are below.  Note: There are no "one 
   size fits all" default values, and the ideal values vary based on 
   network characteristics.  It is not inherently necessary for the 
   parameter values to be identical at all nodes, but it is recommended 
   that similar values are used at all nodes within a PRoPHET zone as 
   discussed in Section 2.1.2.1. 
 
     +========================================+ 
     |      Parameter     | Recommended value | 
     +========================================+ 
     |   P_encounter_max  |       0.7         | 
     +----------------------------------------+ 
     |  P_encounter_first |       0.5         | 
     +----------------------------------------+ 
     |  P_first_threshold |       0.1         | 
     +----------------------------------------+ 
     |        alpha       |       0.5         | 
     +----------------------------------------+ 
     |        beta        |       0.9         | 
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     +----------------------------------------+ 
     |        gamma       |       0.999       | 
     +----------------------------------------+ 
     |        delta       |       0.01        | 
     +========================================+ 
 
                   Figure 3: Default parameter settings 
 
3.4.  Bundle Passing 
 
   Upon reception of the Bundle Offer TLV, the node inspects the list of 
   bundles and decides which bundles it is willing to store for future 
   forwarding or that it is able to deliver to their destinations.  This 
 
   decision has to be made using local policies and considering 
   parameters such as available buffer space and, if the node requested 
   bundle lengths, the lengths of the offered bundles.  For each such 
   acceptable bundle, the node sends a Bundle Response TLV to its 
   peering node, which responds by sending the requested bundle.  If a 
   node has some bundles it would prefer to receive ahead of others 
   offered (e.g., bundles that it can deliver to their final 
   destination), it MAY request the bundles in that priority order. 
   This is often desirable as there is no guarantee that the nodes will 
   remain in contact with each other for long enough to transfer all the 
   acceptable bundles.  Otherwise, the node SHOULD assume that the 
   bundles are listed in a priority order determined by the peering 
   node's forwarding strategy and request bundles in that order. 
 
3.4.1.  Custody 
 
   To free up local resources, a node may give custody of a bundle to 
   another node that offers custody.  This is done to move the 
   retransmission requirement further toward the destination.  The 
   concept of custody transfer, and more details on the motivation for 
   its use can be found in [RFC4838].  PRoPHET takes no responsibilities 
   for making custody decisions.  Such decisions should be made by a 
   higher layer. 
 
3.5.  When a Bundle Reaches Its Destination 
 
   A PRoPHET ACK is only a confirmation that a bundle has been delivered 
   to its destination in the PRoPHET zone (within the part of the 
   network where PRoPHET is used for routing, bundles might traverse 
   several different types of networks using different routing 
   protocols; thus, this might not be the final destination of the 
   bundle).  When nodes exchange Bundle Offer TLVs, bundles that have 
   been ACKed are also listed, having the "PRoPHET ACK" flag set.  The 
   node that receives this list updates its own list of ACKed bundles to 
   be the union of its previous list and the received list.  To prevent 
   the list of ACKed bundles growing indefinitely, each PRoPHET ACK 
   should have a timeout that MUST NOT be longer than the timeout of the 
   bundle to which the ACK corresponds. 
 
   When a node receives a PRoPHET ACK for a bundle it is carrying, it 
   MAY delete that bundle from its storage, unless the node holds 
   custody of that bundle.  The PRoPHET ACK only indicates that a bundle 
   has been delivered to its destination within the PRoPHET zone, so the 
   reception of a PRoPHET ACK is not a guarantee that the bundle has 
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   been delivered to its final destination. 
  
   Nodes MAY track to which nodes they have sent PRoPHET ACKs for 
   certain bundles, and MAY in that case refrain from sending multiple 
   PRoPHET ACKs for the same bundle to the same node. 
 
   If necessary in order to preserve system resources, nodes MAY drop 
   PRoPHET ACKs prematurely but SHOULD refrain from doing so if 
   possible. 
 
   It is important to keep in mind that PRoPHET ACKs and bundle ACKs 
   [RFC5050] are different things.  PRoPHET ACKs are only valid within 
   the PRoPHET part of the network, while bundle ACKs are end-to-end 
   acknowledgments that may go outside of the PRoPHET zone. 
 
3.6.  Forwarding Strategies 
 
   During the Information Exchange Phase, nodes need to decide on which 
   bundles they wish to exchange with the peering node.  Because of the 
   large number of scenarios and environments that PRoPHET can be used 
   in, and because of the wide range of devices that may be used, it is 
   not certain that this decision will be based on the same strategy in 
   every case.  Therefore, each node MUST operate a _forwarding 
   strategy_ to make this decision.  Nodes may define their own 
   strategies, but this section defines a few basic forwarding 
   strategies that nodes can use.  Note: If the node being encountered 
   is the destination of any of the bundles being carried, those bundles 
   SHOULD be offered to the destination, even if that would violate the 
   forwarding strategy.  Some of the forwarding strategies listed here 
   have been evaluated (together with a number of queueing policies) 
   through simulations, and more information about that and 
   recommendations on which strategies to use in different situations 
   can be found in [lindgren_06].  If not chosen differently due to the 
   characteristics of the deployment scenario, nodes SHOULD choose GRTR 
   as the default forwarding strategy. 
 
   The short names applied to the forwarding strategies should be read 
   as mnemonic handles rather than as specific acronyms for any set of 
   words in the specification. 
 
   We use the following notation in our descriptions below.  A and B are 
   the nodes that encounter each other, and the strategies are described 
   as they would be applied by node A.  The destination node is D. 
   P_(X,Y) denotes the delivery predictability stored at node X for 
   destination Y, and NF is the number of times node A has given the 
   bundle to some other node.  
   GRTR 
        Forward the bundle only if P_(B,D) > P_(A,D). 
 
        When two nodes meet, a bundle is sent to the other node if the 
        delivery predictability of the destination of the bundle is 
        higher at the other node.  The first node does not delete the 
        bundle after sending it as long as there is sufficient buffer 
        space available (since it might encounter a better node, or even 
        the final destination of the bundle in the future). 
 
   GTMX 
        Forward the bundle only if P_(B,D) > P_(A,D) && NF < NF_max. 
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        This strategy is like the previous one, but each bundle is given 
        to at most NF_max other nodes in addition to the destination. 
 
   GTHR 
        Forward the bundle only if 
        P_(B,D) > P_(A,D) OR P_(B,D) > FORW_thres, 
        where FORW_thres is a threshold value above which a bundle 
        should always be given to the node unless it is already present 
        at the other node. 
 
        This strategy is similar to GRTR, but among nodes with very high 
        delivery predictability, bundles for that particular destination 
        are spread epidemically. 
 
   GRTR+ 
        Forward the bundle only if Equation 5 holds, where P_max is the 
        largest delivery predictability reported by a node to which the 
        bundle has been sent so far. 
 
             P_(B,D) > P_(A,D) && P_(B,D) > P_max  (Eq. 5) 
 
        This strategy is like GRTR, but each node forwarding a bundle 
        keeps track of the largest delivery predictability of any node 
        it has forwarded this bundle to, and only forwards the bundle 
        again if the currently encountered node has a greater delivery 
        predictability than the maximum previously encountered. 
 
   GTMX+ 
        Forward the bundle only if Equation 6 holds. 
 
            P_(B,D) > P_(A,D) && P_(B,D) > P_max && NF < NF_max  (Eq. 6) 
 
        This strategy is like GTMX, but nodes keep track of P_max as in 
        GRTR+. 
 
   GRTRSort 
        Select bundles in descending order of the value of 
        P_(B,D) - P_(A,D). 
        Forward the bundle only if P_(B,D) > P_(A,D). 
 
        This strategy is like GRTR, but instead of just going through 
        the bundle queue linearly, this strategy looks at the difference 
        in delivery predictabilities for each bundle between the two 
        nodes and forwards the bundles with the largest difference 
        first.  As bandwidth limitations or disrupted connections may 
        result in not all bundles that would be desirable being 
        exchanged, it could be desirable to first send bundles that get 
        a large improvement in delivery predictability. 
 
   GRTRMax 
        Select bundles in descending order of P_(B,D). 
        Forward the bundle only if P_(B,D) > P_(A,D). 
 
        This strategy begins by considering the bundles for which the 
        encountered node has the highest delivery predictability.  The 
        motivation for doing this is the same as in GRTRSort, but based 
        on the idea that it is better to give bundles to nodes with high 
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        absolute delivery predictabilities, instead of trying to 
        maximize the improvement. 
 
3.7.  Queueing Policies 
 
   Because of limited buffer resources, nodes may need to drop some 
   bundles.  As is the case with the forwarding strategies, which bundle 
   to drop is also dependent on the scenario.  Therefore, each node MUST 
   also operate a queueing policy that determines how its bundle queue 
   is handled.  This section defines a few basic queueing policies, but 
   nodes MAY use other policies if desired.  Some of the queueing 
   policies listed here have been evaluated (together with a number of 
   forwarding strategies) through simulations.  More information about 
   that and recommendations on which policies to use in different 
   situations can be found in [lindgren_06].  If not chosen differently 
   due to the characteristics of the deployment scenario, nodes SHOULD 
   choose FIFO as the default queueing policy. 
 
   The short names applied to the queueing policies should be read as 
   mnemonic handles rather than as specific acronyms for any set of 
   words in the specification. 
 
   FIFO - First In First Out. 
        The bundle that was first entered into the queue is the first 
        bundle to be dropped. 
   MOFO - Evict most forwarded first. 
        In an attempt to maximize the delivery rate of bundles, this 
        policy requires that the routing agent keep track of the number 
        of times each bundle has been forwarded to some other node.  The 
        bundle that has been forwarded the largest number of times is 
        the first to be dropped. 
 
   MOPR - Evict most favorably forwarded first. 
        Keep a variable FAV for each bundle in the queue, initialized to 
        zero.  Each time the bundle is forwarded, update FAV according 
        to Equation 7, where P is the predictability metric that the 
        node the bundle is forwarded to has for its destination. 
 
             FAV_new = FAV_old + ( 1 - FAV_old ) * P  (Eq. 7) 
 
        The bundle with the highest FAV value is the first to be 
        dropped. 
 
   Linear MOPR - Evict most favorably forwarded first; linear increase. 
        Keep a variable FAV for each bundle in the queue, initialized to 
        zero.  Each time the bundle is forwarded, update FAV according 
        to Equation 8, where P is the predictability metric that the 
        node the bundle is forwarded to has for its destination. 
 
             FAV_new = FAV_old + P  (Eq. 8) 
 
        The bundle with the highest FAV value is the first to be 
        dropped. 
 
   SHLI - Evict shortest life time first. 
        As described in [RFC5050], each bundle has a timeout value 
        specifying when it no longer is meaningful to its application 
        and should be deleted.  Since bundles with short remaining Time 
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        To Live will soon be dropped anyway, this policy decides to drop 
        the bundle with the shortest remaining lifetime first.  To 
        successfully use a policy like this, there needs to be some form 
        of time synchronization between nodes so that it is possible to 
        know the exact lifetimes of bundles.  However, this is not 
        specific to this routing protocol, but a more general DTN 
        problem. 
 
   LEPR - Evict least probable first. 
        Since the node is least likely to deliver a bundle for which it 
        has a low delivery predictability, drop the bundle for which the 
        node has the lowest delivery predictability, and that has been 
        forwarded at least MF times, where MF is a minimum number of 
        forwards that a bundle must have been forwarded before being 
        dropped (if such a bundle exists). 
 
   More than one queueing policy MAY be combined in an ordered set, 
   where the first policy is used primarily, the second only being used 
   if there is a need to tie-break between bundles given the same 
   eviction priority by the primary policy, and so on.  As an example, 
   one could select the queueing policy to be {MOFO; SHLI; FIFO}, which 
   would start by dropping the bundle that has been forwarded the 
   largest number of times.  If more than one bundle has been forwarded 
   the same number of times, the one with the shortest remaining 
   lifetime will be dropped, and if that also is the same, the FIFO 
   policy will be used to drop the bundle first received. 
 
   It is worth noting that a node MUST NOT drop bundles for which it has 
   custody unless the bundle's lifetime expires. 
 
4.  Message Formats 
 
   This section defines the message formats of the PRoPHET routing 
   protocol.  In order to allow for variable-length fields, many numeric 
   fields are encoded as Self-Delimiting Numeric Values (SDNVs).  The 
   format of SDNVs is defined in [RFC5050].  Since many of the fields 
   are coded as SDNVs, the size and alignment of fields indicated in 
   many of the specification diagrams below are indicative rather than 
   prescriptive.  Where SDNVs and/or text strings are used, the octets 
   of the fields will be packed as closely as possible with no 
   intervening padding between fields. 
 
   Explicit-length fields are specified for all variable-length string 
   fields.  Accordingly, strings are not null terminated and just 
   contain the exact set of octets in the string. 
 
   The basic message format shown in Figure 4 consists of a header (see 
   Section 4.1) followed by a sequence of one or more Type-Length-Value 
   components (TLVs) taken from the specifications in Section 4.2. 
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       0                   1                   2                   3 
       0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      |                                                               | 
      ~                            Header                             ~ 
      |                                                               | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      |                                                               | 
      ~                             TLV 1                             ~ 
      |                                                               | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      |                                .                              | 
      ~                                .                              ~ 
      |                                .                              | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      |                                                               | 
      ~                             TLV n                             ~ 
      |                                                               | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
 
                  Figure 4: Basic PRoPHET Message Format 
 
4.1.  Header 
 
       0                   1                   2                   3 
       0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      |Protocol Number|Version| Flags |     Result    |     Code      | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      |      Receiver Instance        |      Sender Instance          | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      |                    Transaction Identifier                     | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      |S|      SubMessage Number      |         Length (SDNV)         | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      |                                                               | 
      ~                          Message Body                         ~ 
      |                                                               | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
 
                     Figure 5: PRoPHET Message Header 
 
   Protocol Number 
        The DTN Routing Protocol Number encoded as 8-bit unsigned 
        integer in network bit order.  The value of this field is 0. 
        The PRoPHET header is organized in this way so that in principle 
        PRoPHET messages could be sent as the Protocol Data Unit of an 
        IP packet if an IP protocol number was allocated for PRoPHET. 
  
        At present, PRoPHET is only specified to use a TCP transport for 
        carriage of PRoPHET packets, so that the protocol number serves 
        only to identify the PRoPHET protocol within DTN.  Transmitting 
        PRoPHET packets directly as an IP protocol on a public IP 
        network such as the Internet would generally not work well 
        because middleboxes (such as firewalls and NAT boxes) would be 
        unlikely to allow the protocol to pass through, and the protocol 
        does not provide any congestion control.  However, it could be 
        so used on private networks for experimentation or in situations 
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        where all communications are between isolated pairs of nodes. 
        Also, in the future, other protocols that require transmission 
        of metadata between DTN nodes could potentially use the same 
        format and protocol state machinery but with a different 
        Protocol Number. 
 
   Version 
        The version of the PRoPHET Protocol.  Encoded as a 4-bit 
        unsigned integer in network bit order.  This document defines 
        version 2. 
 
   Flags 
        Reserved field of 4 bits. 
 
   Result 
        Field that is used to indicate whether a response is required to 
        the request message if the outcome is successful.  A value of 
        "NoSuccessAck" indicates that the request message does not 
        expect a response if the outcome is successful, and a value of 
        "AckAll" indicates that a response is expected if the outcome is 
        successful.  In both cases, a failure response MUST be generated 
        if the request fails.  If running over a TCP transport or 
        similar protocol that offers reliable in order delivery, 
        deployments MAY choose not to send "Success" responses when an 
        outcome is successful.  To achieve this, the Result field is set 
        to the "NoSuccessAck" value in all request messages. 
 
        In a response message, the result field can have two values: 
        "Success" and "Failure".  The "Success" result indicates a 
        success response.  All messages that belong to the same success 
        response will have the same Transaction Identifier.  The 
        "Success" result indicates a success response that may be 
        contained in a single message or the final message of a success 
        response spanning multiple messages.  
        ReturnReceipt is a value of the result field used to indicate 
        that an acknowledgement is required for the message.  The 
        default for messages is that the controller will not acknowledge 
        responses.  In the case where an acknowledgement is required, it 
        will set the Result Field to ReturnReceipt in the header of the 
        Message. 
 
        The result field is encoded as an 8-bit unsigned integer in 
        network bit order.  The following values are currently defined: 
 
           NoSuccessAck:       Result = 1 
           AckAll:             Result = 2 
           Success:            Result = 3 
           Failure:            Result = 4 
           ReturnReceipt       Result = 5 
 
   Code 
        This field gives further information concerning the result in a 
        response message.  It is mostly used to pass an error code in a 
        failure response but can also be used to give further 
        information in a success response message or an event message. 
        In a request message, the code field is not used and is set to 
        zero. 
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        If the Code field indicates that the Error TLV is included in 
        the message, further information on the error will be found in 
        the Error TLV, which MUST be the first TLV after the header. 
 
        The Code field is encoded as an 8-bit unsigned integer in 
        network bit order.  Separate number code spaces are used for 
        success and failure response messages.  In each case, a range of 
        values is reserved for use in specifications and another range 
        for private and experimental use.  For success messages, the 
        following values are defined: 
 
                  Generic Success                  0x00 
                  Submessage Received              0x01 
                  Unassigned                   0x02 - 0x7F 
                  Private/Experimental Use     0x80 - 0xFF 
 
        The Submessage Received code is used to acknowledge reception of 
        a message segment.  The Generic Success code is used to 
        acknowledge receipt of a complete message and successful 
        processing of the contents. 
  
        For failure messages, the following values are defined: 
 
                  Reserved                     0x00 - 0x01 
                  Unspecified Failure              0x02 
                  Unassigned                   0x03 - 0x7F 
                  Private/Experimental Use     0x80 - 0xFE 
                  Error TLV in message             0xFF 
 
        The Unspecified Failure code can be used to report a failure for 
        which there is no more specific code or Error TLV value defined. 
 
   Sender Instance 
        For messages during the Hello phase with the Hello SYN, Hello 
        SYNACK, and Hello ACK functions (which are explained in 
        Section 5.2), it is the sender's instance number for the link. 
        It is used to detect when the link comes back up after going 
        down or when the identity of the entity at the other end of the 
        link changes.  The instance number is a 16-bit number that is 
        guaranteed to be unique within the recent past and to change 
        when the link or node comes back up after going down.  Zero is 
        not a valid instance number.  For the RSTACK function (also 
        explained in detail in Section 5.2), the Sender Instance field 
        is set to the value of the Receiver Instance field from the 
        incoming message that caused the RSTACK function to be 
        generated.  Messages sent after the Hello phase is completed 
        should use the sender's instance number for the link.  The 
        Sender Instance is encoded as a 16-bit unsigned integer in 
        network bit order. 
 
   Receiver Instance 
        For messages during the Hello phase with the Hello SYN, Hello 
        SYNACK, and Hello ACK functions, it is what the sender believes 
        is the current instance number for the link, allocated by the 
        entity at the far end of the link.  If the sender of the message 
        does not know the current instance number at the far end of the 
        link, this field MUST be set to zero.  For the RSTACK message, 
        the Receiver Instance field is set to the value of the Sender 
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        Instance field from the incoming message that caused the RSTACK 
        message to be generated.  Messages sent after the Hello phase is 
        completed should use what the sender believes is the current 
        instance number for the link, allocated by the entity at the far 
        end of the link.  The Sender Instance is encoded as a 16-bit 
        unsigned integer in network bit order. 
 
   Transaction Identifier 
        Used to associate a message with its response message.  This 
        should be set in request messages to a value that is unique for 
        the sending host within the recent past.  Reply messages contain 
        the Transaction Identifier of the request to which they are 
        responding.  The Transaction Identifier is a bit pattern of 32 
        bits. 
 
   S-flag 
        If S is set (value 1), then the SubMessage Number field 
        indicates the total number of SubMessage segments that compose 
        the entire message.  If it is not set (value 0), then the 
        SubMessage Number field indicates the sequence number of this 
        SubMessage segment within the whole message.  The S field will 
        only be set in the first submessage of a sequence. 
 
   SubMessage Number 
        When a message is segmented because it exceeds the MTU of the 
        link layer or otherwise, each segment will include a SubMessage 
        Number to indicate its position.  Alternatively, if it is the 
        first submessage in a sequence of submessages, the S-flag will 
        be set, and this field will contain the total count of 
        SubMessage segments.  The SubMessage Number is encoded as a 
        15-bit unsigned integer in network bit order.  The SubMessage 
        number is zero-based, i.e., for a message divided into n 
        submessages, they are numbered from 0 to (n - 1).  For a message 
        that is not divided into submessages, the single message has the 
        S-flag cleared (value 0), and the SubMessage Number is set to 0 
        (zero). 
 
   Length 
        Length in octets of this message including headers and message 
        body.  If the message is fragmented, this field contains the 
        length of this SubMessage.  The Length is encoded as an SDNV. 
 
   Message Body 
        As specified in Section 4, the Message Body consists of a 
        sequence of one or more of the TLVs specified in Section 4.2. 
 
   The protocol also requires extra information about the link that the 
   underlying communication layer MUST provide.  This information is 
   used in the Hello procedure described in more detail in Section 5.2. 
   Since this information is available from the underlying layer, there 
   is no need to carry it in PRoPHET messages.  The following values are 
   defined to be provided by the underlying layer:  
 
   Sender Local Address 
        An address that is used by the underlying communication layer as 
        described in Section 2.4 and identifies the sender address of 
        the current message.  This address must be unique among the 
        nodes that can currently communicate, and it is only used in 
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        conjunction with the Receiver Local Address, Receiver Instance, 
        and Sender Instance to identify a communicating pair of nodes. 
 
   Receiver Local Address 
        An address that is used by the underlying communication layer as 
        described in Section 2.4 and identifies the receiver address of 
        the current message.  This address must be unique among the 
        nodes that can currently communicate, and is only used in 
        conjunction with the Sender Local Address, Receiver Instance, 
        and Sender Instance to identify a communicating pair of nodes. 
 
   When PRoPHET is run over TCP, the IP addresses of the communicating 
   nodes are used as Sender and Receiver Local Addresses. 
 
4.2.  TLV Structure 
 
   All TLVs have the following format, and can be nested. 
 
       0                   1                   2                   3 
       0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      |    TLV Type   |   TLV Flags   |       TLV Length (SDNV)       | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      |                                                               | 
      ~                           TLV Data                            ~ 
      |                                                               | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
 
                           Figure 6: TLV Format 
 
   TLV Type 
        Specific TLVs are defined in Section 4.3.  The TLV Type is 
        encoded as an 8-bit unsigned integer in network bit order.  Each 
        TLV will have fields defined that are specific to the function 
        of that TLV. 
 
   TLV Flags 
        These are defined per TLV type.  Flag n corresponds to bit 15-n 
        in the TLV.  Any flags that are specified as reserved in 
        specific TLVs SHOULD be transmitted as 0 and ignored on receipt. 
 
   TLV Length 
        Length of the TLV in octets, including the TLV header and any 
        nested TLVs.  Encoded as an SDNV.  Note that TLVs are not padded 
        to any specific alignment unless explicitly required in the 
        description of the TLV.  No TLVs in this document specify any 
        padding. 
 
4.3.  TLVs 
 
   This section describes the various TLVs that can be used in PRoPHET 
   messages. 
 
4.3.1.  Hello TLV 
 
   The Hello TLV is used to set up and maintain a link between two 
   PRoPHET nodes.  Hello messages with the SYN function are transmitted 
   periodically as beacons or keep-alives.  The Hello TLV is the first 
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   TLV exchanged between two PRoPHET nodes when they encounter each 
   other.  No other TLVs can be exchanged until the first Hello sequence 
   is completed. 
 
   Once a communication link is established between two PRoPHET nodes, 
   the Hello TLV will be sent once for each interval as defined in the 
   interval timer.  If a node experiences the lapse of HELLO_DEAD Hello 
   intervals without receiving a Hello TLV on a connection in the 
   INFO_EXCH state (as defined in the state machine in Section 5.1), the 
   connection SHOULD be assumed broken. 
 
       0                   1                   2                   3 
       0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      | TLV Type=0x01 |L|  Resv | HF  |       TLV Length (SDNV)       | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      | Timer (SDNV)  |EID Length,SDNV|  Sender EID (variable length) | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
 
                        Figure 7: Hello TLV Format 
 
   TLV Flags 
        The TLV Flags field contains two 1-bit flags (S and L) and a 
        3-bit Hello Function (HF) number that specifies one of four 
        functions for the Hello TLV.  The remaining 3 bits (Resv) are 
        unused and reserved: 
  
        HF 
             TLV Flags bits 0, 1, and 2 are treated as an unsigned 3-bit 
             integer coded in network bit order.  The value of the 
             integer specifies the Hello Function (HF) of the Hello TLV. 
             Four functions are specified for the Hello TLV. 
 
             The encoding of the Hello Function is: 
 
                  SYN:     HF = 1 
                  SYNACK:  HF = 2 
                  ACK:     HF = 3 
                  RSTACK:  HF = 4 
 
   The remaining values (0, 5, 6 and 7) are unused and reserved.  If a 
   Hello TLV with any of these values is received, the link should be 
   reset. 
 
        Resv 
             TLV Flags bits 3, 4, 5, and 6 are reserved.  They SHOULD be 
             set to 0 on transmission and ignored on reception. 
 
        L 
             The L bit flag (TLV Flags bit 7) is set (value 1) to 
             request that the Bundle Offer TLV sent during the 
             Information Exchange Phase contains bundle payload lengths 
             for all bundles, rather than only for bundle fragments as 
             when the L flag is cleared (value 0), when carried in a 
             Hello TLV with Hello Function SYN or SYNACK.  The flag is 
             ignored for other Hello Function values. 
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   TLV Data 
 
        Timer 
             The Timer field is used to inform the receiver of the timer 
             value used in the Hello processing of the sender.  The 
             timer specifies the nominal time between periodic Hello 
             messages.  It is a constant for the duration of a session. 
             The timer field is specified in units of 100 ms and is 
             encoded as an SDNV. 
 
        EID Length 
             The EID Length field is used to specify the length of the 
             Sender EID field in octets.  If the Endpoint Identifier 
             (EID) has already been sent at least once in a message with 
             the current Sender Instance, a node MAY choose to set this 
             field to zero, omitting the Sender EID from the Hello TLV. 
             The EID Length is encoded as an SDNV, and the field is thus 
             of variable length. 
        Sender EID 
             The Sender EID field specifies the DTN endpoint identifier 
             (EID) of the sender that is to be used in updating routing 
             information and making forwarding decisions.  If a node has 
             multiple EIDs, one should be chosen for PRoPHET routing. 
             This field is of variable length. 
 
4.3.2.  Error TLV 
 
       0                   1                   2                   3 
       0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      | TLV type=0x02 |   TLV Flags |         TLV Length (SDNV)       | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      |                                                               | 
      ~                          TLV Data                            ~ 
      |                                                               | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
 
                        Figure 8: Error TLV Format 
 
   TLV Flags 
        For Error TLVs, the TLV Flags field carries an identifier for 
        the Error TLV type as an 8-bit unsigned integer encoded in 
        network bit order.  A range of values is available for private 
        and experimental use in addition to the values defined here. 
        The following Error TLV types are defined: 
 
                  Dictionary Conflict               0x00 
                  Bad String ID                     0x01 
                  Reserved                       0x02 - 0x7F 
                  Private/Experimental Use       0x80 - 0xFF 
 
   TLV Data 
        The contents and interpretation of the TLV Data field are 
        specific to the type of Error TLV.  For the Error TLVs defined 
        in this document, the TLV Data is defined as follows: 
 
        Dictionary Conflict 
             The TLV Data consists of the String ID that is causing the 
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             conflict encoded as an SDNV followed by the EID string that 
             conflicts with the previously installed value.  The 
             Endpoint Identifier is NOT null terminated.  The length of 
             the EID can be determined by subtracting the length of the 
             TLV Header and the length of the SDNV containing the String 
             ID from the TLV Length. 
  
        Bad String ID 
             The TLV Data consists of the String ID that is not found in 
             the dictionary encoded as an SDNV. 
 
4.3.3.  Routing Information Base Dictionary TLV 
 
   The Routing Information Base Dictionary includes the list of endpoint 
   identifiers used in making routing decisions.  The referents remain 
   constant for the duration of a session over a link where the instance 
   numbers remain the same and can be used by both the Routing 
   Information Base messages and the bundle offer/response messages. 
   The dictionary is a shared resource (see Section 3.2.1) built in each 
   of the paired peers from the contents of one or more incoming TLVs of 
   this type and from the information used to create outgoing TLVs of 
   this type. 
 
       0                   1                   2                   3 
       0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      | TLV type=0xA0 |   TLV Flags   |       TLV Length (SDNV)       | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      |                     RIBD Entry Count (SDNV)                   | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      ~                                                               ~ 
      ~           Variable-Length Routing Address Strings             ~ 
      ~                                                               ~ 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
 
      ~ Routing Address String 1                                      ~ 
 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      |        String ID 1 (SDNV)     |         Length (SDNV)         | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      ~            Endpoint Identifier 1 (variable length)            ~ 
      |                                                               | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      |                               .                               | 
      ~ Routing Address String n      .                               ~ 
      |                               .                               | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      |        String ID n (SDNV)     |         Length (SDNV)         | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      |                                                               | 
      ~            Endpoint Identifier n (variable length)            ~ 
      |                                                               | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
 
         Figure 9: Routing Information Base Dictionary TLV Format 
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   TLV Flags 
        The encoding of the Header flag field relates to the 
        capabilities of the source node sending the RIB Dictionary: 
 
             Flag 0: Sent by Listener    0b1 
             Flag 1: Reserved            0b1 
             Flag 2: Reserved            0b1 
             Flag 3: Unassigned          0b1 
             Flag 4: Unassigned          0b1 
             Flag 5: Unassigned          0b1 
             Flag 6: Unassigned          0b1 
             Flag 7: Unassigned          0b1 
 
        The "Sent by Listener" flag is set to 0 if this TLV was sent by 
        a node in the Initiator role and set to 1 if this TLV was sent 
        by a node in the Listener role (see Section 3.2 for explanations 
        of these roles). 
 
   TLV Data 
 
        RIBD Entry Count 
             Number of entries in the database.  Encoded as SDNV. 
 
        String ID 
             SDNV identifier that is constant for the duration of a 
             session.  String ID zero is predefined as the node that 
             initiates the session through sending the Hello SYN 
             message, and String ID one is predefined as the node that 
             responds with the Hello SYNACK message.  These entries do 
             not need to be sent explicitly as the EIDs are exchanged 
             during the Hello procedure. 
 
             In order to ensure that the String IDs originated by the 
             two peers do not conflict, the String IDs generated in the 
             node that sent the Hello SYN message MUST have their least 
             significant bit set to 0 (i.e., are even numbers), and the 
             String IDs generated in the node that responded with the 
             Hello SYNACK message MUST have their least significant bit 
             set to 1 (i.e., they are odd numbers). 
 
        Length 
             Length of Endpoint Identifier in this entry.  Encoded as 
             SDNV. 
 
        Endpoint Identifier 
             Text string representing the Endpoint Identifier.  Note 
             that it is NOT null terminated as the entry contains the 
             length of the identifier. 
 
 
4.3.4.  Routing Information Base TLV 
 
   The Routing Information Base lists the destinations (endpoints) a 
   node knows of and the delivery predictabilities it has associated 
   with them.  This information is needed by the PRoPHET algorithm to 
   make decisions on routing and forwarding. 
 
       0                   1                   2                   3 
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       0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      | TLV Type=0xA1 |   TLV Flags   |       TLV Length (SDNV)       | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      |                     RIB String Count (SDNV)                   | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      |     RIBD String ID 1 (SDNV)   |            P-value            | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      |  RIB Flags 1  |               .                               ~ 
      +-+-+-+-+-+-+-+-+               .                               ~ 
      ~                               .                               ~ 
      ~                               .                               ~ 
      ~                               .                               ~ 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      |     RIBD String ID n (SDNV)   |            P-value            | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      |  RIB Flags n  | 
      +-+-+-+-+-+-+-+-+ 
 
              Figure 10: Routing Information Base TLV Format 
 
   TLV Flags 
        The encoding of the Header flag field relates to the 
        capabilities of the Source node sending the RIB: 
 
             Flag 0: More RIB TLVs       0b1 
             Flag 1: Reserved            0b1 
             Flag 2: Reserved            0b1 
             Flag 3: Unassigned          0b1 
             Flag 4: Unassigned          0b1 
             Flag 5: Unassigned          0b1 
             Flag 6: Unassigned          0b1 
             Flag 7: Unassigned          0b1 
 
        The "More RIB TLVs" flag is set to 1 if the RIB requires more 
        TLVs to be sent in order to be fully transferred.  This flag is 
        set to 0 if this is the final TLV of this RIB. 
 
   TLV Data 
 
        RIB String Count 
             Number of routing entries in the TLV.  Encoded as an SDNV. 
 
        RIBD String ID 
             String ID of the endpoint identifier of the destination for 
             which this entry specifies the delivery predictability as 
             predefined in a dictionary TLV.  Encoded as an SDNV. 
 
        P-value 
             Delivery predictability for the destination of this entry 
             as calculated from previous encounters according to the 
             equations in Section 2.1.2, encoded as a 16-bit unsigned 
             integer.  The encoding of this field is a linear mapping 
             from [0,1] to [0, 0xFFFF] (e.g., for a P-value of 0.75, the 
             mapping would be 0.75*65535=49151=0xBFFF; thus, the P-value 
             would be encoded as 0xBFFF). 
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RIB Flag 
             The encoding of the 8-bit RIB Flag field is: 
 
             Flag 0: Unassigned          0b1 
             Flag 1: Unassigned          0b1 
             Flag 2: Unassigned          0b1 
             Flag 3: Unassigned          0b1 
             Flag 4: Unassigned          0b1 
             Flag 5: Unassigned          0b1 
             Flag 6: Unassigned          0b1 
             Flag 7: Unassigned          0b1 
 
4.3.5.  Bundle Offer and Response TLVs (Version 2) 
 
   After the routing information has been passed, the node will ask the 
   other node to review available bundles and determine which bundles it 
   will accept for relay.  The source relay will determine which bundles 
   to offer based on relative delivery predictabilities as explained in 
   Section 3.6. 
 
        Note: The original versions of these TLVs (TLV Types 0xA2 and 
        0xA3) used in version 1 of the PRoPHET protocol have been 
        deprecated, as they did not contain the complete information 
        needed to uniquely identify bundles and could not handle bundle 
        fragments. 
 
   Depending on the bundles stored in the offering node, the Bundle 
   Offer TLV might contain descriptions of both complete bundles and 
   bundle fragments.  In order to correctly identify bundle fragments, a 
   bundle fragment descriptor MUST contain the offset of the payload 
   fragment in the bundle payload and the length of the payload 
   fragment.  If requested by the receiving node by setting the L flag 
   in the SYN or SYNACK message during the neighbor awareness phase, the 
   offering node MUST include the length of the payload in the 
   descriptor for complete bundles.  The appropriate flags MUST be set 
   in the B_flags for the descriptor to indicate if the descriptor 
   contains the payload length field (set for fragments in all cases and 
   for complete bundles if the L flag was set) and if the descriptor 
   contains a payload offset field (fragments only). 
 
   The Bundle Offer TLV also lists the bundles for which a PRoPHET 
   acknowledgement has been issued.  Those bundles have the PRoPHET ACK 
   flag set in their entry in the list.  When a node receives a PRoPHET 
   ACK for a bundle, it SHOULD, if possible, signal to the bundle 
   protocol agent that this bundle is no longer required for 
   transmission by PRoPHET.  Despite no longer transmitting the bundle, 
   it SHOULD keep an entry for the acknowledged bundle to be able to 
   further propagate the PRoPHET ACK. 
 
   The Response TLV format is identical to the Offer TLV with the 
   exception of the TLV Type field.  Bundles that are being accepted 
   from the corresponding Offer are explicitly marked with a B_flag. 
   Specifications for bundles that are not being accepted MAY either be 
   omitted or left in but not marked as accepted.  The payload length 
   field MAY be omitted for complete bundles in the Response message 
   even if it was included in the Offer message.  The B_flags payload 
   length flag MUST be set correctly to indicate if the length field is 
   included or not.  The Response message MUST include both payload 
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   offset and payload length fields for bundle fragments, and the 
   B_flags MUST be set to indicate that both are present. 
 
 
       0                   1                   2                   3 
       0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      |    TLV Type   |   TLV Flags   |       TLV Length (SDNV)       | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      |                    Bundle Offer Count (SDNV)                  | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      |    B_flags    |       Bundle Source     |  Bundle Destination | 
      |               |     String ID 1 (SDNV)  |  String ID 1 (SDNV) | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      |                 Bundle 1 Creation Timestamp Time              | 
      |                             (SDNV)                            | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      |           Bundle 1 Creation Timestamp Sequence Number         | 
      |                             (SDNV)                            | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      | Bundle 1 Payload Offset - only present if bundle is a fragment| 
      |                             (SDNV)                            | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      | Bundle 1 Payload Length - only present if bundle is a fragment| 
      |         or transmission of length requested (SDNV)            | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      ~                               .                               ~ 
      ~                               .                               ~ 
      ~                               .                               ~ 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      |    B_flags    |       Bundle Source     |  Bundle Destination | 
      |               |     String ID n (SDNV)  |  String ID n (SDNV) | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      |                 Bundle n Creation Timestamp Time              | 
      |                             (SDNV)                            | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      |           Bundle n Creation Timestamp Sequence Number         | 
      |                             (SDNV)                            | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      | Bundle n Payload Offset - only present if bundle is a fragment| 
      |                             (SDNV)                            | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
      | Bundle n Payload Length - only present if bundle is a fragment| 
      |         or transmission of length requested (SDNV)            | 
      +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
 
              Figure 11: Bundle Offer and Response TLV Format 
 
   TLV Type 
        The TLV Type for a Bundle Offer is 0xA4.  The TLV Type for a 
        Bundle Response is 0xA5. 
 
   TLV Flags 
        The encoding of the Header flag field relates to the 
        capabilities of the source node sending the RIB: 
 
             Flag 0: More Offer/Response 
                     TLVs Following      0b1 
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             Flag 1: Unassigned          0b1 
             Flag 2: Unassigned          0b1 
             Flag 3: Unassigned          0b1 
             Flag 4: Unassigned          0b1 
             Flag 5: Unassigned          0b1 
             Flag 6: Unassigned          0b1 
             Flag 7: Unassigned          0b1 
 
        If the Bundle Offers or Bundle Responses are divided between 
        several TLVs, the "More Offer/Response TLVs Following" flag MUST 
        be set to 1 in all but the last TLV in the sequence where it 
        MUST be set to 0. 
 
   TLV Data 
 
        Bundle Offer Count 
             Number of bundle offer/response entries.  Encoded as an 
             SDNV.  Note that 0 is an acceptable value.  In particular, 
             a Bundle Response TLV with 0 entries is used to signal that 
             a cycle of information exchange and bundle passing is 
             completed. 
 
        B Flags 
             The encoding of the B Flags is: 
 
             Flag 0: Bundle Accepted       0b1 
             Flag 1: Bundle is a Fragment  0b1 
             Flag 2: Bundle Payload Length 
                     included in TLV       0b1 
             Flag 3: Unassigned            0b1 
             Flag 4: Unassigned            0b1 
             Flag 5: Unassigned            0b1 
             Flag 6: Unassigned            0b1 
             Flag 7: PRoPHET ACK           0b1 
 
        Bundle Source String ID 
             String ID of the source EID of the bundle as predefined in 
             a dictionary TLV.  Encoded as an SDNV. 
  
        Bundle Destination String ID 
             String ID of the destination EID of the bundle as 
             predefined in a dictionary TLV.  Encoded as an SDNV. 
 
        Bundle Creation Timestamp Time 
             Time component of the Bundle Creation Timestamp for the 
             bundle.  Encoded as an SDNV. 
 
        Bundle Creation Timestamp Sequence Number 
             Sequence Number component of the Bundle Creation Timestamp 
             for the bundle.  Encoded as an SDNV. 
 
        Bundle Payload Offset 
             Only included if the bundle is a fragment and the fragment 
             bit is set (value 1) in the bundle B Flags.  Offset of the 
             start of the fragment payload in the complete bundle 
             payload.  Encoded as an SDNV. 
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        Bundle Payload Length 
             Only included if the bundle length included bit is set 
             (value 1) in the bundle B Flags.  Length of the payload in 
             the bundle specified.  This is either the total payload 
             length if the bundle is a complete bundle or the bundle 
             fragment payload length if the bundle is a fragment. 
             Encoded as an SDNV.4 
 
 

                                            

4 This thesis includes only the first four chapters of the RFC6693 document. An entire version of the document 
can be found here: http://www.rfc-editor.org/rfc/rfc6693.txt 
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