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Abstract

This thesis addresses two topics in computer networking: inter-domain routing and mod-
eling intermittently connected networks (ICNs).

The standard inter-domain routing protocol used in the Internet today is the Bor-
der Gateway Protocol version 4 (BGP). BGP applies send-rate constraints to routing
messages in order to limit its convergence complexity. We implement a simulator to
study how the send-rate constraints affect BGP’s convergence properties and compare
the results with a theoretical convergence model.

Routing policies are used to control BGP’s path selection, which can give rise to
routing divergence. We evaluate a path-history algorithm that can detect routing diver-
gence, and show that the algorithm gives false positives under send-rate constraints. We
use our simulator to show how likely it is that false positives occur in certain network
configurations. Two solutions to solve this problem are proposed.

Unlike the Internet, ICNs are networks in which connected end-to-end paths rarely
exist. Device mobility, devices shutting down to conserve energy, and environmental con-
straints are common causes of intermittent connectivity. To develop routing algorithms
for these networks, it is essential to first understand the patterns of connectivity between
network devices. We propose a temporal connection model that captures connectivity
patterns in ICNs. A tool for exploring topological and temporal properties of ICNs is
developed and the connectivity behaviors of two real ICNs are analyzed.
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Thesis Introduction

As our circle of knowledge expands,
so does the circumference of darkness surrounding it.

Albert Einstein

1 Introduction

The general topic of this thesis is modeling of and finding forwarding paths in computer
networks [29]. The thesis is divided into two parts. The first part reviews the background
and sets the stage for the scientific research reported in this thesis and summarizes the
three included papers. The second part comprises the papers. The first two papers deal
with inter-domain routing issues in the Internet. The third paper deals with modeling of
connectivity in intermittently connected networks.

The remainder of this section gives a general description of data forwarding and rout-
ing in computer networks. Section 2 explains how routing is organized into intra-domain
and inter-domain routing in the Internet, and introduces the standard inter-domain rout-
ing protocol in use today. Section 3 gives an overview of ad hoc and intermittently
connected networks. Finally, Section 4 presents some directions for future work.

1.1 Data Forwarding and Routing

In many computer communication networks, hosts, such as desktop computers and
servers, are not able to communicate directly. Instead, they rely on intermediating de-
vices that forward their data over several hops. Typically, the forwarding paths are not
obvious. There can be several paths between any two network devices, and one path
can be better suited than another, since communication links and forwarding devices
can have various capacities in terms of, for example, bandwidth and propagation delay.
Paths with high bandwidth are suitable for large bulk data transfers, whereas paths with
short end-to-end delays and little, or no congestion are suitable for real-time traffic. It is
beneficial in general to select the shortest paths possible (i.e., the paths with the fewest
number of hops), since this minimizes the overall network load.
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2 Thesis Introduction

The act of establishing forwarding paths between network entities is called routing.
Routing in a network is usually based on information about the network’s topology
and metrics, such as hop count, bandwidth, and propagation delay. However, network
topologies and metrics can change over time. Feasible paths can disappear and new ones
evolve when devices are connected to and disconnected from a network. Thus, routing
needs to be a continuous activity. Topology changes are in general more frequent in
wireless and mobile networks than in fixed networks with wired links, for example, due
to fading wireless link channels, battery power outage in the devices, and mobility.

1.2 Routers and Routing Protocols

Intermediate devices that perform routing and forward packets between hosts are called
routers. Routers communicate using a routing protocol to gather network topology and
metric information about a network. A number of routing protocols exist, which differ in
operation and features. Two examples of routing protocols are the Routing Information
Protocol (RIP) [35] and the Open Shortest Path First (OSPF) protocol [36]. Many, but
not all, protocols define criteria for path selection.

Most routing protocols are distributed. This means that routing information and the
workload of path calculation is shared by several routers. There are two major classes
of distributed routing protocols: Distance-Vector (DV) routing protocols and Link-State
(LS) routing protocols.

DV routing protocols use a distributed variant of the Bellman-Ford algorithm [14] to
calculate forwarding paths. A DV protocol does not create a complete map of the network
topology; a DV router only knows its distance to each destination in the network, and
to which peer it should forward data for a given destination. A commonly used distance
metric is the hop count. Peering DV routers exchange their distances to all destinations.
A router decreases its distance to a destination if the sum of a peer’s distance to the
destination and the distance from the itself to that peer is less than its current distance.
The router forwards data to the peer that renders the shortest distance to the destination.
RIP is an example of a DV routing protocol.

LS routing protocols distribute a graph that represents the entire network topology
to all routers in a network. The routers uses the graph to individually calculate for-
warding paths from themselves to all destinations in the network. The path calculation
is commonly done using Dijkstra’s shortest-path algorithm [14]. This approach requires
that all routers use the same path selection criterion, since the use of different criteria
can give rise to routing loops. OSPF is an example of a LS routing protocol.

The prime benefits of using distributed protocols are scalability and robustness. Dis-
tributed routing protocols are also less sensitive to failures of routers and links. No single
point of failure can bring down the entire network as in the case of having a single device
that performs routing for the entire network. However, there are several challenges to
distributed routing. Information propagation is not instant, which means that routers
can have different views of a network at the same point in time. A router’s local routing
decisions are also dependent on decisions made by other routers. For some time following
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a topology change, routers can therefore change forwarding paths several times before
they converge on a stable configuration. Stability of forwarding paths is important for
the service quality in most computer networks. Path changes generally have a negative
impact on data flows between hosts as data packets get lost and reordered. A routing
protocol should therefore reach convergence as fast as possible after a change in the
network topology.

2 Inter-Domain Routing

The Internet is a packet-switched computer network comprising numerous interconnected
networks that are managed by different organizations. These networks are organized in
the form of routing domains. A routing domain is a network which uses a specific routing
protocol. Routing in the Internet is hierarchical. While intra-domain routing protocols
deal with routing within routing domains, inter-domain routing protocols handle routing
between routing domains. RIP and OSPF are examples of common intra-domain routing
protocols. BGP, which is presented next, is an example of an inter-domain routing
protocol.

2.1 The Border Gateway Protocol

The standard inter-domain routing protocol used in the Internet today is the Border
Gateway Protocol version 4 (BGP) [43]. BGP distributes network reachability informa-
tion between Autonomous Systems (ASs). Simply put, an AS is a routing domain (or
several inter-connected routing domains) that applies a clearly defined routing policy at
the AS level. Each public AS in the Internet is identified by an unique AS number (ASN).
ASNs are used by BGP to describe forwarding paths at the AS level.

BGP is primarily executed on routers that are located at the topological border of
ASs. These border routers communicate with BGP border routers in other ASs, and also
with other routers in the same AS. Although BGP distinguishes between different routers
within the same AS, it regards ASs as atomic routing entities and does not consider how
routing is managed within ASs. In a sense, BGP performs routing in the “network of
ASs”.

BGP sends incremental update messages between peering BGP routers when the
network topology changes or a router makes a route decision. The update messages
contain network advertisements and withdrawals. A router sends network advertisements
to its peers when it selects a path to a new network, or changes its path to an already
known network. A router sends network withdrawals to its peers when it is no longer
able to forward data over the selected path to a network and no alternative path to that
network is available.

A network advertisement contains a set of BGP attributes that are associated with
the advertised network. One of the central attributes is the AS-path. The AS-path is a
list, a path vector, that contains the ASNs of the ASs that the advertisement has passed,
describing the path from the router that sent the advertisement, back to the destination
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network. The path vector is used by BGP’s Path-Vector (PV) routing algorithm. BGP
chooses by default the forwarding path for the advertisement with the shortest AS-path,
if several advertisements for the same network are available. When a router selects an
advertised path, it adds its own ASN to the advertisement’s AS-path and sends the
advertisement along to its peers. A router discards any advertisement with a path vector
that contains the router’s own ASN, in order to avoid routing loops. Furthermore, a
router is only allowed to send advertisements for a path it has selected. The PV routing
algorithm belongs to the class of DV routing algorithms. A BGP router has a relative
view of the network topology, it only knows the AS paths that lead from itself to the
destination networks.

To limit the number of update messages in a network, a BGP router separates
the transmission of successive advertisements for a particular destination network to
a peer with a minimum time interval, called the Minimum Route Advertisement Interval
(MRAI). The MRAI creates a time window wherein a router can receive multiple update
messages and change its path to a destination several times without sending any adver-
tisements. At the end of the MRAI, the router sends a single advertisement with the latest
selected path to the peer. This description conforms to the former BGP specification [42],
which states that MRAI should only be applied to messages that carry advertisements.
However, the most recent BGP specification [43] states that MRAI should be applied to
withdrawal messages as well, which is also known as withdrawal rate limiting (WRATE).
Although the MRAI is configurable in most BGP implementations, the recommended
default value is 30 seconds.

2.2 BGP Convergence

A BGP router stores the advertisements it receives from its peers. If the router receives
a withdrawal for a destination from one of its peers, any stored advertisement for the
destination received from that peer is removed. By storing advertisements, a router is
able to select another path if the advertisement of a currently selected path should be
withdrawn. However, stored advertisements sometimes become old and invalid. When a
destination network gets unreachable, or a router changes its path to the destination, it is
possible that routers start to exchange out-of-date advertisements and repeatedly adopt
forwarding paths that do not exist. The routers select, or enumerate, a number of un-
feasible paths to the destination before the routing calculation converges. This behavior
is due to the properties of the PV routing algorithm. During the enumeration process,
sporadic routing loops evolve and data forwarding is disrupted, which can negatively
impact network performance.

Labovitz et al. [30] measured BGP path enumeration in the Internet and its impact on
data traffic. They found that BGP convergence was delayed three minutes on average,
up to fifteen minutes in extreme cases, due to path enumeration. During this time,
data traffic suffered increased packet loss and longer round-trip delays due to unstable
forwarding paths. The average packet loss increased from less than 1% to 30% at peak,
and round-trip delays became in average up to 60% longer.
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Labovitz et al. also present a theoretical model of BGP convergence. They used the
model to develop upper and lower bounds of convergence complexity for clique topologies.
They concluded that MRAI is crucial to BGP since it greatly limits path enumeration.
They also suggested that routers should apply Sender Side Loop Detection (SSLD) and no
WRATE in order to shorten convergence delay. With SSLD, a router performs AS-path
loop detection on behalf of the receiver before it sends an advertisement. If the receiver’s
ASN is included in the advertisement’s AS-path, the router drops the advertisement
and sends a withdrawal instead. The idea is that when advertisements are send-rate
constrained but withdrawals are not, SSLD should give faster convergence as a larger
fraction of the routing information is spread without delay.

2.3 The First Paper

In the first paper of this thesis, we present a discrete-event driven simulator that we
created to study BGP’s convergence properties. The simulator, named RouteSim, is
implemented in the Java programming language and includes a model of BGP. The
model is abstracted and excludes underlying protocols used by BGP, such as TCP [41].

We used the simulator to examine the impact of different MRAI values and the use of
SSLD and WRATE on BGP convergence delay in clique topologies. We also tested how
different types of MRAI timer skewing affect convergence delay. The results of simula-
tions with synchronized timers corroborate the theoretical model. With skewed timers,
however, convergence delay got shorter than expected. Furthermore, our experiments
confirmed that SSLD decreases convergence time.

RouteSim is easily extendable and has been used in other projects. Johansson and
Carr-Motyčková [27] have used RouteSim to evaluate cluster algorithms in mobile net-
works, and Dekker [16] has used it to evaluate a routing protocol that is based on diffusing
computation.

The paper was published in the proceedings of the 11th International Conference on
Computer Communications and Networks (IC3N 2002), pages 124–129, Miami, Florida,
USA, in October 2002.

2.4 BGP Divergence

While intra-domain routing strives for optimal path selections based on some techni-
cal criteria such as minimum propagation latency and effective bandwidth utilization,
inter-domain routing decisions are commonly based on political and economical inter-
ests. Routing agreements between peering ASs are implemented by the use of routing
policies that control BGP’s path selection. Routing policies are typically realized as a
list that contains path filtering and selection rules. Routing policies are not distributed
by BGP. They are installed by administrators and kept local on each router.

The BGP specification gives room to any type of path selection criteria. In fact, a
BGP router could rank paths by random and still meet the requirements. This feature
can, however, give rise to routing instability. Routing policies can be involved in cyclic
disputes such that routers are unable to find a routing solution where all routers have
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stable forwarding paths [47]. In severe cases, convergence delay is unbounded and routers
change paths persistently. This is known as routing divergence.

As explained in Section 2.2, a network’s service quality is degraded during routing
changes. It is therefore necessary to either prevent or detect and stop divergence due
to cyclic policy disputes. Griffin and Wilfong [24] propose a path-history algorithm to
equip BGP with means to detect divergence. They also introduce the Simple Path Vector
Protocol version 2 (SPVP2). SPVP2 is an abstraction of BGP and, in addition, includes
the path-history algorithm. The algorithm keeps histories of path selections in the update
messages. Histories generated by the algorithm get cyclic if and only if SPVP2 repeatedly
changes paths due to cyclic policy disputes.

2.5 The Second Paper

A major difference between BGP and SPVP2 is that SPVP2 does not apply send-rate
constraints. As previously stated, send-rate constraints are important to BGP. In the
second paper of this thesis, we therefore extend SPVP2 with send-rate constraints to
consider how they affect the path-history algorithm. We show that the path-history
algorithm gives rise to false positives when it is combined with the same type of send-rate
constraints as used in BGP. Using RouteSim, we also show how likely false positives (i.e.,
cyclic histories that are not caused by cyclic policy disputes) are to evolve in networks
with clique topologies and shortest-path routing policies. Finally, we propose and discuss
two extensions of SPVP2 that each prevents false positives when send-rate constraints
are applied.

The paper is submitted for journal publication.

3 Ad hoc and Intermittently Connected Networks

The Internet has an infrastructure with routers dedicated for routing and forwarding.
There are, however, networks without infrastructure and dedicated routers. Instead,
the hosts do routing and forwarding for one another. Such networks are called ad hoc
networks [40].

Ad hoc networks are useful in scenarios where a network needs to be quickly deployed
and self-organized. Some examples of such scenarios are at conferences and meetings
where participants want to share documents, and in disaster areas where emergency
workers need to communicate and distribute information about the situation. Sensors
can also form ad hoc networks to gather measured data.

The devices in ad hoc networks are usually mobile and communicate through wireless
links. Topology changes can therefore be both frequent and unpredictable as the devices
move in and out of each other’s transmission ranges. In addition, mobile devices often
have limited amounts of energy. Routing protocols that are meant to be used in wired
networks with infrastructure (e.g., RIP and OSPF) are not suitable in these conditions.
Such protocols would create excessive amounts of routing updates due to the frequent
topology changes, which degrade network performance and quickly drain energy from
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the devices. There exist, however, routing protocols that are tailored to handle the
conditions in ad hoc networks, for example the Ad Hoc On-demand Distance Vector
(AODV) routing protocol [39], and the Dynamic Source Routing (DSR) protocol [28].

There are also networks that are intermittently connected. The temporal patterns of
connectivity between devices in Intermittently Connected Networks (ICNs) seldom, or
never, render fully connected end-to-end paths. In extreme cases, at most two devices are
connected at the same time. There can be several reasons for intermittent connectivity.
For example, when mobile devices (e.g., hand-held computers) connect rarely due to their
widely scattered positions, or when devices (e.g., sensors) hibernate frequently in order to
conserve energy. Forwarding devices in ICNs therefore need to store received messages,
possibly over extensive periods of time, and forward the messages when opportunities
are available.

ICNs are in some cases the only viable option for communication. The InterPlanetary
Internet project [3] considers an ICN that consists of devices located on Earth, in space,
and at various celestial bodies. Besides facing extremely long propagation delays, the
network also has to deal with intermittent connectivity as, for example, when planets
obstruct links to orbiting devices [12]. The Sámi Network Connectivity (SNC) project [7]
aims to deploy an ICN that provides Internet connectivity to reindeer herders in remote
areas. There is also a growing interest [44] to see if ICNs can be exploited for data com-
munication even in urban mobile environments. Forwarding devices in these scenarios
would be carried by people, attached to vehicles, and located at various hotspots. Essen-
tially, the connectivity in these networks will be influenced by the social network of users
and their mobility patterns. Most standard routing protocols (e.g., RIP, OSPF, BGP,
and AODV) do not work in ICNs since they calculate spatial end-to-end forwarding paths
that traverse only contemporaneously connected devices. Routing in ICNs have to con-
sider how connectivity changes over time and find spatio-temporal end-to-end forwarding
paths.

The specific routing strategy in an ICN depends on the network’s connectivity charac-
teristics. In some cases, connectivity can be predictable, such as between devices orbiting
planets. Routing is then essentially a scheduling problem [9]. In other cases, connectivity
is stochastic. For example, the movements of people and vehicles in the SNC project’s
envisioned network create connectivity that is, to some extent, unpredictable. Several
routing strategies have been proposed for ICNs with stochastic connectivity. For example,
the epidemic routing [46] strategy exploits opportunistic meetings between forwarding de-
vices and distributes messages among them like the spread of an infectious disease. This
strategy potentially distributes a message to all devices in a network. Since forwarding
devices often have a limited amount of resources, such as bandwidth and storage space
for messages, this strategy can hamper the performance of the network.

Stochastic connectivity patterns can also be heterogeneous, as some pairs of devices
connect longer and more often than others. This happens in ICNs where, for example,
the social behavior of people that carry devices dictates the connectivity. From a routing
perspective, there is a higher probability of getting messages delivered to their destina-
tions if their forwarding paths include devices that connect frequently. To find such paths
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there are routing protocols, for example, PRoPHET [34] and the Context-Aware Routing
(CAR) protocol [37], that estimate future connectivity based on empirical measurements
of past connections.

Evaluation of routing protocols for ad hoc networks and ICNs is most commonly done
by simulation. Routing protocols generally perform differently in different scenarios. It
is therefore important that the connectivity pattern in a simulation corresponds to the
scenario in which a protocol is supposed to be used. It has been a tradition within the
research community to use synthetic mobility models to generate connectivity patterns
in simulations. A mobility model mimics the spatial movements of devices and concerns
quantities such as positions of devices, their speed, and direction of movement. Devices
are assumed to have limited transmission ranges. In simulations, any two devices are
considered to be connected if they move within each other’s transmission ranges. There
exist several mobility models that supposedly capture the behavior of devices in different
scenarios [13].

3.1 The Third Paper

It is easy to create mobility models for scenarios where device movements and transmis-
sion ranges are well known. However, in most scenarios, spatial properties of devices
are very complex, or simply unknown. In some cases, device positions and transmission
ranges do not even change, connectivity patterns are instead dictated by, for example,
device hibernation cycles.

In the third paper, we propose a stochastic connection model that captures the tem-
poral connection behavior between pairs of devices. To find suitable parameters for the
model, we analyze connectivity traces from two real ICNs [5,25] and present some initial
results. We also present a tool that we have developed to explore the topological and
temporal properties of such networks.

A shorter version of the paper is accepted for publication in the proceedings of the
First ICST/ACM International Conference on Access Networks (AccessNets), Athens,
Greece, September 2006. The work was also presented as a poster at the Seventh ACM
International Symposium on Mobile Ad Hoc Networking and Computing (Mobihoc 2006),
Florence, Italy, in May 2006.

4 Future Research

Inter-domain routing as an area of research has matured. We believe that it does not hold
the potential for long-term research in the future. On the other hand, the area of oppor-
tunistic networking is attracting considerable attention within the computer networking
research community as evidenced by the growing number of workshops and special confer-
ence sessions. Modeling mobility and connectivity in these networks remains a challenge.
Understanding the network dynamics is a prerequisite for developing routing algorithms
for these networks. While some work has been done on routing in intermittently con-
nected and opportunistic networks, this largely remains an open research area.
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Simulating Convergence Properties of BGP

Johan Nykvist Lenka Carr-Motyčková
johan@csee.ltu.se lenka@csee.ltu.se

Abstract

We present a simple BGP simulator that is used for testing convergence properties of
inter-domain routing. The discrete-event driven simulator contains a high-level abstrac-
tion model of the BGP protocol. The purpose is to perform simulations to examine
the complexity of routing information exchange and to test different possible reasons for
delayed convergence of BGP routing. We have simulated effects of BGP timers on con-
vergence and compared the results with simulations done by Labovitz and Griffin. Our
simulator displayed the theoretically predicted characteristics. We then tested the effects
of skewed timers, split horizon and the sender side loop detection (SSLD) techniques on
convergence for different network topologies. We conclude that SSLD helps to decrease
the number of announcements and the convergence time. However, SSLD increases the
number of withdrawals.

1 Introduction

The Border Gateway Protocol version 4 (BGP) [42] is the de facto inter-domain routing
protocol used in the Internet today. BGP is a policy-based, path-vector protocol that
distributes route information between Autonomous Systems (ASs). Since the introduc-
tion of BGP, its convergence properties have been investigated as it does not perform
well in this sense.

The rather loose BGP specification [42] allows the application of different techniques
to tune its performance. The specification also suggests using different parameters (e.g.,
timer settings), but their implementation and the settings are left unspecified. We are
interested in interaction of different BGP parameter settings for dynamic topologies and
effects of different techniques on BGP’s convergence properties.

Characteristics of routing convergence and stability have a high impact on the net-
work’s ability to perform quick route repairs and provide good performance in the pres-
ence of network faults. Currently inter-domain route repair convergence in the Internet
may have a latency on the order of several minutes. During the latency period end-user
traffic quality is highly degraded [30]. Delayed convergence of BGP is primarily caused
by the bouncing problem: the protocol is designed so that it inspects all possible routes
between the source and the destination. As the number of paths between autonomous
systems grows exponentially with the number of systems, the problem can result in tem-
porary routing table fluctuations (route flaps) after a fault.

mailto:johan@csee.ltu.se
mailto:lenka@csee.ltu.se
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In addition to delaying the route selection process, route flapping can cause rapid
changes in network reachability. Such a situation is called routing instability. Note that
a route is considered stable if it lasts at least tens of minutes. In a more severe case, we can
observe persistent oscillations that are probably caused by inconsistent setting of routing
policies in autonomous systems. Persistent oscillations are high frequency oscillations
lasting for several hours or more. They constitute about 10% of observed route flapping.
Persistent route oscillations were not only proved as theoretically possible, but recently
observed in the Internet and reported at the NANOG 21 conference [6].

Convergence latency and its communication complexity can be optimized by correct
implementation of BGP. As many issues such as usage of timers and application of loop
detection or split horizon (SH) techniques are left open in the BGP specification, we
simulated different mechanisms and measured their convergence properties.

We developed a discrete-event driven simulator with a high-level abstraction model of
the BGP protocol and used it in investigations of BGP’s convergence properties. We first
ran simulations to verify the correctness of the BGP implementation in our simulator as
well as the correctness of the simulator itself. We compared our results to observations
made by Labovitz [31] and simulation results of Griffin [20]. While our results confirmed
Labovitz’s observations, we found discrepancies from Griffin’s. These slight differences
were explained by the use of the SH technique in Griffin’s model [21], which is not
specifically required by BGP specification.

Second, we tested different settings of Minimum Route Advertisement Interval (MRAI)
timers. Settings of timers for different kinds of BGP messages, interaction between timers,
and using different timers for different topologies are issues that influence convergence
complexity of BGP. We are especially investigating MRAI interaction, for example skewed
randomly or evenly. Some experiments show a substantial difference between convergence
properties of a model with synchronized timers and a model with skewed timers. As the
model with skewed timers is closer to a real network we believe that BGP simulators
should be set up with skewed timers in order to get realistic results.

In the final phase, we looked at the convergence properties as they change with the
size of the network. We used a clique topology, representing a mesh network, for our ex-
periments, as it is the most complex topology where we get worst case results. We tested
the effect of SH and sender-side loop detection (SSLD) techniques for cliques of different
sizes. Both techniques decrease the number of announcements and the convergence time.
The effect of SSLD was greater. On the other hand, introducing SSLD or SH increases
the number of withdrawals.

In the remainder of the paper, an overview of related work and motivation for our
work is given in Section 2. Section 3 describes the simulator and the BGP simulation
model. Section 4 presents some experiments performed with the simulator. Finally, in
Section 5 our conclusions and direction for future work are presented.
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2 Related Work and Motivation

2.1 Experiments and Measurements

Labovitz et al. ran an instability measurement project during 1996–1998. They were
interested in effects of route withdrawals and updates on routing table changes and end-
to-end traffic performance. They measured the number of BGP announcements and
withdrawals between backbone routers. They observed that the percentage of route flaps
grows linearly with the size of routing table [32]. Router misconfiguration, transient
link problems and poor implementations of BGP were found to be the most common
reasons for instability. Routing instability represented by route flaps resulted in sending
redundant messages. Instability caused packet loss to unstable destinations, delayed
convergence of routes, and additional overhead (processing routing messages). Instability
was distributed across both autonomous systems and prefix space, which suggests that
there is a general problem that is not caused by a small set of routers.

In [30] Labovitz et al. examine the latency of BGP fail-over, both actively measuring
and developing a model that gave theoretical upper and lower bounds for the convergence
latencies. Measurements show that fail-over latency averaged around 3 minutes but can
also reach tens of minutes due to routing table oscillations. They measured latency
and the number of messages that resulted from route announcements, withdrawals, and
replacements of a shorter or longer route. Reasons for delayed convergence was due to the
ambiguous specification of BGP that causes the bouncing problem. BGP may examine
all possible paths, O(n!), of all possible lengths among n autonomous systems.

A more realistic model of BGP that considers MRAI timer influence, different topolo-
gies, and policy settings is reported in [31]. The paper reports results on fail-over latency,
convergence time, and path selection. Fail-over latency stems from temporary routing
table oscillations. Convergence time of BGP is dominated by an implicit MRAI timer
setting (30 seconds), the length of the longest alternative AS path between the source and
destination, and the set of all possible paths between source and destination. Path selec-
tion depends not only on individual timer settings but also on the interaction of timers
on multiple alternative paths in a topology. The authors present a plot that shows a
linear dependence of average convergence latency and the longest AS path length. To
improve convergence, they pose the interesting idea of introducing adaptive MRAI timers
and adding routing information to the withdrawal messages.

2.2 Theoretical Work and Simulations

Griffin et al. published several papers [22, 23] that analyze BGP as a distributed graph
algorithm. BGP is not based on pure shortest path routing. For algorithms that find
a shortest path between routers, it is easy to prove that the computation will stabilize
in finite time to a state that will not change until the network itself changes. Shortest
path protocols such as RIP converge in O(n3) [10] but these protocols do not allow the
use of policies. Since BGP allows network operators to prefer a path without considering
its length (policy decisions), the proof of convergence fails. Looking closer into BGP
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routing, not only can the convergence not be proved but in practice changes in routing
tables, going on for several minutes even if the topology itself does not change, can be
observed. This implies that the routing policies of autonomous systems conflict. With
a different setting of the policies, no oscillations would occur. The same topology may
behave differently with different policy settings; it may converge but need not do so.
This ambiguity stems from timing of routing message exchange and the particular policy
settings used. A theoretical proof of BGP routing divergence was published in [47], where
Varadhan et al. show that independent route selection protocols like BGP may exhibit
persistent oscillations and never converge to a single route due to conflicting policies.

Griffin presents a formal specification [24] of inter-domain routing protocol, which
adds new attributes to BGP. The attributes are used to identify cycles in path histories.
Once the oscillating paths are detected, they can be suppressed. In [22], the authors
present a sufficient condition for a convergent routing system, and they propose BGP-
like Simplified Path-Vector Protocol [24] based on it that is proven to be convergent.

A simulator described in [20] was used to verify optimal values for MRAI, and effects
of Sender Side Loop Detection (SSLD) and Withdrawal Rate Limiting (WRATE) on
convergence. Even though WRATE is in violation of the BGP standard RFC 1771 [42],
Griffin [20] observes that it may have a positive effect. It seems that every topology has
a specific value of MRAI that is optimal for convergence and communication complexity.
Experiments with WRATE surprisingly show that setting up a timer for withdrawals may
have a positive effect if MRAI is not optimized. SSLD has little influence once MRAI is
optimized. Because it is not realistic to expect an optimal MRAI setting in real condi-
tions, experiments with WRATE and SSLD are still valuable. For non-optimized MRAI
settings and a clique topology, setting up WRATE substantially decreases convergence
time and is more effective than SSLD.

3 The Simulator

Several network simulators already exist, such as ns-2, JavaSim, SSFNet and MaRS.
With the exception of MaRS, these simulators have a model granularity that includes
the IP protocol. The model used in ns-2 even comprises link layer protocols. Because
we wanted to avoid interaction with underlying protocols and stay on a control plane in
first stage of our work, we built our own simulator.

3.1 Overview of the Simulator

Our simulation model includes some fundamental mechanisms of the BGP protocol, but
excludes underlying mechanisms such as TCP/IP. The discrete-event driven simulator,
RouteSim, is implemented in Java and is composed of a simulation engine, model entities,
and events. The entities model components such as routers, links, and messages. The
events represent changes of the system state (such as message arrivals). The simulation
engine keeps all pending events chronologically ordered and dispatches the next event.
The entities, and thus the system model, are declared in a text file and loaded before the
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simulation commences. Events are either created implicitly by an entity at some system
state change, or explicitly injected. Injected events are typically events from outside the
simulation model, for example a change in the routing policy for a given router.

The system model forms a graph, describing a network topology of BGP routers as
vertices and communication links between the routers as edges. A link entity models a
full duplex point-to-point communication link, delivering packet entities between a pair of
routers. The transmission latency does not depend on the packet’s size or type. The value
of the transmission latency and its uniformly distributed, random maximum deviation
(jitter) is configurable on each link. Since the latencies and the jitter are bounded, packet
delivery is guaranteed and no packet loss is modeled. The characteristics of a link entity
are comparable to a reliable transport protocol.

A BGP router entity models a BGP speaker that exchanges External BGP (EBGP)
routing information with peer routers in neighboring ASs. Every router represents one
particular AS, and Internal BGP (IBGP) is not modeled.

The simulation is performed on the routing control-plane, the only modeled commu-
nication is the exchange of routing information between peering routers. Forwarding of
user traffic is not supported. But, the effect of user traffic can be modeled by adding link
delay jitter to every packet.

The model only supports the advertisement of one single network destination from
a single router in any given topology. Therefore there is no need to explicitly include
any network addressing scheme (i.e., IP). The only addressing scheme present in the
model is the enumeration of ASs with AS numbers (ASN). CPU workload latency for
every router is modeled so that every packet received by a router is imposed with a
uniformly distributed random latency before it is processed. The only BGP message
type modeled is the Update type. A consequence of this is that peering between the
routers is assumed to be in established state at all times during a simulation and no
type of failure that would normally cause a Notify message and terminate the connection
can occur. In accordance to the BGP specification, Update messages containing a route
advertisement are temporally constrained by MRAI timers. Update messages containing
route withdrawals are not. A router has one configurable timer per peer. A router can be
configured to apply routing policies. These policies are defined by an enumerated set of
preferred AS-paths which override shorter paths. A router can be instructed to advertise
and later withdraw a route either by configuration in the system file, or by the injection
of a BGP Announce Event.

4 Experiments and Results

When facing a withdrawal, BGP enumerates routes with increasing lengths, which results
in an exchange of a large number of routing messages and delayed convergence time. The
usage of MRAI timers play an important role in limiting excessive route enumeration,
as it forces synchronization of path selection into “computational rounds” where the AS
path length increases monotonically for every round. In a clique topology of n ASs,
the usage of MRAI timers imposes a convergence time with a linear lower bound of
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(n − 3) ∗ MRAI [30]. The bound holds for a routing system with synchronized MRAI
timers, but not necessarily when the timers are skewed.

In our experiments, we applied different techniques that are supposed to improve the
convergence. We studied their effect on clique topologies of different sizes. We tested
three different scenarios: Basic, Split Horizon (SH), and Sender-Side Loop Detection
(SSLD).

Basic: In line with the BGP specification, all routers perform receiver-side loop detection
when update messages carrying route announcements are received. It is called Basic
because routers do not apply any additional technique, not even Split Horizon.

SH: The routers do not announce a route back to the peer from which they learned it.

SSLD: Before a route is sent, the routers perform loop detection on behalf of the re-
ceiving peer.

4.1 Simulation setup

We have performed 3000 simulations to study what effect MRAI timers have on the
convergence complexity in a clique topology after a withdrawal. This was done by con-
figuring a designated router to advertise, and later withdraw a route to the destination.
The time between the advertisement and the withdrawal was kept long enough for the
system to converge into an idle state where all routers had learned and selected a feasible
route to the destination. During simulations, we set the CPU processing latency be-
tween 0.01 and 1.0 seconds. MRAI timer jitter was not used, and routing decisions were
based on shortest-path route selection. The link latency was set to 0.01 seconds with
no deviation. To our best knowledge, no known documentation about CPU workload
latency in routers is available. However, the used values for CPU workload latency and
link latency were considered plausible in [20].

The total number of update messages exchanged after the initial withdrawal was
recorded. Also, the convergence time was measured from the initial withdrawal until no
more update messages were exchanged. The routers did not apply any route filtering.

4.2 The length of MRAI

MRAI reduces the number of messages and the computational load on routers. On
the other hand it delays end-to-end fail-over. Loop detection, as required by the BGP
specification, is usually implemented by vendors on the receiver side. Labovitz shows that
sender-side loop detection speeds up convergence time and suggests that loop detection
should be implemented on both sides. Our experiments confirm that implementation of
SSLD considerably improves the convergence time.

The experimental system consisted of 15 routers, forming a clique topology. SH or
SSLD was not applied. To examine the impact of different MRAI timer values, 50 sim-
ulations with different random seeds where run for every MRAI integer value between 0
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Figure 1: Graphs showing average and maximum deviation for traffic complexity and conver-
gence time as a function of the MRAI value. The MRAI timers are synchronized. The topology
is a clique of size 15.

and 30 seconds. The graphs in Figure 1 shows the result from the 1500 simulation runs.
In Figures 1(a) and 1(b), the symptom of excessive route enumeration for low values of
MRAI is clearly shown in the form of large number of routing messages and long conver-
gence delays. When the MRAI increases, this behavior is dampened as the MRAI timers
impose synchronization of the route selections.

At a MRAI value of approximately 8 seconds, the system experiences the lowest
number of routing messages and the shortest convergence time. At this point the MRAI
is long enough to impose the route selection synchronization. For MRAI values larger
than 8 seconds, the number of routing messages is constant (see Figure 1(c)), but the
convergence time increases linearly (see Figure 1(d)). This follows from the fact that
the MRAI timers impose excessive delay between the computational rounds in the route
selection. Figure 1(d) shows how the convergence time is confined by the lower bound,
(n−3)∗MRAI . This result should however not be interpreted such that 8 seconds is the
absolute optimal value for the MRAI, this is only true for this particular system, other
configurations give different results [20].
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4.3 Interaction of timers

In a real BGP routing network, it is unlikely that all MRAI timers are synchronized.
The BGP protocol specification suggests the usage of timer jitter to avoid peaks in the
distribution of routing messages. We have performed simulations where we elaborated
with skewed timers. Simulations were performed in the Basic scenario (without SH or
SSLD), in a clique topology with 15 routers. The length of MRAI is kept constant at 30
seconds. Instead of using synchronized MRAI timers, we applied skewed timers after the
initial withdrawal. In the BGP specification [42], 30 seconds is the recommended length
for the MRAI.

The basic functionality of MRAI timer follows: in router i, an MRAI timer Ti,j is
used to impose the MRAI delay between advertisements to a peer router j. The timer
keeps a record of the time of the last sent advertisement, Ti,j .last. An advertisement
is postponed until the MRAI time has passed since the last advertisement, Ti,j.delay =
max(0,MRAI − (now − Ti,j .last)).

Randomized skewing is achieved by setting the timer offset like this: Ti,j.last =
now − U(0,MRAI ) where U(a, b) is an uniformly distributed pseudo-random number
between a and b. Applying of randomized skewing gives more variable results than the
synchronized timers because the order of events plays a more important role (messages
are not synchronized in rounds). For even skewing, we apply the following timer offset:
Ti,j.last = now − i

n
∗ MRAI . Even skewing keeps a certain level of regularity in timing

but still suppresses the effect of rounds.
The effect of randomly skewed timers is shown in Figures 2(a) and 2(b). The cor-

responding characteristics for evenly skewed timers are shown in Figures 2(c) and 2(d).
With evenly skewed timers we observe slower increase of convergence time with the grow-
ing value of MRAI, than in the case of synchronized or randomly skewed timers. Optimal
value of MRAI for the convergence time is not influenced by skewing timers. The number
of messages stays constant once MRAI reaches the optimal value. The number of an-
nouncements is lowest in the case of synchronized timers and largest for randomly skewed
timers. The optimal value of MRAI for the messages is not influenced by skewing.

4.4 Experiments with SH and SSLD for different topologies

We tested effects of SH and SSLD for clique topologies with sizes ranging from 2 to 40.
MRAI was set to 30 seconds, without jitter. After the initial withdrawal, all MRAI
timers were skewed randomly.

Figure 3(a) shows that the number of announcements grows as a polynomial function
of the clique size in all three scenarios. The Basic scenario has the fastest growth,
tightly followed by SH. SSLD has the slowest growth. For a clique with size 40, the
Basic scenario exchanges approximately 15000 additional announcements compared to
the SSLD scenario. Figure 3(b) shows that the effect of SH and SSLD on the number of
withdrawals was opposite: the number of withdrawals increased. It grew polynomially
with the size of a clique in all three scenarios but with SSLD the growth is fastest. The
growth of the total number of messages (announcements and withdrawals) is polynomial
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Figure 2: Graphs showing average and maximum deviation for traffic complexity and conver-
gence time as a function of the MRAI value. The MRAI timers are skewed randomly in (a),
(b), and evenly in (c), (d). The topology is a clique of size 15.

and the values are about the same in all three scenarios.

As shown in Figure 3(c), the convergence time grows linearly with the respect to clique
size in all three scenarios. SH and SSLD have shorter convergence time. For a clique
of size 10, the Basic scenario converged after an average of 202 seconds, SH after 185
seconds, and SSLD after 124 seconds (see Figure 3(d)).

5 Conclusions and Future Work

Our model implements a simplified version of BGP. To verify the correctness of our sim-
ulator, we have run several tests and compared them to results obtained by others from
BGP traffic measurements or simulations. The model exhibits properties corresponding
to the behavior of Internet implementations of BGP. We ran experiments with the in-
fluence of timer setting and their mutual synchronization on the convergence time and
number of update messages. Our simulator showed the characteristic predicted theoret-
ically by Labovitz, while Griffin’s simulation graph shows a diagram with a flatter slope
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Figure 3: Graphs showing the number of messages and convergence time as a function of the
clique size. The MRAI value is set to 30 seconds, and the MRAI timers are randomly skewed.

for message growth with the increasing value of MRAI. The most significant difference
between the simulations is the convergence time above the time-optimal value of MRAI.

Our work shows new results on the effects of timer skewing and the effects of split
horizon and server-side loop detection. By simulation, we have shown that randomly
skewed timers increase the variance in convergence time and number of messages. In
addition, our data shows that the total number of Update messages is not greatly affected
by the usage of split horizon or sender-side loop detection in a clique topology. Sender-side
loop detection typically decreases the number of announcement messages and increases
the number of withdrawal messages for a route withdrawal. A single Update message can
contain a set of route announcements together with a set of route withdrawals. Multiple
route announcements can be sent in a single Update message as long as all the announced
routes share the same AS path. If several diverse route destinations are converging to
a withdrawal at the same time, it might be an advantage if much of the information
exchange is in terms of withdrawals as these can more easily be sent in fewer Update
messages.

Our plan for the future includes an extension of the simulation model with more
BGP mechanisms such as route flap dampening and inbound/outbound route filtering.
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Furthermore, we intend to perform simulations with more realistic topologies and routing
policies. We will study effects of router position in a topology (relative to the backbone)
and its timer setting on convergence. We also intend to apply routing policies in our model
and to test different mechanisms for suppressing oscillations, for example, recording a
path history.



24 Timing Issues in Detection of Routing Policy Disputes



Paper B

Timing Issues in Detection of

Routing Policy Disputes

Authors:

Johan Nykvist and Lenka Carr-Motyčková
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Abstract

The standard inter-domain routing protocol in the Internet is the Border Gateway Pro-
tocol (BGP). BGP’s path selection is controlled by routing policies. Such policies can be
involved in cyclic disputes that give rise to persistent routing oscillations, or divergence.

Griffin and Wilfong propose the Simple Path Vector Protocol version 2 (SPVP2),
which is equipped with a path-history algorithm that is able to detect divergence due to
cyclic policy disputes. In contrast to BGP, SPVP2 does not apply send-rate constraints
to routing messages. Send-rate constraints are important to any path-vector routing
protocol as they limit the protocol’s convergence complexity.

In this paper, we show that the path-history algorithm can give false indications of
divergence when SPVP2 is extended with send-rate constraints. Results from simulations
with the extended protocol suggest that false indications occur frequently in networks
that do not suffer from cyclic policy disputes. We propose two methods that enable
SPVP2 to apply send-rate constraints without giving false indications of divergence. The
strength and weakness of each method are also discussed.

1 Introduction

The Border Gateway Protocol version 4 (BGP) [26, 43] is the standard inter-domain
routing protocol used in the Internet today. BGP is a policy based path-vector routing
protocol that distributes network reachability information between Autonomous Systems
(ASs). By default, BGP chooses routes with the shortest path to a destination, in terms
of the number of AS hops. However, BGP admits administrator-defined routing policies
to control the route selection. Routing policies are used to implement traffic agreements
between peering ASs, and BGP allows each AS to define its routing policies independently
from other ASs. For the Internet, no global coordination exists for selecting routing
policies.

Varadhan et al. [47] show that the use of routing policies may give rise to configura-
tions where the policies are involved in cyclic conflicts, or disputes. In these configura-
tions, BGP is unable to reach a stable routing state and oscillates persistently. Changes
to a network’s routing state generally degrade the service quality for end-user data traffic.
Labovitz et al. [30] have performed a study on how BGP routing updates affect end-user
traffic in the Internet. They showed that the amount of packet losses and latencies in-
crease during route changes. We conjecture that persistent routing oscillations due to
cyclic policy disputes have a similar impact.

mailto:johan@csee.ltu.se
mailto:lenka@csee.ltu.se
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There are two aspects of handling cyclic policy disputes. First, cyclic policy disputes
have to be detected and the involved policies have to be identified. Second, measures
have to be taken to break the cyclic dispute dependency between the policies. The most
straightforward way of breaking cyclic disputes is to alter the policies involved in the
cycle. This can be done, for example, by removing or changing some of the policies.
Govindan et al. [19] advocate that policies should be collected and centrally analyzed in
order to detect and resolve cyclic disputes. However, this solution faces several practical
issues; ISPs may not want to reveal their routing polices, and statically detecting and
resolving cyclic disputes in some given configuration is computationally expensive [23].
Gao and Rexford [18] propose a set of guidelines for individual ASs on how to select policy
rules that guarantee routing convergence. Such guidelines, however, do not prevent policy
misconfiguration that lead to persistent oscillations.

Griffin and Wilfong [24] define the Stable Paths Problem (SPP), which is a simple
semantics for routing policies of path-vector routing protocols. The SPP consists of a
set of peering routing nodes with routing policies for selecting a path to one destination,
and one distinct node that is assigned to be the destination. The routing policies are
realized as routing paths to the destination, ranked by preference. A solution to the
SPP is a stable path assignment where every node uses its highest ranked path available.
Griffin et al. [22] propose dispute digraphs as a notion to describe static relations between
permitted paths in SPP instances.

Griffin and Wilfong [24] present three Simple Path Vector Protocols (SPVPs) to solve
SPPs. The first protocol, SPVP1, forms the basis for the two other protocols. SPVP1

is an abstraction of BGP that supports simple routing policies. They have shown that
SPVP1 can suffer from persistent routing oscillations due to policy disputes if the dispute
digraph of the SPP contains cycles. The second protocol, SPVP2, is an extension of
SPVP1 that contains a path-history algorithm that keeps histories of routing decisions in
disseminated routing messages. The histories are constructed such that they correspond
to trails in the SPP’s dispute digraph. When SPVP2 oscillates due to cyclic policy
disputes, histories built by the path-history algorithm eventually become cyclic. Cyclic
histories are detected by the SPVP3 protocol, which is an extension of SPVP2. SPVP3

stops such oscillations by removing the routing policies that are involved in the cyclic
dispute from the SPP until convergence is reached.

A difference between the SPVP protocols and BGP is that BGP applies send-rate
constraints on outbound update messages in order to limit the routing traffic between
peering routers [43]. Several authors [20,30] show that convergence delay and complexity
(i.e., the amount of messages sent between routers) are significantly increased in lack
of send-rate constraints. We conjecture that send-rate constrains are important to any
path-vector routing protocol.

In this paper, we examine the implications of extending SPVP2 with send-rate con-
straints and conclude that the path-history algorithm can generate false histories that
are cyclic during ordinary routing updates (which are not caused by cyclic policy dis-
putes) when send-rate constraints are applied. The purpose of using the path-history
algorithm is to detect on-going routing oscillations due to cyclic policy disputes. When
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such oscillations are detected, some method to stop them can be applied, for example, by
automatically suppressing involved policies (as done in SPVP3) or by informing network
administrators on the matter. It is undesirable that such countermeasures are triggered
at events other than routing oscillations caused by cyclic policy disputes as it can lead to
routes being unnecessarily suppressed, and, ultimately, partition the network. To remedy
this, we propose two methods that each prevent false histories when send-rate constraints
are applied. The first method overrides the send-rate constraints in certain situations,
and the second method alters the histories in messages that replace other messages due
to send-rate constraints.

In Section 2, we present the background to our work. In Section 3, the send-rate
constraints used in BGP are explained. We also present an extension of SPVP2 called
SPVP2-SR that applies such constraints. We show that SPVP2-SR can create false his-
tories that are cyclic although no oscillations due to cyclic policy disputes have occurred.
We present two methods that prevent SPVP2-SR from creating false histories in Section 4.
We also discuss the strengths and weaknesses of each method. Finally, in Section 5, we
conclude and suggest directions for future work.

2 Background

In this section we present the stable paths problem and show an example of a SPP that
suffer from cyclic policy disputes. We also present the notion of dispute digraphs. Finally,
SPVP2 and the path-history algorithm are introduced.

2.1 The Stable Paths Problem

This section contains a summary of the SPP definition due to Griffin and Wilfong [24].
The SPP consists of a graph that represents a network of routers. A distinct node in the
graph is called the origin and represents the only routing destination in the network. The
other nodes, which we call ordinary nodes, have a set of permitted paths to the origin,
and a ranking function that orders the permitted paths by preference. A solution to the
SPP is an assignment of permitted paths to the nodes such that each node’s assigned
path is its highest ranked path that extends any of its neighbors’ assigned paths.

Formally, a network is represented by a simple, undirected and connected graph
G = (V, E) where V = {0, 1, 2, . . . , n} is the set of nodes and E is the set of edges
connecting the nodes. Let node 0 be the origin to which all other nodes try to find a
path. Define peers(u) = {w|{u, w} ∈ E} to be the set of peers for any node u ∈ V .

A path P = (vk vk−1 . . . v1 v0) in G consists of a node sequence where there exists
an edge between each pair of consecutive nodes; {vi, vi−1} ∈ E, k ≥ i > 0. The path P

starts at the first node vk and ends at the last node v0. The node vk−1 is the next hop
for P . A path can also be the empty path ε. Define PQ to be the concatenation of two
non-empty paths P and Q if the last node in P is the same as the first node in Q. For
example, if P = (3 2) and Q = (2 1 0) then PQ = (3 2 1 0).
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Each node v ∈ V \{0} has a set of permitted paths, denoted Pv, from itself to the origin.
Let λv be a path-ranking function that maps the paths in Pv to non-negative integers.
We assume that node v prefers path P to path Q if P, Q ∈ Pv and λv(P ) > λv(Q).

Define P = {Pv|v ∈ V \{0}} to be the set of all permitted paths, and Λ = {λv|v ∈ V \
{0}} to be the set of all ranking functions. Define an instance of the SPP as S = (G,P, Λ)
where the following conditions hold.

S1: The empty path is always permitted, ε ∈ Pv.

S2: The empty path is lowest ranked, λv(ε) = 0.

S3: Path ranking is strict. If λv(P ) = λv(Q) then P = Q, or P and Q have the same
next-hop.

S4: All permitted paths are simple, that is, they are loop free.

For some node u ∈ V \ {0}, let W be a subset of P u in which the paths have distinct
next hops. Define max(u, W ) to be the maximal path in W , that is, the path with the
highest ranking value such that

max(u, W ) =

⎧⎨
⎩

argmax
P∈W

λu(P ) if W �= ∅,

ε if W = ∅,

where argmax is the expression argument that gives the maximum value.
Let π(u) be a path assignment function that maps any node u ∈ V \ {0} to a path in

Pu. Define choices(u, π) to be the set of paths P ∈ Pu where P = (u 0) and {u, 0} ∈ E,
or P = (u v)π(v) and {u, v} ∈ E. If π(u) = max(u, choices(u, π)) then node u’s path
assignment is stable.

Define A = {π(u)|u ∈ V \{0}} to be a path assignment for S. If the path assignment
at each node is stable, then A is stable. The existence of a stable path assignment for S

means that S is solvable. However, S is unsolvable if no stable path assignment exists.

Example 1. As an example of cyclic policy disputes, let us consider the SPP instance
called wheel that consists of four nodes as shown in Figure 1. We apply routing policies
such that nodes 1–3 are allowed to choose the direct one-hop path to node 0 or the two-
hop path over their mutual clockwise neighbor, and we let each node prefer the two-hop
path to the one-hop path. These policies are shown in Table 1, where the paths are
ordered by preference such that the most preferred paths are listed at the top and the
least preferred paths are listed at the bottom. The policies admit any of the four path
assignments A0–A3 shown in Figures 2(a)–2(d).

Although assignment A0 is valid, no node prefers it. Instead, node 1 prefers assign-
ment A1, node 2 prefers A2, and node 3 prefers A3. We can satisfy any but one of the
three nodes at a time. None of these assignments are stable, however. assignment A1 is
unstable because the path assignment at node 2 is unstable; the best choice for node 2
in this state is the path (2 3 0), but it is assigned (2 0). The SPVP protocols would make
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0

1

23

Figure 1: The wheel topology.

P1 P2 P3

(1 2 0) (2 3 0) (3 1 0)
(1 0) (2 0) (3 0)

Table 1: The permitted paths in wheel . The paths are listed in descending preference order.

a local decision at node 2 and switch to the better choice. Conversely, assignments A2

and A3 are unstable due to unstable path assignments at node 3 and node 1 respectively.
We say that node 1’s routing policy is in dispute with node 2’s policy, since adopting

node 1’s most preferred path (assignment A1) would prevent node 2 to select its most
preferred path (assignment A2). Likewise, node 2’s policy is in dispute with node 3’s,
and so is node 3’s with node 1’s. Here we have a cyclic dispute relation between the
policies: node 1 is in dispute with node 2, which is in dispute with node 3, which is in
dispute with node 1. Since no path assignment is stable, this SPP instance is unsolvable,
and SPVP1 and SPVP2 would oscillate persistently in an attempt to solve it.

2.2 Dispute Digraphs

Griffin et al. [22] propose dispute digraphs as a notion to describe static relations between
permitted paths in SPP instances. Informally, a dispute digraph consists of nodes that
represent all potential paths that can be adopted by the nodes in the network, and arcs
between the nodes that represent the relations between the paths. Any two paths can
be related in two different ways; the adoption of one path may render it possible for the
other path to be adopted, or the adoption of one path may prevent the other path from
being used. The relations between the paths depend on the applied routing policies.

Formally, for any SPP instance S = (G,P, Λ), a dispute digraph is a directed graph
denoted DD(S) whose nodes are all permitted paths P. There are two types of arcs in
DD(S) that represent the relations between the paths, namely transmission arcs and
dispute arcs.

Transmission arc: If path P is permitted at node v and path Q = (u v)P is permitted
at node u, there is a transmission arc from P to Q. Intuitively, the transmission
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0

1

23

(a) Assignment A0

0

1

23

(b) Assignment A1

0

1

23

(c) Assignment A2

0

1

23

(d) Assignment A3

Figure 2: wheel path assignments.

arc indicates that the adoption of path P at node v makes it possible to adopt path
Q at u.

Dispute arc: Assume that P and Q are two permitted paths at node v and λv(P ) ≤
λv(Q). There is a dispute arc from Q to (u v)P if

• (u v)P and (u v)Q are permitted paths at u and λu((u v)P ) > λu((u v)Q), or

• (u v)P is a permitted path at u, but not (u v)Q.

Intuitively, the dispute arc indicates that if node v changes from Q to the higher-
ranked path P and node u uses (u v)Q, then u has to change from (u v)Q to a path
of lower rank.

SPPs with acyclic dispute digraphs are both solvable and safe [22]. SPVP1 and
SPVP2 are always able to solve safe SPPs. SPPs with cyclic dispute digraphs, on the
other hand, may be solvable but are not safe. In an attempt to solve an unsafe SPP,
SPVP1 and SPVP2 can suffer from either transient or stationary routing oscillations
where the paths included in a cycle are repeatedly selected and abandoned. Figure 3
shows the dispute digraph for the unsolvable wheel instance presented in Example 1. In
the figure, the dashed arcs represent transmission arcs, and the continuous arcs represent
dispute arcs. Paths that constitute a dispute-digraph cycle are circularly dependent. The
graph in Figure 3 contains a cycle that corresponds to the cyclic policy dispute explained
in Example 1.
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(2 3 0) (1 2 0) (3 1 0)

(3 0) (2 0) (1 0)

Figure 3: Dispute digraph DD(wheel ).

2.3 SPVPs and the Path-History Algorithm

Griffin and Wilfong [24] present three Simple Path Vector Routing Protocols (SPVPs) for
solving SPPs; SPVP1, SPVP2, and SPVP3. SPVP1 is an abstraction of BGP. Among the
prime differences between BGP and SPVP1 is that SPVP1 does not capture IBGP, that
is, BGP sessions within autonomous systems, and support only one routing destination
(cf., the origin node in a SPP).

SPVP2 is an extension of SPVP1 that includes a path-history algorithm. The path-
history algorithm dynamically constructs histories of path changes that correspond to
trails in dispute digraphs. The histories are distributed in routing messages and can be
used to detect on-going routing oscillations caused by cyclic policy disputes. SPVP2 and
the path-history algorithm is described in more detail below. Neither SPVP1 nor SPVP2

are safe, both protocols will diverge for unsolvable SPPs.
SPVP3 is an extension of SPVP2 that enforces stable solutions by altering the SPPs

when oscillations evolve due to cyclic policy disputes. SPVP3 uses the path-history
algorithm to detect oscillations caused by cyclic routing disputes. When detected, it
stops the oscillations by removing one or several of the paths that are involved in the
oscillations from the set of permitted paths, P. That is, SPVP3 alters unsolvable SPPs
such that their corresponding dispute digraphs get acyclic and the SPPs get solvable.
We only consider SPVP2 in this work. However, all results concerning SPVP2 and the
path-history algorithm presented here also apply to SPVP3.

2.4 SPVP2

For a SPP instance S = (G,P, Λ), where G = (V, E), SPVP2 is executed on all nodes
u ∈ V \ {0}. The protocol keeps two data structures at each node u:

• rib-in(u ⇐ w) is a set that contains the most recently received message from each
peer w ∈ peers(u), and

• rib(u) = (P, h) is a 2-tuple that contains u’s currently selected path P and a history
h of the path changes that led to the selection of P .

The available paths at u is defined as

choices(u) = {(u w)P ∈ Pu|P = path(rib-in(u ⇐ w))},
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1: procedure receive(u, w, m)
2: rib-in(u ⇐ w) ← m

3: if path(rib(u)) �= best(u) then

4: hrecv ← history(m)
5: Pold ← path(rib(u))
6: Pnew ← best(u)
7: hnew ← hist(u, Pold, Pnew, hrecv)
8: rib(u) ← (Pnew, hnew)
9: for each v ∈ peers(u) do

10: send rib(u) to v

Figure 4: SPVP2’s receive procedure.

and the best path (i.e., highest ranked) available at u is defined as

best(u) = max(u, choices(u)).

SPVP2’s receive procedure, shown in Figure 4, is invoked when some node u receives a
message m from its peer w. We assume that procedure execution is an atomic operation.

A message m = (P, h) consists of a path P and a history h of path change events.
Let path(m) = P and history(m) = h. A history h is either the empty history 
 or a
chronological sequence of path change events ek ek−1 ek−2 · · · e1, where e1 is the oldest
event and ek is the most recent event. A path change event e = (s, P ) consists of a
sign s ∈ {+,−} and a path P . For brevity, we write a path change event, for example,
(+, (210)) as (+210). Define sign(e) = s for any event e = (S, h), and latestentry(h) = ek

if h = ek ek−1 ek−2 · · · e1. Let the value of latestentry(h) be undefined if h = 
.
The receive procedure uses the hist function to extend received histories with a path

change event. The hist function is shown in Figure 5. If some node u has received
a message m and changes path from Pold to Pnew, the hist function extends hrecv =
history(m) as follows. If the new path is ranked higher than the old path, λu(Pnew) >

λu(Pold), the path change event (+, Pnew) is added to hrecv. Intuitively, this means that
u improved its path to the origin by selecting Pnew. If the new path is ranked lower
than the old path, λu(Pnew) < λu(Pold), the path change event (−, Pold) is added to hrecv,
which means that u had to give up Pold for a path of lesser rank (Pnew). Finally, if the
new path and the old path are equally ranked, λu(Pnew) = λu(Pold), the sign s of hrecv’s
latest entry, latestentry(hrecv), dictates the new entry; if s = + then (+, Pnew) is added
to hrecv, or if s = − then (−, Pold) is added.

When some node u has selected a path Pnew ∈ Pu and created a history hnew, it sends
a message mnew = (Pnew, hnew) with its newly selected path and the extended history of
m to each peer w ∈ peers(u). We note that the history of a received message is effectively
deleted if the receiving node does not change its path due to the message.
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1: function hist(u, Pold, Pnew, hrecv)
2: if λu(Pnew) > λu(Pold) then

3: return (+, Pnew)hrecv

4: else if λu(Pnew) < λu(Pold) then

5: return (−, Pold)hrecv

6: else if λu(Pnew) = λu(Pold) then

7: if sign(latestentry(h)) = + then

8: return (+, Pnew)hrecv

9: else

10: return (−, Pold)hrecv

Figure 5: The history extension function.

For a SPP instance S = (G, Λ,P), histories created by SPVP2 corresponds to trails in
DD(S) [24]. A history that consists of a single entry h = (s, P ) corresponds to the trivial
trail that consists of the single node P in DD(S). The entries of a history that consists
of more than one entry corresponds to a trail in DD(S) that starts at the path of first
entry and ends at the path of the latest entry. Assume that ei = (s1, P ) and ej = (s2, Q)
are two consecutive entries in h such that i > j. If s1 = s2 then there is a transmission
arc from Q to P . If s1 �= s2, there is a dispute arc from Q to P . For example, the history
(−3 1 0)(+1 2 0)(−2 3 0)(+3 1 0)(+1 0) corresponds to a trail in DD(wheel) (see Figure 3)
that starts at node (1 0), goes to node (3 1 0), and follows the cycle back to (3 1 0).

If a history contains two entries with the same path, an oscillation due to cyclic
policy disputes has occurred. Formally, a history h is cyclic if it contains two entries
ei = (s1, P ), ej = (s2, P ), and i �= j, with the same path P . We say that we have a
positive indication of a realized routing oscillation due to cyclic policy disputes when a
history becomes cyclic.

We assume that peering nodes communicate through message channels, or queues,
that keep message ordering and ensure no message loss. This is consistent with BGP
that uses TCP for peer-to-peer communication. Specifically, all messages generated by
a SPVP2 node will be sent and eventually received by their recipients. However, a
difference between BGP and SPVP2 is that BGP occasionally drop outbound messages
while SPVP2 does not. This turns out to be a crucial detail when the path-history
algorithm is considered for BGP. We will return to this issue in Section 3.

Griffin and Wilfong [24] define soundness and completeness properties for SPVP2.
The soundness property means that a cyclic history is only caused by oscillations due
to cyclic policy disputes and that the cycles contain the paths involved in the disputes.
The completeness property means that all nodes involved in a dispute will eventually
detect cyclic histories due to the dispute. This comes from the fact that histories strictly
grow when they are sent between nodes that oscillate persistently due to a cyclic policy
dispute. Given that a SPP contains a finite number of nodes and permitted paths, the
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histories that grow indefinitely will eventually become cyclic.
Griffin and Wilfong’s proofs for the properties rely on the assumption that a net-

work remains consistent at all times. We now give a brief description of network state
consistency [24]. Consider a SPP instance S = (G,P, Λ) where G = (V, E). Time is
modeled with discrete values. Suppose that u, w ∈ V and define mq(u ⇐ w, t) to be the
state of the FIFO message queue for messages sent from node w to node u at time t. Let
mq(u ⇐ w, t)[i] be the ith message in the queue, and mq(u ⇐ w, t)[1] be the first message
(i.e., the oldest unprocessed message) in the queue. Suppose that mq(u ⇐ w, t) contains k

elements, then mq(u ⇐ w, t)[k] refers to the last message (i.e., the most recently added
message) in the queue. Let rib-in(u ⇐ w, t) denote the value of rib-in(u ⇐ w) at time t.
We then define pipe(u ⇐ w, t) as the concatenation of mq(u ⇐ w, t) and rib-in(u ⇐ w, t)
such that

pipe(u ⇐ w, t)[i] =

{
mq(u ⇐ w, t)[i− 1] if 1 < i < k + 2

rib-in(u ⇐ w, t) if i = 1.

Furthermore, let rib(u, t) denote the value of rib(u) at time t.
The network state s(t) consists of all rib(u, t) and all pipe(u ⇐ w, t) at time t.

A network state is consistent if all ribs, messages, and pipes in it are consistent. A
rib(u, t) is consistent if path(rib(u, t)) is the best path available in rib-in(u ⇐ w, t) where
w ∈ peers(u). A message m is consistent if and only if the following conditions hold.

M1: If m = (P, h) and h �= 
, then h corresponds to a trail in DD(S).

M2: If m = (P, (+, P ′)h′), then P = P ′.

M3: If m = (P, (−, P ′)h′), then P �= P ′ and λu(P ) ≤ λu(P ′).

A pipe is consistent if all messages in it are consistent and the following conditions are
true.

P1: If i > 1 and pipe(u ⇐ w, t)[i] = (P1, (−, P2)h) then pipe(u ⇐ w, t)[i − 1] = (P2, h
′)

or pipe(u ⇐ w, t)[i − 1] = (ε, 
).

P2: If i > 1 and pipe(u ⇐ w, t)[i − 1] = (P1, h) and pipe(u ⇐ w, t)[i] = (P2, (+, P2)h
′)

then λw(P1) ≤ λw(P2).

P3: If i > 1 and pipe(u ⇐ w, t)[i] = (P, h) then h �= 
.

P4: pipe(u ⇐ w, t)[k] = rib(w, t) and k is the number of messages in pipe(u ⇐ w, t).

3 Implications of Send-Rate Constraints

By inspecting SPVP2’s receive procedure in Figure 4, it is evident that a node always
sends messages to its peers immediately after a path has been selected. There are no
bounds on how often a SPVP2 node can send messages. In contrast, BGP puts send-
rate constraints on update messages. It has been shown that the send-rate constraints
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1: procedure ratedsend(u ⇒ v)
2: rib-out(u ⇒ v) ← rib(u)
3: delay ← MRAI − idletime(u ⇒ v)
4: if delay ≤ 0 then

5: cancel any scheduled send

6: send rib-out(u ⇒ v) to v now

7: else

8: cancel any scheduled send

9: schedule send rib-out(u ⇒ v) to v delayed with delay

Figure 6: The ratedsend procedure.

are crucial to BGP since they limit the amount of update messages and convergence
delay [20, 30].

When a BGP router has sent an update message that carries an advertisement or a
withdrawal for some specific destination, it has to wait until a minimum time interval
has elapsed before it can send another update message that concerns the destination.
The BGP standard [43] says that the time interval, which is called the MinRouteAdver-
tisementInterval (MRAI), should be applied on a per-peer basis and suggests that it is
set to 30 seconds.

A BGP router can receive several update messages and make several route decisions
for some specific destination before it is able to send an update message that concerns the
destination. An update message carries only the latest route decision for a destination,
even though several decisions for the destination have been made since the last message
was sent.

A simple description of BGP’s send-rate constraints on update messages follows. A
BGP router creates new update messages at each route decision and puts the messages
in send buffers that are called rib-outs. A router keeps one rib-out for each peer, and
each rib-out can hold at most one message for each destination. A new message that is
put into a rib-out replaces any present message in the rib-out that concerns the same
destination. A router typically uses countdown timers to send the content of rib-outs
at MRAI intervals. However, a new message is sent immediately if more time than the
MRAI has elapsed since the last message that concerns the same destination was sent.

To study how the path-history algorithm is affected by send-rate constraints, we have
extended SPVP2 into a new protocol called SPVP2-SR that applies the same kind of send-
rate constraints as used in BGP. SPVP2-SR uses the same receive procedure as SPVP2,
with the exception that the send operation on line 10 in Figure 4 is replaced with a call
to the ratedsend procedure shown in Figure 6. When ratedsend(u ⇒ v) is invoked by
node u, the content of rib(u) is stored in rib-out(u ⇒ v). The idletime(u ⇒ v) function
returns the amount of time that has elapsed since the latest message was sent from node
u to node v. If more time than the MRAI has elapsed since the latest message was sent,



38 Timing Issues in Detection of Routing Policy Disputes

the content of rib-out(u ⇒ v) is sent to v immediately. Otherwise, rib-out(u ⇒ v) is
scheduled to be sent when the MRAI has elapsed. The operation on line 9 in Figure 6 is
non-blocking, it schedules a future send operation only. We also assume that execution
of the ratedsend procedure is atomic and no scheduled send operation can be invoked
during its execution.

3.1 False Histories Caused by Send Rate Constraints

Each and every received message that causes a SPVP2 node to change its path also causes
the node to send a message to each of its peers. This property is important to keep pipes
and messages consistent. SPVP2-SR, on the other hand, can delete outbound messages
due to its send-rate constraints. The following example shows how SPVP2-SR can cause
pipe and message inconsistency, and create false histories when pending messages in
rib-outs are replaced by new messages.

Example 2. Assume that a node u uses SPVP2-SR and ranks three non-empty paths P1,
P2, and P3 such that λu(P1) > λu(P3) > λu(P2). Assume that node u first selects P1 and
creates message mu

1
= (P1, (+P1)h1), which it immediately sends to its peer w. Shortly

after, node u changes to P2 and creates message mu
2

= (P2, (−P1)h2). This message is put
in rib-out(u ⇒ w), but the send-rate constraints prevents it from being sent immediately.
Node u then selects P3 and creates message mu

3
= (P3, (+P3)h3), which replaces mu

2
in

rib-out(u ⇒ w) before mu
2

is sent. Message mu
3

is eventually sent at time t. Because
message mu

2
was replaced by mu

3
, pipe(w ⇐ u) is inconsistent at this point. Assume that

mu
1

has been received by w at time t. The content of pipe(w ⇐ u) is then

pipe(w ⇐ u, t)[2] = (P3, (+P3)h3) and

pipe(w ⇐ u, t)[1] = (P1, (+P1)h1),

which breaks condition P2 since λu(P1) �≤ λu(P3).

The pipe inconsistency can give rise to false histories. Assume that Q1 = (w u)P1,
Q2 = (w u)P2, and Q3 = (w u)P3 are permitted paths at w and ranked such that
λw(Q1) > λw(Q3) > λw(Q2). These rankings mean that node u and w agree on the
relative path rankings, and there are no dispute arcs between Pi and Qj , i, j ∈ {1, 2, 3},
in the dispute digraph. (The dispute graph contains, however, transmission arcs between
Pi and Qi, i ∈ {1, 2, 3}.) Suppose that node w receives mu

1
and mu

3
and selects Q1 and

Q3 in sequence. When node w changes path from Q1 to Q3 it will generate message
mw = (Q3, (−Q1)(+P3)h3), which is inconsistent according to condition M1; the history
of mw does not correspond to a valid trail since there is no dispute arc from P3 to Q1 in
the dispute digraph.



39

P1 P2 P3 P4 P5

(1 0) (2 0) (3 0) (4 5 2 0) (5 1 0)
(4 0) (5 2 0)

(5 4 0)
(5 3 0)

Table 2: Permitted paths in focus. The paths are listed in descending preference order.

0

5

1 42 3

(a) The focus topology

(4 5 2 0)

(5 1 0) (5 2 0) (5 4 0) (5 3 0)

(1 0) (2 0) (4 0) (3 0)

(b) DD(focus)

Figure 7: The focus topology and dispute digraph.

3.2 False Positives

The previous example shows that SPVP2-SR can create false histories. False histories can
“bridge” dispute digraph trails in a way so that they correspond to non-existent dispute
digraph cycles. We call such histories false positives. The following example shows how
SPVP2-SR can create false positives for a SPP that does not suffer from cyclic policy
disputes.

Example 3. Consider the SPP instance called focus. Figure 7(a) shows the topology
of focus, and Table 2 contains the permitted paths in focus. We note that DD(focus),
shown in Figure 7(b), does not contain any cycles. Assume that all nodes run SPVP2-SR.
We start in the stable state where all message queues are empty and nodes 1–5 are using
the paths (1 0), (2 0), (3 0), (4 0), and (5 1 0) respectively. We then let node 0 withdraw
as destination (it sends out message (ε, 
) to all its peers). As a result, the network will
go through a number of state changes before it converges. Table 3 shows a possible chain
of state changes after node 0’s withdrawal. Only the first eight states are shown for ease
of presentation, more state changes are needed before convergence occur. We note that
node 4 has generated a false positive in state 7.

In state 1, node 1 receives the withdrawal message from node 0, selects the empty
path, and generates message

m1 = (ε, (−1 0))

that it sends immediately to node 5. Node 5 receives message m1 and changes path to
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State u Pnew hnew

0 1 (1 0) 

2 (2 0) 

3 (3 0) 

4 (4 0) 

5 (5 1 0) 


1 ∗1 ε (−1 0)
2 (2 0) 

3 (3 0) 

4 (4 0) 

5 (5 1 0) 


2 1 ε (−1 0)
2 (2 0) 

3 (3 0) 

4 (4 0) 

∗5 (5 2 0) (−5 1 0)(−1 0)

3 1 ε (−1 0)
2 (2 0) 

3 (3 0) 

∗4 (4 5 2 0) (+4 5 2 0)(−5 1 0)(−1 0)
5 (5 2 0) (−5 1 0)(−1 0)

4 1 ε (−1 0)
∗2 ε (−2 0)
3 (3 0) 

4 (4 5 2 0) (+4 5 2 0)(−5 1 0)(−1 0)
5 (5 2 0) (−5 1 0)(−1 0)

5 1 ε (−1 0)
2 ε (−2 0)
3 (3 0) 

4 (4 5 2 0) (+4 5 2 0)(−5 1 0)(−1 0)
∗5 (5 4 0) (−5 2 0)(−2 0)

6 1 ε (−1 0)
2 ε (−2 0)
3 (3 0) 

4 (4 5 2 0) (+4 5 2 0)(−5 1 0)(−1 0)
∗5 (5 3 0) (−5 4 0)(+4 5 2 0)(−5 1 0)(−1 0)

7 1 ε (−1 0)
2 ε (−2 0)
3 (3 0) 

∗4 (4 0) (−4 5 2 0)(−5 4 0)(+4 5 2 0)(−5 1 0)(−1 0)
5 (5 3 0) (−5 4 0)(+4 5 2 0)(−5 1 0)(−1 0)

Table 3: Path changes of nodes 1–5 in focus.

(5 2 0) since (5 1 0) is no longer feasible (state 2). It then generates and sends message

m2 = ((5 2 0), (−5 1 0)(−1 0))

immediately to node 4. Node 4 receives m2 and change its path to (4 5 2 0) (state 3).
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Node 4 also generates message

m3 = ((4 5 2 0), (+4 5 2 0)(−5 1 0)(−1 0))

and sends it immediately to node 5. Node 2 then receives the withdrawal message from
node 0, whereby it generates and sends message

m4 = (ε, (−2 0))

to node 5 (state 4). In state 5, node 5 receives message m4 and changes to path (5 4 0).
It then generates message

m5 = ((5 4 0), (−5 2 0)(−2 0)).

Due to the send-rate constraints, however, message m5 is not immediately sent to node 4
but put in rib-out(5 ⇒ 4) to be sent later. After this, node 5 receives message m4 send
from node 4 (state 6). This message invalidates node 5’s currently selected path (5 4 0).
Node 5 selects path (5 3 0) and generates message

m6 = ((5 3 0), (−5 4 0)(+4 5 2 0)(−5 1 0)(−1 0)),

which replaces message m5 in rib-out(5 ⇒ 4). Message m6 is eventually sent to node 4
when the scheduled send operation is invoked. When node 4 finally receives message m6

(state 7), it has to abandon path (4 5 2 0). By extending the history of message m6, it
creates the cyclic history (−4520)(−540)(+4520)(−510)(−10), which is a false positive.
We note that if node 5 had sent message m5 to node 4 (as if no send-rate constraints
were applied), node 4 had given up path (4520) and selected path (40) before it received
message m6. In that case, message m6 had not made node 4 to change its path, and no
cyclic history had been created.

3.3 Simulation of False Positives

Having established that false positives can evolve with SPVP2-SR, we wanted to get
an understanding of how likely they are to evolve. We therefore performed a set of
simulations, using an in-house developed discrete-event simulator. The simulation model
consists of routing nodes that execute SPVP2-SR and communication links that carry
messages between the nodes. The links are implemented as full-duplex FIFO queues.

In Example 3, we show how a false positive can evolve during the state changes that
follows a withdrawal. We conjecture that the probability of false positives is proportional
to the number of generated messages. Furthermore, BGP generates more messages in
clique topologies than in any other topology when a destination is withdrawn [30]. We
therefore simulated destination withdrawals in clique topologies to get an experimental
upper bound of the false positives probability in our settings.

We applied shortest-path routing policies in the simulations. All simple paths were
allowed, and shorter paths were preferred to longer paths. The ID numbers of next-hop
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Figure 8: Failure ratio at shortest-path routing in clique topologies.

nodes were used to tie-break between paths of the same length (which is analogous to
what is done in BGP where AS numbers are used for tie-breaking); paths with lower
next-hop numbers were preferred to paths with higher next-hop numbers. SPPs with
only shortest-path routing policies are safe, which means that any cyclic history that
evolved in the simulations were a false positive.

Send-rate delay of outbound messages was applied according to the BGP specification
where the per-message delay is drawn from an uniform random distribution, varying
between 22.5 and 30 seconds [43]. All communication links were configured to apply
uniformly distributed random delivery delay in the range from 0.01 to 0.02 seconds.

Each simulation started in a stable state where all nodes u ∈ V \{0} used the shortest
available paths; path(rib(u)) = (u 0). BGP implementations typically employ send-rate
timers only on a per-peer basis rather than on a per-destination-and-peer basis. To model
concurrent routing activities for other destinations, all nodes’ send-rate idle-times were
mutually skewed by setting them to values between 0 and 30 seconds at random. The
destination was then withdrawn by letting node 0 send the message (ε, 
) to all other
nodes. Each simulation was executed until the network converged.

We performed 1000 simulations for each clique size between 3 and 30 nodes and
recorded the number of failures, that is, the number of simulations wherein false positives
evolved. Figure 8 shows the ratio of failures for each clique size. False positives evolved
in more than 50% of the simulations where the cliques consisted of 10 nodes or more.
The failure ratio is close to one for cliques larger than 20 nodes. We conclude that false
positives are quite likely to evolve in these settings, even in moderately sized networks.

4 Making SPVP2-SR Sound

SPVP2-SR throttles the send rate of outbound messages by separating them with the
MRAI on a per-peer basis. Assume that some node applies a MRAI of 30 seconds. If the
node generates a message 20 seconds after it last sent a message to one of its peers, it has
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to wait 10 seconds before it can send the new message to that peer. We define the time
that a node has to wait before it is able to send a message as the suppression interval.
The length of a suppression interval is bounded by the MRAI. For simplicity, we assume
from now on that suppression intervals for all peers at each node are synchronized. This
means that a node sends messages to all peers at the same time.

In the previous section we show that false positives can evolve when a node changes
its path several times during a suppression interval as postponed messages are replaced
by newly generated messages in rib-outs. Conversely, it is easy to see that if a node
changes path only once during a suppression interval, no message is replaced. A node
that executes SPVP2-SR but never replaces a message in a rib-out would generate the
same histories and send the same messages as if it executed SPVP2. This suggests that
SPVP2-SR can be made sound by ensuring that nodes only change path once during a
suppression interval.

In this section, we examine the nature of path changes and present an extension of
SPVP2-SR that minimizes the number of path changes due to the messages received
during a suppression interval. We also present two methods that each prevent state
inconsistency and the creation of false histories in situations where it is not possible to
avoid several path changes to occur during a suppression interval.

4.1 Enforcing Single Path Changes

A node’s path selections are not only dictated by the messages it receives, but also on
the order that the messages are processed by the node. The following example shows
that the processing order of some given set of messages can affect the number of path
changes they cause.

Example 4. Assume that S = (G,P, Λ) is a SPP instance, and that all nodes execute a
SPVP protocol. Suppose a node u peers with nodes v and w in S, and that it has selected
path P . Let u receive message mv from v and message mw from w. Assume also that
the paths Q = (u v) path(mv) and R = (u w) path(mw) are permitted at u and ranked
such that λu(Q) > λu(R) > λu(P ). Due to the relative rankings of the paths and the
processing order of the messages, u will change path one or two times. If mv is processed
first, only one change is made; u will change from P to Q when mv is processed since Q

is ranked higher than P , but not from Q to R when mw is processed since Q is still
available and ranked higher than R. On the other hand, if mw is processed before mv, u

will first change path from P to R when mw is processed since R is ranked higher than P ,
and then from R to Q when mv is processed since Q is ranked higher than R.

By extending this example so that node u receives any number of messages it is easy
to see that there always exists a processing order of the messages such that u changes
path only once (keeping the assumption that the set of messages contains at most one
message from each peer and at least one message that yields a path that is permitted
and ranked higher than P at u). Generalizing even further, the following theorem states
that there always exists a processing order that causes at most one path change when
the set of messages contains no more than one message from each peer.
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Theorem 1. If some node u receives a set of messages M = {m1, m2, . . . , mk} from k

peers where each peer has sent exactly one message, there exists a processing order of the
messages in M such that u changes path at most once.

Proof. Let P be node u’s selected path before any message in M is processed.

Case 1: There exists a non-empty path Q = (u v) path(mbest), mbest ∈ M that is per-
mitted at node u (Q ∈ Pu) and ranked higher than any other non-empty path R =
(u w) path(m), m ∈ M \ {mbest} that is also permitted at u; λu(Q) > λu(R). Due
to condition S3 (path ranking is strict) and the fact that all messages in M are sent
from different peers of u, we know that Q is unique (λu(Q) �= λu(R)).

Case 1.1: λu(Q) > λu(P ). If mbest is processed first, u will change from P to Q.
Node u will not change path when the remaining messages in M are pro-
cessed, regardless of the processing order, since Q is ranked higher than any
path, (u w) path(m), m ∈ M \ {mbest}. Hence, node u makes only one path
change in this case.

Case 1.2: λu(Q) < λu(P ). Path P can not be the empty path since it is ranked
higher than the non-empty path Q. If M contains a message mn from the next
hop of P and mn is processed last of all messages in M , node u will change
path from P to best(u) (that may not necessarily be Q). This is the only path
change u makes due to the messages in M since no messages in M \ {mn}
would make u to change from P . If M does not contain a message from the
next hop of P , node u will not change path at all due to the messages in M

since P will still be the highest ranked path available at u after all messages
in M has been processed.

Case 1.3: λu(Q) = λu(P ). Due to condition S2 (the empty path is lowest ranked)
and the fact that Q is a non-empty path, P must be a non-empty path. Also,
since Q and P are equally ranked, we know from condition S3 that the next
hop of P has sent a path in message mn that replaces P with Q. Node u

changes path from P to Q when mn is processed. This is the only change u

makes, regardless of the processing order of the messages in M since P and Q

are ranked higher than any path (u w) path(m), m ∈ M \ {mbest}.

Case 2: There exists no non-empty path Q = (u v) path(m), m ∈ M that is permitted
at u (Q �∈ Pu).

Case 2.1: P �= ε. This case is similar to Case 1.2. If M contains a message mn

from the next hop of P and mn is processed last of all messages in M , node u

will change path from P to best(u). This is the only path change u makes due
to the messages in M since no messages in M \ {mn} would make u to change
from P . If M does not contain a message from the next hop of P , node u

will not change path at all due to the messages in M since P will still be the
highest ranked path available at u after all messages in M has been processed.
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Case 2.2: P = ε. Node u does not change path for any message in M since
no message carry a path that will make u change from the empty path to a
non-empty path.

Rearranging the processing order of messages from different peers is equivalent to
changing the delivery order of the messages. It is easy to see that state consistency
is not affected by such rearrangements. In terms of SPVP2-SR, we can perform the
rearrangements by letting a node collect all messages that it receives during a suppression
interval in a message bin. No path change is made during the suppression interval. At
the end of the suppression interval, the messages in the message bin are ordered such
that they will cause as few path changes as possible. However, messages sent from
the same peer have to be kept in chronological order, since any other order can create
state inconsistency. All messages in the message bin are then processed by the receive
procedure shown in Figure 4. A new message bin is also installed to collect messages
received during the following suppression interval. We know that state consistency is
kept if only one path change is made when binned messages are processed. This is
always the case if a message bin contains at most one message from each peer, as proved
in Theorem 1.

4.2 Handling Several Path Changes

So far we have assumed that a node only receives one message per peer during a sup-
pression interval. The situation gets complicated when a node receives several messages
from the same peer as it is no longer guaranteed that a single path change will follow.

Theorem 2. Let some node u receive a set of messages M . If M contains several
messages from the same peer, processing of the messages can result in more than one
path change.

Proof. We prove this with a trivial example. Let some nodes u and w peer. Assume that
all permitted paths at u extend all permitted paths at w; Pu = {(u w)P |P ∈ Pw}. This
means that u depends entirely on w to select a non-empty path. Suppose M is a set of
two or more messages that is sent from w to u. Let each message in M carry a unique
path, that is, path(mi) �= path(mj), i �= j. It is easy to see that u will change path when
each message in M is processed.

It can be argued that there is no point in selecting any but the latest received path
from a peer since all other paths previously received from that peer are unavailable.
Ignoring messages can however generate state inconsistency, as the following example
demonstrates.

Example 5. Let S = (G,P, Λ), where G = (V, E), be a SPP instance where the nodes
execute SPVP2-SR, and the three nodes u, v, w ∈ V are connected such that u peers
with v and v peers with w. Figure 9(a) shows the subgraph G′ of G that is induced by
the nodes u, v, and w.
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(a) Topology subgraph G′

P1 Q1 R1

P2 Q2 R2

P3 Q3 R3

(b) Dispute subgraph DD′

Figure 9: The topology subgraph and the dispute subgraph.

For simplicity, assume that P1, P2, and P3 are the only permitted paths at v and
ranked such that λv(P2) > λv(P3) > λv(P1). Also, let Q1 = (u v)P1, Q2 = (u v)P2, and
Q3 = (u v)P3 be the only permitted paths at u and ranked such that λu(Q2) > λu(Q3) >

λu(Q1). Finally, assume that R1 = (w u)Q1, R2 = (w u)Q2, and R3 = (w u)Q3 are the
only permitted paths at w and ranked such that λw(R2) > λw(R3) > λw(R1). Figure 9(b)
shows the subgraph DD′ of DD(S) that is induced by the path nodes Pu∪Pv ∪Pw. DD′

contains no dispute arcs since all three nodes agree on the relative rankings of the paths.
Initially, let path(rib(v)) = P1, path(rib(u)) = Q1, and path(rib(w)) = R1. Suppose that
v changes path from P1 to P2 and sends message mv

2
= (P2, (+P2)h2) to u. It then makes

a final change from P2 to P3 and sends message mv
3

= (P3, (−P2)h3) to u. Assume that u

receives both mv
2

and mv
3

before it is able to send any message to w due to the send-rate
constraints. It is clear that u uses path Q3 when the last message has been processed.
Assume that node u drops message mv

2
in order to enforce a single path change. Node

u would then send the sole message mu = (Q3, h) to w when the suppression interval
has elapsed. However, it is impossible to generate a history h that correctly describes
the path change at node u. Neither the history in mv

2
nor the history in mv

3
can be used

to create h without making it false. When w receives mu, it will change from R1 to R3

and generate history (+R3)h, since R3 is ranked higher than R1. This means that the
path of the latest entry in h must be Q3 or h will become false, since the transmission
arc from Q3 to R3 is the only existing arc in DD(S) that ends at R3. (From w’s point of
view, history h should tell what made u to change path from Q1 to Q3.) However, the
latest entry in both histories of mv

2
and mv

3
contain the path P2, which means that if u

extends any of those with an entry containing Q3, the history will contain entries that
falsely correspond to an arc from P2 to Q3 in DD(S).

We propose two methods that each prevents SPVP2-SR from creating incorrect his-
tories when the processing of messages received during a suppression interval give rise to
several path changes. The methods benefit from message bins, but they do not require
bins in order to function.

In the first method, which we call message flushing, message loss is prevented by
overriding the send-rate constraints. This is done by modifying the ratedsend function
(shown in Figure 6) such that if an unsent message resides in the rib-out, it is sent
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immediately when the function is called, before the new message is stored in the rib-out.
This means that a node will send as many messages as there are path changes. This
method can therefore degrade SPVP2-SR’s convergence properties. When both message
flushing and message bins are used, messages are sent in bursts that are separated by the
MRAI.

In the second method, which we call history truncation, messages are allowed to be
replaced in rib-outs. The history of a message that replaces another outbound message
in a rib-out is truncated by removing all its entries. The truncated history is then
populated with a single entry that reflects the local path change with respect to the
path previously sent to the peer, rather than the previously selected path. Formally,
assume that mold = (Pold, hold) is the latest message sent from some node u to its peer
w ∈ peers(u). Suppose u selects path Pnew and creates message mnew = (Pnew, hnew) to
be sent to w. We assume that Pnew �= Pold.

If, and only if, mnew replaces an unsent message in rib-out(u ⇒ w), hnew is recon-
structed to contain exactly one entry according to the following four rules.

H1: If λu(Pnew) > λu(Pold) then hnew ← (+Pnew).

H2: If λu(Pnew) < λu(Pold) then hnew ← (−Pold).

H3: If λu(Pnew) = λu(Pold) then hnew ← (+Pnew).

H4: If no previous message has been sent to w, we assume that Pold = ε and hnew ←
(+Pnew).

If Pnew and Pold are the same paths, there is no point in sending mnew. Message mnew

would never make the recipient to change path and, hence, hnew would never be used by
the recipient. Therefore, if Pnew and Pold are the same, both mnew and the message in
the rib-out are dropped, and the send operation scheduled for the message in the rib-out
is canceled.

When a node changes path several times during a suppression interval, only the
message of the last path change is sent when the history truncation method is used. It
is clear that all other path changes during the interval are unnecessary. Therefore, when
this method is used together with message bins, a message bin only needs to store the
latest received message from each peer. When the messages in such a bin are processed,
they will yield at most one path change, as stated in Theorem 1.

Theorem 3. The history truncation method keeps message and pipe consistency.

Proof. We start by showing that a message mnew fulfills all conditions for message con-
sistency.

• (M1) Paths Pold and Pnew are present as nodes in the dispute digraph since they
are permitted at u. Condition M1 is satisfied as rules H1–H4 create either history
(+Pnew) or (−Pold), which both correspond to valid (and trivial) trails in the dispute
digraph.
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• (M2) If λu(Pnew) ≥ λu(Pold), one of rules H1, H3, and H4 creates history (+Pnew)
and mnew becomes (Pnew, (+Pnew)), which fulfills condition M2.

• (M3) If λu(Pnew) < λu(Pold), rule H2 creates history (−Pold) and mnew becomes
(Pnew, (−Pold)), which meets condition M3.

We consider pipe consistency at the end of a suppression interval when a message mnew

is sent. Suppose that the message becomes the kth message in a pipe, that is, pipe(w ⇐
u, t)[k] = mnew, k > 1, at time t. We assume that the pipe was consistent before time t

and show that it remains consistent when mnew is inserted.

• (P1) If pipe(w ⇐ u, t)[k] = (Pnew, (−Pold)), condition P1 is fulfilled as we know
that Pold is the previously sent path to w and pipe(w ⇐ u, t)[k − 1] = (Pold, h).

• (P2) Condition P2 is satisfied when pipe(w ⇐ u, t)[k] = (Pnew, (+Pnew)) and
pipe(w ⇐ u, t)[k − 1] = (Pold, h), as we know by rules H1 and H3 that λu(Pnew) ≥
λu(Pold). Condition P2 is also met if pipe(w ⇐ u, t)[k] = (Pnew, (+Pnew)) and
pipe(w ⇐ u, t)[k − 1] = (ε, 
), since λu(Pnew) > λu(ε).

• (P3) Because hnew always contains an entry, condition P3 is fulfilled.

• (P4) By inspecting the ratedsend procedure shown in Figure 6, it is evident that
rib-out(u ⇒ w, t) = rib(u, t), which means that pipe(w ⇐ u, t)[k] = rib(u, t) and
condition P4 is met. When rib(u) changes during suppression intervals, as in the
case where message bins are not used, it is easy to see that condition P4 is not met.
Even so, the condition is fulfilled at the end of each interval.

Going back to Example 5, the history truncation method would create history h =
(+Q3) at node u. Node w would then extend h and create history (+R3)(+Q3), which
is a valid trail in the dispute digraph (see Figure 9(b)).

SPVP2-SR equipped with the history truncation method does not have the complete-
ness property, however. Because the history truncation method removes entries from
histories in messages that replaces other messages in rib-outs, there is no guarantee that
histories involved in persistent oscillations will ever become cyclic.

5 Discussion and Future Work

Previous work have shown the importance of applying send-rate constraints in path vector
routing protocols. We have extended SPVP2 into SPVP2-SR, which applies send-rate
constraints as it is done in BGP. We showed that SPVP2-SR can generate false histories
and, ultimately, false positives due to the send-rate constraints. We have also presented
several solutions to this problem. The use of message bins can reduce the number of path
changes due to messages received during a suppression interval. When messages received
during a suppression interval yield only one path change, the path-history algorithm
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creates correct histories. If several path changes are necessary, either message flushing
or history truncation can be used to prevent the creation of false histories.

A message bin stores all messages received during a suppression interval. At the end
of the suppression interval, all messages in the message bin are processed. Finding an
effective algorithm that orders messages in the bin such that the messages yield the least
number of path changes possible is a topic for future work.

In this work we have not considered the computational and storage overhead that
message bins require. To this point we have also assumed that a node’s suppression
intervals for each peer coincide. In BGP, send-rate constraints should be applied on
a per-destination-and-peer basis (although it is common practice that they are applied
on a per-peer basis only). This means that a node has to keep one message bin per
destination and peer. Given that inter-domain routers have to cope with vast amounts
of destinations and peers, it is crucial that the data structures used to represent message
bins require as little resources as possible.

The advantage of the message flushing method is that SPVP2-SR’s completeness
property is kept. This means that histories are guaranteed to become cyclic if the proto-
col oscillate persistently due to cyclic policy disputes. However, since message flushing
overrides send-rate constraints, the protocol’s convergence properties can be degraded.
We believe that message bins will give better convergence properties compared to the
case when no send-rate constraints are applied at all, however. The impact of message
flushing on convergence properties is a subject for future work. The strength of the his-
tory truncation method is that send-rate constraints are kept. However, it removes the
completeness property from SPVP2-SR, which means that there are no guarantees that
histories ever become cyclic at persistent oscillations.

An open problem is how cyclic policy disputes should be resolved, once they are
detected. SPVP3 breaks cyclic policy disputes by suppressing a path that shows up
twice in the same path history. There are two potential drawbacks with this approach.
First, path suppression is not coordinated in SPVP3, which makes it possible that more
paths than needed get suppressed. This happens when several nodes suppress different
paths from the same dispute cycle at the same time. Second, which specific path or
paths that get suppressed by SPVP3 depends on the timing of message arrivals. Some
paths can be more important than others in practice. In such cases, it is preferable
if less important paths are suppressed in favor of the important ones. This also raises
a question of fairness. How should routing disputes between several organizations be
handled, where, for example, economical interests can differ? Human intervention might
be needed to resolve the disputes in such cases.
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Abstract

Today, intermittent connectivity is common in wireless access networks and it seems
like mobile users will have to deal with discontinuous network access in the future. But
existing network protocol architectures are not resilient to disruption of communication
links and communication often fails when faced with sporadic connectivity.

We discuss a new paradigm for wireless access called opportunistic collaborative net-
working, where communication is disruption-tolerant and wireless devices exploit any
opportunity of communication, albeit temporary, to forward messages towards the des-
tination. Developing protocols for these innovative networks requires understanding of
their structure and dynamics.

Spatial mobility models are commonly used to evaluate protocol performance in mo-
bile ad hoc networks. Choosing parameters for such models so that they correspond to
the target environments is not trivial. In this paper, we present a temporal connectivity
model that we believe is better suited for the task. We analyze traces from real world ad
hoc networks in order to create models that correspond to the topological and temporal
properties of these networks. We also propose a tool to explore a network’s topological
and temporal properties.

1 Introduction

With the proliferation of a variety of wireless access technologies, seamless connectivity
and anywhere, anytime computing are commonly touted as the paradigms for serving
mobile users. Further, broadband wireless access is described as the panacea for the last-
mile problem. While the vision of seamless connectivity and broadband wireless Internet
access is attractive, it is far from reality. For various regulatory, technical and economical
reasons, wireless access networks worldwide fail to fulfill the promise of continuous, high-
bandwidth, and affordable service.

Cellular networks (e.g., GSM/UMTS) are the most common option for mobile wide-
area network access. Their coverage continues to be variable and intermittent [8]. In
terms of performance, 2/2.5G networks provide low bandwidth access. While 3G promises
high bandwidth access, it is expensive and its metered service is not viewed as a true
option for extensive Internet access. The potential success of newer technologies using
licensed spectrum such as IEEE 802.16 (WiMax) remains questionable. The substantial
investment made in 3G licenses and infrastructure is a deterrent for network operators
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to adopt a new technology for mobile broadband access. As a broadband solution to
the last-mile problem in poor and developing countries and in rural and remote areas,
WiMax and other licensed wireless access technologies face the chicken-and-egg problem
of the simultaneous need for both a market and an infrastructure. Providing continuous
broadband coverage in rural areas can be an expensive endeavor for network operators
due to the sparse population density, for example, [17], challenging terrain, and lack
of other relevant infrastructure such as reliable supply of electricity [38]. IEEE 802.11
(WiFi) has experienced widespread proliferation thanks to its operation in the unlicensed
spectrum and cheap hardware. But coverage of WiFi hotspots is limited to few hundred
meters.

In spite of efforts to extend the coverage of infrastructure wireless networks, for in-
stance, using the multi-hop ad hoc and mesh networking approach [11], intermittent
connectivity prevails. Still, wireless access networks today are architected for providing
continuous, synchronous access to users; to a great extent this can be attributed to the
end-to-end communication paradigm prevalent in the Internet. Irrespective of the kind of
network services a user is interested in, the end-user is expected to be physically present
within the coverage of these infrastructure based access networks for any communication
to take place. This, we believe, is a major hurdle for extending network access to a size-
able user population who cannot afford to be physically present within the coverage area
of the nearest base station or hotspot [38] and to mobile users who find it cumbersome
keeping track of their intermittent network access as they move in and out of the sporadic
coverage. While continuous, connectivity is essential for synchronous applications such
as real-time video and voice conferencing, there are many asynchronous applications:
cached Web access, electronic mail, multimedia messaging, newscasting, file sharing, and
blogging, to name a few that do not need continuous network access. But today’s net-
works and protocols are not resilient to disruption of communication links, and are not
designed to exploit intermittent availability of network resources.

In this paper, we consider an emerging paradigm of opportunistic collaborative net-
working that overcomes these hurdles and supports a more practical whenever, wherever
style of computing. Moving away from the traditional centralized operational model of
access networks, we envision decentralized, self-organizing, opportunistic access networks
in the future, those that incorporate intermittent connectivity and support natural hu-
man communication and usage patterns. Many challenges arise in implementing this
new class of networks, for example, handling heterogeneous types of devices with differ-
ent communication characteristics, efficient routing in presence of network partitioning,
disruption-tolerant transport layer and a connectivity-aware application design. Under-
standing the nature and structure of these complex and dynamic networks is crucial for
engineering technical solutions as well as architecting business models to commercialize
these networks in the future. In our ongoing work, we attempt to model the behavior of
intermittently connected mobile access networks using real-life traces.

The rest of the paper is organized as follows. In Section 2, we define opportunistic,
collaborative access networks. In Section 3, we propose a connectivity model and ana-
lyze real-life wireless connection traces of two different mobile network environments and
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derive the emergent statistical structure. In Section 4, we present a graphical tool to
explore topological and temporal properties of intermittently connected networks. Fi-
nally, in Section 5, we present our concluding remarks and discuss some properties and
limitations of the model, and possible extensions of the trace analysis.

2 Opportunistic Collaborative Networks

Many mobile and nomadic computing scenarios exist and new applications are emerging
where users would like to use asynchronous and “real-enough time” services that exploit
any opportunity of communication, albeit temporary, with other wireless devices or in-
frastructure in the vicinity. These contact opportunities could be periodic, coordinated,
spontaneous or a combination therein. Concrete examples are: community mobile net-
works such as DakNet [38] and Sámi Network Connectivity [7] in rural and under-served
regions; emergency and disaster relief operations where sporadic connectivity is what the
network can support at best, vehicular ad hoc networks [33] and ad hoc peer-to-peer
networks [25].

These networks typically comprise heterogeneous wireless devices in motion (e.g.,
portable devices carried by mobile users, vehicles, high-altitude platforms) that form
dynamic clusters or islands of connectivity, cooperate in routing data and take advantage
of infrastructure network resources as and when they become available. It may take
multiple discontinuous wireless contacts or hops before the data is carried from the source
to the destination over a period of time.

These opportunistic collaborative networks relax the “always-on” assumption and
allow data transport even in the absence of contemporaneous end-to-end path between
the source and destination. This paradigm is a radical departure from the traditional
end-to-end communication model pursued in the Internet, and falls in the general space of
delay- and disruption-tolerant networking (DTN) [2,4]. The DTN concept was incubated
primarily in the InterPlanetary Internet (IPN) Project, a special interest group within
the Internet Society. The motivation was the need for a new architecture that could
address internetworking of and interoperability between significantly disparate network
environments envisioned in an interplanetary Internet [12]. These environments would
be characterized by a wide variety of constraints and extreme conditions such as long,
variable delays (minutes, hours, or days) and frequent disruption of links, unlike the
existing Internet we know. Since then the DTN idea has been found relevant and useful
for many terrestrial applications, for example, [7,25,33,38], and has attracted considerable
attention within the research community in the last few years.

Opportunistic collaborative networks have the potential of enabling new kinds of
services that are capable of utilizing resources as and when they are available. This
allows the network functioning to be versatile and driven by the natural usage needs
rather than the technological aspects. We believe that this is the raison d’être that
makes opportunistic collaborative networking powerful and attractive.

Let us now elaborate on the “opportunistic” and “collaborative” characteristics to
understand what types of behavior and functionality could comprise these networks.
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2.1 Opportunistic Networking

The literal meaning of the term “opportunistic” is evident—the tendency of network de-
vices to exploit available resources in the network as and when possible. In the context
of communication networks, though, it represents many more subtle properties. Oppor-
tunistic networks are intrinsically fault tolerant for they are not limited by the end-to-end
connectivity assumption. These networks are distributed and self-organizing in that the
control and management is largely up to the individual devices or users (within the
boundaries defined by the network operator’s policies, if part of a commercial network).
The communication in these networks is localized, that is, decisions such as routing are
made by devices based on locally available information. Opportunistic also means being
able to take advantage of locally accessed global information, where devices implicitly
convey global reachability information strictly through local interaction.

Communication opportunities in a network can arise in different forms. They can be:

1. Deterministic—periodic connectivity, for example, in an interplanetary network
based on the movement patterns of planets and satellites, or connectivity that is a
function of time synchronization among sensors;

2. Coordinated—a group of users deciding to meet at a particular location at a certain
time to share data;

3. Spontaneous—when two or more devices meet by chance, for example, two or more
users with common interests meeting at an airport.

Various forms of user interactions together may lead to complex probabilistic connectiv-
ity patterns that, for instance, closely follow the social behavioral patterns of users. On
a finer temporal granularity, the interconnectivity among devices may look spontaneous.
Though from a bird’s eye view, it exhibits an emergent behavior where the collective
conduct of devices imparts interesting spatio-temporal statistical properties for the net-
work as a whole, for example, distribution of inter-contact times and contact times, and
clustering.

2.2 Collaborative Networking

The term collaborative, in the context of communication networks, represents the vari-
ous ways in which users and devices cooperate to mutually benefit from one another’s
role in the network, to maximize the network’s utility and possibly to attain a com-
mon goal. There are several examples where the collaborative nature transpires as an
integrated feature of the network. For instance, peer-to-peer file sharing applications
such as BitTorrent [1] have incentive for cooperation built into the design; sensors in a
wireless sensor network may implement energy-efficiency algorithms to attain the goal of
network longevity; certain networks are deployed with a specific mission requiring users
and devices to cooperate actively, for example, emergency and rescue operations, and
NASA’s interplanetary network. Alternatively, in a more anarchical setting, altruism
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on the part of certain users or the use of appropriate incentives, for instance, based on
pricing mechanisms [15] or using game theoretic models [45] could trigger cooperation.

3 Connectivity Modeling

Mobility models are critical for evaluating performance of protocols in mobile ad hoc
network environments. Mobility models influence the connectivity among nodes: the
nodes that “connect” or are within communication range, how long and how frequently
they connect. The connectivity patterns dictate the ability to route and transport data
in these networks, in turn determining the performance limits of deployed services (e.g.,
end-to-end delay and packet delivery ratio).

Until now, it has been a common practice to employ synthetic spatial mobility models
in order to implicitly generate temporal connectivity patterns. The spatial mobility
models generally focus on parameters such as initial distribution of nodes, maximum
velocity and pause time of nodes; they often hide some of the crucial behavioral properties
of the network that affect the performance and may inadvertently impair the accuracy
of the results and conclusions. A prime example is the previously popular “random
waypoint model” [49].

We argue that temporal connectivity models are better suited than spatial mobility
models—instead of creating temporal connectivity patterns indirectly via spatial mobility
models, we advocate using temporal connectivity models directly. This approach has at
least two distinct advantages: first, it is much easier to model realistic connectivity
patterns, for example, based on real-life traces, than mobility patterns; second, we are
able to understand the network behavior much better, which facilitates development of
practical protocols for these network environments. We present our temporal connectivity
model in Section 3.1.

To this end, we have developed methods to analyze real-life connectivity traces, iden-
tify significant stochastic properties in mobile ad hoc networks, and create realistic con-
nectivity models for simulation and formal analysis. We analyze traces from the MIT
Reality Mining project [5] (specifically, a Bluetooth connection trace between mobile
phones), and the Haggle project [25]. The traces capture behavior of intermittently
connected mobile ad hoc human social networks. We present some results from our
on-going trace analysis in Section 3.2. We derive and discuss various topological and
temporal properties from the traces: node degree distribution and total connection dura-
tion distribution for the whole network as well as individual edges; connection duration
distribution; inter-connection duration distribution; and occurrence of what we term as
the backbone of the network.

3.1 The Connectivity Model

We define a stochastic connectivity model to capture the temporal connection behavior
of network entities. Let G = (N, E) be a simple graph that consists of a node set N

and an edge set E. Each node represents a network entity that is able to communicate
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C D

Figure 1: Connection process states and state transitions.

with other network entities, and each edge e = {a, b} represents connection opportunities
between nodes a and b. That is, when e exists, e ∈ E, there is a probability that nodes
a and b will connect at some point in time. Conversely, if e �∈ E the nodes will certainly
never connect.

To model temporal connection behavior between node pairs, we associate a stochastic
contiguous-time connection process Pe(t) to each edge e ∈ E. A connection process can
be in either the connected state C or the disconnected state D. We assume that nodes a

and b are only able to communicate when the state of P{a,b} is C. A process alternates
monotonously between the two states, but the duration spent in each state is random.
Figure 1 shows the process states and state transitions.

Let the connected duration Ce(t) for process Pe(t) be a stochastic variable with prob-
ability distribution f c

e , Ce(t) ∼ f c
e . Analogously, let the disconnected duration De(t)

for process Pe(t) be a stochastic variable with probability distribution f d
e , De(t) ∼ fd

e .
These variables define the temporal connection pattern. For simplicity, we assume that
all processes start in the disconnected state, that is, Pe(0) = D.

Let P = {Pe(t) : e ∈ E} be the set of connection processes for all edges in E. We
define a connection model instance as M = (G, P ).

3.2 Analysis of Network Traces

We want to characterize the topological and temporal properties of real ad hoc networks,
and learn if some properties are invariant among the networks. Doing so will enable us to
synthesize models in the future that share the same properties as real networks. We are
currently analyzing trace data from the Reality Mining project (Reality) and the Haggle
project (Haggle) in order to find and compare their topological and temporal properties.

3.2.1 Topological Properties

To derive topological properties, we create an aggregated connection graph (ACG), which
is a simple and weighted graph where the nodes represent mobile entities and the edges
represent connections between the mobile entities. The edge weights represent the cumu-
lative connection duration between the mobile entities. The Reality ACG consists of 85
nodes and 981 edges, whereas the Haggle ACG consists of 41 nodes and 783 edges.

The diagrams in Figures 2(a) and 2(b) show the node degree distributions for Reality
and Haggle. The degree distribution of the Reality nodes seems to have an almost linear
distribution, ranging from 1 to 65. In contrast, the Haggle nodes have an almost uni-
form distribution where most nodes have have degrees of approximately 40. The large
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Figure 2: Distributions of node degrees and total connection durations.

difference in degree distributions is due to how the people carrying the nodes associate.
The Reality network consists of mobile phones that are carried by people on a univer-
sity campus, whereas the Haggle network consists of sensors carried by participants at a
conference.

The log-log diagrams in Figures 2(c) and 2(d) show the edge weight (node-pair total
connection duration) distributions for Reality and Haggle. Both distributions are heavy-
tailed, a few node pairs are connected several magnitude of orders longer than the larger
part of the node pairs.

We rank the edges according to their weights such that the highest ranked edge has
the longest total connection time. To further investigate the relation between topology
and edge weights, we define a network’s backbone as a subgraph of the ACG that is
induced by the nodes that are connected by the top 5% ranked edges.
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(a) Reality backbone (b) Haggle backbone

Figure 3: The Reality and Haggle backbones.

Figures 3(a) and 3(b) shows the backbones of Reality and Haggle. The Reality back-
bone consists of 28 nodes (approximately 33% of the total number of nodes) and 50 edges.
The Haggle backbone consists of 36 nodes (approximately 88% of the total number of
nodes) and 40 edges. The Reality backbone is more clustered than the Haggle backbone.
The average clustering coefficients [48] of Reality and Haggle are 0.53 and 0.15 respec-
tively. The Reality backbone shows a community structure where nodes within groups
are densely connected while groups are sparsely connected.

3.2.2 Dynamical Properties

To estimate probability distributions of the connection processes, we look at dynamical
properties; connection duration distributions and disconnection duration distributions
of individual edges. The log-log diagrams in Figures 4(a) and 4(b) show the highest
ranked edge’s (i.e., the edge with the longest total connection time) connection duration
distribution, whereas the log-log diagrams in Figures 4(c) and 4(d) show the highest
ranked edge’s disconnection duration distribution. All distributions are heavy-tailed.

The longest connection lasted around 500 minutes (8.3 hours) in both cases. The
disconnection durations reveal the human diurnal rhythm. The data shown in Figure 4(c)
have a clear stair case shape where the level at approximately 1000 minutes (17 hours)
corresponds to disconnections during evenings and nights, the next level corresponds to
disconnection during weekends, and so on. We return to this issue in Section 5 where we
discuss limitations of our model.

Initial examination suggest that all edges have connection and disconnection distri-
butions of similar shape. However, the data also reveal that low weight edges have fewer
and shorter connection durations than edges with higher weights. This imply that they
have, on average, longer disconnection durations than edges with higher weights. We are
currently investigating this “distribution of distributions”.
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Figure 4: Connection and disconnection duration distributions for the highest ranked edge.

4 The Network Exploration Tool

The network exploration tool is an interactive application with a graphical user interface
(see Figure 5) to be used for examination of both topological and dynamical proper-
ties of communication networks. The tool, which is written in Java, is currently under
development.

Topological information can be loaded, viewed, modified, and saved. We use a filtering
scheme where the data is processed by several filters. There are filters to modify the data
and other filters to display the data. Filters that are employed are kept in a filter list.
The data is processed through the set of filters in the order the filters are listed, the
output from one filter is fed to the following filter in the list. The GUI makes it easy to
add, remove, and reorder filters in the filter list.
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Figure 5: The network exploration tool GUI.

It is common that aggregated connection graphs are so dense that it is hard to see
topological characteristics. The tool is equipped with edge and node filters to handle
such cases. For example, with the edge filter, it is possible to remove all edges with
weights under some given threshold. This is useful to identify the nodes and edges that
constitute backbones (cf., Figures 3(a) and 3(b)). There are also a filter that reports
various topological properties, for example, node degree distribution, path lengths, and
clustering coefficients. The tool contains several node layout strategies. Furthermore,
graph figures can be exported to EPS and PNG files.

The tool also supports animation of connections. Currently, a user is able to play,
pause and stop animations. It is also possible to advance the animations in steps and
change the animation’s current point in time arbitrarily.

5 Discussion and Future Work

Incorporating opportunistic and collaborative features into wireless access networks can
greatly enhance the utility of existing access networks presenting unforeseen opportunities
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for technological and entrepreneurial innovations. These networks will evolve around
social behavior and usage patterns of mobile users and hence will be complex in nature.

We stated that the human diurnal rhythm changes the connection patterns during
nights and weekends in Section 3.2.2. Nodes are connected more during daytime than
during night. Our proposed model does not capture different behaviors—deriving distri-
butions from all trace data would “blend” all behaviors into one. Even if such a model
could be adequate in some cases, we suggest that separate models are created for each be-
havior. Several models can then be incorporated in one “embracing” model that switches
between the basic models over time.

In the future, we will fit statistical distributions to the various distributions of the
data sets, for example, node degrees, connection durations, and disconnection durations.
We will also measure connection correlation between node pairs as well as the dependency
between consecutive connection and disconnection durations. In graphs representing the
networks, we will measure community presence, average path lengths, and diameter.
Furthermore, we will survey graph models that share the same topological properties
as the ones of real networks. Finally, we will examine how topological and dynamical
properties change over time, and whether they are scale free.
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